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While network monitoring activities hold an outstanding position among the Information and Communication
Technologies, they are surrounded by serious privacy implications that pose the requirement for eﬀective
access control. Therefore, access control shifts from traditional approaches to more sophisticated paradigms
that include additional provisions with respect to privacy. Complementing and particularizing our previous
research work on the development of frameworks for the enforcement of Privacy-aware Access Control in
network monitoring environments, this paper focuses on the description of an ontology which aims to
constitute the knowledge basis for eﬀective and thus expressive access control in network monitoring systems
through the incorporation of all privacy-context concepts.
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1. Introduction
Network monitoring constitutes a significant procedure concerning the stability of a network
since it is useful and significant for purposes such as network operation, management, planning
and maintenance, security protection (e.g., in terms of intrusion detection and prevention),
scientific research based on real traﬃc traces, as well as law enforcement (e.g., by means of data
retention and lawful interception). Intuitively, since network monitoring depends by default on
the collection and processing of traﬃc related information which may contain a significant amount
of personal content, it raises issues related to the protection of personal data. In fact, the core
identification token in data communications is the IP address and, in that respect, the Article 29
Data Protection Working Party (2007) has concluded that “... unless the Internet Service Provider
is in a position to distinguish with absolute certainty that the data correspond to users that cannot
be identified, it will have to treat all IP information as personal data to be on the safe side”; IP
addresses are not “just numbers” (Lundevall-Unger and Tranvik, 2011).
Therefore, privacy concerns are not limited to the payload of the packets; sensitive information
can be derived and regenerated by protocol headers that already reveal much information (e.g., a
visited website or the peers of a VoIP call) even if they have been anonymized (Pang et al, 2006) or
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even from “unsuspicious” header fields (Bellovin, 2002). In fact, privacy protection mechanisms
align their functionalities towards preventing and capturing privacy violation incidents throughout
diﬀerent layers of the network stack (Ruiz-Martinez, 2012). Network monitoring deals also with
very high data rates that exceed the order of Gbps; thus, any mechanisms deployed for privacy
preservation should be able to cope with such stringent requirements. In addition, the monitoring
activities, as well as the underlying categories of data, have been subject of specific regulations,
such as European Parliament and Council (2002) in Europe. Although some insights are provided
in the following sections, the thorough description of the legislation is beyond the scope of this
paper; the reader is referred to Sicker et al (2007) and Lioudakis et al (2010).
In order for network operators to engender trust in their customers, as well as to achieve compliance
with the privacy legislation, they adopt data management practices that are implemented by
privacy policies enforced by rule based systems. One of the most important technologies enabling
the enforcement of fair data practices (OECD, 1980; European Parliament and Council, 1995;
(Lioudakis et al, 2010) is access control. In fact, what any privacy violation certainly includes is
some access to personal data; access control constitutes a fundamental aspect of privacy protection.
In that respect, the development of access control models specifically tailored towards privacy
protection has been the focus of intense research in the last few years. This trend which usually is
referred to as “privacy-aware access control” (Antonakopoulou et al, 2012) typically concerns the
enhancement of traditional access control approaches with other concepts that include contextual
parameters as part of the decision making process, in order to make access control policies more
expressive and thus more eﬀective.
In light of these issues, the EU funded FP7 ICT project PRISM (2008) proposed a novel general
purpose privacy-preserving network monitoring framework that goes beyond privacy-aware
access control state-of-the-art by incorporating an ontology of the monitoring environment, the
particular type of each data item, the underlying collection and application purposes, data
processing functionalities, contextual constraints and legislation provisions inside its authorization
and access control model for the specification of the access control policies. The access control
policies are evaluated and enforced on a two-phase and two-stage basis by the system that
intercedes between the network link and the monitoring applications. The system, taking into
account the diversity, heterogeneity and complexity regarding the representation of these concepts, is able to serve the needs of both real-time and non-real time applications through the
exploitation of ontologies which provide rich expressiveness, eﬀective classification of knowledge,
as well as advanced reasoning capabilities. In this context and having as starting point the base
PRISM ontology, the paper proposes an enriched and more expressive schema of the ontology
which incorporates specific and missing “privacy context” features, specially focused on the
diverse constraints that privacy policies in network monitoring environments should embed,
aligned with privacy legislation.
The remainder of this paper is organized as follows: Section 2 provides a brief overview of related
work while Section 3 examines fundamental privacy issues related to network monitoring. Section
4 presents the fundamental concepts that the proposed ontology is based on; Section 5 examines
the fundamental principles that govern the design and the development of the proposed ontology.
Section 6 provides an overview of the solution’s implementation aspects while Section 7 provides
an assessment of all the described notions and aspects related to it as well as future directions.
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2. Related Work
Despite the fact that several solutions provide significant achievements in the areas of traﬃc
anonymization (Koukis et al, 2006; Burkhart et al, 2010), although they are aimed to be quite
generic, they are based on static anonymization policies specification. Additionally, despite the
fact that they work well for applications using previously collected traﬃc data, they are not
applicable to applications’ domains that demand real-time data, such as intrusion detection
systems. On the other hand, privacy-aware access control frameworks in the literature, (Byun et al,
2005; Ni et al, 2007; Bertino et al, 2010), succeed in encapsulating the majority of privacy-context
characteristics dictated by fundamental privacy principles described in OECD (1980), but are
moving away from the simplicity of policy administration spirit, as it is surveyed in Antonakopoulou
et al (2012). Consequently, the aforementioned approaches regarding the areas of traﬃc anonymization and privacy-aware access control fail to meet all requirements for privacy-aware network
monitoring.
Moreover, few of the current research approaches exploit the expressive power of semantics and
ontologies (Kost and Freytag, 2012 ; Hecker et al, 2008) in order to enhance eﬀectively their privacy
policies, e.g., with important features concerning the protection of personal data, such as conditional disclosure/processing of information, fulfillment of privacy obligations and privacy
preferences incorporation. In the Haidar et al (2006), Finin et al (2008), Ferrini and Bertino (2009),
Ravari et al (2008) and Ravari et al (2010) approaches, the high level of abstraction concerning the
semantic representation of their entities constitutes an important advantage due to the fact that, in
this context a model can express other access control models while the update and manipulation
of access rules are made easier.
Finally, approaches worth mentioning in the field of ontologies usage regarding network security
from which our work draws inspiration, are presented in Cuppens-Boulahia et al (2008), Lopez et
al (2009) and Chunlei et al (2011). These solutions propose an ontology-based methodology, for the
instantiation of security policies that counteract network attacks. The first two approaches grounded on the model presented in Cuppens and Cuppens-Boulahia (2008) and they provide a way to
map alerts into attack contexts, which are later used to identify the policies to be applied in the
network to solve the emerging threat. The proposed enriched ontology design is grounded on
distinguished research activities the most prominent of which were presented in this section.

3. Privacy Issues in Network Monitoring
This section investigates the issue of privacy protection in the context of network monitoring from
a joint regulatory and technical viewpoint. As has already been mentioned, network monitoring is
required for the operation and maintenance of communication networks as well as to detect frauds
and attacks. Typically, raw packet-level traﬃc traces are collected using suitable traﬃc probe
devices and fed to monitoring applications (IDS, etc.) for analysis, with potential risks for the
legitimate privacy rights of the customers.
Indeed, as electronic communications increasingly proliferate in everyday life, privacy with all its
facets is increasingly considered as a quality attribute of paramount importance. More than a
century after the seminal essay identifying that privacy as a fundamental human right was
endangered by technological advances (Warren and Brandeis, 1890), never before in history have
citizens been more concerned about their personal privacy and the threats posed by emerging
technologies (Gallup Organization, 2008) and, in this context, violations related to network
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monitoring and communications’ surveillance have started hitting the headlines and feed the
citizens’ concerns. There are numerous documented mishaps; for instance, consider the U.S.
National Security Agency’s warrantless wiretapping, secretly authorized by the Bush Administration (Risen and Lichtblau, 2005), or the major contemporary wiretapping scandal, that took
place recently in Greece (Smith, 2006).
Therefore, the design of a network monitoring system cannot be considered as a purely technical
activity, as it clearly has a considerable societal impact (in terms of both its implications on privacy
and in terms of its consequences on public security). Public policies and regulatory requirements
do aﬀect to a significant extent the technical requirements of such a system. A significant milestone
in the privacy literature has been the codification of the fundamental privacy principles (OECD,
1980), as this codification lays out the basis for the protection of privacy. The OECD principles are
reflected in the European Directive 95/46/EC (European Parliament and Council, 1995) and is
further particularized and complemented with reference to the electronic communication sector
by the Directive 2002/58/EC (European Parliament and Council, 2002), which imposes explicit
obligations and sets specific limits on the processing of users’ personal data by network and
service providers in order to protect the privacy of the users of communications services and
networks. For some insights in the frameworks of the U.S. and other countries, the reader is
referred to the essays of Solove (2006) and Sicker et al (2007). The legal and regulatory requirements
that stem from the legislation and are related to this work can be summarized as follows:
• Guarantee the lawfulness of the data processing
• Identification of the purposes for which data are processed
• Assurance of the necessity, adequacy and proportionality of the data processed
• Protection of the quality of the data processed
• Retention of identifiable data only for the period required for the fulfillment of the processing
purpose
• Notification and other authorizations from competent Privacy Authority
• Information to the data subjects
• Consent and withdrawal of consent from data subjects
• Exercising rights of the data subject
• Enforcement of data security and confidentiality
• Processing of special categories of data is performed in compliance with the specific data
protection legislation
• Data access limitation
• Dissemination of data to third parties and transfer of data to third parties in compliance with
the underlying fair data practices
• Supervision, sanctions and lawful interception by competent Privacy Authority
As already mentioned, any privacy violation certainly includes illicit access to personal data and,
intuitively, access control constitutes a fundamental aspect of privacy protection. Therefore, the
above disciplines converge into eﬀective access control mechanisms as well as into the semantic
specification of all the underlying concepts. The access to the data should be controlled and
decisions concerning access to personal data should take into account the context characterizing
each privacy session as well as other complementary actions which refer to certain behavioural
norms of the system.
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In that respect, the role of semantics is crucial. As network traﬃc monitoring is not a single, well
specified activity, a monitoring task can be considered as a means to answer a single question
about the activity of the network under monitoring. The thorough specification of which data are
“strictly necessary” for the monitoring task depends on what is being asked, about what aspects
of the network, and by whom, requiring an in-depth clarification of the following issues: What is
the purpose of a monitoring task (e.g., SLA enforcement, intrusion detection, traﬃc profiling,
accounting and billing, etc)? Which specific traﬃc information is required to accomplish that
purpose? This can be either information explicitly present in the observed packets (e.g., header
fields, payload sections) or derived from one or more analysis functions performed on the observed
packets (e.g. flow size distributions). Information considered “strictly necessary” must have the
minimum possible information content for the purpose. For example, raw IP address information
from the packet header is not strictly necessary if the given purpose could use IP address information aggregated by network (as is often the case for traﬃc engineering purposes) or anonymised
IP address information without loss of functionality. Furthermore, the question of what entity (a
system administrator, a division in the operator’s organisation, the public research community,
etc) runs the monitoring task and has access to its input data as well as the results raised.
These aspects are in general not static, but may also depend on intermediate results of the
monitoring application itself, and hence change dynamically over time. For instance, a network
intrusion detection system residing at the perimeter of a network may not strictly need to access
IP level information in order to detect attack activity. However, once an attack is detected it may
need to precisely attribute the attack activity to a set of source addresses and targets in order to
respond to the attack. The dynamic nature of this necessity implies there is another aspect which
must be addressed: What is the context in which the information is collected and processed, and
how do variations in context aﬀect the three previous aspects?
In that respect, the proposed extended ontology which encapsulates all these privacy notions and
principles that are often met in the literature as “privacy context”, expresses them into concrete
access control rules, provides intelligent policy evaluation, imposes prescribed data handling
patterns, such as anonymization strategies, and aims to constitute the knowledge base of an
eﬀective privacy-aware access control model.

4. Fundamental Concepts
A brief presentation of the implemented and evaluated PRISM system is provided in this section
in order to reflect the core principles presented in Section 3 and clarify the usability of the proposed
ontology for privacy aware access control in network monitoring environments. PRISM system is
comprised of four separate blocks as is depicted in Figure 1: the Privacy-Preserving Controller (PPC),
the Front-End (FE), the Back-End (BE) and the Monitoring Applications executed by system’s Users
(MAU), (Lioudakis et al, 2009).
The goal of the FE tier, which plays the role of the online traﬃc probe, is to capture the packets on
the network link, protect them according to suitably designed data protection mechanisms and
deliver them to the BE tier. The BE tier is the system’s component primarily in charge of controlling
any access to the data, either in real-time, i.e., immediately after their collection, or oﬄine. Neither
the network operator nor any other entity has direct access to the collected data. The data reach the
BE already cryptographically protected by the FE tier. Between the FE, the BE and the MAU two
communication planes are defined: the unidirectional Data Plane that serves for the communication
of the actual data, and the bidirectional Control Plane, which enables the exchange of control
Journal of Research and Practice in Information Technology, Vol. 46, No. 4, November 2014
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messages. Moreover, the PPC is assigned with the administration of the PRISM operation while
being the entity in charge with the definition and management of the PRISM ontology. PRISM has
followed an approach for privacy aware access control that is based on policies semantically
implemented by the ontology and set forth by the PPC which are evaluated and enforced by the
system. Access control has two faces, as it is presented in Gogoulos et al (2010). Typically, the final
goal is to control that data are delivered to the MAU (i.e., the end-consumers) in a privacy-aware
manner; this creates the first control point, between the BE and the MAU. In addition, PRISM
assumed that the BE is not necessarily trusted by the FE; thus, the second control point is deemed
necessary, notably between the FE and the BE.
In fact, the BE together with the PPC constitute a policy-based access control system. Note that
term “access” does not mean “access to data”, but rather access to execute an analysis. In essence,
when for example an actor that holds the role of security engineer running a monitoring application
such as network intrusion detections submits a request to the PRISM system for privacy sensitive
traﬃc data such as IPaddress, it triggers the execution of a sequence of analysis functions; this
sequence is dynamically created depending on the “privacy context”. That is, the actor is granted
access to the execution of the sequence of analysis functions and, consequently, to the resulting
data sets. This is something that essentially diﬀerentiates the PRISM access control model from the
other privacy-aware access control models that exist in the literature and has its roots in the fact
that, in contrast to the other approaches, PRISM uses raw network traﬃc as first material instead
of well-defined data structures. Similarly to other policy-based systems, in the context of this joint
BE-PPC operation, the access control functionality follows the Policy Decision Point/Policy
Enforcement Point (PDP/PEP) abstract model (RFC3198, 2001), with the BE clearly playing the role
of access control enforcement point. Since the analysis functions executed at the FE are transparent
to the BE, what the PDP provides is the definition of the BE’s functional behaviour, i.e., the
sequence of analysis functions that need to be executed in the context of a request and is enforced
by the PEP.
On a conceptualization level, the fundamental components that comprise the PRISM policy
framework are the sets of personal data types (DT), purposes (Pu), roles (R), actors (A), rules (Ru)
and conditions (C). The latter two represent, respectively, the actual access control rules, i.e.,
permissions and prohibitions, and real-time constraints to the applicability of the rules. The set of
personal data types (DT) is characterized by relationships, reflecting the inheritance of characteristics, the detail level of the same concept (e.g., location) and the inclusion of a data type to
another one. The access control rules, from which also the authorization provisions are derived,
are always associated with a {personal data types, purpose, role} triad. That is, the three corresponding sets constitute the domain of the rules, while a fourth parameter is reflected by the conditions, if any: dom Ru = DTn × Pu × R × C. The actors of the system are assigned with roles; this
creates the Role Assignments (RA) set, where RA ⊆ A × R, reflecting a many-to-many relation,
assigning roles to actors. Additionally, purposes are assigned to roles as permissions. This creates
a Purpose-to-Role associations set (PR), where PR ⊆ P × R. What is now left is the association of
personal data types with {purpose, role} associations, i.e., elements of the PR. This creates the
concept of the permitted data types reflecting positive read authorizations on data: we say that a
tuple of personal data 〈dt1, dt2, …, dtm〉 is permitted for a purpose-to-role association przy, when all the
personal data types comprising the tuple are necessary to any actor ax assigned with the role ry, in
order to fulfill the purpose puz, where przy = 〈puz, ry〉. That is, the Permitted Data Types set (PDT):
PDT ⊆ DTn × PR is defined. The diﬀerent types of data that the PRISM system deals with are
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Figure 1: PRISM System Architecture

categorized either as raw data types or as derived data types. The former are the ones that are explicitly
contained in the monitoring flows (e.g., protocol header fields) or any other types of data that can
be provided directly by the FE. On the other hand, as derived are characterized these data types
that constitute the product of the processing functions that extends the FE capabilities. These data
types are generated by the BE and/or the monitoring application. Finally, the BE is empowered
with a rich library of software tools, referred to as Embedded Processing Components (EPC). The
EPC incorporate functionalities for the transformation of a set of data types to another, including
simple and complex transformations. In that respect, several things are clear: the PEP resides at
the BE; the underlying policies are specified in and provided by the PRISM Ontology.

5. The Proposed Ontology
Given the importance of semantics in personal data protection, as stressed throughout the Related
Work section where various works in the area have leveraged the ontologies use, the proposed
ontology, which has been developed following the Methontology engineering approach
(Fernandez-Lopez et al, 1997), constitutes the semantic implementation of a privacy-aware access
control and authorization model specifically devised for the protection of network monitoring
data. It is worth remarking that the translation of regulatory provisions and requirements into
formal statements (i.e., OWL) was accomplished through tight cooperation between legal and
technical experts.
Taking all the above into account, the grounding base of the ontology should be the information
itself, organized in a way that reflects the real taxonomies of the associated data types, the purposes
which refer to monitoring services for which these data have been collected, the diﬀerent roles of
the actors, consent given by data subjects, notifications and other complementary concepts, as well
as the policies governing a system’s operation in terms of enforcing access control. This means that
privacy policies should be complex enough to impose several conditions and constraints, often
referred to in the literature as “privacy obligations” (Casassa Mont, 2004), under which personal
data can actually be accessed (Figure 2). These particular privacy-context features constitute
fundamental notions that were missing from the PRISM ontology, and the proposed solution
incorporates.
In this respect, the vision is that the ontology which is implemented in OWL (see World Wide Web
Consortium, 2004) should be as detailed as possible in terms of the formalization of the
Journal of Research and Practice in Information Technology, Vol. 46, No. 4, November 2014
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Figure 2: Privacy Features Incorporation in Access Control

aforementioned information types, so that the widest range of situations when personal data are
involved can be covered. The proposed ontology provides a detailed vocabulary of data types,
purposes, actions and roles’ types, structured in a hierarchical way and implemented as subgraphs

Figure 3: The Proposed Ontology
270
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with well defined inheritance rules, which enables the association of all access control decisions to
semantically specified notions. These subgraphs constitute the base of the ontology, while being
the domain for the specification of the access control rules. The ontology is completed with the
specification of supplementary ontological classes that reflect and define the contextual privacy
constraints. Relationships between classes’ instances are defined using OWL object properties. In
Figure 3, a graphical overview of the ontology at class level is provided summarising the concepts
that will be described in the following sections.

5.1. Personal Data, Purposes, Actions and Roles
All personal data types are defined as instances of the PersonalData OWL class. Between data
type’s instances three relationships are defined. In essence, the first two relations create OR-tree
hierarchies of the personal data types, while the third relation defines an AND-tree hierarchy. The
first hierarchy specifies the inheritance of characteristics by means of the inheritsFromData property,
referring to the rules that regulate the collection and processing of personal data. As an example,
the personal data type InternetProtocol constitutes the ancestor data type, from which its descendants InternetProtocolHeader and InternetProtocolPayload data types inherit. The second hierarchy
deals with the detail level of personal data types providing diﬀerent levels of accuracy to the same
concept. For this purpose, two properties are defined, lessDetailedThan and moreDetailedThan,
being the one inverse to the other. Therefore, the IPv4SourceAddress data type is moreDetailedThan
the NetworkIdentifier and HostIdentifier, while with respect to logical location data the Country is
lessDetailedThan the IPv4SourceAddress and IPv4DestinationAddress data types. The last relationship
is the one that defines complex types resulting from simpler ones. For example, the IPv4ProtocolHeader of an IP datagram contains the IPv4SourceAddress, IPv4DestinationAddress, IPv4TTL, etc.
data types implemented by means of the containsType and its inverse isContainedToType properties.
Figure 4 presents a part of the personal data subgraph.

Figure 4: The Personal Data Subgraph
Journal of Research and Practice in Information Technology, Vol. 46, No. 4, November 2014
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Similarly, the diﬀerent purposes’ types constitute instances of the Purposes class and are organized
as an OR-tree hierarchy which represents inheritance of characteristics implemented by means of
the inheritsFromPurpose property. As an example, “first level” children of AllPurposes type include
instances such as PerformanceMonitoring, Billing, TraﬃcClassification, etc. It is noted that multiple
inheritance is possible. A second AND-tree hierarchy denotes the decomposition of a purpose to
subpurposes implemented by means of the consistsOf property.
The actors represented by their roles, are all instances of the Roles class. The roles class’ subgraph
is characterized also by two kinds of hierarchies: an OR-tree hierarchy, which serves as the means
for specifying the inheritance of characteristics between the members of the subgraph, implemented
by the inheritsFromRole property and its inverse. On the other hand, the AND-tree hierarchy
defines the explicit membership of some Roles’ types to other types through the isPartOfRole
property.
The diﬀerent privileges (e.g. read, write, update, delete, etc.) over the personal data types are
represented by the actions which are all instances of the Actions class. The set of actions types are
characterized also by OR and AND-tree hierarchies, expressing respectively inheritance of
characteristics and decomposition of an action to sub-actions implemented by means of the
inheritsFromAction and isComposedOf properties respectively.

5.2. Access Control Rules
As already mentioned, the access control rules are always associated with a {personal data types,
purpose, action, role} tuple which constitutes their domain. They are defined as instances of the
Rules class and the association with the aforementioned types is made using the corresponding
refersToData, refersToPurpose, refersToAction and refersToRole properties.
The concept behind this association in terms of a policy specification is the following: actors are
assigned with roles and purposes are assigned to roles as permissions, since, intuitively, not all
types of roles are permitted to act (i.e., execute a monitoring function oﬀered by an application)
with respect to serving all possible purposes. For instance, the responsibilities of a network security
administrator are clearly diﬀerent from the tasks of an accounting manager. Additionally, the
personal data types are associated with a {action, purpose, role} set. In that respect, we say that a
tuple of personal data is permitted for a specific action in terms of a purpose-to-role association, when all
personal data types comprising the tuple are necessary to any actor assigned with the role, in
order to fulfil the purpose in the context of a specific action. Furthermore, it should be noted that
the access control rules can be either positive or negative; resulting in positive or negative
authorizations, respectively, as far as the underlying action is concerned. Finally, a rule defines the
following properties that specify complementary provisions which must be additionally performed
especially for resolving conflicts between contradictory rules (Charalambides et al, 2006):
–

appliesToPersonalDataDescendants: It specifies whether the rule is inherited to the descendants
of the specified data type.

–

appliesToPurposeDescendants: It specifies the inheritance of the rule to the purpose type
descendants.

–

appliesToActionDescendants: It specifies the inheritance of the rule to the action type descendants.

–

appliesToRoleDescendants: It refers to the inheritance of the rule to the descendants of the actor’s
type.

–

OverrideDataSubjectPreferences: In certain cases, the user may have specified privacy preferences
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that contradict with the rules of the ontology; this property serves for defining which rule
dominates over the other.
As was briefly mentioned in Section 4, a motivating example of access control rule (related with a
purpose declared by a role in the context of a data request concerning specific network monitoring
task) states that: “An actor, which holds the position of System Security Engineer in an organization, in
order to perform the monitoring task of Network Intrusion Detection is permitted to have read access rights
to the following specific network data types of the captured packets: IPProtocolHeader, TCPDestinationPort,
TCPSourcePort, UDPDestinationPort, UDPSourcePort, ICMPType and ICMPCode”. The rule applies
under the following constraints (Condition #132 AND (Condition #36 OR Condition #367)):
• Condition #132: The IPProtocolHeader data type is permitted to be read if there is an IPAddress
belonging to the organization subnetwork that contains this data type instance and for this IPAddress
an alert type of Ping of Death Attack has been detected.
• Condition #367: If the System Security Oﬃcer is connected to a host inside the organization network.
• Condition #36: If there is no previous access on the aforementioned data types (read access rights) for
the same purpose concerning the same role between 9am-5pm timeslot.
• Pre-Obligation #37: Consent from the Network Security Administrator will be given before the
applicability of the rule.
• Post-Obligation #56: After the rule enforcement the data types will be retained for 30 minutes.
The ontological implementation of the rule is depicted in Figure 5. This rule presents the following
characteristics which are further explained in the next sections: composite conditional part,
temporal, spatial as well as events related contextual types and use of the pre/post obligations
concept.

5.3. Conditions
Context is an elusive concept, referring to all kind of information describing a specific situation. It
includes static environmental characteristics like a person’s status inside an organization, as well

Figure 5: Access Control Rule Example (part 1)
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Figure 5: Access Control Rule Example (part 2)

as dynamic attributes like the time of a data request, the location from where a request takes place,
etc., which usually aﬀect the enforcement of a rule especially as far as privacy protection is
concerned. These parameters are implemented by means of the Conditions class. Each condition
reflects a Boolean expression, is related to one or more rules and has a contextual type, a subject, a
reference object, an activity, an activity reference and a value. The contextual types considered for
our approach correspond to temporal, spatial as well as event related parameters which refer
mainly to historical and network alerting events.
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The subject of the condition represents the concept that is associated with the condition. For
instance and with respect to location parameters, it is diﬀerent to say “permit data reading only if
the user is located in building A” than “permit data reading only if the data are stored in the database
located in building A”. In this context the subject of the condition might refer to data as well as to a
user by means of her role. Regarding the ConditionSubject class, when the subject of the condition
is a set of data, the instances of the class point to these data by means of the refersToDataSubject
object property. On the other hand, if the subject of the condition refers to an actor the refersToRoleSubject property is used. Furthermore, it is the hasSubject property that links the ConditionSubject
instances with the Conditions instances.
The reference object is simply the data set that is aﬀected by the applicability of the condition. For
instance, a rule granting read access to the data set {source IP address, source port, destination IP
address, destination port, protocol} applies under a condition that excludes only the source and
destination IP addresses from being read. The auxiliary ReferenceObject class is defined. Its
instances point (by means of the refersToObject object property) to the specific data types that are
aﬀected by the condition, while they themselves are pointed by the conditions with the
hasReferenceObject property.
The activity concept is introduced in order for the action that the condition implies to be defined.
For example a condition that denotes “permit intrusion detection logs reading only if the logs are stored
into a database inside the organization” implies as reference object the intrusion detection logs data, as
subject also the intrusion detection logs data type and as activity the action stored in. Additional
concepts that make this idea more clear are the activity reference that represents the subject of the
activity and the activity context which reflects the circumstances under which the activity must
take place. In the aforementioned example the database constitutes the activity reference of the
stored in action and the inside the organization the activity’s spatial context. In that respect, the
relevant Activities as well as the ActivityReference classes’ instances are also connected with the
Conditions instances by means of the underActivity and hasActivityReference object properties
respectively. Moreover, the hasActivityContext property connects the Activities’ instances with the
ContextualBase class. Finally, a condition can refer to the simultaneous applicability of a set of
diﬀerent constraints. In that respect, structures of conditions are defined using diﬀerent relations
in the form of logical operators, implemented as instances of the ConditionOperators class. Every
instance of this class has a type represented by the isOfOperatorType object property and refers to
a specific instance of the Conditions class by means of the refersToCondition property. The former
property points to the OperatorTypes class and constitutes the superclass of the Logical, Arithmetic
and Comparison subclasses. For the association of the conditions with the rules, the properties
appliesUnderCondition, underConditionOperator and underNegativeConditionOperator are used.

5.4 Contextual Base
The value of the condition is semantically implemented by means of the ContextualBase class which
contains a subclass for each contextual type (Temporal, Spatial and Events).

5.4.1 Temporal and Spatial Context
Regarding the Temporal class that refers to time dependent information, every instance of this class
is linked with an instance of the Time class specified by the OWL-Time ontology (Hobbs and Pan,
2006) by means of the linkedwithTime property. The spatial context is represented by the SpatialBase
superclass and the LogicalLocation and PhysicalLocation subclasses. Further classification of these
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subclasses is illustrated in Figure 3. An example of a condition’s spatial contextual type constitutes
the second conditional part (Condition #376) of the access control rule example presented in
Section 5.2. The core elements of this condition are the Subject, the Activity and the ActivityContext
as it is depicted in Figure 5.

5.4.2 Events
The Events superclass contains the HistoryEvent and IDMEFalert subclasses. The history-based
context depends on previous actions a subject has performed in the system which are used as one
of the decision factors for the next access authorization. This kind of policy is closely related to
temporal constraints. For example, a HistoryEvent which states that: an Engineer has been permitted
to read the IPaddress data type for the purpose of NetworkTroubleshooting more than five times
between the 9am-5pm timeslot. In this respect, the event is of access type implemented by the
EventTypes class through the isOfType property and is connected with the Engineer, IPAddress,
NetworkTroubleshooting and read instances by means of the relatedToRole, relatedToData, relatedToPurpose and relatedToAction properties respectively. In addition, the result of the past event that the
HistoryEvent instance refers to is the permittedAccess instance through the hasEﬀect property.
Moreover, the HistoryEvent instance points to the Comparison OperatorType “greaterThan” with
value “5” by means of the refersToOperator property. Finally, each instance of the Events class
points to the interval 5am-9pm instance of the Temporal class through the hasTemporalRelation
property. Regarding the aforementioned access control rule example the Condition #36 refers to
historical/temporal contextual type and is represented by the Events.HistoryEvent class. The
associated concepts are described through specific properties as is depicted by Figure 5.
A special type of events is represented by the IDMEFalert class. This class refers to the alert
messages type classification defined by the Intrusion Detection Message Exchange Format as it is
specified in Bebar et al (2007) and constitutes a special class of the model due to the wide use and
importance of the alert messages to security network monitoring tasks (Morin and Debar, 2005).
The detailed specification of the IDMEFalert class is presented in Figures 6 and 7. In Table 1 an
overview of the properties which connect the diﬀerent core IDMEF classes is given. It should be
noted here that the first conditional part (Condition #132) of the previous rule example (Figure 5)
is of Event.Alert contextual type. In more detail, the data type that is aﬀected by the condition is the
IPProtocolHeader and is semantically represented by the ReferenceObject class. Furthermore, the
concept associated with the Condition, denoted as the ConditionSubject, constitutes the IPaddress
data type under the activity belongsTo. The belongsTo activity refers to the Organization Subnet data
type. Finally, as already mentioned the Event.Alert Activity Context is specified through the use of
Classification, Target, Node and Address IDMEFalert classes.

Figure 6: The IDMEF Alert Classes Specification
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Figure 7: The IDMEF AlertTarget and AlertSource Classification

Property Name
hasAlertCreateTime
hasAlertAnalyzerTime
hasAlertClassification
hasAlertDetectTime
hasAlertSource
hasAlertAnalyzer
hasAlertAssesment
hasAlertAdditionalData
hasAlertTarget
hasReference
hasReferenceName
hasReferenceURL
hasTargetNode
hasTargetUser
hasTargetService
hasTargetProcess
hasTargetFile
hasSourceProcess
hasSourceNode
hasSourceUser
hasSourceService

Domain
IDMEFalert
IDMEFalert
IDMEFalert
IDMEFalert
IDMEFalert
IDMEFalert
IDMEFalert
IDMEFalert
IDMEFalert
AlertClassification
Reference
Reference
AlertTarget
AlertTarget
AlertTarget
AlertTarget
AlertTarget
AlertSource
AlertSource
AlertSource
AlertSource

Range
AlertCreateTime
AlertAnalyzerTime
AlertClassification
AlertDetectTime
AlertSource
AlertAnalyzer
AlertAssesment
AlertAdditionalData
AlertTarget
Reference
Name
URL
Node
User
Service
Process
File
Process
Node
User
Service

Table 1: Properties of IDMEFalert Classes
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5.5. Obligations and Exclusive Combinations
In several cases, access to the data must be complemented by the execution of certain actions,
which are often referred to in the literature as “obligations” (Hilty et al, 2005). Obligations are
mainly divided into: the pre-obligations that concern actions that should be fulfilled before access
decision and the post-obligations that refer to complementary actions that should be accomplished
after the rule enforcement in order for the request to be fulfilled. The obligations concept is
semantically implemented by means of the Obligations class. The property executeObligation
connects the Rules and Obligations classes. Each obligation follows a pattern, represented by an
instance of the ObligationPatterns class, which defines some primitives about the obligation. Each
obligation pattern is characterised by attributes, which define certain aspects of the obligations
following this pattern. A fundamental attribute is whether the underlying obligations will be proactive or post-active, which is determined by the respective Boolean property isProActive. Each
obligation pattern (or obligation) has additional attributes that are proprietary according to the
specific nature of the obligation. The dataRetention pattern for example, as well as the obligations
that follow, have the retentionDuration property for the specification of the required period of data
retention. Regarding the Obligations concept that the access control rule example refers to (Figure
5), the DataRetention and Consent Patterns are used along with the retentionDuration and consentFrom
properties specification respectively.
Finally, regarding the mutual exclusions the model defines sets of mutually excluded data types.
These sets which refer to the existence of “forbidden” data combinations for disclosure and/or
processing in the context of a rule’s applicability are implemented by means of the Exclusive
Combinations class through the Excludes property.

6. Policy Creation and Reasoning System
Another aspect worth mentioning apart from the representation of the relevant access control
information constitutes also the access control decision making phases in order for eﬀective and
comprehensive authorization mechanisms to be provided. In this context, a fundamental principle
of the implemented access control model is that it categorizes the reasoning procedure to static
and dynamic reasoning (Gogoulos et al, 2010). The reasoning process is executed through the
development of a custom reasoner tool implemented by using the Jena API. The term static
reasoning refers to reasoning that is based on rules that can be a priori evaluated. In fact, from the
Ontology it is possible to specify all the Purpose-to-Role (PR) associations as well as the Permitted
Data Types (PDTs). More specifically, the static reasoning taking into consideration the diﬀerent
types of inheritance, being introduced by diﬀerent types of relations among the nodes of the
graph, by thoroughly examining each relation, uses a graph traversal scheme to match each Role
with specific Purposes and eventually with PDTs.
On the other hand, the term dynamic reasoning refers to access control aspects that can only be
evaluated in real-time, during the execution of a data request and having as starting point the
corresponding permitted data set that constitutes the product of the static reasoning impose
further restrictions to the set of data that will be finally delivered to the requesting entity. These
aspects which actually constitute the focus of this paper include the temporal and spatial access
parameters, the history-based mutual exclusions between data types and the alert type constraints,
as well as the execution of complementary to data access actions such as obligations and exclusive
combinations.
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The outcome of these provisions’ evaluation is expressed by means of X.509 Attribute certificates
(International Telecommunication Union, 2005) generated through a user friendly software
application, the Ontology Editor, implemented in Java and devised for the specification, management and visualisation of the described ontology. The tool allows users to perform tasks such as
reading, creation and processing of all ontological classes, while hiding the technical details of the
underlying model allows nontechnical users to manipulate the ontology and create access control
rules. Previous relevant and software applications worth mentioning towards allowing the general
public to exploit the advantages of ontologies from which our work draws inspiration were shown
by Valencia-Garcia et al (2011). After logging-in, the user is provided with three diﬀerent views:
subgraph views, rules’ management view, as well as a wizard for rule creation and editing (Figures
8 and 9). A detailed specification of this tool is presented in Mousas et al (2010). The Ontology
Editor translates the input provided by the user through the graphical interface to OWL code that
is transferred to the access control decision engine.
Finally, to control context activation, the system must provide the information required to check
that conditions are satisfied or not through the use of a system-wise clock to check the temporal
context, an IP verifier to check the spatial context, a logging history of the requests and complete
authorizations (positive or negative) carried out as well as an alert monitor engine.

Figure 8: The Roles Subgraph View
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Figure 9: The Rules Wizard View

7. Discussion and Conclusions
Since activities related to network monitoring deal with an important amount of personal identifiable information (PII), they raise significant privacy concerns. Therefore, the underlying technologies must downgrade any feeling of distrust cultivated by partial loss of control over sensitive
resources. For this reason, the definition of complex and eﬃcient security policies that dynamically
depend on real time parameters is required. In order to deal with these requirements, we surveyed
existing solutions, outlined some of their drawbacks, and presented our proposal which recognizes
the usefulness of semantics and exploits the expressive power of ontologies. The proposed
ontology aims to address deficiencies which mainly refer to the protection of personal data in
terms of access control, to constitute the knowledge base for network monitoring systems representing all relevant notions and to provide adequate associations between these information
elements in order for expressive and thus eﬀective access control rules to be specified. This means
that the ontological structure incorporates significant privacy and context aware characteristics
derived mainly from the fundamental personal data protection legislation.
Evidently, not all the requirements stemming from the legislation are within the scope of this
research such as the protection of the networks or databases themselves or the interaction with a
Data Protection Authority, as well as the provisions related to the interaction with the data subject
and are typically dealt with through contractual provisions. On the other hand, a very fundamental
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concept for privacy which appears often in the requirements, being a core part of lawfulness is the
purpose for which data are processed. Through the ontology, the system provides the means for
identifying the purpose of each request, in order to allow the collection and processing of data
only when said activities are carried out for specified, explicit and legitimate purposes, prescribes
mechanisms for specifying the compatibility between processing purposes, while also providing
for checking whether the processing purposes are consistent with those for which data have been
collected. The principles of necessity, adequacy and proportionality are also tightly connected to
purpose. In fact, the system provides the means for necessity specification, as well as being able to
examine whether the collection or processing of specific data is necessary for the provision of the
service in question, i.e., the fulfillment of a purpose. This implies the relation between data,
processing activities, roles and purposes that shall enable the definition of necessity and proportionality constraints, as well as the determination of what constitutes minimal use. Moreover, the
need for flexibility and adaptability of the system’s design stems from the complexity of the legal
environment in which a monitoring system operates, the diﬀerent legal requirements across
diﬀerent jurisdictions and the nature of the law to change from time to time. Therefore, the system
is based upon the principles of abstraction and generalization in order to be easily parameterized,
fostering thus dynamic adaptability and interoperability.
Additionally, in some cases the access to data involves complementary actions, along with the
means (e.g., policies) for specifying and enforcing their incorporation to the monitoring operational
chain, which must precede or follow the access. Thus, the proposed ontology imposes this kind of
actions, expressed as pre-/post actions that need to be fulfilled; this consists, for instance, in the
anonymization of data on the fly for adapting with the proportionality principle. In addition,
logging functionalities are provided; apart from being an often required complementary action
itself, logging enables the traceability and, therefore, the accountability of actions performed.
Regarding data storage, the system provides the means for automatic update or deletion of data,
when the latter are outdated or incorrect. The automatic administration of databases is of great
importance also in the case of data retention periods enforcement. In general, the system is able to
control as dictated by the regulations the storage of the data for retention purposes; through the
use of policies specified in the ontology for such control realization. Moreover, the access limitation
requirement, in combination with all the above, highlights the need for the enforcement of eﬀective
access control. Consequently, as a further step to existing solutions through the ontology specification and reasoning the system enables the enforcement of complex and dynamic access control
provisions required for an integrated access control solution.
Finally, an added value of our solution constitutes the presented ontology editor software
application which simplifies the representation and the management of all related underlying
concepts as well as the policies specification. As future perspectives, we aim at encapsulating
additional contextual types to our proposal such as attack related context in order to create policies
depending specifically on the type of threat as well as to enforce our ontology to other domains,
vulnerable in privacy infringements. As far as policy languages are concerned currently the
ontology itself provides the policy language. In the future we plan to develop adaptors to other
languages especially for XACML (OASIS, 2004).
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