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Preface

The relentless growth in Internet functionality and broadband access has enabled a new wave of innovations
that are transforming the way people and organisations interact, communicate, and collaborate. As we
celebrate the 25th anniversary of the World Wide Web, it continues to play a transformative role in all
walks of life. It also provides a platform for exciting and innovative research on a wide range of themes.
The third Australasian Web Conference (AWC) focuses on presenting original contributions on research,
development, and applications, related to all fields of Web research.
AWC 2015 was held as part of the Australasian Computer Science Week (ACSW) at the University of
Western Sydney, in Parramatta, Sydney, Australia. ACSW is the largest annual gathering of computing
educators and researchers in Australasia, and in 2015 it comprised 10 conferences.
AWC 2015 invited submissions dealing with all areas of Web research, including but not limited to:
Semantic Web and Linked Open Data; Crowdsourcing and Human Computation; Web Mining and Information Retrieval; Mobile Web; Social Networks and Communities; Web Security and Privacy; and Web of
things.
The full written version of each submission received at least three anonymous reviews from independent
members of the Programme Committee, which comprised 29 experts from eight countries. The submissions
were evaluated based on originality, significance, technical and scientific quality, relevance to AWC 2015,
and presentation. Four of the five submitted full papers were selected for presentation and inclusion in
this volume. We thank all the authors for their submissions and their active participation, and the Programme Committee members for their excellent work. We hope that you find the papers in the proceedings
interesting and stimulating.

Joseph G. Davis
The University of Sydney
Alessandro Bozzon
TU Delft Netherlands
AWC 2015 Programme Chairs
January 2015
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Welcome from the Organising Committee

On behalf of the Organising Committee, it is our pleasure to welcome you to Sydney and to the 2015
Australasian Computer Science Week (ACSW 2015). This year the conference is hosted by the University
of Western Sydney and it’s School of Computin,g Engineering and Mathematics.
A major highlight of the ACSW 2015 will be the Industry Research Nexus day on 27th January 2015.
The aim is for industry leaders and academic researchers to come together and explore research areas of
mutual interest. Many University research groups and 15 industries have confirmed their participation.
ACSW 2015 consists of 9 sub conferences covering a range of topics in Computer Science and related
areas. These conferences are:
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Motoshi Saeki and Henning
Köhler)
– Australasian Computer Science Conference (ACSC) (Chaired by Dave Parry)
– Australasian Computing Education Conference (ACE) (Chaired by Daryl D’Souza and Katrina Falkner)
– Australasian Information Security Conference (AISC) (Chaired by Ian Welch and Xun Yi)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Bahman
Javadi and Saurabh Garg)
– Australasian User Interface Conference (AUIC) (Chaired by Stefan Marks and Rachel Blagojevic)
– Australasian Web Conference (AWC) (Chaired by Joseph Davis)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Anthony Maeder and Jim Warren)
– Interactive Entertainment (IE) (Chaired by Yusuf Pisan and Keith Nesbitt)
Social events are a very important part of a conference as these provide many networking opportunities.
To foster networking we have included a reception with industry on 27th January 2015, a Welcome reception
on 28th January 2015 and a conference dinner on 29th January 2015.
Organising a multi-conference event such as ACSW is a challenging process even with many hands
helping to distribute the workload, and actively cooperating to bring the events to fruition. This year has
been no exception. We would like to share with you our gratitude towards all members of the organising
committee for their combined efforts and dedication to the success of ACSW2015. We also thank all
conference co-chairs and reviewers, for putting together the conference programs which are the heart of
ACSW, and to the organisers of the sub conferences, workshops, poster sessions and Doctoral Consortium.
Special thanks to John Grundy as chair of CoRE for his support for the innovations we have introduced
this year.
This year we have secured generous support from several sponsors to help defray the costs of the
event and we thank them for their welcome contributions. Last, but not least, we would like to thank all
speakers, participants and attendees, and we look forward to several days of stimulating presentations,
debates, friendly interactions and thoughtful discussions.

Athula Ginige
University of Western Sydney
Paul Kennedy
University of Technology Sydney
ACSW2015 General Co-Chairs
January, 2015

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2015 in Sydney. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The component conferences of ACSW have changed over time with additions and subtractions:
ACSC, ACE, AISC, AUIC, AusPDC, HIKM, ACDC, APCCM, CATS and AWC. Two doctoral consortia
(ACDC and ACE-DC) and an Australasian Early Career Researchers Workshop (AECRW) reflect the
evolving dimensions of ACSW and build on the diversity of the Australasian computing community. A
specific industry day on the 27th January to facilitate academic / industry discussion and networking is a
key feature of ACSW 2015.
In 2015, we are fortunate to have Professor Omer Rana, Associate Professor Pascal Hitzler and Professor
Mark Sagar providing keynote talks to the conference. I thank them for their contributions to ACSW2015.
The efforts of the conference chairs and their program committees have led to strong programs in all
the conferences, thanks very much for all your efforts. Thanks are particularly due to Professor Athula
Ginige, Professor Paul Kennedy and their colleagues for organising what promises to be a vibrant event.
Below I outline some of CORE’s activities in 2013/14.
I welcome feedback on these including other activities you think CORE should be active in.
The major sponsor of Australian Computer Science Week:
– The venue for the annual Heads and Professors meeting
– An opportunity for Australian & NZ computing staff and postgrads to network and help develop their
research and teaching
– Substantial discounts for attendees from member departments
– A doctoral consortium at which postgrads can seek external expertise for their research
– An Early Career Research forum to provide ECRs input into their development
Sponsor of several research, teaching and service awards:
– Chris Wallace award for Distinguished Research Contribution
– CORE Teaching Award
– Australasian Distinguished Doctoral Dissertation
– John Hughes Distinguished Service Award
– Various “Best Student Paper” awards at ACSW
Development, maintenance, and publication of the CORE conference and journal rankings. In 2014 this
includes a heavily-used web portal with a range of holistic venue information and a community update of
the CORE 2013 conference rankings.
Input into a number of community resources and issues of interest:
– Development of an agreed national curriculum defining Computer Science, Software Engineering, and
Information Technology
– A central point for discussion of community issues such as research standards
– Various submissions on behalf of Computer Science Departments and Academics to relevant government
and industry bodies, including recently on Australian Workplace ICT Skills development, the Schools
Technology Curriculum and the Defence Trade Controls Act.
Coordination with other sector groups:
– Work with the ACS on curriculum and accreditation
– Work with groups such as ACDICT, ACPHIS and government on issues such as CS staff performance
metrics and appraisal, and recruitment of students into computing
– A member of CRA (Computing Research Association) and Informatics Europe. These organisations
are the North American and European equivalents of CORE.
– A member of Science & Technology Australia, which provides eligibility for Science Meets Parliament
and opportunity for input into government policy, and involvement with Science Meets Policymakers
The 2014 Executive Committee has been looking at a range of activities that CORE can lead or contribute
to, including more developmental activities for CORE members. This has also included a revamp of the
mailing lists, web site, creation of discussion forums, identification of key issues for commentary and
lobbying, and working with other groups to attract high aptitude students into ICT courses and careers.

Again, I welcome your active input into the direction of CORE in order to give our community improved
visibility and impact. CORE’s existence is due to the support of the member departments in Australia and
New Zealand, and I thank them for their ongoing contributions, in commitment and in financial support.
Finally, I am grateful to all those who gave their time to CORE in 2014, and look forward to the continuing
shaping and development of the Australasian computing community in 2015.

John Grundy
President, CORE
January, 2015
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ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2016. Volume 38. Host and Venue - Australian National University, Canberra, ACT.
2015. Volume 37. Host and Venue - University of Western Sydney, NSW.
2014. Volume 36. Host and Venue - AUT University, Auckland, New Zealand.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
APCCM
AUIC
AusPDC
AWC
CATS
HIKM
IE

Australasian Computing Doctoral Consortium
Australasian Computing Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian User Interface Conference
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Australasian Web Conference
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management
Australasian Conference on Interactive Entertainment

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and AWC 2015 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

Host Sponsors
University of Western Sydney
www.uws.edu.au

Australian Computer Society
www.acs.org.au

Computing Research and Education
www.core.edu.au

Platinum Sponsor
Dimension Data
www.dimensiondata.com

Gold Sponsors
NTT Australia Pty Ltd Hewlett-Packard Company Intersect
Cognizant Technology Solutions
www.au.ntt.com
www.hp.com
www.intersect.org.au www.cognizant.com

Silver Sponsors
SGI
www.sgi.com

SMS Management and Technology AARNet
www.smsmt.com
www.aarnet.edu.au

Macquarie Telecom
www.macquarietelecom.com

Bronze Sponsors
Australian Access Federation
aaf.edu.au

NEC Australia Pty Ltd
au.nec.com

Squiz Australia
www.squiz.net/au

Client: Computing Research & Education
Job #: COR09100

Talent RISE
www.talentrise.org

Espire Infolabs Pty Ltd
www.espire.com
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Synchronization of Audio-Visual Elements in Web Applications
Dale Patterson & Lee Evans
Queensland College of Art
Griffith University
Gold Coast, Queensland, Australia
d.patterson@griffith.edu.au, l.evans@griffith.edu.au

Abstract
The web offers rich visual content, and for many web
designers it is the visual domain that dominates their
practice. Yet sound, music and audio all play a significant
role in the human sensory systems, in some cases sound
can be more powerful, especially to emotionally influence
viewers. This paper looks at the relationship between
audio and visual elements in web content. In particular
looking at the power of synchronization of audio and
visual content. Bringing together the sensory experience
from the two sensory systems to potentially enhance the
users overall experience. The relationship between audio
and visual elements, and more importantly their level of
synchronization was explored through an experimental
trial where users were exposed to web content with
differing levels of synchronization between the audio and
visual components. User feedback from these trials
showed that synchronization played a key role in the
content that users selected as their preferred items. From
these results, several new principles for the effective
design of web based audio-visual elements were
developed including linking the nature and complexity of
the visual forms, to the nature and complexity of the
audio forms, to provide greater synchronization and
enhance overall user experience.
.

Keywords: Web Design, Audio-Visual, Synchronization
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Introduction

Audio-visual synchronization exists naturally in the real
world. For the simple act of speech, the visual movement
of lips and face are synchronized to the audio waveforms
that are heard as the voice. When two objects collide the
visual impact is synchronized with the audio sound of the
impact. In many ways the human sensory system is tuned,
by thousands of years of evolutionary experience, to
expect visual and audio synchronization (Moore 2012).
This tuning to synchronized items is actually quite
complex, especially taking into account that the pure
sensory information is not perfectly synchronized. Taking
the example of a voice, the visual sight of the lips moving
transfers to the users eyes at the speed of light
(300,000km/s) and is detected by the eyes sensory
systems immediately. The audio sound wave of the voice
travels to the users ears at the slower rate of the speed of
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 3rd Australasian Web Conference (AWC
2015), Sydney, Australia. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 166. Joseph G. Davis
and Alessandro Bozzon, Eds. Reproduction for academic, notfor-profit purposes permitted provided this text is included.

sound (0.343km/s), and is then detected through
vibrations of the eardrum. In a highly accurate sense, the
sensation of “I see lips move” will arrive at the brain well
before the sensation of “I hear a voice”. Yet the brain is
able to re-order these input sensations and link them
together to provide the user with a sense of
synchronization. This is a very complex task and involves
more than simply re-ordering the senses in time, it also
takes into account other sensory factors including spatial
senses that contribute to the users perception of the sound
coming from a specific visual source, or more specifically
a location or point in three dimensional space (Freeman et
al. 2013, Moore 2012).
Given that the brains processing of audio-visual
synchronization is so well developed, and that this is
regularly strengthened through real world experiences
that reinforce the synchronized audio-visual nature of real
world items, it is easy to understand why, the human
sensory systems quickly identify items that do not exhibit
synchronized audio-visuals. In simple terms humans are
finely tuned to expect synchronized audio-visuals and
anything that is not synchronized stands out as unnatural
(Herbst 1997). This is most directly evident when
synchronization is missing or lost.
The most recognizable, and one of the most common,
examples of synchronization issues of this type is found
in television advertising that has been audibly converted
from another language, but is still using the original
visual footage of the dialogue. Although the audible
words are correct, and if heard in isolation would be
effective, when those audible words are joined with
visual lip movements that do not match (the lip
movements speaking the words in the wrong language or
accent), the differences are immediately evident to the
viewer. This lack of synchronization reduces the overall
effect of the audio-visual piece, to a far lower level of
quality and impact, than either of the sub (audio or visual
alone) parts would have been (Chen 1998, Summerfield
1992).
As the example shows, the human sensory system is
finely tuned to the synchronization of audio and visual
content. When filmmakers are engaged in filming live
actors there is significant focus on ensuring that dialogue
is correctly synchronized to ensure effective
communication of the message. Yet in web design,
including the use of typography, image, vector,
animation, motion graphic, audio and video components,
there is little focus on closely ensuring that the
synchronization of all of these audio-visual components
works effectively.

3
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Beyond Synchronization to Synesthesia

Understanding the physiological and psychological
mechanisms through which synchronization is perceived
and interpreted by the user is important. One interesting
extension to the understanding of human perception of
audio-visual items comes through an understanding of the
condition known as synesthesia. In simple terms
synesthesia is a condition where the person perceives the
world in a quite different and remarkable way. For a
person with synesthesia they will interact with the world
in the same way that anyone else would, the difference is
that when they are stimulated by a sensory input, that
input will trigger more than one sensation in the person.
Examples of synesthetic experience might include the
person seeing the letter form “D” and also getting a
sensation of an intense red colour, or hearing a specific
musical note and also getting a sensation of blue fuzzy
lines. In this condition the synchronization that occurs
steps beyond the normal relationship between items and
the sensations they trigger, to bring new, usually unassociated sensations, together (Ward 2013, Cytowic
2002, Harrison & Baron-Cohen 1996).
Whether physiological or psychological in nature, the
condition is complex. But from a web design perspective
the concept it touches on (of using an input of sensory
elements) to trigger an enhanced response, above and
beyond simple recognition, is valuable.
Considering the brain, as an extremely complex neural
network of links and connections between neural cells,
allows us to understand how this synesthetic condition
might occur. In non-synesthetic interactions, stimuli
trigger brain areas in normal ways, leading to normal
recognition and sensation. For synesthetic experiences, a
simple additional neural link or pathway can fire new
brain areas and sensations from the same sensory stimuli
or input. For the patient who suffers from synaesthesia
these experiences are automatic and likely caused by
neural stimulations and links (Ward 2013, Chambel et al.
2010, Whitelaw 2008).
Putting aside synesthetic experience and presentation
as a complex condition, it highlights the fact that the
human mind is a very complex system and that sensory
inputs can trigger sensations in differing ways. One of the
most interesting considerations is whether tightly linking
the synchronization of audio-visual elements can alter
how they are perceived, and the sensations that they
trigger. Keeping in mind that the audio component and
the visual component each trigger their own sensation,
and that the synchronized audio-visual is a complete and
additional item or sensation (remember the lip sync issue
for dubbed TV advertisements and how the audio and
video can be effective on their own, but together the
joined “audio-visual” outcome does not work).
Michel Chion’s prominent study on film sound,
Audio-Vision (1990), provides some important ideassome of which are often used as a basis for further
thought within audio-visual studies. The most prominent
theory is that of Synchresis, which is explained as: “the
spontaneous and irresistible weld produced between a
particular auditory phenomenon and visual phenomenon
when they occur at the same time” (Chion 1990)

4

A common example used to explain the effect is the
treatment of punches in film, the experience seeming
somewhat empty without the overstated sound effects that
are commonly associated. The brain recognizes the
synchrony between the aural and visual events, and
instinctively makes the connection, even if those events
do not match real world experience. Based on this
concept it is possible for the sound and visuals to be
entirely unrelated, other than their synchrony (Chion
1990). It is in this area, of visuals being linked to sound,
where obvious links (like those of film dialogue or effects
like punches) are absent, that there is potential to build
synchrony that will enhance the overall outcome.
The power of certain stimuli to generate sensations is
well known, with people using music to stimulate
everything from factual recall (rhymes for facts) through
to emotion and memory (music reminding of events and
places or times). From the perspective of neural brain
activity, it is clear that the “music” stimulus triggers the
basic sensation of understanding the sound but that more
complex links build to the emotional and factual memory
responses (Snyder 2000).
This research sought to understand the use of
synchronization in audio-visual web based content, and to
measure whether the use of stronger synchronization
between audio and visual components can alter the way
that content was perceived. In brain or neurology terms,
this can be viewed as measuring whether the
synchronization itself can enhance the sensations
provided, and hence make the web content more
effective.

3

Audio-Visual Synchronization Experiments

To measure the impact of synchronization on web based
audio-visuals an experimental randomized trial was
carried out. The trial involved 44 participants, 20 (45.5%)
being male and 24 (54.5%) female. The participant’s
average age was 22.2 years, the youngest being 18 and
oldest 34. To understand the nature of the group being
studied they were queried regarding their media viewing
habits and answered the question “How much time do
you spend viewing media?” with values on a five point
Likert scale, ranging from “Almost Never” to “Almost
Constantly”. The results, as shown in Table 1 indicate
that the group was representative of young adults 18-30
who are relatively high consumers of online media.
How	
  much	
  time	
  do	
  you	
  spend	
  viewing	
  Media?	
  
Answer	
  Options	
  

Response	
  Percent	
  

Almost	
  never	
  

0.0%	
  

Not	
  a	
  lot	
  

7.0%	
  

An	
  average	
  amount	
  

27.9%	
  

A	
  lot	
  

44.2%	
  

Almost	
  constantly	
  

20.9%	
  

Table 1: Media Consumption
Following completion of the preliminary questions the
testing process involved an initial set of short guidelines
on the test process, followed by the main series of
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interfaces and questions themselves. There were 11 web
interfaces presented, each webpage featured an embedded
interface incorporating an audio-visual video clip
(ensuring that audio-visual synchronization was
maintained) that the participants were instructed to watch.
The clips comprised of 4 labelled sections - A, B, C and
D (see Figure 1 for an example).

Figure 1: Example of visual display (animated
scaling/size)
To avoid any bias caused by recognition of forms,
images, motion or sound items of content, the items used
as visuals and audio tracks were generic (in the case of
Figure 1 a simple circle, an auto generated audio track
and auto generated animation – in this case scaling the
object over time).
While viewing these items participants were asked
‘How complete or correct does each section feel in
relation to the audio?’ and were instructed to give each
section a score on a Likert scale from 1 (worst) to 5
(best). A check-box matrix system was set up to record
the users responses. After the main testing process was
completed, participants were finally asked if they found
the choices difficult, indicating the level of difficulty,
before hitting ‘done’ and completing the test.
Overall the questions provided a mechanism to
comparatively measure which visuals (those that were, or
were not, synchronized) were most effective. The final
questions, regarding difficulty levels, provided an
additional qualitative indicator of the users confidence in
their decision.

3.1

The Trial Interfaces

To test the importance of audio-visual synchronization,
the interfaces that were tested incorporated two main
features, firstly an audio track (generated according to the
animation/motion type specified) and secondly a set of
four visual items (each of the four being identical in form
(a simple circle shape, either with or without an overlaid
image). These items were then animated according to a
particular type of motion or change (see Table 4). The
audio track was the same for all 4 visual items (A, B, C &
D) but the individual visual items (A, B, C & D) each
used a different form of animated change. For one of the
items in each visual set the animated change was a perfect
match to the change in the audio track (they were
synchronized) but for the other three their animated
change did not match (they were not synchronised). To
ensure the synchronization was maintained (during the
web based delivery of the trial) the audio and visuals
were combined in the form of web based video/movie file

with the audio included, thus avoiding the many
asynchronously delivered web scenarios).
Looking at an example, Table 2 shows information
about how this example was created, including the audio
element, the type of motion being used (in this case a sine
wave that is changing the amplitude of the audio track)
and the visual element. For the visual component the
information describes an image circle with its opacity
changing over time. Figure 2 shows the on-screen
interface that is presented to the user for this scenario. It
shows the four sections A, B, C & D each with a circular
image (these are the “Image Circle” described in Table 2)
and each image is having its opacity (more or less
solid/transparent) changed over time according to the
type of animated change (motion envelope) applied (as
outlined in Table 3 for this example).
For the example case the user would experience an
interface where the audio sound would be a tone whose
amplitude (volume) was changing according to a “sine”
wave (ie. A steady smooth up and down pattern, see
Table 4), they would visually see in section A an image
circle with its transparency/opacity changing in a steady
up/down cycle that matches the “sine” wave of the audio
(this is the synchronized item). Section B would have its
transparency/opacity going up and down but with a
sharper up/down pattern as defined by the “saw” motion
pattern. Section C’s transparency/opacity would be
changing with a “steady drop and restart” (linear fall) and
section Ds opacity would be randomly changing.
Audio	
  envelope:	
  

Sine	
  

Aural	
  form:	
  

Tone	
  

Aural	
  motion:	
  

Amplitude	
  

Visual	
  Form:	
  

Image	
  Circle	
  

Visual	
  motion:	
  

Opacity	
  

Table 2: Descriptor for an example interfaces settings
Visual	
  
Section	
  

Motion	
  Envelope	
  Used	
  

A	
  

Sine	
  

B	
  

Saw	
  

C	
  

Fall	
  Linear	
  

D	
  

Random	
  

Table 3: The type of animated change for each visual
section

Figure 2: An example implementation (change opacity)
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The user would then give a rating for each of the four
visuals in terms of how complete or correct that section
feels.
For each trial interface different visual features were
animated, for example some interfaces use change in
opacity/transparency (see Figure 2), others animate
movement in X or Y planes (see Figure 3), others animate
change in scale or size (see Figure 1), while others
animate change in level of detail (see Figure 4). Each of
these changes was implemented differently for each of
the A,B,C & D sections, and the way they animate was
based on one of the set of possible motion types, with
only one of those motion types matching the audio
motion type used in this audio-visual test (see Table 4).
By selecting just one audio type for each interface and
ensuring that one of the visual sections (one out of A, B,
C & D in that matching interface) also used the same
motion type, there was one synchronized pair in every set
while the others were randomly allocated animation
techniques from the set in Table 4.

Motion	
  
Type	
  

Description	
  

Rise	
  
Linear	
  

Steady	
  rising	
  motion,	
  rising	
  
linearly	
  from	
  0-‐100%	
  in	
  one	
  
cycle	
  

	
  

Linear	
  
Fall	
  

Steady	
  falling	
  motion,	
  falling	
  
linearly	
  from	
  100-‐0%	
  in	
  one	
  
cycle	
  

	
  

Rise	
  
Curve	
  

Rising	
  motion,	
  curved	
  to	
  ease	
  
dynamically	
  in	
  and	
  out	
  of	
  
motion	
  

	
  

Saw	
  

A	
  linear	
  rising	
  and	
  falling	
  
motion.	
  Cycles	
  smoothly	
  

Sine	
  

Mathematical	
  function	
  
creates	
  smooth	
  repetitive	
  
cycle	
  	
  

Random	
  

Erratic,	
  random	
  generated	
  
movement	
  

Image	
  

	
  
	
  
	
  

Table 4: Motion/Animation methods used by Audio or
Visual elements

Figure 4: Animation by changing level of detail
(blurring) over time
Overall, the trial was designed to provide a mechanism
to analyse the users perception of differing levels of
synchronization between the audio and visual
components of the web page. By delivering these test
interfaces as web pages viewed through the normal web
browsing systems of the user, this kept the single variable
that was being altered to the level of synchronization
between the audio and visual elements and allowed for
analysis to determine if synchronization was important in
how users perceive the audio-visual elements in an online
web environment.

4

Results

At the start of the experimental trial each participant was
asked “"Do you sometimes experience any visual
associations when listening to audio, or audio
associations when viewing visuals?", the results of this
question are shown in Table 5. This question was asked
to identify if there were any participants whose results
could bias the larger sample due to existing perceptions.
Do you sometimes experience any visual associations
when listening to audio, or audio associations	
  when	
  
viewing	
  visuals?
Answer	
  Options	
  

Response	
  Percent	
  

Not	
  at	
  all	
  

4.5%	
  

Not	
  particularly	
  

22.7%	
  

Somewhat	
  

43.2%	
  

Strongly	
  

29.5%	
  

Table 5: Existing experience

Figure 3: Animation by changing X position over time
(moving)

6

For each visual component (A,B,C,D) the users were
asked to give a rating, in terms of how complete and
correct it felt, on a five point Likert scale, ranging from 1
(low) to 5 (high). Results from the interface trials
indicated that for 8 of the 11 trial web interfaces, the
users selected the synchronized visual component as the
most complete and correct.
Across the 11 interfaces with 44 visually animated
components (of which 11 were synchronized to the paired
audio clips) the overall average rating for the
synchronized components was 3.91 (of a possible 5) with
the non-synchronized components averaging 2.80.
For the components that were synchronized, and rated
the highest (the 8 of 11 cases), there were notable
consistencies in their data. Looking at the case of
interface 4 (see Figure 2 & Table 6) the audio used a sine
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wave to over time alter the basic audio tone clips
amplitude (volume). The visuals used an image circle
with alterations over time made to the opacity of the
image based on Saw (A), Sine (B), Fall Linear (C) and
Random (D) changes.
Motion	
  
Envelope	
  
Used	
  	
  
Web	
  Item	
   (changed	
  item)	
  
Sine	
  	
  
Audio	
  	
  
Tone	
  
Image	
  	
  
Circle	
  A	
  
Image	
  	
  
Circle	
  B	
  

(amplitude)	
  

Image	
  	
  
Circle	
  C	
  
Image	
  	
  
Circle	
  D	
  

Fall	
  Linear	
  
(opacity)	
  
Random	
  	
  

Saw	
  	
  
(opacity)	
  

Sine	
  	
  
(opacity)	
  

(opacity)	
  

User	
  Rating	
  
1	
  

2	
  

3	
  

4	
  

5	
  

	
  

	
  

	
  

	
  

	
  

Mean	
  

	
  
	
  

9%	
   24%	
   24%	
   12%	
   30%	
  

3.3	
  

0%	
  

9%	
   24%	
   18%	
   49%	
  

4.1	
  

18%	
   30%	
   24%	
   18%	
   9%	
  

2.7	
  

39%	
   27%	
   15%	
   9%	
  

2.2	
  

9%	
  

Table 6: Interface 4 Results
As table 6 shows the synchronized item (B) was rated
significantly higher, at 4.1, than all of the other, poorly
synchronized, options. Interestingly the second highest
rated item was the “Saw” based component (Item A at
3.3). The interesting factor here is the fact that the Saw
waveform is the most similar in structure to the ‘Sine”
waveform. Both produce a rolling up/down pattern, the
only difference is the smooth nature of the “Sine”
compared to the sharp nature of the “Saw”.
This pattern of the synchronized item being most
highly rated, followed by the form that was most similar
being second most highly rated was observed in all (8 of
11) of the example interfaces where the synchronized
item rated most highly. This indicates that being perfectly
synchronized is best, however, if perfect synchronization
is not possible, the nearer to synchronization the item is,
the better the user response will be.
Forms that were particularly poorly synchronized to
the audio envelope received notably negative averages in
most tests. This was often the case for the “Random”
form, its erratic movement not comparing well with many
of the other smoother and slower forms (in fact “Random
was regularly the lowest rated in tests where it was not
the synchronized item). However when the audio
envelope was also set to a “Random” form the results
showed strong preference towards the match, with the
other options receiving consistently low scores in that
example. This may indicate that the more erratic and fast
movements (found in the “Random” form) tend to adhere
easily and well to one another, but are rejected strongly if
paired with other slower forms of motion.
Although the majority of the interfaces strongly
supported the principle of synchronization leading to
better outcomes, the results did reveal some exceptions
and factors that appeared to overpower the general
concept in some situations. Two of the three interfaces
where this occurred involved the use of the “drumbeat”
audio clip with a change in the spectrum of the audio clip.
In both of these “drumbeat” interfaces the results showed
strong preference to the “Random” motion, despite the

audio envelopes being a “Saw” and a “Linear Rise”,
respectively (see example in Table 7).
Motion	
  
Envelope	
  
Used	
  	
  

User	
  Rating	
  
1	
  

2	
  

3	
  

4	
  

5	
  

Web	
  Item	
   (changed	
  item)	
  
Saw	
  
Audio	
  	
  
	
  
	
  
	
  
	
  
	
  
Drumbeat	
  
(spectrum)	
  
Rise	
  Linear	
  
Black	
  
55%	
   17%	
   14%	
   10%	
   3%	
  
Circle	
  A	
  
(x	
  position)	
  
Saw	
  
Black	
  
7%	
   14%	
   52%	
   14%	
   14%	
  
Circle	
  B	
  
(x	
  position)	
  
Black	
  
Circle	
  C	
  
Black	
  
Circle	
  D	
  

Sine	
  

(x	
  position)	
  
Random	
  	
  
(x	
  position)	
  

Mean	
  

	
  
	
  
1.9	
  
3.1	
  

10%	
   35%	
   28%	
   24%	
   3%	
  

2.8	
  

3%	
   10%	
   10%	
   31%	
   45%	
  

4.0	
  

Table 7: Interface 8 Results
These results were a contrast to the usual trend of the
matching audio envelopes receiving the highest
preference. This seems to show that the motion and
rhythmic qualities of the “drumbeat” had overpowered
the motion in the spectral change, the rhythm being
foregrounded in one’s perception and interpreted as
closer to the “Random” motion than any of the other
options available.
This could relate to the concepts of synchresis in
action, the similar erratic motion of the random form
being intuitively connected to the fast motion of the drum
beat – the prominence of the drumbeat overpowering the
less obvious synchronized change in spectrum.
The differing visual forms and “visual changes” used
in the study covered a broad spectrum of types including
vector and image content involved in movement, resizing,
change in opacity and level of detail or blurring (see
Figure 5 for examples). These were kept simple to allow
the trials focus to be tightly on the synchronization
variable, but they were selected to be representative of the
common types of visual content and movement found on
webpages.

Figure 5: Visual Items and Animation
Across the trial, the users responses were consistent
independent of the visual content of the test interface. In
terms of user ratings, there was no discernable difference
between images and vector content. Both performed with
surprising similarity as demonstrated by the example of
interfaces 4 & 2. Interface 4 used an image circle with a
“Sine” altered audio track (see Table 6 for details) where
Interface 2 used a black (vector) circle also with a “Sine”
altered audio track (see Table 8 for details). As the results
from tables 6 and 8 show, both had the synchronized
“Sine” visual highest at 4.1 and 4.0 respectively, followed
by the “Saw” visual at 3.3 and 3.4 with the “Random” at
2.1 and 2.3 being the lowest rating. In simple terms the
“visual item” had no significant effect on the users
perception and rating of that interface.
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Motion	
  
Envelope	
  
Used	
  	
  

User	
  Rating	
  

1	
  
2	
  
3	
  
4	
  
5	
  
Web	
  Item	
   (changed	
  item)	
  
Sine	
  
Audio	
  	
  
	
  
	
  
	
  
	
  
	
  
Tone	
  
(pitch)	
  
Rise	
  Linear	
  
Black	
  
21%	
   6%	
   24%	
   24%	
   27%	
  
Circle	
  A	
  
(y	
  position)	
  
Sine	
  
Black	
  
0%	
   6%	
   24%	
   38%	
   32%	
  
Circle	
  B	
  
(y	
  position)	
  
Black	
  
Circle	
  C	
  
Black	
  
Circle	
  D	
  

Saw	
  
(y	
  position)	
  
Random	
  	
  
(y	
  position)	
  

Mean	
  

	
  
	
  
3.0	
  

4.0	
  

9%	
   24%	
   12%	
   32%	
   24%	
  

3.4	
  

44%	
   21%	
   15%	
   6%	
   15%	
  

2.3	
  

Table 8: Interface 2 Results
This finding indicated that the visual content or
technique used, was not as important as the fact that there
was a visual change, that was synchronized with the
audible change. This ties in with the theory of synchresis
that the items do not need to be logically related to
benefit from synchronization.
The final element in the testing process involved a
final question that queried the users level of comfort and
confidence in their choices.
Did	
  you	
  find	
  the	
  choices	
  difficult?	
  
Answer	
  Options	
  

Response	
  Percent	
  

Very	
  much	
  so	
  

0.0%	
  

Somewhat	
  

26.9%	
  

Not	
  Particularly	
  

53.8%	
  

Not	
  at	
  all	
  

19.2%	
  

Table 9: User Comfort
User confidence, as shown in Table 9, indicates that
the users found the decisions comparatively simple and
that they were comfortable with selecting the answers.
Overall the trial results broadly support the theory that
the synchronization of audio-visual elements on
webpages, whether the individual audio and visual
components relate to each other in any other way or not,
leads to enhanced user experience.

5

Analysis & Applications

Acknowledgement of the importance of synchronisation
in audio-visual content is not new. In fact, in film it has
been heavily used since the earliest examples of recorded
motion pictures (Fahlenbrach 2005, Vernallis 2004). The
concept of synchresis, or using synchronized elements to
enhance or create a greater outcome through
synchronization of items (whether those items match real
experience or not) has also been widely used in film to
enhance storytelling and dramatic effect (Chion 1990,
Whitelaw 2008). The findings of this study indicate that a
similar technique, of intentionally synchronizing audio
and visual components (that had no particular link to each
other beyond being synchronized) in a web environment,
generated interfaces where users rated their interaction
with those synchronized systems as significantly better, in

8

terms of how complete and correct they felt. The study
identified that this principle applied to a broad range of
visual types of content (from simple vector shapes
through to images) and showed that the animation of
different visual elements (from an items position, scale,
opacity to detail) all functioned in the same manner.
In order to isolate the single variable, synchronization,
the interfaces were comparatively simple, with 4 main
visual components and one audio component. When
compared to the rich content of a modern
webpage/application (one that may even include 3D and
other content types), this limited detail may have an
impact on how significant the application of
synchronization would be in wider real world application
and needs further experimental studies.
The results from the trial showed that perfect
synchronization generated improved interfaces, but in
addition to this the results showed that components that
were not perfectly synchronized, but were close in nature
and form to the paired example (“Saw” and “Sine” were
good examples of this), performed better than those with
lower levels of synchronization.
Interfaces with a lack of synchronization had a notably
negative impact on users perception of the interface. This
was most evident through the poor performance of the
“Random” samples when paired with any form except
another “Random”. Interestingly when the two
“Randoms” were paired, the synchronization between
them caused this to perform to a similar level to all other
forms of synchronization. Indicating that the effect was
not linked to any pattern but instead relates purely to the
match of the two items (whether random or structured in
nature).
The only key examples where the synchronized items
failed to be most highly rated were in the “drumbeat”
interfaces. These drumbeat examples highlight the fact
that the synchronization needs to be related to a
prominent part of the paired audio (or visual) otherwise it
may be overpowered by other elements.
For the drumbeat the “Random” pattern was rated
most highly, and this can most easily be explained
through its faster repetitive pattern, a pattern that is a
good match to the rhythm of the drumbeat itself. This
would appear to have overpowered the other audio
components that were being altered. For the web designer
this is an important factor to take into account.
Understanding the significant items in a webpage, and
their sub-attributes that may dominate other features or
items, is important to understanding their role in
synchronization.
Those significant elements may not always be
obvious. The study by Tsay (2013), demonstrated this
principle in a live music performance environment.
Showing that in a live music performance, with audio and
visual components, the assumption would be that the
audio performance would outweigh the visual, yet in this
study that was not the case. Much like the rhythm of the
drum overpowering the other elements, the visuals in the
live music example overpowered the audio (Tsay 2013).
This again highlights the fact that the overall audio-visual
is more than the sum of the audio and visual components.
By adding an additional point of focus to the
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synchronization between those elements, the web
page/application can be enhanced.
In terms of the application of this knowledge in web
design, it is clear that there is value in pursuing
synchronization. To do this effectively the web designer
will need to be able to identify the key content items in
their page/application, and within those content items
identify the key audio or visual features to target for
synchronization. In many ways this is much like the work
of the filmmaker in applying the concepts of synchresis.
To do this, the filmmaker identifies key points in the
story and “enhances” them by applying the synchronized
techniques of synchresis to the audio and visual items.
The main objective of this process is to link them together
in a more powerful manner that will enhance the story.
Returning to the example of the treatment of punches
in film, the filmmaker highlights the impact of the punch
by synchronizing the visual impact of the punch with an
audio effect, note that in most cases this is not the sound
of an actual fist impact, but instead is a dramatic audio
clip. On its own the audio clip would make no sense, but
as part of the “punch audio-visual” its synchronization to
the visual is combined by the brain to give an enhanced
sense of impact. For the web designer the principle is
essentially no different. As the results from this study
have indicated, by synchronizing a visual to an audio item
the new “audio-visual” is perceived to be enhanced. If the
web designer carefully chooses the items to
“synchronize” in this way they will enhance their web
content.
One of the interesting findings from this study related
to the fact that the items being used for this
“synchronization” did not need to be related in any way.
Much as the audio clip used to enhance the film “punch”
is not related to an actual punch, the two web items can
also be unrelated, linked only by their synchronization
and the knowledge that the brain recognizes the
synchrony between the aural and visual events, and
instinctively makes the connection, even if those events
do not match real world experience.
This allows for a variety of types of web content to be
used in this manner, including but not limited to motion
graphics, images, video and audio. This research did not
address the more complex 3D applications, games or
interfaces that utilized more complex devices (Jiang et al.
2011, Patterson 2014, 2007, 2003). Further experimental
studies are needer to understand if these principles apply
in such complex 3D environments.
Overall the application of these principles creates
several new challenges for web designers.
Firstly where audio-visual content is to be used in an
online web environment the designer must consider the
importance of synchronization (and how to deliver the
content in a manner that will retain the desired
synchronization). This may mean reorganizing web pages
to group content items (eg. and audio-visual file rather
than separate audio and visual elements) that maintains
the desired synchronization.
Secondly
within
audio-visual
items
the
synchronization needs to be considered, not just for
dialogue and speech but for all types of content from
simple motion graphics through to film. As this study
indicates, synchronization, even of unrelated audio or

visual items brings a greater level of user satisfaction and
linked with good design this can enhance webpages.
Thirdly, and finally, the entire webpage that is being
interacted with, is essentially one large audio-visual item,
and as such the synchronization of the combined set of
elements needs to be considered to ensure the most
effective interface is delivered. This would mean looking
at the visual complexity of the page and matching that to
the audio complexity of the sound, while also managing
the synchronization of the specific key items to ensure the
auditory and visual sensory systems are coming together
in the most complete and effective manner.

6

Conclusions

The results from this experimental study have
demonstrated that web based audio-visual content, that
features synchronization between audio and visual
components, receives higher ratings from users. These
higher ratings appear to be linked to the human brains
capacity to link information from separate stimuli and
merge them into an “audio-visual” sensation that
enhances the overall experience. This is very similar to
the concept of synchresis that is applied in filmmaking.
From a design perspective the ability of this principle
to take any pair of audio and visual items (even those that
are completely unrelated) and by synchronizing them
through motion create an “audio-visual” outcome that
provides more to the user than the sum of the two original
items.
As many web formats and methods are largely
asynchronous in nature, this presents a challenge for web
designers seeking to actively synchronize audio, visual
and other types of content and will require a design
approach that considers synchronization as a key feature.
The findings from this experimental study indicate that
for web designers to more effectively present and
communicate their information to users, they can benefit
from applying synchronization to the content in their
online pages/applications. The level of effort that is
applied to synchronization in film based media, should be
applied just as actively to web content including vector,
motion graphics, images, typography and animation.
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Abstract
The Linked Open Data (LOD) project is a community
effort that aims to publish structured data using open and
liberal licences. The LOD cloud provides free access to
datasets in diverse areas such as media, geography,
publications and life sciences. These datasets are publicly
available for machine and human consumption using
Semantic Web standards and SPARQL endpoints. In
addition to facilitating interoperability and integrity across
diverse platforms, this movement not only opens up
unique opportunities for developing novel and innovative
applications but also makes the application development
more efficient and cost-effective. This paper demonstrates
how LOD can be a reliable and rich source of content
information that supports recommender systems to
overcome problems such as the item cold-start problem
and limited content analysis that restrict many of the
existing systems. By building on a robust measurement of
the similarities between items using LOD, we present a
hybrid recommender system that combines the semantic
analysis of items with collaborative filtering approaches.
The experimental evaluations of our proposed method
using standard benchmark data and established measures
show comparable overall accuracy and significant
improvement in item cold-start situations..
Keywords: Linked Open Data, recommender systems,
Semantic Web, Linked Data, recommendation, cold-start,
similarity measures, Web of Data, content-based filtering,
collaborative filtering, partitioned information content
(PIC).

1

Introduction

Recommender systems provide users with information
that helps them find products or items they are looking
for. Their primary aim is to suggest a list of items in
which the users may be interested. Recommender systems
can be classified into two main categories: content-based
filtering (CBF) and collaborative filtering (CF). CBF
approaches consider user- or item-specific information to
identify and recommend items (e.g. books, movies, etc.)
in which the user might be interested. In contrast, CF
techniques analyse patterns in user ratings to identify
groups of users with similar taste. Despite the extensive
amount of research since the mid-1990s and during the
Copyright (c) 2015, Australian Computer Society, Inc. This
paper appeared at the 3rd Australasian Web Conference (AWC
2015), Sydney, Australia. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 166, Joseph G. Davis
and Alessandro Bozzon, Eds. Reproduction for academic, notfor profit purposes permitted provided this text is included.

Netflix Prize1 competition from 2006 to 2009, several
challenges still exist in the design and evaluation of
recommender systems.
Although CF techniques are generally more accurate,
they often suffer from the item cold-start problem; the
lack of ratings provided by users for newly added items
prevents them from being considered in the
recommendations. On the other hand, CBF approaches
successfully overcome the item cold-start problem.
However, they struggle to deal with issues such as the
user cold-start problem, overspecialisation and limited
content analysis.
This paper demonstrates how structured content
available through the community-driven effort of Linked
Open Data (LOD) can be leveraged to support
recommender systems in overcoming problems such as
the item cold-start problem and limited capabilities for
analysing item information. It presents a hybrid approach
that combines the semantic analysis of items using LOD
with collaborative filtering approaches. Experimental
evaluation of this approach using well-established
performance measures and benchmark datasets showed
comparable overall accuracy and major improvement in
item cold-start situations.

2

Using Linked Open Data to Enhance
Recommender Systems

Semantic Web technologies such as RDF (resource
description framework) allow publishing structured data
in a standard manner that can be readily consumed by
machines and shared across multiple applications. This
transforms the conventional Web of Documents,
associated with Web 1.0, into the Web of Data. The basic
idea of the Web of Data, also known as Linked Data, is to
publish structured data in a standard way on the Web and
interlink them to other Linked Data in various domains.
Linked Data principles ensure that the published data is
represented using the standard RDF format and accessible
for exploration via query languages such as SPARQL
[Berners-Lee 2006].
Supported by Semantic Web standards and technologies,
the Linked Open Data (LOD) project is a community
effort that aims to publish Linked Data using open and
liberal licences [Bizer et al. 2009]. LOD-based datasets
1

In 2006, the online DVD rental service Netflix announced a
one million dollar prize for the best CF method that improves
the Netflix’s own rating prediction algorithm by 10 per cent.
The prize was awarded to ‘BellKor's Pragmatic Chaos’ team in
2009, who achieved 10.06% better predictions. (see
http://www.netflixprize.com/)
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are available for public use in a wide range of domains,
from encyclopaedic knowledge bases to scientific data
sources. The LOD cloud2 provides free access to datasets
in areas such as entertainment, geographic information,
publications, life sciences and government data (see
Figure 1). It contains structured information on diverse
entities (i.e. resources or nodes in Linked Data) such as
movies, actors, musicians, books, universities, cities, etc.

neighbourhood-based
recommender
systems
for
computing item similarities [Schafer et al. 2007; Ekstrand
2010]. However, enough ratings have to be collected
from the users before the system can provide any
recommendation (the cold-start problem). In the
following sections, we first summarise our LOD-based
approach for semantic analysis of items. We proceed to
present our hybrid recommendation approach.

3.1

Figure 1. Part of the Linked Open Data (LOD) Diagram
(source: Cyganiak and Jentzsch [2011])
Recommender systems, in general, and content-based
filtering (CBF) approaches, in particular, are often
required to analyse a large corpus of textual, unstructured
information to gain knowledge about items. Due to the
ambiguities associated with natural language processing,
they suffer from limited content analysis. When item
information is not available in a structured format, CBF
systems have to deal with issues such as polysemy (same
words can refer to different concepts), synonyms
(multiple words can have similar meanings) and different
forms of a word (such as singular forms, plural forms,
and acronyms) [Lops et al. 2011]. In contrast, obtaining
structured information about items from reliable sources
such as Linked Open Data provides recommender
systems with several potential benefits such as the low
cost of acquiring structured information and the
possibility of in-depth semantic analysis of items.
In order to be able to perform systematic semantic
analysis of items using LOD, specific measures have to
be developed to analyse and compare resources in Linked
Open Data. The next section presents a systematic
approach for measuring the semantic similarities of
resources based on the concept of information content.

3

System Architecture and Approach

In this section, we present our hybrid recommender
system as an item-based collaborative filtering (IBCF)
method that uses Linked Open Data (LOD) for semantic
analysis of items. IBCF is a nearest neighbourhood-based
approach that considers items similar to those liked by the
target user [Schafer et al. 2007; Ekstrand 2010]. In
conventional IBCF recommender systems, item
similarities are computed by analysing the way users have
rated the items: “two items are similar if several users of
the system have rated these items in a similar fashion”
[Desrosiers and Karypis 2011, p112]. Cosine similarity
and Pearson’s correlation coefficient are among the
similarity
measures
widely
used
in
nearest

2

http://lod-cloud.net/
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Semantic Similarity Analysis Using Linked
Open Data

In order to enable the Linked Open Data (LOD)-based
comparison and analysis of items in recommender
systems, a systematic approach that considers specific
characteristics of LOD is required. Semantic similarity
measures evaluate the degree of overlap between entities
based on a set of pre-defined factors such as taxonomic
relationships, particular characteristics of the entities or
statistical information derived from the underlying
knowledge base. They are fundamental to several fields
including psychology, computational linguistics, artificial
intelligence (AI) and natural language processing (NLP).
However, previous approaches for semantic similarity
measurement are largely restricted to the structural
representation of their underlying domains. For example,
feature-based methods such as Tversky [1977], Jaccard
[1901] and Dice [1945] compute the similarity between
entities or concepts based on the number of shared
features between them. Therefore, they are only
applicable in contexts where concepts or entities are
represented using sets of features. Distance-based metrics
such as the shortest path method proposed by Rada et al.
[1989] are developed for taxonomies and only consider
‘is-a’ relations, while LOD is characterised by many
different kinds of links, of which the ‘is-a’ relation
3
4
(expressed by
:
and
:
properties) is only one type. Another series of semantic
similarity measures developed for taxonomies is known
as the information content (IC)-based measures where the
importance of the factors influencing the similarity value
is derived based on their informativeness, that is, the
amount of information conveyed by their presence. They
showed a higher accuracy compared to the feature-based
and distance-based measures (e.g. see Resnik [1995],
Jiang and Conrath [1997] and Lin [1998]).
Information theory, as proposed by Claude E. Shannon
[1948], describes the mathematical foundations of
communication;
transmitting
information
over
communication channels by means of coding schemes
(i.e. source codes). Based on earlier work by Hartley
[1928], Shannon’s key achievement was to define
information as a measurable mathematical quantity,
information content (IC). Shannon [1948] describes
information content as a measure of information
conveyed by the occurrence of a probable event. Based
on its information theory and probability theory
foundations, information content-based measurement is
3 ‘rdf:’ is the prefix for the namespace
http://www.w3.org/1999/02/22-rdf-syntax-ns#
4 ‘rdfs:’ is the prefix for the namespace
http://www.w3.org/2000/01/rdf-schema#
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premised on the notion that common events are less
informative than distinctive, infrequent events.
Information content measurement has been
successfully used in a wide range of applications (such as
data compression and transmission) to estimate the
importance or informativeness of an event, a term or a
message chosen from a set of possible events, terms or
messages. For example, in data compression, the more
frequent terms in a corpus are considered to be less
informative. Therefore, they can be stored using fewer
bits.
In order to assess the semantic similarity of items
using Linked Open Data, we adopt the partitioned
information content (PIC) [Meymandpour and Davis
2013], a measure of information content designed for
resources in Linked Data. It combines the simplicity of
feature-based approaches with the accuracy of
information content-based methods.
Features of a resource are defined as triples of kind
,
,
. The type of
the relation, the target node (the node connected to the
other end of the relation) and the direction of the relation
(incoming [In]/outgoing [Out]) are considered in the
definition of the features. As a simple illustration, the
and
features of nodes and in Figure 2 are the sets
, respectively:
, ,
, , ,
, , ,
, , ,
, ,
, , ,
, , ,
, , ,
.
∩
, ,
, , ,
Thus:
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l2
l3
l4

d
e
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Figure 2. An example of resources and features in the
Linked Data graph (a, b, … g are the resources and l1, l2,
… l5 are the links)
Based on this, PIC is defined as follows:
(1)
∀ ∈

The partitioned information content of the resource ,
is the aggregate amount of information content conveyed
0).
by the features of the resource (∀ ∈ ) (
is the frequency of the feature
In this definition,
in the underlying LOD dataset and is the total number
of resources in the underlying Linked Data.
The characteristics of PIC are derived from its
information theory fundamentals. The logarithm is
usually calculated to the base two; therefore, PIC is
measured in units of information called bits. It is
premised on the notion that highly probable features are
general and less informative, while distinctive features,

that is, features with a low number of occurrences, are
more specific and convey more information. For
example, based on the frequency of features in DBpedia
(see Section 4.1), the fact that all actors are a ‘Person’
(represented
using
the
feature
5) is substantially more
:
,
:
,
popular than the fact that a particular actor starred in a
movie
(represented
using
the
feature
,
,
). The former applies to
millions of resources in DBpedia that describe a person,
while the latter is only used when representing the actors
of a movie (specified with
). The frequency of
the latter is equal to the number of actors who starred in
the movie; therefore, it is more informative than the
former (see Meymandpour and Davis [2013]).
Given the notion of the partitioned information content
(PIC) of resources in LOD, our similarity measure can be
derived by computing the PIC of shared and distinctive
features of two resources:
(2)
,

∩

∩

where the two resources that are being compared, that is,
and
and , are represented as their sets of features
, respectively.
The similarity score computed by PICSS is normalised
between 0 and 1, where the score of 0 represents no
similarity between resources (perfectly dissimilar
resources) and 1 represents a perfect similarity (identical
resources).
The similarity value computed by PICSS is increased
with more shared features and decreased with differences
between resources. PICSS enables recommender systems
to perform in-depth analysis of entities and to establish
detailed comparison based on semantics acquired from
Linked Open Data. In contrast to CF-based similarity
measures, it is independent of the ratings provided by the
users. Therefore, it is not biased by the popularity of
items caused by the excessive attention of users or the
lack of ratings on newly added items (the item cold-start
problem).

3.2

A Hybrid Recommendation Approach

Despite the superior accuracy of collaborative filtering
(CF) techniques (e.g. see Pilászy and Tikk [2009]), they
often suffer from the item cold-start problem. In contrast,
content-based filtering (CBF) approaches successfully
overcome the item cold-start problem. However, they
often struggle dealing with issues such as the user coldstart problem, overspecialisation and limited analysis of
items. Therefore, a hybrid approach that balances
between various aspects of the quality of the
recommendations seems to be the optimal solution
[Schein et al. 2002].
We present our hybrid recommender system as an
item-based collaborative filtering (IBCF) method that
uses our Linked Open Data-based semantic similarity
measure, PICSS (Equation (2)) to assess the similarity
between items using their corresponding resources on
5

‘foaf:’ is the prefix for http://xmlns.com/foaf/0.1/
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LOD. Once the most similar items to the target, unrated
item are identified, the prediction is computed based on
the weighted sum of similarities between the target item
and the similar items rated by the user [Schafer et al.
2007; Ekstrand 2010]:
̃

∑

,

∈

∑

∈

|

, |

(3)

where ̃ is the predicted rating of the user on the item
,
is the set of most similar items to rated by the
is the rating score given to by the user and
user ,
, is the similarity between items and .
In order to incorporate individual user- and itemspecific effects (e.g. some users tend to give higher
ratings than others and popular items often receive higher
ratings than others), a first-order approximation of user
and item biases can be added to the model [Koren et al.
2009; Koren 2010a]:
(4)
∑∈
,
̃
∑∈ |
, |
such that
(5)
The term
denotes the global average; the overall
and
are the
average of ratings. The bias terms
deviations of the ratings given by the user
and the
ratings given to the item , respectively, from the global
and , can be
average. The user and item biases,
learned using a regularised model (see Koren [2010b]).
In the next section, we conduct experimental
evaluations to assess the performance of the presented
recommendation method.

4

Experimental Context and Platform

In this section, we report our experimental context and
datasets used for the experimental evaluation of the
presented recommendation approach.

4.1

http://dbpedia.org/
http://www.freebase.com/
8 http://linkedmdb.org/
9
http://www.yago-knowledge.org/
10 http://www.grouplens.org/
7

14

17
858
Godfather, The (1972)
dbr:The_Godfathera
5

User Id
Item Id
Item Name
Respective Resource URI
Rating
a

‘dbr:’ is the prefix for http://dbpedia.org/resource/

We performed five-fold cross-validations on five
randomly-split test (20%) and training (80%) sets. The
average results are presented.
In addition to the evaluation of the rating prediction
accuracy based on all available ratings, we assessed
methods in an extreme item cold-start situation: the
methods were evaluated for providing recommendations
for items without any ratings given by users (known as
the strict cold-start). In this experiment, items in the test
set without any ratings in the training set were used to
simulate the item cold-start situation.
The rating prediction accuracy of the evaluated
methods was assessed using RMSE (root mean square
error) that puts more weight on larger errors. RMSE is
calculated by measuring the average square error between
predictions ̃ and the actual ratings
for all items
in the test set
:
1
| |

̃

(6)

, ∈

All experiments were performed using an external
evaluation platform developed using the MyMediaLite
library12 [Gantner et al. 2011].

Evaluation Datasets and Metrics

A well-established benchmark dataset widely used in the
recommender systems community is MovieLens10
6

Table 1. A sample rating in DBpedia-MovieLens dataset

Experimental Datasets

The primary dataset used for our experiments was
DBpedia,6 one of the most successful initiatives
developed based on the Linked Open Data (LOD)
principles [Auer et al. 2007]. We used the English version
of DBpedia 3.8, released on August 2012.
In addition to DBpedia, in some parts of the
experiments, we used several datasets from the LOD
cloud, namely, Freebase,7 LinkedMDB8 and YAGO.9

4.2

[Herlocker et al. 2004]. We employed the
MovieLens100K
and
MovieLens1M
datasets.
MovieLens100K contains 100,000 integer-rating scores
(in 1-5 range) by 943 users on 1,682 movies.
MovieLens1M provides around one million ratings for
3,883 movies given by 6040 users.
In order to evaluate our LOD-based recommender
system using these datasets, we had to link items in the
MovieLens datasets to their corresponding resources in
DBpedia (see Table 1). We had to match the title of
movies in the MovieLens datasets with the rdfs:label
property of resources in DBpedia and (if provided) their
release year. For example, after manual double-checking
the results, we found the exact match for 1,569 items
(93.3%) in the MovieLens100K dataset.11

11

The DBpedia-MovieLens evaluation datasets and the
mapping of MovieLens ItemIDs to DBpedia URIs as well as the
mappings between DBpedia and Freebase, LinkedMDB and
YAGO datasets are available for download at the following
address:
http://sydney.edu.au/engineering/it/~rouzbeh/files/DBpediaMovieLens.zip
12 http://mymedialite.net/
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5

Results

A detailed comparison of our hybrid recommender
system against conventional and state-of-the-art
recommender systems is reported in Table 2. In both
benchmark datasets, that is, DBpedia-MovieLens100K
(100K) and DBpedia-MovieLens1M (1M), PICSSLOD
outperformed other methods in the new item cold-start
situations. It also showed a comparable overall
performance in our experimental evaluations.
The higher accuracy of PICSSLOD in the new item coldstart situations is observable. By achieving the new items
RMSE of 0.993 and 0.994 on the 100K and 1M datasets,
respectively, its new item cold-start performance was
respectively 15.8% and 5.3% better than that of the
baseline predictor (lower RMSE). Compared to the
matrix factorization techniques, it performed significantly
better for overcoming the new item cold-start problem.
Based on the 100K benchmark dataset, it showed 14.6%
lower RMSE compared to SVD++. The improvement is
also noticeable based on the larger 1M dataset (8.8%
13
‘owl:’ is the prefix for the namespace
http://www.w3.org/2002/07/owl#
14 Note that the performance of matrix factorization methods in
various situations can be influenced by the choice of the
parameter values (e.g. learning rate, number of factors, etc.).
Therefore, the presented results are for comparison purposes
only and are not necessarily an indication of the actual
performance of the evaluated methods. In our experiments, we
used the values suggested by the MyMediaLite 3.9 library.

Table 2. The results of five-fold cross-validations on
DBpedia-MovieLens100K and DBpedia-MovieLens1M
datasets; the minimum amount of RMSE in each column
is shown in bold.

Conventional

DBpediaMovieLens 100K

User-Based CF Item-Based CF

PICSS was evaluated against a number of well-known
methods. Several user-based and item-based nearest
neighbourhood collaborative filtering methods were
evaluated. The similarity measures used for the
neighbourhood selection include cosine, Jaccard
coefficient and Pearson’s correlation coefficient [Karypis
2001; Sarwar et al. 2001; Candillier et al. 2007; Schafer
et al. 2007; Su and Khoshgoftaar 2009]. These methods
were implemented using the same approach to that
presented in Equation (4). For comparison purposes, a
baseline predictor considering only the baseline estimates
(Equation (5)) is also evaluated.
In order to conduct a fair evaluation, the optimisation
problem was optimised for the baseline predictor
regardless of the choice of the similarity measure. It was
optimised to maximise the item cold-start performance.
In order to study the proposed semantic similarity
measures, two variations of our PICSS-based
recommender system were evaluated: 1)
which only uses DBpedia as the source of items
information and 2)
that employs several LOD
datasets (as explained in Section 4.1) as the source of
13 links,
item information. By traversing the
:
the features of resources are extracted from various
datasets in the LOD cloud.
We also compared our hybrid recommender system
against two state-of-the-art matrix factorization methods,
namely, SVD++ and the integrated model [Koren
2008].14 The latter method achieved the lowest RMSE
among the others based on the Netflix Prize dataset.

LODbased

Evaluated Methods

MF

4.3

DBpediaMovieLens 1M

All

New Items

All

New Items

Baseline Predictor

0.947

1.180

0.914

1.050

Cosine

0.922

1.180

0.878

1.050

Jaccard

0.915

1.180

0.872

1.050

Pearson Correlation

0.936

1.180

0.883

1.050

Cosine

0.935

1.180

0.898

1.050

Jaccard

0.935

1.180

0.897

1.050

Pearson Correlation

0.934

1.180

0.895

1.050

PICSSDBpedia

0.916

1.074

0.882

1.011

PICSSLOD

0.910

0.993

0.875

0.994

SVD++

0.947

1.164

0.892

1.090

Integrated Model

0.931

1.121

0.863

1.086

lower RMSE). Compared to SVD++, the integrated
model showed slightly better performance on the new
item cold-start conditions; however, PICSSLOD performed
11.4% and 8.5% better than the integrated model on the
100K and 1M datasets, respectively.
PICSSLOD also showed a comparable overall accuracy. It
achieved the lowest amount of overall RMSE compared
to the evaluated methods on the 100K benchmark data.
The overall RMSE of PICSSLOD was 3.9% lower than that
of the baseline predictor. It also outperformed matrix
factorization techniques on the 100K dataset. In
comparison with the integrated model, PICSSLOD
obtained 2.2% lower overall RMSE. Despite a slightly
lower overall prediction accuracy (1.4% higher RMSE)
on the 1M dataset compared to the integrated model,
PICSSLOD showed promising performance by achieving
0.875 overall RMSE.
Significant enhancement of the LOD cloud version of
PICSS over its DBpedia variant is also noticeable.
PICSSLOD achieved higher accuracy both for overall and
new items performance on both benchmark datasets.
These differences were all statistically significant with at
least 95% confidence (
0.05) based on the paired ttest (two-tailed) on the average of per-user prediction
errors using five-fold cross-validations (see Shani and
Gunawardana [2011]).

6

Discussion

We compared our approach against well-established,
conventional user-based and item-based collaborative
filtering (CF) techniques as well as advanced matrix
factorization (MF) methods.
As collaborative filtering techniques rely solely on the
ratings provided by users, they are unable to provide
accurate recommendations in cold-start situations when
no ratings are provided by the users. In these situations,
one approach is to use a baseline predictor to deal with
the cold-start problem. The baseline predictor used in our

15
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experiments (Equation (5)) estimates user ratings on
unrated items based on the deviations of the ratings given
by the target user and the ratings given to the target item
from the global average. As shown in the experimental
results, due to the fact that the evaluated CF methods use
the same baseline estimates in cold-start situations, their
predictions have the same amount of accuracy as the
baseline predictor. In contrast, PICSS is not dependent on
the user ratings for computing the item similarities. By
incorporating the semantic analysis of items in the
recommendation procedure, our hybrid approach showed
significant enhancement in the item cold-start conditions
over the conventional CF methods.
Matrix factorization is an effective way of extracting
latent semantic factors from user ratings, allowing the
recommender system to identify various aspects of users’
preferences and their interactions with items. However,
they are mainly dependent on an extensive amount of
historical user rating data with access to 1M, 10M, or in
the case of the Netflix Prize competition, more than
100M ratings. As our experiments showed, the evaluated
MF approaches, namely, SVD++ and the integrated
model, achieved low overall accuracy in the DBpediaMovieLens100K
dataset.
By
incorporating
a
neighbourhood model that considers the similarity
between items, the integrated model performed better
than SVD++ in cold-start situations. As expected, access
to more user rating data, that is, using the larger DBpediaMovieLens1M benchmark dataset, led them to provide
predictions that are more accurate. Nevertheless, the
performance of our approach in the cold-start conditions
was significantly better on both datasets.
The results of the experimental evaluation showed
meaningful differences between the variations of PICSS.
Obtaining features of entities from multiple datasets in
the LOD cloud in addition to DBpedia significantly
increased the overall and new items performance of
PICSS (PICSSLOD). The differences between PICSSDBpedia
and PICSSLOD confirm that PICSS not only succeeded in
managing the availability of a large collection of features
acquired from various LOD datasets, but also, its
performance was significantly improved. The RMSE of
PICSSLOD in the new item cold-start situations was lower
by 7.5% on the 100K dataset and 1.7% on the 1M dataset
when compared to PICSSDBpedia. A slight (less than one
per cent lower RMSE), but statistically significant
improvement in the overall performance of PICSSLOD
was also noticeable. Nevertheless, the accuracy of
PICSSDBpedia that only uses DBpedia as the source of item
information is also promising.
These experiments support that PICSS can effectively
take advantage of the large amount of semantic content
on the LOD cloud and provide robust predictions in all
scenarios including strict cold-start situations.

7

Related Work

Several methods aimed to exploit Linked Open Data
(LOD) for recommendation provision. However, they are
often restricted to the semantic content of DBpedia.
Moreover, none of the existing approaches was evaluated
properly against well-established collaborative filtering
(CF) methods and the state-of-the-art recommender
systems. Passant [2010a, b] presented a distance measure
16

based on the number of direct and indirect paths between
resources in DBpedia. The distance measure was used for
providing recommendations in the music domain. A small
collection of link types was considered for computing
paths between resources. In addition, as this approach is
based only on the number of paths between the resources
and all kinds of relations have the same importance in the
distance function, the semantics of relations are not fully
considered in the method. Furthermore, it is only applied
on a manually cleaned dataset of DBpedia. In contrast,
our proposed hybrid recommender system and semantic
similarity measure are applicable in a wide range of
domains. As showed in our experiments, PICSS can
retrieve semantic content from various datasets on the
LOD cloud without any need for extensive manual preprocessing.
A series of studies aimed to develop a content-based
movie recommender system using LOD [Noia, Mirizzi, et
al. 2012; Noia, Ostuni, et al. 2012]. The method applied a
cosine similarity metric on a TF-IDF (term frequencyinverse document frequency)-based three-dimensional
vector space model (VSM) that consists of movies, movie
properties and values of properties extracted from
DBpedia
and
LinkedMDB.
The
proposed
recommendation
approach
showed
improved
performance compared to the method presented by
Passant [2010a]. This method also demonstrated a higher
accuracy in comparison with a user-based collaborative
filtering technique (Pearson’s correlation coefficient). As
shown in our experimental evaluations (see Table 2) and
reported by other authors [Karypis 2001; Sarwar et al.
2001], user-based collaborative techniques (UBCF)
provide recommendations that are less accurate than
those provided by item-based collaborative filtering
techniques (IBCF). In contrast, we conducted extensive
experimental evaluations that compare our approach
against a wide range of established recommender systems
including IBCF methods and recent matrix factorization
techniques based on two standard benchmark datasets.

8

Conclusion

This paper demonstrated the applicability of Linked Open
Data (LOD) for providing semantic analysis of items. The
experiments showed that the accurate measurement of
item similarities using LOD has the potential to improve
the performance of recommender systems, especially, in
situations where an insufficient amount of user ratings is
available. The combination of semantic analysis of items
with collaborative filtering-based recommendation in the
proposed hybrid recommender system presented
comparable overall accuracy, in addition to significant
improvement in resolving the item cold-start problem.
The core of the presented approach is PICSS: the
partitioned information content (PIC)-based semantic
similarity measure, which is based solely on semantics
retrieved from various datasets on the LOD cloud. As a
pure content based similarity measure, it is not biased by
the popularity of an item caused by the excessive
attention of users or the lack of ratings on the newly
added items.
The hybrid recommender system proposed in this
paper was developed as an extension to current
approaches, which makes it usable in combination with
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other methods. In terms of feasibility and scalability, once
the similarity scores between items have been computed,
for a newly added item, the system only needs to assess
the similarity between the new item and others. This
incremental update is advantageous compared to modelbased CF techniques that require expensive computations
to update the recommendation model and user/item
profiles.

9
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Abstract
Linked Open Data (LOD) is rapidly emerging in
publishing and sharing structured data over the semantic
web using URIs and RDF in many application domains
such as fisheries, health, environment, education and
agriculture. Since different schemas that have the same
semantics are found in different datasets of the LOD
Cloud, the problem of managing semantic heterogeneity
among the schemas is increasing. Schema level mapping
among the datasets of the LOD Cloud is necessary as
instance level mapping among the datasets is not feasible
in the process of making knowledge discovery easy and
systematic. In order to correctly interpret query results
over the integrated dataset, schema level mapping
provenance is necessary. In this paper, we review existing
approaches of linked data provenance representation,
storage and querying, and applications of linked data
provenance where mapping is at the instance level. The
analysis of existing approaches will assist us in revealing
open research problems in the area of linked data
provenance where mapping is at the schema level.
Furthermore, we explain how schema level mapping
provenance in linked data can be used to facilitate data
integration and data mining, and also to ensure quality
and trust in data.
Keywords: Semantic web, linked data, schema level
mapping, mapping provenance, and information
extraction.

1

Introduction

Linked Open Data (LOD) is rapidly emerging for
publishing and sharing structured data over the semantic
web (Berners-Lee et al., 2001) using URIs and RDF
based on Tim Berners’ Lee’s four principles (Bizer et al.,
2009). Recently, large amounts of data are available as
linked data in various domains such as health,
publication, agriculture, and music where mappings
between concepts of different datasets are at the instance
level. Instance level mapping is defined as the mapping
between data elements. For example, HTTP URI
____________________________
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the Third Australasian Web Conference
(AWC 2015), Sydney, Australia, January 2015. Conferences in
Research and Practice in Information Technology (CRPIT),
Vol. 166. Joseph G. Davis and Alessandro Bozzon, Eds.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

http://aims.fao.org/aos/agrovoc/c_12332 is an instance of
AGROVOC1 vocabulary and another HTTP URI
http://eurovoc.europa.eu/1744 is an instance of
EUROVOC2 vocabulary and both URIs represent the
same literal label “Maize”. Mapping between two
instances is represented by owl:sameAs which is an OWL
predicate used to declare that two instances of different
datasets denote one and the same thing. Therefore, users
can get information from both datasets using the URI of
either AGROVOC or EUROVOC.
In order to benefit both the Artificial Intelligence and
Semantic Web Communities, mapping among the
datasets is necessary for some applications such as
querying, reasoning, data integration, data mining and
knowledge discovery (Jain et al., 2010b). These
applications are not feasible if mappings between the
datasets are at the instance level as instance level
mapping has limitations such as lack of expressivity,
schema heterogeneity, entity disambiguation, and ranking
of results (Jain et al., 2010b). The problems can be solved
by mapping the datasets at the schema level. Schema
level mapping is done between source schema and target
schema. Schema level (class and property) mapping can
be published by OWL3 and RDF Schema4 where OWL
provides properties such as owl:equivalentClass and
owl:equivalentProperty, and RDF Schema provides
properties rdfs:subClassOf and rdfs:subPropertyOf. In
order to extract data from data sources that use a specific
term, property (schema level) mapping in Linked data is
necessary.
For
example,
The
HTTP
URI
http://dbpedia.org/ontology/City and another HTTP URI
http://linkedgeodata.org/ontology/City are schemas of
DBPedia5 vocabulary and LinkedGeoData 6 vocabulary
respectively and both represent the same literal label
“City”. Mapping between schemas is represented by
owl:equivalentProperty which is an OWL predicate used
to declare that two schemas of different datasets denote
one and the same thing. There is previous research on
mapping concepts at the schema level. Jain et al. (2010a)
developed a system, BLOOMS, that aligns schemas of
Wikipedia and Wikipedia category hierarchy. In the
system, links are generated between class hierarchies
(taxonomies), which are rdfs:subClassOf relations. Auer
et al. (2009) have completed both schema and instance
1

http://aims.fao.org/standards/agrovoc/
http://eurovoc.europa.eu/drupal/?q=abouteurovoc
http://www.w3.org/TR/owl-features/
4
http://www.w3.org/TR/rdf-schema/
5
dbpedia.org
6
linkedgeodata.org
2
3
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level mappings between DBPedia and Linked Geo
datasets for data integration and aggregation.
However, schema level mapping among different
datasets of LOD Cloud by itself will not help to make
knowledge discovery easy and systematic. This is
because if the schemas are mapped and the mapping
information is not stored, then users need to browse the
datasets up to schema level to know about the schemas
that are mapped. The problem can be solved by storing
the mapping information for further reuse. The
preservation of mapping information is called mapping
provenance (Velegrakis et al., 2005) where provenance
(Cheney et al., 2009) is defined as a term which provides
information about a source or a derivation history.
Provenance information helps applications to interpret
some queries such as who creates the mapping, how the
mapping is derived from diverse sources, from where
mapping is derived, why the mapping is acquired, and
when the mapping is performed.
In this paper, we survey the existing provenance
techniques in the context of Linked Data in terms of
provenance metadata representation, storage and query.
We distinguish linked data provenance by dividing into
two levels: instance level and schema level. After
surveying the literature of linked data provenance, we
find that linked data provenance has been mostly
computed at the instance level. We also find that various
provenance techniques are used for representing, storing
and querying the instance level mapping provenance of
Linked Data in order to assess quality and trust. In the
literature, there is very little research that describe
provenance of schema level mapping in linked data. In
this research, we describe how schema level mapping
information can be represented, stored and queried by the
existing provenance representation techniques. We
conclude with some open research problems based on the
usage of schema level mapping provenance of linked data
in areas such as data integration, data mining, quality
assessment and trustworthiness of data.

2
2.1

Basic Definitions
Resource Description Framework (RDF)

RDF consists of a number of triples. Each triple contains
three parts in the form <s,p,o> where s, p and o denote
subject, predicate and object respectively. The triples are
represented by URIs. Object can also be a literal value.
RDF is used to create structured data which form the data
source, D. D is typically represented by a directed
labelled graph, g. The edges, e of the graph are directed
from s to o (so) and labelled with p.

2.2

Linked Data

A RDF graph consists of a set of RDF triples where a
predicate represents a relationship between a subject and
an object. The definitions of these relationships and
classes of entities are represented in vocabularies. The
definitions of vocabulary can be represented as RDF data
and the vocabularies can be published as linked data
(Hartig and Zhao, 2010). Linked data refers to a set of
best practices for publishing and sharing structure data
over the semantic web according to the four principles of
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Tim Berners-Lee (Bizer et al., 2009). The fourth principle
of linked data says that RDF links are included in a RDF
graph which points to RDF data from other data sources
on the web. An RDF link is a part of a RDF triple which
makes a relationship between a subject and an object
where the subject comes from one data source and the
object comes from another data source.
The development of a Web of Data, built by applying
Linked Data (LD) principles is the frontier of data
integration and sharing by creating links between data
from different vocabularies. In linked data, vocabularies
consist of a large number of entities. Each entity is called
a concept. The process of converting vocabulary into
linked data is very challenging. The reason behind this is
the differences in formats, structure, semantics and
concept labels with different languages. Though RDF is a
generic data model for describing resources using triples,
it does not provide any domain-specific terms for relating
classes of things in the world to each other (Bizer, 2011).
SKOS (Simple Knowledge Organization System) (Miles
et al., 2005) is a standard vocabulary to express thesauri,
taxonomies, subject heading systems, and topical
hierarchies within RDF, and it is used for converting any
source data in to linked data. RDFS (RDF Schema) and
OWL (Web Ontology Language) provide vocabularies to
describe conceptual models in terms of classes and
properties, and these are used for representing
subsumption relationships between concepts (for instance
doctors are also persons) (Bizer, 2011).

2.3

Mapping

Mapping is a set of logical specifications that express
correspondences between semantically related entities of
datasets through the application of a matching algorithm.
The mapping function is defined as: 𝑀 = (𝐸𝑆 , 𝐸𝑡 , 𝑎, 𝑠, 𝑟),
where 𝐸𝑆 is a source entity, 𝐸𝑡 is a target entity, 𝑎 is a
matching algorithm, 𝑠 is a similarity measure between
entities (ranging from 0 to 1) and 𝑟 is a relation (e.g.,
equivalence (=), overlapping (∩), mismatch (⊥), or more
general/specific (⊆, ⊇)) holding between 𝐸𝑆 and 𝐸𝑡
(Shvaiko and Euzenat, 2005).

2.4

Provenance

Provenance is defined as a term which provides the
description of the origins of data and the processes by
which data are derived and existed in the database
(Buneman et al., 2001). Provenance is necessary in order
to (1) know the origin of data, (2) trace errors by
debugging processes, (3) establish quality, relevance,
trust, (4) reuse other’s experiment, and know complex
transformations. There are many application areas where
provenance information needs to be preserved such as
scientific computing, data-warehousing, data integration,
curated databases, grid-computing and workflow
management (Glavic and Alonso, 2009).

2.4.1

Granularity of Provenance

Tan (2007) distinguishes two granularities of provenance
– workflow provenance (coarse-grained) and data
provenance (fine-grained). Workflow provenance records
the metadata about different types of processes and
services which take part during execution. Metadata of
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the processes and services can be a software program, a
hardware and the instruments used for the experiment
(Omitola et al., 2010). For example, during examining the
provenance information of integrated datasets, users may
trust the information if they know what data integration
algorithm was used and which datasets were integrated
(Omitola et al., 2011). Davidson et al. (2007) provide an
overview of tracking and storage of provenance
information in scientific workflow systems.
Data provenance stores the origin and derivation
history of the data which are transformed at the time of
executing a process. This provenance stores the particular
features of the original datasets which are combined to
produce a feature that are found on the integrated dataset
(Omitola et al., 2011). For example, in order to know the
values of latitude/longitude of geospatial data, users can
find out the original sources from where the values were
taken by using provenance information. A particular area
of research on data provenance is the provenance in
databases which considers the provenance of query
results. Buneman et al. (2001) distinguish provenance of
databases by two ways: why-provenance and whereprovenance; why-provenance refers to the source data
that were involved for the existence of the data derived
from query result; where-provenance refers to the
location in the source databases from where the data of a
query result was extracted. Green et al. (2007) introduce
how-provenance which describes how the source data
were involved in the calculation of a data entity from a
query result. Previous research (Simmhan et al., 2005a,
Tan, 2007) have been completed in representing
provenance of data creation in a DBMS or a workflow
management system, but the provenance of data access is
not always required for these systems (Hartig and Zhao,
2010). The provenance of both data creation and data
access is necessary to be captured for the web of linked
data (Hartig and Zhao, 2010).

the source data becomes unavailable after transformation.
But the problem of this approach is that it takes more
time and space for executing and storing the annotations
than inversion approach. As the inversion approach does
not use annotations, this approach does not incur any
performance or storage overhead when data is
transformed from source to target. The disadvantage of
the inversion approach is that it cannot compute
provenance when source database is unavailable. In
computing linked data provenance, the annotation
approach is more favourable as it provides richer
information of the data and the dataset (Omitola et al.,
2010). In order to support the annotation approach, some
vocabularies have been used in the available literature to
describe the provenance information of the data. In
Section 4, we will describe all the linked data provenance
representation languages.

3.2

Provenance Storage

Provenance representation and storage are two major
challenges of provenance of linked data.

Storage of provenance information varies according to
the level of granularity at which it is collected. If the
provenance information is stored according to finegrained for a big dataset for which provenance is
computed at each triple level, then provenance becomes
very large which exceeds the actual data size, and it needs
large data storage space. For coarse-grained, if the depth
of provenance increases, then the size of annotation
increases exponentially (Simmhan et al., 2005b).
However, it is possible to reduce the storage space by
only storing the information which is important for a
particular purpose (Omitola et al., 2010). Provenance
information can be stored in the same dataset, or in a
different location according to tSPARQL (Hartig, 2009).
If the provenance information is stored in the same
dataset, then the extracting provenance information is not
efficient to answer queries, and it also needs large
amounts of provenance information to be stored.
Provenance information can be stored by itself or with
other metadata. Therefore, it is important to decide which
storage system will be used to store the provenance
information.

3.1

4

3

Provenance of Linked Data

Provenance Representation

Provenance representation of linked data describes how
to represent provenance information using suitable
approaches. There are two approaches for representing
provenance information: annotation approach and
inversion approach (Omitola et al., 2010). In the
annotation approach (also known as eager approach)
(Cheney et al., 2009), metadata of the derivation history
of a data (or annotations), descriptions about the source
data and the processes are stored. As a consequence, the
stored information helps to find out the provenance of the
output data, without examining the source data. In the
inversion approach (also known as lazy approach)
(Cheney et al., 2009), extra information or annotation is
not carried out to the output data. In this approach,
examining the source data, the output data and the
transformation derives provenance.
There are some advantages and disadvantages of the
above approaches (Cheney et al., 2009). The main
advantage of the annotation approach is that it is useful if

Provenance Representation Languages

Some linked data provenance representation languages
have been proposed in literature. These are described
below:

4.1

Vocabulary of Interlinked Datasets (VoID)

Vocabulary of Interlinked Datasets (VoID) (Alexander et
al., 2009) is a vocabulary and a set of instructions that
provides terms and patterns for describing RDF datasets,
and RDF links between datasets. This vocabulary reuses
some existing vocabularies in order to store the
provenance information. This vocabulary has two main
classes: a dataset (void: Dataset) is a set of RDF triples
(subject, predicate and object) that is published,
maintained or aggregated by a single provider; available
as RDF; and accessible on the web through
dereferenceable HTTP URIs or a SPARQL Endpoint. A
Linkset (void:Linkset) is a set of RDF triples (subject,
predicate and object), which is used to describe that the
subject of one dataset is interlinked with the object of
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another dataset. In order to express the interlinking
between datasets, VoID description states the location of
interlinking triples by using void:subset; provides
information about source dataset and target dataset by
using void:subjectsTarget and void:objectsTarget
respectively, and gives RDF links between two datasets
using void:linkPredicate.
Some properties of other vocabularies such as Dublin
Core7, FOAF8 or SCOVO9 can be reused with VoID.

4.2

Provenance Extension to VoID (VoIDP)

Heath et al. (2008) advise linked data publishers to reuse
the existing vocabularies wherever possible. If anyone
fails to describe the provenance information of data using
the existing vocabularies, then he/she can define new
terms. The advantage of reusing the existing vocabulary
is that it brings together diverse domains within RDF, and
it makes data more reusable. As VoID vocabulary cannot
describe queries like “how data were derived, who carried
out the transformation, and what processes were used for
the transformations?”, so VoID is extended to VoIDP
(Omitola et al., 2010, Omitola et al., 2011) which has the
capability to describe the above queries. VoID provides
classes and properties which are designed by reusing
existing vocabularies such as Provenance Vocabulary
(Hartig and Zhao, 2009), The Time Ontology in OWL
(Hobbs and Pan, 2004) and The Semantic Web
Publishing Vocabulary (Bizer, 2006). The classes and
properties of VoIDP are described by Omitola et al.
(2010).

4.3

Provenance Vocabulary for Linked Data

Hartig and Zhao (2010) develop a vocabulary in order to
describe provenance of linked data with RDF. They also
provide the way of publishing the provenance description
as linked data on the web. They define the provenance
vocabulary as OWL ontology and partition it into core
ontology and supplementary modules such as Types,
Files and Integrity Verification. The provenance
vocabulary for linked data consists of three parts: general
terms, terms for data creation, and terms for data access.
Three classes for the general types of provenance
elements: Actor, Execution and Artifact are included in
the general terms. This term consists of some sub-classes
and properties, and describes general provenance
elements of linked data using RDF. The term, data
creation dimension describes how a data item is created.
Data access dimension illustrates how to retrieve the data
items from the web. Though this vocabulary provides a
basic framework to create and access provenance of
linked data, but to support every aspect and details of
provenance information, it is necessary to use other
specialized vocabularies with this vocabulary.

4.4

W3C PROV Ontology

PROV ontology (PROV-O)10 is a lightweight ontology
standardized by the W3C Provenance Working Group.
7

dcterms: <http://purl.org/dc/terms/>
foaf: <http://xmlns.com/foaf/0.1/>
9
scovo: <http://purl.org/NET/scovo#>
8

PROV is a specification that expresses provenance record
about the description of entities and the activities which
are used for the derivation and existence of a given entity.
Provenance can be viewed from three different
perspectives according to W3C PROV Model Primer11
such as agent-oriented, object-oriented and processoriented. Agent-oriented provenance focuses on the
people or organizations who are involved in generating or
manipulating the information in question. Objectoriented provenance focuses on tracing the origins of an
entity which contributes to the existence of another entity.
Process-oriented provenance focuses on the actions and
steps taken to generate an entity. PROV-O provides
classes, properties and restrictions for representing and
interchanging provenance information generated in
different systems and under different contexts. Three
classes of PROV-O are the followings: An prov:Entity
that may be real or imaginal is a physical, digital and
conceptual kind of thing with some fixed aspects. An
prov:Activity is a process or a service which includes
transforming, modifying, or generating an entity over a
period of time. An prov:Agent takes the responsibility for
an activity that occurs, for the existence of an entity, or
for another agent's activity.

5

5.1

http://www.w3.org/TR/2013/NOTE-prov-overview-20130430/

22

Provenance in Instance Level Mapping

Many research works have been done for capturing
provenance in linked open data. Patni et al. (2010)
develop sensor provenance ontology using the concepts
of Provenir upper level ontology defined in PMF (Sahoo
et al., 2009a), and the ontology is used for building a
framework, call Sensor Provenance Management System
(PMS). The system captures, represents and stores
provenance of linked open data in sensor domain
according to Sahoo et al. (2009b). The system first
captures provenance information associated with the
sensor by obtaining the time related information from
MesoWest (Bizer, 2006) and the location related
information by querying GeoNames (Team, 2010) using
SPARQL query language. Then the system uses Sensor
Provenance ontology for representing the provenance
information. After that, Virtuoso RDF store12 is used for
storing the provenance information. In order to find out a
sensor and the observation data over time and
geographical space, the stored provenance information is
queried by SPARQL in two ways: query for provenance
metadata to get the provenance information about a data
entity, and query for data using provenance information
which returns a set of data entity.
Hartig and Zhao (2009) propose an approach for
assessing quality of web data using provenance
information. They represent two types of provenance
information: data creation and data access. The types are
classified in three categories: actors, executions and
artifacts. An actor performs the execution of an action or
a process which produces a specific data item called an
11

10

Linked Data Provenance Techniques

We distinguish linked data provenance by dividing into
two levels: instance level and schema level mapping.

12
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artifact. The artifact considers timeliness as quality
criteria and use provenance information by quantitative
method for assessing quality of data. The assessment
approach takes three steps. First, elements of provenance
information are collected. Second, the influences of these
elements are decided. Finally, quality of data is calculated
by applying a function. Later the quality value is
associated with certainty values in order to deal with
missing provenance information.
Hartig and Zhao (2010) describe an approach for
integrating provenance information of data creation and
data access in to web of linked data. For doing this, they
use VoID (Alexander et al., 2009) to represent general
provenance information for the described datasets, and
develop a provenance vocabulary for representing
detailed provenance information of linked data. In order
to access the linked dataset on the web, they consider
three aspects: (1) adding provenance to linked data
objects, (2) adding provenance to RDF dumps, and (3)
providing provenance information at SPARQL Endpoints
so that a query service can execute SPARQL queries over
the dataset. They also extend several linked data
publishing tools such as Triplify13, Pubby14 and D2R
server15 for publishing the provenance metadata (Hartig et
al., 2010). They examine two databases: FlyBase and
FlyTED, and create three linked datasets from the two
datasets and publish their provenance information using
provenance vocabulary and VoID. They also map the
linked datasets at the instance level and express their
mapping using owl:sameAs link predicate. Then they
demonstrate quality and trustworthiness of linked data by
using timeliness criteria. They calculate trust by assessing
quality using only fine-grained provenance. However, for
a big dataset that contains a large number of triples,
encoding fine-grained provenance at the triple level
occurs much more than actual data (Omitola et al., 2010).
It is possible to reduce the storage space by only storing
the important information for a particular purpose. In
addition, it is necessary to calculate coarse-grained
provenance of the integrated dataset.
Zhao et al. (2009) maintain data links between related
data items from heterogeneous biological linked data
sources. They then capture provenance information about
why data items of different sources are linked with each
other, how each data link is evolved, when the linked is
created, who creates the link, which version of the
databases are used, and when the link is updated. For this,
they use named graphs to make a provenance statement
about the linked data. In order to represent provenance
information, they use existing vocabularies such as
Dublin Core7 and dw namespace16. By using RDF named
graphs and the RDF query language SPARQL, they
analyse that trust can be brought to the data web by
providing evidence for links, or tracing how the data links
are updated and maintained.
Carroll et al. (2005) serialize a linked dataset as a
collection of Named Graphs i.e. RDF graphs named with
a URI. In this case, each of these graphs could contain

provenance metadata about itself. The provenance in
linked data is used for calculating trust. Here trust is
calculated based on the content of the graphs and the
users’ task, rather than the users themselves. Named
Graphs provide greater precision and potential
interoperability as it has a clearly defined abstract syntax
and formal semantics. The collection of Named Graphs
could contain an additional Named Graph that describes
the provenance of the other graphs. However, The Named
Graph framework has some limitations. It may contain a
few triples or many. Therefore, it does not give a good
control on the granularity of the collection of data items
in order to attach provenance (Omitola et al., 2010).
Hartig (2008) develops a trust model and trust
assessment methods in order to assess the trustworthiness
of RDF data on the Web. The trust model defines trust
values for representing trustworthiness of RDF data on a
statement level. Here trustworthiness of RDF statements
is calculated based on a trust value which is unknown or a
value in the interval [-1, 1]. The trust values 1,-1 and 0
represent belief, disbelief and lack of belief or disbelief
respectively. For assigning subjective trust values in
every statement, a trust function is defined that represents
the trustworthiness of the statement specific to an
information consumer. Besides, a trust aggregation
function is developed for calculating trust value for a set
of related RDF statements. The trust function is
implemented by provenance-based and opinion-based
methods. Then a trust aware query language, tSPARQL
(Hartig, 2009) is developed which adds TRUST AS and
ENSURE TRUST clauses. These two clauses are used to
determine trust requirements and to query the
trustworthiness of RDF data.
Theoharis et al. (2011) develop data provenance
models for Semantic Web data. They discuss implicit
provenance information of SPARQL queries in order to
compute annotations reflecting various dimensions of
data quality such as trustworthiness, reputation and
reliability. Here the authors prove that abstract
provenance models for the relational data model can be
leveraged for positive SPARQL queries over RDF data.
They also find out some limitations of abstract
provenance models in capturing the semantics of the
SPARQL OPTIONAL operator that implicitly introduces
negation.
Hartig et al. (2009) develop an approach in order to
execute SPARQL queries over the Web of Linked Data.
The approach traverses RDF links to discover data that is
relevant for a query during the query execution itself. The
approach has some limitations such as the retrieval of
unforeseeable large RDF graphs from the Web.

5.2

Provenance in Schema Level Mapping and
Challenges

In this section, at the conceptual level, we describe
schema level mapping provenance representation, storage
and querying, and future applications of provenance
based on the architecture of Fig. 1.

13

Triplify: http://example.org/triplify
Pubby: http://www4.wiwiss.fu-berlin.de/pubby/
15
D2R server: http://www4.wiwiss.fu-berlin.de/bizer/d2r-server/
16
http://www.datawebs.net/
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Use Cases

Fig. 1. Architecture of proposed schema level mapping
provenance
In Fig. 1, it is said that user1 performs schema level
mapping in Linked Data. He/she then represents and
stores the mapping provenance using suitable provenance
languages and storage system respectively. User2 will
query the mapping provenance and retrieve data in order
to do some applications such as data integration, data
mining, quality assessment and trustworthiness of data.
Bizer and Schultz design R2R Mapping Language
(Bizer and Schultz, 2010) for publishing and discovering
dataset-level and vocabulary-level mappings in linked
data. The language can only support fine-grained, selfcontained term mappings, and it does not consider coarsegrained mapping information for publishing. But in our
research, we consider schema level mapping provenance
information at both granularities (Tan, 2007)– coarsegrained (workflow provenance) and fine-grained (data
provenance) so that extracting provenance information
becomes efficient to answer queries. At the coarse level,
it is necessary to record the metadata about the different
types of processes and services which take part during
execution in order to increase trustworthiness. For
example, if users are aware of some information such as
the datasets that are mapped, the algorithm which is used
for mapping, the human agent who operates the mapping,
and the time when the mapping is created, then they may
trust the information as trustworthiness comes by
disclosing as much information as possible (Omitola et
al., 2010). Besides, it is necessary to store the particular
features of datasets as fine-grained provenance. For
instance, in order to reuse provenance information, users
may want to get some information such as the schemas of
the datasets that are mapped and the linkPredicate which
is used for mapping.
We define schema level mapping provenance as:
𝑀𝑃 = (𝐷𝑠 , 𝐷𝑡 , 𝐸𝑠 , 𝐸𝑡 , 𝐿𝑝 , 𝑀𝑠 , 𝐴𝑝 ), where 𝐷𝑆 is a source
dataset, 𝐷𝑡 is a target dataset, 𝐸𝑆 is a source schema, 𝐸𝑡 is
a target schema, 𝐿𝑝 is a link predicate which is
owl:equivalentProperty, 𝑀𝑠 is a mapping system and 𝐴𝑝
is the additional provenance information such as the
human agent who drives the mapping system for mapping
schemas and the time when the mapping is performed.
In the following, we sketch the way of using the
existing provenance languages for representing schema
level mapping provenance of the datasets. We then
provide the way of storing provenance information in a
separate location for making knowledge discovery easy
and systematic without browsing the dataset individually.
We define queries to extract mapping provenance
information and also to provide necessary and sufficient
knowledge of the original data sources for data extraction
where query results may be derived from multiple
mapped datasets.
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At the conceptual level, we take two datasets DBPedia
and LinkedGeoData. In computing linked data
provenance, we choose annotation approach as it provides
richer information of the data and the dataset (Omitola et
al., 2010). In order to support annotation method, we use
W3C PROV vocabulary for representing the provenance
information. Another vocabulary, FOAF17 which links
people and information using the Web, is also used with
PROV-O. Finally, we represent and store schema level
mapping information as provenance in TURTLE format
in the following way:

Fig. 2. Mapping Provenance of DBPedia and LinkedGeoData

In our research, in Fig. 2, we use the following classes
and properties of PROV Vocabulary for representing
provenance. prov:Bundle is an Entity and is a named set
of provenance descriptions. prov:Entity that may be real
or imaginal is a physical, digital and conceptual kind of
thing with some fixed aspects. A prov:Agent takes the
responsibility for an activity that occurs, for the existence
of an entity, or for another agent's activity. The property
prov:wasAssociatedWith is used to describe an Agent’s
responsibility for an Activity, and this property is used to
provide information about the BLOOMS System (Jain et
al., 2010a). prov:SoftwareAgent is a software agent that
runs
the
mapping
system.
The
property
prov:wasAttributedTo is used to describe an Agent’s
responsibility for an Entity. We use foaf:givenName to
describe the name of the human Entity who performs the
mapping. prov:wasDerivedFrom is used to provide
information about the datasets that are used for mapping.
prov:generatedAtTime is used to provide the information

17

foaf: http://xmlns.com/foaf/0.1/
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of time (2014-07-03 20:01:08) when the mapping
between the datasets is completed.
The rest of the information describes which properties
of DBPedia are mapped to the properties of
LinkedGeoData. Here, the mapping between the
properties is expressed by owl:equivalentProperty which
declares that two properties of different datasets denote
one and the same thing. The properties City, Country,
Airport, River, Lighthouse and Stadium of DBPedia are
mapped to the properties city, country, aerodrome,
waterway, lighthouse and stadium of LinkedGeoData
respectively.
Then we store the provenance information in a
separate RDF storage system in order to access and
retrieve the information by SPARQL query. Mapping
provenance will help users to decide which and how
many properties they can select from the mapped
datasets, and can retrieve data under the selected
properties and use the data for some applications such as
data mining and data integration, quality assessment and
trustworthiness of data. In order to help retrieving
information from mapping provenance file and original
sources, we define the following queries using SPARQL
query language to retrieve information from mapping
provenance file.
Query1: SPARQL query that asks for retrieving the
properties which are mapped from two datasets.
prefix owl: <http://www.w3.org/2002/07/owl#>
select ?s ?o where {?s owl:equivalentProperty ?o}
Query2: SPARQL query that asks for extracting the name
of the datasets which are mapped, the non-human agent
that performed the mapping, the human agent who
performed the mapping and the completion time of
mapping.
prefix prov: <http://www.w3.org/ns/prov#>
select ?datasetName ?system ?humanAgent ?time
where {?s prov:wasDerivedFrom ?datasetName;
prov:wasAssociatedWith ?system;
prov:wasAttributedTo ?humanAgent;
prov:generatedAtTime ?time}
Getting the property names from mapping provenance
file using the above queries, users can extract data from
original data sources using the following query:
Query3: SPARQL query that asks for extracting data
from original data sources based on selected properties.
prefix dbp: < dbpedia.org/ontology/>
select distinct ?uri ?uri2
where {?uri rdf:type schema:Country .
?uri2 rdf:type schema:Airport }
Now we provide some examples of how to extract data
from mapping provenance file and original sources using
local SPARQL Endpoint named TWINKLE18 and
Virtuoso SPARQL Endpoint respectively.
 An example of extracting data from provenance
file is given in Fig. 3.

18

Fig. 3. Provenance data retrieval



An example of extracting data from original data
source, DBPedia using SPARQL Endpoint,
http://dbpedia.org/sparql is given in Fig. 4.

Fig. 4. Data retrieval from DBPedia

Like Fig. 4, it is also possible to extract data from the
original LinkedGeoData using SPARQL Endpoint,
http://linkedgeodata.org/sparql. After retrieving data
based on mapping provenance using the methods
described above, data can be used in the following
applications:



Quality of Linked Data

Data quality is an essential characteristic that determines
the reliability of data by assessing criteria such as
accuracy, completeness, believability and timeliness
(Hartig and Zhao, 2009). When large amounts of linked
data come from various sources, then users of linked data
may face the danger of poor quality data which might
contain wrong information. Instance level mapping
provenance at the fine-grained has been used to identify
outdated information by comparing genes timeliness
(Hartig and Zhao, 2010). However, for a big dataset,
computing provenance at the instance level may lead to
the provenance information be much more than the actual
data. The problem can be solved by computing particular
provenance information at both granularities: fine-grained
and coarse-grained where mapping among datasets is in

http://www.ldodds.com/projects/twinkle/
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the schema level. This schema level mapping provenance
helps to reduce potential errors of linked data by
assessing quality at the schema level.



Trustworthiness of Linked Data

As large amounts of linked data are available in various
sources, so users need to understand the trustworthiness
of data in order to use it. Trustworthiness of linked data
has been calculated by assessing the quality at each triple
level using fine-grained provenance (Hartig and Zhao,
2010). However, it is necessary to calculate both finegrained and coarse-grained provenance of the integrated
dataset where mapping between datasets is at the schema
level. This is because users make the judgement of
trustworthiness of data on the context of information they
see (Artz and Gil, 2007). At the coarse level, recording
the provenance metadata about different types of
processes and services which take part during execution
can be used to increase trustworthiness of linked data.
Storing provenance information of the particular features
of datasets as fine-grained provenance is also necessary in
order to increase the trustworthiness of linked data.



LiDDM (Narasimha et al., 2011) is an approach which
extracts data from multiple linked data sources such as
DBPedia, Linked Movie Database, WorldFactBook, and
Data.gov using SPARQL, and integrates data using JOIN
operation and mines these data using data mining
techniques. Extension of RapidMiner which is called
RapidMiner semweb plugin (Khan et al., 2010) retrieves
data from semantic web. The system uses all the
algorithms which are implemented in RapidMiner for
processing the extracted linked data.
However, in the above systems, users need to acquire
domain knowledge about the schema names of the
datasets by browsing the datasets individually in order to
retrieve data under the schemas. The problem can be
solved by using schema level mapping provenance which
helps to select schemas without browsing the datasets in
order to extract data from multiple datasets. The large
amounts of data retrieved from multiple datasets will help
to increase the performance of data mining by applying
data mining algorithms. A summary of linked data
provenance is given below:

Linked Data Integration

Data integration involves combining data residing at
heterogeneous sources and providing users with a unified
view of these data (Lenzerini, 2002). In data integration,
schema mappings are used to translate queries from a
source schema in to a target schema from heterogeneous
data sources. As linked data is increasing day by day and
semantically same types of schema data are found in
different dataset, so schema level mapping in linked data
is necessary to combine data from multiple datasets by
eliminating redundant data. In this context, schema level
mapping provenance helps to get the information of
schemas without domain knowledge of the data sources.
 Linked Data Mining
As huge amounts of linked data are available in the LOD
Cloud, it is necessary to find out hidden patterns and
trends such as frequency, rarity, and correlation. Some
systems have been developed for mining linked data.

Fig. 5. Provenance representation level and usage of each level

Approaches

Provenance
representation
level

Granularity of
provenance

Provenance
representation
language

Provenance
storage
repository

Query

Applications of
provenance

Carroll et
al.(2005)
Hartig (2008)

Instance

Fine-grained

Named Graphs

RDF

RDFQ

Assessment of trust in data

Instance

Fine-grained

RDF

tSPARQL

Assessment of trust in data

Hartig and
Zhao (2009)
Zhao et al.
(2009)
Patni et al.
(2010)

Instance

Fine-grained and
coarse-grained
Fine-grained

Named Graphs and
semantic sitemaps
Provenance model

RDF

SPARQL

Assessment of data quality

RDF

SPARQL

Assessment of trust in data

Virtuoso RDF
store

SPARQL

Hartig and
Zhao (2010)
Theoharis et
al.(2011)
Bizer and
Schultz (2010)
Proposed
approach

Instance

Fine-grained
and coarsegrained
Fine-grained

Dublin Core and dw
namespace
Sensor provenance
ontology

Fine-grained

Virtuoso RDF
store
RDF

SPARQL

Instance
Instance and
Schema
Schema

Fine-grained

Provenance
vocabulary
Abstract provenance
models
R2R Mapping
Language
W3C PROV
Ontology

RDF

SPARQL

finding out a sensor and
observation data over time
and geographical space
Assessment of data quality
and trust in data
Computing trust, reputation
and reliability of data
Data transformation

Virtuoso RDF
store

SPARQL

Instance
Instance

Fine-grained and
coarse-grained

SPARQL

Table 1: Summary of Instance and schema level mapping provenance techniques
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Fig. 6. Provenance Taxonomy

6

Conclusion and Future Works

In this research, we have described a state of the art
survey of the current linked data provenance approaches
and found some problems of instance level mapping
provenance. We have proposed a novel approach of
provenance of schema level mapping in linked data and
have provided some challenges which can be solved by
schema level mapping provenance. At the conceptual
level, we have used two datasets DBPedia and
LinkedGeoData, and have represented provenance of
mapping using suitable provenance languages and stored
schemas (properties) mapping information as mapping
provenance. We have stored both fine-grained and
coarse-grained provenance at the schema level in a
separate location. We have also defined queries using
SPARQL query language in order to extract provenance
information from provenance storage system and data
from original sources. In addition, we have shown how to
retrieve provenance information using local SPARQL
Endpoint and how to extract data from original sources
using de-referencable HTTP URI of DBPedia SPARQL
Endpoint. In this research, we have only emphasized on
the property level mapping because our purpose is to
extract data under each property in order to use in some
applications. In future, we will compute schema level
mapping using datasets from LOD Cloud. Then we will
store mapping provenance information in the Virtuoso
RDF store12 and it will have a SPARQL Endpoint which
will be accessible by de-referencable HTTP URI in order
to query using SPARQL query language. We will extract
data based on the provenance information and use the
data for ensuring data quality and trustworthiness, doing
data mining and data integration.
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Abstract
This paper presents a brief survey of the current efforts in the Semantic Web literature with respect to
the three research topics of Linked Data, semantic
search and search interfaces. First we give a basic
overview about Linked Data, discussing the concepts,
principles and examples of relevant initiatives such as
Linked Open Data (LOD). Second we review current
and relevant work on semantic search, with a particular focus on entity search from different perspectives:
entity type identification, entity query suggestions,
and entity attributes ranking. Finally we highlight
some approaches to semantic search interfaces from
two perspectives: the design of search interfaces, and
the evaluation of search interfaces. Our survey offers
new ways of understanding the evolving connections
between Linked Data, semantic search and search interfaces.
Keywords: Semantic Search, Linked Data, Web of
Data, Entity Search, User Interface
1

Introduction

Guided by the vision of Linked Data, much useful information about individual entities such as people,
places or organisations has already been published
and connected together over the web [25, 26]. Further information continues to be published and added;
however such data is not always linked explicitly to
other datasets. In response, semantic browsers have
been developed to support the exploration and finding of data and relationships across diverse Linked
Data sources. Increasingly, in many cases users are
also searching for information about specific entities.
A recent study by Pound et al. [68] shows that more
than 50% of Web search queries target a specific entity or entity type. This type of Web search, also
termed entity search [10, 11], has been investigated
in a number of recent studies, some of which we review in this paper.
The recent advent of Linked Data offers powerful possibilities to improve entity search. However,
there are two potential challenges associated with using entity search. The first challenge is the quality
of integrated entity search results. This is due to
Copyright c 2015, Australian Computer Society, Inc. This paper submitted to the 3rd Australasian Web Conference (AWC
2015). Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 166, Joseph G. Davis and Alessandro Bozzon, Ed. Reproduction for academic, not-for-profit purposes permitted provided this text is included.

the problems of query ambiguity and redundant attributes when searching for an entity. The second
challenge concerns the limitations in providing users
with engaging experiences when navigating entities
over Linked Data. This is part due to the complexity of Semantic Web technologies and data structures,
as well as the current immaturity of state-of-the-art
tools for navigating this complexity. Considerable
further work needs to be doen to build intuitive and
enjoyable interface designs for browsing Linked Data.
In this paper, we provide a general exploration of
the literature that discuss these challenges, specifically relating to areas of entity search and user interface design. The aim is to summarise the latest
research results, and to suggest some ways forward.
2

Overview to Linked Data

The term Linked Data was first introduced by
Berners-Lee [17, 20]. Linked Data challenges and
technical principles were then discussed by Bizer et al.
[26], presenting a research agenda for linking various data sources. Efforts by several others, including Heath and Bizer [51], Bizer et al. [25], Wood [91]
and Wood [92], have focused on and contributed to
the emerging vision of Linked Data. In addition these
developments have helped established “Linked Data”
as a set of established practices for publishing, linking
and consuming structured data on the Web.
Broadly, this initiative makes the World Wide
Web useful for sharing and interlinking data. Just as
the value of documents increases dramatically when
they are linked to other documents, Linked Data
enhances the value of data by providing standardised mechanisms for describing and linking them to
other datasets. Specifically, it enables developers to
build Web applications that manipulate and combine
data from multiple sources dynamically and simultaneously. This makes possible a network effect, where
data becomes more useful the more it is related to
other datasets. In short the adoption of Linked Data
makes possible the creation of a universal data space
for various domains such as people, music, books and
organisations. Though it borrows extensively from
Semantic Web standards, critically it aims ot lower
the barrier for providers to publish data, and for end
users to consumer data, through augmented publishing and browsing interfaces.
From a technical point of view, Linked Data data
sets consist of typed links between related data from
different resources. This can be achieved by adhering
to the following two tenets:
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1. use the RDF data model to publish structured
data on the Web; and
2. use RDF links for connecting data from various
data sources.
Applying these tenets enables users to share structured data on the Semantic Web as easily as they can
share on the traditional Web. Linked Data uses RDF
to represent resources in a triple form: subject (entity), predicate (property or attributes) and object
(value or another entitiy). Each element of an RDF
triple can be a URI. Table 1 illustrates an example of
a RDF triple.
On the Web of Data, resources are identified using
Uniform Resource Identifiers (URIs). These are used
to specify a globally unique name for a resource. Resources that are identified using URIs can be further
distinguished either as resources that describe realworld objects, such as people, places and cars; or as
resources that describe other resources, such as documents, images and video. Identifying resources with
URIs provides a simple way to describe the semantics
of these resources. Consistent use of RDF and URIs
produces a powerful network of machine-processable
information, making way for the next generation of
the Web [17]. Distributed on a global scale, Linked
Data in turn can be used by machines to generate
new information and knowledge.
Although terms such as Semantic Web, Linked
Data and the Web of Data are often used interchangeably, it is necessary here to clarify what is meant by
these terms.
The vision of the Semantic Web was expressed
by Berners-Lee et al. [18] as a “Web of Data that can
be processed directly and indirectly by machines”.
The Semantic Web extends the capabilities of documents to data published on the web. In more ambitious terms, the Semantic Web aims to create a Web
of Data, where data is discoverable, accessible and
processable by agents utilising the general web architecture, and the particular forms of data representation specified by the OWL and RDF standards. As
with Linked Data, URIs are used to establish unique
addresses for resources, and semantic metadata, in
the form of ontologies, enable machines to understand
and reason over the content [21]. Applying this vision
leads to the creation of a common framework that allows data to be shared and reused.
When defining the relationship between the Semantic Web and Linked Data, it is evident that
Linked Data focusses more on the specific mechanisms of publishing and consuming data, of connecting items in different datasets, and of retrieving resources. Indeed, this relationship has been defined
on the Linked Data community’s website1 , which explains it as follows:
Opinions on this topic do differ somewhat, however a widely held view is that the
Semantic Web is made up of Linked Data;
i.e. the Semantic Web is the whole, while
Linked Data is the parts”
In another account, Linked Data provides the road
map to the Semantic Web. As described by Bizer
et al. [26]:
“while the Semantic Web, or Web of
Data, is the goal or the end result of this
process, Linked Data provides the means to
reach that goal”
1
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Linked Data therefore is imagined as a more pragmatic and practical form of the Semantic Web: the
means or the parts of the more ambitious project that
is the Semantic Web.
Linked Data is also often referred to as the Web
of Linked Data or just Web of Data. This description
emphasises the close association and shared common
practices with the traditional Web of Documents,
such as browsing and navigation interactions. Researchers have also used the more generic term of
Web of Data to include data that are open and accessible, but are not yet linked. In spite of their
commonalities—both the Web of Documents and the
Web of Data allow users to search for information,
for example—there are important technical distinctions between them. One crucial distinction is that
interlinked hypertext documents can be accessed via
HTTP, and an HTML-compliant web browser can be
used to view the contents and navigate between documents via hyperlinks. In the Web of Data, the links
are instead typed, to describe different relationships
between datasets. This implies, and arguably necessitates, a range of different mechanisms for discovering, navigating and browsing linked data—unlike the
Web of Documents, where a single application category, the web browser, suffices for most browsing purposes. As discussed below, it is not yet clear whether
an anologous generic and generalisable Linked Data
browser, covering all use cases, is possible or desirable. Table 2 shows a simple comparison of Web of
Documents with Web of Data.
2.1

The Linked Data Rules

In addition Berners-Lee [17] has articulated several
key rules for publishing data on the Web in order
to establish it as Linked Data. Later known as the
“Linked Data principles”, these rules are:
1. Use of Uniform Resource Identifiers (URIs) as
names for things.
2. Use of hypertext transfer protocol (HTTP) for
URIs, as the key protocol for agents to resolve
URIs.
3. Use of RDF and SPARQL 2 , for representing and
querying Semantic Web data respectively, to simplify how data can be retrieved and processed.
4. Links to other URIs must be embedded within
RDF datasets, in order to allow for both human
and computer clients to discover additional information.
These principles ensure data becomes part of the
Linked Data, and is available for third-party tools to
discover, connect and process data from heterogenous
sources. This in turn facilitates the development of
smarter, more flexible and more intuitive user applications for working with Linked Data.
Linked Data also includes the idea of levels of
compliance. Clearly, data published on the Web can
be expressed in an enormous range of formats and
schemas. To distinguish levels of data compliance
with Linked Data principles, Berners-Lee developed
a 5-star rate scheme, ranging from zero (poor compliance) through to five (high compliance). The scheme
is designed to encourage data owners in various domain areas such as government, healthcare and multimedia, to publish their data sets under Linked Datafriendly terms. According to Heath and Bizer [51],
the 5-star system is as follows:
2

http://www.w3.org/TR/rdf-sparql-query
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Entity
Property
Value

Machine-readable
http://dbpedia.org/resource/Melbourne
http://dbpedia.org/ontology/populationTotal
4169103

Human-readable
Melbourne City
has a population of
4.1 million

Table 1: Example of an RDF triple with machine and human representations
Features
Basic unit
Consumers
Links
Implementation

Web of Documents
document
human
Un-typed hyperlinks
HTML, URL

Web of Data
data
human and machines
RDF typed links
HTTP, RDF, URIs and SPARQL

Table 2: Basic comparison of Web of Documents with Web of Data
• In 2011: the project had grown to 295 datasets,
which included nearly 30 billion triples interlinked by 471 million links4 .

1 Star: “data is available on the Web (whatever format), but with an open license”
2 Stars: “data is available as machine-readable
structured data (e.g., Microsoft Excel instead of
a scanned image of a table)”

• In 2012: there were more than 300 datasets according to LOD stats [5]. However, no attempt
was made to visualise the LOD cloud in this year,
which may be indicative of the large number of
datasets.

3 Stars: “data is available as (2) but in a nonproprietary format (e.g., CSV instead of Excel)”
4 Stars: “data is available according to all the above,
plus the use of open standards from the W3C
(RDF and SPARQL) to identify things, so that
people can link to it”
5 Stars: “data is available according to all the above,
plus outgoing links to other people’s data to provide context”
2.2

The Linking Open Data Cloud

The LOD cloud contains data from a range of different domains, with high representation from the domains of media, government, the life sciences and geography [26]. Significantly, these datasets are linked
together using terms expressed in W3C base vocabularies such as RDFS and OWL, in order to make
Linked Data machine-processable.
The following briefly details the recent history of
this project:
• In 2006: Berners-Lee [17] introduced the concept of Linked Data as a more practical and realisable form of the Semantic Web vision.
• In 2007: the project announced a limited number of linked datasets, 12, in May 2007; the number had increased to 28 datasets in November of
the same year.
• In 2008: the number of datasets increased to
45.
• In 2009: the number of datasets increased to
95. In this year also, Berners-Lee gave his talk
on “The next Web of Open, Linked Data” on
TED [20], in which he defined what Linked Data
is, and discussed the benefits of exposing ‘raw’
data in the Web.
• In 2010: there were 203 datasets including 26
billion RDF triples interlinked by 395 billion
links3 .
3
http://wifo5-03.informatik.uni-mannheim.de/lodcloud/state/
2010-10 index.html

• In 2014: there are 558 data sources according
to the latest statistics [72].
DBpedia - Core Datasets for LOD. DBpedia is
a community project that aims to automatically generate information from Wikipedia and make it available [4]. Unsurprisingly it has become one of the major Linked Data knowledge bases on the Web. Hence,
Cyganiak and Jentzsch put it in the centre dataset of
their diagram of LOD5 . It includes a large coverage of
resources that describe real entities in the world such
as people, places, events, activities, and movies.
DBpedia extracts information from Wikipedia infoboxes and normalises them to a set of ontology types
and properties [27]. For example: if a Wikipedia page
has the property Population, then the DBpedia version becomes dbpedia-owl:populationTotal. So all the
infobox properties are mapped to OWL properties at
a high level of normalisation. Wikipedia also provides
values for each infobox property; DBpedia takes these
into consideration by assigning them to the matched
data formats: numeric (e.g.: integer), metrics(e.g.:
length), temporal (e.g.: time) or plain text.
Table 3 shows several DBpedia statistics and the
changes between the 3.8 and 3.9 English versions. Updated continuously, clearly DBpedia is a massive collection of useful information. Its very success has
however has brought to light some issues regarding
this collection. One critical issue is the prevalence of
noisy and redundant information, which must be decreased in order to improve the quality of searching
information. This motivates in part our discussion of
entity search and attribute ranking below.
3

Overview to Semantic Search

With the rapid growth of LOD, an open question remains as to how best to produce semantic search results from different data sources, in order to ensure
that typical Web users can easily query and search
this wide range of semantic data without redundant
or irrelevant information. This is a challenging task in
4
5

http://www4.wiwiss.fu-berlin.de/lodcloud/state/
http://lod-cloud.net/
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v3.8
3.77 million
1772
359

Entities
Properties
Types
Persons
Places
Populated places
Work
Music
Movies
Video games
Organisations
companies
educational institutions
Species
Diseases

764k
573k
387k
333k
112k
72k
18k
192k
45k
42k
202k
5500

v3.9
4.0 million
2333
529
832k
639k
427k
372k
116k
78k
18500
209k
49k
45k
226k
5600

Table 3: DBpedia statistics for 3.8 and 3.9 English versions
both the Information Retrieval (IR) and the Semantic
Web communities [7, 85]. The objective is to provide
a search environment that captures the meaning beyond users’ search intentions and the contents on the
Web. This search process is referred to as semantic
search.
Semantic search is a process that exploits semantic techniques such as ontology matching, information
extraction, and inference and reasoning to improve
search results. These semantic techniques can be
merged with some existing techniques in IR, such as
keyword querying, crawling, and indexing, to enable
a higher level of semantic resolution to queries [30].
That in turn can be used to improve different tasks in
semantic search in order to help end users to satisfy
information needs.
Generally, three different forms of search can be
used to access semantic data over Linked Data:
1. structured queries, where users can use the
SPARQL query language for manipulating data
sources;
2. keyword-based queries, where users can input an
entity query as a free text keyword search; and
3. exploratory browsing, where users can browse
from one entity to another.
In recent years, there has been an increasing
amount of literature on each of these forms. In what
follows, we summarise the main studies for each category.
3.1

Structured Queries

SPARQL is a query language for RDF data. It exploits the powerful graph-based nature of RDF, and
has appropriate operators (unions, joins, selections
and projections) for creating queries to extract RDF
information from one or moreWeb sources. Listing 1
is an example of a SPARQL query over DBpedia.
With the rise of SPARQL, there are several approaches that address its efficiency, and more general
query processing capabilities over Linked Data [69].
These approaches develop benchmarks of datasets
and queries to evaluate query processing performance
across multiple data sources [44] [73] [23] [45]. Such
studies cover different aspects of datasets and different optimisation techniques for SPARQL. LUBM [44]
represents an early work in this area. More recently,
SP2Bench [73] and BSBM [23] have been designed to
32

compare the performance of different RDF stores and
their architectures. Another benchmark, FBench [45],
uses two scalable datasets that reflect generic and specific domains. The benchmark queries reflect the performance of federated query approaches. All these
benchmarks are different in some aspects: datasets
size, data domain and the number of queries. However, the only benchmark that provides Linked Data
support is FBench.
Listing 1: SPARQL query Example
PREFIX
PREFIX
PREFIX
SELECT

owl : <h t t p : / / d b p e d i a . o r g / o n t o l o g y />
dbp : <h t t p : / / d b p e d i a . o r g / r e s o u r c e />
f o a f :< h t t p : / / xmlns . com/ f o a f /0.1/ >
?name ? dob ? p e r s o n WHERE {
? p e r s o n owl : b i r t h P l a c e dbp : Melbourne .
? p e r s o n owl : b i r t h D a t e ? dob .
? p e r s o n f o a f : name ?name}
L i m i t 10

In other work, Langegger [60] has reiterated the
call to use of Semantic Web technology, and SPARQL
particularly, to provide access to distributed data
sources. In their approach, they retrieve data with
the use of SPARQL queries. They then introduce a
system, called Semantic Web Integrator and Query
Engine (SemWIQ), to allow users to execute queries
across distributed data sources. They use a combination of matching optional, multiple basic graph and
alternative patterns, within an overall platform that
uses a pipelined query processing workflow.
Hartig et al. [48] have introduced an approach for
executing SPARQL queries over the Web of Linked
Data. They present a pipelining approach as an alternative to the problem of HTTP request latency triggering blocking in classical IR architectures. With
this approach, query execution and implementation
involves the use of an iterator-based pipeline which
enables a parallelized and efficient query execution.
They implemented the approach using the Semantic
Web Client Library (SWClLib) [24]. This highly optimised approach enables applications to query Linked
Data on the Web with greater efficiency, maximising
the potential of the data.
Other approaches have also been developed based
on structured queries; for example, Swoogle [43], ONTOSEARCH2 [81] and NAGA [57, 58].
3.2

Keyword-Based Query

In semantic search, a structured query using a language like SPARQL is often required to retrieve in-
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formation about an entity. However, most users have
only limited knowledge of SPARQL, RDF and ontologies, and would prefer to specify their search intentions with keyword queries. It is therefore useful to be
able to apply IR techniques to solve this problem, allowing users to conduct semantic searches to retrieve
information from Linked Data sources. One recent
approach that combines IR and LOD was proposed
by Tonon et al. [82] and employed two techniques:
keyword search and inverted index over LOD. Herzig
and Tran [52] have also developed a hybrid approach
combining structured query and keyword query for
data sources integration. Examples of existing search
systems that support the keyword-based approach are
SWSE [47], Falcons [36], Sindice [86], and Sig.ma [87].
Generally, in a semantic search context, keywordbased queries take forms that are different from general Web searches of largely unstructured or semistructured document content. As shown by Pound
et al. [68], more than half of Web queries target entities. In semantic search, we can further classify
queries into: entity name query, attributes query, or
relationships query. Section 4 specifically focuses on
entity search.
3.3

Exploratory Browsing

Exploration helps users to acquire knowledge and
discover more information about their queries. A
large body of literature has covered information exploration [89, 64, 88]. However, Linked Data has some
additional requirements and considerations that must
be taken into account when designing a browser or a
user interface. Several studies have discussed these
requirements [39, 41]. Also, some studies have specifically focused on entity exploratory search [35, 32].
Unsurprisingly exploratory browsing requires
some kind of user interface application. Many enduser tools and browsers have been developed to explore semantic data; for example, Marbles [16], Piggy
Bank [54], Sig.ma [87], URIburner6 , SWSE [53],
DBpedia Mobile [16, 27], OpenLink Data Explorer
(ODE)7 , RDF Gravity8 , RelationshipFinder [66, 61]
and Tabulator [19].
While specific patterns of interaction differ widely,
an innovative example of addressing the challenges of
Linked Data browsing can be found in the templatebased visualisation approach proposed by Dadzie
et al. [40]. It allows users to discover information
according to a rdf:type. They use two browsing mechanisms to view information: a graph view to highlight
the relations between resources based on the objects
properties, and a details view to present information
based on properties of datatypes. Their research involved a user study to evaluate the usability of their
approach. They found that the graph view is more
effective and usable for browsing Linked Data. They
further suggested that interaction can be improved
once the search path between graphs has been highlighted, or if the browsing starts from a user’s history.
Unlike the world of browsers in the Web of Documents, however, no consensus or common patterns of
interaction yet exist for browing the Web of Data.
4

Entity Search

One of the most significant current discussions in both
Information Retrieval and Semantic Web communities concerns Entity Search [9, 11, 38, 33]. Entity
6

http://linkeddata.uriburner.com/fct
http://ode.openlinksw.com/
8
http://semweb.salzburgresearch.at/apps/rdf-gravity/
7

search involves finding information about individual
entities on the Web, such as persons, places, organisations and documents. The Semantic Web provides particularly meaningful description about entities, and the relationships between them, due to the
nature of the highly structured knowledge representation standards in OWL and RDF [4, 9, 28]. Linked
Data [6, 26], in particular, offers powerful possibilities to improve entity search, because it includes both
technical standards and strong social endorsement to
the idea of publishing and, as importantly, linking
entities.
Several works have tackled the problems of entity
retrieval and entity linking [42, 31, 76, 74]. They investigate several issues associated with entity search
such as entity ranking, similarity and extraction. Accordingly, we can group all the works for enhancing
entity search into three main categories as follows:
1. entity attributes ranking;
2. entity query suggestions;
3. entity type identification.
In the following, we summarise the main approaches
for each category.
4.1

Entity Attributes Ranking

As discussed above, the Web of Data—in general—
contains a large and growing body of heterogeneous
information, sourced from Wikipedia and elsewhere.
Search results may, accordingly, offer users a high diversity of attributes and values. If these attributes
are not filtered based on users’ information needs,
then the search process can be time-consuming and
frustrating. The key problem described in the literature concerns the retrieval model of entity search,
which in part aims to address this problem of noisy,
irrelevant or falsely positive results. Some preliminary approaches to addressing the relevance of semantic features include those of Sartori and Lombardi [71], Lombardi and Sartori [62]. In particular, Sartori and Lombardi [71] focus on indexing the
level of importance of each feature to a specific concept. The study proposed two measures which can
weight semantic features: dominance and distinctiveness. Dominance is a local measure for scoring a feature of the given concept. Distinctiveness is a global
measure for scoring a feature across all the other concepts. The other study by Lombardi and Sartori [62]
extended this approach by proposing an alternative
weighting scheme. They called this scheme FF-ICF.
Formally, this scheme can be explained as follows:
• FF: means the feature frequency, for a given feature fi within a specific concept cj is defined as
the number of occurrence of that feature in the
cj concept:
ni,j
f fi,j = P
k nk,j
where ni,j is the number of occurrences of feature fi in cj .
• ICF: the inverse concept frequency, defined as:
icfi = log

|C|
|{c : fi ∈ c}|

where |C| is the total number of concepts in
the dataset and |{c : fi ∈ c}| is the number of
concepts with feature fi .
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• FF-ICF is defined as:
f f icfi,j = f fi,j ∗ icfi
This scheme is similar to the well-known weighting
scheme (TF-IDF) term frequency—inverse document
frequency.
In other work, Bazzanella et al. [13] examined a
general model for entity representation. The model
can identify a core set of attributes in relation to
the entity type or a concept. They evaluated this
model by conducting a user study [14] where they
asked users to nominate a set of queries for particular
entities. These queries were used to estimate sets of
attributes for different entity types.
More recently, over the past two years, several
studies have focused on ranking RDF data. A study
by Blanco et al. [29] created their index for attributes
based on BM25F. BM25F is a model for ranking document fields in IR that uses weighting schema similar to that of TF-IDF. The study also showed that
a minimal structure of attributes can effectively improve entity search. The BM25F model has been
further extended by Campinas et al. [34], who introduced the MF model for ranking entity attributes.
In another study which set out to rank attributes of
films, Thalhammer et al. [80] used a game to determine the relevance of entity information. The study
established “a game with a purpose” that was able
to distinguish between two types of attributes: “interesting” attributes and “too common” attributes.
Clearly, some attributes are common but not enough
to represent an entity; while some attributes are not
common but they are informative attributes. The
study showed it was possible for users to vote for answers in a way that led to a model for ranking facts.
However, it not clear whether this game could be extended to other domains beyond cinema—a domain
where users might be more knowledgeable, passionate
and motivated that others.
These studies offer a range of techniques and approaches for ranking and prioritising entity attributes.
Outstanding questions, however, include (1) how can
users’ queries be mapped to related concepts and associated terms that may not be related to concepts?
(2) how can a set of the related entity types for these
concepts be extracted from the Linked Data? (3)
how should aggregated attributes be ranked in relationship to the suggested entity types? The previously mentioned approaches do not yet to address
these questions. Consequently entity search still suffers from one key limitation: the lack of a generalisable model for improving the relevance of queries by
connecting entities names, types and attributes.
4.2

Entity Query Suggestions

Recently, several authors have adopted a range of
techniques to generate query suggestions for semantic data retrieval [22, 65, 2]. In particular, Bhogal
et al. [22] reviewed different approaches for query expansion, specifically citing studies on information retrieval with domain-independent and domain-specific
ontologies. Query expansion has also been applied
in several large knowledge bases such as DBpedia [4]
and Yago [77, 78]. These are capable of providing
effective suggestions for user queries when searching
semantic data, similar to using Wikipedia with query
expansion in a document retrieval context [12].
Although extensive research has been carried out
on entity search [11, 10], as well as on various entity
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retrieval models [33, 42], there has been relatively little attention given to the area of suggestion for entity queries in semantic search. Query suggestion, or
expansion, describes a process of interactively augmenting queries with possible extensions. This has
long been demonstrated as a useful technique to help
users develop queries; previous work in the information retrieval field has shown that the effectiveness
of retrieval can be significantly improved using query
suggestion [56, 63]. A further study by Qiu and Frei
[70] investigated query expansion based on the use of
concepts similar to the query term.
4.3

Entity Type Identification

In order to provide meaning to users, entity type identification can help to establish improved ranking for
entity attributes, particularly in the case of generic
entities such as “Agent” or “Person”. Current approaches such as Named Entity Recognition (NER)
generate top-level types (such as Person and Place)
when extracting entities from documents for this purpose. One recent study by Tonon et al. [83] has investigated the relevance of entity types based on a collection of statistics to rank all identified types. A related
problem is the task of identifying the hierarchical level
of an entity type specified in a query, and matching
that level with an existing type hierarchy such as the
DBpedia ontology. Balog and Neumayer [8] produce
baseline models for hierarchical type identification.
Their study reveals several findings about automatically annotating queries to relevant entity types in
a given ontology. Other approaches such as Paulheim and Bizer [67] and Bazzanella et al. [15] discuss
how entity types can reduce noisy information and
enhance the entity description in general.
5

Search Interfaces

Users often use a search interface to interact with
information on the Web. The design of search interfaces is therefore important to help users to retrieve relevant and meaningful data. A number of
published studies are focused on the design of search
interfaces [50, 75, 90]. Here we highlight some approaches to search interfaces from two perspectives:
the design of search interfaces and the evaluation of
search interfaces. Both should be considered when
designing an entity search interface.
5.1

Search Interfaces Design

There are two types of design for search interfaces:
Text-based interfaces: these interfaces use textual
structures such as tables and lists to present information, properties and relationships. Some
also use advanced features such as faceted browsing to allow for more intuitive rendering and navigation of data. In entity search, examples of
such interfaces include Sig.ma [87], URIburner9 ,
SView [37] and SWSE [53].
Visual interfaces: these interfaces use primarily visual or graphic structures such as images, maps,
graphs and timelines (individually and in combinations) to represent information. In entity
search, examples include VisiNav [46], DBpedia
Mobile [16, 27], IsaViz10 , RDF Gravity11 , and
RelationshipFinder [66, 61].
9

http://linkeddata.uriburner.com/fct
http://www.w3.org/2001/11/IsaViz/
11
http://semweb.salzburgresearch.at/apps/rdf-gravity/
10
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All these search interfaces target the RDF data
model for exploration or visualisation, and Alahmari
et al. [1] provides an extensive review and comparisons of those listed and others.
5.2

Evaluating Search Interfaces

Many studies have examined general user behaviour
on the Web [59, 55], typically employing variants of
user-based evaluation methods. Kellar et al. [59], for
instance, have examined how users interact with Web
browsers based on some information-seeking tasks. In
an IR context, modelling user query and navigation
behaviour has been examined by Sutcliffe and Ennis
[79].
Due to the highly structured and aggregated nature of the data in the Web of Data, it is likely that
variations on general search interface evaluation are
required. As one example, Tran et al. [84] have carried out a user study regarding complex information
needs using Semantic Web data. However there is not
yet a common methodology for evaluating the specific
forms of search discussed here, such as entity search.
It is likely that some consideration of the different
kinds of users will be important for the development
of such a methodology. Following [39], we suggest
three kinds:
Technical users with expertise in the Semantic
Web and Linked Data. Such users might use
semantic browsers for data retrieval, integration
and analysis (so-called “mash-ups”), using advanced filtering and querying services.
Lay users with little or no understanding of underlying semantic technologies. Such users might
use semantic browsers for exploring large data
sets or finding particular facts of general interest
(on DBpedia for example).
Domain experts with expertise in a specific domain, but who may not be familiar with particular Semantic Web and Linked Data technologies. For example, medical researchers might use
semantic browsers for advanced domain-specific
queries and ontology reasoning.
We note these kinds of users broadly correlate
with the three categores of semantic search we discuss above. Technical users are likely to want to use
structured queries, while lay users would prefer to use
keyword-based queries. Domain experts are equally
likely to use keyword-based queries, but might also
prefer exploratory browsing, given their greater familiarity with the concepts in the domain. We note also
that a more rigorous account of Linked Data users and
use cases would help in the development of a common
methodology.
6

Conclusion

In this paper, we summarised recent literature related to Linked Data: entity search, and entity search
user interfaces. We offered an overview of Linked
Data, and also discussed three main semantic search
forms: structured query, keyword-based query and
exploratory browsing. We also summarise recent
studies on entity search and semantic search interfaces. We itemise some specific ways forward for research in this area.
There are several possible directions for further
work. One direction is continued research on how
entity search can be refined and improved by hiding noisy attributes. Another related direction is

a greater understanding of the kinds of users and
use cases for Linked Data. Finally, semantic search
still lacks a common evaluation methodology. Such
a methodology could improve the level of innovation
in interface design, and consequently increase the uptake of Linked Data.
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[34] Stéphane Campinas, Renaud Delbru, and Giovanni Tummarello. Effective retrieval model for
entity with multi-valued attributes: Bm25mf
and beyond. In EKAW, volume 7603 of Lecture Notes in Computer Science, pages 200–215.
Springer, 2012.

[22] J. Bhogal, A. Macfarlane, and P. Smith. A review of ontology based query expansion. Information Processing and Management, 43(4):866 –
886, 2007.

[35] David Carmel, Naama Zwerdling, and Sivan Yogev. Entity oriented search and exploration
for cultural heritage collections: the eu cultura
project. In WWW (Companion Volume), pages
227–230. ACM, 2012.

[23] C. Bizer and A. Schultz. Benchmarking the
Performance of Storage Systems that expose
SPARQL Endpoints. In 4th International Workshop on Scalable Semantic Web Knowledge Base
Systems (SSWS2008), 2008.

[36] Gong Cheng and Yuzhong Qu. Searching linked
objects with falcons: Approach, implementation
and evaluation. Int. J. Semantic Web Inf. Syst.,
5(3):49–70, 2009.

[24] C. Bizer, T. Gauß, R. Cyganiak, and
O. Hartig.
Semantic Web Client Library.
2008. URL http://www4.wiwiss.fu-berlin.de/
bizer/ng4j/semwebclient/. Access Date: 28 Sep
2010.

[37] Gong Cheng, Saisai Gong, Xiangqian Li, Qingxia
Liu, Liang Zheng, Jidong Jiang, Wei Hu, and
Yuzhong Qu. SView: Sharing Views for Browsing Linked Data. In Online proceedings on the
Semantic Web Challenge website, 2013.

[25] C. Bizer, T. Heath, K. Idehen, and T. BernersLee. Linked Data on the Web (LDOW2008). In
Proceeding of WWW ’08, pages 1265–1266, New
York, NY, USA, 2008. ACM.

[38] Tao Cheng, Xifeng Yan, and Kevin Chen-Chuan
Chang. EntityRank: Searching Entities Directly
and Holistically. In VLDB, pages 387–398. ACM,
2007.

36

Proceedings of the 3rd Australasian Web Conference (AWC 2015), Sydney, Australia, 27 - 30 January
2015

[39] A. Dadzie and M. Rowe. Approaches to Visualising Linked Data: A Survey. Semantic Web, 2
(2):89–124, 2011.
[40] Aba-Sah Dadzie, Matthew Rowe, and Daniela
Petrelli. Hide the Stack : Toward Usable Linked
Data. In The Semantic Web: Research and Applications, volume 6643 of LNCS, pages 93–107.
Springer Berlin / Heidelberg, 2011.
[41] Stephen Davies, Jesse Hatfield, Chris Donaher,
and Jessica Zeitz. User interface design considerations for linked data authoring environments.
In Proceedings of the WWW2010 Workshop on
Linked Data on the Web (LDOW), 2010.
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[45] P. Haase, T. Mathäß, and M. Ziller. An evaluation of approaches to federated query processing
over linked data. In Proceedings of the 6th International Conference on Semantic Systems, ISEMANTICS ’10, pages 5:1–5:9, New York, NY,
USA, 2010. ACM.
[46] Andreas Harth. Visinav: A system for visual
search and navigation on web data. J. Web Sem.,
8(4):348–354, 2010.
[47] Andreas Harth, Aidan Hogan, Renaud Delbru, Jürgen Umbrich, Seán O’Riain, and Stefan
Decker. Swse: Answers before links! In Semantic
Web Challenge, 2007.
[48] O. Hartig, C. Bizer, and J. Freytag. Executing
SPARQL Queries over the Web of Linked Data.
In The Semantic Web - ISWC 2009, volume 5823
of Lecture Notes in Computer Science, pages
293–309. Springer Berlin / Heidelberg, 2009.
[49] Qi He, Arun Iyengar, Wolfgang Nejdl, Jian Pei,
and Rajeev Rastogi, editors. 22nd ACM International Conference on Information and Knowledge Management, CIKM’13, San Francisco,
CA, USA, October 27 - November 1, 2013, 2013.
ACM.
[50] M.A. Hearst. Search user interfaces. Cambridge
University Press, 2009.
[51] T. Heath and C. Bizer. Linked Data: Evolving
the Web into a Global Data Space. Synthesis Lectures on the Semantic Web: Theory and Technology. Morgan and Claypool, 2011.
[52] Daniel M. Herzig and Thanh Tran. Heterogeneous web data search using relevance-based on
the fly data integration. In Alain Mille, Fabien L.
Gandon, Jacques Misselis, Michael Rabinovich,
and Steffen Staab, editors, WWW, pages 141–
150. ACM, 2012.

[53] Aidan Hogan, Andreas Harth, Jürgen Umbrich,
Sheila Kinsella, Axel Polleres, and Stefan Decker.
Searching and browsing linked data with swse:
The semantic web search engine. J. Web Sem.,
9(4):365–401, 2011.
[54] D. Huynh, S. Mazzocchi, and D. Karger. Piggy
Bank: Experience the Semantic Web Inside Your
Web Browser. In ISWC 2005, volume 3729 of
LNCS, pages 413–430. Springer Berlin / Heidelberg, 2005.
[55] Bernard J. Jansen. Understanding User-Web Interactions via Web Analytics. Synthesis Lectures on Information Concepts, Retrieval, and
Services. Morgan & Claypool Publishers, 2009.
[56] Hideo Joho, Mark Sanderson, and Micheline
Beaulieu. A study of user interaction with a
concept-based interactive query expansion support tool. In Sharon McDonald and John Tait,
editors, ECIR, volume 2997 of Lecture Notes in
Computer Science, pages 42–56. Springer, 2004.
[57] G. Kasneci, F.M. Suchanek, G. Ifrim, M. Ramanath, and G. Weikum. Naga: Searching and
ranking knowledge. In IEEE 24th International
Conference on Data Engineering, 2008. ICDE
2008., pages 953–962. IEEE, 2008.
[58] Gjergji Kasneci, Fabian M. Suchanek, Maya Ramanath, and Gerhard Weikum. How naga uncoils: searching with entities and relations. In
WWW, pages 1167–1168, 2007.
[59] Melanie Kellar, Carolyn Watters, and Michael
Shepherd. A field study characterizing webbased information-seeking tasks. Journal of the
American Society for Information Science and
Technology, 58(7):999–1018, 2007.
[60] A. Langegger. Virtual data integration on the
web: novel methods for accessing heterogeneous
and distributed data with rich semantics. In Proceedings of the 10th International Conference on
Information Integration and Web-based Applications & Services, iiWAS ’08, pages 559–562, New
York, NY, USA, 2008. ACM.
[61] S. Lohmann, P. Heim, T. Stegemann, and
J. Ziegler. The RelFinder User Interface: Interactive Exploration of Relationships between
Objects of Interest. In Proceedings of IUI 2010,
pages 421–422, New York, NY, USA, 2010.
ACM.
[62] Luigi Lombardi and Giuseppe Sartori. Models of
relevant cue integration in name retrieval. Journal of Memory and Language, 57(1):101 – 125,
2007.
[63] Mark Magennis and Cornelis J. van Rijsbergen.
The potential and actual effectiveness of interactive query expansion. In Proceedings of the
20Th Annual International ACM SIGIR Conference on Research and Development in Information Retrieval, SIGIR ’97, pages 324–332, New
York, NY, USA, 1997. ACM.
[64] Gary Marchionini. Exploratory search: from
finding to understanding. Commun. ACM, 49
(4):41–46, 2006.
[65] Edgar Meij, Marc Bron, Laura Hollink, Bouke
Huurnink, and Maarten de Rijke. Mapping
queries to the Linking Open Data cloud: A case

37

CRPIT Volume 166 - Australasian Web Conference 2015

study using DBpedia. Web Semantics: Science,
Services and Agents on the World Wide Web, 9
(4):418 – 433, 2011.
[66] S. Lohmann P. Heim and T. Stegemann. Interactive Relationship Discovery via the Semantic Web. In Proceedings of ESWC 2010, volume 6088 of LNCS, pages 303–317, Berlin/Heidelberg, 2010. Springer.
[67] Heiko Paulheim and Christian Bizer. Type inference on noisy rdf data. In Alani et al. [3], pages
510–525.
[68] Jeffrey Pound, Peter Mika, and Hugo Zaragoza.
Ad-hoc object retrieval in the web of data. In
Proceedings of the 19th international conference
on World wide web, WWW ’10, pages 771–780,
New York, NY, USA, 2010. ACM.
[69] E. Prud’Hommeaux, A. Seaborne, et al.
SPARQL query language for RDF. W3C working draft, 4, 2006. URL http://www.w3.org/TR/
rdf-sparql-query/. Access Date: 28 Sep 2010.
[70] Yonggang Qiu and Hans-Peter Frei. Concept
based query expansion. In SIGIR, pages 160–
169, 1993.

[80] Andreas Thalhammer, Magnus Knuth, and
Harald Sack. Evaluating entity summarization using a game-based ground truth.
In
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Philippe Cudré-Mauroux. Combining inverted
indices and structured search for ad-hoc object
retrieval. In William R. Hersh, Jamie Callan,
Yoelle Maarek, and Mark Sanderson, editors, SIGIR, pages 125–134. ACM, 2012.
[83] Alberto Tonon, Michele Catasta, Gianluca Demartini, Philippe Cudré-Mauroux, and Karl
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