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Preface

We are pleased to present the papers from the Eighth Australasian Workshop on Health Informatics and
Knowledge Management (HIKM 2015), held on 27-30 January at Parramatta, Sydney, Australia hosted by
the University of Western Sydney as part of Australasian Computer Science Week (ACSW).
The papers in HIKM well represent the many dimensions of opportunities and issues for IT in healthcare.
While the patient (or health consumer) is of course always ultimately the central entity in any health
application, classically health IT focuses on clinical users. This years papers, however, reflect the continuing
trend for applications where the patient is either the direct user e.g. reporting data on their health status
or acting directly for their own health benefit through physical activity or is the platform on which sensors
are mounted to monitor their health as they proceed with daily activity. Conversely, the users acting
for ultimate health improvement may be working at a level abstracted from day-to-day clinical decision
making. In this vein we have simulation modelling to improve patient flow in healthcare facilities, efforts to
monitor and improve data quality in disease registries and clinical trials databases and more fundamental
efforts at knowledge creation through analysis of biomedical and genomic data. All of these perspectives
are represented in this years HIKM papers.
The role of IT to mediate and improve conventional health delivery is also represented, notably through
telehealth applications. In this vein, we may be bridging large distances to improve access for rural communities, or simply improving convenience and efficiency by cutting down travel. Often the users on both
ends of the connection are clinicians, although increasingly the patient may be brought actively into the
teleconsult. Indeed the patient may initiate an online medical consultation without any clinical presence
on their end of the connection. Among this years contributions where IT mediates delivery we might also
count efforts to improve retrieval of image data. Finally, as a blanketing concern we have issues of security
and privacy: achieving the right policies for clinical data access, and enabling the decision-support potential
of cloud-based clinical data.
HIKM provides a venue for Computer Science researchers who would not necessarily identify with
the Health Informatics community to present applications of their technical expertise to healthcare, while
simultaneously acting as a forum for confirmed Health Informatics experts to share their latest contributions
with a tech-savvy audience. It is always the hope that this will encourage a few more computer scientists
to develop a deeper interest in the IT challenges of the health sector.
This year HIKM received 21 submissions. After peer review of the full manuscripts, 11 submissions
were accepted for presentation at HIKM and inclusion in the proceedings; a further two submissions were
accepted to the doctoral consortium (after eligibility-based invitation, revision and further review) and
appear here as short papers. These papers provide insight on a range of promising avenues for improving
health delivery through IT. In these papers we find methods as diverse as natural language processing,
clustering and social media, and the pursuit of applications as diverse as improving treatment protocols
and patient pathways, inferring structured data from free-text notes and helping health consumers to help
themselves with online learning. They are published here as Volume 164 of Conferences in Research and
Practice in Information Technology (CRPIT).

Anthony Maeder
University of Western Sydney
Jim Warren
University of Auckland
HIKM 2015 Programme Chairs
January 2015
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Welcome from the Organising Committee

On behalf of the Organising Committee, it is our pleasure to welcome you to Sydney and to the 2015
Australasian Computer Science Week (ACSW 2015). This year the conference is hosted by the University
of Western Sydney and it’s School of Computin,g Engineering and Mathematics.
A major highlight of the ACSW 2015 will be the Industry Research Nexus day on 27th January 2015.
The aim is for industry leaders and academic researchers to come together and explore research areas of
mutual interest. Many University research groups and 15 industries have confirmed their participation.
ACSW 2015 consists of 9 sub conferences covering a range of topics in Computer Science and related
areas. These conferences are:
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Motoshi Saeki and Henning
Köhler)
– Australasian Computer Science Conference (ACSC) (Chaired by Dave Parry)
– Australasian Computing Education Conference (ACE) (Chaired by Daryl D’Souza and Katrina Falkner)
– Australasian Information Security Conference (AISC) (Chaired by Ian Welch and Xun Yi)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Bahman
Javadi and Saurabh Garg)
– Australasian User Interface Conference (AUIC) (Chaired by Stefan Marks and Rachel Blagojevic)
– Australasian Web Conference (AWC) (Chaired by Joseph Davis)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Anthony Maeder and Jim Warren)
– Interactive Entertainment (IE) (Chaired by Yusuf Pisan and Keith Nesbitt)
Social events are a very important part of a conference as these provide many networking opportunities.
To foster networking we have included a reception with industry on 27th January 2015, a Welcome reception
on 28th January 2015 and a conference dinner on 29th January 2015.
Organising a multi-conference event such as ACSW is a challenging process even with many hands
helping to distribute the workload, and actively cooperating to bring the events to fruition. This year has
been no exception. We would like to share with you our gratitude towards all members of the organising
committee for their combined efforts and dedication to the success of ACSW2015. We also thank all
conference co-chairs and reviewers, for putting together the conference programs which are the heart of
ACSW, and to the organisers of the sub conferences, workshops, poster sessions and Doctoral Consortium.
Special thanks to John Grundy as chair of CoRE for his support for the innovations we have introduced
this year.
This year we have secured generous support from several sponsors to help defray the costs of the
event and we thank them for their welcome contributions. Last, but not least, we would like to thank all
speakers, participants and attendees, and we look forward to several days of stimulating presentations,
debates, friendly interactions and thoughtful discussions.

Athula Ginige
University of Western Sydney
Paul Kennedy
University of Technology Sydney
ACSW2015 General Co-Chairs
January, 2015

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2015 in Sydney. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The component conferences of ACSW have changed over time with additions and subtractions:
ACSC, ACE, AISC, AUIC, AusPDC, HIKM, ACDC, APCCM, CATS and AWC. Two doctoral consortia
(ACDC and ACE-DC) and an Australasian Early Career Researchers Workshop (AECRW) reflect the
evolving dimensions of ACSW and build on the diversity of the Australasian computing community. A
specific industry day on the 27th January to facilitate academic / industry discussion and networking is a
key feature of ACSW 2015.
In 2015, we are fortunate to have Professor Omer Rana, Associate Professor Pascal Hitzler and Professor
Mark Sagar providing keynote talks to the conference. I thank them for their contributions to ACSW2015.
The efforts of the conference chairs and their program committees have led to strong programs in all
the conferences, thanks very much for all your efforts. Thanks are particularly due to Professor Athula
Ginige, Professor Paul Kennedy and their colleagues for organising what promises to be a vibrant event.
Below I outline some of CORE’s activities in 2013/14.
I welcome feedback on these including other activities you think CORE should be active in.
The major sponsor of Australian Computer Science Week:
– The venue for the annual Heads and Professors meeting
– An opportunity for Australian & NZ computing staff and postgrads to network and help develop their
research and teaching
– Substantial discounts for attendees from member departments
– A doctoral consortium at which postgrads can seek external expertise for their research
– An Early Career Research forum to provide ECRs input into their development
Sponsor of several research, teaching and service awards:
– Chris Wallace award for Distinguished Research Contribution
– CORE Teaching Award
– Australasian Distinguished Doctoral Dissertation
– John Hughes Distinguished Service Award
– Various “Best Student Paper” awards at ACSW
Development, maintenance, and publication of the CORE conference and journal rankings. In 2014 this
includes a heavily-used web portal with a range of holistic venue information and a community update of
the CORE 2013 conference rankings.
Input into a number of community resources and issues of interest:
– Development of an agreed national curriculum defining Computer Science, Software Engineering, and
Information Technology
– A central point for discussion of community issues such as research standards
– Various submissions on behalf of Computer Science Departments and Academics to relevant government
and industry bodies, including recently on Australian Workplace ICT Skills development, the Schools
Technology Curriculum and the Defence Trade Controls Act.
Coordination with other sector groups:
– Work with the ACS on curriculum and accreditation
– Work with groups such as ACDICT, ACPHIS and government on issues such as CS staff performance
metrics and appraisal, and recruitment of students into computing
– A member of CRA (Computing Research Association) and Informatics Europe. These organisations
are the North American and European equivalents of CORE.
– A member of Science & Technology Australia, which provides eligibility for Science Meets Parliament
and opportunity for input into government policy, and involvement with Science Meets Policymakers
The 2014 Executive Committee has been looking at a range of activities that CORE can lead or contribute
to, including more developmental activities for CORE members. This has also included a revamp of the
mailing lists, web site, creation of discussion forums, identification of key issues for commentary and
lobbying, and working with other groups to attract high aptitude students into ICT courses and careers.

Again, I welcome your active input into the direction of CORE in order to give our community improved
visibility and impact. CORE’s existence is due to the support of the member departments in Australia and
New Zealand, and I thank them for their ongoing contributions, in commitment and in financial support.
Finally, I am grateful to all those who gave their time to CORE in 2014, and look forward to the continuing
shaping and development of the Australasian computing community in 2015.

John Grundy
President, CORE
January, 2015
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ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2016. Volume 38. Host and Venue - Australian National University, Canberra, ACT.
2015. Volume 37. Host and Venue - University of Western Sydney, NSW.
2014. Volume 36. Host and Venue - AUT University, Auckland, New Zealand.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
APCCM
AUIC
AusPDC
AWC
CATS
HIKM
IE

Australasian Computing Doctoral Consortium
Australasian Computing Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian User Interface Conference
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Australasian Web Conference
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management
Australasian Conference on Interactive Entertainment

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.

xiv

ACSW and HIKM 2015 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

Host Sponsors
University of Western Sydney
www.uws.edu.au

Australian Computer Society
www.acs.org.au

Computing Research and Education
www.core.edu.au

Platinum Sponsor
Dimension Data
www.dimensiondata.com

Gold Sponsors
NTT Australia Pty Ltd Hewlett-Packard Company Intersect
Cognizant Technology Solutions
www.au.ntt.com
www.hp.com
www.intersect.org.au www.cognizant.com

Silver Sponsors
SGI
www.sgi.com

SMS Management and Technology AARNet
www.smsmt.com
www.aarnet.edu.au

Macquarie Telecom
www.macquarietelecom.com

Bronze Sponsors
Australian Access Federation
aaf.edu.au

NEC Australia Pty Ltd
au.nec.com

Squiz Australia
www.squiz.net/au

Client: Computing Research & Education
Job #: COR09100

Talent RISE
www.talentrise.org

Espire Infolabs Pty Ltd
www.espire.com
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The Potential for Machine Learning Analysis over Encrypted Data in
Cloud-based Clinical Decision Support – Background and Review
Jim Basilakis, Bahman Javadi, Anthony Maeder
School of Computer, Engineering and Mathematics
University of Western Sydney
Locked Bag 1797, Penrith 2751, New South Wales
j.basilakis@uws.edu.au

Abstract
In an effort to reduce the risk of sensitive data exposure in
untrusted networks such as the public cloud, increasing
attention has recently been given to encryption schemes
that allow specific computations to occur on encrypted
data, without the need for decryption. This relies on the
fact that some encryption algorithms display the property
of homomorphism, which allows them to manipulate data
in a meaningful way while still in encrypted form. Such a
framework would find particular relevance in Clinical
Decision Support (CDS) applications deployed in the
public cloud. CDS applications have an important
computational and analytical role over confidential
healthcare information with the aim of supporting
decision-making in clinical practice. This review paper
examines the history and current status of homomoprhic
encryption and its potential for preserving the privacy of
patient data underpinning cloud-based CDS applications.
Keywords: homomorphic encryption, clinical decision
support, cloud computing.

1

Introduction

In Australia and worldwide, there is a growing impetus
for adoption of electronic health records (EHRs) and
personal health records (PHRs). The availability of this
type of information in clinical care will act as a major
driver for much needed IT reform in this sector, as well as
opening up major opportunities for Clinical Decision
Support (CDS) (AHIC Electronic Decision Support
Systems Report
2009). The Personally Controlled
Healthcare Record (PCEHR) is an example of a recent
Australian initiative to promote patient information
sharing across caregivers and healthcare provider
institutions nationally (Pearce and Haikerwal 2010).
Against the backdrop of these proposed large scale
health IT infrastructure changes, there has been a rapid
uptake of cloud computing services by organisations that
want to flexibly outsource their computational
requirements according to individual demand (Buyya,
Yeo et al. 2009).

Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 8th Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2015),
Sydney, Australia, January 2015. Conferences in Research and
Practice in Information Technology (CRPIT), Vol. 164,
Anthony Maeder and Jim Warren, Ed. Reproduction for
academic, not-for profit purposes permitted provided this text is
included.

Privacy and security concerns however dominate
public cloud use in healthcare and constructing a CDS
system to operate within this environment has
considerable challenges both technically and sociopolitically (Creating HIPAA-Compliant Medical Data
Applications With AWS 2012, Schweitzer 2012,
Demirkan and Delen 2013). As a result, attempts at
outsourcing computing or analytical processing to third
parties or using these services as repositories for data
storage are significantly hindered. In fact, the
recommendation is to either avoid the public cloud model
altogether for this type of information or avoid exposing
unencrypted data to cloud providers (Pearson and
Benameur 2010, Puttaswamy, Kruegel et al. 2011). If
public cloud resources are to be utilised under these
circumstances, there is little choice other than to consider
encrypting all sensitive data made available on the public
cloud.
Standard encryption techniques typically prevent
further interpretation or manipulation of data, requiring
the ciphertext to be first downloaded and decrypted
before computational analysis could be performed on the
plaintext. Researchers instead have been looking towards
applying homomorphic encryption (HE) methods as a
solution for overcoming some of the privacy and data
control issues in the cloud. Since being first demonstrated
in 2009 by Craig Gentry (Gentry 2009), fully HE schemes
that support both addition and multiplication operations
(allowing arbitrary operations on encrypted data), are just
becoming efficient enough to be considered practically
useful. They are still predominantly limited to certain
specific computations, for instance, finding the statistical
mean over sets of encrypted quantitative data, searchable
encryption and private information retrieval (Chow, Golle
et al. 2009). Although arbitrary computation over
encrypted data is far from a reality, there may be some
middle ground where HE schemes with reduced
computational capacity can still be exploited to facilitate
secure computation over untrusted IT networks.
This paper introduces some background concepts
surrounding CDS, cloud computing and information
security. It then explores in greater detail the history and
current literature on HE with a view to evaluating the
practicality of enabling machine learning (ML)
algorithms to operate over encrypted data in the cloud.
Such a ML framework would satisfy the real requirement
for performing complex and distributed CDS processing
within the healthcare domain, while maintaining a high
level of confidentiality.

3
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Clinical Decision Support and the Cloud

CDS systems refer to any application that supports
clinical decision-making and “provides clinicians or
patients with clinical knowledge and patient-related
information, intelligently filtered or presented at
appropriate times to enhance patient care” (Osheroff,
Teich et al. 2007). ‘Support’ in this case suggests aiding
rather than making decisions. The general aim of CDS is
to make data easier to assess, to foster optimal problemsolving by the clinician, or assist in the automation of
manual processes (Greenes 2011). These aims have
implications for improved patient safety and quality of
care as well as improved efficiency and cost reductions
for healthcare. ML techniques (such as Naïve Bayesian,
Decision Tree and Neural Network Classifiers) are used
in non-knowledge based CDS systems that make
inferences from data patterns and do not rely on a human
expert to input knowledge into the system directly
(Berner 2007).
Since the introduction of CDS systems in hospital care
in the early 1970s (Teije, Miksch et al. 2008), there has
been slow progress to date towards adopting CDS
systems into mainstream clinical care beyond simple
reference information display and basic alerting systems
(Beilby, Duszynski et al. 2005). This is generally
indicative of the slow growth of IT in the healthcare
sector, which remains dominated by paper-based
information systems, where CDS systems have limited
impact (AHIC Electronic Decision Support Systems
Report 2009). With the emergence of national EHR and
PHR systems, there will be a growing requirement for
applying increasingly sophisticated analytical and health
information management tools to support clinical
decision-making and process improvement in healthcare
practice (AHIC Electronic Decision Support Systems
Report 2009). This trend is being actively enforced in the
US through the American Recovery and Reinvestment
Act’s ‘meaningful use’ criteria. As part of criteria, CDS
rule-based interventions operating on EHRs are
systematically being mandated (Centers for Medicare &
Medicaid Services 2014). Furthermore, the Department
of Veterans Affairs in US has called on the industry to
develop standardised interface specifications for CDS
“functionality as a service” to be accessed by its
integrated EHR (Service Interface Specifications for EHR
Services: Federal Business Opportunities 2012).
Adoption of cloud computing in healthcare would
allow relevant applications, such as the aforementioned
proposed CDS functionality as a service, to have a much
needed broadening of their processing and analytical
capabilities applied across a wider range of shareable
healthcare resources (Armbrust, Fox et al. 2010). Cloud
computing is viewed as a “style of computing in which
dynamically scalable and often virtualised resources are
provided as a service over the Internet” (Dhar 2012).
Cloud services are designed to flexibly respond to
changing business requirements and represent a
fundamental change in the way consumers and
organisations utilise computing resources. The transition
is away from owning the system to one where IT systems
are accessed as a service when required (Soman 2011).
Cloud computing is increasingly attractive to business
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entities that wish to take advantage of cost sharing, payper-use and on demand provisioning of large scale
computing resources. Additionally, the ease of use,
platform-independence and decentralised nature of cloud
computing allows services to be more sharable across
entities and are more suitable for group collaboration
(Soman 2011).
There are several examples of data-intensive analytics
and processed-based applications running on cloud-based
frameworks that are available for research and for general
industry (Sun and Aida 2010, Fehling, Leymann et al.
2011, Liu, Charif et al. 2012, Demirkan and Delen 2013).
Few vendors however are piloting CDS cloud computing
solutions for use in mainstream clinical care. Notable
examples include cloud-based real-time monitoring and
support for rural and remote critical care units (McGregor
2011), and a shared CDS knowledge repository for
managing cardiovascular diseases and diabetes in a
community cloud (Dixon, Simonaitis et al. 2013). In the
US, the iDASH platform attempts to “level the playing
field” by providing tools for sharing clinical and
biological data in a privacy-preserving manner amongst
the research community. Funded by the National
Institutes of Health, the platform includes a highperformance computing environment enabled through a
private Health Insurance Portability and Accountability
Act (HIPAA)-certified cloud (Ohno-Machado, Bafna et
al. 2012). Security appears to be achieved through
anonymisation techniques, enterprise-grade application
management, and project segregation leveraging
virtualisation. Access to the platform is limited to iDASH
centres or exported to other centres.

3

Cloud Security

As with any services containing sensitive health-related
information, cloud-based systems are required to follow
legislated provisions enforcing security protections
surrounding access to patient and healthcare provider
data. There are severe penalties in cost, patient safety, and
provider reputation should any malicious or unintended
security breaches occur.
A private cloud is able to securely isolate computer
systems to within a single organisation’s private network
and away from unsolicited public access, while still
retaining the benefits of an abstracted IT infrastructure
offered by a cloud-based architecture (Zissis and Lekkas
2012). The private cloud however may not satisfy the
processing power and economies of scale afforded to
consumers using public cloud services due to the
relatively lower numbers of computing and database
resources that are typically available within a private
network. Confining computing resources within a private
cloud environment may also limit information sharing
across a variety of healthcare institutions.
Even within private IT networks, attacks can occur as
a result of ‘insider threats’, which are an oftenunderestimated risk to an organisation’s information
security. These threats include accidental disclosures,
insider curiosity and data breach by insider (Rindfleisch
1997, Theoharidou, Kokolakis et al. 2005, Appari and
Johnson 2010). The proportion of insider attacks
compared to all healthcare provider privacy breaches
recorded between 2005 to 2013 in the US was
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approximately 17% (n= 165) (Privacy Rights
Clearinghouse; Chronology of Data Breaches 2013).
Insider threats could be envisioned for third-party cloud
vendors entrusted with outsourced provider data.
In the public cloud however, the security concerns are
considerable and rely on the fact that computing
resources are exposed within a dynamic, distributed and
shared environment, with consumers having little control
in how data is accessed, proliferated or destroyed. Often
there is a lack of transparency and accountability when
cases of privacy breaches occur (Pearson and Benameur
2010). These properties of the public cloud paradigm
complicate regulatory, governance and jurisdictional
directives, which are very prominent in healthcare.
Additionally, there are a large variety of opportunities
available for accidental or intentional leakage of personal
information from vulnerable IT systems accessed from
publically sharable computing infrastructures. As
virtualisation enables hardware resources to be shared
across different users, this introduces new system
vulnerabilities such as cross-virtual machine (VM) sidechannel attacks that can result in extraction of secret keys
and other confidential information from cloud instances
by adversaries (Ristenpart, Tromer et al. 2009).
Protections should be in place for these types of cloudspecific attacks.

Figure 1: Scenario for Machine Learning Analysis
over Encrypted Patient Data in the Cloud
HE is seen as an important technology for overcoming
some of the privacy and data control issues when
outsourcing computing and analytical processing to the
public cloud. If ML analysis could be performed entirely
on encrypted data, a cloud-based CDS application could
potentially ensure the privacy of healthcare data that is
used in both training and classification phases of the ML
algorithm. Patient medical profiles from a hospital can be
encrypted using the hospital’s public key and sent to a
third-party cloud vendor for ML analysis within a highperformance computing environment. The analysed result
would be returned while still in its encrypted form and
could only be revealed using the hospital’s private key.
The scenario is depicted in Figure 1. Such an approach
may give both the healthcare institution as well as the
public cloud vendor the confidence required for
permitting processing of sensitive information outside of
the hospital environment. Such an approach could also be
used to strengthen HIPAA compliance or accreditation in
a private cloud. In another scenario, a statistical model
generated from current patient medical profiles from one

hospital can be used to predict patient outcomes from
another hospital based on their medical profiles. Ideally
this outcome would be achieved using a protocol where
neither party leaks any confidential patient details to the
other party (Bost, Popa et al. 2014).

4

Homomorphic Encryption

4.1
4.1.1

Background
Definitions

HE schemes allow meaningful manipulations on
encrypted data without knowing the secret key (Gentry
2010). HE schemes that allow simple operations on
encrypted data have been known for some time. One of
the first algorithms proposed by Rivest, Adleman et al.
(1978) as having multiplicative homomorphic properties
was the well-known Rivest, Shamir and Adleman (RSA)
public-key encryption algorithm. The mathematical
properties of the algorithm are such that the public-key
encrypted form of two integers 𝑚1 and 𝑚2 , denoted as
𝐸𝑝𝑘 (𝑚1 ) and 𝐸𝑝𝑘 (𝑚2 ), when multiplied together would
result in the encrypted form of the product of the two
integers, namely 𝐸𝑝𝑘 (𝑚1 . 𝑚2 ). Decrypting this product
can reveal the correct solution to the actual (plaintext)
product of two integers. The same public key is used in
encryption of the two integers while the corresponding
private key is used in decryption of the ciphertext
product.
The ideal requirement is that a HE scheme is
semantically secure. The notion of semantic security was
introduced by Goldwasser and Micali (1982), which in
general terms relates to the fact that an adversary should
not be able to discover any partial information from a
ciphertext. Semantic security is equivalent to the concept
of computational indistinguishability, which is simpler to
work with in formal proofs (Katz and Lindell 2007).
Informally it represents a hypothetical situation where an
adversary supplies two plaintexts, one of which is then
randomly chosen, encrypted, and then handed back to the
adversary to determine which of the two plaintexts was
chosen. With the adversary’s computational powers
limited to running in polynomial time, the probability of
choosing the correct plaintext should not be better than ½
(plus a negligible factor) (Fontaine and Galand 2009).
Since RSA is deterministic in its original form, it is
not semantically secure. Any attempt to make it
probabilistic breaks its homomorphic properties (Fontaine
and Galand 2009). Additionally, it leaks some
information including the fact that integers 0 and 1 have
the same value in both plaintext and ciphertext form.

4.1.2

Partial Homomorphism

The first semantically secure HE scheme was described
by Goldwasser and Micali (1984) and since then a
number of additively and multiplicatively HE schemes
have been described (Fontaine and Galand 2009,
Vaikuntanathan 2011). Of particular note are the efficient
and semantically secure HE schemes by Paillier (1999)
and ElGamal (1985) (including their variants) which are
additive and multiplicative respectively. These schemes
display partial homomorphism because they do not
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support both operations at the same time. A list of the
most common schemes is presented in Table 1 from
(Bailey, Bush et al. 2012).
Cryptosystem
RSA
ElGamal
Paillier
Glowasser-Micali
Benaloh
Naccache-Stern
Boneh-Goh-Nissim

Homomorphic Operation
Multiplication mod n
Multiplication, Exponentiation (by
constant only)
Addition, Subtraction,
Multiplication (by constant only)
XOR
Addition, Subtraction
Addition, Subtraction,
Multiplication (by constant only)
Unlimited additions, one
Multiplication

Table 1: List of Common Partial HE Schemes

4.1.3

Full Homomorphism

It was only until 2009 that a fully homomorphic
encryption (FHE) scheme, which enables arbitrary
computation over encrypted data, was demonstrated by
Craig Gentry using ideal lattices in his PhD thesis
(Gentry 2009). In general, these schemes are based on the
intractable mathematical problems associated with
lattices. The lattice points outline ‘tilings’ of the space of
real numbers in n dimensions (ℝ𝑛 ). A lattice is
constructed by combining n linearly independent vectors
which forms the basis of the lattice, denoted by 𝑉 =
〈𝑣1 ,∙∙∙ 𝑣𝑛 〉. Integral coefficients associated with the
basis are used to span the entire lattice L (Goldreich,
Goldwasser et al. 1996). That is:

Two of the most common (conjectured) computational
problems in lattices include the Closest Vector Problem
(CVP) and Shortest Vector Problem (SVP). In CVP, the
problem relates to finding the lattice vector closest to a
given target vector not on the lattice, while SVP is
concerned with finding the shortest (non-zero) vector in
the lattice (Goldreich, Micciancio et al. 1999). Both
problems are known to be NP-hard to solve and grow
proportionally (at least) to the exponent of the dimension
of the lattice (Becker, Gama et al. 2013). In forming a
public encryption scheme, a one-way computation
function is required to be constructed, which for the CVP
could mean adding a small error vector to a point in the
lattice (the lattice point would have been initially mapped
to a message). The advantage of lattices over the RSA
and ElGamal encryption schemes are their reduced
computation time for encryption and decryption, which
are of the order of O(k2) for some security parameter k,
since they are based only on simple polynomial
multiplication. In comparison, the time complexity of
RSA and ElGamal systems are of the order of O(k3). The
disadvantage of lattice-based encryption schemes is in
their public key size, which is O(k2) compared to O(k)
(Goldreich, Goldwasser et al. 1997).
Ideal lattices of the type employed by Craig Gentry in
the development of FHEs are lattices with some
additional algebraic structure, such as cyclic rotation of

6

the vector set within the lattice basis. This allows for a
more succinct representation of the n-dimensional lattice
(using 1 vector) and can be processed more efficiently
(Lyubashevsky 2008). Homomorphic operations are
performed by the addition or multiplication of lattice
points. As there is noise associated with generation of the
ciphertext, the noise is roughly doubled and squared with
the addition and multiplication operations respectively.
This limits the amount of operations that can occur before
successful decryption is no longer possible, resulting in a
Somewhat Homomorphic Encryption (SWHE) Scheme
(Kocabaş and Soyata).
The truly revolutionary idea of Gentry was to convert
the SWHE scheme into a FHE Scheme using a
bootstrapping method that repeatedly decrypts the
ciphertext in a self-referential way (ie. recrypt) as a
means of resetting the ciphertext noise. Each recryption
operation step also allows only one arithmetic operation
to be performed before the noise becomes too large and a
recryption step is required before the next operation. A
squashing process is necessary to transform the
decryption scheme to one that is homomorphically
equivalent but is simplified to allow bootstrapping. The
repeated cycle of bootstrapping with an additional single
arithmetic operation allows for the computation of
arbitrary functions indefinitely (Gentry 2010). By
handling all possible arithmetic functions, this scheme
satisfies the criteria of homomorphism, although there is
an additional requirement of compactness for it to be
considered FHE. This means that the size of the
cyphertext (and the time needed to decrypt it) does not
grow with the complexity of the function being evaluated,
but rather is dependent (polynomial) on the security
parameter (Gentry 2010).
Even though Gentry’s scheme demonstrated that FHE
was possible, it was too inefficient to be considered
practical both in terms of computation and storage.
Estimates showed an 800,000 times storage expansion
ratio was required for encrypting just one bit, and 99.9%
of the total execution time was spent on the recryption
operation (Kocabas, Soyata et al. 2013).

4.1.4

New generation HE schemes

There have since been a number of recent improvements
to the original Gentry scheme making it more efficient
and practical to use. In 2011, Gentry and Halevi removed
the requirement for the squashing process but FHE was
still based on ideal lattices. Concurrently Brakerski and
Vaikuntanathan also removed squashing by exploiting
Gentry’s scheme but based it on the much more simple
and efficient learning with error (LWE) problem. This
was shown to be equivalent to the hardness of solving the
SVP problem on any lattices (Brakerski and
Vaikuntanathan 2014).
The LWE problem introduced by Regev (2009) states
that a polynomial number of ‘noisy’ random linear
combinations of coefficients of a secret vector s of n
dimensions (modulo q) is hard to solve for s. A shortened
example directly from Regev (2010) illustrating this
problem shows that the inputs could be:
14s1 +15s2 + 5s3 + 2s4 » 8(mod17)
13s1 +14s2 +14s3 + 6s4 » 16(mod17)...
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… and so on where each equation has a small additive
error of say ±1. The answer for s is purported to be hard
to recover due to the presence of the errors (the answer
s=[0,13,9,11]). A slight variation of this scheme, the ringLWE problem imposes some structure to the linear
equations making them more compactly represented
(using smaller keys), more efficient to compute, and can
still be shown to be hard to solve on ideal lattices in the
worst case (Regev 2010).
The new generation schemes developed using (± ring)
LWE by Brakerski and Vaikuntanathan (2014) with later
refinements from Brakerski, Gentry et al. (2012) removed
the requirement for squashing and bootstrapping. While
the scheme could perform additions homomorphically
within the bounds of noise, a re-linearisation technique
was used that required a different secret key to perform
each level of multiplication under a new encryption. In
this way up to L levels of multiplications could be
performed using a pre-determined chain of L different
keys as additional input. This new scheme became known
as levelled FHE (Togan M 2014). Brakerski, Gentry et al.
(2012) also introduced a noise management technique
called modulus switching that relied on switching a
ciphertext to one with a smaller modulus. This resulted in
a concomitant decrease in the magnitude of the noise
without involving a secret key and allowed an
exponential increase in the number of multiplications that
could occur (n levels instead of log n) before
bootstrapping would be required (Vaikuntanathan 2011).
This particular scheme became known as the BGV
implementation of levelled FHE after its authors.
A number of key optimisations and batch techniques
have reduced overall computation complexity and
increased efficiency of these FHE schemes. This included
ciphertext packing techniques for combining multiple
ciphertexts into a single ciphertext. Packing techniques
were developed for ideal lattices, binary vectors and (±
ring) LWE problems (Zhou and Wornell 2014). Single
Instruction Multiple Operations (SIMD) proposed by
Smart and Vercauteren (Smart and Vercauteren 2010)
applied a variation of the ciphertext packing technique
and were adopted by some of the newer schemes to
achieve parallelisation of repeated operations by packing
these bits into the same cyphertext . Various additional
algorithm and permutation optimisations appear in
specialised schemes to improve performance (Halevi and
Shoup 2014).
Overall there is a complexity associated with latticebased cryptography schemes and those based on the LWE
problem. Setting up the correct secure encryption
environment involves consideration of a number of interrelated parameters (Naehrig, Lauter et al. 2011). In
addition, the schemes break down computational tasks
into multiple binary operations making it difficult to
practically
accommodate
computation
and
communication requirements (Zhou and Wornell 2014).
Van Dijk, Gentry et al. (2010) introduced the DGHV
scheme which is a conceptually simpler as it relies only
on simple integer operations rather than depending on
single bit manipulations over plaintext. In this way, a
number of standard computations could be supported.
The scheme was based on the hardness of solving the
approximate Greatest Common Divisor (GCD) problem.

The assumption here is that it is normally simple to solve
for the GCD of two integers using Euclid’s theorem, but
this is not the case when small errors are associated with
each integer (Gentry 2010).
The initial DGHV scheme was still impractical as it
involved the use of very large public keys. There have
since been a number of improvements to the scheme
including reduction of the public key size (Coron, Mandal
et al. 2011) and batch processing of a vector of plaintext
bits as a single ciphertext (Cheon, Coron et al. 2013).
Cryptosystems that rely on the approximate GCD
problem however appear to be less efficient compared to
equivalent (security-wise) lattice-based schemes (Gentry
2010).

4.2
4.2.1

Towards Practical HE
Somewhat HE Schemes

The performance of FHE operations, have improved
significantly from a few hours in 2010 to a few
milliseconds by 2012 (Fau, Sirdey et al. 2013) which has
given much hope to the ultimate practically of these
schemes. A current area of intense research is the
application of SWHE encryption schemes, which are
more efficient and optimised compared to FHE schemes,
at the expense of reduced (but sufficient) functionality
(Naehrig, Lauter et al. 2011, Sen 2013). Even before the
discovery of FHE, partial HE schemes have been
exploited for their limited computational capabilities.
Most HE schemes however (partial HE, SWHE and
FHE), so far have been predominantly focused on
specialised functions applied to well-known application
areas. A list of only some of these areas, include:
electronic voting/auctions/lotteries (Fouque, Poupard et
al. 2001, Abe and Suzuki 2002), private set intersection
(Kerschbaum 2012), private information retrieval (Sion
and Carbunar 2007), data aggregation in wireless
networks (Acharya, Girao et al. 2005, Westhoff, Girao et
al. 2006), watermark and fingerprint schemes
(Kuribayashi and Tanaka 2005).

4.2.2

Healthcare Applications

The healthcare setting is commonly considered a strong
candidate for HE although many of the suggested
schemes remain tightly coupled to a particular healthcare
use case. In healthcare sector, typically the data rather
than the computations are considered sensitive or private,
compared to other industries such as the financial and
advertising sectors (Naehrig, Lauter et al. 2011).
Currently the implementation status of most health-based
HE schemes has been at a conceptual level only or there
may be existing prototypes for performance
demonstration purposes. Many earlier systems are
predominantly based on the additively homomorphic and
semantically secure Pallier cryptosystem. Katzenbeisser
and Petkovic (2008) for example, describe using the
scheme to securely calculate an inner product between an
encrypted and plaintext vector to determine the degree of
correlation between them. This function could be used to
privately match a particular patient disease profile
(mapped into some binary form) against either a reference
knowledge set of diseases, or specialist disease expertise
or other patients with similar disease profiles for a
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community (P2P) networking application. Pallier-based
HE schemes have also been described in the context of
privacy preserving statistical analysis of ubiquitous
(wearable sensor) health data (Drosatos and Efraimidis
2011); ECG signal classification using private linear
branching programs (as a generalisation of decision trees)
(Barni, Failla et al. 2009) and neural network techniques
(Lagendijk, Erkin et al. 2013); as well as private genomic
data mining for use in personalised medicine
(Kantarcioglu, Jiang et al. 2008).
More recently, the application of levelled FHE
schemes have been examined in the context of healthcare
such as in the real-time privacy-preserving analysis of
medical data acquisition devices over the cloud (Kocabaş
and Soyata , Kocabas, Soyata et al. 2013). It has also
been applied to privacy-preserving predictive analysis of
medical data based on logistic regression and the Cox
proportional hazard model running in the (Microsoft’s
Windows Azure) cloud (Bos, Lauter et al. 2014). Finally,
FHE schemes have also been explored at a conceptual
level only (and in a very unclear way) in relation to
integration with EHRs (Soubhagya, Mini et al. 2013,
Ikuomola and Arowolo 2014) including the PCEHR
(Begum, Mamun et al. 2013).

4.2.3

Generalising HE Algorithms

A key factor providing FHE protocols with the capability
to solve real work problems depends on the extent to
which they can support general computing functions of
practical interest over encrypted data through sufficiently
expressive composable primitives. When combined in
various ways and without loss of generality, these
primitives would allow for a much wider and more
practical implementation scope. A number of areas have
been examined in this space including secret program
execution, database queries and ML algorithms.
In secret program execution, at the processor level,
primitives have been contemplated that would allow
arbitrary and dynamic program executions through the
combination of memory access logic, arithmetic and
encrypted branching operations (Brenner, Wiebelitz et al.
2011, Brenner, Perl et al. 2012). At an application level,
primitives such as runtime data-dependent program
control
(if-then-else
expressions)
and
integer
manipulations provide for a more natural expression of
high-level algorithms such as array summation, bubblesort and Fast Fourier Transform calculations (Fau, Sirdey
et al. 2013).
Supporting private database queries over encrypted
data has received the most attention in this space due to
the very large potential for the secure storage and access
of encrypted data in the cloud without the requirement for
decryption. The general types of operations that are
required to be supported include complex selection,
range, join, and aggregation operations, and FHE
primitives have been shown to support these general
database queries (Wang, Agrawal et al. 2012, Boneh,
Gentry et al. 2013).

5

Privacy-Preserving ML Algorithms

In generalising machine learning and statistical
algorithms, when using a SWHE or levelled HE scheme,
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one is limited to functions that can be expressed as a low
degree polynomial (where there are many additions and a
small number of multiplications). This includes simple
statistical functions such as mean and standard deviation
(Naehrig, Lauter et al. 2011) as well as non-trivial
machine learning algorithms. This includes binary
classifiers such as logistical regression, Linear Means
(LM) classifier and Fisher’s Linear Discriminant
Classifier (Graepel, Lauter et al. 2013). Note that there is
no efficient way to do divisions or square roots, which
would otherwise require more expensive interactive
protocols between the data owner and the cloud service
provider of the outsourced algorithm. This would appear
to preclude algorithms for which there are no divisionfree integer derivations. Suggestions for extending these
methods to other machine learning algorithms were made
using approximation or decomposition methods, but were
not demonstrated (Graepel, Lauter et al. 2013). The
performance of the LM classifier on 30 features from a
public breast cancer dataset using 100 training and test
vectors was achieved in approximately 6 seconds.
Bost, Popa et al. (2014) took quite a different approach
to generating building blocks that would construct
classifiers securely. Focusing on the classification rather
than training phases, what made the authors’ approach so
unique is that they combine two partially homomorphic
cryptosystems and a levelled FHE and make frequent use
of interactive protocols in an effort to make the
underlying primitives more efficient and flexible, thereby
supporting a wider scope of secure machine learning
algorithms. The authors also ensure that these protocols
are provably semantically secure and in such a way that
maintains the privacy of both the client’s private input
and the server’s classifier model (privacy-preserving
classification). The three encryption schemes used in this
approach are the Paillier, BGV and the GoldwasserMicali cryptosystems. While the first two are examples of
partial (additive) and levelled fully homomorphic
cryptosystems respectively, the homomorphic property of
the Goldwasser-Micali cryptosystem is exclusive-or
(XOR) addition modulo 2 (of an encryption of a bit),
based on the Quadratic Residuosity problem (Goldwasser
and Micali 1982). The machine-learning primitives that
are supported using this approach include a comparison
protocol to find the larger value of two encrypted inputs,
and argmax protocol to find the index of the largest value
from a list of encrypted integers, with the latter relying on
the former protocol. Both protocols require back and
forth interactions between a client and server. Two other
supported primitives are a trivial computation of a private
dot product, as well as a protocol for switching between
encryption schemes. The latter protocol is also
interactive, allowing primitives to be securely combined
in a variety of ways to achieve the broad complement of
machine learning algorithms.
The authors illustrate the primitives being used to
build hyperplane decision classifiers (which covers
perceptrons, least squares, Fisher linear discriminant and
support vector machines), Naïve Bayes and Decision
Trees. They also demonstrate using AdaBoost as a
technique for combining the classifiers. Despite the use of
interactive protocols in constructing the three
classification groups, the use of relatively more efficient
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partial HE schemes appears to make these algorithms
more efficient overall. The use of levelled FHE is limited
to enabling decision tree analysis. A number of medical
datasets have been used to demonstrate system
performance, achieving classification times of
milliseconds to seconds, with a predominant amount of
time being dedicated to communication during
interactions.

6

Discussion

In review of the research, a number of techniques have
been uncovered for potentially enabling the practical use
of homomorphic cryptosystems in ML analysis that could
be optimised for use in the public cloud environment. The
field is rapidly evolving and there are many opportunities
for combining primitives to enable different possible
secure operations. An example here is the approach from
(Zhou and Wornell 2014) who demonstrated how to
process integers more efficiently for certain application
areas such as feature extraction, recognition,
classification and data aggregation. An interesting
question posed by the authors also applies here:
determining how to best divide machine learning
computational tasks into “fundamental operations that
minimize the overall communication and computation
cost”.
Technique
Automatic parameter selection in FHE
for correctness and security against
known lattice attacks.
Dealing with real numbers in arithmetic
operations.
Use of Fast Fourier Transforms to
speed up addition calculations.
Message encoding techniques for ease
of performing HE operations.
Message encoding techniques for
dealing with large integers.
Batch techniques to improve
computation performance.

References
(Naehrig, Lauter
et al. 2011,
Lepoint and
Naehrig 2014)
(Bost, Popa et al.
2014)
(Bos, Lauter et
al. 2014)
(Naehrig, Lauter
et al. 2011)
(Wu and Haven
2012)
(Wu and Haven
2012)

Table 2: Practical Optimisations Techniques for HE
A variety of practical considerations and optimisation
techniques would be required of any ML system to be
successfully applied in any real sense. Table 2 lists some
of the techniques encountered including the references
that mention using the technique.
Consideration should also be given to cloud
optimisation factors, including high bandwidth
requirements when uploading encrypted data over the
Internet. The ciphertext size of an FHE scheme like BGV
can be very large due to the large ciphertext expansion
(thousands to millions), making transport over the
network impractical. It has been suggested (Kocabaş and
Soyata , Naehrig, Lauter et al. 2011, Kocabas, Soyata et
al. 2013, Lepoint and Naehrig 2014) using a block cipher
like the Advanced Encryption Standard (AES) to upload
data to the cloud (with a minimal expansion ratio) and
then evaluating the AES homomorphically to perform the
decryption to FHE which has been achieved by Gentry,
Halevi et al. (2012). This is a computationally intensive
step taking around 36 hours (in one implementation) in

total but could be reduced to 40 minutes per AES block
using batching techniques. This step however is a one-off
calculation and could be processed offline using less
expensive cloud resources. It has been suggested by
Kocabas, Soyata et al. (2013) that this method could also
be used to balance storage vs computation requirements
on the cloud by converting any portion of data
dynamically from the permanently stored AES encrypted
form to the (memory intensive) FHE form to perform the
computation. When sending the computed result back to
the client in encrypted form, a dimension reduction
technique can be used convert the message into a shorter
ciphertext that can no longer support any further
homomorphisms. In this way the bandwidth issues
encountered during upload and download of the data to
the cloud can be avoided. Lepoint and Naehrig (2014)
suggested the use of a more lightweight family of block
ciphers, called SIMON (AlKhzaimi and Lauridsen 2013)
that were more suitable to homomorphic evaluation and
demonstrated significant improvement in transformation
rates to a FHE scheme.
In HE, considerations of a more fundamental nature
need to be factored into a scheme’s practical
implementation. In developing any cryptography
protocol, formal proofs are absolutely essential for
achieving claims about a particular level of security.
Formal proofs are strongly recommended over using a
hit-and-miss strategy, which all too often reveals later
down the track vulnerabilities from subtle flaws in the
encryption scheme. Typically, the consequent loss of
confidentiality cannot be taken back (Lindell and Pinkas
2009).
When evaluating the security strength of cryptography
systems, it is important to take into consideration the
power of the adversary and the context of allowable
behaviour. The highest level of security that can be
attained in the setting of HE is one where the corrupt
behaviour of the adversary does not deviate away from
the encryption protocols and only has access to the
information of all corrupt parties (Fontaine and Galand
2009). This behaviour model is known as semi-honest
(honest-but-curious or passive). Furthermore, a HE
scheme could not offer protection against an adversary
who has the ability to generate decryptions from
ciphertexts of their choosing (as often as they wish) under
the same scheme and given encryption key (Fontaine and
Galand 2009). Overall, HE can only imply a security
guarantee equivalent to the basic notion of semantic
security for public key encryption.
Finally, HE schemes alone cannot enforce all the
privacy requirements of a common cloud. An important
limitation is that all arbitrary encrypted operations are
restricted to within the domain of a single public key,
thereby making it difficult to support different levels of
data access control. In this setting alternative schemes
would require consideration (Van Dijk and Juels 2010,
Wang, Agrawal et al. 2012).

7

Conclusion

A privacy-preserving machine-learning framework based
on HE is particularly relevant to the healthcare context. It
would allay some of the security concerns that are a
significant impediment to outsourcing of computing or
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analytical processing of highly confidential patient
information, to the public cloud. HE appears to be very a
viable and rapidly evolving technology that has
significant potential to enable the broadening of CDS
processing and analytical capabilities across a wider
spectrum of shareable healthcare resources over the
cloud. Such CDS services would be more adaptable and
responsive to changing business requirements as well as
become more accessible to the general user while still
preserving confidentiality.
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Abstract
It is a well-known problem that Australian public
hospitals are struggling to meet the increasing inpatient
care demand, which often results to patient flow
congestion and poor health care outcomes. Health care
management practitioners and researchers have been
trying to improve overall flow of patients with various
modelling and data analysis approaches.
The
implementation and uptake of modelling as part of
normal hospital management practice has, however, not
been overly successful to date for a variety of reasons.
Consequently, there remains a gap between the
development of models and the buy-in from health care
professionals in using them for management decisionmaking. This paper shares our recent experience of
creating a discrete event based simulation model of
patient flow in Flinders Medical Centre (FMC) that
accurately describes the progression of patients through
the emergency department (ED) into wards and then
discharge. It describes the development of various aspects
of the simulation, including data preparation, arrival
patterns, queuing, ward allocation, weekend discharge
delay, and model validation. The model has been used to
test the impact of the likely increased ED arrivals arising
from proposed Government policy change. It will be
used to investigate other scenarios and strategies for
improving patient flow through the hospital and reducing
waiting times in the emergency department. The animated
visual representation of such simulation has proven to be
an effective way to engage hospital staff, which should
lead to better buy-in of improvement changes.
Keywords: Simulation modelling, stochastic process,
patient flow, hospital improvement.

80 or more years is expected to rise by 200%.
A recent study found that a half of the Australian
population had at least one chronic health condition such
as
cardiovascular
disease,
arthritis,
endocrine/nutritional/metabolic diseases, or psychological
conditions (Harrison et al., 2013).
Kowal, Towers and Byles (2014) suggest that during
this period of population ageing, and assuming that all
current factors of health use and provision remain the
same, an increase in use of the health system would be
expected. Not surprisingly, Fitzgerald et al. (2012) has
reported that ageing of the Australian population and the
prevalence of chronic disease has and will continue to
contribute to higher demands for emergency and inpatient
services in the country's hospitals.
Currently many metropolitan teaching hospitals are
often operating at 90 per cent or greater occupancy
(AMA, 2013). Forster et al. (2003) has previously
demonstrated that the time spent in the emergency
department is influenced by the hospital’s occupancy.
Most importantly the extension of time spent in the ED is
greatest when hospitals operate at more than 90% of
occupancy. Schilling et al. (2010) have found that patient
outcome, as measured by in-hospital mortality, is
associated with hospital occupancy. The AMA (2013)
also reported that high levels of hospital occupancy are
factors affecting ED waiting times and patient safety.
Consequently there is a need for decision tools that can
facilitate the improved understanding and management of
hospital occupancy and patient flow.

1.

Discrete Event Simulation (DES) is a technique that can
be used to create and visualise models of complex workflow based systems. Simulations of this form are built up
from a sequence of discrete events that occur at different
frequencies with various constrains. Events can occur
deterministically and stochastically in DES, which allows
simulation of stochastic processes. Multiple entities, such
as patients, can travel through the system process, and
many types of statistics related to the entities in the
simulation, such as waiting times, resource use, queue
sizes, etc., can be collected. The collection of statistics, in
turn, allows for the results of the simulation to be
validated against real-world data to test how realistic the
simulation is with respect to the process being modelled.
Once an adequate model has been created, multiple
scenarios can be tested to quantify what is their effect on

1.1

Introduction
The problem

The Australian population is continuing to grow along
with its average life expectancy. According to Kowal,
Towers and Byles (2014), the population aged 60 years or
more is set to grow by more than 80% between 2013 and
2050. Over the same period, the number of people aged
__________________
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 8th Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2015),
Sydney, Australia, January 2015. Conferences in Research and
Practice in Information Technology (CRPIT), Vol. 164,
Anthony Maeder and Jim Warren, Eds. Reproduction for
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Figure 1: Publication rate trend relating to discrete event simulation and specific hospital related
terms
the system. These simulations can be run quickly
allowing for the study of a system’s variability and
underlying pattern to take place in a virtual environment.
This is obviously an advantage over experimenting with
the real system where intervention is required and we can
only study at most a handful of instances.
DESs are becoming more and more frequently used
(Brailsford et al. 2009; Fone et al. 2003, Gunal and Pidd
2010) in health care settings. A more recent search of
Google Scholar of patient flow related terms (e.g.,
emergency department, access block, patient flow,
hospital) with modelling terms (e.g., DES), shows that
academic interest, based on the publication rate, has
increased dramatically since the year 2000 in general, and
also in Australia (see Figure 1).

the impact of a policy change or to inform policy debate
in other forums.

1.3

2.2

Translation of Research into Practice

Lewis (2011) has commented upon the use and impact of
health services research. He noted that while the
Dartmouth studies on healthcare use and cost had
previously identified significant variations across the
U.S., the same issues continue to exist 30 years later. The
identification of problems in the health services and the
development of better tools to understand these problems
have not yet translated into meaningful changes.
Concerns regarding the translation of modelling efforts
into practice have also been previously raised. For
example, Fone et al. (2003) have also noted that while
there had been a growth in health care modelling,
relatively little information was available on the
usefulness of the models in practice.

1.4

The DES Patient Flow Model

Our work attempts to describe not only the creation of a
DES patient flow model, but also how it can be used for
practical purposes. Using the simulation, it is be possible
to quantify the effects of policy changes on the
underlying system, while still controlling for the other
variables present in the model. These model/results can
be given to staff in the hospital to better inform them on

16

2.
2.1

Model Description
The Data

The data used in this project were drawn from a hospital
patient database. This database captures limited data
about the journey of patients through the hospital system
of FMC, from when they first arrive to their discharge.
For example, it includes date and time stamps of arrival,
movement between wards and discharge. It also contains
limited clinical and demographic information. This
allows for detailed analysis and modelling of these
journeys.

The Model

A DES model was created to explore the dynamics of
patient flow through FMC. The model captures the
journey of patients through the hospital from the time
they first present at the ED, or are admitted as elective
surgery patients, to the time that they are discharged. It
models all patients in the ED and all specialties, surgical,
general medical and elective surgery patients. Despite the
complexity of the patient journey, the DES has a modular
structure that can be easily represented as a flow diagram.
An overview of the layout of the DES is given in Figure
2.
The vast majority of patients admitted to FMC are
those that enter via the ED. These patients are then
treated in the ED and the decision is made to either admit
them to the hospital as inpatients or to discharge them
directly. Elective surgery patients are admitted
immediately as inpatients, as their length of stay is known
in advance of their admission to hospital. All inpatients
are transferred from the ED towards within the hospital,
which may or may not be their home ward - the ward
where specialist care for their particular condition is
available. Patients do not need to be in their home ward to
receive treatment, but they have better access to
necessary services if they do. Once treatment is
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Figure 2: Overview of the DES model of FMC
completed, a patient is discharged from the system and
removed from the simulation.
The DES model parameters was calibrated with both
pre-existing patient flow data as well as input from senior
hospital staff. These include arrival times, triage types,
admission rates, treatment times and resource capacities,
and are captured explicitly with distributions such as
length of stay (LOS). It is important to note that some
aspects, most notably waiting time before each patient
movement, are emergent outcomes that are not explicitly
defined within the model. In other words, the model can
act as a thinking tool and bring issues to light that may
not be directly obvious until the modelling is undertaken.
The simulation is run to imitate the system, where
average waiting times, occupancy rates and many other
statistics are monitored and collected. Measurements
should be calculated from multiple runs of the simulation
to take into account the stochastic behaviour of the
model. An average can be taken on these measurements
to form a baseline measurement.
The development of the model was carried out using
the Anylogic Software Suite. A desirable feature of
Anylogic is its multi-method modelling platform and its
ability to create and view models at multiple levels of
abstraction (Anylogic, 2014). Other key features that
made it appealing include its customisability through use

of additional java scripting, ease for designing animations
and optimisation and experimentation designs.
To facilitate understanding of the scope of the DES
model, descriptions of its main components are provided
as follows.

2.2.1

Processes

There are many processes which form a part of the DES
model, the most significant of which is the process which
governs the arrival of patients to the Hospital ED.
Patients arrives at the ED at different rates from hour to
hour and from day to day. The arrival process in the
simulation itself is split into two sub-processes, arrival by

Figure 3: Poisson distributions of arrival rate for
Mondays 9am-10am, grouped by presentation type
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Figure 4: Treatment time distribution (in days) for short stay and long stay general medical patients

Figure 5: Flowchart of the AMU within the DES

Figure 6: Flowchart of the Weekend Delay sub process of the DES
ambulance or by another means. The arrival rate is
modelled by a Poisson distribution; with an exponentially
distributed inter arrival-rate for each day, hour and mode
of arrival combination. The parameters of these
distributions were saved into a file which is loaded into
the DES model on simulation start-up. As the arrival rate
distribution is updated every hour during the simulation,
there are 168 distributions for each mode of arrivals. Each
of these distributions corresponds to one of the day-hour
and arrival mode combinations in the calendar week. As
previously mentioned, the distributions have similar
characteristics, but differing parameters. An example of a
pair of these distributions, for both arrival modes during
the same hour, is given in Figure 3.

2.2.2

Decisions

The DES classifies patients into groups based on severity
of condition, type of condition and when the patient was
diagnosed. Decisions are the simplest way to replicate the
different streams and types of patients commonly found
in the hospital, providing the option to use probabilitybased or condition-based statements to determine a
patient's journey. As shown in Figure 2, the first such
decision in a patient's journey is whether they need to be
admitted from the ED to the hospital proper. At FMC,
approximately 30% of all ED presentations are admitted
to the hospital as inpatients. Paediatric patients are
excluded from those admitted, as they have a separate
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treatment path which is not currently modelled in the
DES. Next, specialty and surgical patients are admitted
directly to their respective wards, where they can receive
the best possible care as soon as possible. In the context
of the simulation speciality refers to a clear diagnosis of a
patient’s condition within ED. All remaining admitted
patients, i.e., those who are not specialty or surgical, are
transferred from the ED into the Acute Medical Unit
(AMU). The function of the AMU will be described in
2.2.4. From AMU, patients are then streamed to their
home wards if possible. These streams are: previously
undiagnosed specialty and surgical, general medical, aged
care, transfer and those who are discharged to home. The
general medical stream is split into two further substreams: long stay and short stay.
The long stay and short stay streams accommodate
most of the patients that are admitted to AMU, as they are
the destination for most general medical patients and are
where most beds are allocated. The specialty and surgical
streams are for those patients that were not judged to be
clear-cut cases while in the ED, but were found to fit
those categories after further testing in the AMU. The
aged care, transfer and discharge to home streams all
involve patients leaving the modelled system directly
from the AMU, and thus are not modelled any further.

2.2.3

Services

The hospital model is made up of many services such as
treatment times, recovery times or bed cleaning. These
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services have an associated time delay, which slows the
movement of patients or releasing of resources through
the hospital. These delays are modelled by a combination
of real data and estimated properties when recorded
hospital data was not available. The long stay and short
stay treatment times have been modelled using length of
stay data profiles for each of these patient types. First, the
probability density functions for each distribution are
created from the data and secondly, variables are created
to represent these distributions in the simulation. The
distributions are defined discretely as shown in Figure 4.
It can be seen that a large proportion of patients in both
the short stay and long stay streams stay in the hospital
less than a week. Despite this, each distribution has a long
tail, indicating that some patients can have quite long
stays in the hospital. The longest stay in the data sets that
were modelled was 33 days for a short stay patient, and
236 days for a long stay patient. Due to lack of necessary
data, some of the other delay distributions were estimated
based on advice and discussion with senior FMC staff
members.

2.2.4

Acute Medical Unit (AMU)

Another unique component of the FMC hospital system,
and the modelled DES, is the Acute Medical Unit. The
AMU is practically an extension of the ED where patients
whose diagnoses are unclear can undertake further
assessment, while being treated, before being moved to a
more appropriate ward or being discharged. It was
implemented as a mechanism to reduce inpatients’ ED
waiting time as well as reduce crowding within the ED.
All patients who stay in the AMU are classed as
inpatients. Figure 5 gives an overview of how the AMU
operates as a part of the hospital system.
Each of the patient streams involves patients leaving
the AMU for another ward, except for short stay patients.
Their stays are generally quite short - three quarters of
short stays are two days or less - so they complete their
treatment within the AMU itself. The average length of
stay for patients in the AMU is approximately 21 hours,
inclusive of short stay patients.

2.2.5

Elective Surgery

Another service modelled in the DES is the elective
surgery stream of patients. These patients are different to
the other streams as they do not enter the hospital through
the ED and AMU, but directly into a surgical bed.
Elective surgeries performed are contingent on the
availability of beds for the patient. When an elective
surgery procedure is cancelled, a backlog is created that
must be cleared on subsequent days when beds are
available. The beds for surgical inpatients are shared with
elective surgery patients.
Elective surgery patients enter the hospital on a
weekday morning only, as elective surgeries are not
performed on weekends. An elective surgery has a
randomly distributed duration between an estimated
minimum and maximum, followed by a similarly
distributed recovery period. The estimates are arbitrarily
chosen, as there was no data available to us at this stage.
If a patient has recovered and is ready to leave the
hospital before wards are closed, then they are discharged

from the hospital on the day of their admission. Some
patients may undergo a more complex surgical procedure
or take longer to recover from their surgery, hence unfit
to be discharged by the closure of wards on the same day.
These patients are kept in the hospital overnight for
further recovery and observations, reflecting the actual
operation of the hospital's elective surgery services.

2.2.6

Queues

In a hospital system with limited resources, delays can be
experienced while waiting for these resources to become
available. This necessitates the use of queues in various
parts of the system simulation. For example, if a surgical
bed is unavailable for a surgical patient who is currently
in the ED, then that patient will remain in an ED bed until
a surgical bed becomes available.
Queues facilitate this by queueing up patients in the
order that they reach the bottleneck in the system, and use
a first-in first-out approach when allocating these patients
to newly available beds.
The operation of queues can be manually overridden
by other events in the simulation. This allows external
entities, such as the bed manager, the ability to intervene
the system in times of congestion by manually removing
patients from these queues or discharging patients to free
up the resources they hold.

2.2.7

Weekend Delay

Another queue-type feature incorporated in the simulation
is the so-called weekend delay. Some services within the
hospital are unavailable on weekends, prolonging patient
stays and preventing them from being discharged. The
purpose of this feature is to replicates policies within the
hospital that lead to lower discharge rates on weekends.
Lower discharge rates were set on weekends and the exit
of a proportion of patients who have completed their
treatment on weekends (Saturdays and Sunday) are
delayed. The weekend delay is a small sub-process within
the simulation itself. The outline of the decision making
process is shown in Figure 6.

3.

Model Validation

During the creation of the DES, the model must be
continuously validated to ensure that it represents the
FMC patient flow. For example, ED arrivals data was
used to validate the arrival process, inpatient data was
used to validate the admissions numbers and so on. This
validation indicated that the model is quite close to the
hospital data in many major metrics, including patient
throughputs. However, due to unavailability of data, some
parts of the model cannot be tested.
Midnight occupancy is one of the most important
measures of capacity for the FMC. The DES can easily be
configured to collect midnight census data on each run of
the simulation. The collection of midnight census data is
controlled by a discrete event that is triggered at midnight
of every day during the simulation run. Each time the
event is triggered the number of general medical and
surgical patients currently admitted are calculated. This
number, and the coded day of the week, are saved into an
excel spreadsheet which can be accessed after the
simulation run has been completed. To account for the
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Figure 7: Time series plot of the midnight occupancy of ten runs of the DES, with the average of the ten
runs overlaid

Figure 8: Time series plot of the DES ten-run average midnight occupancy and the original midnight
occupancy data set
inherent stochasticity in the model, the average
occupancy over ten runs was taken as the baseline
measurement. Each simulation had been run for three and
a half years, the same time period covered by the original
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data set. Though there are varying oscillations in each of
the ten runs, the majority of simulated occupancy values
are bounded between two constant upper and lower
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bounds through the time series. This effect can be easily
seen in Figure 7 on the following page.
A comparison of one of these ten simulation runs to
the original data set is shown in Figure 8. It can be seen
that the observed data and DES output are well matched
for the first part of the time series. There is a portion in
the middle where there is a noticeable difference between
the two series. The series return to similar levels at
approximately the beginning of 2012, after which they
remain in close proximity until the end of the time series.
Most of the data that controls the operation of the DES is
based on the 2012 calendar year. This justifies the
differences between the model and observed data during
some of 2010 and 2011, as there may have been different
throughputs and length of stay distributions for those time
periods, possibly due to short term management decisions
on adjustment of operations. Despite the fact the
simulation sits a little above the measured population, the
model is still a quite accurate representation of the
hospital, especially for the purpose of showing trends and
testing ideas and concepts.

was aimed at reducing the cost of health care, it was
assumed that the current level of resources in the ED
would be maintained and not increased. The results are
shown in Table 1.
As would be expected, the change in demand resulted
in a non-linear change in queue length and the time spent
in the ED as shown in Table 2.

4.

4.2

Application to Real World Problems

4.1

The model has been used to explore the likely impact of
additional patient arrivals at the ED. This could be a
consequence of reduced use of general practitioner
service provision due to the introduction of a co-payment
policy. In order to construct this analysis it was
necessary to make a number of assumptions about how
patients may respond to the change in policy. Thus, it was
assumed that the patients affected by the change in policy
would substitute general practitioner services with ED
services, and that this would occur during the times that
general practitioner clinics are generally open (i.e.,
Monday to Friday between 8.00am and 6.00pm). The
number of additional patients expected to arrive at the ED
was between 1 and 4 per hour and that this additional
demand would be sustained. This seemed a reasonable
assumption, as the hospital’s catchment is large and there
are, on average, 20,000 regular and long GP consultations
every day in South Australia. One additional patient per
hour represents just 0.036% of the total GP consultations,

average
number
patients in the queue
waiting
(hours)

time

in

1

2

3

4

1.2

8.0

17.6

28.9

overall

0.07

0.79

1.78

2.90

if discharged from the ED

0.10

0.85

1.88

3.04

if admitted to a hospital bed

0.11

0.89

1.91

3.07

average number of
patients in the queue

increase in the average time in ED
(hours)

Table 2: Change in performance measures arising
from additional patient arrivals during Monday to
Friday between the hours of 8:00 am and 6:00 pm

Future Model Use
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0

1

2

3

4

9.1

10.3

17.1

26.7

38.0

Many challenges exist in using modelling to study health
system, as discussed previously by others (e.g., Fone et
al., 2003). However, due to the scope of this paper, we
focus our discussion to the following subset of challenge
identified across the course of our work. These include:


Data structure – the data used for modelling was
not designed with the development of a DES
model in mind



This has made it difficult to accurately extract
and capture all the desirable aspects of the
hospitals behaviour, particularly in relation to
when decision were made and subsequently
acted upon, and when resources were assigned to
the patient.
Data cleanliness – there had also existed issues
with using the hospital’s historic data. Numerous
inconsistencies in the recording practice for the
data and erroneous entries had made accurate
extraction difficult. It is difficult to pinpoint a
reason for these inconsistences, as they could be
symptoms of natural human error, poor uptake
of recording policy in the hospital, or even a side
effect of the system being under stress. This
issue of data-cleanness is further compounded
by changes in the quality and type of data being
recorded, as priorities within the hospital often
change.



ED

overall

5.6

5.7

6.4

7.4

8.5

if discharged from the
ED

4.5

4.6

5.3

6.4

7.5

if admitted to a hospital
bed

7.6

7.7

8.5

9.5

10.7

Table 1: ED performance measures and the effect of
increasing patient arrival during Monday to Friday
between the hours of 8:00 am and 6:00 pm
while four additional patients per hour represent 0.143%
of consultations. Furthermore, as the government policy

Waiting time and Bed occupancy implications
arising from changed bed use;
Waiting time and Bed occupancy implications
arising from altering policies and work practices;
and
Implication of changes to the age mix of
patients.

Challenges of Modelling Patient Flow

Number of Additional Patients Per
Hour
of

additional

It is currently planned that the model will be used to
investigate, among other things:

Analysis of Change Impact

Performance measures

Number
of
Additional
Patients Per Hour

Performance Measures
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The double edge nature of multi-disciplinary
teams whose members do not share the same
professional language (technical jargon) and
culture but possess complementary knowledge
and skills.
 Wariness of some groups as to where and how a
simulation model may be used, hence hesitation
in up taking modelling practice.
The last two challenges represent an interesting but
important issue in regards to managing collaboration and
communication during and after the modelling process.
A more in-depth discussion on this issue was presented in
a separate paper (Mackay, et al. 2013). However it is
worthwhile noting the value of an animated graphical
illustration of the process modelled in addressing this
issue. In particular the authors have experienced larger
level of buy-in both with collaborators, peers and other
non-affiliated health professionals when a visualisation
has been presented.
Further to the above four points, while the DES patient
flow model may be useful in describing the current
system or testing proposed changes to the system, such as
wait times and occupancy levels, it must be recognised
that we are modelling only a small aspect of the patient
journey, both within the hospital and beyond the hospital.
As hospitals are merely a cog in the health care system,
albeit a significant one in terms of resource cost, key
changes that may affect patient arrivals cannot be
modelled easily. For example, it is understood that
primary health care service provision, and access to
nursing homes and home care services for patients being
discharged are important factors affecting hospital
demand and occupancy levels (Patrick 2011). The fact
that different jurisdictions are responsible for the
collection of data across different services (e.g., general
practice data) or that there are many providers (aged care)
that patients may use means that data is not necessarily
available for the inclusion in the model or is more
difficult to access. Consequently, while the model can be
used to aid some decision-making, it is evident that it is
not suited to facilitating all decisions that might affect
patient arrivals, wait times or occupancy levels,
especially when health care management issues beyond
the hospital are involved. Agent-Based multi-method
modelling has been advocated as an emerging method
with great potential for hospital simulation modelling
(Gunal 2013). Fortunately AnyLogic facilitates multimethod modelling (Borshchev and Filippov 2004), and
the DES approach could be integrated with system
dynamics and agent based approaches to develop more
accurate and useful models.

6.

Conclusion

Modelling hospital patient flow process is highly
challenging due to the inherent complexity and
uncertainty in each step of the process. It has been shown
that discrete event based simulation models of patient
flow can help to identify and demonstrate problems in
hospital operations and subsequently to provide “what-if”
analysis and identify solutions for improvement.
Although the model is developed for FMC, the
methodology outlined here is generic enough to be
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adapted for other hospitals. Advanced software based
simulation modelling has the advantage of shorted cycle
time for model development, as well as appealing
animation of the process dynamics for communication of
model results. Close collaboration with hospital staff is
vital to the correctness and usefulness of a model, which
ultimately will make the difference of whether it can be
put to good use in hospital operation improvement and
patient flow optimization.
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Abstract
The Internet-era has given rise to a global increase in
information availability and coupled with technologies
that allow data to be produced at an exponential rate; a
maelstrom of data, information and potential for new
knowledge now exists. This has huge implications for the
clinical and biomedical sciences in the post-genomic era
where whole genome and exome sequencing technologies
are increasingly prevalent and producing copious amounts
of sensitive data at an unprecedented rate. This deluge of
information is both a challenge to researchers and to
clinical care providers as well as an opportunity. To tackle
this, many biomedical research communities focus on
subsets of information through establishing targeted
disease registries consisting of clinical (phenotypic)
information on patient cohorts. These registries are often
used for targeted recruitment to clinical trials and studies.
One such example of this is the European Network for the
Study of Adrenal Tumours (ENSAT – www.ensat.org),
which has established an extensive range of deeply
phenotyped information on patient cohorts with different
adrenal tumour subtypes. This resource is used to support
a portfolio of clinical trials covering international phase 1
to phase 4 studies. One of these is the EURINE-ACT
study. In this paper we focus specifically on the data
quality issues that have arisen in ENSAT and the
demands of studies such as EURINE-ACT. We identify
future steps that are to be taken to improve the data
quality including automated data quality assessment
scores and user community feedback assessment.
Keywords: Disease Registries, Clinical Trials, Data
Quality.

1

Introduction

Biomedical research and research breakthroughs that are
achieved should ideally lead to improvements in clinical
care across the population. However there are several
___________________
Copyright © 2015, Australian Computer Society, Inc. This
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hurdles that must be overcome in ensuring that this is the
case (Khoury et al. 2007). Firstly, the exponential growth
of biomedical findings and web-based information more
generally is reaching a tipping point. New approaches and
new technologies encompassing the omics landscape
through to whole genome and exome sequencing are
increasing the body of information at an unprecedented
rate. There are multitudes of research avenues being
pursued across the biomedical landscape that make
raising awareness of specific results especially
challenging in the large. To tackle this and ensure that
focused results are garnered that can/should be
translatable, targeted registries and clinical trials focused
on specific problems and/or targeted disease areas that are
relevant to a much smaller communities represent one
approach to overcome the data deluge. However disease
registries and clinical trials depend on data and especially
data quality. The increased used of Web-based systems
allow capturing data across multiple centres and often
across multiple countries, however ensuring the overall
quality and completeness of the data is often a challenge
(Buchan & Bischop 2009; Prokosch & Ganslandt 2009).
This issue is relevant to all research disciplines but is
magnified in the health sciences (Chen et al. 2011). Being
able to trust data and the analysis of data is essential and
can have major repercussions if ignored (Venet et al.
2012). Because of the increasingly diverse and complex
range of medical research areas, translating research
results into actual clinical settings is a major challenge.
While some of these challenges are based on policies and
translation of proven research outcomes, a further
challenge is a technological one covering both
bioinformatics and medical informatics (Payne et al.
2009; Sarkar 2010; U.S. Department of Health and
Human Services & Food and Drug Administration 2005).
Whilst bioinformatics provides the tools and algorithms
that can be used to support data processing, integration,
analysis and visualization across clinical genomics,
genomic medicine, pharmacogenomics and genetic
epidemiology (Sarkar et al. 2011), the repeatability of
bioinformatics results is often challenging. This is
exacerbated by the amount of web resources dealing with
omics data increasing exponentially and the lack of
documented/proven approaches for bioinformatics tool
chains that have been shown to work at the level of
accuracy demand for transfer of results into a clinical
setting. On the other hand, medical informatics can be
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used to support a range of tasks that can be used to
capture and process phenotypic/clinical data, e.g.
electronic Case Report Forms (eCRFs) and patient-based
disease registries (Brandt et al. 2006). However again, the
abundance of web-based resources makes the derivation
of knowledge that can be translated into a clinical
environment non-trivial, and importantly the overall
quality measures of such resources need to be
systematically understood and ideally, empirically
measurable. The combination of bioinformatics and
medical informatics should decrease the translation
turnaround time of new developed medical entities
(treatments, drugs, diagnostics) from the lab to patients
(Sarkar 2010; Woolf 2008). However over the last years
the development of new treatments has decreased, whilst
the money spent on research and development of new
therapies has actually increased (Woodcock & Woosley
2008). Furthermore, up to now new findings in genomics
have yet to show an increase in late phase clinical trials
(Clinical Research Society 2014; Green & Guyer 2011).
Currently an average drug development costs of the order
of US $1 billion and the associated development time
takes around 10 years. Only 15% of new therapies even
get into phase 3 trials and 50% of the novel therapeutics,
that pass this barrier actually get approved (Ledford
2011).
For research to move into clinical settings it is
essential that every genomic and associated medical
development must be unambiguously demonstrated –
typically in a late phase clinical trial to show evidence of
the effectiveness and efficacy of the new result (Green &
Guyer 2011). Often a comparison trial against the Gold
standard test (diagnostic study) or standard of care
treatment (therapy trial) vs a new diagnostic tool or a
placebo must be conducted (Vaidyanathan 2012). The
ability to rapidly support trials and studies and ensure the
overall quality of data that is collected is essential in this
context. New methods in clinical research must be
cheaper, faster, more adaptable and more in tune with
genomics (Ledford 2011); clinical information must be
observed in relation to genotype data; biomarkers across
study populations need to be shown (or not!) that they
lead to new stratified study designs or biomarker trials
(Jensen et al. 2012). In all of these, primary hurdles to be
overcome include improved data validation processes to
achieve rapid knowledge transfer between the research
environment, the laboratory and ultimately to
hospital/clinical care environments and patients
(McShane et al. 2013).
To obtain new conclusions for novel medical
hypotheses, multi-center clinical trials are often needed,
but more often than not they don’t show definitive
outcomes (Dechartres et al. 2011) but are sensitive to the
studies and the way in which statistics are undertaken. In
addition to the benefits of an increased sample size and
associated improvements in the statistical power leading
to better outcomes, multi-center trials enable
heterogeneity of the performance and thereby improve
the generalizability of the results (Guthrie et al. 2012).
However multi-center clinical trials also face challenges.
The heterogeneous performance of trials can be impacted
by ongoing changes of the study protocols; by overly
complex protocol designs, and importantly the demands
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for extensive information on patients that has to be of
high quality (Brandt et al. 2006). The idealized trial
should provide a single unambiguous source of
centralized information that allows for all data on the trial
to be analysed using appropriate tools and methodologies.
Ideally these tools should be developed and used in
accordance with Good Clinical Practice (GCP) guidelines
and applicable regulations including quality assurance
procedures of the results.
Quality Assurance (QA) in a clinical research content
is defined as “…all planned and systematic actions that
are established to ensure that the trial is performed and
the ‘clinical’ data are generated, documented (recorded),
and reported in compliance with GCP and applicable
regulations.”
(International
Conference
on
Harmonization 1996). To ensure these aims, several
Quality Control (QC) methods have been developed to
assess and improve the quality and integrity of the
collected data. One of these methods that assess the
quality of trial performances is (Data-) Monitoring
(Campbell & Sweatman 2002; International Conference
on Harmonization 1996). Data monitoring needs to be an
on-going process in QC that continuously aims to
decrease inconsistencies and/or errors (Arts et al. 2002).
Retrospective data quality checks are often impossible to
address errors; missing data may not be possible to
capture again, and the conclusions of the studies may be
invalidated without care and attention to the data
capturing process. Data quality and ensuring quality of
clinical data as an ongoing process is thus highly
desirable.
It is relatively easy to insist that all clinical data
should be of the highest possible quality, however for
many research endeavours, the quality of data comes at a
cost. What data can/should be collected for particular
diseases? How important is some data compared to other
data? Should all data be compulsory or can some data be
optional? The more extensive the data set to be collected,
the more of a challenge that exists in ensuring that all
hospitals/sites actually collect this information. The role
of standardization and consensus across the research
community is key here and pragmatic concerns often
need to be adopted.
This paper focuses on one initiative (ENSAT –
www.ensat.org) that has established a unique set of data
resources (https://registry.ensat.org) that have galvanized
an international clinical research community and are
currently being used to underpin an extensive portfolio of
large-scale international clinical trials. We focus in
particular on the lessons being learnt in systematically
measuring data quality and processes put in place to
improve the overall data quality driven by large-scale
international clinical studies.

2

Background to the European Network for
the Study of Adrenal Tumours

The European Network for the Study of Adrenal Tumors
(ENSAT) was founded in 2002 through the merging of
three existing but largely independent, adrenal tumor
research networks in France, Germany and Italy, with
research teams from the UK. The central aim of the
ENSAT consortium was to improve the prediction and
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Figure 2: ENSAT-CANCER Disease Registry (August 2014)

Figure 1: Subset of the Data for an ACC Patient in the ENSAT-CANCER Registry
management of specific types of adrenal tumours. In
particular the community focused on the tumour types:
adrenocortical carcinomas (ACC), pheochromocytoma
and paragangliomas (Pheo/PGL), non-aldosterone
producing adrenocortical adenoma (NAPACA) and
aldosterone-producing adenoma (APA) - all of which are
relatively rare (e.g. for ACC this is 1.5: 1million) and
have typically poor survival rates (Golden et al. 2009;
Kebebew et al. 2006). Through establishing a critical
mass of information on patients with these adrenal
tumour types, ENSAT-CANCER aims to show how a
portfolio of coordinated studies and trials of the genetics
and treatment of adrenal tumour patients can reveal new
molecular mechanisms of the growth of these tumour
types and provide insight into associated clinical research
areas, e.g. their role in hypertension (Beuschlein 2013).
Building on the ENSAT network and the community
of adrenal tumour researchers, the ENSAT-CANCER
project was funded as part of the EU Framework 7
initiative in 2011. At the heart of the ENSAT-CANCER
project was the establishment and support of an advanced
clinical research platform – a security-oriented, webbased virtual research environment (VRE). It was
intended that this VRE would support all aspects of the
collaboration including collection, sharing and analysis of
biomedical data (both physical and digital) associated
with adrenal tumours (ACC, APA, Pheo/PGL,
NAPACA), and the interactions of the clinical and
research communities involved. Already, this VRE has
galvanized a community of adrenal tumour research

efforts across the EU and indeed globally - far beyond the
original ENS@T-CANCER project members. It offers a
rich range of functionality supporting the biomedical and
clinical communities. At present the VRE is used by 53
major clinical cancer centres from across the world
including groups in Europe, South America and Russia; it
offers a consolidated repository of adrenal cancer
phenotypic data from 6191 patients with almost 40,000
clinical annotations (treatments, surgeries, follow up
information etc); it supports advanced biobanking
facilities and is used across over 20 major international
clinical trials and studies (from phase 1 to phase 4 clinical
trials often involving cohorts of several thousand
individuals). Targeted recruitment to and data transfer
to/from these studies are essential to support.
It is important to note that prior to ENSAT-CANCER,
adrenal tumor information was located in isolated
national (and/or individual hospital) repositories of highly
valuable data invisible to the vast majority of clinicians
and researchers. These included the French COMETE
(COrtico- MEdullo- Tumeurs Endocrines) (Plouin et al.,
2008); the National Italian Study Group on Adrenal
Tumors (NISGAT); the German Adrenal Network
Improving Medical EDucation (GANIMED) (Koschker
et al., 2006)) and the United Kingdom Adrenal Cortical
Tumour network (UK ACT)). The unification and
harmonisation of these resources was key to the success
of the ENSAT-CANCER disease registries (Sinnott et al.
2013; Stell & Sinnott 2012; Stell & Sinnott 2013).
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The ENSAT-CANCER registries include extensive
information covering a broad range of data related to
patients with adrenal tumours (or suspected adrenal
tumours). Figure 2 shows a subset of the information
related to a single patient. Each patient has an associated
set of data/forms collecting targeted information on
surgical
treatments
that
they
have
had;
chemotherapy/radiotherapy treatments and associated
dosages and time periods; the drugs that they have
received through to the availability of biomaterials
(blood, tissue, urine etc.). A key feature of ENSATCANCER is the longitudinal nature of the data sets.
Many patients have extended history of treatments and/or
follow up information. Tracking this and observing
differences in the history and progress of disease sheds
new insight into the treatment and management of
patients – factoring in both the disease itself (and its
stage); the treatment regimes that the patients are
undergoing and the demographic and genetic uniqueness
of the patient themselves.
Ideally all of the data collected in the registry would
be of the highest possible quality. To ensure these data
validation methods should be implemented as core
elements of research database management systems,
ideally with unified and standardized tool support. These
tools must be mature, validated and interoperable. For
many registries, important criterion can/should also be
considered: imaging support, biomarker support, -omics
analysis and bridges between experimental and clinical
research data (Demotes-Mainard & Kubiak 2011;
Ohmann & Kuchinke 2009).
Validation methods need to assess data quality, which
will typically consist of data accuracy, data
comparability, data timeliness and the overall registry
completeness. This should be in accordance to published
(accepted) frameworks with added focus in record
eligibility and timeliness of the patient status (Arts et al.
2002; Baigent et al. 2008). For clinical data registries, the
following criteria are some of the important issues to be
able to assess the overall quality of data:


the data is actually entered consistently for all
patients, i.e. there is a measurable degree of
completeness of the data;



the data is entered correctly from a syntactic
perspective, e.g. for fields where an integer was
expected, an integer is actually given;



the data is believable, e.g. the date of birth is not
in the future and/or treatments are not given after
the date of death;
the data is semantically and scientifically
believable, e.g. a pregnancy status of true is not
possible for males;
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the data is regularly updated and tracks the
clinical disease progression for the patients, i.e.
for many conditions it is the longitudinal change
in patients undergoing treatments that are
essential to understand;



the data incorporates the most recent information
from the patients;



the data is comparable with other records, e.g.
when considered with other data sets in the

registry for patients, outliers may be an indicator
of errors that have been made with data entry;
 the data is actually useful!
Many of these issues can be enforced directly by
software-driven data validation during data entry, e.g.
dates in the past or in the future that cannot be possible.
Indeed ensuring the syntactic validity of data entry is a
measure of good software engineering practices. Many
simple non-scientific data quality checks can be defined
and enforced, however more detailed scientific data
quality checks are challenging and typically require
depths of domain knowledge. This is further exacerbated
by the discrepancies and practices between sites: welfare
systems and financial support vary between countries;
treatment regimes can vary between sites; responses to
treatment may vary between individuals - hence the need
for registries such as ENSAT-CANCER. As a result,
many of the data quality mechanisms identified above are
more complex to define, deliver and enforce merely
through software engineering checks. Furthermore, in
complex registries like ENSAT-CANCER, demanding
the first bullet point (data completeness) can be
challenging from a range of criteria. Different centres
collect different clinical information as part of their
routine clinical care; some centres have a single data
entry person whilst others may have multiple data entry
personnel. The final bullet point (usefulness of the data)
is arguably the most important point of all. There are
many dimensions to usefulness that could be considered.
One of the core ways that is considered in ENSATCANCER is the use of the data for recruitment of patients
into targeted clinical trials. To discover new patterns and
conclusions in biomedical research clinical trials depend
explicitly on the quality of the data and empirically
measuring its overall quality (Shah & Tenenbaum 2012).
The ability to use data directly from the registry into
clinical studies is thus highly desirable.
In this context work was undertaken to explore the
quality of the data in the ENSAT-CANCER registry both
with regard to the registry itself as well as its utility to
meet the needs of targeted clinical trials. A major clinical
trial that was used as the basis for this work was the
EURINE-ACT study.

3

Case Study on Data Quality to Support the
EURINE-ACT Clinical Trial

EURINE-ACT is a prospective longitudinal multi-centre
diagnostic trial within the ENSAT-Consortium. The aim
of this trial is to develop tools for accurate differentiation
between malignant and benign tumours, to improve the
early detection of recurrence of ACC and to better
understand the biological processes that take place that
lead to hormonal excess in adrenal tumours. The machine
learning based approach to determine benign from
malignant tumours from urine samples is described in
(Arlt et al. 2011). Working is currently ongoing at the
University of Melbourne to extend these algorithms to
utilise both High Performance Computing facilities and
Cloud-based resources. EURINE-ACT focuses on both
patients with ACC and patients with benign lesions
(NAPACA). To receive a prediction of the likelihood of
an adrenal tumour being benign or malignant,
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biochemical profiles of all relevant steroids are measured
from 24-hour urine. The trial includes all patients with
presence of an adrenal cortical mass and subsequently
clusters them into three different categories (ACC,
NAPACA, indeterminate). Figure 3 illustrates the data
flow from the ENSAT-CANCER registry to the
EURINE-ACT study.
A systematic centralized data monitoring was
undertaken to review the data completeness (DC) and
data accuracy (DA) of the EURINE-ACT study based on
the data derived from the ENSAT-CANCER registries.
That is, for those groups and sites contributing relevant
clinical data to the ENSAT-CANCER registry, i.e. data
on patients that meet the inclusion criteria for EURINEACT, what was the overall quality and accuracy of the
data that was contributed? This work involved the visit of
eight centres contributing to the ENSAT-CANCER
registries across Europe.

Figure 4: Example Items and Values of a DQS
processes. This might result in the need for local training
requirements for example. Where all sites have low DC
for certain data items, this can be an indicator that this
data item is not worth keeping in the registry or the sites
don’t know that the item is mandatory for the trial. Often
the reasons for incomplete information can only be found
through a local investigation of data processes (on site
monitoring). A rigorous evaluation of data completion
was undertaken for those data items that were identified
as essential for the EURINE-ACT study. The analysis
was performed for both ACC and NAPACA records and
the results shown in Figures 5 and 6.

Figure 3: EURINE-ACT Data Flow
EURINE-ACT had numerous explicit requirements
on the data required in the ENSAT-CANCER registry.
All of this data was defined and supported in the data
model of the ENSAT-CANCER database, but as shown
in Figure 4 it was often the case that these data sets were
not given. Here ACTH is a hormone that is measured
during a Dexamethason Test (DST), a test that checks if
an adenoma is hormone secreting (Nieman 2010). It is
recommended to perform a DST in every patient
including those patients with suspected ACCs (Terzolo et
al. 2009). Figure 4 gives the example where a data entry
person entered the value ‘Not Done’ for ACTH. An
entered value can be defined as complete. But ACTH is
an important criterion for external judgment about the
behaviour of adrenal masses and can provide additional
information regarding routine care. Figure 4 also shows
whether imaging was undertaken. Similarly whilst
completing the data requirement for CT Density ‘Not
Done” this is not clinically accurate information.
DC shows whether all necessary clinical information
is entered into the registry. It does not measure/record
whether the entered data is actually correct. Rather it
gives information regarding the rigour of performance of
data collection and the assiduousness of data entry of a
researcher/research centre. When DC is low, critical gaps
need to be identified in the data collection and data entry

Figure 5: Overall ACC DC
The DC of ACC records show a lack of pathology
information. It is assumed that every patient without
metastasis will undergo surgery and therefore will have
information about the tumour tissue. A simply
plausibility check was added, if the item ‘Distant
metastasis’ is ‘No’, then the Weiss score (a cancer score
based on several histopathological criteria), and the Ki67
score (a molecule detected in growing cells that can be
used to gain an understanding of the rate at which the
cells within a tumour are growing) must have entered
values. In 193 patients without a spread of cancer cells,
only 68% of pathology information was entered. Nearly
all records showed no information about imaging.
Benign lesions (NAPACA tumours) are required to
have imaging information. The entered values must
therefore reflect this decision, so that an external reviewer
can make a similar judgment based on the entered
characteristics. In comparison to ACC records, the
relevant EURINE-ACT data for NAPACA records show
a better overall completeness level, however mandatory
items about the detection of the tumour are still missing
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person not having this information at the time of data
entry, or their lack of rigor or a variety of other possible
causes.
Based on the analysis of the ENSAT-CANCER data,
it was discovered that just around 50% of all entered
NAPACA records could be confirmed as eligible for
EURINE-ACT. However the majority of records did not
include information about imaging characteristics.
Additional problems also appeared in patients, who
underwent surgery, e.g. there were only 15 of 28 records
information about pathology given as shown in Figure 8.
Figure 6: Overall NAPACA DC
in every third case. Indeed the completeness check
indicated that in nearly 30% of all patients no DST was
performed nor it was not entered.
DC is an important aspect of data quality. Data quality
is a combination of DC and DA. DA is a further criterion
for the calculation of data quality for EURINE-ACT and
it is important to determine whether the record meets the
eligibility criteria for the study. The detailed data flow for
patients EURINE-ACT is outlined in Figure 7.

Figure 8: NAPACA Eligibility Calculation
The analysis from the specific sites contributing to
ENSAT-CANCER has illustrated a diversity of DA
(completeness and meeting the criteria for eligibility).
The DA score in Table 1 defines how many records from
the ENSAT site records could be confirmed as actually
eligible for NAPACA EURINE-ACT. The arithmetic
mean of both values generates the data quality score
(DQS). Centres with less then ten NAPACA records
where not shown in this calculation, but considered in the
total calculation.

Figure 7: Eligibility Conditions that apply on
NAPACA Records
Figure 7 describes how for a NAPACA record, the
biomaterial must be received at the EURINE-ACT central
processing / analysis site (Birmingham) and stored in the
biobank. If this condition is met, then it is required to
check that imaging information is also given in the
patient (registry) record - this can be a CT scan, MRI
scan, PET scan or X-Ray (Blake et al. 2010). The next
check is whether the patient underwent surgery. If this is
the case, it is important to identify whether this was
marked as an Adrenal Cortical Adenoma (ACA) or not.
In the case of an ACA, it is mandatory to record
information about the Weiss Score and the Ki67 Score. If
all conditions are met, the record can be confirmed as
eligible for EURINE-ACT. If one or more of these
criteria are not met, it might be due to the data entry
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Table 1: NAPACA Baseline DQS
Table 1 illustrates a diversity of data quality metrics
across different sites (where the Centres on the left use
country code, city codes and where required due to
multiple centres in the same city, an integer). Thus
PLWW2 is Poland Warsaw Centre 2; GRAT is Greece
Athens etc.
The ability to strike the balance between overall
completeness and data quality should be aimed at
encouraging good behaviour of site staff entering clinical
data into the ENSAT-CANCER registry. The more items
demanded in the completeness calculation, the danger of
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potential lower data accuracy score. Alternatively
mandating that all data is compulsory and has to be
completely accurate is often difficult to enforce: many
registries and studies can contain thousands or tens of
thousands of data points per patient. A balance is thus
needed. In this review of ENSAT centres a spectrum of
data quality was discovered.
Through this work, the DQS was reported to every
ENSAT centre at the end of every month. It was observed
that between March 2014 and April 2014 the overall data
completeness increased in the ENSAT-CANCER registry
(Figure 9). It is questionable if this is caused by the
regular data quality reports or by the site visits of
monitors. The motivation of every trial member is still
one of the most important criteria for an improvement of
data completeness.

onsite monitoring is likely to be exorbitant in the longer
term however.
A second model that is being considered is to have
live feedback from the research community on the quality
of the data that has been entered directly into the registry
itself. Wikis, blogs and discussions related to lack of data
or questions about the quality or accuracy of the data
more generally are currently being explored. Key to these
solutions however is to encourage improvements and not
dissuade personnel from their assigned data entry tasks.

4.1

5

Figure 9: NAPACA DC Improvements Mar-Apr 2014

4

Conclusions and Further Work

The ENSAT-CANCER registry has been extremely
successful in establishing a vibrant global research
community working towards a better understanding of the
underlying biology and management of patients with
adrenal tumours. The registries that have been created
(ACC, APA, NAPACA, Pheo/PGL) are used for over 20
major international clinical trials from phase 1 through to
phase 4 studies often involving several thousand
individuals with many thousands of data points per
patient. Many of these trials and studies are linked
directly with the registries and incorporate data feeds
directly from the registry and in some cases, directly feed
data back into the registries. The overall quality of the
registry is essential. This work has shown that work still
exists in further improvements in the data quality of the
registries. Some of these improvements can be achieved
through systematic monitoring and evaluation of data
from sites and exploring processes to help them improve
their local data entry processes.
Work is also ongoing to explore alternative softwarebased models for improving data quality. The first
approach is to provide live information to data entry
personnel. Knowing the completeness of the data that
they are entering in real time is one avenue being
pursued. Benchmarking their data completeness score
against the average for the registry as a whole can help
incentivize them into being more conscientious in their
data entry. Figure 9 above illustrates that feedback to sites
can indeed make a difference. The cost of continuous
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Abstract
The potential benefits of shared eHealth records systems
are promising for the future of improved healthcare.
However, the uptake of such systems is hindered by
concerns over the security and privacy of patient
information. The use of Information Accountability and
so called Accountable-eHealth (AeH) systems has been
proposed to balance the privacy concerns of patients with
the information needs of healthcare professionals.
However, a number of challenges remain before AeH
systems can become a reality. Among these is the need to
protect the information stored in the usage policies and
provenance logs used by AeH systems to define
appropriate use of information and hold users accountable
for their actions. In this paper, we discuss the privacy and
security issues surrounding these accountability
mechanisms, define valid access to the information they
contain, discuss solutions to protect them, and verify and
model an implementation of the access requirements as
part of an Information Accountability Framework.
Keywords: Information Accountability; electronic health
records; eHealth; privacy; information security

1

Introduction

Shared eHealth records (SEHR) have the potential to
improve healthcare by allowing a high availability of
information at the point of care while lowering costs of
maintaining local eHealth records (EHR) systems by
healthcare professionals (HCPs) (Hill & Powell 2009,
Yaffee 2011). However, despite this potential the uptake
of such systems, like Australia’s Personally Controlled
Electronic Health Record (PCEHR) system, has been
slow. Some of the major impediments to the wide
adoption of eHealth systems are patient concerns over the
security and privacy of their information (Chen et al.
2010, Croll 2011, Rodrigues et al.2013) and HCP
dissatisfaction with the systems (Buntin et al. 2011).
Privacy in this context refers to the claim of individuals to
determine when, how, and to what extent their
information is used or disclosed (Westin 1967).
There are currently conflicting requirements between
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 8th Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2015),
Sydney, Australia, January 2015. Conferences in Research and
Practice in Information Technology (CRPIT), Vol. 164,
Anthony Maeder and Jim Warren, Ed. Reproduction for
academic, not-for profit purposes permitted provided this text is
included.

HCPs and consumers (i.e. patients). HCPs desire easy
access to as much medical information as possible to
make well-informed decisions, while patients want
greater control over who can access their information and
how it is used. This conflict is evident in the recent
review of the PCEHR system by the Department of
Health (Department of Health 2014). For systems like the
PCEHR to reap the full benefits that such a shared EHR
system can offer, an appropriate balance between the
requirements of HCPs and patients must be met. In the
current patient controlled model, HCPs are unable to rely
on a SEHR as a complete source of information on a
patient they are treating, and as a result, HCPs might be
discouraged from using such systems (Liaw & Hannan
2010, Garrety & van Teeseling 2012).
To balance these competing requirements, the use of
information accountability (IA), and specifically an
Information Accountability Framework (IAF), in eHealth
systems has been proposed (Gajanayake et al. 2012).
These so called Accountable-eHealth (AeH) systems
create an eHealth environment where health information
is available to the right person at the right time without
rigid barriers whilst empowering the consumers with
information control and transparency, thus, enabling the
creation of shared eHealth records that can be useful to
both patients and HCPs. However, AeH systems have yet
to be implemented and a number of technical challenges
must be investigated before they can become a reality.
Two key components of the IAF are the patient usage
policies and provenance log mechanisms. Usage policies
provide the rules that the framework uses to determine
appropriate use of information, and provenance logs are
the key to holding users accountable for their actions in
the system. While previous work on the IAF has
addressed the use and representation of these
mechanisms, the security and privacy implications of
these accountability mechanisms themselves must also be
considered. Both usage policies and provenance logs will
often themselves contain information that could be
considered sensitive. For this reason, these must be
properly secured from unauthorised access. Additionally,
for provenance logs to serve the purpose of holding
someone accountable, it must be possible to prove they
have not been tampered with.
In this paper, we explore the privacy and security
issues surrounding usage policies and provenance logs
in an IAF for use in eHealth systems. We begin in
Section 2 with an explanation of information
accountability and the IAF, the architecture of a
prototype AeH system, and usage policies and
provenance logs. In Section 3, the security and
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privacy issues and requirements of usage policies and
provenance logs are defined and discussed along with
recommendations and potential solutions. Section 4
covers the implementation and modelling of the
defined access requirements in a prototype of the IAF.
In Section 5, related work is discussed, and Section 6
concludes the paper with a discussion of future work.

2
2.1

Information Accountability Framework
Information Accountability

Information Accountability is a concept that involves
using policies and mechanisms to enforce appropriate
use through after-the-fact accountability for intentional
misuse. IA mechanisms augment, but do not replace,
traditional preventative measures that expect a user to
be authorised to take an action in a system before
attempting to do so. Misuse refers to the unauthorised
access, use, modification, or disclosure of information,
or other use of information that is not for the purpose
for which the information was provided (Privacy Act
1988 Clth, Health Identifiers Act 2010 Clth). The
presence of IA mechanisms is intended to act as a
deterrent for such misuse (Feigenbaum et al. 2011).
Two key parts of access control are authentication
and authorisation. Authentication is the process of a
user of the system verifying a claimed identity, for
example using a password, key, etc., and authorisation
refers to what users are allowed to do in a system
(Stamp 2011). In this work on accountability
mechanisms, we make an assumption that a user has
successfully verified they are who they say they are
through an appropriate authentication mechanism.
We’re interested in holding authenticated users
accountable for their actions within the system.

2.2

Framework model and architecture

In the IAF that was devised for use in eHealth systems,
four types of users are modelled that will be considered in
this paper: data owners (i.e patients), data users (i.e
healthcare professionals) using health information for
legitimate purposes, data users who misuse health
information, and a central health authority (HA) (i.e. a
government agency). In the IAF, patients set information
usage policies on their healthcare professionals, as
opposed to assigning usage policies to assets (Grunwell et
al. 2013). They are able to grant or limit access to their
health information with a HA in place to guarantee that
HCPs always have the access they need to provide
appropriate care without hindering the patient’s privacy.
Transaction logs of all activities on the system are kept
so that information users can be held accountable. The
entries in the logs contain information on whether the
information access was policy-compliant, the date and
time of the action, which HCP performed the action, and
the context of the action (i.e. whether it occurred during a
patient visit, emergency, consultation, etc.) (Grunwell et
al. 2014). However, as opposed to just providing audit
logs of information access, an AeH system using the IAF
actively monitors all actions taken in the system for
potential breaches of policy and provides notifications to
both the patient and the relevant HA, as well as providing
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patients with a user-friendly way to interact with these
logs.
If possible misuse of a patient’s health information is
detected by the system, the patient is able to lodge an
inquiry asking for the HCP to justify their actions. The
HCP must then provide an explanation that justifies their
need to access the relevant information. The system then
uses a semantic reasoner with appropriate rules defined
by a HA along with the context of the information access,
usage policies, and the HCP’s justification to determine
whether misuse occurred and further investigation is
required. If the system determines the justification
provided by the HCP is not a valid reason to breach the
patient’s information usage policy, the HCP can be held
accountable for the ramifications of their actions.

Figure 1: AeH prototype architecture (Grunwell et
al. 2013)
A prototype of the IAF in an AeH system has been
developed as a sample Web-based electronic health
record system (Grunwell et al. 2014). The system
provides patients with the ability to set access policies on
their HCPs, review access logs for their EHR
information, submit inquiries for potential misuse, and
review responses from HCPs. It provides HCPs with the
ability to access their patient’s EHR information, and
respond to inquiries into potential misuse from their
patient to justify their actions. Various case scenarios
were devised to demonstrate and validate the
functionality of this prototype AeH system.
The architecture of the prototype system and the
process flow between users and services is shown in
Figure 1. The major components of the prototype are the
policy aggregation service, access control service,
transaction logs, and the semantic policy reasoner
(Grunwell et al. 2014).

2.3

Usage policies

One of the technical challenges when implementing AeH
systems is representing and manipulating usage policies
(Gajanayake 2013). As a solution to this problem, in the
IAF we adopted an Open Standard Digital Rights
Management (DRM) technology, specifically the Open
Digital Rights Language (ODRL) (ODRL Initiative
2012), to represent information usage policies. Other
similar policy languages include the Extensible Access
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Control Markup Language (XAML) and Enterprise
Privacy Authorization Language (EPAL). ODRL was
chosen as the policy language because it is independent
of implementation constraints and is capable of
expressing a wide range of policy-based information.
Figure 2 shows an example policy for a sexual health
specialist’s access to a patient’s record that gives them
access to the patient’s EHR while restricting their access
to the patient’s mental health history.

Figure 2: An example access policy represented in
ODRL (Grunwell et al. 2014)

These logs provide provenance of the data in the system.
Provenance refers to the casual relationship between data
and events that explains how it came to be in its current
state (Miles et al. 2008). With the presence of such logs,
the provenance of the data can be compared to usage
policies to determine if an action complied with those
policies (Aldeco-Perez & Moreau 2008). In the IAF and
the developed AeH prototype, the framework logs all
information access by HCPs, and these logs are made
available to patients in a user-friendly format which
they can review at any time. When a HCP makes an
invalid access request, the system notifies the patient of
the potential misuse of their eHealth information.
The information contained in the log entries includes
which HCP accessed the information, the date and time
of the event, the purpose or context of the information
(i.e. patient visit, consultation etc.), and whether the
access to that information was policy-compliant. When
viewing log entries for access events that have been
determined to be potential misuse, patients are given
options to either mark the access request as OK if they
are satisfied the HCP was not misusing their
information, or submit an inquiry requesting the HCP
justify their actions.
Figure 3 depicts an ODRL representation of a log
entry. Each log entry captures the usage policy as it was
at the time of the information access event. This is
important in order to provide the system’s reasoner and
the patient with appropriate context for deciding
whether misuse may have occurred.

3

Security and privacy requirements of
policies and logs

In this section we define the information available in the
usage policies and provenance logs, risks associated
with this information, valid access to this information,
and issues and challenges of securing them.

3.1

Figure 3: A transaction log entry represented in
ODRL (Grunwell et al. 2014)
Patient policies are aggregated with usage policies set
by the HA. Conflicts between the HA and the patient
policies, where the patient tried to restrict access to
information the HCP requires to provide appropriate care,
are kept track of in the resulting amalgamated policy. By
doing so, the system can provide a warning to HCPs
accessing information that the patient prefers they did not
view, allowing them to take extra care to inform their
patient of why they require access to that information.
Likewise, it must be made explicitly clear to the patient
that the HCP will still be able to access information they
tried to restrict.

2.4

Provenance logs

One of the key components of accountable systems is
policy-aware transaction logs (Weitzner et al. 2008).

Information contained in usage policies
and audit logs

Table 1 lists the information available in the usage
policies and audit logs. As provenance logs capture the
current state of the usage policy at the time of the events,
they contain all the information contained in the usage
policy in addition to details of the event.
A patient’s health record contains sensitive
information, the disclosure of which can cause significant
repercussions to the patient (Appari & Johnson 2010).
Patients may consider some of their health information to
be more sensitive such as their mental health history or
sexual health history. The information in the usage
policies may reveal some details about such sensitive
information, which could be damaging to a patient if
made public. If disclosed they can reveal which HCPs the
patient sees for treatment, the types of treatment the
patient is currently receiving or has received in the past,
and the types of data available in the patient’s health
record. Revealing that a patient is seeking treatment from
a mental health specialist, for example, may be a
significant concern for some patients and in some
situations could potentially cause socioeconomic issues
for them.
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Information type

Usage

Provenance log

Patient identifier

X

X

HCPs patient has sought treatment from

X

X

Health area of HCPs

X

X

Health area of data accessed

-

X

Time of information access

-

X

Location of information access

-

X

Purpose of information access

-

X

Table 1: Usage policy and provenance log information
The main risks associated with the usage policies and
provenance log information in the IAF surrounds
unauthorised access to the information they contain,
unauthorised modification of usage policies, tampering
with provenance logs, and the possibility of information
users to deny they performed an action in the system
after-the-fact.
Weak authentication on the part of a patient of HCP
(i.e. weak/leaked password, leaving a logged in session
unattended etc.) could lead to the unauthorised access of
some of the information they contain, which is why
strong authentication mechanisms and training of users is
essential, but is currently out of the scope of this work.



Patient: The patient should always be able to
access the log entries for their health record.
They can review these logs at any time, and
submit inquiries for events identified as potential
misuse.



Healthcare professional: The HCP should be
able to access specific log entries for their
patients regarding their own access to that
patient’s data. The specific entries should be
viewable to them when they receive an inquiry
requesting that they justify why they needed to
access the relevant information in the given
situation.

3.2



Valid access to usage policies

Within an AeH system, a patient’s usage policies can
only be viewed or modified by a limited number of users
in specific situations. Breaking up users into patients,
HCPs, and the HA, the following defines what constitutes
valid access to usage policies:


3.3

Patient: The patient should always be able to
view and modify their usage policies. They can
change their usage preferences in these usage
policies at any time.



Healthcare professional: The HCP should not be
able to modify or view patient usage policies
directly. They will, however, be informed of
their access level to the information they request
in a patient’s record.



Health Authority: The HA will need to be able to
view the usage policies of a patient for the
purposes of investigating potential misuse
detected by the system. They will also need to be
able to verify the integrity of the usage policies
and the history of who has modified them. The
HA will not be able to modify an individual’s
usage policy, but can set default policies that
may override a patient choice to ensure all
necessary information is available to the relevant
HCP in order to provide adequate care.

Valid access to provenance logs

In a similar manner to a patient’s usage policies, access to
view provenance log entries for a patient’s health record
is restricted depending on the type of user and their
relation to the log entry. Once again in terms of patients,
HCPs, and the HA, the following defines that constitutes
valid access to provenance logs:
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Health Authority: The HA will need to be able to
access the logs of any patient for the purposes of
investigating potential misuse detected by the
system. They will also need to be able to verify
the integrity of the log entries and usage policies.
It is important to state that no user should be able to
modify the existing contents of the log entries under any
circumstances.

3.4

Non-repudiation

Due to the central role provenance logs play in
accountable systems, it is crucial that they are correct and
not alterable (Snodgrass et al. 2004). In such systems, it
must be possible to detect if the logs have been tampered
with in order to provide non-repudiable evidence of all
actions (Haeberlen et al. 2007). Additionally, as
previously stated, the provenance information in these
logs can itself contain sensitive information that must be
protected (Davidson et al. 2011).
In a similar way, usage policies must only be alterable
by the patient or an approved delegate, and it must be
possible to prove they have not been tampered with.
Tampering with a usage policy could result in
unauthorised access to a patient record that would be seen
as valid by the system and would be included in the
provenance logs. Appropriate methods of securing and
ensuring the integrity of these usage policies in addition
to the provenance logs are an essential part of designing
AeH systems.

3.5

Securing usage policies and provenance
logs

There has been a lot of research in the area of preventing
tampering of audit logs through cryptographic methods
(Holt 2006, Snodgrass et al. 2004, Haeberlen et al. 2007).
A key requirement of tamper-proof logging methods is
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Figure 4: Provenance Log Access Control model

Figure 5: Log data automata model
ensuring the forward security of the logs, that is if an
attacker gains control of our system, all logs captured
prior to the compromise cannot be tampered with and so
any attempt to modify or remove them can be detected
(Yavuz et al. 2012b, Sinha et al. 2014). It is also
important that the selected method is append only, and
the system can detect deletion of log data.
Secure logging mechanisms often use either
symmetric primitives or Public Key Cryptography (PKC)
schemes. One way of ensuring the integrity of log entries
with forward security is through the use of hash chains,
where a different key is generated for each log entry to
generate a hash-based message authentication code
(HMAC) that is used to verify the integrity of the entry
(Sinha et al. 2014). Yavuz et al. (2012a) devised a digital
signature scheme called Blind-Aggregate-Forward (BAF)
which can efficiently create publicly verifiable, forwardsecure signatures to verify the integrity of audit logs.
Likewise, the Log Forward-secure and Append-only
Signature (LogFAS) logging scheme enables more
efficient verification of logs as compared to other PKCbased mechanisms which are often computationally
expensive (Yavuz et al. 2012b).
Similar techniques can be used to ensure the integrity
of patient usage policies with forward security for each
modification of the policy by the patient. Each
modification of a patient usage policy should also
produce a log entry of the event.
It is also important to implement appropriate backup
procedures of logs and policies to prevent corruption and
further ensure their integrity. These backups must be

treated with the same concern for privacy and security as
the main storage of the logs and policies with the
appropriate mechanisms in place to protect them (Ko et
al. 2011).

4

Prototype Implementation and Modelling

Access to provenance log entries and usage policies as
defined in Section 3.2 and Section 3.3 was implemented
in the IAF prototype described in Section 2.2 for
verification as part of the AeH system.
The requirements for access to log entries were
implemented in the framework prototype. The service
first checks the user for their current role (patient, HCP,
HA representative etc.), allowing the HA access to any
log entry in order to fulfil their role. Then, if the user is
not the HA, the user requesting the data is checked for
their relation to the log entry using the entry’s metadata,
checking whether they are the owner of the log entry (i.e.
the patient whose health record was accessed to create the
log event), or in the case of HCPs if they were the “actor”
who took the action the log entry captures and whether
they are required to justify the action taken.
Likewise, the implementation of the access restriction
on usage policies was also added to the system. The
service takes the current user, metadata about the usage
policy, and the action attempted on the policy (read or
write) to determine if the current user should be allowed
to perform the given action on the usage policy. The
owner of the policy will be allowed to both read and
modify it, while the HA will only be allowed to read it.
No other user is permitted to view the policy.
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In addition to implementing the access requirements in
the prototype, the algorithms devised were modelled in
the IAF protocol using UPPAAL. UPPAAL is a modelchecker jointly developed by Uppsala University in
Sweden and Aalborg University in Denmark that enables
the verification of real-time systems that can be modelled
as networks of timed automata (Behrmann et al. 2004).
Its main components are a system editor for creating
models, the simulator that allows you to simulate the
behaviour of the system, and the verifier which analyses
the model’s behaviour.
A simple model of the algorithm for accessing
provenance logs is depicted in Figures 4 and 5. Using the
verifier on this model, we are able to test the defined
access requirements are satisfied. For example, in order to
test that a user is able to view a log entry for their health
record we can use the following query:
E<> (userIsOwner &&
LogAccessControl.LogEntryDisplayed)

This query tests if there is a path through the model
where the log entry is displayed to the owner of the log
entry. The result from the verifier is “Property is
satisfied”, meaning our requirement is met. To test the
requirement that only the owner, HA, or the HCP who
performed action can view the log entry, we first verify
that there is a path in the model where a user who is not
related to the log entry can receive an access denied result
using the following query:
E<> (!userIsOwner &&
!userIsHA && !userIsActor &&
LogAccessControl.LogEntryAccessDenied)

This results in “Property is satisfied”, which was the
desired outcome. Then to verify that there isn’t a path
through the model that would allow a user who is not
related to the log entry to view it, we use this query:
E<> (!userIsOwner &&
!userIsHA && !userIsActor &&
LogAccessControl.LogEntryDisplayed)

This query results in “Property is not satisfied”,
verifying that there is no such path in the model and our
requirement is met.
Using this method of testing the model, we were able
to verify that the protocol met the access control
requirements for the provenance logs and usage policies.

5

Related Work

Due to the sensitive nature of information that can be
contained in eHealth systems, it is essential that access to
that information is appropriately managed. The security
of the stored data, access control and access monitoring
must all be considered when implementing EHR systems
(Rodrigues et al. 2013). In complex domains like eHealth,
the traditional preventive approaches to information
access control that rigidly deny access to users without
appropriate permissions are not enough by themselves,
and as a result a number of researchers have begun
working on augmenting these preventive measures with
accountability (Feigenbaum et al. 2011, Weitzner et al.
2008, Sloan & Warner 2010).
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One of the primary causes for patient concerns with
eHealth systems is information dissemination, and as
such it is important that it is transparent to patients how
their information is used and who it will be disclosed to
both now and in the future (Rahim et al. 2013). Rodrigues
et al. (2013) state that when hosting EHR information,
appropriate security mechanisms must be put in place
while making it transparent to patients how their data is
managed. Transparency is one of the fundamental aspects
of Information Accountability (Weitzner et al. 2008).
A number of approaches to implementing IA
mechanisms have been proposed. Jagadeesan et al. (2009)
attempted to develop a formal foundation for the design
of IA systems using privacy policies to define appropriate
use of information, focusing on using audit logs that can
detect potential policy violations and information misuse.
Weitzner et al. (2008) suggested the use of policies
combined with policy-aware transaction logs and a policy
reasoning capability to enable systems to hold users of
information accountable. Following on from this work,
Sloan & Warner (2010) described the challenges of
implementing accountability systems, both in terms of
social and technical aspects. These studies generally
focus on IA and accountable systems from a general point
of view without consideration for the specific
requirements of eHealth systems. Likewise a study on the
security and privacy implications of the audit logs and
policy information in these mechanisms has not been
undertaken.
International standards for the interoperability of
health systems have been developed including HL7, ISO
27799, CEN 13606 health information, and ISO/HL7
10781. Health Level 7 (HL7 International n.d.) is a set of
ANSI-accredited standards developed to enable
interoperability to support the exchange of health-related
information across heterogeneous systems. The newer
HL7 Fast Healthcare Interoperability Resources (FHIR)
standards framework includes specifications for
Provenance resources that describe how the retrieved
version of a resource came to be in its current state (HL7
International
2014a).
Additionally,
overlapping
information from these provenance resources are included
in the Security Event resources which act as audit logs
(HL7 International 2014b).
The IAF model provides additional information in the
provenance logs than in the HL7 specification, including
capturing the state of the usage policy at the time of the
event. Rather than just providing audit logs, the IAF uses
these logs to actively notify data owners of potential
breaches and provides consumers with a user-friendly
way to interact with these logs. While the HL7
Provenance Resource does include an integrity signature
that can be used for limited non-repudiation, this is
focused on the integrity of a resource received when
exchanging information but does not ensure that stored
logs and policies are not tampered with. Additionally, the
security and privacy implications of these logs are not
explored. This work on security and privacy requirements
for provenance logs could be applied when implementing
the specifications of the HL7 Provenance and Security
Event resources in a system.
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6

Conclusion and future work

Accountable-eHealth systems enable the creation of
shared eHealth records that can be useful to both
consumers and HCPs. By ensuring transparency and
accountability is applied, consumers are aware of how
and why their information is accessed, while HCPs are
able to access all the information they need to provide
care to their patients. As a result, Accountable-eHealth
systems create an eHealth environment where health
information is available to the right person at the right
time without rigid barriers whilst empowering the
consumers with information control and transparency,
thus, enabling a means of reaping the full benefits from a
shared eHealth record.
Usage policies and provenance logs are both essential
parts of accountability mechanisms, but in previous work
on Accountable-eHealth systems, the privacy and security
requirements of their use in an eHealth system had not
been explored. In this paper we have discussed the
privacy and security issues surrounding usage policies
and provenance logs in an Information Accountability
Framework for eHealth systems. The requirements for
valid access to this information have been defined, and
the implementation of these requirements has been
verified in the prototype and through protocol simulation.
Additionally, the risks associated with improper access to
this information has been identified, and possible
solutions to protect this data from both unauthorised
viewing and tampering to ensure non-repudiation have
been discussed.
These requirements and possible solutions can be used
to design more secure AeH systems, and will be
implemented in a more full featured prototype that will
integrate the IAF into an existing EHR system. This fullfeatured prototype will be used in studies to verify the
practicality and suitability of the IAF as a solution to
patient privacy concerns and HCP information access
requirements.

7

References
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Abstract
This paper describes a personal falls monitoring project
using smart phone based tri-axial accelerometry, for
surveillance of elderly people with falls risk living
independently at home. The project relied on
collaboration of three parties to achieve its clinical,
research and technology aims. The results of data
collection during the six month trial period are presented
and analysed here. These results indicate a very high rate
of false positives (94.7%) which would need to be
addressed in future development of the system. .
Keywords: falls, smart phone, personal monitoring.

1

Introduction

Falls in elderly people is a serious public health concern
worldwide especially in the context of aging population
(M. Tinetti et al. 1988; WHO 2007; WISQARS 2013).
With the probability of about one fall each year, falling is
a common phenomenon among community-dwelling
elderly aged 65 and over (Campbell et al. 1981; Hausdorff
et al. 2001; M. Tinetti et al. 1988; WISQARS 2013).
Falling is an important source of morbidity for elderly
people, causing both minor and major injuries. Up to 10%
of community-dwelling elderly people who fall each year
sustain a serious injury such as a fracture and head injury
(Robertson et al. 2001; Sattin 1992). Fall-related serious
injuries can lead to long terms hospitalization, disability,
and mortality (Elkington 2002; WHO 2007). The rate of
serious injuries of fall increases with age (Kingma and
Ten-Duis 2000). In Australia, falling is the leading cause
of deaths due to injuries; mortality from falls is more
frequent than mortality from road accidents (ABS 2012;
Bradley 2013). Fall injury can also be psychosocial,
affecting peoples’ self-confidence and capacity for
independent living (Lord et al. 2007). Moreover, fallrelated injuries in elderly people involve considerable cost
for health care systems. A recent falls report estimated
that the total annual cost of fall-related acute episodes of
hospital care for elderly people was $648.2 million (ABS
2012). The lifetime costs of elderly falls in Australia were
estimated to exceed $1 billion per year (Moller 2003).
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2

Falls Monitoring

Different approaches have been introduced to manage
falls in elderly people. Some of those approaches try to
predict and prevent falls through interventional programs,
for example with multifactorial intervention, exercise,
and vitamin D supplementation (Gillespie et al. 2009);
while other approaches focus on detecting falls during
and after they happen (Day 2013). Detecting a fall after it
happens is of particular importance clinically. There is
direct relation between the seriousness of fall injuries and
the longer time the person remains on the floor following
a fall (i.e., ‘long-lie’) (Wild et al. 1981). Even with no
direct injury from fall, about half of the elderly people
who experience a long-lie die within 6 months (Wild et
al. 1981). More than 20% of elderly people admitted to
hospital following a fall reported a history of a long-lie
(Vellas et al. 1987), and up to 47% of non-injured fallers
were unable to get up from the floor without assistance
(M. E. Tinetti et al. 1993). Therefore, rapid detection and
management of falls in elderly people can reduce the risk
of serious consequences of falls and increase the safety of
independent living for this cohort (Bradley 2013).
Application of tri-axial accelerometry, either alone or
in combination with other technologies such as
gyroscope, has been the most favoured approach for fall
detection (Bagala et al. 2012; Campo and Grangereau
2008). However, many of the studies on this technology
have been done via simulation or lab based experiments.
Application of this technology for detecting falls in
community-dwelling elderly people is a quite innovative
and challenging area in telehealth. It is challenging not
only because fall detection algorithms have typically been
developed and tested based on laboratory experiments and
data (Kangas et al. 2012) [22], but also because using fall
detection technology in real life has its own
sociotechnical complexities (Bagala et al. 2012).

3

Project Description

The Telehealth Research & Innovation Laboratory
(THRIL) at University of Western Sydney (UWS) was
involved in a project managed by the Australian aged
care support organisation Anglicare on monitoring
possible falls in community-dwelling elderly people,
using smart phone based tri-axial accelerometry, in 2012.
A process had been put in place by Anglicare for Aged
Care Assessment Team (ACAT) reviews to be conducted
for an older person when they were hospitalised due to a
fall-related injury, to determine whether they needed care
to help manage their falling risk and if they were
frightened of the possibility of falling and sustaining a
major injury. In some cases, they were referred for
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admission to assisted care facilities. There was no scheme
for active support and assurance of their safety available
at this time, so the elderly could not continue to live
within their own home if the risk of falling again was
high. This motivated Anglicare to initiate a six month
trial to determine whether smart phones could be
effective for surveillance of elderly people with falls risk
living independently at home.
The main objective of this project was to provide data
which could be used to prevent and minimize the
occurrence of falls in the elderly by detecting movement
patterns that indicate potential falls, and changes in gait
that increase the risk of falling. It also alerted a call centre
or carer for possible intervention, if the data indicated that
a participant was becoming unsteady or apparently had
sustained a fall, so that clinical support could be provided
accordingly. At the same time, participants also used the
technology manually to alert their carers of emergency
fall situations.

4 Methodology
The architecture of the project consisted of software to
detect over-acceleration from a waist-mounted device
containing tri-axial accelerometer technology (installed in

informed of falls occurring in a person’s home and
intervene as clinically appropriate. The comparison of
falls and hospitalisation occurred with a non-intervention
group, mainly acquired from past hospital records for an
equivalent period to the trial in the previous year (April to
October 2011).
The fall detecting software (Mediiware InspectLife)
was installed into a smart phone (Samsung i555) with
Android 2.2 operating system and capability to detect
movement using tri-axial accelerometers. The system
was able to detect over-accelerations (> 27 m/s2) due to
PFs and broadcast them to the fall management system
over a GSM digital cellar network. The technology
included an “alarm” functionality that allowed sending
alert messages to the call centre either automatically in
case of sustained fall, or manually through touching a red
touch-button on the device’s touchscreen. Following
detection of PF or EA events, the system also sent SMS
messages to a clinical caregiver (the project coordinator)
for follow up.
A web-based fall management system (InspectLife
Surveillence) was used for listing broadcasted events
despatched by the smart phones (see Figure 2). Each
participant had a personal profile held in the fall
management system database. This profile included the
elderly person’s basic demographic data, important
medical history (including fall history), and a record of all
the sentinel events received from his/her smart phone.
The project coordinator had access to this system and was
in charge of monitoring the received events and handling
them. Four types of sentinel events were recorded in the
system: possible fall (PF), emergency alarm (EA), low
battery, and lost connection. The coordinator contacted
the participants to gather information about each of their
events registered in the system, confirmed if a real fall
had happened, collected information regarding each of
the recorded events, and inserted comments on them on
the subject’s profile.

5
Figure 1. The project architecture.
a smart phone), a communicating mechanisms to transfer
data packets from the smart phone to the fall management
and data storing systems over a network, and a call centre
for monitoring recorded Possible Fall (PF) and
Emergency Alarm (EA) events of the participants (see
Figure1).
The trial ran between May to October 2012. Elderly
participants, who had a diverse range of clinical problems
and disability issues, were recruited through Anglicare’s
‘falls community service program’. The interventions
involved the use of a mobile phone to record and transmit
tri-axial accelerometer readings that would provide
remote falls monitoring data. Alarm thresholds could be
set to alert a call centre or carer for possible assistance in
case of emergencies or to identify at-risk situations. The
raw falls monitoring data and event information was
transmitted and stored in a central repository located at
UWS that could be viewed online via a Web interface.
Through this facility, clinical carers would be better
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Results

The trial provided preliminary data analysis for a number
of falls case studies that provide insight into the
monitoring of tri-axial accelerometer signals and the
detection of real falls in the home environment. 54 people
completed the trial while the remaining participants
discontinued the trial for various reasons.
There were 6 participants who fell and were wearing
their devices at the time of the fall, but no hospitalisation
was necessary as a result of these falls. Among them, 2
participants fell several times each. There were also 7
falls from 6 other participants although they were not
using their devices at the particular time of the falls, and
of these 2 falls resulted in hospitalization. The total
number of fall was 50% lower than the proportion of
participants who sustained a fall in the non-intervention
group for the previous year. The hospitalisation rate of
fallers during the trial was similar in proportion to the
non-intervention group in 2011.
There were 51 mobile devices collecting data, 29 on a
regular basis and 22 on an irregular basis (e.g.
interruptions to service of varying periods). The reasons
for irregular data sending and not sending at all in data
storage were not discovered. One of the possible reasons
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Figure 2. The web-based fall management system.
might be poor network connection due to extensive hilly
area and another one might be inadvertent mobile phone
setting as ‘disable’ for network connection.
Throughout the project a total of 769 events were
detected by the devices and recorded in the web-based
fall management system, of which 456 were PFs and 205
were EAs. Table 1 presents the number of recorded fall
events, and their reasons. 229 PFs were created by a user
who had a rigid hemiplegia. This case was a consistent
user with serious gait problem and an active life that
caused too many events to be recorded. In order to have
more even data, this case was not considered in our
calculations. Of the remaining 227 recorded PFs, only 12
were due to real falls (confirmed by the participants) and
all of them were detected by the device. 7 undetected falls
were reported to the project coordinator and all of them
happened while the participant was not wearing the
device. Therefore, the sensitivity of the device was 100%
(12/12) while its specificity was 5.3% (12/227) with a
false positive rate of 94.7% (215/227).
Types of fall events

# of events

PFs total

456

PFs without the hemiplegic case

227

Real detected falls

12

Real not detected falls

7

PFs without the real detected falls

215

events
Clinically
relevant

Clinically
irrelevant

Reasons

# of

%

39

18.2

Tipping over (stumbling)

33

15.3

Problem with gait (e.g.
due to knee-ache)

29

13.5

Forceful/fast movements

65

30.2

Dropping the device

25

11.6

External acceleration

13

6.1

Unknown problem with
the device

11

5.1

215

100

Total

Table 2. PF statistics, excluding real falls.
Table 3 presents the number of emergency alarms and
their reasons. In evaluating reasons for EAs, it was found
that there were 25 EAs for real emergency requests
recorded in the system. Excluding these real emergency
requests, the most common reason for EAs was bumping
the device against something (62.8%) and then
accidentally touching the touch button (28.9%).

Table 1. The types and number of fall events.
Table 2 presents the number of potential falls and their
reasons. Excluding the PFs of the hemiplegic case and the
real falls, the most common reason for the remaining 215
recorded PFs was ‘forceful/fast movements’ (such as fast
bending down, sitting down fast, rushing, jumping,
walking down stairs) with a frequency of 30.2%. The
second most common reason (18.2%) was ‘temporary
ataxic/losing balance’. An interesting reason was
‘external acceleration’. Such a condition happened in
6.1% of cases when a participant was in the car that hit a
road bump or turned fast. Some PF categories could show
predisposition to fall: these were considered ‘clinically
relevant’ and consisted of 47% of all PFs.

Temporary ataxic/ losing
balance

Reasons

# of
events

%

Bumping the device
against something

113

62.8

Accidentally touching
the emergency button

52

28.9

Unspecified problem
with the device

15

8.3

Total

180

100

Table 3. EA statistics, excluding real emergency
requests.

6

Discussion

The study results show too many PF events were captured
due to various reasons. The falls monitoring device had
one version of application software for all participants.
Ideally the device should have multiple options as
different elderly people suffer diverse medical conditions:
for instance, impaired hearing and vision, gait anomalies.
Also the fall detection device might need to be developed
to be more user friendly, with design considerations
particularly for the elderly. The alarm system is an
important issue for healthcare monitoring as device
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wearers can try to contact caregivers instantly using this
feature. We found from the study that the alarm is
perceived as beneficial to participants but when too many
false alarms are detected it produces ‘alarm fatigue’ for
caregivers and device wearers as well. Although
healthcare monitoring devices are using mainly for
patient safety and quality of care, alarm fatigue is a
serious issue in healthcare settings and it has been
reported that >80 percent false alarm rates can occur in
hospitals (George 2014, Mitka 2013). Therefore
substantial improvement of this aspect is needed, for
diminishing of both false ‘possible falls’ and false
‘emergency alarm’ types of events. In addition to this, the
application software for falls monitoring needs to be
developed specifically for elderly persons, specifically for
falls detection purposes. Design issues include the need
for proper labelled images with clear text and audio
messages, bigger fonts with appropriate colours.
Subsequently users need to receive appropriate training to
use the monitoring devices most effectively.

7

Conclusion

The analysis of the data collected shows that the use of
the smart phone for personal falls monitoring was subject
to a number of limitations, due to both usage and
technology issues. A detailed evaluation of these aspects
has been reported elsewhere (Pirnejad et al. 2014),
explored insight of the trial involved major factors that
affect technology adoption and challenges. A number of
refinements to the system, at both hardware and software
level, would be necessary to ensure robustness. In
particular a means of addressing the large number of false
positives is needed. Additionally, revision to the human
intervention aspects of the process is desirable to avoid
high overhead of staff time in processing the data. This
would require a more sophisticated approach for
detecting
falls,
based
on
more
customised
characterisation of user behavioural patterns.

8
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Abstract
This paper proposes a novel visual analysis technique that
can interactively present complex biomedical and
genomic data and can simplify it by developing a tool
with a 3D graphic engine. We discuss how Unity3D, a
cross-platform game engine and 3D graphics, can help
build an interactive tool with new analysis methods and
functionality. The technique can potentially support the
users in predicting and making fast comparisons among
patients’ medical profiles by visualizing and interacting
large data sets with an overview and in a drill-down and
reverse manner.
Keywords: Visualization, Genomic, Visual analytics,
Acute lymphoblastic leukemia, Unity3D

1

Introduction

Three dimensional (3D) productions are becoming a vital
unit not only in the game industry but also in many other
industries such as architecture, physics, science, and
health in particular. Currently, 3D engines have
accumulated different tools and methods to deal with the
rapid changes in the upcoming and progressive
technologies. Continuous increase in computing
performance makes it possible to create new graphic
contents.

In the health sector, diseases, such as leukemia cancer,
are still under investigation. Every year, an increased
number of studies are attempting to find effective ways to
combat this illness and answer domain experts’ questions
on the data analysis of leukemia patients. The underlying
complexities of the disease are not always clearly
reflected by the clinical presentation or pathological
results. For example, genomic variation, typified by
single-nucleotide
polymorphisms
(SNPs),
have
considerable influence on how humans develop diseases
and respond to pathogens, chemicals, drugs, vaccines,
and other agents (Goronzy et al. 2004). Therefore, the
integration of visual analytics technologies with medical
domain is one of the important approaches to settle
arguments on the best therapy for each patient’s treatment
pathway, such as among children with acute
lymphoblastic leukemia (ALL).
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SNP profiles can be represented graphically in the
form of an “SNP Profile Space” where all SNPs
associated with a specific disease or medical condition
can be collected in a space. The patient’s SNP profile can
then be superimposed on each disease-specific space and
the area covered can be mathematically represented as a
parameter such as “SNP Profile Match” for particular
protocols (Pui, Robison, and Look, 2008). In addition,
visualization tools can make use of the expression values
to determine which of the messenger ribonucleic acids
(mRNA) are expressed only in the tumor sample and that
can help us decide which specific protocol should be used
in the treatment. We could make use of external data
sources, such as the Gene Expression Omnibus (GEO),
and others to get more expression data samples in order to
expand our data set to infer the effectiveness of treatment
(Kern et al. 2004).
This project aims to develop a methodology for
visualizing medical and genomic datasets in 3D space to
allow users to navigate and interact easily. The
researchers present a 3D scatter plot methodology with
more controllable features. The software we developed is
based on the familiarity and success of the conventional
two-dimensional (2D) scatter plot and the power of
commercial video game development engines and 3D
technology. We utilized Unity3D game and visualization
engine1 to provide a smooth and interactive visual
presentation of the information, cross platforms and
screen sizes, and resolutions.
The ultimate goal of this work is to provide a
comprehensive visual analytics methodology and
software for facilitating medical dataset analysis. Further,
we want to help physicians allocate the right treatment
pathway based on individuals’ clinical and bio profiles.

2

Related Works

When computers emerged, biologists showed an
eagerness to exploit this technology. It started with the
work of Ledley and Lusted (1959) when they published
an article in the Science journal in which they encouraged
the adoption of computing technologies in the fields of
medicine and biology. Subsequently, researchers
recorded vast amounts of gene expression and genomic
databases in order to identify new features of cancers that
can be used in diagnostic applications and therapy
methods. For instance, genetic data are usually large and
complex and have complications in the portability of
dimensions. Indeed, this remains challenging from a
visualization perspective (Gotz, Wang, and Perer 2014)
1

http://unity3d.com
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and the discovery and extraction of data and knowledge
(Nguyen et al. 2014).
Yet, the lack of understanding of the enormous
number of genes and their functions and quality and the
search for proper analytical tools forced researchers to
rely on statistical analysis as the backbone in this area
(Catchpoole et al. 2010). However, the focus on the
conversion of biological information to digital data in the
form of statistical tables and charts is still the basic
concept. Nevertheless, visual analysis interaction has
proven a strong factor in increasing exploration and
insight analysis (McLachlan, Wang, and Ng 2008,
McLachlan, Do, and Ambroise 2004). Furthermore, static
visualizations without effective and interactive
mechanisms controlling the visual data mining process
are often unreliable for the analysis and exploration
processes.
The biological information analysis methods provide
reasonably advanced visualizations (Meyer et al. 2010,
Venna and Kaski 2007, Prasad and Ahson 2006). Other
studies show the interdependencies of genes by bringing
gene expression into the context with pathways (Lex et al.
2010), using dimension reduction methods (Cvek et al.
2009) or customized web technologies (Goecks 2013).
These techniques provide effective ways for analyzing
data, but they do not present a deep analysis mechanism
for medical analysts to interactively explore and
manipulate the information. No matter how powerful the
visualization or the visual analytics tools are, they are not
useful if they fail in being interpreted by the domain
experts. Our approach seeks to provide the capability for
viewing patients in the similarity space based on detailed
genomic and gene of interest analysis using overlapping
comparison, and also representing the underlying
biological basis for the disease.
Noticeably, Nguyen et al. (2014) presented a
comprehensive visual analysis approach for analyzing
large and complex integrated genomic and biomedical
data. However, this technique was developed based on
Java 3D, which is a faded-out technology. Our proposed
method will utilize the fast-growing Unity3D platform
that inherits the advantages of the game engine, including
faster rendering ability, better and more realistic graphics,
smooth interaction and the ability to display on various
devices: from mobile devices to immersive screens. In
addition, our technique also provides the ability for
overlaying comparison of genetic property of patients and
re-arranging patients according to a particular property.

3

Data and Similarity Space Calculation

The expression and genomic profiles of 100 pediatric Bcell acute lymphoblastic leukemia (ALL) patients treated
at the Children’s Hospital at Westmead were generated
using Affymetrix expression microarrays (U133A,
U133A 2.0 and U133 Plus 2.0) and Illumina NS12 SNP
microarrays. Each Affymetrix expression microarray has
over 22,000 attributes, and each Illumina SNP microarray
has almost 14,000 attributes. Each attribute is mapped to
a gene, and the value for each attribute corresponds to the
expression levels or genotype for the gene. In addition,
the details (annotations) for each gene are mapped on
separate files.

48

Expression microarrays were hybridized with
diagnostic bone marrow samples and genomic
microarrays with remission peripheral blood samples.
The patients were treated following the Berlin-FrankfurtMunich 95 (BFM95) protocol or the complementary
Australian and New Zealand Children’s Hematology and
Oncology Group Study VIII (Study 8).
Using these datasets, we attempted to develop a model
to predict a treatment outcome by identifying the genes
capable of differentiating patients who survived and those
who did not. To achieve this, we applied an attribute
deletion approach: identifying and removing genes that
are almost certainly not involved in the biological
phenomenon (Gotz, Wang, and Perer 2014). The
remaining informative genes are used to build a 3D
similarity space whereby the distances between patients
in this space are indicative of genetic similarity. We used
the singular value decomposition method, which is a
matrix decomposition technique (Golub and van Loan
1996) [16], to calculate the similarity.

4

Various Aspects
Visualization Tool

of

Building

the

3D

With the biological data being so large and multidimensional, it is very difficult to understand and to make
use of the data successfully. The tool should have the
ability to plot heat-maps using the expression values that
would help to understand the microarray data. The tool
should help us in analyzing multiple patients together and
separating the responder from the non-responders. After
this, we can check for the similarities in the responders
such as the mutations in specific genes or some other
clinical similarity that gives them the benefit of the
treatment. Once we have found the reason for the
favorable response, we should be able to find more about
that factor from the available biological resources.
For example, once we see that a specific mutation of a
gene is common between all the patients, we should be
able to find out the gene sequence, its role, transcripts of
the proteins it codes, the structure of the protein and the
kind of disruption in structure, if any, caused by this
mutation.
The tool can also help us to plot the serum value of a
particular drug/metabolizing enzyme that could help us to
observe the rate of consumption of the drug and when the
drug becomes toxic to the system. Once we know the
gene that is having the mutation, we can also use the
Kyoto Encyclopedia of Genes and Genomes (KEGG)
database to know the pathways in which the particular
gene is involved and how it would affect the overall cell
cycle.

5

Visualization

In the past, microarrays were used exclusively for the
genome-wide analysis of differential gene expression, but
nowadays, their scope of application has been extended to
various genomic features. For example, microarrays’ data
analysis produces a similarity space of the patients based
on their genetic properties. This method was carried out
prior to the visualization so that the interactive
visualization can be performed in real time (Breiman and
Radom 2001).
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In order to present these results in a simple form for
visual analysis by medical experts, we have created an
interactive visualization using a 3D graphic engine. The
interactive visualization is applied to 1) present a
meaningful display of the patient cohort; 2) filter, explore
and manipulate the information; and 3) interactively
provide the details of both original and processed data on
demands. The technical details of the interactive
visualization are presented below.

5.1

3D Graphic Engine

grasp the “big picture” before drilling into the details (see
the 3D model of our visualization in Figure 2).
Displaying the entire visual structure at once allows users
to navigate and analyze any location in the 3D space
across the large structures and makes the exploration of
its specific parts effortless. The tool provides a 3D
projection of the patient’s structure according to its
genetic similarity. Figure 3 shows the genetic similarity
of the patients. Two patients are close if their genes are
similar and, conversely, they are far from each other if
their genetic properties are different.

There are many 3D visualization software platforms
trusted for developing, such as OpenGL2, and scripting
the front end and a user-interface toolkit that has all the
necessary elements. A virtual reality modeling language,
such as X3D3 with scripting capabilities and free viewers
could also be used. A visual programming environment,
called Processing4, provides a prototyping environment
with the ability to use Java libraries. Each software
platform has advantages and disadvantages.

Figure 2. Our 3D Model implemented on Unity3D

5.2

Figure 1. A simple overview of the development process
via Unity3D
We chose a 3D graphic engine (Unity3D) as a
development tool because it uses Mono, which is the
open-source, cross-platform .NET implementation5, and
can run on various devices from small to immersive
environment, so we are not limited to code libraries
supplied by the vendor. Figure 1 shows an overview of
the development process of the platform. Unity3D makes
graphical user interface (GUI) code easy to write,
enabling rapid prototyping, and the workflow for
incorporating assets from other tools. Moreover, Unity3D
can use Direct3D on Windows machines, which allows
users to employ off-the-shelf drivers to see 3D charts
such as scatter plot and even heat map in stereo on
suitable equipments. Using OpenGL, we would have to
code the view from each eye explicitly to produce the
stereo. The challenge in the Unity framework is coping
with low-level control of the Graphics Processing Unit
(GPU). The approach we followed minimizes transfers
between the CPU and GPU.
We built a prototype version of the new 3D interactive
visualization that provides a set of views addressing the
above-described needs. The tool provides the global
overview of the entire patient’s structure, allowing us to

Overview of the Patients

The overview visualization provides a global context of
the entire cohort structure and the relative patient-topatient comparisons. It also allows the analyst to drill into
the details of the relationships. Displaying the entire
visual structure at once allows analysts to move rapidly to
any location in the space. Thus, this requires less effort to
navigate across the large structures and explore specific
parts.
Figure 3 illustrates two distinctive groups of patients
as marked by the dash-line boundaries. The smaller group
mostly contains the deceased patients, whilst the other
group contains patients who responded well to the
treatment and survived the disease. The fact that the
deceased patients are closely located to each other in the
gene space on the figure may support the hypothesis that
genetic properties are essential to determine whether a
patient is likely to respond well to the clinical treatment.
In this figure, the study used 250 features (SNP or gene
expression values) that were identified as best features to
distinguish dead vs. alive using the Random Forest
approach (Breiman and Radom 2001).

5.3

Attributed Properties

Rich graphical attributes are employed to provide clinical
and background properties of the patients. The attributes
are carefully selected based on the feedback from medical
analysts. Particularly, colors are applied in our
implementation to represent the gender, deceased, critical

2

http://www.opengl.org
http://www.web3d.org/x3d
4
http://processing.org
5
http://www.mono-project.com/
3
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Figure 3. Initial view of the patients, where their positions are arranged based on the genetics similarity. Graphical
attributes are also applied to represent important clinician and background information.

Figure 4. Visualizing and navigating stage where a
new arrangement and filtering are applied to show the
important patients.

50

Figure 5. Similarity space bottom by filtering patients
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condition and normal condition of the patients. Other
attributed properties are also employed to illustrate the
background information of the patients. For example, we
use the standard gender symbols denoting whether a
patient is a male ♂ or a female ♀. Deceased patients are
painted with a bold boundary so that they can be visually
distinguished from the surviving patients (see Figures 3–
5).

5.4

Interactive Navigation

Interactions have been applied to the visualization in
following the modified Keim’s visual analytics mantra
(Nguyen, Simoff, and Huang 2010). The patients’
positions can be adjusted interactively while responding
to new knowledge or discovery of the domain experts.
Figure 6 shows an example of the visualization at the
navigational stage with a comparison option. This figure
highlights the selected point to be compared with SNP
and Gene of Interest files, and then highlights six patients
with similar clinical presentations. When the user clicks
the OK button at the bottom, another screen will load six
patients’ data (see Figure 7). All six patients with SNP
data are located on the bottom of the screen, whereas
those with the Gene of Interest data are located on the top
of the screen.
Here, the user can conduct overlap analysis using the
drag and drop option for matching microarray or SNP
graph with any other microarray or SNP graph (see
Figures 8 and 9). The same mechanism can be applied for
genes of interest graphs.
This work is still in progress, and we are looking to add
more functions in the next stages; for example, we are
working to allow the user to see the unmatched data after
overlapping two graphs from SNP or Gene of Interest
with a different color indicating the overlap (see Figure
9). This will give the user the power to go back to the
main graph and navigate the similarity between the
patients that he compares.

5.5

Singular Patient Similarity

Accordingly, as shown in Figure 5, the user can select to
see the similarity between the patients by centralizing or
selecting a particular patient and seeing those who have
the same attribute in a circular view as shown in Figures
6 and 7.
In Figures 5 and 6, the system gives an advantage to
the user to select a particular patient from its group in
space and see the list of attributes directly in a small
window popup. Then the user can choose any attribute
freely to see other patients who have similar features. For
the next stage, we are trying to focus on making the
system present a more dynamic and detailed visual
analysis, such as presenting statistical information for
each patient when the user clicks on each point in the
space that gives the user the ability to analyze and
compare between patients. We are also working on
linking the terms of similarity by either age distribution
or the date of diagnosis, date of death, and others.
Figure 7 shows the possibility of comparison between the
selected patients. The user can select the patients so that
the system highlights the selected points as shown in

Figure 6. When the user presses the OK button below the
screen, a new screen shows, as in Figure 10. The
similarity between the selected patients is illustrated by
highlighting or arranging similar patients in a circular
view (see Figure 10).

6

Discussion and conclusions

In this paper, we examined a number of visual analysis
issues, but the research is in its early stages. We have
presented a novel interactive visualization technique that
can help a system user in analyzing large and complex
integrated genetic and clinical data. We focused on
providing an interactive environment with more control
features so that the visualization can be flexibly
customized and controlled. The interactive visualization
system provides not only an overview of the importance
of patient’s information but also the mechanisms to
zoom, filter and analyze further at each level by mapping
the processed data to the original data and the clinical
data to the genetic data.

Figure 6. The action comes after clicking on the
Similarity space button and then the attributes appear
so they can be selected

Figure 7.Visualising and navigating stage, highlighting
the selected patients
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Figure 8. Visualizing and navigating stage, loading patients’ selected files

Figure 9. Visualizing and navigating stage, loading patients’ selected files, drag and drop option
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Figure 10. Centralise the patient that the user selects
among the similar patients with a specific attribute
In general, the application gives the user the ability
to explore by providing a tool for visualizing ‘multiple
patients’, which will allow the analyst to compare
multiple patients directly. This concept might offer
clinicians the opportunity to undertake personalized
decisions in medicine in that they might be able to
identify and explore the data from individual patients of
interest from within a cohort of patients. However, the
relationship of the individual patients within the cohort
will be established by our previous feature selection.
Although further development and usability studies
are essential to evaluate its effectiveness, the early work
on the technique has shown some interesting results and
its potential as a 3D interactive visualization. We believe
that the system is a potentially valuable visualization and
analysis tool for medical data.

7
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Abstract
Western societies are aging rapidly and novel solutions
must be found to make healthcare more effective and
affordable. One step towards this goal are mobile
applications for patient self-reporting. The tools
provide healthcare professionals with improved
monitoring data, whereas patients benefit from a
reduced number of doctor visits and improved diagnosis
and treatment. In order to make self-reporting tools as
accessible as possible they must be affordable, easily
accessible, and easy to use. Smartphones are an ideal
platform for patient self-reporting tools, but
development is made complicated by the lack of
standardised operating systems and development
frameworks. In this paper we evaluate popular crossplatform mobile application development tools. They
are evaluated against a generalizable simple patient
self-reporting
application
scenario
called
“Feelometer”. We show that PhoneGap is currently
one of the most suitable technologies for that purpose.
It creates applications of similar look and feel as
natively developed applications. However, memory
usage and application startup time are worse than for
natively developed applications and not all necessary
functionalities for telehealth applications are
supported.
Keywords:
cross-platform development, mobile
applications, patient self-reporting, mHealth

1

Introduction

The healthcare systems in many developed countries are
under pressure due to an increasing number of elderly
people and more chronic diseases affecting them (World
Health Organisation 2006, Machlin 2009). One approach
to make healthcare more effective and more affordable is
____________________________
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 8th Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2015),
Sydney, Australia, January 2015. Conferences in Research and
Practice in Information Technology (CRPIT), Vol. 164,
Anthony Maeder and Jim Warren, Ed. Reproduction for
academic, not-for profit purposes permitted provided this text is
included.

burkhard@cs.auckland.ac.nz

to empower health consumers to better manage and
monitor their health, e.g., by proving self-reporting tools.
A recent survey found that 75% of physicians believe
that patient self-tracking is tied to better health outcomes
(Manhattan Research 2013). Self-reporting provides
healthcare professionals with improved monitoring data,
whereas patients benefit from a reduced number of doctor
visits and improved diagnosis and interventions. So far
self-tracking data is obtained primarily using low-tech
methods, such as patient handwriting the data
(Manhattan Research 2013).
In order to make self-reporting tools effective they
must be affordable, accessible, and easy to use by both
patient and doctors. Smartphones are an ideal platform
for patient self-reporting tools, since they are
readily available, already in widespread use, very
affordable (< 50 US$ for entry level Android devices),
and many patients are already familiar with their
interface. It
has
been
demonstrated
that
smartphones are able to deliver health improvement
interventions
to
traditionally
hard-to-reach
populations (Agarwal & Lau 2010).
Development of mobile applications is made
complicated by the lack of standards associated with
healthcare applications, and the lack of standardised
operating systems and development tools. In order to
maximise usefulness a self-reporting tool should run on
all common mobile phone operating systems. A webbased interface might appear to be an easy solution,
however, is not practical since it limits access to certain
mobile phone functionalities and would only be available
when an Internet connection exists.
Over the past few years several cross-platform
development tools for mobile applications have emerged.
In this paper we evaluate popular cross-platform mobile
application development tools by using as example a
simple patient self-reporting tool called “Feelometer”.
Section 2 reviews current popular cross-platform
development tools for mobile applications. Section 3
summarises previous work evaluating cross-platform
development tools and mobile applications for selfreporting. Section 4 presents a requirement analysis,
which is used to motivate the design and implementation
of our solution presented in section 5 and 6, respectively.
We evaluate different implementations of our application
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in section 7. We conclude our research in section 8 and
give an outlook on future work in section 9.

2

Background

Mobile applications can be developed in three
different ways (Smutny 2012):


Native apps are written for the target platform
using the programming language and tools that are
supported by the platform. For example, native
Android apps are written in Java while native
iOS apps are written in Objective-C. Natively
developed apps are fast and reliable and have
access to all of the device’s features. The look
and feel of native apps also provides a familiar
experience to the users of the platform. The
drawback of writing apps this way is that the
app is made to only work on the platform it is
written for.



Web apps are generally a condensed version of a
web page to fit on a small screen. This means that
they will run on any modern mobile browser
regardless of platform. They are built using web
technologies such as HTML5, CSS and JavaScript.
Because web apps are not distributed by the app
store and are instead hosted on a server, updates
can be deployed more easily without an update
download from the app store. However, web apps
lack the ability to access native device features,
limiting the amount of functionality they can have.



2.1

Hybrid apps are a compromise between web and
native apps. These apps are developed using web
technologies and then embedded into a native
container. The HTML content is rendered by the
device’s browser while the native container
provides access to native platform features. These
apps are quicker and cheaper to build than native
apps and only a portion of native code needs to be
re-written to make the app work on a different
platform. They also support a wider range of
device functionality than web apps. The drawbacks
of this approach are that the reuse of the user
interface means that apps will not have the native
look and feel unless native UI code is written for
each platform. Hybrid apps also suffer in
performance compared to native apps because they
run on the device’s browser.

Cross-platform Development Technologies

In recent years a number of cross platform
development tools have emerged. Academic projects
offer many innovative new ideas. For example, Meads
and Warren presented “OdinTools”, a visual language
for developing intelligent mobile services (Meads &
Warren 2011). Dickson presented “Cabana”, a webbased tool for cross-platform mobile application
development suitable for introductory computer
science courses (Dickson 2012). However, we found
that most tools resulting from academic research lack
depth, stability, a sufficiently large user community,
and documentation. We therefore review in this
section only the most popular commercial and open
source projects.
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2.1.1

RhoMobile Suite

RhoMobile is a set of products for cross-platform
development, consisting of Rhodes for application
development, RhoConnect for remote integration with
servers, RhoHub for application deployment and
RhoGallery for application management. Rhodes is
created using a single code-base written in HTML,
JavaScript and CSS and uses native applications to
improve end-user experience. Rhodes is open source
and can be used via a browser with a hosted Integrated
Development Environment (IDE) or locally with
standard IDEs. Applications can be compiled into
Java bytecode for Blackberry or into Ruby 1.9
bytecode to be used in all other platforms. One major
disadvantage of RhoMobile is that it is not very well
documented compared to other tools. Ruby is also a
language that we have never used before and as such it
would be expected there would be a learning curve.
RhoMobile also does not have access to the device’s
Accelerometer which is a useful feature for the
“Feelometer” application scenario.

2.1.2

PhoneGap

PhoneGap is a mobile application development framework, which enables development using web-based
languages such as JavaScript, HTML5, and CSS3.
Native device capabilities can be accessed via plugins. PhoneGap applications are hybrid: the UI is
rendered via web views, but the applications have
access to native device APIs and are packaged as apps
for distribution and not accessed through the web. The
underlying technology behind PhoneGap is known as
Apache Cordova. PhoneGap is free and openly licensed
under Apache 2.0.
The PhoneGap Build service allows uploading of
web-code to the Adobe cloud service to be compiled
into targeted mobile OS implementations such as iOS,
Android, Windows Phone, Blackberry 7, webOS and
Symbian.
Reported disadvantages of PhoneGap are that the
free developers’ license has limitations, that the
generated code is not as fast as native code, and that it
does not support the Cappuccino Web Framework for
creating advanced Web applications.

2.1.3

DragonRad

DragonRad is a database driven cross-platform
development tool with a unique twist. Using a dragand-drop GUI for application development, DragonRad
facilitates integration and synchronization of database
systems with native mobile functions. It is composed of
a designer, host and client. The host can be run on
Linux or Windows Server, and establishes a connection
with a mobile device for data communication. The
client behaves like a native application on device.
DragonRad also has an emulator which can run and
debug applications, with an online compilation tool. A
major drawback is that the DragonRad commercial
license costs US$ 4900 per developer per year. A free
30-days trial version is available.
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2.1.4



MoSync

MoSync is a full SDK with libraries, runtimes, device
profile database and compilers developed by the
Swedish company MoSync AB. Applications are built
in MoSync with C/C++ or in combination with
HTML5 and JavaScript, then targeted at a device
profile using GNU Compiler Collection (GCC) and
Pipe-tool, MoSync’s code transformation engine. The
MoSync platform can also access parts of the native
UI system on Android and iOS devices. MoSync has a
dual license scheme, a commercial license for closed
source applications and an open source GPL version 2
license for open source applications. MoSync is well
documented, however, it does not have access to the
Accelerometer API which is important for many
healthcare applications (Dhillon et al. 2012).

2.2

Titanium

Titanium is a cross-platform development tool
released by Appcelerator Inc. It supports iPhone and
Android based mobile applications as well as other
platforms. Titanium uses JavaScript, HTML and CSS
along with other web technologies and the Titanium
API to develop applications. Titanium is an
interpreted application cross-platform development
tool, what this means is that the application code is
deployed to the mobile device and then interpreted at
runtime across different platforms. Appcelerator has
also released its own IDE called Titanium Studio for
development of Titanium applications.

2.3

Illumination

The Illumination Software Creator is a visual
programming
environment for cross platform
development. Applications are built using a drag-anddrop user interface which enables arrangement of
“building blocks” which describe functionalities. The
building blocks are connected to structure the flow of
the application. The software creates native code:
Objective-C for iOS and Java for Android devices.
The license model is currently donation based.

3

Related Work

3.1

Evaluation of Cross-Platform
Application Development Tools

Mobile

Ohrt and Turau recently conducted a study on the
performance of apps created with Cross Platform
Mobile Tools (XMTs) (Ohrt & Turau 2012). The
authors evaluated a simple app that consisted of one
screen with a small text label and a default icon,
developed with each tool. Each app was then compiled
for Android in release mode. The study used these
apps to compare the XMT produced code with a native
Android implementation using the following three
performance metrics:


Application package size: A lower file size
improves the time required to install the app.



Required RAM: Lower RAM usage means that
more apps can run concurrently.

Launch time: It is important that an app is
responsive.
Testing was done on both an emulator and on real
hardware to confirm that performance didn’t differ on
a real smartphone. The emulator ran Android 2.2
while the real device used was a low-end Huawei Ideos
X3 running Android 2.3.3. The Procrank utility was
used to measure the unique set sizes (the amount of
memory unique to the process) of the test apps. These
values were measured using only the emulator because
the Procrank utility is unavailable on real
smartphones.
The authors found that code produced with
Illumination had the smallest size and fastest launch
time compared to native code. PhoneGap and MoSync
performed slightly worse, whereas RhoStudio and
Titanium created code with significantly larger launch
time and package size. The authors criticise all current
XMTs with regard to support for platform-specific
user interface and user experience requirements and
they conclude: “Todays XMTs are merely suited for
developing cross-platform applications, which impose
modest demands on CPU power and memory resources,
do not rely on cutting edge technologies, and do not
make high GUI demands.” (Ohrt & Turau 2012).
Dhillon and Mahmoudhis introduce a framework for
evaluating the features, performance and developers’
experience of cross-platform mobile application
development tools (Dhillon & Mahmoud 2013). The
authors suggest that user interface intensive tasks
favour Titanium or Air whereas simple applications
would be best developed on PhoneGap to reach the
widest audience.
Heitkötter et al. designed criteria to assess crossplatform development approaches, and used them to
compare Web apps, apps developed with PhoneGap and
Titanium Mobile, and natively developed apps
(Heitkötter et al. 2012). The authors conclude that
PhoneGap is preferred, but Titanium makes it easier to
create user interfaces which resemble native apps.
Palmieri et al. compare four popular cross-platform
tools: Rhodes, PhoneGap, DragonRad and MoSync
(Palmieri et al. 2012). The authors score the Rhodes
tool highest because it supports both web-based
services and the MVC framework. However, the
authors identify for all tools some distinct
advantages: PhoneGap offers a wrapper that works
with several IDEs; MoSync supports the greatest
number of programming languages and APIs across
JavaScript and C/C++; and DragonRad has its own
IDE with extensive features and drag and drop GUI
for developers to design, develop and install mobile
applications.
Regenbrecht et al. developed the Android-based
self-monitoring application IBDsmart and evaluated it
with patients suffering from inflammatory bowel
diseases (Regenbrecht et al. 2014). They found a high
acceptance of their questionnaire-based application,
but had to lend Android smart phones to patients,
because many patients did not own compatible
phones.
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3.2

Smartphone Self-Reporting Applications

We could not find any examples of cross-platform
mobile self-reporting tools. All papers we found
developed native code for one platform only.
An example is the “Personal Health Monitor
application” (PHM), which offers real-time health
monitoring using wireless sensors and a Windows
mobile phone. No implementations for the iPhone
and Android phones are offered. Intended for patients
with Cardiac problems the PHM performs Cardiac
Rhythm Monitoring for several weeks in a normal
environment to collect data. Unlike our “Feelometer”
application the PHM is more specialised to cardiology
patients, requesting data input after exercises and
remote monitoring of vital signs (Gay et al. 2009).
User feedback is obtained using predefined answers,
which users can select by pressing the associated
button on the touch interface. Patients can upload their
monitoring data to a web-interface, which healthcare
professionals can use to monitor patients remotely.
Hicks et al. present an application for Android
phones, which allows researchers to create customised
surveys (Hicks et al. 2010). The smartphone application
collects the data, server software manages deployment
and acts as a central repository for data, and a
dashboard front-end can visualise incoming data in
real-time.

4
4.1

Requirements Analysis

4.1.1 Functional Requirements

Figure 1: Paper prototype of the GUI for the
“Feelometer”.
An important component is the configuration file,
which allows the medical user to specify the type,
timing, and possible answers for questions asked. The
configuration file might also contain information on
how the information is displayed to the medical users,
e.g. labelling emails with different priorities depending
on the patient answers.



The application should run on iOS, Android and
Windows platforms with different screen sizes.



The application requires access to the phone’s
accelerometer or gyroscope to detect tremors.



The application should be able to process data on
the client side and give feedback if necessary.



The application should be able to store data
locally.



The application should use a peer-to-peer
architecture due to restrictions in installing nonapproved software in a hospital environment, and
because of restrictions in storing confidential
patient data.



The application should vibrate for time triggered
events.



The application should be able to read a
configuration file specifying patient specific
questionnaires and answers.



The application should be able to send emails via
SMTP.

4.1.2

Specification

We want to develop a cross-platform mobile
smartphone application, which supports patient selfreporting. The to-be-developed app should allow for
voluntary user input as well as for requested input.
All data should be time-stamped and stored locally on
the phone. A function should allow the transmission of
the data to the medical practitioner via SMTP in
machine and human readable formats.
We do not want a client-server architecture due
constraints involving storing of confidential patient
data, and due to restrictions in installing non- approved
software in a hospital environment. Consultation with
medical professionals suggested that the graphical user
interface could look like illustrated in Figure 1.
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Based on the specification, analysis of the literature,
and discussions with users we derived the following
requirements.

Non-functional Requirements



The application should be responsive to user
inputs, providing visual or auditory feedback to
input within 1 second.



The application should be reliable and always be
available regardless of Internet connectivity.



The application should require minimal training
and should be easy-to-use, especially when
patients are distressed.



The system should be robust and provide
understandable feedback to errors.



The application should maintain the integrity,
security, and privacy of patient data (see also peerto-peer architecture).
The functional and non-functional requirements for
“Feelometer” cover a wide and practical range of
standard challenges with which mobile self-reporting
tools are faced. They also share some commonalities
with general health monitoring in sports exercise or
quantified self-data gathering and reporting. We would
argue that any mobile self-reporting application
fulfilling these requirements is likely to succeed in
fulfilling its specific requirements too. Our results
presented in section 7 are hence relevant to developers
of other mobile health applications.

5
5.1

Design
Tool Selection

Based on the requirements analysis it was determined
that the XMT for “Feelometer” requires support for
accelerometers, file management, vibration and
Internet connections. Titanium, PhoneGap, MoSync
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and RhoMobile support all these functionalities
(Falk2013). However, Titanium currently does not
support Windows, and does not have a free developers’
license.
Taking
into
account
non-functional
requirements eliminates MoSync, due to its high
memory requirements and slow responsiveness (Ohrt
& Tu- rau 2012). In order to make the final decision
between MoSync and PhoneGap we evaluated the
available documentation and community support.
Both tools have good documentation; however, we
found that the developer community for PhoneGap
was much more active and provided more useful
information, e.g., about platform independent
communication tools. The results are consistent with
the literature review in subsection 3.1.

5.2

System Design

The application consists of three components; the
configuration file, the output file sent by email, and
the graphical user interface. The GUI consists of two
screens, the main menu and the question screen. The
question screen consists of multiple pages (dependent
on the number of questions), since a scrollable screen
requires PhoneGap’s native plug-in support.
The configuration file, which allows a healthcare
professional to specify the type, timing and possible
answers for the questions asked is a simple text file
which the application will access through the native
device’s File API. It will consist of a “Feelometer”
version verification line, the email address of the
medical practitioner, the user ID of the patient, and a
list of questions together with possible answers and
dates/times when the patient survey will be
conducted. The output file will display the
“Feelometer” version data, user ID, and machine
readable answer data to be later translated into human
readable format.

6

6.2

PhoneGap version

PhoneGap development was also performed through
the Eclipse IDE, however the layout of the screens was
implemented through HTML files, and the main
functionality through JavaScript files. Creation of
new screens is performed by binding a button to a
function which opens a new HTML file - this is how
the question screen is invoked. Buttons and text fields
are created through the HTML files, however
positioning of these elements is performed manually
without an in-built GUI editor. The email sending
function is implemented similarly to the Android
version, however a plug-in was created to interface
between the native device and PhoneGap, thus the
email function is performed almost entirely natively.

6.3

User Interface Comparison

Figure 2 shows the start screen of the “Feelometer” for
the native Android implementation (left) and the
PhoneGap implementation compiled for Android
(right). The GUI of the native Android version was
predominantly developed using the graphical layout
builder that is built into Eclipse. For the PhoneGap
version we manually arranged the UI elements using
HTML code and CSS. In contrast to the Android
version the PhoneGap version doesn’t have density
independent pixels and instead requires CSS media
queries for screen size responsive design. Hence the
application’s buttons in figure 2 have slightly different
size; and for phones with different screen resolutions
the native Android version scales more easily.

Implementation

We implemented a prototype using PhoneGap,
compiled it for Android, and compared it with native
Android code. This enables us to perform preliminary
performance comparisons to get an overall feel of the
differences between a cross-platform developed
application and a natively developed application. The
prototypes are intended to have a bare minimum UI,
two screens, mock questions, and the ability to send an
SMTP message. Both implementations are designed to
be visually exact.

6.1

Android version

Android development with the Eclipse IDE allows
creation of UI elements via an in-built GUI editor with
the Android layout XML file. Using this, buttons and
text-fields were created. Creation of new screens is
performed with invocation of an Activity, with the
question screen invoked upon selection of the Enter
Data button. Binding a button to a function is
performed through the Java classes, with the sending
of mail via SMTP function implemented through the
extension of the javax.mail.authenticator abstract class
and a private email address created for the purpose of
testing.

Figure 2: The start screen of the “Feelometer” for
the native Android implementation (left) and the
PhoneGap implementation compiled for Android
(right).

7

Results

Benchmarking was performed using a Galaxy S2 phone,
an LG Google Nexus 4 phone, and the Eclipse virtual
device emulator on an i5 2467M dual core CPU
(3MByte cache, 2.3 GHz) with emulator RAM size of
256 MByte and targeted at Android version 4.2.2.
Similarly to (Ohrt & Turau 2012) we evaluated the
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application start-up time, package size, and required
memory.
Start-up time was measured with two stopwatches
by computing the average time of seven trials. Memory
usage was acquired with the Dalvik Debug Monitor
Server (DDMS) through the Eclipse IDE to calculate
allocated memory size for the emulated device.
Figure 3 depicts the start-up time of the
“Feelometer” application using different devices and
implementations. It can be seen that the native Android
implementation always has a significantly lower start-

Figure 3: Start-up time of the “Feelometer”
application using different devices and
implementations.
up time than the PhoneGap implementation.
However, the start-up time for the PhoneGap
implementation is only slightly more than 1 second for
both tested Android smartphone, which is still
considered acceptable.

Figure 4: Application package size and required
RAM for the PhoneGap and native Android
implementation of “Feelometer”.
Figure 4 depicts the application package size and
required RAM for the PhoneGap and native Android
implementation of “Feelometer”. It can be seen that
the application package size of the PhoneGap
implementation is only about 50% larger than the
native
implementation.
However,
the
RAM
requirements are more than three times as much. For
our simple test application that is acceptable since
modern Smartphones have 1 GByte and more system
memory. However, for more complex telehealth
applications this increased memory requirement could
quickly pose problems.

8

Conclusion

Immediate self-reporting on the current state of
physical or psychological well-being can be a very
valuable tool for medical practitioners to diagnose
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patients. For instance, in Regenbrecht et al. (2014) the
collected data via the mobile phone application is sent
directly to the health professionals (nurse, consultant),
matched against the patient data stored in the hospital
system, and action been taken if necessary. Also, the
availability of real-time data on the patient’s health
opens up improved ways of diagnosing patients’
progress. We have presented requirements for such an
application, and analysed different development
options.
We showed that a cross-platform, mobile
smartphone application is most suitable for such a
purpose, and that PhoneGap is currently the most
suitable development tool. We implemented the
“Feelometer” application both with PhoneGap and
natively
on
Android.
We
compared
the
implementations and found that the PhoneGap
implementation has a considerable higher start-up
time, package size, and memory requirement. However,
all parameters were still within the acceptable range
for our prototype.

9

Future Work

Cross-platform, mobile health monitoring application
development will change the way on how we collect
and monitor health data, will increase the reach of
health care by augmenting primary care in hospitals
with community and home environments and will allow for new ways for diagnosis and intervention. The
more devices and platforms can be targeted the more
people can be reached.
In future work we want to implement the
“Feelometer” application natively on Windows and
iOS, and compile the PhoneGap implementation for
these platforms. Together
with the Android
implementations, that will give us six different
implementations to compare. In addition we want to
evaluate the usability and look-and-feel of the resulting
implementation, e.g., email functionality, and
readability, layout and responsiveness of user interface
components such as buttons. In order to make the
evaluation more interesting we want to improve
functionality and design of the “Feelometer”
application.
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Abstract
This paper provides an overview of selected telehealth
projects involving pilot or trial implementations,
undertaken in Australia in the period since 2000, which
have undergone substantial formal evaluations reported in
the peer reviewed scientific literature. Barriers and
enablers reported for these telehealth projects are
identified and the evaluation aspects are presented using a
recently proposed generalised evaluation framework.
Keywords: telehealth, evaluation, pilot, trial, technology
adoption.

1

Introduction

Telehealth is the delivery of health services and
information remotely via telecommunications. The uses of
telehealth are numerous and not limited to specific areas
of health. However, the evaluation of the success of health
services delivery using telehealth depends closely on the
particular implementation and so there is no single
standardized evaluation approach. When implementations
are undertaken, often at great expense and effort, yet are
not properly evaluated, many of the learnings can be lost.
This research study sought to analyse exemplary cases
of telehealth projects involving pilot and trial
implementations
of
telehealth-delivered
services
undertaken within Australia, which have been evaluated in
some detail and have shown clinical benefits, cost benefits
or both. This exercise is timely because the Australian
government has recently invested in a number of large
telehealth implementation projects which are intended to
be nationally scalable and sustainable in the long term.
Our study aimed to identify those aspects of telehealth
projects which were evaluated, and determine the extent
to which these aspects were regarded as providing
substantial evidence for telehealth adoption within
Australia. We mapped these aspects to a recently
proposed evaluation framework and we also identified
barriers and enablers that were reported for telehealth
implementations. It is argued that this information would
inform the conducting of future large scale telehealth
project evaluations.
____________________________
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 8th Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2015),
Sydney, Australia, January 2015. Conferences in Research and
Practice in Information Technology (CRPIT), Vol. 164,
Anthony Maeder and Jim Warren, Ed. Reproduction for
academic, not-for profit purposes permitted provided this text is
included.

2

Telehealth Evaluation

Telehealth lacks a well-accepted framework for
conducting evaluation of implementations. Various
models have been suggested as generic approaches for
evaluation in eHealth such as the GEP-HI model
(Nykänen et al 2011), but these tend to ignore the
substantial human-in-the-loop aspects central to
telehealth service delivery.
Clinical and economic
impacts are difficult to analyse when many telehealth
implementations are discontinued beyond pilot phase, or
are undertaken on a single site, or provide care to a
minimal number of patients. These characteristics limit
the power of typical statistical analysis that can be
performed.
Early work by Scott et al (1999) proposed a Telehealth
Integrated research Model (TIRM) which adopted a
timeline-based approach from needs assessment through
integrated research to post-study assessment. It allowed
for consideration of human, social, cultural, economic,
and political factors associated with healthcare. This
approach was targeted at strategy and policy makers,
rather than at systems developers and service
implementors.
Hebert (2001) proposed a conceptual evaluation
framework based on quality criteria defined by structureoutcome-process variables in a telehealth context. This
included in its scope: health technology assessment
studies, with consideration of cost elements and
alternatives to Telehealth; application of performance
measures, including outcomes, summaries and
operational considerations; and programme evaluation for
use of the technology to provide a service. Variables for
evaluation would address identified "success" factors
such as technical acceptability of the system,
cost/benefit/effectiveness,
organizational
support,
satisfaction, recruitment and retention, client outcomes
such as quality of life, acceptance by consumers and
providers.
The Telemedicine Evaluation model, a more recent
contribution by Brear (2006), adopted an outcomesorientated telehealth evaluation approach. The primary
focus was to evaluate the clinical impact of a telehealth
service, with the operational context of the service and
cost effectiveness in mind. The approach was framed in
terms of typical evaluation study questions following a
systems analysis style (see Figure 1). A limitation of this
approach is that longer term factors leading to scalability
and sustainability are not easily incorporated.
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model may not fit the model, leaving steps undefined that
would be essential to certain services.
Recently a framework appropriate to Australian
circumstances has been proposed by the Institute for a
Broadband-Enabled Society (IBES) (Dattakumar et al
2013). This model is based on learnings from an
extensive literature review of telehealth service
evaluations. The resulting structure contains four separate
layers in key areas for evaluation: Patient, Clinician,
Organisation, and Technology. This framework is
intended to be broad-based in its applications and offer
the potential to be strongly aligned with strategic national
directions.

3

Figure 1: Telemedicine Evaluation model (Brear,
2006)
Another approach to telehealth evaluation is the use of
a modified technology maturity model (van Dyk and
Schutte 2012). Adopting a systematic view of a telehealth
service, the maturity model allows for measuring the
capabilities of a service and perceived sustainability in a
more open-ended fashion, beyond the pilot phase. This
Telemedicine Maturity Model (TMMM) utilises a three
dimensional approach to describe evaluation alignments
with Maturity Categories, Telemedicine Process and
Maturity Levels (see Figure 2).

Figure 2: Telemedicine Maturity Model (van Dyk and
Schutte, 2012)
The main benefit of the TMMM approach is the
strictly structured, systematic approach it provides to the
evaluation of the delivery of a telehealth service.
However, a drawback is the inflexibility to adapt or
change its components to fit any arbitrary telehealth
service. A telehealth service that does not follow the same
sequence of steps in the process levels in the maturity
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Study Methodology

We wished to consider only peer reviewed scientific
literature publications on Australian telehealth projects
which reported formal evaluations. We initially
constructed a list of publications by conducting a search
for the period 2000-2013 using the combination of search
terms (“Australia”) AND (“pilot” OR “trial” OR
“evaluation”) AND (“telehealth” OR “telemedicine” OR
“telecare”), and including hyphenated variants.
We applied this search to PubMed as well as a range of
different literature search databases available through our
university library. The search period was limited to
publications appearing between the years 2000 and 2013
inclusive, to ensure the currency of the findings. The most
prolific result from these searches was obtained from
PubMed (477 papers), with Scopus next (237 papers). All
search results were aggregated and duplicates were
eliminated to obtain the final search results (504 papers).
Next we read the abstracts of the remaining papers to
determine whether they were within the scope of our
study. This was determined by the following criteria:
- A pilot or trial of a telehealth implementation was
involved,
- The trial related to a specific clinical area and was
aimed at achieving clinical benefits,
- A formal evaluation component was included,
based on an established methodology and applied
on a sufficiently large scale.
Using these criteria we identified 55 papers which
described projects that we deemed to be worthy of further
analysis. Each of these papers was read in full and the
details reported were summarized. We organized the
papers according to the clinical area and type of health
service being delivered by telehealth, and scored the
relevance of the papers to our study using Brear’s (2006)
criteria:
- Was there a resulting clinical benefit?
- Did People, Organisational or Technical aspects
influence the clinical result?
- Was the Telehealth Application a cost beneficial
way to achieve they clinical result?
From this set of papers we extracted one exemplar for
each clinical area that had been represented in the set of 55
relevant papers, based on the strength of evidence it
provided. By discarding papers on projects of smaller
scale or using less stringent evaluation methodology, we
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expected to avoid marginal effects and concentrate our
analysis on more significant findings. Finally we obtained
a set of 15 distinctive exemplar papers, which are
summarized in Table 1.

4

Results Discussion

The results in Table 1 cover a wide range of clinical areas
including:
- Diseases e.g. diabetes, hepatitis, ear and eye.
- Trauma e.g. burns, wounds, emergency.
- Disability e.g. speech, psychiatry.
- Public health e.g. mental and sexual health.
Nevertheless they are not a comprehensive set of all
the areas that were addressed by Telehealth projects,
which included others such as aged care, rehabilitation,
oncology, paediatrics. It was not expected that this study
would cover all areas as the inclusion criteria were aimed
at finding “good” exemplars with significant evaluation
results, from which generally applicable findings could be
deduced.
The range of evaluation methodologies covered was
also quite narrow, ranging from randomised controlled
trials, to mixed methods and surveys, to feasibility
studies. Again, we were not intending to cover examples
of all methods, but rather seeking to examine sound cases
with clear outcomes. The size of studies also varied
widely, from 10 to 558 subjects, but often this was due to
the nature of the clinical area, which would not conducive
to a larger scale of deployment (e.g. cystic fibrosis).
Consideration of the details presented in each of the
selected papers can lead to some points of common
experience, indicating aspects of telehealth projects
which may therefore be preferred elements for evaluation.
We will discuss these from the negative and positive
impact perspectives, identifying barriers and enablers for
telehealth adoption and success.

4.1

Barriers to Telehealth Adoption

Fewer common barriers were established than enablers,
perhaps because most projects concentrated on
establishing the success of their outcomes. A clear barrier
factor was the lack of clinician uptake and support of
telehealth initiatives. For example, general practitioners
were found to be less likely to adopt telehealth than
clinicians in private or public hospitals: it was reported
that they are hesitant to 'try new things' despite trial
successes (Smith et al 2012).
Broadband infrastructure and equipment costs can be a
barrier to telehealth adoption. Some locations (in
particular remote or rural areas) may have poor
broadband infrastructure or no broadband access at all.
Specialised equipment may not be available in some
remote areas and may be too expensive to purchase.
Where telehealth is being utilised, high speed internet is
vital to those methods in particular for data heavy
operations such as videoconferencing (Saurman et al
2011).
For some telehealth services, appropriately trained
staff are required in remote locations to ensure the correct
data is captured/recorded and forwarded on (store-andforward approach) to clinicians. Telehealth training

locally may also be necessary for more complex systems
and to ensure clinician competence (Pa et al 2010).
Uptake of telepsychiatry is slow in Australia despite
being widely reported as a successful example of
telehealth at an international scale. A lack of funding for
services is a major issue faced in this area, despite
established savings due to service delivery cost
reductions (Smith et al 2012).
Some patients are hesitant towards using telehealth as
they feel there is little or no personal connection with
their clinician. Others such as migrants with LOTE
backgrounds are disadvantaged if translation and cultural
support services are not available. These issues are
particularly disadvantageous to telepsychiatry or speech
pathology (Carey et al 2010). On the other hand, some of
these patients value the increased detachment and privacy
experienced during their telehealth encounters (Bird et al
2010).

4.2

Enablers of Telehealth Adoption

Rural and remote areas of Australia greatly benefit from
the use of telehealth services, as it cuts down on patient
travel costs and reduces stress involved while providing
the same if not superior clinical and cost benefit to those
involved. Telehealth is of greater convenience to remote
populations that would otherwise have to travel to larger
towns or cities in some cases to receive the medical care
they require (Herrington et al 2013).
Telehealth has made a great difference to improving
the health of the Aboriginal and Torres Strait Islander
population. This is evident from pilot trials alone
(Sanatamaria et al 2004, Elliott et al 2010).
Accessibility and availability of treatments is a
concern telehealth addresses. This is the case in the
treatment of chronic stuttering. The Camperdown
Program (Carey et al 2010) found that across 40
participants there was no significant difference between
treatments provided face-to-face or by telehealth.
Videoconferencing has also been successfully utilised
in the area of monitoring patients that with debilitating
conditions such as cystic fibrosis (Cox et al 2013), or
with serious treatable diseases such as hepatitis C
(Nazareth et al 2013). As with the case of speech
pathology, differences in assessments and decisions
between face-to-face consultations and videoconferencing
were not detected. It was found that telehealth greatly
improves the self-management of type 2 diabetes using a
telephone-linked care (TLC) programme (Bird et al
2010).
The method of videoconferencing for patient-clinician
interaction allows for a more interactive and personal
consultation when distance and travel are an issue
(Herrington et al 2013, Waite et al 2010, See et al 2005).
Telephone consultations and videoconferencing were
found to be viable methods of allowing people to consult
a clinician about private health matters such as sexual
health. Simple use of SMS has also been found to greatly
improve clinical attendance of scheduled appointments.
Privacy is the primary concern for people (in particular
young adults) to choose such modalities (Gold et al
2010).

65

CRPIT Volume 164 - Health Informatics and Knowledge Management 2015

Paper

Area of Health

Study/Trial Summary

Sample Size
(patients)

Evaluation/Analysis
Methodology

Bird et al 2010

Diabetes

Care and monitoring via
automated telephone system

340 people

Randomised Controlled
Trial

Carey et al 2010

Speech
Pathology

Stuttering treatment via
videoconferencing

40 people

Randomised Controlled
Non-inferiority Trial

Physiological measurements
via videoconferencing

10 people

Feasibility Study

Cox et al 2013

Cystic Fibrosis

Elliott et al 2010

Chronic eye
and ear
diseases

Screening patients in a vehicle
and uploading results to
clinicians remotely

442 people

Feasibility Study

Gold et al 2010

Sexual Health

Sexual health promotion
through SMS to young adults to
increase their likelihood of safe
sex and regular checkups

43 people

Evaluation Focus
Groups

Herrington et al 2013

Emergency
Care

Telemedicine (primarily
videoconferencing) assisting
clinicians in remote diagnosis
and care

25 sites
(locations)

Feasibility Study

McWilliams et al 2007

Paediatric
Burns

Clinical reviews of paediatric
burns via videoconferencing

30 people

Survey

Nazareth et al 2013

Hepatitis C

Patients in remote or rural
areas were reviewed and
treated for hepatitis C via
videoconferencing

35 people

Feasibility Study and
Survey

Pa et al 2010

Diabetic Foot
Ulcers

Store-and-forward approach
used to report on the status of
diabetic foot ulcers

8 people

Survey

Santamaria et al 2004

Wound Care

Store-and-forward approach to
wound care

93 people

Randomised Controlled
Trial

Saurman et al 2011

Mental Health

24-hour mental health
specialists available via
videoconferencing to rural and
remote populations

558 people

Mixed Methods
Evaluation

See et al 2005

Dermatology

Dermatology diagnosis and
treatment through the use of
digital images, e-mail, fax

46 people

Feasibility Study

Smith et al 2012

Psychiatry

Examination of the costs
involved with telepsychiatry

N/A

Retrospective Review

Wade et al 2002

Tuberculosis
Medication

Monitoring tuberculosis
treatment via
videoconferencing

128 people

Mixed Methods
Evaluation

Waite et al 2010

Literacy

The assessment of children's
literacy via videoconferencing
compared to face-to-face
consultations

20 people

Randomised Controlled
Trial

Table 1: Selected exemplar projects
Videoconferencing has been successfully and widely
used in the area of psychiatry. Telepsychiatry has been
noted as successful and cost efficient however there is
low uptake in the adoption of telepsychiatry practice
(Saurman et al 2011, Smith et al 2012). The possibilities
of telehealth are not strictly limited to medical care,
telehealth has been applied to the assessment of literacy
skills in children (Waite et al 2010).
Store-and-forward approaches to patient information
and data transfer allow for effective data management and
time efficient information sharing. The store-and-forward
method has been trialled in areas such as managing
diabetic foot ulcers with successful outcomes (Pa et al
2010).
Telehealth has been shown in some trials to offer
significant cost benefit over using more conservative
methods of care, such as in telepsychiatry (Saurman et al
2011, Smith et al 2012). The telehealth based paediatric
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burns service at the Princess Margaret Hospital conducted
297 clinical reviews via videoconferencing and estimated
cost savings at close to $1000 per session (McWilliams et
al 2007). The monitoring of medication adherence for
patients with tuberculosis has also been discovered to be
cost effective through the use of videoconferencing when
compared to traditional methods of a drive-around service
(Wade et al 2012).

5

Evaluation Framework

The above discussion has identified a set of aspects
associated with barriers and enablers for Telehealth,
summarised in Table 2. These aspects may be used as a
basis for further evaluation exercises in future Telehealth
projects, with the advantage that there is at least one
benchmark study with which they could be compared.
However, it is likely there are other aspects which have
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not been identified due to the limited scope of the
exemplars.
Barriers

Enablers

Clinician unwillingness for
change and adoption

Videoconferencing
accessibility and usability,
improved attendance

Broadband infrastructure or
equipment costs

Clinical and cost impacts for
remote areas, disabled and
indigenous health

Staff training for effective use

Reduced travel costs and
stress

Lack of funding for setup and
maintenance, and
reimbursement

Store-and-forward approach
to data management and
sharing

Patient personal reactions to
use of teleheath

Transferrable evidence of
clinical and cost benefits

Table 2: Major barriers and enablers for telehealth
implementations.
The question arises whether these identified aspects
could be expressed in a broader continuum so that at least
a set of comparable or related aspects could be identified
to enrich an evaluation. We addressed this need by
making use of the recently proposed IBES Australian
generic telehealth evaluation framework (Dattakumar et
al 2013). The IBES framework provides four component
areas essential to the function of a Telehealth system:
- Patient factors: control of the care involvement
- Clinical factors: quality of care and outcomes
- Organisation factors: efficiency, sustainability
- Technology factors: capability, capacity.
The barrier and enabler aspects we identified can be
associated with the above factors. The framework allows
aggregation of all aspects considered, and methods
applied, in evaluation studies to describe each factor or
component area in detail, and thereby compare different
projects. Our association of the identified aspects from
this study with the four component areas in the evaluation
framework is shown in Table 3.
Framework
Factor
Patient
Clinical

Organisation

Technology

Aspects identified in Study
Reduced travel costs and stress (E); Patient
personal reactions to use of teleheath (B)
Clinician willingness for change and
adoption (B); Clinical and cost impacts for
remote areas, disabled and indigenous
health (E);
Staff training for effective use (B);
Lack of funding for setup and maintenance,
and reimbursement (B);
Store-and-forward
approach
to
data
management and sharing (E);
Transferrable evidence of clinical and cost
benefits (E)
Videoconferencing
accessibility
and
usability, improved attendance (E);
Broadband infrastructure or equipment costs
(B)

Table 3: Association of study findings with evaluation
framework (B = barrier; E = enabler).
Adopting an approach to evaluation based on the
generic framework appears to be consistent with our

study findings, in that there is a close match to one of the
four component areas in each case. Further analysis of
other telehealth projects not considered here may
therefore benefit from adoption of a similar bottom-up
process as we have used, or a top-down process using
aggregated information from related framework based
studies.

6

Conclusion

This paper has described a literature based study to
identify good exemplars of Telehealth projects where
evaluation studies have been conducted, and has
summarised the findings of 15 such studies in terms of
their identification of barriers and enablers to telehealth
implementation adoption and deployment. The findings
were subsequently mapped to a recently proposed generic
evaluation framework to demonstrate that conclusions
were reached in valid areas for further use in future
studies.
The work reported here was limited by the choice and
application of the methodology for identifying and
assessing Australian telehealth projects from the peer
reviewed literature. More exemplars could have been
included, and a wider search scope could have been set.
This form of limitation, which would affect any such
study, would be avoided if an Australian repository of
telehealth projects were to be established, Advantage
would be gained by having the ability to find evaluation
aspects of comparable projects easily and unambiguously.
Furthermore, the use of a framework such as the one
applied here, would considerably simplify and regularise
the approaches taken in evaluating Telehealth projects in
the future.
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Abstract
Medical image repositories present a challenging
environment for query and search algorithms, due to the
highly specialised nature of the images. This paper
describes an approach to assessing image similarity using
simple statistical measures computed over blocks of
adjacent pixels. The approach can be applied as an initial
step in construction of a content-based-image-retrieval
system for large collections of medical images, to rank
candidate images according to their similarity to a given
query image. Experimental results demonstrating the
effects of different choices of the block parameters are
presented to indicate the robustness of the approach.
Keywords: content-based-image-retrieval, medical image,
image search, image similarity.

1

Introduction

Many content-based-image-retrieval (CBIR) systems
today have been developed for broad ranges of image
types. Typical applications include finding images
containing natural scenes with colour or texture
similarities, and presence of people or objects of interest
having clearly defined visual features at macro scale.
Commercial systems include IBM QBIC, Virage VIR,
Google image search and many others.
Medical CBIR systems offer potential for clinical
benefits (Muller et al, 2004). Such systems need to cater
for a wide range of image modalities (Lehmann et al,
2004) and specific features of importance (Wei, Li &
Wilson, 2006). These medical image CBIR systems
generally offer two forms of functionality: they provide a
ranking of a set of images, based on a similarity metric,
or they allow the subset of images most similar to a given
image to be identified (Emmanuel et al, 2007).
A recent review of CBIR systems for medical
application (Wanjale, Borawake, & Chaudhari, 2010)
reveals that the algorithms used for image similarity
measures vary between those based on mapping the
spatial distribution of overall image intensity properties,
and those which focus on identifying the presence and
locations of distinctive visual features. Essentially, the
conventional approach to CBIR requires some structural
modelling of the image content, with sophistication of the
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the Eighth Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2015),
Sydney, Australia. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 164, Anthony Maeder
and Jim Warren, Eds. Reproduction for academic, not-for-profit
purposes permitted provided this text is included.

model varying from simplistic low level vision features to
quite complex spatial mapping and object recognition at
much higher levels of visual description.
Adoption of this broad approach leads to imprecise
discrimination limitations within the system that affect its
ability to cater for specific image types and to adapt to
multiple image modalities. The Google image search
product1 is an example of such a system, which has
restricted image search criteria based on the gross image
intensity pattern and moderated by secondary search
using the discovered associated keywords. It therefore
cannot cater well for medical images with their highly
specialised structure and widely variable intensity
profiles. Figure 1 shows the set of images retrieved from
a Google image search operation performed using the top
image, a conventional brain MRI slice, as the sample
input image. It will be noted that while some images
matched well to the source image, others do not match at
all.

Figure 1: Query image and Google image search
results.
On the other hand, operational systems (such as
PACS) designed specifically for inspection and retrieval
of medical images have often been built for the purpose
of individual image analysis, not for image comparison
(Stoian et al 2008). Determining 'best-fit' image similarity
and search criteria in this situation is a challenge because
images of a given modality, anatomy and pathology are
highly similar, and so the discrimination must be
conducted on a subtle basis which can be computationally
very expensive (Zrimec, 2002).
Ideally, a CBIR system for medical image repositories
containing a large number of images would provide a
computationally efficient means for establishing image
1

http://www.google.com/insidesearch/features/images/searchbyimage.html
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similarity and consequently ranking the images (Antani,
Long & Thoma, 2008). The method should be easily
adaptable to cope with characteristic image property
variations across different modalities, anatomical regions,
and clinical purposes (Yuan et al, 2008). It would be
advantageous if the method could be pre-computed for
images and provide a much smaller “signature” to speed
up the initial phase of image comparisons. Once the
computationally efficient method had been applied to
extract a “short list” of the most similar images, more
sophisticated and expensive processing such as region-ofinterest matching could be applied to these (Arakeri &
Reddy, 2012).
In this paper, we consider the effectiveness of using a
block-based approach for image similarity, by computing
simple statistical measurements over blocks of adjacent
pixels. We show that the ranking of similar images is
consistent across a range of block sizes, and the chosen
statistical measurements, for images which are “visually
close”. We argue that a block-based approach therefore
provides a cheap and easily implemented “first pass” to
the problem of CBIR retrieval, which can subsequently
be refined using more computationally expensive
methods on a restricted range of well-matched images.

1.1

Limitations of CBIR for Medical Images

Application specific systems for processing and
management of medical images are often limited by their
focus on a single image modality. This can constrain their
functionality by not knowing the image class they are
processing (Bhadoria & Dethe, 2010). CBIR systems for
medical images are further limited by the databases they
are querying against. If the database has not been built in
a manner to support image retrieval or sorting, this can
have a negative impact on a CBIR systems (Tagare, Jaffe,
& Duncan, 1997). The gap between low level image
features and high level semantic information is one of the
ongoing limitations of CBIR systems for medical images
(Rahman, 2007).
Other limitations of CBIR systems for medical images
can arise from the featural complexity of the images.
Examples of such limitations include inability to correctly
classify features within an image due to the shape and
scale of the features (Deserno, Antani, & Long, 2009),
and misidentification of spatial relationships between
pixels of an image due to approaches which rely on
global histogram representations (Tourassi, Harrawood,
Singh, Lo, & Floyd, 2007). CBIR systems built for
medical images can be limited by poor image quality and
low level contrast, which can be a result of the nature in
which these images are taken (Kinoshita, de AzevedoMarques, Pereira, Rodrigues, & Rangayyan, 2007).

2

Methodology

The use of a block-based approach is a key factor in
achieving computational efficiency, as has been
established by previous work on cloud-based image
repository management (Maeder, Planitz & el Rifai
2012). Our method requires decisions on the selection of
parameters for two factors: 1) choice of blocksize; 2)
choice of statistical measures. The rationale for parameter
choices in each of these factors will be explained in
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further detail below. We demonstrate the approach using
only one image modality, sagittal MRI brain slices in the
medial position, of size 256x256 pixels and with 12 bit
pixel intensity values, obtained online 2 from the Cancer
Imaging Archive. Future work will extend these results to
compare the effect of the approach across several
modalities.

2.1

Blocksize

The raw pixel information in a Brain MRI image provides
resolution of image features at individual pixel level. The
brain and skull area of clinical interest occupies
approximately 75% of the total image space centrally,
with the remainder being blank background. For
computational convenience, only blocksizes which were
powers of 2 were considered. A reasonable choice of
blocksize for computing image statistics can be made
based on the amount of variation encountered within edge
and interior brain pixel neighbourhoods. The skull wall is
the smallest physically distinct component of the images
and its typical thickness is 5 pixels, suggesting that 8x8
minimum blocksize should be used. The main elements
within the brain offering for visual distinctiveness are the
sulci, which are typically 20 pixels across, suggesting that
32x32 maximum blocksize would be sufficient. In the
work reported here, block sizes of 8x8, 16x16 and 32x32
pixels were selected for experimental use, on the above
basis. This resulted in computation of 256, 128 and 64
values respectively for each image, to represent a chosen
statistical measure over that image.

2.2

Statistical Measures

From the wide range of statistical properties that can be
calculated for a block of pixels, we need to select some
which emphasize the main elements of visual
distinctiveness in the image. For many medical imaging
modalities, clear differences in gross absolute pixel
intensity values correspond to major anatomical features,
and gross variability in local pixel values differentiate
tissue types. For more subtle and finer granularity
features indicative of higher order structure, an
information content or textural complexity property
would be appropriate. The three chosen statistical
measures corresponding to these properties were block
Mean, block Standard Deviation, and block Entropy.

2.3

Similarity

Once a chosen statistical measure has been calculated per
block at a chosen blocksize for a given set of images,
image similarity between two images iA and iB can be
assessed by comparing the two sets of measure values
block by block. A computationally simple way to
implement this comparison is to calculate the sum of
absolute differences of the measure m for spatially
corresponding blocks throughout the two images,
obtaining similarity value S(iA,iB)m = | m(iA) – m(iB) |.
If we compute similarity values for all image pairs of
interest, then we can infer that image iB is more similar to
image iA than is image iC, if S(iA,iB)m < S(iA,iC)m.

2

https://public.cancerimagingarchive.net/ncia/login.jsf
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3

Image
i1
i2
i3
i4
i5
i6
i7
i8
i9

Results

An initial set of 10 mid-sagittal brain MRI images were
chosen from the above-mentioned test image repository
and labelled i0 through i9. Image i0 (see Fig. 2) was
arbitrarily chosen as the query image to be assessed
against the remaining 9 images (see Fig. 3). The values
per block for all three statistical measures, at all three
blocksizes, were computed for all 10 images using
Matlab functions. From these sets of values, all 9 imagepair similarity values compared with i0 were obtained.

Figure 2: Brain MRI query image i0.

Table 1: (Mean 8x8) similarity of images i1-i9 with i0.
Table 2 shows the results of computing all
comparisons of similarity values between i0 and every
pair of test images, and recording which one of the pair is
the more similar. The matrix is symmetric about the main
diagonal, because S(iA,iB)m = S(iB,iA)m when
computed as the sum of absolute differences.
Consequently only the upper triangle of values is shown.
It can be seen that i7 is consistently identified as the most
similar to i0 (6 times) and i5 is similarly frequently
identified (6 times). Images i3 and i9, which were the
next most similar images to i0, are also frequently
represented (6 times). Other than i6 and i8, the remaining
images i1, i2 and i4 are less frequently found to be most
similar. These results suggest that a subset of most similar
images can be distinguished robustly for a given set of
sample images, using the block based similarity measure
approach. It would be expected that the ranking of most
similar images would vary according to the choice of
statistic for eth similarity measure, and the blocksize.
i0
i1
i2
i3
i4
i5
i6

Figure 3: Brain MRI test images i1 to i9 (L to R, by
row).
Table 1 shows an example of similarity values for the
statistical measure block Mean, calculated using a
blocksize of 8x8 pixels. The values shown are the
normalised sum of differences of all corresponding pairs
of blocks Means in the two images. From this data it can
be seen that images i7 and i5 are the most similar to
image i0, but the next ranked images are not highly
distinctive in similarity. Images i6 and i8 are the least
similar to i0, and differ considerably from the remainder
of the images in this characteristic. It was subsequently
noted that the intensity histograms for these two images
were anomalous, with higher average background (dark)
intensities. It should be noted that these results apply only
for this choice of statistical measure and blocksize.

Similarity
151266
150770
131276
146162
104035
811103
102067
784450
138519

i7
i8

i1

i2

i3

i4

i5

i6

i7

i8

i9

i2

i3

i4

i5

i1

i7

i1

i9

i3

i4

i5

i2

i7

i2

i9

i3

i5

i3

i7

i3

i3

i5

i4

i7

i4

i9

i5

i7

i5

i9

i7

i6

i9

i7

i7
i9

i9

Table 2: Most similar images to i0 for (Mean 8x8)
similarity.
Table 3 shows the aggregated results from all three
statistical measures and all three blocksizes. In each
column, the order of images from most similar (top) to
least similar (bottom) is shown. This table therefore
provides a compound ranking of image similarity, which
can be resolved in cases of conflict by using a majority
vote across each row: the majority values are shown in
bold font. It can be seen that the first two ranked images
(i5 and i7) are very conclusively assessed with 8 out of 9
votes, while the next three ranked (i3, i9 and i4) are less
conclusive with 7, 5 and 5 out of 9 votes respectively.
The next two ranked images do not have any majority
vote for their results. The last two ranked images have 5
and 6 votes each which again is much less conclusive
than the possible maximum of 9 votes.
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i7
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i5

i5

i5

i7
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i5

i5

i3

i3

i3

i3

i3

i3

i3

i9

i9

i9

i9

i4

i9

i9

i1

i9

i3

i3

i4

i2

i2

i4

i1

i9

i4

i4

i4

i2

i4

i9

i1

i4

i4

i8

i1

i6

i1

i1

i1

i2

i2

i2

i1
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Image Rank (top=best)

Measure

i8

i8

i8

i6

i6

i6

i6

i6

i8

i6

i6

i6

i8

i8

i8

i2

i2

i2

It can be seen in Table 4 that n0 is most similar to n5,
followed by n9, n7 and n3, according to the (Mean, 8x8)
similarity. The actual similarity values are of the same
magnitude as those seen previously in Table 1. Images n6
and n8 are anomalously dissimilar from n0 due to the
same systematic intensity shift issue identified
previously. It can further be seen in Table 5 that n5 is first
ranked at 8 times, n9 next at 7 times, n7 at 6 times and n3
at 5 times. Finally in Table 6 it can be seen that the most
similar images, n5 and n9, were ranked consistently
highest (9 votes each) followed by n3 (6 votes).
Image
n1
n2
n3
n4
n5
n6
n7
n8
n9

Table 3: Most similar images to i0 ranked for all
measures (M=Mean, S=Standard Deviation,
E=Entropy) and blocksizes (8=8x8, 16=16x16,
32=32x32).
These findings correspond with intuitive visual
similarity assessment as observers typically choose
different features for making decisions of “less similar”
rankings. The anomaly in the results for the first two
ranked images was at a blocksize of 32x32 and for the
statistical measure of Standard Deviation, but this was not
seen as a trend in lower rankings. In general it was not
obvious which measure would lead to anomaly for each
choice of measure and blocksize.
The above experiment was repeated for a second set of
test images, denoted n0 to n9 (see Fig. 4 and Fig. 5).
These images were obtained by selecting an adjacent slice
to the mid-sagittal slice of images i0 to i9, from the same
sets of MRI images. Again n0 was used as the query
image, and the similarity results for these images are
shown in Tables 4, 5 and 6.

Similarity
170728
144372
138485
175864
95970
221841
133822
234644
120237

Table 4: (Mean 8x8) similarity of images n1-n9 with
n0.
n0

n1

n1

n2

n3

n4

n5

n6

n7

n8

n9

n2

n3

n1
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Table 5: Most similar images to n0 for (Mean 8x8)
similarity.
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Figure 4: Brain MRI query image n0.

Measure

Figure 5: Brain MRI test images n1 to n9.
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Table 6: Most similar images to n0 ranked for all
measures (M=Mean, S=Standard Deviation,
E=Entropy) and blocksizes (8=8x8, 16=16x16,
32=32x32).
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Finally, the experiments were repeated using image i0
as the query image, against the set of test images n1 to n9.
These results are presented in Tables 7, 8 and 9. Again it
can be seen in Table 7 that n0 is most similar to i5,
followed by i9, according to the (Mean, 8x8) similarity.
It can further be seen in Table 8 that i5 is first ranked at 8
times, and i9 next at 7 times. Finally in Table 9 it can be
seen that the most similar images, i5 and i9, were ranked
consistently highest (9 votes each). From both the sets of
results we have described, it can be seen that on a
representative choice of sample images, consistent
outcomes were observed using the block based methods
for identifying the most similar images.
Image
i1
i2
i3
i4
i5
i6
i7
i8
i9

Similarity
171768
150736
145654
181960
97727
214060
144250
228223
129837

Table 7: (Mean 8x8) similarity of images i1-i9 with n0.
i1

n0
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i9

i2

i3

i1

i5
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i9
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i5
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i7
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i2
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i6
i7
i8

i9
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Table 8: Most similar images to n0 for (Mean 8x8)
similarity.

Image Rank (top=best)

Block
Size

8

16

32

8

16

32

8

16

32

i5

i5

i5

i5

i5

i5

i5

i5

i5

i9

i9

i9

i9

i9

i9

i9

i9

i9

i7

i2

i2

i3

i3

i3

i3

i3

i3

i3

i7

i7

i7

i1

i2

i6

i6

i1

i2

i3

i3

i1

i7

i7

i8

i8

i8

i1

i1

i1

i6

i8

i8

i1

i1

i6

i4

i4

i4

i8

i6

i1

i4

i7

i2

i6

i6

i6

i4

i2

i6

i7

i4

i7

i8

8

i8

i2

i4

i4

i2

i2

i4

Table 9: Most similar images to n0 ranked for all
measures (M=Mean, S=Standard Deviation,
E=Entropy) and blocksizes (8=8x8, 16=16x16,
32=32x32).

4

Conclusion

Using low level vision statistical measures such as Mean,
Standard Deviation and Entropy, and combining these
through majority voting, we obtain results which are
conclusive for ranking the most similar images, with
performance akin to visual rankings. The results showed
variation with blocksize, but the variation was not
sufficiently consistent to prefer any one particular choice
of blocksize. Similarly, no one measure used was to be
preferred, as all performed well for the highest ranked
most similar images.
If we had a "gold standard" for image similarity which
was applicable for medical images, such as computational
modelling or expert opinion, would be ideal for validating
these results. However this would require either a
standard observer model for medical images, or extensive
subjective testing of viewers. This was not undertaken in
the current study due to resource constraints.
A major assumption in this work is that there is no
intrinsic difference in the overall intensity properties of
the images, nor a scaling difference. If these aspects were
present (as was the case for images i6, n6, i8 and n8),
they could be easily corrected computationally e.g. by
histogram equalisation or by image stretching. Presence
of such effects, and properties which could be used to
counteract them, may be part of the overall image
description information that would be stored for display
of the image (e.g. in a DICOM image repository
environment). In a real CBIR system this form of
correction would be necessary, due to different image
acquisition settings or imaging device characteristics.
Future work to embed this simple block-based initial
ranking method into a complete CBIR system would
entail applying more specific content related selection
such as a region-of-interest approach, where the results
from block-based initial search would be refined further
by overlaying the region information as a conditional
similarity assessment process.
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Abstract
Exercise video games have become increasing
popular due to their promise to increase fitness and
reduce obesity levels, and due to the emergence of
cheap interface devices. Previous research reported
mixed results about the effectiveness of such games.
Common problems are the lack of long term
motivation of users, games not taking into account
specific patient requirements, repetitive gameplay,
and vendor lock-in. In this paper we design a novel
exergame which addresses some of these shortcomings.
The game employs an infinite randomly generated
game environment, uses immersive technologies, and
can be customized to take into account patient
requirements. We present a prototype of this game
design and evaluate its effectiveness using different
levels of immersion. Our user study demonstrates a
small but statistically significant increase in exercise
performance and motivation when using the exergame.
Employing the Oculus Rift resulted in a slightly higher
motivation, but no noticeable change in performance.
The head mounted display was most effective for
sedentary users.
Keywords: exergame, exercise motivation, immersive
technologies, head-mounted displays

1

Introduction

Regularly performing exercises has numerous health
benefits (Owen et al. 2010, Nelson et al. 2007). For an
average adult the American College of Sports Medicine
(ACSM) recommends 150 or more minutes of
moderate intensity exercise each week, or 75 or more
minutes of high intensity exercise each week (Garber
et al. 2011). However, a large proportion of the
population does not exercise enough (Douglas et al.
____________________________
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 8th Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2015),
Sydney, Australia, January 2015. Conferences in Research and
Practice in Information Technology (CRPIT), Vol. 164,
Anthony Maeder and Jim Warren, Ed. Reproduction for
academic, not-for profit purposes permitted provided this text is
included.

1997). A recent study in the US reported that only 8%
of adolescents achieved the recommended level of
physical activity (Troiano et al. 2008).
A major cause of insufficient exercises is lack of
motivation. Pure exercise activities are generally
perceived as not being intrinsically motivating
(Kilpatrick et al. 2005). One proposed solution is to
combine exercises and entertainment in the form of
exercise video games (exergames). Over the past
decade a large number of exergames have been
developed and suitable interaction devices, such as the
Wii Remote and Kinect motion sensors, the WiiFit
balance pad, and the Dance Dance Revolution dance
pad, have been released.
Most commercial exergames have been developed
with a large target audience in mind and do not
address specific health outcomes and patient
requirements. Studies of exergames’ effectiveness
have shown mixed results and in most cases exercise
motivation only increases in the short term (Altamimi
& Skinner 2012, Macvean & Robertson 2013, Sun
2013). Very few researchers have used immersive
technologies and little is known about their effect on
exercise performance and users motivation (Mokka et
al. 2003, Mestre et al. 2011, Finkelstein & Suma
2011).
In this paper we investigate requirements for
designing an exergame which can take into account
patient parameters and different health outcomes and
which increases patient motivation. In particular we
are interested in the effect of immersive technologies
on motivation and performance. Based on our
requirement analysis we present an exergame
platform and a game prototype.
Section 2 reviews relevant research on exergames
with an emphasis on exercycle-based games. Section 3
presents a requirement analysis, which is used in
section 4 to motivate the design of our exergame
platform and the implementation of a prototype. The
resulting exergame is evaluated with a user study.
Section 5 presents the study design and section 6 the
results. We conclude our research in section 7 and give
an outlook on future work in section 8.
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2

Related Work

Research in game psychology suggests that engaging
games satisfy basic psychological needs for
competence, autonomy, and relatedness (Przybylski
et al. 2010). We are interested in studies
investigating which factors make an exergame
successful, i.e., motivate users to play it sufficiently
often and long enough to get the desired amount of
physical activity.
Most exergames mirror physical activities in the game
environment, e.g., pedalling on an exercycle is
represented as cycling in the virtual environment (VE).
The resulting mundane cycling task may be why Mestre
et al. (2011) determined poor long term benefits in
terms of commitment and performance.
Kiili & Merilampi (2010) used a different approach
and let children perform a number of accelerometerbased games where the exercise performed in the real
environment was mapped to a different activity in the
virtual environment. For example, users had to perform
squats in order to pull a rope in a virtual tug-of-war
game. The authors report that participants had less
interest in games where the required physical activity
was not challenging, reacted negatively to delays
between physical activity and action in the VE, and
desired accurate motion control. The authors claim
that participants particularly liked the fact that the
games did not represent traditional physical activities.
Warburton et al. (2007) measured the long term
motivational effects of an exercycle-based game on
sedentary and overweight participants using a six week
study. The authors report that participants exercising
using exergames showed significantly higher rates of
adherence than those exercising just on a bike.
Additionally, the exergamers showed significantly
higher levels of physical fitness after the study, which
could be partially attributed to higher levels of
attendance. This demonstrates the potential of exergames as a motivational tool for people who are not
otherwise motivated to exercise, which is the group
who stands to benefit from them the most.
Song et al. (2009) investigated the effect of
competitive factors. The authors found that direct
competition caused increased exercise performance in
both competitive and non-competitive players, but
decreased enjoyment and motivation in noncompetitive players.
Sell et al. (2008) performed a user study using the
“Dance Dance Revolution” game in order to
investigate the effect of players’ skill levels on
performance and motivation in an exergame. The
authors report that participants with a higher skill
level played exergames on a higher level of difficulty
and exhibited significantly higher levels of exercise on a
cardiovascular metric. The higher skilled players also
expressed a higher level of enjoyment of the game.
Several studies have investigated the role of
immersion on exergame performance. Mokka et al.
(2003) used an exercycle to enable users to traverse a
VR cycle track as fast as possible. The bike’s
resistance changed with the track’s slope. A user study
(with 9 participants) found that the immersive game
was a pleasant experience, but was perceived as
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exercise, rather than gaming. Mestre et al. (2011)
found that sensory stimulation such as that provided
by an exergame distracted participants from the
exercise, and thus improved their performance and
enjoyment. Finkelstein & Suma (2011) report for their
VR exergame “Astrojumper” a significantly increased
heart rate of users after gameplay. Participants’ ratings
of perceived workout intensity positively correlated
with their level of motivation. None of the above
studies used a fully immersive display, such as headmounted display, and interaction with the virtual
environment was limited.

3

Requirements Analysis

The objective of our research is the development of an
exergame which has an infinite non-repetitive
gameplay, is motivating, and can be customized to
desired health outcomes and patient requirements.
The game design should also allow an investigation
into what game elements are most motivating (future
work), and how immersive technologies influence users
motivation and performance.

3.1

Exercise Requirements

The American College of Sports Medicine (ACSM)
recommends that an average adult should engage in
moderate intensity exercise for 30 minutes or more
on five days a week, or high intensity exercise for 20
minutes or more on three days a week (Garber et al.
2011). The ACSM defines exercises as moderate (high)
intensity if the user’s heart rate is between 64% and
76% (77% and 95%) of the maximum heart rate. The
exercises should include a warm-up phase. Without
that participants may not exercise at their full
capability due to psychological reasons such as fear of
injury (Genovely & Stamford 1982). The warm-up
should be part of the gameplay since this is likely to
make the warm-up more enjoyable, and it has been
shown that an active warm-up (using the same muscles
in the same manner as the subsequent exercises) offers
better performance improvements than a passive
warm-up (Shellock & Prentice 1985).
Since we target a wide range of users and want to
test immersive technologies we need an exercise which
is suitable for users of different age, does not require
training, and is safe when wearing a head-mounted
display while performing vigorously. After surveying
exercise machines available in a gym we decided that an
exercise bike is most suitable.
We
hence
derive
the
following exercise
requirements:
E1 Exercises use an exercycle
E2 The game should be designed to encourage
moderate to high intensity pedaling
E3 The game should be scalable to users with a
range of different fitness levels
E4 The game should be ideally about 30 minutes
long, but it should also be possible to do training
sessions of different length
E5 The game should have a warm-up period which
is integrated into the gameplay
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3.2

Gameplay Requirements

The gameplay should be intuitive and enjoyable. In
order to achieve this we derive requirements based
on the eight components of psychological flow
proposed by Csiksczentmihalyi et al. (2004). We also
employ standard user interface design requirements,
such as intuitive control and immediate response to
user actions (Kiili & Merilampi 2010). Combining this
information with the previously derived exercise
requirements, results in the following gameplay
requirements:
G1 The game should be scalable to a range of
different game skill levels
G2 Since an exercycle does not have a rotating
handlebar, we track users body motion to steer
the virtual bike
G3 The game should provide a transparent scoring
system to enable players to compete against their
personal best and/or other players
G4 The exercise intensity and duration is captured
using a performance measure, whereas the game
score reflects additionally the game skills
G5 The exerbike’s resistance level should reflect the
gameplay (e.g., terrain slope, obstacles)
G6 The game should have a clear goal. At all
times, it should be intuitive for players what
must be done to achieve that goal
G7 Players must be able to make meaningful choices
with non-trivial consequences, and must be aware
of the consequences of these choices
G8 The game should NOT be just a representation
of a real-world exercise, i.e., it must contain
meaningful gameplay

3.3

Platform Requirements

P1 In order to allow widespread use, the platform
should use consumer-level technologies only
P2 The platform should be extendable, i.e., allow
easy design of new games and addition of new
hardware such as different exercise machines
P3 The platform should be suitable for a wide range
of users, e.g., not make any assumptions about
age, size, and appearance of users

4

Design and Implementation

Based on the above requirements we designed an
exergame platform and a prototype of an exergame.

4.1

Platform Design

Our exergame platform is illustrated in Figure 1. We
use a Life Fitness 95Ci Upright Exercise bike, which
implements
the
CSAFE
(Communications
Specification for Fitness Equipment) standard. The
bike is connected to a PC using a DE9 serial cable.
The exercise bike we used only allows reading of data
(e.g., level, speed, calories burned, heart rate).
In order to adjust the pedalling resistance (level)
from the exergame, we connected an Arduino Uno R3
via optocouplers to the circuitboard of the bike. The

Figure 1: Our Exergame platform.
software on the Arduino was programmed to simulate
key presses of the resistance switches to adjust the
resistance to a level that could be set via serial
communication by the Unity game.
Steering the bike in the virtual environment could
be achieved using a game controller.
However,
“racing wheel” style controllers are unintuitive for a
bike and potentially a safety hazard when exercising
vigorously and/or using a head-mounted display. We
decided to let users steer the bike using slight body
movements to the left and right. This is consistent with
other user actions required in the game, e.g., ducking to
avoid overhead obstacles. Furthermore, mapping all
user controls to body actions (pedalling, bending,
ducking) results in a better workout, reduces one level
of indirection in the interface, and hence results in an
improved immersion.
Detection of body motions is achieved using a
Microsoft Kinect motion sensor, which is placed about
two meters towards the side of the bike, at a height of
1.6 meters (approximate head height of a user sitting
on the bike). Using the Kinect SDK we performed
upper body tracking (“seated mode”) and then used
the head position to detect user motions (e.g., leaning
left/right, ducking, standing upright). The head
provides a good proxy for the motion of the upper
body, since the player’s lower body on the bike is
more or less fixed. We found that wearing the Oculus
Rift HMD had no negative effect on tracking
performance, since the Kinect SDK matches the entire
body shape for tracking, rather than performing face
recognition.
The height of the Kinect had to be occasionally
adjusted when dealing with very small or tall users.
We also tested several motion capturing techniques
using a web-cam: the OpenCV optical flow
implementation, FaceAPI for face tracking, and the
OpenCV ViolaJones object detection framework for
face tracking. However, all of these methods proved
unreliable. For example, face detection failed when
users wore a head-mounted display and was prone to
interference (e.g., people in the background). Optical
flow performed poorly under certain lighting conditions
and for certain types of clothes.
Connected to the PC were two types of displays: a
traditional computer monitor placed in front of the
user, and alternatively an Oculus Rift head-mounted
display. The game itself was implemented using the
Unity 3D game engine.
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4.2

Exergame Design

Based on the requirements derived in section 3 we
decided on a gameplay where the user controls by
cycling and body motions a character moving along a
semi-linear course containing obstacles and rewards.

4.2.1

Game Objective

The objective of the game is to cycle along the course
for a predetermined period of time (depending on
player preferences and desired health outcomes), and to
achieve the best score possible. The score is a function
of the player’s speed and distance traveled. In contrast
to exercise bikes, where an increasing resistance results
in higher exercise performance (e.g., calories burned),
we decided that resistance has no direct effect on the
score. This gives players a motivation to avoid
obstacles increasing resistance. The player has a fixed
number of lives and can lose a life when hitting an
obstacle, or if the pedalling speed drops below a
predetermined minimum intensity depending on the
player’s health parameters. After losing a life the game
resumes at the position just before the life was lost.
New lives can be obtained by collecting rewards (see
below). The game finishes if the preset exercise
duration has been reached. If the player loses all lives
beforehand, the game restarts with a score of zero.

4.2.2

4.2.3

Terrain

We use a semi-linear course, i.e., the course occasionally branches, but always eventually merge back
together (see figure 3). A linear course, such as a race
track, would restrict player movements too much (i.e.,
limit choices), whereas an arbitrary branching of the
course might reduce motivation (e.g., if the player
feels getting lost), and would make it more difficult to
create an effective multiplayer implementation
(competitive or collaborative gameplay). If the course
branches the resulting branches always have different
levels of difficulty. The “easy” branch is wider and has
less obstacles, whereas the “difficult” branch is
narrower and has more obstacles and rewards, i.e., it is
riskier, but enables the player to obtain a higher score.

Player Representation

The player representation depends on the display
device. If the player wears the Oculus Rift headmounted display we employ a first-person view, i.e., the
player character is not visible on the display. Two
different views, slightly offset from each other, are
rendered using the Unity 3D bindings for the Oculus
Rift (see figure 2).

Figure 3: The course can branch (top), but
branches eventually always merge back together
(bottom).
The course usually contains boundary walls preventing
the player from falling off. More challenging sections
have missing boundary walls, a reduced width, and/or
holes (pits) inside of it as illustrated in Figure 4.

Figure 2: For the Oculus Rift head-mounted
display two different views, slightly offset from
each other, are rendered.
When using a monitor in front of the exerbike we
employ a third-person view and represent the player
character by a green blobby figure as shown in Figure 3.
The figure clearly indicates the player’s position in the
game, and reflects player’s body motions (leaning
left/right, ducking) by tilting. Without this abstract
representation players would not know when to steer the
bike to avoid an obstacle or why they lost a life (e.g.
hitting a bridge).
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Figure 4: Challenging sections of the course have
missing boundary walls, a reduced width, and/or
holes (pits), which the player has to navigate
around.
The entire course (width, boundaries, holes,
obstacles, slopes, branches, rewards) is procedurally
generated on the fly, i.e., while playing the game. This
guarantees that the game is non-repetitive and
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infinite. One drawback is that sometimes far away
sections are invisible (see figure 5).

Figure 5: The course is procedurally generated on
the fly and occasionally far away sections are
invisible (since not generated yet).
In order to give the player clearly visible
intermediate goals the course has stages. The end of
each stage is indicated by a sharp upward slope, which
is twice as high as the maximum height change within
a stage, followed by a steep drop and flat section (see
Figure 6). With each stage the game gets slightly harder
(e.g., more pits, slopes and obstacles), but also more
rewards are generated.

Figure 6: The end of a stage is indicated by a
sharp upward slope (left) followed by a steep drop
and flat section (right).

4.3

Figure 7: A cannonball has hit the player and
explodes after a preset time.
Rewards are indicated by boxes (see figure 8) and if
collected (by touching the box) can result in an increase
of the score by a fixed amount, a bonus life, ten
seconds of pedalling at minimum resistance, or a
random choice of the previous three options.

Figure 8: Rewards are indicated by boxes, in this
case bonus points which are added to the player’s
score.

Obstacles and Rewards

In order to fulfill the gameplay requirements listed in
the previous section, the following game elements were
added to the gameplay:
The gameplay difficulty can be adjusted to fit the
player’s skills by changing parameters of the course
(width, slope, holes), the number and severity of
obstacles, and having less or more difficult to reach
rewards.
There are two types of obstacles: Cannonballs are
shot at the user. If a cannonball hits the player it
slows down the player by dramatically increasing the
exerbike’s resistance. Players can lose a life if a
cannonball pushes the player over the edge of the
course. Cannonballs will explode after a preset time
and “free” the player (see Figure 7). Players can escape
a cannonball by cycling faster and/or changing
direction. The second type of obstacle is bridges. The
player must duck on the exerbike to avoid a collision,
which would result in losing a life.
In addition there are obstacles designed purely to
increase the exercise level, but without reducing the
score or number of lives. This includes sloping terrain
and different ground materials, which both can reduce
or increase the pedalling resistance.

4.4

Interaction Design

Players’ motions are directly mapped onto motions of
the bike in the virtual environment, i.e., no physical
interaction devices, such as joysticks, and no GUIs
are employed. This is to enable the player to fully
concentrate on the exercises and game objectives, and
to increase immersion. The player’s rate of pedalling
controls the speed, leaning to the left/right steers the
bike (e.g., to avoid obstacles), and ducking makes the
player character duck to avoid hitting bridges.
Early testing found that implementing steering
motions by rotating the virtual bike (and hence
rotating the camera view) resulted in discomfort. The
reason for this is probably due to sensory disconnect
since the player’s inertia system does not register a
rotating motion on the exercise bike. We hence
implement direction changes by keeping the player’s
view straight, but shifting the bike sideways depending
on the duration of detected body motions. In our
subsequent user study (see section 5) nobody
considered this motion unrealistic or unpleasant.
Care was taken that the game character responded
immediately to user’s motions.

4.5

Gameplay versus Exercise Objectives

In order to achieve customized health objectives the
gameplay difficulty and exercise difficulty have been
separated as much as possible (exercise requirement
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E2). That way an unskilled player can receive the
benefits of the exercise, without being demotivated by
an inability to meaningfully play the game. Conversely,
for competent but unfit players the gameplay difficulty
can be increased (to make the game more interesting)
and the exercise difficulty can be decreased to prevent
players overextending themselves.
The gameplay difficulty depends on a player’s
experience and previous achievements, i.e., players
usually start at the lowest level of difficulty and then
progress with increasing experience. As mentioned
previously, the gameplay difficulty can be adjusted by
changing the course, obstacles and rewards. The exercise
difficulty can be adjusted through changes to the
baseline resistance (that is the resistance when the
player is pedalling on a flat course without obstacles),
and by increasing the frequency resistance-effecting
obstacles, e.g., ramps, are generated.
The exercise objective of performing a steady
moderate intensity workout (exercise requirement E3)
is achieved by requiring users to pedal at a minimum
speed (otherwise a life is lost) and by designing the
course such that there are no overly long straight
sections (to prevent the user from speeding up too
much and reaching an unhealthy high heart rate).
The heart rate is monitored at all times. It is possible to
adjust the course on the fly if the heart rate gets too
high, but right now we only give a warning message.
The exercise requirement E4 is achieved by using a
procedurally (potentially infinite) terrain and the
game objectives described in subsection 4.2.1.
The exercise requirement E5 is achieved by having
a “warm-up section” at the start of a course as
illustrated in Figure 9. In this section both sides of
the track have barriers present at all times, and the bulk
of the track is obstacle free. This means, it is unlikely
that a player loses a life within this section. Obstacles
are introduced at a slow rate and with a low level of
difficulty (e.g., narrow holes) in order to enable the
player to recognize and learn to master the obstacles.

Figure 9: The “warm-up section” at the start of a
course.
A limited amount of competition is provided in
terms of a highscore list at the end of the game (see
Figure 10). The list contains the top five scores over all
instances of the game. Player names are currently not
included because of privacy concerns and conditions of
our ethics approval.
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Figure 10: High Score list.

4.6

Exergame Implementation

The exergame was developed using the MonoDevelop
development environment from Unity3D version
3.5.7. 3D content was obtained by modeling it using
Blender and by using Unity’s 3D primitives and some
existing assets packaged into Unity (e.g., water, particle
effects). Some code from the Oculus Rift forums was
used to overcome an incompatibility between the builtin Unity skybox system and the Oculus Rift.

5

User Study Design

In order to evaluate the exergame and determine its
effect on user performance and motivation during
exercise, a user study was conducted.

5.1

Methodology

Participants for this user study were drawn from the
authors’ institution’s students, recent graduates, and
staff. Each participant took part in a single test session
of approximately one hour in duration.
At the beginning of a session participants
completed a pre-test questionnaire collecting demographic information (see subsection 5.2). Participants
were then given an explanation of the game and told
to exercise as if they were in a gym. This was
followed by three exercise periods of ten minutes each,
separated by five minute breaks. And the end of the
session participants had to complete a post-test
questionnaire (see subsection 5.3).
The three exercise periods used three different
conditions:
C1 Exercising without a game.
C2 Exercising with the game displayed on a
standard PC monitor (1920 × 1080 resolution)
in front of the participant.
C3 Exercising with the game displayed on the
Oculus Rift worn by the participant
In order to mitigate learning and fatigue effects, the
order of the three conditions was determined with the
Latin Square method, such that the overall distribution
of orderings was approximately equal.
During the non-gaming condition (C1), the resistance
on the exercise bike was set to the default game resistance
level (horizontal terrain, no obstacles). Participants
were told to use the exercise bike in this condition as if
they were using it for exercise of their own accord,
such as in a gym or at home, and thus they were
allowed to adjust the resistance. All participants
performed the tests using the same equipment in the
same location.
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At the end of each exercise session, the
measurements for “distance traveled” and “calories
burned” were recorded from the bike. Measurements
were taken from the bike rather than the game in order
to measure the overall quantity of exercises rather than
the game score. Additionally, during the two gaming
conditions (C2 and C3), participants’ heart rate and
speed were measured and recorded with information
about the current game state (i.e., the nature of the
track at that point) every 0.5 seconds. The study took
place over two weeks at the authors’ research
laboratory.

5.2

Participant Demographics

11. Did you suffer from any form of motion sickness
during the Oculus Rift condition?
12. Do you have any other feedback?
During and between the exercise sessions comments
and feedback of participants were recorded.
Participants were informed before the test that they
should stop if at any point they were concerned about
their health during the exercise. Participants were
observed during each session and asked about their
condition if displaying excessive tiredness or signs of
unease or illness.

6

Results

The study had 27 participants of which 26 completed
the study. One participant had to abort the study
because of exhaustion. Of the 26 participants
completing the study 24 were male and 2 female.
18 out of these 26 participants did two or more
hours of exercise per week. 14 played two or more
hours of computer games per week; and of those eight
did two or more hours of exercise per week. 15
participants had previously played exergames. Nine
participants had previously used a head mounted
display and three of those nine has suffered from
motion sick- ness or discomfort.
The Mean and Median Body Mass Index (BMI) was
23.3 and 22.9, respectively. The mean and median age
was 24.3 and 22 years, respectively.

6.1

5.3

Figure 11: Distance traveled for the test conditions
C1 (bike only), C2 (exergame with monitor), and
C3 (exergame with Oculus Rift HMD). The chart
shows the median, minimum, maximum, lower
quartile, and upper quartile values for the 26 user
study participants.

Questionnaire

The post-test questionnaire sought to establish how
the different conditions motivated the participant.
Questions 1-8 were answered on a seven point Likert
scale containing the following values: “Strongly
Disagree”, “Disagree”, “Slightly Disagree”, “Neutral”,
“Slightly Agree”, “Agree”, “Strongly Agree”. Question
9 asked users to rank the conditions C1, C2 and C3.
Questions 10-12 were open-ended questions.
The questions/statements
in the post-test
questionnaire were as follows:
1. I enjoyed the non-gaming exercise session.
2. I enjoyed the session with the game on a screen.
3. I enjoyed the session with the game on the Oculus
Rift.
4. I found the non-gaming exercise session motivating.
5. I found the exercise session with the game on a
screen motivating.
6. I found the exercise session with the game on the
Oculus Rift motivating.
7. Using the exergame with the Oculus Rift would
cause me to use the exercise bike more often.
8. Using the exergame with the Oculus Rift would
cause me to use the exercise bike for longer.
9. Please rank the three experimental conditions from
most enjoyable to least enjoyable.
10. Would you prefer to use an exergame like the one
presented in the study for regular exercise?

Performance

Participant performance was measured by taking the
“distance traveled” and “calories burned” readouts
from the bike at the end of each 10 minute exercise
period.

Figure 12: Calories burned for the test conditions
C1 (bike only), C2 (exergame with monitor), and
C3 (exergame with Oculus Rift HMD). The chart
shows the median, minimum, maximum, lower
quartile, and upper quartile values for the 26 user
study participants.
Figure 11 shows that on average participants
covered a larger distance when playing the exergame.
The game with monitor produced slightly better results
(Mean: 3.66 km, Median: 3.75 km) than the game with
the Oculus Rift HMD (Mean: 3.56 km, Median: 3.61
km). The results for using the exerbike without
exergame were: Mean: 3.18 km, Median 3.29 km.
Similar outcomes were obtained for the “calories
burned” parameter: Exergame with monitor: Mean:
68.4 cal, Median: 68.0 cal. Exergame with Oculus Rift
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HMD: Mean: 66.2 cal, Median: 66.0 cal. Exerbike
without exergame: Mean: 63.0 cal, Median: 61.5 cal. In
both cases the distribution of participants’results was
close to normal.
The results were compared using the Wilcoxon
Signed Rank test, with a two tailed hypothesis and a pvalue significance threshold of 0.05. When comparing
the results for “distance traveled” the difference
between condition C1 (bike only) and C2 (exergame
with monitor) was significant (Z-value -4.03, p-value
< 0.001).
Likewise for the difference between
condition C1 (bike only) and C3 (exergame with Oculus
Rift): Z-value -2.83, p-value < 0.001. The difference
between condition C2 and C3 was not significant: Zvalue -0.53, p-value 0.60.
When comparing the results for “calories burned”
the difference between condition C1 (bike only) and C2
(exergame with monitor) was significant: Z-value 2.22, p-value 0.03. However, the differences between
condition C1 and C3 (Z-value -1.32, p-value 0.19) and
between C2 and C3 (Z-value -1.10, p-value 0.27) were
both not significant.
It is interesting to note that the maximum values
were similar in all cases, and the maximum value for
“calories burned” was largest for condition C1 (bike
only). This indicates that the exergame makes little
difference for a user wanting a serious workout, and
the “bike only” condition might be most suitable for
such a scenario since the user can increase the
resistance freely and that way achieve a higher
“calories burned” result.
Another interesting observation is that the
minimum values for “calories burned” were obtained
for condition C3 (exergame with Oculus Rift). An
explanation might be that some users were distracted
by the head-mounted display and concentrated on the
immersive environment rather than the cycling. We
also found that some users had more difficulty
controlling the bike using the Oculus Rift. For
example, when passing a bridge in condition C2, the
user can see the avatar and can duck lower if the
avatar is not leaning enough forward to fit under the
bridge. The Oculus Rift view did not provide visual
feedback and some users did not duck enough and got
killed by bridges, whereas other users ducked so much
that their head and HMD touched the front of the
exerbike.

Figure 13: “Distance traveled” results for the entire
cohort (base) and the following subgroups: gamers,
non-gamers, users performing regular exercises, and
users not performing regular exercises.
Figure 13 shows two surprising results. In the figure
“base” refers to the entire study cohort. The gamers (14
of the 26 participants) are individuals who regularly
spent two or more hours each week playing video
games. Exercisers (18 of the 26 participants) are

82

individuals who regularly spent two or more hours each
week doing exercise.
The distance covered in the exergame was greater
for non-gamers than for gamers. One possible explanation is that gamers were disappointed with the
visual quality and gameplay and hence were less
motivated. However, we can see that gamers also
performed lower for the “bike only” condition, and
hence a more likely explanation is that the gamers
were less fit or less inclined to perform physical
exercises. The results also indicate that the gameplay
was intuitive and easy to control and no previous
gaming experience was necessary in order to perform
well.
The second surprising result is that users exercising
regularly performed better than average in the “bike
only” condition, but performed poorly in the two
exergaming conditions. In contrast, users who did not
exercise regularly achieved the best results of all
subgroups. This indicates that the game was
particularly motivating for non-physically active
users, but had the lowest motivating effect on
participants who were already physically active.

6.2

Motivation and Enjoyment

Figure 14: Mean enjoyment scores (on a scale
from 1 to 7) for the entire cohort (base) and the
following subgroups: gamers, non-gamers, users
performing regular exercises, and users not
performing regular exercises.

Figure 15: Mean motivation scores (on a scale
from 1 to 7) for the entire cohort (base) and the
following subgroups: gamers, non-gamers, users
performing regular exercises, and users not
performing regular exercises.
Participant motivation and enjoyment was
measured using the answers to the questions 1-8 in
the post-test questionnaire (see subsection 5.3).
The answers are on a seven point Likert scale
ranging from 1 (Strongly Disagree) to 7 (Strongly
Agree), where 4 indicates neutral.
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Figure 16: Mean enjoyment and motivation scores
(on a scale from 1 to 7) for the test conditions C1
(bike only), C2 (exergame with monitor), and C3
(exergame with Oculus Rift HMD).
Figures 14-16 show that participants rated the two
gaming conditions as significantly more enjoyable and
motivating than “bike only” condition. Using the
exergame with the Oculus Rift HMD was slightly more
enjoyable and motivating than using the game with a
monitor.
The statement “Using the exergame with the
Oculus Rift would cause me to use the exercise bike
more often” had a mean response of 5.7, and a median
response of 6 (”Agree”). The statement “Using the
exergame with the Oculus Rift would cause me to use
the exercise bike for longer” had a mean response of 6,
and a median response of 6 (”Agree”).
An interesting observation from Figure 14 and 15
is that for users performing regular exercises the
exergame does significantly improve enjoyment, but
has little effect on motivation when compared with the
“bike only” condition.
Performing an ANOVA (Analysis of Variance) test
on the participants’ feedback with a p-value
significance threshold of 0.05 shows that the “exergame
with monitor” was significantly more enjoyable and
motivating than the “bike only” and using the Oculus
Rift HMD resulted in a significantly increased
enjoyment and motivation over both the “bike only”
condition and the “exergame with monitor” condition.
All of the 26 participants ranked the “bike only”
condition as the least enjoyable. Seven of them ranked
the “exergame with monitor” condition as the most
enjoyable, while the rest ranked the “exergame with
Oculus Rift” condition as the most enjoyable. Only
three participants stated that they would not like to
use an exergame for regular exercise.

6.3

Discussion

The results indicate that the exergame significantly
increases participants’ performance. In the study
presented in this paper each participant attended only
one session, and it is hence unknown whether these
increases are due to the novelty, or would also apply in
long-term use.
The “exergame with monitor” condition gave slightly
better results than the “exergame with Oculus Rift”
condition. Possible reasons are that users felt more
comfortable using the traditional display (no simulator
sickness), that they found it easier to control the bike
(since the display shows the user’s position in the
virtual environment using an avatar), and that they
were less distracted (since for most users this was the
first time they wore a HMD).

Despite of this participants rated the ‘exergame with
Oculus Rift” significantly higher than the other
conditions both in terms of enjoyment and motivation.
Interesting results were obtained for different subgroups. The exergame resulted in the lowest increase
in performance for users regularly exercising, and it
resulted in the highest increase in performance for users
not regularly exercising. These results are explained by
the observation that for users regularly exercising the
exergame increased enjoyment, but not motivation. In
contrast, for users not exercising regularly, the
exergame resulted in the highest increase in motivation
when compared with the “bike only” condition.
Slightly different results were obtained for the
performance measures “distance traveled” and “calories
burned”. A detailed analysis of the reasons for this is
not possible since it is unknown how the “calories
burned” value is computed by the exerbike.

6.4

Simulator Sickness

Simulator Sickness is a common occurrence when
using virtual environments, and in particular when
using VR displays (Merhi et al. 2007, Kennedy et al.
2010, Moss & Muth 2011). Common symptoms are
eyestrain,
headaches,
dizziness,
sweating,
disorientation, vertigo, and nausea. Simulator Sickness
symptoms are similar to motion sickness, but are not
caused by physical motion of the user, but by motion
within the virtual environment.
In our user study four of the 26 participants
complained about discomfort when using the exergame
with the Oculus Rift head-mounted display. In all cases
only weak symptoms were experienced and nobody had
to abort the study. From the three participants who
reported previous experience of simulation sickness in
the pre-test questionnaire only one experienced
discomfort in our study. Nobody experienced
discomfort in the “bike only” and “bike with monitor”
condition.
Discussion with users revealed that the discomfort
occurred only during slopes, with downward slopes
causing a stronger reaction than upward slopes. The
most likely cause is a sensory disconnect between the
horizontal position of the bike in the real world and
the tilted view in the virtual environment. Speed also
seems to be a factor since downward slopes caused
more discomfort and were associated with a higher
speed than upward slopes.

6.5

Limitations

When interpreting the results some limitations of the
user study must be taken into account. The demographic
of the participants was fairly narrow. Almost all of the
participants were male (92%), and between the ages
of 20 and 24 (77%). Furthermore, most of the
participants were drawn from either Computer
Science or Software Engineering backgrounds.
While young males may be an ideal target audience
for exergames due to their tendency to enjoy video
games and the fact that their exercise motivation
factors are largely intrinsic (Kilpatrick et al. 2005,
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Ryan et al. 1997), this might imply that the results of
this study do not apply to the general population.
Our user study evaluated motivation through a
questionnaire, asking participants direct questions
about how motivated they felt after completing the
exercise sessions. While this can give a reasonable
indication about short term motivation (that is, the
participants indicated after exercising that they felt
motivated, and would like to continue), it is not
necessarily a good indication of long term motivation.
In order to evaluate whether an immersive exergame is
an effective motivational tool, a longitudinal study,
such as the one conducted by Waburton et al. (Warburton et al. 2007), must be performed.
In section 3 we suggested that based on
recommendations by the American College of Sports
Medicine a 30 minute exercise duration is ideal. In the
user study participants had to cycle three times for 10
minutes (i.e., 30 minutes in total). However, one
participant was unable to complete and several
participants stated that the game was hard and that
they were exhausted afterwards. Our default
resistance level might have been too high, or we might
have underestimated the motivating effect of the
game. However, none of the participants reached a
dangerously high heart rate. We believe some more
fine-tuning is necessary to achieve a more constant and
slower pedalling speed for unfit users.
Simulator sickness is an important issue to
consider when developing VR exergames. Our results
so far indicate that discomfort dependent on the level of
sensory disconnect. We are currently working on
replacing the slopes with game elements which have a
similar effect (i.e., slowing down and speeding up the
user), but do not change the bike’s inclination in the
virtual environment.
Another problem was latency of the bike’s resistance.
Since the bike provided only read-out of bike
parameters, changes in the resistance had to occur
through the connected Arduino micro-controller
triggering button presses on the bike’s resistance
buttons. These buttons had a maximum frequency at
which they could register presses. When the game
called for a sudden, sharp change in resistance (such
as when the player is hit directly by a cannon ball),
it could take a noticeable amount of time for the
desired resistance to be reached. This latency was
noticed by a few participants.
Finally some participants complained about the
Oculus Rift: its display resolution was lower than the
monitor’s one, which made it difficult to see far away
obstacles. When sweating the lenses of the HMD would
fog up. This made using it less appealing and some
participants requested a pause functionality in order to
wipe the lenses without effecting their score. There
were also some concerns about hygiene since the
padding of the Oculus Rift soaked up sweat.

7

Conclusion

We presented a novel exergame with procedurally
generated game elements taking into account user
parameters and offering an infinite (non-repetitive)
gameplay. We tested the exergame using different VR
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display technologies and compared it to “bike only”
exercises.
Our results indicate that the exergame significantly
increases participants’ performance, motivation and
enjoyment. Combining the exergame with an
immersive HMD resulted in increased motivation and
enjoyment compared to using a traditional display, but
not in increased performance. Effectiveness of the
game varied for different user groups and the largest
positive effect was observed for users not regularly
exercising.
Our exergame platform does not display the mode
of motion (e.g., pedalling or walking). Hence the game
can be used with other exercise machines such as
treadmills (walking/running) and cross trainers (cross
country skiing).
Note, however, that with these
machines excessive sideway body movements can
result in loss of balance and injury. Using a treadmill
while wearing a HMD is strongly discouraged. A more
suitable device are omni-direction treadmills (e.g.,
Virtuix Omni and Cyberith Virtualizer), which have a
safety harness or enclosing safety bar, and allow
motions in all directions.

8

Future Work

The research we presented in this paper represents a
starting point for our understanding of the utility of
VR exergames as an effective intervention tool. Our
findings suggest several avenues for future research.
In order to determine the effectiveness of our game
in practice, we want to conduct a longitudinal study
testing long-term effects. We also want to modify the
game play such that it achieves translational effects,
i.e., users get motivated to perform more physical
activities in the real-world. This might require the
development of a whole suit of games targeting
different user demographics and interests.
More research is needed on individual differences in
the motivational appeal of games that differ in styles
of play. We want to evaluate the motivational
properties of VR exergames games and whether, and
if yes why, some motivational concepts are more
effective in an immersive environment. We are also
interested in competitive versus collaborative game
play and the use of ghosting, to enable users to
compare their performance with previous attempts.
So far we only looked at improvements in physical
activity. We want to investigate whether engaging
exergames might have cognitive or neuroprotective
benefits over the long term. In particular game design
could combine cognitive training with cardiovascular
exercise - both of which have been implicated in
delaying or preventing the onset of age-related
dementias. In this sense, exergaming may be an
especially beneficial form of both exercise and
cognitive training.

9
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Abstract

1.2 The international standardisation context

Recently the International Standards Organisation, TC215
Health Informatics Committee has developed a new
Technical Specification, ISO/TS 13131 Health
informatics — Telehealth services — Quality planning
guidelines (ISO/TS 13131) based on a risk and quality
management approach. This paper provides examples of
the application of this new international specification to
the generation of guidelines for a telehealth in the home
service. To date most guidelines for telehealth have been
developed for use within limited clinical contexts. In
contrast ISO/TS 13131 specification allows a broader
approach by focusing on quality and risk management
methods able to generate the level of detailed guidelines
required by a particular service. This specification
belongs to a class of standards that provide flexible,
general guidelines that support innovation in healthcare.
The ISO/TS 13131 specification proposes guidelines for
quality and financial management, service planning,
workforce planning, healthcare planning, healthcare
organisation responsibilities, facilities, technology and
information management.
Keywords: telehealth, quality, safety, risk, innovation,
healthcare, information, communications, technology

Health informatics is an intensely multi-disciplinary field,
spanning Information and Communications Technology
(ICT), Health and Healthcare. Multiple standards
organisations cover the ICT, Health and Health
Informatics fields. Interest groups continually form new
standards organisations in their efforts to capture ground
in emerging fields.
Standards have a role in overcoming barriers to the
sharing of knowledge and placing the promotion of
community interest ahead of sectional interests.
Standards organisations have to contend with complex
and evolving health information systems that are
continually re-creating silos of information, expertise,
conflicting business models, intellectual property and
policies. Standards organisations need to balance local
needs against national and global interests.
In a bid to partially reconcile these interests at the
international level, the Joint Initiative Council (JIC) for
Global Health Informatics Standardisation was formed in
2007 (Joint Initiative Council, 2014). It aims to foster:

1

Introduction

1.1 Aims
This paper has three aims: Firstly to review international
and national standards or guidelines that can inform the
development of a telehealth initiative including standards
for safety, quality and risk in health. The second aim is to
describe the development of the telehealth service
guidelines in the recent ISO/TS 13131 specification and
their relationship to existing guidelines. The third aim is
to describe though a case study how these guidelines and
standards were informed by and applied to the chosen
case study.
The Flinders University Telehealth in the Home: Palliative and Aged Care (including rehabilitation) in
South Australia pilot (FTH pilot) was chosen as the case
study.
___________________________
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 8th Australasian Workshop on Health
Informatics and Knowledge Management (HIKM 2105),
Sydney, Australia, January 2015. Conferences in Research and
Practice in Information Technology (CRPIT), Vol. 164,
Anthony Maeder and Jim Warren, Eds. Reproduction for
academic, not for profit purposes permitted provided this text is
included.

 greater collaboration to facilitate achievement of
coherent, coordinated and usable global health
informatics standards;
 coordinated
programs;

standards

processes

and

work

 resolution of gaps, overlaps and counter-productive
standardization efforts;
 improved standards availability; and
 greater communication and engagement with
stakeholder communities.
Current JIC members include the International
Standards Organisation (ISO) TC 215 Health Informatics
Technical Committee (ISO/TC 215), CEN/TC 251 Health
Informatics
Committee,
Health
Level
Seven
International, Clinical Data Interchange Standards
Consortium,
International
Health
Terminology,
Identification of products and services, Integrating the
Healthcare Enterprise, the mHealth Alliance and the
DICOM Standards Committee. Other collaborating
organisations include the IEEE, IEC/TC62, ITU/T and
the Continua Alliance.
The ISO/TC 215 Health informatics committee
produces standards, technical specifications and reports to
encourage standardisation, interoperability, compatibility
and consistency for health information and data. A
working group of this committee has produced a new ISO
specification ISO/TS 13131:—, Health informatics —
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Telehealth services — Quality planning guidelines
(ISO/TS 13131) to provide high level guidelines for the
implementation of telehealth services. The author was
project leader for development of the ISO/TS 13131
specification during its later development stages.

1.3 Regional and national telehealth guidelines
In many countries specific guidelines have been
developed for clinical specialties or industry segments
using telehealth. Examples are the Canadian Telestroke
Action Implementation Kit (Canadian Heart & Stroke
Foundation, 2013), and the European Code of Practice for
Telehealth Services (TeleSCoPE 2014), which focuses on
supporting monitoring and alarm services for people at
home.
The American Telemedicine Association (ATA) has
made the development of standards and guidelines a
priority. The ATA has developed general operational and
many clinically specific guidelines for a range of
disciplines including pathology, mental health and
rehabilitation.

1.4 Australian telehealth guidelines
Australian telehealth guidelines mirror the diversity of
standards and guidelines found in other countries. A
number of Australian organisations have produced
guidelines for telehealth activities relate to specific areas
of professional clinical activity. Examples include:
 The Australian College of Rural and Remote
Medicine (ACRRM) Telehealth Guidelines
(ACRRM 2012);
 The Royal Australian College of General
Practitioners (RACGP) Guidelines for interprofessional collaboration between general
practitioners and other medical specialists
providing video consultations (RACGP 2013);
 The Australian Health Practitioner Regulation
Agency (AHPRA) Guidelines for technology based
patient consultations (AHPRA 2012).
State based health services have guidelines for a
number of telehealth activities. For instance the South
Australian Health Department (SA Health) through the
Statewide Rehabilitation Clinical Network has developed
Guidelines for Sub-acute Services offering Digital
Telehealth Network Consultations (SA Health 2013)
which focusses on consultation held between practitioners
and patients in hospital settings.

1.5 The case study
The Flinders University Telehealth in the Home: Palliative and Aged Care (including rehabilitation) in
South Australia pilot (FTH pilot) was an action-research
initiative to test and evaluate the impact of inclusion of
telehealth services and broadband access technologies on:
1. Palliative care patients living in the community
and the willingness of patients and carers to
participate in self-reporting and video reviews.
Palliative care patients and carers at home have
received access to video-conferencing services
with a palliative care nurse or carer support
facilitator using a tablet device (iPad), a self-
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assessment application to record their health
status, use of activity tracking devices and scales
to monitor their physical activity and weight.
2. Home-based rehabilitation services for the elderly
at home and the extent to which their recovery
can be supported. Rehabilitation patients in the
community have been provided with access to
video-conferencing services with a rehabilitation
therapist using a tablet device (iPad), a selfassessment application to record their health
status and use of an exercise tracking device to
monitor their physical activity.
3. Aged care services for the elderly in residential
aged care facilities and the possibilities for
tracking and stabilising increasing frailty and risk
in this group. Elderly residents received videoconferencing services with a geriatrician,
rehabilitation, and medication advice.
The author was responsible for the implementation of
an FTH pilot described above. Because the author was
also project leader for the ISO/TS 13131 specification it
became possible for the guidelines in the draft
specification to be tested in a real telehealth service to
confirm their value to telehealth service development and
telehealth in the home services in particular.

1.6 Quality and safety and in healthcare
Most countries have national Safety and Quality Health
Service Standards. In Australia ten National Safety and
Quality Health Service (NSQHS) Standards have been
developed by the Australian Commission on Safety and
Quality in Health Care (ACSQHC) in consultation and
collaboration with jurisdictions, technical experts, health
professionals and patients. The first of these standards
"Governance for Safety and Quality in Health Service
Organisations" (ACSQHC 2012), describes the quality
framework required for health service organisations to
implement safe systems. This standard provides:
 a quality assurance mechanism that tests whether
relevant systems are in place to ensure minimum
standards of safety and quality are met; and
 a quality improvement mechanism that allows
health
service
organisations
to
realise
developmental goals.
The Australian NSQHS Standard 1 establishes several
criteria to support governance for safety and quality in
health including:
 governance and quality improvement systems to
ensure there are integrated systems of governance
to actively manage patient safety and quality risks;
 advice to ensure care provided by the clinical
workforce is guided by current best practice;
 performance and skills management to assist
managers and the clinical workforce have the right
qualifications, skills and approach to provide safe,
high-quality healthcare;
 incident and complaints management for patient
safety and quality incidents to be recognised,
reported and analysed and ensure this information
is used to improve safety systems; and
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 patient rights and engagement benchmarks to
ensure patient rights are respected and their
engagement in their care is supported.
The Australian NSQHS Standard 1 is explicitly linked
to international standards such as:
 ISO 9000:2005, Quality management systems—
Fundamentals and vocabulary (ISO 9000:2005);
and
 ISO 31000:2009, Risk management— Principles
and guidelines (ISO 31000:2009).

1.7 Quality and risk in telehealth
Many healthcare organisations have put in place quality
management systems to actively manage patient safety
and healthcare quality for face to face healthcare. These
systems rely on quality management principles and
processes described in ISO 9000:2005 and draw upon
other quality management standards such as:
 ISO 9001:2008, Quality management systems —
Requirements (ISO 9001:2008); and
 ISO 9004:2009, Managing for the sustained
success of an organisation — A quality
management approach (ISO 9004:2009).
The ISO 9004:2009 Standard recommends use of ISO
31000-2009 Risk management — Principles and
Guidelines to help organisations identify, assess and
manage risks when developing quality objectives.
The ISO 9004:2009 Standard recommends that an
organisation should identify the internal and external
resources that are needed for the achievement of the
organisation's objectives in the short and long term.
The ISO 31000-2009 risk management process
requires that the objectives, strategies, scope and
parameters of the services provided by an organisation be
established. Risks that may then prevent the achievement
of organisational objectives can be identified by
analysing factors external to and internal to the
organisation.
Risks are required to be analysed, prioritised and risk
treatments established. In a quality management system
these risk treatments can then become the basis for
quality objectives that are used to control the identified
risks.
The application of the above international standards in
the telehealth use case has been undertaken in a new ISO
specification ISO/TS 13131:—, Health informatics —
Telehealth services — Quality planning guidelines for
information and communications technologies to deliver
healthcare and transmit health information over both long
and short distances. The ISO/TS 13131 specification
provides guidance for quality and financial management,
service planning, workforce planning, healthcare
planning, healthcare organisational responsibilities,
facilities, technology and information management.
Guidelines in the specification focus on quality and risk
management methods at a high level. These guidelines
can readily be used to generate the detailed guidelines
required by a particular telehealth service.

2

Development of guidelines for telehealth
services in the ISO/TS 13131 specification

2.1 Method
The ISO/TC 215 Health informatics committee manages
the production of standards through an extensive, and
often lengthy process of consultation. New standards
initiatives review existing international and national
standards in the health and informatics domains and
justify the need for a new standard to bi-annual meetings
of the committee. International standards are often based
on existing standards and the ISO/TS 13131 specification
was based on an early draft from the a Dutch standards
organisation.
International consultation is undertaken through a
series of ballots which collect comments from
international experts working with national standards
bodies, such as Standards Australia. Following two
ballots it was agreed that further review of the
specification would be undertaken by Australia to address
the comments that had been received, and road test the
proposed guidelines.
Comments received during the balloting process
highlighted the need for:
 improved linkages to the ISO 9000 Quality
management
and
ISO
31000:2009
Risk
management standards for derivation of quality
plans;
 greater clarification of the role of the ISO/TS
13131 specification;
 clarification of the relationship with some national
and international standards; and
 refinement of unclear and prescriptive guidelines.

2.2 Telehealth quality characteristics
Quality characteristics can be used to manage
organisational risks, and improve the reliability and
quality of patient care. Usually only a small number of
these characteristics will be relevant to the development
of an individual quality plan.
In general, the quality characteristics desirable for
health services delivery without the use of telehealth also
apply in situations where telehealth is used. Some quality
characteristics may become more important to consider
when telehealth is used for delivering health services.
Telehealth services aim to support healthcare quality
characteristics that improve the quality of life and quality
of care for care recipients. The quality characteristics
considered by the ISO/TS 13131 specification include:
accessibility,
accountability,
appropriateness,
competency, confidentiality, continuity, dependability,
effectiveness, efficiency, inclusivity, safety, transparency
and usability.
According to the ISO 9000:2005 standard
organisations should have a quality management system
in place to define and monitor the required quality
characteristics of telehealth services.
To provide a better linkage with ISO quality and risk
management standards the specification was redrafted to
follow the terminology in ISO 9000:2005 and the risk
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assessment process described in the ISO 31000:2009
standard specifically:
 definition of quality characteristics: describing
which quality characteristic is affected by a risk (eg
safety);
 use of quality objectives: each quality characteristic
should be supported by at least one quality
objective (eg improved patient safety);
 provision of quality procedures: for each quality
objective there should be at least one quality
procedure. (eg identify increased risk of patient
harm)
Each quality plan in ISO/TS 13131 specification is
designed to include a statement of who should be
responsible for implementing, monitoring and reviewing
the plan. Each plan contains requirements that can be
verified through the provision of objective evidence.

2.3 The role of standards in telehealth
A review of American Telemedicine Association (ATA)
standards activities (Krupinski, 2014) included a survey
of people requesting access to ATA standards. One
survey question asked why telemedicine should have
guidelines. Respondents gave the top three reasons as
being that standards add credibility, standardise
approaches and decrease liabilities. Another question
requested information on the use of guidelines and
respondents indicate that standards were used when
starting a new program, training staff and in clinical
practice.
The above responses to the ATA survey indicate a
desire for standards that assist in the management of risk,
the establishment of new services and improving practice.
In considering the desirable features of standards, one
European study (Hanseth et al, 2012) identified three
strategies evident in standardisation activities:
1. Anticipated standardisation.
2. Integrated solutions.
3. Flexible "generification".
In
this
classification
scheme
anticipated
standardisation is defined as a top-down process
involving many parties that make detailed compromises
to arrive at a prescriptive form of Standards.
Integrated solutions arise when projects create
Standards as part of their requirements. The introduction
of the Australian personal electronic health record
(NEHTA, 2014) is perhaps an example of a project where
a national Standards body drove the creation of
requirements for suppliers based on specifications.
Flexible "generification" is a Standards strategy where
work process actually use and determine Standards,
which can be adapted pragmatically. The ISO/TS 13131
specification was designed to belong to this third class of
Standards by providing flexible, general guidelines that
support innovation in healthcare.

2.4 The scope of ISO/TS 13131
The ISO/TS 13131 specification was designed not to
supplant national and regionally specific requirements, or
address access to and provision of health information as
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part of a wider eHealth agenda, or apply to general
purpose ICT services, software application, operating
systems and medical devices.
For instance, the manufacturing, design and use of
medical devices are provided for by specific international
Standards such as IEC 80001-1:2010, Application of risk
management for IT-networks incorporating medical
devices -- Part 1: Roles, responsibilities and activities
(IEC 80001-1:2010).
The specification was designed to be compatible with
the quality and risk management processes used in
national safety and quality Standards such as the
Australian NSQHS Standard 1.
The guidelines in the ISO/TS 13131 specification
have been designed to support telehealth service design
by a health or healthcare organisation, healthcare
professionals using telehealth and health and safety
assessors of telehealth. The specification contains
guidelines describing quality requirements for telehealth
services, methods and examples for development of
quality objectives for telehealth. Importantly the
specification is intended to be used as a tool that can
apply to each healthcare setting and derive quality criteria
specific to that setting.

2.5 Refining the guidelines in ISO/TS 13131
The experiences gained during the execution of the FTH
pilot informed refinement of the draft guidelines in the
ISO/TS 13131 specification.
For example an early draft of the guidelines proposed
a quality indicator requiring that there are "criteria for the
skills the healthcare provider should have for providing
care with the aid of telehealth". Review of this statement
showed that the objective evidence required to satisfy
these criteria was inadequately specified and difficult to
obtain by clinicians working in the FTH pilot.
Subsequently this statement was rewritten to provide
the quality objective that "The organization has a
workforce that is competent to deliver effective telehealth
services", which could be objectively verified using a
quality procedure to ensure that:
a) the healthcare professional, or healthcare third
party is required to possess the competencies that
are necessary for providing healthcare by means
of telehealth;
b) appropriate minimum professional standards are
applied in the assessment of the required
competencies for providing healthcare by means
of telehealth; and
c) opportunities to complete appropriate training
courses in the provision of telehealth services are
made available.
Examples of the application of the ISO/TS 13131
guidelines in the management of processes, activities and
resources in the FTH pilot are provided below.

3

Application of guidelines in ISO/TS 13131

3.1 Case study method
The FTH pilot provided an opportunity for a case study in
the application of the draft ISO/TS 13131 specification to
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a real telehealth initiative. This permitted early drafts of
the guidelines in the specification to provide guidance to
the FTH pilot in developing its telehealth services.
The case study considers risks to safety and quality in
service, workforce and healthcare planning and the
responsibilities of healthcare actors. The second part of
this evaluation considers new safety and quality risks that
may arise when using telehealth.
The case study the discusses the quality objectives and
guidelines which are generically applicable to most
telehealth services using specific examples from the
experiences of the FTH pilot to illustrate the applicability
of the guidelines contained in the specification.

When planning a telehealth service which requires
new workforce skills it is important to include staff in
consultations about changes to service design including
workflow, workloads, training or other changes a
telehealth service may require. The FTH pilot staff
developed new services, tested service delivery processes
and technology, refined processes and retested the
resulting solutions until satisfactory outcomes were
achieved. Since staff members were responsible for the
design and development of the telehealth services from
the outset, minimal formal change management activities
were required.

4.3
4
4.1

Service,
workforce,
healthcare
responsibility risk management

and

Service planning

Australian NSQHS Standard 1 proposes that patients and
carers, in partnership with health service organisations,
are involved in making decisions for service planning.
The use of telehealth raises significant new service
planning issues. Service planning guidelines in the
ISO/TS 13131 specification cover service design, service
levels and duration of care.
The objective of service design is to ensure an
organisation provides accessible, appropriate and
inclusive telehealth services. This requires consideration
of the ability of a care recipient to travel, clinical
objectives and model(s) of care or shared care,
availability of specialists, local clinical staff and facilities.
While these considerations will in most cases already be
part of service planning there are new issues raised when
telehealth is used. Examples include care recipient and
provider access to computers or telecommunications and
the need to cater for care recipients who may wish to
choose how to access healthcare services.
Service planning needs to take into account the
technical availability of telehealth services which may not
be supported for 24 hours a day and 7 days a week, and
may not be totally reliable. In the FTH pilot technical
support was limited to business hours. Note that in some
cases telecommunications services could not be provided
to care recipients.

4.2

Workforce planning

Australian NSQHS Standard 1 sets out criteria that
support the workforce planning needed to ensure
managers and the clinical workforce have the right
qualifications, skills and approach to provide safe, high
quality healthcare.
Healthcare organisations are responsible for
workforce planning and consultation with the workforce
to support telehealth services. In particular, the
organisation needs to ensure that the workforce is
competent to deliver effective telehealth services. In
many cases, the competencies required by a workforce
using telehealth have yet to be defined and training has
still to be provided. The FTH pilot found that the existing
training materials were often not appropriate or specific
enough for use in a telehealth in the home service and
consequently developed a suite of new materials.

Healthcare planning

Healthcare planning guidelines in the ISO/TS 13131
specification include process design, plans, continuity
planning, clinical guidelines and protocols, adverse event
management and record management. Most of these
healthcare planning processes are provided for in the
Australian NSQHS Standard 1.
In executing healthcare plans, an organisation needs to
cater for a failure of information and communications
technology. FTH pilot palliative care staff developed a
protocol to mitigate a failure in a video conferencing
connection that employed use of an alternative video
conferencing system, the telephone and if required a
home visit.
Situations may also arise in which a procedure which
may work well in a face to face consultation is not
suitable for use at a distance. In this case it is important
that a health professional takes action to reassure the
healthcare recipient and initiates action to develop a
suitable alternative procedure. For instance, the FTH pilot
rehabilitation staff developed an exercise application for
prescribing exercises that could be displayed on a care
recipients tablet device to provide clear examples of how
rehabilitation exercise should be performed.

4.4

Responsibilities of healthcare actors

Many responsibilities of actors in the healthcare process
are discussed in the Australian NSQHS Standard 1 but
the use of telehealth extends the range of responsibilities
that require consideration.
Most healthcare organisations have well established
processes to obtain consent. When using telehealth it may
not be possible to obtain written consent. Instead health
professionals may have to record verbal consent. Delivery
of healthcare by telehealth requires appropriate informed
consent but additional care may be needed to ensure that
a recipient fully understands that aspects of the proposed
healthcare plan may be delivered by telehealth, especially
if written information and physical cues may be missing.
The FTH pilot operated as a research project so written
consent was obtained from all care recipients for
legislated ethical reasons. In a normal telehealth service
consent mechanisms may require modification.
In operating the FTH pilot service it was found that
not all care recipients wished to receive care using
telehealth. It is therefore important that care recipients
can make informed choices from the available options for
healthcare whether or not delivered by telehealth. It
follows that once a choice is made regarding the type of
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service delivery, a recipient should be free to change their
preferences and switch to another mode of healthcare
delivery. This issue has important consequences for
health services, because the availability of a telehealth
mode of healthcare delivery does not obviate the need to
offer other (face to face) modes.
Factors influencing the choice of telehealth as a
delivery mode include the possibility of expense for
healthcare recipients (e.g. telecommunications costs) and
the availability of reimbursements for telehealth services
from government or insurance companies.
Healthcare organisations also become responsible for
considering whether the use of telehealth is appropriate
for a particular care recipient. Clinical pathways need to
document the inclusion or exclusion criteria for receipt of
care via telehealth. Quality procedures may need to
include the availability of telecommunications services.
For instance, the FTH pilot found instances where mobile
data services were not available within a home.
A new dimension arising from the use of telehealth to
deliver healthcare is ensuring that the care recipient
and/or the informal care giver are competent to use the
devices used to deliver a telehealth service. This is an
additional organisational responsibility to those contained
in current safety and quality procedures. For instance
some recipients in the FTH pilot were assessed as not
being confident enough or being too ill to learn how to
use the provided tablet devices.

5

New safety and quality risks in the use of
telehealth

The second part of this evaluation considers four new
areas of risk not identified by Australian NSQHS
Standards which are of particular concern to telehealth
services in their present stage of development.
 financial management to ensure organisations
provide sustainable funding for telehealth services;
 facilities management to ensure telehealth services
use adequate facilities, including buildings and
accommodation;
 technology management to ensure that telehealth
services gain access to the information and
communications technologies to deliver healthcare
and transmit health information; and
 information management for processes related to
privacy, security and data.

5.1

Financial management

Currently the development of existing telehealth funding
and reimbursement models may not provide sufficient
financial compensation for organisations or care
recipients to effectively provide telehealth services.
It is therefore important for an organisation to develop
a business case and implement a financial plan that
considers the costs, benefit, affordability and
sustainability of telehealth services. Additionally,
healthcare professionals need to be familiar with the
available healthcare funds applicable to telehealth
services.
Many telehealth services are small scale. The FTH
pilot demonstrated that small scale telehealth
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implementations may be very useful in establishing a
service, but are not sustainable in the longer term.

5.2

Facilities management

Telehealth services depend on using adequate facilities,
including buildings and accommodation. Since the use of
facilities is part of the healthcare process, quality
objectives should be established for the facilities required
by healthcare organisations, supporting organisations and
care recipients.
Appropriate facilities are required for a telehealth
service to operate successfully in a healthcare facility and
in the home. The FTH pilot set up custom-designed
consulting rooms to provide appropriate physical
environment and privacy for consultations.
Telehealth services require equipment that can
effectively transmit and receive an appropriate quality of
audio or video and other information. The FTH pilot
found through extensive testing that not all devices,
applications and services can deliver comparable levels of
technical quality, and that there is a continual need to
review these factors as the available technology changes.

5.3

Technology management

Telehealth services depend on information and
communications technologies to deliver healthcare and
transmit health information. Since these technologies are
part of the healthcare process, quality objectives should
be established for information and communication
technology
service
support,
service
delivery,
infrastructure management, deployment management,
operations management, and technical support.
Technology management is not simply about operation
of a particular piece of equipment. Technology
equipment, applications and services are heavily
dependent on the service management capabilities of a
healthcare organisation or technology provider.
Guidance on the management of information
technology services can be found in ISO/IEC 200001:2011 - Information technology -- Service management - Parts 1 to 5 (ISO/IEC 20000-1:2011). This provides
guidance on the application of service management
systems. The ISO/IEC 20000-1:2011 Standard is closely
aligned with the Information Technology Infrastructure
Library (ITIL®).
The FTH pilot was only able to implement a few
service management aspects, since it was small scale pilot
project with limited resources. However effective
technology management based on best practices, such as
those contained in the ISO/IEC 20000-1:2011 Standard is
key to delivering healthcare on a large scale using
telehealth.
Some organisations providing health services using
telehealth may rely on information technology
management services from an external ICT provider or a
large internal ICT provider. In these cases, quality
characteristics must be defined in service level
agreements with those providers.
General purpose ICT infrastructure, including
equipment, software and communications may be used to
support telehealth services. In this case, the healthcare
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organisation should define appropriate service level
agreements with the relevant providers.
It should be noted that special provisions may apply to
medical devices such as those defined in ISO 13485:2003
Medical devices — Quality management systems —
Requirements for regulatory purposes. The IEC/TR
80001-2-1:2012-Part 2-1: Step-by-step risk management
of medical IT-networks – Practical applications and
examples series also provide useful guidance for medical
devices and medical IT networks

5.3.1

Service support

Service support provides procedures to
telehealth continuity and dependability using:

maintain

 incident management of changes to services;
 problem management identification and resolution
of issues whose cause is unknown;
 change management to
alterations to services; and

manage

necessary

 release management for new services.
For instance, when a problem occurs with equipment
used in the delivery of the care by telehealth, procedures
should specify how problems can be diagnosed,
communicated and resolved.
The FTH pilot initially relied on reactive problem
solving by technical staff. However by the end of the
pilot a number of guides had been developed such as a
troubleshooting guide for the Tele-Rehabilitation
Conference Room, a Patient Troubleshooting Guide and
an iPad Setup Guide that enabled users to resolve many
issues.

5.3.2

Service delivery

Service delivery procedures should include:
 service level agreements specifying the levels of
telehealth service required for continuity of care;
 financial arrangements that account for the costs
and charges to users of telehealth;
 capacity management to ensure that IT
infrastructure resources are in place to effectively
meet planned demand for telehealth;
 availability management to ensure systems are
dependable and available for use in accordance
with the service level agreements provided to users
of telehealth; and
 service continuity management to provide recovery
plans for telehealth in case of a significant failure.
Initially the FTH project was not able to provide any
service level agreements to clinicians because technical
solutions were in development. Subsequently a service
catalogue was published for hours of service, fault
management and escalation processes and service costs.

5.3.3

Infrastructure management

Infrastructure management for telehealth includes videoconferencing equipment, personal computers, servers,
applications and telecommunications services. This
infrastructure must be managed to support the longer term
needs of telehealth services. Planning, design and

technical support should be designed to ensure
interoperability using appropriate Standards with other
telehealth services, reliable communications and financial
viability over a period of time.
The FTH pilot was fortunate to be able to leverage the
technology infrastructure of both Flinders University and
SA Health (which was a partner in the project). Some of
the required service delivery procedures were already in
place (such as maintenance of network availability). Even
so health professionals were sometimes forced to use
telephone communications when video conferencing
failed, or to visit a care recipient in person.

5.3.4

Deployment management

Deployment management procedures can ensure that the
configuration, testing and roll-out of telehealth services
meet clinical needs for a timely provision of healthcare.
Procedures should confirm that the equipment or software
is safe and usable for telehealth services, installation of
equipment complies with the guidelines of the
manufacturer or supplier, and a process for removal of the
equipment exists when a clinical service ceases.
Management of service and equipment deployment
proved to be one of the most challenging aspects of the
FTH pilot. To meet this challenge a customised asset and
service management database was developed that tracks
configuration of equipment (iPads, activity monitors) and
services (telecommunications, application access) for
each new patient.

5.3.5

Operations management

Operations management provides key behind the scenes
technology services. For instance day-to-day technical
supervision of ICT infrastructure includes:
 backup storage and restoration services;
 network monitoring and management;
 system monitoring and management; and
 management of diverse systems that may not
interoperate
well
across
facilities
and
organisational boundaries.
The FTH pilot was able to benefit from many
operational management services from Flinders
University. The exception was management of video
conferencing. Interoperability of video conferencing
systems is not seamless and manual intervention was
often required to establish video calls between the FTH
and the SA Health systems.

5.3.6

Technical support

Technical support for telehealth is not just about fixing
faults. Technology for telehealth application is
continually evolving and requires ongoing research,
evaluation,
market
intelligence-gathering
and
documentation management.
The FTH pilot found that effective technical support
was best provided by technical staff who worked
alongside health professionals on a continuous
collaborative basis, rather than via a remote call centre or
help desk arrangement. This type of customer intimate
service helped build confidence and capacity among the
health professionals using telehealth and contributes
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significantly to the sustainability of services by avoiding
situations where equipment is put in a cupboard when, in
the clinicians’ perceptions, it "does not work".

5.4

Information management

Telehealth services depend on many information related
processes related to privacy, identity management,
security and information management. Provision,
transmission and care of information is an important part
of the healthcare process, and elementary quality
objectives should be established for information
management.
A minimum requirement is that organisations should
notify the care recipient about the privacy regulations of
the organisation, obtain agreement to these regulations
and define processes to audit the compliance of
healthcare professionals and healthcare third parties with
the privacy regulations that may apply to the telehealth
service. To meet this requirement the FTH pilot operated
under the consent and privacy regulations of SA Health.
Electronic health records are increasingly associated
with telehealth and in many settings are key tools for
health professionals. Healthcare professionals should
apply the guidelines of the healthcare organisation to
protect the confidentiality of health records and confirm
that information and communication technologies protect
health records in electronic storage or transmission.
The FTH pilot supported the extension of clinical
services from a hospital based service to the patients’
home. Consequently the existing electronic health care
record could be accessed from dedicated and secure
laptop computer or iPad during a consultation, providing
the health professional was working from within the
hospital.
Coordination and scheduling of people, equipment and
accommodation is often a major problem for telehealth
services. The healthcare organisation should have a
system for coordinating and booking the people,
equipment, software licences and facilities needed for
consultations using telehealth.
Coordination and scheduling proved a difficult issue
for the FTH pilot that was never successfully solved.
Preliminary work to provide a scheduling application
accessible to patients and clinicians was undertaken. This
application was intended to provide clinicians in a team
with a patient centred view of a care plan, the patient with
the ability to receive reminders of appointments, and
family members access to add events to a calendar.
Ideally a scheduling application should also be able to
book video conferencing rooms and calls, but this did
prove possible.
The quality of the collected or transmitted data
provided by telehealth must be sufficient to safely support
healthcare activities. For instance, the quality of textual,
numerical, video or voice information may reduce the
dependability and effectiveness of the health information
leading to poor or unsafe decisions. The required levels of
quality may also differ depending on the type of clinical
service. For instance the FTH pilot found that the quality
of audio during a video conference for use by a speech
therapist was much higher than needed for a rehabilitation
therapist.
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6

Discussion

While developing the guidelines in the ISO/TS 13131
specification and considering the applicability of existing
Australian safety and quality Standards to telehealth, it
was found that there are areas of these Standards that
require extension to cover the delivery of healthcare using
telehealth. In the context of the telehealth pilot reviewed
in this instance, the SA Health Guidelines for Sub-acute
Services
Offering Digital Telehealth Network
Consultations were found to be the most relevant of all
the existing Standards to the delivery of rehabilitation
services to the home, but had some limitations because
the guidelines were written for consultations taking place
within the hospital system.
A key finding from the application of ISO/TS 13131
specification to creation of guidelines for telehealth in the
home services is that safety and quality health service
Standards may require extension to cover new risks
introduced by telehealth healthcare delivery. In particular
the guidelines provide a new emphasis for the application
of many existing criteria contained in the Australian
NSQHS Standards including:
 changes in service planning for clinical practice to
take account of the difference between physical
face to face healthcare settings and telehealth;
 new aspects of workforce planning in order to
ensure managers and the clinical workforce have
additional
telehealth
related
competencies
including qualifications and skills to provide safe,
high quality healthcare;
 adaptation of healthcare planning to take account of
improved systems for sharing patient care, and
changes in the processes used in face to face care
for use at a distance; and
 extended and new responsibilities of healthcare
professionals to determine if the use of telehealth to
deliver a healthcare service is appropriate.
Four new areas of risk not identified in Australian
safety and quality Standards mediate the delivery of
healthcare when using telehealth. These risk areas are the
financial management needed to ensure telehealth
becomes a sustainable mode of healthcare delivery,
facilities management to provide an appropriate
environment, technology management to underpin the
delivery of services using telehealth and information
management to safeguard information privacy, security
and health information.
The ability of the guidelines in the ISO/TS 13131
specification to support the generation of detailed service
specific guidelines has been demonstrated by the
development of a customised toolkit for telereabilitation
based on a risk and quality management approach
informed by the guidelines. FTH pilot staff members used
this toolkit to support the delivery of telehealth services
to the home for rehabilitation care.

7

Conclusion

The ISO/TS 13131 specification provides useful
guidelines to assist the development of telehealth
services, but it remains the job of each organisation to
develop appropriate guidelines for each health service.
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Transitioning from face to-face delivery of health
services to telehealth will require a shift in the way that
health services conceive of and manage safety and
quality.
Further research is required to assess the role of
guidelines and Standards in the enabling a successful
transition from healthcare delivered face to face to
telehealth.
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Abstract
Background: While the internet has long been a source
of medical information, it has only recently been used for
online private patient-doctor consultations. Online
Medical Consultation (OMC) is now offered by many
providers internationally with diverse models and
features. Method: This study reports a review of the
literature on OMCs and an empirical analysis of 28
existing OMC web sites to explore their major themes,
modalities, costs, and geographical coverage. These
features have been studied for a better understanding of
the promise on which these services operate.
Results: Regardless of the different labels given to OMC,
academic works have reported several advantages and
raised multiple concerns regarding particular OMC
practices. OMC is a growing phenomenon featuring
several interaction modalities, serving various medical
consultation purposes, and accessible to consumers
throughout the world. The contribution of this work is to
present the current status and synthesize features of
available OMC services..
Keywords: Telemedicine, Remote Consultation.

1

Introduction

Online Medical Consultation (OMC) is the term used in
this paper to refer to internet-based remote patient-doctor
(consumer-provider) medical consultations. OMC can be
regarded as part of telemedicine where the term “Remote
Consultation” refers to “consultation via remote
telecommunications, generally for the purpose of
diagnosis or treatment” (NLM, 2014). However, this
paper distinguishes OMC from remote consultations in
three main aspects. First, the definition of OMC excludes
non-internet-based consultations like telephone-only or
radio-based consultations. Second, OMC carries a
paradigm shift in the way patients seek medical
consultation where they can independently "shop around"
for medical consultation the same way they do for online
services. Third, OMC is about direct patient-doctor
consultations, therefore it will not include doctor-doctor
(provider-provider) consultations or consultations for
health education and other purposes. OMC as a concept
goes beyond the common telemedicine practices which
are usually limited to specific medical categories for
patients within specific geographical/geopolitical regions.
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the Eighth Australasian Workshop on Health
Informatics and Knowledge Management (HIKM, 2015),
Sydney, Australia. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 164 - A. Anthony
Maeder and Jim Warren, Eds. Reproduction for academic, notfor-profit purposes permitted provided this text is included.

With OMC, the service is usually open to patients with a
wide range of medical needs coming from different
regions or countries. Patients may choose or be assigned
to any doctor/ care provider who is available online. They
are not restricted to a specific provider either by previous
knowledge or by geographical closeness.
The aim of the research reported in this paper is to
explore OMC practices on the global level. It examines
features and themes evident in the literature and in a
range of currently operating OMC services.

2
2.1

Method
Literature review

Databases including MEDLINE and Inspec were
searched for relevant publications mainly within the past
five years. Multiple search terms were used, combining
“online consultation” with “health or medical”, using the
MeSH term “remote consultation”, or using “e-visit”, “econsultation”, and “video consultation”.

2.2

Review of web sites

A convenience sample of current OMC web sites was
derived from sites that appeared among Google’s first one
hundred results when searching for “online
health/medical consultation” or “online doctor”. These
sites were examined against our OMC definition to
eliminate web sites that did not match with the inclusion
criteria such as health information sites, health
advertising, generic wellbeing advice, automated
symptom checkers, telephone-only consultations, or sites
with no private channel for communicating information.
This left 28 web sites which were examined more closely
to determine the modality of the consultation, the
intended purpose of the consultation, the cost, the medical
specialty, the geographical coverage, web site
establishment date and the geographic location of the
service provider. Data were sourced directly from the
web sites, requested from the providers by email or found
in public media reports.

3

Findings from literature review

We did not find any published research that evaluated
multiple OMC sites. The majority of papers provided an
evaluation of remote consultation use for a particular
medical practice but not for a large group. They mainly
discussed medical implications, communication styles,
and information exchange. Some eVisit studies evaluated
consumers’ demographics, disease categories, response
times, and some impact and financial aspects (Padman et
al., 2009, Mehrotra et al., 2013, Adamson and Bachman,
2010, Albert et al., 2011).
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Diverse terminology is used to label various medical
services delivered through internet and there are no
universally accepted definitions of these terms (Bailey,
2011). Consultations over internet have many names:
teleconsultation (Verhoeven et al., 2010, Deldar et al.,
2011), e-Visit (Padman et al., 2009, Mehrotra et al.,
2013, Handler, July 2013, Adamson and Bachman, 2010,
Albert et al., 2011), e-Consultation (Liddy et al., 2013,
Drop et al., 2012), video consultation (Jiwa and Meng,
2013, Joseph et al., 2012, Smith et al., 2012), or online
medical consultation (Brockes et al., 2012, Bailey, 2011,
Braverman and Samsonov, 2011, Lu et al., 2011,
Medaglia and Andersen, 2010).
In the US, the term eVisit is more common. However,
the term is associated in many references with the
asynchronous form of OMC (Gidwani et al., Mehrotra et
al., 2013). In Australia, the common term is “video
consultation”, apparently referring to the synchronous
form of OMC. To have a balanced and clear reference for
both forms, the term online medical consultation (OMC)
appears to be most appropriate.
OMC carries several opportunities for research and
practice. OMC has attracted providers’ and consumers’
attention since the beginning of this century. In 2006, the
editor of the Health Management Technology magazine
reported that healthcare consumers have always wanted
to be able to communicate with doctors - electronically the way they now do with the rest of the world, especially
for non-urgent matters not requiring a face-to-face office
visit (Blair, 2006). The same point iss affirmed by recent
research (Dudas & Crocetti, 2013). OMC is expected to
attract demand from patients who live in remote areas,
from aged and disabled patients, and from patients with
chronic diseases. It may also be favoured by young and
internet-savvy people, and employees with inflexible
working
conditions.
Academic
reviews
of
telemedicine/OMC/eVisits have cited several advantages
for patients such as increased convenience and
accessibility to health services, reduced travel and waiting
time to see a doctor, and being a more cost-effective
delivery mode (Moffatt and Eley, 2011, Albert et al.,
2011, ATA, 2012, Moffatt et al., 2010).
With OMC, patients don’t have to leave their homes or
places of work, sit in traffic then sit in a room with other
patients, perhaps catch or cause an infection meantime,
and then return to where they came from. A baby’s
mother may not need to go with her child to a clinic for
diagnosis of a simple condition such as diaper rash that
doctors can accurately recognise from some images.
Patients with chronic diseases may benefit from OMC to
perform their regular routine checks and get test results
with no need to go to a clinic unless requested.
The Mayo Clinic eVisit pilot program reported in 2010
that their online consultation service was used for patients
aged from 4 days (for diaper rash) to 86 years (for
insomnia and hypertension) (Adamson and Bachman,
2010). OMC is a promising innovation. Several US
publications have reported that eVisits were found to be
feasible with high patient satisfaction levels (Mettner,
2009, Albert et al., 2011, Adamson and Bachman, 2010).
Internet-based video consultations have been practiced
successfully in Australia in fields such as psychiatry,
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emergency care, and paediatrics (Moffatt et al., 2010,
Richardson et al., 2009).
Consumers have been reported to be in favour of
OMC services. An evaluation study by researchers from
Pittsburgh University (USA) reported that the eVisit
services offered benefits to patients in terms of access,
speed and convenience, without increasing the risk of
inappropriate or incomplete care (Albert et al., 2011).
Over 90% of the eVisit patients indicated that their health
problem was addressed fully during the eVisits,
concluding that it is an appropriate alternative to office
visits. The same study suggests that further investigation
is required, to compare eVisit outcomes with office visits
for similar medical conditions, and to investigate
providers’ perspectives.
On the other hand, concerns are being raised regarding
safety and quality of OMC practices. A study in Australia
showed that only 29% of the study population (young
people) were willing to participate in a video consultation
regarding their sexual health issues, while 63% gave
higher preference to telephone consultation (Garrett et al.,
2011). Another review showed a slow uptake of
telepsychiatry in Australia despite its reported successes
internationally (Smith et al., 2012). A recent media
release by the royal Australian college of general
practitioners (RACGP) stated that the service delivery
model of certain OMC providers adds more difficulty for
doctors, who may have to diagnose the patient without
fully understanding the medical and social context , or
being able to do a physical examination (RACGP, 2012).
Additionally, the economic advantages of OMC could
be questioned. The cost of the healthcare system in
Denmark was found to be escalating with the use of
online GP consultations (Medaglia and Andersen, 2010).
Another study in the UK reported that there is lack of
evidence regarding cost-effectiveness, quality, efficacy
and patient satisfaction in teledental applications (Patel
and Antonarakis, 2013).
These conflicting reports indicate a lack of clarity as to
the efficacy of OMC despite the apparent potential and
reported benefits. OMC can be viewed as a disruptive
technology to the traditional model of medical
consultation. OMC may bring remarkable changes to the
processes of doctor selection, patient examination, and
treatment options.

4
4.1

Findings from web site analysis
OMC growth

OMC services have grown at an average rate of 150%
every five years since the year 2000 (Figure 1).

Figure 1: Date of establishment of 28 OMC sites

Proceedings of the 8th Australasian Workshop on Health Informatics and Knowledge Management
(HIKM 2015), Sydney, Australia, 27 - 30 January 2015

4.2

Modality

Each OMC site utilized several modalities (Table 1).
Telephone was used in conjunction with other internetbased modalities in all the services.
Private
portal

Video conference

Telephone

Email

Smart
phone

Public
forum

19
(68%)

17
(61%)

10
(36%)

9
(32%)

7
(25%)

2
(7%)

Table 1: Modalities used by 28 OMC sites

4.3

Purpose of consultation

The research sought to confirm what each OMC site
offers. Is it for wellbeing advice and information only?
Does it include a diagnosis or clinical opinion? Can it be
used to obtain prescription medicines? Table 2 shows the
findings.
Diagnosis
28 (100%)

Wellbeing
advice
28 (100%)

Prescription
19 (68%)

Table 2: Consultation purposes of 28 OMC sites

4.4

Medical Specialty

Information obtained from almost all OMC sites (96%)
showed no restriction to a specific medical specialty.
They appear to have flexibility to expand services and
ability to recruit specialist consultants in all fields. Some
sites claim to have hundreds of participating consultants
from multiple countries.

4.5

Cost

Regardless of some promotional offers, almost all OMC
sites (93%) charge fees for their services. In most cases,
consumers have to pay for the service directly at the site,
but a few providers offer the possibility of private
insurance or government reimbursement. The cost of an
OMC service ranges from a few dollars (Evaidya, India)
to more than $700 (Cleveland e-consult service for
specialized second opinion). Payment schemes vary, such
as paying per consultation or as monthly plans. The
average cost for a single OMC service in the US is
around $33 and ranges from $18 to $50 (excluding the
cost of Cleveland e-consult). Among the 28 OMC
providers, two are free (Partners HealthCare, Medanta)
and serve as second opinion services (one is e-mail based
and the other supports video).

4.6

Geographical location and coverage

Most OMC sites (79%) offer their services worldwide
and are not bound by the country where their operating
business is legally based. The remaining 21% are limited
to the country of operation due to their dependence on
local insurance or government rebates, for example, two
US-based companies, and three Australian providers.
Figure 2 shows countries where operations are based.

5

Discussion and conclusion

OMC is a growing phenomenon featuring several
interaction modalities, serving various medical
consultation purposes, and accessible to millions across
the world. Online medical consultations are readily
accessible and very topical.

Figure 2: Country operation base of 28 OMC sites
A simple internet search of ‘online doctor’, or ‘online
medical consultation’, returns hundreds of links for sites
ranging from free ask-the-doctor sites to highly
prestigious sites with sophisticated diagnostic tools and
multi-interactive options.
OMC may be unevenly available worldwide. The
countries of operation for OMC sites may need further
analysis to correlate with local factors. Factors may
include scale of internet services, recognition by
professional bodies, and availability of reimbursement
systems, not to mention cultural and linguistic factors that
may have significant impact on OMC raise.
Future research is in progress to fully describe OMC
models of service and models of care, and to investigate
OMC services adoption and quality from both providers’
and consumers’ perspectives. Since OMC providers and
consumers are more autonomous than conventional
telemedicine, there is a need for their quality to be
evaluated using innovative criteria that are adapted to
their unique nature. Professional, legal, and financial
systems will need to be modified in order to create the
proper environment for OMC growth, and at the same
time to ensure good health outcomes with patient and
clinician satisfaction. The challenges and opportunities
for health service provider organisations responding to
the rise of OMC services also merit further investigation.
Our work casts light on a new avenue for consumer
choice, an open market space for health care providers,
and a field of research with many unanswered questions.

6

References

Adamson, S. C. & Bachman, J. W. (2010): Pilot study of
providing online care in a primary care setting. Mayo
Clinic Proceedings, Elsevier, 704-710.
Albert, S. M., Shevchik, G. J., Paone, S. & Martich, G. D.
(2011): Internet-based medical visit and diagnosis for
common medical problems: experience of first user
cohort. Telemedicine and e-Health, 17:304-308.
ATA, A. T. A. (2012): What is Telemedicine? [Online].
American Telemedicine Association. Available:
http://www.americantelemed.org 2014.
Bailey, R. A. (2011): Legal, Financial, and Ethical
Implications of Online Medical Consultations, The. J.
Tech. L. & Pol'y, 16:53.
Blair, R. (2006): Phone-free virtual visits. Aetna covers
online doctor-patient communication for insured
members in Florida and California. Health
Management Technology, 27:24.
Braverman, J. & Samsonov, D. V. (2011): A study of
online consultations for paediatric renal patients in

99

CRPIT Volume 164 - Health Informatics and Knowledge Management 2015

Russia. Journal of telemedicine and telecare, 17:99104.
Brockes, C., Brockes, J., Schenkel, R., Buehler, K.,
Gratz, S. & Schmidt, W. (2012): Medical online
consultation service regarding maxillofacial surgery.
Journal of cranio-maxillo-facial surgery, 40:626-630.
Deldar, K., Marouzi, P. & Assadi, R. (2011):
Teleconsultation via the web: an analysis of the type of
questions that Iranian patients ask. Journal of
telemedicine and telecare, 17:324-327.
Drop, S. L. S., Mure, P.-Y., Wood, D., El-Ghoneimi, A.
& Faisal Ahmed, S. (2012): E-consultation for DSD: a
global platform for access to expert advice. Journal of
pediatric urology, 8:629-32.
Dudas, R. A., & Crocetti, M. (2013): Pediatric caregiver
attitudes toward email communication: survey in an
urban primary care setting. Journal of Medical Internet
Research, 15(10).
Friedman, C. P. (2009): A “fundamental theorem” of
biomedical informatics. Journal of the American
Medical Informatics Association, 16:169-170.
Garrett, C., Garrett, J., Hocking, M., Chen, C., Fairley,
M. & Kirkman. (2011): Young people's views on the
potential use of telemedicine consultations for sexual
health: results of a national survey. BMC infectious
diseases, 11:285.
George, C. & Duquenoy, P. (2005): Online Medical
Consultations: Are We Heading in the Right Direction.
Ethicomp 2005, Looking Back to the Fufz~re,
Linkoping University, Linkoping, Sweden, September
2005, 12-15.
Gidwani, N., Fernandez, L. & Schlossman, D.
Connecting with Patients Online: E-Visits. Consulting
report prepared for the US Department of Family and
Community Medicine Academic Health Center
Handler, T. J. July (2013): Hype Cycle for Telemedicine
2013 - Healthcare Provider E-Visits. In: GARTNER
(ed.). Gartner report.
Howarth, B. (2012): Telehealth trial declared a success.
Sydney Morning Herald, 24/7/2014.
Jiwa, M. & Meng, X. (2013): Video Consultation Use by
Australian General Practitioners: Video Vignette
Study. Journal of medical Internet research, 15.
Joseph, B., Hadeed, G., Sadoun, M., Rhee, P. M. &
Weinstein, R. S. (2012): Video consultation for trauma
and emergency surgical patients. Critical care nursing
quarterly, 35:341-5.
Khoja, S., Durrani, H., Scott, R. E., Sajwani, A. &
Piryani, U. (2013): Conceptual framework for
development of comprehensive e-health evaluation
tool. Telemedicine and e-Health, 19:48-53.
Liddy, C., Rowan, M. S., Afkham, A., Maranger, J. &
Keely, E. (2013): Building access to specialist care
through e-consultation. Open Medicine, 7:e1.
Lu, H.-Y., Shaw, B. R. & Gustafson, D. H. (2011):
Online health consultation: Examining uses of an
interactive cancer communication tool by low-income
women with breast cancer. International journal of
medical informatics, 80:518-528.

100

Medaglia, R. & Andersen, K. N. (2010): Information
systems and healthcare XXXVIII: Virus outbreak─
Online GP consultations escalating healthcare costs.
Information Systems, 11:1-2010.
Mehrotra, A., Paone, S., Martich, G. D., Albert, S. M. &
Shevchik, G. J. (2013): Characteristics of patients who
seek care via eVisits instead of office visits.
Telemedicine and e-Health, 19:515-519.
Mettner, J. (2009): The doctor is in (your inbox) [Online].
[Accessed
August
2014
92].
Available:
http://www.minnesotamedicine.com/Past-Issues/PastIssues-2009/January-2009/Pulse-Inbox-January-2009.
Moffatt, J., Moffatt, D. & Eley (2010): The reported
benefits of telehealth for rural Australians. Australian
health review, 34:276.
Moffatt, J. J. & Eley, D. S. (2011): Barriers to the up-take
of telemedicine in Australia--a view from providers.
Rural and remote health, 11:1581.
NLM 2014. Medical Subject Headings - MeSH
Descriptor Data. National Library of Medicine.
Padman, R., Shevchik, G., Paone, S., Dolezal, C. &
Cervenak, J. (2009): eVisit: a pilot study of a new kind
of healthcare delivery. Studies in health technology and
informatics, 160:262-266.
Patel, R. N. & Antonarakis, G. S. (2013): Factors
influencing the adoption and implementation of
teledentistry in the UK, with a focus on orthodontics.
Community dentistry and oral epidemiology, 41:424431.
RACGP 2012. RACGP wary of rise in virtual
consultations between a doctor and unknown patients.
Royal Australian College of General Practitioners.
Richardson, L., Richardson, B., Christopher Frueh, A.,
Grubaugh, L., Egede, J. & Elhai (2009): Current
Directions in Videoconferencing Tele-Mental Health
Research. Clinical Psychology: Science and Practice,
16:323-338.
Smith, A. C., Armfield, N. R., Croll, J. & Gray, L. C.
(2012): A review of Medicare expenditure in Australia
for psychiatric consultations delivered in person and
via videoconference. Journal of telemedicine and
telecare, 18:169-71.
Verhoeven, F., Tanja-Dijkstra, K., Nijland, N.,
Eysenbach, G. & Van Gemert-Pijnen, L. (2010):
Asynchronous and synchronous teleconsultation for
diabetes care: a systematic literature review. Journal of
diabetes science and technology, 4:666-84.

Proceedings of the 8th Australasian Workshop on Health Informatics and Knowledge Management
(HIKM 2015), Sydney, Australia, 27 - 30 January 2015

Clinical Data Warehousing
A Business Analytics approach for managing health data
Lekha Narra1, Tony Sahama1 and Peta Stapleton2
1

School of Electrical Engineering and Computer Science, Science and Engineering Faculty
Queensland University of Technology (QUT), Brisbane, Queensland 4000, Australia.
2
School of Psychology, Faculty of Society & Design, Bond University
Gold Coast, Queensland 4229, Australia

lekha.kolluri@connect.qut.edu.au;

t.sahama@qut.edu.au

Abstract
Heterogeneous health data is a critical issue when
managing health information for quality decision making
processes. In this paper we examine the efficient
aggregation of lifestyle information through a data
warehousing architecture lens. We present a proof of
concept for a clinical data warehouse architecture that
enables evidence based decision making processes by
integrating and organising disparate data silos in support
of healthcare services improvement paradigms. .
Keywords: Clinical Data Warehouse, Business
Intelligence & Analytics, Health data, Obesity,
Centralised data warehouse Architecture, Star schema
1
Introduction
Lifestyle trends are a dynamic process that may be
located at the intersection of environmental contexts and
genetic influences (Claassen et al. 2010). Some of these
trends are contributing to an increase in chronic diseases
as well as healthcare costs. As a result, focus on the
changing relationship between lifestyle and quality of life
as well as underlying health trends in a given population
has gained prominence. However effective management
of these aspects demands quality information for
enabling informed decisions.
An unhealthy lifestyle significantly impacts the
incidence of chronic diseases which adversely affect
productivity and labour market participation. According
to the Australian Chronic Disease Prevention Alliance,
known and preventable risk factors including smoking,
physical inactivity, obesity, poor nutrition and high blood
pressure are accountable for up to one-third of all health
problems (Productivity Commission 2006).An estimated
$4 billion dollars in direct healthcare savings is
.
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achievable through better prevention and management of
chronic disease according to the Productivity
Commission report (Productivity Commission 2006). In
this context, understanding the origin of expenditure on
chronic disease management based on available and
archived data will help policy makers to make
appropriate decisions in order to improve the lifestyle,
health and well-being of people.
According to IBM researchers, worldwide digital
healthcare data will grow from 500 petabytes in 2012 to
an estimated 25,000 petabytes in 2020 (Kuo et al. 2014).
This predicted increase in the volume of data establishes
the imperative to adopt dedicated technologies and
processes with the capacity to process and analyse large
volumes of data.
With the onset of Business Intelligence and Analytics
(BI&A), enormous datasets can be effectively examined
to gain invaluable insights which can improve the
understanding of various health issues and may even
predict future disease outbreaks. BI&A refers to the
techniques, technologies, systems, tools, methodologies,
and applications used for continuous iterative exploration
of critical business data to better understand the business
and market and make timely decisions.
BI & A is data driven; leveraging opportunities
presented by large volumes of data as well as domainspecific analytics which is needed in many critical and
high impact application areas (Chen, Chiang, Storey
2012). BI & A relies on a data warehousing approach
where extraction, transformation and loading (ETL) is
utilised for conversion and integration of enterprise-wide
data. In this context, our experiment is to use the BI & A
approach to identify the effect of individual lifestyle
trends in health management scenarios.
2
Research scenario
A key goal of this paper is to offer a perspective of the
antecedents for obesity in the Australian context with a
focus on levels of physical activity, nutrition, sex and
age. A major issue of global concern in recent decades,
obesity is considered a significant factor contributing to
cardiovascular disease, hypertension, type-II diabetes
mellitus (DM), stroke, dyslipidaemia, osteoarthritis and
some types of cancers (Burton and Foster 1985).
According to Australian Bureau of Statistics (ABS), the
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overall cost of obesity to Australian society and
government was $58.2 billion in 2008 (ABS 2011a).
Changes in physical activity levels and food habits are
recognised antecedents for obesity. In this scenario, there
is much emphasis on detailed analysis of how exercise
and nutrition affect obesity. On the whole, the following
questions were of interest while developing the business
analytics solution(s):
1 What is the relationship of weight to age and
sex?
2 What is the relationship of weight to fruit and
vegetable intake?
3 What is the relationship of weight to type of
milk consumed?
4 What is the relationship of weight to amount of
physical activity for fitness, recreation or sport?
5 What is the relationship of weight to number of
days exercised for fitness, recreation or sport?
3
Data and information availability
Identification of health related trends requires analysing
individual person’s data over a population. The data used
in this experiment is taken from the ABS (ABS 2011a,
ABS 2011b) which presents overweight and obesity data
from the 2007-08 National Health Survey (NHS) and the
1995 NHS in Microsoft Excel spreadsheets. The source
files present data related to weight of adults in Australia,
examining various factors including physical activity,
nutrition, age and sex.
The source data in Table 1.1 of (ABS 2011a) was
presented in summary form specifying the percentage of
surveyed population (male or female adults or adult
persons) in each weight category with respect to
categories of nutrition and physical activity and gender
while Table 1.1 and Table 1.2 of (ABS 2011b) presented
the same with respect to each classification of age in
2007-08 and year 1995 respectively while the source data
in Table 1.3 of (ABS 2011b) presented the same with
respect to each classification of regions in Australia. The
following tables Table 1 and Table 2 present the number
of levels or categories present in each attribute as well as
the nature of the data contained in each level/ category.
Factors

No. of categories

Range

Age

7

18+(years)

Weight

6

>18.5 to
30.0+ (BMI)

Gender

3

1~3

Table 1: Summary of the data sources
Levels of the Factors & Attributes
Factors

No. of
levels

Nutrition

4

Physical
Activity

3

SubLevels
1
2
3
4
1
2
3

Nature of options
Check
Selections among
compliance
pre-defined
with standards
criteria
✓
✓
✓
✓
✓
✓
✓

Table 2: Summary of the data sources
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The measured height and weight data from the 1995
ABS National Nutrition Survey (NNS) and the 2007-08
ABS NHS were used to calculate Body Mass Index
(BMI) and classified people as underweight, normal
weight, overweight and obese (ABS 2011a) as shown in
Table 3.
Body Mass Index (BMI): It is defined as the weight
in kilograms divided by the square of the height in metres
(kg/m2) (ABS 2011a).
BMI
(Adult)
Category

Range of the BMI
< 18.5

Underweight

18.5 ~ 25.0

Normal

25.0 ~ 30.0

> 30.0

Overweight

Obese

Table 3: Classification of adults according to BMI
4
Approach to the problem scenario
Various custom built tools and techniques were being
used to analyse data and discover critical relationships
between different aspects of an interested subject area.
These conventional tools are generally appropriate to
handle small to medium sized data. However, due to the
large volume of health data, conventional tools lag in
terms of capacity and performance. In addition,
combining data from multiple sources in to a consistent
form is challenging (Shepherd 2002) with such tools.
These constraints are motivating researchers to
consider a data repository that will help information
integration and support timely analysis. Research
suggests that the use of a data warehousing approach is a
promising start to overcome these constraints, hence in
this paper; such techniques and tools were investigated.
A data warehouse is a subject oriented, integrated,
time-variant, and non-volatile collection of data that
supports managerial decision making (Inmon 2005, 29).
These features help us to easily access health data
whenever required in a consistent form when we build
the data warehouse according to the user requirements.
Also the data is secure and enables evidence based and
faster quality health care related decision making which
is the main reason for adopting a BI & A approach.
In this case, as source data is in summary form,
aggregated data was used to populate the data warehouse
in this experiment. This aggregation is done because of
restricted access to the raw data used to develop the
source files in (ABS 2011a) and (ABS 2011b). Also, the
available summary data was grouped combining various
dimensions (e.g. in the form of data cubes) which cannot
be used in the original form in order to populate the data
warehouse. The aggregate data was synthesised in such a
way that the averages of the aggregate data match the
percentages in the original ABS spread sheets as closely
as possible. This aggregated data was stored in Microsoft
Excel spread sheets which were utilised as source data
files to populate the data warehouse.
5
Tools and techniques used
Several data warehouse architectures were studied and
matched in order to establish appropriate architecture for
the current case from among those proposed in (Ponniah
2010, 32-34). After careful consideration of the nature of
data used in this experiment, centralised data warehouse
architecture is adopted. This is because of the absence of
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significantly different subject areas in the data i.e. the
main focus (or the subject area) is only on weight factor,
which eliminated the need for separate data marts. Also
the centralized data warehouse provides consistent,
integrated and flexible source of data (Moody and
Kortink 2000). With this architecture, queries and
applications access data from central data warehouse
itself for decision making processes.
The data warehouse is modelled using Dimensional
modelling which comprises of a fact table and several
dimension tables (Kimball and Ross 2002, 16). Each
transaction i.e. each survey record in this case is recorded
as a tuple in the Fact table and various aspects of each
transaction are recorded in different dimensions. After
careful study of various dimensional modelling
techniques (eg. Star schema, Snowflake schema and Fact
Constellation schema), Star schema was employed to
build the data warehouse. Benefits like lesser query
execution time due to less number of joins and foreign
keys also guided the selection (Moody and Kortink
2000). A star schema consists of a fact table which
mostly contains numeric data and foreign keys to connect
with the dimension tables. Also there is no direct
connection between the dimension tables (Weininger
2002). Finally, Star schemas offer the advantage of less
complex queries and are easy to understand.
However, the disadvantage of using Star schema for
the current case is that, though the fact table is in
normalized form, the dimension tables are de-normalized
which is deliberately adapted as storage is effectively
cheap these days (Sahama and Croll 2007) and also due
to the advantage of better performance (Sen and Sinha
2005).
The following figure presents the Star schema
employed for the current case.

Figure 1: Star schema diagram for Obesity data
warehouse
The levels indicated in Table 3 for Physical activity
and Nutrition were mapped to individual dimensions as
shown in Fig. 1. The other aspects like age and sex were
mapped to single dimension Dim_Person. This schema
allows us to analyse the weight factor with respect to all

the attributes of interest as well as with respect to
location and time.
Microsoft SQL Server 2012 was used for building the
data warehouse in this experiment. The first step in
building a data warehouse is to extract the data from
source system. The ETL (Extraction, Transform and
Load) approach is preferred over ELT (Extraction,
Loading and Transformation) for this purpose. The basic
difference between ETL and ELT is the order in which
Loading and Transformation activities are performed.
ETL is preferred because the source system is not a
production system and performing the transformations
before loading data in to the data warehouse wouldn’t
affect the performance of any production system. Also
there were not many data transformations performed
before loading the data due to the nature of the data
involved and the analysis required. This enabled the
ability to drill through the data to the required level of
granularity without having a copy of the source data in
the data warehouse (typically ELT).
SQL Server Integration Services (SSIS) was used for
the ETL process. The data in the source files was first
cleaned to remove erroneous data and necessary
transformations were performed to match the source data
with destination format and then loaded in to the data
warehouse.
Later the SQL Server Analysis Services was used to
build the cubes using the Obesity data warehouse as the
data source. A single cube was built using all of the
dimensions in the data warehouse. This is to allow for the
analysis of weight factor with respect to each category of
nutrition, physical activity, age and sex as well as
location, time and individual. Building cubes enables the
users to use OLAP (On-line Analytical Processing) tools
for interactive analysis of multi-dimensional data at
required granularity levels. Data cubes provide flexible
access to summarised data i.e. data cubes can store precomputed measures (like count(), sum() etc.) for varied
combinations of data dimensions (Han and Kamber
2011) which enables faster query processing times. The
count (number) of records is specified as a measure in the
cube which can be analysed according to the categories
in each dimension. This means that the number of
records satisfying the criteria in a query will be counted
as a result. Each dimension of this cube is related to
individual dimensions in the Star schema.
This allows for the various categories of weight factor
(based on the BMI) to be analysed with respect to
individual as well as the combination of categories of
nutrition, physical activity, age and sex shown in Tables
1 and 3. This cube structure allows us to answer the
questions presented in section II of the paper. Later SQL
Server Reporting Services can be used to query the cube
and obtain the reports.

6

Discussion and conclusion

A data warehousing approach for studying health issues
is an effective data management method crucial for
addressing the increasing amount of digital health data
across the globe. Data warehousing which is currently
being used to study various diseases, effectiveness of
various treatments, understand and analyse health care
costs in hospitals can also be used to identify lifestyle
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trends and their impact on individual’s health. It helps to
integrate data from multiple sources efficiently and in
less time with dedicated tools like SSIS. The biggest
challenge when integrating data from various sources is
that the data structure and the attributes of persons
available for analysis of a health aspect (e.g. obesity)
usually differ with each individual source. However, with
the advent of Electronic Health Records (EHR), such
problems can be easily overtaken due to uniform data
structure and data availability.
Having observed the implementation of data
warehousing for health data, it can be said that this kind
of implementation may be achieved using data available
with health care organisations and government or private
surveys over long periods. This will also enable
identification of relationships between various aspects
which can be only be possible with large amounts of data
observed over a prolonged period, for example the
relationship between food and/or lifestyle with various
types of cancers.
In the current case, this approach enabled the study of
relationship between weight with respect to physical
activity, nutrition, sex, age, location as well as how these
relationships and individual aspects (e.g. nutrition)
change over time.
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