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Preface

Parallel and distributed computing has played a key role in enabling execution of several scientific applications over the past years. With advances in technology, it has changed its scope from small clusters of
workstations to very large-scale datacenters, which providing Cloud computing services. This proceeding
presents some of the current research in this area that have contributed to the 13th Australasian Symposium
on Parallel and Distributed Computing (AusPDC 2015), held on 27-30 January 2015 in Sydney, Australia
in conjunction with the Australasian Computer Science Week (ACSW 2015). In 2010, Australasian Symposium on Grid Computing and e-Research (AusGrid) was broadened to include all aspects of parallel
and distributed computing and hence was called as Australasian Symposium on Parallel and Distributed
Computing. Following a couple of successful events, AusPDC has become the flagship symposium for Grid,
Cloud, Cluster, and Distributed Computing research in Australia and New Zealand.
Submissions were received from Australia, Malaysia, China, Spain, New Zealand, India, UK and USA.
The full version of each paper was carefully reviewed by at least three referees, and evaluated according to its
originality, correctness, readability and relevance. A total of 15 papers (10 regular papers, three short papers
and two doctoral consortium papers) out of 19 submissions were accepted to present in the conference.
The accepted papers cover topics from Cloud computing, Big Data, system security, GPU computing, and
parallel processing systems. In addition to the technical papers, we are delighted to welcome a keynote talk
given by Professor Omer Rana from Cardiff University, UK.
We are very thankful to the Program Committee members, and external reviewers for their outstanding
and timely work, which was invaluable for taking the quality of this year’s program to such a high level.
We also wish to acknowledge the efforts of the authors who submitted their papers and without whom this
conference would have not been possible. Due to the competitive selection process, several strong papers
could not be included in the program. We sincerely hope that prospective authors will continue to view the
AusPDC symposium series as the premiere venue in the field for disseminating their work and results. We
would like to acknowledge the leadership and untiring efforts of the conference General Chairs, Professor
Athula Ginige and A/Proffessor Paul Kennedy and the guidance provided by the steering committee, in
particular Professor Rajkumar Buyya, A./Professor Jinjun Chen, and Dr. Rajiv Ranjan.
We are grateful to ACSW Organizing Committee and Professor Simeon Simoff from UWS representing
CRPIT for his assistance in the production of the proceedings. We would like to thank to the School of
Computing, Engineering, and Mathematics of University of Western Sydney for web support, advertising
and refereeing for the conference.

Bahman Javadi
University of Western Sydney, Australia
Saurabh Kumar Garg
University of Tasmania, Australia
AusPDC 2015 Programme Chairs
January 2015
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Welcome from the Organising Committee

On behalf of the Organising Committee, it is our pleasure to welcome you to Sydney and to the 2015
Australasian Computer Science Week (ACSW 2015). This year the conference is hosted by the University
of Western Sydney and it’s School of Computin,g Engineering and Mathematics.
A major highlight of the ACSW 2015 will be the Industry Research Nexus day on 27th January 2015.
The aim is for industry leaders and academic researchers to come together and explore research areas of
mutual interest. Many University research groups and 15 industries have confirmed their participation.
ACSW 2015 consists of 9 sub conferences covering a range of topics in Computer Science and related
areas. These conferences are:
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Motoshi Saeki and Henning
Köhler)
– Australasian Computer Science Conference (ACSC) (Chaired by Dave Parry)
– Australasian Computing Education Conference (ACE) (Chaired by Daryl D’Souza and Katrina Falkner)
– Australasian Information Security Conference (AISC) (Chaired by Ian Welch and Xun Yi)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Bahman
Javadi and Saurabh Garg)
– Australasian User Interface Conference (AUIC) (Chaired by Stefan Marks and Rachel Blagojevic)
– Australasian Web Conference (AWC) (Chaired by Joseph Davis)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Anthony Maeder and Jim Warren)
– Interactive Entertainment (IE) (Chaired by Yusuf Pisan and Keith Nesbitt)
Social events are a very important part of a conference as these provide many networking opportunities.
To foster networking we have included a reception with industry on 27th January 2015, a Welcome reception
on 28th January 2015 and a conference dinner on 29th January 2015.
Organising a multi-conference event such as ACSW is a challenging process even with many hands
helping to distribute the workload, and actively cooperating to bring the events to fruition. This year has
been no exception. We would like to share with you our gratitude towards all members of the organising
committee for their combined efforts and dedication to the success of ACSW2015. We also thank all
conference co-chairs and reviewers, for putting together the conference programs which are the heart of
ACSW, and to the organisers of the sub conferences, workshops, poster sessions and Doctoral Consortium.
Special thanks to John Grundy as chair of CoRE for his support for the innovations we have introduced
this year.
This year we have secured generous support from several sponsors to help defray the costs of the
event and we thank them for their welcome contributions. Last, but not least, we would like to thank all
speakers, participants and attendees, and we look forward to several days of stimulating presentations,
debates, friendly interactions and thoughtful discussions.

Athula Ginige
University of Western Sydney
Paul Kennedy
University of Technology Sydney
ACSW2015 General Co-Chairs
January, 2015

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2015 in Sydney. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The component conferences of ACSW have changed over time with additions and subtractions:
ACSC, ACE, AISC, AUIC, AusPDC, HIKM, ACDC, APCCM, CATS and AWC. Two doctoral consortia
(ACDC and ACE-DC) and an Australasian Early Career Researchers Workshop (AECRW) reflect the
evolving dimensions of ACSW and build on the diversity of the Australasian computing community. A
specific industry day on the 27th January to facilitate academic / industry discussion and networking is a
key feature of ACSW 2015.
In 2015, we are fortunate to have Professor Omer Rana, Associate Professor Pascal Hitzler and Professor
Mark Sagar providing keynote talks to the conference. I thank them for their contributions to ACSW2015.
The efforts of the conference chairs and their program committees have led to strong programs in all
the conferences, thanks very much for all your efforts. Thanks are particularly due to Professor Athula
Ginige, Professor Paul Kennedy and their colleagues for organising what promises to be a vibrant event.
Below I outline some of CORE’s activities in 2013/14.
I welcome feedback on these including other activities you think CORE should be active in.
The major sponsor of Australian Computer Science Week:
– The venue for the annual Heads and Professors meeting
– An opportunity for Australian & NZ computing staff and postgrads to network and help develop their
research and teaching
– Substantial discounts for attendees from member departments
– A doctoral consortium at which postgrads can seek external expertise for their research
– An Early Career Research forum to provide ECRs input into their development
Sponsor of several research, teaching and service awards:
– Chris Wallace award for Distinguished Research Contribution
– CORE Teaching Award
– Australasian Distinguished Doctoral Dissertation
– John Hughes Distinguished Service Award
– Various “Best Student Paper” awards at ACSW
Development, maintenance, and publication of the CORE conference and journal rankings. In 2014 this
includes a heavily-used web portal with a range of holistic venue information and a community update of
the CORE 2013 conference rankings.
Input into a number of community resources and issues of interest:
– Development of an agreed national curriculum defining Computer Science, Software Engineering, and
Information Technology
– A central point for discussion of community issues such as research standards
– Various submissions on behalf of Computer Science Departments and Academics to relevant government
and industry bodies, including recently on Australian Workplace ICT Skills development, the Schools
Technology Curriculum and the Defence Trade Controls Act.
Coordination with other sector groups:
– Work with the ACS on curriculum and accreditation
– Work with groups such as ACDICT, ACPHIS and government on issues such as CS staff performance
metrics and appraisal, and recruitment of students into computing
– A member of CRA (Computing Research Association) and Informatics Europe. These organisations
are the North American and European equivalents of CORE.
– A member of Science & Technology Australia, which provides eligibility for Science Meets Parliament
and opportunity for input into government policy, and involvement with Science Meets Policymakers
The 2014 Executive Committee has been looking at a range of activities that CORE can lead or contribute
to, including more developmental activities for CORE members. This has also included a revamp of the
mailing lists, web site, creation of discussion forums, identification of key issues for commentary and
lobbying, and working with other groups to attract high aptitude students into ICT courses and careers.

Again, I welcome your active input into the direction of CORE in order to give our community improved
visibility and impact. CORE’s existence is due to the support of the member departments in Australia and
New Zealand, and I thank them for their ongoing contributions, in commitment and in financial support.
Finally, I am grateful to all those who gave their time to CORE in 2014, and look forward to the continuing
shaping and development of the Australasian computing community in 2015.

John Grundy
President, CORE
January, 2015
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ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2016. Volume 38. Host and Venue - Australian National University, Canberra, ACT.
2015. Volume 37. Host and Venue - University of Western Sydney, NSW.
2014. Volume 36. Host and Venue - AUT University, Auckland, New Zealand.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
APCCM
AUIC
AusPDC
AWC
CATS
HIKM
IE

Australasian Computing Doctoral Consortium
Australasian Computing Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian User Interface Conference
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Australasian Web Conference
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management
Australasian Conference on Interactive Entertainment

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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We wish to thank the following sponsors for their contribution towards this conference.

Host Sponsors
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Computing Research and Education
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SMS Management and Technology AARNet
www.smsmt.com
www.aarnet.edu.au

Macquarie Telecom
www.macquarietelecom.com
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Australian Access Federation
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NEC Australia Pty Ltd
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Execution
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Abstract
As cloud computing is increasingly adopted, the open,
on-demand nature of public clouds makes explicit
consideration of the underlying environment highly
advantageous in terms of decreasing cost and increasing elasticity. In this paper, we address the exploitation of such cloud capabilities and present DEWE,
a framework for the distributed, elastic execution of
scientific workflows. DEWE is designed to be easily
extensible and customizable, and to provide a simple interface to automate deployment and elasticity
in public clouds. Using Montage, an astronomical
image mosaic engine, as a case study, and Amazon
Web Services (AWS) as the cloud environment, we
demonstrate the benefits DEWE can provide to scientists seeking to design job scheduling, data management, and resource allocation strategies with potentially unlimited on-demand resources at hand. Further, DEWE’s visualization tool much leverages the
analysis and evaluation of those strategies.
Keywords: resource management; cloud computing;
scientific workflows; resource efficiency; scheduling
1

Introduction

Cloud computing offers users access to near-infinite
computational resources in an on-demand, open manner. Scientific workflows (such as Montage (1; 2),
CyberShake (3; 4), LIGO (5; 6), Epigenomics (7) and
SIPHT (8)) in particular can take great advantage
of abundant resources as they are mostly resourceintensive and they scale well with the number of resources (resource capacity). However, the efficient
use of such resource abundance for scientific workflows often requires specialist skills and tools (e.g.,
(9; 10; 11; 12)) due to the structural complexity and
data dependency of these workflows (Figure 1).
Frameworks and management systems for distributed scientific workflow execution, such as Pegasus (10), have historically focused on providing independence from the underlying execution environCopyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 163, Bahman Javadi
and Saurabh Kumar Garg, Ed. Reproduction for academic,
not-for-profit purposes permitted provided this text is included.

ment, with many systems instead relying on middleware such as Apache Mesos to shape the underlying
environment and share resources among applications.
However, IaaS (Infrastructure as a Service) cloud
providers such as AWS provide users with the tools to
not only assemble large compute clusters on the fly,
and with pay-as-you-go rates, but also to shape and
resize these clusters during execution through calls
to various provider-specific APIs and SDKs. While
providing independence is useful in handling the diversity of private systems, the new, open computing
paradigm offered by the cloud, coupled with the increasingly large data sizes and corresponding required
computing resources of modern scientific applications,
provides an appealing alternative. Allowing the user
to design algorithms that modify the underlying execution environment to fit usage requirements is a
powerful strategy in terms of both performance and
cost-efficiency.
Another problem inherent in current research on
scientific workflow execution revolves around the absence of a single, easy-to-deploy framework on which
to design, deploy, debug, and test experimental algorithms (e.g., for job scheduling). Testing new strategies on heavyweight systems and with different workflow applications can be a time-consuming process.
As data sets grow in size and complexity, scientists
without the resources to maintain these systems must
instead seek out alternatives.
In this paper, we present DEWE1 , a framework
designed for the distributed, elastic execution of scientific workflows. DEWE abstracts away underlying networking functionality, asynchronously disperses jobs across a dynamic pool of workers, and
provides a simple interface to automate elasticity
when deployed in Amazon EC2. DEWE is designed with extensibility, customizability, and easeof-deployment in mind, and to enable research in
workflow scheduling algorithms that are able to shape
and expand their environment during runtime. In
comparison with existing workflow execution systems,
such as Pegasus, Kepler (11), and Apache Airavata
(https://airavata.apache.org/), DEWE:
• Is lightweight and highly extensible, allowing
scientists to quickly modify and test components, such as the implementation of experimental job-scheduling, data management, and faulttolerance strategies.
1
DEWE including its source code and visualization web service
is available from https://bitbucket.org/lleslie/dwf/wiki/Home.

3
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Figure 1: An example Montage (an astronomical image mosaic engine) workflow. Job names and their execution
times, and precedence constraints (dictated by data dependencies) are shown in vertices and along edges,
respectively.
• Aims to expose and shape the underlying execution environment. With a simple function call,
DEWE can lease an EC2 instance that will automatically add itself to the worker pool.
• Has an asynchronous design that provides high
scalability, greatly increasing the feasibility of resource addition and removal during execution,
and the speed and efficiency of file-dependency
transfers.
• Provides a visualization tool as a post-processing
aid. It facilitates analysis of workflow execution,
including resource utilization and performance
bottleneck, and evaluation of resource/data management and job scheduling strategies.
Our evaluation of DEWE uses the data-intensive
scientific workflow application Montage (1), an astronomical image mosaic engine, as a case study. We
override the default (random) job-scheduling algorithm with algorithms designed to incorporate available data and abstractions, such as file locality and
the various workloads on each node. Using a 6.0 degree Montage workflow2 on clusters in Amazon EC2
comprised of up to 15 m1.xlarge instances, we demonstrate the ability to quickly and efficiently develop,
test, and compare experimental algorithms.
The remainder of this paper is organized as follows. Section 2 describes scientific workflows and
discusses related work. Section 3 provides a system
overview of DEWE, including descriptions of nodes,
components, abstractions, and methods to shape the
underlying environment. We present our results using
DEWE in Section 4, and our conclusions are drawn
in Section 5.
2
A 6.0-degree Montage workflow creates a 6-by-6 degree square
mosaic centered at a particular region of the sky (e.g., M16). The
number of jobs in each workflow increases with the number of degrees.

4

2

Background and Related Work

In this section, we describe scientific workflows and
provide a brief review of related work on workflow
scheduling and execution frameworks.
2.1

Scientific Workflows

Applications in science and engineering are becoming
increasingly large-scale and complex. These applications are often amalgamated in the form of workflows
(such as Montage (1), CyberShake (3; 4), LIGO (5; 6),
Epigenomics (7) and SIPHT (8)) with a large number of composite software modules and services, often
numbering in the hundreds or thousands.
More formally, a scientific workflow consists of a
set of precedence-constrained jobs represented by a
directed acyclic graph (DAG), G = hV, Ei comprising a set V of vertices, V = {v0 , v1 , ..., vn }, and
a set E of edges, each of which connects two jobs.
The graph in Figure 1 depicts a Montage workflow
with vertices for jobs and edges for data dependences
or precedence constraints. Sibling vertices/jobs are
most likely to run in parallel and get assigned onto
different resources, i.e., they are executed in a distributed manner. A job is regarded as ready to run
(or simply as a ‘ready job’). The readiness of job vi
is determined by its predecessors (parent jobs), more
specifically the one that completes the communication at the latest time.
The completion time of a workflow application is
denoted as makespan, which is defined as the finish
time of the exit job (or the left node in the DAG).
The longest path of a graph is the critical path
(CP, shown with jobs connected through red edges in
Figure 1). For a given DAG, the critical path determines the theoretical min makespan and the critical
path length (CPL) is defined as the summation of
computation costs of jobs in CP.
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(a) Component interaction during execution in EC2.

(b) Network communication on a private cloud.

Figure 2: Inter/intra-node interaction during execution.
2.2

Workflow Scheduling

The execution of scientific workflows is typically
planned and coordinated by schedulers/resource managers (e.g., (9; 13)) particularly with distributed resources. At the core of these schedulers are scheduling
algorithms/policies.
Traditionally, workflow scheduling focuses on the
minimization of makespan (i.e., high performance)
within tightly coupled computer systems like compute clusters with an exception of grids. Various
scheduling approaches including list scheduling and
clustering are exploited, e.g., (14; 15). Critical-path
base scheduling is one particularly popular approach
to makespan minimization (16; 17). Clustering-based
scheduling is another approach getting much attention in the recent past with the emergence of many
data-intensive workflows, such as Montage (15).
More recently with the adoption and prevalence of
cloud computing, the trade-off between costs and performance has been extensively studied (18; 19; 20).
Most works on workflow scheduling in clouds study
the elasticity of cloud resources, i.e., dynamic resource provisioning for cost minimization in particular. However, such dynamic provisioning still remains
mostly in the initial workflow deployment; that is,
the full elasticity capability of public clouds including that during the execution of workflows is not well
explotied with scientific workflows.
2.3

Workflow Execution Frameworks

As scientific workflows are becoming increasingly
large-scale and complex, their distributed execution
across multiple resources is far beyond an average
task involving workflow composition, resource provisioning/reservation, job scheduling, fault tolerance
and data staging. Coinciding with this increase in
scale and complexity have been efforts on developing workflow execution frameworks including Condor (DAGMan in particular) (9), Kepler (11), Pegasus (10), Taverna (21), Trident (22), and more recently Apache Tez (http://tez.incubator.apache.org/)
and Apache Airavata. These frameworks tend to be
heavyweight and inaccessible to scientists who lack
dedicated hardware and support staff, e.g., Condor
and Pegasus. Moreover, many of these frameworks,
such as Kepler, Taverna and Trident have focused on
providing independence from the underlying execu-

tion environment. DEWE on the other hand is designed specifically to take full advantage of elasticity
of cloud with the capability of dynamically expanding and shrinking the resource pool (or the pool of
workers).
An interesting approach pursued recently is
a hybrid workflow system (23).
B. Plale et
al.
in (23) weave multiple workflow execution
frameworks—including Trident, Kepler and Apache
ODE (http://ode.apache.org/)—to support a wider
range of workflows.
3

System Overview

In this section, we present a system overview of
DEWE, listing and describing each component and
node, and their roles. We also describe the methods
used to expose the environment to the user and allow
for the design of algorithms that shape this environment during runtime.
3.1

Components

Nodes in DEWE are divided into two categories:
Workers, responsible for job execution and data
sharing/replication, and Coordinators, responsible
for workflow creation, job scheduling, and data assignment, as well as job execution. Each DEWE application contains only a single Coordinator and potentially many Workers.
Individual job execution takes place through a slot
model. Each slot represents an isolated portion of the
available system resources; by default, this resource
is identified as the number of (virtual) CPUs. The
Coordinator Node contains components for DAG creation (DAG Manager), job scheduling and assignment (Job Scheduler), slot management and job
execution (Slot Manager), file management (File
Manager), and Worker node management (Worker
Manager) (see Figure 2a). The main functionality of
each component can be overridden or extended by the
user as desired. Worker nodes contain the Slot Manager and File Manager modules, as well as a component for interactions with the Coordinator node
(Coordinator Manager). An overview of network
communications on a private cloud is given in Figure
2b.
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Figure 3: High-level system overview of DEWE.
The Coordinator node’s Worker Manager exposes
the queued and executing jobs of Worker nodes for use
in job scheduling strategies, etc. Similarly, the Slot
Manager exposes the queued and executing jobs of the
local node. The Worker Manager also keeps track of
heartbeats sent periodically by Worker nodes (every
5 seconds by default), and performs an overridable
action when a Worker node misses some number of
consecutive heartbeats. The Coordinator node’s File
Manager provides up-to-date file information, such as
size and the nodes on which the file is available for
retrieval. The main functionality of the Job Scheduler involves, upon receipt of a newly completed job
assignment, the determination of which (if any) of
the job’s children now have all dependencies satisfied. Any jobs newly satisfying this criteria may be
assigned to a specific node-slot for execution, and
the assignment of file dependency locations are determined through communication with the File Manager, which also assumes the role of a file server.
3.2

Abstractions

DEWE provides abstractions during the workflow
process for job assignment and data dependencies. As
mentioned in the preceding section, a scientific workflow can be represented by a DAG, G = hV, Ei, where
V represents the set of jobs. When jobs are assigned
to a particular slot on a chosen node, a Job Assignment, a = hv, n, s, ri is constructed, where v ∈ V is
the job, n ∈ N is the chosen node, s ∈ Sn is the slot
chosen from those in the specified node, and r is the
resulting runtime of the job in the chosen assignment
(initially 0).
The Coordinator node also maintains abstractions
of each Worker node, called a Worker Rep, in the
Worker Manager module. These abstractions include
up-to-date representations of the slots on the worker,
called a Slot Rep. Each worker is represented as
w = hI, S, F i, where I is a set of identifying information (e.g., IP address, EC2 instance ID, etc.),
S = {s1 , . . . , sk } is the set of all slot representations
for the worker, and F = {f1 , . . . , fm } is the set of files
locally available on the worker. Each slot is represented by s = hF Q, EQi, where F Q is a FIFO queue
of job assignments waiting to have input files fetched
from other nodes, and EQ is a FIFO queue of assignments ready for execution respectively.
3.3

Workflow Execution

The overall process of initialization, workflow execution, finalization is illustrated in Figure 3 and proceeds as follows. At the start of each workflow, the
6

Coordinator retrieves and extracts the initial input
files from the location specified by the user (e.g., on
the local disk, or from Amazon S3 if DEWE is deployed on EC2). The Coordinator then creates the
DAG representing the workflow from these initial input files. At startup, Worker nodes connect to the
Coordinator node. For both Coordinator and Worker
nodes, n slots are considered for job execution, where
n equals the number of CPUs in the node. The Coordinator synchronizes with any initial workers if requested by the user, and then begins asynchronously
assigning jobs with all dependencies satisfied to slots
on available nodes. After creation, the assignment
is sent to the specified node and placed into a slotspecific queue (F Q) for input file retrieval. Input files
are retrieved from assigned nodes (if not local); this
assignment is designed to be extended, and currently
randomly selects a node from those containing the
file. After all input files are local, the assignment is
popped from F Q and placed into another slot-specific
queue (EQ) for execution on the assigned slot. After successful completion of the assignment, the Coordinator is notified and loops through the children
of the completed assignment, assigning those which
now have all dependencies satisfied. The process is
repeated until the workflow is finished. Upon completion, an XML file (results.xml) describing job
assignments (e.g., the assigned node, etc.), execution
times, and file sizes is generated, and log file from
each Worker are retrieved by the Coordinator.
3.4

Post-processing:
Execution

Visualizing Workflow

DEWE’s visualization tool as a post-processing analysis facility takes the XML execution log file and provides two visual aids, i.e., detailed workflow execution
visualization (Figure 4) and resource usage pattern
visualization. The online web service for this visualization is available from the project web site.
For a large-scale workflow with thousands of jobs,
scientists can only calculate the overall resource utilization such as the total or percentage amount of time
being used for computation and data staging, but the
details about the scheduling and execution are often
overwhelmed by the size of the output. DEWE’s visualization facility much leverages the analysis and evaluation on the resource utilization status of all worker
nodes during the whole workspan. Such visualization
enabled by DEWE provides insights into the idling
time slots in the computing environment, which will
help researchers design better workflow scheduling algorithms or resource allocation strategies.
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Figure 4: A visualization of Montage workflow execution on six m1.xlarge Amazon EC2 instances (each with
4 vCPUs; hence 4 slots) with 6.0 degree data set. Data are initially in the coordinator node, the third node in
the figure; and thus, no data staging is required for early jobs. Due to the time scale of the figure, some jobs
with their execution times less than 1 second are not clearly visible.
3.5

Exposing the Environment

One of DEWE’s main contributions lies in methods
designed to expose the underlying execution environment to users, allowing the design of algorithms that
modify this environment during runtime. To this end,
when deployed in EC2, users may deploy a variant of
the Coordinator node that extends the Worker Manager and File Manager modules, providing an interface for Worker addition and removal (by leasing and
terminating instances), and for downloads of input
files and uploads of output files to S3.
Elasticity with EC2: Today, scientific workflows
can contain thousands of jobs and data files, often
following fluctuating concurrency patterns defined by
dependencies. These patterns can potentially lead to
low resource efficiency in fixed clusters, as many resources may be idle while waiting for a small number of job dependencies to complete (Figure 4). The
elasticity supplied by IaaS cloud providers such as
Amazon EC2 provides a means to obtain all the benefits of using a large cluster of resources, without incurring the associated costs and inefficiencies of idle
resources. Moreover, the on-demand, pay-as-you-go
nature of the cloud provides an efficient means to facilitate this elasticity.
For example, Montage workflows typically follow
a regular structure (see Figure 1), with opportunities for concurrency fluctuating around certain bottlenecks (such as mConcatFit and mImgTbl ). For large
workflows, where the number of jobs in the first two
levels can number in the thousands, a strategy involving dynamically shrinking and expanding the Worker
pool around these bottlenecks can significantly decrease cost with minimal effect on makespan.3
To allow this resizing of the Worker node pool,
DEWE provides an easy interface for elasticity. The
process for Worker addition by DEWE when deployed
3
Acquisition times for EC2’s On-Demand Linux instances are
around 100 seconds on average (24). Thus, preemptive requisitioning of Worker nodes (e.g., via runtime knowledge) may be necessary
for smaller workflows.

on Amazon EC2 is as follows. During execution, a
user-defined component makes a call to the Worker
Manager module with a specific instance type and
availability zone for provisioning. The Worker Manager module makes a call to Amazon’s SDK, dynamically generating a shell script to be passed as
user-data for execution by the cloud-init package
at instance startup. The shell script starts a Worker
node on the provisioned instance with parameters including the Coordinator’s networking info. (e.g., IP
address, port), workflow ID, S3 bucket info., etc.
Once the Worker node has initialized, it sends
a registration message to the Coordinator node, including node-specific information such as the number of available slots. The Worker Manager adds the
new Worker node to the list of available instances so
that jobs may be dispatched to the Worker during
the next iteration of the Job Scheduler’s assignment
phase. Once the Worker node is no longer required,
e.g., during a bottleneck and after all file dependencies for future jobs have been replicated elsewhere,
the Worker node may be terminated via another call
to the Worker Manager module. The Worker Manager instructs the Worker node to upload log files to
Amazon S3. After the upload completes, the Worker
Manager terminates the instance through another call
to Amazon’s SDK.
File management and provenance with S3:
When deployed in Amazon EC2, DEWE can utilize
S3 for input and output file storage. At the start of
each workflow, users can specify (e.g., via the command line or web application) an S3 bucket and associated file containing the input files. DEWE will
automatically retrieve and extract this file at startup.
The workflow output files (e.g., the image mosaic in
the case of Montage), log files, and generated XML
file are uploaded to the same S3 bucket after workflow completion or node termination. Files uploaded
to S3 are accessible via public URLs, providing a further means to ease testing and debugging for the user;
these URLs are listed in the web application, or can
be navigated to directly within the user’s S3 bucket.
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Figure 5: Ratio of makespan to CPL for different cluster sizes and scheduling algorithms.
4

Evaluation

In this section, we describe our evaluation of DEWE
in Amazon EC2, and provide a comparison of the results. To this end, we have developed two job scheduling algorithms incorporating DEWE’s elastic resource
(worker) provisioning feature.

Figure 6: Evaluation of jobs on the critical path for
MST(t=5) and MDLMST(t=5), using 15 nodes.
Worker Rep maintains a set of files locally available
on the node, Fn . In addition, the file manager maintains the size (in bytes) of each file, size(f ) for f ∈ F .
Thus, for a job, v, with input files Fv , the algorithm
locates the node n∗ such that:


X
size(f ) ,
(2)
n∗ = arg max 
n∈N

4.1

Job Scheduling Algorithms

In addition to the default (random or RND) job
scheduling algorithm, the following two algorithms
were developed and tested to measure the evaluation
capabilities of DEWE.
4.1.1

Minimum Slot Threshold (MST)

Jobs are assigned to the node-slot with the minimum
number of assignments currently executing or awaiting execution, provided the number of assignments is
less than some threshold value, t. Let N be the set of
all nodes (Workers and Coordinator). The algorithm
thus determines the slot s∗ , where:
s∗ = argSmin ||EQs || + ||F Qs ||.
s∈

(1)

Sn

n∈N

If ||EQs∗ || + ||F Qs∗ || ≥ t, the job is placed into a
FIFO queue to await an opening. This algorithm
helps ensure that existing slots are rarely idle, and
newly added slots (such as from worker addition) are
immediately utilized, rather than potentially waiting
for the completion of an entire level before new jobs
are available for assignment.
Since the Coordinator holds up-to-date representations of each Worker and its associated slots (via
the Worker Rep and Slot Rep abstractions), the user
is guaranteed that the EQs and F Qs queues closely
represent the current internal state of the node.
4.1.2

Maximum Data
(MDLMST)

Locality

+

MST

Jobs are assigned to the node with the maximum input file locality, and to the slot on that node determined by MST. As mentioned in Section 3.2, each
8

f ∈Fn ∩Fv
∗

and we then determine s as in MST, but with N =
{n∗ }.
In comparison to the default random scheduling
algorithm and the MST algorithm by itself, this algorithm seeks to significantly reduce the communication
overhead associated with each job, and thus minimize
the delay between job assignment and execution. Utilizing a low queue threshold also helps minimize the
potential for jobs waiting on other slots to retrieve
common input files and become more suitable candidates, without explicitly considering those jobs during
assignment.
4.2

Experimental Setup

In our experiments, Montage workflows are used as a
case study.4 As mentioned in Section 1, Montage is
an astronomical image mosaic engine that assembles
individual images of the sky into a mosaic (1). Montage includes modules to auto-generate the DAX file,
an XML-based DAG (mDAG), and retrieve the input
files from corresponding URLs in the cache.list file
(mArchiveExec). Montage workflows typically follow
a regular structure (Figure 1), with each stage of the
workflow often taking place in discrete levels separated by bottlenecks, further described in Section 3.5.
Montage workflows are I/O bound, and total data
footprints can range up to hundreds or thousands of
gigabytes.
Specifically, experiments were performed with a
6.0 degree Montage workflow, using clusters composed of up to 15 m1.xlarge instances/nodes, each
with 4 CPUs and 15GB of memory. The 6.0 degree
4
Note that the DEWE’s DAG Manager can be extended to handle any workflow, as long as job, file, and precedence constraint info
is available.
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Montage workflow contains 8,586 jobs, 1,444 input
data files, 22,850 intermediate files, and has a total
data footprint of 38GB. Performance was measured
in comparison to the CPL. All Worker nodes were
automatically provisioned by the Coordinator after
initialization.

seem to be very attractive with the hourly billing
plan in Amazon EC2, but makes more sense with
more fine-grained billing mechanisms such as the perminute billing plans in Google Compute Engine and
Windows Azure.
5

4.3

We first show makespans normalized by the CPL and
resource usage reductions.
4.3.1

Workflow Execution Times

The results for our experiments are illustrated in Figures 5 and 6. As demonstrated in Figure 5, the
makespan approaches the CPL as the number of
nodes increases, and begins to plateau at just above
the CPL due to processing and communication costs.
For 1 and 2 nodes, MDLMST is slightly less efficient
than other algorithms due to the additional processing time required for file locality examination. However, as communication costs increase in larger clusters, MDLMST achieves the best results by a significant margin (generally more than 10% vs. the
next best, MST). Furthermore, algorithms without
thresholds – RND and MST(t = ∞) – tend to exhibit lower performance than MST(t=5) due to a
tendency to fill slots with long-running jobs, rather
than the implicit consideration of EQ progress when
t=5. All algorithms achieved between 53.9% (RND)
to 60.5% (MDLMST) decreases in execution time
with 14 Workers. In addition, RND and MST converge as the number of instances increases due to
the abundance of available resources, while the ratio of makespan to CPL continues to decrease for
MDLMST.
Figure 6 provides a comparison of the execution
schedule of jobs on the critical path when running
the MST (t=5) and MDLMST (t=5) algorithms with
15 nodes (Coordinator and 14 Workers). Levels with
high concurrency (e.g., mDiffFit jobs) are significantly reduced in overall makespan when distributed
across Workers, while bottlenecks such as mBgModel
comprise the majority of the CPL and, hence, the
execution time with 15 nodes. MDLMST is able to
significantly reduce input file acquisition time (red
bars). However, file acquisition still comprises a large
portion of the waiting time for aggregation jobs such
as mAdd, even with data locality considerations, preventing convergence to the CPL.
4.3.2

Conclusion

Results

Resource Usage

As the design of sophisticated dynamic resource provisioning strategies is out of scope of this paper, we
adopt a simple elastic resource provisioning strategy. In particular, with the workflow execution
status information a job scheduling algorithm provides to Worker Manager, DEWE terminates idle
worker nodes towards the end of workflow execution
as they are no longer needed (see Figure 4). Although
this strategy is very simple (even primitive), it still
demonstrates the elasticity capability of DEWE in
that resource usage in our experiments was reduced
by 12% on average and up to 27%.
As mConcatFit and mBgModel constitute the majority of execution and all worker nodes except the
one running those two jobs are idling, DEWE can
terminate those idle worker nodes and lease again
once those two jobs complete their execution. The
demand for such dynamic scaling support might not

Systems for the distributed execution of scientific
workflows tend to focus on providing independence
from the underlying execution environment, and often
require long-running, static resources. However, the
on-demand, open nature of public clouds has made
explicit consideration and modification of the underlying environment during runtime a powerful strategy in terms of decreasing cost and increasing performance. In this paper, we have presented DEWE,
a framework for the distributed, elastic execution of
scientific workflows. DEWE is designed to provide an
easy-to-deploy and highly customizable framework on
which scientists may design algorithms with the ability to shape the underlying execution environment
during runtime through automated Worker addition
and removal. Evaluations of DEWE using a Montage
workflow with AWS as the cloud environment have
demonstrated that researchers are able to design, deploy, and compare various resource allocation and job
scheduling algorithms on real clusters.
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Abstract
Decentralized systems are used by a significant
number of Internet users due to their specific features such as autonomy and content privacy. With
the evolution of big data, the problem of filtering information based on user interests has become prevalent. Decentralized strategies for information filtering, such as similarity clustering,
seem appealing due to its simplicity over modelbased approaches (Matrix factorization). However, decentralized similarity clustering is not as
well studied as centralized ones. In this work, we
studied gossip-based similarity clustering with different real world similarity distributions. We analyzed convergence time and found the trade-off
between convergence time and bandwidth utilization based on optimal protocol parameters (message size, neighbor-list size). The optimal settings of the protocol parameters not only give
the minimum convergence time (approximately),
from a worst case random structure, but also avoid
wastage in bandwidth.
Keywords: Peer-to-Peer Networks, Gossip Protocols, Vicinity, Semantic Overlays, Similarity
Distribution, Convergence, Information Filtering
1

Introduction

There are a number of existing, real world, decentralized applications ranging from file sharing
to other exciting and useful applications such as
search engines, social networks, and personalized
recommender systems. Some of the examples are
BitTorrent (Cohen 2008), Tribler (Pouwelse et al.
2008), YaCy (Ltjohann et al. 2011, Community
2012), Gossple (Bertier et al. 2010) and WhatsUp (Boutet et al. 2013). These applications offer users provisions such as autonomy and privacy.
Users experience full control of their content and
resources. Moreover, unlike centralized systems,
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 163, Bahman Javadi
and Saurabh Kumar Garg, Ed. Reproduction for academic,
not-for-profit purposes permitted provided this text is included.

these systems are economical due to elimination of
power consumption costs of running data centers.
The number of BitTorrent users has increased to
150 million as of January 2012, reported by BitTorrent Inc. These applications are responsible for
3.35% of all worldwide bandwidth, more than half
of the 6% of total bandwidth dedicated to file sharing until February 2013. The amount of data produced in real time, driven by these applications,
have reached between 20% and 40% of global Internet traffic. These facts depict the significant
research into decentralized systems.
Many of these decentralized applications require complex big data processing such as anomaly
detection, information filtering, document clustering and content recommendation. Similaritybased Clustering (SBC), either of users or items,
is a primary technique used by all of these systems.
Many decentralized works make use of decentralized overlays for SBC because the overlay directly
supports communication between the nodes in the
system; i.e. the clusters formed are essentially part
of the overlay. Building and using clusters is less
complex and more direct, than other model-based
approaches for clustering.
Decentralized SBC is not as well understood
as it’s centralized counterpart. Methods to analyze the correctness of the distributed approach
are not clearly defined and its harder to understand the performance of the overall distributed
system. Communication complexity is a central
factor to the performance of these systems. How
many messages need to be communicated for a reasonable performance? How big must be the messages? How quickly the system gets ready to be
used? Running at Internet scale (108 users) makes
it even harder to understand overall performance.
We, therefore focus on the fundamental aspect of
performance versus resource consumption trade-off
in a decentralized similarity clustering system.
Of the decentralized systems mentioned earlier,
many of them use gossiping as their basis for building an overlay and for processing data (Magureanu
et al. 2012, Kermarrec & Taı́ani 2012, Ormándi
et al. 2010, Bertier et al. 2010). Gossiping (Voulgaris & Steen 2013, Voulgaris et al. 2005, Jelasity
& Babaoglu 2005, Jelasity et al. 2007) has features
including robustness, scalability, simplicity and is
usually modeled using epidemic models. Gossip-
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based overlays should handle hundreds of millions
of users in the system. Due to these advantages
over structured approaches, many researchers are
moving towards gossip-based systems.
Vicinity (Voulgaris & Steen 2013) and TMan (Jelasity et al. 2009) are well known gossiping protocols that enable similarity clustering.
These protocols have been well studied and have
comparable properties. They are based on random sampling which is a cost-optimal approach.
It requires time to converge to an accurate similarity clustering, when these systems are implemented with gossiping. Convergence to an accurate similarity clustering is important because the
accuracy of the clustering affects the overall accuracy of any outcome based upon it. Furthermore,
as data changes by node churns or changing user
profiles, similarity clustering is a continuous selfhealing operation that needs to maintain accuracy.
Therefore, we study the quality of the convergence,
the time and the bandwidth required for convergence.
A trade-off between convergence time and
bandwidth is very useful to be known before building an application, e.g. recommendation systems
or clustering documents, on top of similarity clustering. This trade-off provides the designers of
such systems knowledge about bandwidth requirements for a favorable convergence speed.
We studied Vicinity as a similarity clustering
protocol for convergence analysis and performed
experiments with real-world distributions, i.e. user
graphs where similarity is based on data extracted
from real applications. These include Movielens,
Yahoo and Epinion. These distributions make our
results indicative of behavior that we expect to see
in a real implementation at large scale.
1.1

Our Contribution

Our work has two core contributions:
• Analyzing the convergence of SBC overlays
when exposed to real time similarity distributions. The existing work in this domain considers synthetically generated network graphs with regular or symmetric properties such as Mesh, Torus, Binary Tree or
sorted Ring to make them understandable.
However, most of the real world datasets have
irregular and asymmetric structure and properties. Most of these have power law distribution such as Movielens, Epinion, Book
Crossings (Ormándi et al. 2010) and the literature does not have the detailed study of
such similarity distributions. Therefore, our
work investigates Movielens dataset primarily with two other real datasets namely Yahoo
and Epinion.
• Finding the trade-off between convergence
time and bandwidth to decide optimal settings that lead to fast convergence and affordable bandwidth from SBC system’s perspective.

1.2

Organization

The paper is organized as follows. Section 2 explains similarity distributions used for analysis of
the protocol. Section 3 explains an SBC system
model by describing the protocol, the system itself and the criteria we have used for evaluation
of results. Section 4 evaluates the results. Section 5 explains findings for future work. Section 6
describes the review of literature most relevant to
our work and Section 7 makes some concluding
remarks.
2

Characteristics of Graphs
Similarity Distributions

Based-on

In an SBC system, ratings given by users of the
system are used to calculate similarity between
user profiles. The value depicting similarity of interests represents the distance between users. On
the basis of this distance, users are grouped together. This grouping leads to different types of
in-degree distributions of the network, where some
nodes may have very high in-degree or some nodes
very low in-degree or all nodes of the network
may have uniform in-degree. For experiments, real
traces from the benchmark datasets, Movielens,
Epinion and Yahoo are used to observe the convergence behavior of the protocol. A synthetically
generated Mesh network is used in initial experiments for protocol analysis due to its regular structure, unlike real distributions, and as a baseline
comparison to the real datasets.
2.1

Datasets

To analyze real world similarity distributions,
three benchmark datasets are used including
Movielens, Yahoo and Epinion.
The Movielens (Labs 2011) dataset, contains one million ratings on 1682 movies by 943 users. The Web-scope
dataset from Yahoo labs (Labs 2012) contains approximately 3 million ratings about 1000 songs
from exactly 15,400 users. The Epinion (Massa
2003) traces contain 664,824 ratings about 139,738
products by 49,290 users.
For analysis of convergence between distributions, 900 users are randomly selected from respective dataset. Based on user profiles, the top
k optimal users for each user are calculated using
Cosine similarity. These tables for each value of k
are then used to calculate optimal nodes in each
nodes view. The similarity distances range from 0
(completely non-similar) to 1 (the most similar).
Table 1 shows the clustering co-efficients for the
three real networks comprised of 900 nodes, with
three different values of k. Movielens has high clustering co-efficients whereas Epinion has the least
Top k
10
20
40

Movielens
3.13 × 10−4
3.79 × 10−4
4.64 × 10−4

Yahoo
2.13 × 10−4
2.53 × 10−4
3.03 × 10−4

Epinion
1.86 × 10−4
2.11 × 10−4
2.49 × 10−4

Table 1: Clustering Co-efficient of Real Datasets
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Figure 1: Similarity distribution of Movielens with 900 nodes.
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Figure 2: Similarity distribution of Epinion with 900 nodes.
among all which depicts differences in interests of
users.
Preliminary experiments are performed on a
2-D Mesh due to its simple and understandable
structure. To generate a mesh network, the distance metric used is number of hops. Each node
is assigned a distance in terms of number of hops
to every other node in the network. The resulting network is a single connected component. All
nodes collectively build a mesh topology with indegree = out-degree which is 4 for all nodes except
edge nodes with degree 3 and corner nodes with
degree 2.

information of the top k similar users. For the purpose, the system requires a similarity metric which
is Cosine for Movielens dataset. The Cosine similarity between user a and b is calculated using the
following equation:
Pn
ra,l rb,l
,
Similarity(a, b) = qP l=1 P
n
n
2
2
r
r
l=1 a,l
l=1 b,l

2.2

3.1

Degree Distribution

Determining the degree distribution of a particular
dataset based on similarities between nodes, depends upon the value of k. Figure 1 and Figure 2
show the similarity distribution of 900 nodes in
the Movielens and Epinion datasets respectively,
with four different values of k. With k = 10,
both datasets have Power-law distribution which
no longer remains Power-law as k increases to half
of the network size. Differences in degree distribution leads to differences in convergence time as
explained in Section 4.3.
3

Decentralized SBC System Model

For the purpose of SBC approach, we consider a system containing a set of users U =
{1, 2, 3, . . . , n}, where each node of the network
represents a user of the system, a set of items
I = {1, 2, 3, . . . , k} and a set of ratings about items
R = ru,i where i ∈ I and u ∈ U . Each user of
the system has a profile that contains information
about the items held and associated ratings. The
system shall provide a user, access to the profile

where a, b ∈ U, l ∈ I.
To realize the system, Vicinity is proposed as
the overlay protocol, as argued in Section 1.
Vicinity

Vicinity is a gossip-based protocol which is used
to cluster peers that are semantically close. Vicinity is a two layer protocol. The upper layer consists of Vicinity (proper) and the lower layer consists of the Cyclon protocol. Each node maintains a list of neighbors which is a subset from the
whole network, called a “view”. All nodes converge to the semantically closest neighbors in their
views, once the protocol is converged. These optimal views can be used for generating recommendations. To restrain the protocol from saturation, i.e.
the point where long distant nodes are no longer
accessible thereby preventing some of the views
to reach to their optimal, fresh random samples
from the network are acquired with the peer sampling service provided by the Cyclon protocol.
Cyclon continuously feeds Vicinity with random peer samples from the network, which guarantees convergence given a sufficiently long period
of time.
Each node in the network is required to run
two protocol instances, one for Vicinity and one
for Cyclon. Therefore, every node maintains two
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views, one for Cyclon and the other for Vicinity. As Cyclon is a peer sampling service, its
view contains fresh random samples of the network. Vicinity, however, has only those nodes
in the view which are semantically close. Vicinity uses a selection function, which decides what
peers to keep in the Vicinity view on the basis of
similarity metric used.
Each node in the network has an associated descriptor that contains a Node Identifier, an Age
parameter, and the Profile of the node. The Age
parameter gives some indication of when the node
was last contacted. Every node initiates gossip exactly once in each round. During gossiping, nodes
exchange neighbors from their views. The number
of neighbors exchanged in each gossip, is called
gossip length.
Vicinity is described in Algorithm 1 and 2.
Two threads are required to execute simultaneously, by a node, active and passive. Every node
executes the active thread exactly once every T
time units to initiate gossip. Each node also needs
to execute a passive thread in response to a gossip
request. The passive thread is not always running. Only the nodes selected for gossiping are
required to run the thread at the time of a gossip
request being received. There are three methods
used by nodes in the network. To initiate gossip, the node executes SelectToGossip(), which
selects the oldest node in the view. Functions
SelectToSend() and SelectToKeep() select optimal nodes from all buffers by applying a selection function, and exchange a number of neighbors
equal to gossip length. A more detailed explanation of the protocol is described in (Voulgaris et al.
2007).
while true do
wait(T time units);
increase age of all descriptors in the view;
Q ← SelectToGossip();
remove Q from the view;
bufSend ← SelectToSend();
send bufSend to Q;
receive bufRcv from Q;
view ← SelectToKeep();
end
Algorithm 1: Active Thread

receive bufRcv from Q;
bufSend ← SelectToSend();
send bufSend to Q;
view ← SelectToKeep();
Algorithm 2: Passive Thread

3.2

Building an SBC System

An SBC system, for instance, can be used to predict rating about an item on the basis of the ratings from the most similar users if the application
is a recommendation system. Vicinity converges
to the most similar neighbors for each user which
makes it suitable for building an SBC system.
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To bootstrap Cyclon and Vicinity protocols
(for the purpose of simulation, but not necessarily in a real deployment), the two views associated
with each node are filled with randomly selected
neighbors. Each node of the network is then associated with the list of items and associated ratings
from the dataset. The selection function, Cosine,
is applied to calculate similarity between nodes.
A similarity value of 1 between two nodes shows
that the nodes are identical. The similarity value
decreases to 0 with a decrease in commonality between profiles.
Due to the use of real datasets instead of a
dynamic data source, user profiles remain static
throughout the presence of the node in the network. After implementation of Vicinity with different distributions, the differences in convergence
behavior of the protocol are observed. We leave
the study of changing profile information to future
work.
3.3

Convergence Criteria

The protocol is considered to be fully converged
when all nodes of the network have optimal nodes
in their views. Formally, Let Γd (u) be the set of
nodes at distance d, for a given node u. Consider
a view V , of size v. Find the smallest d0 such that
| Γd0 (u) |≥ v. Then the node u is converged if and
only if:
V ⊆ Γd0 (u), and
V ∩ Γd (u) = Γd (u) for all d < d0 .

(1)

From Eq. 1, if many equi-distant nodes are found
for a given node, then any of those found in the
view is considered optimal. This is illustrated in
Figure 3 where optimal nodes of node m are shown
in a 2-D Mesh.
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Figure 3: Optimal links for node m in a 2-D Mesh,
with view sizes 4 and 6.
With view size 4, optimal neighbors for node m
are {h, l, n, r} whereas, with view size 6, optimal
neighbors for node m are 4 nodes at the distance of
1 hop; {h, l, n, r} and any 2 nodes among 8 nodes
at the distance of 2 hops; {g, i, q, s, c, k, w, o}, any 2
of these can fill empty view slots as optimal neighbors. We define percentage convergence at a given
cycle as the extent that a node has converged at
that cycle. Formally, Let V ∗ (u) be any set V that
satisfies Eq. 1 for node u. Then the percentage
convergence ξτ (u), for node u at cycle τ is:
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ξτ (u) = maxV ∗ (u)

| Vτ (u) ∩ V ∗ (u) |
| V ∗ (u) |


,

(2)

i.e. the percentage convergence is the maximum
over all the possible converged sets.
Simulations and Experiments

All experiments were performed in PeerNet, which
is an extended version of PeerSim (Montresor &
Jelasity 2009). The simulations were carried out
using both modes of the simulator, cycle-driven
and event-driven. The cycle-driven mode executes
each experiment in cycles where one cycle is completed when all nodes initiate gossip exactly once.
The event-driven mode is activated when events
processing or exchange of messages between nodes
is required.
4.1

Environment settings

The parameters that affect convergence are shown
in Table 2.
4.1.1

View Size

Vicinity uses Cyclon for randomly linking to
long distant nodes, which makes it capable of converging quickly towards the optimal links. Due to
the random selection, the convergence time varies
for each run. Therefore, we run the experiment
multiple times to get an acceptable standard error
in mean (SEM). For SBC systems, it is crucial to
know how long it can take to converge. The longer
the convergence time, the longer it takes to generate accurate results based upon this. For each
distribution, this time may vary. Keeping view
Parameter
View Size
Gossip Length
Network Size

Symbol
Vc = Vvic
gc = gvic
N

Values
5,10,20,40
all values of g ≤ V
100 to 6000 Nodes

Table 2: Protocol Parameters
size small makes the convergence slower but helps
maintaining fresh links. When using large view
sizes, it not only takes longer to contact all the
links in the list, but also increases the chances of
invalid or stale links in the view. It seems more appealing to use larger view sizes when more choices

Mv
E

50

0

Y

5

10 20 40
View Sizes

Figure 6: 80% nodes converged

are required. On the other hand, smaller view sizes
give most recent information from a small number
of optimal nodes with the compromise on the number of choices of users. For simulations, view sizes
are kept equal for both protocols ranging from 4
to 45, in all experiments.
4.1.2

4

1000

M

Gossip Length

Using a large gossip length, reduces the convergence time significantly but costs more bandwidth,
which is a critical parameter. A trade-off between
bandwidth and convergence time is required to determine the optimal gossip length for SBC systems. Gossip length is kept equal for Cyclon and
Vicinity, in all experiments.
4.1.3

Network Size

For SBC systems, larger networks can be more favorable because they increase the chances of finding similar nodes. Initial experiments are conducted with networks containing 900 nodes. The
reason of keeping the network size this small is to
simplify the comparison between different distributions. However, network sizes varies between
100 and 6000 for experiments concerning the effect of network size on convergence time. All these
networks are extracted from Movielens containing
6040 users.
4.2

Protocol Analysis

Each experiment in each simulation was run for
100 trials for each distribution due to the randomness of Cyclon and the initial conditions. This
leads to different convergence times which can be
observed clearly by ripples after g = v/4 for each
view size in Figure 12 in Section 4.3.
4.2.1

Average View Quality

An interesting behavior of Vicinity is that it fills
views of each node with the most similar neighbors first. This behavior is observed using average view quality which is shown in Figure 4 using
view slots. By Average View Quality (AVQ), we
mean how similar a node is to its neighbors in its
view, on average. The average similarity taken
over all nodes of the network is represented by
shades of gray. Black shows the presence of nonoptimal links in the view slots, that are replaced
by more similar links turning to white as the number of cycles increases. Black is more dominant

17

CRPIT Volume 163 - Parallel and Distributed Computing 2015

60

5

0

0

500
Nodes (Sorted)

1000

40

20

0

0

(a) Mesh

500
Nodes (Sorted)

1000

(b) Movielens

Max. Recv Msgs

10

30

30
Max. Recv Msgs

Max. Recv Msgs

Max. Recv Msgs

15

20

10

0

0

500
Nodes (Sorted)

20

10

0

1000

0

(c) Epinion

500
Nodes (Sorted)

1000

(d) Yahoo

Figure 7: Message Load on each node during 1000 cycles with v=20, g=5, N=900

Experiments with network sizes between 100 and
6000 nodes from Movielens dataset, suggest the increase in convergence time when the network size
is increased to one million. Above 6000, the results are based on extrapolation for the convergence time when nodes are 104 , 105 and 106 . Figure 8 shows the increase in convergence time to
7000 cycles (approximately) when the network size
grows to one million nodes.

Percentage Convergence

In Figure 5, the Percentage Convergence (PC) for
each node in a 30×30 Mesh, is shown at cycles between 1 to 50, with view size 30 and gossip length
4. Each line represents a separate cycle in the
order {1, 3, 5, 10, 20, 30, 40, 50}, moving upwards.
Nodes are sorted according to the percentage of
convergence to increase readability. At each cycle, some nodes are converging faster than others,
due to the path taken to reach to the destination
nodes. At cycle 50, there are still some nodes kept
waiting for their optimal nodes causing the long
tail shown in the Figure 4.

Convergence Time

Figure 6 demonstrates the convergence time for
each distribution when 80% of nodes are fully converged. Here, each distribution is represented by
its initial letter(s). It can be observed that the
optimal convergence time for each distribution is
different for view sizes 5, 10, 20 and 40 when the
gossip length is equal to view size. All real world
distributions took longer to converge than Mesh
due to the distribution itself where the in-degree
distribution forms an irregular graph unlike Mesh.
Therefore, some nodes acquire link to their destination nodes in initial cycles whereas some nodes
keep foraging for their optimal nodes for many cycles. Depending on the clustering co-efficients as
described in Table 1, each real distribution converges accordingly. The higher the distribution
is clustered, the faster it reaches to convergence.
Figure 7 shows the maximum load on each node
(sorted) during 1000 cycles, with different distributions.
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When the in-degree distribution of the network
is Power-law, which is mostly the case with real
datasets, the number of messages received at maximum and on average, are not the same for all
nodes present in the network. This leads to higher
bandwidth requirement for some nodes. Figure 7
shows the maximum number of received messages
by each node during 1000 cycles.
400

1
M

300
Frequency

4.3.1

Convergence Analysis

4

10

Figure 8: Convergence time for Movielens reaches
7,000 cycles for a 1 million nodes network.
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on the tail of the view, which represents existence
of least-optimal links. These links are the least
similar, as compared to the others in the view,
but more similar than other nodes in the network.
The reason for the long tail is that as the protocol
converges, most of the nodes acquire their optimal links, hence decreasing the chances for some
other nodes still foraging for their optimal links
in the neighbors views. Hence, the random peer
sampling service must be relied on to obtain those
links, which can take some time.
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Figure 9: Maximum no. of messages received by a
node in 1000 cycles.
Figure 9 and 10 show the maximum and average message load experienced by a node for Movielens and other distributions. Mesh has the least
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average message load approximately equal to 1.
Whereas, Movielens and other real distributions
have average message load less than 5. However, the maximum number of messages received
by any node in the network reaches 40 for Movielens where 90% nodes have the maximum message
load less than 20 as shown in Figure 9.
It can be seen that only one node received a
maximum of 43 messages in a cycle. For nodes experiencing greater than the average message load,
the bandwidth can be a critical parameter. Figure 11 shows the maximum and average number
of messages received by each individual node, averaged over 1000 cycles. On average, each node
receives one message where the actual number
of maximum messages can increase to above 40.
When the network grows to 100,000 nodes, the
maximum messages received by a node reached
greater than 400 per cycle, increasing bandwidth
requirement up to 1 gigabyte per second.
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Figure 11: Extrapolation for N > 6000 shows the
maximum number of messages reach above 400.

4.3.4

Bandwidth Utilization

The communication overhead in gossip-based SBC
overlays is due to the self-healing nature of gossip
protocols. The nodes need to exchange messages
frequently that requires bandwidth. The bandwidth cost depends directly on factors such as message load, network size and convergence time as
explained in section 4.3.
To understand the bandwidth utilization in a
gossip-based SBC system, consider a movie recommendation system where a given nodes’ table
is comprised of v other nodes, each with its associated profile. Let s be the size of a node profile,
where in this case the profile could be the m latest movies watched containing the user assigned
ratings and identifying information including title,

year, producer, director. For a subset of size g, the
total bytes required to send/receive one message is
g s, or g s bytes per second for a cycle time T = 1
second.
If we consider exchanges between random nodes
then the total number of messages exchanged in
each cycle is on average 4 per protocol, exactly 2
as initiator and on average 2 as responder. Using
Vicinity costs 4 messages per cycle. For simple comparison in our work, we assume some reasonable values of s = 100 bytes for each profile
item and m = 100 items in the profile, and a
subset size of g = 4, the required bandwidth is
4×4×100×100 = 160k bytes per cycle. If the convergence time is 1000 cycles for a given distribution
and given network size (let’s say 1000 nodes), and
T = 1 hour (very slow cycles), the bandwidth is
(a tiny) 160k/3600 = 44 bytes per second but it
takes 1000 hours to converge and consumes a total
of 1600 MB per node. For T = 2 seconds (unrealistically fast, since Internet delays start to dominate), the bandwidth increases to 160k/2 = 80k
bytes per second (quite appreciable), taking 2000
seconds to converge with the same amount of total
information exchanged. In this paper, we infer this
trade-off for large scale networks from simulation
data as shown in Section 4.3.2. Smaller messages
cause less communication overhead and hence desirable. To find the message size which is suitable
for optimal convergence, we consider gossip length
g with three different cases: g > v, g = v, and
g < v. Keeping g > v gives the same convergence
speed as g = v because a node only knows v neighbors. Therefore, g = v and g < v were considered
for experiments with view sizes {5, 10, 20, 40}. It is
observed that with g = v, the optimal convergence
time is achieved because every node is exchanging
whatever it has in the view. To analyze the convergence speed for g < v, all possible values of g
less than v are considered beginning from g = 2 to
v. A value of g = 1 leads to very long convergence
time.
Figure 12 shows the convergence time in cycles against gossip length for four different distributions when all nodes’ views are 80% converged.
It is observed that using g less than v/4 reduces
the convergence time, significantly. However, with
gossip length larger than v/4, only a small decrease in number of cycles (approximately 2 to
3 cycles) is observed. This is due to the reason
that each node exchanges a fixed size portion (g)
of its view with the other node. The exchanged
portion consists of the most similar nodes selected
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Figure 12: Convergence time with g ≤ v, for 80% convergence
from the other nodes perspective. Hypothetically,
a larger portion must lead to faster convergence
by providing with more neighbor choices. But
actually the larger portion provides with only a
few more less similar neighbor choices having decreased chances to be selected as optimal nodes.
This is evident by the difference of 2 to 3 cycles
between g = v/4 and g = v. Therefore, using
g = v to get approximately the same convergence
speed, at the cost of more bandwidth, is wasting resources. Figure 12(a) shows the convergence
8

Bandwidth (bytes/s)

10

50%
80%
6

10

90%
100%

4

10

2

10
1 min

10 min
1 hr
6 hrs 24 hrs
Total Time to Converge

(a) Convergence to a percentage.

gence time.
Figure 13(b) plots the bandwidth against the
total time required to converge for four different
network sizes. The convergence time for network
sizes 103 , 104 ,105 , and 106 are 11, 72, 675, and
6750 cycles, respectively. It can be observed that
with the increase in the size of a network, the required bandwidth increases in the same time. The
reason is that the larger networks take more cycles
to converge. This shows that decreasing number
of cycles required to converge, contributes towards
decreased bandwidth. Moreover, the bandwidth
utilization is also dependent on the time that the
application can allow to converge the network. If
this time is in seconds rather than hours, more
bandwidth will be required to reach to the convergence state. These experiments are performed
using the optimal settings of view size and gossip length. Without these settings, the required
bandwidth will increase as gossip length increases.
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Figure 13: Bandwidth-Convergence Trade-off
time for Mesh distribution when all nodes are 80%
converged. The same can be observed for all other
distributions, i.e. Epinion and Yahoo as shown
in Figure 12. The results shown in Figure 12(c)
are when 80% nodes are 80% converged, to avoid
long simulation runs. Epinion holds the smallest
clustering co-efficient among all the three real distributions. This causes the least clustered nodes
to look for their optimal nodes for thousands of
cycles.
Figure 13(a) demonstrates the bandwidth requirement as the total convergence time varies between one minute to one day, for 50%, 80%, 90%
and 100% convergence with Movielens dataset.
For all other experiments on network size, only
80% convergence is used for calculating conver-

20

Investigation about convergence of SBC overlays
leads to a few questions about the scenario where
some nodes keep foraging for very low in-degree
nodes but cannot reach them through Vicinity
gossip rounds. In that case, the only solution that
the protocol offers is the peer sampling service provided by Cyclon. Nodes rely on this service’s
random input to reach those low in-degree nodes
leading to very long convergence time. This situation is depicted in Figure 14 where nodes a and
b are low in-degree (equal to 1), fully converged
nodes. Node z is foraging for a and b as it’s optimal
nodes but cannot reach them. No other nodes have
links to a or b except t and v, respectively. Nodes y
k
m

e
y

f

g
z

v

a

c

h

w
t

o

b
u

i
q

s
x

Figure 14: Problem reaching low in-degree nodes.
and w are filling the neighbor list as replacements.
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Vicinity gossiping does not serve any benefit except increasing the convergence time. These low
in-degree nodes get isolated and need a way to be
reached by other nodes. This problem will be further investigated in the future work. The worst
case for SBC overlays is when nodes in the overlay
have nothing common in their profiles. This situation is common when bootstrapping the overlay.
6
6.1

Related Work
Similarity Clustering

The preliminary work in semantic clustering includes (Voulgaris et al. 2004) and (Handurukande
et al. 2004). The idea was to improve file sharing and content searching by developing relationships between users. These semantic relationships
between users are used to search for files or contents with significant performance. The authors
in (Mekouar et al. 2012) analyze different similarity metrics to generate accurate recommendations
using a super peer based hierarchical overlays.
6.2

Gossip-based SBC Protocols

Voulgaris et al. in (Voulgaris et al. 2007, Voulgaris & Steen 2013) introduce a gossip-based semantic clustering protocol named Vicinity. This
protocol uses Cyclon (Voulgaris et al. 2005) as
a peer sampling service. On the basis of a selection function, Vicinity converges to a set of
optimal neighbors for each user in the network.
The similarity metric used by Vicinity is further analyzed by (Busnel & Kermarrec 2005) to
incorporate peer generosity and file popularity to
it. They introduced Vicinity-based decentralized algorithm for similarity measurement using
the eDonkey2000 dataset. The results give a good
idea about the in-degree distribution of the network and the hit ratio of the similarities considered (i.e. random, overlap and others). Another
semantic clustering protocol, which is very close
to Vicinity, is T-Man. Although, Vicinity is
quite different from the original T-Man, the most
recent version of T-Man (Jelasity et al. 2009) is
quite similar to the baseline version of Vicinity
protocol as explained in (Voulgaris & Steen 2013).
The difference lies between the two protocols in
terms of garbage collection and bandwidth usage.
Vicinity is found better in these two due to its
round robin policy for neighbor selection.
6.3

Gossip-based SBC Systems

In (Ormándi et al. 2010), different versions of
T-Man (Jelasity et al. 2009) are compared with
Buddy-Cast protocol. This is the most relevant
work to our research. They proposed T-Manbased algorithm that produces a topology with favorable convergence speed and balanced load in
a user-based collaborative filtering system. All
datasets used for comparison including Movielens, Jesters and Book Crossing, have a Powerlaw distribution. Kermarrec et al. (Kermarrec
et al. 2010) use random walks to handle sparsity

of data in decentralized recommendation systems.
They also compare two different similarity measures to find which one is suitable for their TMan-based random walk recommendation algorithm. In further work by (Kermarrec & Taı́ani
2012), authors make use of heterogeneous similarities instead of homogeneous one, for generating recommendations for decentralized social networks. The research (Magureanu et al. 2012), focus on designing a T-Man-based recommendation
system which is efficient in terms of accuracy of
recommendations and item coverage. They introduced a trust metric to calculate trust between
users. Two different datasets; Yahoo! web-scope
and Epinion, are used to analyze sparsity. The
work by (Baraglia et al. 2013) gives the concept of
developing public and private communities on the
basis of similarity between different user profiles.
The authors compare their proposed protocol with
Vicinity and Cyclon using Movielens dataset,
although, the results are very close to Vicinity
protocol. Tribler (Pouwelse et al. 2008), which is
a popular peer-to-peer Bit-Torrent client application is developed using Buddy-Cast (Bakker et al.
2009), for the purpose of generating and receiving
recommendations between users. This shows the
significance and suitability of gossip protocols for
the purpose of SBC but it does not give any idea
of how the convergence behavior changes when the
degree or similarity distribution of the network
changes, and how this affects the results based
upon them.
7

Conclusion

Decentralized SBC overlays based on gossiping offer a simple and scalable platform to a variety
of applications such as document clustering, information filtering and anomaly detection. The
suitability of such overlays to a particular application depends upon their convergence level. There
are limited studies about the convergence of these
overlays based on factors such as similarity distribution, message load and size of the network.Fast
convergence of SBC overlays to a percentage, is desirable because reaching convergence costs bandwidth. Using unbounded bandwidth results in the
fastest convergence but is unreasonable in practical applications. Studying the trade-off between
convergence speed and bandwidth, gives a bandwidth conserving solution with ideal convergence
speed. We found that there exists a threshold for
gossip length, at which the convergence speed is
nearly optimal and after that utilizing more bandwidth for increasing convergence speed is largely
wasting resources. These settings are independent
of the type of distribution. However, the convergence time is different for each distribution due to
different network characteristics such as clustering co-efficients. Experiments with message load
show that bandwidth is a critical parameter for the
nodes with high message load especially when network size is very large. Therefore, using optimal
settings leads to bandwidth-efficient convergence.
Future work includes implementation of this work
with some real world data where profiles of users
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are dynamic and the network size is very large to
realize a gossip-based SBC system.
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Abstract
Powerful parallelism is among the leading attractions towards quantum computing research. Before large-scale
quantum computers become viable, the use of ﬁeldprogrammable gate array (FPGA) technology which can
mimic the behavior of quantum parallelism is vital. In
this paper, a methodology to perform mapping of quantum algorithms for efﬁcient quantum hardware emulations
is proposed. The case study to demonstrate the proposed
methodology is the emulation of quantum Fourier transform. With the design considerations on the superposition and entangled input state as well as the choice of efﬁcient hardware architecture, the proposed work provides
a guideline for conducting accurate FPGA-based quantum
hardware emulations for practical quantum applications.
Keywords: quantum computing; quantum Fourier transform; hardware emulation; ﬁeld-programmable gate array
1

Introduction

Miniaturization of existing computer technology will soon
lead to the twilight of Moore’s law (Williams & Clearwater 1998). Quantum computing that is based on the
principles of quantum mechanics is a promising candidate
for future generation computing system. The power of
quantum computing relies on the parallelism feature offered by the quantum mechanics properties: superposition
and entanglement. Superposition allows a quantum state
to exist in more than one basis states whereas entanglement is the strong correlation between multi-qubit quantum state (Yanofsky & Mannucci 2008).
As quantum computing is still at its infancy, the implementations of large-scale quantum computer are currently under active research. In recent years, 128-qubit
and 512-qubit D-Wave systems (Amin et al. 2013) are announced as the ﬁrst commercial quantum computer. The
quantum computing systems are developed based on adiabatic quantum annealing approach. However, based on
the research report presented by Rønnow et al. (2014), the
expected quantum speed-ups are not found in the D-Wave
systems.
Until large-scale practical quantum computers become
viable, quantum algorithms are currently being simulated
on classical computing platforms. However, due to its inherent sequential behavior, these software-based simulations cannot adequately mimic the parallel nature of quantum computing. In this case, ﬁeld programmable gate arc
Copyright �2015,
Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed
Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice in Information Technology (CRPIT),
Vol. 163, Bahman Javadi and Saurabh Kumar Garg, Ed. Reproduction
for academic, not-for-proﬁt purposes permitted provided this text is included.

ray (FPGA) provides a viable platform for efﬁcient quantum hardware emulation. The parallel behavior of quantum algorithms can be mimicked through the deployment
of quantum hardware emulator using FPGA technology.
Due to exponential growth of resource requirement,
both simulation and emulation of quantum algorithms
based on classical platforms are challenging tasks. In order to make FPGA-based quantum hardware emulation
feasible, mapping of quantum algorithms towards efﬁcient
hardware emulations is vital. The mapping process is nontrivial as it requires expertise in both quantum computing
and FPGA hardware design. To the best of our knowledge,
there is no report in literature on the methodology of constructing efﬁcient quantum hardware emulator based on
FPGA platform.
In this paper, a methodology to perform mapping of
quantum algorithms for accurate quantum hardware emulations is proposed. The proposed methodology includes derivation of quantum circuit model from quantum
algorithm, modeling of quantum circuit that is suitable
for FPGA emulation and also veriﬁcation of the developed hardware emulation model. Furthermore, handling
of multi-qubit superposition quantum operations as well
as optimization of quantum transformation computations
(typically in sparse matrix form) for FPGA emulation purposes are discussed.
Quantum Fourier transform (QFT) is chosen as the
case study in this work due to its critical role in many popular quantum algorithms (Nielsen & Chuang 2010). In
this paper, the designed QFT hardware emulation model
is implemented in various hardware architectures namely
concurrent, pipeline and serial. The analysis of resource
utilization and operating frequency for two to ﬁve qubits
QFT using different hardware design techniques are presented. Unlike previous works, the proposed QFT model
emulates the quantum circuit accurately where 2N parallelism (for N-qubit QFT) is achieved by setting the entangled signal inputs in superposition of basis states. With
the same number of input qubits, the previous QFT emulations presented by Khalid et al. (2004), Aminian et al.
(2008) and Rivera-Miranda et al. (2011) can only process
2N inputs in one evaluation.
The rest of the paper is organized as follows. Theoretical background on quantum computing is given in Section 2. Section 3 describes the QFT algorithm. Related
works are discussed in Section 4. Section 5 presents the
design of the proposed FPGA emulation. Experimental
results and analysis are included in Section 6. Lastly, conclusion is in Section 7.
2

Theoretical Background

2.1 Quantum Bit (Qubit)
A quantum bit or a qubit is a unit of information in a
two-dimensional quantum system. Quantum state is dis-
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tinguished from classical state by Dirac notation which is
pronounced as ket. A qubit has two computational basis
states which are state |0� and state |1�. The basis states
can be expressed in vector form as:
� �
0 1
1 0
� �
0 0
|1� =
1 1

|0� =

(1)
(2)

In quantum world, a qubit can be in superposition of
both state |0� and state |1� (Yanofsky & Mannucci 2008).
A 2-by-1 matrix can be used to represent the state of a
qubit:
|ψ� =

� �
0 c0
1 c1

(3)

where c0 and c1 are complex numbers. The mathematical
expression of a generic quantum state can be written as
in (4) where |c0 |2 + |c1 |2 = 1.
|ψ� = c0 |0� + c1 |1�

(4)

|c0 |2 is the probability of the qubit to be found in
state |0� after measurement whereas |c1 |2 is the probability
of the qubit to be found in state |1�. Upon measurement, a
qubit automatically collapses to a classical bit.
As only two real numbers are necessary to identify
a qubit, representation of qubit can also be expressed in
canonical form:
|ψ� = cos(θ )|0� + eiφ sin(θ )|1�

(5)

A qubit can be mapped to an arrow from the origin
to a three-dimensional sphere of radius 1 known as Bloch
sphere (as illustrated in Figure 1). The Bloch sphere provides a way of visualizing a single qubit state. When a
qubit is measured in the standard basis, it collapses to either the north pole, |0� or the south pole, |1�.

An n-by-n matrix U is unitary if U �U † = U † �U = In
where U † is the adjoint of U. If U is unitary and UV = V � ,
by multiplying U † at both sides will result in U †UV =
U †V � which is equivalent to V = U †V � . Hence, the unitary
operations performed on a quantum system can always be
undone or reversible.
As the quantum dynamics which are represented by
unitary matrices are isometry, geometrically, the dynamics
correspond to rotations or inversions on the Bloch sphere.
2.3

Tensor Product

Tensor product or Kronecker product is a method to combine one quantum system with another (Yanofsky & Mannucci 2008). Tensor product is a fundamental building operation which allows the formation of a larger quantum
system as well as multi-qubit quantum transformations.
A quantum state vector that can be written as the tensor of two vectors is separable whereas a state vector that
cannot be expressed as the tensor of two vectors is entangled. Tensor operation produces outputs with exponential
increment from the original inputs size. An example of
tensor operation is shown in (6).
� � �
a0
b
⊗ 0
a1
b2

2.4

b1
b3

�


a0 b0
a b
= 0 2
a1 b0
a1 b2


a0 b1
a0 b3 
a1 b1 
a1 b3

(6)

Quantum Circuit Model

Quantum circuit model proposed by Barenco et al. (1995)
is one of the most matured architectures to represent the
evolutions of a quantum system. Quantum dynamics are
mapped to quantum gate operations which can be represented as unitary matrices. As all quantum transformations are reversible, quantum gate operations can always be undone. Quantum circuit model for QFT consists of Hadamard gate, controlled phase-shift gate and
also SWAP gate.
2.4.1

Hadamard Gate

Hadamard gate, H is a single qubit gate that can place a
qubit into superposition of basis states. The Hadamard
gate operation results in superposition of basis states with
equal probability and enables the exploitation of quantum parallelism in the later stage (Williams & Clearwater
1998). The operation of a Hadamard gate can be expressed
in matrix form as shown in (7).
�
1 1
H=√
2 1

2.4.2
Figure 1: Bloch sphere
2.2 Quantum Dynamics
According to the quantum physics principles, all quantum
transformations are reversible (Nielsen & Chuang 2010).
Quantum dynamics deal with the evolutions of a system
that are governed by the laws of quantum mechanics. Unitary operators or transformations are used to represent the
dynamics in quantum world. All unitary matrices are invertible and the products of unitary matrices as well as the
inverse of unitary matrix are unitary.
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�
1
−1

(7)

Controlled Phase-Shift Gate

Controlled phase-shift gate (denoted in Figure 2) is a 2qubit gate that is made up of one control qubit and one input qubit. If the control qubit is true, phase-shift operation
is performed on the input qubit, otherwise no operation
is executed. It is important to note that, unlike in classical computing, the control qubit can be in superposition of
both state |0� and state |1�.
input qubit

Rk

control qubit

Figure 2: Controlled phase-shift gate
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The matrix representation of a controlled phase-shift
gate operation, C Rk is given by (8). On Bloch sphere,
a phase-shift operation corresponds to arrow rotation on
the longitude while leaving the latitude alone (Yanofsky
& Mannucci 2008).

1
0
C
Rk = 
0
0

2.4.3

0
1
0

0
0
1

0

0

e


0
0 

0 

(8)

2πi
2k

1
|ψ� = √
2N

SWAP Gate

Quantum swap gate, SWAP performs a simple operation
that switches the content of the input qubits. Outputs of a
SWAP gate are in the reversed order of the input state. The
operation of a 2-qubit SWAP gate is described in (9). Figure 3 shows the notation of SWAP gate in quantum circuit
model.

1
0
SWAP = 
0
0

0
0
1
0

0
1
0
0


0
0
0

a quantum state vector which is in superposition of basis states (Williams & Clearwater 1998). For example in
Shor’s factoring algorithm (Shor 1994), QFT is applied to
take the superposition outputs from the previous process
and generate its periodicity. The QFT operation which
transforms an arbitrary superposition of computational basis states is expressed in (12).

(9)

1

x
x

Figure 3: SWAP gate

Fourier transform is a reversible transformation which
converts signal from time/spatial domain to frequency domain and vice versa. It is deployed in many engineering
and physics applications such as signal processing, image
processing and quantum mechanics. The mathematical
expressions of Fourier transform for continuous and discrete signals are shown in (10) and (11), respectively.
X( f )
Xk

=

� ∞

−∞

N−1

=

x(t)e−i2π f t dt

∑ xn e

−i2π

kn
N

∑

j=0

∑ ∑

k=0

f ( jΔt)e

j=0

2πi jk
N
2

|k� (12)

( j1 j2 ... jN )2 = (2N−1 j1 + 2N−2 j2 + ... + 20 jN )10

=

2N (2−1 j1 + 2−2 j2 + ... + 2−N jN )10

=

2N (0. j1 j2 ... jN )2

(13)

With some algebraic manipulations, the QFT equation
can be derived from (14) to form (15) (Nielsen & Chuang
2010).
QFT2N | j�

=
=

(11)

QFT performs the exact transformation as the classical Fourier transform. A quantum computer performs
QFT with exponentially lesser operations than the Fourier
transform that is implemented using classical computer.
However, QFT does not shorten the computation time of
executing Fourier transform on classical data. This is due
the characteristic of quantum computer that forbids the
parallel read out of all quantum state amplitudes (as discussed earlier in Section 2). In addition, there is no known
method that can efﬁciently prepare the desired input state
amplitudes to be Fourier transformed (Nielsen & Chuang
2010).
In order to harness the power of quantum computing
on Fourier transform, QFT has to be deployed in other
practical applications. QFT ﬁnds application in various
quantum algorithms namely integer factorization, discrete
logarithm, order ﬁnding, phase estimation and hidden subgroup problem which offer signiﬁcant speed-up over their
classical counterparts (Nielsen & Chuang 2010). Shor’s
algorithm (Shor 1994) shows that a quantum computer
can solve an integer factoring problem exponentially faster
than the best known classical algorithms.
For Fourier transform in quantum domain, discrete signal samples are encoded as the amplitude sequences of

2N −1 2N −1

≡

(10)

n=0

1
QFT
f ( jΔt)| j� → √
2N

As requirement for a valid quantum state, |ψ� must be
N
normalized such that ∑2j=0−1 | f ( jΔt)|2 = 1. If the signal
inputs do not fulﬁll this requirement naturally, the amplitudes which represent the signal samples
have to be di�
2N −1
vided by the normalization factor, ∑ j=0 | f ( jΔt)|2 . In
most cases, the input state which is formed by the normalized signal samples are entangled (refer to Section 2.3 for
the deﬁnition).
From (12), it can be observed that the term 2Nj in QFT
equation is a rational number in the range of 0 ≤ 2Nj < 1.
As qubit representation is typically used in computation,
the j in base-10 integer is redeﬁned in base-2 notation
as individual bit such that the binary fraction form as expressed in (13) can be conveniently adopted (Williams &
Clearwater 1998).
( j)10

3 Quantum Fourier Transform (QFT)

2N −1

=

=

=
=

1
√
2N
1
√
2N
1
√
2N

2N −1
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√
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1
√ (|0� + e2πi0. jN |1�)(|0� + e2πi0. jN−1 jN |1�) (15)
2N
...(|0� + e2πi0. j1 j2 ... jN |1�)

Since the term e2πi0. j1 produces either −1 if j1 = 1
or +1 otherwise, Hadamard computation of the ﬁrst qubit
results in √12 (|0� + e2πi0. j1 |1�). The computations of the
consecutive bits in the binary fraction are obtained through
the controlled-phase shift gates according to (15). QFT
circuit consists of three types of elementary gates which
are Hadamard gate, H, controlled phase-shift gate, C Rk
and SWAP gate. The circuit of an N-qubit QFT is depicted
in Figure 4.
The size of a QFT circuit grows exponentially as the
number of input qubit increases. For an N-qubit QFT, the
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number of input samples that can be processed in one evaluation (if the input samples are represented as the amplitude sequences of a superposition of computational basis
states) is expressed in (16) whereas the number of unitary
transformations involved is shown in (17).
num parallel input
num unitary trans f ormation

=

2N

(16)

N

=

∑ k+1

(17)

k=1

|j1>
|j2>

H

R2

...

RN

x |k1>
H

...

RN-2 RN-1

x |k2>
...

...
|jN-1>

H

|jN>

R2

x |kN-1>
H

x |kN>

Figure 4: QFT circuit model
4

Related Work

In 2004, an implementation of quantum circuit emulator
using FPGA was proposed by Khalid et al. (2004). Expander circuit, quantum error correction, and probabilistic
measurement modules were designed as parts of the quantum circuit emulator. 3-qubit QFT and Grover’s search
algorithm were used as the case studies of their emulator. According to Williams & Clearwater (1998), the input
of QFT circuit should be in superposition of basis states
where signal samples are represented as sequence of amplitudes. However, the QFT design proposed by Khalid
et al. (2004) only expands the input qubits (in basis states)
before the application of multi-qubit gates. Such implementation results in inaccurate QFT operation and the
power of quantum parallelism is not fully exploited.
On the other hand, a proposal to emulate individual
quantum gates based on their assigned groups was introduced by Aminian et al. (2008). Hadamard, phase-shift
and controlled phase-shift gates are grouped into one category whereas X, Y, Z and CNOT gates are in another category. However, manipulation of quantum gates in group
is ineffective and it can hardly be extended to the design of
practical quantum applications. 3-qubit QFT and several
classical circuits were emulated by Aminian et al. (2008)
as test cases. Similar to (Khalid et al. 2004), the details of
the QFT circuit were not discussed and the correctness of
the design was not veriﬁed.
A hardware emulation of QFT circuit based on FPGA
was presented by Rivera-Miranda et al. (2011). Experiments were conducted for 2 to 16-qubit QFT and individual quantum gates were used to emulate the QFT circuit.
Although construction of quantum circuit by connecting
individual quantum gates is much simpler to be implemented, it has restricted the input of QFT to be in computational basis states instead of in superposition of basis
states. Without the exploitation of quantum parallelism
through superposition, the computation power of a quantum algorithm is just similar its classical counterpart.
The choice of suitable hardware architecture is crucial especially for the emulation of quantum hardware
which requires exponential growth of resources. Due
to the strengths of high throughput and low critical
path delay, pipeline architecture was chosen by previous
works (Khalid et al. 2004, Aminian et al. 2008, RiveraMiranda et al. 2011) for quantum hardware emulation purposes. However, pipeline design requires the amount of
logic resources that is as much as the concurrent (parallel) design but with additional registers to be inserted after
each pipeline stage. This has highly restricted the size of
quantum circuit that can be supported by FPGA emulation.
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5

Design of Proposed FPGA Hardware Emulation

A methodology on the mapping of a quantum algorithm
to its equivalent hardware emulation model is proposed
in this paper. The proposed methodology is demonstrated
through QFT hardware emulation. QFT is chosen due to
its practical usage in many quantum algorithms as well as
its simplicity in quantum circuit model that is suitable to
be used as the entry-level case study.
In this work, we present an accurate QFT circuit emulation that harnesses the power of quantum parallelism
through superposition. By setting the inputs as superposition of basis states, the proposed N-qubit QFT circuit
can process up to 2N input samples in one evaluation. If
the input qubits are placed in computational basis states
as in (Rivera-Miranda et al. 2011), the similar QFT circuit only supports the processing of 2N samples at once.
Therefore, the computational power of our proposed 5qubit QFT emulation is equivalent to the 16-qubit QFT
presented by Rivera-Miranda et al. (2011).
5.1

Modeling Quantum Circuit for FPGA Emulation

The algorithm and circuit aspects of QFT have been described earlier in Section 3. In this section, the development of a 3-qubit QFT emulation model is now discussed
in detail. Based on (15), the mathematical expression for
3-qubit QFT is shown in (18).
QFT23 | j�

=

1
√ (|0� + e2πi0. j3 |1�) × (|0� + e2πi0. j2 j3 |1�) (18)
2n
×(|0� + e2πi0. j1 j2 j3 |1�)

From the general N-qubit circuit model given in Figure 4, the corresponding circuit model for 3-qubit QFT is
illustrated in Figure 5.
|j1>
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R3

x |k1>

H

|j2>

R2

|j3>

x |k2>

H
U1

U2

U3

U4

U5

U6

x |k3>
U7

Figure 5: 3-qubit QFT circuit
The 3-qubit QFT circuit consists of Hadamard gates,
H, controlled phase-shift gates, C R2 and C R3 , and also
SWAP gate. Seven unitary transformations, Ui, i = 1 to 7,
are involved in 3-qubit QFT and the related expressions
are shown from (19) to (25).
U1
U2

=
=

C

H ⊗I ⊗I
R2 ⊗ I

U3
U4
U5
U6
U7

=
=
=
=
=

(I ⊗ SWAP) • (C R3 ⊗ I) • (I ⊗ SWAP)
I ⊗H ⊗I
I ⊗C R2
I ⊗I ⊗H
SWAP23

(19)
(20)
(21)
(22)
(23)
(24)
(25)

Modeling of quantum circuit for FPGA emulation is
not as intuitive as the conventional circuit. If a quantum
state is in superposition, the application of a quantum gate
on one qubit affects all the other qubits. A 3-qubit QFT is
capable of processing eight input samples in parallel and
its implementation on classical platform is illustrated in
Figure 6.

Proceedings of the 13th Australasian Symposium on Parallel and Distributed Computing
(AusPDC 2015), Sydney, Australia, 27 - 30 January 2015
IN0
U1

U2

U3

U4

U5

U6

U7

8

...

...

IN7

OUT0
8

OUT7

C

R3 ⊗ I

=

Figure 6: Block diagram of 3-qubit QFT circuit if implemented on classical platform
Since the input samples are encoded as superposition
of basis states, applications of individual quantum gate on
separate qubit are not feasible. Hence, tensor product of
multiple quantum gates for each stage of unitary transformation is required.
Derivations of the unitary transformation U1 and U2
for 3-qubit QFT are shown in (26) and (27), respectively.
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The description of U3 operations in matrix form are
expressed in (28), (29) and (30).
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Figure 7: Block diagram of unitary transformation U3
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Similar approach is then used to derive the unitary matrices for U4, U5 and U6 as described in (31), (32) and
(33), respectively.

As the input qubit of the C R3 gate in unitary transformation U3 is the ﬁrst qubit whereas the control qubit is
the third qubit, the implementation of U3 transformation
as quantum gate model is depicted in Figure 7.
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To conform with (18), the last unitary transformation
in QFT circuit is applied to swap the quantum state vector
sequence. The swap operation in U7 for 3-qubit QFT is
shown in (34).
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U7

=

=

matrices that represent quantum unitary transformations
are mostly sparse, computation optimization can be made
for hardware implementation. In this work, extractions of
useful arithmetic operations (non-zero elements in unitary
matrices) are performed by our self-developed quantum
software program for FPGA emulation.

|000� �→ |000�
|001� �→ |100�
|010� �→ |010�
|011� �→ |110�
SWAP23 ≡
|100� �→ |001�
|101� �→ |101�
|110� �→ |011�
|111� �→ |111�
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0 0 0 0 1 0
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0 0 0 1 0 0
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0
0
0
1
0
0
0
0

1 Sign Bit


0
0

0

0

0
0

0
1

(34)

5.2 Architecture of Proposed Hardware Emulation
Model
As deﬁned in (4), a quantum vector state can be represented by two complex ﬂoating point numbers for state |0�
and state |1� respectively. To ensure effective resource utilization in emulation, ﬂoating point numbers are replaced
by ﬁxed point representations. As shown in Figure 8, a 16bit ﬁxed point format (1 sign bit, 1 integer bit, 14 mantissa
bits) is used in this work. Precision error due to ﬁxed point
representation can be reduced by increasing the number of
mantissa bits with trade-off on the resource utilization.
Emulation of quantum circuit with entangled state using classical platform is a challenging task. Software simulation would require compute-intensive matrix multiplication for large-dimension unitary matrices. Since the
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Figure 9 illustrates the data-ﬂow graph (DFG) of 3qubit QFT. The labeled variables are complex numbers
which triggers the use of double resources ie. one multiplier shown in the DFG actually consumes two multipliers
in actual implementation.
The operation of module F in Figure 9 is expressed
in (35). The function of module F is the multiplication of
input complex number with the imaginary number i. As
shown previously in (27) and (32), it is applied in unitary
transformation U2 and U5, respectively.
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Figure 9: DFG of 3-qubit QFT
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(35)

On the other hand, the operation of module CMULT
in Figure 9 is described in (36). The function of module
CMULT is the multiplication of input complex number
with the complex number constant which is derived based
on the controlled phase-shift gate. As expressed previously in (30), it is used in unitary transformation U3.

+

out2_0

14 Mantissa Bits

Figure 8: Fixed point representation

Since the tensor operations are too costly to be implemented in FPGA hardware, a software program is developed in this work to generate the matrices that represent
the unitary transformations.

IN0
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1
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(36)
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It is clear that, if implemented on classical computing platform, the resource utilization for a quantum system would grow exponentially. We now then discuss the
efﬁciencies of different architectural choices in datapath:
concurrent, pipeline and serial architectures.
Concurrent processing allows parallelism which completes all computations within one clock cycle. However,
implementing the parallel architecture as depicted in Figure 10 would lead to extremely large resources.
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Figure 10: Concurrent processing for 3-qubit QFT
By adding pipeline registers into concurrent design,
pipeline architecture has the advantages of high throughput and low critical path delay. In terms of resource utilization, it requires additional use of registers for pipeline
purposes. Figure 11 shows the pipeline design for 3-qubit
QFT.
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Figure 11: Pipeline architecture for 3-qubit QFT
Although serial design requires multiple iterations to
complete the computations, it opens up the opportunity for
resource sharing. Serial architecture is suitable for applications that resource utilization is the critical design constraint. Figure 12 depicts the serial design of 3-qubit QFT
circuit that consists of a control unit and a datapath unit.
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Figure 12: Serial architecture for 3-qubit QFT

6

Experimental Work and Analysis

The experiment works discussed in this section focus on
the FPGA emulation of QFT application. The design of
the proposed QFT hardware emulator is written in SystemVerilog hardware description language and synthesized using Altera Quartus II software. The targeted emulation platform is Stratix III EP3SL150F1152C2 FPGA.
6.1

The result of the classical Fourier transform is then served
as the golden reference model for veriﬁcation purposes.
Discrete Fourier transform (DFT) is a linear transformation that can be deﬁned in matrix form. As the
DFT matrix happens to be unitary, the correctness of our
QFT hardware emulation model (unitary transformations
in matrix form) can be conveniently veriﬁed against the
DFT matrix. The expression of N-qubit DFT matrix is
shown in (37).

Veriﬁcation of Proposed Hardware Emulation
Model

The proposed QFT emulation model is veriﬁed against
the golden reference model in software implementation.
A widely applied Fourier transform library in C named
FFTW3 (Frigo & Johnson 2005) is used to perform the
Fourier transform computation on the signal samples that
are used for all the experiments conducted in this work.
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(37)

2πi

ω is the the 2N -th root of unity i.e. ω = e 2N . The
choice of e

2πi
2N

− 2πi
2N

or e
2πi
2N

is purely a matter of convention as
− 2πi

both the term e and e 2N to the power of 2N are equal
to 1.
In order to produce the output matrix that is exactly
√ N
the same as the DFT matrix, a factor correction of 2
has to be applied to the resulted matrix that is generated
through the product of the QFT unitary matrices (obtained
by performing matrix multiplications). This is due to the
normalization factor in Hadamard gate operations which is
included to ensure valid quantum state (as discussed earlier in Section 3) is produced after each stage of unitary
transformation.
6.2

Experimental Result and Discussion

Resource utilization and operating frequency for two
qubits up to ﬁve qubits QFT circuit are obtained. Table 1 shows the comparison of QFT circuit implementations based on different hardware architectures. Based on
the experimental results in Table 1, it can be observed that
pipeline architecture gives the highest operating frequency
whereas serial design consumes the least amount of dedicated registers. The resource usage of serial design can be
further reduced by sharing the computation unit such as
multipliers and adders. As the number of input qubit increases, the resource utilization for QFT emulation grows
exponentially and the operating frequency drops signiﬁcantly.
Altera FPGA devices have built-in DSP blocks. The
usage of DSP block will be triggered by the Quartus II
software if multiplication operation is detected in the hardware design. Hardware multiplier in the DSP block triggers much shorter critical path delay compared to the multiplier that is constructed using logic elements. Once all
the available DSP blocks are used, multiplication operation will consume signiﬁcant amount of the logic element for the construction of multiplier. Therefore, notable growth in resource utilization can be observed from
4-qubit to 5-qubit QFT emulation.
The operating frequency of the proposed hardware emulation for two qubits up to ﬁve qubits QFT is illustrated
in Figure 13. Due to the increasing design complexity, the
operating frequency of the designed emulator drops as the
number of input qubit escalates. As reﬂected in Figure 13,
pipeline design provides the highest operating frequency
whereas concurrent design gives the lowest operating frequency. This complies with the aforementioned strengths
and weaknesses of different design techniques.
Table 2 shows the benchmarking of the proposed design against related works in terms of operating frequency
for FPGA-based QFT hardware emulation. Based on Table 2, the proposed QFT hardware emulator outperforms
the equivalent implementations in previous works (Khalid
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Table 1: Resource utilization of proposed QFT emulation using different hardware architectures

C
289
272
32

Combinational ALUTs
Dedicated Logic Registers
DSP Block 18-bit Element
*

2-qubit
P
S
288
469
680
139
32
32

C
954
544
104

3-qubit
P
S
948
1381
2176
276
104
104

4-qubit
P
S
2776
4185
6528
548
320
316

C
2804
1088
320

C
32880
2176
384

5-qubit
P
33904
18496
384

S
34365
1093
384

Concurrent is denoted as C; Pipeline is denoted as P; Serial is denoted as S

Table 2: Benchmarking of proposed QFT emulation against previous works in terms of operating frequency (MHz)

Khalid et al. (2004)
Aminian et al. (2008)
Rivera-Miranda et al. (2011)
Proposed Work
*

200

C
109.1
91.5

S
146.4

C
49.5
44.5

Operating Frequency of Different Hardware Architectures

120

80
60
40

2.5

3

3.5
Number of qubits

4

4.5

5

Figure 13: Operating frequency of proposed QFT emulation
et al. 2004, Aminian et al. 2008, Rivera-Miranda et al.
2011). Although similar design technique is used, our
QFT emulation model is capable of operating at higher
clock frequency which results in faster execution speed.
Conclusion and Future Work

Quantum hardware emulation is critical in developing
practical quantum algorithms before large-scale quantum
computer becomes viable. In this paper, a comprehensive methodology to perform accurate mapping of quantum algorithm for FPGA emulation purposes is demonstrated through the emulation of QFT hardware. Unlike
previous works, we take the vital superposition and entanglement properties in quantum algorithms into design considerations to ensure the power of quantum parallelism is
fully exploited. Furthermore, the efﬁciencies of different
hardware architectures are studied such that more complex practical quantum applications can be supported by
the proposed FPGA-based quantum hardware emulation.
With the presented guidelines, more researches can be
conducted on quantum hardware emulation using FPGA
platform. As future work, the implementation of FPGAbased hardware emulator for a different branch of quantum applications that are based on Grover’s search algorithm will be explored.
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Abstract
As we run to the end of the silicon roadmap, the
rapidly escalating cost of design, fabrication and
test in future systems-on-chip may justify a reevaluation of homogeneous reconﬁgurable mesh architectures. Ultimately, the geometric constraints of
extreme nanoscale device layout may support only
simple functional arrays with predominately nearest
neighbour connectivity. However, these have proved
to be diﬃcult to conﬁgure and program eﬀectively as
even small load imbalances, unnecessary synchronization overheads or delayed accesses to remote data can
prevent typical applications from running eﬃciently
on large distributed arrays of processors. We describe
an approach to the problem of conﬁguring a systemon-chip comprising an array of small interconnected
processors that imposes a common structure on distributed programs and trades some code eﬃciency for
ease of programming and ease of veriﬁcation. Zeta is a
stack-based, concatenative language that bears some
similarity to Forth. It has been developed to manage the complexities of simulation and code generation in this multi-coprocessor environment. Zeta programs implement the computation and connections
of directed acyclic graphs (DAGs) by manipulating
a stack of state variables. State information can be
passed forward (in time) through the directed acyclic
graph as needed using a virtual bus construct. This
paper describes the key features of the language and
illustrates its use via an example implementation of
an LDPC decoder.
Keywords: concatenative language, stack-based,
multi-coprocessor programming
1

Introduction

Because of its implications to petascale and ultimately exascale computing (Kogge et al. 2008), concurrent operation on multiple processing elements is
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an intensive area of research. The objective is to
eﬃciently and eﬀectively exploit parallelism in the
face of languages and operating systems that seem
to be actively seeking to hide it. At best this involves signiﬁcant software modiﬁcations targeting a
speciﬁc multi-processor platform. More often than
not it means completely rethinking the design, debug
and optimization methodologies. It is already clear
that even small load imbalances, unnecessary synchronization overheads or delayed accesses to remote
data can prevent typical applications from running
eﬃciently on large distributed arrays of processors.
In this paper, we describe Zeta, a stack-based,
“concatenative” language used for simulation and
code generation targeting a homogeneous multiprocessor array platform. The language bears some
similarity to Forth and has been developed as an aid
for managing some of the complexities of implementing distributed code on regular array platforms. Zeta
programs implement the computation and connections of directed acyclic graphs (DAGs) by manipulating a stack of state variables. State information
can be transferred ‘forward’ or ‘backwards’ (in time)
across the directed acyclic graph as needed using a
virtual bus construct.
This work is part of a wider program established to
directly address the issues of performance, power and
scalability in homogeneous multi-coprocessor platforms. Multi-processor programming tends to be
characterised by excessive degrees of freedom i.e.,
there are many diﬀerent ways to achieve a required
outcome. Zeta restricts these degrees of freedom by
imposing a common structure on programs and trades
some code eﬃciency for ease of programming and ease
of veriﬁcation. The Zeta language has been used for
fast prototyping and educational demonstration of
these architectures, and allows designs to be implemented and simulated without complex EDA tools
such as re-targetable compilers.
The remainder of this paper continues as follows.
Section 2 brieﬂy outlines the organization of the homogeneous coprocessor array for which the Zeta language was developed. Section 3 outlines the syntax
and key characteristics of this stack-based language .
In Section 4 we illustrate the application of the language with a relatively complex example of an LDPC
algorithm. Finally, Section 5 summarizes and concludes the paper.
2

The Co-processor Fabric

In this section, we brieﬂy describe our simulation
platform that has been set up to explore the issues
of power and performance in homogeneous reconﬁg31
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urable arrays. The Homogenous Extensible Large
Grained Array (HELGA) is a regular mesh-connected
multi-processor architecture aimed at high throughput media-related workloads. The coprocessor fabric has been implemented as a C++ simulation, and
some parts of it transformed to a synthesizable Verilog
hardware description. Together, the C++ and Verilog simulations form a co-veriﬁcation fabric in which
tightly coupled hardware and software (e.g., instruction set) optimizations can be made.
The focus on high-throughput multimedia applications implies that the operations that need to be
supported most eﬃciently include simple addition,
subtraction, accumulate, multiplication and multiplyaccumulate, with variably sized operands in the
range 8 to 32 bits. Further, the workloads of interest are predominately single-instruction multipledata (SIMD). As such, HELGA is one in a long line
of homogenous reconﬁgurable arrays (see (Theodoridis et al. 2008) for a survey of coarse grained reconﬁgurable architectures and (Hartenstein 2001) for
a good historical survey). For example, the MorphoSys architecture (Singh et al. 2000) was extensively studied in the late 1990’s, while more recent
coarse grained architectures include QUKU (Shukla
et al. 2007), RICA (Khawam et al. 2008), MORA
(Lanuzza et al. 2007), ADRES (Vander Aa et al.
2011), EGRA (Ansaloni et al. 2011), BilRC (Atak &
Atalar 2013) and the Real-time baseband processor
of (Zhang 2014), all of which use various architectural techniques to speed dataﬂow performance and
maintain streaming throughput.

Figure 1: Basic Array Architecture
The coarse-grained array architecture we are using
as an example platform here comprises a uniform array of hierarchically connected concurrent processing
elements (CPEs) (Figure 1) in which groups of 16 processing elements are organized into four groups (‘clusters’ ) of four CPEs (‘quads’ ) with a small amount of
local shared data memory. Each PE can be considered to be equivalent to a simple 8-bit logic unit and
is connected horizontally, vertically and diagonally to
its nearest neighbours via shared busses. In turn,
each quad is interconnected with its three neighbors
via 32-bit data paths. As a result, arithmetic operations can be performed on a pair of 8-bit operands,
or the units can be ganged together into 16/32 and
64-bit within a cluster.
In this way, HELGA draws on work such as the
MorphoSys architecture (Singh et al. 2000), the primary diﬀerences here being the inclusion of local diagonal interconnect and the use of a small conventional
instruction RAM (e.g., 128 or 256 entries) in place of
their row/column context memory. Instruction mem-
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ory fetches operate synchronously across all CPEs in
a cluster i.e., during each cycle, every processor executes the instruction at the same program counter.
While these types of array architectures support
fast, high-eﬃciency computing, transforming useful
algorithms into usable program code is non-trivial
and requires the developer to simultaneously map the
time and place of all state information. This becomes
prohibitive for anything more than the simplest of algorithms. Typically, development tools do not exist
for such novel architectures, and so developers must
either hand-code their eﬀorts, or “roll-their-own” development solutions.
Hand-coding is the simplest approach, but leads
to highly brittle code. Because state information is
valid only at speciﬁed times and places, any changes
to a hand-coded program will usually invalidate code
at other locations. This eﬀect is also problematic for
architectures under active design, where assumptions
about instruction and data timing are often completely invalidated by design changes. To counter
this, there is a need for “thin” development tools that
can easily adapt to any architectural changes yet allow programs to be speciﬁed in a time/place independent manner. The following section will develop this
theme.
3

Zeta

As mentioned above, Zeta is a stack-based, concatenative language that has been developed to simplify
the process of simulation and code generation on the
HELGA platform. It is able to directly describe
the computation and connectivity of directed acyclic
graphs (DAGs) by manipulating a stack of state variables. Programs targeting the hierarchical platform
can be connected using the concept of a “virtual bus”
that passes state information ‘forward’ through the
directed acyclic graph as required.
Coprocessor code generation and mapping is handled automatically so that programs become easier
to write and verify. Like most stack languages, the
syntax is terse and low-level. The stack represents
a primary data store, with instructions popping the
top elements as inputs and pushing their results back
to the stack. Functions are composed merely by concatenating functions together, so the parsing of concatenative languages becomes trivial.
The task of programming large arrays of processors is typically characterised by an excessively broad
design space, meaning there are always many different ways to achieve a desired outcome. Zeta restricts these degrees of freedom somewhat by imposing a common structure on coprocessor programs, effectively trading eﬃciency for ease of programming
and veriﬁcation. For this reason, a Zeta program imposes a programming model that includes:
• a stack of eight 32-bit variables, addressable in
8-, 16- or 32-bit slices
• stack persistence across a sequence of adjacent
CPE groups, allowing arbitrary-length computation not restricted to a single group
• parallel threads with inter-thread communication operations
• easy I/O operations through ports positioned at
the boundary of each group of CPEs
• memory accessible across multiple clusters
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• simulation with a self-contained virtual machine,
allowing veriﬁcation of the results of coprocessor
programs against simulated results
The price paid for this convenience is a loss of control over the selection and mapping of HELGA code.
There are few code-generation decisions to be made
when using Zeta, because code generation follows a
simple strategy of aggregating code in the order in
which instructions are encountered. In this sense,
the language superimposes “traditional” computing
resources (such as buses, threading and I/O) onto a
non-traditional computing fabric.
Zeta programs are simulated using a simple virtual
machine that allows the logical ﬂow of HELGA code
to be veriﬁed against a simulated version, so any errors are highlighted in the simulator output, greatly
increasing conﬁdence in the generated code. However, one side-eﬀect of this generation technique is
that, because code is generated based on the location
of stack elements stored across CPEs, the stack cannot “evolve” in a data-dependent way. This means
that, once coded, the HELGA machine organization
is static for that implementation i.e., there are no Zeta
instructions that will modify the number of elements
used in the stack in response to any data.
3.1

main ::
execute :
define . a .11111111
define . b .22222222
define . c .33333333
$c$
# ( -- c ) using string expansion
$b$
# ( c -- b c )
$a$
# ( b c -- a b c )
library . add # ( a b c -- a + b c + b )
library ::
add :
swap dup
rot
+ rot
+ swap

In addition to a number of conventional “meta instructions”, which provide high-level control over the
code (such as comments, compiler deﬁnitions, conditional compile-time switches, etc.), a complete Zeta
program includes:
• an execute function
• one or more Zeta instructions
Namespaces (e.g., main::) are used to organize code
into libraries while Functions (e.g., execute:) contain all of the instructions encountered up to the
next namespace or function statement. Concatenation is achieved by ‘calling’ functions using a namespace.function call, e.g. main.execute. All instructions in the called function are then copied into the
deﬁnition of the current function.
This can be illustrated using the simple example
program shown in Figure 2 which consumes three constants a, b and c and places a+b and c+b on top
of the stack. The main.execute function loads the
three immediate values and calls a library function to
perform element-wise addition. String substitution is
performed using the define instruction to deﬁne a
key and value, and then using $key$ to perform the
substitution.
Everything between a hash ’#’ and the end of a
line are ignored. In a similar manner to Forth, these
comments are often used for documenting the stack
evolution by using simple stack diagrams . For example, the comment:
# ( a b c -- (a+b) (c+b) )
documents a function that takes three operands a,
b and c (where a is on the top of the stack), and
returns two results (a+b) and (c+b) with the ﬁrst
element on the top of the stack. The “#” character
is used to start the comment.
3.2

Threads

Zeta programs are written for a single thread and
simple parallelism is achieved by requiring that multiple threads use a common set of instructions (‘single
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c+b )

Figure 2: Simple Zeta example
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Syntax

• a main namespace

#
#
#
#

thread 0

Clusters are arranged in threads
Threads communicate with their neighbour
Clusters numbered by ’Pete’s ordering’ (4x4)

Figure 3: Sequences composed of clusters (a) multiple
threads, and (b) single thread
instruction, multiple data’, or SIMD). Threads are
implemented by considering the coprocessor grid as
one or a series of CPE sequences, deﬁned as arrangements of CPEs where program state is communicated
between neighbours.
Processing sequences are derived by partitioning
the grid into linear chains of CPE groups that can
communicate through their shared buses. Two speciﬁc arrangements are supported for the current coprocessor: ‘quad’ ordering of PEs as a repeating grid
of 2x2 tiles, and ‘hex’ as a grid of 4x4 tiles. The cluster arrangements are sliced into sequences as shown
in an example in Figure 3.
While all threads execute concurrently, groups
within a thread’s CPE sequence also execute concurrently. PE groups later in the sequence will execute
before the data wave front of causality traverses along
each sequence. This can lead to problems when synchronizing HELGA state evolution with simulated results.
Threads in a multi-threaded design can communicate directly with their upper and lower neighbours through the N and S buses. Zeta commands:
parallel, ->>+, +>>-, +>>+ and ->>+ are used for
deﬁning threads and communicating stack information between threads.
3.3

State

Zeta provides a persistent program state consisting
of eight 32-bit variables accessed as a stack. Each
variable is accessible as 8-, 16-, or 32-bit slices, and
slices may be accessed and used in parallel in 1x32bit, 2x16-bit and 4x8-bit combinations.
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3.4
sequence 0
Q3

Q2

Q1

sequence 1
Q0

Q3

Q2

Q1

Q0

Q3

Q2

Q1

Q0

Algorithm code
(not to scale)

r0 variables

r1 variables

4x mov rx,sw (origin)
4x mov sw,rx (destination)

Figure 4: Stack persistence using the forward bus

Figure 5: Reverse bus operation
The stack variables represent a concatenation of
registers from all CPEs within a quad, with each CPE
contributing two registers (e.g., r0, r1). Each quad
thus contributes two stack variables, and this localisation of the stack variables to within a quad allows
the ALU to be easily accessed for calculations and ensures all 32-bits of a variable are always held by a single quad. Instructions may access the stack using 8-,
16- or 32-bit slices, using a bar notation. For example,
four 8-bit additions/subtractions can be represented
as:
|33|22|11|00|
aabbccdd
|+| -|+| -|

# load bytes 0 x33 , 0 x22 , 0 x11 , 0 x00
# load word 0 xAABBCCDD
# calculate 0 xDD99DDDD

The stack is persistent as a Zeta program evolves.
This is achieved by using a ‘forward’ bus to pass the
entire stack stack between groups of CPEs to implement a program ﬂow. Figure 4 demonstrates stack
persistence using the forward bus. Here, the eight
stack elements (held in the r0 and r1 registers of the
quads Q3, Q2, Q1 and Q0) are communicated using
a set of origin/destination mov instructions through
the interconnecting switch. Once the stack elements
are stored at the destination sequence, the stack elements are available to the algorithm code during the
next user tick, before being communicated to the next
sequence, and so on. The forward bus latency imposes
a small overhead on Zeta programs (typically in the
range of 8% for our experiments).
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Memory

sequence 2...

Memory use in multi-processor programs is particularly complex because RAM is associated with a particular group of CPEs. However memory read and
write operations could possibly be separated by several groups of CPEs in a thread sequence. Several
memory structures have been developed to automate
the use of RAM. Two of these structures are suitable
for read/write operations within a single CPE group,
and two are suitable where read operations occur before write operations and these occur across diﬀerent
groups. For these last two, RAM is allocated at the
read operation and a ‘reverse bus’, so-called because
it operates in the reverse direction from the ﬂow of
computation (Figure 5), is used to communicate information back from the write operation to the cluster
containing the read operation.
Four memory types are deﬁned by Zeta: Read-only
(ROM ), single cluster scratchpad RAM (SPM ), multiple cluster RAM (RAM ) and multiple cluster FIFO
(SAM, sequential-access memory). SPM - scratchpad
memory is a random-access memory type that allows
reading/writing to a block of memory within a single
cluster using an address. It is used mostly for simple
variables that are read, updated and written locally
(loop indices, for example). ROM - read-only memory can also be read with an address, but cannot be
written and is typically used for lookup tables. SAM
- sequential access memory is a FIFO that maintains
an internal ’current’ index to read a value and then
overwrite that value with a new value from the reverse
bus.
Distributed memory types, i.e., that can be read
and written across groups of CPEs need data values
(and addresses for RAM) to be communicated between the read source and write destinations. The
reverse bus is used to move four 32-bit variables from
later sequences to earlier sequences via a multiplesequence zig-zag pattern (length 4 is shown in Figure 5 but this is arbitrary). Three of the four sequences merely pass data from an input port to an
output port, and every fourth sequence writes the
data to the relevant group of CPEs via their interconnection switch. This technique strikes a balance
between bus latency and the size of the code-space
required to implement the bus. Bus breaks are introduced at every Nb sequences, and so if the read
and write sequences are given by Sw and Sr respectively then the bus latency (in cycles) is given by
∆b = ⌊Sw /Nb ⌋−⌊Sr /Nb ⌋+1. For example, a random
or sequential memory access that reads in sequence 2
and writes in sequence 10 (and zig-zags with length
4) will require 3 cycles before the data written in sequence 10 is available in sequence 2.
3.5

Instructions

This section describes some of the types of instruction that have been implemented in Zeta. These are
summarized in Table 1. These arithmetic operations
map directly onto the available processor operations,
which can therefore easily be extended as the architecture evolves.
3.5.1

Stack

Stack instructions manipulate the contents of the
stack. In our current implementation, there is one
primary stack (stack 0), which is used by all instructions for their arguments and outputs. In addition.
several secondary stacks 1..9 are available, which allow for easier data manipulation. One use of multiple
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Table 1: Zeta Instruction Types
instruction

description

stack
before

stack
after

drop

drop the top of
stack
duplicate the top
of stack
pop from top of
primary stack,
push onto stack n
for n=1..9
pop from stack n,
push onto top of
primary stack for
n=1..9
copy the top of
stack
rotate the stack
reverse rotate
the stack
rotate the stack
(4 elements)
reverse rotate the
stack (4
elements)
swap the top two
elements
resets the stack
load
immediate
load random
immediate

a

-

a

aa

a

-

-

a

ab

aba

abc
abc

bca
cab

abcd

bcda

abcd

dabc

ab

ba

a b c ...
-

<const>

-

<const>

dup
>n

n>

over
rot,rot3
-rot,
-rot3
rot4
-rot4

swap
reset
<hex
constant>
random

stacks is to assign one stack element to each of eight
secondary stacks. These elements are then easily accessible without complex stack operations. For example, if stacks 1...8 each contain a single value then 1>
dup >1 2> dup >2 + >3 will read values from stacks
1 and 2, duplicate and push them back, then add
them and push the result onto stack 3. All stack operations except dup and the immediate loads are executed without cost on the hardware, as they merely
involve a re-mapping of the stack elements. An explicit copy is required for the dup and load operations.
The input instruction creates an expected input
value in the vector ﬁle which is then used for simulation. Vectors are read into the coprocessor via an
IO switch at the edge of the array. It is possible to
calculate the value to be written to the vector ﬁle at
compile-time by using begin and end commands to restrict the instruction’s eﬀects to the virtual machine
only (by switching oﬀ code generation and leaving
the virtual machine on). For example, Figure 6 will
pre-calculate an expected value and write it to a test
vector ﬁle. On the other hand, output instructions
write a value from the top of the stack to the switch,
as shown in Figure 7. Further, input and output
instructions automatically update the vector ﬁle and
synchronise the vectors to the appropriate coprocessor cycle.
input . my_name . N . begin
# code generation off
random
# calculate a value on the stack
11111111
+
input . my_name . N . end # code generation on
#
write the vector in the N direction

Figure 6: Example for input

3.5.2

Parallel Communications

Communication between parallel threads is only
possible because Zeta threads are single-instruction

random
output . my_name . N

# value on top of stack ...
# .. is output to N direction

Figure 7: Example for output
multiple-data (SIMD), so the top elements of adjacent
threads are guaranteed to be in identical places on
neighbouring clusters and data can be simply moved
through the CPE switches.
Threads are created and used as shown in
Figure 8.
Parallel threads are created within
parallel.begin...parallel.end instructions. The
parallel.sync instruction attempts to ensure that
thread communication is possible, by aligning threads
to the same cycle and testing that the stacks of all
threads are consistent. The compiler will halt unless
all stack elements are represented by the same stack
variables across all threads.
parallel . begin .4
random
parallel . sync
# synchronise all threads
- > >+. ff
# move top of stack from

# start 4 x SIMD
# ( -- value )

#
low - > high threads ,
#

thread 0 = 0 xff

#
#

high - > low threads
thread 3 = 0 xaa

+ > > -. aa
# move top of stack from

# swap threads [2 n +0] with
#
threads [2 n +1]
if . threa d_is_even .1. begin
+ > >+
if . thread_is _even .1. end
if . thread_is_odd .1. begin
->>if . thread_is_odd .1. end
parallel . end .4

# end SIMD

Figure 8: Example of parallel instructions
As mentioned in Section 3.2 above, communication
between threads makes use of one of the four parallel
move instructions. For example, ->>+ moves from
lower to higher thread, while +>>- moves from higher
to lower thread.
3.6

Code Generation

Zeta programs can be considered as dataﬂow programs with a static schedule of execution as determined by the execution order of Zeta instructions.
The schedule is developed implicitly by the developer
by arranging the calculations to eﬀectively use the
stack as each instruction ‘consumes’ data from previous instructions.
The coprocessor code can therefore be generated
in the order of a concatenated Zeta program. This is
achieved by ‘locating’ each input stack element and
possibly moving these input values to an appropriate quad, performing the calculation, and moving the
results back to the appropriate stack element location. In HELGA, two registers (r1 & r0) contain the
state information for the algorithm code. Therefore
all generated code must avoid overwriting these registers unless calculation results are being written, forcing the compiler to select either the accumulator or
other registers to maintain program state.
Code is mapped to the array in the order in which
it is encountered and is mapped as ‘early’ as possible
35
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to maximise eﬃciency. In the case of data dependencies, code generation will ﬁrst ‘synchronize’ to the
earliest possible location such that all input operands
are available. (It could be said that the code generated by Zeta resembles an upside-down Tetris game,
where irregularly-shaped sections of code are placed
as high (early) as possible in the instruction memory
while satisfying any data dependencies.)
A simple example of Zeta code is shown in Figure
9, where three 32-bit immediate values are ﬁrst stored
on the stack using the r0 or r1 registers of quads Q1,
Q2 and Q3. The ﬁrst addition is performed by moving from the Q1 stack elemnet to the accumulator
of Q0, while also moving the Q2 stack element to the
Q2 accumulator, and then adding with the ALU. The
second addition is performed in a similar manner, before the ﬁnal results is read from an ADD register and
stored in a Q3 stack element.

3.7.1

Pipelining

Coprocessor programs execute continuously and so
each PE in the array repeats the same instructions
in a loop. When the execution of all PE groups is
considered together, the coprocessor program comprises one stage in an inﬁnite set of pipelines. Figure
10 shows an example of this. A set of eight clusters
(0,1,2,3,16,17,18,19, all E-W neighbours) is arranged
in a sequence. Pipeline 0 begins execution with cluster 0 in user tick 0, and execution continues in cluster
1 in user tick 1, cluster 2 in user tick 2, and so on. In
parallel, pipeline 1 begins execution with cluster 1 in
user tick 1, and continues similarly.
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Figure 10: Pipelining of cluster sequences

Figure 9: Simple code generation example
Many factors aﬀect the eﬃciency of the code generation. Some of these have been identiﬁed empirically:
• the mapping of stack elements to quads/registers should cause code to ‘cover’ all quads as uniformly as possible
• the slicing of operations into heterogeneous 8and 16-bit operations should be used sparingly
• the stack should be kept as full as possible to allow data to be ‘preloaded’ into the corresponding
stack variables
• generated code blocks should be small and
‘atomic’, and higher-level code generation should
be composed of many smaller units
3.7

Execution

Executing a Zeta program will cause coprocessor code
to be generated, and a set of test data to be created.
However, there are some subtleties associated with
synchronised execution of a Zeta program on a virtual machine and as coprocessor code. These have
no bearing on the performance of the code, and are
merely artifacts of the interplay between this dataﬂow
approach and the more traditional thread-based processing of the stack-based virtual machine. These potential issues are identiﬁed below.
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Because RAM is persistent, pipelines can communicate with each other by storing/loading state between stages, allowing the execution of directed cyclic
graphs (DCGs). This is illustrated in Figure 10 with
the W0 and W1 operations. Operation W0 (memory
write origin) ﬁrst occurs in the 0th pipeline in sequence 3 (cluster 3), and the address/data is communicated to sequence 1 (cluster 1) where operation W1
(memory write destination) occurs. The latency between write operations is therefore dependent on the
sequence distance between W0 and W1 operations.
Because read operations are performed immediately
before the W1 operation in the code generation, the
total latency between read to write operations is approximately double the sequence distance.
3.7.2

Simulation

Zeta programs are self-contained and are simulated
using a simple virtual machine based on a set of eight
4x8-bit stacks. The evolution of these stacks is logged
to stdout.
The results of the simulation are then used to verify the generated code. The Zeta compiler will automatically generate a test vector ﬁle as an input for
the simulator. Multiple pipelines are simulated by
rerunning the simulation from the start, but without
changing any RAM settings. The RAM banks can
then be used to create feedback for DCGs by creating
threads where initial values are loaded from RAM,
processed, and the written back to RAM using an
appropriate memory type.
3.7.3

Synchronization

The pipelining illustrated in Figure 10 makes obvious
the problem of synchronizing the coprocessor code
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with the simulation. The shaded positions in the
pipeline map represent clusters that do not participate in the 0th pipeline until a number of user clock
ticks have passed. In general, the delay before a cluster participates in the 0th pipeline is equal to its position in the sequence.
This presents no problems if the coprocessor code
is implementing a DAG, because any unwanted results due to processing before the 0th pipeline can be
safely ignored. The same is not true, however, for
DCGs where an unwanted change in state can perpetuate and cause inaccurate results.
The solution to this is to ‘guard’ the RAM write
operations to prevent RAM state from being changed
until the 0th pipeline. When accessing RAM with
an address, this is achieved using a simple reference
counting scheme. For sequential-access memory, it is
achieved by adding a number of ‘dummy’ locations to
the start of the FIFO and then skipping these when
the FIFO pointer is reset. In this way, simulation
results can be used to verify the code generation by
ensuring that virtual machine results match the results from simulation.
3.7.4

Verification

Results from the virtual machine can be used to verify code generation by writing intermediate VM outputs to the vector ﬁle as expected simulation outputs.
The simulator will then automatically compare these
against the simulation outputs and ﬂag any errors.
Thus program correctness automatically splits into
two sub-problems: algorithmic correctness, which can
be veriﬁed by comparing VM outputs against an external reference model and code correctness, which
can be veriﬁed automatically by the simulator.
In the next section, we look at a typical example
to illustrate the application of the Zeta language to
coprocessor design and implementation.
4

work that studies LDPC codes with higher radices
q > 2. All operations described in this report will
be on GF (2), comprising the symbols 0 and 1 and
modulo-two addition and multiplication operators.
Accordingly, the modulus operator ‘mod 2’ is often
omitted from arithmetic equations.
The role of an LDPC encoder is to augment the
bits of a message with a set of parity bits, thus increasing the redundancy of the bit stream. The encoder can be implemented as a matrix multiplication,
derived from the parity check matrix H, or using linear algebra to derive a set of encoding equations from
H that require fewer calculations. Similarly, the role
of an LDPC decoder is to interpret a set of bit likelihoods, generally as the result of a preceding demodulation step, to ﬁnd the most likely message that could
have been sent.
To demonstrate the application of the Zeta language, an LDPC decoder was built and simulated.
MATLAB and C versions of the decoder were adapted
to generate input and veriﬁcation data for this implementation. The design focussed on one of the emerging international standards, IEEE 802.11n. As this
standard contains several diﬀerent LDPC codes, one
of the smallest (Table R.1(d)) was selected, as summarised in Table 2.
Table 2: LDPC design goal (from Table R.1(d) of
(IEEE WG802.11 Standards Group 2009))
Parameter Value Description
N
648
Number of bits per
decode
R
5/6
Code rate
Z
27
Number of bits per
LDPC column
—J—
4
Number of LDPC rows
—I—
24
Number of LDPC
columns

A Case Study: LDPC Decoder Design and
Implementation

Low-density parity check codes (LDPC) are a class
of error checking and correcting codes originally proposed by Gallager (Gallager 1963) that have been
adopted for 10 Gb/S Ethernet (IEEE 803.3an), WiFi
(IEEE 802.11n) and WiMAX (IEEE 802.16e) standards, digital storage, and deep-space communications. LDPC codes are characterised by large, sparse
parity-check matrices (denoted by H) that can be
used to generate syndromes. A syndrome s is a check
vector calculated from a received codeword c
H.cT = s.

(1)

Codewords are encoded from a sequence of message
bits by adding redundancy in the form of parity bits,
and are created in such a way that they are distinct, allowing higher decoding accuracy if they are
corrupted in transmission. A null syndrome s = 0
indicates that the received codeword is a valid output
codeword of the encoder, and, because the Hamming
distance between codewords is generally maximal, it
is assumed that the codeword has been received with
no bit errors.
All operations are assumed to be on GF (q), the
Galois (ﬁnite) ﬁeld of order q, which constitutes a set
of q symbols and addition and multiplication operators that are commutative, jointly distributive, and
have deﬁned identities and inverses. Field GF (2) is
commonly used and has obvious advantages for twovalue logic circuits, however there is a large body of

Figure 11: Simple layered LDPC decoder

4.1

Architecture

The simpliﬁed pseudo-code of Figure 11 is shown as
a high-level ﬂow graph in Figure 12. The modules
included in this design are:
• index: prepares the iteration indices
– J: the current row of the quasi-cyclic (QC)
code
– z: the current row of bits within the QC row
– C: the QC code for this row and column
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• total: 3338 bytes/decoder
which is distributed across the 24 threads.
All calculations use 8-bit saturated arithmetic.
This was previously veriﬁed using the C model, and
allows a simple optimization to be used where the
decoder is written as 4 parallel decoders by using the
ALUs in 8-bit non-carry modes. Thus the LDPC code
is common across the four decoders, however they can
operate on separate data.
The Zeta stack-based language was used to develop the coprocessor code because it automatically
creates the necessary infrastructure (buses, memory
types, continuous calculation), removes the burden
of code generation, and allows simulation of the decoder within the language’s virtual machine and generation of veriﬁcation data. Even so, the two most
diﬃcult modules to implement were the minima calculations and the sign-product calculation, as these
both involve a high degree of interconnection between
threads.
All inter-thread communication is through the
nearest-neighbour by using the appropriate parallel
communication function within Zeta. For example,
the minima calculation has been implemented as a
24-way sort, followed by the selection and distribution of the two lowest values, as shown in Figure
13. Here, the arrows represent a two-element sorting operation. In the ﬁrst stage, threads 2i and 2i + 1
are compared and swapped if needed. In the second
threads 2i + 1 and 2i + 2 are similarly sorted, and the
stages repeat until, in the worst case, a smallest value
in thread 23 has the opportunity to traverse across to
the 0-th thread. Once the thread’s values have been
sorted, the minimum and second minimum is merely
distributed across the clusters.
Figure 12: LDPC data ﬂow (one of 24 threads)
24 threads
0

• bit node update: updates the bit node estimates

1

2

...

23

Sort

• statistics (not shown): calculates statistics for
the bit node values across all threads
– min0/min1: the minimum and second minimum of the bit node magnitudes |Mi |
– S: the sign-product of the bit node values
Mi

24 times in total

Distribute

• check node update: updates the check node bits
and bit likelihoods
• feedback: reads/writes the check node and bit
likelihood values using RAM
There is a natural parallelism in the algorithm based
on the QC column, and this is used to develop the
code in a “quasi-SIMD” form, where all threads use
(almost) common code to operate on the multiple
data across the threads. Thus the decoder requires 24
threads. The design is based on a layered approach
in which the LDPC matrix is considered as a set of
layers, and each layer in turn is used for updating a
subset of the estimates (Hocevar 2004)(Sharon et al.
2004). As a result, memory usage is optimized to:
• J: 1-byte,
• z: 1-byte,
• C: 24 x 4 bytes,
• L: 24 x 27 bytes,
• E: 24 x 4 x 27 bytes,
38

Figure 13: Minima calculation using the “sort and
distribute” method
The sign-product is more complicated than the
minima calculation owing to the nature of the signproduct operation itself. The sorting operation described above is idempotent, and subsequent sorting
operations after the ﬁrst do not aﬀect the result. The
two-element sign-product operation is not idempotent, and so care must be taken to ensure the correct
results is calculated.
For the sign-product calculation, a shuﬄe network
is used similar to the minima calculation, except after four iterations three partial sign products (S0..7 ,
S8..15 , and S16..23 ) are available equi-spaced across
the threads. These are combined to form a single sign
product for all threads, and the result is distributed.
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24 threads
0

1

2

...

23

Partial sign
products

Total sign
product

Distribute

Figure 14: Sign-product implementation using the
partial + combine + distribute approach
4.2

Results

The current version of the example coprocessor implementation exhibits the following performance:
• Throughput ≈ 26.0Mb/s
–
–
–
–
–
–

Message length = 2160 bits
4 independent decoders
540 bits/message
Decode time ≈ 83000 clocks/decode
SNR = 1dB
Number of iterations = 2

Each module was proﬁled by determining the number of clock ticks required for that module. The results are summarized in Figure 15. Clearly, this implementation requires further proﬁling and optimization and clearly demonstrates the mutual relationship
between the compilation process and the underlying
hardware structure. About 5000 of the 6100 clocks required for a single iteration of the LDPC decoder are
used by the minima and sign product modules in the
statistics module. This module performs a large number of “shuﬄes” between adjacent groups of CPEs,
and the minima calculation generates in the order of
80% of these.

that has been developed to manage the complexities of simulation and code generation in a multicoprocessor hardware environment that comprises an
array of small interconnected processors. The language imposes a common structure on distributed
programs and trades oﬀ some code eﬃciency for ease
of programming and ease of veriﬁcation. Zeta programs implement the computation and connections
of directed acyclic graphs (DAGs) by manipulating a
stack of state variables.
An example implementation of an LDPC decoder
has illustrated the eﬀectiveness of the approach. It
was found that more than 80% of the clock cycles
required for a single iteration of the LDPC decoder
are used by two of the statistics modules and these
modules generate the majority of the bus traﬃc between them. It is exactly this sort of analysis that
Zeta was originally set up to support. From these results we can clearly see that the behavior of the interprocessor communication channels has the greatest
eﬀect on the overall performance of the machine. Using Zeta to generate stimulus vectors for the eventual
hardware platform will support the future optimization of these channels for not only LDPC but many
other algorithms.
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Abstract
Optical wireless communication (OWC) technologies
have been discussed and evaluated in a wide range of
application scenarios, which is drawing increasing interest to keep pace with the growth in LED technologies. OWC has unique advantages to provide safe, secure, low-cost, and high-bandwidth communications.
As a compensation for the existing radio frequency
communications, OWC has huge potentials to be used
for distributed applications from indoor to outdoor,
from atmosphere to ground and underwater. In this
paper, we conduct a brief survey of the most recent
advances and research activities in OWC. We study
the advantages and potential applications of OWC,
and provide an overview of the techniques used to
achieve OWC system.Some potential future research
directions for OWC are also discussed.
Keywords: Optical wireless communication, light
emitting diode, infrared wireless communication, visible light communication
1

Introduction

Optical wireless communication (OWC) transmits information through optical radiations in free space. Apart from the visible light spectrum (Komine & Nakagawa 2004b,a), the wavelengths utilized in OWC include infrared (IR)(Wong & O’Farrell 2000, Kahn &
Barry 1997) and ultraviolet (UV)(Xu & Sadler 2008).
Communications using the visible light spectrum
are also known as visible light communication (VLC).
To make use of transmitters (or sources), OWC converts the electrical signal to an optical signal, which
is received by a receiver (or a detector) (see Fig. 1 ).
Light emitting diodes (LEDs) or laser diodes (LDs)
can be used as optical transmitters, and LEDs or photodiodes (PDs) are adopted as receivers. Particularly,
with the development of LED technology, a key component of OWC system, for solid-state lighting covers
the entire visible spectral window (380-750 nm). VLC communication has drawn an increasing number
of interests for its distinct benefits (Daukantas 2014,
Tsonev et al. 2013).
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel
and Distributed Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 163, Bahman Javadi and
Saurabh Kumar Garg, Ed. Reproduction for academic, notfor-profit purposes permitted provided this text is included.

Figure 1: Basic components in a OWC system.
2

Advantages of optical wireless communication

It can be seen that radio frequency communication
techniques dominate in the current wireless communications. Nevertheless, these techniques have their
own limitations that can be overcome by OWC for
the following reasons:
License-free operation Since the frequencies employed in OWC are different from traditional
wireless communications such as sensor network,
cellular communication service, Wi-Fi, etc., they
are license-free and do not have any associated
charges.
Unregulated huge bandwidth Point-to-point
link data rates in OWC system using off-theshelf components are continuous increased. Back
in 1979, Gfeller and Bapst demonstrated the first
IR system whose transmission speed is below 1
Mb/s based on a diffuse link (Gfeller & Bapst
1979). After that, an improved system operating
at 50 Mb/s, is proposed by March and Khan in
1996 (Marsh & Kahn 1996). In 2000, Carruther
and Kahn proposed a quasi-diffuse system
achieving a data rate of 70 Mb/s (Carruther
& Kahn 2000). Driven by progress in LED
technology, a VLC system utilizing white LED
lights is presented by Tanaka et. al., and data
rate is reported up to 400 Mb/s according to
the simulation experiment (Tanaka et al. 2003).
Vučić et al. in 2010 reported a VLC system in
which the point-to-point communication link
can operate at 513 Mbit/s gross transmission
rate. Data rates over 1 Gb/s in a VLC system
have been shown using off-the-shelf LEDs
(Khalid et al. 2012, Cossu et al. 2012, Azhar
et al. 2013). Tsonev et. al. presented a VLC
system based on a single 50-µm gallium nitride
LED in 2014, which achieves a demonstration of
wireless communication at speeds exceeding 3
Gb/s using a single LED (Tsonev et al. 2014) .
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Low-cost front-ends Different form radiofrequency communication techniques, it is not necessarily using expensive RF units. As a key component
for OWC, LEDs are often used as transmitters
and receivers device, which is cheap, low power
consumption, low heat radiation, and has small
size, high brightness along with long lifetime.
Safty Radio-Frequency Interference (RFI), generated by radio waves, is known to disturbance an
electrical circuit due to electromagnetic radiation
or electromagnetic induction. These effects can
range from a simple degradation of data to a total
loss of data. Hence, potential sources of RFI including consumer electronic equipments (e.g. cell
phones) are asked to turn off in airplanes and
in hospitals. Furthermore, RFI has potentially
dangerous in hazardous operations, such as power/nuclear generation or underground mine. In
addition, the transmission power of radio waves
is regulated below a certain level since there are
serious health risks for human beings. By contrast, light, instead of radio waves, is used to
transmit data in OWC systems, which does not
create RFI. Thus, OWC systems are usually deployed in some places where traditional wireless
communication is forbidden.
Security Because of the long wavelength of radio
waves, they can easily penetrate walls, thus the
messages transmitted by them can be intercepted and read anywhere in transit by third parties. Compared to radio waves, optical waves
cannot penetrate objects in their path, and they
are more likely to be reflected. Hence, OWC provides a secure data communication.
Illumination VLC systems, unlike other dispersive
OWC systems, offer data transmission in addition to illumination through white-light LEDs.
Making use of power line communication (PLC)
technology, VLC system can use existing electrical wiring to interconnect the different whitelight LED units and convey data to them. Moreover, distributed ceiling installations guarantee
a dominant line-of-sight (LOS) component, tiny
path loss and high data rate (Grubor et al. 2008).
3

Potential applications

Although the optical wireless communication techniques will not completely replace radio communication techniques such as the fourth-generation (4G)
wireless whose peak download data rate at 100Mb/s
for high-mobility and 1Gb/s for low-mobility, they
tend to play a complementary role in some practical scenarios where other means of communication cannot
be used for the distinguished advantages mentioned
above. It has been commonly agreed that OWC technique can provide high throughput for low-mobility
and short-range communication like indoor applications. Especially, VLC technology can be applied to
the situations where illumination and data transmission is in joint demand to serve.
Aviation A promising scenario for OWC on airplanes is illustrated in Fig. 2. In this scenario,
passengers can establish an Internet connection
via reading lamps using white LEDs installed
in the overhead, which can exchange data with
wired base stations (BSs) in the aircraft cabin.
In addition to transferring data, power of reading lamps and wired BSs are both provided by
Power over Ethernet (PoE) technique likewise.
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Figure 2: VLC system transmit data to passenger
through reading lamp in the airplane.
Hospital In hospitals, it has been reported that various frequencies of radio waves induce strong electric field intensity, is prone to interference with
electronic medical equipment, notably the respiratory and anesthesia area (Van Der Togt et al.
2008, Hanada et al. 2001, Hanada 2007). Therefore, the implement of OWC system have a lot
of advantages in this area.
Real-time audio & video transmission system
Because of the high data rate of OWC, OW
techniques can be used to deal with the future
demand of indoor wireless access to real-time
bandwidth-intensive applications such as Voice
over IP (VoIP), video conference, real-time video
frequency monitoring, and network attached
storage (NAS) (802.11n:
Next-Generation
Wireless LAN Technology 2009, He et al. 2013).
Smart traffic system As depicted in Fig. 3, in smart system, two vehicles can communicate with
each other about rates and destinations of themselves to avoid traffic accidents and share traffic
information which are unknown in advance. Besides, some infrastructures such as gas stations will inform their own state to passing vehicles to help them choose the right refueling locations and ensure road safety. Traffic lights and
street lamps, as another examples, equipped with
OWC, can both display informations using backlight and emit additional modulated information
to vehicles (The NSF Smart Lighting Engineering Research Center (ERC) n.d.). Pang et. al.,
set up a VLC system for traffic light-based communications in 1999, and the data rate of the system is up to 128 kb/s (Pang et al. 2002). Moreover, CMOS image sensors (e.g. the camera of
a Video Event Data Recorder (VEDR)) can be
used to record video in a vehicle, and also locate
its source (Visible Light Communications Consortium n.d.), helping to record the current position of the vehicle.
Dangerous and extreme environments In
underground mine, using radio-frequency communication may cause explosion because of the
transmission power. On the other hand, no
wireless techniques except OWC can establish
high-speed communication link underwater.
Thus, OWC is a safe and high adaptability
technology that provides illumination and data
transmission simultaneously.

Proceedings of the 13th Australasian Symposium on Parallel and Distributed Computing
(AusPDC 2015), Sydney, Australia, 27 - 30 January 2015

extended the IrDA Physical Layer. And then,
with the help of VLCC, the ICSA proposed a
standard for VLC local area network (LAN)
based on full duplex using wavelength-division
multi-plexing (WDM) (IR and visible).

Figure 3: OWC systems exchange data between vehicles and infrastructures in Transportation.
4

The carriers of global OWC research activities

IEEE 802.15.7 Visible Light Communication Task Group
In early 2009, the task group IEEE 802.15.7
had been working on a VLC standard encompassing both new physical and medium access
control layers based on a clean-slate approach.
In November 2010 the P802.15.7 IEEE draft
standard was published.
OMEGA, the Home Gigabit Access
Project
OMEGA is an Integrated Project in the ICT
area funded by the European Commission under
the Seventh Research Framework Programme
(FP7). The project was running between January 2008 and December 2010. The OMEGA
project aimed to set a global standard for
ultra broadband home area networks. The new
standard will enable transmission speeds of one
gigabit per second (1 Gbps) via heterogeneous
communication technologies, including PLC,
IR and visible light communications. PLC is
used to provide a backbone within the home.
SPiDCOM technologies lead the PLC work
package in the OMEGA Project. A technologyindependent MAC layer will be developed to
control the network and provide services as well
as connectivity to any number of access points
in any room. Furthermore, this MAC layer will
allow user to change their position from one
access point to another point without losing the
connectivity.
Visible Light Communication Consortium
(VLCC)
The VLCC was built in 2003 with some major
companies in Japan. It occupies a leading
position in the field of VLC technology and have
exhibited many potential applications in our
daily life for this ubiquitous and human-interface
technology. The organization dedicated to research, development, and standardization of
VLC. Based on the recommendations of VLCC,
Japan Electronics and Information Technology
Industries Association (JEITA) issued two visible standards-based JEITA CP-1221 and JEITA
CP-1222 in 2007. After that, in 2008, the VLCC
began to cooperate with the Infrared Data
Association (IrDA) and the Infrared Communication Systems Association (ICSA). The VLCC
released a standard in 2009, which adopted and

Institutes and universities
Other institutes and universities, which are
devoted to OWC research, include the NSF
Smart Lighting Engineering Research Center (ERC) (America), the Center on Optical
Wireless Applications (COWA) (America), the
Ubiquitous Communication by Light (UC-Light)
Center (America), Fraunhofer Heinrich Hertz
Institute (Germany), university of Oxford
(England), D-Light Project (England), Monash
University (Australia), Fudan University(China)
and Tsinghua University (China).
5

Typical indoor optical wireless communication system

A basic OWC system, as shown in Fig. 1, is comprised of a light transmitter and a light detector. In
addition, free space is used as the optical signal propagation medium in the system. Electrical signals as
input are modulated and passed to light source. Then
the light source outputs the information into the free
space controlled by an optical system in case the emitted radiation is too high to hurt eyes. Through the
free space, the optical signal is received by an optical system of the receiver. An optical filter in the
receiver will filter out the noise in the signal. Then
the denoised optical signal is focused on the amplifier
by a lens system or concentrator. The resulting photocurrent is amplified to facilitate the processing of
electronic devices. Indoor OW communication system always relies on intensity modulation with direct detection (IM/DD) to realize inexpensive optical
carrier modulation and demodulation. The instantaneous power of the optical carrier is modulated from
the desired waveform, then the instantaneous power received by detector and generates a proportional
current. Note that only the receiver can detect the
intensity of the optical wave, without frequency or
phase information.
LEDs or laser diodes (LDs) are usually used as
optical sources and photodiodes (PDs) are equipped
as detectors. Most indoor applications prefer LEDs as the light sources because of the relaxed safety
regulations, low cost and high reliability compared to
LDs. On the other hand, PIN PDs are favored because of the operation with an inexpensive low-bias
voltage, lower cost and tolerance to wide temperature fluctuations compared to avalanche photodiodes
(APDs). Stefan et. al., demonstrated a LED-to-LED
VLC networks using LEDs as transmitters and receivers and the transmission speed is 800 b/s at a
remarkable distance of more than 2 m (Schmid et al.
2013).
5.1

IR system

It has been demonstrated that IR indoor OWC systems preferably adopt the wavelengths range of 780
nm to 950 nm. In this range, not only inexpensive optical sources are already available but also the peak
sensitivity of cheap photo diodes, as the main elements of a receiver, coincides with this band.
Gfeller and Bapst, in 1979, firstly proposed a IR
system based on a diffuse link operating at about 950
nm and the data rate of it is 1 Mb/s (Gfeller & Bapst
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1979). A faster IR system enables transmission speeds of 50 Mb/s that proposed by Marsh and Kahn in
1996 (Marsh & Kahn 1994, 1996). In quasi-diffuse
systems, a data rate of 70 Mb/s was achived by Carruther and Kahn in 2000 (Carruther & Kahn 2000).
Such link using non Line-of-sight paths, via illumination of the ceiling or walls, is more robust compared
to LOS paths (Kahn & Barry 1997, Kahn et al. 1995).
5.2

of a direct path and data-rate is greatly limited (Wu
& Little 2010). To provide continuous connectivity,
two network solutions under LOS constraints are proposed, namely peer-to-peer protocol and peer-to-host
protocol. Theoretical analysis and simulation of the
two protocols showed that they both have advantages
and disadvantages. Consequently, each solution will
be selected based on the desired communication behavior.

VLC system with white LEDs

Due to the wavelength of visible light, the VLC generally utilizes the LOS link configurations. In addition,
as the white LED technology is blooming developing,
white LEDs are committed to be used in VLC for the
potential of providing solid-state lighting and wireless data transmission simultaneously. Hence, VLC
systems using white LEDs have been of great importance to both academia and industry. White LEDs
used in VLC are usually divided into two categories:
trichromatic LED and blue-chip LED.
Trichromatic LED Tanaka et.
al., proposed
trichromatic LEDs and demonstrated that the
maximum data rate using trichromatic LEDs is
up to 400 Mb/s (Tanaka et al. 2003).
Blue-chip LED With blue-chip LEDs, Vučić et. al.,
improved the traditional orthogonal frequencydivision multiplexing (OFDM) modulation technique and setup a simulation with blue-chip
LED, in which the transmission speed is considered higher than 500Mb/s (Vučić et al. 2010).

6

Modulation techniques

The basic time unit in digital modulation techniques
is a symbol made up of a segment of the sinusoidal
waveform. If a digital modulation called a binary
modulation, then there are two different symbols only. Single-carrier modulation techniques use only one
sinusoidal wave at all times, on the contrast, multicarrier modulation techniques use more than one sinusoidal waves are transmitted at the same time. Basic
single-carrier modulation techniques modify only one
of the three parameters: amplitude, frequency and
phaseCof the sinusoidal wave.
6.1

In single-carrier (SC) pulsed modulation techniques,
information are transmitted by time-dependent characteristics of the optical pulse, as a result, the modulation techniques can achieve high average power efficiency. There are two main schemes are utilized in
the SC pulsed modulation techniques.
6.1.1

Figure 4: Two kinds of light source deployments located on the ceiling: (a) is square layout and (b) is
round layout.
He et. al., investigated the illuminance distribution of LED system in two kinds of light source layout
located on the ceiling (as shown in Fig. 4) (He et al.
2013). To provide sufficient visible light illumination,
the frequency must be higher than the standard, i.e.,
88 MHz, but such constraint would cause the wireless
communication, to have a very high signal-to-noise
ratio (SNR) (greater than 60 db through the entire
room) (Grubor et al. 2008). Moreover, if the minimum SNR for the target bit error rate (BER) is obtained, then the dimming option of VLC is feasible,
and full light intensity is not necessary.
Many demonstrations of VLC is only designed for
broadcast information, i.e., there is no ’return’ channel in the system. Using an existing RF channel to
set up a bi-directional communication is investigated
by Hou and O’brien in 2006 (Hou & O’brien 2006), to
archive such kind of communications, Komine et al.
proposed retro-reflecting modulators (Komine et al.
2003). Using LEDs as both transmitters and receivers is proposed by Schmid et al. (Schmid et al. 2013),
the data rate is very slow.
Wu and Little observed that although signal reflection still exists, optical wireless communication technology suffers from a high path loss due to the absence
44

Single-carrier pulsed modulation

On-off keying

On-off keying (OOK), as one of the oldest modulation
techniques, is a good tradeoff between complexity and
performance, since hardware can easily implement
and integrate such modulation technique. Therefore,
it is applicable to any digital encoding scheme. The
Infrared Data Association (IrDA) founded in 1993 by
around 50 companies, uses OOK in optical communication systems (Infrared Data Association n.d.). In
its simplest form, OOK uses the presence of a carrier in a specific duration to represent a binary one,
the absence in the same duration to represent a binary zero. OOK is very sensitive to noise, hence, the
most challenging problem could be how to optimise
the tuning of the equalisers, i.e., the design of these
components. Le et al., in 2009 built up an OOK data transmission using first-order analogue equalisers
in which the data rate is up to 100Mb/s (Le Minh
et al. 2009). Simplex and duplex transceiver prototypes have been demonstrated by Little et al. (Little
et al. 2008) in which OOK was applied without observable flicker in the target modulation ranges.
6.1.2

Pulse-position modulation

Compared to OOK, pulse-position modulation (PPM) technique has higher signal bandwidth and power
efficiency. In PPM, a single pulse in one of 2m possible time-shifts encodes m message bits. This procedure takes t seconds, hence, the transmitted bit rate
is m
t bits per second. Receivers do not need to use
a phase-locked loop (PLL) to track the phase of the
carrier. Since the receivers should have the capacity
to keep symbol-level and slot-level synchronization,
the implement of PPM technique is more complex to
constraint the propagation of errors between symbols.
Another shortcoming of PPM is that the information
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is encoded in the time of arrival in the same or different length. The presence of one or more echoes
can make it extremely difficult, if not impossible. To
accurately determine the correct pulse position corresponding to the transmitted pulse when the receiver’s
signal contains one or more echoes of each transmitted
pulse is difficult. Therefore, the PPM is the mainly
used optical communications systems where no multipath interference exists.
For more details of SC pulsed modulation techniques, we refer to (Kahn & Barry 1997).
6.2

Multiple-subcarrier modulation

The bandwidth of time-dependent characteristics of
the optical pulse modulation techniques is capped
low, nonetheless, the signal to noise ratio of the modulation techniques is high. To increase the transmission speed, efforts are drawn on parallel communication, equalization and complex modulation. Ohtsuki
Tomoaki firstly proposed multiple-subcarrier modulation techniques for optical wireless links (Ohtsuki
2003).
6.2.1

OFDM

Orthogonal frequency-division multiplexing (OFDM), as one of realization of multiple-subcarrier modulation, provides parallel data transmission through
transmitting orthogonal subcarriers between transmitter and receivers.
OFDM systems can easily implement using Fast
Fourier Transform (FFT), adapt to severe channel
conditions not requiring complex time-domain equalization. Unlike PPM, they are not sensitive to time
synchronization errors. Compared to other double sideband modulation schemes, OFDM techniques
have high spectral efficiency, and are robust against
narrow-band co-channel interference and intersymbol
interference (ISI) along with fading caused by multipath propagation. Moreover, the techniques can
adapt modulation to the quality of service (QoS)
and the requested data rates of uplink/downlink
(UL/DL). Also, any multiple access scheme can combine OFDM. Therefore, it is a good option to OW
applications.
However, OFDM techniques still have some drawbacks such as sensitivity to Doppler shift and frequency synchronization problems. Linear transmitter
circuitry, suffering from poor power efficiency, is important to high peak-to-average-power ratio (PAPR).
Furthermore, these techniques require compensating
for the nonlinear characteristics of the LEDs (Elgala
et al. 2009c, Dimitrov & Haas 2010).
Since phase information detection can not be used
in IM/DD optical systems, the OFDM of the system is different from that of RF communications.
There are two unipolar OFDM that are used to realize
OFDM IM/DD optical systems, namely DC-biased
optical OFDM (DCO-OFDM) (Carruthers & Kahn 1996, Gonzalez et al. 2005, Elgala et al. 2009a)
and asymmetrically clipped optical OFDM (ACOOFDM) (Armstrong & Lowery 2006, Armstrong &
Schmidt 2008). DCO-OFDM puts a DC bias into the
signal and constellation size determines the optimum
bias. After setting a proper DC operating point, the
optical carrier intensity is modulated by bipolar time
domain caused by DCO-OFDM. In contrast, there
is no negative going signals in ACO-OFDM and the
bipolar OFDM signal is clipped at the zero level. If
the system modulates odd frequency subcarriers, then
the even frequency subcarriers are set to zero. Thus,

all of the clipping noise falls on the even subcarriers,
the data conveyed by odd subcarriers are not hurt.
For a more complete description of the OFDM, see
(Armstrong 2009).
7

Medium Access Control (MAC) protocol
layer implementation

The MAC protocol allows several terminals or network nodes to communicate within a multiple access network by providing addressing and channel access control mechanisms. Most physical networks are
based on the addressing scheme used in early Ethernet implementations, through which data packets is
delivered to destinations within a local network. The
channel access control mechanisms provided by the
MAC layer, on the other hands, allow multiple terminals sharing same physical medium to communicate
with each other by detecting or avoiding data packet
collisions.
The European community home gigabit access
project (OMEGA project n.d.) tried to use IR
and visible light communications to provide wireless
communication. The system contains a technologyindependent MAC layer providing connectivity to any
number of access points in any room, the addressing
scheme ensures the service will keep working when
users change position from one access point to another. Another problem for connectivity is the shadowing when users moving in a room. It is already
known that an optical wireless communication link
is established base on a LoS path when the receiver moved out of path will lost the connection with
transmitter. To improve the performance of MAC
protocols, a polling protocol with blockage sensing is
proposed by proposed by Hou et al., in 2003 (Hou &
O’Brien 2003). Compared to classical time-division
multiple access (TDMA) and polling type MAC protocols, the modified polling protocol improves both
system throughput and average transfer delay .
Carrier Sense Multiple Access With Collision Detection (CSMA/CD) is a widespread multiple access
control method that is utilized in the network collision domain. The method handles a carrier sensing
scheme to detect whether another signal is transmitting in the shared medium before delivering a frame,
if there is another terminal is transmitting data, then
the method will wait for a random time interval before
trying to resend the frame again. Nakagawa laboratories in Japan proposed a concept of a full duplex
multi-access system for LED-based wireless communications base on CSMA/CD to ensure the compatibility with wire communications such as Ethernet networks (Lin & Hirohashi 2009).
Multiple access collision avoidance (MACA) is a
slotted media access control protocol used in wireless
network to avoid collisions. The protocol requires a
terminal to make an announcement before sending
a frame. If the receiver allows the transmission, it
will reply a frame to confirm, and other terminals
will keep silent to avoid collisions. MACA for Wireless (MACAW) is an extended edition of MACA for
the original protocol cannot avoid transmission collisions completely. Chengottarasappan illustrated a
simulator in 2004 to simulate several RF MAC protocols in an OW environment, and multiple access
collision avoidance (MACA) is reported among protocols (Chengottarasappan 2004). The reported low
throughput (22C − 25%) owing to the protocol only
allow two nodes to transfer data simultaneously.
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8

Physical layer implementation

spread-spectrum technology to permit several
users to share a band of frequencies. For optical
CDMA systems, users can access the same
channel using optical orthogonal codes (OOCs)
as direct sequence spreading. In this case, users
are allowed to transmit data at overlapping
times and wavelengths and make it possible
that to deploy hybrid optical systems such as
WDMA/CDMA or TDMA/CDMA (Moosa
et al. 2002, Stok & Sargent 2002, Fernando 2003,
Alsaadi & Elmirghani 2009, Cui et al. 2013).

The physical layer includes the basic networking hardware transmission technologies of a network. In this
paper, we focus on the details of how the physical layer to support multiple access and improve the transmission speed.
8.1

Multiple access techniques

Multiple access techniques conducted in the physical
layer are used to permit multiple users to build up
communication links simultaneously. There is a single optical access point (OAP) for a user or a room
(single cell topology), or there are several OAPs with
spatial overlap for multiple users (cellular topology).
All these three topologies for indoor coverage is shown
in Fig. 6 of (Elgala et al. 2011). Selecting a suitable
topology needs to consider the room size, amount of
users, users mobility, and/or the offered network services. A single cell topology for only one user does not
need multiple access techniques since every user does
not share resources with others. Single cell topologies
are common, like in a aircraft cabin, every passenger
has a reading lamp overhead as a OAP in VLC systems. A single cell topology for a room covers a larger
area and a couple of users have to share a common
OAP. While a cellular topology is capable to provide
coverage in a big conference hall. Hence, both a single cell topology per room or a cellular topology will
support multiple access by electrical multiplexing or
optical multiplexing.
8.1.1

electrical multiplexing techniques

Time Division Multiple Access (TDMA)
TDMA allows different users to have different
time slots in the same frequency channel based
on the requested data rates and QoS to transmit
their own data. TDMA is used in OWC systems,
the digital 2G cellular systems, satellite systems
and combat-net radio systems because of high
power efficiency. However, the techniques limit
the transmission capacity of each user (Kahn &
Barry 1997).
Frequency Division Multiple Access (FDMA)
FDMA allocate each user one or more frequencies to transmit data. In a cellular system,
the overall bandwidth is divided into nonoverlapping frequency bands and different OAP
in the topology has a unique band. With the
growth of the amount of subcarriers, the energy
consumption of FDMA has a corresponding
increase. Orthogonal frequency-division multiple access (OFDMA) is an enhanced version
of OFDM for multiple users, where each user
is assigned one or more OFDM symbols and
subcarriers. Single carrier FDMA (SC-FDMA)
using single carrier modulation and frequency
domain equalization has lower peak-to-average
power ratio without decreasing performances
compared to the OFDMA system (Myung et al.
2006b,a). Li et al., developed a VLC proposed
system in combination with the SC-FDMA
system. And the simulation results showed a
better performances than OFDM system in
nonlinear channel. The system protects LED
devices lifetime and humans eye from over bright
as well (Li et al. 2010, 2011).
Code division multiple access (CDMA)
CDMA assigns each user a code and employs
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8.1.2

optical multiplexing techniques

Wavelength-Division Multiple Access (WDMA)
In WDMA, users can transmit data through a
shared channel at the same time using different
wavelengths. An optical tunable reception filter
can be used to identify the data sent by one
user from other wavelengths.
A significant
disadvantage of such a complex structure is
that the hardware is costly. Some indoor OWC
systems with WDMA techniques have been
proposed (Khan et al. 2012, Wang et al. 2012,
Cossu et al. 2012).
Space-Division Multiple Access (SDMA)
SDMA can use parallel spatial pipes next to
higher capacity pipes through spatial multiplexing to offer enhanced performance. Considering
that the optical signal can achieve high angular
resolution for its short wavelength, SDMA
can make use of alternative dispute resolution
(ADR) to discriminate signals from different
users and constrain co-channel interference (CCI) in the same OPA (Carruther & Kahn 2000,
Wu et al. 2012). Consequently, the complexity
of the structure is accordingly increased.
8.2

Optical MIMO

Multiple-input multiple-output (MIMO) techniques
deploy multiple antennas at both the transmitter and
receiver to improve throughput. The techniques can
improve the spectral efficiency and the link reliability.
Hence, MIMO has been taken as an important part
of modern wireless communication standards such as
IEEE 802.11n, 3GPP Long Term Evolution, WiMAX,
HSPA+ and so on. The high levels of signal power
available from multiple transmitters offer the possibility of transmitting multiple data streams in OWC
systems (Zeng et al. 2009).
Parallel single-input single-output (SISO) links
A MIMO system for OWC can be implemented
using multiple parallel single-input single-output
(SISO) links.
Such parallel communication
involves simultaneous sending of different data
streams using a transmitter array. Transmitters
and receivers should be accurate aligned so
that each detector in the receiver array can
receive data by a single source. Furthermore,
interferences between different signals must be
limited by appropriate settings of the array
structures, the source beamwidth, and the detector field of view. Raleigh et al. shows OWC
systems will experience benefits by employing
spatio-temporal MIMO channel structures where
the MIMO channel matrix is composed of SISO
subblocks (Raleigh & Cioffi 1998).
Spatial multiplexing combining
MIMO
with
OFDM forms another implementation of optical

Proceedings of the 13th Australasian Symposium on Parallel and Distributed Computing
(AusPDC 2015), Sydney, Australia, 27 - 30 January 2015

MIMO systems. Zeng et al. proposed a spatial
multiplexing indoor MIMO technique for VLC
system using OFDM (Zeng et al. 2009). Experiment results showed that the channel is highly
correlated. Therefore, different locations inside
the room experience performance degradation.
To enhance the performance, imaging diversity
receivers technique is employed to decorrelate
the MIMO channel matrix Azhar et al. demonstrating a Gigabit/s indoor wireless transmission
using MIMO-OFDM VLC system with four
transmitting signals at 250 Mb/s, a nine-channel
imaging diversity receiver is used to detect the
signals (Azhar et al. 2013).
Spatial modulation In order to relax the alignment requirement of a MIMO system, the spatial
modulation (SM) technique is proposed to add
in OWC system by Mesleh et al., (Mesleh et al.
2010). The active transmitter transmits a pulse
with certain optical power. The index of the
active transmitter is estimated at the receiver
and used to encode the information bits. For
the receiver side, a hard decision optimum decoder is used to estimate the active transmit unit and to retrieve the original information bits
(Jeganathan et al. 2008).
9

Factors that interference high-speed transmission

Different link configuration will affect the induced signal degradation. Generally, according to the existence
of a LOS path between the transmitter and the receiver along with the source beam-angle and detector
field of view (FOV), Kahn and Barry defined six kinds of indoor link configurations (Kahn & Barry 1997).
Only three of them are most commonplace configurations shown in Figs. 5 (a), (b) and (c) (Elgala et al.
2011), Yun and Kavehrad proposed another quasidiffuse link configuration based on multispot diffusing
(MSD) shown in Fig. 5 (d) (Yun & Kavehrad 1993).

Figure 5: Four kinds of LOS link configurations: (a)
Directed-LOS link, (b) non-directed-LOS link, (c) diffuse link, (d) quasi-diffuse link.
Furthermore, no matter how the OWC systems
are deployed in indoor or outdoor environments, optical communications are inevitable interfered by nature light, i.e., ambient light noise. Thus, same to
radio frequency, the signal strength of light wave will

loss in a line-of-sight path through free space between
transmitter and receiver. Such kind of loss is called
free-space path loss(FSPL) and is proportional to the
square of the distance between the transmitter and
receiver. Hence it exists in all kinds of LOS link configurations. When the LOS link configurations are
not directed, light rays fractionally travel along different paths and the propagation delays for each path
are different. These multipath dispersions cause intersymbol interference (ISI) which is unwanted phenomenon for similar symbols acting as noise to each
other, thus making the communication unreliable.
10

Open problems

1. The performance of OWC system is limited by
the modulation bandwidth of the LEDs. To
achieve high-speed data transmission, the poor
performance of such LEDs must be mitigated
through detecting only the blue peak of the emission spectrum of the white LED (Grubor et al.
2007, Foo & Kaehler 2009). Le-Minh et al.,
presented a multiple-resonant-driving equalization approach, in which each LED in a array
is set a different frequency, and the careful selection of the different responses allows a high
net bandwidth (Le Minh et al. 2008b, Le-Minh
et al. 2008a). These are expected to yield further improvements in coverage area and errorperformance by optimizing transmitter and receiver. Pre-equalisation and post-equalisation
techniques are shown experimentally to significantly improve the bandwidth available for communications using white-light LEDs. The firstorder equalizer used in the system is suitable
for implementation in analogue electronics and
will not increase the complexion too much (Zeng
et al. 2008). More complex designs are likely to
yield further improvements, and these are under
investigation.
2. Nonlinearity has a significant impact on the performance of optical systems based on OFDM.
Different from RF systems, in which the main
source of nonlinearity is the power amplifier, the
LED is the main source of nonlinearity in optical systems. In order to control the LED nonlinearity induced distortion, it is necessary to
search for an optimum DC operating point and
optimal OFDM signal power to modulate the
LED intensity. Moreover, error-performance can
be improved by considering an LED with low
voltage-current slope characteristics. Elgala et
al. demonstrated that the degradation can greatly be mitigated by using the proposed predistortion technique (Elgala et al. 2009b). A high
peak-to-average power ration (PAPR) due to the
addition of many independent frequency carriers will lead to nonlinear distortion. Reduction
techniques are proposed to reduce power backoff
levels to limit the distortion (Kang & Hranilovic
2008).
3. Broadcasting applications only require users to
receive data from LED sources. However, if
users need to transmit their requests back, uplink channels are necessary which is a challenging design task. One possible solution is through
wavelength-division duplexing (WDD) using different IR wavelengths, so that alignment or
tracking between transmitters and receivers are
indispensable. Komine et al., take use of corner
cube modulator to realize the uplink channel to
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avoid these requirements in 2003 (Komine et al.
2003). The proposed system is promising for
high-speed communication and it can avoid shadowing. Nevertheless, it still needs further investigation. An alternative solution is using the timedivision duplexing (TDD) technique to separate
the downlink and the uplink signals. Hou and
O’brien even made use of RF, instead of light,
to build up uplink in the communication system
(Hou & O’brien 2006). Further study needs to be
done to investigate other solutions and compare
the performance of all these options.
4. In a VLC system, it is necessary to adjust brightness of LEDs as time changes. Another task
is to minimize the degradation of the transmission performances when the level of illumination
changes. Pulse Width Modulation (PWM) driver can be used to apply the electrical power to
the WLED. Lopez-Hernandez et al. showed that
in a VLC system with a PWM driver providing
electrical power to the WLED (Lopez-Hernandez
et al. 2006), the transmission capabilities can be
implemented with minor changes and the data
transmission archives 500 kb/s. Moreover, independent control of the LED power supply voltage
and the data/dimming control block can overcome LED driver bandwidth limitations (Mirvakili & Koomson 2012). As other primary dimming techniques, analog dimming also needs to
be further investigated.
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5. OWC systems are required to allow for user mobility. However, the link can be lost due to movement or rotation of the OPAs. Hence, it is necessary and important to have link recovery as well
as handover mechanisms to maintain the communications, such problems are challenging and
need to be investigated.
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6. One of the the most difficult challenges is to find
where is the place for OWC in the next generation wireless landscape. There is no consensus
on how to make use of OWC in specific scenarios
in heterogeneous wireless communications.
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11

Conclusion

Radio frequency communication technique as an incumbent technology apparently has an indefinite future. However, the limitations of radio frequency prevent it from being deployed in some scenarios. In next generation of wireless communication technologies,
OWC techniques are promising supplemental technologies to radio frequency communication systems
for both indoor or outdoor cases. The development
of OWC is mostly contributed to the evolving of new
LED materials and devices, which now are undoubtedly able to replace existing incandescent and fluorescent lights devices. In this paper, a brief survey
is conducted on most advances in OWC. We investigated the potential scenarios that OWC can be deployed, main carriers of OWC research, technologies
that a OWC system could uses, and open problems
that need further study.
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Abstract
Cloud computing is a new paradigm that offers several advantages in terms of scalability, maintainability, high availability, efficiency and data processing. Infrastructure and applications are moved to the
cloud and provided as a pay-for-use service.
When designing a cloud infrastructure, it is critical
to assure beforehand that the system will be able to
offer the desired level of QoS (Quality of Service). Our
attention is focused here on simulation environments
for cloud computing systems.
This paper presents a model based on queuing
theory for service performance in cloud computing.
More complicated cloud-based proposals are then presented. Such models, based on event-driven simulation, possess scheduling capabilities for heterogeneous
and non-dedicated clouds.
The results demonstrate the usefulness of the simulation models presented for the design of cloud computing systems with guarantees of QoS under ideal
conditions and when scaling the system.
Keywords: SLA, QoS, cloud computing, scalability,
simulation
1

Introduction

Clouds [1] aim to power the next-generation datacenters as the enabling platform for dynamic and flexible application provisioning. This is motivated by
the fact that datacenters offer their computational
resources as a network of virtual services, so that
users are able to access and deploy applications from
anywhere in the Internet, driven by the demand and
Quality of Service (QoS) requirements [2]. As a consequence, by using clouds, IT companies are no longer
required to make high investments in computing infrastructures [1].
Cloud systems can be served on three different levels [3]. The first of these is Infrastructure as a Service
(IaaS), which means offering hardware, storage and
physical devices over the Internet. The second layer
is Software as a Service (SaaS), which means offering
software and hosted applications over the Internet.
Then, combining both of these, there is Platform as
a Service (PaaS), which means offering the capability to deploy applications created using programming
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 163, Bahman Javadi
and Saurabh Kumar Garg, Ed. Reproduction for academic,
not-for-profit purposes permitted provided this text is included.

languages, libraries, services, and tools supported by
the provider.
The main contribution of this paper consists of an
IaaS model proposal with QoS for clouds providing
processing and database service. The cloud is modeled as a single access point for the computing needs
of the customers being served [4]. The service center is a collection of computing resources offered to
customers (or users) by a service provider. A service
request sent by a user is usually transmitted to a web
server running a service application [5], which is associated with an SLA (Service-Level Agreement). An
SLA is a contract negotiated and agreed between a
customer and a service provider for which a customer
pays only for the resources and services used according to negotiated QoS requirements at a given price.
Job response time is perhaps the most important performance index in a cloud computing context [6]. For
this reason, it was also the QoS parameter chosen in
this work.
Quantifying the computing resources in servicing
the required QoS in a real cloud computing environment (Amazon EC2 [7], Microsoft Azure [8], Google
App Engine [9]) is a research challenge because clouds
exhibit a high variability in their demands on computing resources. Users also have dynamic and different QoS requirements. The use of real infrastructure
for benchmarking the application performance under variable conditions (availability, task arrival rate,
falling, scalability, occupancy), is often constrained
by the rigidity of the infrastructure. Therefore, this
makes it extremely difficult to reproduce the results
that it can generate [2]. Thus, it is not possible to
perform benchmarking experiments using real-world
cloud environments. A more viable and widely-used
alternative is to use simulation tools.
Some authors rely on queuing theory to simulate
real cloud behavior [3, 4, 10] while others rely more on
the possibilities of event-driven simulators, although
there is only a small set of these for cloud computing.
The best-known ones are GreenCloud [11], MDCSim [12], iCanCloud [13], NetworkCloudSim [14] and
CloudSim [2], the one chosen in this paper.
First of all, we develop a theoretical model based
on queuing theory with ideal conditions for a cloud
proposal designed for process and data servicing. The
main drawback is the difficulty of reproducing it in
real clouds. Then, the same model is taken to an
event-driven simulation environment. We also extend
the model by providing it with a two-level scheduler to
map tasks to processing nodes according to their processing power and availability. The top level assigns
virtual machines to hosts, and the bottom one maps
tasks to virtual machines. Finally, the CloudSim implementation of the even-driven simulator is also presented in this article.
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The remainder of this paper is organized as follows. Section 2 details the related work. Section 3
presents the design of a cloud architecture and Section 4 its queuing theory model. Next, a more realistic scheduling model based on event-driven simulation
is presented in Section 5. Extensive experimentation
(Section 6) shows the performance and good behavior
of our proposals. Finally, Section 7 outlines the main
conclusions and future work.
2

Related Work and Motivation

Simulation-based cloud approaches offer significant
benefits by allowing cloud services to be tested
in repeatable and controllable environments; correct framework bottlenecks before deploying on real
clouds; and experiment with different scheduling polices and workload to determine resource performance
on simulated infrastructures [14]. We investigate two
kinds of simulators, ones based on queuing theory and
the others on discrete events.
The problem of computer service performance
modeling subject to such QoS metrics as response
time, throughput, network utilization and so on, have
been extensively studied in the literature [4, 23, 24].
For instance, in [23], Karlapudi proposed and validated a web application performance tool for the
performance prediction of web applications between
specified end-points. In [24], Mei addressed the problem of an end-to-end QoS guarantee for VoIP services.
In [29], authors present a modeling technique of
using Jackson’s network theorem to characterize the
performance of mashup multiple servers in cloud computing environments. Their proposed model aims
to predict the breakpoint where the waiting time in
mashup cloud servers would sharply increase. In [30],
authors evaluate the possibility of using Microsoft
Windows Azure as a platform for HPC applications
and outline the challenges encountered during porting applications and their resolutions. Furthermore,
they introduce a metric to measure the efficiency of
Cloud Computing platforms in terms of performance
and price. In [31], authors present a continuum of
four scheduling polices along with an analytical resource prediction model for each policy to estimate
the level of resources needed to operate an efficient,
responsive, and reliable virtual cluster system.
In [4], the authors obtained the response time distribution of a cloud system modeled on a classical
open network M/M/m, assuming an exponential density function for the inter-arrival and service times.
By using the response time distribution, they determined the optimum level of service and the relationship between the maximum number of tasks and
the minimum number of resources (virtual machines).
For a given computing service, the authors obtained
the level of QoS services in terms of response time
that can be guaranteed. The complexity of other
queues (G/M/m, M/G/m, G/G/m) comes from the
impossibility of obtaining a closed formula to represent the probability distributions of the response
or waiting time of customers in the queue [3]. Our
work does not focus on research into specific queuing theory challenges but rather on the use of existing models for designing and testing the performance
of cloud systems. In addition, problem arises when
trying to incorporate scheduling, heterogeneity, user
workload and occupancy emulation or sophisticated
network connections between their forming computational resources that make them up.
To deal with this problem, data-driven simulators
have been taken into account, thus allowing research
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into the behavior of large scale distributed systems.
There are a great range of simulators focused on simulating grid computing systems, such as MDCSim [12],
GridSim [25], GangSim [26]. Grid simulators have
been used to evaluate costs of executing distributed
applications in grid/cluster infrastructures [25]. The
most popular among these is GridSim. The GridSim
toolkit is a Java-based simulation toolkit that supports the modeling and simulation of heterogeneous
grid resources and users spread across multiple organizations with their own policies for scheduling applications. It supports multiple application models and
provides primitives for creating and deleting application tasks, the mapping of tasks to resources and the
managing of tasks and resources [25]. However, none
of the current grid system simulators can be directly
used for modeling cloud-computing environments [2].
The CloudSim framework was originally built on
top of the GridSim toolkit [25]. CloudSim is the most
advanced ([14]) among the cloud simulation environment, more so than GreenCloud [11], MDCSim [12],
iCanCloud [13] and NetworkCloudSim [14]. It scales
well and has a low simulation overhead and is also
the most widely used in current research publications
[15, 16, 17]. NetworkCloudSim is capable of simulating real cloud datacenter networks and applications
with communicating tasks, such as MPI, with a high
degree of accuracy compared to the real ones [14]. As
the use of complex MPI applications falls outwith the
scope of this work, the good accuracy of the CloudSim
(the base platform of NetworkCloudSim) for simulating embarrassingly parallel applications justifies it
being chosen for this work. Embarrassingly parallel applications, the ones used in this work, require
no synchronization or communication between tasks.
They are much simpler than the more complicated
MPI distributed applications, which need to interchange intermediate results between tasks. So our
efforts have been centered on CloudSim. No other
additional features were needed to support complex
communication, as in the case of NetworkCloudSim.
Thus, we can state that the behavior of our models is
in line with real clouds.
3

Cloud Architecture

As stated in [4], most current cloud computing infrastructures consist of services that are offered and delivered through a service center, that can be accessed
from a web browser anywhere in the world. The two
most significant components of a cloud-computing
framework are the Front-end and the Back-end. They
are also the main components of our cloud architecture, the base platform on which we develop our proposals.
3.1

Front-end

The Front-end is the gateway to the cloud and consists of the software components and the interfaces
needed to connect to the platform using remote client
applications [5]. Normally, these applications use
standard web protocols to access the system and an
authentication protocol that allows access to authorized users. All requests are processed by the scheduler, which sends the selected tasks to the queue of the
Back-end. For simplicity, a First-Come-First-Serve
(FCFS) scheduling policy was assumed.
Furthermore, user requests are usually received by
the web server, which is also in charge of tasks running in the Back-end. This application/service is associated with an SLA. The interface and negotiation
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processes are usually performed at the Front-end.
As we are proposing a generic system, application
workflows other than embarrassingly parallel applications will not be considered in our model, thus avoiding deadlock situations. All arriving tasks forming
the applications will consist of web requests served
by the Front-end.
3.2

λ

Processing servers:
Virtual machines responsible for performing
most of the computation.
Data servers:
Virtual machines whose main task is to perform
database transitional operations.
We are interested on modeling this part of the
cloud, namely the Back-end. In doing so, we first
deal with a model based on queuing theory (Sec. 4).
Next, we propose a more realistic way of modeling the
cloud Back-end, based on event-driven simulation.

E

λ

N2

(1−δ)λ

δ

δλ

Nm

D

µ i=µ

Figure 1: Queuing theory architectural model.

Back-end

The Back-end is really the part of the cloud were the
main HPC processing is performed. The Back-end
functions include management of the job queue, the
servers and their virtual machines and the storage
servers. For clarity purposes, we have only considered one storage (i.e. database) server. Note that,
internally, this server could be composed by a clustered database.
The Back-end is made up of two different kinds of
server:

4

N1

As a result of being considered as an open Jackson
network, the response time (T ) of the global cloud
architecture is the following:
T = TE + TN + TD
(1)
TE represents the response time of the Entry node,
modeled as an M/M/1 queue. Thus, TE is defined as
(see [18] for more details):
TE =

1/l
,
1 − λ/l

(2)

TN represents the response time of the servicing
nodes that actually process the user requests. As
these servers are modeled as an M/M/m queue, according to [19], the response time of such a queue is
defined as:
TN =

1
C(m, ρ)
+
,
µ
mµ − λ

(3)

The term C(m, ρ) represents Erlang’s C formula,
which gives the probability of a new client joining the
M/M/m queue. Erlang’s C formula is defined as [18]:

Cloud Architecture Modeling

To model the Back-end, we propose a multi-server
system based on the queuing model (see Fig. 1), representing an Open Jackson network [20, 21].
This network has a single Entry point E. This
server acts as a load balancer, which forwards the user
requests to one of the processing nodes Ni , where i =
1..m. The load balancer is represented by an M/M/1
queue with an arrival and service rate modeled by an
exponential pdf with parameters λ and l respectively,
where λ < l.
A processing node Ni is a node, core or processor
representing the physical computational resources of
our cloud architecture where the services are computed. The selected Ni node performs the service
required by the user request. All Ni nodes are identical (homogeneous) and are modeled as an M/M/m
queueing system. Each Ni node has the same service
rate and is equal to µ, this is µ = µi , i = 1..m.
Each Ni node accesses D (Database) with a probability δ. D represents a database server and serves to
model the access to files, directories and databases or
to any kind of I/O access to secondary memory during the service in the cloud architecture. This is an
important consideration to be taken into account because I/O interference between virtual machines is an
important issue. D is modeled by an M/M/1 queue
with exponential arrival and service rates of δλ (according to the rules of the open Jackson network) and
d respectively.
Connecting servers with exponential arrival and
service distributions in a feedforward (without feedback paths) are independent from each other and preserve pdf distributions [22]. So, λ is the feeding distribution for the customers leaving the Entry node
(E).


C (m, ρ) = P
m−1
k=0

(mp)m
m!

(mp)k
k!

+




1
1−ρ



(mρ)m
m!



1
1−ρ

,

(4)

where ρ = λ/µ.
Finally, TD represents the response time of the
Database server, D. As D is modeled as an M/M/1
queue, similarly to TE , TD is obtained as follows:
TD =
5

1/d
,
1 − δλ/d

(5)

Scheduling

The Back-end can be divided into two levels, the
physical hosts and the virtual machines. Tasks
are assigned to virtual machines, which are in turn
mapped to a sort of computing clustered resources
(cores/processors, main memory, secondary memory
and network bandwidth). As a consequence, we extend the functionality of the previous model by taking
these issues into account. In doing so, we propose a
two-level event-driven scheduler to map tasks to processing nodes according to their processing power and
availability. The top-level scheduler assigns virtual
machines to hosts (named Virtual Machine Scheduler), and the bottom one assigns tasks to virtual
machines (named Job Scheduler).
5.1

Virtual Machine Scheduling

Our virtual machine scheduling criteria is based on
minimizing power consumption. Note that, ideally,
the total response time of the tasks assigned to virtual machines should not be affected by the virtual
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machine scheduling policy. This is because each virtual machine has its own requirements in terms of
computing capacity, and regardless of which physical
host is selected to allocate the virtual machine, it will
always have those minimum requirements. For this
reason, the criteria selected for the virtual machine
scheduling policy was minimizing the power consumption. Note that this scheduling level has nothing to do
with Section 4. Those are really two separate issues.
The way that virtual machines are allocated to
physical hosts will determine the energy consumption
of the whole system. Energy consumption is not lineal and modeling it would lead to a complex analytical problem [17]. In order to solve that, real data
on power consumption obtained from benchmarks is
used.
Instead of using an analytical power model for the
physical hosts, we utilize real data on power consumption provided by the results of the SPECpower benchmark 1 , as in [17]. This is also the power model used
in CloudSim. As an example, Fig. 2 shows the power
consumption of two HP machines, obtained with the
SPECpower and implemented in CloudSim.
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Figure 2: Power consumption for two HP machines.
The following are two policy proposals for the virtual machine scheduler.
5.1.1

Round-robin VM Scheduling

First of all, we present Round-robin, the first policy
for scheduling virtual machines (V M ) to hosts. Virtual machines are assigned to hosts by following a
circular ring ordering. In this first approach, no considerations about power consumption are taken into
account. The main aim of this simple vm scheduling
is to present the policy implemented by the CloudSim.
Apparently, a wide margin from improvement is left
to the following policy.
5.1.2

Power-aware VM Scheduling

We propose a custom policy, called “Power-aware
Virtual Machine Scheduling”, that assigns V M s to
hosts based on the number of free cores (see Alg. 1).
For each virtual machine to be allocated, we select
the host with the fewest cores available which can
host it. This way, hosts with less capacity are used
first, decreasing the energy consumption as the more
powerful hosts can meanwhile be idle.
For each virtual machine (V M ) to be allocated (from list vmList), Alg.
1 selects the
host (hostsel ) with fewest available cores from the
host list (hostList) after the assignment (minAC)
that suits the requirements of the current virtual
machine (vm.requiredCores). Finally, it assigns
1
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SPECpower benchmark. www.spec.org/powers sj2008/

Algorithm 1 Power-aware virtual machine allocation algorithm
minAC=∞;
for all vm ∈ {vmList} do
for all host ∈ {hostList} do
C = host.availCores − vm.requiredCores;
if (C > 0 && C < minAC) then
hostsel = host; minAC = C;
end if
end for
vm.assignHost(hostsel )
end for

the current virtual machine to the selected host
(vm.assignHost(hostsel )).
5.2

Job Scheduler

The minimisation of response time is addressed by the
bottom scheduler, or Job Scheduler. The heuristics
of this scheduler are focused on reducing the time of
parallel jobs (or tasks), thus providing the QoS as
agreed at the SLA. However, we will not delve into
interface nor negotiation mechanisms. We are only
interested in obtaining the best scheduling according
to the response time performance.
Two job scheduler proposals are presented. In
the first version, Round-robin, we simply transferred
the queuing model to an event-driven model as accurately as possible by defining a single scheduling policy for the processing nodes (Ni , from Fig. 1). Note
that a processing node refers to a virtual machine
as presented in Section 5.1. In the second proposal,
we increased the accuracy of real cloud environments
by providing the scheduler with the functionality of
dealing with additional processing element features,
such as workload occupancy and processing capabilities (heterogeneity).
5.2.1

Round-robin Job Scheduler

First of all, we present Round-robin, a policy analogous to the one presented for scheduling virtual machines (Section 5.1.1), but which schedules jobs instead. We suppose the system is entirely dedicated
to processing our servicing requests. That means the
cloud is entirely dedicated to processing arriving services (tasks making up an embarrassingly parallel application) in any order from one user. This simplifies
the scheduling task, that is the selection of the Ni
nodes of Fig. 1, in order to process the processing
requests.
We also suppose, as in Sec. 4, that each Ni node
has the same computing power. The mapping policy of tasks to nodes Ni , implemented at the E node,
is quite simple. The nodes are scheduled in a single
Round-robin manner, without taking either their occupancy or computing power into account. We also
named this scheduling version “Round-robin”.
Communication costs have not been considered.
Network latency in sending tasks from the E to one
Ni , and from one Ni to D are negligible. This is the
case when all these cloud components are physically
located in the same machine, where communicating
costs are low enough to be ignored.
Another aim of this first version of the eventdriven implementation is to construct the base model
to compare with the queuing system designed in Sec.
4 and the improvements added in the Balanced version.
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5.2.2

Balanced Job Scheduler

6

We provide the E with a scheduling policy which is
able to deliver jobs to the best processing node Ni .
We named this scheduling version “Balanced ”. Assignments take into account both the occupancy and
computing power capacity of each Ni node. This feature will provide the model with the ability to simulate heterogeneous environments. Nowadays, the disposal of a great range of computing power nodes in
cloud systems is very common. Over time, cloud centers acquire new computational resources as needed,
and these are hot-plugged to the pool of processing
nodes without restarting the system. Consequently,
the Ni nodes can become quite heterogeneous with
time.
Starting as a reference point the work done in [28],
we define the Effective Power (Γi ) of each node Ni as
a function of the relative computing power and the
availability of such a node. The scheduler will assign
a new task entering to the Ni node with the highest
Effective Power. Formally, Γi is defined as follows:
Γi = Pi · Ai ,

(6)

where Pi is the relative computing power of node i
(Ni ) with regard to the most powerful node in the
pool of processing nodes. The values of this parameter are in the range 0 < Pi ≤ 1, where Pi = 1 means
node i is the most powerful one and Pi < 1 otherwise.
The Pi value can be obtained by benchmarking applications, as described in [27]. The availability (Ai )
of a node Ni is defined as the complement to one of
its percentage of occupation. Ai = 0 when the CPU
is fully occupied and 0 < Ai ≤ 1 otherwise.
As a consequence, the Effective Power value is in
the range (0..1], where Γi ≈ 0 means node i is unable
to execute any task and Γi = 1 implies tasks can be
executed at full speed in such a node.
Algorithm 2 Balanced job scheduling algorithm
Γmax = 0
for job : jobList() do
for node : nodeList() do
A = 1 − (node.workload/sum{jobList.workload})
P = (node.power/max{nodeList.power})
Γ=P ·A
if Γ > Γmax then
nodesel = node
Γmax = Γ
end if
end for
job.assignN ode(nodesel )
end for

Based on the considerations above, the Balanced
job scheduling algorithm is presented in Alg. 2. It distributes a job to the node with the highest computed
Γ, which depends on its A and P . A is obtained as
the complement to one of the workload of such nodes
compared to the total workload, the sum of the overall
jobs (1 − (node.workload/sum{jobList.workload})).
There are many ways to estimate the workload.
It can be supposed, for example, that jobs are
made up of homogeneous tasks, and that a task
is the unity workload. So a node with one job
with 8 tasks would have a workload equal to 8.
The computing power P of a node is obtained as
the relation between its power and the maximum
(node.power/max{nodeList.power}). Each job from
list jobList will be mapped onto the node in the pool
of processing nodes nodeList with the maximum computed Γ (job.assignN ode(nodesel )).

Results

We present an analysis of how the response time is affected by modifying some of the metrics in the models presented. First of all, we analyze the queueing
theory-based model of the Back-end part of the cloud
architecture. Secondly, a set of simulations is performed using the CloudSim framework. Our purpose
is to verify the cloud architecture when scaling the
computing resources of a cloud site. The scheduling
proposals (the Power-aware Virtual Machine and the
Job Scheduling policies) are also tested below. Next,
the computing resource utilization of a unique cloud
site is analyzed. Finally, we show the performance
when scaling the number of cloud site’s (datacenters).
6.1

Queuing Theory Simulation

The Back-end architecture discussed in Section 3.2,
modeled through a mathematical approach (the queuing theory) and presented in Section 4, was implemented using the mathematical software Sage 5.32 .
The parameters used in the implementation are described below:
λ Arrival rate. Average number of requests reaching
the system per unit of time. 1/λ is the mean
inter-arrival time. We aimed to show how response time (T ) is affected by varying the parameter λ. The number of processing servers (m)
represents the total number of processors, cores
or nodes dedicated to servicing requests. Changing this parameter will show the impact of adding
or removing servers to the system.
δ Database access probability. The probability that
an incoming request needs to access the database
node D. Not all requests will always require access to the database server. Note however that
this probability will usually be relatively high.
µ Service rate. This describes the speed at which
the web servers handle the requests. 1/µ is the
mean service time. The total service rate of the
system must always be greater than λ for the
system to be stable. This value was modified
through the tests in order to check the impact
on performance. Although service rates of E (l),
Ni i = 1..m (µi ), and D (d) could be different,
in order to simplify the experiments, it was assumed that they all had the same value. Thus,
throughout the test, we supposed l = µ = µi = d.
Figs. 3a and 3b show the response time (T ) obtained in the queuing simulator by increasing the arrival rate (λ) for one and 1000 servers, respectively.
The response time decreased from one to 1000
servers servers. However, the response time stabilized
quickly when the number of servers increased beyond
ten. The explanation for this phenomenon can be
found in the utilization of the Ni nodes (see Fig. 4),
defined as ρ = λ/µ.
From Fig. 3 and Fig. 4, we can derive that the response time stabilizes with server utilization (ρ). In
Fig. 3a, when the entering arrival rate for requests
to the system, which in turn equals the arrival rate
in the pool of servers (λ), is high, the utilization (ρ)
approaches one. Adding servers to the Ni nodes, led
the utilization rate of the M/M/m queue to decrease
and the response time to stabilize. For this reason,
there is an upper bound above which, adding more
Ni nodes means hardly any decrease in the system’s
2

Sage. http://www.sagemath.org/
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(a) Response time (T ) with 1 server.

(b) Response time (T ) with 1000 servers.

Figure 3: Response Time (T ) with 1 and 1000 servers.
Prior to presenting the implementation, let us introduce some CloudSim terminology. CloudSim manages a set of entities, described as follows:
Host.
Physical machine which can be divided into several virtual machines.
PE.
Processing Element. This represents a CPU unit,
defined in terms of Millions Instructions Per Second (MIPS).
VM.
Virtual machine. An abstraction of a host (physical machine), with its own RAM Memory, CPUs,
secondary memory storage and bandwidth. Each
virtual machine is assigned to a specific broker.
Figure 4: Utilization (ρ = λ/µ) rate.
response time (T ). In Fig. 4, we can see how utilization (ρ) quickly decreases when servers start to
be added to the system. For values above 10, the
degree of utilization scarcely decreases, although its
value approaches asymptotically to 0.
6.2

Event-driven Simulation

Once the queueing theory-based model had been implemented, we used the CloudSim 3.0.2 software [2] to
implement the cloud as an event-driven simulation to
verify the behavior consistency of the proposed models. The performance of the Back-end implemented
was measured in an event-driven simulator.
From then on, we used a new cloud event-driven
simulation environment, based on a real machine with
two processors AMD Opteron 6,172 processors, 144
GB of Memory and 4.5 TB of secondary memory storage3 . Each processor was composed of 12 cores (P E
Processing Elements) at 2.1 GHz and 3,150 MIPS
each. By using CloudSim, it was possible to emulate
the same machine reliably. Virtual machines have a
different number of P E (CPU) depending on each
test, and all the P Es were configured to 3,150 MIPS
and 4,096 MB of Memory. The number of virtual machines depends on the simulation performed below.
3
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Broker.
Entity responsible for handling the service requests made by the cloud users. A virtual machine list and a cloudlet list are submitted to
each broker. This entity is used internally in the
simulations.
Cloudlet.
Represents an application service or a cloud task.
The work to be done is specified by giving its
execution length (number of instructions) to be
executed in the virtual machines. Each cloudlet
is assigned to a specific broker.
Datacenter.
Set of hosts. Cloudlets (representing applications, tasks or jobs) are delivered to datacenters
in order to be executed. At least one datacenter
is needed to run a simulation.
We first measured the behavior of a single cloud
site by scaling the number of jobs to be processed
in the Back-end. In order to measure the scalability of a cloud site, we evaluated the job execution
times in function of their size. Fig. 5a shows the performance in the execution of the cloudlets (in time
units) for three different application (job) sizes (100,
200 and 500 cloudlets, i.e. services or tasks). We used
two equal virtual machines with two P Es. Each service (task) was specified by defining its cloudlet size,
in other words, the number of instructions (in thousands). Its size in turn is determined by the number
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of instructions required to complete the cloudlet. As
can be observed, for each job, times increased linearly
with the size of the cloudlets. Measurements were
obtained for 0, 20, 000, 40, 000 . . . 100, 000 instructions per cloudlet. In addition, for the same task size,
the execution times increased proportionally with the
number of cloudlets. Although the results are logical
in ideal conditions, real clouds are not accurately represented because the shapes of the time lines should
behave asymptotically and not so linearly.

values gave similar results.
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Figure 6: Execution times depending on the number
of virtual machines and the number of hosts.
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We can appreciate that increasing the number of
virtual machines and hosts significantly decreases the
total execution time of the jobs. From Fig. 6, it can
be seen that by adding virtual machines, the system
will approach asymptotically a limit where it does not
have enough computational resources (RAM, CPUs,
etc.. making up the hosts) to map the cloudlets (i.e.
the cloudlet instructions), and so the execution time
stabilizes. Similar behavior occurs when adding more
hosts without adding more virtual machines.
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(b) Variable job size.

Figure 5: Execution times for three scenarios (100,
200 and 500 cloudlets).
In order to solve the linearity presented in the previous figure (Fig. 5a), we defined a different policy
for workload arrival. Fig. 5b shows the total execution time of all the parallel jobs submitted to the
system (and as before, with job sizes of 100, 200 and
500 cloudlets) when the size of each job is not constant. For each kind of job, the number of instructions
per cloudlet was also varied from 0..100, 000, in increments of 100, 000/(number of cloudlets). For example, for the case of 500 cloudlets, the increment was
200. In addition, each job was executed separately
and all its component cloudlets were submitted at the
same time. Cloudlets were executed in increasing size
without delays between consecutive executions. Each
cloudlet should be waiting for the execution of the
previous one. This way, we simulated two aspects of
real cloud computing systems, the sharing of cloud resources by the workload and the non-linear property
of the most real cloud systems, a key feature not provided by other simulation systems of the literature.
Furthermore, it was very useful in order to perform
stress testing, although this kind of arrivals may not
represent realistic or probable arrival rates.
Fig. 6 shows the system behavior when scaling
it by increasing the number of virtual machines and
the number of available hosts. The simulation environment was configured with one datacenter and
1, 000 cloudlets with a size of 100, 000 instructions
each. Further experiments by varying the parameter

We measured the two proposed schedulers and their
different versions. Firstly, the performance of the virtual machine allocation policy that maps virtual machines into hosts was tested. Lastly, we checked the
job (cloudlet) allocation scheduler, which determines
the virtual machine the cloudlets will be executed in.
6.3.1

Virtual Machine Scheduling

In Fig. 7, we applied the Power-aware policy defined in Sec. 5.1.2 and compared it with the default
CloudSim policy, which is based on the Round-robin
scheduling algorithm, and defined in Sec. 5.1.1. The
way virtual machines are allocated to hosts determines the power consumption of each host and eventually the energy efficiency of the whole datacenter.
The simulation environment was configured with a
heterogeneous set of 27 V M of three different types:
20 V M with 1 core, 5 V M with 8 cores and 2 V M
with 4 cores. Each core had a capacity of 3150
MIPS. The simulation was carried out from 100 to 500
cloudlets with two different policies. All the cloudlets
had 10,000 instructions. The datacenter had three
different hosts. The first with 12 P E of 5,000 MIPS
each, the second one with 24 P E of 6,000 MIPS each,
and the third one with 48 P E of 6,300 MIPS each.
The results in Fig. 7 show a significant improvement in the energy consumption of the datacenter
when compared to the default Round-robin policy,
with a 7, 9% reduction of the consumption. This denotes how allocating virtual machines efficiently can
lead to a more power-efficient system.
Note that allocating virtual machines to hosts does
not affect the response times of the tasks that will
be later assigned, as each virtual machines are only
assigned to hosts that fulfill its computing resource
needs.
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Memory and Bandwidth). In the next experiment,
we defined two datacenters and three customers. The
first and second datacenter held 4 and 200 hosts respectively. Fig. 9 shows the resource utilization of
the first datacenter. The utilization behavior of the
second datacenter is very similar.

Round-robin
Power-aware

60

CPU (MIPS)
RAM (MB)
Bandwidth (Mbps)

50
100

200

300
Cloudlets

400

500

40
30

Figure 7: Energy consumption (in kW) of two different V M allocation policies.
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6.3.2

0

Job Scheduling
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In the following section, we discuss cloudlet (task) allocation to virtual machine policies (see Section 5.2).
As opposed to the previous section (Sec. 5.1), cloudlet
mapping has a direct impact on the response time of
the system and determines finishing task times.
In Fig. 8, we applied the policy defined in Sec.
5.2.2 and compared it to the Round-robin scheduling
policy (described in Sec. 5.2.1). The simulation environment was configured with a heterogeneous set of
6 V M of three different types: 2 V M with 1 core, 2
V M with 2 cores and 2 V M with 4 cores. Each core
had a capacity of 3150 MIPS. A total of 6 simulations were performed, for 100 cloudlets, 200 cloudlets
and 500 cloudlets with two different policies. All the
cloudlets had 100,000 instructions. The first policy
was the default policy included in CloudSim, which
is a Round-robin algorithm that distributes cloudlets
in equal portions and in circular order to the different
available V M (as in Sec. 5.2.1). The second policy
consisted of the one described in Sec. 5.2.2, based on
the Formula 6 (Γi = Pi · Ai ).
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Figure 8: Total response time using two different
cloudlet allocation policies.
The results in Fig. 8 show that taking the capacity
and the availability of the V M s into account in a heterogeneous environment improved the performance of
the system significantly when compared with the default Round-robin policy. The gains reached 25%.
This improvement is due to considering not only
the computing capacity of the V M s, but also its current state. Thus avoiding overloading the most powerful V M s while leaving the less powerful ones underloaded.
6.4

Resource utilization

In this section, we are interested in measuring the
utilization of the computing resources (CPU, Main
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Figure 9: Resource utilization. Datacenter 1.
We can appreciate how the datacenter analyzed
experienced a peak of CPU utilization during the beginning of the simulation that then stabilized with
time. This is explained by CloudSim first having
to schedule and allocate all the customer’s jobs in
the respective virtual machines. Next, the amount
of resources needed to keep executing the jobs decreased until it stabilized. Note that the Memory
and CPU utilization are closely correlated. However,
the CPU was in an upper scale of magnitude. It
can be appreciated that no network bandwidth was
used. There was no communication between job tasks
(cloudlets). This is the distinctive feature of the parallel applications we used throughout the experimentation, namely the embarrassingly parallel ones
6.5

Cloud Site Scalability

In this section, we measure the impact of having multiple sites (datacenters). In doing so, we scale the
number of sites. The concept of doing this is depicted
visually in Fig. 10.
In Fig. 11a, two datacenters were added to the one
used previously in the simulation in order to test the
scalability of the system. These two datacenters had
the same characteristics as the one previously defined.
The simulation environment was configured using 500
cloudlets, each requiring 1,000,000 instructions and a
total of 60 V M with 2 CPU and 4,096GB RAM each.
We can appreciate in Fig. 11a that the total execution time significantly decreases when one more
datacenter is added. In this case, CloudSim used
a Round-robin filling-up scheduling policy. When a
datacenter is at its full capacity, incoming tasks are
submitted to the next one, following a ring order. We
can see that execution times tend to stabilize.
In Fig. 11b, further testing was done to verify
the scalability. A total of seven datacenters with the
same characteristics as the ones used in the previous
test were used. The simulation environment was configured using 130 V M and 1,000 cloudlets each with
1,000,000 instructions. We can verify how the behavior from Fig. 11a is still valid when scaling in both
senses, the amount of computing resources and the
application size.
Having multiple datacenters also ensures a higher
level of robustness. Even if one or more datacenters
falls or becomes unavailable, the workflow of incoming tasks can be redirected to other datacenters by
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Figure 10: Cloud site scaling.
cantly. The mapping of virtual machines into physical
hosts was demonstrated to be important from the energy consumption point of view (the savings reached
7.9%), whilst job scheduling into virtual machines improved response time by up to 25%.
As future work, we plan to develop new scheduling policies taking into account more complicated
jobs, with communication and synchronization between their component tasks. Moreover, we want to
develop further models that also consider data replication and multiple storage servers. We also are working on the design and deployment of our proposals
into real clouds by means of the OpenStack4 platform.
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applying a heuristic policy, increasing the fault tolerance of the whole system enormously.
7

Conclusion and Future Work

In this paper, a model for designing cloud-computing
architectures with QoS is presented. We presented
two main alternatives for doing so. The first one,
based on queuing theory and the open Jackson networks, was selected as the basic means of guaranteeing a certain level of performance according to
the response times of such networks. Secondly, the
need to design more accurate schedulers for real sites,
that is, non-dedicated and heterogeneous clouds, led
us to develop new event-driven simulation policies.
It is demonstrated that our proposal, a two-level
scheduling algorithm, improved performance signifi-
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Abstract
Goal accomplishment tracking is the process of
monitoring the progress of a task or series
of tasks towards completing a goal.
Goal
accomplishment tracking is used to monitor goal
progress in a variety of domains, including
workflow processing, teleoperation and industrial
manufacturing. Practically, it involves the constant
monitoring of task execution, analysis of this data
to determine the task progress and notification
of interested parties. This information is usually
used in a passive way to observe goal progress.
However, responding to this information may prevent
goal failures. In addition, responding proactively
in an opportunistic way can also lead to goals
being completed faster. This paper proposes an
architecture to support the adaptive planning of tasks
for fault tolerance or opportunistic task execution
based on goal accomplishment tracking. It argues
that dramatically increased performance can be
gained by monitoring task execution and altering
plans dynamically.
1

Introduction

The aim of many automated and semi-automated
systems is to achieve a defined goal. A goal can be
defined as a desirable state of the world (Ghallab,
Nau & Traverso 2004). Goals are domain-specific
and can be physical (Small, Mann & Lee 2013),
business-centric (Marks, Mathieu & Zaccaro 2001)
or computing related (Deelman, Singh, Su, Blythe,
Gil, Kesselman, Mehta, Vahi, Berriman, Good, Laity,
Jacob & Katz 2005). Completing a goal amounts to
choosing and then performing those actions that are
required to change the state of the world from the
current state to the desirable goal state. A complex
goal is completed through the navigation of a plan
consisting of a tree of interdependent tasks, with each
parent task relying on the fulfilment of all its child
tasks.
A completed goal might lead to a physical action,
a log entry, a human notification or a trigger for
another process. To achieve a goal it is normal
that a series of tasks must be accomplished, often
in a workflow (Deelman et al. 2005, Ghallab, Nau
& Traverso 1995). Knowing the current state of the
Copyright c 2015, Australian Computer Society, Inc. This
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Parallel and Distributed Computing (AusPDC 2015), Sydney,
Australia, January 2015. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 163, Bahman Javadi
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goal progress is important to determine if everything
is going smoothly or if there is a problem.
Goal accomplishment tracking is used to monitor
a series of tasks that are intended to meet a goal.
Tasks are monitored, intermediate and final results
are analysed and the progress of the goal is calculated.
The outcome of this process is normally a simple
completion notification. Monitoring of sub-goals is
useful in a number of fields, such as monitoring
tasks in scientific workflow execution (Deelman
et al. 2005), monitoring of teams in business team
management (Marks et al. 2001) and monitoring
robotic exploration (Small et al. 2013).
Goal accomplishment tracking can be applied to
any area that uses a series of tasks to attempt to
meet a high-level goal. For a simple goal with a small
number of tasks, Goal accomplishment tracking can
be used to give a simple indication of progress, by e.g.
parsing log files. For a complex workflow based goal,
it can be used to reveal complex task relationships.
Although generally used for passive informational
reasons, goal accomplishment tracking has the
potential to trigger a response in the event of a goal
completion being at risk. It can also trigger responses
in the event of a potential opportunity to improve
the goal completion time. These events are likely
when there are incorrect assumptions in the task
descriptions or unforeseen environmental changes.
Reacting to problems and opportunities involves
changing what is currently happening in terms
of the task plan.
This could mean a number
of different actions (Lee, Sakellariou, Paton &
Fernandes 2007), including creating new tasks,
removing tasks, choosing alternate implementations
or reallocating resources - all of which could be called
adaptive or autonomic planning (Ghallab et al. 2004).
Adaptive planning in this scenario broadly takes
into account the current environmental conditions
together with the current plan and creates a new plan.
This new plan usually takes into account domainspecific constraints such as resource performance and
cost (Lee, Paton, Sakellariou & Fernandes 2011).
This paper proposes the use of goal
accomplishment tracking as a trigger for adaptive
planning in automated systems. In the event of the
discovery of a problem or opportunity, an adaptive
planner is triggered to analyse the current progress
of task execution and calculate a new plan. This
has potential to not only react to potential goal
failures, but also taking advantage of opportunities
to dramatically decrease the time needed to achieve
a goal.
The remainder of this paper is structured as
follows. Section 2 presents a background on goalbased systems. Section 3 introduces goal tracking.
Section 4 discusses the role of planning and introduces
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adaptive planning. Section 5 introduces a proposed
architecture for supporting adaptive planning as
the result of goal accomplishment tracking analysis.
Section 6 presents a case-study based evaluation that
gives contexts to the proposed approach. Finally
Section 7 presents some conclusions and discusses
future work.
2

Background

The idea of goal-seeking as a principle to guide
intelligent behaviour emerged early in the history
of artificial intelligence, and with it the notion of
goal satisfaction. Only a few years after the birth
of the science, notions of analysing problems by
means-end analysis, or recursive simplification of
compounds to constituents elementary enough to
be solved by trivial means were being formulated
in the hope of discovering general-purpose methods
for problem solving (McCarthy 1963, Newell &
Simon 1961). Once the language of plans, goals,
world-states and operators was established, ideas
about how to automatically generate plans - ordered
sequences of operators capable of systematically
transforming observed world-states into desireable
world-states began to appear (Winston 1984). In this
context, notions of tracking goal accomplishments
are normally expressed in rather general perceptual
terms, with the details only discussed at the level of
particular implementations, if at all. A separation
between planning and monitoring in robots was
proposed by Munson (Munson 1971), and later
expanded in (Noreils & Chatila 1995), but in these
works, monitoring occurred in the execution loop
of the robot, working at a level too low to satisfy
any need for distributed, multi-agent coordination.
Both of these monitoring systems also focused on
error detection rather than success detection: unless
an error was detected, the robot was assumed
to have succeeded in its task. The monitoring
proposed here is geared toward detecting success first
and foremost, only initialising error detection and
potential replanning if success is not achieved.
SRI’s Shakey represented an important
embodiment of this kind of deliberative planning also called the sense-plan-act paradigm - in a physical
robot (Nilsson 1984) capable of carrying out plans
in controlled static environment of wooden boxes. It
showcased Stanford’s classical automated planning
system, STRIPS (Fikes & Nilsson 1972), which could
break down task-oriented command expressions
into ordered sequences of actions selected from the
robot’s repertiore, which it would then execute.
Although Shakey was slow and could not deal with
dynamic, complex environments, later developments
of the sense-plan-act concept began to tackle these
problems. Additional layers would be introduced in
the planning part, any of which might draw on the
world model. Some layers were intended to generate
future plans - hierarchies of goals. These plans
would be decomposed into simpler commands before
being sent to lower levels for execution. Lower layers
would then further decompose the commands into
actionable tasks which would ultimately be passed
on to actuators at the lowest level. The sensing
layer is designed to keep the internal representation
of the world up to date. This was discovered to be
difficult to do in any realistic dynamic enviroment,
and intervening planning layers were later added to
suggest changes to plans based on recent changes to
the world model.
It is usually convenient to represent goals in
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the same form as observed states of the world as
provided by sensors. Checking the accomplishment
of a goal might then be as simple as comparing
it with a current set of world-state representations.
For example, if a robot is equipped with a sensor
which returns its position in two-dimensional space,
a locational goal might be specified as ‘robot at(250,
300)’. This can be directly compared to the output
of the sensor, which might return ‘robot at(240,
300)’. A more sophisticated arrangement would
involve abstracting the goal to ‘robot at(waypoint)’
and providing additional knowledge defining the
waypoint in terms of a number of sensory tests and
satisfaction condition with respect to those tests. In
this case, the waypoint is associated with a set of
GPS coordinates of an area within which the target
is found, a specific barcode known to be present at
the target an image pattern to be matched against
a known landmark through the use of an on-board
camera. The satisfaction condition is that the current
GPS coordinates must be within bounds, and that a
match on either of the other sensory indicators would
be sufficient. Such straightforward arrangements
would not always suffice, because the relationship
between sensory data and actual world states is not
always this simple. Not only does the sensitivity,
range and signal-to-noise ratio characteristics of a
given sensor affect the interpretation of its signals, but
the satisfaction or failure of some goals might involve
a subtle alteration in sensed properties, possibly
including necessary state progressions or alternatives.
Some of the literature on robot perception deals
with the control of uncertainty introduced by these
complications (Thrun, Beetz, Bennewitz, Burgard,
Cremers, Dellaert, Fox, Haehnel, Rosenberg, Roy
et al. 2000, Minguez, Lamiraux & Montesano 2005).
Futhermore, not all goals are the same, but may
have different natures based on their objective and
relation to processing. In this paper we distinguish
three types of goals: i) achieve goals, which are
simple expressions denoting a desired world state to
be reached; ii) maintenance goals, which need to be
protected (i.e. their accomplishment tests must not
be allowed to fail); iii) and opportunistic goals those
associated with a watch for particular events or worldstates, the presence of which is considered favourable.
All sense-plan-act systems depend on the system’s
ability to keep track of the state of the world. In
mathematical abstractions, data from a simulation,
model or from the real states of other software
elements, could be fed in at each planning cycle. In
physical robots, input would be made via a perceptual
system informed by electronic sensors, and updated
at every sensor sweep. Early models assumed the
availability of complete and accurate information
about the world (Schwartz, Sharir & Hopcroft
1987, Canny 1988, Latombe 1996). In systems
that realistically modelled the real world, it quickly
became clear that building and maintaining world
models of sufficient breadth, detail and accuracy,
and doing it quickly enough to be useful, were
very difficult problems.
In distributed systems,
the problem is further complicated by the need
to reconcile the possibly different world-models of
multiple agents or robots, so that cooperation can
be achieved. Difficulties of this kind eventually
led some robotics researchers to move away from
the sense-plan-act paradigm, first to the idea
of entirely model-free, reactive systems, such as
behaviour-based control (Brooks 1986, Mahadevan
& Connell 1992) then to control based on simpler,
more tractable mathematical formalisms, such as
probability theory (Cassandra, Kaelbling & Kurien
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1996, Thrun et al. 2000), and later to hybrid systems
which attempted to combine the strengths of lowlevel reactive control with those of a command
layer that could reason about plans (Gat et al.
1998, Montemerlo, Becker, Bhat, Dahlkamp, Dolgov,
Ettinger, Haehnel, Hilden, Hoffmann, Huhnke et al.
2008).
These typically used minimal interlayer
communication pipelines to try to reconcile the two
dissimilar approaches.
But there are ways of improving the efficiency and
reducing the burden of world-state modelling without
abandoning the traditional deliberative paradigm.
An update of the Shakey system, which overcome
its well-known failure in dynamic environments
by interleaving sensory layers and planning layers
and by using a superior logic formalism that
avoids the frame problem was proposed (Shanahan
2000). The STRIPS planning language has also
been improved (Bonet & Geffner 1999), but the
defacto standard planning language is now perhaps
the Planning Definition Domain Language (PDDL3 or a variant of it) (Gerevini & Long 2005)
by virtue of its use in the International Planning
Competitions (Gerevini, Haslum, Long, Saetti &
Dimopoulos 2009). Given sufficient computational
resources, the world modelling problem can be
delegated to specialised modules organised in
layers.
The best of these designs is probably
4D/RCS (Schlenoff, Albus, Messina, Barbera,
Madhavan & Balakirsky 2006). The 4-Dimensional
Reactive Control System architecture is a six-deep
hierarchy of goal-directed, sensory intelligent control
processes. Based on the idea that several different
representations of the world can be be combined
in synergistic ways, the system uses procedural
knowledge represented as production rules, while
declarative knowledge is represented in classes, frames
and semantic nets. It also includes signals, images,
and maps in its knowledge-base. Representationcrossing processes maintain a close coupling between
iconic and symbolic data structures in real-time. This
system has been the basis of a number of projects such
as the US National Institute of Standards reference
architecture for autonomous vehicles.
Erann Gat argued that the difficulty of timely
and accurate world modelling is due to improper
control of the time scales and levels of accuracy
over which model assumptions are presumed to
hold true. By leaving rapidly-changing states of
affairs out of plans, modeling world states at nonspecific abstract levels for overall guidance, and then
relegating the detailed control of actions to sensorbased action programs, these difficulties could be
greatly reduced (Gat 1993). His control architecture
based on these ideas, ATLANTIS, proved successful
in simulations and a number of real-world robots (Gat
1991). Another idea is based on an analysis of
the complexity of computing a control strategy
for sensory-motor tasks under various levels of
sensor and movement uncertainty. According to
Erdmann (Erdmann 1995), in the case of perfect
sensors, the problem is relatively easy (polynomial
time on the number of object constraints) easy, even
under uncertain action control. This led to the
concept of building a backchaining planner based on
the ideal of perfect sensors, and designing these to be
specific to a given task. Since actual construction
of perfectly informative sensors is impossible, the
question becomes one of how tolerant the planner is of
real, imperfect sensors that approximate the ideal. He
concluded that such sensors should recognise actions
that fall within ’cones of progress’ toward goal endpoints, rather than states themselves. It is not clear

that this idea ever went any further, possibly because
few researchers in this area are active in sensor design.
When tasks are distributed in multi-agent or
multi-robot systems, keeping track of goals becomes
more complicated, even while more computional
power becomes available for the purpose.
Our
approach is to quickly and efficiently compile logical
expressions that are highly constrained by available
sensors and easy-to-specify, abstract knowledge of
their relationship to important world-states. These
goal accomplishment sensing opportunities are tasks
that can be offered to multiple agents or robots in a
distributed system. One or more of these may take on
a single or multiple goal accomplishment detections
over the duration of plan execution.
3

Goal Accomplishment Tracking

All sufficiently complex automated and semiautomated (those with human intervention) activities
require the use of a plan which describes what is to
be done. Different domains use different types of
plans, but they all fundamentally consist of a set of
interdependent sequential sub-goals. They all have in
common the aim of achieving a final result or Goal.
In robotics, a plan consists of a set of observabl
world-states which the robot can accomplish by
means of navigation, manipulation and perception,
to e.g. perform a maintenance activity (Small et al.
2013). In scientific computing, a plan consists of
a set of executable tasks connected together in a
workflow to be executed on large-scale computational
resources (Deelman et al. 2005).
A useful way of abstracting these activities
generically is to represent them as a goal tree. Figure
1 illustrates this view of an activity in terms of
goals and sub-goals. There are two types of goaltrees showed here: a linear one and an acyclic
directed graph or workflow. Before each goal state
is achieved, each goat state it is dependent on must
have successfully been achieved.
Linear Goal Tree
SubGoal 1

SubGoal 2

SubGoal 3

Goal

Workﬂow Goal Tree
SubGoal 1

SubGoal 2

SubGoal 3

SubGoal 5

Goal

SubGoal 4

Figure 1: Plans, Tasks and Goals
A goal-tree has goals, represented as nodes of the
goal tree, of the form< n, g s , ti >, where n is the id
of the goal, g s is a description of the goal target state
and t is a set of i of goal accomplishment tests. For a
goal to be considered accomplished, some or all i of t
tests need to be successful. At this stage the goal is
accomplished and the process for completing the next
goal can begin.
There are broadly, three types of goals (Small et al.
2013).
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• Achieve goals (Dastani, Riemsdijk & Meyer
2006) are simple expressions denoting a desired
world state to be reached.
• Maintenance goals (Dastani et al. 2006) are
goals that need to be protected (i.e. their
accomplishment tests must not be allowed
to fail).
Maintenance goals require extra
monitoring after they have been initially
accomplished, placing an extra burden on the
monitoring system.
• Opportunistic goals are goals associated with
a watch for particular events or world-states,
the presence of which is considered favourable.
Opportunistic goals mirror maintain goals, in
that rather than demand checks for threats to
goals, they encourage checks for contingencies
favourable to goal accomplishment.
To track the progress of a goal-tree with respect
to the overall goal, the progress of each goal must
be monitored. The overall progress of the plan can
be called goal accomplishment tracking as it refers to
the plans progress towards the overall goal - this is
distinct from goal tracking which is concerned with
the goals themselves. This means testing at intervals
all of the tests in t to determine their progress towards
the accomplished state. When some or all of the tests
indicate the goal is accomplished, then it is complete.
To determine the goal accomplishment progress
whilst the plan is being enacted, the status of
each goal must be calculated. This is domainspecific and generally involves the keeping of a goal
completion log which is updated each time a task
completes. This is quite a coarse-grained data source
for determining the overall progress of the goal,
ignoring any progress during execution. More finegrained detail of the progress of the goals can only
be achieved by measuring the course of the execution
directly.
Monitoring goal progress during task execution
can be done in two different ways, i) by using
programmed checkpoints as part of the mechanism
used to complete the goal itself or ii) by observing
the world. Programmed checkpoints depend on data
from the entity that is attempting to support the
completion of the goal. The entity, such as a physical
robot or a software program, needs to report back at
regular intervals on the progress towards the goal.
The progress of a particular goal can also be
determined not just in an active way, but also in
a passive way through observation, not necessarily
from the entities attempting to achieve the goal.
Depending on the task, a variety of sensors can be
used to measure progress. For example, for a robot
navigation task by Euclidean distance between pairs
of way points, a GPS sensor on the robot can be
used to provide an estimate of the task progress.
Likewise, the progress of a data processing task can
be determined by the memory or storage usage. The
most effective way of determining the progress of
tasks towards the overall goal may be a combination
of these two approaches.
This information provides a rich source of data to
search for patterns in the activities execution. The
most likely pattern - other than a normal execution is that of a problem or fault with the activity. This
is often due to unforeseen environmental conditions
in the particular domain or incorrect assumptions in
the goal-tree itself. In robotic navigation, a GPS
black spot could cause a navigation task failure. In
scientific workflow execution a task could be delayed
due to resource contention from other workflows. All
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of these issues could be seen as a risk to the timeliness
of individual tasks and the overall goal.
In addition to looking for potential problems
during the execution of a goal-tree, if the progress
of goals is being actively monitored then there is the
possibility of looking for opportunities. Opportunities
might arise during the execution of a goal-tree to
improve the performance or accuracy of the tasks,
and their implementation by altering it. Such an
occurrence might be due to the plan being too
conservative, activities already being completed by
a third party or implementations completing more
than one goal simultaneously. Taking advantage of
opportunities as they arise might reduce the time it
takes to reach the goal or make the cost less than
expected.
Goal accomplishment tracking alone cannot deal
with potential problems or opportunities other than
notifying a supervisor or supervisory system. Any
supervisory system must take into account all plan
and environmental factors and decide what to do.
This paper takes the view that in this context, a
goal tracking system would create triggers upon the
discovery of plan problems or opportunities. These
triggers would result in continued execution, halting
of the plan, human intervention or adaptive planning.
4

Planning and Adaptive Planning for Goals
Achievement

Planning is the activity of functionally decomposing
goals and mapping them into a series of concrete tasks
to produce a concrete plan as illustrated in Figure 2.
This can lead to a plan with physical tasks, human
interaction, software execution, or a combination of
these. For example, a robotic navigation exercise
with a location-based goal will be planned to have a
series of tasks to get the robot to that location, such
as following a particular path or turning the wheels
at a specific speed. Planning a scientific computing
activity such as building maps of the sky (Deelman
et al. 2005) will involve a plan containing tasks for
moving data around, normalising data sources and
executing many programs on remote machines.
Goal Tree
SubGoal

SubGoal

SubGoal

Goal

Abstract
Plan

Planning

Task tree

State

Task

State

Task

State

Task

Goal
State

Concrete
Plan

Figure 2: Using Planning to produce a task plan from
a goal tree
These activities share the same aim; at the end
of this planning process, the plan should be concrete
and usable; with the result of its execution leading to
the successful accomplishment of the goal. Planning
can be either a manual or automatic process. In a
manual planning process a person must define the
task to be completed at each stage of the plan. The
intelligence of task implementation (the robot, human
or software), determines how precisely the tasks need
to be described. Manual planning is common in areas
involving people or for those goals involving plans
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that rely on replay, such as with repeating tasks of
industrial robots in controlled environments.
In the process of planning, an abstract goal
tree with nodes of type < n, g s , ti >, needs
to be converted to an actionable and concrete
plan.
For the purposes of this paper, a plan
may be described as having nodes of the form <
t, sstart , send , af unction , ahuman , ainstruction > where t
is the id of the task, sstart is a description of the start
state and send is a description of the desired end state.
The remaining items are actions, af unction , ahuman ,
ainstruction which are lists of software functions,
human actions or physical instructions respectively.
An edge in a plan is of the form
start
< t1 , send
> and expresses a dependency
1 , t2 , s2
between the target goal state send
of a task t1 and
1
the initial state sstart
of a task t2 . A task is a logical
2
path from one goal state g s 1 to another goal state
g s 2. The successful completion of the task would
lead the system to progress from g s 1 to g s 2. This
is illustrated in Figure 2 as the transitions in the
goal tree between sub-goals being planned as tasks
in between states of the system.
Automated Planning is the activity of producing a
plan in an automated way with no human interaction.
To perform automated planning, a piece of software,
called a planner, must take into account the final goal,
the goal tree, the environmental conditions and the
availability of resources. The planner will calculate
the most efficient plan possible, and may take into
account secondary issues such as resource contention
or cost.
An extension of automated planning is that of
adaptive planning. Adaptive planning is the task
of re-planning whilst the plan is in the process
of executing. So, unlike design-time planning, an
adaptive planner will also take into account the
current state of the goals and sub-goals. During
execution of the plan, environmental changes cause
the plan which was potentially optimal to become
sub-optimal, thus making it desirable to create a new
plan. When re-planning, it is important to take into
account the work that has already been done, so as
not to repeat effort. But note that a system that
efficiently handles opportunistic goals should not be
troubled much by this, since it would quickly detect
existing accomplishment and move onto the next work
that was still needed.
Adaptive planning in response to task execution
performance takes intro account the environmental
conditions that can affect the task. In the area
of workflow execution (Lee, Paton, Sakellariou,
Deelman, Fernandes & Mehta 2009, Lee et al. 2011)
adaptive planning is useful as there is ongoing
and dynamic contention for cluster-based computing
resources. Any decision that is made statically during
a planning or automated planning process can be
revised during adaptive planning (Lee et al. 2007).
Adaptations can be initiated and deployed for many
reasons, including:
• Changes in the environment e.g. availability of
resources.
• Changes to the goal or sub-goals e.g.
unexpected obstacle appears to the goal.

if an

• Changes due to the availability of tasks e.g. to
available robots or people
Changes to the environment, such as changes in
weather or road surface in robotics, or availability
of processing resources in workflow execution, may

prompt adaptive planning. Dynamic changes to goals
or sub-goals are possible during runtime, forcing
adaptive planning to meet the new goals. Finally,
changes to the availability of agents to support goal
accomplishment will force adaptive planning so that
the available agents are utilised. Adaptations could
be initiated for different reasons, including reactive
(based on monitoring events) and proactive (based
on prediction of future performance). In the approach
and system proposed in this paper, adaptations are
initialised for opportunistic performance and fault
tolerance reasons.
Adaptive planning in support of goal
accomplishment, shares techniques in common
with other adaptive and autonomic computing
areas (Kephart & Chess 2003).
The main
characteristic of adaptive and autonomic computing
work is the use of a feedback loop to structure the
implementation of the adaptive support software.
This feedback loop, which has the primary purpose
of collecting data and using it to aid in the adaptive
planning process is implemented differently in
different adaptive systems, but fundamentally occurs
in four phases.
The Monitoring stage collects
information about the environment, agents and
progress towards the goal. The Analysis phase uses
the collected information to determine if there are
opportunities or problems which might benefit from
adaptive planning. The Planning phase will explore
the range of possible alternative plans to determine
which plan should be used. Finally, the Execution
phase deploys the new plan.
In the context of this paper, the monitoring phase
involves the collection of a variety of information
during runtime. The information that must be
collected involves the current progress towards the
goal - this information can be collected actively
from participating agents, but also passively by using
sensors observing the environment.
Information
about the environmental conditions is also collected
and flagged if the environment has changed.
The state of the agents performing tasks are
also monitored.
The analysis phase looks for
goals potentially heading for failure as well as
potential opportunities as with Erdmann’s “cones of
progress” (Erdmann 1995). In these events, Planning
is undertaken adaptively based on the available up-todate information. Execution involves the replacement
of tasks aiming to lead to completed goals.
5

5.1

A Proposed Architecture for Goal
Accomplishment Tracking based Adaptive
Planning
Overview

For activities that can be abstracted as a series
of goals in a goal-tree, goal accomplishment
tracking introduces the possibility of revealing the
ongoing progress towards the goal.
This finegrained information allows the detection of potential
problems and opportunities that can effect progress
towards the final goal. Acting on these triggers
could lead to faults being detected and rectified,
and opportunities being acted on, reducing the
time to goal. This section introduces a proposed
architecture for retro-fitting adaptive planning to
existing systems using goal accomplishment tracking
to produce these triggers. Section 5.2 introduces the
proposed architecture. Section 5.3 discusses the range
of potential adaptive planning types. Section 5.4
provides a summary.
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5.2

The Proposed Architecture

Figure 3 illustrates a layered view of the
proposed approach of adaptive planning with
goal accomplishment tracking. The lowest layer is
the execution layer, which includes the world in which
the system operates, the system agent information
and sensors that provide observational data. This is
passed up to a supervision layer which includes goal
accomplishment tracking and sensor management.
The management of the plan is handled in the layer
above. The plan manager can only manage a current
plan, so to support adaptive planning another layer
is needed above plan management - as illustrated in
Figure 3. The progress tracker receives updates from
the execution layer and uses the trigger mechanism
to call the adaptive planner.
Adaptive Planning

Adaptive
Planner

Plan Management

Plan
Manager

Plan
Updates

plan to determine the current state of the plan - and
therefore the goal accomplishment progress.
Adaptive Planning consists of two components
that support the analysis of the current progress of
the goal and adaptive planning. The test analysis
component and plan manager allow the adaptive
planner to react to problems and opportunities
triggered by goal accomplishment tracking. The
test analysis component creates triggers based on
goal accomplishment tracking and feeds these to an
adaptive planner. The adaptive planner takes into
account environmental conditions, the current state
of the goal-tree and produces a new plan which will
be used in further execution.
The Test Analysis component is illustrated in more
detail in Figure 5. It illustrates the processes involved
in the analysis phase of adaptive planning. In normal
operation, the goal accomplishment tracking subsystem correlates progress updates from sensors with
the goal table to determine the goal accomplishment
status. When called, adaptive planning can use this
same data-set and dynamically re-plan at runtime.

Next Goal
(Desired World State)

Goal
Accomplishment
Tracking

Goal
Table
Supervision

Progress Re-planning
Updates Request

Progress
Tracker

Sensory
Sensors
Data
(World State)

Execution

World

Next Goal
Tests
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Request

Test
Analysis

Sensors

Planner
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Figure 3: Layered approach to adaptive planning with
goal accomplishment tracking
Figure 4 illustrates a proposed componentbased architecture for adaptive planning using goal
accomplishment tracking. The figure illustrates that
the Target System is being managed using a plan and
data is being collected from sensors for the purpose
of goal accomplishment tracking.

Next Goal
Ref.
Plan
Tree

Figure 5: Analysis Phase of Adaptive Planning

5.3

Adaptive Planning

Plan
Updates

Adaptive Planning

Target System
Test Analysis

Triggers

Planner
Deploy new plan

Plan Managing

Events

plan parser

There are a range of potential adaptations, which
can result from the adaptive planning process in the
proposed architecture. These are broadly in two
groups, discussed in the following sections.

Plan
Goal Accomplishment Tracking
plan manager
(main executable)

5.3.1
Sensors

test runner
Name server
plan manager
functions

progress tracker
(main executable)

Goal Test
Table

Figure 4: Goal Accomplishment Tracking and
Adaptive Planning
The Goal Accomplishment Tracking components
track the progress of goals by using a set of goal test
libraries. The use of a library containing multiple
tests allows fine grained monitoring of goal progress.
This information is passed to the Plan Managing
components, which correlates it against the deployed
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Goal to Task Mapping Adaptations

goal test libraries

In mapping adaptations the mapping from the goal
tree to the concrete tasks changes depending on the
environment. Inspiration can be taken from previous
work in adaptive workflow processing (Lee et al. 2007)
which looks at adapting the execution of abstract
scientific workflows by using mapping and scheduling
adaptations. Possible mapping adaptations are:
• Change goal to task mapping. This changes
the current goal/concrete task mapping to use
different targets for t and a in the concrete plan.
In other words, this replaces the task(s) used to
implement the goal with a different task s0 or one
with different actions a0 .
• Reduce the number of tasks for the goal
(task-reducing). This is where a task t is
mapped to fewer tasks t01 , . . . , t01 and actions
a01 , . . . , a01 than before. This may be appropriate
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when, e.g., overheads per task instance are high
and the performance of one task have increased
to the point that the task need no longer be split
across as many task instances.
• Increase the number of tasks for a goal
(task-splitting). In this case, the number of
tasks t01 , . . . , t0n onto which a goal g is mapped
is increased. This may be useful, e.g., if more
resources are now available and overheads per
service instance are low.
• Remove
a
task
A
node
<
t, sstart , send , af unction , ahuman , ainstruction
>
can be removed if its removal does not
compromise the correctness of the workflow.
This may occur, for instance, if the goal is
already complete, negating the need for the
task.
• Change the agent performing the task.
This involves changing the agent who is
performing the task t or the actions a. Changing
the agent may be appropriate in the event of one
agent being more appropriate to complete a task
or a set of actions, or due to thr Incapacitation
of the active agent.
5.3.2

Task Scheduling Adaptations

There are also adaptations that manipulate the
scheduling of the tasks. Adaptive scheduling alters
the scheduling policy in response to changes in the
environment. Possible task scheduling adaptations
are as follows:
• Increase the level of parallelism of a
Task. For a Task t that is parallelisable, a
potentially useful adaptation is to increase its
parallelism level by scheduling more than one
task instance. This may be possible depending
on the availability of resources and the cost to
increase the parallelism.
• Decrease the level of parallelism of a Task.
It may otherwise be appropriate to decrease the
parallelism level of a task t by reducing the
number of task instances that are scheduled.
This may be appropriate if, e.g., the resources
for the goal have to be reduced (e.g., because
they must be reallocated to same other task with
higher priority).
• Restart Task. This may be appropriate if
changes have been made to the configuration of
a task t at a location l, and the task needs to be
restarted to activate the changes.
• Pause Task.
This involves temporarily
stopping the execution of a task s or actions a.
The execution node can then be used to execute
other service(s) with the released resources.
Pausing services may be useful to control the
overall performance of workflow execution in
order to, e.g., enable other services to catch up.
• Move tasks between agents. For tasks that
can be executed by different agents, it may be
useful to move the task between agents. This
may be desirable if agents fail, become in demand
or become more expensive, or if it is beneficial to
optimise the overall task allocation.

This range of potential adaptations provides a rich
toolkit for acting upon triggers received from the goalaccomplishment tracking system. Both problems and
opportunities can be reacted to through the use of
these adaptations.
5.4

Summary

This section has presented an approach to adaptive
planning for use with goal accomplishment tracking.
It has proposed an architecture for monitoring tasks
to determine goal progress and create triggers on
potential problems and opportunites. It has also
described the range of adaptations possible with this
approach.
6
6.1

Case study: Assisted Teleoperation
Overview

This section presents an adaptive planning feasibility
analysis of a system that uses goal accomplishment
tracking to achieve its goals. The chosen domain is
assisted teleoperation for the automatic maintenance
of physical equipment by robots.
Automatic
maintenance of physical equipment requires a mobile
robot to periodically visit a number of worksites.
The robot may perform tasks such as photography,
gathering sensor data on environmental conditions,
physically probe the integrity of surfaces, joints
or attachments, remove panels and/or to change
out faulty components (Mann 2008). To perform
this task, a robot needs to be guided around
multiple worksites, aligning itself close to each one
in turn so as to be able to deal with important
objects. Section 6.2 describes the architecture of he
assisted teleoperation system and the modifications
necessary to enable opportunistic and reactive
adaptive planning.
Section 6.3 describes the
opportunistic and reactive adaptations possible with
this scenario. Section 6.4 presents a summary.
6.2

System Description

To investigate the suitability of adaptive planning
for this case study, a working plan-based system was
analysed. The architecture of the system is illustrated
in Figure 6. It is implemented in Python, with
communication provided by Pyro middleware.
The system consists of three physical devices
communicating over a wireless network using a router
mounted in the mobile robot. These devices are
i) a 7-inch Android tablet with built-in joysticks
and buttons, ii) a laptop, and iii) a mobile field
robot.
On the software side, communications
between components are organised via Python
Remote Objects (Pyro). Each component publishes
its services with Pyro, enabling inter-component calls.
There is also a video feed from the robot, which is
broadcast using UDP.
The mobile field robot, a heavily modified
Coroware Corobot, is built on top of a Lynxmotion
base with four driven wheels, with an Intel
D2700MUD Mini-ITX single-board computer running
Debian Linux. It is equipped with a wide angle
camera, a modified 5 DoF manipulator arm and is
equipped with a variety of sensors such as GPS and
IR rangefinders.
The human interface is centred around the
Android tablet, which displays plan progress, video,
and sensor readings from the robot. The operator can
use the joysticks and the touch screen to command the
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trigger is sent to force adaptive planning. There are a
variety of possible adaptations that can be performed
in assisted teleoperation, these are described in two
categories here.

Plan
Updates
Management

Operators

Next Goal
Information
Plan
Manager

Progress

Next Goal
Information

6.3.1

Progress
Tracker

Recorded
World
State

Commands

Feedback
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Effect changes
Automated

World

Sensors

World state

Figure 6: Case Study of Adaptive Planning in
Assisted Teleoperation
robot. The automated controller is mainly run on the
laptop, where it has access to the most processing
power. Some lightweight components are located
where they are most needed, cutting down latency
issues. This is the case for the inverse kinematics
module which is mostly called by and situated with
the teleoperation interface.
In this case study, one or more robots are tasked
with completing a series of maintainance tasks with
the supervision of a human operator. An example
plan for an assisted teleoperation-based maintainance
task is illustrated in Figure 7. This particular plan is
for the robotic replacement of a circuit board using
a motorised screwdriver. The main goal of changing
the board is split into four sub-goals; checking the
needed parts, a navigation exercise, removing the
panel and replacing it. Each sub-goal has a number of
corresponding tasks that have been initially planned
- which are assigned as either robot or human tasks.
In this implementation, plan progress is tracked
using two distinct components, the progress tracker,
and the plan manager.
These components are
both run on the laptop. The progress tracker is a
Python implementation of the goal accomplishment
tracking architecture (Small et al. 2013), using the
SURF OpenCV library for video feed testing, simple
algorithmic tests for all other text-returning sensors,
and a CSV file to store the goal accomplishment
tests. The plan manager is a simple Python program
charged with updating the plan XML structure.
Adaptive planning is accomplished with Python
components also on the laptop.
6.3

Adaptive
Planning
Teleoperation

for

Assisted

The proposed architecture allows the currently
allocated tasks and actions to be altered at runtime
to achieve the teleoperation goal. As described in
Section 6.2, there are a variety of sensors that can
be used to provide information suitable to support
the adaptation process. Figure 4 illustrates that
the goal tests in the goal test library provide data
to the Test Analysis component of the proposed
architecture. The Test Analysis component looks for
potential problems and opportunities in the current
progress of the goal completion. In the event of a
potential problem or opportunity being detected, a
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Goal to Task Mapping Adaptations for
Assisted Teleoperation

• Change the agent type who is performing a task.
This might mean assigning a robot to perform
a task which is currently assigned to a different
robot; or this might mean having a human
supervise a particular robotic activity which was
previously completed with no oversight.
• Reduce the number of tasks assigned to a goal.
This is most likely to be necessary when tasks
become unnecessary to complete a goal - for
instance, when a direct path is used instead of
the previous planned longer path.
• Increase the number of tasks assigned to a
goal. This is most likely to be necessary when
there is an unexpected obstacle in the path
of the teleoperated robot. The adaptation for
this would involve the addition of either an
automated task or a human to intervene in the
task.
• Removal of a task or group of tasks. If a goal is
deemed unnecessary, for instance if it has already
been completed by another entity, then a task or
group of tasks can be removed.
• Change the agent who is performing the task.
This involves the changing of the agent to an
agent of the same type. For example, this could
involve the replacing of a robot with another who
is performing better.
6.3.2

Task-Based Scheduling Adaptations for
Assisted Teleoperation

• Increase the level of parallelism of a task. In
this case study, if a task is not being performed
sufficiently well, more robots can be assigned to
the task.
• Decrease the level of parallelism of a Task.
Likewise, in this case study, if a task performance
is exceeding expectations, the number of robots
currently being assigned to the task can be
reduced, thus freeing up these resources for
elsewhere.
• Restart task. In the event of a task being
attempted with errors, the task can be restarted.
For example, if a circuit board is incorrectly
placed in a slot.
• Pause task. This is most likely in this case
study when some tasks require other tasks
to be completed first and this hasn’t been
anticipated. In this case the tasks and/or the
agent performing the task can be paused.
6.4

Summary

This section has presented a case study of
assisted teleoperation as a demonstration of the
possible effectiveness of adaptive planning with goal
accomplishment tracking. It has illustrated that
adaptive planning can be retrofitted to architectures
that are goal plan-based and that this can be
useful in looking for and reacting to problems and
opportunities.
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Figure 7: Example Assisted Teleoperation Maintainance Plan
7

Conclusions and Future Work

This paper has argued that goal accomplishment
tracking combined with Adaptive Planning is a
powerful and flexible technique for supporting
goal plan-based automated and semi-automated
distributed systems. It has proposed an architecture
for monitoring the goal accomplishment progress
of systems, looking for potential problems or
opportunities and adaptively re-planning if necessary.
It demonstrated this approach through a case study
of assisted teleoperation. Future work will expand
the evaluation with different case studies, more
sensor sources and more complex adaptivity decision
reasoning. It will also look into proactive adaptations
to prevent any potential issues before they arise.
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Abstract

by a description and evaluation of this technique.

Due to their potentially high peak performance and
energy efficiency, GPUs are increasingly popular for
scientific computations. However, the complexity of
the architecture makes it difficult to write code that
achieves high performance.
Two of the most important factors in achieving
high performance are the usage of the GPU memory
hierarchy and the way in which work is mapped to
threads and blocks. The dominant frameworks for
GPU computing, CUDA and OpenCL, leave these
decisions largely to the programmer. In this work,
we address this in part by proposing a technique
that simultaneously manages use of the GPU lowlatency shared memory and chooses the granularity
with which to divide the work (block size).
We show that a relatively simple heuristic based
on an abstraction of the GPU architecture is able
to make these decisions and achieve average performance within 17% of an optimal configuration on an
NVIDIA Tesla K20.

1.1

Keywords: Parallel programming, Graphics Processing Unit (GPU), optimisation, performance analysis.
1

Introduction

It is well known that writing code that gives high performance on GPUs is a challenging task. This is due
to a number of factors, including the complex memory hierarchy and multiple levels of parallelism. Automated optimisation is difficult due to the existence
of local optima in the optimisation space (Zhang &
Mueller 2012), and challenges in predicting the effect
of combining optimisations (Ryoo et al. 2008).
In this paper, we investigate the problem of simultaneously balancing the GPU’s occupancy and resource usage in order to achieve high performance.
This is done by using a cost model that can take into
account the balance between these factors. This is
done by static analysis of the source code and device
to extract features of the computation and hardware.
Then, we construct a model that is evaluated exhaustively for all possible variants of the kernel in order
to determine the best configuration.
On a NVIDIA Tesla K20 this technique is shown
to achieve performance on average within 17% of an
optimal configuration. This can be achieved an order
of magnitude faster than an empirical search. In addition, it does not require usage of the GPU itself to
perform this search.
We present an overview of related work followed

GPU architecture

The graphics processing unit (GPU) is an architecture
suited to highly parallel computations. It operates in
a SIMD fashion, i.e., the user writes a kernel that
runs the same computation on many different pieces
of data simultaneously. The hardware is subdivided
logically into a number of symmetric multiprocessors
(SMs), each of which contains a number of cores and
hardware instruction schedulers. Each SM is allocated a number of blocks (work-groups) that consists
a group of threads.
The architecture is throughput-oriented such that
if one thread is waiting due to a high-latency instruction or dependency, another can execute during the
intervening cycles.
Each SM contains a fixed amount of block-private
shared memory, which is available to the threads allocated to that SM. Due to the throughput-oriented
nature of GPUs, the cache is useful primarily for exploiting spatial locality in data, and not temporal locality. Hence, the shared memory is typically used
to retain data that has to be accessed multiple times
over the lifetime of the kernel. Shared memory usage is controlled by the programmer in the popular
CUDA and OpenCL frameworks.
A number of authors (Ryoo et al. 2008, Daga et al.
2011) give a classification of the kinds of optimisations that are useful for achieving high performance
in GPUs. Broadly, these are, utilise occupancy (cover
latency with parallelism), utilise memory hierarchy,
data layout, minimise divergence, and minimise instruction count. In this work, we consider how to
optimise for the first two factors.
1.2

Related work

There are a number of existing frameworks that allow the programmer to manage shared memory from
a high level perspective. CUDA-lite (Ueng et al. 2008)
is a general framework for CUDA codes that uses annotations to allow the programmer to specify transformations that take a kernel accessing only global
memory and modify it to use shared memory, correctly inserting the code to load/store the relevant
values. Other frameworks, such as hiCUDA (Han &
Abdelrahman 2009), are able to generate GPU code
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 163, Bahman Javadi
and Saurabh Kumar Garg, Ed. Reproduction for academic,
not-for-profit purposes permitted provided this text is included.
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from high-level annotations of serial code. However,
these frameworks still leave the burden of choosing
the right transformations to achieve high performance
to the user.
Early literature on general optimisation principles for GPUs identifies the issue of achieving a balance between resource usage and active threads (Ryoo
et al. 2008) in a qualitative sense.
There is a substantial body of literature on techniques for auto-tuning GPU code. A large number
of works have focused on tuning specific algorithms,
such as stencil computations (Zhang & Mueller 2012,
Datta et al. 2008, Kamil et al. 2010, Holewinski et al.
2012). All of these works propose exhaustive empirical search of the parameter space, which may be unsuitable for problems tuning a large number of parameters.
A number of authors propose methods for searching the auto-tuning space. Bergstra et al. (2012) use
a machine learning technique to learn a model that
can be used to predict runtimes for the purpose of
choosing block size and memory layout for a stencil
code. Ma & Agrawal (2010) propose a framework
for optimising shared memory usage using an integer
linear programming formulation. However, their cost
model does not take into account the effect of changing the occupancy/block size. Instead, they perform
this search empirically.
Baskaran et al. (2008) focus on parallelising loops
with an emphasis on careful usage of the memory hierarchy. However, they choose to place all reusable data
into shared memory, and introduce an extra level of
tiling that can be used to reduce the working set if it
is too large to fit into the shared memory.
Complementary work on utilising a small scratchpad memory has been studied in other domains such
as embedded systems (Avissar et al. 2002).
2

Approach

Our aim is to simultaneously manage the occupancy
and use of shared memory for a given kernel, with the
goal of optimising for maximum performance.
It is well established (Ma & Agrawal 2010) that
in general placing reusable data in shared memory
improves performance because it reduces the number of off-chip high-latency global memory accesses.
However, because the shared memory must be shared
between all active blocks on an SM, increasing the
shared memory usage per block may decrease the
number of blocks (and hence threads) that can be
‘in-flight’ at any given time. This may worsen performance if the number of threads is not enough to
cover these high-latency operations and other dependencies. Thus, we intend to explore this trade-off.
The computation is divided into blocks. We denote N as the number of threads in each block, and
F determines the number of computations mapped to
each thread. Thus, each block is responsible for N F
independent calculations scheduled to the threads in
a round-robin fashion.
The rationale for allowing F > 1 is that it may improve performance by amortising the total cost of instructions that are common to all threads and providing more independent instructions to exploit instruction level parallelism (ILP) within a thread without
stalling the pipeline.
In addition, we allow the choice of which of the arrays accessed by the kernel to cache in shared memory. If the array is cached, the region of the array
that is required to be read will be preloaded by a
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block cooperatively before it is needed and, if modified, written back to global memory at the kernel’s
completion. This avoids having to potentially fetch
the same data multiple times from global memory.
2.1

Performance model

Our approach relies on a heuristic to estimate the
performance of each possible configuration for a given
kernel. Our heuristic can be evaluated without compiling the kernel. The number of configurations is
small enough that we can estimate the best configuration by applying the heuristic to each. Performance
models of GPU execution have been proposed by a
number of authors, the most notable being Hong &
Kim (2009).
Occupancy. A preliminary to the full model is to
determine statically the number of blocks that can
be active simultaneously on a single SM. Hardware
limits dictate that the number of blocks that can run
simultaneously on a single SM is given by the largest
k s.t.

shared memory/SM
,
k = min max blocks/SM,
shared memory/block

max threads/SM
registers/SM
,
N
N (registers/thread)
All of our benchmarks consist of at least one point
in the code where every variable in shared memory is
active. Thus, the shared memory usage per block is
given simple by the sum of all the allocations that we
make. We have observed that register usage is not a
limiting factor for any of our benchmarks. Due to the
difficulty in estimating it, we have ignored it here.
Memory access cost. This is an attempt to estimate the time required to make all the read/writes to
the high-latency global memory, which is bounded by
the total global memory bandwidth. It is given by
total reads/writes
memory cost =
effective bandwidth
We ignore the effect of L1/L2 cache hits/misses due
to the fact that GPU caches are primarily optimised
for spatial rather than temporal locality. The total
number of reads/writes are easily counted via inspection of the kernel, under our framework described
below. We distinguish between coalesced and noncoalesced accesses and adjust the cost accordingly
(non-coalesced accesses require potentially transfer of
a whole cache line). The maximum bandwidth can
be computed from specifications available by probing the device. However, this is only achieved if the
number of threads is enough to provide work to do
during the period of memory access latency (Hong
& Kim 2009). The detailed estimation of achieved
bandwidth is given in Figure 1.
Computation cost. Though our kernels, if properly implemented, should be memory-bound, a poor
configuration (i.e. with very low occupancy or superfluous shared memory use) may be instructionthroughput bound. Thus, we also factor the cost of
arithmetic operations into the model to identify bad
configurations.
Our framework allows counting the number of assignment operations. Inspection (using cuobjdump)
of the binaries shows around 5 instructions for each
calculation, taking into account load/store instructions and calculating addresses. We add this to the
total cost using a calculation analogous to above that
factors in how many threads are required to saturate
the arithmetic pipeline.
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maximum bandwidth memory latency
number of SMs
core

 clock
4N F k
effective bandwidth = (maximum bandwidth) min 1,
saturating threads
Figure 1: Detailed equation for memory throughput
saturating threads =

Table 1: Specifications of GPUs used in tests
Device
Specifications
GTX580
K20
SMs
16
13
Clock speed (MHz)
1564
705
Memory bandwidth (GB/s)
192.4
208
Memory latency (cycles)
400-600 200-400
Cores/SM
32
192
(4 byte) Registers/SM
32k
65k
Sh. Mem/SM (kB)
48
48
Max threads/SM
1536
2048
Max blocks/SM
8
16
Synchronisation. In order to model the effect of
block synchronisations that are necessary when sharing data between threads, we multiply the estimated
runtime by 2 for configurations where only one block
can run per SM and the inner loop of the kernel contains a block synchronisation. This is to approximate
the fact that under such circumstance we only have
on average half the number of active threads.
3

Results

We restrict attention to the case in which the work to
be done by the kernel consists of M independent computations. Accordingly, the basic kernel does not contain any block synchronisations and we do not have to
consider issues of correctness with regard to mapping
work to blocks.
To implement our approach we use benchmarks
that are templated with N and F are template parameters. This avoids any overhead (e.g. not loop
unrolling) of having these values unknown at compile
time.
The benchmarks are written in a very small subset of CUDA C such that it is possible to extract
relevant features of the kernel using a preprocessing
script. Loops are annotated with a fixed trip count to
facilitate statically determining properties of the kernel. We provide a wrapper library written in Python
that is able to both analyse, and compile and run a
particular configuration governed by the parameters
above.
To implement the shared memory management,
all kernels are originally written making only use of
global memory accesses. They are annotated with directives that indicate at which point to load/store an
array into shared memory and the region of the array
that will be accessed by the kernel. If shared memory
use is enabled for an array, any intermediate accesses
are remapped from global memory to shared memory
and the directives are replaced with the correct code
to preload/store the data into shared memory.
We evaluate this approach on the following simple
benchmark kernels that have patterns of computation
similar to some members of the Rodinia benchmark
suite (Che et al. 2009) used in previous GPU literature.
• increment: a kernel that reads an array and increments each element by one. This is purely a
test of whether the chosen configuration achieves
a high memory throughput.
• dense: a dense matrix-vector product.

• dense2: dense matrix-vector product, but with
the matrix stored in row-major order, so that
accesses to it are non-coalesced, unless a block is
prestored to shared memory.
• kmeans: calculating the distance between all
pairs of points in two sets.
• blur: a synthetic 1D stencil that exhibits potential data reuse between threads.
For each benchmark, we compare the real runtime of
the configuration estimated by the heuristic (heuristic) to have the best performance to the runtime of the
best configuration (optimal) found by exhaustively
searching the optimisation space of possible combinations of block sizes and shared memory mappings.
For all tests, we ensure that M is large enough so that
for all choices of N and F we create enough blocks to
schedule to all SMs to avoid load imbalancing. For the
dense benchmark on the K20, we use a larger data
set compared to the GTX580, because more memory
allows a higher M , which reduces this effect.
The relative performance of configurations is likely
to vary significantly depending on the underlying architecture, especially given that our heuristic tunes
for a particular device. Therefore, we apply this
methodology to two different GPUs, an NVIDIA
GTX 580 and a NVIDIA Tesla K20. Table 1 gives
the relevant specifications for each of these devices.
They differ significantly in a number of factors that
are key in the behaviour of the benchmarks that we
consider. Thus, we consider this a good test of the
generality of our approach.
Table 2 gives for each benchmark and device the
runtime for the configuration chosen by our heuristic
and the best found runtime. Each result is averaged
over 10 runs of each kernel. To demonstrate how our
transformations help to approach theoretical limits
on performance, we also compare (except for kmeans,
which, if all data is cached, is not memory bound) to
the lower bound which is the time required to make
all the transfers between the SMs and global memory
assuming peak memory bandwidth, which is similar
for both devices.
The average slowdown compared to the optimal
configuration for K20 across all benchmarks is around
17%. It takes less than 30 seconds to choose the best
configuration according to the heuristic, compared to
on average two hours to search all configurations empirically. Thus, the overhead of evaluating our heuristic is very small.
We note the fact that the heuristic is able to somewhat successfully choose configurations suited to individual devices. Qualitative analysis of the chosen
configurations run on the other device showed relatively poor performance in a number of cases.
We note the relatively poor result for the K20,
which has much higher peak performance than the
GTX580. This is largely due to the fact that the
kernels are memory bound and it is not possible to
take advantage of this extra power. In addition, our
framework does not attempt to make use of the larger
caches and register files present on this architecture.
We also note that successes in having any configuration (not necessarily the one picked by our heuristic) with high performance is evidence that the set of
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Table 2: Runtimes (ms) for each benchmark under different configuration selection policies. Slowdown is for
heuristically chosen configuration relative to optimal configuration.
Device
Total Lower
GTX580
K20
Policy
Configs bound Optimal Heuristic Slowdown Optimal Heuristic Slowdown
increment
96
0.044
0.054
0.056
3.3%
0.054
0.056
4.2%
dense
192
5.58
6.25
6.27
0.3%
17.8
17.9
0.2%
dense2
192
5.58
30.7
46.0
49.9%
43.1
51.0
18.4%
kmeans
768
n/a
34.1
47.2
38.4%
28.9
41.8
44.6%
blur
576
4.19
5.54
9.36
68.8%
6.44
7.68
19.3%
transformations we consider, particularly the aggressive use of F , are useful as a general strategy for writing high performance kernels. In particular, F = 2 or
4 could be combined with the use of vectorised instructions present on some GPUs.
4

Conclusion

We aim to address the problem of simultaneously
managing occupancy and reuse of data via shared
memory, two of the most important considerations
when writing efficient code for GPUs. We have
demonstrated that it is possible to use a simple cost
model to determine the balance between these factors
and achieve high performance. Our results show that
we achieve on average within 17% of the best found
configuration on a Tesla K20.
At present, our framework can only handle computational patterns that are essentially one dimensional. We intend to extend our approach to 2D and
3D patterns and also extend our approach to handle
more complicated compositions of loop nests. Subsequently, we intend to evaluate our approach on some
real-world examples.
Our performance model does not consider any
caching effects, which is reflected in the weaker result for kernels with more complicated memory access patterns. This will be increasingly important
in the future as newer GPUs contain more sophisticated caches to enable the transition from being
purely throughput-oriented to being able to handle
more diverse workloads. In particular, the resulting problem of predicting inter-thread and inter-block
caching effects is not well understood.
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Abstract
We propose an asynchronous version of stochastic secondorder optimization algorithm for parallel distributed
learning. Our proposed algorithm, namely Asynchronous
Stochastic Diagonal Levenberg-Marquardt (A-SDLM)
contains only a single hyper-parameter (i.e. the learning
rate) while still retaining its second-order properties. We
also present a machine learning framework for neural
network learning to show the effectiveness of proposed
algorithm. The framework includes additional learning
procedures which can contribute to better learning
performance as well. Our framework is derived from peer
worker thread model, and is designed based on data
parallelism approach. The framework has been
implemented using multi-threaded programming. Our
experiments have successfully shown the potentials of
applying a second-order learning algorithm on distributed
learning to achieve better training speedup and higher
accuracy compared to traditional SGD.
Keywords: Distributed learning, asynchronous learning,
stochastic diagonal Levenberg-Marquardt, convolutional
neural networks.

1

Introduction

Machine learning has shown high capabilities and wide
acceptance in solving pattern recognition problems,
particularly artificial neural networks (ANNs). Recent
studies of training deep-layered NN models (deep
learning) have revealed its great potential in various realworld applications, and have often reported state-of-the-art
performances (Xue-Wen and Xiaotong 2014). Deep
learning continues to grow rapidly, both in training data
size and the model complexity (total model parameters).
This leads to drastically increasing computations, and
much slower operations. Faster learning mechanisms are
important to sustain the ever-growing model complexity.
The simplest way to accelerate the learning process is
through parallelism. Distributed learning can achieve high
level of parallelism by distributing compute-intensive
tasks to multiple machines, by means of model or data
parallelism (Wang et al. 2014). Model parallelism can be
_____________________________
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achieved by partitioning a single NN model across several
machines (Coates et al. 2013). Each machine performs
learning only on the given model partition, with the need
to communicate across its partition boundary. This
approach is suitable for models that are too large to fit in
memory on a single machine, and works best for models
with local connectivity. Recent trends of training deeper
and larger models have gained benefits from model
parallelism. However, model parallelism approach is only
efficient when the amount of computation per neuron
activity is high relative to communications between other
neurons (Krizhevsky 2014). The performance speedup is
highly dependent on the communication bottlenecks of a
system. Meanwhile, in data parallelism, multiple models
learn on distributed sets of training data. Each model is
assigned to a disjointed subset of data, and the learning
outcome in each model is utilized by applying distributed
versions of learning algorithms. Communications between
machines are established only to synchronize the overall
effect of gradient updates (Hailin et al. 2013).
In general, parallelized machine learning requires a
synchronization mechanism to accumulate the results of
parameter updates from every machine. There are two
typical types of parameter update scheme: synchronous
and asynchronous (Ho et al. 2013). In synchronous update
scheme, each participating machine retrieves identical
parameter values for respective model replica from the
parameter memory storage, and computes the gradients
from data shard assigned to it. These parameters have to be
synced across all machines after every gradient update on
a single machine. This is important so that the overall
operations involved are similar to a typical serial machine
learning process using the same learning algorithm
(Heigold et al. 2014). This however can induce large
communication overhead and in turn slow down the
overall training process. In contrast, asynchronous update
scheme does not require precise parameter updates for all
models. All models run independently of each other (Li et
al. 2013b). Communications are only established between
these models when asking for updated parameters (once
per iteration or a few iterations), as well as sending updated
parameters (or gradients) to other models (or parameter
memory storage), which can be performed in the similar
way as in the first operation. This can reduce the
communication overhead significantly, while promoting
the stochasticity of learning at the same time (Li et al.
2013a). Although every model may not receive the latest
parameters before performing gradient computations, it is
believed that stochasticity can actually contribute to better
learning and classification performance in NNs (Dean et
al. 2012).
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Different learning algorithms can also greatly affect the
training performance in distributed learning. Gradient
descent optimization method is by far the most widely
applied in machine learning (Saidane 2008). The most
typical learning algorithm is batch gradient descent (BGD)
using back-propagation, where all gradients are calculated
from their respective training examples first before any
parameter updates are performed. The nature of this
learning algorithm makes it very suitable for
parallelization, since the communication due to parameter
synchronization is minimized. Despite of its simplicity, the
averaging of accumulated gradients causes very slow
convergence speed. Stochastic gradient descent (SGD)
improves the BGD by introducing stochasticity in the
learning process. The algorithm calculates the gradient
after presenting a training example to the model, and
parameter update is performed using the new gradient
values. The update frequency can be also set to once every
few examples, which in this case, a mini-batch SGD.
Even through these aforementioned learning algorithms
exhibit simplicity and efficiency, they all suffer from slow
convergence rate due to first-order back-propagations, and
can be easily stuck into a local minimum. A second-order
optimization algorithm has been introduced by LeCun
et.al., i.e. stochastic diagonal Levenberg-Marquardt
(SDLM), which boosts the convergence rate and
guarantees the convergence state (LeCun et al. 2012). The
superior performance of SDLM over first-order
optimization algorithms shows great promises to further
accelerate the distributed learning process.
In this paper, we propose an asynchronous version of
SDLM, i.e. A-SDLM to train multiple model replicas
concurrently based on data parallelism approach. We have
developed an optimized training mechanism that
accelerates the convergence rate, while minimizing
synchronization costs and reduces training time. Peer
worker thread model is chosen as the baseline framework
to implement our proposed optimization scheme. Peer
workers are implemented using multiple threads in a CPU
to represent the operations involved in physical machines.
We investigate and analyze on comparisons between
different learning algorithms, as well as different forms of
parallelism applied. To our knowledge, this is among the
first attempts to adapt stochastic second-order optimization
algorithm into distributed machine learning.

2

Related Works

Most existing literature focuses on improving the degree
of parallelism and minimizing communication costs in
distributed learning, but rarely studying on how different
learning algorithms can affect the overall training speedup.
Many previous works have reported on exploiting data
independence to construct distributed optimization
algorithms with little inter-machine synchronization. For
instance, a parallelized version of SGD, PSGD algorithm
was proposed by Martin et.al. to be applied in neural
network training (Zinkevich et al. 2010). PSGD is dataparallel and only requires inter-machine communication at
the end of the learning process. The concept works similar
to BGD algorithm, which has been proven to perform
worse than normal SGD due to lack of stochasticity. A
work using few thousand CPU cores (Dean et al. 2012) has
reported an implementation of batch optimization
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framework using limited-memory Broyden–Fletcher–
Goldfarb–Shanno (L-BFGS). L-BFGS is a second-order
optimization algorithm based on Quasi-Newton methods.
However, their results indicated that L-BFGS neither
performs better than SGD, nor requires fewer machines
than SGD to achieve comparable accuracy. This has shown
again the inferior performance of batch optimization
algorithms compared to stochastic learning.
SGD is most commonly applied to distributed learning.
Various modifications have been proposed on the
traditional SGD procedure to support asynchronous
parameter updates, which then makes it suitable for
parallelized training. Dean et.al. from Google have
introduced Downpour SGD, which uses AdaGrad adaptive
learning rates to train a large number of model replicas
(Dean et al. 2012). The DistBelief software framework
takes parameter server approach, where a parameter server
is responsible for receiving gradients from all respective
workers (model replicas), and updating the parameters
accordingly. Each model replica processes a mini-batch of
data independently of each other, and calculates the
gradients for the purpose of parameter updates. They
claimed that multiple forms of asynchronous processing
can introduce a great deal of stochasticity that improves
accuracy, although all gradients are computed based on
slightly outdated parameters. Another recent work was
based on parameter server approach using SGD as the
optimization algorithm (Kumar et al. 2014). They
proposed Fugue, a scheme that partitions both the data and
model variables simultaneously to achieve faster
distributed learning. Their method also allows faster
worker machines to perform more tasks while waiting for
slow workers to finish. In other words, their approach
forces all workers to stay active at all time. This leads to
better utilization of computing resources.
In addition to computing clusters, GPU accelerated
training using SGD method has gained serious attentions
in distributed learning as well (Coates et al. 2013). An
asynchronous SGD learning framework using GPUs,
namely GPU A-SGD was introduced to train neural
networks (Hailin et al. 2013). Inspired by DistBelief
software framework, their framework exploits both model
parallelism (by replacing CPUs with GPUs) and data
parallelism (through A-SGD) to further boost the
performance. A very recent work (Krizhevsky 2014)
presented a new method to parallelize the convolutional
neural network (CNN) training using multiple GPUs. The
method differs from other previous works that the form of
parallelism applied (model or data) depends on layer types:
data parallelism for convolutional layers, and model
parallelism for fully-connected layers. An asynchronous
SGD with modified weight update rule was proposed to
train CNNs across GPUs.
To our literature, regardless of the implementation
details on parallelizing the training, there are very few
papers that explicitly stress on the importance of different
learning algorithms to overall training performance. In this
paper, we investigate on different learning algorithms, and
propose a novel asynchronous version of SDLM
optimization scheme to reach convergence faster than firstorder SGD within less number of training epochs. The ASDLM algorithm and its complete optimization scheme
will be discussed in details in the next section.
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3
3.1

Asynchronous
Stochastic
Diagonal
Levenberg-Marquardt (A-SDLM)
Stochastic Diagonal Levenberg-Marquardt
(SDLM)

SDLM algorithm was first proposed by LeCun et.al. for
training CNNs in a stochastic fashion (LeCun et al. 2012).
Inspired by the original Levenberg-Marquardt (LM)
algorithm, SDLM takes into account the second-order
information of the objective function to minimize the
training error. Instead of calculating the exact Jacobian
matrix, SDLM performs diagonal approximation to
Hessian matrix based on the instantaneous second
derivatives. These derivatives can be obtained through
second order back-propagations:

∑ ∑

Where and refer to total neurons in previous layer and
current layer, respectively. This allows the conversion of a
hyper-parameter into a variable, hence reducing total
hyper-parameters. In addition, the global learning rate is
made layer-specific, as this helps the error gradients to be
passed more efficiently from layer to layer:
(6)

In Milakov’s work, it was not stated how to calculate
the Hessian terms. Since our aim is to reduce the number
of hyper-parameters, we take average for all Hessian terms
calculated from the small batch of training samples, thus
eliminating the need to determine suitable value of :
∑

(1)

Where is the error (cost) function,
is the weight
connecting
neuron in current layer
and
neuron
in next layer
1 ,
connects previous layer
1
and current layer, represents total neurons in next layer,
is the first order derivative of neuron activation
function,
,
and
denote the neuron outputs
in previous, current and next layers, respectively. New
Hessian running estimate is calculated after presenting a
new example to the model, and is averaged over all training
examples as in the following equations:
〈

〉

〈

1

〉

(2)

And
〈

〉

∑ 〈

〉

(3)

Where 〈 〉 denotes Hessian running estimate, represents
represents total training samples used for Hessian
calculation, and
is a small memory constant which
determines the influence of previous value on the
calculation of second derivative for the next training
iteration (sample). The estimated Hessian matrix is then
used to compute individual learning rate of each parameter
(weight):
〈

〉

(4)

Where
is the individual learning rate for weight
,
denotes the global learning rate, and
is the
regularization parameter to control the maximum value of
.
However, parameter tuning of the original SDLM
algorithm involves many hyper-parameters, especially
when annealing method is applied to the global learning
rate. Increasing hyper-parameters contribute to difficult
parameter tuning. Therefore, we adapted the modification
introduced in a work on galaxy zoo challenge (Milakov
2014). The idea is to have to be layer-specific, and set it
as the average of all hessians for parameters in layer :

(5)

∈ , ∈

(7)

Lastly, by equations (5), (6) and (7) into equation (4),
we get the final equation as below:

∈ , ∈

1

(8)

Despite of the memory requirement to store the
approximated Hessian matrix, model generalization and
convergence rate can be significantly improved compared
to first-order optimization methods such as SGD.
Furthermore, only a very small portion of training samples
is needed to estimate the Hessian matrix, and it is
unnecessary to recalculate Hessian matrix after every
epoch, since the values of second-order derivatives can
change very slowly. This makes the additional Hessian
calculation becomes almost negligible in overall training
time compared to SGD. Furthermore, the optimized
SDLM algorithm requires fine-tuning of only a single
hyper-parameter. Therefore, we take the advantages of
SDLM in the learning process, and propose an
asynchronous version of it for distributed learning purpose.

3.2

Data Parallelism Strategy

We have developed a software framework to facilitate
training of multiple model replicas using A-SDLM.
Typically, there are two main thread models that define
how a threaded application delegates its works to its
threads as well as how the threads communicate among
each other. This applies to the distributed learning as well.
In the parameter server (manager/worker) thread model,
each worker (model replica) asynchronously retrieves the
parameters from a centralized parameter server (manager),
calculates gradients from independent data shard, and
sends these gradients back to the parameter server. The
parameter server mainly performs parameter updates based
on the gradients received. Another approach is peer worker
thread model, in which all peer workers are responsible for
copying the parameters from shared parameter memory
storage, compute gradients, update the parameters, and
send the updated parameters back to the memory storage.
In this way, all computation cores directly participate in the
training process, with the computation overhead in
updating the respective parameters in each core. We
adapted peer worker framework in this paper.
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(a)

(b)

Figure 1: Framework approaches (a) parameter server
(manager/worker), (b) peer worker.
In this paper, we also allow faster computation cores to
perform more works than slower cores. This is suggested
in Kumar’s work due to the rationale discussed in the
previous section. In order to accomplish this, we assign all
peer workers to a shared database memory, as depicted in
Figure 2.

Figure 2: Peer worker framework that encourages faster
workers to perform more computations.
In the rest of this paper, we shall use both the terms
thread model and framework to refer to peer worker thread
model, the model as the neural network, and parameters as
weights and biases in a neural network (model). We also
refer a worker interchangeably as a thread (logical
processor) or physical core in a CPU.

3.3

Training Procedure

We firstly create multiple model replicas based on total
available peer workers, and assign the dataset to each
respective model replica. In the estimation process of
Hessian matrix, each worker computes and accumulates
the gradients for training examples assigned to it. The
communications between these workers and the parameter
memory storage are established only to send the
accumulated gradients, which are then averaged and used
for calculations of individual learning rates (as in
Equations (5) to (8)).
We perform “warm-starting” model training in the
beginning of a training process. A single model replica is
trained on a small number of examples, before copying its
partially trained parameters to other model replicas. This
was suggested in the paper on DistBelief software
framework (Dean et al. 2012) that the technique can
virtually avoid the stability concerns in training multiple
model replicas.
The peer workers perform gradient calculation for each
training example presented to them. They then update the
parameters which they copied from the parameter memory
storage previously. Only then the updated parameters are
sent back to the memory. The sequence of parameter copy
and update operations is not synchronized across all
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workers to perfectly simulate synchronous execution of
SDLM on a single worker, hence the term asynchronous.
We note that this does indicate that almost certainly all
workers compute gradients based on slightly outdated
parameters, but the condition may even introduce more
stochasticity to the optimization scheme as aforementioned
previously.
We have also included the repeating scheme in addition
to the normal training phase. Misclassified training
examples are represented to the model to be retrained. This
ensures that the model has given the opportunity to learn
more information from these examples. This has been
reported in a work on face recognition (Syafeeza et al.
2014), which can improve the training accuracy. However,
it is unclear whether the repeating scheme can aid to better
network generalization or not.

3.4

Parameter Updates and Selection of Best
Performing Parameters

In the peer worker framework, each model replica
produces a different set of trained parameters at the end of
a training epoch. We decide on which set of parameters to
be used for next training epoch by selecting the best
performing set on training dataset. The concept is similar
to the elitist selection in genetic algorithm (GA). The
complete optimization procedure using A-SDLM in peer
worker framework is shown in Algorithm 1, together with
“warm-starting” procedure, better utilization of faster
workers and selection of best performing parameters.
Algorithm 1: Training Procedure of A-SDLM in Peer
Worker Framework
memory ← InitializeParameter( )
epoch ← 0
while not reaching convergence do
// Calculation of individual learning rates (Hessian approximation)
for all workers P in parallel do
FetchParameter(memory)
InitializeHessian(hessian)
end for
Shuffle(dataset)
subset ← Subsample(dataset)
// Hessian calculation by all P workers
s←0
while s < total examples S in subset do
for all workers P in parallel do
s_tmp ← s
s←s+1
output[p] ← ForwardPass(example[s_tmp])
loss[p] ← CalculateError(output[p])
// Equations (1)
gradient[p] ← CalculateHessian(loss[p])
hessian[p] ← AccumulateHessian(gradient[p])
end for
end while
net_hessian = SumHessian(hessian)
// Equation (5) and (7)
AverageHessian(net_hessian)
memory ← CalculateLearningRate(net_hessian) // Equation (8)
// “Warm-starting” procedure by a single worker
if epoch = 0 then
FetchParameter(memory)
miniset ← Subsample(dataset)
for all examples in miniset do
output ← ForwardPass(example)
loss ← CalculateError(output)
gradient ← BackwardPass(loss)
parameter ← UpdateParameter(gradient)
end for
memory ← SendParameter(parameter)
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end if
// Training phase by all P workers
m←0
R←0
while m < total examples M in dataset do
for all workers P in parallel do
m_tmp ← m
m←m+1
FetchParameter(memory)
output[p] ← ForwardPass(example[m_tmp])
loss[p] ← CalculateError(output[p])
if output[p] ≠ label[m_tmp] then
seq[R] ← m_tmp
R←R+1
end if
gradient[p] ← BackwardPass(loss[p])
parameter[p] ← UpdateParameter(gradient[p])
memory ← SendParameter(parameter[p])
end for
end while
// Repeating scheme by all P workers
r←0
while r < total misclassified examples R in dataset do
for all workers P in parallel do
r_tmp ← r
r←r+1
FetchParameter(memory)
output[p] ← ForwardPass(example[r_tmp])
loss[p] ← CalculateError(output[p])
gradient[p] ← BackwardPass(loss[p])
parameter[p] ← UpdateParameter(gradient[p])
memory ← SendParameter(parameter[p])
end for
end while
// Selection of best performing parameters
for all workers P in parallel do
sum_error[p] ← 0
for all examples M in dataset do
output[p] ← ForwardPass(example)
loss[p] ← CalculateError(output[p])
sum_error[p] ← AccumulateLoss(loss[p])
end for
end for
p ← FindMinimumError(sum_error)
memory ← SendParameter(parameter[p])
epoch ← epoch + 1
end while

4

Implementation Details

We have developed our A-SDLM optimization algorithm
on a multi-threaded program as the software model of our
peer worker framework. Instead of running on computing
grids (using MPI) or GPU clusters (using CUDA), we
performed the implementation solely based on multithreaded programming, which is targeted on a single multicore processor in a general-purpose computing platform.
Our approach is decided based on a few rationales: Firstly,
we avoid ourselves to be bogged down with complex
technical issues regarding on the communications between
multiple physical machines. Secondly, we can get rid of
high implementation costs for setting up a computing
cluster. And the most importantly, our main objective is to
evaluate the effects of different learning algorithms and
training procedures to the overall learning performance,
both in convergence rate and training speed.
We chose a desktop computer platform with an Intel®
Core i7 930 CPU and 6GB of RAM as our implementation
platform. The CPU runs at the clock speed of 2.80 GHz,
which can boost up to 3.06 GHz thanks to the Intel® Turbo
Boost Technology. The CPU architecture consists of 4
physical cores, which can provide a total of 8 threads
(logical processors). We utilized the threads as individual

peer workers through multi-threaded programming.
POSIX Threads (Pthreads) programming was chosen in
our work, simply due to its efficient communication and
data exchange, light-weight, and is the implementation
standard for UNIX systems.
Mutual exclusion (mutex) variables were used as the
primary mean of implementing thread synchronization, as
well as protecting shared data. This applies to the
parameter values that need to be communicated between
workers and the parameter memory storage. In addition,
the use of mutex variables can prevent “race” condition,
especially on the sequence of training examples.
All the codes were written in C/C++ language, and were
compiled in Ubuntu 14.04 64-bit LTS OS using native
G++ compiler, which was set to highest optimization level
(O3). Routines in Pthreads library was utilized to perform
multi-threaded operations in the software framework.
Single-precision float data type was used to represent realvalued numbers. More details on experimental works will
be further described in the next section, followed by result
analysis and discussions.

5

Experiments

We evaluated our optimization algorithm on handwritten
digit classification task using CNN. We chose MNIST
handwritten digits as our dataset, and trained the CNN
model to minimize the cross-entropy error. Training was
performed based on different number of computation cores
as peer workers. We then retrained our network using SGD
as comparison. In addition, we also evaluated the effects of
additional learning procedures to the classification
performance of neural networks.

5.1

Dataset Preparation

The original MNIST handwritten digit database contains
60000 training samples and 10000 testing samples. We
used the default distribution as our training and testing sets.
We resized the images from 28×28 pixels to 29×29 pixels
using MATLAB, and performed max-min normalization
on them:
(9)

Where is the input pixel value,
and
represent
maximum and minimum pixel values in an input image.
and
denote the upper and lower boundary values
after applying normalization, which are determined based
on type of activation function used. No other image
preprocessing techniques (e.g. histogram equalization and
distortions) are applied.

5.2

Neural Network Model

As mentioned previously, we used CNN as our evaluation
model for the proposed algorithm. We adapted the network
architecture for handwritten digit recognition (Patrice
2003), and modified it accordingly for our experiment. Our
CNN model (denoted as 6-50-100-10 model) consists of
five layers, with C1 and C2 as fused convolutional and
subsampling layers with correlation filtering. C3 is a
convolutional layer with correlation filtering; F4 is a fullyconnected layer, and its outputs are fed into X5, a softmax
layer for classification. F4 and X5 have the same number
of neurons. Rectified linear (relu) is chosen as the
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activation function for all neuron outputs. Figure 3
illustrates the overall CNN architecture.

was performed to minimize the cross-entropy objective
function:
(14)

Figure 3: CNN architecture for handwritten digit
classification.

5.3

Network Training and Parameter Tuning

For simplicity, we performed normalized initialization on
the model parameters (weights and biases) throughout this
paper. Normalized initialization takes into account the
neuron’s fan-in and fan-out (Glorot and Bengio 2010).
This is desirable as each parameter can have individual
initial values based on its connection(s) to the neuron(s).
No additional hyper-parameters are required, which makes
the parameter tuning process simpler. Normalized
initialization can be mathematically expressed as:
6

~

,

6

(10)

Where
denotes uniform randomization,
is fanin from neurons in previous layer, and
is fan-out to
neurons in next layer. The parameters were initialized
individually based on the fan-in and fan-out values, which
help to achieve better learning.
The training set was shuffled at the beginning of every
epoch to achieve better network generalization, especially
when the training samples are sequenced based on their
correct classes. A total of 500 samples were randomly
selected from the training set for Hessian calculation.
We applied softmax classification together with crossentropy objective function. The softmax function is
defined as:
∑

Where

is the output of

neuron in previous

class in softmax layer
for
sample. The crossentropy error is calculated as in the following equation:
(12)

layer
label:

is the error value of

neuron in softmax

sample, and

is the ground truth

for
1,
0,

(13)

For instance, if
belongs to class 3, the
ground truth label will be 0,0,0,1,0,0,0,0,0,0 . Training

80

5.4

Data Parallelism Speedup

We measured the average time to process all samples in a
single epoch to explore the scalability of our proposed
algorithm across multiple cores (peer workers). The
average training speedup was used to quantify the effect of
parallelizing across workers, i.e. the ratio of the time
taken by a single worker to the time taken by workers in
completing a single training epoch. We reported the results
using two other CNN models (3-25-50-10 and 12-100200-10) to explore the impact of model size (and total
parameters) to the overall speedup. In addition, we pushed
the CPU capability to its limit by creating the peer workers
based on maximum available threads the CPU possesses.
We would like to observe whether Intel® HyperThreading technology can further boost up the processing
speed of our algorithm.

(11)

1 for
sample, is total neuron outputs in
layer
previous layer, and
denotes the probability of

Where

In this experiment, we set the frequency of fetching
parameter values from the parameter memory storage as 1
(i.e. per training sample). The same applies to the
frequency of copying updated parameters back to the
parameter memory storage. As with the warm-starting
procedure, we randomly chose 1% of the training set (i.e.
600 samples) to train a single model replica. The
parameters were then copied to other model replicas to
commence with asynchronous training using multiple peer
workers.

Figure 4: Training speedup for three different CNN
models in a single training epoch.
Figure 4 shows the training speedup for three different
models as a function of peer workers allocated to a single
CNN model. We observed that smaller models with less
parameters can benefit more from the use of additional
workers. This is mainly because less parameters
correspond to lower communication overhead, which can
reduce the impact of parameter synchronization to the
overall training speedup. We suspect that an
implementation based on model parallelism can be more
advantageous to larger models compared to data
parallelism as their sizes scale up. However, training the
models using the total number of workers exceeding the
maximum physical cores can actually degrade the training
speedup, especially for 6-50-100-10 and 12-100-200-10
models. This indicates that the algorithm does not benefit
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much from the intelligent scheduling of Intel® HyperThreading technology, since all physical cores are fullyloaded with computational tasks, leaving the system with
little or no idle states to make use with, but still needs to
deal with more communication overhead at the same time.
We also evaluated the ratio of actual parallelized
speedup using workers to the theoretical speedup based
on ideal conditions. This is done to rationalize the cost of
adding more workers to overall performance increase in
the optimization algorithm, particularly in training
speedup. Table 1 shows the parallelism efficiency based on
total workers involved in the training process, which is
calculated as in the following equation:
(15)

(b)

Figure 5: Average cross-entropy errors for different
optimization algorithms on (a) training set, (b) testing set.

Where
represents average training time per epoch
using single worker, and
is the average training time
using workers. We evaluated the parallelism efficiencies
for the three models up to the maximum number of
physical cores in the Intel CPU (i.e. four).
CNN model

Total
Parameters

3-25-50-10
6-50-100-10
12-100-200-10

33788
133816
532622

Parallelism efficiency based on
total workers
1
2
3
4
1.00
0.89
0.88
0.86
1.00
0.83
0.79
0.63
1.00
0.71
0.62
0.44

Table 1: Parallelism efficiency based on total workers for
three different CNN models.

(a)

From the table, we can see that the best efficiency is
achieved when using 2 workers, and it continues to
decrease as more workers are used. This occurs as
communication overhead between workers starts to
dominate while the model complexity remains the same. It
is also observed that larger models obtain lower
parallelism efficiency due to increasing total parameters
that contribute to overall communication overhead. This is
in accordance to Amdahl’s law, i.e. the parallelism
speedup is limited by time needed for sequential fraction.

5.5

Comparisons
between
Optimization Algorithms

Different

To evaluate the proposed optimization procedure, we ran
the experiments using the 6-50-100-10 CNN model in a
variety of configurations. We considered SGD as our
baseline optimization algorithm for benchmarking
purposes. The results were all obtained using peer worker
framework with 4 peer workers (all cores in the CPU) on
the 6-50-100-10 model unless otherwise stated.

(b)

Figure 6: Misclassification errors for different
optimization algorithms on (a) training set, (b) testing set.

Figure 7: Time to reach a fixed accuracy (98%) on testing
set using (a) SGD, (b) our proposed algorithm.

(a)

Figure 5 illustrates the network convergence in both
training and testing sets using two different optimization
algorithms. Model trained using our optimization
algorithm can reach a better convergence state, which
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achieves better accuracy over the baseline algorithm (as
depicted in Figure 6). It should be noted that we did not
apply any other optimizations on the learning algorithm
such as learning rate annealing and weight decay, which
may substantially improve our proposed optimization
procedure.
We also analyzed how optimization algorithms tradeoff resource consumptions for performance, particularly
the classification performance of a model. A fixed
classification accuracy was chosen (in this case, 98%) for
the case study, and we measured the time taken for each
algorithm to reach that accuracy as a function of the
number of workers (cores) used. Figure 7 shows the
performance benefit obtained from the increasing number
of workers. Our proposed optimization algorithm used
fewer resources than SGD to reach the accuracy target. We
suspect that A-SDLM can achieve more performance
speedup provided that more computation cores are
available and model parallelism approach is applied
instead of data parallelism. Minimizing communication
overhead should be able to improve speedup as well.
5.6

(a)

Effects of Warm-starting, Repeating
Scheme and Parameter Selection

In this paper, we also evaluated the impact of performing
warm-starting training, repeating scheme, and selection of
best performing parameter procedure to the training
performance. By referring to Figure 8 and Figure 9, the
model can achieve slightly better learning if warm-starting
training is enabled. This is most probably due to better
network stability after obtaining a set of near-optimal
parameters. We also noticed a negligible effect on the
overall training time, since only a small portion of the
training set is being used in the warm-starting.
Furthermore, warm-starting is only applied once in the
beginning of a training process.

(b)

Figure 9: Misclassification errors with and without warmstarting procedure on (a) training set, (b) testing set.
As mentioned previously, repeating (emphasizing)
scheme can improve the network performance on the
training set, but the overall impact on testing set (which is
our main concern) remains unclear. Therefore, we ran
another experiment with repeating scheme enabled to
observe any changes in the model’s performance,
especially on the testing set.

(a)
(a)

(b)

Figure 8: Average cross-entropy errors with and without
warm-starting on (a) training set, (b) testing set.
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(b)

Figure 10: Average cross-entropy errors with and without
repeating scheme on (a) training set, (b) testing set.
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From Figure 10(a), we noted that the model trained with
repeating scheme produces lower cross-entropy error on
the training set, but with a much higher error on the testing
set. The observation suggests that the model has been overtrained, where the over-fitting condition starts to take
place. The model may learn excellently on training
samples, but is less capable of generalizing its
classification performance on testing samples. This
condition is highly undesirable, since the main aim of
machine learning is to be able to recognize unseen
instances prior to training.

(b)

Figure 12: Average cross-entropy errors with and without
selection of best performing parameters on (a) training
set, (b) testing set.

(a)

(a)

(b)

Figure 11: Misclassification errors with and without
repeating scheme on (a) training set, (b) testing set.
The model trained with repeating scheme produces
higher misclassification error than the one without it,
which provides evidence that over-training has occurred,
and the network generalization starts to degrade.
Meanwhile, the technique of selecting best performing
parameters at the end of every epoch proves to be helpful
in achieving better model performance. This is shown in
both Figure 12 and Figure 13, in which model trained with
the selection procedure produces lower cross-entropy error
and higher classification accuracy, both in training and
testing sets.

(a)

(b)

Figure 13: Misclassification errors with and without
selection of best performing parameters on (a) training
set, (b) testing set.

6

Conclusion and Future Work

In this paper, we introduced A-SDLM, an asynchronous
version of stochastic diagonal Levenberg-Marquardt for
parallel distributed training of neural network models.
Optimizations were performed on the SDLM algorithm to
reduce the number of hyper-parameters involved to only
one (global learning rate). We applied our optimization
algorithm in a peer worker framework based on data
parallelism approach. Our learning framework supports
warm-starting procedure as well as selection of bestperforming parameters for performance tuning.
To evaluate our proposed optimization procedure, we
chose the handwritten digit classification using CNN as
our case study. We measured the training speedups using
SGD and A-SDLM on three CNN models with different
number of parameters. The results indicated that models
with fewer parameters can benefit more from the data
parallelism due to small communication overhead, and we
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suspect that using model parallelism instead of data
parallelism may further improve the performance speedup.
In comparison to SGD, our proposed algorithm performs
better in terms of better convergence state and higher
classification accuracy.
Our experiment outcomes also suggested that warmstarting procedure and selection of best-performing
parameters contribute to faster convergence rate and lower
misclassification error. In addition, we found out that
repeating scheme can actually degrade the model
generalization on testing set, although improvements in the
training set is clearly observed. This occurs as the model
has been over-trained by the misclassified samples in the
training set.
There are still rooms for improvement in our proposed
optimization procedure. We plan to adapt the parameter
server approach based on manager/worker thread model in
the future. Moving the optimization algorithm into largerscale computing platform is also a good strategy to verify
its performance and expand its learning capability.
As the trend of using GPUs for highly-parallelized
applications is emerging, we plan to set our direction to
move towards GPU programming (especially CUDA) to
achieve faster performance speedup. Nevertheless, our
experiments have shown the viability of a second-order
optimization algorithm in parallel distributed learning
through multi-threaded programming.
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Abstract
Cloud computing is a heterogeneous architecture,
benefiting from a range of technologies provisioning
several IT services. Ensuring effective and adequate
security measures in Cloud environment remains a
challenge and dominant concern to the Cloud consumers.
In order to save energy and operating cost, Cloud
providers consolidate virtual machines to minimum
number of physical machines. Lack of security policy
during virtual machine consolidation increases security
risk to the client. Therefore, we propose a conceptual
model to develop security profiles for virtual machines by
designing a fuzzy logic based mechanism to amalgamate
all the threat parameters namely inner vulnerability,
intrusion behaviour analysis and trusted membership for
each of the virtual machine. Essentially, distributive and
multi-tenancy nature of Cloud computing paradigm has
increased risk and security vulnerabilities like resource
monitoring, side channels threat, and denial of service.
Considering these security issues, it is necessary to
evaluate the vulnerability, intrusion behaviour, and trusted
relationship of the virtual machines. Hence, we aim to fill
the existing research gap by proposing a design to
construct security profiles for virtual machines. These
profiles will be considered during virtual machine
consolidation. As a future work, we would provide result
based on this proposed design which is out of the scope of
this paper.
Keywords: Cloud computing security; VM consolidation;
VM security measurement; VM security.

1

Introduction

Cloud computing is a heterogeneous architecture,
benefiting from a range of technologies provisioning
several IT services. There are five widely accepted
characteristics common to Cloud systems that are
identified by National Institute of Standards and
Technology (NIST) (Hogan et al., 2011). These are ondemand self-service, broad network access and diversity
of client devices, resource pooling, rapid elasticity, and
measured service with the pay-per-use business model.

Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the 13th Australasian Symposium on Parallel
and Distributed Computing (AusPDC 2015), Sydney, Australia,
January 2015. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 163. B. Javadi and S. K.
Garg, Eds. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

Due to the advancement and availability of high speed
internet, distributed and shared Cloud services has
emerged leveraging the price. Hence, large numbers of
data centers have outgrown to provision computing
devices. The data-centers also added value to the
customers by providing power and network redundancy,
centralize management, reducing operating cost and
physical security. Additionally, advancement of
virtualization technology accelerated resource sharing
among cloud servers, specifically, across the resources
within same data-centres. Although the benefits of Cloud
services are multifold, widespread adaptation of Cloud
computing depends on properly addressing the relevant
security challenges. Many studies and surveys have
already established this, for instance see (Hayes, 2008,
Takabi et al., 2010, Catteddu and Hogben, 2009). There is
a moderate competition in the data centre marketplace to
reduce computing cost by automatic consolidation of
virtual machines into minimum number of physical
servers. Apparently this would reduce the computing,
operating and maintenance cost. However, there are
obvious security risks to move across the VMs in a
physical machine, essentially, when there is no security
policy supervised and provisioned.
A rogue VM can be a potential entry point of security
breach within the shared physical machine and in the
wider network, despite of virtual network separation
strategy within data center. Many of the attacks on Cloud
systems relate to their distributed nature and shared
resource environments. These attacks are considered as
traditional network threats that inherited to Cloud
environments. Distributed Denial of Service (DDoS)
attacks and Cross Site Scripting (CSS) threats are
examples on this category. On the other hand, some
threats are specific to Cloud environments. For instance,
multi-tenancy nature of the Cloud server or virtual
machines (VM) that form the basis of the Cloud
computing paradigm (Chen et al., 2010).
There has been some work to map the footprint of
different type of cyber-attack in Cloud (Khorshed et al.,
2012). There was an attempt to establish a method to
detect anomaly in Cloud to identify different threats.
There are some commercial products that provide
intrusion detection services to the network, for example
PaloAlto, Checkpoint, IBM, Cisco, etc. On the other
hand, commercial product like Nessus and open source
software like OpenVAS identifies vulnerability risk of a
networked machine. To build a security profile for the
VMs we have considered those approaches as input
parameters in our unified model. There has been
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significant research interest to establish and evaluate trust
among networked host. However, there is a gap to
establish a relation of the trust considering Cloud
resources. Hence, we have outlined our own method and
reasoning to establish trust among VMs using resource
consumption history and statistics.
Clearly, the challenges in securing the Cloud and the
potential solutions encompass many old and new ideas. In
this document, we propose an approach by formulating
security profile for VMs in securing the process of VM
consolidation. In section 2, we discuss the background
and motivation for this research. Next, in section 3, we
provide the proposed methodology to ensure secure VM
consolidation. Consequently, in section 4, constructing
security profile and ranking of the VMs is discussed in
details. Finally, in section 5, we present concluding
remarks and future work directions.

2

Background

Power consumption is one of the main sources of
operational cost in the data centers. To save energy and
power in large data centers, instances of the VMs are
consolidated within same physical machines. Cloud
providers apply these policies to private, public or hybrid
Cloud without exhausting reliable security principles.
However, co-residency of VMs is can introduce some
security challenges like side-channels. Malwares in VM
and distributed denial of service (DDoS) can surface from
the VM itself. We discuss these threats in brief in the next
sub sections followed by related work and our
contribution.

2.1

Side channels and resource sharing issue

Side channels are a well-known phenomenon in
Electronics for cryptanalysis. In theory, if the attacker can
get hold of the physical device, they can break into the
device by discovering the secret key utilizing side
channels attack. Information leakage can occur when an
attacker observe/interfere in the processing cycle of the
server. Listening to the electro-magnetic emission also
reveals some raw information about the ongoing process.
To construct a successful side-channel requires
overcoming challenges including core migration,
numerous sources of channel noise, and the difficulty of
pre-empting the victim with sufficient frequency to
extract fine-grained information from it.
Cloud computing is capable of providing storage and
processing power at lower costs in comparison to locally
arranging for these. Multi-tenancy system is prone to
disclosing CPU cache memory, timing analysis, and
tracking of hardware resources. These can open the door
to side channels that passively observe the information, or
to covert channels that actively send data (Xu et al., 2011,
Aviram et al., 2010). An attacker can detect the target
VM in a server using the techniques like measuring cache
usage, load-based co-residence detection and estimating
traffic rates on network address (Ristenpart et al., 2009).
When the target virtual instance and malicious instance
are in the same physical machine, monitoring the CPU,
memory, network utilization, and other behaviour
patterns can lead to cross VM information leakage.
For our convenience to address the Cloud
vulnerability, side cannel attacks roughly can be
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categorized into three types (Zhang et al., 2012). These
are time-driven side channels, access-driven side
channels and trace-driven side channels. A time-driven
side-channel attack is possible when the total execution
times of cryptographic operations with a fixed key are
influenced by the value of the key, e.g., due to the
structure of the cryptographic implementation or due to
system-level effects such as cache evictions. This type of
influence can be exploited by an attacker who can
measure statistically such timing to infer information
about the key.
A second class of side-channel attacks is trace-driven.
These attacks continuously monitor some aspect of a
device throughout a cryptographic operation, such as the
device’s power draw or electromagnetic emanations. The
ability to monitor the device continuously makes these
attacks quite powerful but typically requires physical
proximity to the device, which we do not assume here.
The third class of side-channel attack is an access-driven
attack, in which the attacker runs a program on the
system that is performing the cryptographic operation of
interest. The spy program observes usage of a shared
architectural component to learn information about the
key, e.g., the data cache, instruction cache, floating-point
multiplier, or branch-prediction cache. Recently multiple
research papers are referred to exploit the data cache to
extract private key (Ristenpart et al., 2009, Zhang et al.,
2012). This attack is considered as asynchronous,
meaning that they do not require the attacker to achieve
precisely timed observations of the victim by actively
triggering operations of the victim. These attacks leverage
CPUs with simultaneous multi-threading (SMT) or the
ability to game operating system process schedulers; none
was shown to work in symmetric multi-processing (SMP)
settings.

2.2

Cross site scripting and web services issue

On the other hand, some studies have indicated that
attacks on web services constitute more than 60% of the
total attempts at exploiting online vulnerabilities (SANS
Institute, 2009). It has also been shown that injection
flaws and cross-site scripting are among the most
common liabilities of these services (Open Web
Application Security Project, 2010, Lloyd et al., Mar,
2001). This is further complicated by noting that some
provider sites, like Amazon use Simple Object Access
Protocol (SOAP) based Cloud control interface to
monitor, add, and remove VM instances. SOAP provides
for the exchanges of structured information needed for
the use of such web services and is reliant on XML. XML
signature wrapping attacks on public SOAP interface in
the Cloud have been reported to cause the formation of
new instances of VM as well as starting and stopping of
existing VM (Somorovsky et al., 2011). Code injection in
web applications poses an ongoing threat due to immature
coding and lack of preventive measures (Johns, 2009). To
prevent injection flaws and cross-site scripting, automatic
approaches to detect vulnerabilities have been suggested
(Bello and Russo, 2012). In these approaches, rather than
modifying interpreters or compilers, a taint analysis of
could-related web applications that consider persistent
storage, opaque objects and security policies, are to be
used.
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2.3

Distributed Denial of Service

Botnet is a collection of compromised computers or
bots. Botnets attackers may utilize Cloud resources to
expand their network and processing power, posing a
threat to the very shared resources they are using on the
same host (Kandula et al., 2005). Distributed Denial of
Service (DDoS) attacks on shared resources or on the
Cloud server can cause devastating impacts in
provisioning of the Cloud services. The semantic and
flooding DDoS attacks are well known and the associated
risks are well researched (Mirkovic and Reiher, 2004).
Fraudulent Resource Consumption (FRC) attack on
Cloud servers are analogous to an application-layer
DDoS attack. As the name implies, FRC attacks
fraudulently consume bandwidth and other resources of
the Cloud services resulting in financial liabilities for the
Cloud clients (Idziorek and Tannian, 2011). Utility
computing in Cloud environments is particularly
vulnerable to such attacks, where the attackers seek to
exploit the utility pricing model to harm the victim
financially. It has also been shown that DoS attacks on
Cloud systems can cause the OS kernel to crash and for
some systems, the crash can be sustained in the VM level
(Kurmus et al., 2011).
Users
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Layer 2
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Virtual &
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Figure 1: Cloud security service in Cloud architecture
stack
Considering the risks mentioned in previous sections
within Cloud computing arena, we need to explore how
we can ensure the safety of other tenants in Cloud by
characterise a particular VM as unsafe or safe during
consolidation. Additionally, we have to address the
security parameters which can be included in the security
profiles of the VMs by monitoring actively or by passive
analysis of resource usages pattern. A challenging part
would be measuring these profiles without violating their
access privilege and privacy policy. We also need to
explore the historical nature of intrusion of the VMs by
looking into their process, memory and network
utilization over the period. We also need to measure
scalability of the construction of security profile and VM
consolidation, which is also a potential research gap.
There has been considerable research and commercial
product to generate intrusion threat within the network.
Additionally there is a establish vulnerability database

with guideline to provide threat score. However, there is
no unified method or approach to compose these security
parameters customized for Cloud services. In this paper,
we propose such a design and in future we will provide
reports based on the result.

3

Secure VM Consolidation

In this section, we discuss methodology to address the
research gap. In the following discussion, three major
steps are identified to achieve security aware VM
consolidation.
In a typical scenario, we present four layers of Cloud
architecture model in the figure 2. PMs and VMs
construct the foundation in the layer one. In the layer two,
VM manager performs management and administration
tasks. The third layer provides platform for the Cloud
services through a Cloud middleware. Lastly, layer four
provides Cloud applications to the customers and Cloud
brokers. Considering the research gap, our focus will be
on building a security service on layer 3.
In the figure 2, we have presented three major steps
involved to reach security and energy aware VM
consolidation. In step 1, we need to quantify security for
each VM. In order to quantify, three dimensional security
parameters are considered as they provide important
security related information. Later stage, these three types
of information will be quantified as security score. The
first one, internal vulnerability score (IVS) will be
formulated based on the inner vulnerabilities of the VM.
The second one, intrusion behaviour score (IBS) can be
formulated from single or multiple IDS engine. The third
one, trust based score (TBS) can be evaluated from
various input parameters of a particular VM using trust
algorithms customized for VM security. The figure 1
shows the high level view of security aware VM
consolidation steps. During the step 2, IVS, IBS and TBS
values will be merged and formulate the combine
security profile score (SPS). There have been few
proposed method for energy aware VM consolidation
within SLA (Cao and Dong, 2014). In the step 3, SPS
will be used along with the appropriate VM consolidation
algorithms and live VM migration strategy to finally
consolidate the VMs in racks and physical machines.
The security concerned commercial users would prefer
add security-ware from the Cloud providers to minimize
the threat of sharing physical server. Therefore, during
the VM consolidation, Cloud providers can utilize the
proposed method by security profile construction.
VMs can be configured to provide services to the
Cloud users as well as Cloud users can use VMs as their
workstation. In some scenario, a VM can perform as
service provider as well as service client. In Cloud
environment, each VM will access Cloud resources, web
sites, database, web apps etc. By accessing different
resources, they will create their network request profile.
Some of their network-probing request could be
malicious in nature. Intrusion detection knowledge based
system or attack pattern recognition system will aid to
categorize security parameters. Further research on the
VMs behaviour will contribute to construct the security
profile.
Aiming to consolidate VMs based on security profiles,
we have identified the major characteristics or parameters
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that will be considered for constructing the security
profile, namely inner vulnerability, intrusion behaviour
and trust qualifiers. Afterwards, sample data will be
collected to calculate IVS, IBS and TBS and finally SPS.
IVS
IBS
TBS

• Internal vulnerability score
• Intrution behaviour score
• Trust based score

Step 1. Compute and generate score of the VMs based
on the relevant security parameters

IBS

IVS
TBS

Security profile score (SPS)
Step 2. Weighted average of the
security score

multi-dimension

PWR
& SLA
SPS
VM
consolida
tion

Step 3. Develop VM consolidation job integrating
security profile
Figure 2: High-level view of security aware VM
consolidation
After the generation of security profile, we will
simulate VMs consolidation environment. For simulation,
we will use CloudSim which is an open source tool which
can be used to consolidate the VMs based on security
profile (Calheiros et al., 2011). CloudSim can generate
large scale VMs testing environment. Existing VM
consolidation algorithms will be used in the simulation;
however, we need to extend the algorithm considering
security profile. Then, the simulation result can be
analyzed with Matlab for performance analysis purpose
(Mathworks).

4

Constructing security profile and ranking of
the VMs

To construct the security profile of the VM in the
cloud environment, we take three dimensions of
parameters into account. They are: the existing
vulnerability of the VM itself, the intrusion nature of that
VM and the trust constraint of the VM node. We rank the
VMs based on the score of their security profile.

4.1

Internal vulnerability

To build the security profile, the inner state of the
VM is considered. The cloud users are reluctant to keep
vulnerable VM into the same network rather than keeping
the same physical machine in the cloud infrastructure.
Vulnerability analysis, anti-virus reporting of the
individual VM all these factors contributes to the
measurement of the inner state of any VM.
In (Wang et al., 2012) , the authors propose a new
approach for ranking attack patterns based on the
vulnerability information for a given software product
from widely used CVE (The MITRE Corporation) and
CVSS database (NIST, 2005). Each attack pattern is
assigned a metric based on the level of its severity. A
number between 0 and 100 represents this metric as the
quantitative indicator for prioritizing attacks. At first, the
information about the given software’s vulnerability is
collected through OVM. We refer the interested readers
to (Wang and Guo, 2009) for further information about
OVM. Secondly, all vulnerabilities are classified based
on major types outlined from CVSS.
According to the statistics obtained from
CERT(Computer Emergency Response Team, 1999) , the
vulnerability disclosure history is divided into three time
intervals: present, recent, and past. As a general
observation, the vulnerability risk can reduce over time.
The present phase is the interval of latest time phase, the
past phase is the earliest time phase, and the recent phase
is the interval between the present and the past phases.
When vulnerabilities of tested software according to their
types and time phases categorization is finished, the
weight for each type of vulnerability is calculated.
represents each type of vulnerability, and its weight is
equal to .The following formula is used to calculate
weighted average of any listed vulnerability in CVE,
(1)
In order to obtain
, at first, we need to calculate
,
and
, which are the weight
of each type during the three time phases. i-present, irecent, and i-past represent the present time phase, the
recent time phase, and the past time phase respectively.
The coefficients 0.5, 0.3, and 0.2 are the weights for the
present time phase, the recent time phase, and the past
time phase respectively.
In the formula below,
represents the
weight of each type during all time phases. Additionally,
represents a specific time phase for each
type of vulnerabilities, including the present time phase,
the recent time phase, and the past time phase.
represents the sum of the CVSS scores for
vulnerabilities in each type during a specific time phase
and
represents the sum of
the CVSS scores for all vulnerabilities in the n types
during a specific time phase. As a matter of fact,
directly reflects how severe
is among
the n types of vulnerabilities during a specific time phase,
thus reflecting the weight of
(2)
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In (4),
represents the sum of the CVSS
scores for vulnerabilities in each type during a specific
time phase.
represents the specific time
phase for each type of vulnerability, which includes the
three time phases. m represents the number of
vulnerabilities for each type during a specific time phase.
represents the CVSS score of each vulnerability
for each type during a specific time phase. In fact,
includes not only the quantity of
vulnerabilities but also the quality of vulnerabilities for
each type during a specific time phase, therefore,
reflecting the severity of each type during the
corresponding time phase. After obtaining , the weight
of a vulnerability type is converted into the weight of a
selected attack pattern. However, sometimes one attack
pattern belongs to several different types of
vulnerabilities simultaneously, so the final weight of each
attack pattern is the sum of its related types’ weights.
Finally, the attack patterns are ranked based on their
weights.
(3)
The vulnerability score of the equation (3) will be used as
a input
which is the inner vulnerability factor of
.

4.2

Intrusion analysis

To measure suspicious activity of a VM into the
network, Intrusion Detection System (IDS) techniques
will be taken into account. IPS and IDS use attack
signature to identify network attack from the hosts. The
nature of the attack signature typically defines the threat
level of the particular host.
The IDS has diverse range of attack database which it
matches for the network traffic for any monitored devices
in the network. Each type of attack would carry some
weight. If multiple IDS is used in the network we can get
multiple feedback on intrusion attack with n number of
intrusion behavior (IB) score. These values can also be
taken into consideration for weighted average evaluation
to get final IBS as per the figure 3.
,
...
represents the attack levels or impact factor.
Therefore,
(4)

Figure 3: Intrusion based score is being formed from n
number of intrusion behavior inputs

4.3

Trust constraint analysis

Trust based ranking is also a prospective source of
input to construct the security profile for the VMs. There
are two major categories within the trust based
measurement. The first one is the non-reputation based
model based on centralized authority. An example of
such a model is PKI based trust model, which is widely
used in e-commerce. The second one is the reputation
based trusted model. Some of the popular and proposed
non reputation based trust models utilize user feedback
based ranking, peer to peer trusted model and Bayesian
network based trust models. Fuzzy theory-based
distributed reputation systems have been proposed. In
these literatures, fuzzy logic inference rules are used to
calculate local trust scores and aggregate global
reputation. Trust factors are treated as fuzzy variables.
To establish trust based ranking among the VMs, it is
required to identify the trust factors. Trust factors are a
set of inputs upon which the trust ranking score will be
decided. It is possible to think of a cloud middle-ware
that would provide trusted ranking among the available
VMs. The data-centers may offer promotions to their
clients to participate to generate trusted scoring.
However, in typical scenario the end users of VMs would
not prefer to install any additional software package to
their system to generate trusted relationship. Therefore,
we can take the following characteristics as trust factors.
(1) Uptime analysis:
Some VMs may be faulty and restart frequently which
would indicate lower value in trust domain. Some VM
could be running for years which may indicate it is not
upgraded over a long period of time. This may also result
in lower value in trust domain. These conditions can be
interpreted as Fuzzy rule set.
(2) CPU utilization statistics:
Based on tasks CPU utilization can vary for VMs. If
the CPU utilization is high/low all the time for a VM, it
should get lower trust value. Optimal CPU utilization can
be a good indicator for better trust score. Statistical CPU
utilization graph over a period will also provide a holistic
view of CPU utilization pattern for the VMs. CPU
utilization can increase during business hours as well as
high utilization can be seen during a timeframe at
day/night. Steady behaviour should contribute to better
trust value for a VM. These statements can be translated
into Fuzzy rule set relating with membership of CPU
utilization.
(3) Memory utilization statistics:
High memory utilization over a period of time
indicates bad health for the system and it should be
getting lower value. Cloud service should record the
initial memory usages of the particular VM. As more
service is installed or start to run on the system the
expected utilization of the memory is higher. However, if
the memory usages started to decrease for a long period
of time, it can indicate lower popularity and should get
lower trust score.
(4) Network utilization statistics:
Network usages and traffic analysis of a VM can be
from very simple to extensive. Higher traffic without IDS
alert should ranks for better trust value. Additionally, low
traffic over a long period of time would indicate the VM
is not utilized and it should earn lower trust score.
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(5) Load balancing availability
For large-scale deployment and user request, load
balancing is used. If a VM is a part of cluster and
measured with good network traffic it should positioned
as trusted VM. All these above mentioned rules and
conditions can be formed into Fuzzy rule set for inference
engine.
Based on the above five membership variable and
fuzzy rules we can form a fuzzy inference system which
would lead to extract TBS(
).

where,
is the total number of VMs in the cloud space
[
]
is the security ranking of
is the inner vulnerability score of
is the intrusion score of
is the trust score of

5

Figure 4: Fuzzy inference process to extract trust score of
the VM

4.4

Security profile ranking measurement

As the security profile is created based on the multiple
parameters mentioned earlier, the obvious discussion is
which of the input parameter gets higher importance.
Based on the characteristics of the security flaws and the
nature of attacks, the intrusion nature of a node is
assigned a higher weight.
The following formula is used to calculate the value of
the security threat of a VM in a network.

IVS

• CVE
• CVSS

6

• IPS/IDS (Snort)
IBS

TBS

• Non-reputation
• Reputation

Ranking
Process

Figure 5: Weighted ranking of the security profile

(5)
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Conclusion

Cloud computing paradigm has gained popularity due
to inexpensive operating costs and pay per usages model.
On the other hand, as it is presented in this document,
traditional, contemporary and potential security threats
resulted non-geometric growth of Cloud computing. Due
to the inherent multi-tenancy architecture and
virtualization
environment,
Cloud-computing
environments are prone to threats that can intervene with
any distributed system. To minimize security risks due to
co-residency of VMs, a method is provided to build and
rank the security profile of the VMs. Hence, we have
presented how to discover and quantify security from
three major sources: inner vulnerability, intrusion history
and trusted value in Cloud environment. We have used
fuzzy process to form trust score and utilized weighted
average method with get a fine-grained security score of
individual VM. Thus, in relation to VM consolidation,
and mitigate the threats of resource sharing, especially,
side-channels, our approach is provided without violating
client’s privacy and security. We have only presented the
design stage of our work. Eventually, for future work, we
will generate reports and data to create security profile as
well as we will simulate VM consolidation utilizing the
security profile. Achieving that would contribute to
minimize risk level within Cloud space.
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Abstract
Sparse Matrix Vector Multiplication (SpMV) is an
important kernel in Sparse Linear Algebra. Cache
based systems performance is poor during SpMV multiplication due to poor data locality of sparse matrix
storage formats. In this paper, we propose a Sawtooth Compressed Row Storage (SCRS) data structure to represent sparse matrix which requires less
memory and improves temporal locality compared to
Compressed Row Storage (CRS), Incremental CRS
(ICRS), Zig-Zag ICRS (ZZICRS) (A. Yzelman et al.
2009). We also propose a SCRS based Sawtooth
Sparse Matrix Vector (SpMV) multiplication algorithm to exploit the improved temporal locality. The
simulation results indicate that our proposed SCRS
based SpMV algorithm achieves fewer cache misses
and shorter execution time than the state of the art
storage format based SpMV algorithms.
Keywords: Sparse Matrix Storage Format, Sparse
Matrix Vector Multiplication
1

Introduction

Most scientific applications use sparse matrices for
analyzing the data produced by experiments. These
applications include computer aided control system
design (W. A. Meier 1992), Image Editing (Y. Wang
et al. 2011), Fluid Dynamics etc., Sparse matrices are
huge in size and occupy large memory, hence special
data structures like Compressed Row Storage (CRS),
Compressed Column Storage (CCS) (Rukhsana et al.
2005), Incremental CRS (ICRS), Zig-Zag ICRS (ZZICRS) (A. Yzelman et al. 2009) etc., are used to reduce
memory requirement. Sparse Matrix Vector Multiplication (SpMV) is a very common operation in scientific computing. Existing storage formats based SpMVs have poor data, temporal and spatial locality
which lead to unnecessary cache misses and causes
increase in computation time (J. B. White et al.
1997), (A. Yzelman et al. 2009). Thus performance
of SpMV algorithms is limited by the data structures
itself. The performance of a cache based system during SpMV can be improved in two steps. First, opting
for a cache friendly storage format that occupies less
memory and allows easy manipulation of data with
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed Computing (AusPDC 2015), Sydney, Australia. Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 163, B. Javadi and S. K. Garg, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

improved data locality than existing storage formats.
Second, choosing a clever matrix multiplication algorithm which fully exploits the reusability of the data
structure. Existing data structures like CRS, CCS,
ICRS and ZZICRS occupy less memory and allow
easy manipulation of data, but have poor data locality. ZZICRS based SpMV algorithm exploits the
possible reusability at the end of each row of a sparse
matrix and improves the cache performance for large
cache size compared to input sparse matrix size. As
SpMV is used in time critical applications, a data
structure which improves data locality and a multiplication algorithm which utilizes this improved data
locality are needed. In this paper we propose a new
data structure SCRS and a supporting SpMV algorithm which is less dependent on cache parameters
compared to existing data structures and improves
the cache performance during SpMV.
2

Proposed Approach

Existing sparse matrix data structures are less cache
friendly during SpMV multiplication due to poor data
locality. Multiplication of matrix A with vector V can
be expressed as (1)
zi =

k−1
X

Ai,j .Vj , where, i = 0 to m − 1

(1)

j=0

During computation of the ith element zi , accessing
the first element ai,0 of the ith row of matrix A and
first element v0 of vector V from the memory for the
first time leads to cache misses. For computing element z1 , first element a1,0 of the 2nd row of matrix
A and the first element v0 of vector V are needed.
Element v0 that was brought into cache during computation of z0 may or may not be present in cache
while computing z1 depending on three factors, viz.
cache line size, number of cache lines and the replacement policy. So a specialized data structure is needed
which improves reusability of data and is less dependent on the cache dimensions and replacement policy.
2.1

Proposed Storage Format

The CRS (refer Figure 1 (b)) representation contains
three arrays - ‘Value’ array which stores non-zero
elements of the sparse matrix in row major order,
‘Row ptr’ array which stores the base address of each
row in the ‘Value’ array and ‘Col ind’ array which
stores the column index of the non-zero elements. The
last element in the ‘Row ptr’ array is the address of
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Figure 1: a) Given Matrix b) CRS storage format c)
SCRS storage format
the last element in the ‘Value’ array which is used to
indicate the total number of non-zero elements. Elements in the ‘Val ind’ array shown in Figure 1(b) are
addresses of the ‘Value’ array elements. SCRS representation also requires three arrays. In SCRS, N
consecutive rows are grouped together into a single
block-row. The ‘Value’ array stores the non-zero elements of the sparse matrix in block row major order.
The elements within the block row are stored in sawtooth order as shown in Figure 2. For example, R0
is {11,13,16} and R1 is {22,24,25}, when interleaved
forms block-row BR0 {11,22,13, 24,25,16} (see ‘Value’
array in Figure 1(c)). The ‘Row ptr’ array stores base
address of each block-row stored in the ‘Value’ array. The memory required for SCRS ‘Row ptr’ is ‘N’
times less than that required for CRS and ZZICRS
‘Row ptr’. In SCRS column index of (i, j)th element
is calculated as follows: N ∗ j + i mod N , where N is
the block size.
2.2

SCRS(N) based SpMV Multiplication

Figure 2: SCRS based SpMV. Where, BR is block
row and Ci is ‘i’th column index
When a sparse matrix is multiplied with a vector, in the regular procedure, all ith row non-zero
elements are multiplied with the corresponding elements in vector V during zi calculation. Next when
(i + 1)th row elements are multiplied with the vector V for the zi+1 calculation, vector elements that
are brought into cache memory during zi calculation
94

may or may not be available in the cache depending
on the cache line length, replacement policy and cache
size. In SCRS(N) based SpMV with block row size N ,
N elements in the ith column are stored adjacent to
each other. These N elements are multiplied with
the ith element vi in vector V. Thus SCRS(N) based
SpMV updates N elements of the resultant vector Z.
This avoids the possible cache misses that might have
been incurred if CRS, ICRS, ZZICRS were used.
Algorithm 1 Procedure for SCRS(2) based Sparse
Matrix-Vector Multiplication
for i ← 0 to Br do
for j ← Row ptr(i) to Row ptr(i+1) do
if Col ind(j)%2 = 0 then
Z(2*i) += nzs(j)*V((Col ind(j)/2))
else
Z(2*i+1) += nzs(j)*V((Col ind(j)/2))
end if
end for
end for
where, Br is number of block rows in matrix A,
nzs and Col ind are the non-zero value array and
column index array respectively for matrix A in
SCRS data structure.
3

Evaluation Methodology

The block row size in the proposed SCRS(N) storage
format can be fixed or varied, accordingly SCRS(N)
is either Fixed SCRS(N) or Dynamic SCRS(N).
Fixed SCRS(N): In this, number of interleaving
rows is kept constant. Interleaving rows reduces reuse
distance (reuse distance is the number of memory accesses before accessing the same data from the memory) of vector elements to one memory access and
improves the reusability during SpMV. Since, we can
interleave two or all rows or in between, finding appropriate number of rows is a challenge, as it involves
many parameters to be considered. If at least one
nonzero element is present in each column in a block
row then all the vector elements that fit into a cache
line are used at least once during SpMV. Even if all
the rows are interleaved, at least one non zero element
in each column cannot be guaranteed as the non zero
elements are sparse and randomly distributed, also
the memory requirement for temporary results increases and causes more cache misses. One SCRS(N)
version out of all possible Fixed SCRS(N) formats is
chosen based on the execution time of SCRS(N) based
SpMV. Table 1 shows the list of sparse matrices used
in our experiments. In Figure 3 (a) SCRS(4) based
SpMV shows less execution time than others.
Dynamic SCRS(N): When the number of non
zero elements per block row are too less to fit into
the cache line, its occupancy can be improved by
increasing the number of interleaving rows. In Dynamic SCRS(N), the block row size is fixed first. If
the number of non-zero elements is at least N , the
current block row size is fixed, otherwise one more
row is added to the block row and again the number of non-zero elements is counted. This process is
carried out till the number of non-zero elements becomes at least N . The experimental results show that
the execution time of Fixed SCRS(N) is better than
Dynamic SCRS(N) as shown in Figure 3 (b). For
1138 bus, bcsstk08 and bcsstm21 Dynamic SCRS(4)
is better than Fixed SCRS(4). Fixed SCRS(N) is better than Dynamic SCRS(N) for all other test sparse
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Table 1: Matrices used in our experiments, sorted by number of non-zeros (nnz) in increasing order.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

1138 bus
bcsstm21
bcsstk08
saylr4
sherman5
fidap ex10hs
epb1
foldoc
bcsstk16
goodwin
dawson5
rim
gyro k
Dubcova2
torso2
TSOPF RS b39 c30
nemeth21
TSOPF FS b39 c19
mixtank new
water tank

Rows &
Columns
1138
3600
1074
3564
3312
2548
14734
13356
4884
7320
51,537
22,560
17,361
65,025
115,967
60,098
9,506
76,216
29,957
60,740

Number of
Nonzeros
2596
3600
7017
12940
20793
29928
95053
120,238
147,631
324,784
1,010,777
1,014,951
1,021,159
1,030,225
1,033,473
1,079,986
1,173,746
1,977,600
1,990,919
2,035,281

2

1138_bus
bcsstk08
bcsstk16
bcsstm21
epb1
ex10hs
fidap
saylr4
sherman5

1.8
1.6
1.4
1.2
1
0.8
0.6

Applications
Power network problem
Structural problem
Symmetric Stiffness matrix, Frame building
Matrix of Paul Saylor
Fully implicit black oil simulator
Computational fluid dynamics problem
Plate-fin heat exchanger (simple case) (DAE)
Pajek network: Free on-line dictionary of comp
Stiffness matrix Corp.of engineers dam
FEM, fluid mechanics problem
FLAP, Part of actuator system on airplane
K matrix FEM, fluid mechanics problem
K matrix duplicate model reduction problem
Univ. Texas at El Paso, from a PDE solver
Finite diff. electro-physics. 2D model of torso
Transient optimal power flow, Full-Space
Newton-Schultz iteration
Transient optimal power flow, Reduced-Space
POLYFLOW mixing tank
3D fluid flow: water in a tank

1.1
Fixed_SCRS(4)/
Dyn_SCRS(4)

1.05
1

Fixed_SCRS(8)/
Dyn_SCRS(8)

0.95
0.9

Fixed_SCRS(16)/
Dyn_SCRS(16)

0.85

Fixed_SCRS(32)/
Dyn_SCRS(32)

0.8
0.75

0.4

0.7

0.2

0.65

0
SCRS(4)
SCRS(2)

Symmetry/
Unsymmetry
S
S
S
S
U
S
U
U
S
U
S
U
S
S
U
U
S
S
U
U

Ratio of execution time

Matrix

Normalized execution time

SI.No

SCRS(16)
SCRS(64)
SCRS(256)
SCRS(8)
SCRS(32)
SCRS(128)
SCRS(N) storage format

(a)

0.6
bcsstm21
saylr4
ex10hs
bcsstk16
saylr4
1138_bus bcsstk08 sherman5
epb1
fidap
sherman5
Sparse Matrix Name

(b)

Figure 3: a) Comparison of execution time of SCRS(2) to SCRS(256) based SpMV multiplications, normalized
with respect to SCRS(2) based SpMV multiplication b) Comparison of Fixed SCRS(N) and Dynamic SCRS(N).
In Figure b) Y-axis: Ratio of execution time of Fixed SCRS(N) and Dynamic SCRS(N) on an Intel Core i7 L
640 @ 2.13GHz machine
matrices. Extra memory is required for an array to
store dynamic block row sizes which is needed during index calculation. Since both index calculation
complexity and memory requirements are more in dynamic SCRS(N), it gives higher execution time than
Fixed SCRS(N). So Fixed SCRS(N) is used to know
the effect of cache parameters on the performance of
SpMV.
4

Simulation Results

To evaluate the effectiveness of our algorithm for
sparse matrix vector multiplication, we ran our experiments on an Intel Core i7 L 640 @ 2.13GHz machine
with 3 GB of main memory. Each single core has a 32
kB 8-way L1 cache, and each pair of cores shares a 256
kB 8-way L2 cache, 4 MB 16-way L3 cache and the
cache line size is 64 bytes. We measured the number
of cache misses by using performance API (PAPI). All
benchmarking programs perform 1000 matrix vector
multiplications and the normalized average execution
time is reported.
Figure 4 (a) shows cache misses of CRS, ZZICRS
and SCRS(4) based SpMV, normalized with respect
to CRS based SpMV. Figure 4 (b) shows percentage
improvement of execution time for SCRS(N) (where
N = 2, 4, 8, 16, 32) and ZZICRS based SpMVs over

CRS based SpMV. SCRS(N) based SpMV is always
either better than or equal to CRS and ZZICRS based
SpMVs. SCRS(N) based SpMV gives best performance when non zero elements in N rows have same
column indices else worst performance but comparable to other storage formats. This can be seen in
the case of matrix mixtank new, where both CRS
and SCRS based SpMVs are showing same performance but better performance than ZZICRS. It is
interesting to observe that SCRS(N) for different N
values showing same performance improvement over
CRS and ZZICRS storage formats, with very little
improvement with increasing N. This is due to the
fact that the reusability of non zero elements doesn’t
increase much with the increase in number of interleaving rows. Because the distribution of the non-zero
elements becomes more and more sparse with more
number of rows including into block row, i.e, with increased N. Hence the SCRS(N) can be used with N
= 2 without loosing the performance improvement.
From the experiments it is observed that the proposed
SCRS(N) based Sawtooth SpMV algorithm shows improved cache performance an average of 24% over
CRS and upto 44% compare to ZZICRS based SpMV.
Further experiments are done to evaluate whether the
number of interleaving rows per block of SCRS(N)
depends on cache line size with respect to execution
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1.05
1

CRS
ZZICRS
SCRS4

0.95
0.9
0.85
0.8
0.75
0.7
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Execution time of SCRS(N) based SpMV

Normalised cache misses
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0.6
bcsstm21
saylr4
fidap
1138_bus
bcsstk08
sherman5

1.1

bcsstk08
bcsstk16
bcsstm21
epb1
ex10hs
fidap
goodwin
saylr4
sherman5

1
0.9
0.8
0.7
0.6
0.5
SCRS(2)

SCRS(4)

bcsstk16
foldoc
epb1
goodwin

SCRS(8)

SCRS(16)

SCRS(32)

SCRS(64)

SCRS(N) storage format

Sparse matrix name

(a)

1.4

CRS

1.2

ZZICRS
SCR(2)

1

SCRS(4)

0.8

SCRS(8)
SCRS(16)

0.6

SCRS(32)

0.4
0.2

Execution time of SCRS(N) based SpMV

Normalized SpMV execution time

(a)
1.05

bcsstk08
bcsstk16
bcsstm21
epb1
ex10hs
fidap
goodwin
saylr4
sherman5

1
0.95
0.9
0.85
0.8
0.75
0.7
0.65
0.6
SCRS(2)

0

SCRS(4)

SCRS(8)

SCRS(16)

SCRS(32)

SCRS(64)

SCRS(N) storage format
11

12

13

14

15

16

17

18

19

20

Sparse matrix name

(b)
(b)

Figure 4: a) Comparison of normalized CRS, ZZICRS
and SCRS(4) w.r.to CRS cache misses b) Comparison
of normalized execution times of CRS, ZZICRS and
SCRS(N) based SpMV performed on an Intel Core i7
L 640 @ 2.13GHz machine
time. In this experiment SimpleScalar Computer Architecture simulator has been used. Figure 5 (a), (b)
show execution time of SCRS(N) based SpMV when
the number of interleaving rows are varied from 2 to
64 for cache line sizes 32 B and 64 B respectively. We
also observed variation in the performance of different SCRS(N) representations, which leads us to infer
that there is no particular relationship between the
number of interleaving rows in block row of SCRS(N)
storage format and cache line size that can give better
SpMV performance.
5

Conclusion and Future Work

In this paper, we proposed a new data structure
SCRS(N) for representing sparse matrices that improves spatial and temporal locality of data, and a
new multiplication scheme Sawtooth SpMV to exploit features of SCRS(N). Experimental results show
that the proposed SCRS(N) data structure is more
oblivious of the cache replacement policy, cache line
size and cache size than CRS and ZZICRS. It is observed that the SCRS(N) based Sawtooth SpMV algorithm shows improved cache performance on an average of 24% over CRS based SpMV and upto 44%
compared to ZZICRS based SpMV. But for matrices bcsstk08, bcsstk16, fidap and sheramn5, performance of SCRS(N) based SpMV is degrading by an
average of 20%, due to unfavorable distributed pattern of non-zero values. The Sawtooth Sparse Matrix
Matrix Multiplication (Sawtooth SpMM) is expected
to perform far better than ZZICRS based SpMM as
data locality in SCRS(N) can be fully exploited during Sawtooth SpMM.
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Figure 5: Execution time of SCRS(2) to SCRS(64)
based SpMV multiplication for data cache with dimensions of a) Cache line size 32 bytes, b) Cache line
size 64 bytes, Number of sets 512 and Associativity 4
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Abstract
Time delays in system subcomponents or control may result into unacceptable system operation or uncertainty in
specialised technical systems like aircraft control, plant
control, robotics, etc. In parallel computing, different
computing subunits share their tasks to balance loads to
increase performance and throughput. To be able to do
so, subsystems have to communicate among themselves,
which adds further delay on top of the existing system
delay. It is possible to improve performance and stability of the whole system, by designing observer for every
subsystem in the system, overseeing the system-state and
compensating for existing time-delay. This paper reviews
the present literature to identify a linear time-delay system for load balancing and evaluates the stability and loadbalancing performance of the system with and without an
observer. Stability is analysed in terms of oscillation in
the system responses and performance is evaluated as the
speed of load-balancing operation.
Keywords: Networked System, Parallel Computing,
Time-delay Systems, Cluster Computing, Load Balancing
1 Introduction
Parallel computing is the dominant paradigm in large complex systems architecture. Simultaneous calculations are
carried out in parallel-computing systems, following the
principle that large problems can be split into smaller ones
and can be solved concurrently. A busy computing unit
may share some of its load with a relatively idle computing unit, resulting in a significant increase in system
performance and throughput. However, in a network environment, information about the workload on subunits are
not instantly available to other subunits due to time-delay
experienced during communication, which affects system
performance adversely.
Time-delay systems, generally known as systems with
deceased time or after impact, transmissible systems, systems of equations with deviation in argument or systems
of differential-difference equation. They are a constituent
of infinite dimensional functional differential equations
(FDEs) which are opposite of ordinary differential equations (ODEs) (Richard 2003). In the clustered machine enCopyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed
Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice in Information Technology (CRPIT),
Vol. 163, Bahman Javadi and Saurabh Kumar Garg, Ed. Reproduction
for academic, not-for-profit purposes permitted provided this text is included.

vironment, additional communication delay is inevitable.
The needs for observing time-delay in systems comes
from the real demand of system tracking, control and/or
identification of system failure.
Feedbacks are important in mission critical systems.
The difficulties concerning sensitivity and robustness of
the feedback system with respect to time delays has attracted much attention as feedback control systems add
additional delays. The adverse effect of time-delay can be
minimised by observing the states of time-delay systems
and then utilising the information to model a linear timedelay system aimed at designing observers for all subsystems to minimise delays and increase stability.
This paper briefly reviews the literature to identify a
networked parallel processing system with linear timedelay. Then the system is modelled and simulated using
SIMULINK to analyse the stability and performance of
the system in performing load balancing operation. Stability is analysed in terms of oscillation in system responses
and performance is measured as speed of operation, i.e.
how quickly the system can balance loads among subsystems. We have designed the observers for all subsystems
of the parallel processing linear time delay system based
on the findings of these analyses. Observer of each subsystem estimates some necessary values for the subsystem
to allow it to work independently without communicating
with other subsystems thus minimising the effect of timedelay in the system performance. To evaluate the system
performance the system with observers are modelled and
simulated in SIMULINK.
The rest of the paper is organized as follows: Section
2 presents the background study and literature review on
time-delay systems, observer design and load-balancing
techniques. The parallel processing linear time-delay system is described, modelled, simulated, and results of the
simulation are shown in section 3. In section 4, observers
are designed, system with observers is modelled, simulated and the results of the simulation are presented. Section 5 presents the discussion of the results obtained during the analysis. Finally, concluding remarks are presented in section 6.
2
2.1

BACKGROUND STUDY AND LITERATURE
REVIEW
Time-Delay Systems: Their Mathematical Models and Observers

Time-delay is experienced frequently in various control
systems; either in the control input, the system states or
processing (Fridman & Shaked 2002). Time-delay can be
a source of instability and is very important for perfor-
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mance and consistency of control systems. Researchers
like Xia & Jia (2002), He et al. (2004, 2007), Lin et al.
(2006) have contributed to stability analysis of time-delay
systems. Robustness of time delay systems are studied
by Kharitonov (1999). Improved time-delay systems and
stabilised controllers are suggested by Fridman & Shaked
(2002), Zhang et al. (2005), Hua et al. (2005). A networkbased controller for time-delay system is studied by Gao
et al. (2008) and stability of a networked control system is
analysed by Ko et al. (2011). Abdallah et al. (2003) have
studied a linear time delay system to see load balancing
instabilities in parallel computing.
Time-delay system can be modelled in different ways
like the transfer function model, differential equation
model and others. A simple linear time-delay system can
be represented as:
ẋ (t) = ax (t) + bu (t)

(1)

where a and b are constants, x (t) and u (t) are functions
that change with time. We can rewrite the equation for a
time delay τ in following way with another constant c as
following:
ẋ (t) = ax (t) + bu (t) + cx (t − τ)

(2)

We also can model a time-delay system using delay
differential equation (DDE). In DDE, the derivative of an
unknown function at a certain time is expressed in terms
of the values of the function at previous time. DDE is similar to ODE in mathematical treatment, but their evolution
involves previous values of the state variables. The solution of DDE therefore requires knowledge of not only the
current state, but also the state knowledge at a certain historical time. A general form of the time-delay differential
equation for x (t) ∈ Rn is:
d
x (t) = f (t, x (t) , xt )
dx

(3)

where xt = {x (τ) : τ ≤ t} represents the trajectory of the
solution in the past.
Different types of DDE can be used to address delay
of various nature. Equation (4) expresses a system with
continuous delay, and equation (5) with discrete delay:


Z 0
d
x (t) = f t, x (t) ,
x (t + τ) dµ (τ)
(4)
dx
−∞
d
x (t) = f (t, x (t) , . . . , x (t − τm ))
(5)
dx
for τ1 > · · · > τm ≥ 0.
DDE for a linear system with discrete delay takes following form:
d
x (t) = A0 x (t) + A1 x (t − τ1 ) + · · · + Am x (t − τm ) (6)
dx
where, A0 , . . . , Am ∈ Rn×n .
Different methods like algebraic, geometric, Kronecker canonical form, singular value decomposition, inversion approaches, generalized inverse techniques can be
used to design observer for time-delay systems. Presently,
network-based observer design is an emerging topic because of the constraint that all the required system components cannot be accommodated at same place in many
systems. These components add further transmission delay by using network medium for communicating.
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2.2

Control Systems and Observer

Control systems use sensors to determine and control the
state of the variables/quantities like movement, heat circulation, temperature, stress, fluid pressure etc. Sensors have
limitations that may cause systems instability. Internal
states of many systems cannot be observed directly. This
raises problems in feedback systems and consequently
rules out the possibility of state feedback. A separate system, termed as an observer or an estimator that attempts to
duplicate the values of the state vector, can be designed.
Observers are methods that merge with sensed quantities alongside the other information of the control system to generate control signals. Observers can replace or
supplement to the sensors in a control system. Observer
generated control signals can be more precise, cheaper to
generate, and more trustworthy than the control signals
produced by sensors.
3 Linear Time-Delay System to Study Load Balancing Performance
3.1

System Description and Mathematical Model

In this paper, a computer cluster consisting of n nodes is
considered which was first used by Abdallah et al. (2003).
In this model, all the nodes can communicate with each
other. At the beginning, all nodes are provided with equal
work load. With the passage of time, the loads on nodes
become unequal due to the varied processing capability of
the nodes. To balance loads among nodes, each node in
the cluster sends its load information (queue size) q j (t)
to other nodes of the cluster. Due to time-delay node i
receives information sent by node j delayed by a certain
amount of time τi j ; i.e., q j (t) is received as q j (t − τi j ).
After receiving information from all other nodes, each
node locally calculates and determines

 the average amount
of load using a simple estimator ∑nj=1 q j (t − τi j ) /n,
where τi j = 0. Then each node compares its own queue
size against locally calculated queue size to make decision
about task sharing. If the queue size of a node is greater
than the average queue size then the node will send a portion of its tasks to other nodes. Again, the sending tasks
also add further delay in the course of its execution. As
a result, node j receives tasks sent by node i with a time
delay of hi j . The load balancing algorithm decides on the
frequency of performing load balancing operations considering that each node has delayed value of queue size
and tasks send from one node to other is received with a
certain time delay.
The mathematical model of the above system can be
described as (Abdallah et al. 2003):
n
t pi
dxi (t)
= λi − µi + ui (t) − ∑ pi j u j (t − hi j )
dt
tp j
j=1

ui (t) = −Ki yi (t)

(7)
(8)

∑nj=1 x j (t − τi j )
(9)
n
where, n is the number of nodes in the cluster; xi (t) is
the expected waiting time experienced by a task inserted
into the queue of the ith node; λi is the rate of increase of
waiting time and µi is the rate of reduction in waiting time
at node i. ui (t) is the rate of transfer of the tasks from
node i at time t to other nodes; pi j u j (t) is the rate that
node j sends waiting time to node i at time t where pi j ≥ 0
and ∑nj=1 pi j = 1 and p j j = 0; −pi j u j (t − hi j ) is the rate
yi (t) = xi (t) −
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of increase of the expected waiting time (tasks) at time
t from node j by (to) node i where hi j is the time delay
for the task transfer from node j to node i and hii = 0;
and τi j is the time delay for communicating queue size
from node j to node i. In this paper, we have considered
three computing nodes instead of n nodes generalised in
the above equations.
3.2

SIMULINK Block Diagram and Simulation Results

As mentioned earlier the whole system consists of three
subsystems with identical structure and characteristics.
Therefore, block diagram of each subsystem is built first
using Matlab SIMULINK. Then the subsystems are connected together to create the whole system.
In this paper, the system is simulated by setting
λ1 = 3µ1 , λ2 = 0, λ3 = 0, µ1 = µ2 = µ3 = 1, τi j =
τ = 200µsec f or i 6= j, τii = 0, and hi j = 2τ =
400µsec f or i 6= j, hii = 0, and initial condition as
x1 (0) = 0.85, x2 (0) = 0.63 and x3 (0) = 0.5. Processing gain for all the subsystems is thought as equal, i.e.,
K1 = K2 = K3 = K.
Figure 1a and 1b show the experimental responses with
K1 = K2 = K3 = 1000 and K1 = K2 = K3 = 2000 respectively. It is observed from the simulation outcome that
the oscillatory behaviour of system responses increased as
the gain increased. At the same time we can see that, responses in Figure 1b with the higher gain oscillate more
and die out slowly compared to responses in Figure 1a
with less gain. This unexpected behaviour is due to the delay experienced by the subsystems during communication.
If time-delay is set to zero, then responses with higher gain
dies out faster as expected. The oscillatory behaviour of
the output response depends on the linear control law (load
balancing algorithm). The system experiences time delay whenever any transmission takes place among nodes.
In the above system, transmission of task depends on the
value of ui (t) = −Ki yi (t) as decided by the linear control
law. According to load balancing algorithm, if at the i-th
node, ui (t) = −Ki yi (t) < 0 i.e., yi (t) > 0, then i-th node
sends some of its tasks to other nodes. On the other hand,
if yi (t) < 0 i.e., −Ki yi (t) > 0, then the node will not send
tasks to other nodes, rather the node instantly takes waiting time (tasks) from other nodes.

4.1

Mathematical Model of Observer

Let a time delay system be defined as follows:
Ẋ (t) = A (d) X (t) + Bu, y (t) = C (d) X (t)

(10)

where, X (t) ∈ Rn is the system state and y (t) ∈ Rm is the
output of the system at time instant t. A (d) and C (d) are
polynomial matrices in the time-delay operators d = {di }.
For any i, operator di is defined by di X (t) = X (t − τ) with
τi > 0 which is the time-delay constant. When compared
to the standard Luenberger observer, the following system might be considered as an observer for the system described by equation (10):

X̂˙ (t) = A (d) X̂ (t) + Bu + L (d) y (t) −C (d) X̂ (t) (11)
where, X̂ (t) → X (t) as t → ∞ for arbitrary initial values
of X̂ (t) and L (d) is observer gain.
Now by using observer design concept described in
equation (11), the observer for the linear-time delay system considered in this paper can be defined as:

X̂˙ (t) = A (d) X̂ (t) + λ − µ + L (d) y −CX̂ (t)
4.2

(12)

SIMULINK Block Diagram and Simulation Results for the Systems with Observer

According to the observer equation and using SIMULINK
built in blocks an observer is designed for subsystem 1.
Figure 2a and 2b show the responses of the system in the
presence of observer.

(a) Responses with K1 = K2 =
K3 = 1000 and L = 1000

(b) Responses with K1 = K2 =
K3 = 2000 and L = 2000

Figure 2: System responses in the presence of observers
with different system and observer gains

(a) Responses with K1 = K2 =
K3 = 1000

(b) Responses with K1 = K2 =
K3 = 2000

Figure 1: System responses with different system gains

4

Observers for linear time-delay systems

In this section, observers of the linear time-delay system
is designed considering the effect of time-delay in the system performance. Combining a measured feedback signal with knowledge of the control system components, the
behaviour of the plant can be known with greater precision than by using the feedback signal alone (Ellis & Ellis
2002).

Now, when we compare the responses produced from
system with and without an observer, it is clearly evident
that the responses of the system with observer oscillates
less with higher gain and die out quickly, i.e. balances
the load quickly with higher gain which is the expected
behaviour. In this case, system with processing gain K1 =
K2 = K3 = 2000 and observer gain L = 2000 balances the
load quickly with less oscillation in comparison to system
with processing gain K1 = K2 = K3 = 1000 and observer
gain L = 1000.
5

Discussion

One of the important issues of linear time-delay system is
whether or not the system model is stable in terms of oscillation in the responses. It is well established that the presence of delays in various states of the system has an enormous impact on the stability of the system. Even when the
system is stable, system performance can be sluggish. For
example, if the system is stable but oscillates much while
transferring tasks back and forth among subsystems rather
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than processing tasks, then system performance will degrade and the system will unnecessarily waste resources.
The system experiences delays during sending queue
size and tasks from one subsystem to another. For simplicity, delays in sending queue size and tasks were considered as constant. Initially, all the subsystems were fed
with an equal quantity of load, then subsystems experience creating and reducing waiting time, xi (t). Since the
reduction rate of the waiting time for all subsystems is set
as equal and generation of waiting time as unequal, therefore loads become imbalanced within few moments. To
balance loads among the nodes, each node shares load information with other nodes. As communications to share
waiting time take place among nodes, all the nodes experience delays. As a result, subsystems receive queue
size (expected waiting time) and tasks delayed by a certain amount of time.
The linear control law ui (t) = −Ki yi (t) is used for load
balancing, where ui (t) is the rate of reduction of waiting
time xi (t) per unit time. According to the control law,
within ∆t time interval between successive executions of
the load balancing algorithm, a fraction of the queue is removed resulting into reduced waiting time. With higher
system gains, the waiting time reduces quickly. In the
simulation, it is observed that with higher gain the system responses oscillate more and die out slowly. This
unexpected system behaviour is due to the delays experienced during communication. If the effect of delays on
system performance can be compensated, then the system
responses will die out fast as expected with higher gain.
As delays are unavoidable, therefore the system gain is
chosen in a way that the system responses oscillate moderately and system performance are mildly affected. To
avoid the effect of time delay during the exchange of waiting time, observers are designed for all subsystems. Observer of each subsystem can estimate some important information, and thus enabling each subsystem to work independently. As a result, communication between nodes
to exchange waiting time is no more necessary; therefore
no delay is experienced by the system due to communication.
6 Conclusion
In this paper, a linear time-delay system is modelled to
analyse stability and performance of the system in performing load balancing operation. It is assumed that the
system consists of three symmetric subsystems and all the
delays experienced by the subsystems are constant. In
principle, system performance is considered as less oscillation in the responses and it increases as the system
gain increases. Stability is another issue which requires
to be considered along with the system performance. In
the modelled system, to perform load balancing operation
each subsystem communicated with other subsystems to
get information about the amount of load on other subsystems. This results in the system experiencing delays due
to mutual communications between subsystems and these
delays limit the value of the system gain.
It is observed that, the system responses oscillate more
with higher gain in comparison to lower the gain. More
oscillation in system responses means the system waste resources by passing tasks back and forth among subsystems
rather processing tasks which results in degraded system
performance. This unexpected behaviour of the system
is due to the delays experienced by the subsystems while
communicating with each other. After analysing system
responses, observer of the system is designed keeping the
effect of time-delay on system performance in mind. As
observers are designed considering all the issues that affect system performance, therefore expected system performance, i.e., the load is balanced quickly with higher
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gain, is obtained from the system with the observer.
In this experiment, all the subsystems were considered symmetric and delays as constant. But in real life,
these assumptions are unlikely. Delays depend on different physical properties such as the availability and bandwidth of network, execution time of programs etc. Therefore, in future we plan to model linear time-delay system
and design observers of the system considering variable
delays and asymmetry of the subsystems. A processor of a
subsystem uses a considerable amount of time to perform
load balancing other than processing tasks which is not
considered in this work. In the future, the time required
by the processors of the subsystems to perform load balancing operation can be taken into account together with
the time required to process tasks.
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Abstract
In this paper, we discuss the problem of pricing one
exotic option, the strong path dependent Asian option
using the Black–Scholes model and compare how the
pricing algorithm can be implemented on Intel® Many
Integrated Core or MIC Architecture and achieve
impressive performance gains. We can demonstrate that a
2-year contract with 252 times steps and 1,000,000
samples can be priced in approximately one fifth of a
second on Intel® Xeon Phi™ 7120p.
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1

Introduction

In this paper, we look at exotic options and Asian options
specifically. We start with the payoff function and the
algorithm of pricing Asian options and give a Monte
Carlo solution for the arithmetic average Asian option.
The focus of this paper would be on how to parallelize
the Monte Carlo method on the Intel® Many Integrated
Core architecture using a combination of vectorization
and parallelization technique. We also include a brief
introduction to the MIC architecture and programming
model to facilitate the development of a high performance
many-core algorithm.
We conclude the paper with a performance measurement
of our algorithm on the first generation MIC product
Intel® Xeon Phi™ Coprocessor 7210p.
European and American call and put options are what is
termed plain vanilla options. They have standard welldeﬁned properties and trade actively. Their prices or
implied volatilities are quoted by exchanges or by
interdealer brokers on a regular basis.
Nonstandard contracts on over-the-counter derivatives
market are called exotic options, or simply exotics. These
exotics are important to a derivatives dealer because
they are generally much more proﬁtable than plain
vanilla options.
Exotic products are developed for a number of reasons.
Sometimes they meet a genuine hedging need in the
market; sometimes there are tax, accounting, legal, or
regulatory reasons why corporate treasurers, fund
managers, and ﬁnancial institutions ﬁnd exotic contracts
attractive; Sometimes the products can also be designed
________________
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to reﬂect a view on potential future movements in
particular market variables.

2

Asian Options

Asian option is a typical exotic options, where the payoﬀ
depends on the average of the price of the underlying
asset during the life of the option. Its name come from the
first price averaging crude oil option contract the
Banker’s Trust Tokyo office offered in 1987.
Since the Asian option’s underlying variable is averaged
over a period of time, it has a lower volatility and hence
renders much cheaper relative to their European vanilla
counterpart. The pricing of Asian options becomes one of
the most interesting area in Quantitative Finance because
there is no closed-form analytical solution. Any
numerical methods could applied, mostly Monte Carlo
method and binomial.
In this paper, we demonstrate that for geometric
averaging Asian options, we can leverage the BlackScholes-Merton formula and derive a closed-form
analytical solution. Second, we use a simple a raw Monte
Carlo simulation method to price the arithmetic averaging
Asian options.
In general, the payoff function an arithmetic averaging
Asian call can be expressed as:

While a geometric averaging Asian call can be express
as:

In practice, we usually assume that the underlying price
averaging takes place in discrete time. We further make
the assumption that it happens m times a year. Then the
payoff function for call and put in arithmetic and
geometric have become

Where m is the number of times a year the price
averaging takes place; S0 is the stock price at time 0, and
K is the option strike price and T is the time to expiry.
We use CA,g(S0, K, T, σ, r,) to represent asina call option
for stock price S0, strike price K expire in T time with
constant volatity of σ, and risk free rate of r.
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2.1

AsianOption = sum / N;

Geometric Averaging Asian Option

Since the Black-Scholes model assumes that the
underlying asset follows a log-normal distribution in
continuous time continue, the products of log-normal
distributed random variables are also log-normal
distributed. However, the same cannot be said about the
sum. This leads us to an analytical solution for the
geometric averaging Asian options.
Let’s CE be a vallina european call option. We can proof
that
CA,g(S0, K, T, σ, r,) = e(ρ-r)T CE(S0, K, T, σz, ρ)
with CE(S0, K, T, σz, ρ) is the European options with risk
free rate ρ and the volatility σz. where

2.3

Sequential Implementation

Our scalar implementatio uses a nested loops structure.
The inner loop traverses through the asset time steps
paths from beginning to expiry, while the outer loop
creates many samples of such paths so that we can
calculate an average value, based on the central limit
thereom.
#include "mkl_vsl.h"
double AsianOption(double S, double r, double d, double v,
double x, double T, double dT)
{
int N = T/dT;
vdRngGaussian (VSL_RNG_METHOD_GAUSSIAN_ICDF, Randomstream,
N,
randn, 0.0,
1.0);
double dr = (r - d - v*v/2.0)*dT;
double cumulativePrice = 0.0;
for (int i =0; i< N; i++)

FromBlack-Scholes-Merton Formula, we have
CE(S0, K, T, σz, ρ) = S0 N(d1)-Ke-ρTN(d2)
CA,g(S0, K, T, σ, r,) = e(ρ-r)T (S0 N(d1)-Ke-ρTN(d2))
Where N(x) is the cummulative normal distribution
function and d1 and d2 are defined in Black-ScholesMerton Formula as:

{
double pert = v*sqrt(dT)*randn[i];
S = S * exp(dr + pert);
cumulativePrice = cumulativePrice + S;
}
double meanPrice = cumulativePrice / N;
return exp(-r*T) * max(0, meanPrice - x);
}

3
Now we have demonstrated that geometric average Asian
options can be simply priced analytically using Black–
Scholes-Merton Formula. we can now focus on making
the arithmetic average Asian options tracable by usig
another numerical methods, such as Monte Carlo.

2.2

Arithmetic Averaging Asian Option

Monte Carlo uses statistical sampling method to
arrive the numerical result. You can directly simulate the
Let assume an arithmetic average Asian option pays the
divident d follows a generalized Wiener process.
dSt = (r-d) Stdt + σStdWt
the granularity of the sampling dates are m times a year
and the option expiry is T. we let n = Tm, breaking T
into equal time interval of δt = 1/m, t1= δt, t2=2δt, …,
tN=N its pay-off is

Its price using risk neutral valuation can be written as

Using Monte Carlo method, assuming taking N samples,
we can write the following pseudo code:
sum = 0;
for i = 1 to n
Generate S(t0), S(t1), S(t2), …, S(T);
aveprice = S(t0) + S(t1) + S(t2) + … + S(T);
presentValue = e-rT* max(aveprice – K, 0)
sum = sum + presentValue
end
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Intel® Xeon Phi™ Coprocessor

Intel® Xeon Phi™ Coprocessors are the first products
based on Intel® MIC architecture. These products
complements the Intel® Xeon® Processor by providing
an accelerated execution framework to exploit the data
parallelism inherent in many scientific calculations. The
advantage in using Intel® Xeon processors and Xeon
Phi™ Coprocessor together is that it allows the
programmers to keep the parallel programming model
they are familiar with such as pthreads, OpenMP, TBB
and vector programming on Multicore system and extend
them to the many-core environment.

3.1

Architecture Overview

Like the Intel® Xeon® Processor [3], the Intel® Xeon
Phi™ Coprocessor is a shared memory multiprocessor
environment. In the first product generation, each
processor core supports 4 hyper threads and each thread
has its own set of 32 512-bit registers. At the centre of
each processor core is a 512-bit fully pipelined vector
execution engine, which executes most arithmetic
instructions with 4-cycle latency and up to 1-cycle
through-put.
Intel MIC’s memory model is also consistent with that of
the host processors. Each thread in a processor core has
its own 8K L1 data and 8K L1 Instruction caches, but
shares a 512KB L2 caches. MIC caches are coherent at
all time. In the first product generation, up to 61
processor cores are connected in a ring architecture
through their L2 cache and provides an abstract SMP
model to application programmer. [6]

3.2

Programming Model

The Intel® Xeon Phi™ Coprocessor support initial
Many-Core Instruction set or IMCI [7]. Intel® Parallel
Studio XE 2013 provides C/C++, Fortran Compilers,
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MKL Library and VTune Amplifier Performance
Analyser.
Intel® Xeon Phi™ allows the application programmers to
express two kinds of parallelism: SIMD parallelism
offered via the 512-bit vector processing unit and thread
parallelism via its 61-core/244 threads many-core
architecture. Applications that run best on Intel MIC are
those that can extract these two types of parallelism from
its algorithm. Expressing thread level parallelism can be
done by low level programming to native threads, or by
using higher level abstractions such as OpenMP, TBB or
Cilk™ Plus. SIMD level parallelism can be expressed
either by low level intrinsics or by the new explicit vector
programming capability which is part of the OpenMP 4.0
standard.
In the next section, we show that how we can extract both
SIMD parallelism and thread parallelism from pricing the
arithmetic average Asian option.

4

Asian Options on Intel MIC Architecture

In arithmetic average Asian option pricing algorithm, it’s
obvious that thread parallelism should be applied at the
outer loop. SIMD parallelism can either be applied at
inner or at outer loop. In general, if the inner loop is too
small, it makes sense to apply it to the outer loop. In this
case, since there is enough work in inner loop, and it can
be vectorized, SIMD parallelism can be applied to the
inner loop.
In our Asian option example, we apply SIMD parallelism
to the inner loop, while thread parallelism to the outer
loop.

4.1

Vectorize the Inner Loop

We can further optimize our inner loop so that no
repeated computation exists inside the loop.
Multiplication reduction can be converted to linear
accumulation of the drift component and path calculation.
Our inner loop became only 4 statements, 3 of which
have a += operator. We can try to see if compiler can
vectorize this loop.
__forceinline
double AsianOption(double S, double r, double d, double v,
double x, double T, double dT)
{
int N = T/dT;
vdRngGaussian (VSL_RNG_METHOD_GAUSSIAN_ICDF, Randomstream,
N, randn, 0.0, 1.0);

amount and is later being used within the loop. This by itself is
not a complicated operation, but compiler does not understand
this idiom and recognize the pattern. Moreover, the syntax in
OpenMP 4.0 [16] for explicit vector programming does not
provide syntax that would support this pattern. We attempt to
solve this problem in the following subsection.

4.1.1

Prefix Sum

Prefix sum aka scan add, is a well-known problem in computer
science. It takes one input sequence of numbers x0, x1, x2, ...
and returns another sequence of numbers which are the sums of
prefixes of the input sequence y0, y1, y2, ..., such that
y0 = x0
y1 = x0 + x1
y2 = x0 + x1+ x2

We can take advantage of IMCI or the ISA used by the first
generation of MIC product. Intel C/C++ compiler makes it
easier for the programmer to manipulate native vector data type
by providing vector class libraries [3] which is a thin C++
wrapper for them. For example, F64vec8 is a thin wrapper for
__m512d. Our first objective is to create a vector function that
returns a vector of prefix_sum for its input sequence.
F64vec8 prefix_sum(F64vec8 v1);
To implement prefix_sum(), we have to take advantage of Intel
MIC’s ISA. The strategy is to use binary tree add so that only
log2N add is need to add N numbers. We can use IMCI’s masks,
swizzles and permute instructions;
In the first add, lane 2N is added to 2N+1 the result goes to
2N+1, where N= 0, 1, 2, 3. Use one swizzle pattern CDAB.
__mmask8 k1 = 170; // 0 1 0 1 0 1 0 1
v2 =_mm512_mask_add_pd(v1,k1,v1,_mm512_swizzle_pd(v1,
_MM_SWIZ_REG_CDAB));

In the second add, lanes 4N+1 is added to lanes 4N+2 4N+3,
where N= 0, 1. Use one swizzle instruction with BBBB pattern.
__mmask8 k2 = 204; // 0 0 1 1 0 0 1 1
v2 =_mm512_mask_add_pd (v2, k2, v2, _mm512_swizzle_pd(v2,
_MM_SWIZ_REG_BBBB));

In the third add, lane 8N+3 is added to lanes 8N+4 8N+5 8N+6
and 8N+7 where N= 0. Get the value in lane 3 to lower 256
lanes, then permute to the higher 256 lanes as if they were 32bit integers then packed double add with the right mask.
__mmask8 k3 = 240; // 0 0 0 0 1 1 1 1
v2 =_mm512_mask_add_pd (v2, k3, v2,
(__m512d)_mm512_permute4f128_epi32((__m512i)_mm512_swizzle_pd(v2
, _MM_SWIZ_REG_DDDD),_MM_PERM_ENUM(0)));
#include <immintrin.h>

double dr = (r - d - v*v/2.0)*dT;

#include "mic/micvec.h"

double accum_dr = 0.0;

F64vec8 prefix_sum(F64vec8 v1)

double cumulativePrice = 0.0;

{

double vsqrtdT = v*sqrt(dT);

F64vec8 v2 = v1;

double path = 0.0;

__mmask8 k1 = 170; // 0 1 0 1 0 1 0 1

for (int i =0; i< N; i++)
{

v2 =_mm512_mask_add_pd (v1, k1, v1, _mm512_swizzle_pd(v1,
_MM_SWIZ_REG_CDAB));
__mmask8 k2 = 204; // 0 0 1 1 0 0 1 1

path += randn[i];
accum_dr += dr;
double St = S * exp(accum_dr + vsqrtdT*path);
cumulativePrice += St;
}
double meanPrice = cumulativePrice / N;

v2 =_mm512_mask_add_pd (v2, k2, v2, _mm512_swizzle_pd(v2,
_MM_SWIZ_REG_BBBB));
__mmask8 k3 = 240; // 0 0 0 0 1 1 1 1
v2 =_mm512_mask_add_pd (v2, k3, v2,
(__m512d)_mm512_permute4f128_epi32((__m512i)_mm512_swizzle_pd(v2
, _MM_SWIZ_REG_DDDD),_MM_PERM_ENUM(0)));
return v2;

return max(0, meanPrice - x);
}

}

Intel Compiler could not auto vectorize this loop because the
first statement has a loop dependency. Each iteration depends
on the result of the previous iteration and varies by a different

As we discussed earlier in the programming model section, we
would have preferred to use explicit vector programming and
code at the C/C++ level. However, that would require syntax
support for partial sums, which we hope would be added into
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OpenMP in the future. For now, we had to resort to using
intrinsics.

4.1.2

#pragma omp parallel
{
#ifdef _OPENMP
int threadID = omp_get_thread_num();

Inner Loop

Having implemented prefix_sum(F64vec8 v1), we can
easily vectorize the rest of the inner loop

#else
int threadID = 0;
#endif

double AsianOptionSIMD(double S, double r, double d, double v,

VSLStreamStatePtr Rstream;

double x, double T, double dT)
{

vslNewStream(&Rstream, VSL_BRNG_MT2203+threadID, RANDSEED);
randn = (double *)_aligned_malloc(numSteps*sizeof(double),
1024);

__declspec (align(128))
double ConstArray[] = {1.0, 2.0, 3.0, 4.0, 5.0, 6.0, 7.0,
8.0, 9.0, 10.0, 11.0, 12.0, 13.0, 14.0, 15.0, 16.0};

vdRngGaussian(VSL_RNG_METHOD_GAUSSIAN_ICDF, Rstream, N,
randn, 0.0, 1.0);
}

int N = T/dT;
vdRngGaussian(VSL_RNG_METHOD_GAUSSIAN_ICDF, Randomstream, N,
randn, 0.0, 1.0);
F64vec8 ConstVec = *(F64vec8 *)&ConstArray[0];

4.3

Native Execution on Intel® MIC Product

Drvec = Drvec * ConstVec;

In the Asian option example, we can use the native mode
and invoke the program on the coprocessor card. To
achieve that, we can use the –mmic compiler option.

F64vec8 Drx8vec(8*dr);

icpc –o AsianOptions -O3 -mmic -openmp

double dr = (r - d - v*v/2.0)*dT;
F64vec8 Drvec (dr);

-mkl AsianOptions.cpp

F64vec8 Pertvec ( v*sqrt(dT));
F64vec8 Svec (S);
F64vec8 Prevsumvec (0.0);
F64vec8 Accumulatevec ( 0.0);
double cumulativePrice =

0.0;

for (int i =0; i< N; i+=8)

scp AsianOptions host-mic0:

{

scp
/opt/intel/composerxe/compiler/lib/mic/libiomp5.so
mic0:

F64vec8 RandVec = *(F64vec8*)&randn[i];
F64vec8 PrefixSumVec = Prevsumvec + prefix_sum(RandVec);

To invoke the program, we can create a session on the
target, set the environment and run.

Prevsumvec = F64vec8(PrefixSumVec[7]);

ssh host-mic0 "export LD_LIBRARY_PATH=.;./AsianOptions"

Drvec = Drvec + Drx8vec;
}
cumulativePrice =

Running Asian Option in 244 threads: Calculated average price of
8.71332807 in 0.182 secs.

add_horizontal(Accumulatevec);

double meanPrice = cumulativePrice / N;
return exp(-r*T) * max(0, meanPrice - x);
}

Vectorized inner loop improved the performance by a factor of
3.5. It’s not a factor of 8 because the 128-bit lane crossing
operations are very expensive.

Parallelize Monte Carlo Method

The outer loop has no data dependency. The OpenMP directives
work just fine with one caveat. The random number generator
that we used in the baseline version needs to be revisited.
Passing different seeds to the same generator to create multiple
streams cannot ensure that streams from different threads are
mutually independent, which means not all the samples are
contributing to improve the quality of the result.
To avoid this situation, we have to use the random number
generators designed especially for large scale Monte Carlo
applications running in a distributed computing environment.
Matsumoto [4] specified set of maximum of 6024 MT2203
pseudorandom number generators as an addition to the
MT19937 generator. Every MT2203 generator in the set is
mutually independent of each other and each of them has a
repeating cycle equal to 22203.
To define, create and initialize a random stream for each
worker thread, you can use the following code sequence.
In OpenMP, parallel-clause and for-clause are different.
OpenMP runtime creates the worker threads when it first sees
the parallel-clause. Code in the parallel section is executed on
each thread and variables defined inside parallel section are
private by default. It’s an ideal place for the code that setups the
parallel execution environment, identifies the worker thread,
earmark per thread input data, memory buffer allocation, etc. In
our example, each thread needs to know its ID, based on that ID
a clustered MT2203 random number stream is created.
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host-

Accumulatevec = Accumulatevec + StVec;

F64vec8 StVec = Svec * exp(Drvec+Pertvec*PrefixSumVec);

4.2

To run application AsianOptions, we have to copy
the executable files, share library to the target using the
standard network utilities.

5

Conclusions

We have looked at the Asian option problem as an
example of strong path dependent option and arrived at a
closed-form analytical solution to the geometric average
Asian option and Monte Carlo method for arithmetic
average Asian option. More importantly we used high
performance and parallel computing method and provided
an efficient solution running natively on Intel® Xeon
Phi™ Coprocessor. We also presented two kinds of
parallelism on Intel Architecture and investigated options
for arithmetic Asian option to take advantage of these two
type of parallelism. In the end, we compared and
contrasted the arithmetic average Asian option
implementation on other leading Many-core platform.
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Abstract
While over the air (OTA) software updates makes certain WSN management tasks easy, they are vulnerable to intrusion attempts. An adversary can take
advantage of the resource-constrained nature of the
sensor motes to break through the limited protection
the sensors have. To deal with this problem, we have
suggested a passive security mechanism—an IDS that
works on a timing analysis principle.
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1

Introduction

Wireless sensors or motes are deployed in large numbers in uncontrolled environments, which makes them
difficult to manage. Tasks such as bug-fixing are often managed using over the air (OTA) software update protocols such as Deluge (Hui & Culler 2004).
There are risks and vulnerabilities associated with
Wireless Sensor Network (WSN) OTA software updates that can enable an attacker to steal sensitive
information, log network events, or cause denial of
service (Dutta et al. 2006). An adversary can take
advantage of the resource-constrained nature of the
sensor motes to break through the limited protection
that they have.
Security threats to WSNs are different in nature
from threats to the Internet or even other wireless
technologies. Implementation of security techniques
in WSNs are characterised by constrained resources.
As a result, well developed cryptographic security
mechanisms such as WPS and PKM are inappropriate. Wireless channels offer little physical protection.
Moreover, the capability of computing devices that
can computationally compromise the cryptographic
protection in sensors is growing rapidly. As a result, WSNs are more vulnerable to intrusion attempts
and security threats from attackers. An Intrusion Detection System (IDS) can detect break-in events and
raise alerts, possibly also estimating the location and
extent of the problem.
Proposed IDS techniques vary greatly in their approaches. Misuse-based detection techniques aim to
detect known attacks by identifying undesired activities based on usage signatures. However, they are
ineffective against previously-unseen attacks and may
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the 13th Australasian Symposium on Parallel and Distributed Computing (AusPDC 2015), Sydney, Australia, January 2015. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 163, Bahman Javadi
and Saurabh Kumar Garg, Ed. Reproduction for academic,
not-for-profit purposes permitted provided this text is included.

wrongly identify legitimate activities as an intrusion
because of similarities to existing signatures. Conversely, anomaly-based IDSs build statistical signatures based on a definition of normal activity. Unfortunately, a system may display previously unknown
behaviour e.g., rare critical events like earthquakes
or tsunamis may raise false positive intrusion alerts
within environmental monitoring sensors. On the
other hand, an intrusion that masks its pattern under the hood of normal behaviour, for example: increased packet traffic during OTA update, would
go undetected. Specification-based and reputationbased techniques rely on manual input for defining
normal and anomalous behaviour with lesser reliance
on automation. However, these techniques have not
been proved to be very effective because human interaction are more prone to errors and require more
learning time (Wang & Zhang 2009, Roman et al.
2006, Doumit & Agrawal 2003, Chen et al. 2009).
Onat and Miri present an IDS design in which each
node builds up statistics about received packets from
its neighbours. If packets received from any neighbour display anomalous patterns after a predefined
number of consecutive packets, intrusion alarms may
be raised (Onat & Miri 2005). Unfortunately, packet
count statistics are not suitable in OTA software update scenarios due to the significant increase in packet
traffic from the update itself. However, this statistical treatment motivates us to employ timing analysis
within OTA update protocols.
In this paper, we present an IDS that can detect intrusion in case of WSN software update. The
algorithm requires update protocol to send back
a datagram containing the update time to work
out a ‘Surprise Score’ or ‘Intrusion Warning Score’
(IWS) (Alam et al. 2015). Our main contributions
are: the technique identifies anomalies in software
update patterns and scores them quantitatively; we
demonstrate that simulation can indicate the positions of WSN nodes that will best support the ability
of similar IDSs to detect anomalies. The rest of this
paper is organised as follows. In Section 2, we give
a brief overview of the system design and the experiment methodology. Then we analyse the experimental results and present our evaluation in Section 3.
Finally, we conclude our arguments in Section 4.
2

Methodology

System Design
The IDS has three kinds of components—i) motes in
radio network; ii) an IDS transport client (ITC) application in the sink; and iii) an IDS application that
runs on an system with higher resources, coordinates
with ITC, remains physically attached to the sink,
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and houses a network database (NDB).
Following activities are necessary for the intrusion
detection technique to work—i) Deluge protocol initiates update; ii) Deluge disseminates the new software
image using a multi-hop relay mechanism; iii) nodes
deliver a datagram to the sink containing their timing
information; iv) packets from the nodes rely on other
nodes en route to reach to the sink; and v) the ITC
application in the sink delivers relevant information
to the IDS for processing
After checking for correctness, the ITC then inserts the update time and mote ID into the NDB in
the IDS. The IDS maintains an identifier to differentiate among different update times from different
runs for the same mote. The IDS uses timing measurements from authenticated initial software update
runs to build signatures. The time analyser module
in the IDS inspects the NDB once an update activity
has been detected. It determines the changes from
the signature and calculates IWS based on following
utility function:
IWS =

n
X
|µi − ti |
i=0

σi + 1

(1)

where, i —mote index; ti —image update time at mote
i ; µi —mean update time at mote i ; and σi —standard
deviation of update time at mote i .
The system has been described elaborately
in (Alam et al. 2015).
Threat Model
The IDS is expected to handle malicious node update
attempts, node compromise, and node failure. We assume that an attacker can take over one or more nodes
deployed in hostile environment, access the code in a
compromised node, and use cryptanalysis to represent a false identity without physically compromising
a node. However, he has no special access to the
network and is unable to modify the underlying protocols running in the uncompromised nodes. We assume a static WSN with a single sink that cannot be
compromised. All motes are assumed to have time
synchronisation accurate to 1 µs, e.g., using TSMP.
Experiment Settings
We used ‘Cooja’—a network simulator in Contiki
v2.7 running on Ubuntu 12.04, to simulate the software update pattern associated with Deluge protocol.
The simulations evaluated the IDS in different WSN
topologies and explored the effect of parameters such
as power level. Evaluating the IDS on each of the
topologies consisted of several test runs that were of
two kinds: aimed at building signatures consisting
of 20 individual simulations initiated from the sink;
and simulations that replicated intrusion from nodes
other than the sink. We explored different topologies
such as: linear, circular, elliptical, double rings, wide
line, grid, tree and other random topologies, but do
not have space to discuss them in detail here. The
motes were placed at a distance of 30–35 meters to
allow multiple transmission paths to all motes. For
most experiments, the radio transmission power level
was set at 100% which has an approximate maximum
effective transmission range of 50 meters and is able
to interfere with other motes up to 100 meters away.
The ‘Owheo WSN’1 topology was additionally tested
at 50% power level.
1
WSN deployed in the Owheo Building at the University of
Otago. It is intended to be used for research purposes.
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Experimental Procedure
Step 1 All motes in the WSN were booted up at
same time running one version of a diagnostic application that reports its time, version number and mote
ID every second on its serial terminal.
Step 2 The sink dynamically began the update process by propagating another version of the software
image using Deluge protocol. Whenever the transfer
to a mote was complete, the new image would reboot
to begin executing. In a real system, the modified
Deluge protocol that runs with the OS would send a
report datagram to the sink. A similar technique has
been employed for WSN failure detection in real system by (Kamal et al. 2014). The simulator continued
until all the motes in the WSN were updated and the
times of their updates were logged.
Step 3 Processed data were statistically treated to
build the signature consisting of mean and standard
deviation of mote update time. Changes to the topology or configuration of the WSN would necessitate
recalibrating the signature.
Step 4 Intrusion attacks at different nodes were
replicated in simulations. The individual simulation
runs were treated in a fashion similar to Step 1 and
Step 2. The update time recorded at each of the
motes was then analysed using Equation 1 to produce IWS. The resulting values from this function
presented an approximation of the abnormality of the
new update pattern. The higher the IWS, the more
unusual the pattern was.
Step 5 We classified the IWS values into Intrusion
Warning Zones (IWZ) based on a scale built from
maximum expected IWS for a topology to imply certain warning levels. The heuristics follows from the
feasibility of finding an easily identifiable boundary.
The IDS marks an IWS up to 10% from the scale as
GREEN to indicate safe zone, 10%–30% as GREY to
indicate a situation where rules are not known and
above 30% to be possible intrusion and is marked as
RED zone. Forming IWZs requires the IDS to have
knowledge of IWS for intrusions at each individual
node in the network. Such knowledge can be built by
replicating intrusion activity from the furthest few
nodes.
3

Results and Evaluation

While evaluating all experimented topologies is useful, the results from Double Ring topology only is presented. The topology has 46 nodes in two equicentric
circles (Figure 1). The circles are within each others’ transmission range. Table 1 shows the signature
data: all times are in seconds. It is observed that,
standard deviation increases gently with distance. In
contrast to this, motes closer to the sink have lower
mean which follows a steep rise with the increase in
distance.
Figure 1 shows the placement of the motes with
mote ID written at the centre and IWS beneath the
tiny circle. The motes represented an intrusion point
in the process of measuring IWS using Equation 1.
The IWS increases linearly with the increase in distance from the sink. If the IWS in a network is organised in a specific order, e.g., chronologically along
some shape, it would represent the original topology
in some fashion. For example, in the double ring
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Node ID
µ
σ

1
0
0

2
19
2

3
79
11

4
143
12

5
197
13

6
268
25

7
340
27

8
404
31

9
466
30

10
539
38

11
594
37

12
547
49

13
476
37

14
408
35

15
326
25

16
268
24

17
210
23

Table 1: Statistics of mote update times in Double Ring topology (partial data presented)

Figure 1: IWS of intrusion initiated at each node and
placement of nodes in Double Ring Topology

Figure 2: Comparison of IWS of intrusion initiated
at different motes
topology, the circles are represented by the bimodal
curve formed from the IWS represented by columns
in Figure 2.
The main contribution of this research comes from
the ability to report anomalies in terms of the quantitative IWS measure. For example: a regular legitimate update, initiated from node ID 1, resulted in a
IWS of 0.8. This result matches the theoretical expectation of very low IWS. In addition to this, for
intrusion scenario simulated from the nodes near the
sink, the IWS was still fairly low (e.g. at mote ID 2, 3,
20–23, and 46). Because the IWS of the motes close to
the sink is likely to be very low, it is quite difficult to
conclude if such an IWS indicates an intrusion. This
area is marked as being within the GREEN zone, and
needs to be adequately secured with additional physical security as intrusion in these motes is not easily
detectable by the IDS. For other motes, such as mote
ID 4, 5, 24–26, 18, 19, 44 and 45, the IWS is neither
too low, nor too high to be considered an intrusion.
The area is marked as GREY to indicate the requirement of additional monitoring to reduce false positive
cases. However, for the distant motes–marked in the
RED zone, the IWS is quite high and the IDS can
conclude such cases are intrusions, such as the IWS
of 1268 for mote ID 34, and 885 for mote ID 31. Accordingly, Figure 1 and 2 shows the region boundaries
and thresholds of GREEN, GREY and RED zones.
The IDS can also detect the source of intrusion

by analysing update time of all motes. For example,
Table 2 shows the update time recorded at different
motes when intrusion was initiated from note 14. The
timing data shows that lowest timing was recorded at
node 13, 15, 37, 38, and 39 which was ≈16 seconds.
Node 14 did not report any time because of three
reasons: 1. node 14 initiated the update, so it was
updated at 0 seconds; 2. it acted as a sink, the protocol did not require it to notify update time; and 3. it
is the compromised node whose protocol is expected
to be altered. From the timing data, the IDS can
conclude that node 14 was the intrusion point. The
extent of intrusion, as specified earlier, is found out
from reported version information.
The idea of zoning associated with the IWS is useful in designing secure WSN deployments. A network
is more secure when it has a smaller GREEN and
GREY zone, which implies that fewer resources will
be needed to strengthen the security of these motes.
Obtaining a real world scenario by varying different
sets of design parameters such as power levels or position of nodes is an impossible task even for a small
WSN. The simulation environment used to design the
IDS can be effectively utilised to obtain the expected
IWS score range for different sets of parameters and
then rank the sets based on how effectively they produce IWS values. However, any change in topology
or design parameters, like power level, will require recalibrating the IDS. For example, we have simulated
the set of IWS outcomes within the ‘Owheo Sensor
Network’ at two different power levels to investigate
improving the security of our WSN using the IDS.
Table 3 shows the IWS at different motes within
the Owheo WSN as intrusion points at 100% and 50%
power levels. At 100% power level, only 16 nodes are
in the RED zone. When the same deployment is simulated at 50% power level, 27 motes are in the RED
zone. The deployment and the zoning boundaries at
100% and 50% power level have been shown in Figure 3 and 4 respectively. Comparing the scenarios,
it can clearly be established that deployment at 50%
power level is more secure than the other for two reasons: 1. it has a GREEN and GREY zone of smaller
size; and 2. there are fewer nodes in these zones.
4

Conclusion

In this paper, we modelled an IDS solution to detect
intrusions in WSNs during OTA software update. We
discussed the potential dangers associated with such
updates. The IDS is hosted on a server that remains
physically connected to the sink. The system watches
over the timing of software update patterns using a
modified version of the Deluge protocol.
The first contribution of the research is in quantifying intrusion through an IWS that indicates the
location and extent of intrusions. The other important contribution is related to designing secure WSNs
using the IWZ metric as a guide. The IDS also can
indicate some other kinds of anomalies such as node
relocation, node repudiation or node compromise.
The proposed technique has several limitations. It
assumes some special situations, such as a static WSN
with a single sink. It also assumes that network-wide
information will not be forged. These assumptions
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Node ID
Update Time

1
404

4
588

10
170

12
66

13
16

15
16

16
65

18
204

27
526

31
329

34
113

36
66

37
15

38
16

39
16

40
65

41
125

Table 2: Mote update time for intrusion at node 14 in Double Ring topology (partial data presented)
Node ID
Power 100%
Power 50%

1
512
31

2
529
59

3
512
254

4
512
31

5
512
31

6
512
283

7
476
32

8
478
32

9
476
254

10
459
31

11
458
253

33
53
31

34
48
30

35
49
31

36
51
31

37
47
30

38
29
0

Table 3: IWS from intrusion at motes in Owheo WSN (partial data presented). Further explained in Figure 3
and Figure 4.

Figure 3: Zone boundary at full power level

Figure 4: Zone boundary at half power level

may not hold in a real WSN and can be addressed in
a more realistic way using a decentralised technique,
which we plan to experiment in future. In addition to
this, assumptions about the attacker are: the attacker
can employ enough resources to break into the cryptographic protections within the sensors; however, he
is not able to modify the protocols in an uncompromised sensor. The IDS has an obvious functional limitation. It cannot identify an intrusion in certain scenarios such as in the close vicinity of the sink.The
other limitation stems from the fact that the results
are based on simulated data and need support from
real world implementation. In future, the IDS can
be implemented to examine real world performance
including cases of multiple sinks with mobile sensors.
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Abstract
With the popularity of cloud computing, it becomes
crucial to provide on-demand services dynamically
according to the user’s requirements. Reliability
and energy efficiency are two big challenges in
cloud computing systems that need careful
attention and investigation. This paper first presents
a review of existing techniques for reliability and
energy efficiency and then identifies the research
gaps to combining these two metrics for resource
provisioning in cloud computing environments.

1.

Introduction

Cloud computing is the next major revolution in
information and communication technology (ICT)
which uses virtualization technology to provide a
powerful and flexible computing environment. In
Gartner report published in January 2013, the
growth of public cloud services was predicted by
18.4% in 2014 which will make it a $155 billion
market and by 2016, it is expected to grow to $210
billion (Gartner 2013). Considering the scale and
complexity of Cloud data centres, reliability and
energy efficiency are two major challenges that
need careful attention and investigation.
In cloud computing, failure occurs due to
multiple reasons such as hardware failure, software
failure etc. Hard disks failure is the most common
failure that triggers the complete server failure
(Kashi Venkatesh et al.). On the other hand, causes
of software unavailability or failure are planned
machine reboots, which includes the kernel version
upgrades or other upgrades and reconfigurations. In
a survey of 200 Data Centres done by USA Today,
it has reported that the downtown cost of each data
centre exceeds $50,000 per hour. Every hour, the
business sector is expected to lose around $108,000
and according to the Information week, each year
IT outages result in the revenue loss of more than
$26.5 billion (Evolven 2013).

Copyright © 2015, Australian Computer Society, Inc.
This paper appeared at the 13th Australasian Symposium
on Parallel and Distributed Computing (AusPDC 2015),
Sydney, Australia, January 2015. Conferences in
Research and Practice in Information Technology
(CRPIT), Vol. 163, Bahman Javadi and Saurabh Kumar
Garg, Eds. Reproduction for academic, not-for-profit
purposes permitted provided this text is included.

On other hand, IT outage also cost the most
important asset, trust of the users. In an incident, 29
million users were affected by the outage of the
website of the Bank of America and around 7
million users were affected by a small network
failure of O2 network (A UK based cellular
network provider).
Along with the reliability of the resources
provided by the cloud, energy consumption by
cloud’s infrastructure is another important concern
from the revenue and environment point of view.
As the IT giants, Google, Apple, Microsoft are
hosting there services on clouds, the energy
requirements to operate the cloud infrastructure is
also increasing. According to the Gartner, in 2007
the electricity consumption by cloud based data
centres was 330 Billion kWh and it has projected
that the consumption will increase to 1012.02
Billion kWh by 2020. The electricity or energy
consumption in cloud infrastructures is very
inefficient and there are several types of wastes at
different levels such as infrastructure level or
system level (Tung Nguyen et al. 2010). At the
infrastructure level, half of the energy provided to a
data centre consumed by the cooling infrastructure
and at system level, 50% of the energy is consumed
when systems are in the idle state. This energy
wastage in cloud based data centres can be
harnessed by provisioning the resources in an
energy efficient way.
This paper first presents a review of existing
techniques for reliability and energy efficiency and
then identifies the research gaps to combining these
two metrics for resource provisioning in cloud. The
rest of the paper is organized as follows. Section 2
and section 3 present a survey about the current
techniques for providing resource reliability and
minimizing energy consumption in cloud
infrastructures, respectively. Section 4 describes
research challenges and gaps identified from
surveys. Finally, in section 5, a conclusion is drawn
and future research directions are discussed.

2.

Reliability in Cloud Computing

Although many techniques have been developed to
improve the performance of private clouds using
public cloud infrastructures to serve user's requests
but a big gap has been left without considering the
resource failure and workload types. In the high
performance computing environment even a delay
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of nanosecond would cost huge amount to the
service provider. It was reported by the Google that
it had lost 20% of its total revenue because of the
additional response delay of 500 ms and Amazon
once lost 1% of revenue due to the additional
response time of 100ms (K. Bilal et al. 2013). What
if there will be a complete resource outage?
Worldwide, a large number of researchers are
working to increase the reliability of cloud
computing by provisioning the resources in fault
tolerable way to make the technology more
promising and efficient.
Providing reliability equally to all the users at
the same time is far more expensive and
challenging. An on-demand reliability model using
checkpointing technique was proposed by Nakharin
Limrungsi et al. (2012) in which the reliability was
provided as an elastic and flexible service level
agreements that are made available to the users
based on the joint assessment of the total available
resources in the data centre and reliability
requirements. It has been argued by many
researchers (Peter Garraghan et al., Maria Chtepan
et al. etc) that the individual application of fault
tolerance techniques such that checkpointing and
job replication is not able to handle unexpected
load and failures in clouds. To bridge the gap,
Maria Chtepan et al. (2009) introduced a fault
tolerance
algorithm
that
combines
both
checkpointing and replication techniques to achieve
better resource utilization and improve execution
time for submitted jobs by eliminating unnecessary
checkpointing and job replications.
A scalable and flexible architecture for hybrid
clouds with failure aware resource provisioning
policies was proposed by Bahman Javadi et al.
(2012) to decide whether the request from the user
should be executed in the private cloud or public
cloud to meet the Quality of Service (QoS)
requirements. To deal with the resource failure
during the execution, perfect check pointing fault
tolerance mechanism was introduced so that the
request is started from where it was left off.
Bahman Javadi et al. (2013) proposed a cost-aware
and failure-aware three step resource provisioning
policy for hybrid clouds to enhance the capacity
and performance of the local cluster in the presence
of resource failure by decreasing the Average
Weighted Response Time (AWRT). Tightly
coupled applications such as Computational Fluid
Dynamic (CFD) consisting of several tasks
dependent on each other are used.
According to the traditional ways the fault
tolerance methods are provided at the development
time such that the users must know the fault
tolerance techniques and modify the applications
according to the specific parameters during the
designing phase. Ravi Jhawar et al. (2013)
presented a new and innovative perspective to
create and manage fault tolerance in clouds by
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hiding the implementation details from application
developers and users. The proposed approach
suggested that the fault tolerance can be acquired
from a third party as a service during the
application deployment. To realize the idea, a
conceptual framework was also proposed that
integrates with the existing cloud infrastructure and
delivers fault tolerance as a service.

3.

Energy Efficiency in Cloud Computing

In the last few decades, the primary focus of
researchers and designers was on optimizing the
performance of the system in terms of speed, space
and efficiency. However, concerns about the
energy consumption and carbon footprints
intensified recently. In 2007, only cloud
infrastructure including telecom sector consumed
approximately 623 terawatt-hours of energy and it
has been estimated that the consumption will
increase to 1963.74 terawatt-hours by 2020.
Approximately 45 percent of the total operational
expenses of IBM data centres have gone in the
electricity bills (Steven L. Sams, 2010). On the
other hand, the carbon footprint of IT infrastructure
was equivalent to the aviation industry such that
227.5 metric tonne in 2007. Only for cloud
computing, it will increase to 1034 metric tonne by
2020 (G. Cook et al., 2011). As the energy
consumption, heat release and carbon footprint
from the large computing infrastructures has
increased; researchers are under great pressure to
regulate the system performance by decreasing the
energy consumption. Many researchers worked
worldwide towards reducing energy consumption
from the perspective of resource utilization (Xiaobo
Fan et al. 2007 and Young Choon Lee et al 2009)
and cost optimization (Saurabh Kumar Garg et al.
2009 and Saurabh Kumar Garg et al. 2010) but
reliability of cloud resources has not been
considered much.
As mentioned resources are utilized to the
thresholds and the tasks are consolidated by
migrate the tasks from underutilized resources to
other resources to increase the workload and put
the underutilized resources on sleep mode.
Resources are running to their limits that also
increase their probability of break down. Hence,
scheduling of the applications in such environments
must take into account the reliability of the
resources along with the energy utilization, which
is usually not considered. To enable reliable
scheduling, two important issues need to be
considered, that is, How to evaluate a resource's
reliability and How to perform reliable scheduling
based on the resource's reliability information? A
two-step approach Power-failure Aware Relaxed
time Execution (POFARE) to construct an energy
efficient virtual cluster in which the computing
resources are affected by failures was proposed by
Altino M. Sampaia et al. (2014). It was proposed
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that once a node is selected to execute the task with
a predicted instance of failure later than the
deadline of the task, then the resource can be
allocated to complete the task to avoid additional
migrations. Before scheduling a task, all the
machines are evaluated to get the nodes that
provide the power efficiency and required
resources. If two nodes are selected, then the nodes
with highest reliability will be chosen.
It is critical to design and select the appropriate
mechanism to reduce the energy waste and to
maintain the Quality of Services without analysing
the impact of resource failure on the energy
consumption in cloud environment. A thorough
discussion has presented by Peter Garraghan et al.
(2014) on the effect of resource outage on the
energy consumption of clouds. It was concluded
that on the basis of the priority of the tasks
submitted to a cloud, failure causes 13% of the total
energy waste in the case of low priority tasks and
8% for high priority tasks. Although extensive
study has been conducted on the heterogeneity and
energy consumption of the resources in the data
centres, the existing solutions do not consider the
heterogeneity for both resources in cloud and
workload consisting of diverse applications. To
bridge the gap, a Heterogeneity Aware dynamic
capacity provisioning scheme for cloud based data
centres was proposed by Qi Zhang et al. (2014).
The presented technique is able to minimize the
number of required machines to execute the tasks
with minimum scheduling delay in order to
minimize the energy consumption. The proposed
technique is based on Dynamic Capacity
Provisioning.

4.

Challenges and Research gaps

With the adaptation of cloud computing in various
fields, it is facing numerous challenges and
provides a fascinating platform for the researchers
to explore. Cloud computing largely relies on
virtualization technology. The virtual machines are
created and provisioned according to the
requirements of the users. To avoid the overutilization and underutilization of cloud resources,
virtual machine consolidation needs to be
performed to minimize the energy consumption (as
shown in figure 1). If a physical machine fails due
to some hardware failure or software failure before
the completion of tasks then more number of
virtual machines than the consolidated virtual
machines need to be created again and execution of
the tasks have to start again. This will increase
great overhead in terms of energy consumption and
resource utilization. We have identified that most
of the research has focused either on service
reliability or energy efficiency in cloud computing.
There is a trade-off between service reliability and
energy consumption that we need to investigate at
the same time. To address this question, we intend

to propose a reliability-aware and energy-aware
resource provisioning policy (figure 1) to guarantee
the availability of the services by keeping the
energy usage minimum.

Figure 1 Reliable and Energy Efficient Resource
Provisioning Challenge

5.

Conclusion

Although, cloud computing platforms are widely
used today, there still exist plenty of research gaps
to be addressed. Reliability of cloud services still
remains a big challenge. On the other hand, with
the increase in the infrastructure and design
complexity of clouds, they are becoming big
consumers of energy and leaving enormous carbon
footprints. Energy efficiency, reliability and
scalability are among the foremost concerns in
cloud computing in these days. Researchers are
striving to find the optimized and applicable
solutions for the challenges. In this paper, we
identified the need of a reliability-aware and
energy-aware resource provisioning policy to
improve the availability of the services of cloud by
reducing the energy consumption.
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