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Preface

It is our great pleasure to welcome you to the 16th Australasian User Interface Conference (AUIC), held at
the University of Western Sydney in Australia, January 27th to 30th 2015. AUIC is one of nine co-located
conferences that make up the annual Australasian Computer Science Week (ACSW).
AUIC provides an opportunity for researchers in the areas of User Interfaces, HCI, CSCW, and pervasive computing to present and discuss their latest research, to meet with colleagues and other computer
scientists, and to strengthen the community and explore new projects, technologies and collaborations.
This year we have received a diverse range of submission from all over the world. Out of 17 submitted
papers, 7 papers were selected for full paper presentations and 2 were selected for posters. The breadth
and quality of the papers reflect the dynamic and innovative research in the field and we are excited to
see the international support. Accepted papers were rigorously reviewed by the community to ensure high
quality publications.
We offer our sincere thanks to the people who made this years conference possible: the authors and
participants, the program committee members and reviewers, the ACSW organizers and the publisher
CRPIT (Conference in Research and Practice in Information Technology).

Stefan Marks
AUT University
Rachel Blagojevic
Massey University
AUIC 2015 Programme Chairs
January 2015
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Welcome from the Organising Committee

On behalf of the Organising Committee, it is our pleasure to welcome you to Sydney and to the 2015
Australasian Computer Science Week (ACSW 2015). This year the conference is hosted by the University
of Western Sydney and it’s School of Computin,g Engineering and Mathematics.
A major highlight of the ACSW 2015 will be the Industry Research Nexus day on 27th January 2015.
The aim is for industry leaders and academic researchers to come together and explore research areas of
mutual interest. Many University research groups and 15 industries have confirmed their participation.
ACSW 2015 consists of 9 sub conferences covering a range of topics in Computer Science and related
areas. These conferences are:
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Motoshi Saeki and Henning
Köhler)
– Australasian Computer Science Conference (ACSC) (Chaired by Dave Parry)
– Australasian Computing Education Conference (ACE) (Chaired by Daryl D’Souza and Katrina Falkner)
– Australasian Information Security Conference (AISC) (Chaired by Ian Welch and Xun Yi)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Bahman
Javadi and Saurabh Garg)
– Australasian User Interface Conference (AUIC) (Chaired by Stefan Marks and Rachel Blagojevic)
– Australasian Web Conference (AWC) (Chaired by Joseph Davis)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Anthony Maeder and Jim Warren)
– Interactive Entertainment (IE) (Chaired by Yusuf Pisan and Keith Nesbitt)
Social events are a very important part of a conference as these provide many networking opportunities.
To foster networking we have included a reception with industry on 27th January 2015, a Welcome reception
on 28th January 2015 and a conference dinner on 29th January 2015.
Organising a multi-conference event such as ACSW is a challenging process even with many hands
helping to distribute the workload, and actively cooperating to bring the events to fruition. This year has
been no exception. We would like to share with you our gratitude towards all members of the organising
committee for their combined efforts and dedication to the success of ACSW2015. We also thank all
conference co-chairs and reviewers, for putting together the conference programs which are the heart of
ACSW, and to the organisers of the sub conferences, workshops, poster sessions and Doctoral Consortium.
Special thanks to John Grundy as chair of CoRE for his support for the innovations we have introduced
this year.
This year we have secured generous support from several sponsors to help defray the costs of the
event and we thank them for their welcome contributions. Last, but not least, we would like to thank all
speakers, participants and attendees, and we look forward to several days of stimulating presentations,
debates, friendly interactions and thoughtful discussions.

Athula Ginige
University of Western Sydney
Paul Kennedy
University of Technology Sydney
ACSW2015 General Co-Chairs
January, 2015

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2015 in Sydney. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The component conferences of ACSW have changed over time with additions and subtractions:
ACSC, ACE, AISC, AUIC, AusPDC, HIKM, ACDC, APCCM, CATS and AWC. Two doctoral consortia
(ACDC and ACE-DC) and an Australasian Early Career Researchers Workshop (AECRW) reflect the
evolving dimensions of ACSW and build on the diversity of the Australasian computing community. A
specific industry day on the 27th January to facilitate academic / industry discussion and networking is a
key feature of ACSW 2015.
In 2015, we are fortunate to have Professor Omer Rana, Associate Professor Pascal Hitzler and Professor
Mark Sagar providing keynote talks to the conference. I thank them for their contributions to ACSW2015.
The efforts of the conference chairs and their program committees have led to strong programs in all
the conferences, thanks very much for all your efforts. Thanks are particularly due to Professor Athula
Ginige, Professor Paul Kennedy and their colleagues for organising what promises to be a vibrant event.
Below I outline some of CORE’s activities in 2013/14.
I welcome feedback on these including other activities you think CORE should be active in.
The major sponsor of Australian Computer Science Week:
– The venue for the annual Heads and Professors meeting
– An opportunity for Australian & NZ computing staff and postgrads to network and help develop their
research and teaching
– Substantial discounts for attendees from member departments
– A doctoral consortium at which postgrads can seek external expertise for their research
– An Early Career Research forum to provide ECRs input into their development
Sponsor of several research, teaching and service awards:
– Chris Wallace award for Distinguished Research Contribution
– CORE Teaching Award
– Australasian Distinguished Doctoral Dissertation
– John Hughes Distinguished Service Award
– Various “Best Student Paper” awards at ACSW
Development, maintenance, and publication of the CORE conference and journal rankings. In 2014 this
includes a heavily-used web portal with a range of holistic venue information and a community update of
the CORE 2013 conference rankings.
Input into a number of community resources and issues of interest:
– Development of an agreed national curriculum defining Computer Science, Software Engineering, and
Information Technology
– A central point for discussion of community issues such as research standards
– Various submissions on behalf of Computer Science Departments and Academics to relevant government
and industry bodies, including recently on Australian Workplace ICT Skills development, the Schools
Technology Curriculum and the Defence Trade Controls Act.
Coordination with other sector groups:
– Work with the ACS on curriculum and accreditation
– Work with groups such as ACDICT, ACPHIS and government on issues such as CS staff performance
metrics and appraisal, and recruitment of students into computing
– A member of CRA (Computing Research Association) and Informatics Europe. These organisations
are the North American and European equivalents of CORE.
– A member of Science & Technology Australia, which provides eligibility for Science Meets Parliament
and opportunity for input into government policy, and involvement with Science Meets Policymakers
The 2014 Executive Committee has been looking at a range of activities that CORE can lead or contribute
to, including more developmental activities for CORE members. This has also included a revamp of the
mailing lists, web site, creation of discussion forums, identification of key issues for commentary and
lobbying, and working with other groups to attract high aptitude students into ICT courses and careers.

Again, I welcome your active input into the direction of CORE in order to give our community improved
visibility and impact. CORE’s existence is due to the support of the member departments in Australia and
New Zealand, and I thank them for their ongoing contributions, in commitment and in financial support.
Finally, I am grateful to all those who gave their time to CORE in 2014, and look forward to the continuing
shaping and development of the Australasian computing community in 2015.

John Grundy
President, CORE
January, 2015
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ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2016. Volume 38. Host and Venue - Australian National University, Canberra, ACT.
2015. Volume 37. Host and Venue - University of Western Sydney, NSW.
2014. Volume 36. Host and Venue - AUT University, Auckland, New Zealand.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
APCCM
AUIC
AusPDC
AWC
CATS
HIKM
IE

Australasian Computing Doctoral Consortium
Australasian Computing Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian User Interface Conference
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Australasian Web Conference
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management
Australasian Conference on Interactive Entertainment

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and AUIC 2015 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

Host Sponsors
University of Western Sydney
www.uws.edu.au

Australian Computer Society
www.acs.org.au

Computing Research and Education
www.core.edu.au

Platinum Sponsor
Dimension Data
www.dimensiondata.com

Gold Sponsors
NTT Australia Pty Ltd Hewlett-Packard Company Intersect
Cognizant Technology Solutions
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www.hp.com
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Silver Sponsors
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SMS Management and Technology AARNet
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Bronze Sponsors
Australian Access Federation
aaf.edu.au

NEC Australia Pty Ltd
au.nec.com

Squiz Australia
www.squiz.net/au

Client: Computing Research & Education
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Talent RISE
www.talentrise.org

Espire Infolabs Pty Ltd
www.espire.com
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The Effectiveness of Transient User Interface Components
Dale Patterson & Sean Costain
Queensland College of Art
Griffith University
Gold Coast, Queensland, Australia
d.patterson@griffith.edu.au, s.costain@griffith.edu.au

Abstract
With small screen devices, including mobile and tablet
based systems, becoming more common, the effective use
of available screen space has become a critical skill in the
design of user interfaces. Transient interface components
are one technique that allows for a more complex
interface to be displayed, in the form components that are
only visible ‘on-demand”, without a significant or
permanent on-screen footprint. This paper describes a
study of transient user interfaces and the users perception
of transient interface systems of different types, as applied
in visually rich 3D environments. The primary objective
of transient components is to free the screen space of
unwanted interface controls, allowing space to be
allocated to the main content, thus creating a more
immersive experience for the user. This research involved
a randomized control study looking at how users
interacted with 3D worlds containing transient interfaces
and in particular whether their experiences were enhanced
with transient systems when compared with both
permanently displayed and totally invisible interfaces.
Results indicated that users did feel an enhanced level of
immersion when using transient interfaces, but that the
detail of how and when the transient components were
displayed presented challenges. Those challenges,
particularly in terms of the users sense of control of the
interactive systems, play an important role in how
effective such transient interfaces are. Overall the study
found transient interfaces to be an effective way of
providing users more immersion within a rich 3D space,
while also offering improved access to interface controls
and information. .
Keywords: Human Computer Interface, 3D Interface,
Transient Interface, Natural User Interface, Usability.

1

Introduction

Human computer interfaces exist in many forms, ranging
from simple 2D interfaces through to complex immersive
3D visualizations and environments (Agrawala et al.
2011, Myers et al. 2000, Marcus 1998).
In all of these interfaces the users experience is very
closely tied to the animated and interactive visuals that
are displayed. From the earliest human-computer
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the Sixteenth Australasian User Interface
Conference (AUIC 2015), Sydney, Australia. Conferences in
Research and Practice in Information Technology (CRPIT),
Vol. 162. Stefan Marks and Rachel Blagojevic, Eds.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

interfaces, featuring typography based textual information
on-screen, through the early 2D graphical user interfaces
and further to the interactive 3D environments presented
in virtual reality (VR) and 3D games, visuals have been
the dominant form of communication (Agrawala et al.
2011, Sutherland 1964). These interface visuals can be
displayed in many forms, but the bulk of these are screen
based, either 2D or 3D, graphical representations of
information (see Figure 1).

Figure 1: Example Interface Visuals (Patterson 2003)
More complex viewing systems, including projections,
view-through device styled systems (as seen in
augmented reality (AR) systems) and others, exist, but are
not commonly used in the mainstream (Blascovich &
Bailenson 2011).
For the current user, on-screen graphics dominate the
user interfaces they interact with. The attributes of the
physical devices, provide significant variation in terms of
screen sizes and resolutions from device to device. This
raises the question of how to most effectively use the
limited, and precious, resource of screen space most
effectively.
The changing landscape of screen based devices, often
shrinking in screen-space, presents some additional issues
for interface designers. Mobile and tablet based systems
have become more common and these systems present
issues in terms of small screens and large (relative to
screen size) interaction devices (in the form of fingers
and touch gestures). In these environments the ability to
place additional information on screen is even more
limited (Brewster 2002).
In order to present more information in less space,
interface designers have developed a range of systems.
These systems involve mechanisms to present smaller or
less opaque (see through or partially transparent) versions
of information and controls (Lee et al. 2013). Another
option is to use the concept of transient interfaces.
Transient interfaces, are essentially user interface
components that are visible on-screen for some of the
time, while at other points they are invisible or
diminished. Hence instead of making the component
small or less visually present, they remain larger or more
significant on screen, but become time based and only
present at particular points in time (as determined by the

3
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interface application). Usually being triggered by inputs
or gestures from the user.
For this method to function effectively the “interface”
is broken down into specific “interface components” each
of which can be shown or hidden based on inputs and
events. This enables the interface to, at any point in time,
function being visually represented by only a select set of
components (the full set is transient and the user or events
can bring them up).
In this type of interface the user experiences some
components as being attached (or always visible) and
others as being transient (popping up with information
only at certain times). Early ideas around this included
presenting the user interface components to the user
visually in the form of carry with tools, navigation aids
and situational warnings. Several early examples are
shown in Figure 2 and Figure 3 (Staples 1993, Stoakley et
al. 1995, Patterson 2003, 2007).

Figure 2: Worlds In Miniature (Stoakley et al. 1995)

Figure 3: “Carry With” - Swiss Army Knife (Patterson
2003)
As the list of ‘extras” that are sought to be carried
(viewed on-screen) with the user increases, the interfaces
ability to present clear simple information is lost. That is
to say, the screen becomes overloaded with information
and controls, and this complex visual presentation
actually has the opposite effect to informing in a
beneficial manner, as it causes confusion for the user
(Hürst & Darzentas 2012).
The concept of a transient interface, designed to
simplify these systems, by only showing a subset of the
full list of available interface components at any point in
time, can be applied in many types of applications from
media controls and information in video and audio
playback, through to immersive environment navigation
systems, such as maps in games. In many ways these
components provide the user with meta information about
the world or content they are interacting with. Depending
on the particular use, this meta information can be
critically important, such as a critically low health level in

4

a game, or unimportant additional factual information
such as walking speed in the same game.
The value of the information will be dependant on the
circumstances, the immersive nature of the space, and the
users personal preferences. Using the earlier example of
walking speed, in most circumstances this would be meta
information of little importance, yet if the game involved
escaping from the monster (that was chasing at 10km/h)
then that speed value becomes of great value to the user
in the specific scenario. The difficulty for the interface
designer is determining how and when to “show” the
specific interface component to the user. Just as important
as when to “show”, is when to “hide” the component to
allow the users attention to return to the main content of
the space.
With VR and immersive 3D games being set in
realistic 3D environments, the importance of maintaining
the illusion of the user being inside the virtual space is
high. As a result having numerous interface components,
presenting meta data, popping up will reduce the players
sense of immersion in the space (Cairns et al. 2014,
Brown & Cairns 2004).
In these scenarios a minimal or invisible interface may
provide the greatest sense of immersion. The concept of
making the interface “content centred” (where the content
item (in the game case the 3D world, in the movie case
the movie frames)) allows the interface to be essentially
invisible to enable greater immersion in the content
space.
Natural User Interfaces (NUI) incorporate this
principal by establishing a technique that, in theory,
involves the user being presented with no (or as little as
possible) in the way of visible user interface controls,
components or items. The NUI system then uses “natural
gestures” from the user to interact with the content
(Wigdor & Wixon 2011, Vetere et al. 2014). Significant
academic debate over the value of NUI based systems
exists, with some studies showing significant gains in
user experience (often VR and AR systems where natural
gestures are more comfortable than using abstracted
devices), while other studies clearly identify that these
systems require significant training before the user
“understands” them effectively enough to be able to
benefit from their features (making them less than
“natural”) (Norman 2010). In essence the issue with these
systems is that by hiding essentially all of the interface
components, the user has no meta information and also
has no concept of what tools or information may be
available to them. As a result it takes time for users of
these systems to learn the tools and how to access them
before they become proficient (Scarr et al. 2011, 2012,
Petersen & Stricker 2009).
A simple example of this is a video playback interface,
using a NUI based approach. In such a tool the movie
would start, take over the full screen displaying frames
(to achieve immersion) and simply begin playing. For the
user they are immediately immersed in the content item
(the movie) and not encumbered by any interface controls
or information. Such a system puts the key focus on the
content item and the users immersion in that content.
If the user wished to interrupt the movie, and access
the interface controls, they would need to provide a
gesture that the tool recognizes. In most simple cases this
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would simply be any interaction (for example a hand
wave in spatial game systems, a touch in touch interfaces
or a move or click in classic mouse/pointer based desktop
systems). On that gesture the interface would display the
key interface components (ie. The classic play, pause
video interface).
For a simple interface like the video example, this
works quite well. The common case user just watches and
feels immersed, and the user who wishes to interact easily
(and “naturally”) brings up the relevant interface controls.
The challenge is in designing NUI based systems for
more complex interfaces and environments. An example
being an interface with several interface tools available.
On a “gesture” any one of the set of tools could be
brought up, but to minimize the unwanted on-screen
components the user will have to give a “specific gesture”
to identify the specific tool. Either that or have all tools
appear on-screen on every gesture, which would defeat
the purpose of minimizing “add-on” interface
components. As a result, for the user to quickly bring up
specific interface components, they will need to
understand a potentially complex “gesture language” (the
more interface tools or components the more unique the
gesture set needs to be).
It is for this reason, based on the fact that the user will
need to learn how to get to the tools, that the critics of
NUI interfaces find them less effective for many complex
user applications. Clearly experienced users find them
empowering and natural, but new users are confused, and,
without interface prompts, do not know how to engage
the interfaces capabilities (Norman 2010).
The rapid growth of interfaces for mobile and
handheld devices has influenced this area as “apps”
generally are smaller pieces of software dealing with less
information, as a result they will generally have less to
display and potentially simpler gesture systems.
Unfortunately while they are smaller they also function
on significantly smaller displays (often handheld or tablet
in nature). Thus making the potential importance of how
transient interface components are applied even higher on
the mobile platform.
The need for a user interface to present its information
effectively, whilst also being as unobtrusive as possible,
has always been a challenge for designers. GUI systems,
such as the desktop, menus and icons all applied
“transient” concepts from the beginning (Myers et al.
2000). The menu itself is a classic example of this
technique. Initially a menu simply shows a single menu
item/heading, yet more options (in the form of clickable
interface components) become available when the
“gesture” of moving over the menu item is completed.
When the mouse moved over menu bar (the gesture) the
menu is shown offering additional information and
options. Hence the concept of “transient” interface
components is by no means new. The major difference
between the NUI and GUI approach is in the visual
presence of guiding items.
For the GUI the user is presented with a visual item
representing the menu (the menu bar with relevant
heading item). This lets the user know there is a tool (or
set of tools available to them). In contrast the NUI gives
no guiding visuals and assumes that the user will know

how to activate the interface component they need
through “natural gestures”.
In essence both systems have advantages. The NUI
works very well for content driven applications (the video
example) where the user wants to be quickly immersed in
the content and not encumbered by interface items and
information. On the other hand the GUI works very well
in providing the user with an immediate understanding
that there are tools available, and they can be accessed via
the guide visuals that are present on screen.
The concept of transient interface components fits
between these two systems. It potentially offers the
ability to hide the interface (giving the immersive
experience of the NUI) while also showing guiding items
at appropriate times (giving the assistance/guiding of the
GUI). The challenge is how to effectively hide and show
the components to provide this system in a form that
works for real world users.
At the heart of the NUI system is the objective of
greater immersion in the content. Studies such as those by
Bowman & McMahan (2007), suggest that immersion is
related more to the immersive on-screen content than to
the devices used to present the content (highlighting the
fact that immersion does not appear to require special VR
type devices, but can be achieved through effective
visuals on screen).
Other studies, focusing on the users perception of their
immersive experience, such as those by Brown & Cairns
(2004), indicate that interfaces without “add-on” or
overlaid interface components generate higher user
ratings for immersion. As a result the principals applied
in NUI systems should, and do, generate greater levels of
immersive user experience.
But in the larger picture, as outlined in Gameworld
Interfaces by Kristine Jorgenson (2013), although one
system provides more, or less, immersion than the other,
that altered level of immersion does not relate directly to
user satisfaction with the game or media experience.
Jorgenson’s studies showed that satisfaction was equal
with both systems. Hence the “add-on” visual
components did reduce immersion, but also provided
useful information, and in an overall sense of user
satisfaction, these factors appeared to cancel each other
out.
As a result this raises the question of how effective
transient interface components are, and how and where
they can most effectively be utilized. Do they need to
provide a deep sense of immersion in the “interface
world” or are they just as effective when presented as
separate overlaid interface components? This research
project sought to better understand this issue.

2

Experimental Testing

To test the role and importance of transient interface
components, a randomized control trial was implemented.
The trial involved participants using interfaces with
different levels and types of transient interface
components. These transient components were placed
inside two different types of application, one being a
mobile 3D application with which they had no prior
experience (see Figure 4), and the other being a 3D
application type (3D online role playing game) that they
had used previously (see Figure 5).
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The purpose of using the two types of applications
(both being 3D and interactive, but one totally new to the
participants and the other an interface they recognized)
was to measure the impact of prior interface experience
on the value of the transient interface components being
tested.

2.1

Simple
3D
Interactive
Inexperienced Users

Apps

&

The first experimental trial was implemented as a
randomized control trial with 22 participants ranging in
age from 18 to 48 years (average age of 24.2 years).
Each participant was randomly allocated into a group
(either “no interface (control)”, “transient interface” or
“permanent interface”). They then interacted with the 3D
interactive app before answering a series of questions
about their experience.
The interactive 3D app that was used was a diabetes
blood sugar visualizer (see Figure 4). This app was
selected because it had not previously been used by any
of the participants in the trial (and hence would provide
information on how transient components behave with
inexperienced users). The app had a rich 3D visual
interface but also a set of additional meta information and
controls that could be added to provide extra information
and adjustment.

Each participant was then asked to interact with the
specific interface they had been allocated for a period of
time (maximum 30 minutes). Following that interaction
period, the users were asked a common series of
questions regarding how immersed they felt in the
interface, how in control they felt in the interface and
how satisfied they were with the experience.

2.2

Complex 3D Interactive Applications &
Experienced Users

The second trial involved participants using a more easily
recognized 3D interface (an online 3D role playing
game). This experimental trial involved 25 participants,
64% of whom were male (16) and 36% (9) were female,
ranging in age from 19 years up to 55 years (with an
average age of 25.8 years).
To understand the representative nature of the group a
set of initial questions were asked to gauge the
participants pre-existing experience with immersive 3D
games on differing platforms. In response to these
questions the users reported that 100% had played games
on their personal computer, 96% indicated that they
regularly played computer games and 84% had played
games on both a personal computer and a mobile device.
These results indicate that the study group was
representative of experienced game players on a selection
of platforms.
Following the initial questions the participants were
then asked to interact with the 3D game interfaces (half of
these included transient interface components and half
included no interface components (see Figure 5).

Figure 4: The Diabetes Visualizer App Interface
(Patterson 2014)
The app was presented in three forms. The first form, as
used by the “no interface (control)” group showed the red
blood vessel and the blood sugar cubes only (with no
additional components visible).
The second form, as used by the “transient interface”
group used the most complex interface system. One that
initially showed all of the meta data and control
components (as shown in Figure 4). Each of these then
faded out, before re-appearing on events (examples being
a user touch (user input causing component to show), or a
change in value for blood sugar level (app event causing
component to show)). The intent of this “show” and
“hide” process was to provide the user initially with a
visual display showing the tools that were available, and
then to only activate those tools (show on screen) on app
events that related to them, or when the user touched that
screen region.
The final form of the interface (as used by the
permanent interface” group) that was presented showed
all of the interface components (meta and controls) as
fully visible at all times.
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Figure 5: The 3D Online Role Playing Game Interface
(without components on left and with components on
right)
Following that interaction period the users were asked
a common series of questions regarding their experience
with the interface.
Overall these trials presented users with an interactive
3D interface. For some users (those in control groups)
their interface featured the minimal amount (in most
cases no components) of on-screen interface components
(example as seen on left of Figure 5). This interface style
closely matches the NUI principal of the user being
immersed in the content and the interface being hidden.
For other users (those in the “permanent interface”
groups) their 3D interface featured interface components
that were always visible on screen (as seen on right of
Figure 5). This interface style closely matches the well
known graphical user interface that shows controls on
screen in a permanent form.
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The final group were the “transient interface” groups
whose interface featured components that appeared
(through a fade-in/out) at specific points in time, but were
otherwise absent. The intent of this interface style is to
attempt to provide both a clean “immersive content
space” as desired in the NUI system but also give users a
sense of the available tools and information through
transient components.
Overall these studies sought to identify the importance
of transient interfaces, identifying whether they work to
improve user experience, immersion or satisfaction.

3

Results

Results from the studies indicated that transient interfaces
were effective, but depending on the scenario, the type of
interaction the user sought, and type of content, they were
not always the most highly rated option. In the case of the
simple 3D app, the three levels of on-screen components
were rated by users in terms of their sense of immersion,
control and satisfaction with the overall experience.
In terms of immersion the “no interface (control)”
rated highest averaging 5.8 (on the 7 point Lickert scale)
followed by the “transient interface” averaging 5.1, and
the “permanent interface” 4.1.
For the sense of control the results were directly
reversed, with the “permanent interface” rating the
highest at 6.1, the “transient interface” averaging 5.4 and
the “no interface (control)” averaging just 3.3. In this case
the “permanent interface” gave users a statically
significantly higher sense of control than the “no interface
(control)” group.

Figure 6: Chart of Interface Satisfaction
The results for overall satisfaction with the interface,
as shown in Figure 6, were surprising, in that they
showed the transient interface rating highest at 4.5.
Although it was not best for immersion, nor best for
control, its overall high levels in both caused the users to
rate it as the best overall interface (but not statistically
significantly) in terms of satisfaction

For the complex 3D interface (online role playing
game) the findings were similar, with users rating the
transient systems highly, but indicating that there is a
strong need to gain better control of what is shown and
when.
Results indicated that 72% of participants indicated
that current game interfaces do not include too much
information. Yet at the same time 70.8% of participants
rated interfaces with no on-screen information as
preferable to the transient component system. Overall this
indicates that users have a strong desire for good
immersion (which is achieved best through a minimal
interface) with 75% of users preferring to view more of
the game environment rather than the interface. These
figures would indicate that the concept of a minimal
transient interface would be suited, and the user responses
matched this with 83% indicating that they found the
transient interface improved the immersive experience
when compared to fully visible interfaces.
Feedback from the participants in the study also
revealed some interesting points, particularly in relation
to control of the interface and what was shown. Below is
a comment from one participant, but it reflects a common
theme, that being that the idea of transient interfaces is
good, but that the task of managing what to show and
when is very challenging.
“I think it's good to have transitional they just need the
right ones up at the right time. Or maybe just able to
minimize. Would be good if say for chat you could mouse
over the area to make it appear and if you wanted it to
stay you could lock it in place. Or maybe it just fades, so
you can still vaguely see it but when you mouse over you
can see it properly.”
Anonymous Study participant quote.
One of the most interesting points about the comments
and feedback from users, was the fact that many indicated
a strong desire to have the capability to stop an interface
item from showing. Clearly these components are useful,
when displayed at the right time, but users were finding
them intrusive when they “self displayed” without the
user being able to stop or control them. This concept links
very well with the principal of giving the user control of
the interface. And as discussed with NUI interfaces, the
content centred approach (with the addition of transient
components), perhaps takes too much control out of the
users hands.
It is clear from the study results that transient
interfaces offer significant potential (as indicated by the
statistics, and also by the user perceptions of potential).
However the current implementations are far from
reaching the potential as desired by the users.
The needs of users are highly specific to the
application being used as well as the scenario at that point
in time. Interestingly when asked what they would want
on screen, the item with the highest rating (in the role
playing game) was a “health-bar”, with 13 of the 19
comments including the word “health” in response to this
question. Yet when asked specifically only 50% of users
indicated that they always wanted the health bar on
screen. This variability demonstrates the specific
situational needs of the user and also the fact that a
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transient interface component needs to be finely tuned to
those situational needs to be effective. The health bar is
obviously important to users, yet 50% of the time it
would be in the way if on-screen. For the designer
working out when that 50% should be, becomes the key
challenge with these transient systems. To create a
permanent carry-with (on-screen) visual item (like those
in Figure 2 & Figure 3) would use too much screen space
for 50% of the time. In the case of the health-bar, this is
for the single most highly listed item in terms of need for
information on screen, yet even it would not be effective
as a “permanent component”. For the bulk of the
components (which received less than 20% of users
indicating they wanted them on screen) there visual
presence is likely to be short and need to be very
specifically timed and targeted.
Another good example of this related to the questions
regarding what interface information users would want at
particular common points in gameplay. Given the nature
of the interface controls and meta data, it was thought that
users may use less intense moments (eg. walking time) to
access the interface features and information. When asked
what level of interface they preferred for walking 70% of
users indicated that no-interface was their preference.
Overall it is clear that transient interface components
have potential to assist in allowing more time in a
minimised “more immersive” interface mode. Yet to be
effective it is also clear that the mechanisms used to
determine when to actively show interface components
are critical. The user feedback was consistently clear in
wanting greater levels of control over the interface. This
was observed in both the inexperienced users and the
experienced users, as noted by the high rating levels of
the “permanent interface” in regards to how much control
users felt and the low ratings of control in the “no
interface (control)” groups.
The effectiveness of transient components was
consistent across both the mobile and desktop platforms
with similar results in both trial systems, indicating
common strengths, including greater immersion in
content, but also common challenges, particularly in
terms of providing users with greater control of their
interfaces.

4

Analysis, Findings & Applications

This study identified that transient interface components
are effective, but further work is needed to gain a more
specific understanding of the type of transient systems
that are most effective in specific user scenarios. In this
study a simple fade-in and fade-out system was used to
show and hide components and this was effective.
Interestingly participants in the simple 3D study were
presented with one example of an immediate
appearance/disappearance and this generated several
responses, all of which indicated a preference for slower
change. When the complex game group were questioned
on this, 76% rated slower fade-out as better than
immediate disappearance. This again highlights the fine
detail that needs further investigation in transient
components.
This set of trial experiments used simple transient
components mixed with rich 3D worlds (both mobile and
desktop) and in these visually rich environments the users

8

desire to be “immersed” in the content of the space was
high. As a result this may have influenced the findings, as
the users desire for immersion in these spaces may
increase the ratings of the more “immersive” interface
systems. If the same trials were run, with a word
processing environment, it may be that the more
permanent interface features would be preferred. This in
itself is an important observation and highlights the
likelihood that transient interface components of this type
may be most suited to visually rich environments.
Within such rich environments, the ability to reduce
the on screen interface components requires the user to
understand how to bring them back up when needed. This
raises the issue of the importance of experience and the
need to learn how to use such tools. Looking at the chart
in Figure 6 highlights the fact that the interface with more
on-screen information (“Permanent Interface”) had a
much smaller range (95% confidence interval) of
variability in its data, than the other two more immersive
interfaces (that had less or no on-screen presence). This
indicates that the differences between beginner user
ratings and experienced user ratings was small for the
more visually present “Permanent Interface”. However
the difference between an experienced user rating and a
beginner user rating of the “No Interface (Control)”
system was significant.
In simple terms this shows that for the experienced
user the minimal interface systems are most appropriate
as they can allow greater immersion in the content and
the user has the experience to access the interface when
needed. But for the beginner user such minimal systems
are not effective. These users need more on-screen
information assisting them to function most effectively.
The findings of this study broadly agree with the
findings of earlier studies, such as those by Brown &
Cairns (2004), Cairns et al. (2014) and Jorgenson (2013)
that show a strong relationship between a reduction in the
on-screen visual interface components and an increase in
the sense of immersion felt by the user. However it is
important to note that the findings of this study also
identified that immersion is not the only purpose of an
interactive user interface. For many users, engagement,
control and knowledge transfer are as, or more, important
than immersion. In fact even in this trial (with rich 3D
environments to be immersed in) users rated these other
factors as being as just as important.
“As I take this, I wonder if immersion is being taken to
mean 'good' for example social aspects of games rarely
immerse me in the game world, because I use them to talk
to people about other non-game related things,
constantly. No-one speaks in character in social
elements, and I prefer it that way, the social aspects are a
strong draw, even though they are strongly not
immersive”
Anonymous Study participant quote.
This finding indicates that the objective of increased
immersion is not the same as the goal of increased
satisfaction. Immersion is just one part of a larger
interactive experience. For the beginner user the sense of
control plays as important a role, and based on the
findings of this study those users would feel more control

Proceedings of the 16th Australasian User Interface Conference (AUIC 2015), Sydney, Australia, 27 30 January 2015

with more on-screen visual components. For the
experienced user the desire for immersion is strong, but
not at the cost of control. A simple textual analysis of the
written feedback to the open-ended survey questions,
from the experienced users group, found that the word
“control” was mentioned in more than 80% of the
responses.
Finding the balance between the highly immersive novisual interface component systems and the less
immersive but better control systems (with more onscreen interface) is challenging and clearly needs
differing options for different users and circumstances.
The findings of this research show that transient
interface components fit in this gap between the two
extremes and manage to produce an enhanced sense of
immersion (with 83% of participants rating them as more
immersive) while also enhancing user understanding of
the availability of interface components. More research is
needed to understand the details of how to best deliver
transient elements, but at a base level they are a valuable
technique in using screen space most effectively.

5

Conclusions

Transient interface components offer a mechanism to
allow users to free their screen space of visual user
interface componentry, by only selectively showing
visual interface components at specific points in time.
Thus creating a minimal, or invisible, interface that
allows greater immersion in the content and space of the
application. The results of this study indicate that
transient interface components are effective as a
technique to provide both an understanding of the
available interface components whilst also giving an
enhanced sense of immersion (by minimising the amount
of on screen interface components). By freeing the screen
space users gain a greater sense of immersion in the space
and content being presented. The effectiveness of these
transient components, and the biggest challenge in their
successful implementation, is very closely linked to how
well the application understands the users needs in terms
of control and display of the interface items.
This research project has demonstrated that transient
user interface components, are able to take the principals
of invisible interfaces (as described in NUI systems) and
enhance them through the use of time based, animated
visual interface components that provide the user with
guides to where tools exist in interactive 3D
environments, without the need for those components to
be permanently displayed on the limited screen space of
the device.
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Abstract
Handheld devices have become extremely popular in recent years and represent attractive options for augmented
reality (AR) research. Most modern devices now incorporate many of the necessary input and output capabilities
and do so in self-contained packages of varying size,
weight, and cost. But while most previous AR work with
handhelds has focused on smaller form factors, we have
been interested in further exploring the range of larger
devices often referred to under the umbrella of ‘tablets’.
This paper presents the results from a study we conducted on the suitability of different form factors for mobile AR use. Three form factor categories were evaluated:
smartphone, mini tablet, and tablet. Although most devices today are marketed as being either the first or last, we
propose there needs to be a third, middle category that
caters for the subtle differences between sizes.
The study asked 15 participants to use a device from
each category to complete a series of seven interactive
tasks. The tasks were designed to incorporate typical AR
interactions. Participants completed pre- and post-test
questionnaires and were audio recorded during the testing
process. Our results showed that no one form factor was
best suited to all tasks but rather the ‘right’ form factor
was influenced by task specifics and personal preferences. In terms of usability ratings, we found a significant
difference between smartphone and tablet form factors
but no such difference between other combinations. Finally, we noted a negative correlation between participants’ fatigue rating and the ease with which they found
completing the tasks. .
Keywords: handheld augmented reality; mobile computing; usability

1

Introduction

Augmented reality (AR) is a process in which virtual objects are superimposed onto the real world in real time
(Azuma 1997). Modern handheld devices provide an attractive option for delivering ‘magic lens’ AR experiences
as they offer a truly mobile, self-contained form factor
incorporating the types of sensors useful for implementing tracking and registration functionality. Pick up any
modern mid to high end handheld and you’ll likely find
its hardware sporting both a front and rear-facing camera,
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GPS, inertial measurement unit (IMU), Wi-Fi, and even a
barometer. And it’s not just sensors, CPU and GPU performance has also increased by orders of magnitude. Early handhelds were very much a compromise, sacrificing
CPU and GPU power for mobility and some semblance
of battery life, whereas recent devices now incorporate
CPUs and GPUs with multiple cores and billions of transistors. The rapid evolution of handhelds has opened up
plenty of scope for researchers and developers to explore
new and previously unattainable ways of providing mobile AR experiences. Dedicated mobile application
frameworks such as Wikitude, Layar, and BlippAR enable simple AR applications to be rapidly deployed to the
most common mobile platforms. If AR is to become a
mainstream medium, handheld devices will almost certainly play a part.
While a large body of work on mobile AR exists
around handheld devices that we would classify as fitting
the smartphone form factor, there seems to be limited
work utilising larger tablet devices. Granted, some researchers treat tablet devices as oversized smartphones
believing they have limited applicability for AR given
their size and weight (Arth and Schmalstieg 2011). Nevertheless, we are interested in further exploring the use of
larger tablet devices and also so-called in-between ‘phablet’ devices—a portmanteau of the words phone and
tablet—which we refer to as mini tablets. We intend to
investigate the effects these different device sizes have on
users’ engagement with AR content as part of a larger
body of work we are undertaking on mobile AR authoring. While there is an obvious trade-off between the physical size and weight of a device versus its screen size, we
wish to better understand why one particular form factor
might be preferred over another, if there is indeed a ‘goldilocks’ size, and whether certain form factors are best
suited to particular task types.
We devised an experiment to compare AR interaction
for three different handheld devices. The devices used
were chosen as prototypical representations of three categories: smartphone, mini tablet, and tablet. The classification of these categories and how we chose to differentiate
them is discussed in section 3. The experiment itself consisted of a series of interactive tasks that were designed to
explore the types of interactions that might often be used
in a mobile AR application. Many of these interactions
leverage the unique modality capabilities of modern
handheld devices, incorporating both touch and sensordriven input.
This paper contributes to the broader understanding of
mobile AR usability and serves as a base of reference for
our work on mobile AR authoring. In the sections that
follow, we outline the details of our experiment and present our results along with corresponding discussion.
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2

Related Work

While the number of comparative studies between recent
handheld AR devices is limited, a few researchers have
undertaken work to compare devices of different sizes
and in different configurations. Dey, Jarvis et al. (2012)
investigated the differences in egocentric, exocentric, and
ordinal depth perception between smartphone and tablet
devices. Their experiments involved distance estimations
between virtual objects and the participant (egocentric),
the closer of two virtual objects (ordinal), and the distance between two virtual objects (exocentric). They
found that bigger displays, such as those on tablet devices, do not improve egocentric or exocentric depth perception but do significantly improve ordinal depth
perception. For egocentric depth perception in particular,
smartphones were discovered to cause less depth compression, which resulted in less underestimation. Anecdotally, participants were noted as subjectively preferring
larger screen tablet devices for egocentric depth perception.
Focussing more on interaction, Wither, DiVerdi et al.
(2007) compared three different display types for ARbased selection and annotation tasks, two of which were
handheld displays and one a head-mounted display
(HMD). The distinction between the handheld displays
was based on whether the device was held at waist level
with the camera pointing parallel to the screen or in a
‘magic lens’ configuration with the camera pointing perpendicular to the screen. They found handheld displays in
a ‘magic lens’ configuration faster for selection tasks than
the other two displays. For annotation tasks, there were
no significant differences between the displays; however,
participants subjectively preferred the handheld displays
when the objects being annotated were real and the HMD
when they were virtual.
Other researchers have further investigated AR interaction techniques in an attempt to address issues that arise
when interaction occurs on the same device that is tracking the environment. Güven, Feiner et al. (2006), Lee,
Yang et al. (2009), and Langlotz, Mooslechner et al.
(2012) have all implemented approaches whereby the
current AR view is ‘frozen’ by pausing camera input and
tracking. While frozen, the device is able to be repositioned to a more comfortable orientation and virtual objects on the screen may be interacted with free from the
effects of instability. Once the necessary interactions have
occurred, the view may be unfrozen and camera input and
tracking resumed. Güven, Feiner et al. further presented
‘freeze-n-move’ and ‘freeze-n-link’ modes that assisted
with repositioning and linking virtual objects within an
organisational hierarchy.
As well as offering a similar ‘freeze’ method, Bai, Lee
et al. (2012) proposed a ‘finger gesture’ technique that
involved interpreting intangible gestures performed in
front of the device’s rear-facing camera. More recently,
Vincent, Nigay et al. (2013) suggested ‘shift-and-freeze’
and ‘relative pointing’ techniques. Their ‘shift-and-freeze’
technique similarly freezes the camera frame while ‘relative pointing’ stabilises a selection cursor in the object’s
frame of reference without freezing. While our study does
not incorporate any such techniques for task interaction,
our results should serve to highlight similar usability is-
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sues present in interactions performed in certain orientations, such as those requiring the device to be held out in
front of the user.
Kurkovsky, Koshy et al. (2012) mention ergonomics
as one of the key usability concerns with handheld AR
due to the need to frequently stretch out one’s hands and
arms while holding a device. Most off-the-shelf handheld
devices, including those used for this study, have not been
designed with AR use in mind and frequently include
cameras in undesirable locations or thin bezels that may
cause accidental interactions with the screen. Kruijff and
Veas (2007, 2008) also identified these shortcomings and
developed a purpose-built handheld AR device called
Vesp’R. The design was built around the Ultra Mobile PC
platform and was specifically engineered to be ergonomic
and support prolonged use via the inclusion of joysticklike handles. The handles were designed to avoid accidental occlusion of the screen that results when users try
to find a comfortable grip on devices with thin bezels.
The joysticks support two configurations: one where both
are mounted either side of the display to resemble a steering wheel and the other where a single joystick is mounted centrally below the display.
Though not strictly related to AR, an interesting article
by Hoober (2013) discusses the results of a study undertaken to discover how users hold their smartphone while
interacting with it. The study made 1333 public observations of users using their device while going about their
daily routines. The observations did not try to identify the
particular device nor the application that was being used,
and there was no count of the total number of people encountered. The results found 49% of users held their device with one hand, 36% cradled—a term used to
describe a case in which a device is held with two hands
but only one is used for interaction—and the remaining
15% with two hands. Unfortunately, the data does not
show the particular task users were performing when the
observations were made, which would have helped explain why a device was being held in a particular way.
This limitation is acknowledged by Hoober as a practical
barrier with public observation.

3

Handheld Form Factors

Our study revolved around comparing devices from three
different categories: smartphone, mini tablet, and tablet.
The distinction between these categories was a choice we
made in the absence of any official or de facto standard.
Terms such as smartphone and tablet are widely used by
manufacturers to market their products but they aren’t
necessarily used consistently. This can make it difficult to
discuss and compare devices or generalise results. It is
also likely one of the reasons for the emergence of the
word phablet to describe devices that can legitimately be
considered both smartphones and tablets.
While Wagner, Pintaric et al. (2005) also identified
three classes of devices for handheld AR use—cellular
phones, PDAs, and Tablet PCs—the device types they
referred to are now largely out-of-date with respect to
current technology. We have undertaken our own categorisation of current devices so we can clarify the boundaries that determine when a device transitions from being
one type to another. The categorisation scheme employed
in our experiment is by no means our attempt to formalise
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Table 1: Form factor categories
Category name
Smartphone
Mini tablet

Abbreviation
S
MT

Tablet

4

T

Screen size
3 to 6 inches
6 to 9 inches
Greater than 9 inches

System Overview

A total of seven tasks were created for the experiment,
each designed to make use of different combinations of
interactions. Tasks were designed to function like minigames, each with their own defined goal and rules. The
tasks were implemented via a purpose-built application
developed on top of the Qualcomm Vuforia AR library
(version 2.8.7) using the Unity development environment
(version 4.3). The Vuforia library is available as a plugin
for Unity and was chosen as it provides a comprehensive
feature-set, is free to use, and supports all modern mobile
platforms.
Part of the feature-set provided by Vuforia is support
for a number of different tracking approaches ranging
from those based on fiducial markers to more complex

30
25
20
Count

15
10
5

12+

11‐12

10‐11

9‐10

8‐9

7‐8

6‐7

5‐6

4‐5

0
3‐4

a method for categorising handheld devices but rather an
approach we have used to help clarify our results and
comparisons.
As a starting point, we surveyed the range of devices
offered by well-known manufacturers that were marketed
as being either a smartphone or tablet. Throughout our
sampling, we did not come across any other terms used.
In order to be considered, each device had to run a mobile
operating system supporting the creation of apps and have
at least a rear-facing camera: the minimum specifications
necessary to be considered usable for AR. As modern
handhelds are essentially ‘all screen’, screen size was
used as the key metric. We only considered devices offered by each manufacturer that had distinct screen sizes,
so if five devices were available with four inch screens,
we only counted one of them.
Our sample consisted of 90 distinct devices across 14
different manufacturers. Some manufactures produced
tablets only, some smartphones only, and others both. We
collated the results into screen size groupings of one inch;
i.e. three to four inches, four to five inches, and so forth.
If a device had a screen size of exactly four inches, it was
placed into the four to five inch category. Figure 1 shows
the distribution of screen sizes among the devices sampled.
It is clear from the graph that devices with a screen
size less than six inches make up a majority of the sample
(59%). These devices are all marketed as smartphones
and we consider this the smartphone category as, for most
people, they are usable with one hand. Anything above
six inches starts to move into the realm of tablets and the
use of two hands. As mentioned previously, there is little
distinction among manufactures between a tablet device
with a seven inch screen and one with a ten inch screen:
they are all referred to as tablets. We don’t consider these
devices ‘the same’ as there are often significant differences in terms of functionality, ergonomics, weight, and
intended use. We have therefore sub-categorised tablets
into a mini tablet category and a full tablet category. A
summary of our categories is presented in Table 1.

Screen size (in)

Figure 1: Distribution of screen sizes

computer vision algorithms such as SLAM (Simultaneous
Localization and Mapping). We decided to utilise fiducial
markers given the devices being used and the anticipated
testing environment. The use of fiducial markers for
handheld AR is well understood and provides more than
acceptable tracking performance. Within the Vuforia library, fiducial markers are referred to as frame markers.
Instead of utilising a template matching technique to recognise a unique symbol printed on each marker in the
way toolkits such as ARToolkit (Kato and Billinghurst
1999) do, frame markers incorporate a unique binary pattern encoded within their borders (Figure 2). The interior
area of the marker is left unused and may be filled with
custom images or text.
Each task in the experiment is represented by a single
marker object with the exception of task seven, which
spans two markers. Key to the operation of each task is a
custom control script component that is responsible for
the task’s overall behaviour and interaction. All control
scripts inherit from a base script that provides common
functionality to all tasks and includes a special loop that
we refer to as the interaction loop. The interaction loop is
invoked whenever a task’s marker enters its tracked state.
The loop continues to run for as long as the marker remains tracked and the task has not been completed. The
purpose of the interaction loop is to control the behaviour
of any virtual props used by the task and to process user
interactions with it. The loop can be thought of like a
miniature game loop that runs independently for each
task. This allows each task to be self-contained which in
turn allows participants to move between them in any
order they choose. We did not wish to enforce on participants a particular way of progressing through the tasks
nor did we want each subsequent task to be dependent on
the last. Using this approach, it would be trivial to extend
the experiment to include additional tasks beyond the
seven we created simply by adding a new task marker and
associated control script. A top-down illustration of all
tasks is presented in Figure 2 (over page) and we discuss
each in more detail throughout the remainder of this section.

4.1

Start

To ensure all participants started from the same location,
we decided to implement a simple ‘tap to start’ interaction
using a start marker. The start interaction merely required
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Figure 2: Illustration of tasks and fiducial marker. In order from top left: start task/interaction, Task 1, Task 2, Task 3, Task 4,
Task 5, Task 6, Task 7a, Task 7b, Vuforia frame (fiducial) marker

participants tap a virtual button before proceeding to the
first task. Architecturally, we made tapping the start button a requirement for the remaining tasks to become
trackable (visible) and so this marker/interaction could
not be skipped. To assist with our note-taking during the
experiment, we also logged the start time for the session
and the initial orientation of the device when the button
was pressed.

4.2

Task 1

The first task involved no direct screen interaction and
was designed to evaluate holding a handheld device
steady for a certain period of time. Completing the task
required participants to align a crosshair, displayed in the
centre of the screen, over a 3D cube (anchored to the
marker) and keep it aligned for ten seconds. Any unalignment of the two before this time had elapsed would
cause the task to reset. The choice to use ten seconds as
the alignment time was arbitrary. However, preliminary
testing showed it to be an appropriate choice. By requiring that the device be positioned over the marker for ten
seconds, we aimed to determine the effects of device size
and weight on the ability to maintain focus as well as
observe the way different-sized devices were being held
when approaching this type of task.
Informing the user of the time remaining was achieved
via a progress bar that appeared along the bottom edge of
the screen. The progress bar was designed to allow for
peripheral monitoring of progress without distracting the
user from the task. To prevent too much variability in the
distance participants stood from the marker, and to make
the task somewhat less trivial, we also enforced a distance
requirement of between 40 and 60 centimetres. The
crosshair position would only be registered within this
distance range. The marker was placed vertically on a
wall at waist level (80 centimetres above the floor) to see
how participants would adapt their body and grasp of the
device.

4.3

Task 2

The second task was designed to explore how holding a
device above eye level would affect screen interactions.
We presented participants with an orange button that
moved, clockwise, along a square path. To complete the
task, participants had to select the button by single tapping on it. Once the button had been successfully select-
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ed, it changed colour (to green) and stopped moving.
From the participants’ point of view, the movement speed
of the orange button appeared to be constant; however,
we decreased the speed of the button by a fifth of its original speed for every two consecutive misses. The speed
reduction was gradual and not intended to be noticeable.
We included this feature as a way to subtly assist the participant without any involvement on our part during testing. We did not want to influence participants’ thoughts
towards a particular device form factor by providing any
direct assistance. As we logged all activity, including the
number of times this ‘feature’ was invoked, we do not
consider it adversely affected the results of the task but
rather helped to highlight usability issues between the
form factor being used and the interactions required.
We placed the marker for this task vertically on a wall
177 centimetres above the floor and enforced no distance
requirements.

4.4

Task 3

The third task was designed to explore the potential effects of occlusion. Participants were presented with a
simple maze and were required to draw a path through the
maze starting from a red sphere, representing the player
or avatar, to a blue exit area. Drawing the path was accomplished via tracing it on the device’s touch screen. As
soon as the path was finished, indicated by the drawing
finger leaving the screen, the red sphere would begin to
follow it at a constant speed. During this time, interaction
with the screen was ignored so the path couldn’t be altered. Any contact between the red sphere and the walls
of the maze were treated as a collision that would cause
the task to reset. We were interested to see how participants would approach drawing the path on devices with
different sized screens and whether they would alter their
grasp of the device or drawing finger to compensate for
any occlusion—smaller screens are obviously more prone
to occlusion than larger screens and also suffer more from
the ‘fat finger’ effect. We placed the marker for this task
horizontally on a table (75 centimetres high) and did not
enforce any distance requirements.

4.5

Task 4

The fourth task shared some similarities with the first and
second task. The task presented participants with an outer
sphere that orbited an inner sphere and was described in
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terms of a planet orbiting its sun. Instead of selecting a
moving object as in task two, this task required that the
device remain focused over the orbiting sphere, similar to
task one. We wished to explore the manoeuvrability characteristics of each device form factor and therefore not
only orbited the sphere but also gradually reduced its
speed while the device remained focussed on it. The current orbit speed was displayed to participants on a label
that was anchored to the orbiting sphere and moved with
it. Once the orbit speed reached zero (i.e. stopped), the
task was considered complete. If the device lost focus
while the orbiting sphere was still moving, the orbit speed
was rapidly increased back to its original value. We considered a complete task reset too harsh and so this was
thought to be a valid compromise. Additionally, if the
participant lost focus ten times consecutively, we gradually increased the orbiting sphere’s diameter, similar to the
approach used in task two.
We placed the marker for this task vertically on a wall
at shoulder height (147 centimetres above the floor) and
enforced a distance requirement of between 40 and 55
centimetres.

4.6

Task 5

Task five introduced free-form drawing in a non-ideal
vertical plane and required participants to trace over the
silhouette of a pumpkin face. In designing this task, we
were interested in observing how participants would approach drawing in this orientation and also how successful their drawings would be between different devices.
Drawing the shapes that made up the face required similar motions to task three where the path of the shape (its
outline) would appear on the screen as traced by the participant. Once the outline had been completed, indicated
by the tracing finger leaving the screen, the system would
take the path data and compute a 2D plane from it, placing it at the exact location where the outline was drawn.
Shape outlines were not allowed to intersect and would
be ignored if they did. If desired, completed shapes could
be repositioned by dragging them with a finger but were
not able to be deleted. Once a participant was satisfied
with their attempt, they could tap a finish button to complete the task. We placed the marker for this task vertically on a wall at shoulder level (163 centimetres above the
floor) and enforced no distance requirements.

4.7

Task 6

While task five was designed to evaluate free-form drawing in a vertical plane, task six explored a more rigid
drawing exercise in a horizontal plane, allowing us to
compare different orientations. The aim of the task was to
draw a bridge between two raised blocks. The bridge
could be any shape desired so long as it remained within
the boundary extending over and between the two blocks.
Drawing was again similar to task three and five. Once
the drawing finger left the screen, the bridge outline was
converted into a 2D plane. A red cube, used to represent
the player or avatar, would then attempt to traverse the
gap between the two blocks by following a pre-defined
straight-line path at a constant speed. Once the red cube
started to move, interaction with the screen was ignored
so the bridge couldn’t be modified. If the bridge was suf-

ficient, the red cube would successfully cross over it to
traverse the gap; if the bridge was insufficient, the red
cube would fall and the task would reset. The marker for
this task was placed horizontally on a table (75 centimetres high) and there were no distance requirements enforced.

4.8

Task 7

All of the previous tasks were fairly ephemeral in nature,
occupying a single location and requiring a short amount
of time to complete (barring multiple attempts). For the
final task, we wanted to explore an interaction that was
more prolonged and not confined to a single location.
Task seven therefore required that the participant move
between two markers placed approximately 30 metres
apart. The task played out like a mini game in which one
marker displayed 25 small fires that needed to be extinguished. Extinguishing the fires required water that could
be collected from the second marker. Water was represented in terms of water blocks of which a maximum of
five could be carried at any one time. Participants would
navigate to the water marker to collect water and then
back to the fires marker to use that water to extinguish the
fires; they would then repeat the process until all the fires
had been extinguished. While the task may have been a
little repetitive, the aim was to see how participants felt
using the devices for longer periods of time and whether
issues such as fatigue started to become noticeable as
they progressed.
While pilot testing the task, we noticed that after collecting water, most users would simply walk back to the
fires marker with the device held at their side somewhat
nullifying any potential effects of prolonged use and interaction. In response to this, we decided to modify the
task to require that the device be held upright, within ±20
degrees, whenever water had been collected in the same
way a bucket of water would be carried upright. Tilting
the device beyond this threshold would cause water
blocks to gradually ‘spill’, one every two seconds, again
mimicking the effect of tilting a bucket of water too
much. The current angle of the device was displayed to
participants in the form of an icon that appeared in the
centre of the screen along with the current device angle.
The icon would turn red as soon as the device tilted beyond the threshold and a short beep would sound every
time a water block was deducted. If water was spilled, it
would need to be replenished from the water marker.

5

User Evaluation

A total of 15 participants were recruited from Flinders
University to take part in the study. Of the 15, 14 were
male and one was female. The average age range was
between 21 and 30. The study made use of a withinsubjects design whereby each participant completed the
same set of tasks using each device form factor. Upon
agreeing to take part, participants were supplied with a
copy of a document referred to as the Tasks Overview
Document. The Tasks Overview Document described
each of the tasks in a predominately pictorial manner and
explained a suggested method for completing them. The
document also outlined important user interface elements
that would be required for certain tasks, such as the dis-
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tance meter used to monitor distance. As the goal of the
experiment was to compare the usability of different device form factors and not the usability of an AR software
system, we wanted to ensure participants would be as
familiar as possible with the tasks they would be asked to
complete before they attempted them. Revealing the tasks
beforehand meant the focus could remain on the use of
each device rather than on learning the tasks or the software system.
Prior to attempting any tasks, we asked participants to
complete a pre-test questionnaire that was designed, in
part, to collect background information on handheld devices currently owned. The final three questions of the
questionnaire were prefaced with a statement asking participants to re-familiarise themselves with the Tasks
Overview Document (a copy was supplied with the questionnaire). These last three questions were designed to
ascertain participant preferences with full-knowledge of
the devices and tasks. The questions sought a rating of
hardware factors that were believed to be important in a
device, a ranking of how successful the participant
thought each device would be for completing the tasks,
and an indication of which device the participant would
choose to use if they could only pick one. We would later
ask the same questions in the post-test questionnaire to
discover whether their preferences had changed.
Following the completion of the pre-test questionnaire,
we showed participants a map of the marker locations,
handed them a single device, and instructed them to move
to the starting marker before proceeding to complete the
tasks. We suggested tasks be completed sequentially but
did not enforce it as a requirement. In addition to collecting data from questionnaires, we also wanted to capture
participants’ reactions towards the devices as they were
being used. We therefore employed the ‘think aloud’ protocol by asking participants to verbalise what they were
thinking as they progressed through the tasks with each
device. Comments were digitally audio recorded and we
also took supplementary notes on our observations. We
decided not to use video recording due to the impracticalities involved with maintaining a usable camera angle on
each participant as they moved between tasks. After
completing each task, we asked for a verbal score of how
easy the task was using a SEQ (Single Ease Question)
rating scale (Sauro and Dumas 2009, Sauro 2010) from
one to five, where one represented ‘very difficult’ and
five ‘very easy’. Once all tasks had been completed with
a single device, we asked participants to fill out a SUS
(System Usability Scale) questionnaire (Brooke 1996)
rating the device’s usability. The SUS questions were
unmodified save for the replacement of the word system
with the word device and clarification of ‘various functions’ mentioned in question five to include relevant
hardware features such as camera, screen, audio, and so
on. We then handed the participant another device and
instructed them to repeat the process. The order in which
participants used the devices was counterbalanced.
After completing all tasks with all devices, we asked
participants to fill out a post-test questionnaire. The posttest questionnaire asked participants to rate how effective
they thought each device form factor was for completing
the tasks on a five-point Likert scale. We also asked for a
rating of any fatigue felt while using the devices on a
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similar five-point scale. Finally, the same three questions
mentioned previously from the pre-test questionnaire
were asked (slightly re-worded) to see if there were any
differences in responses. Each participant took approximately 60 minutes to complete the experiment.

6

Hardware

The experiment made use of three current (at the time of
testing) Android-based handheld devices, each selected to
represent the three form factor categories being evaluated.
The smartphone was a Nexus 4 made by LG. It provided
a 4.7 inch screen (320 pixels per inch [PPI]), had physical
dimensions of 133.9 by 68.7 by 9.1 millimetres, and
weighed 139 grams. The mini tablet was a Nexus 7 made
by ASUS. It provided a seven inch screen (323 PPI), had
physical dimensions of 114 by 200 by 8.65 millimetres,
and weighed 290 grams. Finally, the tablet was a Nexus
10 made by Samsung. It provided a ten inch screen (300
PPI), had physical dimensions of 263.9 by 177.6 by 8.9
millimetres, and weighed 603 grams. A visual size comparison between all three devices (proportionally correct)
is provided in Figure 3. All devices were configured to
run Android version 4.2.2.

Figure 3: Left: Nexus 4; middle: Nexus 7; right: Nexus 10

7

Results

One of the first questions we asked participants in the
pre-test questionnaire was whether they currently owned
a handheld device from any of the three form factor categories. All but one of the participants indicated owning a
smartphone (93%), one third (67%) a tablet, and only two
(13%) a mini tablet. Given this distribution, the mini tablet was by-and-large the form factor with which participants had the least experience.
In addition to surveying which handheld form factors
were currently owned by participants, we also asked for a
rating of various hardware factors believed to be important for AR use. We asked this question twice, first in
the pre-test questionnaire, before any devices were used,
and again in the post-test questionnaire. Ratings for each
factor were given on a five-point Likert scale that ranged
from ‘extremely unimportant’ to ‘extremely important’.
We ranked the factors based on the results and present a
summary in Table 2 (over page) along with an indication
of any position change between pre- and post-test orderings.
The largest position change was between performance
and weight, which swapped positions each moving four
places. Participants initially considered weight to be a
low priority, placing it last, and performance to be a high
priority, placing it second. Screen size and camera quality
also swapped positions, but only by a single place, while
ergonomics and screen quality did not change. Ergonom-
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ics can be considered a key aspect of usability and so its
place atop the list is not surprising.
Table 2: Pre and post-test ranking of hardware factors
Rank
1

Pre-test
Ergonomics

Post-test
Ergonomics

Change
-

2

Performance

Weight

4

3

Screen size

Camera quality

1

4

Camera quality

Screen size

5

Screen quality

Screen quality

6

Weight

Performance

1
4

In terms of the position swap between performance
and weight, we suggest the initial placement of these factors was based on participants’ experiences with the way
they currently use their device(s). It is reasonable to assume that the majority of device usage would not have
involved AR but instead ephemeral in-and-out experiences such as reading an email, browsing the Internet, replying to a text message, checking social media, or playing a
quick game. These sorts of everyday examples are likely
to place more value on ergonomics, performance, and
screen size because they are all factors that have an appreciable effect on these tasks. Furthermore, during normal use, it is unlikely that a device will be held in an
orientation/position for long enough that weight will become a significant issue. AR obviously presents different
demands. Certainly, given the nature of the tasks developed for this study, we can understand more importance
being placed on weight as a factor, but we also believe it
to be an important consideration for any handheld AR
device.
Similarly, as such a large part of the AR experience on
a handheld device relies on the rear-facing camera, we’re
not surprised to see camera quality swapping positions
with screen size. As noted by many of the participant
comments and feedback, the difference in screen size did
not have as much of an impact on the AR experience as
they might have initially thought. It was more important
that the images remain responsive and free from ‘lag’,
which most associated with camera quality.
Although performance moved to last place in the posttest ordering, we do not consider this an indication that it
is unimportant but rather an acknowledgement of the state
of mobile hardware today. As we mentioned in the introduction, handheld devices now come equipped with impressive specifications including extremely powerful
CPUs and GPUs. The majority of handheld hardware is
now at the very least ‘good enough’ and all three of the
devices we used were recent enough for performance not
to be a concern. When the hardware is at this level, it is
expected that users will focus on other areas when considering issues.
Overall, we find the post-test ranking to be a fairly accurate ordering of what we would consider important
factors for handheld AR usability.

7.1

SUS

To study the usability of device form factors further,
we administered the System Usability Scale (SUS) to
each participant after they had completed all tasks with

each device. Evaluating the SUS questionnaire responses
involved calculating a score out of 100 that, in our case,
represented the overall usability of the device in question.
Each participant completed three SUS questionnaires in
total, one for each device they used. While the SUS
scores related specifically to the devices tested, we can
extrapolate the results to form a more general impression
of the form factor categories they represent; we are less
interested in the actual scores for each device and more
interested in the differences between them.
There are no strict rules regarding what scores correlate to something that is considered ‘usable’; however, a
rule-of-thumb interpretation given by Bangor, Kortum et
al. (2008) serves as a useful scale to reference. For our
purposes, we consider anything below 50 unacceptable,
anything between 50 and 70 marginal, anything above 70
passible, and anything above 85 ideal.
A summary of the overall SUS scores for each form
factor is given in Table 3 and a boxplot of the results is
presented in Figure 4. Based on these scores, the
smartphone achieved a rating of ideal while the mini tablet and tablet achieved a rating of passible. We point out,
however, that the first (81.25) and third (93.75) quartiles
for the smartphone and mini tablet were identical and the
mini tablet was only 0.5 below an ideal rating (dragged
down by its outlier of 37.5). The lower standard deviation
for the smartphone does support our observation that,
collectively, participants appeared to be more comfortable
using it. On several occasions, we noted participants saying the smartphone felt “familiar” and “easy to use”.
Table 3: Summary of SUS scores for each form factor
Form Factor
S

M
88.83

SD
7

Min
80

Max
100

MT

84.5

14.49

37.5

97.5

T

77.83

13.19

52.5

100

Figure 4: Boxplot of SUS scores for each form factor

To investigate the results further, we ran a repeated
measures ANOVA on the SUS scores. Mauchly’s Test of
Sphericity indicated that sphericity had not been violated
2
1.95,
0.378 and analysis of the ANOVA
output revealed a significant difference between the
means of the scores for the three form factors
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2, 28
4.73,
0.017,
0.252 . To further
investigate the significance between SUS scores for distinct form factor combinations, we ran a Bonferroni post
hoc test. The results showed no significant difference
between the smartphone and mini tablet
0.799 or
between the tablet and mini tablet
0.372 . It is likely the size difference between these combinations was too
small to make any discernible difference in the minds of
participants. This matches the trend we saw in participant
device ownership in terms of the types of devices that
were owned. The difference between smartphone and
tablet
0.006 , on the other hand, was found to be
significant and shows that a usability difference does exist between these two form factors, which we would expect given the relatively large size gap between the two.

7.2

SEQ

The SUS scores served as a way to measure a device’s
usability on the whole but didn’t shed any light on individual tasks. To get a sense for how well participants felt
the form factors performed for each task, we made use of
the Single Ease Question (SEQ). The combined results
are presented in Figure 5 and show the mean task score
for each device-task combination.
Participants rated the mini tablet and tablet ahead of
the smartphone for task one suggesting the increased
screen size was beneficial for maintaining focus over the
target. Participant comments supported this with many
remarking that they found the bigger devices “a lot more
stable”, “easier to hold steady”, and “better than I
thought”. The screen size specifically was noted as
providing a better view of the crosshair and virtual objects on screen. We also recorded a few occasions where
participants commented that the larger devices didn’t
appear to accentuate small movements as much as the
smartphone; however, given a similar frequency of comments related to lag in the smartphone’s camera, we feel
this was likely due to the hardware rather than any significant difference.
The task two results show a distinct ‘staircase effect’
whereby the smartphone comfortably leads the mini tablet which in turn leads the tablet. As this task required the
device be held at or above eye level, these results were
not surprising. A heavier device was expected to be more
difficult and uncomfortable to hold in that orientation and
would only have been exacerbated by the need to also
interact with the screen. Many participants commented on
the difficulties associated with holding the tablet up with

one hand while also trying to interact. Terms such as insecure and slipping were often used to describe the experience.
Both the mini tablet and tablet lead the smartphone in
task three with the same score. Given this task was the
first to involve a drawing interaction, it was expected that
some participants would notice the inherent occlusion
issues associated with small screens. Although no one had
any problems drawing the path, many made note of their
finger/hand blocking their view and a general lack of accuracy, which was more pronounced on a smaller screen.
Task four was presented similarly to task one but differed in that the target continuously moved in a circular
orbit. We expected the smartphone to score much better
given its weight and manoeuvrability advantages, but the
scores suggest screen size is also an important factor for
moving targets with the device offering the best compromise between the two (the mini tablet) leading the others
quite noticeably. Although we hadn’t originally considered it, an obvious effect of using a smaller device for this
type of task compared with a larger one is the need to
make more dramatic motions to maintain focus. This subsequently leads to increased chances of noticing visual/tracking lag.
Task five was the first of the free-form drawing tasks
and presented the drawing surface vertically thereby forcing the device to be held out in front of the participant.
The results were similar to task two with weight clearly
being the main issue encountered. Many participants
commented on the difficulty with which they found holding the tablet up with one hand while trying to draw with
the other and frequently discovered the hand holding the
device beginning to induce wobble as a result of wrist
strain. We observed many different approaches to holding
the tablet up in this orientation ranging from gripping it
along the left/right bezel, holding it with both hands and
drawing with the thumbs, and holding it like an easel
from the bottom. While lighter devices didn’t suffer from
the same levels of wrist strain as the tablet, they instead
suffered from their own type of wobble brought about
from interactions with the screen—lighter devices were
more susceptible to movement in this regard as a result of
finger pressure. Many of the issues observed could be
addressed by implementing some form of interaction
technique whereby the AR view is ‘frozen’ allowing the
device to be repositioned to a more comfortable orientation for drawing while at the same time removing wobble.
We discussed examples of such techniques in section 2.
When the drawing surface was oriented horizontally,

Mean SEQ score

5.0
4.5
4.0
3.5
3.0

S

2.5
2.0
1.5

MT
T

1.0
0.5
0.0
Task 1

Task 2

Task 3

Task 4

Task 5

Task 6

Figure 5: Mean SEQ scores for smartphone (S), mini tablet (MT), and tablet (T)
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5.0
4.5
Mean fatigue score

4.0
3.5
3.0

S

2.5

MT

2.0

T

1.5
1.0
0.5
0.0
Task 1

Task 2

Task 3

Task 4

Task 5

Task 6

Task 7

Figure 6: Mean fatigue scores for smartphone (S), mini tablet (MT), and tablet (T)

as in task six, the results are a mirror of those from task
five. In this orientation, weight does not overcome the
advantages offered by a larger screen and the tablet scores
much better. It is clear that drawing in a vertical orientation is undesirable and we frequently recorded participants expressing how the horizontal orientation made the
task more enjoyable and easier to complete.
Task seven, again, saw the tablet placing last but interestingly the mini tablet first; we expected the smartphone
to place first given the task was prolonged and involved
moving between markers. Most participants said they
found the task easy but tedious and repetitive. None
found it particularly straining even though we required
the device be held vertically when carrying water. This
suggests that participants didn’t mind engaging with an
AR task that spanned multiple locations, although one
participant did comment that they “felt silly holding a
tablet like this [arms stretched out] while walking”.
The clear message from the SEQ results is that no one
device appears best-suited to all tasks. Certain form factors are more appropriate for certain task types. This was
echoed by many of our participants who similarly commented that they felt the choice as to which device they
would prefer to use was very much task and location dependent. Smaller devices might be preferred in public
settings due to the perception associated with holding up
a large device whereas collaborative tasks might view
larger devices as an advantage, allowing multiple users to
more easily share an experience. The ‘right’ device can
also be influenced by personal ergonomics. What is uncomfortable for one person might be comfortable for another; as one participant said, “I have big hands so for me
a tablet is pretty much a smartphone”.

7.3

Fatigue

Given the differences between SEQ scores, we wanted to
investigate whether device fatigue had any influence. We
asked participants in the post-test questionnaire for a rating of any fatigue felt while completing the tasks. The
rating was given on a five-point Likert scale ranging from
‘no fatigue’ to ‘extreme fatigue’. The results are presented
in Figure 6 and show the mean fatigue score for each device-task combination. The results reflect the ascending
weight order of each device; in other words, the lightest
device received the lowest fatigue score while the heaviest device received the largest. This was expected.
To see if there was a relationship between fatigue and
SEQ rating, we ran a Pearson correlation for each form

factor and found that all three form factors exhibited a
strong negative correlation between fatigue and SEQ
score. The mini tablet
0.92,
0.004 was found
to have the strongest relationship followed by the tablet
0.9,
0.006 and finally the smartphone
0.9,
0.006 . All results had p-values less than 0.05
and show that fatigue was likely one of the contributors to
a participant’s SEQ rating. This seems reasonable as we
would expect participants to find tasks that were more
fatiguing more difficult.
With respect to device ergonomics having an effect on
fatigue, some of the comments we recorded during the
sessions suggested that a grip or handle of some sort
could assist with holding the larger devices. These comments mainly occurred while participants were completing task five (“Some sort of pad on the back perhaps;
something I can grip”) and seven (“I feel like I want a
handle…”). The work of Kruijff and Veas aims to address
device ergonomics via the Vesp’R product.

7.4

Overall Preferred Form Factor

Finally, as a subjective measure of form factor preference,
we asked participants in both the pre- and post-test questionnaires which single form factor they would choose to
use for the tasks if they could only pick one. Answers
from both questionnaires are provided in Table 4 and we
have highlighted rows where the responses changed. We
have also included the form factors rated most usable
from each participant’s SUS scores and highlighted those
where there is a partial or full match with the post-test
form factor.
In the pre-test results, the mini tablet was rated most
preferable eight times followed by the smartphone five
times and the tablet twice. In the post-test results, the
mini tablet was rated most preferable nine times with the
smartphone staying at five and the tablet dropping to one.
Almost half of the participants (46%) changed their response between pre- and post-test. Of those that did, four
changed to a smaller form factor and three to a larger. The
preferred form factor as indicated on the post-test questionnaire matched the (equal) highest rated form factor in
terms of SUS usability 73% of the time.
Table 4: Pre- and post-test preferred device
ID
1

Pre-test
S

Post-test
MT

SUS
S, MT

2

MT

S

MT

19

CRPIT Volume 162 - User Interfaces 2015

8

ID
3

Pre-test
MT

Post-test
MT

SUS
MT

4

T

MT

S, T

5

MT

MT

S

6

T

MT

MT

7

MT

MT

MT

8

MT

S

S

9

S

S

S, MT

10

MT

T

S, MT

11

MT

MT

S, MT

12

MT

MT

S, MT, T

13

S

S

S

14

S

S

S

15

S

MT

S, MT

Conclusions and Future Work

We have presented discussion and results on the usability
of different form factors for handheld augmented reality
use. Three form factor categories were evaluated:
smartphone, mini tablet, and tablet. The distinction between these categories was based on a survey of currently
available devices. Testing involved using a device from
each category to complete seven tasks, each of which was
designed to incorporate typical AR interactions.
We asked participants to provide an SEQ rating following the completion of each task and complete a SUS
questionnaire following the completion of all tasks with a
particular device. The SEQ scores revealed no one form
factor was best-suited to all tasks. The ‘right’ form factor
was found to be influenced by the specific task, to some
extent its location, and personal preference. SUS scores
revealed the smartphone to be the most usable form factor
followed closely by the mini tablet. Further analysis revealed a significant usability difference between
smartphone and tablet but no such difference between
smartphone and mini tablet or between tablet and mini
tablet—in these cases, it was suggested that participants
were unlikely to perceive a difference. Fatigue ratings
were also provided following each task and reflect the
ascending weight order of the devices used. We found a
strong negative correlation between device weight and
SEQ score. Overall, participants subjectively found the
mini tablet to be the most preferable form factor followed
by the smartphone and finally the tablet.
Future work will incorporate our results into further
investigations on the use of these form factors for authoring AR content in-environment.
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Abstract
The biggest challenge in the development of gesturebased user interfaces is the creation of a gesture
recognizer. Existing approaches to support high-level
recognition of glyphs require a lot of effort from
developers, are error prone, and suffer from low
recognition rates. We propose a tool that generates a
recognizer for hand-drawn glyphs from one example. Our
tool uses the output of a basic shape recognizer as input to
the glyph recognition. The recognizer can be integrated
into an app by adding only four lines of code. By reducing
the development effort required, the approach makes it
possible for many touch-interaction apps to take
advantage of hand-drawn content. We demonstrate the
tools effectiveness with two examples. Furthermore, our
within-subject evaluation shows that programmers with
no knowledge of gesture recognition can generate a
recognizer and integrate it into an app more quickly and
easily than manually coding recognition rules, and that
the generated recognizer is more accurate than a manually
coded one.
Keywords: Gesture recognition; gesture based interaction.

1

Introduction

Touch interfaces on phones and tablets naturally afford
hand drawn input. Functional gestures such as swipe and
zoom are natively supported and widely used, yet there
are only a few apps that leverage hand-drawing as a form
of input. In part this is because such input is of little use
unless the computer can understand its meaning. This
understanding is reliant on robust recognizers, which are
difficult to program. As a result, it is currently too much
work for general programmers to add hand-drawn input
to their apps.
The field of ink and gesture recognition has developed
quickly over recent years. There are now a number of
easy-to-implement (Wobbrock et al., 2007) and
componentized solutions (Chang et al., 2012; Lü and Li,
2012) for gesture or single stroke recognition. However,
_____________________
Copyright © 2015, Australian Computer Society, Inc. This
paper appeared at the Sixteenth Australasian User Interface
Conference (AUIC 2015), Sydney, Australia. Conferences in
Research and Practice in Information Technology (CRPIT),
Vol. 162. Stefan Marks and Rachel Blagojevic, Eds.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

there are no similarly simple solutions to creating and
using high-level recognizers for glyphs comprised of
several strokes.
A bottom-up approach to recognition attempts to
recognize individual ink segments and then progressively
group these into larger and more complex glyphs, thus
developing an overall semantic understanding of the
diagram. Our recognizer performs high-level recognition
where glyphs comprised of more than one basic shape
(i.e. line, circle, rectangle etc.) are identified. Glyph
recognition is one of the last steps in a bottom-up
recognition process, coming after segmentation/grouping
and basic shape recognition steps have been completed.
High-level recognizers can be built via three main
approaches: textual, example-based and hybrid (Johnson
et al., 2009). The frequently used textual approach
involves describing the glyphs using rules. The formalism
that is generally used for this is sketch grammars, which
specify the rules for combining symbols using spatial and
temporal relations (Costagliola et al., 2005a; Hammond
and Davis, 2005). Conventionally, the textual approach
requires the manual specification of rules for each glyph
using the grammar. The recognizer uses these
descriptions to classify new glyphs. Defining glyphs in
this manner is both time-consuming and error-prone.
Additionally, it takes time for the developer to become
familiar with sketch grammars.
Example-based approaches offer an alternative way to
build recognizers. Instead of specifying glyphs through
rules, the developer provides example glyphs; from these
examples rules are automatically deduced and a ready-touse recognizer is produced. Thus, this approach can
generate a recognizer quickly without code or knowledge
of a grammar, through demonstration. This saves
developers of gesture-based interfaces time whilst adding
flexibility and robustness. One of our study participants
described it thus:
“no coding, no thinking, very easy”
In this project we demonstrate how exemplar-based
high-level recognition can be drastically simplified by 1)
requiring only a single exemplar glyph and 2) making it
easy to add a glyph recognizer to an application. The
glyph is drawn in our recognizer generator tool. This
generator includes a set of features that measure spatial
relationships of the strokes in the exemplar to produce a
recognition matrix. The recognition matrix is used to
recognize new glyphs. The application developer simply
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passes the raw sketch data to the recognizer through an
API and the recognition result is returned to the program.
Adding the recognizer to an app only requires loading the
library and calling the recognizer.
To show the feasibility of this approach we have
developed two example apps (Figure 1), which include all
the core spatial relationships of hand-drawn glyphs in
general. They also demonstrate how hand-drawn input
could be used: one app generates HTML, the other is a
game.

a) Tic-tac-toe

b) Web form glyphs
Figure 1. Glyphs recognized by each of our apps
The contributions of this project are:

2

•

an approach that can generate a high-level glyph
recognizer from one example per glyph,

•

specifications of three spatial features with
evidence indicating they are sufficient to
recognize a range of multi-stroke hand-drawn
glyphs,

•

a simple API for app programmers to integrate
the recognizer into their program,

•

an evaluation illustrating the efficiency and
accuracy of the proposed approach.

Related Work

The value of recognition lies in being able to use the
interpretation of a sketch in intelligent ways. Previous
work in high-level sketch understanding, describing the
way sketched glyphs are drawn and the relationships
between glyphs, falls into three categories (Johnson et al.,
2009): textual descriptions (grammars), exemplar-based
approaches, and hybrid approaches.
Grammars (Costagliola et al., 2005b; Costagliola et
al., 2005a; Hammond and Davis, 2005; Mas et al., 2005;
Hammond and Davis, 2007; Brieler and Minas, 2010;
Mas et al., 2010) commonly use a sketch description
language to define all glyphs of a domain. Recognizers
are then automatically generated using these descriptions.
The language can be used to define complex glyphs, often
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in a hierarchical manner, using definitions of primitive
shapes to describe more complex glyphs. Editing
operations or gestures, relationships, and various
constraints can also be defined. The drawback of this
approach is that defining the grammar itself is a
cumbersome task with a large potential for error.
There are several example-based recognition systems
that support high-level understanding of diagrams
(Plimmer and Apperley, 2003; Sharon and Panne, 2006;
Avola et al., 2008). Much of this work stems from
Rubine’s (1991) early work in example-based gesture
recognition. Rules for determining semantics are
extracted from sketched examples by measuring various
features. The probability of a candidate glyph matching
an example is then calculated. The choice of features and
the available sketched example set are central to the
success of these approaches. Often these high-level
recognizers are for only one domain (Avola et al., 2008)
or can require 20+ examples per class (Sharon and Panne,
2006). In contrast our goal is to support multiple domains
with only one example per class.
There are also hybrid approaches which mix textual
and example based approaches. Shilman et al. (Shilman et
al., 2001) generate recognizers using textual descriptions,
but use examples to generate a statistical model of the
thresholds representing relationships between glyphs.
Hammond et al. (Hammond and Davis, 2006) require a
textual description of a shape which is either written by
the developer or can be generated automatically. The
description is checked using automatically generated
near-miss examples and the developer provides feedback
as to whether the example is positive or negative.
Both textual and hybrid approaches require textual
descriptions of diagrams. The manual specification of
each glyph in a domain is both time-consuming and errorprone. On the other hand, the example-based method has
the unique potential to permit swift generation of
relatively robust high-level sketch recognizers in a nontedious manner. Thus, we decided to use the same
approach for our tool.
Gesture coder (Lü and Li, 2012) is a tool that allows
developers to generate example-based multi-touch
gesture recognizers. The system uses a state machine
approach for gesture recognition and generates developermodifiable code by learning from examples. Gesture
coder’s state machines are used to handle and distinguish
between different types of finger touches (swipe, pinch,
pan etc.). In contrast to the previously discussed
recognizers, gesture coder learns from demonstration
(using gesture trajectories, distance between gestures,
global gesture attributes etc.) and generates code for
recognition automatically rather than asking developers to
describe recognition using sketch sentences/descriptions.
Reported recognition rates are about 65% for 6 or more
classes. The user evaluation of Gesture Coder compared
programmers integrating it into an app with coding the
recognizer from the sketch primitives, an almost
impossible task for the non-expert participants to
complete within the timeframe of a study. Unsurprisingly,
many gave up and some produced only a simple partial
solution.
The $-Family (Wobbrock et al., 2007; Anthony and
Wobbrock, 2012; Vatavu et al., 2012) recognizers are
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designed for simple, fast and accurate gesture
recognition. The $P and $N versions are able to recognize
multi-stroke gestures. The code required is minimal and
pseudocode is provided to assist developers.
Gesture Coder and the $-Family recognizers are
specifically for multi-touch/pen functional gestures rather
than glyph recognition. Glyphs are typically more
detailed in nature than a multi-touch functional gesture,
they are not always ordered by time, and require highlevel recognition to piece each bit together to interpret the
glyph as a whole. Multi-touch gestures can be easily
grouped according to time, i.e. the gesture is performed
within a certain time period and only one gesture is on the
canvas at one time. For diagramming, recognizers must
be able to handle many glyphs on the canvas at once.
In summary, there has been no approach so far that
can build robust high-level glyph recognizers with little
development effort. Existing approaches suffer from a
need to manually specify the rules in a text-based
grammar, or are restricted to a single stroke or gestures.

3

Our Approach

Glyphs in visual languages rely on the shapes of the
individual strokes and spatial relationships between these
strokes. In their seminal work on topical spatial
relationships, Egenhofer and Fanzosa (1991) define the
spatial relationships between a pair of ellipse shaped
regions as having the following possible conditions:
disjointed, touching, equal, containment, covers,
overlaps. Other work (1990) extends the definition to
include simple lines interspersed with the ellipses. Our
case is different in that, rather than regions, glyphs are
represented by a number of non-straight lines. In addition,
it is difficult to draw precisely so we must cater for some
fuzziness. We simplify the abovementioned set of
conditions to four that are sufficient to effectively
recognize a range of hand-drawn glyphs:
•

Contains

•

Intersects

•

Adjacent

• Disjointed
Egenhofer and Fanzosa (1991) go on to show how
these conditions can be represented in a binary matrix to
describe a particular spatial arrangement of regions.
Whereas Egenhofer and Fanzosa considered only
ellipses and lines, this project deals with a far wider set of
basic strokes. For the single-stroke recognition we rely on
RATA.Gesture (Chang et al., 2012), it generates a stroke
recognizer from a few examples. The results of the
gesture recognizer are then used in our tool to build the
high-level glyph recognizer.
At the core of all gesture recognizers are features. We
have devised three features, one each for the conditions to
be recognized. To build a recognizer we also borrow from
Egenhofer and Fanzosa (1991) the idea to use a binary
matrix to represent which conditions exist in the current
drawing and which do not. How this recognizer is
constructed is described in Section 4. Section 5 describes
how the recognizer can be used by the application
programmer via an API. This API also makes it possible
for developers to test for features in a sketch manually.

In Section 6 we describe two proof-of-concept apps.
Each requires all spatial features to be recognized and
results in a different action when drawing is completed.
These apps are used to test the recognizers’ accuracy.
Finally, to ensure that the tool is usable by app
programmers and is more efficient than hand-coding the
spatial relationships, we conducted a comparative study
where student programmers performed two tasks: one
task using this tool, and the other task coding the rules
manually using the three proposed spatial features. This is
a fairer evaluation than in (Lü and Li, 2012) as functions
to detect spatial relationship features are made available
to the participants in our study.

4

Recognizer Generation

This section describes how our approach can be used to
generate a recognizer from one hand-drawn exemplar.
We use the example of a combo box to explain each
concept.

4.1

Features

Using knowledge of spatial properties from Egenhofer
and Fanzosa (1991), we identified three key
distinguishing features to include in our recognizer:
intersection, containment, and adjacency. If none of these
features are present, then the strokes are disjointed. These
features are depicted in Figure 2 for the combo box
example.

a) Intersection

b) Adjacency

c) Containment
Figure 2. Features of a combo box
Intersection occurs when two strokes cross at any
point. This does not include self-intersections or strokes
that are close but not intersecting.
Containment is when the bounding box (axis aligned)
of one stroke is inside another stroke’s bounding box. If
the inner bounding box is outside of the outer bounding
box at any point then it is not considered containment –
this would be intersection or adjacency. Note that this
feature is not symmetric, e.g. the arrow of the combo box
in Figure 2c is contained in the textbox but the textbox is
not contained in the arrow.
Adjacency occurs when two strokes are intersecting
or horizontally or vertically adjacent. Horizontal and
vertical adjacency is calculated using the bounding boxes
(axis aligned) of the strokes. Consider horizontal
adjacency. First the maximum width of the two bounding
boxes is found, which is used to calculate a threshold for
“closeness”. “Closeness” is calculated as a proportion of
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the maximum width or height, e.g. for horizontal
adjacency this is set to 50% of the maximum width,
which was determined by informal testing. If the distance
between the bounding boxes’ left or right sides are within
the threshold, they are considered horizontally “close”.
Then a similar calculation is completed to find whether
the bounding boxes sit on the same horizontal line by
checking if the top of one box is “close” to the middle of
the other. The threshold used here is 30% of the
maximum bounding box height. Vertical adjacency is
calculated in a similar way except that it considers the top
and bottom of the boxes to determine vertical “closeness”
and the left and right sides to determine if they are on the
same vertical line (thresholds for “closeness” used here
are 10% of the maximum bounding box height and 30%
of the maximum width respectively determined via
informal testing).

4.2

Matrices

A matrix for each of the above features is derived to
represent the relationships that exist in a multi-stroke
glyph (e.g. Figure 3). These matrices encode spatial
relationships between all possible pairs of strokes. Each
matrix has size n x n, where n is the number of singlestrokes in the glyph. In Figure 3 the first matrix
represents the intersections that exist between strokes in
the glyph, the second is for containment relationships and
the third for adjacency. The relationships are represented
using Boolean values, where ‘1’ indicates that the
relationship exists between two strokes. The name of
each single stroke is shown in the first row of the matrix;
these are ordered alphabetically as recognition is
independent of the order in which strokes are drawn. In
Figure 3, the highlighted cell of the intersection matrix
shows that there is an intersection between the textbox
and divider strokes, as illustrated in the figure. The
highlighted cell in the containment matrix shows that the
arrow is contained by the textbox. For the adjacency
matrix the highlighted relationship shows that the divider
is adjacent to the arrow. Overall, for the combo box there
are more adjacency relationships than intersection or
containment.
!combobox
#Glyph name
Textbox-Arrow-Divider #Single strokes
Textbox 0,
0,
1,
#Intersection matrix
Arrow
0,
0,
0,
0,
0,
Divider 1,
#
Textbox-Arrow-Divider
Textbox 0,
1,
0,
#Containment matrix
Arrow
0,
0,
0,
0,
0,
Divider 0,
#
Textbox-Arrow-Divider
Textbox 0,
1,
1,
#Adjacency matrix
Arrow
1,
0,
1,
Divider 1,
1,
0,

Figure 3. Feature matrices for a combo box. The
highlighted matrix cells correspond to the
relationships shown in the example sketches.
Recognition must be independent of stroke drawing
order. For example, the strokes in Figure 1 could be
added to a canvas in any order. To achieve drawing order
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independence without computing all permutations of
drawing order, we sort the strokes in both the recognition
matrices and those on the canvas into alphabetical order
by their single stroke label.
The recognizer must also recognize glyphs that are a
superset of other glyphs, e.g. the textbox in Figure 1 is a
valid glyph in its own right and would usually be drawn
before the other parts of the combo box. The recognizer
must therefore consider all previous strokes regardless of
their recognition state. The recognizer tries to recognize
from the glyph with the largest to smallest number of
component strokes. This is computationally expensive so
we provide two recognizer modes: instant (only considers
strokes that are not already recognized as a part of a
glyph) and iterative (considers all strokes).
Developers create a recognizer by drawing one
example of each glyph they want to recognize in our tool.
This requires minimal effort and no understanding of
recognition techniques. They may provide more than one
example glyph if required. The feature matrices are
generated automatically using the examples and stored in
a recognizer file. This recognizer can then be integrated
into an app.

5

Recognizer Integration via the API

Once the recognizer has been generated, it can be loaded
into an app to identify newly drawn glyphs using the code
shown in Figure 4.
Helper recogHelper = new Helper(this);
recogHelper.loadModelFile(RATA_SSR_FILE);
recogHelper.loadFile(“UI.txt”);

(1)
(2)
(3)

…

Void onTraceRecognized(trace){
String result=recogHelper.recognize(trace);(4)
}

Figure 4. Code required to integrate a recognizer
To use the generated recognizer in an app a Helper
object is created (Figure 4(1)). Next, the single-stroke
recognizer (Figure 4(2)) and the generated recognizer
matrix file (Figure 4(3)) are loaded. With the set-up phase
complete, new glyphs can be passed to the recognizer to
be identified as they are drawn with the
onTraceRecognized() function (this function is triggered
when a new stroke is drawn). The recognize() function
(Figure 4(4)) executes the recognition process. This
processing involves two steps:
1) recognizing each stroke individually using the
single stroke recognizer (Chang et al., 2012),
and
2) deducing spatial relationships between the
recognized strokes using the generated
recognizer.
With the results of the single stroke recognizer a
matrix can be generated from the newly drawn strokes.
The recognition system considers at most the n most
recent strokes, where n is the number of the strokes that
make up the largest glyph in the domain. This matrix is
compared against the loaded matrices (Figure 4(3)) for a
match. To optimize performance, the comparison is
skipped if there is no glyph in the domain which is made
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up of the same number of strokes as the recognizer matrix
generated from user-drawn strokes. In case of a match,
the recognition result is returned to the developer’s app
through the onTracesRecognized() callback method for
them to process.
For the more advanced developer we have exposed
further recognition preferences that can be set through the
Helper object. The developer may choose which features
are considered during recognition; by default the
recognizer uses all three. Additionally, the developer may
choose to enable the instant recognition mode; by default
the iterative recognition that considers all strokes is used.

6

#
Glyphs

Recognizer accuracy

We also evaluated the accuracy of the recognizers
(calculated as the number of correctly classified glyphs /
total number of glyphs) in our proof of concept apps. To
do this we collected sketches from nine people where
they were asked to draw using the two apps. For the tictac-toe app participants played five games of tic-tac-toe
against themselves. For the user interface app participants
drew eight of each web form component, (see Figure 1b).
Some participants drew slightly more or less than the
number specified depending on the time available. The
number of glyphs collected for each app and recognition
results are shown in Table 1.
The recognition results are good, with the tic-tac-toe
app reaching an almost perfect recognition rate, and the

% total
correct

% correct
(RATA)

% correct
(glyph rec)

User
Interface

496

85.9

94.5

91.3

Tic-tac-toe

435

99.5

100.0

99.5

Proof of Concept

We have implemented two example apps as proof of
concept: sketching user interfaces and tic-tac-toe. All
three spatial relationships are represented in both
domains. The different domains also illustrate different
post-processing of the recognition results.
A survey was conducted to observe how people draw
within these domains; this aided us in identifying the
form of the glyphs required for recognition. Each
participant of the survey was asked to draw: a typical web
form, and a tic-tac-toe playing board with a circle or cross
in each grid. Participants used several user interface
glyphs such as textboxes, combo boxes, radio buttons,
checkboxes, buttons and labels for the web form. The
most common form of glyphs drawn is shown in Figure
1b. All participants drew the tic-tac-toe playing board as
shown in Figure 1a.
Using the results of our survey we generated
recognizers for each of the glyphs in the domains. This
involved drawing one example of each glyph with our
recognizer generation tool. For glyphs that could be
drawn in more than one way, i.e. combo boxes, an
example for each variant was drawn.
The recognizers were integrated into an app for each
domain. Once the glyphs are recognized within the app,
post processing can be performed to take advantage of the
recognition results. For the user interface domain we used
the sketches to generate corresponding HTML code. We
used the tic-tac-toe recognizer to create a game which
involves turn taking and informs the users when someone
has won. It also uses the recognition to perform error
checking, such as ensuring there is only one symbol per
cell and a symbol does not overlap other cells.

6.1

user interface recognition achieving 85.9% accuracy. The
recognizer for the user interface domain had more glyphs
to interpret than tic-tac-toe which may account for the
difference in accuracy.

Table 1. Recognition accuracy of each app.
The last two columns of Table 1 show the source of
errors made, with the percentage of glyphs that were
correctly classified by RATA (the single-stroke
recognizer) and by the generated glyph recognizer. The
glyph recognizer is responsible for a larger proportion of
the errors than RATA, particularly for the user interface
domain. On closer inspection we found two main sources
of misclassification for user interfaces: 45% of the
comboboxes (type 1 in Figure 1b) were misclassified; and
32% of the radiobuttons were misclassified. The
combobox was often identified as a textbox; we believe
this is because the inner line was not found to intersect
with the outer box. The radiobutton was commonly
classified as a label, most likely because the circles were
not found to be adjacent to the label. This indicates some
room for improvement for our glyph recognition strategy,
which could include allowing for more fuzzy conditions
to be applied, especially when determining thresholds for
“closeness”. It also highlights the need for extra measures
to be applied to minimise the effect of errors from
previous recognition steps, RATA in this case, on glyph
recognition. These issues are discussed further in Section
8.

7

User Study

The goal of the user study was twofold: to test whether
ordinary programmers could generate and integrate the
recognizer into an app; and to test if this is more efficient
in terms of time and accuracy than hard-coding a
recognizer for the chosen app. The task was to create a
high-level recognizer for a non-trivial domain. Ten 4thyear students who were well-versed in Java programming
were recruited.
In order to make the comparative evaluation as fair as
possible, our evaluation makes two important differences
from the study by Lü and Li (2012), who performed a
similar evaluation for multi-touch functional gesture
recognition. First, we made sure all participants were
familiar with the domain. We chose the UI domain as all
of the participants had previous experience with UI
development. Second, we provided the participants with
adequate technological support when hard-coding a
recognizer. That is, the participants had access to our
features for detecting spatial relationships. There are a
number of feature libraries publically available that an
application programmer could employ, so realistically
developers would not code features.
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7.1

Methodology

We conducted pilot tests with three participants to
determine whether the instructions and tasks were
appropriate. This was followed by individual sessions
during which each of the participants worked alone. We
collected information on participants’ prior experience
and opinions about the tasks through a questionnaire.
Each participant had to generate two recognizers for
the web UI domain: one generated using our tool (Tool)
and the other created through the hard-coding approach
(Hard-code). The glyphs they focused on are those shown
in Figure 1b. Participants were given a maximum of 30
minutes for each task. For both the tasks, participants
were provided with the User Interface app which
generated HTML code (on one half of the screen) for the
web UI glyphs sketched (on the other half of the screen).
The bits of the source code responsible for recognition
were omitted from the app, but where they should be
added was clearly marked with comments. The
participants followed the provided instructions to work
through both parts. To aid with the hard-coding task, we
particularly pointed out the functions to check for spatial
relationships (intersection, containment and adjacency)
between a pair of strokes, and also ensured they
understood how to use these functions to hard-code a
high-level recognizer.
In the questionnaire’s pre-task section participants
rated their familiarity with: touch interfaces, sketching
apps on touch-screen devices, Java programming,
Android programming and programming of sketch
recognizers. In the two post-task sections of the
questionnaire, participants were asked to rate task
comprehension, ease of using the approach to generate a
recognizer, perceived recognizer accuracy and
enjoyment. All these ratings were performed using a fivepoint Likert scale. In the last section of the questionnaire,
participants were asked to rank the two approaches for
generating recognizers for ease of use and accuracy; they
were also asked to provide an overall ranking. Lastly,
they were asked to comment on what they liked/disliked
about the two approaches considered.
Half the participants were asked to generate a
recognizer using our tool first whereas the other half were
asked to create one using the hard-coding approach first,
to balance any order effects. Before starting the tasks,
participants were given a two minute demonstration of
how to use our tool to generate a recognizer by example,
and asked to complete the first part of the questionnaire.
In addition, we provided a hand-out containing
instructions for both the tasks. The participants were
asked to fill out a post-task section of the questionnaire
following each completion of each task. Participants
performed the tasks on an ASUS tablet running Android
4.2.1 and a DELL core i5 PC running the Eclipse IDE
(with ADT installed) on Windows 7.
After the participants implemented the recognisers in
the apps, they were asked to run them on the Android
tablet and test the recognition. They were encouraged to
stress test the recognizer by varying the order in which
the glyphs were sketched (the glyphs tested are the same
as in Figure 1b). At the end of the evaluation, the
participants were asked to complete the rest of the
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questionnaire, including the open-ended questions and
comments. We used each participant’s test data to
measure the accuracy of the recognizers they produced. A
Wilcoxon Signed Rank Test was used to test for
significant differences in the results (as they were not
normally distributed), unless stated otherwise.

7.2

Results

Participant’s self-ratings of existing skills and knowledge
were recorded on a 1-5 scale, with 5 being “expert”. All
participants rated themselves as 5 regarding touch
interface use, but the mean was 3.2 for using sketching
apps on touch devices. For programming skills, all rated
Java programming as 5, with the Android programming
mean 4.3 and gesture recognition programming mean just
2, indicating none had experience in coding recognizers.
Table 2 shows the results of the questionnaire
particularly for questions asked about both methods of
recognizer creation.
Participants reported positively on task comprehension
(Table 2 Q1) for both tasks (Tool: M = 4.5 SD = 0.71,
Hard-code: M = 4.4 SD = 0.70). All participants either
completed the tasks or coded till their time expired. On
average participants took 11.60 minutes to complete the
Tool task (SD = 3.13), whereas hard-coding took an
average of 27.40 minutes (SD = 3.60). A paired t-test
showed that there was a significant difference in the time
that participants took to generate and integrate a
recognizer (t= -9.488, p < 0.001, Cohen’s d = -3.00).
Participants wrote 10 lines of code on average when
they used our tool and API; when hard-coding
participants added an average of 45 lines. Participant 2
produced one of the better results, shown in Figure 5 and
Figure 6. The code in Figure 6 shows the main
recognition method doRecognition(), which gets three
strokes as arguments. The method is dominated by many
conditional statements that consider the different
orderings in which the strokes making up a glyph are
given. For example, when recognizing a combo box in
the first lines of the method, each of the given
StrokeEvents could contain the text box that needs to be
recognized as part of a combo box. When hard-coding,
many participants did not complete the recognizer as they
did not include code to handle all permutations of strokes
that a glyph could be made up of. This was either
Question
Q1. I
understood the
task
Q2. Using the
tool/hardcoding
was easy
Q3. I enjoyed
using the
tool/hardcoding
Q4. The
recognition was
accurate

Method
Tool
HC

SD

Tool
HC
Tool
HC
Tool
HC

D

2
2
2

N
1
1

A
3
4

SA
6
5

2

7
6

3

1
1

4
5

5
2

3

5
3

5
2

Table 2. Results of comparative questionnaire (HC =
hard-code)
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because of time restrictions or they did not consider these
cases.
Participants found generating a recognizer by example
using our tool to be very easy (M = 4.4, SD = 0.52).
Integrating the recognizer with the app was found to be
equally easy. The participants found using our tool (Table
2 Q2) significantly easier (Z=-2.251, p = 0.024, r = -0.50)
than doing the same by hard-coding (Tool: M = 4.3 SD =
0.48, Hard-code: M = 3.4 SD = 0.84). Also, the
participants found our tool to be more enjoyable (Table 2

Q3) than hard-coding (Tool: M = 4.4 SD = 0.70, Hardcode: M = 3.5 SD = 1.43), although this was not
statistically significant (Z=-1.476, p=0.14, r = -0.33).
Since our tool considers all possible permutations in
which the strokes of a diagram can be drawn, participants
rated it as significantly more accurate (Table 2 Q4) than
the hard-coded recognizer (Z=-2.232, p=0.026, r=0.50,Tool: M=4.5 SD=0.53, Hard-code: M=3.4
SD=1.07).

Helper msrHelper = new Helper(this);
msrHelper.loadModelFile(RATA_SSR_FILE);
msrHelper.loadFile(RATA_MSR_FILE);
void onTraceRecognized(TraceEvent stroke, String result) {
msrHelper.recognize(stroke);
}
void onTracesRecognized(RecogResult r) {
String msrResult = r.getResult();
}

Figure 5. Participant 2’s code using our tool

// TODO: Implement the method.
// In this method:
//
1) Recognize 2-stroke components i.e. Button, Checkbox and Radiobutton.
//
2) Recognize the 3-stroke component i.e. Combobox.
private String doRecognition(StrokeEvent strokeEvent1,StrokeEvent strokeEvent2,StrokeEvent
strokeEvent3){
if(strokeEvent3.exists() == true){
if(strokeEvent1.isRecognisedResult("Textbox") && strokeEvent2.isRecognisedResult("Divider")
&& strokeEvent3.isRecognisedResult("Arrow") && isContained(strokeEvent1, strokeEvent3)
&& isIntersecting(strokeEvent1, strokeEvent2) && isAdjacent(strokeEvent2, strokeEvent3))
return "combobox";
if(strokeEvent2.isRecognisedResult("Textbox") && strokeEvent1.isRecognised...
return "combobox";
if(strokeEvent2.isRecognisedResult("Textbox") && strokeEvent3.isRecognised...
return "combobox";
if(strokeEvent3.isRecognisedResult("Textbox") && strokeEvent1.isRecognised...
return "combobox";
if(strokeEvent3.isRecognisedResult("Textbox") && strokeEvent2.isRecognised...
return "combobox";
if(strokeEvent1.isRecognisedResult("Textbox") && strokeEvent3.isRecognised...
return "combobox";
}
if((isContained(strokeEvent1, strokeEvent2) && (strokeEvent1.isRecognisedResult("Textbox")
&& strokeEvent2.isRecognisedResult("Label")) || (isContained(strokeEvent2, strokeEvent1) &&
strokeEvent2.isRecognisedResult("Textbox") && strokeEvent1.isRecognisedResult("Label")))){
return "Button";
}
if(isAdjacent(strokeEvent1, strokeEvent2)){
if((strokeEvent1.isRecognisedResult("Circle") && strokeEvent2.isRecognisedResult("Label"))
|| (strokeEvent2.isRecognisedResult("Circle") &&
strokeEvent1.isRecognisedResult("Label")))
return "radiobutton";
else if((strokeEvent1.isRecognisedResult("Textbox") &&
strokeEvent2.isRecognisedResult("Label"))
|| (strokeEvent2.isRecognisedResult("Textbox") &&
strokeEvent1.isRecognisedResult("Label")))
return "checkbox";
}
return "NO_MATCH";
}
public boolean isIntersecting(StrokeEvent strokeEvent1, StrokeEvent strokeEvent2){
… code was provided
}
public boolean isContained(StrokeEvent strokeEvent1, StrokeEvent strokeEvent2){
… code was provided
}
public boolean isAdjacent(StrokeEvent strokeEvent1, StrokeEvent strokeEvent2){
… code was provided }

Figure 6. Participant 2s Hard-coded implementation (note: many lines truncated as indicated with …)
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For the same reason participants agreed that hard-coding
a recognizer was tedious (M = 3.8 SD = 0.92). Typical
participant comments for hard-coding were “need to
spend too much time”, “less flexible” and “very tedious”.
The accuracy of the recognizers built during the
evaluation was calculated by the number of correctly
recognized UI glyphs drawn by the participants / total
number of glyphs drawn by the participants. The
accuracy for recognizers generated using our tool was
100% (SD = 0), whereas the mean accuracy for
recognizers generated through hard-coding was 75.10%
(SD = 35.77).
Each and every participant rated our tool better than
hard-coding for accuracy as well as ease of use. The
overall ranking also showed our tool to be their preferred
approach. This positive feedback was further reflected in
the open-ended comments with answers such as: “the tool
aspires to the ideal of a recognition library by removing
the need to do any stroke processing”, “no coding, no
thinking, very easy”, “easy for lots of diagrams at once”.

8

Discussion

The goal of this project is to provide a tool for generating
high-level recognizers and an API to allow developers to
easily integrate these recognizers into their apps. Our
evaluation shows that developers unfamiliar with building
recognizers are able to quickly generate a high-level
recognizer with accurate results. The study participants
were unfamiliar with sketch recognition, yet they reported
the tool was easy as well as enjoyable to use. It was also
considerably quicker: generating a recognizer using the
tool took 12 minutes, as opposed to 27 minutes using the
spatial features we provided to hard-code a recognizer. In
addition, the recognizer generated using the tool was
superior to its counterpart in terms of accuracy. In a real
world scenario we would expect the diagrams to be larger
in terms of number of strokes. In such a situation the
benefits of using our tool (versus hard-coding) would
become even more apparent.
The spatial features of glyphs we have considered,
although not exhaustive, have produced good results for
the user interface and tic-tac-toe domain. In the future we
plan to extend these to consider the orientation
relationship between strokes, e.g. where a line attached to
the top or bottom of a circle has a different meaning. In
many cases, for example node-and-edge diagrams, this is
not important. However, there are situations where it may
be appropriate to make such differences. In addition, our
recognizer currently uses features that return a Boolean
value (either the feature is present for the given strokes or
it is not) and corresponding recognition matrices. This
simple approach has worked well for user interface and
tic-tac-toe domains. However, it could be expanded to
provide a continuous measure for domains such as set
diagrams, e.g. “50% overlap”, or could include machine
learning classifiers such as those that other recognizers
employ.
The use of any high-level recognizer relies on the
results of the recognition steps that precede the current
step in the process. A bottom-up approach to recognition
begins by recognizing single ink segments and then
progressively groups these into more complex glyphs.
The ultimate goal is to develop an overall semantic
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understanding of the diagram. Our recognizer performs
high-level recognition where glyphs comprising of more
than one basic shape are identified; this is one of the last
steps in the recognition process. To account for the
preceding recognition steps we have used a single-stroke
recognizer (Chang et al., 2012). In future work we intend
to investigate ways of minimising the effect of errors
from earlier stages of recognition on the later stages such
as glyph recognition.
We are yet to optimise the runtime performance of the
recognizer. With larger sketches it would benefit from
partitioning the canvas using techniques such as (Moran
et al., 1997).
There are a number of single-stroke recognizers
available. The one we selected (Chang et al., 2012), has
the advantage of being example-based, requiring no
coding on the part of the programmer and having a simple
API. Thus it meets our goal of a no-coding solution to
glyph recognition. We have hidden the API of (Chang et
al., 2012) inside our own recognizer, but this could easily
be exposed to app programmers if this was deemed
helpful.
The sample apps that we developed show how our tool
can be applied in different domains. The UI tool converts
the sketch to HTML code that can be readily rendered in
a browser. This is in the spirit of many early sketch tools
such as (Landay, 1995). Tic-tac-toe is an example of a
mini game app. There are many possible mini games that
could be created using our tool.

9

Conclusion

We presented a novel approach that allows software
developers to create a high-level recognizer from one
example glyph, and integrate it into their app with as little
as four lines of code. The effectiveness of this tool has
been demonstrated in two apps employing recognizers
built using our tool and API. The user study shows that
developers unfamiliar with creating recognizers are able
to use the approach to generate accurate high-level
recognizers very easily, and are satisfied with the
usability of the tool.
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Abstract
We present Tangible-Tango, a system which enables
users to fabricate new tangibles and their equivalent 3D
virtual models. Thus the cognitive load required to
understand and interact with virtual models is reduced.
Users build new models by iteratively creating and
assembling physical models. Each physical model has an
associated virtual model. The new models, both virtual
and tangible, can be iteratively re-used in the system.
This iterative fabrication of tangibles and their virtual
partners is the key contribution of Tangible-Tango. Our
user study found that all participants efficiently produced
the desired results, regardless of their background. This
indicates the system is easy to learn and takes us one step
closer to melding tangible and virtual 3D representations.
Keywords: tangible user
interaction, fabrication.

1

interface, TUI, tangible

Introduction

Viewing and manipulating objects in the real-world is a
familiar experience and is more direct than viewing and
interacting with their virtual counterparts using a display
and mouse and keyboard. Physical objects have been
converted to virtual models and manipulated on
computers for years. However usually this is a one way
process and once converted the physical objects are
abandoned and interaction is entirely with the virtual
model which is more cognitively demanding than
interacting with the tangible models (Price and Marshall,
2013). Furthermore, interaction in the virtual space
reduces our ability to perceive the relationship between
objects created by their layout (Schubert et al., 2012).
Architects and interior designers, as designers of 3D
spaces, have always understood the need to make
physical models and still routinely do so today even
when most modeling is done in the virtual space. Indeed
one of our user study participants who is an architect
summed up his experience at the end of the study with
the statement
“God this is the future”.
It is known that computer-based 3D modeling is a
difficult task. This is partly because many current 3D
_____________________
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Conference (AUIC 2015), Sydney, Australia. Conferences in
Research and Practice in Information Technology (CRPIT),
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Fig 1

3D design using tangibles

modeling tools are extremely complex and take a long
time to learn. This restricts their use to experts or people
who have spent some time learning the systems. Also,
people who do not regularly work with 3D modeling
tend to have difficulty visualizing 3D representations,
particularly in remembering how the different points
relate to each other spatially and the result of
transformations on the 3D object (Parslow and Wyvill,
2008 ).
In contrast manipulating physical 3D objects is a
familiar interaction experience and allows us to maintain
a level of spatial awareness that is not possible in the
virtual world. We live in a 3D world and interact with
3D objects from the moment we are born. Many early
childhood toys are miniature models of real objects for
example racing tracks with cars and playhouses.
Many adults resort to physical models when
undertaking tasks such as kitchen design. Most kitchens
are assembled from a number of fixed sized units
(fridge, cupboards, etc) with one or two bespoke units to
fill the space. Many people cut out 2D models of the
components and move them around the floor space. Our
system could be used to plan in 3D, easing the transition
between physical and virtual modeling and improving
users’ comprehension of the spatial relationships.
The ease, familiarity, and spatial understanding
typical of this type of modeling makes it a desirable
approach to replicate and extend to the virtual world. It
is for these reasons that tangible models may be a useful
addition to difficult 3D modeling environments (Fig 1).
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of tangible fabrication – we know of no other work that
supports this.

2

Fig 2

A tangible created with Tangible-Tango

Tangible tools have demonstrated advantages over
traditional mouse and keyboard input and touch based
interaction. Interacting with physical objects is a more
natural interaction than using a mouse and keyboard.
The mouse and keyboard “point and click” approach has
little relation to how we interact with the rest of the
world (Ishii et al., 2012), and visually seeing information
only displayed on a screen interferes with our ability to
accurately perceive the relations between objects. The
use of tangibles and touch compared to purely touchbased interaction has also been shown to improve
interaction with interface objects as tangibles are easier
to manipulate, acquire and control (Tuddenham et al.,
2010).
Tangibles lower the level of interaction abstraction
allowing users to apply their natural tool based skillset to
the digital environment as they would the physical. For
example, studies have shown that the use of tangibles
increases the spatial awareness of users constructing a
3D scene, whereas with the traditional graphical user
interface (GUI) users are more focused on the individual
items (Kim and Maher, 2008). Tangible user interfaces
(TUIs) work towards solving this problem by
representing some of the underlying data in a physical
form, allowing for more natural interaction which can
speed up the working process (e.g. moving something by
physically picking it up), and improving the user’s
perception of how objects are arranged in relation to
each other (Price and Marshall, 2013).
Many design tasks are iterative. In some cases the
designer starts with the overall vision and iteratively
defines the detail – for example an architect may start
with a building exterior before planning the interior. In
other cases arranging of relatively fixed components
comes first – for example when designing a kitchen it is
probable there will be a refrigerator, oven, sink and so
on. Regardless of the design strategy, seeing the physical
model being built along the way helps cognitively
comprehend the model and thus improve the design
process.
What is missing in TUI research is the ability to
quickly fabricate tangibles from virtual models. Our tool
aims to provide an environment that can be used with
minimal training to iteratively construct complex virtual
and tangible models. With Tangible-Tango users can
iteratively fabricate models such as that shown in Fig 2.
The main contribution of this work is the iterative nature
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Related Work

Given the aforementioned advantages physicality brings,
TUI’s offer a promising approach for generating 3D
models. An early project used tangibles that contained
electronics and communicated between each other and
the computer to generate the desired model (Kitamura et
al., 2001). Others (Anderson et al., 2000; Ichida et al.,
2004; Jota and Benko, 2011) use blocks that work in a
similar manner to the popular children’s Lego toys. The
blocks can be snapped together to form a basic
representation of the model, that is then interpreted by
the system. The system then generates the model
according to its best guess or to the user’s earlier
specification (Anderson et al., 2000; Ichida et al., 2004).
Lumino blocks (Baudisch et al., 2010) allow tangibles to
be connected, stacked and detected on a tabletop without
the need for added electronics. Tangible detection is
achieved by building blocks containing glass fiber
bundles that reflect light and allow fiduciary markers
from vertically stacked blocks to be read by a camerabased tabletop. Lumino uses two tangible shapes: a cube
and cylinder. The position and orientation of the upper
blocks is not detectable.
Our work differs from these approaches in several
ways. We provide more flexibility in the shapes that can
be used to construct the 3D models. The user can quickly
develop new shapes for use in the system; whereas, for
other approaches you would typically have to build
specialist tangible equipment. In addition, with other
systems the modeling is done mostly in the physical
space, therefore there are limited contact points available
for attaching tangible pieces together. Our system is
partly modeled in the virtual space which provides more
freedom as to where the tangibles can be attached to
each other.
The ease of use and spatial awareness afforded by
tangibles makes them an attractive tool for design work.
Recent work by Follmer and Ishii (2012) demonstrates
the use of tangibles to allow children to design and
ultimately fabricate new tangible objects using 3D
printing technology. They use a deForm gel mat as the
input interface claiming that children can relate to it due
to its similarities to clay and play dough. This system
allows children to stamp their existing toys on the mat to
add the imprint to the working model. The children can
then manipulate the stamped model by using tangible
eraser and pen tools, and a multi-touch interface allows
for scaling, rotation and translation. The end result is a
3D model constructed from the 2.5D input, which can
then be exported to the 3D printing software to create a
new tangible toy. Because of the stamping nature of this
approach the full 3D model cannot be obtained, only
2.5D is possible. It is also limited to a mirror image of
the imprint therefore it would be unable to produce an
asymmetric model along the axis of the plane of the mat.
These issues are addressed by our system.
The use of gestures to create 3D objects has also been
explored (Willis et al., 2010; Weichel et al., 2014).
MixFab (Weichel et al., 2014) is an immersive
augmented reality environment where users can create

Proceedings of the 16th Australasian User Interface Conference (AUIC 2015), Sydney, Australia, 27 30 January 2015

objects using gesture recognition and existing tangible
objects. Spatial Sketch (Willis et al., 2010) allows users
to create 3D sketches via gestures made in mid-air using
the Nintendo Wii controller. After some post-processing,
the 3D sketches can be fabricated using various
materials with a laser cutter. User studies showed that
users had some difficulties in making models in terms of
producing the intended result. LaserOrigami (Mueller et
al., 2013) is another recent fabrication tool. It supports
creation of a tangible by cutting and bending pliant
material such as Perspex. However these fabrication
projects focus on one-way, one-time fabrication.
GaussBricks (Liang et al., 2014) takes a different
approach with single format bricks joined by magnets
which are used to detect the position of the bricks: no
fabrication of bricks is supported and there is no
apparent way to have different types of bricks.
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behind the tabletop (Fig 5). This visualization
complements the bird’s eye view users already have of
the physical model by providing a convenient side view.
This view of the virtual model can be manipulated using
buttons on the tabletop i.e. users can zoom and rotate to
examine the model from different perspectives if they
wish.

Tangible-Tango

Given the exploratory nature of the project we have
focused on end-to-end iteration. Users start by making
tangible components from a virtual 3D model. This
initial virtual model could already exist (there are
numerous online libraries of 3D models) or be created by
the user in a tool such as Google SketchUp
(http://www.sketchup.com/). An alternative starting
point is to scan a physical object – again this
functionality already exists. The physical models can
then be arranged on the tabletop, joined and 3D printed
to make increasingly complex models.
For demonstration purposes we use three primitives; a
cuboid, a pyramid and a dome (Fig 3). Depending on the
context these can be replaced with representative
models, for example, refrigerator, oven, cupboards and
so on for kitchen design or conveyor belts, grading
machines and packing machines for fruit processing.
These tangible blocks are placed on the tabletop
(Microsoft PixelSense (Microsoft Corporation)) with a
tagged side facing downwards.
When a tangible is detected the virtual 3D model
matching the tangible is displayed under the tangible on
a vertical display behind the table (Fig 1)
A design is constructed by placing many of these
tangibles on a tabletop display. To stack tangibles we
adopt the approach architects use and show each level in
a different section of the table. To enable accurate
placement the outline of a tangible is shown on the next
level up (Fig 4).

Fig 3

Fig 4 Basic Tangible blocks on tabletop with
visualizations under each and outline showing on the
next level up. Levels borders are indicated by red
lines

Fig 5 A 3D model of the Fig 4 construction is
generated in real time and shown in the vertical
screen behind the tabletop
Once a desirable result has been reached, the pieces
are joined together into one virtual model. Additional
blocks can still be added using more physical pieces and
the virtual model rejoined. The virtual model is then
saved and fabricated with a 3D Printer [7] controlled by
the Cura software [8] (Fig 6 & Fig 7). Printing time
depends on the size of the model and fidelity of the print,
as an indication, using our low-end printer all the models
shown in this paper print in under an hour.

Basic tangible blocks, cuboid (2x2x1cm),
pyramid and dome

The virtual 3D model of the construction is computed
in real time and displayed on a vertical display placed

Fig 6

A 3D model of Fig 5 Joined ready for
printing

33

CRPIT Volume 162 - User Interfaces 2015

Fig 7

Fabricated tangible from model in Fig 6

Fig 11 Tangible created from model constructed in
Fig 9 & Fig 10
There is no limit to the number of times users can
iterate around this process of making tangibles by
combining basic blocks and other tangibles that have
already been constructed. This end-to-end process closes
the production and design loop. Tangible-Tango creates
an environment where users can iteratively design and
fabricate tangible representations, while maintaining the
advantages of a virtual environment. This prototype
presents a new way to approach 3D modeling.

4

Fig 8

Tagged tangible.

Fig 9 Using a fabricated tangible to make a new
one by basic blocks being added below and beside the
fabricated tangible.

System Requirements and Implementation

Our goal is to create an iterative design process for 3D
modeling using tangibles as both physical
representations of the model and as interactive
components of the blended physical and virtual
environment. The requirements of the system are as
follows. A tabletop with infrared sensing is used as an
interactive surface and it provides the ‘ground’. We use
a variety of atomic 3D components as both physical and
virtual models. To connect the physical and virtual
models the physical models must be accurately tracked
on the tabletop. We also want to view the virtual model
in various orientations. To create the new model the
virtual representations of the individual tangibles must
be joined together to create a new virtual model for
printing. Finally load, save and other basic interaction
functionality is required.

4.1

Atomic Models

We start with a 3D virtual model in Collada file format
(Mueller et al., 2013). These can be made in numerous
3D
modeling
packages
such
as
SketchUp
(http://www.sketchup.com/) and are compatible with the
Ultimaker 3D printer (Ultimaking ltd) used for this
project. Tangible versions of the models are fabricated
on the 3D printer. When required the virtual model is
loaded into memory using OMI for XNA run time loader
(Bottoni et al.).
Fig 10 Profile view of joined virtual model of
tangibles in Fig 9
Once fabricated and tagged (Fig 8), the new tangible
can be placed on the tabletop and can be used in the
system the same as any of the basic tangibles. It has the
same capabilities as the basic blocks and can be added to
using basic blocks or other fabricated tangibles (Fig 9).
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4.2

Connecting tangibles to touch screen

In order to detect the position of a tangible on the table
we attach the byte tags natively recognized by the
Microsoft PixelSense (Microsoft Corporation) to the
bottom of the tangibles. This allows us to retrieve the x
and y location and orientation of the tangible on the table
space, and also the ID of the tag. Each tag detected on
the tabletop prompts the corresponding virtual model to
load and the ID of the tangible and its position is added
to the current virtual world. Any movement of the
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tangible is then used to update the position of the
corresponding model.
As different areas of the screen represent different
levels, the virtual world space has a different coordinate
system to the table space. We need to adjust any change
in the x/y coordinates of the tangible position in table
space to the x/y/z position of the model in virtual world
space. To do this we initially transform the table space
coordinates of the tangible to a common area, at this
time we set the z coordinate of the model according to
where the tangible is on the table. The x/y position in the
common area is then translated into the x/y/z world
space for the virtual modeling.

4.3

Visualization

The user interface of the tabletop is shown in Fig 12. A
set of touch controls are displayed down the right-hand
side and the remainder of the tabletop is used for the
creation area. The different levels in the creation area are
separated by red lines. This view uses an orthographic
perspective to make it similar to viewing a building
layout plan. Each tangible on the screen has a
visualization shown underneath it and also shadowed on
the level above.
In order to view the models as they look in the world
space we use a second display which displays the 3D
rendering of the world space (Fig 5). This view is
controlled using the touch controls on the tabletop
screen. Standard zooming and rotation operations are
provided.

4.4

Snapping

To assist the user in attaching the model pieces together
basic snapping functionality is provided. It uses the
bounding boxes of the primitives to check for proximity
and as join points for the snapping. For the larger models
made with the system, the bounding boxes of a model’s
primitives are stored as a part of the complex model and
these are used for snapping purposes.

combining the voxelization data according to the
positions of the bounding boxes.
It is nontrivial to join 3D models with the XNA
library; there are no standard routines and writing one’s
own is a significant task. Furthermore it is
computationally expensive to join detailed models.
However joining models is essential for our system. To
simplify the task we convert the model to a voxelized
model using an algorithm derived from (Voorhies,
1992), (Anonymous) & (Rosen). The voxelized model is
saved for further reference and printing. In addition,
bounding box information and other metadata such as
the PixelSense tag is held in another file.
The new complex model is generated from this data.
This model is then loaded into the Cura (Braam)
software and fabricated using an Ultimaker 3D Printer
(Ultimaking ltd). Once fabricated, the tag is attached to
the physical model and the tangible is now able to be
recognized on the tabletop for further use within the
system.

5

To evaluate whether the software produces the models
users expect (both physical and virtual) and is usable by
a general audience, we conducted a task based user
study. Participants were asked to complete four tasks. To
control variability and time, although the system
supports users constructing their own primitives, we
gave the participants the primitive tangible components
shown in Fig 3. The first two tasks asked them to create
virtual models that matched the physical models shown
in Fig 13. The purpose of these tasks was two-fold – to
test the usability of the system in a controlled manner
and also to further familiarize the participants with the
system before the third task. The third task was a free
design task – they could design anything that was within
the printer’s capability. When they were happy with their
design, it was printed. The final task was for them to use
their new tangible to interact with the system.
Information was gathered from observation and a
questionnaire. In this section, we first describe the
details of the study methodology and then the results.

5.1

Fig 12 Tabletop user interface

4.5

Joining to form a complex model

Snapping provides temporary joining of the models in
the system, however each piece of the model is still
individually defined. In order to print a single physical
model we must join the virtual models together into a
single virtual model. Once the user has constructed the
desired model the pieces are joined together by

Evaluation

Methodology

The ten participants (9 M, 1 F) aged between 19 and 40
had varied backgrounds including: computer science
students (6), architects (2) and others (2). We gathered
information on their existing experience with tangible
interfaces and 3D modeling software. One had
frequently used tangible interfaces, 3 had a couple of
times and the remainder had on one occasion (2) or
never (4). Two were frequent users of 3D modeling
software (the architects), of the others 2 were occasional
users, 5 had a couple of times, and 1 never. Each
participant undertook the study individually and we
captured the screen activity for later review.
The hardware used was a Samsung PixelSense
SUR40 with a second vertical display directly behind the
tabletop (see Fig 1). The computer was running our
prototype system and the users had available 6 cuboid, 6
pyramid and 6 dome tangibles, each of which had a
standard byte tag attached to the bottom and was
registered in the system.
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The study started with the facilitator showing the
participant the features of the software and creating a
simple model with the participant. For the initial part of
the study, the participants were then asked to reproduce
the models in Fig 13. The first simpler model has two
levels, the bottom is a 4 unit square and the top has two
pyramids and two domes with each pair set on the
diagonal. The second is more complex with three levels
and a suspended midsection. For the third task they
could design anything that would print on our printer. To
keep the printing time reasonable we allowed them to
use up to 6 cuboids and a combination of 6 pyramids
and/or domes. They could take as long as they liked
designing their third model. When they were satisfied
with the model we printed and tagged it. As printing
takes approximately 45 mins they could either wait or
come back. For the final task they then took the printed
model and placed it on the surface. This retrieves their
virtual model. They could then add on to their model
using any of the basic blocks, thus making a new virtual
model.
After the third task was completed the participants
filled in a qualitative questionnaire and described the
best and worst things about the experience. After the

final task they answered a further two questions on the
tangible they had created and had the opportunity to
provide comments.

5.2

Results

Fig 14 shows the printed models created by the
participants. The summary of the quantitative
questionnaire responses is shown in Table 1. The
enjoyment of the task was high with all users scoring 4
or 5 with a mean of 4.6. This was reflected in the
comments both written and verbal. One participant
commented
“It was a cool way to create virtual models, it was a
good combination. It felt intuitive but at the same time it
wasn’t trivial (i.e. it was fun to use, wasn’t boring, kinda
like a fun puzzle).”
Task understanding was similarly high with no one
having problems comprehending what was required or
how to do it. The tangibles as interaction tools were seen
as making the task completion and creating the model
easy by most participants, they scored these questions
agree or strongly agree. Discussion with the two
participants who were neutral for task completion
suggested that occasional problems with tag detection on
the tabletop reduced their rating – these problems would
not occur with higher definition 3D printing and a higher
fidelity tabletop. Seven participants agreed that viewing
the virtual model was easy. The final question in this
section on whether they would like to use this method of
interaction in the future was on average positive, but not
strongly so. The comments around this pertained to
problems with tag sensing and precision. Of note is that
attitudes were much more positive after the next phase.

Fig 13 Models made in tasks 1 and 2
Participant

1

2

3

4

5

6

7

8

9

10

M

Pre-Questions
I have used tangible controls on a computer
I have used 3D modeling software on a computer

3
4

5
3

2
3

1
3

1
1

1
3

3
4

1
5

2
3

3
5

2.2 1.32
3.4 1.17

5
5
5
5
4

4
3
5
4
3

5
5
5
4
4

5
5
5
5
3

5
5
5
4
4

4
4
3
5
2

4
5
4
4
5

5
5
4
4
4

4
4
4
4
4

5
5
3
5
4

4.6
4.6
4.3
4.4
3.7

4

3

4

4

4

3

3

4

4

3

3.6 0.52

4
5

4
4

5
5

4
4

4
4

5
5

4
5

5
5

5
5

5
5

4.5 0.53
4.7 0.48

Post-Task 3
This exercise was enjoyable
I understand the task
The interaction tools helped with my task completion
Creating the model was easy
Viewing the model was easy
I would like to use this method of interaction in the
future
Post-Fabrication
The printed model is what I expected
The 3D model shown on the screen is what I expected

SD

0.52
0.70
0.82
0.52
0.82

Table 1: Questionnaire responses. Participants responded on a 5 point scale. For the pre-questions where 5 was
frequently and 1 was never. For the remainder of the questions the 5 represents strongly agree, 3 neutral and 1
strongly disagree.
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P1

P2

P3

P4

P5

P6

P7

P8

P9

P10
Fig 14

Tangibles created by the participants

After the 3D model was printed and the participants
had used it in the system the participants answered the
final two questions. All agreed that the physical and
virtual models were as they expected. At this point they
also filled in the final section of the questionnaire. There

were two distinct types of responses in this section:
architects versus non-architects. The non-architects
focused mostly on technical issues. However the
architects saw possibilities for various application areas
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in particular town planning and communicating with
clients.

6

Discussion

This paper has presented a system for the design and
fabrication of 3D tangibles using a tangible controlled,
tabletop 3D modeling environment. We have provided
core technology to handle an end-to-end process from
virtual-to- tangible-to-virtual-to-tangible.
As this is the first prototype of the system there are a
number of limitations. Currently, Tangible-Tango is
purely additive, we cannot remove pieces from a defined
tangible. The system does keep track of where the
primitives are in each model therefore the system could
easily be made subtractive by removing those blocks
from the model. Additionally we could add the ability to
modify the virtual models using standard CAD editing
approaches. A solution to this while maintaining the core
interaction metaphor would be to support fabrication of
modified primitives.
For simplicity we placed only 1 tag on each tangible
for the user study, however the system can support
multiple tags on each tangible thus allowing the
tangibles to be placed with different surfaces on the
table. Also currently there is no sensing above the
tabletop. This prevents us from being able to stack the
tangibles on top of each other; however our virtual layers
have the advantage of supporting construction of objects
that cannot easily be physically stacked such as those
constructed by participants 4, 6, 7 & 10 (Fig 14). While
one user commented that they would prefer stackable
tangibles, we observed that participants quickly
understood the virtual layers.
Accurate sensing of tangibles off a surface either
stacked or in the air, is an ongoing challenge for the
community. It has been addressed partially in other
research such as Lumino Blocks (Baudisch et al., 2010),
but orientation and position information is not available.
While (Willis et al., 2012) has explored 3D printing of
objects with embedded optical elements which may
allow the approach used with Lumino Blocks to be
easily manufactured using a 3D printer, an essential part
of our iterative environment. A common approach has
been to use external depth cameras to detect stacked
objects. There are two issues with depth cameras: users’
hands occlude the tangibles and an environment with
both stacking and virtual levels would probably be
confusing. A more promising direction is to incorporate
sensors for near-field and orientation sensing. Further
research is needed to find an elegant solution to this
issue without effecting the easy to manufacture aspect of
the tangibles.
Currently the point of entry for new components is
from a virtual 3D model developed using traditional 3D
modelling packages. Future work could incorporate
ways to import physical 3D objects into the system by,
for example converting photographs to 3D models
(Nguyen et al., 2013).
Despite these limitations we received highly positive
reactions to the end result of the process. The tangibles
accurately reflected the users’ intentions and they were
impressed that they could hold and use a physical
representation of the model they had built. Most of the
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participants chose to take their created tangible home
with them, indicating the real sense of ownership that
tangibles can invoke. One user was excited by the
possibilities, saying that
“it shows that tangible objects can evolve from
something super simple to something unbelievably
complex.”
The system has the capability to support realistic
components that are much more compelling
representations of their real-world equivalents than, say,
a ‘red’ lego block masquerading as a refrigerator.
Tangible-Tango provides a novel proof-of-concept
iterative 3D model and tangible fabrication environment.
There are a number of contexts of use to which it could
be applied immediately as people currently generate both
virtual and physical models. These include town
planning, architectural design and interior design layout.
Each of these activities include fixed known constraints
and variable components and or placements. The system
could support some fixed virtual elements to work with
such as terrain for town planning or floor plans for
interior design with moveable and modifiable elements
such as kitchen components and manufacturing plant.
In regard to town planning, one of the architects
envisaged a blended physical and virtual environment
where the physical models could be placed on a
landscape and the virtual representation used to visualize
environmental effects such as light and wind. The other
architect mentioned the advantages of using such
blended environments to facilitate collaboration with
clients or colleagues. He thought that this type of system
would allow the client to better communicate ideas
through physical actions which change the model, but
could also be subject to any virtual restrictions the
architect deems necessary.
Our system also has potential in the realm of
education. It could be used to introduce students to 3D
modeling, allowing them to explore the basic concepts
while being able to see the physical results. The system
could be used to train them to think in 3D (Parslow and
Wyvill, 2008 ), as any 3D modeler must learn to do. In
addition, it could be adapted to cater to other educational
fields for younger children such as Mathematics, Art /
Design or with the right abstractions for the models,
introduce them to basic programming by example. One 7
year old child, visiting our lab had an informal play with
the system and within a few minutes was happily
creating various models on the tabletop.

7

Conclusion

Tangible-Tango is the first system to support iterative
fabrication of tangibles with tangibles. There have been
numerous technical challenges solved in the duration of
this project and some still to be addressed. However as a
proof of concept, we and our study participants see this
as the foundation for a new and exciting way to 3Dimentionalize the interaction design space.
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Abstract
We consider tasks that require users to be aware of the
proximity of two 3D surfaces and where one or both of
these surfaces is changing over time. We consider situations where users need to quickly and accurately assess
when and where the two surfaces approach each other and
eventually intersect. Because occlusion in 3D visualisations remains an issue in the perception of such data, a
complete, simultaneous perception of the proximity of two
such surfaces could be helpful. We propose and implement a new, interactive, visualisation technique, “Proximity Map Projection” (PMP), to provide this assistance to
users and describe a user study to investigate the effectiveness of PMP in a static scenario. This study found
that PMP enabled faster and more accurate identification
of regions of nearest proximity and greatest protrusion. As
well as affirming the potential benefits of PMP, this study
motivates several areas of further investigation of the technique.
Keywords: user interfaces, Proximity Map Projection
(PMP), interactive visualisation, surface proximity perception, real-time MRI-guided thermal therapy
1 Introduction
We envision interactive tasks where users need to carefully
monitor two 3D surfaces whose proximity is changing
over time. We consider situations during which users must
perform such tasks in order to identify when and where
the two surfaces approach and/or intersect. An example
of such a task, which is a primary motivation for this research, is the use of real-time magnetic resonance imaging (MRI) for the guidance of thermal therapy.[Marshall,
2014]
Three-dimensional MRI data has been commercially
used to guide the thermal therapy of human brain tumours[Tyc and Wilson, 2010]. These systems require that
a surgeon monitor the proximity of a growing treatment
volume to the boundary of a tumour, while at the same
time applying their expert judgment to make a critical decision about when to stop a thermal application. The realtime nature of such a task, and the potential impact of
errors and inaccuracies on the patient, motivate an interactive visualisation that enables a quick and accurate exploration of the data. Such an interface should, ideally,
allow the user to spend as much time as possible applying
their expert domain knowledge, rather than consuming unnecessary time navigating to regions of interest within the
data.
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the Sixteenth Australasian User Interface Conference (AUIC
2015), Sydney, Australia. Conferences in Research and Practice in Information Technology, Vol. 162. Stefan Marks and Rachel Blagojevic,
Ed. Reproduction for academic, not-for profit purposes permitted provided this text is included.

Our investigation suggests a solution that offers surgeons a familiar “detail view”. In the case of MR-guided
thermal therapy, this detail view is one or more 2D planes
(or “slices”) of MR image data. Surgeons are commonly
presented with an arrangement of such slices that may
be either consecutive parallel slices or orthogonal slices
and they develop significant expertise in appropriately interpreting them. A principal difficulty is being able to
quickly and easily navigate to the correct 2D slices at any
point in time during the process. In this paper, we propose a special overall visualisation of the two 3D surfaces
- “Proximity Map Projection” (PMP).
Three-dimensional visualisation and 3D to 2D mapping are two categories of potential (computer visualisation) approaches to such a problem. In our research, we
consider a 3D to 2D mapping solution. Numerous mapping techniques are possible. The mapping technique used
in our prototype was selected for its low computational
cost and expected familiarity to users. In a general sense,
navigation and selection are also central features of such a
solution.
In Section 2, we describe previous work on visualisation problems similar to ours, both in the medical domain
and more generally. We then present a new technique,
Proximity Map Projection (PMP), in Section 3. PMP provides complete simultaneous perception of surface proximity to the user. There are aspects of the more general
problem (of monitoring and predicting when and where
two 3D surfaces approach each other) that deserve investigation before attempting to apply a solution to the specific
needs of surgeons. The user study described in Section 4
considered whether participants could more quickly and
accurately select 2D “slices” of 3D data using PMP compared with a common current technique. (Currently, it is
common for surgeons to be presented with one or more
2D “slice” views from a series of medical images.) The
results of that study are described in Section 5 and discussed further in Section 6. Sections 7 and 8 conclude the
paper and describe anticipated future work.
2

Background and Previous Work

The use of imaging intra-operatively has achieved increasing popularity over the past 20 years. MRI guided procedures have become well-established. One of these procedures, laser induced thermal therapy (LITT), is a primary
motivation for the present paper. Fan et al. [1992] found
that monitoring and control of LITT via magnetic resonance (MR) was a major advantage. Jolesz [1997] stated
that the reduction of surgical morbidity was a compelling
reason to use intraoperative image guidance. Lewin et al.
[2004] found that interactive MR image-guidance enabled
a high success rate with radio-frequency ablation (RFA)
treatment. Carpentier et al. [2008] stated that LITT provides a new and efficient treatment for focal metastatic
brain disease.
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2.1

Map Projection

Map projection is the projection of data from one space
into another space. Such projections are commonly performed in order to facilitate the perception of the data
by users. Typically, the projection is onto a surface of
lower dimensionality such as a two-dimensional plane.
Although, in the general sense, these surfaces need not be
in Euclidean space, this research is particularly concerned
with surfaces existing in physical 3D space. A rectangle
on a two-dimensional plane is easily visualised on a computer display, and is an efficient shape in a windowed environment.
There are, theoretically, an unlimited number of methods of projecting data. Snyder [1997] described more than
200 cartographic projections used between the 15th and
20th centuries. All projections necessarily have some distortion. Projections can be differentiated from each other
by where they attempt to minimise distortion, as well as
computational complexity. Figure 1 is an example of a
basic cylindrical projection. We expected a simple projection such as this to have low computational cost and be
familiar to users.
Previous work suggests that the use of map projection
is becoming increasingly more common in medical software. Minoshima et al. [1995] used “Three-Dimensional
Stereotactic Surface Projection” (of brain imaging data) in
the diagnosis of alzheimer’s disease. Haker et al. [2000]
developed the idea of virtual colonoscopy using projection of the colon onto a flat surface. Kanitsar et al. [2002]
developed “Curved Planar Reformation” for displaying
tubular structures projected onto a flat surface. Scheef
et al. [2003] used a projection method for functional MR
image data in order to preserve “the spatial relation of
eloquent areas to lesions.” Uwano et al. [2008] used
“Stretched Curved Planar Reformation” to provide a flat
view of the brain surface.
Earlier research efforts all involved some method of
projection, but did not involve dynamic inter-surface proximities and they have been predominantly related to the
diagnosis stage. By contrast, PMP is intended to support
the monitoring of dynamic surface proximities intraoperatively. The existing literature indicates that:
• The use of map projection with static medical images
during the diagnostic stage is established[Minoshima
et al., 1995, Haker et al., 2000, Kanitsar et al., 2002,
Scheef et al., 2003, Uwano et al., 2008], and this
would likely have a positive effect on the acceptance
of an extension of such techniques to a dynamic scenario.
• The use of map projection to visualise dynamic proximity between two medical surfaces intra-operatively
is a novel concept. In particular, it has not been applied in a real time environment to address the limitations of human response time.
2.2

General Visualisation Studies

The general visualisation problem that we are concerned
with is the real time monitoring of two 3D surfaces where
one or both is changing over time. In this subsection, we
consider studies relevant to this problem from the general visualisation literature and how they compare with our
PMP technique, detailed in the next section.
Gross et al. [1997] described a variation on the “springmass” model approach to identifying multidimensional
data relationships. (originally proposed by Eades [1984])
One novel aspect of their system was the initialisation of
the spring-mass components onto the inner of two concentric spheres for its ultimate visualisation on the surface
of the outer sphere. Whereas this use of projection is relatively abstract, PMP’s use of a similar projection deals
with surfaces in physical 3D space.
42

Figure 1: Basic Cylindrical Map Projection of the Earth
- A simple projection of grey-scale encoded elevations is
projected onto a cylinder, which is subsequently flattened
into a 2D rectangle.
Ji and Shen [2006] have made contributions to the
area of dynamic view selection where the data is changing with time. Their focus was on automatically creating
animated sequences of views through a dynamic dataset in
a way that maximises viewable information and smoothness. Their method and our PMP share some underlying attributes, such as the selection of a desirable view
at a point in time. Whereas their technique involved the
automatic-selection of appropriate views on dynamic data
via post-processing, our PMP enables interactive selection
of appropriate views on dynamic data in real-time.
Tory et al. [2006] described experiments using a range
of 2D, 3D, and 2D-3D combination interfaces. They
found that the choice of interface that performed best depended on the nature of the task. For example, some 3D
interfaces allowed quicker task completion while some 2D
interfaces facilitated greater accuracy. Similarly, we designed PMP to facilitate a specific category of tasks. It is
designed to enable faster and more accurate decisions regarding the proximity (especially convergence) of two 3D
surfaces.
Chen et al. [2009] used a combination of 3D and embedded 2D views of neural fibres to facilitate navigation/selection and examination of the fibres. Jianu et al.
[2009, 2012] have also considered the interaction between
3D data and 2D embeddings. PMP also uses a 3D to 2D
projection, but does so interactively and intraoperatively
in real-time.
Dick et al. [2011] described a technique of viewing distance indicators on a 3D surface, with the purpose of guiding medical implant planning. This is similar to PMP’s
computation of inter-surface proximities, prior to projection onto a 2D surface. By contrast, PMP is designed to
be used with less predictable dynamic surfaces.
3

Proximity Map Projection (PMP)

3.1

Visualisation

The idea of PMP is to provide complete, simultaneous perception of the proximity of the two surfaces. PMP handles singular masses with no internal holes, or more more
complexly shaped tumours that have been previously subdivided into individual treatment targets meeting those parameters. It achieves this by:
Proximity Calculation - For every point on the tumour
surface, the proximity (Euclidean distance) to the
nearest point on the treatment surface is calculated.
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Figure 2: Experimental Software - A typical view of the PMP prototype is presented. The top row contains 2D slice
views of the data. The selected slice view is highlighted with a green border and the plane of this selected slice is shown
in the 3D volume visualisation at bottom-left. At bottom-right is the PMP view, with blue to red colour-encoded intersurface proximity values and a green dotted line representing the tumour boundary. This proximity to colour scale is
further described in Figure 3. (Best viewed in colour.)
Coordinate Conversion - The cartesian coordinates (x,
y, z) of the tumour surface points are converted to
spherical coordinates (rradius , θinclination , φazimuth ).

that is undergoing thermal treatment. The treatment volume is shown as a sphere inside the irregular tumour volume. Note that:

Projection to Sphere - The tumour surface points are projected onto a sphere, by setting r to a fixed distance.

• The selected (top-middle) plane view is highlighted.

Projection to Plane - The points on the sphere are projected onto a plane by mapping x = θ and y = φ .
Colour Encode Points - Colour values are assigned to
each mapped coordinate, using a scale varying from
black (distant non-protruding points) through blue to
white (converged points) to red (distant protruding
points). This scale is non-linear, and provides greater
contrast for proximities nearer to the tumour surface.
3.2 Use Scenario
The standard anatomical orientations of planes in medical imaging are “axial” (looking down through the top of
the head), “coronal” (looking from the front at the face),
and “sagittal” (looking from the side of the head). For
the purpose of this discussion, this is how we will refer to
the planes. For the benefit of non-expert user study participants, we labeled the prototype software with “x”, “y”,
and “z” planes, as can be seen in Figure 2.
Figure 2 shows the experimental prototype with the
Proximity Map Projection view (lower-right) enabled and
the axial plane (top-middle) selected. It shows the most
interesting visual aspects of the experimental software,
which are the PMP view and its relationship with the other
views. The scenario is for a tumour located in the brain

• The selected plane is displayed (in green) in the 3D
volume view (lower-left).
• The boundary of the tumour in the selected slice is
drawn on the PMP (lower-right). This relationship
between the selected slice and the boundary shown
in the PMP is further illustrated in Figure 4.
All of the data points on the surface of the tumour have
3D coordinates. All of the points on the PMP are also
linked to a point on the surface of the tumour. Showing the
perimeter of the tumour that falls on any given 2D slice is
made simple by this link.

Figure 3: Proximity to colour scale mapping for the PMP
view, as drawn in the bottom-right of Figure 2. Proximities of treatment surfaces are shown from most distant,
non protruding, in black, through to most distant, protruding, in dark red. (Best viewed in colour.)
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its orientation towards visualisation. IDL has numerous
graphical and matrix oriented routines that are useful in
this context.
As implemented, the PMP prototype performs sufficiently well to study user interaction at common current
MR thermometry refresh rates of six to eight seconds. IDL
has the ability for its built-in functions to take advantage
of multiple CPUs and General Purpose GPUs.
4

User Study

We performed a user study to investigate the effect of the
presence or absence of the PMP interface and the protrusion or non-protrusion of the simulated treatment volume
on the speed and accuracy of selection of 2D slices when
the treatment volume was unchanging in time. We hypothesised that the use of a PMP interface would: increase
selection accuracy; decrease selection time; and be easier
and more satisfying for the participants to use.
Logging of keyboard and trackpad input was simplified by IDL’s method of event-handling. We conducted
the user study using:
Figure 4: Tumour Boundary - The green dotted line in
the PMP view represents the tumour boundary points on
the selected 2D plane. Solid green lines highlight the link
between top and bottom views, but are not present in the
actual prototype. (Best viewed in colour.)
In the planar views of the figure (top row), tumour regions are represented in blue while treatment regions are
represented in red. In the PMP view, darker regions indicate tumour surface points that are relatively further away
from the treatment volume. Bright blue regions indicate
points close to the treatment. Lighter red regions (towards pink) indicate points where the treatment volume
protrudes beyond the tumour surface by a small amount.
Darker red regions indicate points where the treatment
protrudes by the greatest amount.
3.3

Interaction

Users are able to interact with the prototype software in
the following ways:
Click on the PMP View - The user may click a point on
the PMP. Every point on the PMP represents a point
on the surface of the tumour. Selecting such a point
updates the planar views to intersect at the selected
point on the tumour surface as well as updating the
plane shown in the 3D view and the boundary shown
in the PMP.
Click on a Slice View - The user may click on any of
the three planar views. Doing so updates the plane
shown in the 3D view and the boundary shown in the
PMP.
Press the Up or Down Arrow Keys - The user may press
the up or down arrow keys on the keyboard. Doing
so navigates up or down in the stack of images on
the selected axis. Changing the selected slice also
updates the position of the plane in the 3D view and
the position of the boundary in the PMP.
Press the Enter Key - The user may press the enter key to
start a task and to finish a task.
3.4

Implementation

We developed the PMP prototype, using version 8.2 of
Interactive Data Language (IDL), provided by Exelis Visual Information Solutions. We chose IDL for developing
the prototype due to its simple interface development and
44

• a Macbook Air with a 2.13 Ghz processor;
• 4 GB memory;
• an external 27-inch Apple LED Cinema Display;
• an external keyboard; and,
• an external trackpad.
4.1

Experimental Design

The basic design for the study was a within-group factorial experiment, using repeated measures ANOVA. We
also performed post-hoc analysis of the effects, using multiple regression analysis and a paired-samples t-test.
We obtained brain tumour image data used in
this study from the MICCAI 2012 Challenge on
Multimodal Brain Tumour Segmentation (http:
//www.imm.dtu.dk/projects/BRATS2012)
organized by B. Menze, A. Jakab, S. Bauer, M. Reyes, M.
Prastawa, and K. Van Leemput. The challenge database
contains fully anonymized images from the following
institutions: ETH Zurich, University of Bern, University
of Debrecen, and University of Utah.
We used ten of the MRI series and associated expert
segmentations from the above MICCAI challenge. This
provided a realistic context for the tasks that users performed, without requiring any medical expertise. The chosen MRI data provided a range of tumour surfaces from
small (958 vertices) to large (8863 vertices) and simple
to highly irregular topology. All of the selected tumours
were singular masses containing no internal holes.
Sixteen adult individuals participated in this study.
Participants included undergraduate and postgraduate students and other researchers. Participants were recruited
via advertising the study in lectures, bulletin board
posters, and “word-of-mouth”. All participants had either
normal or corrected-to-normal vision. Each individual received a standard briefing prior to the experiment, which
included a familiarisation with the interface and an explanation of the tasks to be performed.
Half of the participants experienced a variation of the
interface without PMP first, and the other half experienced
the PMP variation first. When the PMP view was not
available, the participants’ ability to interact with other
parts of the interface was unaltered. Prior to using each
of the two interface variations, participants were allowed
a brief (five minutes maximum) training period with that
variation. During this period, participants were also allowed to ask basic questions. Discussion of strategies was
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20 Tasks
T21 ,T50 ...T91
T70 ,T40 ...T61
...
T11 ,T20 ...T71

20 Tasks
T80 ,T30 ...T21
T11 ,T51 ...T80
...
T31 ,T10 ...T91

Table 1: Study Design - An illustrative example of participants being assigned to tasks, where “T91 ” means tumour
9 with a protruding treatment while “T80 ” means tumour 8
with a non-protruding treatment.
During the participants’ interactions, all trackpad and
keyboard inputs were logged by our software (including
selection coordinates). Certain summary information was
also logged at each task completion, especially the time
taken and the accuracy of the final selection.
After the software interaction portion of each user session, the participants completed a brief questionnaire and
discussed their experiences in a semi-structured interview.
The interactions, during task performance, as well as interviews were video recorded. The video recordings were
used to encode participant responses afterwards.

4.3

The pre-task instructions to participants in our study were
deliberately limited to describing how the systems could
be used and giving general suggestions about usage strategies shared by both interface options. Most users, however, quickly discover that PMP allows them to focus on
the most “interesting” areas of the data in their search for
a detail view that shows the two surfaces coming closest
or protruding by the greatest amount.
For users who choose to focus their strategy on navigating the detailed “slice” views via keyboard, the tumour
boundary in the PMP view can be used to see if further
scanning of the stack of slices is likely to provide any
more useful information. As the tumour boundary moves
towards darker areas of the PMP, it is an indication that
there is unlikely to be a benefit in navigating further in
that direction.
With more practice using PMP than was available to
study participants, we expect that most users will realise
the following: If it is difficult to discriminate between two
colours in the PMP view, it will also be difficult to discriminate between the 2D proximities shown in the associated
slice view.
5

Task Accuracy (# slices from actual) - Task Accuracy was
measured as the difference (in # of slices) between
the nearest correct slice and the selected slice on any
of the three axis.
The following is a list of other variables that were observed, but not controlled:

0

30

60

Task Time (sec)

180

Interface (factor, levels: PMP and non-PMP) - The PMP
was either present or not present.

Task Time (seconds) - Task Time was measured from the
moment that the participant signalled (via keyboard)
to start the task until they again signalled (via keyboard) that they were satisfied with their slice selection.

No PMP − Non Protruding
No PMP − Protruding
PMP − Non Protruding
PMP − Protruding

210

The following is a list of the independent variables:

The following is a list of the dependent variables:

Results

We show the data, in the order that it was gathered, in
Figure 5 (Task Time) and Figure 6 (Selection Accuracy).
Each participant completed 40 tasks.

Study Variables

Treatment Extent (factor, levels: Protruding and nonProtruding) - The simulated treatment volume either
did or did not protrude beyond the tumour surface.

Usage Strategies

240

4.2

Correct Options (#) - With each task, there were one or
more pairs of points having an equal least distance
(non-protruding) or greatest distance (protruding) between them. In cases were there was more than one
such pair of points, selecting any slice containing one
of those points was “correct”. Task accuracy, therefore, was the distance between the selected slice and
the nearest such “correct” slice.

150

PMP Order
0→1
1→0
...
1→0

Tumour Vertices (#) - Tumours used for the tasks varied
in size and complexity. The number of vertices comprising the tumour surface were recorded.

120

Subject
S1
S2
...
S16

Task Sequence (1-40) - Each participant performed 40
tasks. Task Sequence, therefore, ranged from 1 to 40.

90

specifically avoided during the briefing and training, except where it followed a script delivered uniformly to all
participants.
We assigned participants to one of these two orders of
presentation in alternating fashion, after an initial random
assignment of the first participant. With each of the two
software variations (PMP and non-PMP), the participants
performed 20 tasks using 10 tumours. Each tumour was
seen once with a treatment volume that protruded through
the tumour surface and once with a treatment volume that
did not protrude.
In the case of a protruding treatment, the task was to
select at least one 2D view in the top row that the participant believed to show the MRI data where the treatment
protruded by the greatest distance.
In the case of a non-protruding treatment, the task was
to select at least one 2D view in the top row that the participant believed to show the MRI data where the treatment
was the closest to the tumour surface.
Within each grouping of 20 tasks (20 - PMP, 20 - nonPMP), the order that the tumour/treatment pairs were presented in was randomised. An example of this assignment
of interfaces and tasks is provided in Table 1, for illustrative purposes. For example, “T91 ” means tumour 9 with a
protruding treatment while “T80 ” means tumour 8 with a
non-protruding treatment.

0

80

160

240

320

400

480

560

640

Sample Sequence

Figure 5: All Samples - Sequence is shown on the x-axis
and time taken to complete the task is shown on the y-axis.
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5.2

Standard Effect Size

For Cohen’s f 2 :
• f 2 <= .02 is “small”
• f 2 <= .15 is “medium”

6

• f 2 <= .35 is “large”

0

2

4

For the ANOVA, we report effect sizes as η p2 (partial
eta-squared). η p2 is the ratio of the variance accounted for
by an effect to that variance plus its associated error variSS f ect
ance, as follows: η p2 = SSe f f ecte f+SS
. η 2 can be converted
error

−2
−4

to f 2 as follows: f 2 =

−6

For η 2 :

−8

• η 2 <= .01 is “small”
0

80

160

240

320

400

480

560

• η 2 <= .09 is “medium”

640

Sample Sequence

We used two-way repeated measures ANOVA, multiple regression, and a paired-samples t-test to analyse the
results. We corrected p values on the three effects in 2x2
ANOVA results by using the Holm Sequential Bonferroni
(HBonf) method, in order to address the potential for increased “Type 1” errors with multiple hypothesis testing.
With Holm Sequential Bonferroni, the unmodified p values are first ordered from smallest to largest. If n is the
number of effects and i is the index of the ordered p values, then: p(HBon f )i = (n − i + 1) × pi
We used the t-test to compare the accuracy of initial
and final selections when using PMP.
Assumptions for Parametric Methods

Certain assumptions are required for using these parametric methods. All of those assumptions (as noted below)
were met, with the exception of homoscedasticity of variances for multiple regression on the selection accuracy
data. Although we discuss multiple regression on the selection accuracy data, we do not therefore use it to draw
further conclusions.

• η 2 <= .25 is “large”
5.3

We analysed time taken to complete tasks by a two-way
analysis of variance having two levels of interface (PMP
and non-PMP) and two levels of treatment extent (protruding and non-protruding). The main effect of interface was
significant, F(1, 15) = 6.09, p(HBonf) = .03, and had an
effect size (η 2 ) = .05 (“small”). The main effect of treatment extent was significant, F(1, 15) = 13.78, p(HBonf) =
.004, and had an effect size (η 2 ) = .02 (“small”). The interaction effect was significant, F(1, 15) = 15.85, p(HBonf)
= .004, and had an effect size (η 2 ) = .02 (“small”). The
presence of PMP decreased the time required for participants to complete the tasks. Protrusion of the treatment increased the time. The effect of PMP and protruding treatments in combination, however, decreased time. Although
“small”, the effect size is apparent in Figure 7, which represents this data as a box plot.
Using a multiple regression analysis of the time taken
to complete tasks, we found that task sequence, PMP presence, treatment protrusion, and number of tumour vertices

• The variables used in the regressions are independent
of each other.
• Each independent variable has a linear relationship
with the dependent variable.
• The task time variances are homoscedastic.
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80

Time (sec)

0

• Both independent variables have two levels, and the
sphericity assumption is always met when a factor
has only two levels.

20

40

• There are no significant outliers for task time or accuracy.

100

• Task time and accuracy are continuous variables that
were approximately normally distributed.
• The two independent variables (PMP presence and
treatment protrusion) consist of two categorical related groups.

Completion Time

120

Figure 6: All Samples - Sample sequence is shown on the
x-axis and accuracy of slice selection is shown on the yaxis. Tasks are categorised and colour-encoded according
to the legend in red, black, green, or blue.
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Figure 7: Completion Time by Condition - This box plot
shows the “small” but significant effect of interface on selection time.
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Figure 8: Completion Time - This coefficients plot for the
regression model of completion time show the significant
effect that PMP use and treatment protrusion had on task
completion time. For example, the regression model predicts that using PMP will reduce task completion time by
between five and fourteen seconds, for 95% of samples.
explained 18% of the variance (R2 = .18, F(4, 635) =
34.73, p < .001). Task sequence (β = -.16, p < .001),
PMP presence (β = -.15, p < .001), treatment protrusion
(β = .11, p = .003), and number of vertices (β = .35, p
< .001) significantly predicted the time taken to complete
tasks. We represent this, in Figure 8, as a plot of the coefficients of the regression model.
5.4 Accuracy
We analysed the accuracy of completed tasks by a twoway analysis of variance having two levels of interface
(PMP and non-PMP) and two levels of treatment extent
(protruding and non-protruding). The main effect of interface was marginally significant, F(1, 15) = 4.82, p(HBonf)
= .09, and had an effect size (η 2 ) = .06 (“small”). For a
discussion of p-values and use of the term “marginally
significant”, see [Gelman, 2013]. The interaction effect
was marginally significant, F(1, 15) = 7.26, p(HBonf) =
.05, and had an effect size (η 2 ) = .05 (“small”). The presence of PMP increased the accuracy with which participants completed the tasks. Protrusion of the treatment
volume through the tumour surface amplified this effect
of PMP presence. Figure 9 represents this data as a kernel
density plot.
Using a multiple regression analysis of the accuracy
of completed tasks, we found that PMP presence, number of tumour vertices, number of “correct” options, and
variance of the PMP explained 13% of the variance (R2
= .13, F(4, 635) = 23.24, p < .001). PMP presence (β =
-.09, p = .02) and number of “correct” options (β = -.11, p
= .003) significantly predicted the magnitude of the error
in selection. We represent this, in Figure 10, as a plot of
the coefficients of the regression model. This multiple regression must be considered with caution, as the residuals
were heteroscedastic.
For tasks performed using the PMP version of the software, we used a paired-samples t-test to show that participants had a mean difference in error from first selection
with the PMP to final selection of .23. (SD = 3.38), which
was not significant at the .05 level. (t = -1.18, p = .24) Participants made marginally better first selections with the

Figure 9: Accuracy by Condition - This kernel density
plot shows the effect of interface on selection accuracy.
The PMP conditions can be seen to higher “peak” (where
the error is closer to zero, and shorter “tails” (where error
is greater).
PMP than the final selections at the conclusions of tasks,
but that difference was not significant.
5.5

Satisfaction and Ease-of-Use

Eleven of sixteen participants reported being more satisfied with PMP than non-PMP. Three were equally satisfied. Two were less satisfied with PMP than non-PMP.
The most frequent satisfaction rating for PMP was “satisfying”. The most frequent satisfaction rating for non-PMP
was “neutral”.

Regression Coefficient (slices)
−1.0

−0.8

−0.6

−0.4

−0.2

0.0

correct options

pmp

Figure 10: Accuracy - This coefficients plot for the regression model of accuracy show the significant effect that
PMP use and the number of correct options had on selection accuracy. For example, the regression model predicts
that using PMP will improve accuracy by between 0.1 and
0.6 slices, for 95% of samples.
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Figure 12: Tumour Boundary - This graphic shows a
close-up view of the tumour boundary in the PMP view.
It is represented as a green dotted line. (Best viewed in
colour.)
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0

shown in green in Figure 12, to constrain their key stroke
navigation within the 2D slices.
1

2

3

4

5

6

Discussion

Likert Value

6.1
Figure 11: Satisfaction and Ease-of-Use - This frequency
distribution graph shows that participants tended to rate
PMP more favourably in terms of satisfaction and easeof-use.
Eight of sixteen participants reported it being easier to
use PMP than non-PMP. Five found it equally easy. Three
found it more difficult to use PMP than non-PMP. The
most frequent ease of use rating for PMP was “easy”. The
most frequent ease of use rating for non-PMP was “easy”.
We show these results in Figure 11.
5.6

User Feedback and Strategies

During post-session interviews, participants made 103 observations in response to being asked 4 questions about
what had been easy, satisfying, difficult, and unsatisfying
about either version of the software they had used. Participants typically did not differentiate between satisfaction
and ease-of-use, so their observations were coded as positive (+) or negative (-). Some of the observations that were
coded as negative were “wish list” issues, such as “I wish
I could book mark a slice.” Of the 103 observations: 74
(72%) concerned the PMP view (45+/29-), 23 (22%) concerned the 2D slice views (5+/18-), and 6 (6%) concerned
the 3D volume view (1+/5-).
The most frequently reported positive thing about the
PMP view (in various ways) was that it allowed participants to target interesting areas and navigate directly
to those slices. The second most frequent positive observation was that the PMP view allowed participants
to constrain their search to a smaller range of the 2D
slices. The most frequent category of negative observations concerned perceived discrepancies between colour
differences and the spatial differences in the 2D slices that
were navigated to.
The most frequent negative observations about the 2D
slices were a desire to have some form of “book marking”
to facilitate switching between slices, and that it was difficult to compare proximities in two slices (especially two
slices on the same axis).
The strategy that participants most frequently reported
having used when there was no PMP view was an end-toend scan of each axis of 2D slices. Some participants also
used the 3D volume view to constrain their search.
The strategy that participants most frequently reported
having used with the PMP view was to click in the PMP,
navigating directly to interesting slices, and then performing a constrained scan of the 2D slices. Some participants
also used the changing boundaries in the PMP view, as
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Assumptions for Parametric Methods

The dependent variables had linear relationships with the
independent variables. Some of the independent variables,
however, were observed in an attempt to take into consideration the overall “difficulty” of the task. In that sense,
those variables were a proxy measure of difficulty. As the
PMP technique is applied to different domains, we expect
that the particular measures of difficulty in each domain
may vary. Difficulty may have a non linear relationship
with task time and/or accuracy. It will be useful to investigate the common indicators of difficulty shared between
different domain applications of PMP, and how they may
explain results.
6.2

Standard Effect Size

Although the effect size reported for ANOVA in terms of
η 2 were considered to be “small”, the results still encourage further investigation. The prototype employed was an
initial one. We expect that lessons learned from this investigation will help improve the PMP technique in an iterative fashion.
Some ways in which PMP may be improved, yielding
a larger effect size, are: increased trust; increased time
pressure; and, modification of the PMP tumour boundary
lines to better suit the user strategies discovered during
this study.
6.3

Task Completion Time

While the ANOVA showed PMP having a significant effect on the time taken to complete tasks, the multiple regression analysis revealed a more complex relationship
between completion time and additional observed variables. Furthermore, multiple regression showed that other
variables explained the variation in task time with greater
significance than treatment protrusion. The number of tumour vertices, for example, could be considered as an indication of the size of the search problem.
It was apparent that the time allowed, during this study,
for task completion was more than adequate for a high
level of accuracy and user comfort with final slice selection. In other words, the tasks did not put a high amount of
pressure on the participants. PMP was designed primarily
for the dynamic task scenario. In the dynamic task scenario, users are constrained to making selections within
limited time-frames. Examining user performance with
PMP in the static scenario was a necessary precursor step
for designing an appropriate study with dynamic tasks.
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6.4

Task Accuracy

In order to draw any conclusions about the effects of various measures of tumour complexity on accuracy, further
study will be required.
In the ANOVA analysis, we showed treatment protrusion to have a significant effect on task accuracy, while
PMP had a marginally significant effect on task accuracy.
As was the case with completion time, we used multiple
regression analysis to reveal more complex relationships
and observed variables that explained the variance in accuracy with greater significance than protrusion.
We used a multiple regression for predicting task time
to show that the order in which tasks were performed had a
small but significant effect, reducing the time taken. At the
same time, using a multiple regression for accuracy, we
did not show a significant effect of task order on accuracy.
This could be a “fatigue” order-effect. If participants became fatigued and started making quicker decisions with
time, it did not significantly impact on the accuracy of
their decisions. Because of the effect of heteroscedasticity
on the regression analysis, however, this will need to be
verified in a further study.
Using a paired samples t-test, we showed that participants did not significantly improve the accuracy of their
selections beyond their first selection in the PMP. If participants had completed the tasks after their first selection
in the PMP, the reduction in task completion time would
have been dramatic. This appears to be further evidence
that PMP can be used with even greater effectiveness than
was demonstrated in this study.
6.5

Satisfaction and Ease-of-Use

While achieving greater task speed and accuracy with
PMP, a majority of participants found it was also easier
and more satisfying to use. In addition to the subjective
reports of ease-of-use and satisfaction, participants made
several observations about what in particular was easy, difficult, satisfying, or unsatisfying.
6.6

User Feedback and Strategies

Participants focussed nearly three quarters of their observations on the PMP. Their positive observations about
PMP outnumbered the negative by a ratio of approximately 3 to 2. Their negative observations about the 2D
views outnumbered the positive by a ratio of approximately 3 to 1. Some of the negative observations that were
of the “wish list” variety have solutions that could be easily implemented in a future version of the software.
The most frequently observed positive things about
PMP were its ability to “target” and “constrain” searching of the data. These were intended to be strengths of the
experimental software. Participants commonly reported
some kind of discrepancy between the colour differences
that they perceived and the 2D spatial differences that existed in the slices that were navigated to. This had been anticipated in the design of the experimental software. The
chosen scaling of colour appears to have been only partially effective in addressing the issue.
In addition to the expected participant strategies of
“targeting” in the PMP and scanning and bracketing in the
2D views, an additional strategy became apparent during
this user study. A number of participants were also using the boundary shown in the PMP to observe the effects
of their slice navigation in the 2D views. Participants reported doing this in order to help determine when they
could stop searching the slices in a given direction.
Without being advised in the pre-task briefing to that
effect, participants appeared to naturally develop a degree
of trust that the tumour boundary in the PMP could be used
effectively to constrain their searching in the 2D slices.
It is possible that a modification to the pre-task briefing

could lead participants to such a strategy and trust level
more quickly.
7

Conclusions

We have described a new visualisation technique, PMP,
for interactively determining when and where two nested
3D surfaces approach each other. We developed the
technique particularly for real-time medical applications
where a thermal dosage is being applied to a tumour.
We have described a user study in a static scenario,
which showed that PMP enabled faster identification of
regions of nearest proximity and greatest protrusion, and
may also increase the accuracy of such identification. It
was, at the same time, more satisfying and easier to use
than a 2D planar view.
We observed quantitative and qualitative indications
that greater trust in the PMP interface could allow for
quicker selections without significantly affecting accuracy.
We made qualitative observations that we expect to improve the effectiveness of PMP in its next revision.
8

Future Work

We hypothesise that PMP’s performance benefits will extend from the static task to a dynamic scenario. The next
user study, therefore, will investigate the effect of PMP
(present, not present) on accuracy with a dynamic task
where the participant will attempt to be monitoring the
correct slice at convergence while a simulated treatment
volume is growing within a tumour. (Much as with the
real-life surgical scenario.)
Observations of participant strategies during our study
suggested that selections could be made even faster with
PMP, without sacrificing accuracy, by having greater trust
in the technique. Participants’ use of the tumour boundary
shown in the PMP was more sophisticated than expected.
Beyond its intended purpose of increasing a user’s spatial understanding of the data, participants employed the
tumour boundary in the PMP as part of a strategy for constraining searches. In future studies, we will investigate
the effect of boundary interactivity (clickable, not clickable) on PMP performance.
Participant feedback during the present study suggests
that “bookmarking” and colour to proximity mapping
scales are potentially interesting issues to investigate in a
subsequent user study.
We identified the user’s trust of PMP as a critical factor in its successful future adoption as a tool for practical real-world tasks. Real-time MRI-guided thermal therapy has been the domain that provided the primary motivation for investigating PMP. Having demonstrated some
important (but general) performance benefits of PMP, an
appropriate next step in this research will be to conduct a
series of semi-structured exploratory interviews with surgical experts who would potentially be motivated to use
PMP. From such an investigation, one could learn what are
the most important challenges to PMP being accepted and
successfully employed as a tool in real-time MRI-guided
thermal therapies (or other surgical techniques involving
the real-time monitoring of surface proximity).
9
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Abstract
The field of human computation creates
novel user interfaces in order to leverage human capabilities to help solve problems that
are difficult to solve using conventional computational techniques alone. One human
capability that has received limited attention from the human computation community to date is human motor learning and
control. In previous work the authors have
developed a technique known as Continuous
Interactive Simulation in which our natural
ability to explore and master movement in
novel physical situations is used to help solve
problems concerning the control of nonlinear
dynamical systems. The technique allows
human motor learning capabilities to be applied to two broad classes of problem: strategy discovery and strategy refinement. This
paper draws this work together in a complete case study that illustrates the application of the technique to a nonlinear model
of economic growth and environmental sustainability. The results of the case study
reveal new policy strategies that extend previous work on this model. Finally, the approach is reviewed in terms of its relation
to the broader field of human computation
in order to suggest potential paths for wider
deployment and future research.
1

Introduction

The field of human computation is based on leveraging human capabilities that can complement computational systems to solve problems that would be
difficult to solve using computers alone. Human capabilities utilized in human computation so far include
visual image recognition (Von Ahn & Dabbish 2004,
Westphal et al. 2005), language abilities (Bernstein
et al. 2010), spatial reasoning (Eiben et al. 2012), and
knowledge gathering and collation (Chklovski & Gil
2005). One human capability that appears to have received limited attention to date is our innate capacity
to learn and master new ways of controlling the movement of our bodies and the physical environment in
which we move, more formally referred to as motor
learning and control (Schmidt & Lee 2011).
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the Sixteenth Australasian User Interface Conference (AUIC 2015), Sydney, Australia. Conferences in Research and Practice in Information Technology (CRPIT), Vol.
162, Stefan Marks and Rachel Blagojevic, Ed. Reproduction
for academic, not-for-profit purposes permitted provided this
text is included.

Motor learning and control is, essentially, a problem in understanding and manipulating dynamical
systems. The human sensory-motor system must interact with a wide variety of environmental dynamics
in order to produce desired movement outcomes (Neilson & Neilson 2005). Doing so requires the solution
of difficult problems such as prediction, optimisation
and control in the face of delayed and incomplete sensory information, time varying nonlinear dynamics,
and constant disturbance (Wolpert et al. 2001). In a
very real sense we are all natural born dynamicists.
Nonlinear dynamical systems are used to study
phenomena in fields as diverse as physics, biology,
ecology, economics, sociology, and so on. Developing
an understanding of how nonlinear dynamical systems
behave and how they can be controlled is a challenging problem requiring specialist techniques that often apply to only limited classes of systems (MurraySmith & Johansen 1997). Given the wide variety of
dynamical systems and the many complications they
involve there continues to be an important role for
techniques that allow an investigator to gain insight
into the behaviour of a system in a relatively assumption free way without recourse to specific analytic
techniques. The primary means for doing this has
been through visualisation techniques that provide a
means for understanding data “holistically using the
synthetic properties of the mind and eye in unaided
form” (Batty et al. 2006). The approach described
in this paper, known as Continuous Interactive Simulation (CIS), shares the same motivation as visualisation techniques, but extends them to questions
of control and manipulation of dynamical systems,
which are questions of action rather than just perception. CIS allows human participants to interact
with a dynamical system presented as a physical object whose behavior is driven by a simulation the system. Participants can explore the behavior of a system and learn to manipulate it through continuous
real-time physical interaction with the parameters of
the system. Problems concerning the control of a system can then be presented to participants as physical skills to learn and master. Performance of the
skill constitutes a solution to the problem. Previous
work has concentrated on the basic mechanisms of the
approach (McAdam 2010), solving control problems
(McAdam & Nesbitt 2011), exploration of the qualitative properties of dynamical systems (McAdam &
Nesbitt 2012), and the sorts of factors to be considered when operationalising the approach in order to
maximise its effectiveness (McAdam 2014).
The human ability to interact with the physical environment has been used for problem solving a number of times before. The ability to manipulate objects
in space has been used in the context of manipulating constrained physical systems (Witkin et al. 1990),
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architectural design (Harada et al. 1995), and molecular docking problems (Brooks et al. 1990). More
recently this ability has been used to great effect in
systems such as FoldIt in which human spatial reasoning is used to help solve problems in protein folding (Eiben et al. 2012). Manipulation of the system in these approaches is typically via conventional
user interface mechanisms, although movement-based
interfaces with haptic feedback have been used in
molecular simulation applications that use continuous movement-based interaction with haptic feedback
(e.g., Brooks et al. 1990, Bolopion et al. 2009, Comai
& Mazza 2009). These applications rely primarily on
human spatial reasoning as the solution mechanism
and it is the final configuration of the system that
represents the solution to the problem. In contrast,
not only is interaction in CIS based fundamentally
on continuous movement action, but it is the detailed
character and form movement actions as they unfold
that is of primary concern, not just the outcome of
those actions.
The main contribution of this paper is to draw together previous work on this approach in a case study
that illustrates the application of the approach to a
non-trivial nonlinear dynamical system model from
the study of economic growth and environmental sustainability. The results of the case study extend previous work on this model. The case study then provides the basis for an examination of the approach
with respect to the broader field of human computation. This paper is organized as follows. Section 2
provides an overview of CIS and how human motor
learning and control can be applied to the study of
arbitrary dynamical systems and the sorts of problems that can be solved. Sections 3, 4, and 5 describe
the application of these techniques to the case study.
Finally, section 6 discusses the approach in terms of
the broader field of human computation.
2

Movement as Computation

To understand how human motor learning and control can be used as a means of solving certain types
of computational problems consider a continuous dynamical system of the general form
ẋ = f (x(t), u(t), t)

(1)

where f is a function of a vector of variables, x,
that represent the state of the system, a vector of
control variables, u, and time. For models of real
world systems this function is generally nonlinear and
may involve additional complexities such as various
forms of constraints, delays, or disturbances. This is
a continuous-time formulation of a dynamical system.
There are also discrete-time and hybrid formulations,
each of which entails its own set of analytic and computational challenges and assumptions (Goebel et al.
2009). It is relatively easy to formulate dynamical
systems models of real world phenomena that exhibit
behaviour that is richer than can be easily dealt with
using existing techniques.
There are two broad classes of problems concerning systems such as these. The first concerns the general question of, given the controls available, u, what
can be done with the system? What is the repertoire
of dynamic behavior that is possible? What trajectories, x(t), through the state space of the system
are possible? What combinations of controls can be
used to achieve these trajectories? Can the system
be made to move slowly or quickly? Can the system
be stabilized at particular states? Or, in domain level
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terms, in what ways can an economic system be manipulated via fiscal or monetary policy? How might a
population of pests in an agricultural crop respond to
chemical or biological measures? These are somewhat
open-ended questions that invite an exploratory solution approach. Techniques from the analysis of dynamical systems can provide a sketch of the dynamic
possibilities such as where the system can be stabilized and whether certain states can be reached with
the controls available. However, the very nonlinearities that make many dynamical systems interesting
also make understanding the possibilities for controlling them a difficult problem (Bradley 1995). The
techniques that do exist rely on assumptions that do
not hold for all systems of this sort and where they do
apply they typically require a level of mathematical
expertise that is beyond many practitioners attempting to understand dynamical system models.
With an understanding of the sorts of control
strategies that are available for a system we can turn
to a second broad class of problem. Given a particular control strategy, how can we refine the execution
of that strategy to make is as good as possible with
respect to specific criteria? An example of such a
problem is determining the controls, u∗ (t), that steer
a system toward a desired state, x∗ , with criteria such
as doing so as quickly as possible, as smoothly as
possible, or with as little control action as possible.
These problems typically also involve a variety of constraints on the permissable states the system can occupy and on the form and range of control allowed.
For example, if it is possible to control the level of
pests in a crop through a mixture of chemical and
biological measures, how should they be applied in
order to bring the pest under control as quickly as
possible while minimizing the long term use of chemicals? There are a variety of analytic and computational techniques that may be applied to a problem
like this, such as feedback control, model-based control, and optimal control, but again, these techniques
often involve assumptions or technical complexities
that limit their application.
The study of human movement can be characterized as a problem of understanding and controlling
the nonlinear dynamical system comprising the human biomechanical system and the environment with
it interacts (Neilson & Neilson 2005). In this case the
state variables, x, in equation 1 comprise the angles of
the approximately 220 joints in the human musculoskeletal system and the control variables, u, comprise
the tensions in the 700 muscles acting on those joints.
This very complex dynamical system is made more
complex through interaction with the physical environment that contributes additional nonlinear dynamics. Learning to move is essentially a problem in
control strategy discovery and optimization – discovering the ways we can move our bodies and manipulate the physical environment and then refining those
movements through practice until movement becomes
skilled. This is a complex problem and the human
central nervous system devotes considerable resources
to the solution of these problems (Ghez 1991). The
result is an innate ability to explore and master new
dynamic situations. This is exemplified in all manner
of sports and arts in which exploring new dynamic
possibilities is an essential element. Sports such as figure skating, gymnastics, freestyle motorcycling, and
aircraft aerobatics, to name only a handful, all rely
on exploring and mastering new ways of controlling
our bodies and the environment with which they interact. Importantly for our purposes, the dynamics of
all of these situations varies greatly – the mechanisms
underpinning movement are quite general. Further-

Proceedings of the 16th Australasian User Interface Conference (AUIC 2015), Sydney, Australia, 27 30 January 2015

Figure 1: A simple CIS environment for presenting arbitrary dynamical systems as physical objects. Each
axis of a stereoscopic three-dimensional visual scene
represents a state variable of an arbitrary dynamical
system. The position of a ball represents the current
state of the system, x. The ball moves through space
as the state of the system evolves. Three translational
axes of a haptic pen are mapped to the control variables of the system, u. As the user moves the pen
the control variables change, influencing the unfolding dynamics of the system and the motion of the ball.
The box represents a target state for the system, x∗ .
The problem of how to drive the system to the target
state appears to a user as a game of physical skill –
“put the ball in box”.
more, the resulting behavior is robust and adaptive.
Qualities that can be difficult to achieve in analytic
and computational approaches to understanding and
controlling dynamical systems.
These observations have led us to propose Continuous Interactive Simulation as an approach to the
study of dynamical systems based on presenting them
as (virtual) physical objects with which human participants can interact in much the same way they would
any other physical situation. The current state of the
system, x, is represented by attributes of objects in
a 3D virtual environment (location, orientation, size,
colour, etc). As a simulation of the system proceeds,
these objects move and change according to the dynamics of the system. Users directly and continuously
manipulate the control variables, u, using a continuous input device (touch screen gestures, gesture tracking, joystick, haptic pen etc) in order to influence the
motion of the objects. A simple implementation of
this approach is shown in fig 1.
This arrangement allows a user to explore the behavior of the system and its response to control inputs in order to discover strategies for controlling the
system. By experimenting with the effect of movement actions on the behaviour of the ball the user
can start to identify the ways in which the system
can be manipulated. For example, through experimentation a user may discover a strategy for steering
the ball to a particular location in space, i.e. a particular system state, x∗ , represented by a box in fig
1. The user’s movement actions in doing so represent a control strategy, u(t), for achieving this state.
The basic feasibility of strategy discovery of this sort
has been investigated using dynamical systems from
biology and mechanics (McAdam 2010, McAdam &
Nesbitt 2012). Attention can then turn to refining
this general strategy by asking the user to put the

ball in the box as quickly, slowly or smoothly, as possible, with as little movement action as possible, and
so on. With practice a user may be able to improve
their performance with respect to the relevant criteria. The best performance achieved by the user becomes a candidate optimal strategy, u∗ (t). The feasibility of strategy refinement of this sort has been investigated using dynamical systems from biology and
economics (McAdam & Nesbitt 2011, McAdam 2014).
This approach does not assume a particular form
of dynamical system and works for continuous-time,
discrete-time, and hybrid formulations. The main requirement is that the system can be numerically simulated with changes to control variables as the simulation proceeds.
In order to provide a structured experience for
users participating in such a scheme, strategy discovery and strategy refinement problems can be presented as games of physical skill. In the former the
goal is to come up with new ways of controlling the
system using various combinations, magnitudes and
timing of control inputs. Strategy refinement problems can be presented as games with numeric scores
derived from the performance criteria. Competition
between players to achieve the best score can then
be used to motivate and structure the participation
of users in the problem solving process. In the case
of both strategy discovery and strategy refinement
problems, the quality of problem solving is likely to
improve with more participants. Games such as these
could be deployed to a wide number of users in the
form of desktop computer, smart phone or tabletbased applications with the centralized collection of
solutions for analysis and comparison.
3

Taking Wonderland in Hand

In order to illustrate the use of human motor learning
and control as a means of solving computational problems we turn to a dynamical system model that relates economic, demographic, and environmental systems known as Wonderland (Sanderson 1994). This
model consists of four nonlinear difference equations
with 17 parameters and captures interesting phenomena including sudden and catastrophic environmental
collapse under certain conditions. This system has
been used to investigate sustainability of economic
growth (Kohring 2006, Herbert & Leeves 1998) and as
a benchmark problem for visualization techniques for
higher dimensional dynamical systems (Wegenkittl
et al. 1997, Gröller et al. 1996). The model is defined
as follows:
h



i
x(t + 1) = x(t) 1 + b y(t), z(t) − d y(t), z(t) ,


h
iλ
y(t+1) = y(t) 1 + γ − (γ + η) 1 − z(t) − γ0


g x(t), y(t), z(t), p(t)

,
z(t + 1) =
1 + g x(t), y(t), z(t), p(t)


τ
p(t + 1) = p(t) 1 − χ − χ0
,
1+τ
where


 βy 
e
b(y, z) = β0 β1 −
,
1 + eβy

(2) 
τ
1−τ
(3)
(4)

(5)

(6)
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Figure 2: Wonderland Horror Scenario with and without constant tax policy plotted in the x, p, y subspace.
The x, p, y sub-space was chosen rather than the more
usual x, y, z subspace to match the presentation of
the system used in the case study that follows.

 αy 


e
d(y, z) = α0 α1 −
1 + α2 (1 − z)θ ,
αy
1+e
(7)
ρ
z
e δz −ωf (x,y,p) ,
(8)
g(x, y, z, p) =
1−z
and
f (x, y, p) = xyp.
(9)
The state variables x(t), y(t), z(t), and p(t) represent the population, per capital output, stock of
natural capital, and pollution flow per unit of output respectively. The following parameter values represent the so-called “Dream Scenario” in which economic growth continues with little or no impact on
the environment.
• Population - α = 0.09, α0 = 10.0, α1 = 2.5, α2 =
2.0, β = 0.8, β0 = 40.0, β1 = 1.375, θ = 15.0
• Environment - χ = 0.03, δ = 1.0, ρ = 0.2, ω =
0.1, τ = 0.0, χ0 = 0.0
• Economy - γ = 0.04, η = 0.04, λ = 2.0
Changing the value of the parameter χ from 0.03
to 0.01 causes a phase transition to the “Horror Scenario” in which the environment collapses irrevocably after a period of economic growth. An important
question is what can be done to save a system that
happens to be in the Horror Scenario from environmental collapse. One approach is to tax pollution at
is source. Kohring (2006) determined that a modest
tax on emissions can avoid environmental collapse in
a Horror Scenario. The key pollution tax policy parameters are τ , the tax rate on emissions and χ0 , the
incremental improvement in the rate at which technological innovations reduce the pollution flow per unit
of output. The trajectory of the system under the
Horror Scenario with and without a constant tax on
emissions is shown in fig 2.
Previous work has assumed constant values of τ
and χ0 over the course of the scenario and has left
open the question of how they might be varied over
time to provide more policy options (Kohring 2006,
Herbert & Leeves 1998). For example, does a tax
need to be permanent or could it be introduced for
only a short period of time and still lead to the same
overall outcome? If it’s a short period of time, when
should it be applied? How should the tax rate and
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z

(x0, p0, y0)
Figure 3: Participant’s view of the mapping of the
Wonderland system into the simulation environment.
The x, p, and y variables of the system are represented
by the location of an “orb” in X, Y, Z display coordinates respectively. The z variable is represented by
the angular displacement of the orb about the Z-axis
of the display. The orb starts at the initial condition
(x0 , p0 , y0 ). A target state (x∗ , p∗ , y ∗ ) is represented
as an air vent on the back wall of the scene.
the incremental decoupling rate be varied together?
One approach to answering these questions is to ask
the more general question – given control of the parameters τ and χ0 , what are the ways in which it
the system can be manipulated in order to avoid environmental collapse. What is the repertoire of control strategies from which we might choose policy approaches to implement? This is just the sort of problem CIS is designed to explore. As we will see, there
are several general strategies that could be adopted
by policy makers. With several policy options available, we can go on and choose one for implementation
and ask the important follow on question of how we
refine that policy to produce the best possible result
for the particular prevailing circumstances.
To explore these questions we mapped the Wonderland system into a CIS environment similar to that
described in section 2 using the mapping illustrated
in fig 3. The system appeared to a user as an “orb”,
moving in three dimensional space. The orb featured
a small “bauble” on its top. The orb was free to rotate about the Z-axis of the display so that the bauble
could move from its position on top to a position at
the bottom of the object. The system’s x, p, and
y variables were mapped to the X, Y , and Z axes of
the display respectively with the sign of each reversed
(0 ≤ x ≤ 5, 0 ≤ p ≤ 1, 0 ≤ y ≤ 100). The system’s
z variable was mapped to the angular displacement
of the orb about the Z-axis. The bauble at the top
indicated an undamaged environment (z = 1). The
bauble at the bottom indicated environmental collapse (z = 0). The control parameters τ and χ0 were
mapped to the Z and Y axes of the haptic pen respectively (0 ≤ τ ≤ 0.1, 0 ≤ χ0 ≤ 0.5). The movement
of the pen was constrained to move only in the Y Z plane. The pen was spring loaded to return to the
τ = χ0 = 0 position when released. The simulation
of the system proceeded at a rate of 100 simulated
time steps per real time second. At this rate the constant tax trajectory in fig 2 lasted for approximately
2.5 seconds of real time. This particular mapping was
chosen to maximise the correlation between a user’s
action and the response of the orb, a key factor in
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Figure 4: Discovered control strategies A, B, and C.
making a system as easy to deal with for participants
as possible (McAdam 2014). The net result was that
participants experienced the Wonderland model as a
novel physical situation that made no direct reference
to the nature of the underlying phenomena.
4

Strategy Discovery

Under the conventional Horror Scenario with τ =
0, χ0 = 0 the orb rises from its initial position,
(x0 , p0 , y0 ) = (1, 1, 1), and drifts toward the back wall.
After 90 simulated time periods the bauble drops to
the bottom of the orb (environmental collapse) and
the orb drifts to the front upper right corner of the
display following the trajectory shown in fig 2. With
a constant tax policy of τ = 0.025 and χ0 = 0.1 the
orb rises and moves to the left while proceeding to
the back wall of the display avoiding environmental
collapse. As we were interested in alternatives to this
constant tax policy we placed a target (an air vent)
at the position on the back wall reached by the orb
under this policy, i.e., (x∗ , p∗ , y ∗ ) = (4.0, 0.1, 100.0)
(see fig 3) and asked one volunteer participant to explore different ways in which they could get the orb
into the air vent.
The participant explored the behaviour of the system and its response to their movement actions for a
period of 30 minutes. They quickly discovered that
pulling the pen back (increasing τ ) retarded the motion of the orb toward the back wall and that lifting
the pen (increasing χ0 ) increased the rate at which
the orb rose. They also discovered that lifting the
pen only had an effect if the pen was pulled back at
the same time (due to the relation between τ and
χ0 in equation 5). They went on to identify a number of different ways of getting the orb into the air
vent. Closer examination revealed three different control strategies. Trajectories for these three control
strategies are illustrated in fig 4.
Strategies A and B involve manipulation of τ alone
(moving the pen only in the Z-direction). Strategy A
features an impulse of τ (pulling back on the pen)
early in the scenario while strategy B features an impulse later in the scenario. The resulting trajectory
in both cases reaches the back wall at a point below the target air vent. A further impulse as the orb
approached the wall slowed the motion of the ball toward the wall upon which it began to rise. Reducing
τ to zero (releasing the pen) as the orb reached the
correct level allowed the orb to continue its rearward
motion to the target. The time course of these controls is shown in fig 5. Interestingly, the participant

Figure 5: Control histories for stratgies A, B, and C.
τ shown as a solid line. χ0 shown as a dotted line.
was unable to reach the target with a constant value
of τ (fixed position of the pen). The system appears
to require active control of τ when χ0 = 0 in order to
reach the target.
Strategy C involves a short impulse of both τ and
χ0 . If the timing and magnitude was correct the impulse set the orb on a trajectory that reached the
target with no further intervention. It also reached
the target significantly faster than strategies A and B
taking 151 time periods to reach the target compared
with approximately 220 time periods for strategies A
and B. It was also faster than the constant tax policy
that took 173 time periods to reach the target.
In all three cases the outcome of the scenario is
largely the same – the application of a tax on emission results in sustainable economic growth. The difference between the strategies is in the detail of the
trajectory and the controls used. While strategy C
may seem attractive because of the relatively short
period of intervention required and the speed at which
it reaches the target, it may be difficult in practice to
achieve an increase in χ0 . Furthermore, the system
is vulnerable to disturbance on its way to the target
following the initial intervention. While slower to the
target, strategies A and B might be considered more
robust in that the magnitude and timing of the final
period of taxation could be adjusted to account for
disturbances that may have occurred earlier in the
scenario.
With only a little experimentation the participant,
who had no expertise in economics or related fields
nor any expertise in nonlinear system analysis, was
able to discover three additional ways of manipulating the Wonderland system to meet the policy objective of environmentally sustainable economic growth.
These strategies may give policy makers more latitude
in achieving the desired outcomes while taking other
considerations into account such as the political implications of the timing of tax imposts or the ability
to influence the impact of technological innovation on
emission rates.
Of course, there may be other strategies that were
not discovered in the short time given to our single
participant. More participants exploring the behavior
of the system across a range of initial conditions and
parameter settings may discover additional strategies.
5

Strategy Refinement

The policy strategies described above provide a sampling of what might be done with the system to
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Figure 7: Top 10 solutions (fastest time to target).

achieve the policy objective of sustainable growth
without environmental collapse. We now turn to the
question of how to refine a particular policy option.
The policy we set out to refine is similar to strategy
C described above that involves manipulation of both
τ and χ0 . The objective was to steer the system to
the target, (x∗ , p∗ , y ∗ ) = (4.0, 0.1, 100.0), as quickly
as possible. To make the problem a little more complicated we added an additional constraint that required the system to pass through an intermediate
state, (x1 , p1 , y1 ) = (3.4, 0.2, 50.0), on the way to the
target. Such a constraint might represent a mid-term
policy objective. The placement of this intermediate
state was such that the system required active control to reach the intermediate state and then further
active control to steer the system to the ultimate target.
This refinement problem was presented to a further two volunteer participants as a game in which
the objective was to steer the orb into the air vent as
quickly as possible passing through an intermediate
target box on the way. An additional obstacle was
introduced to force participants to avoid the region
of space in which environmental collapse was likely.
In effect, the participants were asked to solve a nonlinear optimal control problem with non-convex state
constraints. A problem such as this is challenging
to solve using optimal control techniques and the application of available numerical tools (e.g., Ross &
Fahroo 2002) requires a level of mathematical sophistication that puts the solution out of reach for most
practitioners. The participant’s view of this problem
is illustrated in fig 6. The score – the time taken
to reach the target – was displayed on the back wall
of the scene and the best scores were recorded on a
leader board available to both participants.
The game was set up in an office environment and
the participants were given a period of 2 hours to play
the game organising their time playing the game as
they wished. During that time the participants spent
a total of about 40 mins playing the game taking turns
during that time. In total they made 225 attempts at
the game. Participant 1 made 154 attempts over three
turns (41, 16, 103 attempts in each turn, respectively)
alternating with participant 2 who made 71 attempts,
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Figure 6: Participants view of the strategy refinement problem. The dark monolith is an obstacle to
be avoided. The suspended box at (x1 , p1 , y1 ) is a
way-point through which the orb must pass on the
way to the target represented by the air vent on the
back wall at (x∗ , p∗ , y ∗ ).
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Figure 8: Control history for the best solutqion found
by participant 1. τ shown as a solid line. χ0 shown
as a dotted line.
also over three turns (10, 48, and 7 attempts in each
turn). Both participants were able to produce solutions to the problem that satisfied the constraints.
Fig 7 illustrates the top 10, i.e. fastest, trajectories.
Of these top 10 solutions five were achieved by participant 1 and 5 by participant 2. The fastest time
of 172 time periods was achieved by participant 1.
Fig 8 illustrates the control history for this best solution. Both participants reported that they enjoyed
the game and that they would participate in more
game playing of this sort.
The improvement in performance of both participants over their respective turns at playing the game
is shown in fig 9. Performance for both participants
was significantly better on their final turn than on
their first turn, indicating that they had managed
to refine the control strategy with respect to the
specified criterion – time to reach the target – with
practice. A more detailed analysis of performance
improvement has not been carried out due to the
loosely organised participation, but it would appear
that participant 2 may have performed better than
participant 1 on average, although the best score was
achieved by participant 1. More detailed analysis of
individual performance improvement during problem
solving of this sort has been carried out previously
(McAdam 2014).
The results of the case study illustrate that the
innate human ability to explore and refine movement
in novel physical situations can be used as a way to
learn more about arbitrary nonlinear dynamical systems. A small number of participants in a relatively
short amount of time were able to extend results in
the study the Wonderland model. Previous results
in the study of this model have required specialist
domain and mathematical knowledge. To our participants the problem was purely physical in nature with
no reference to the domain origins of the system.
It is important to acknowledge that any strategies or solutions produced using this approach will be
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Figure 9: Improvement in participant performance
over three turns at playing the game. Participant 1
had three turns at playing the game with 41, 16, and
103 attempts in each. Participant 2 also had three
turns at playing the game with 10, 48, and 7 attempts
in each.
colored by the dynamic characteristics of the mechanisms underpinning human motor learning and control. As a result, it is unlikely that the best solution produced in the case study will be strictly optimal (McAdam & Nesbitt 2011). Inherent variation
in performance, reaction times, and speed/accuracy
trade-offs will lead to solutions that are at best approximate. For example, the size of target boxes is
related to speed/accuracy trade-offs in human movement performance and are one source of error in the
solutions produced. Nonetheless, it’s a good solution
in that it satisfies the constraints of the problem and
is better than any of the other solutions generated.
Furthermore, the variation in the top 10 solutions illustrated in fig 7 demonstrate a level of robustness in
the solutions produced.
Perhaps the greatest virtue of the solutions produced in this case study is that they were produced
with relative ease and without recourse to specific analytic or computational techniques. This case study
used a discrete-time model, but previous work has
used continuous-time models, and the approach also
works for hybrid models. It is also easy to add complications such as the non-convex state constraints (obstacles) in the case study example, stochastic disturbances, and delays, all of which are regular features of
the physical environment in which human movement
occurs. Approximate solutions in the face of such
complications may be the only solutions available or
they may serve as initial estimates for further refinement via more conventional computational means.
6

CIS as Human Computation

Human computation has been defined in numerous
ways, but three key characteristics are (a) the use of
a human capability to perform a task that is difficult
to solve using conventional computational resources,
(b) the engagement of potentially large numbers of
individuals to provide that capability, and (c) the
coordination of the work of those individuals by a
computer system or process (von Ahn 2005, Quinn
& Bederson 2011, Yuen et al. 2009). CIS uses human
motor learning capabilities to solve problems concerning dynamical systems, but what is to be gained by

engaging potentially large numbers of other people
in the problem solving process? While CIS shares a
motivational basis with visualisation techniques for
dynamical systems a significant difference is that the
process of motor learning takes time. Solving a problem in CIS takes time and effort, i.e., practice, in order
to learn the skills needed to solve a problem. Visualisation techniques allow an investigator to quickly
apprehend patterns in the behaviour of a dynamical
system. In contrast, the participants in the case study
spent a total of approximately 40 minutes refining
their skills in order to produce their best solutions.
With more practice it may have been possible for
them to produce better solutions. Furthermore, there
can be significant differences in the rate at which different participants learn the skills needed to solve a
problem (McAdam 2014). If a particular problem requires a significant amount of skill development then
it may not be practical for an investigator to devote
the time themselves to solving the problem. Delegating this work to others may help to increase the
effectiveness of the approach by giving it to people
with the time, motivation, and ability to solve the
problem in this way. Delegating the work to potentially large numbers of people may also help maximise
the return on the work required to engage others in
the problem solving process by solving ensembles of
problems that vary in initial conditions and parameter and constraint values.
If we accept the premise that engaging the help
of others to solve problems using CIS is useful, then
the field of human computation has a lot to offer in
terms of successfully deploying the technique. The
taxonomy of human computation systems developed
by Quinn & Bederson (2011) captures many important aspects of human computation systems. The dimensions of this taxonomy are summarized in table
1 along with example values for each of these dimensions drawn from existing human computation systems and the values of most relevance to the approach
described in this paper.
The motivation dimension captures the reasons
why people would choose to participate in a human
computation system. From our initial experiments
with this approach it seems that enjoyment may be
a prime motivation for participants. Arbitrary games
of physical skill have long been a mainstay of sideshow
alley. This enthusiasm for games of physical skill is
further reflected in the vast number of smart phone
and tablet-based games of physical skill currently
available. The participants in our case study spontaneously organised their participation into a turn
taking competition and reported that they enjoyed
playing the game and that they would like to play
more games of this form. Altruism may also help motivate people to participate in this form of problem
solving. The participants were also told that they
were, in fact, solving an important problem in environmental sustainability, even though that was not
apparent in their experience of the game. This appealed to the participants who were keen to understand the significance of what they had achieved after
playing the game. Furthermore, informing people of
the importance of a physical task can improve their
motivation to practice and improve their skill at the
task (Schmidt & Lee 2011).
Quality control refers to how the solutions produced by participants are checked for correctness and
validity. For the types of problems we are interested
in it is typically the feasibility and optimality of solutions that matter most. Redundancy is one approach to quality control we can use. We had a degree
of redundancy in our strategy refinement game with
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Dimension
Motivation
Quality control

Aggregation
Human skill
Process order

Task-request cardinality

Example values
Pay, Altruism, Enjoyment, Reputation, Implicit Work
Input/output agreement, Economic models,
Defensive task design, Redundancy, Ground
truth seeding, Statistical filtering, Multilevel
review, Expert review, Automatic check, Reputation system
Collection, Wisdom of crowds, Search, Iterative improvement, Genetic algorithm, None
Visual recognition, Spatial reasoning, Language understanding, Human communication
Computer → Worker → Requester, Worker
→ Requester → Computer, Computer →
Worker → Requester → Computer, Requester
→ Worker
One-to-one, Many-to-many, Many-to-one,
Few-to-one

Continuous Interactive Simulation
Enjoyment, altruism
Redundancy, Defensive task design, Expert Review

Iterative improvement
Human motor learning and control
Requester → Worker

Many-to-one, Few-to-one

Table 1: CIS in relation to the dimensions of human computation systems
.

two players each making multiple attempts to solve
the problem. This redundancy could be scaled up
through web or app store deployment of the game to
larger numbers of participants. Scaling up to more
participants would help explore a greater number of
strategies and increase the likelihood of finding close
to optimal refinements of those strategies. Another
approach that can be used to ensure the quality of solutions is defensive task design. In our case study we
added elements such as constraints and target boxes
to the game to ensure participants were refining the
particular strategy under we wanted them to refine.
Ultimately, it will be expert review from the investigator who initiated the problem solving exercise that
will determine the value of solutions produced.
Aggregation refers to the method by which individual contributions are assembled to create a total
solution. Our approach uses iterative improvement
both within and between participants. An individual participant successively refines their own solution
to the problem through practice while solutions can
be shared between participants to help foster further
strategy and skill development. Competition between
participants may be a good way to facilitate individual and collective solution improvement in much the
same way that sporting competition fosters development in other forms of physical activity.
The human skill involved is motor learning and
control – the general capability to explore and master new physical skills. To our knowledge human motor learning and control has not previously been used
in human computation systems in the way we have
described.
As described, a likely process order for this approach to problem solving would be for a requester to
post problems to be solved in the form of games for
workers to play. The role of a computer system in this
arrangement would be to distribute games to players
and collate results for the requester to analyze.
Given the desirability of involving a potentially
large number of participants to help solve a given
problem the task-request cardinality might typically
be many-to-one. However, there may be systems for
which particular individuals develop specialized skill
in which the cardinality may be few-to-one or even
one-to-one.
This brief analysis suggests that the proposed approach can be aligned with the broader notion of human computation systems as they are currently understood. If a game-based metaphor is used to present
problem solving tasks to participants there are a num-
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ber of more specific issues to address. Game-based
human computation systems are widespread and are
developing a literature of their own (Pe-Than et al.
2013). Key considerations when constructing games
for human computation include the type of interaction amongst players, incentives, and scoring systems. CIS, as developed so far, lends itself to competition between single players who interact with each
other indirectly through a scoring system. More complex forms of CIS are envisaged in which multi-player
games might be used to solve problems concerning
control of dynamical systems by multiple agents, such
as differential games (Kamien & Schwartz 1991).
There are, of course, a range of other practical issues to be addressed in deploying CIS as part of a
human computation system. If a game metaphor is
to be used then a game needs to be designed for each
problem. This can be facilitated by using a platform
that is easily adapted to new problems as they arise.
The platform used for the case study presented in
this paper is such a platform. A high level configuration language allows a game to specified directly in
terms of the dynamics of the problem, target states,
constraints, performance criteria, and so on. Even
so, there are still numerous factors that need to be
considered in order to present a problem in a way
that maximizes the likelihood that participants will
be able to solve the problem. Many of these concern
factors related to human motor learning and performance characteristics such as the size of target boxes,
the speed at which the simulation proceeds, and so
on. Some problems will, inevitably, be more challenging to solve than others, but careful attention to
these sorts of details will help ensure that a problem
is no more difficult to solve than necessary. The extent to which additional computer game features such
as plot and emotional engagement may help motivate
and sustain participation in this form of problem solving is yet to be explored (Carranza & Krause 2012).
Another issue that needs to be addressed is that of
the hardware used. The case study presented in this
paper used a 3D stereoscopic display and a haptic pen
for input. These devices were used because of their
resolution and flexibility, but they are not devices
that all prospective participants would have access
to. Problems distributed in the form of smart phone
or tablet-based games would reach a much larger potential audience, but would need to make use of small
display screens and touch screen and accelerometerbased input.
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Conclusion

Strategy discovery and refinement through direct real
time physical interaction with a dynamical system is,
to our knowledge, a novel approach to understanding dynamical systems. By presenting a dynamical
system in terms of physical objects with which a participant can interact CIS allows participants to deal
with arbitrary dynamical systems in the same way
they would deal with any new physical situation –
through the mechanisms of motor learning and control. This approach supports both open ended exploration of the dynamic possibilities of a system as well
as more structured problem solving that can be conveniently presented as games of physical skill. The
popularity of dynamics based games of physical skill
on smart phones and tablet computers suggests that
there is a population of potential participants for this
style of problem solving. Research is continuing on
developing the basic mechanisms to handle problems
with more state and control variables and problems
that involve more than one participant in the solution. Alignment with current and emerging theory
and practice in human computation will help guide
the development of the approach, hopefully to the
point where it becomes a useful addition to the canon
of human computation techniques.
8
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Abstract
Exercise video games have become increasingly popular due to their potential as tools to increase user
motivation to exercise. In recent years we have seen
an emergence of consumer level interface devices suitable for use in gaming. While past research has indicated that immersion is a factor in exergame effectiveness, there has been little research investigating the
use of immersive interface technologies such as head
mounted displays for use in exergames.
In this paper we identify and discuss five major design challenges associated with the use of immersive
technologies in exergaming: motion sickness caused
by sensory disconnect when using a head mounted
display, reliable bodily motion tracking controls, the
health and safety concerns of exercising when using
immersive technologies, the selection of an appropriate player perspective, and physical feedback latency.
We demonstrate a prototype exergame utilising several affordable immersive gaming devices as a case
study in overcoming these challenges. The results of
a user study we conducted found that our prototype
game was largely successful in overcoming these challenges, although further work would lead to improvement and we were able to identify further issues associated with the use of a head mounted display during
exercise.
Keywords: exergame, motion tracking, head-mounted
display
1

Introduction

In recent years a number of virtual and augmented
reality technologies have become commercially available. Head-mounted displays such as the Oculus
Rift and motion tracking tools such as the Microsoft
Kinect or Playstation Camera are widely available at
a reasonable price. Many games have been developed
to take advantages of these newly available technologies, and some work has been done around combining motion tracking and head-mounted displays, but
no work has been done combining these technologies
Copyright c 2015, Australian Computer Society, Inc. This paper appeared at the Sixteenth Australasian User Interface Conference (AUIC 2015), Sydney, Australia. Conferences in Research and Practice in Information Technology (CRPIT), Vol.
162. Stefan Marks and Rachel Blagojevic, Eds. Reproduction
for academic, not-for-profit purposes permitted provided this
text is included.

to create an immersive exergame based entirely on a
bodily interface.
Whilst these new technologies show a lot of potential for the creation of immersive exergames, they
also bring with them a number of challenges. We
have identified the following five major challenges associated with the use of immersive technologies in exergaming. Firstly, careless game design when using a
head-mounted display is likely to cause motion sickness (Merhi et al. 2007). This may be due to sensory disconnect, or cue conflict (Reason 1978, Duh
et al. 2004). Secondly, when using motion controls in
a game, these motion controls need to be accurate,
otherwise they will lead to frustration for the player
(Kiili & Merilampi 2010, Hernandez et al. 2012). The
third challenge lies in selecting an appropriate view
for the player based on the display technology being
used. The fourth challenge is the collection of health
and safety risks associated with the use of bodily motion controls and head-mounted displays during high
intensity exercise. The fifth challenge we identified
during user testing of our exergame prototype, and is
the issue of feedback latency. When an exergame is
giving sensory feedback to the user, it is important
that this feedback occurs with minimal delay.
In this paper, we discuss these challenges and their
potential solutions, and show a prototype exergame
we developed as a case study in overcoming these
challenges. The results with respect to the efficacy
of this prototype as an exercise motivational tool following our user study are discussed in another paper
(Shaw et al. 2015). Section 2 reviews relevant research
on virtual reality interaction and immersive exergame
designs. Section 3 presents a brief summary of the design and implementation of our case study exergame.
Section 4 discusses the major challenges we identified
in virtual reality exergame design, talks about the
steps we took to overcome these challenges, and evaluates the effectiveness of these steps in light of how
our prototype performed during our user study. We
conclude our research in Section 5 and identify some
areas suitable for further research.
2

Related Work

Reviewing related literature led to the identification
of several potential challenges in VR exergaming.
One challenge associated with VR is simulator sickness, discussed in several papers. Kolasinski (1995)
offers a thorough evaluation of the potential causes
and factors associated with motion sickness in vir-
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tual reality environments. The paper identifies factors that may be associated with motion sickness and
divides them into three categories. The first category is subject factors, which are characteristics of
the individual using the simulator such as age and
simulation experience which may predispose them to
motion sickness. The second category is simulator
factors, characteristics of the simulation mechanism
such as poor calibration or framerate which make it
more likely to cause motion sickness. The third category is task factors, characteristics of the specific virtual environment and task such as duration and the
user’s degree of control which may make it more likely
to cause motion sickness. The design of an immersive
virtual reality exergame should take into consideration these factors, in particular the simulation and
task factors.
Moss & Muth (2011) also examine simulator sickness. Their work is particularly relevant due to its
focus on head-mounted displays. In our work we
are using a head mounted display to provide an immersive experience to the user. The paper examines
how various conditions including update delay, image scale factor, and peripheral vision affect the incidence of motion sickness among individuals using
head-mounted displays. While many of the findings
are mainly applicable for the design of head-mounted
display hardware, it shows consistent results with previous research both in theories of cue conflicts leading
to motion sickness (Reason 1978, Duh et al. 2004),
and in postural instability leading to motion sickness (Riccio & Stoffregen 1991, Stoffregen & Smart Jr
1998).
The paper “Design of an Exergaming Station for
Children with Cerebral Palsy”, by Hernandez et al.
(2012) is one of the few past works that examines human-computer-interaction considerations in
exergaming. This paper is similar to our paper, in
that it discusses challenges in the design of an exergaming system. However, the particular challenges
this paper examines are those associated with the limitations caused by cerebral palsy, for example the necessity of providing proper support for a user who may
not be able to support themselves. In this paper, the
authors design and evaluate an exercycle gaming device to be used by children who suffer from cerebral
palsy, as well as some simple exergames using this
device. Whilst the findings of this paper are mostly
applicable to designing for users suffering from cerebral palsy, its examination of pedalling input methods
is interesting. It found that any disconnect or latency
between changes to the player’s pedalling speed and
the reflection of that speed in game was quickly noticed and disliked by the players, even when the disconnect appeared to make the game easier.
Sinclair et al. (2007) also discuss interaction considerations for exergame design. Unlike our work, this
paper evaluates several existing commercial exergaming products and motion control systems, and discusses the psychological, exercise, and interface factors that affect an exergame. Of interest is the examination of interface factors. The authors state that
the player should be able to focus on a narrow field
of attention, either the game being played or the input device being used. As an example, they identify the frequency of exercise bikes being used as the
primary input device, where the user is stable and
thus able to focus on the game instead of the device.
They also point out a two similar devices with different success levels, Dance Dance Revolution and the
Nintendo Power Pad. In Dance Dance Revolution,
the game provides simple visual information, allowing the players to focus on their input. The Nintendo
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Power Pad is a similar device, but with more elaborate games requiring a split in the player’s attention,
which the authors suggest may have led to it being
less successful.
Some attempts have been made to investigate the
effects of immersion in exergames. Mokka et al.
(2003) developed an exergame using immersive techniques to attempt to provide a more motivating experience. For this paper, the authors produced an
exergame similar in many design aspects to our prototype. The game involved using an exercise bike to
navigate a 3D virtual environment containing a cycle track, with the goal of completing the track in
a suitable time. The game provided realistic sounds
suitable to the scene, and the resistance of the exercise bike changed with the gradient of the terrain; if
the terrain was an uphill slope, the resistance would
increase, and vice versa. A pilot study was conducted
and found that whilst use of the immersive game was
a pleasant experience, it still felt like exercise, rather
than gaming. It should be noted that this study was
somewhat limited, containing only nine participants,
none of whom played video games regularly.
The work of Mestre et al. (2011) also looks at the
relationship between immersion in exergames and the
general experience of exercise. Using gaze tracking,
the authors found that sensory stimulation such as
that provided by an exergame distracted participants
from the exercise, and thus improved their performance and enjoyment. This study was somewhat
lacking in that the participants had no meaningful
control over the virtual environment; they were only
able to control the speed at which a video of a cycling
perspective played, by changing the speed at which
they pedalled.
Kiili & Merilampi (2010) investigate the use of
simple, accelerometer driven exergames as tools to
motivate exercise in children. Similarly to our work,
their goal is to determine optimal design factors for
exergames. However, some of the games in this study
involve activity that may have reduced the immersion experienced by the participants. These games
use exercise that did not have a relation to the activity occurring in the game; for example, users perform squats as exercise in order to pull a rope in a
tug of war game. The participants in the study reportedly showed less interest these games than in the
ones with a better mapping between bodily motion
and game activity. The participants in this study also
had a negative reaction to delays between their physical activity and the result in the game and showed
a desire for motion control to be accurate. This suggests that a close mapping between user’s motion and
game actions in a virtual reality environment is highly
important.
Previous research has touched on HCI design challenges in exergames and the challenges of using immersive virtual reality technologies. However there
has been no detailed evaluation of these design challenges or guidelines on how to overcome them.
3
3.1

Case Study of an Exercycle Game
Design

We constructed an exergame as a case study for designing around the challenges associated with virtual
reality exergaming. The primary requirement for the
design of our exergame was that it be suitable for
moderate to high intensity exercise for extended periods of time.
In our game, the user cycles on an exercise bike
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in order to move their virtual representation along a
track. The track contains obstacles such as pits which
the user attempts to avoid by moving their body in
order to control their position in game. The speed at
which the user moves in game depends on the speed
at which they are cycling.
The objective of the game is to achieve the maximum score within a predetermined time (depending
on player preferences or intended health objectives).
The rate at which the player’s score increases depends
on the speed at which they are pedalling, and upon
their ability to secure often difficult to obtain bonuses.
The player starts the game with a certain number of
lives, which may be depleted by failing to avoid pits in
the track, or by being knocked off the track by shots
from cannons positioned to the sides of the track. The
number of lives may be increased by collecting bonus
lives available in the game environment. When the
player loses a life, the game places them back at a
point just before the location where the life was lost.
The game environment is a semi-linear track suspended above water. The entire game environment
is procedurally generated, allowing it to be potentially infinite in length, and guaranteeing that no two
play sessions will be identical. The game environment
contains obstacles that may be avoided using simple
motion controls: pits and barriers on the track itself,
and cannons beside the track that fire at the player.
It also contains various bonuses, such as additional
lives, extra points, and boosts that temporarily set
the resistance of the exercise bike to the minimum
level.
3.2

to the Arduino. The Arduino then determines the required number of button presses to reach that desired
resistance and begins pressing the buttons. Whilst
this does fulfil our requirement, it suffers from a lack
of speed. The minimum interval at which the bike
can recognise subsequent button presses is approximately 160 milliseconds. This means that it can take
several seconds for the bike to go from one extreme
of resistance to the other.
Due to the required delay when adjusting the resistance level of the exercise bike, it is possible for the
computer to send adjustments to the desired resistance level at a higher rate than can be processed. In
order to keep the actual resistance level synchronised
with the desired resistance level as much as possible,
the Arduino discards all input except for the most recent in each cycle. This means that it will always be
adjusting the resistance to the current desired level,
rather than to a previously queued one.

Implementation

The exergame was written using the Unity game engine, version 3.5.7. The Unity game engine was chosen based on its ability to interface with a broad
range of devices, the quality of its documentation,
and its ability to handle procedural content generation. Game objects were developed using the Blender
modelling tools and Unity’s built in primitives. Some
of Unity’s standard asset packages (e.g. water, particle effects) were also used.
Our exergame interfaces with a LifeFitness 95CI
Upright Exercise Bike, shown in Figure 1. We had
two requirements for interfacing with the bike, firstly
that we were able to retrieve from the bike information about the speed at which the user was pedalling.
The second requirement was that we were able to control the resistance of the bike in order to create immersion by having the difficulty of pedalling reflect
circumstances within the game (e.g. pedalling difficulty increasing as the user attempts to travel up a
slope).
For the first requirement, we were able to read
exercise data using the bike’s Communications Specification for Fitness Equipment (CSAFE) port. This
provides serial communication between the bike and
a computer, and specifies a set of commands to which
the bike will respond. Through this we were able to
retrieve a number of useful pieces of information, including the user’s speed and heart rate.
Whilst CSAFE offers commands for adjusting the
resistance and/or incline of exercise equipment, the
95CI exercise bike does not support those commands.
In order to get around this problem, we used an Arduino micro-controller to electronically trigger presses
of the bike’s manual resistance buttons. The exergame maintains a serial connection with the Arduino, and whenever it determines that the resistance
should change, it sends the updated resistance level

Figure 1: Exercycle game hardware setup.
We placed the Kinect 2 metres to the right of the
user, and 1.6 metres above the ground (the approximate height of the user’s head when seated on the
bike). Figure 2 shows the approximate arrangement
of devices. We found it advantageous to place the
Kinect to the side of the user rather than in front of
the user, as it was able to track them equally well
from the side whilst our equipment setup would interfere with its ability to detect the user when placed
in front of them.
The Kinect did initially have some issues with the
Oculus Rift in that the Kinect operates at exactly
thirty frames per second, but that low framerate can
cause motion sickness related discomfort when using
a head-mounted display (Kolasinski 1995). However,
this problem was solved by moving the Kinect operations into a separate thread that did not affect the
overall framerate of the game.
4
4.1

HCI Challenges
Motion Sickness due to Sensory Disconnect

Past work has indicated that video games presented
on a head-mounted display can induce motion sickness (Merhi et al. 2007, Moss & Muth 2011). One
of the theories which may explain this is cue conflict,
where different senses give conflicting reports about
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cue conflicts that may arise, either by avoiding such
triggering scenarios in the game itself (for example:
using artificial boosts rather than slopes), or by utilising technology that allows for vestibular feedback.
We conducted a minor secondary study using our
exergame to look specifically at motion sickness while
wearing a head-mounted display. In this secondary
study, participants were instructed to use the game
for 20 minutes or until they felt sick. During this
study, several participants felt some initial discomfort, but as their session progressed they were able to
overcome it and only one participant was unable to
complete the full 20 minutes, stopping after 2 minutes due to severe nausea. Our findings of participants who suffered only minor discomfort becoming
familiar with the virtual environment and no longer
suffering discomfort are consistent with past research
(Kolasinski 1995).
Figure 2: Arrangement of Devices
the body’s motion, inducing sickness (Reason 1978,
Duh et al. 2004). Motion sickness is highly undesirable in an exercise game, thus we endeavoured to
design the game to minimise the likelihood of it occurring.
In our early testing, we detected the user leaning
left and right on the exercise bike, and mapped this
leaning to turning left and right in the game. Whilst
this was reasonably straightforward when the game
was presented on a screen, we found that when the
game was presented on a head-mounted display this
was counter-intuitive and caused motion sickness related discomfort. We found better results with the
user’s bodily motion mapped to sideways travel. Because of this, we designed the game environment in
such as way as to not require turning, but only linear
motion on any axis. The track proceeds in a specific
direction, and the user’s bodily motion causes their
representation to move to either side of the track.
In order to minimise cue conflicts, we closely map
the position of the user’s head as detected by the
Kinect to the position of the game camera. As the
user moves their head to the left, the camera also
moves to the left, and vice versa.
Our exergame prototype was reasonably effective
in preventing motion sickness through sensory disconnect. The incidence of motion sickness in our study
was relatively low, likely in part to our use of the
Kinect to track the user’s head position and update
the camera position accordingly, thus reducing potential sensory mismatch. However, there were some
circumstances where motion sickness related discomfort did arise. When cycling down ramps or falling
down pits while wearing the Oculus Rift, several participants commented on an uncomfortable feeling of
the bike pitching forwards. We believe that this was
a case of sensory mismatch similar to that identified
in past works (Reason 1978, Duh et al. 2004), where
conflicting information was being received: the visual
system indicates that the body is travelling downhill,
whilst the vestibular system indicates that the body
is on a level surface. Of interest is the fact that this
was only mentioned when moving down, not up. This
may be because the user feels in control when moving
upwards; when moving upwards their motion decelerates, in contrast to the acceleration experienced when
moving downwards as the game included no capacity
for braking one’s motion. Our results on motion sickness related discomfort suggest that future designs of
fully immersive exergames should work to minimise
64

4.2

Motion Tracking

When using bodily motion controls, past research has
indicated that it is important that these motion controls are accurate (Kiili & Merilampi 2010, Hernandez et al. 2012). Because of this, we found it necessary to evaluate several methods of motion tracking
for their accuracy and suitability for use in our exergame. We required that the tracking method be
able to identify to which side and approximately how
far the user was leaning. Ideally, the tracking method
should also be able to identify motion in a second dimension. We allowed for small amounts of interference on the grounds that our game should be able to
filter it out. We evaluated four different methods of
tracking the user’s head position: Optical Flow, Haar
Cascades, FaceAPI, and the Microsoft Kinect. These
four methods were evaluated on five criteria items:
1. What portion of the time is the tracking method
able to track the user’s movements?
2. In how many dimensions can the user’s movements be tracked?
3. How prone is the tracking method to interference?
4. How easily can the tracking method be integrated with the game in Unity?
5. Will use of a head-mounted display, in particular the Oculus Rift, interfere with the method’s
ability to track the user?
4.2.1

Optical Flow

The first method, Optical Flow, was tested using
the OpenCV implementation of the Block Matching
and Lucas-Kanaade algorithms. The video stream on
which these algorithms was applied was sourced from
a standard web camera placed in front of the user
on the exercise bike. The vector map generated by
the optical flow process was examined to determine
the centre of the movement. Based on where in the
image the centre of movement fell, the user’s current
position (and therefore movement) was determined.
Evaluating optical flow against the criteria given
above, optical flow picked up all movement. However,
because it produced regions of movement, it was difficult to reliably identify movement other than from
side to side, meaning that the tracking was essentially
one dimensional. Optical flow was extremely prone to
interference. Every time the camera settings changed
(for example, adjusting to handle a changed light level
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in the room as someone out of view passes in front of a
window), the entire image would show movement for
a few frames, any motion in the background would
cause interference, and certain materials showed motion at all times (a user wearing a red woollen jersey
showed constant movement in the torso area). Optical flow is not natively supported by Unity, but the
creation of a plugin or data streaming tool to allow
it to work with Unity is not a complicated process.
Because optical flow works just by detecting areas of
movement, rather than attempting to identify specific features, a user wearing an Oculus Rift (or other
headgear) is not a problem.

this method is not natively supported by Unity, but
the creation of a plugin or data streamer to provide
the information is not difficult.
Like FaceAPI, because this method is based on
recognising a face, wearing the Oculus Rift interferes
with detection. However, this method is able to use
alternative data sets as a basis for the feature detection. Using a mouth detection data set (the mouth
not being covered by the Oculus Rift) this method
was still able to track the user’s face with about 75%
accuracy even when wearing the Oculus Rift.

4.2.2

The fourth method, skeleton detection using the Microsoft Kinect, used a standard Xbox model Kinect
placed to the side of the user on the bike. This
method suffers from the limitation that the Kinect
must be placed at a distance of approximately two
metres from the user, as nearer than that the Kinect’s
ability to identify a person becomes unreliable. The
Kinect proved extremely reliable in tracking the user’s
position, although it did require initial calibration to
map its skeletal model to the user. However, after
this initial calibration, it was able to track the user’s
head almost 100% of the time. The Kinect was able to
provide accurate tracking information in three dimensions, regardless of the orientation of the user’s head.
The Kinect was largely not prone to interference, although if someone stood in the middle of its field of
view in such a way that their image in the depth
map was more clearly a person, it would occasionally
switch to tracking them. Integration with Unity for
the Kinect is straightforward, as Kinect plugins and
documentation for Unity already exist. As the Kinect
does not require facial recognition, but rather detects
human shapes, some types of headgear, including the
Oculus Rift, do not interfere with its ability to track
users (although some things such as long thick hair
or a headscarf, that make the neck less distinct from
the head, do make it slightly less reliable at the initial
detection of the head).
Based on the relative accuracy and reliability of
the four methods we evaluated, we chose to use the
Kinect. While performing the initial testing and evaluation of tracking methods, the Kinect proved highly
accurate with its tracking. However, when conducting a user study on the full game, where the game
was exposed to a greater range of body types, the
Kinect’s position did need to be adjusted in order to
track the tallest of participants. However, if there
had been space to position the Kinect further from
the bike, the greater field of view may have meant
that this would not have been a problem.
Overall, our prototype was good for providing responsive motion controls. The controls were accurate and consistent, with the Kinect effectively picking up all of the user’s motion. Nonetheless, the responsiveness of the motion controls was still the subject of some feedback similar to that found by Kiili &
Merilampi (2010), particularly when using the Oculus Rift. When a user leans to the side, their motion
first removes any momentum in the opposite direction, before adding momentum to their desired direction. Thus if users are travelling in one direction, a
change of direction may take a second to occur. This
was not a major problem when testing the game using a traditional monitor as display, since the third
person view of the avatar indicated how the body motion effected the characters pose and cycle direction.
However, some participants who played the exergame
using the Oculus Rift prior to playing it on a monitor gave negative feedback about the controls. The

FaceAPI

The second method, FaceAPI provided by SeeingMachines proved to be quite effective. Again, the image
source for this method was a standard web camera
placed in front of the user. With the web camera
placed at the necessary range for use with the exercise
bike, it did have some difficulty initially detecting the
face, though once a face had been identified, it could
track it reliably and with high accuracy. However,
if a user’s head was turned too far (roughly 60 degrees) to either side, it would often stop recognising
the face. FaceAPI was effective at tracking the face in
three dimensions, and was able to provide both position and orientation data. Generally speaking, it was
not prone to interference; whilst it might sometimes
switch to tracking another face that entered the camera’s field of view at an appropriate range, other faces
entering the field of view is something that is easy
to control in test conditions. FaceAPI had no unity
integration, and while tools exist for that purpose,
they do not work with the currently available version.
Again, the creation of a plugin or data streaming tool
would be necessary to make it work with Unity or
other game engines. Unfortunately, because FaceAPI
is based on detecting facial features, wearing something that obscures a significant portion of the face,
such as the Oculus Rift, causes it to stop tracking the
user.
4.2.3

Haar Cascades

The third method, face detection with Haar Cascades,
used the OpenCV implementation of the Viola-Jones
object detection framework (Viola & Jones 2001).
Again, the image source for this method was a standard web camera placed in front of the user. At
close range, this method provided fairly good facial
detection, picking up the user’s face in the majority
of frames (90%). At the range the camera was set up
with the bike, however, it proved less effective, being only able to detect the user’s face approximately
50% of the time. Additionally, as the face’s orientation skewed, face detection became less reliable. Because tracking was based on the position of the user’s
face in the camera image, this method was able to
effectively track in two dimensions. Some three dimensional information was also available. Based on
the size of the face detected a rough approximation
of depth was possible, but it was insufficiently accurate to be useful. This method was prone to some
interference, as a number of faces would be incorrectly detected in the background. However, filtering
out these false positives is generally straightforward
based on the assumptions that initially a prominent
face will be detected near to the centre of the image.
From that point forward, there will be a prominent
face not far from the location of the primary face of
the previous frame. Like the previous two methods,

4.2.4

Kinect
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exergame might be improved by using instantaneous
movement responses, rather than a momentum based
approach. Unlike side to side motion, ducking was
immediately responsive, but the margin of error on
ducking under overhead beams was very narrow, and
some participants took some time to learn to duck
low enough. We believe that this indicates that full
body motion controls should be both responsive and
forgiving.
4.3

Exercise Health and Safety Considerations

When designing an exergame it is important to include the capacity for a warm-up. Past research has
shown conflicting results on the benefits of warming
up, with some studies failing to find a definite benefit (De Bruyn-Prevost 1980, Genovely & Stamford
1982), and others showing potential physiological and
psychological benefits (Shellock & Prentice 1985). As
Genovely & Stamford (1982) mention that for psychological reasons such as fear of injury, participants
may not exercise at their full capability if not able to
warm up, it seems sensible to include a warm-up as
part of the exercise, whether or not it offers concrete
benefits.
There are two reasons to include a warm-up as
part of the exergame, rather than encouraging users
to do one beforehand. The first is to ensure that the
users do actually complete a warm-up. The second
is to ensure that the warm-up uses the same muscles
as the actual exercise. Shellock and Prentice found
that a warm-up that uses the same muscles in the
same manner as the exercise to follow offers better
performance improvements than a passive warm-up
(Shellock & Prentice 1985). Our exergame includes
a warm-up in the form of a tutorial area. In this
tutorial area, the gameplay is the same as the main
portion of the game, but the exercise requirements are
undemanding in order to provide a suitable warm-up,
and the game elements are introduced slowly one by
one in order to allow the user to familiarise themselves
with them at low risk.
A secondary health and safety concern with an exergame utilising immersive virtual reality technologies
is the presence of the cables attached to the various
devices, in particular the cable attached to the headmounted display. Should the user catch themselves
in a cable while exercising it would be possible for
them to be injured. In order to minimise the risk of
such injuries we maintain a metre clearance around
the sides of the exercise bike, and run all cables out
over the front of it. This keeps the cables away from
the moving areas of the user’s body. Ideally, we would
also be using a wireless head-mounted display.
Another concern associated with the use of a headmounted display is the increased risk of the user
falling off the exercycle while wearing the display. In
addition to the fact that the user is blind to their
surroundings, some research has indicated that visual conflicts (such as the cue conflicts that may arise
when using a head-mounted display) may lead to balance related issues such as postural instability and
disequilibrium (Redfern et al. 2001). This means that
while exergaming with a head-mounted display, the
user should be positioned such that there is little risk
of them losing their balance. Past work has also indicated that having something to hold may assist in
reducing the incidence of motion sickness (Moss &
Muth 2011). From a practical perspective, when using an upright bike the user should always have both
hands on the handlebars, and care should be taken
before utilising a hand held controller. We chose to
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use bodily motion and exercise intensity for all controls in our game, allowing the user to keep hold of
the exercise bike’s handlebars at all times.
Based on events during our user study, the design
of our exergame proved to be moderately effective
from a health and safety perspective. Our design was
effective at handling the concerns we identified earlier
in the paper; none of the participants lost their balance and fell off the bike, and nobody caught themselves on a wire. However, our design created one risk
which we believe requires mitigation. The game environment contains overhead obstacles which the user
must duck to pass underneath. This was not an issue
when the game was displayed on a screen in front of
the user, but when wearing the Oculus Rift the users
were no longer able to see the exercise bike, and several came close to banging their faces on the bike’s
display when lowering their heads. This issue should
be mitigated simply by making obstacles of that nature forgiving, allowing the player to pass with only
a mild ducking motion.
4.4

Appropriate Player View

Figure 3: View of the game on a standard monitor.
The manner in which the player sees the game depends on how the game is displayed. When playing
the game on a monitor, the game is displayed using a
third-person perspective, with the player represented
as two spheres as shown in figure 3. The lower sphere
is the body position, showing where the user sits in
the game environment for the purposes of interaction
with parts of the environment. The upper sphere reflects the user’s head position, as they lean from side
to side the upper sphere moves relative to the lower
sphere to reflect this. Figure 3 shows that the player is
leaning slightly to the right. When playing the game
using the Oculus Rift, the game is displayed using a
first-person perspective, as shown in figure 4.

Figure 4: View of the game as shown in the Oculus
Rift.
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The first person perspective is ideal from an immersion standpoint, and is appropriate for use with
the Oculus Rift as the camera orientation is mapped
to the orientation of the user’s head as sensed by the
Oculus Rift. When not using the Oculus Rift however, the game better suits a third person perspective,
as the user lacks the ability to control the camera.
Early testing found it difficult to avoid obstacles in
the first person perspective due to the limited field of
view.
During our user study, participants were easily
able to understand the representation of the game in
first and third person perspectives on the screen and
Oculus Rift respectively, even after playing one version and then switching to the other. We believe that
choosing an easily understood view system is very
helpful in reducing the number of things a player must
focus on, which has been identified as an important
consideration for exergaming design (Sinclair et al.
2007).
4.5

Feedback Latency

Similar to how it is important that motion controls
be responsive, we found that it is important that sensory feedback from the game is immediate. When an
event occurs in the exergame, the associated feedback
response should occur right away. We discovered this
in user testing due to the implementation of our resistance feedback.
Due to the fact that we were unable to directly
control the resistance of the bike via the bike’s
CSAFE port, we adjust the resistance on the bike
by electronically triggering presses of its resistance
buttons with the Arduino. The minimum interval at
which the bike can recognise and process subsequent
button presses is approximately 160 milliseconds. Because the exercise bike offers 25 resistance levels, this
means that it can take several of seconds for the bike
to go from one extreme of resistance to the other.
During user testing quite a few of our participants
noticed this fact, with several exhibiting confusion or
frustration at the delay. When the resistance began
to change, they might not notice the first few levels
of change, and thus by the time they did notice the
altered resistance, there was a disassociation between
the game event and the response. While we were able
to mitigate some of the delays in resistance changes
by making sure we were always adjusting to the most
recent desired resistance level, given the limitations
of our hardware it might be advisable to adjust the
game design such that it does not require sudden significant resistance changes.
4.6

Exercise Related Issues

During our user study, we found some additional issues with the use of a head-mounted display for an exergame. The level of exercise encouraged by the game
was of moderate to high intensity, and the increased
body temperature and sweating of the participants
caused some issues. The lenses on the Oculus Rift
fogged up on several occasions, causing the game to
become difficult to see, particularly when combined
with the relatively low resolution of the Oculus Rift
model we were using. This issue will likely be partially mitigated by future models having a higher resolution, but the fogging issue is harder to solve, potentially requiring customization of the hardware for the
purposes of exercise. Furthermore, due to the Oculus
Rift having padding pressed against the user’s face,
there is the potential hygiene concern of this padding
absorbing sweat from the user.

5

Conclusion

We have identified five important challenges to be
considered when using immersive virtual reality technologies in exergaming, and presented methods for
overcoming these challenges. We have evaluated four
common approaches to tracking the motion of an individual’s head and found that for exergaming purposes, this is best accomplished with the use of gaming hardware such as the Kinect, as this technique
proved to be both the most accurate and the most
powerful.
As a case study, we have presented a novel exergame utilising several interesting technologies. The
methods of interaction with the game: exercise input and bodily motion control, proved intuitive and
immersive as well as motivating and enjoyable. Our
work has demonstrated the potential of easily available hardware for use in virtual reality exergames and
we believe our lessons learned provide useful guidelines for other developers of exergames using similar
technologies.
5.1

Future Work

There are a number of areas of potential interest
for further investigation into the ideal design of immersive virtual reality exergames. In particular, the
prevention of motion sickness while using a headmounted display in exercise is worth further research.
Our work has identified a number of ways by which
the incidence of motion sickness may be reduced, in
particular by eliminating cue conflicts, but we have
not addressed other theories as to the cause of motion sickness, such as postural instability (Riccio &
Stoffregen 1991, Stoffregen & Smart Jr 1998), other
than by designing our case study exergame to allow
the users to hold on to the bike.
The motion tracking used by our game was relatively simple, merely the detection of the user’s head
position. However, the tracking method we chose offers significantly more potential: the Kinect’s skeletal
tracking system can track the user’s entire body. We
found that the presence of the exercise bike or other
exercise equipment interfered with the Kinect’s ability to track the user’s body by introducing non-bodily
related data at similar depth values to the user’s body,
but we believe that this issue can be overcome to allow
for the creation of exergames utilising motion controls
based on the user’s entire body.
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Abstract
This paper describes a study of three-dimensional user
interface components that visually provide spatial
orientation information to the user. The components were
independent interface elements, each added to, or used
with, a range of possible underlying apps on mobile
platforms. The primary purpose of these components was
to provide the user with additional on-screen information
regarding their spatial orientation in a 3D environment. A
randomized control trial of 50 participants was carried out
using these components to determine if visual aids on
screen assisted in reducing disorientation and reorientation following a disorienting event. Overall the
study found that the presence of specific on-screen
orientation aids, as part of the user interface, did reduce
disorientation, and that the on-screen aids assisted in
participants being able to re-orient themselves following a
disorienting event. .
Keywords:
Human-Computer Interaction,
Interfaces, 3D Orientation components.

1

Mobile

Introduction

Interface components that function as orientation and
navigation aids are fundamentally an attempt to provide
the user with additional information (visual or audio) to
help them understand their orientation and position in 3D
space. The experience of disorientation often associated
with interfaces (especially immersive 3D systems) can be
caused by a range of factors, involving the interface itself,
the users’ physiology and in particular the brains
interpretation of the sensory inputs provided (St George
& Fitzpatrick 2011, Milner & Goodale 1995).
In the case of mobile apps, the users visual senses are
immersed in the “on-screen” interface. Those visual
senses provide the brain with inputs suggesting that the
world the user is located in, is oriented according to the
app, and the interface, that is being used. At the same
time the users other sensory systems, including balance
and somatosensory systems are telling the brain that the
user is oriented according to the physical nature of the
“real” world (for example upright defined by gravity).
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For many instances this is not problematic. In the
common example of the user sitting down, not moving,
and using an app that does not involve 3D re-orientation,
the two sensory systems inputs match very well and the
users rarely become disoriented.
However with mobile devices, either tablet or mobile
phone based, the user is able to more easily be in motion,
changing position and orientation. This motion can
involve using mobile devices while walking or travelling
in vehicles such as trains and cars. In these scenarios the
orientation and directional sense of the user can easily
become confused, leading to disorientation. Equally if the
“on-screen” virtual interface involves movement, or reorientation in 3D space, the user can just as easily
become disoriented (Shupak & Gordon 2006, Potel
1998).
As mobile systems are often used in motion and in
public spaces, these “real-world” environments present
new risks for the user. When disorientation occurs seated
at a chair or desk, the impact is not significant, however if
disorientation occurs while using a mobile device,
walking on the roadside the impact can be much more
significant (Stavrinos et al. 2011, Lamberg & Muratori
2012).

2

The Orientation Aid User Interface

Mobile apps of many kinds exist, touching topics from
communications to games, health, knowledge, news,
information and business (Syer et al. 2013). Amongst
these apps are many 2D interfaces and also a small
number that utilize virtual 3D environments, where the
users are able to re-orient themselves in the virtual 3D
space (Van Krevelen & Poelman 2010, Patterson 2014,
2007, 2003). It is these 3D interfaces, commonly in 3D
games, where “on-screen” navigation and orientation aids
are most commonly found.
With disorientation being caused by both confusion
within the app (for example 3D space not matching real
senses) and factors outside the app (for example person
moving or rotating in real space that is not matched in the
on-screen interface), the orientation aid components are
designed to exist in place and inform users (providing
visual information and cues to assist users to avoid
becoming disoriented). To achieve this several types of
orientation component were designed and tested. Each of
these components was then overlayed over the users view
In an implementation sense the key information being
presented by the components is the relationship between
the users “world” coordinate system and the “in app
coordinate” system.
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From the viewers perspective (as this is the one of
primary interest) they are interested in knowing what the
worlds state is relative to their state.

relative to a ground plane, others are more complex, also
giving heading and directional information.

2.1

The orientation aid components were tested as part of a
randomized control trial involving 50 participants, with
an age range from 18 to 82 and from a range of cultural
backgrounds. Participants were randomly allocated into
one of the trial groups. Each experiment was designed to
isolate one feature of the interface (the orientation
component being tested). To achieve this all other factors
were kept consistent across the trials, including the
actions undertaken, mobile hardware, device set-up and
software systems used. Maintaining the consistent
system, and having the trial orientation component as the
only varying feature, allowed conclusions to be reached
regarding the relative performances of the components.
During the trials, 8 participants failed to complete the trial
(all indicated that the disorientation action was too
uncomfortable).
The task undertaken by the users in this trial was to
locate an item (hidden inside a box) following a
reorientation of the virtual “on-screen” world in which
that box is located. When the user starts the trial the
system automatically reorients his/her orientation relative
to the world (implemented as a mechanical animated
spinning process which spins the world relative to the
user for a random (but greater that 5 second period)). The
intent of this reorientation was to confuse the user and
hence disorient him/her. Due to this disorienting process
the user (without any help) should not be able to
determine the location of the box containing the ball.
Hence when the user attempts to identify the box (this
being the task) he/she will essentially be guessing at the
location. By introducing an orientation aid (or the
control) into this task it was possible to comparatively
determine which aids were more or less effective in
helping the user re-orient, gaining a sense of their spatial
orientation, and thus locate the target box correctly.
The position of the target item was randomly varied
from trial to trial via a random placement of the target in
the set. During the trial, quantitative and qualitative data
was collected including both the speed of the users
response and the number of errors he/she makes before
reaching the correct target and completing the trial.

The Orientation Aid Components

It is possible to convey all of the desired information by
simply presenting a single visual device showing the user
the state of the relevant coordinate system in the form of
a 3D item overlaid over the user interface. Essentially this
is exactly what the real world artificial horizon does. To
achieve this the orientation aid components represent the
state of the orientation using a range of possible physical
3D shapes/items (essentially any item is possible but one
that clearly identifies the differing 3D directions or axes
is likely to be most relevant). The components that were
designed and tested are listed in Table 1.
Component

Description
No Aid (Control) - This gives the user no
on-screen indication of orientation
information.
Artificial Horizon - Sphere (rotates about
its centre) with a blue (the sky) and a
brown
(the
ground)
hemisphere.
Provides orientation cues in the one axis
(i.e. up/down) but does not provide
directional information.
Plane & Normal - Using a green ground
plane and a normal (i.e. red arrow).
Provides a simple “up direction” only.
Axis Device - spins on its central axis
indicating positive directions in X, Y & Z.
Provides orientation information in all
three axes
The Compass - The compass provides
both a ground hemisphere and also a
direction arrow/cone. This component
provides both up/down and directional
cues
The Hand - This more complex device
provides the user with a representation
of the human hand. The fact that the
hand
is
unique
in
differing
axes/directions makes this component
capable of providing visual cues in all
axes
The Man & World (world moves) - In this
system the model of the man remains
static and the world (or blue hemisphere)
rotates around him to demonstrate the
state of the world. Interestingly this
component most accurately reflects the
true state of items from the users
perspective
The Man & World (man moves) - Similar
to the previous system however in this
system the model of the man moves and
the world remains static. This reflects the
perspective that would be visible from an
external viewpoint where it is clear that
the user is re-orienting in the space

Table 1: The Orientation Aid Components
The components listed highlight a range of different
forms that an orientation aid can take. Some are simpler
and only provide information regarding orientation
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2.2

3

Experimental Trials of Components

Results & Analysis

Users who were part of the control group (those with no
orientation aid) completed the trial twice, both times
without any visual orientation aids. In the first attempt at
the task, members of the control group on average took
60.8 seconds to complete (re-orient and then find the
target) making on average 5.8 mistakes before correctly
locating the target item. In the second run the control
group members took on average only 32.0 seconds to
complete but made on average 8.1 errors. Interestingly
users took less time to complete in the second run, but in
doing so made more mistakes. This indicates that the task
was, if anything getting harder to complete correctly, but
that the users were faster with the process of making
mistakes and moving on. The comparative error rate
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results for each of the orientation aid components are
shown in Figure 4.
The average error rates for the control group (no
orientation aid on screen) were 6.95 errors and the best
performed component (“Compass”) having a level of just
1.6 errors. This indicates that some of the on-screen
orientation aids reduced error rates in locating the target,
although there was notable variation from component to
component. As the task involved finding the target after a
disorientation event this would indicate that the presence
of specific orientation aids (from those demonstrating
positive effect) assisted users in understanding their
orientation and being able to re-orient and complete the
task with fewer errors.

orientation task. To measure the more human factors,
participants were asked a series of questions following
their use of the orientation aid in the task.

Figure 5: Chart showing participant level of
confidence in their orientation

Figure 4: Chart of Error Rates (Y axis) for Orientation
Components
The large ranges (representing 95% confidence
intervals) in many of the error rate values indicate that
although some users performed well with a given
component, others found it to be less effective, and across
the trial group the range of variability was high for some
components.
Interestingly, it is two of the simpler devices that stand
out as the best performers in terms of low error rates. The
“compass” device, with its simple ground hemisphere and
direction arrow, proved to be statistically significantly
more effective than the control groups as did the very
simple “plane and normal” device, which is similar in
style, consisting of a ground plane and an up arrow.
The more complex devices (including the hand, axis
device and artificial horizon) proved to be less effective
with regard to error rates. Thus identifying the fact that
for the task of supplying simple orientation cues, users
function more effectively, and with fewer errors, using
the simpler more obvious components.
Of course the users perception of the interface and
their sense of spatial orientation is just as important as the
functional accuracy with which they complete the

Responses to the question asking how they rated their
level of confidence in their spatial orientation during the
trial are shown in Figure 5 for each of the component
types. The most obvious feature of this chart is the fact
that the average ratings given for all of the orientation
aids are a step higher than those given to the control
group, who had no on-screen aids. In fact four (including
“Plane & Normal”, “Compass”, “Hand” and “Man &
World (man moves)”) of the seven orientation aids were
statistically significantly better in terms of participant
responses regarding their sense of confidence in their
orientation. This indicates than an orientation aid does
benefit the users sense of spatial orientation.
There was variability between the differing
components. In terms of user confidence in their
orientation the “Man & World (man moves)” component
was the most effective (average level of 11.3 on a scale
from 0-20), followed by the “Plane & Normal” (10.8
average), “Compass” (9.9 average) and “Hand” (9.9
average).
Looking at Figures 4 & 5 together highlights the fact
that the three components with the lowest error rates
(“Compass”, “Plane & Normal” and “Man & World (man
moves)”) are also the same as the three components with
the highest ratings in terms of user confidence in
orientation. This shows that the tools that gave the
greatest confidence in orientation also generated the
lowest errors (and hence the best return from
disorientation).
These results closely match the qualitative data
collected in terms of the users perception of “how
suitable the interface was for the task given”, as shown in
Figure 6. As Figure 6 highlights the components that gave
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users the highest levels of confidence in their orientation
(shown in Figure 5) were also rated as the most suitable
interfaces.

5

Much like the real world application of orientation aids,
including the artificial horizon in aircraft, the results from
this research indicate that “on-screen” orientation aids, in
the form of 3D user interface components overlaid over
existing apps, can assist users in gaining a greater sense
of their spatial orientation and be of assistance in helping
them to re-orient themselves following a disorienting
event. The key use of a ground plane object and a second
reference object (note that just the two items generate the
best outcomes, with fewer or more being less effective)
showed significantly better outcomes in terms of recovery
from disorientation and provision of a sense of orientation
for the user.

6

Figure 6: Chart showing participant rating of interfaces
suitability to task.

4

Discussion & Applications

The results from the experimental study clearly identify
that the user can perform better (in terms of
understanding their orientation in space) when an onscreen orientation aid is present. However the particular
details of that aid made a significant difference in how
effective the tool was to the user in these tasks.
The on screen components whose 3D devices showed
a flat ground plane (this included the “Compass”, “Plane
& Normal”, “Man & World“ were consistently the
highest achievers in each measure that was recorded. This
observation indicates that a flat ground plane object
(these varied in shape from square to circular) plays a key
role in providing users with a sense of spatial orientation.
The other interesting common feature in the most
successful components was the presence of a second
object (the normal arrow in the “Plane & Normal”, the
directional cone in the “Compass” and the man object in
each of the “Man & World” options). In essence the most
successful components all featured a reference ground
plane object and a single second item relative to that
ground plane.
The way participants described their process, after
becoming disoriented, was to first get a sense for up and
down, and then move to understand the spatial
relationships. When this is considered relative to the
successful components, it would appear that by providing
a key component feature that indicates the ground this
would provide the first and most important step in
assisting orientation. The components that also then
provided information to place things in a relative sense
provided the best overall form for this task.
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Abstract
The remote control of robots, known as teleoperation,
is a non-trivial task, requiring the operator to
make decisions based on the information relayed
by the robot about its own status as well as
its surroundings. This places the operator under
significant cognitive load. A solution to this involves
sharing this load between the human operator and
automated operators. This paper builds on the
idea of adjustable autonomy, proposing Assigned
Responsibility, a way of clearly delimiting control
responsibility over one or more robots between human
and automated operators.
An architecture for
implementing Assigned Responsibility is presented.
Keywords: Assigned Responsibility, Teleoperation,
Automation, Robotics, Adjustable Autonomy
1

Introduction

Due to their resilience and variety in size, tool, and
instrument carrying capability, remotely operated
robots are suitable for many tasks involving
dangerous actions in hazardous environments. These
include post-disaster search and rescue (Casper &
Murphy 2003) and deep sea maintenance (Lin & Kuo
1997). As well as for gathering data or imagery,
the use of such machines is justified by the need
to prevent loss of human life and the reduction of
cost of operations (Fong & Thorpe 2001, Rehnmark
et al. 2005). These vehicles are often only partially
autonomous, and thus require additional or full
control by one or more human operators.
This variability in the balance of control between
human and automated operators is characterised
by scales such as levels of automation (Sheridan &
Verplanck 1978). These scales range from full human
control over the robot, to full automatic control, with
a variety of intermediate control schemes in between.
At the human control end of the scale,
Teleoperation requires the user to make control
decisions based on the information relayed by the
robot about its own status as well as its surroundings.
Often this information is limited in quality and
quantity, placing operators under significant cognitive
load during the control task. Some setups face the
opposite problem, as sensor-heavy robots can provide
enough information to overload their operator. This
c
Copyright ⃝2015,
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has lead to task specific displays being designed
in order to make the use of multiple sources of
information more eﬀective and eﬃcient (Nielsen et al.
2007, Nielsen & Goodrich 2006).
At the other end of the scale is full automation
of the robot, a diﬃcult task in unstructured
environments where the automated robot must have
the ability to make control decisions based on its
surroundings. While progress in automation is being
made, fully automated robots still do not possess the
range of capabilities seen in teleoperated robots. The
center of the scale includes a variety of approaches,
such as support for human input in automated
systems, and humans and robots working as equals
in teams (Goodrich & Schultz 2007).
This paper focuses on supporting the management
of teleoperation tasks, where a single operator is
controlling one or more robots. The concept of
Assigned Responsibility is introduced with the aim
of combining the endurance of automation and
the ingenuity of human operators, assigning each
tasks that suit them to maximise eﬀectiveness and
eﬃciency. This address issues with both low-level
teleoperation, where the operator is unable to neglect
his charge, and full automation, which can struggle to
perform any more than very specialised tasks (Kumar
& Mason 2011).
The contributions of this paper are i) Assigned
Responsibility for managing teleoperation, ii) an
architecture for Assigned Responsibility, iii) and an
implementation of an Assigned Responsibility-based
human-robot interface. The remainder of this paper
is structured as follows. Section 2 reiterates the
need for remotely operated robots and highlights the
challenges associated with remote operation. Section
3 proposes and justifies Assigned Responsibility and
Section 4 proposes a suitable architecture.
2

Shared
Control
Operation

in

Remote

Robot

Mixing control responsibilities between human and
automated operators in any system is a non-trivial
task. There can be conflicts between operators,
leading to fighting over control (Parasuraman & Riley
1997) when both sides attempt to take control, or
inaction when both sides cede control. In the area
of remote robot operation, a new series of challenges
are superimposed over these existing issues. These
need to be carefully considered when designing mixed
autonomy remote robot control systems.
2.1

Challenges in Remote Robot Operation

In the context of interaction between the operator
(human or automated) and the robot, four challenges
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stand out as being of key importance for any solution
to the remote control problem.

Table 1:
Levels of Autonomy for Assigned
Responsibility

1. Limitations
in
Communications.
Communications links are aﬀected by bandwidth
and round-trip time. A lack of bandwidth limits
both the quality and quantity of transmittable
information. Latency introduces a delay between
the issuing of a command and the arrival of
feedback from the robot. This delay slows down
task execution, the operator having to wait for
this feedback before initiating new commands.
2. Acquisition of Situational Awareness.
Understanding the environment in which the
robot is operating is crucial to making control
decisions. In traditional control scenarios, the
operator is able to see a vehicle directly in its
environmental context (e.g. a person driving a
car), or the environment is very well known (e.g.
a factory floor). Unlike these, remote control
tasks rely on feedback from sensors mounted on
the robot which may be inadequate to provide
suﬃcient situational awareness.
3. Translating Operator Intent to Machine
Commands.
The translation of operator
intent into commands to the robot needs to
minimise disparity between what the operator
wants the robot to do and what the robot
actually does. The operator needs to have a clear
understanding of how their intent is translated
to low-level commands; some systems requiring
more detailed operator input.
4. Physical Capabilities. For robots to replace
direct human involvement, they have to be able
to accomplish the same tasks. This requires
strong and dextrous manipulators, appropriate
sensors, suﬃcient battery life, and controllability.
2.2

Humans and Automation

Humans and automated systems display relatively
complimentary aptitudes.
Understanding these
diﬀerences is useful when employing both side by side.
The presence of a human in teleoperation
setups provides more advantages than a simple
reduction in programming complexity. A human
operator possesses experience of the world and
how to interact with it, and the ability to solve
new problems. These abilities lend teleoperation
many desirable characteristics such as robustness
and adaptability, and the potential to operate in
unexplored environments. Another benefit to having
a human in the control loop is the potential to learn
skilled action from a human expert, delivered directly
to the machine in real contexts (Mann & Small 2012).
Automated systems do not suﬀer a lot of the
problems that face human operators. Factors such
as stress, fatigue, and frustration simply do not
aﬀect such systems. While these systems lack the
creativity and experience of humans, they are suited
to performing long, repetitive, and potentially boring
tasks that humans find hard to execute competently.
These tasks also tend to be the easiest to automate.
2.3

Adjustable Autonomy

Ideally, automated systems will improve to the point
where they can operate at full eﬃciency in any
environment. Fully capable automatic control of
robots is a desirable end goal, albeit one currently
infeasible for many scenarios.
74

Mode Full Name

Description

H

Full
Teleoperation

The human operator controls every
aspect of the teleoperation process.

H/A

Assisted
Teleoperation

The human operator controls the
teleoperation process, but is assisted
by simple automated systems. For
example inverse kinematic control of
a robotic arm.

A/H

Human
Assisted
Automation

The automatic controller executes
low-level robot controls. The human
operator provides high-level help
such as designating waypoints in
navigation tasks, and object location
in manipulation tasks.

A

Full
Automation

The automatic controller has full
control.

In the short term, the merging of automation
techniques and teleoperated control promises more
compelling results. This is understandable when
the capabilities and shortfalls of both automated
and teleoperated control are compared. The lack
of creativity and environmental understanding
displayed by automated control systems is
compensated for by the inclusion of a human
operator in the loop. Repetitive tasks which stress
and tire human operators are usually automatable.
One such approach to including human operators in
the loop is adjustable autonomy.
While originally motivated to allow human
controlled systems to deal with the long latency of
extra-terrestrial teleoperation, adjustable autonomy
is defined as the capability of an autonomous
system to have its level of autonomy changed
during its operation (Dorais et al. 1999). The
available levels of autonomy are implementation
specific, but can usually be described as a series
of modes, ranging from full automation to full
human control, with appropriate levels in between.
For example, (Goodrich et al. 2001) used four
discrete modes in their implementation of an
adjustable autonomy system: full autonomy, goalbiased autonomy, waypoints and heuristics, and
intelligent teleoperation.
These modes were set
manually by the human operator during runtime.
3

Assigned Responsibility

If the most desirable solution for remote robotic
operation is full automatic control, it makes sense
to view the current paradigm of robotic control
in unstructured environments (Teleoperation or
Teleoperation with automated aids) as a stepping
stone towards that solution. It follows that we should
not focus solely on improving teleoperation, but on
facilitating its replacement while still providing the
control required to perform tasks in the field.
This paper proposes Assigned Responsibility as a
form of adjustable autonomy-based teleoperation that
allows the selective inclusion of automated control
elements at key stages of a plan’s execution. Just
like other shared control systems, the motivation
behind this approach is to lessen the cognitive load,
stress and fatigue on human teleoperators with the
introduction of automated control aids. Assigned
Responsibility strives to do this in a way that
supports and encourages the gradual automation of
the execution of the full task. To do this, Assigned
Responsibility relies on pre-planning the execution of
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• The root is the overall goal to achieve, each other
vertex is a sub-goal.

Plan
Updates

• To achieve a particular sub-goal, its children have
to be satisfied, in order.

Management

Operators

Plan
Manager

Progress

Next Goal
Information

Next Goal
Information

• By extension, once all sub-goals are satisfied, the
root goal is also satisfied.

Progress
Tracker

Commands

Feedback

Robot(s)

Human

Effect changes
Automated

World

Sensors

World state

Figure 1: Proposed Architecture for Assigned
Responsibility
a task, explicitly assigning subsections of that task to
either human or automated controllers. This clear,
pre-determined separation of roles is key to avoiding
conflicts in an environment with several operators.
The cost of this approach is some lack of dynamism
in response to unforeseen problems.
3.1

• The leaves are the lowest-level goals, and are the
only goals satisfiable directly. Satisfying all of
the leaf goals, in order, satisfies the root goal.

Recorded
World
State

Plans as Trees, and Goal Breakdown

In many fields (e.g. automated planning), a plan is
represented as a graph in which the nodes are goals
(the individual steps), the edges between then are
actions, and goals are defined as desirable states of
the world (Ghallab et al. 2004). Achieving a goal
amounts to choosing and then performing actions
that are required to change the state of the world from
an undesirable state to the desirable state specified by
the goal. The plan is a tree of interdependent goals,
with each parent goal relying on the fulfilment of all
its child nodes. A task is accomplished when the root
node (the highest-level goal) is satisfied.
These tree representations are useful for Assigned
Responsibility, as they are easily describable using
graph theory, which provides useful rules to read and
understand these graphs automatically. To allocate
tasks to either the human operator or automated
control system, it is necessary to break down the
top level goal into sub-goals, and those sub-goals into
further sub-goals until a satisfactory goal granularity
is obtained. The resulting plan graph possesses the
properties of an ordered rooted tree, namely:

The plan tree graph also has the advantage of
being very human-readable, trees being a natural way
for people to break down tasks. This allows the
human operator to be very clear about the plan.
3.2

Levels of Autonomy and Responsibility
Assignment

Being a type of adjustable autonomy, Assigned
Responsibility needs to handle various levels of
autonomy.
By applying the general theories
put forward by (Miller & Parasuraman 2007) to
the domain of teleoperation, and Sheridan and
Verplanck’s (Sheridan & Verplanck 1978) automation
scale, a set of generic levels of autonomy for use with
Assigned Responsibility was created, as described in
Table 1.
In Assigned Responsibility each of the plan’s subgoals are explicitly assigned one of these levels before
the execution of the plan. It is assumed that the
human operator is capable of eﬀectively controlling
the robot and satisfying all of the goals using it, and
that the preference is to relinquish most of the control
to the automated modes in order to free up the human
operator. The assignment process is described below:
1. All of the goals are set to “H”, full teleoperation.
2. Each leaf goal known to be at least partially
automated is set to the appropriate level
(Preference goes A, A/H, H/A, H). As the
automated system is taught how to accomplish
more goals, more and more of the leaf goals can
be assigned automated levels.
3. The resulting list of goal and associated
assignments is shown to the human operator who
then gets the final word on assignment.
4. The final assignment is set, ensuring both the
human operator and the automated control
system are aware of their responsibilities.

• The parent of a vertex is the vertex connected to
it on the path to the root; every vertex except
the root has a unique parent.

This clear delimitation of responsibilities is useful
for two reasons. i) Ensuring that each operator
is aware of their responsibilities before execution
reduces issues of confusion over control responsibility,
a problem in shared control systems (See Section
2). ii) In scenarios where the use of automation
is restricted due to laws, safety regulations, ethical
considerations, or simple mistrust in the capabilities
of that automation, the ability to specify what is and
what isn’t automated becomes desirable.

• A child of a vertex Vn is a vertex of which Vn is
the parent.

4

• It can be defined as a connected acyclic graph
G with G = (V, E) where V is a collection of n
vertices and E is the collection of n − 1 edges.
• The vertex (V1 ) is designated as the root of G.

• An ordering is specified for the children of each
vertex.
• A terminal vertex (or leaf) of a tree is a vertex
of degree 1.
We can interpret these as follows:

Proposed Architecture
Responsibility

for

Assigned

Assigned Responsibility is designed to be retro-fitted
onto an established teleoperation setup, adding a
management module to the pre-existing operatorrobot loop. This module does not interrupt the
loop, being solely responsible for managing the mode
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changes and keeping track of progress (See Figure 1).
This retro-fitting approach makes this architecture
well suited to a modular implementation. The role of
this architecture is to provide a framework for these
modules to operate in, setting requirements for each
module regarding what they can and cannot do, as
well as what, and with who, they need to be able
to communicate. There are three modular software
components: operation, management, and execution.
The
operation
components
are
charged
with commanding the robot(s) through the
accomplishment of the goals they have been
set. The plan is made available to the operators
during runtime for consultation. On the other side
of the control loop, the robot’s role is the same as
in a normal teleoperation scenario, although the
management module may need to access its sensors.
The management module is concerned with both
tracking plan accomplishment progress as well as
ensuring the plan structure is updated with that
progress. It is made of two separate components, a
progress tracker, and a plan manager.

Dorais, G., Bonasso, R., Kortenkamp, D., Pell, B. &
Schreckenghost, D. (1999), Adjustable autonomy
for human-centered autonomous systems, in
‘Working notes of the Sixteenth International Joint
Conference on Artificial Intelligence’, pp. 16–35.

1. Progress Tracking.
Managing the change
of operator between subgoals requires a clear
understanding of what has been accomplished
previously, to both trigger the change, and
to provide context to the operator beginning
their time in control. This tracking must be
done independently of the operators to ensure
continuity in the tracking regardless of operator
capabilities. This module monitors the world,
using data provided by sensors, for the changes
expected to occur when each goal has been
accomplished.
The module then updates a
central plan-tracking structure with the progress
made. Our first implementation has already been
published (Small et al. 2013).

Kumar, V. & Mason, M. (2011), Are we even in
the game?, in ‘Berlin Summit on Robotics 2011:
Conference Report’, Berlin, pp. 16–24.

2. Plan Management.
Component-based
systems need centralised sources of information
to synchronise each component’s understanding
of the state of the overall system. In this case,
the plan structure is a repository for this system
state, and serves to inform each component of
plan progress to date, next goal to execute,
operation responsibility (See Section 3.1 for more
details). This plan structure needs to be updated
regularly to be of use, requiring a dedicated plan
managing component.
5

Conclusion

This paper proposed Assigned Responsibility for
robot teleoperation, an architecture designed to
allow the careful allocation of robot control tasks
between human and automated operators. This
clear delimitation of responsibilities is paramount
to ensure that problems linked to mixed autonomy
systems such as conflicts between operators are
avoided. The architecture also allows support for the
gradual automation of robot control tasks, rendering
it future proof and well suited to support that gradual
automation process. Future work will consist of a
complete usability evaluation of the system in realistic
maintenance task scenarios.
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