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Preface

The 12th annual meeting of the Australasian Information Security Conference (ACSW-AISC 2014) was
held in Auckland, at the city campus of Auckland University of Technology (AUT), New Zealand, as part
of the Australasian Computer Science Week, January 20-23, 2014. Originally, our conference was called
the Australasian Information Security Workshop. In 2008, it was renamed the Australasian Information
Security Conference. The main aim of the ACSW-AISC is to provide a venue for researchers to present their
work on all aspects of information security, and to promote collaboration between academic and industrial
researchers working in this area.
We received 17 submissions. Most authors were from Australia or New Zealand, but some were from
UAE, India, Poland, Iran and Japan. After a rigorous refereeing process, we accepted 7 papers (41%) for
presentation at ACSW-AISC 2014. We also accepted 2 short papers for presentation at the poster session.
We extend our thanks to all the authors for their quality submissions, and to all the members of the
Program Committee and external referees for their expert reviews.
Following tradition from previous years, we awarded a prize for the Best Student Paper. Papers can be
considered for this award only if the major contribution is due to a student author, who must be the first
author of the paper. Four papers entered the competition. This year Masood Mansoori from the School of
Engineering and Computer Science, Victoria University of Wellington, New Zealand, won the Best Student
Paper Prize for “YALIH, Yet Another Low Interaction Honeyclient”. Our warm congratulations to Masood
and his co-authors on this excellent achievement! Prof. Clark Thomborson who was senior co-chair of this
conference in 2013 served on the selection committee for this award in Ian’s place, because one of Ians
students was nominated for this award.
Peter Gutmann of University of Auckland delivered an invited lecture on “Bugs in the Wetware: The
Psychology of Computer Insecurity”:
Abstract. A fairly standard response with computer security failures is to blame the user. The real
culprit though is the way in which the human mind works. Millennia of evolutionary conditioning and the
environment in which users operate cause them to act, and react, in predictable ways to given stimuli and
situations. This talk looks at the (often surprising) ways in which the human mind deals with computer
security issues, and why apparent bugs in the wetware are something that not only can’t be patched but
are often critical to our functioning as humans.
We used EasyChair to manage the submissions and reviews. This service was very helpful at various
stages of reviewing process and we thank the developers of this service. Last but not least, we are grateful
to the ACSW 2014 organizing committee for their hard work and invaluable support throughout the
preparation of the conference.

Udaya Parampalli
University of Melbourne
Ian Welch
Victoria University of Wellington
ACSW–AISC 2014 Programme Chairs
January 2014
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Welcome from the Organising Committee

On behalf of the Organising Committee, it is our pleasure to welcome you to Auckland and to the 2014
Australasian Computer Science Week (ACSW 2014). Auckland is New Zealand’s largest urban area with
a population of nearly one and a half million people. As the centre of commerce and industry, Auckland is
the most vibrant, bustling and multicultural city in New Zealand. With the largest Polynesian population
in the world, this cultural influence is reflected in many different aspects of city life. ACSW 2014 will be
hosted at the City Campus of Auckland University of Technology (AUT), which is situated just up from the
Town Hall and the Auckland central business district. ACSW is the premier event for Computer Science
researchers in Australasia. ACSW2014 consists of conferences covering a wide range of topics in Computer
Science and related areas, including:
– Australasian Computer Science Conference (ACSC) (Chaired by Bruce Thomas and Dave Parry)
– Australasian Computing Education Conference (ACE) (Chaired by Jacqueline Whalley and Daryl
D’Souza)
– Australasian Information Security Conference (AISC) (Chaired by Udaya Parampalli and Ian Welch)
– Australasian User Interface Conference (AUIC) (Chaired by Burkhard C. Wünsche and Stefan Marks)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Bahman
Javadi and Saurabh Kumar Garg)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by James
Warren)
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Georg Grossmann and Motoshi Saeki)
– Australasian Web Conference (AWC) (Chaired by Andrew Trotman)
This year reflects an increased emphasis for ACSW on community building. Complementing these
published technical volumes therefore, ACSW also hosts two doctoral consortia and a number of associated
workshops, including those for the Heads and Professors of Computer Science, plus for the first time the
‘Australasian Women in Computing Celebration’. Naturally in additional to the technical program, there
are a range of events, which aim to provide the opportunity for interactions among our participants. A
welcome reception will be held in the atrium of the award winning newly built Sir Paul Reeves Building,
which has integrated the city campus as a hub for student activity and provides a wonderful showcase for
this year’s ACSW. The conference banquet will be held on campus in one of the reception rooms in this
impressive complex.
Organising a multi-conference event such as ACSW is a challenging process even with many hands helping to distribute the workload, and actively cooperating to bring the events to fruition. This year has been
no exception. We would like to share with you our gratitude towards all members of the organising committee for their combined efforts and dedication to the success of ACSW2014. We also thank all conference
co-chairs and reviewers, for putting together the conference programs which are the heart of ACSW, and to
the organisers of the symposia, workshops, poster sessions and accompanying conferences. Special thanks
to Alex Potanin, as the steering committee chair who shared valuable experiences in organising ACSW
and to John Grundy as chair of CoRE for his support for the innovations we have introduced this year.
We’d also like to thank Hospitality Services from AUT, for their dedication and their efforts in conference
registration, venue, catering and event organisation. This year we have secured generous support from
several sponsors to help defray the costs of the event and we thank them for their welcome contributions.
Last, but not least, we would like to thank all speakers, participants and attendees, and we look forward
to several days of stimulating presentations, debates, friendly interactions and thoughtful discussions.
We hope your stay here will be both rewarding and memorable, and encourage you to take the time
while in New Zealand to see some more of our beautiful country.

Tony Clear
Russel Pears
School of Computer & Mathematical Sciences
ACSW2014 General Co-Chairs
January, 2014

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2014 in Auckland. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of
mutual interest. The component conferences of ACSW have changed over time with additions and subtractions ACSC, ACE, AISC, AUIC, AusPDC, HIKM, ACDC, APCCM, CATS and AWC have now been
joined by the Australasian women in computing celebration (AWIC), two doctoral consortia (ACDC and
ACE-DC)and an Australasian Early Career Researchers Workshop (AECRW) which reflect the evolving
dimensions of ACSW and build on the diversity of the Australasian computing community.
In 2014, we have again chosen to feature a small number of keynote speakers from across the discipline:
Anthony Robins (ACE), John Mylopolous (APCCM), and Peter Gutmann (AISC). I thank them for their
contributions to ACSW2014. The efforts of the conference chairs and their program committees have led
to strong programs in all the conferences, thanks very much for all your efforts. Thanks are particularly
due to Tony Clear, Russel Pears and their colleagues for organising what promises to be a vibrant event.
Below I outline some of COREs activities in 2012/13.
I welcome feedback on these including other activities you think CORE should be active in.
The major sponsor of Australian Computer Science Week:
– The venue for the annual Heads and Professors meeting
– An opportunity for Australian & NZ computing staff and postgrads to network and help develop their
research and teaching
– Substantial discounts for attendees from member departments
– A doctoral consortium at which postgrads can seek external expertise for their research
– An Early Career Research forum to provide ECRs input into their development
Sponsor of several research, teaching and service awards:
– Chris Wallace award for Distinguished Research Contribution
– CORE Teaching Award
– Australasian Distinguished Doctoral Dissertation
– John Hughes Distinguished Service Award
– Various Best Student Paper awards at ACSW
Development, maintenance, and publication of the CORE conference and journal rankings. In 2013 this
includes a new portal with a range of holistic venue information and a community update of the CORE
2009 conference rankings.
Input into a number of community resources and issues of interest:
– Development of an agreed national curriculum defining Computer Science, Software Engineering, and
Information Technology
– A central point for discussion of community issues such as research standards
– Various submissions on behalf of Computer Science Departments and Academics to relevant government
and industry bodies, including recently on Australian Workplace ICT Skills development, the Schools
Technology Curriculum and the Mathematics decadal plan
Coordination with other sector groups:
– Work with the ACS on curriculum and accreditation
– Work with groups such as ACDICT and government on issues such as CS staff performance metrics
and appraisal, and recruitment of ?students into computing
– A member of CRA (Computing Research Association) and Informatics Europe. These organisations
are the North American and European equivalents of CORE.
– A member of Science & Technology Australia, which provides eligibility for Science Meets Parliament
and opportunity for input into government policy, and involvement with Science Meets Policymakers
A new Executive Committee from 2013 has been looking at a range of activities that CORE can lead
or contribute to, including more developmental activities for CORE members. This has also included a
revamp of the mailing lists, creation of discussion forums, identification of key issues for commentary and
lobbying, and working with other groups to attract high aptitude students into ICT courses and careers.
Again, I welcome your active input into the direction of CORE in order to give our community improved
visibility and impact.

CORE’s existence is due to the support of the member departments in Australia and New Zealand,
and I thank them for their ongoing contributions, in commitment and in financial support. Finally, I am
grateful to all those who gave their time to CORE in 2013, and look forward to the continuing shaping
and development of CORE in 2014.

John Grundy
President, CORE
January, 2014
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ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2015. Volume 37. Host and Venue - University of Western Sydney, NSW.
2014. Volume 36. Host and Venue - AUT University, Auckland, New Zealand.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
APCCM
AUIC
AusPDC
AWC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computing Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian User Interface Conference
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Australasian Web Conference
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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We wish to thank the following sponsors for their contribution towards this conference.
Host Sponsor

CORE - Computing Research and Education,
www.core.edu.au
Bronze Sponsor
Auckland University of Technology,
www.aut.ac.nz
Platinum Sponsor
SERL - AUT Software Engineering Research
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DATACOM,
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Gold Sponsor

Australian Computer Society,
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The University of Auckland,
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YALIH, Yet Another Low Interaction Honeyclient
Masood Mansoori, Ian Welch,

Qiang Fu

School of Engineering and Computer Science, Victoria University of Wellington, New Zealand
masood.mansoori@ecs.vuw.ac.nz, ian.welch@ecs.vuw.ac.nz, qiang.fu@ecs.vuw.ac.nz

Abstract
Low-interaction honeyclients employ static detection
techniques such as signatures, heuristic or anomaly
detection in the identification of malicious websites. They
are associated with low detection rate and failure to
identify zero-day and obfuscated attacks. This paper
presents a low-interaction client honeypot that employs
multiple signature detection engines in combination with
de-obfuscation and de-minification of JavaScript code to
improve the detection of attack signatures. Pattern
matching in the process of identifying the static malicious
code characteristics through using regular expressions,
provides additional layer of detection. YALIH can
achieve low false positive and false negative rate while
significantly reducing scanning time and required
hardware resources compared to a high interaction client
honeypot. YALIH’s virtual browser can handle cookies,
redirection and mimic popular browser headers and
imitate referrer information. Our experiments with realworld malicious websites demonstrate that similar to Web
Spam, malicious websites utilize referrer tracking and
cloaking techniques to deliver malicious content to
selected users visiting the target domain from specific
referrer websites.
Keywords: Client Honeypot, Signature Detection,
Malicious Website, Regular Expression, Pattern Matching

1

Introduction

Client honeypots are security tools used to identify
websites that host malicious content. Visitors to the
websites are attacked when a website’s active content
exploits vulnerabilities within the browser or the
browser’s plug-ins. This type of exploit is termed a driveby-download attack and it is implemented using scripting
languages supported by all popular browsers. The
scripting languages allow website developers to provide
highly-responsive and interactive experiences to the end
users, however, they also provide a cross-platform for
attackers to target and deliver an exploit to a large
number of potential targets. For instance the JavaScript
programming language is the most widely used scripting
language supported by all operating systems and
browsers. A drive-by exploit targeting a vulnerability in
the JavaScript engine of the browser can potentially infect
every user visiting the malicious website regardless of the
browser type or operating system.
Copyright (c) 2014, Australian Computer Society, Inc. This
paper appeared at the 12th Australasian Information Security
Conference (AISC-2014), Auckland, New Zealand, January
2014. Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 149. Udaya Parampalli and Ian
Welch, Eds. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

Client honeypots are able to detect malicious websites
using various techniques, depending on the type and
interaction level of the honeypot used. High-interaction
client honeypots operate on the principle of monitoring
system state changes during a website visit using real
browsers installed on the host’s system. Websites are
classified as malicious if the browser accesses or attempts
to modify monitored security-sensitive directory and
files. Low-interaction client honeypots on the other hand
rely on simulated browsers to mimic the behaviour of a
user’s client and fetch the website content. A common
approach is to scan the fetched content and match it
against known signatures of exploits. A limitation of this
signature-based detection approach is it will fail to detect
zero-day attacks – an attack for which a signature does
not exist in the signature database – or attacks which are
derived from existing attacks. However, low-interaction
client honeypots when compared with high-interaction
client honeypots offer advantages of faster scanning time;
easier customizability; and, detection of time-bombs and
user input-driven attacks.
We have developed a low-interaction client honeypot
that improves upon previous designs, mainly in its visitor
and detection engine components. Its simulated browser
allows manual or automatic setting of various attributes
such as browser header, user-agent information and
referrer setting that are targeted by malicious websites.
Other visitor-component capabilities such as automatic
redirection, cookies and session management make the
client honeypot less susceptible to detection. The analysis
engine de-obfuscates extracted JavaScript scripts and
employs two signature-based antivirus engines that
provide a very low false positive rate of detection for
known attacks. Our analysis engine includes a module
that allows creation of rules in ASCII, Hexadecimal or
Regular Expression. This allows us to extend the
signature databases by adding rules to detect a specific
attack or group of attacks using suspicious static
characteristics of malicious websites.
We tested the detection accuracy and performance of
our client honeypot using a large dataset of non-malicious
websites and a representative data set of malicious
websites. This showed that we could achieve a very low
false positive rate with an acceptable false negative rate
especially when compared with similar tools.
This paper makes the following three contributions:
 Design and implementation of a low-interaction
client honeypot using de-obfuscation of
JavaScript, pattern matching through regular
expressions, and multi signature-based detection
techniques.
 Evaluating the effectiveness and detection
accuracy of YALIH’s honeypot against other
low interaction client honeypots.

7
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Evaluating the referrer tracking and cloaking
features of malicious websites through realworld experiments.
The rest of paper is organized as follows. We introduce
related work in Section 2. Our honeypot’s design is given
in Section 3. In section 4 and 5, the experimental setup,
detection accuracy and performance of the honeyclient
are provided and results and analysis of real-world
referrer cloaking experiments are discussed respectively.

2

Background and Related Work

Low-interaction client honeypots generally use signatures
to identify potentially malicious webpages. Signaturebased systems in general provide a fast scanning speed
with very low false positive and high false negative rate
of detection. The high false negative rate is due to two
main issues: (1) an inability to identify zero-day attacks
where signatures do not yet exist; and, (2) an inability to
deal with variations of existing attacks (e.g. obfuscated
attacks); and their limited reliance on a single analysis
engine in favour of lower detection time. We discuss
each of these issues in the following Sections.

2.1

Obfuscated Attacks

The false negative detection rate of client honeypots
increases significantly with obfuscated attacks that
exploit the numerous obfuscation techniques scripting
languages such as JavaScript provide (e.g. Base64, simple
substitution, string splitting) (Xu et al., 2012).
Obfuscation allows attackers to bypass detection and
deliver exploits for which a signature already exists.
Signature-based detection engines that do not deobfuscate the script upon analysis will suffer from false
negatives regardless of the number of attack signature
databases in use. Several honeypots address this problem
by dynamic execution of JavaScript content. For
example, PhoneyC (Nazario, 2009) executes JavaScript in
a limited environment and performs analysis by a
vulnerability module architecture that looks for exploit
activity against a vulnerable method within the browser.
Thug honeyclient (Dellaera, 2013) performs rendering of
a website’s JavaScript within Google’s V8 JavaScript
engine and searches for browser and plugin vulnerability
modules and exploit shellcodes. Similar to the Thug,
MonkeyWrench (Büscher et al., 2010) executes
JavaScript within Mozilla’s JavaScript engine,
SpiderMonkey, and monitors each call for buffer
overflows and occurrence of shellcode. It also detects
potentially malicious websites by identifying the use of
zero-sized inline iframes and scans the fetched website
using G-Data Linux antivirus engine. YALIH does not
add improvement in de-obfuscation of JavaScript
compared to other honeyclients but offers improved
analysis on JavaScript codes de-obfuscated by its analysis
engine.

2.2

Single Analysis Engine

Honeyclients mostly rely on a single analysis engine for
attack detection. Monkey-Spider (Ikinci et al., 2008), and
Spy-Bye (Provos) utilize ClamAV antivirus signature
engine while HoneyC (Seifert et al., 2007) makes use of
Snort intrusion detection system rules. The reliability on a
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single analysis engine makes them susceptible to
unknown number of false negatives that relate directly to
the quality and freshness of attack signatures. Honeyware
(Alosefer and Rana, 2010) integrates five antivirus
signatures engines on a web-based interface but performs
no de-obfuscation or de-minification of scripts and no
static analysis of malicious characteristics are performed
on the HTML components. Their system, using only
antivirus engines, manages to detect a higher number of
attacks than the high interaction client honeypot CaptureHPC but takes a longer time to scan each website and
cannot detect zero-day attacks. YALIH aims to provide
both a high rate of detection and a very low scanning time
using multiple analysis engine and low resources. It
deliberately does not address the problem of zero-day
attacks.

3

Honeyclient Design

Client honeypots are generally comprised of three main
components that manage the entire process of website
retrieval and analysis (Seifert et al., 2007). These
components are: (1) URL Collector (Queuer); (2) Visitor;
and, (3) Analysis Engine. The following discussion about
YALIH is structured in terms of a discussion of each of
these components. YALIH has a modular design to allow
additional URL databases and analysis modules to be
added in the future. Figure 1 shows an overall design of
the YALIH honeyclient.

Figure 1: Overall design of the YALIH honeyclient

3.1

URL Collector

The URL Collector module is responsible for gathering
the hyperlinks of potential malicious websites to be
visited by the honeyclient. Depending upon the
implementation, these hyperlinks can be gathered from
single or multiple sources. For example, HoneyC and
Monkey-Spider gather hyperlinks from search engines
while Monkey-Spider also employs crawlers (Ikinci et al.,
2008). A problem with using web crawlers is that it
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increases the chances that a honeyclient may be detected
by a malicious web server. Crawlers may be detected
because they initiate a high number of connections and
fetch many URLs in a very short period of time. This
behaviour can be detected by a malicious server through
IP-Tracking and may result in throttling the connection or
serving the honeyclient with benign contents.
YALIH uses the Mechanize visitor module (Lee,
2010)(Lee, 2010)(Lee, 2010)(Lee, 2010)[7] (see Section
3.2 for more detail) that provides built-in functions to
crawl and extract links from the visited websites to a
depth defined by the user. However, the crawling
functionality is not used because of the problem identified
above. Only the HTTP client functionality of Mechanize
is used.
URL Collector module is responsible for gathering the
hyperlinks of potential malicious websites to be visited by
the honeyclient. Depending upon the implementation
these hyperlinks are gathered from single or multiple
sources. HoneyC and Monkey-Spider for instance use
results from search engines while Monkey-Spider also
employs crawlers (Ikinci et al., 2008). The Mechanize
visitor module (Lee, 2010)(Lee, 2010)(Lee, 2010)(Lee,
2010) – described in Section 3.2 - provides built-in
functions to crawl and extract links from the visited
websites to depth defined by the user. URL collection and
queuing in YALIH can be achieved in several different
ways:
1. Direct Feed - A user may input a single URL
directly, or use a file containing a list of URLs to
visit. The List is initially inspected to remove
duplication.
2. Search Engine API Integration - Search engine
APIs are possibly the most widely used technique
for URL collection used by client honeypots.
Monkey-Spider for instance utilizes Bing and
Yahoo APIs for URL collection. YALIH
incorporates the Bing search engine but Bing only
allows a limited number of queries for a particular
developer in a certain period of time (i.e. 2000
queries per month). It should also be expected that
search engines return few malicious websites as
various strict security filtering are applied to their
returned results.
3. Spam and Phishing - Spam emails are a wellknown source of malicious contents, luring users
into browsing websites aimed at phishing scams or
containing malware and drive-by download attacks.
YALIH’s unique spam and phishing component
integrates URL harvesting from email addresses
using IMAP protocol. Provided with email
credentials and supporting IMAP protocol, the
honeypot fetches the contents from the user’s Inbox
and Spam folder - if available – and excludes the
attachments. To minimize the traffic, “Sent folder”
and user created folders are omitted. The consensus
is that users are wary of the nature of emails filtered
and placed on their IMAP generated folders and
would not send out emails containing malicious
contents consciously. The fetched emails are then

parsed for URLs, duplicates are removed and sent to
the visitor agent for content retrieval.
4. Malicious Website Database - To assist
researchers with exploit code collection and
illustrate the effectiveness of the honeypot,
Blacklisted URL collection module downloads
suspected malicious website lists from three
databases and analyses them accordingly. These
databases are updated constantly and contain links
to websites serving drive-by exploits, malicious
executables and malicious Portable Document
Format (pdf).

3.2

Visitor Agent

The visitor component in a low-interaction honeyclient is
a virtual browser which mimics the functionalities of a
real browser; fetching the contents of the potential
malicious website and storing it for analysis engine.
YALIH’s Visitor agent is based on Mechanize module,
which is available for various programming languages
and provides a wide range of capabilities.
The Mechanize visitor agent allows a user to set
different personalities in the form of browser headers
while communicating with a malicious webserver.
Browsers’ headers may represent various browser
characteristics such as type, version, underlying operating
system, language and extensions. Exploit code targeting a
specific vulnerability available for a particular browser
type or version may not execute on a different browser
unless it targets a common rendering engine or extension
such as Java Runtime Engine. Multiple exploits targeting
a specific browser and operating system are delivered to a
user during a single visit to increase the probability of
infection. Browser Exploit Packs (BEP) which are widely
available online, facilitate and automate this feature.
Examples of such tools are CrimePack, Phoenix Exploit
Kit, Eleonore exploit pack, IcePack and The Blackhole
exploit pack.
Mechanize module in YALIH honeypot is configured
to provide various capabilities to minimize detection of
virtual browsers through cookies, redirection and session
handling. The Referrer setting was also tuned to minimize
exploit delivery blocking based on the referrer data.
Browser exploit Kits such as Blackhole BEP allow an
attacker to block the delivery of exploit to a visitor if the
referrer does not match a predefined set of referrers or
matches a set of referrer domains for which there is the
suspicion of existence of a honeyclient. YALIH allows
the user to automatically set the referrer to predefined
strings of: 1) A particular search engine results 2) Top
domain of the visiting URL or manually set the referrer
string. Figure 2 shows a snapshot of the referrer blocking
features of Blackhole browser exploit pack. The visited
and fetched website contents are saved on the local disk
for analysis.
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Original Exploit
function Check() {
var s = "AAAA";
while (s.length < 768 * 768) s=s+s;
var obj = new ActiveXObject ("SWCtl.SWCtl"); //{233C1507-6A7746A4-9443-F871F945D258}
obj.ShockwaveVersion(s);
}
--------------------------------------------------------------------------------------------------

Minified Script
function Check(){var s="AAAA";while(s.length<768*768)s=s+s;var
obj=new ActiveXObject("SWCtl.SWCtl");obj.ShockwaveVersion(s)}
--------------------------------------------------------------------------------------------------

Obfuscated Script

Figure 2: Referrer and IP blocking features of
Browser Exploit Packs

3.3

Analysis Engine

The analysis engines in low-interaction client honeypots
generally identify malicious content through a single or
multiple detection techniques (e.g. Antivirus Engine,
Snort Rules). The analysis engine on YALIH also relies
on several detection methods:
1. De-Obfuscation
and
De-Minification
of
JavaScript - Scripting languages provide numerous
obfuscation techniques that allow attackers to
encode the exploit code and bypass signature-based
detection, even attacks for which signatures are
available. The obfuscation can be in forms of
base64 encoding, simple misplacement of
characters or strong encryption algorithms
(Feinstein and Peck, 2007, Heyman, 2007, Howard,
2010, Nazario, 2009). Minification, while being
mostly used to compress the size of the script; can
also be utilized to bypass simple signature based
detection tools (Nazario, 2009).
The emphasis on JavaScript attack detection,
besides obfuscation capabilities, is due to the fact
that browser Java engine vulnerabilities account for
a vast number of exploits in the last few years and
provides a multi-platform environment for
malicious code to be executed on nearly all
browsers and operating systems. JavaScript
replaced Adobe Flash as the most targeted platform
and accounted for 50% of all the targeted exploits in
2012 (Kaspersky, 2013).
YALIH parses, extracts and downloads the Java
script files (.js) embedded within the visiting
websites. It is assumed that malicious websites
avoid placing the exploit code directly within the
HTML code to avoid detection. The downloaded .js
file is rendered by the Rhino Java engine which deminifies and de-obfuscates the JavaScript scripts
encoded using popular techniques (i.e. base64,
base62, numeric (base10), high ASCII (base 95),
string substitution and/or concatenation) (see Figure
3). Once the output is generated, it is written to a
file that is then scanned by multiple antivirus and
signature/pattern matching tools.
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eval(function(p,a,c,k,e,d){e=function(c){return c};if(!''.replace (/^/
,String)){while(c--){d[c]=k[c]||c}k=[function(e){return
d[e]}];e=function(){return'\\w+'};c=1};while(c-){if(k[c]){p=p.replace (new RegExp('\\b'+e(c)+'\\b','g'),k[c])}}return
p}('8 6(){3 0="5";7(0.9<1*1)0=0+0;3 4=10
12("2.2");4.11(0)}',10,13,'s|768|SWCtl|var|obj|AAAA|Check|while|funct
ion|length|new|ShockwaveVersion|ActiveXObject'.split('|'),0,{}))

Figure 3: Example of an original, minified
and obfuscated JavaScript exploit
2. Multiple Antivirus Signatures - YALIH utilizes a
selection of available and established detection
engines at its core. These engines comprise of an
open source (i.e. ClamAV) and a commercial
antivirus attack signature database (i.e. AVG). AVG
Antivirus engine was selected primarily due to its
free licensing and availability for Linux operating
systems. Other antivirus engines available for Linux
operating system were also tested but removed to
reduce the scanning time, as they did not provide
significant detection improvement, considering the
delay they introduced. Modular design of our
honeypot however allows several scanning engines
and specifically antivirus engines to be added with
nearly two lines of code.
Multiple antivirus engines comprise a part of the
overall analysis engine of YALIH and are
complemented by Yara (Alvarez, 2008). Yara is a
malware identification and classification library
designed to detect and classify malware samples
using binary, textual and regular expression pattern
matching. It is utilized in systems such as
VirusTotal and Cuckoo SandBox (Inoue et al.,
2008).
3. Malicious Pattern Detection - Malicious websites
exhibit certain characteristics that set them apart
from legitimate and benign websites. Although
some of these characteristics can be used in the
design of complex websites, their presence can be
an indication of the maliciousness of the website.
Some of these characteristics are hidden, zero or
small sized iframes, availability of obfuscated
scripts or shellcode patterns in JavaScript files.
Thug client honeypot which has had a development
timeline as our client honeypot also integrates Yara
but only performs scanning to detect signatures of
malicious websites infected by Browser Exploit
Packs (BEPs).
Utilization of Regular expressions allows the
system to detect any variations of these
characteristics. As an example the following rule is
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designed to detect hidden iframes or Styles within
the HTML code of the website. Any single or
combination of these can be used depending on the
level of detection required by the user (see Figure
4).

Figure 4: Example of Regular Expressions to
detect hidden or 0-2 sized iframes
Users are also able to develop their own
signatures in Yara that match an exploit pattern
either in ASCII, Hexadecimal strings or Regular
Expression (RE, Regex) format. For instance, a
signature for the vulnerability “Blackice Cover Page
SDK insecure method DownloadImageFileURL()
exploit” can be single or combination of these in a
website content (see Figure 5). These signatures
must be unique to this exploit to avoid raising false
positive alerts. Yara rules are easier to create than
Snort rules of HoneyC and vulnerability modules of
Thug and PhoneyC, as only a set of strings and a
Boolean expression to determine its logic are
required. These signatures are language independent
and can detect signatures in malicious code written
in any client-side scripting language (e.g.
JavaScript, VBScript).

Figure 5: Example of user created string
pattern rule to detect a specific attack
(Exploit-DB, 2011)

4

Detection Accuracy and Performance

The detection accuracy of our designed honeypot is
measured by experiments with two control sets of data;
an approach similar to (Cova and Kruegel, 2010).
 A “clean dataset” containing 10,000 websites
gathered from Alexa’s top 1 Million most visited
websites.
 A “malicious dataset” containing 110 exploits
gathered from
The experiment focused on several aspects of the
detection, including:
 The number of incorrectly identified websites as
malicious (False Positive)
 The number of malicious websites not detected
(False Negative)
 The speed of detection
The initial step was to determine the false positive rate of
YALIH’s individual analysis engines against our clean
dataset. YALIH’s antivirus detection engines were
updated to the latest version and pattern matching rules

were created for Yara Module. Pattern matching using
regular expression involved rules determining the static
characteristics of a website and its embedded scripts to
identify a malicious website. The integrated rules were:
1. Java Shellcode Pattern – Long set of integer, special
character or string can be an indication of shellcode
presence (Egele et al., 2009).
2. Java Obfuscation identified by “eval”, “unscape”
functions – Referred to as the “dangerous functions”,
they can be used to encode and decode shell strings
code to obfuscate an exploit (Hou et al., 2010).
3. Java Obfuscation using base64 encoding –
JavaScript malicious content can be encode using
base64 encoding to obfuscate and avoid detection
(Nazario, 2009).
4. Decoded or hidden iframe – iframes are a popular
method of delivering malicious contents to a user
browser through redirecting part of the browser to a
malicious website (Hou et al., 2010, Lam et al.,
2013, Provos et al., 2008). This is generally achieved
through loading a malicious website in an iframe
with size zero or a small size integer. Any webpage
with an iframe tag with one or more properties such
as “Visibility: Hidden”, “Display: None” or Width
and Height of “0” are considered suspicious. This
rule was however removed in later experiments as it
produced high number of false positives. It was
observed that hidden and small-sized iframes were
widely used in large number of websites in our clean
dataset. Number of zero and small-sized iframes was
also relatively similar between our “clean dataset”
(i.e. 2673 small-size iframes) and 10,000 randomly
selected website from our “suspicious dataset” used
in our real-world experiment (i.e. 2458 small-sized
iframes) (see section 5).
Subsequent analysis for hidden iframes in both
clean and suspicious dataset revealed that they were
widely used for seamless display of content and
bypassing same-origin security policy for
advertisement display purposes and were not
necessarily a reliable indication of a maliciousness
of a website (Auberger, 2011). YALIH currently
extracts and retrieves .js scripts which may be
embedded within hidden or small-sized iframes but
the functionality to extract other types of contents
(i.e html links) were disabled based on our
observation of follow-up links.
Scanning was performed on the de-obfuscated and deminified content, retrieved and saved on local disk by
Yalih’s visitor agent. Signature-based Antivirus engines
achieved a 0% false positive rate on the clean dataset. A
false positive (FP) occurs when a file is incorrectly
flagged as malicious when in fact it is benign. Regular
expression rules created to detect shellcodes and base64
obfuscated scripts generated 47 false positive alarms on
the clean dataset (10,000 websites). Table 1 shows the
false positive rate of each scanning engine on the clean
dataset.
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Antivirus
Engines

Yara/Regex
Rules

Total

Total
(Seconds)

1450

220

1670

Table 1: False positive rate of each scanning engine on
the “clean dataset” (10,000 Websites)

Each Website
(Avg/Website)

0.145

0.022

0.167

Determining the false negative rate of our honeypot
involved scanning a malicious set of websites containing
110 drive-by download exploits we had collected.
YALIH’s performance was also measured against other
open source client honeypots (i.e. Monkey-Spider,
HoneyC, Thug). MonkeySpider and Thug allow analysis
of fetched web content on the local disk. On the other
hand HoneyC’s analysis engine operates based on Snort’s
rules and therefore scans network streams for signatures
of malicious activity. To emulate malicious webserver for
HoneyC’s analysis, a webserver was placed on the local
network and malicious files in our dataset were uploaded.
HoneyC’s rules were subsequently updated to the latest
rules obtained from Snort’s official website and
configured to retrieve the malicious content from the
local webserver. It should be noted that individual
signatures were not created in Yara for each exploit and
only regular expression rules were generated to detect
malicious characteristics of a website or script. Table 2
shows the false negative rate of each client honeypot’s
analysis on the malicious dataset and the corresponding
analysis time.

Table 3: Scanning time of each engine on the “clean
dataset” (10,000 websites)

False Positive

False
Negative
Total Time
(Sec.)

ClamAV

AVG

Regex
Rules

0.0%

0.0%

0.47%

MonkeySpider

HoneyC

Thug

YALIH

53.6%

100%

35.4%

19%

6.3

-

164

15

Table 2: False Negative rate of several low interaction
honeyclients in comparison to YALIH, on the
“malicious dataset”
HoneyC’s subpar performance can be due to the fact
that Snort as an intrusion detection and prevention system
primarily focuses on server-side attacks and less on
client-side browser-based exploits and malware. Its open
source rules are also not updated as frequently as those of
popular antivirus engines.

4.1

Scanning Speed

Low interaction client honeypots and specifically those
based on signature databases have relatively very low
scanning time. The scanning time depends on the size of
the signature database; however the difference is so
insignificant that, the difference can be ignored.
Table 3 shows the scanning time for each detection
engine on the clean dataset. The experiments were run on
a 3.0 GHz system with 8 GB of memory and 64 bit
edition of Debian Linux.
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These times are considerably lower than honeyware
(Alosefer and Rana, 2010) and Capture-HPC high
interaction client honeypot, which based on our tests
achieved an average visiting time of 10 seconds and an
average revert time of 15 seconds per URL. A Hybrid
system could utilize YALIH’s fast scanning capabilities
and a selection of broad pattern matching rules to detect
suspicious content as the front detection system and pass
them to a high interaction client honeypot for further
analysis. Initially broad pattern matching rules of YALIH
(e.g. hidden or small-sized iframes, <object>, <embed>
tag variables) ensure minimum false negative rate while
further scanning with the slower high interaction client
honeypot is a measure to reduce false positive rate within
the initial batch of detected websites.

5

Referrer Tracking and Malware Delivery

Delivering different content to a visiting user based on
the referrer information is a practice widely used by web
spam websites and referred to as referrer cloaking (Lin,
2009, Wang et al., 2011, Wang and Ma, 2006). Web
spam techniques are used to boost the ranking of a
website in a search engine result by presenting spam
contents to users in order to attract clicks, and bogus
content to a search engine crawler to avoid detection.
Referrer cloaking is one of many web spam techniques
and occurs when a remote website attempts to distinguish
a regular visiting user from a search engine crawler using
the referrer information transmitted by the visiting
browser’s HTTP header information. Referrer
information notifies the remote server which website was
used by the user to reach their site. We believe referrer
information is also one of the primary techniques to
deliver malicious website to selected users and bypass
detection tools in the process. Referrer black and
whitelisting functions are seen in multiple Browser
Exploit Packs (Figure 2). A crawler to detect cloaked
websites must be able to adjust referrer information and
follow multiple redirections, as redirection is one of the
main techniques of web spam delivery. YALIH’s browser
module is capable of following redirections and adjusting
referrer information based on user’s needs.

5.1

Real-World Experiment

We gathered 24,000 suspicious websites - we refer to as
“Real-World dataset” - from three public ad, tracking and
malicious website databases (i.e. spyeyetracker,
zeustracker, hosts-file.net) using the built-in Blacklisted
URL function. The websites were subsequently retrieved
using two different referrer settings and saved on local
hard disk for analysis.
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Our experiment involved adjusting the referrer
information to reflect a user reaching the remote website
from two different locations:
 Google’s search result: To reflect a user who has
searched for a keyword and accessed the remote
server through the Google results’ page.
 Top-Domain page – To reflect a user who has
either directly entered the remote website’s
address into the browser’s address bar or has
reached the page through a top domain (e.g.
http://www.yahoo.com/mail/
through
http://www.yahoo.com).
In order to minimize the risk of other factors such as IPtracking or geo-location tracking that might influence our
results, each malicious dataset visit was performed within
the same region, similar time and network subnet but
using a different IP address.
Analogous to results from web spam studies, our data
collection and analysis on real-world dataset using
Google result’s search string as referrer, returned more
fetched websites than when referrer was set to the top
domain. Determining the top domain of a URL was
achieved using “urlparse” standard python module.
Although the data collection was performed
simultaneously, a large number of websites with a top
domain as referrer, returned “URL or connection time-out
error”. While 717 websites in top domain as referrer
information either throttled or refused content delivery.
Subsequent analysis also revealed higher number of
malicious contents in the Google referred experiment.
This illustrated how malicious websites change their
behaviour based on a visitor’s specific attribute. (see
Table 4, Figure 6).
Detected malicious websites
Yara/ Regex

Referrer

Fetched
websites

ClamAV

AVG

Google

22023

8

74

14

96

Top
Domain

21306

8

60

12

80

Rules

Total

Table 4: Detection result of YALIH on 24,000 websites
(Real-world dataset) using two different referrers
1 – Referrer (Google)
AVG

1 – Referrer (Top Domain)
Yara/Regex

AVG

Yara/Regex
12

14
72

60
ClamAV
2
6

ClamAV
2
6

No. of Malicious
Websites

HTML files

.js Files

Google

96

39

57 (59.3%)

Top
Domain

80

34

46 (57.5%)

Table 5: Ratio of malicious code within HTML and .js
files 24,000 websites (Real-world dataset)
It should be noted that our real world dataset
comprised of URLs fetched from three public ad, tracking
and malicious website databases at a certain date and
time. These databases are frequently updated to include
newly found malicious websites or remove old and
benign URLs. Similar experiments using the same
blacklisted databases with different retrieval time may
result in different results, as detected website may be
offline, cleaned or removed from the databases. However
the similar pattern of higher number of fetched content
and malicious code using Google search string as referrer
was observed in all the experiments that were performed
on various dates using variations of our real-world dataset
(i.e. the time list of URLs were fetched from the
blacklisted databases resulting in updated and altered sets
of URLs).

6

Discussion and Future Work

Signature-based detection has always been associated
with high false negative rate of detection. This is because
of their inability to detect zero-day attacks, variations of
attacks and obfuscated attacks. We demonstrated that by
combining various detection engines comprising of
signature-based and pattern matching techniques, false
negative rate of detection can be decreased while still
maintaining the fast scanning capability of low
interaction client honeypots.
Yara signature generation is a capability currently in
development which allows YALIH to detect not only
obfuscated and minified attacks but improve the detection
of attacks based on variation of a malicious code. This is
achieved in conjunction with signature databases of
antivirus engines that identify malware families with very
low false positive rate. Malicious files detected by
antivirus engines that belong to the same family of
malware or threats are isolated and parsed. Malicious
code within the isolated website contents is then extracted
and a set of common keywords/variables - present in all
files within that family of malware - are extracted and
used to create Yara rules (see Figure 7). This is believed
to increase the false positive rate of client honeypot but
ultimately result in lower false negative rate of detection.

Figure 6: Detected malicious websites with various
detection engines with two referrer variables.
YALIH performs JavaScript .js file extraction and
analysis on visiting websites. As expect, a high portion of
the detected malicious content in our real-world
experiment consisted of infected .js files (see Table 5).
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rate with very low scanning time compared to currently
available client honeypot systems.
The real-world experiments on suspicious websites
revealed that malicious websites monitor and target users
with malicious content based on referrer attribute of a
browser while visiting the website. This is in par with
previous research on spam websites which employed
referrer cloaking as a mean to increase their search engine
ranking and avoid detection. Setting browser’s referrer
attribute to a search string of a search engine seems to be
one of the techniques to imitate a user who is visiting a
website through a search engine result page. This
technique can result in higher number of malware
delivery by the malicious website and consequent
detection.

8
Figure 7: Steps in automatic Yara rule generation
Research on client honeypots has primarily focused on
improving the detection rate of the analysis engines.
Malicious websites however employ simple yet effective
techniques to bypass detection by client honeypots
analysis engines entirely by restricting malware delivery
to certain users through various cloaking techniques (e.g.
identifying suspicious networks of honeypots, referrer
cloaking, IP-tracking). Referrer cloaking and cloaking in
general poses a challenge in the detection of malicious
websites. Regardless of the type or the interaction level of
a client honeypots, if a malicious website is not retrieved
using the proper header, network or environment
information, benign content can be served or connection
be refused, resulting in a false negative. Our experiment
focused on only two referrer information (i.e. Google
search result string, top-domain string) to retrieve
websites. The actual number of malicious websites using
referrer cloaking in our real-world database is unknown
since there are a high number of referrer variation which
can be used by a malicious website. The challenge in
detection of malicious websites using referrer cloaking is
to properly identify the referrer information required by
the website to serve malicious content, which can result
in minimizing the number and cost of retrievals.

7

Conclusion

We have presented the design and analysis of a low
interaction client honeypot that integrates a combination
of multiple antivirus engines and pattern matching using
string or regular expressions for detection. The
honeyclient is capable of extracting embedded JavaScript
files and performs de-obfuscation and de-minification of
scripts. Subsequent signature and pattern matching
analysis are performed on fetched contents and deobfuscated and de-minified scripts to detect signatures of
attacks and static and potentially malicious characteristics
of a website. Its embedded virtual browser reduces the
possibility of detecting a virtual environment through
handling cookies, redirection, sessions and imitating
browser personality and referrer settings. We
demonstrated through experiments with benign and
malicious datasets that our designed honeyclient was
capable of achieving low false positive and false negative
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Abstract
This paper presents a vulnerability within the generic
object oriented substation event (GOOSE) communication protocol. It describes an exploit of the vulnerability and proposes a number of attack variants. The
attacks sends GOOSE frames containing higher status numbers to the receiving intelligent electronic device (IED). This prevents legitimate GOOSE frames
from being processed and effectively causes a hijacking of the communication channel, which can be used
to implement a denial–of–service (DoS) or manipulate
the subscriber (unless a status number roll-over occurs). The authors refer to this attack as a poisoning
of the subscriber. A number of GOOSE poisoning attacks are evaluated experimentally on a test bed and
demonstrated to be successful.
Keywords: substations, GOOSE protocol, critical infrastructure security
1

Introduction

Generic object oriented substation event (GOOSE)
is a part of the International Electrotechnical Commission (IEC) 61850 (International Electrotechnical
Commission 2005) suite of standards and specifies the
communication of electrical substation events. IEC
61850 is integral to enabling interoperable substation
automation systems (SASs). Interoperable SASs are
a key component of the smart grid. GOOSE is multicast on the data–link layer and commonly deployed
over fibre-optic or shielded twisted pair cable to relay
event information.
In this work, a vulnerability in the GOOSE protocol is identified. The handling of status numbers
in GOOSE frames provides the opportunity to implement attacks. These attacks can be used to hijack
the communication with the subscriber to prevent legitimate GOOSE messages from being processed and
to spoof additional attack traffic to manipulate the
subscriber.
Depending on the functionality of the specific compromised subscriber, the impact can be significant.
For example, if the compromised subscriber was for
the operation of electrical protection. Its operations
could be adversely affected, resulting in safety issues,
such as, damage to the electrical network or injury to
humans.
Copyright c 2014, Australian Computer Society, Inc. This paper appeared at the Australasian Information Security Conference (ACSW-AISC 2014), Auckland, New Zealand, January
2014. Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 149, Udaya Parampalli and Ian
Welch, Ed. Reproduction for academic, not-for-profit purposes
permitted provided this text is included.

The contributions of this paper are the analysis of
the GOOSE protocol to identify vulnerabilities in the
processing algorithm and the implemention of practical attacks to exploit this vulnerability. The attacks
are presented using a test bed comprising a virtual
publisher, subscriber and attacker, developed in Java.
The attacks were successful in all cases.
The remainder of the paper is structured as follows; this section presents a brief background and
discussion of the GOOSE protocol. Section 2 summarises the proposed attacks. Section 3 presents the
methodology employed in this research and describes
the experiments performed. Section 4 presents the
results of the experiments. The results are evaluated
and discussed in Section 5. Finally Section 6 concludes the paper.
Background
Since GOOSE is multicast using the data–link layer,
there is no logical address and flow control functionality. Thus, there is no support for message authentication. Part 6 of the IEC 62351 (International
Electrotechnical Commission 2007b) standard defines
message security mechanisms for GOOSE. However,
due to the strict time performance requirements of
GOOSE messages “security measures which affect
transmission rates are not acceptable.” (International
Electrotechnical Commission 2007a, p.30)
GOOSE messages allow a sending intelligent electronic device (IED), a publisher, to multicast user–
configurable state data to receiving IEDs, known as
subscribers. GOOSE is an unacknowledged connectionless communication protocol, in that, the subscribers do not send an acknowledgement to the publishers. Substation events cause IEDs to transmit
a GOOSE message. GOOSE messages contain a
status number and sequence number amongst other
data. These messages are retransmitted with increasing delay and sequence number until the next
event, which requires the status number to be incremented. Status numbers are intended to provide replay protection (International Electrotechnical Commission 2007b). Both the status number (stNum) and
sequence number (sqNum), are represented as 32 bit
unsigned integers, thus having a possible value range
from 0 to 232 .
Once a GOOSE frame is received, Algorithm 1, as
derived from the IEC 62351 standard (International
Electrotechnical Commission 2007b), is employed. A
GOOSE frame with a lower status number than that
of the previously received message is not processed
unless there has been a status number roll–over or
time–out.
The following section describes the proposed attacks which exploit a vulnerability in the GOOSE
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The second phase requires the attacker to extrapolate an attack rate, which is higher than
the observed rate. Spoofed GOOSE messages
are then multicast at the attack rate with status numbers incrementing by one. The attack
traffic is expected to race against legitimate traffic and prevent bonafide GOOSE messages from
being processed by the subscriber.

Algorithm 1: GOOSE processing algorithm
1
2
3
4

5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

previous stNum ← get the previously processed
stNum;
message StNum ← get stNum from message;
if message StNum 6= previous StNum then
if message StNum < previous StNum
AND no stNum roll-over AND no TTL
time-out then
discard message;
end
else if stNum roll-over OR no TTL
time-out then
re-establish stNum;
end
age ← current time-stamp - time-stamp on
message;
if | age | > 2 minimum skew then
discard message;
end
else
process message;
end
end
else
discard message;
end

protocol.
2

Proposed Attacks

The hypothesis of this paper is that a malicious
GOOSE message could hijack the communication between a subscriber and publisher, and could be used
to prevent the subscriber from processing subsequent
legitimate GOOSE messages or to influence the subscriber by forcing it to process fabricated GOOSE
messages. This will be the case where legitimate
GOOSE messages have status numbers equal to or
less than the status number in the fabricated message. This attack is referred to, by the authors, as
GOOSE poisoning. Three variants of this attack have
been summarised below;
• High Status Number Attack – The first variant
multicasts a single spoofed GOOSE frame with
a very high status number to a subscriber after
inspecting GOOSE frames. It is expected that
once the spoofed GOOSE frame is processed, any
legitimate GOOSE frames, with status number
equal to or less than this will not be processed
by the subscriber.
• High Rate Flooding Attack – The second variant, requires the attacker to multicast a range of
spoofed GOOSE messages, with increasing status numbers, after inspecting an initial GOOSE
frame. The high rate flooding of spoofed packets
is expected to eventually employ a status number that is higher than the expected status number on the subscriber. This variant is best summarised as a status number flooding attack.
• Semantic Attack – The third and final variant,
is a Semantic Attack. This attack is executed
in two phases. The first phase requires the attacker to observe the network traffic and inspect
GOOSE messages to determine the status numbers in use and infer the rate of status change.
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The three variants aim to exploit the lack of
authentication and confidentiality at the data–link
layer. The lack of authentication enables the spoofed
GOOSE frames to be processed. The lack of confidentiality enables the content of legitimate GOOSE
frames to be read. The attacks are expected to effectively hijack the communication, and thus the processing, of GOOSE messages on the subscriber. In
all three variants the subscriber is forced to process
a higher status number than the status number employed by the legitimate publisher. As a result the
subscriber does not service legitimate GOOSE frames
and can subsequently be controlled by the attacker.
Attacker Model
Given the nature of the GOOSE protocol, the adversary is assumed to have access to the data–link layer
of the substation local area network (LAN). The attacker model used for the proposed attacks does not
require the adversary to have direct access to the publisher nor subscriber. Instead the adversary must be
capable of analysing and spoofing GOOSE frames.
The attacker must be able to spoof media access
control (MAC) addresses in order to inject GOOSE
frames that appear to originate from a legitimate publisher.
The experimental methodology, including the software simulation and test bed setup to evaluate the
proposed attacks are described in the following section.
3

Methodology

To validate the hypothesis and execute the described
attacks a simple experimental test bed was established. The test bed provided a controlled and isolated environment for experimentation. The test bed
was designed to simulate a specific scenario, and emulate the expected network traffic. The simulation
scenario, its implementation, the test bed setup, and
the experiments conducted are discussed below.
3.1

Scenario

Transmission substations usually incorporate transfer
tripping and bus bar protection, along with circuit
breakers and switches. The simulation scenario employed for the experiments focused on a single circuit
breaker. Starting at t = 0 s the publisher multicasts
GOOSE messages. The initial status number used
was 5891. The multicast message includes a Boolean
indicating a circuit breaker state, and a float representing a simulated voltage reading on the bus bar. At
t = 25 s, a status change event is simulated to cause
a trip GOOSE message to be multicast, i.e. Boolean
is set to true. The trip event is simulated for 4 s, and
at t = 29 s, the simulated publisher is reverted to its
original state, i.e. Boolean is set to false, until the
simulation terminates at t = 60 s. During the simulation scenario, the subscriber logs the state of the
circuit breaker to indicate if it’s open or closed, based
on the Boolean value in the GOOSE frame.

Proceedings of the Twelfth Australasian Information Security Conference (AISC 2014), Auckland, New Zealand
The subscriber log file entry included a time stamp
represented as epoch and a string message indicating the circuit breaker state, the processed frame status number, the sequence number, the frame received
epoch, the frame processed epoch and the difference
between the received and processed epoch times. An
excerpt from the log is presented in Figure 1.

Attacker

attack traffic
normal and attack traffic

Publisher
normal traffic

Network
Switch

Subscriber
traffic capture

3.2

Simulation

A virtual publisher and subscriber were developed in
Java using the jnetpcap software library. The library
is a wrapper for the libpcap library to implement low–
level network data injection. The publisher was designed to multicast GOOSE frames as described in
Section 3.1. A simulation engine was also developed
to control the execution of the publisher. The simulation engine was used as a harness to start and stop the
publisher. The publisher multicasts a GOOSE frame
every 50 ms, and increments the status number every
100 ms. The simulation models a stable environment,
i.e. the frequency and duration of events are regular.
In an unstable environment these events are irregular depending on environmental conditions. The subscriber was configured to subscribe to the multicast
GOOSE frames from the publisher. The subscriber
implemented the processing algorithm, Algorithm 1,
and was programmed to log the received GOOSE messages if they were processed. A single attacker was
used to implement the three variants of the attack.
The attacker accepted user input to determine the
attack type.
3.3

Test Bed Setup

The test bed consists of a publisher, a subscriber,
and an attacker connected via a network switch. An
overview of the test bed is presented in Figure 2.
Both, the publisher and subscriber were hosted
on Dell Optiplex 990 desktop machines, with Intel
Core i7-2600 processors running at 3.4Ghz and 8GB
of RAM. The attacking host was a Dell Optiplex 960
desktop machine with Intel Core2 Duo E8400 processor running at 3.0Ghz and 4GB of RAM. All network hosts were running the 64–bit version of CentOS
6.3 operating system (OS), and used the same Intel
PRO/1000 network interface card (NIC).
These machines were connected via Fast Ethernet to a Cisco 2950T managed network switch with
enhanced software image (IOS C2950-I6K2L2Q4-M).
The network switch is intended to emulate the substation bay switch within a substation. The switch
was configured with a monitor port to enable the capture of ingress and egress traffic of the ports connecting the publisher and subscriber. A separate Broadcom Tigon3 NIC was used on the subscriber to connect to the monitor port and capture traffic using the
tcpdump utility. The subscriber is also set-up as a
network time protocol (NTP) time server to provide
time synchronisation on the network.
The following section describes the experiments using the implemented attacks on the test bed.
1360651521968
1360651521968
1360651522092
1360651522092
1360651522218
1360651522218

INFO: XCBR closed 5891 0
1360651521968 0
INFO: XCBR closed 5892 0
1360651522092 0
INFO: XCBR closed 5893 0
1360651522218 0

Figure 1: Excerpt from virtual subscriber log file

Figure 2: Test bed setup
3.4

Experiments

The proposed attacks as described in Section 2 were
executed in the isolated environment provided by the
test bed. Each experiment was executed independently, i.e. the virtual publisher and subscriber are
restarted following each experiment. Before each experiment the network capture packet capture (PCAP)
and log files were cleared. Following each experiment,
the files are extracted and saved for analysis. The
experiments are summarised below;
• No Attack – an experimental control to observe
normal simulated behaviour. In this experiment
no attacks were implemented. The simulation
scenario is executed unhindered. In the control,
the circuit breaker frames were successfully received, processed, and logged. The results of this
control were used to determine if attacks were
successful.
• High Status Number Attack – A single fabricated
GOOSE message with status number close to 232
was transmitted. The maximum value was not
used as it would cause a roll–over, instead the
value 232 − 1 was used. Successful poisoning of
the subscriber using any other 32 bit value would
have a probability of 2132 , while the value used
in the experiment has a probability of success
32
of 2 232−2 . It was expected that once the fabricated GOOSE frame was processed by the subscriber, the subscriber stopped processing legitimate GOOSE messages with lower status numbers.
• High Rate Flooding Attack – In the High Rate
Flooding Attack, GOOSE frames are fabricated
with increasing status numbers. In this experiment status number of 5800 was used. This value
was selected due to the limited duration of the experiment. GOOSE frames should be multicast as
rapidly as possible by the attacker. In the case
of the experimental test bed this rate was 1000
frames per second. It was expected that once the
attack traffic started being processed by the subscriber, legitimate traffic with lower status numbers would be discarded.
• Semantic Attack – The third and final experiment is described as a Semantic Attack. During
the first phase of the Semantic Attack, the attacker observed three legitimate GOOSE frames
and recorded the highest status number used.
The average inter-frame delay was calculated
based on the observed traffic. In the second
phase of the attack, a lower attack delay was
used to calculate an attack rate. The attacker
then spoofed and multicast attack traffic with increasing status numbers at the calculated attack
rate. As with the High Rate Flooding Attack,
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it was expected that once the fabricated frames
were processed, legitimate traffic with lower status numbers would be discarded.

Attack convergence
600000

The network traffic and subscriber log files were
recorded and analysed for each experiment. The following section presents the experimental results.
Results

The results for each experiment comprised the network capture PCAP file and the virtual subscriber
log file. The log file was processed to indicate the
circuit breaker state at various timestamps using a
custom shell script. The captured network traffic
PCAP file was processed using another custom utility (goosestat) written in Java to extract specific
features, such as, the status numbers, sequence numbers, payload data, and frame time stamp. An excerpt
from the processed file is presented in Figure 3;
To better understand the results, the concept of
convergence was introduced. Convergence in the context of GOOSE poisoning attack is when the attacker
and the legitimate publisher are transmitting GOOSE
frames with the same status number. Once the attacker exceeds this status number GOOSE poisoning can occur. Convergence only occurs if the attack
GOOSE frame rate (λA ) is higher than the GOOSE
status number change frame rate (λN ) of the legitimate publisher.
A second concept required for understanding experimental results is sending advantage. Sending advantage (α) is defined as the difference in the status
numbers employed by the attacker (stN umA ) and the
legitimate publisher (stN umN ) at the point the attack begins. Let α be some unknown sending advantage that a legitimate publisher has over the attacker,
then time till convergence can be calculated using (1)
once the attack starts.
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Figure 4: Convergence time for simulated scenario

• λA : attack rate in frames per second

The sending advantage (α) that a legitimate publisher
has over an attacker is variable. Since stN umN =
stN umA + α, in the best case, from the attackers perspective, the legitimate status number is equal to the
attackers status number, i.e. α = 0. In the attackers worst case, the legitimate status number, is close
32
to half the maximum, i.e. α ≈ 22 ≈ 231 , instead
of α ≈ 232 because of status number roll–over. If
the legitimate sender is at the maximum status number, then subsequent frames would cause a roll–over of
the status number, thereby rendering the next attack
frame transmission as poisonous. Hence the sending
advantage would become negative.
To estimate the convergence time for the simulated scenario, an average case sending advantage of
31
α = 22 was used. Figure 4 presents time till convergence based on the simulation scenario for the average case sending advantage where a virtual publisher
simulates a 100 ms inter-frame delay. The figure illustrates varying attack frame delays employed by the
attacker and the expected time till convergence. Considering the average case, an attacker could converge
upon the status number being employed by the legitimate publisher, and subsequently start poisoning
the subscriber within 6000 ms if using an attack rate
greater than 200 frames per second.
The results obtained from the experiments are discussed in the following section.

• λN : estimated average normal traffic status number change rate in frames per second

5

t=

α
λA − λN

(1)

where:
• t: convergence time in seconds
• α: difference between legitimate and attack status numbers (sending advantage)

#
# goosestat version 0.2
# goosestat -r no-attack.pcap -p
#
# frame stNum sqNum payload data timestamp
rtimestamp
#
1 5891 0 0 1360651521966 19388
2 5891 1 0 1360651522028 19450
3 5892 0 0 1360651522091 19513
4 5892 1 0 1360651522154 19576
5 5893 0 0 1360651522217 19639
6 5893 1 0 1360651522279 19701
Figure 3: Except from output of goosestat on PCAP
file

20

Time till convergence (ms)

4

60000

Discussion

The success of the attacks were ascertained by comparing the attack results with the control results. The
attack was considered successful, when the subscriber
failed to correctly log the circuit breaker state. In
Figures 5,6,7 and 8, the change in the status number
with respect to the simulation time, is plotted on the
y–axis from the PCAP file content. The simulation
time, calculated relative to the first frame, is plotted
on the x-axis. On the y2-axis, the state of the circuit
breaker is plotted from the subscriber log file data.
Again, the simulation time was calculated relative to
the first log entry. A state of 1 meant the circuit
breaker was closed, and 0 indicated it was open.
The scenario employed for the simulation has been
simplified for the purposes of brevity and rapid development. As previously described, a stable system was
used in the simulation. Further the convergence calculations employed the average status number change
rates. These simplifications may provide a skewed
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Figure 5: Simulation run without attacks
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Figure 6: High Status Number Attack
perception of real GOOSE traffic in an unstable system. The results obtained are summarised below;
• No Attack – As illustrated in Figure 5, the control
illustrates the simulation scenario precisely, i.e.
the circuit breaker state is changed to open at t
= 24 s and remains in this state until t = 29 s,
and reverts to a closed state for the remainder of
the simulation.
• High Status Number Attack – In the High Status Number Attack, once the attack frame with
the large status number was processed by the
subscriber, all other legitimate GOOSE frames
were discarded. This is illustrated in Figure 6 as
the lack of circuit breaker status logging by the
subscriber. It should be noted that logarithmic
scaling is employed on the y–axis of the figure.
For the purpose of the experiment the attack is
considered a success since the subscriber was unable to log the circuit breaker state, from approximately t = 7 s.
• High Rate Flooding Attack – successful convergence during this attack depends on the sending
advantage that the legitimate publisher has over
the attacker. In this attack, a successful convergence is observed. The point of convergence is
illustrated in Figure 7 where the two lines intersect, at approximately t = 8 s. The attack illustrated uses an initial attack value of 5,800, i.e.

Figure 7: High Rate Flooding Attack
the advantage α = 91. The line with the higher
gradient represents the attack traffic. There was
no way to distinguish the attack traffic from the
legitimate GOOSE traffic save for the rate, i.e.
the attack traffic rate is higher than the normal
traffic rate. This attack is considered a success,
since the subscriber was unable to detect the trip
message from the legitimate publisher.
• Semantic Attack – In Figure 8 the point of convergence is less obvious than the flooding attack
as in Figure 7. In the Semantic Attack, convergence occurred almost immediately upon start of
the attack, at approximately t = 4 s. As with
the flooding attack, there was no means to distinguish the attack traffic from normal traffic based
on features of the traffic, apart from the rate at
which the traffic is generated. The primary advantage of the Semantic Attack over a High Rate
Flooding Attack, was that the legitimate IED is
extended a lower sending advantage. Since the
attacker is able to observe the network traffic and
thus determine the legitimate status number in
use, the sending advantage is eliminated. Another benefit of the Semantic Attack over a High
Rate Flooding Attack was that a lower attack
traffic rate can be used, i.e. an attack traffic rate
that is a close approximation of the average traffic rate. This attack is considered a success since
the subscriber does not the log the trip message
from the legitimate publisher.
In all three attacks the circuit breaker trip was
not logged. The poisoning is successful as long as the
legitimate publisher’s status number is less than the
attack status number.
In the case of the High Status Number Attack
(see Figure 6) the subscriber failed to log the circuit
breaker state. It is expected that this attack would be
successful in both stable and unstable systems. This
attack does not require convergence and only a single
frame is required for the poisoning. The subscriber remains poisoned until the legitimate publisher reaches
a status number higher than the one used in the poisoning.
In the High Rate Flooding and Semantic Attacks
(see Figures 7 and 8 respectively) the subscriber
logged an incorrect state based on the spoofed traffic. Since the High Rate Flooding and the Semantic
Attacks rely on convergence, they are suited to stable environments. The subscriber remains poisoned
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Figure 8: Semantic Attack
so long as the attacker continues the attack after convergence. The advantage of the Semantic Attack over
the High Rate Flooding Attack is that convergence
occurs almost immediately.
Related Work
Hoyos et al. (Hoyos et al. 2012), demonstrated an
attack exploiting the GOOSE protocol. The attack
first performed a capture of the network traffic for
GOOSE messages, and subsequently altered the status number and flipped any Boolean data i.e. if the
Boolean data was set to true, the attack resets it to
false and vice versa. The GOOSE frame was then
re-transmitted with increasing status numbers. The
tampered data was intended to have an effect on the
subscribing IEDs.
Unlike Hoyos et al., the attacks presented in this
paper do not attempt to manipulate the content of
messages to influence the subscribers actions. Instead,
the attacks proposed in this paper, hijack the communication channel by exploiting a flaw in the algorithm
used for GOOSE processing. Once the attacks are
successful, legitimate traffic is no longer processed by
the subscriber. The only messages that can be processed are those injected by the attacker. Following
the hijacking, continuing to inject attack traffic effectively performs a denial–of–service (DoS) attack by
denying the legitimate sender traffic access to the subscriber. The attacker could also manipulate the actions of the subscriber by, for example, replaying old
payloads or altering the payload of existing traffic.
There is an existing set of attacks against the
transmission control protocol (TCP) using prediction
of TCP sequence numbers (Morris 1985), for a given
TCP session. GOOSE status numbers share the same
linear properties as TCP sequence numbers. Therefore, the GOOSE status number makes the GOOSE
protocol vulnerable to similar off-path attacks.
The use of randomisation in the TCP sequence
number selection (Gont & Bellovin 2012) made TCP
sessions more resistant to sequence number estimation. However, the randomisation approach is still
susceptible to man–in–the–middle (MITM) attacks.
The use of randomisation of sequence numbers in
TCP relies on the connection oriented nature of TCP.
As GOOSE is a connectionless protocol, for randomisation to be employed would require out–of–band synchronisation of status numbers. Such out–of–band
synchronisation may be difficult to achieve in the constrained substation environment.
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Conclusion

2

The work presented in this paper exploits a vulnerability in the GOOSE protocol and presents three variants of an attack. The vulnerability arises as a result
of predictable status number used in GOOSE messages and the processing of these messages by the subscriber. The paper demonstrated successful poisoning
of the subscriber which prevented it from processing
legitimate GOOSE messages.
There are a number of areas of future work arising
from this paper. The semantic attack can be further developed to be adaptive, the attack rate could
change based on the observed rate of legitimate traffic.
In concert with developing the attack potential detection techniques also need investigation. Presently the
authors are in the initial phases of implementing the
attacks using actual IEDs rather than simulations.
Preliminary results indicate that vendors may have
an inconsistent interpretation of the IEC 61850 and
IEC 61235 standards. The impact that this may have
on the success or otherwise of the attacks described
in this paper are not yet fully determined. Finally,
the ultimate aim of this work is to develop mitigation strategies against these attacks. While mitigation strategies for the attacks have not been identified
in this paper the authors are presently investigating
potential mitigation strategies.
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Abstract
A5/1 is a shift register based stream cipher which provides privacy for the GSM system. In this paper, we
analyse the loading of the secret key and IV during
the initialisation process of A5/1. We demonstrate
the existence of weak key-IV pairs in the A5/1 cipher due to this loading process; these weak key-IV
pairs may generate one, two or three registers containing all-zero values, which may lead in turn to
weak keystream sequences. In the case where two
or three registers contain only zeros, we describe a
distinguisher which leads to a complete decryption of
the affected messages.
keywords: A5/1, initialisation process, loading
phase, weak key-IV pairs, ciphertext only attack,
stream cipher.
1

Introduction

The privacy of mobile telephone communications is
protected by the A5/1 stream cipher. The approximate design of A5/1 was leaked in 1994 and the exact design revealed in 1999, when it was reverse engineered by Briceno (Briceno et al. 1999). A5/1 is
a bit-based stream cipher that takes a 64-bit secret
key and a 22-bit initialisation vector (IV), the frame
number, as inputs into the 64-bit internal state. The
internal state of this cipher is contained in three linear
feedback shift registers (LFSRs).
Most recent stream cipher proposals require an initialisation process as an essential part of the cipher’s
specification. During the initialisation process, a secret key, k, and an IV, v, are loaded into the internal
state. This loaded state is then processed to diffuse k
and v across the internal state before keystream generation occurs. A good initialisation process should
ensure that keystreams formed from the same key but
different IVs do not reveal information about the secret key and can not be used to facilitate any attack.
It is sometimes possible to find key-IV pairs that
result in one or more registers containing only zeros
at the end of the loading and diffusion phases of the
initialisation process (Zhang & Wang 2009). We refer
to key-IV pairs that generate one or more registers
containing all-zeros at the end of the loading phase
as weak key-IV pairs.
Copyright c 2014, Australian Computer Society, Inc. This
paper appeared at the Australasian Information Security Conference (ACSW-AISC 2014), Auckland, New Zealand, January
2014. Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 149, Udaya Parampalli and Ian
Welch, Ed. Reproduction for academic, not-for-profit purposes
permitted provided this text is included.

In A5/1, the key and IV are loaded by clocking the
registers and combining successive key and IV bits
with the usual register feedback; thus, the registers’
feedback mechanism is not autonomous during this
process. For some non-zero key-IV combinations, this
results in one or more of the registers containing only
zeroes at the end of the loading phase.
In this paper, we establish conditions under which
such weak key-IV pairs exist for the A5/1 cipher. We
show that if a weak key-IV pair results in two or three
of the registers containing all-zero values, then the
generated keystream is easy to distinguish and the
cipher is vulnerable to attack. Under these circumstances, a ciphertext-only attack can be used to reveal
the secret key and hence to decrypt the entire conversation.
This paper is organized as follows. Section 2 provides a full description of the A5/1 stream cipher
including the non-autonomous feedback mechanism
during the loading phase of the initialisation process.
Section 3 provides a matrix representation for the
operation of an autonomous LFSR and adapts this
technique to a non-autonomous LFSR as used in the
loading phase of A5/1. This representation is used
in Section 4 to determine the conditions under which
one, two and three registers contain all-zero values.
Section 5 presents a possible ciphertext-only attack
procedure to reveal the secret key in the cases where
two or three registers contain only zeros. Section 6
concludes the paper.
2

Description of A5/1

A5/1 (Biryukov et al. 2001, Golić 1997) is a bit based
stream cipher which uses three binary LFSRs, denoted A, B and C, with lengths of 19, 22 and 23
bits respectively, giving a state size of 64 bits. Each
LFSR has a primitive feedback polynomial. Let S denote the internal state of A5/1 and let SA , SB and SC
denote the internal states for the component registers
A, B and C respectively. Let sia,t denote the contents
of stage i of register A at time t, for 0 ≤ i ≤ 18, sib,t
denote the contents of stage i of register B at time t,
for 0 ≤ i ≤ 21, sic,t denote the contents of stage i of
register C at time t, for 0 ≤ i ≤ 22 respectively.
A secret key of 64 bits is used for each conversation
and a 22-bit frame number is used as the IV for each
frame. Let ki denote the secret key for 0 ≤ i ≤ 63 and
vi denote the IV for 0 ≤ i ≤ 21. The three registers
are regularly clocked during loading of the key and IV
(frame number), while a majority clocking mechanism
is used for the diffusion phase and for keystream generation. The use of majority clocking implicitly introduces nonlinearity to the keystream sequence. This
is the only nonlinear operation performed.
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To implement the majority clocking scheme, each
10
register has a clocking tap: stages s8a,t , s10
b,t and sc,t .
The contents of these stages determine which registers will be clocked at the next iteration: those registers for which the clock control bits agree with the
majority value are clocked. For example, if s8a,t = 0,
10
s10
b,t = 1 and sc,t = 0, then the majority value is 0
and registers A and C are clocked. Thus, either two
or three registers are clocked at each step. Figure 1
shows a pictorial diagram of the A5/1 stream cipher.
Register A
Clocking tap

Register B
Clocking tap

Register C
Clocking tap

Figure 1: A5/1 Stream cipher.

2.1

Initialisation process

The initialisation process is conducted in two phases
as follows.
2.1.1

Loading phase

At the beginning, all stages of the three registers are
set to zero. Each LFSR is regularly clocked 64 times
as each key bit, ki , is XORed with the register feedback to form the new value of stage s0 . Following this,
each register is regularly clocked 22 times as the IV
is loaded in the same manner (Biryukov et al. 2001).
At the end of the loading phase, the register contents
form the loaded state. Note that the state update
function during the loading phase is entirely linear.
That is, the contents of each stage in each register
comprise a linear combination of key and IV bits.
2.1.2

Diffusion phase

The diffusion phase involves performing 100 iterations
of the initialisation state update function using the
majority clocking scheme. During this phase, no output is produced. At the end of diffusion phase the
cipher is in its initial state and is ready for keystream
generation.
2.2

Keystream Generation

Keystream generation comprises 228 iterations using
the same majority clocking rule used during the diffusion phase. In each iteration, the keystream bit is
obtained by XORing the output bit of the three reg21
22
isters. That is, zt = s18
a,t ⊕ sb,t ⊕ sc,t .
A conversation between two parties A and B is
sent as a series of frames, each of 4.6 milliseconds duration. Each frame uses 228 bits of keystream: 114
bits to communicate from A to B and another 114 bits
to communicate from B to A. All frames within a conversation are encrypted using the same key, with the
frame number being used as the initialisation vector;
thus, successive frames use the same key and consecutive IVs for their encryption.
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2.3

Origin of Weak Key-IV Pairs

During the loading phase, the LFSRs in A5/1 have a
non-autonomous feedback mechanism, since the value
of the new bit of each LFSR during this phase depends on both the feedback bit and an external value
(either the key or IV bit). However, the LFSRs operate or clock independently as the regular clocking
mechanism is used during this phase. Because of the
non-autonomous feedback, non-zero key-IV pairs may
result in an all-zero loaded state for one or more of
the registers.
During the diffusion phase and keystream generation process, the LFSRs of A5/1 have an autonomous
feedback mechanism, as there is no direct external input to the LFSRs. However, the LFSRs operate dependently during these processes, since each LFSR is
clocked using the majority clocking rule and depends
on the values of clocking bits of other LFSRs.
As noted, the non-autonomous feedback mechanism during the loading phase implies that one or
more of the LFSRs may contain all-zeros at the end
of this phase, since a non-zero LFSR state is only
guaranteed if the LFSR uses autonomous feedback
from a non-zero starting point. On the other hand,
the autonomous feedback during the diffusion and
keystream generation processes guarantees that any
LFSR which contained all-zeros at the end of the
loading phase will remain in that state. (Although
the individual bits are clocked through the LFSR, the
feedback bit is always zero, so the register continues
to contain only zeros.)
At the end of the initialisation process, if two
or three LFSRs contain all-zero values, then the
keystream generated following this specific initialisation will be constant, consisting entirely of zeros or
entirely of ones. This flaw results in sending a message as either clear text if the keystream is zeros, or
as the complement of the plaintext if the keystream
is all ones. Clearly this is not a desirable outcome.
In the case of one LFSR containing all-zero values,
the effective size of the state space is reduced but
the keystream appears to remain random (see Section 4.3).
3

Analysis of the Loading Phase

As the operation of the LFSRs during the loading
phase is linear, it can easily be represented in terms
of matrix operations. An analysis of the matrices involved then enables us to identify the conditions under which a weak key-IV pair can occur.
The autonomous operation of each LFSR can be
described in terms of a matrix equation (Lidl &
Niederreiter 1997) as follows. Suppose that the stages
of the LFSR are denoted as s0 , s1 , . . . sd , the update
coefficients are c0 , c1 , . . . cd and that the update function can be represented as
s0t+1 = c0 s0t ⊕ c1 s1t ⊕ . . . cd sdt
sjt+1 = sj−1
t

1≤j≤d

Putting St = [s0 s1 . . . sd ]| , the LFSR update
(clocking) operation can be represented by the equivalent matrix equation
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St+1 = T St




where T = 



c0 c1
1 0
0 1
..
..
.
.
0 0
0 0


. . . . . . cd−1 cd
......
0
0 
......
0
0 

..
.. 
.. ..
. .
.
. 

......
0
0
......
1
0

where M = [T 21 σ T 20 σ . . . T σ σ] and V =
[v0 v1 . . . v20 v21 ]| .
Now set τ = −86, so that S0 represents the
loaded state of the system, and consider the behaviour of the loading phase of A5/1. The terms
T 22 N K and M V are XORed together. So, they
can be represented by concatenating T 22 N and M
and multiplying by a new vector KV , where KV =
[k0 k1 . . . k62 k63 v0 v1 . . . v20 v21 ]| as follows

is the state transition matrix of the LFSR.
During the loading of the key into the LFSR, the
LFSR state update function is given by
St+1 = T St ⊕ σkt

(1)

where σ = [1 0 . . . 0]| indicates that the new key bit
is XORed into the feedback of the LFSR. If we take
t = τ to indicate the LFSR state before loading commences and iterate this process several times, from
t = τ to t = τ + l (where l denotes the key length),
we have

S0 = [T 22 N ||M ]KV

We can apply Equation 2 to each LFSR of A5/1.
Let SA , TA , NA and MA represent the required matrices for LFSR A. Similarly, matrices can be written
for LFSRs B and C as follows SB , TB , NB , MB and
SC , TC , NC , MC respectively. The new equations for
each LFSR can be written as follows:
SA,τ +86 = TA22 NA K ⊕ MA V
SB,τ +86 = TB22 NB K ⊕ MB V
SC,τ +86 = TC22 NC K ⊕ MC V

Sτ +1 = T Sτ ⊕ σk0
Sτ +2 = T (T Sτ ⊕ σk0 ) ⊕ σk1 = T 2 Sτ ⊕ T σk0 ⊕ σk1
..
.
l

Sτ +l = T Sτ ⊕ T
⊕ σkl−1

l−1

σk0 ⊕ T

l−2

Now, we apply Equation 3 to each LFSR of A5/1,
the equations are as follows:
SA,0 = [TA22 NA ||MA ]KV
SB,0 = [TB22 NB ||MB ]KV
SC,0 = [TC22 NC ||MC ]KV

σk1 ⊕ . . . ⊕ T σkl−2

= T l Sτ ⊕ N K

4

where N = [T l−1 σ T l−2 σ . . . T σ σ] and K =
[k0 k1 . . . kl−2 kl−1 ]| .
The above analysis can be extended easily to cases
such as A5/1, which have three LFSRs, by denoting
the states of the three LFSRs as SA , SB and SC , their
state transition matrices as T A , T B and T C , their σ
matrices as σ A , σ B and σ c and defining the state
transition matrix of the combined system in matrix
block form as



"
#
TA 0
0
SA
B
SB
T = 0 T
0  acting on
SC
0
0 TC
Likewise, denoting the σ and N matrices of each
LFSR as σ A , σ B , σ C and N A , N B , N C , the combined
σ and N matrices for the whole system can be defined
as




σA
NA
σ =  σ B  and N =  N B 
σC
NC
With these modifications, the equation above, Sτ +l =
T l Sτ ⊕ N K, is also valid for the combined system.
Noting that Sτ = [0 0 . . . 0]| for the LFSRs of A5/1,
this equation reduces to Sτ = N K.
A similar analysis can also be undertaken for loading the IV bits into the LFSRs. For a 64-bit key and
a 22-bit IV, we have
Sτ +64 = N K
Sτ +86 = T 22 N K ⊕ M V

(2)

(3)

Findings and Results

This analysis investigates the effect on the security of
the A5/1 cipher when the loading phase results in a
loaded state with one or more LFSRs containing allzero values. We call any of these states a weak loaded
state. As discussed in Section 2.3, if the contents of
any LFSR is all-zeros after the loading phase, it will
remain so for the whole of the diffusion and keystream
generation phases, since the LFSR has no external
input during these phases. Thus, the LFSR contents
will not be changed until the cipher is re-initialised to
encrypt the next frame in the conversation.
The total size of the secret key and IV for A5/1 is
64 + 22 = 86 bits, which exceeds the 64-bit state size.
In addition, the state-update function is linear during
the loading phase. From this, it follows that there are
222 weak key-IV pairs corresponding to each possible
weak loaded state. In fact, each pair comprises exactly one of the 222 possible IVs and a corresponding
key.
To investigate the effects of weak loaded states, we
consider three scenarios: three LFSRs contain all-zero
values, two LFSRs contain all-zero values and one
LFSR contains all-zero values, as discussed later. For
each scenario, we identify the relationships between
key and IV bits that correspond to the weak key-IV
combinations.
4.1

Three LFSRs all Zeros

This section focuses on the scenario where all three
LFSRs contain all-zero values after completing the
loading phase. These three LFSRs will be clocked
and produce all zero output bits continuously until
the next rekeying. Thus the keystream bits obtained
by XORing these three outputs will also be zeros.
From Equation 3, the loaded contents of these
three LFSRs are expressed in the three terms
TA22 NA ||MA , TB22 NB ||MB and TC22 NC ||MC .
We
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Table 1: Weak key-IV example: three all-zero LFSRs

key
IV

00100000001000001001110011011101
10000001001101111001000000100011
1110000000000000000000

A
loaded B
state C

0000000000000000000
0000000000000000000000
00000000000000000000000

A
initial B
state C

0000000000000000000
0000000000000000000000
00000000000000000000000

Keystream

0x0000000000000000000000000000
00000000000000000000000000000

start with assuming these three terms (TA22 NA ||MA ,
TB22 NB ||MB , TC22 NC ||MC ) are equal to all-zeros and
analyse the resulting system of equations using Gaussian Elimination. This process generates the relationship between key and IV bits that result in all three
LFSRs containing only zeros. We have 64 equations
with 86 variables, and hence 22 variables can be chosen freely.
In particular, we may choose the IV bits (v0 , v1 to
v21 ) freely and use these to determine the corresponding 64-bit secret key that will result in all three registers containing all-zeros. The 22 free IV bits specify
the 64 key bits according to the system of equations
presented in Appendix A. By choosing all possible
values of the 22 free IV bits, we see that the total
number of weak key-IV pairs of this type is 222 and
the probability that a randomly chosen key-IV pair
satisfies these equations is 2−64 .
As each of these pairs corresponds to a single IV
and an associated key, the probability that a randomly chosen key belongs to a weak pair of this type is
222 /264 = 2−42 . Since each conversation is encrypted
with a single key, this is equivalent to stating that
the probability of a single (randomly chosen) conversation being encrypted with one of these keys is also
2−42 .
Now consider a conversation encrypted with a key
which belongs to one of these weak key-IV pairs. If
the conversation contains N frames, there is a further
probability of N/222 that the IV from this weak pair
has been used to encrypt one of these frames. Therefore, there is an overall probability of N × 2−64 that a
randomly chosen conversation contains a frame that
has been encrypted with a weak key-IV pair of this
sort.
Based on this analysis, Table 1 shows an example
of a weak key-IV pair that produces a fixed all-zero
keystream. The keystream is presented in hexadecimal notation, to save space. As expected, the three
LFSRs A, B and C contain all-zero values after performing the loading phase.
4.2

Two LFSRs all Zeros

This section focuses on the scenario in which two LFSRs contain all-zero values after performing the loading phase. As the clocking stage in each of these two
LFSRs will contain a zero, the majority value will
be zero. Hence, these two LFSRs will be clocked every time; however, the contents of these two LFSRs
will remain all-zeros. The third LFSR will be clocked
only until the content of its clocking stage has value
“1”. Since the diffusion phase consists of 100 clocking
steps before producing any keystream bits, this pro-
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cess will ensure that the third LFSR will be in a fixed
state before the keystream generation begins.
The keystream bit z is obtained by XORing the
21
contents of the final stage of each LFSR: s18
a , sb and
22
sc for LFSRs A, B and C respectively, since zt =
21
22
s18
a,t ⊕ sb,t ⊕ sc,t . The final stage of the non-zero LFSR
will be fixed, and could contain either 0 or 1, while
the final stages of the other two LFSRs contain zeros.
The value in this stage of the fixed register is the
value of the key stream bit. Thus the keystream has
constant value for the entire frame.
Using the equations developed in Section 3, we can
relate the contents of the three LFSRs after the loading phase to the key and IV bits that were loaded
into these LFSRs. From Equation 3, the behaviour
of these three LFSRs is expressed in the three terms
TA22 NA ||MA , TB22 NB ||MB and TC22 NC ||MC . Our
analysis is conducted under the assumption that we
are looking for two LFSRs which have zero content in
each stage of these two LFSRs after performing the
loading phase, as shown in the three cases:
Case 1 LFSRs A and B have zero content
Case 2 LFSRs A and C have zero content
Case 3 LFSRs B and C have zero content
Note in passing that the scenario where all three
LFSRs contain all-zero values is the conjunction of
these three cases.
As before, we start with the terms (TA22 NA ||MA ,
22
TB NB ||MB ), (TA22 NA ||MA , TC22 NC ||MC ) and
(TB22 NB ||MB , TC22 NC ||MC ). Setting each term equal
to all-zeros and applying Gaussian Elimination will
give us the conditions and relationships between key
and IV bits that apply to these weak key-IV pairs.
For the three cases, we have 41, 42, 45 equations respectively with 86 variables, and hence 45, 44 and 41
variables can be chosen freely.
Conditions and probabilities of the weak key-IV
combinations depend on the number of available free
bits. Table 2 shows the number of key and IV free
bits that must be chosen to form a 64-bit secret key
that results in a weak key-IV pair of each type. All of
these weak key-IV pairs result in two all-zero LFSRs
and produce fixed keystream for the entire frame.
Table 2: Number of free bits for weak key-IV of each case for
two LFSRs all-zero

cases

1

2

3

key free bits
Involved IV bits

23
22

22
22

19
22

Case 1: We consider first the case where LFSRs
A and B both contain all-zeros. In this case, a 64bit secret key can be determined from 23 free key bits
(k41 , k42 , k43 to k63 ) and 22 IV bits (v0 , v1 to v20 , v21 ).
These 45 bits specify the remaining 41 key bits using
the system of equations in Appendix B. Therefore,
by choosing all possible values for the 23 key free bits
and the 22 IV bits, the total number of weak keyIV pairs for Case 1 is 245 and the probability that a
randomly chosen key-IV pair satisfies this system of
equations is 2−41 . It can be shown that each weak pair
for Case 1 involves a unique key, so the probability
that a randomly chosen key belongs to a weak pair of
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Table 3: Two examples of weak key-IV (Case 1)

Table 4: Two examples of weak key-IV (Case 2)

IV

01101001010000101001101110111010
01001011011111111111111111111001
1110000000000000000000

IV

01011000100111110101111101011110
01010101001111111111111110111001
1110000000000000000000

A
loaded B
state C

0000000000000000000
0000000000000000000000
11111110110010110111001

A
loaded B
state C

0000000000000000000
0101010101110110001000
00000000000000000000000

A
initial B
state C

0000000000000000000
0000000000000000000000
11111111011001011011100

A
initial B
state C

0000000000000000000
0101010101110110001000
00000000000000000000000

Keystream

Keystream

IV

0x0000000000000000000000000000
00000000000000000000000000000
10000010001011101110101010110011
01100110111111111111111111111001
1100000000000000000000

IV

0x0000000000000000000000000000
00000000000000000000000000000
01111110101101000000011100011101
10001110101111111111111110111001
1100000000000000000000

A
loaded B
state C

0000000000000000000
0000000000000000000000
11101101110111110100111

A
loaded B
state C

0000000000000000000
0001101100100110101011
00000000000000000000000

A
initial B
state C

0000000000000000000
0000000000000000000000
01110110111011111010011

A
initial B
state C

0000000000000000000
0001101100100110101011
00000000000000000000000

Keystream

0xFFFFFFFFFFFFFFFFFFFFFFFFFFFF
FFFFFFFFFFFFFFFFFFFFFFFFFFFFF

Keystream

0xFFFFFFFFFFFFFFFFFFFFFFFFFFFF
FFFFFFFFFFFFFFFFFFFFFFFFFFFFF

key

key

this sort is 2−19 and the probability that a randomly
chosen conversation of N frames contains a frame that
has been encrypted with a Case 1 key-IV pair is 2−19 ×
N/222 = N × 2−41 .
Based on this analysis, Table 3 shows two examples of Case 1 weak key-IV pairs that produce fixed
keystream (either zeros or ones). The keystream is
again presented in hex. Note that the bold and underlined bits are the clocking control bits and the output
bits respectively of the LFSRs A, B and C. The two
LFSRs A and B contain all zeros after performing the
loading phase due to the nonautonomous operation.
In each exmple, the keystream bits are just repeated
copies of the output bit of the LFSR C.
Case 2: We now consider the case where LFSRs
A and C both contain all-zeros. As in the previous
cases, it is possible to obtain a weak key-IV combination for A5/1 from this condition. For Case 2, a
64-bit secret key is formed from 22 key free bits (k42 ,
k43 to k63 ) and 22 IV bits (v0 , v1 to v21 ). These
44 bits specify the remaining 42 key bits using the
system of equations in Appendix B. Therefore, by
choosing all possible values for the 22 key free bits
and the 22 IV bits, the total number of weak key-IV
for Case 2 is 244 and the probability that a randomly
chosen key-IV pair satisfies this system of equations
is 2−42 . Each weak pair for Case 2 again involves a
unique key, so the probability that a randomly chosen
key belongs to a weak pair of this sort is 2−20 and the
probability that a randomly chosen conversation of N
frames contains a frame that has been encrypted with
a Case 2 key-IV pair is N × 2−42 .
Based on this analysis, Table 4 shows two examples of weak key-IV pairs that produce fixed
keystream (either zeros or ones). As before, the
keystream is presented in hex, the bold bits are the
clocking taps and the underlined bits are the output
bits. The keystream bits in these examples have the
same value as the output bit of LFSR B.
Case 3: Consider finally the case where LFSRs B
and C both contain all-zeros. For this case, a 64-bit

key

key

secret key is formed from 19 key free bits (k45 , k46
to k63 ) and 22 IV bits (v0 , v1 to v21 ). These 41 bits
specify the remaining 45 key bits using the system
of equations in Appendix B. Therefore, by choosing
all possible values for the 19 key free bits and the 22
IV bits, the total number of weak key-IV for Case
3 is 241 and the probability that a randomly chosen
key-IV pair satisfies these equations is 2−45 . As for
the other cases, each weak pair for Case 3 involves a
unique key, so the probability that a randomly chosen
key belongs to a weak pair of this sort is 2−23 and the
probability that a randomly chosen conversation of N
frames contains a frame that has been encrypted with
a Case 3 key-IV pair is N × 2−45 .
Based on this analysis, Table 5 shows two examples of weak key-IV pairs that produce fixed
keystream (either zeros or ones). Once again, the
keystream is presented in hex, the bold bits are the
clocking taps and the underlined bits are the output
bits. In these examples, the keystream bits have the
same value as the output bit of the LFSR A.
Collating the results above, the number of weak
key-IV combinations for Cases 1, 2 and 3 are 245 , 244
and 241 respectively. Moreover, apart from the scenario with three all-zero registers, the resulting keyIV pairs are distinct. Therefore, the total number
of weak key-IV combinations, when two LFSRs are
all-zero, is 245.64 . Likewise, the probability that a
randomly chosen key-IV pair satisfies the equations
for any of these cases is found to be 2−40.36 and the
probability that a randomly chosen conversation of N
frames contains a frame that has been encrypted with
any of these key-IV pairs is N × 2−40.36 .
4.3

One LFSR all Zeros

It is possible to find that exactly one LFSR contains
all-zero values after the loading phase. Whether this
LFSR is clocked or not during the keystream generation, the contribution to the keystream bit from this
LFSR is zero. In this situation at least one of the
other two LFSRs will be clocked. The value of the
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Table 5: Two examples of weak key-IV (Case 3)

key
IV

10111000110000001000000110001111
11010011111111111111110111111001
1100000000000000000000

A
loaded B
state C

0100000100010000001
0000000000000000000000
00000000000000000000000

A
initial B
state C

1010000010001000000
0000000000000000000000
00000000000000000000000

Keystream

IV

0x0000000000000000000000000000
00000000000000000000000000000
10100110101100110101101000000101
10000010010011111111110111111001
1111000000000000000000

A
loaded B
state C

1011100001111110100
0000000000000000000000
00000000000000000000000

A
initial B
state C

1100101110000111111
0000000000000000000000
00000000000000000000000

Keystream

0xFFFFFFFFFFFFFFFFFFFFFFFFFFFF
FFFFFFFFFFFFFFFFFFFFFFFFFFFFF

key

keystream bits actually depends only on the content
of the last bit of these other two LFSRs.
Once again, we use the equations developed in
Section 3 to relate the contents of the three LFSRs after the loading phase to the key and IV bits
that were loaded into these LFSRs. From Equation 3, the contents of the three LFSRs are expressed in the three terms TA22 NA ||MA , TB22 NB ||MB
and TC22 NC ||MC . Our analysis is conducted under
the assumption that we are looking for a single LFSR
which has all-zeros in its stages after performing the
loading phase, as shown in the three cases:
Case 4 LFSR A contains all-zero values
Case 5 LFSR B contains all-zero values
Case 6 LFSR C contains all-zero values
The pairwise conjunctions of these cases are the
three cases from the scenario with two all-zero registers (Section 4.2), while the triple conjunction is the
scenario where all three LFSRs contain all-zero values.
Equation 3 is analysed using Gaussian Elimination (GE) to find the conditions mentioned above.
We start by setting the term (TA22 NA ||MA ) equal to
zero to find the relationship between key and IV bits.
This process is applied similarly for the other two
terms (TB22 NB ||MB ) and (TC22 NC ||MC ). This process
generates the relationship between key and IV bits
that result in an LFSR containing all-zero values after performing the loading phase. For the three cases
(4, 5 and 6), we have 19, 22, 23 equations respectively.
For each case, there are 86 variables, and hence 67, 64
and 63 variables can be chosen freely in the respective
cases.
The conditions and the probabilities of the weak
key-IVs depend on the number of free bits. Table 6
shows the number of key and IV free bits that must
be chosen to form a 64-bit secret key that results in a
weak key-IV that results in one LFSR having all-zero
values for the entire frame.
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Table 6: Number of free bits for weak key-IV of each Case
for one LFSR all-zero

cases

4

5

6

key free bits
Involved IV bits

45
22

42
22

41
22

Table 7: Example of weak key-IV (Case 4)

IV

10011110110010000011111111111111
11111110011111111111111111111001
1110000000000000000000

A
loaded B
state C

0000000000000000000
0100000111000111010100
11010011010111101110110

A
initial B
state C

0000000000000000000
1011101101100100100111
11011011011011100110011

Keystream

0x507802ACC6711F53C436082322478A
E8CB842631EA9CB9CC6869D6FCA

key

Case 4: For Case 4, a 64-bit secret key is formed
from 45 key free bits (k19 , k20 to k63 ) and 22 IV bits
(v0 , v1 to v21 ). These 67 bits specify the remaining
19 key bits using the relevant system of equations.
Therefore, by choosing all possible values for the 45
and 22 free key and IV bits respectively, the total
number of weak key-IV pairs for Case 4 is 267 and
the probability that a randomly chosen key-IV pair
satisfies these equations is 2−19 . In this case, each of
the 264 possible keys belongs to exactly 8 Case 4 keyIV pairs. For any given key, the IVs in these pairs are
distributed almost regularly through the IV space, so
the probability that a randomly chosen conversation
of N frames contains a frame that has been encrypted
with a Case 4 key-IV pair is N × 2−19 for N ≤ 524043
and rises to 1 for N ≥ 524339. (Note: 219 = 524288.)
Based on this analysis, Table 7 shows an example
of a weak key-IV pair that results in LFSR A containing all-zero values until the next rekeying. The
keystream is presented in hex and depends only on
LFSRs B and C. LFSR A contains all-zero values
after performing the loading phase due to the nonautonomous feedback operation during that phase.
Case 5: For Case 5, a 64-bit secret key is formed
from 42 key free bits (k22 , k23 to k63 ) and 22 IV bits
(v0 , v1 to v21 ). These 64 key-IV bits specify the remaining 22 key bits using the relevant system of equations. Therefore, by choosing all possible values for
the 42 key free bits and the 22 IV free bits, the total number of weak key-IV for Case 5 is 264 and the
probability that a randomly chosen key-IV pair satisfies these equations is 2−22 . Each of the 264 possible
keys belongs to exactly one Case 5 key-IV pair and
the probability that a randomly chosen conversation
of N frames contains a frame that has been encrypted
with a Case 5 key-IV pair is N × 2−22 .
Based on this analysis, Table 8 shows an example
of a weak key-IV pair that produces a keystream from
only two effective LFSRs A and C. LFSR B contains
all-zero values after performing the loading phase due
to the nonautonomous operation.
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Table 8: Example of weak key-IV (Case 5)

key
IV

10000101100001100101111111101111
01111110011111111111111111111001
1110100000000000000000

A
loaded B
state C

0001110101010110110
0000000000000000000000
01111000000000100101011

A
initial B
state C

0111101111111010110
0000000000000000000000
11011010101110111010111

Keystream

0x22832052674272A5FE39A39A530A86
1AD7672C4976B4B4EBE5A3C7413

Case 6: For Case 6, a 64-bit secret key is formed
from 41 key free bits (k23 , k24 to k63 ) and 22 IV bits
(v0 , v1 to v21 ). These 63 bits specify the remaining
23 key bits using the relevant system of equations.
Therefore, by choosing all possible values for the 41
key free bits and the 22 IV free bits, the total number
of weak key-IV pairs for Case 6 is 263 and the probability that a randomly chosen key-IV pair satisfies
these equations is 2−23 . Each weak pair for Case 6
involves a unique key, so the probability that a randomly chosen key belongs to a weak pair of this sort is
one-half and the probability that a randomly chosen
conversation of N frames contains a frame that has
been encrypted with a Case 6 key-IV pair is N ×2−23 .
Based on this analysis, Table 9 shows an example
of a weak key-IV pair that produces a keystream using
two effective LFSRs A and B. LFSR C contains allzero values after performing the loading phase until
the next rekeying due to the nonautonomous operation during the loading phase.
Table 9: Examples of weak key-IV (Case 6)

key
IV

00111100001000111000001111111111
11111110011111111111111111111001
1110000000000000000000

A
loaded B
state C

1001100111001111111
1011111011111010101110
00000000000000000000000

A
initial B
state C

0000101101110000000
1000011100111100110000
00000000000000000000000

Keystream

0x0F162408D5ACED21E25C9CD1B78E0E
0A687BCE90F2643E52E99013206

has been encrypted with a weak pair of this sort is
approximately 9.5 × N × 2−22 = N × 2−18.75 . (For N
approaching 219 , this probability rises to 1 for N ≥
524339.)
Statistical analysis
In the scenarios where two or three registers contain
all-zero values, the keystream is constant and hence
immediately distinguishable, but this is not the case
for the scenario in which a single register contains
all-zero values. On the other hand, the latter scenario potentially occurs in every conversation and its
probability of occurrence in a conversation of moderate length is quite high, so it is worth investigating whether the key-stream from this scenario can
also be distinguished from the key-stream obtained
when none of the registers contains all-zero values.
The rest of the section therefore focuses on statistical
analyses which might distinguish a keystream from
A5/1 that is generated by two LFSRs only (while
the third LFSR contains all-zero values) from another
keystream generated by three LFSRs (in normal operation).
Gustafson (Gustafson 1996) described statistical randomness tests of symmetric ciphers and the
National Institute of Standards and Technology
(NIST) (Rukhin et al. 2010) gives 15 tests of the randomness of a given sequence of bits to measure the
degree of randomness of that given sequence of bits.
The most powerful tests are examined: Balance,
Runs tests and Linear complexity. Balance test is
also referred as Frequency (Monobit) test in some references, and Uniformity test in others. Balance test
measure the proportion of zeros and ones for an entire sequence. The number of zeros and ones for a
given sequence should meet the conditions of the randomness test, with probabilities P (0) = P (1) = 12 .
The Runs test focuses on the total number of runs
in a sequence. A run is an uninterrupted sequence
of a particular character, either zeros or ones. Linear Complexity determines the smallest LFSR that
can generate the whole keystream over the finite field
Fn2 using Berlekamp-Massey algorithm (Menezes et al.
1996).
Keystream sequences are generated for different
scenarios of the targeted operation of the A5/1 cipher
as follows
• None of the LFSRs A, B or C contain all-zero
values (A, B and C all participate to form the
keystream bits)
• LFSR A contains all zeros (B and C participate
to form the keystream bits)

Collating the results for this scenario, the number
of weak key-IV pairs for Cases 4, 5 and 6 are 267 , 264
and 263 respectively. Therefore, the total number of
weak key-IV pairs that result in one LFSR of A5/1
containing all-zeros is 267.25 and the probability that
a randomly chosen key-IV pair satisfies the equations
for any of these cases is 2−18.75 . (The key-IV pairs
from Cases 1, 2 and 3 are included among these, but
form a negligible proportion (approximately 2−21.6 ) of
this total.) Each of the 264 possible keys belongs to
8 Case 4 key-IV pairs and one Case 5 pair, while half
of them belong to a Case 6 pair as well. Thus, every
conversation is encrypted with a key that belongs to
either 9 or 10 weak key-IV pairs from Cases 4, 5 or 6,
and (for N  219 ) the probability that a randomly
chosen conversation of N frames contains a frame that

• LFSR B contains all zeros (A and C participate
to form the keystream bits)
• LFSR C contains all zeros (A and B participate
to form the keystream bits)
For each scenario, we performed an experiment involving computer simulation. In each trial, we generated 105 random loaded states using C library seeded
random function to generate a 228-bit keystream segment (frame) from each loaded state. The Balance
and Runs test are applied for these generated frames.
Figure 2 demonstrates the Balance test for each scenario. Table 10 shows the result of the Runs test.
Figures 3 and 4 show the result of linear complexity of A5/1 for frame length 228 bits and 2000 bits
respectively.
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Table 10: The average counts from the runs test for 4 scenarios based on 105 randomly simulated states
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Figure 2: Result of the Balance test for zeros bits
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Figure 3: Linear Complexity for keystream sequences, for
n = 228 bits
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1
2
3
4
5
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7
8
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Figure 4: Linear Complexity for keystream sequences, for
n = 2000 bits

From the above tests, the distributions of the respective patterns for all scenarios appear to be similar. It seems that a keystream generated from two
non-zero LFSRs (while the third LFSR contains allzeros) can not be distinguished using Balance, Runs
or linear complexity tests. Since we have not determined a way to distinguish such a keystream, we will
not discuss further any method of attacking A5/1 in
this case.
5

Attack Procedure

Since A5/1 has a 64-bit key and a 64-bit internal
state, it is not feasible either to guess the internal state and generate keystream or to guess the
whole secret key and generate keystream for any given
IV. However, if it is possible to identify that the
keystream used to encrypt a specific frame arose from
one of a reduced set of intial states with a known format, this enables an attacker to reveal the secret key

with reduced complexity. In our case, the keystream
generated when two or three LFSRs contain all-zeros
is immediately identifiable (since it either consists entirely of zeros or entirely of ones), so the occurrence
of these scenarios is likewise distinguishable and an
attack can be mounted. Moreover, the redundancy
of speech enables us to recognise these frames in a
ciphertext-only context, which is the least restrictive
scenario for an attacker.
This section therefore presents a procedure for
identifying when a keystream sequence is either all
zeros or all ones and attacking the cipher by finding
the corresponding secret key. This procedure covers
all cases where two or three LFSRs contain only zeros, so it is not necessary to determine beforehand
which two (or three) of the registers contain all-zeros.
Note that the procedure focuses on finding the secret
key, rather than on decrypting an individual frame
assuming the IV’s are known. Once the key is obtained, all other frames in the conversation can then
be decrypted and the entire message recovered.
Attack Algorithm
The following algorithm is broken into two phases.
The first phase is not guaranteed to succeed; however,
if the first phase does succeed, the entire algorithm
will succeed and the entire message (conversation) wil
be recovered.
Phase 1

Given an encrypted conversation:

Step 1: Divide the encrypted speech (ciphertext)
into separate frames. Each ciphertext frame corresponds to one (known) IV.
Step 2: For each frame, check if either the frame or
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its bitwise complement is intelligible. If so, proceed to Phase 2.

Table 11: Number of frames for various lengths of conversation

This phase identifies any frames encrypted with a
keystream sequence that is either all zeros or all ones.
(If any encrypted frame is intelligible and seems to
be plaintext, this indicates that the keystream is all
zeros, while if the complement of any encrypted frame
is intelligible and seems to be plaintext, this indicates
that the keystream is all ones.) If none of the frames
in the conversation satisfy this test, the attack fails
for this conversation.
Phase 2

No of
frames

Conversation
time

Probability of
weak frame

214
216
218
220
222

1min 16sec
5min 2sec
20min 6sec
1h 21min
5h 22min

2−26.36
2−24.36
2−22.36
2−20.36
2−18.36

Given a frame identified in Phase 1

Step 1: For each of Cases 1, 2 and 3 in turn:
• Guess the free key bits in the relevant set of
equations from Appendix B.
• Use these guessed free key bits and the
known IV to calculate the remaining key
bits using the relevant system of equations.
• Set the guessed and calculated key bits as
the current trial key.
• For any other frame in the conversation:
– Use the A5/1 algorithm to generate
keystream from the trial key and the
IV of that frame.
– Try to decrypt the encrypted frame using the generated keystream.
∗ If the encrypted frame is decrypted
successfully, then the secret key has
been identified.
∗ If not, repeat the process for another guess.
Step 2: Once the secret key has been found, use this
secret key with the known IVs for each frame to
decrypt the entire intercepted ciphertext.
This phase checks all potential weak keys until the
correct one is found. Since the scenario with three allzero registers is a special case of the scenario with two
all-zero registers, it will also be covered by this search.
Discussion and Attack Complexity : As mentioned previously, the scenarios in which two or three
LFSRs contain all-zeros lead to a keystream which is
either all zeros or all ones. The corresponding frames
of conversation are easily distinguishable, so we refer
to these as weak frames. When such a frame is observed, the whole conversation can be decrypted after
guessing and checking up to 223.64 possible keys to
obtain the actual secret key. As discussed in Section
4.2, the probability that a randomly chosen conversation of N frames contains a weak frame of this sort
is N × 2−40.36 .
Table 11 list some typical values of N for various
lengths of conversation, together with the corresponding probability that a weak frame will be observed in
a conversation of that length. If we take 5 minutes as
a common length of conversation, we see that roughly
one in 224.36 ≈ 21.5 × 106 conversations of this length
can be completely decrypted using this attack.
We have also examined the scenario in which only
one register contains all-zero values. The keystream
generated under this scenario is not immediately distinguishable, so we applied some common statistical
randomness tests to see whether these would enable
this scenario to be distinguished. Although we have
been unable to find a test that does so, this scenario

is of great interest as it potentially occurs in every
conversation and its probability of occurrence in a
conversation of moderate length is quite high, rising
to 1 for N just over 219 (equivalent to 40 minutes
of conversation). Moreover, although the approximation of N × 2−18.75 for this probability does not hold
exactly as N approaches 219 , it is clear that the probability becomes alarmingly high (greater than 1 in 7)
for conversations as short as 5 minutes in duration.
On the other hand, an attack based on this scenario
would require guessing and checking of up to 245.25
possible keys in order to find the correct one for that
particular conversation.
6

Conclusion

The non-autonomous feedback mechanism which applies during the loading phase of A5/1 may result in
weak key-IV pairs, where one or more of the LFSRs
contain all zero values at the end of the loading phase.
If this condition occurs, it is then maintained during
the diffusion and keystream generation phases, potentially leading to a weak keystream.
This paper has considered three scenarios related
to weak key-IV pairs in A5/1: all three LFSRs
may contain all-zero values, exactly two LFSRs may
contain all-zero values or a single LFSR may contain all-zero values. For a conversation containing
N frames, the probabilities that the conversation
includes a frame satisfying these respective scenarios are N × 2−64 , N × 2−40.36 and approximately
N × 2−18.75 .
When either of the first two scenarios occurs, the
corresponding frame is immediately distinguishable,
as it contains either plaintext only or complemented
plaintext only. Once such a frame has been identified,
the secret key can easily be obtained and the entire
conversation can then be decrypted.
We have presented a ciphertext-only attack which
exploits this weakness; the probability of a successful
attack on a five minute conversation is approximately
one in 20 million and the complexity of a successful
attack is approximately 223.64 . (Due to the distinguishing nature of this attack, no calculations are required in cases where the targeted scenario does not
occur. In particular, no pre-computation is required.)
The third scenario (when a single LFSR contains all-zeros) could potentially lead to a similar attack, provided the resulting keystream can be distinguished. However, finding a distinguisher for this
keystream remains an open problem for the moment.
If such a distinguisher could be found, conversations
as short as 5 minutes in duration would be at high risk
of attack, although the associated complexity would
be higher.
It should be noted that in the current specification
of A5/1, there is no pre-testing of the key-IV pair to
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identify whether the pair is weak or not, nor is the
loaded state checked to determine whether it satisfies any of the above scenarios, but the keystream is
used in any case. The weak loaded states arise due to
the non-autonomous feedback used during the loading
phase, so a completely different loading mechanism
would be required if the occurrence of such states is
to be avoided. Alternatively, the loaded state could
be checked each time the algorithm is re-initialised
and a suitable adjustment could be applied if it was
found to be a weak state.
References
Biryukov, A., Shamir, A. & Wagner, D. (2001), Real
Time Cryptanalysis of A5/1 on a PC, in G. Goos,
J. Hartmanis, J. Leeuwen & B. Schneier, eds, ‘Fast
Software Encryption’, Vol. 1978 of Lecture Notes
in Computer Science, Springer Berlin Heidelberg,
pp. 1–18.
Briceno, M., Goldberg, I. & Wagner, D. (1999),
‘A pedagogical implementation of A5/1’. http:
//cryptome.org/jya/a51-pi.htm.
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A

Three LFSRs contain all-zeros values

The conditions for the system of equations that result
in all three LFSRs containing all-zero values can be
described as follows:
k0
k1
k2
k3
k4
k5
k6
k7

=v0 ⊕ v1 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v11 ⊕ v18
=v1 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v12 ⊕ v19
=v2 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v10 ⊕ v13 ⊕ v20
=v3 ⊕ v4 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v14 ⊕ v21
=v4 ⊕ v5 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v15
=v5 ⊕ v6 ⊕ v10 ⊕ v11 ⊕ v13 ⊕ v16
=v6 ⊕ v7 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v17
=v7 ⊕ v8 ⊕ v12 ⊕ v13 ⊕ v15 ⊕ v18

k8 =v0 ⊕ v1 ⊕ v5 ⊕ v6 ⊕ v9 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v16 ⊕ v18 ⊕
v19
k9 =v1 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v10 ⊕ v12 ⊕ v14 ⊕ v15 ⊕ v17 ⊕ v19 ⊕
v20
k10 =v2 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v11 ⊕ v13 ⊕ v15 ⊕ v16 ⊕ v18 ⊕ v20 ⊕
v21
k11 =v3 ⊕ v4 ⊕ v8 ⊕ v9 ⊕ v12 ⊕ v14 ⊕ v16 ⊕ v17 ⊕ v19 ⊕ v21
k12 =v4 ⊕ v5 ⊕ v9 ⊕ v10 ⊕ v13 ⊕ v15 ⊕ v17 ⊕ v18 ⊕ v20
k13 =v5 ⊕ v6 ⊕ v10 ⊕ v11 ⊕ v14 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v21
k14 =v0 ⊕ v1 ⊕ v5 ⊕ v7 ⊕ v8 ⊕ v12 ⊕ v15 ⊕ v17 ⊕ v18 ⊕ v19 ⊕
v20
k15 =v1 ⊕ v2 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v13 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v20 ⊕
v21
k16 =v2 ⊕ v3 ⊕ v7 ⊕ v9 ⊕ v10 ⊕ v14 ⊕ v17 ⊕ v19 ⊕ v20 ⊕ v21
k17 =v0 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v10 ⊕ v15 ⊕ v20 ⊕ v21
k18 =v0 ⊕ v2 ⊕ v4 ⊕ v7 ⊕ v8 ⊕ v16 ⊕ v18 ⊕ v21
k19 =v0 ⊕ v3 ⊕ v6 ⊕ v9 ⊕ v11 ⊕ v17 ⊕ v18 ⊕ v19
k20 =v1 ⊕ v4 ⊕ v7 ⊕ v10 ⊕ v12 ⊕ v18 ⊕ v19 ⊕ v20
k21 =v2 ⊕ v5 ⊕ v8 ⊕ v11 ⊕ v13 ⊕ v19 ⊕ v20 ⊕ v21
k22 =v0 ⊕ v1 ⊕ v3 ⊕ v5 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v18 ⊕
v20 ⊕ v21
k23 =v0 ⊕ v2 ⊕ v4 ⊕ v5 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕
v15 ⊕ v18 ⊕ v19 ⊕ v21
k24 =v1 ⊕ v3 ⊕ v5 ⊕ v6 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕
v16 ⊕ v19 ⊕ v20
k25 =v0 ⊕ v1 ⊕ v2 ⊕ v4 ⊕ v5 ⊕ v7 ⊕ v8 ⊕ v10 ⊕ v12 ⊕ v13 ⊕
v14 ⊕ v15 ⊕ v17 ⊕ v18 ⊕ v20 ⊕ v21
k26 =v0 ⊕ v2 ⊕ v3 ⊕ v9 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v19 ⊕ v21
k27 =v0 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v14 ⊕ v15 ⊕
v16 ⊕ v17 ⊕ v18 ⊕ v20
k28 =v1 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v15 ⊕ v16 ⊕
v17 ⊕ v18 ⊕ v19 ⊕ v21
k29 =v0 ⊕ v1 ⊕ v2 ⊕ v7 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v16 ⊕ v17 ⊕
v19 ⊕ v20
k30 =v0 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v6 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v17 ⊕
v20 ⊕ v21
k31 =v1 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v7 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v18 ⊕ v21
k32 =v2 ⊕ v4 ⊕ v5 ⊕ v7 ⊕ v8 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v19
k33 =v3 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v20
k34 =v4 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v10 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v21
k35 =v5 ⊕ v7 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v17 ⊕ v18 ⊕ v19
k36 =v6 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v18 ⊕ v19 ⊕ v20
k37 =v0 ⊕ v1 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕
v13 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k38 =v1 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕
v14 ⊕ v19 ⊕ v20 ⊕ v21
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k39 =v2 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕
k40

v15 ⊕ v20 ⊕ v21
=v0 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v13 ⊕
v14 ⊕ v15 ⊕ v16 ⊕ v18 ⊕ v21

k0 =k41 ⊕ k44 ⊕ k46 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k56 ⊕
k57 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v8 ⊕
v9 ⊕ v10 ⊕ v11 ⊕ v14 ⊕ v15 ⊕ v18 ⊕ v19 ⊕ v20
k1 =k42 ⊕ k45 ⊕ k47 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k57 ⊕

k41 =v0 ⊕ v2 ⊕ v4 ⊕ v7 ⊕ v8 ⊕ v10 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕

k58 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v9 ⊕

v17 ⊕ v18 ⊕ v19
=v1 ⊕ v3 ⊕ v5 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v17 ⊕

v10 ⊕ v11 ⊕ v12 ⊕ v15 ⊕ v16 ⊕ v19 ⊕ v20 ⊕ v21
k2 =k43 ⊕ k46 ⊕ k48 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k58 ⊕

k42

v18 ⊕ v19 ⊕ v20
k43 =v0 ⊕ v1 ⊕ v2 ⊕ v4 ⊕ v5 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕
k44

v15 ⊕ v16 ⊕ v17 ⊕ v19 ⊕ v20 ⊕ v21
=v0 ⊕ v2 ⊕ v3 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v13 ⊕ v16 ⊕ v17 ⊕
v20 ⊕ v21

k45 =v0 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v13 ⊕ v14 ⊕
k46
k47
k48
k49

v17 ⊕ v21
=v0 ⊕ v4 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v14 ⊕ v15
=v1 ⊕ v5 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v15 ⊕ v16
=v2 ⊕ v6 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v16 ⊕ v17
=v0 ⊕ v1 ⊕ v3 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v10 ⊕ v12 ⊕ v13 ⊕

k50

v17
=v1 ⊕ v2 ⊕ v4 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v13 ⊕ v14 ⊕
v18

k51 =v2 ⊕ v3 ⊕ v5 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v14 ⊕ v15 ⊕
v19
k52 =v3 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v13 ⊕ v15 ⊕ v16 ⊕
v20
k53 =v4 ⊕ v5 ⊕ v7 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v16 ⊕ v17 ⊕
v21
k54 =v5 ⊕ v6 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v15 ⊕ v17 ⊕ v18
k55 =v6 ⊕ v7 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v16 ⊕ v18 ⊕ v19
k56 =v0 ⊕ v1 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕
v15 ⊕ v17 ⊕ v18 ⊕ v19 ⊕ v20
k57 =v1 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕
v16 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k58 =v2 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕
v17 ⊕ v19 ⊕ v20 ⊕ v21
k59 =v3 ⊕ v4 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v17 ⊕
v18 ⊕ v20 ⊕ v21
k60 =v0 ⊕ v1 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v14 ⊕ v15 ⊕ v16 ⊕
v17 ⊕ v19 ⊕ v21
k61 =v0 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v15 ⊕ v16 ⊕ v17 ⊕
v20
k62 =v0 ⊕ v3 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v10 ⊕ v16 ⊕ v17 ⊕ v21
k63 =v0 ⊕ v4 ⊕ v5 ⊕ v7 ⊕ v10 ⊕ v17

B

Two LFSRs contain all-zeros values

For two LFSRs contain all-zeros, there are 3 possible
cases of LFSRs that contain all-zeros, as mentioned
previously, Case 1, 2 and 3 for LFSRs (A, B), (A, C)
or (B, C) respectively. The relationship between key
and IV bits that result in two LFSRs containing allzeros values can be expressed as follows:
Case 1:
To obtain two LFSRs A and B containing all-zero values at the end of loading phase, the following system
of equations must be satisfied:

k59 ⊕ k61 ⊕ k62 ⊕ v0 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v10 ⊕
v11 ⊕ v12 ⊕ v13 ⊕ v16 ⊕ v17 ⊕ v20 ⊕ v21
k3 =k44 ⊕ k47 ⊕ k49 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k59 ⊕
k60 ⊕ k62 ⊕ k63 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v11 ⊕
v12 ⊕ v13 ⊕ v14 ⊕ v17 ⊕ v18 ⊕ v21
k4 =k45 ⊕ k48 ⊕ k50 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k60 ⊕
k61 ⊕ k63 ⊕ v0 ⊕ v2 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v12 ⊕
v13 ⊕ v14 ⊕ v15 ⊕ v18 ⊕ v19
k5 =k46 ⊕ k49 ⊕ k51 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k61 ⊕
k62 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v13 ⊕
v14 ⊕ v15 ⊕ v16 ⊕ v19 ⊕ v20
k6 =k47 ⊕ k50 ⊕ k52 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k62 ⊕
k63 ⊕ v1 ⊕ v2 ⊕ v4 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v14 ⊕
v15 ⊕ v16 ⊕ v17 ⊕ v20 ⊕ v21
k7 =k48 ⊕ k51 ⊕ k53 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k63 ⊕
v0 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v15 ⊕
v16 ⊕ v17 ⊕ v18 ⊕ v21
k8 =k49 ⊕ k52 ⊕ k54 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ v0 ⊕
v1 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v16 ⊕
v17 ⊕ v18 ⊕ v19
k9 =k50 ⊕ k53 ⊕ k55 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v1 ⊕
v2 ⊕ v4 ⊕ v5 ⊕ v7 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v17 ⊕
v18 ⊕ v19 ⊕ v20
k10 =k51 ⊕ k54 ⊕ k56 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v2 ⊕
v3 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v18 ⊕
v19 ⊕ v20 ⊕ v21
k11 =k52 ⊕ k55 ⊕ k57 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v3 ⊕
v4 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v19 ⊕
v20 ⊕ v21
k12 =k53 ⊕ k56 ⊕ k58 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v4 ⊕ v5 ⊕
v7 ⊕ v8 ⊕ v10 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v20 ⊕ v21
k13 =k54 ⊕ k57 ⊕ k59 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v6 ⊕
v8 ⊕ v9 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v21
k14 =k41 ⊕ k44 ⊕ k46 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕
k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k62 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v11 ⊕
v12 ⊕ v16 ⊕ v17 ⊕ v19 ⊕ v20
k15 =k42 ⊕ k45 ⊕ k47 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕
k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k63 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v12 ⊕
v13 ⊕ v17 ⊕ v18 ⊕ v20 ⊕ v21
k16 =k43 ⊕ k46 ⊕ k48 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕
k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ v0 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v13 ⊕
v14 ⊕ v18 ⊕ v19 ⊕ v21
k17 =k41 ⊕ k46 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k55 ⊕ k58 ⊕
k61 ⊕ v0 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v8 ⊕ v18
k18 =k41 ⊕ k42 ⊕ k44 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k54 ⊕ k57 ⊕ k60 ⊕
v0 ⊕ v2 ⊕ v5 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v14 ⊕ v15 ⊕ v18 ⊕ v20
k19 =k41 ⊕ k42 ⊕ k43 ⊕ k44 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k49 ⊕
k50 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕
k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ v0 ⊕ v2 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v10 ⊕
v12 ⊕ v14 ⊕ v16 ⊕ v18 ⊕ v20 ⊕ v21
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Case 2:
k20 =k42 ⊕ k43 ⊕ k44 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k50 ⊕
k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕
k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v1 ⊕ v3 ⊕ v5 ⊕ v7 ⊕ v9 ⊕ v11 ⊕
k21

v13 ⊕ v15 ⊕ v17 ⊕ v19 ⊕ v21
=k41 ⊕ k43 ⊕ k45 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k55 ⊕ k58 ⊕ k61 ⊕
k63 ⊕ v1 ⊕ v3 ⊕ v6 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v15 ⊕ v16 ⊕ v19

k22 =k41 ⊕ k42 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k57 ⊕
k60 ⊕ v1 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕
k23

v15 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v19
=k42 ⊕ k43 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k58 ⊕
k61 ⊕ v2 ⊕ v4 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕

v16 ⊕ v17 ⊕ v18 ⊕ v19 ⊕ v20
k24 =k43 ⊕ k44 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k59 ⊕
k62 ⊕ v3 ⊕ v5 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕
v17 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k25 =k44 ⊕ k45 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k60 ⊕
k63 ⊕ v4 ⊕ v6 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v15 ⊕ v16 ⊕
v17 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k26 =k45 ⊕ k46 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k61 ⊕
v0 ⊕ v5 ⊕ v7 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v18 ⊕
k27

v19 ⊕ v20 ⊕ v21
=k46 ⊕ k47 ⊕ k53 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k62 ⊕
v1 ⊕ v6 ⊕ v8 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v19 ⊕
v20 ⊕ v21

k28 =k47 ⊕ k48 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k63 ⊕
v2 ⊕ v7 ⊕ v9 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v17 ⊕ v18 ⊕ v19 ⊕ v20 ⊕
v21
k29 =k48 ⊕ k49 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ v0 ⊕
v3 ⊕ v8 ⊕ v10 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k30 =k49 ⊕ k50 ⊕ k56 ⊕ k57 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ v1 ⊕
v4 ⊕ v9 ⊕ v11 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v19 ⊕ v20 ⊕ v21
k31 =k50 ⊕ k51 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v2 ⊕
v5 ⊕ v10 ⊕ v12 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v20 ⊕ v21
k32 =k51 ⊕ k52 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v3 ⊕
v6 ⊕ v11 ⊕ v13 ⊕ v17 ⊕ v18 ⊕ v19 ⊕ v21
k33 =k52 ⊕ k53 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v4 ⊕ v7 ⊕
v12 ⊕ v14 ⊕ v18 ⊕ v19 ⊕ v20
k34 =k53 ⊕ k54 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v5 ⊕ v8 ⊕
v13 ⊕ v15 ⊕ v19 ⊕ v20 ⊕ v21
k35 =k41 ⊕ k44 ⊕ k46 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕
k57 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v15 ⊕
v16 ⊕ v18 ⊕ v19 ⊕ v21
k36 =k41 ⊕ k42 ⊕ k44 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k50 ⊕ k58 ⊕ k59 ⊕
k61 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v7 ⊕ v8 ⊕ v10 ⊕
v12 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v18
k37 =k42 ⊕ k43 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k51 ⊕ k59 ⊕ k60 ⊕
k62 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v11 ⊕
v13 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v19
k38 =k41 ⊕ k43 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k54 ⊕
k56 ⊕ k57 ⊕ k59 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v5 ⊕ v6 ⊕
v7 ⊕ v8 ⊕ v11 ⊕ v12 ⊕ v15 ⊕ v16 ⊕ v17
k39 =k42 ⊕ k44 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k55 ⊕
k57 ⊕ k58 ⊕ k60 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v6 ⊕ v7 ⊕
v8 ⊕ v9 ⊕ v12 ⊕ v13 ⊕ v16 ⊕ v17 ⊕ v18
k40 =k43 ⊕ k45 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕
k58 ⊕ k59 ⊕ k61 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v7 ⊕ v8 ⊕
v9 ⊕ v10 ⊕ v13 ⊕ v14 ⊕ v17 ⊕ v18 ⊕ v19
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The conditions for the system of equations that are
required to result in LFSRs A and C containing allzero values after completing loading phase can be expressed as follows:
k0 =k42 ⊕ k44 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k60 ⊕
k61 ⊕ v0 ⊕ v4 ⊕ v5 ⊕ v7 ⊕ v12 ⊕ v14 ⊕ v17 ⊕ v19 ⊕ v20 ⊕ v21
k1 =k43 ⊕ k45 ⊕ k48 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k61 ⊕
k62 ⊕ v1 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v13 ⊕ v15 ⊕ v18 ⊕ v20 ⊕ v21
k2 =k44 ⊕ k46 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k62 ⊕
k63 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v14 ⊕ v16 ⊕ v19 ⊕ v21
k3 =k45 ⊕ k47 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k63 ⊕
v0 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v10 ⊕ v15 ⊕ v17 ⊕ v20
k4 =k46 ⊕ k48 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k58 ⊕ v0 ⊕ v1 ⊕
v4 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v16 ⊕ v18 ⊕ v21
k5 =k47 ⊕ k49 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k59 ⊕ v1 ⊕
v2 ⊕ v5 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v17 ⊕ v19
k6 =k48 ⊕ k50 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k59 ⊕ k60 ⊕ v2 ⊕
v3 ⊕ v6 ⊕ v10 ⊕ v11 ⊕ v13 ⊕ v18 ⊕ v20
k7 =k49 ⊕ k51 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ v3 ⊕
v4 ⊕ v7 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v19 ⊕ v21
k8 =k42 ⊕ k44 ⊕ k47 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕
k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ v0 ⊕ v7 ⊕ v8 ⊕ v13 ⊕ v14 ⊕
v15 ⊕ v17 ⊕ v19 ⊕ v21
k9 =k43 ⊕ k45 ⊕ k48 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕
k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v1 ⊕ v8 ⊕ v9 ⊕ v14 ⊕
v15 ⊕ v16 ⊕ v18 ⊕ v20
k10 =k44 ⊕ k46 ⊕ k49 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕
k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ v0 ⊕ v2 ⊕ v9 ⊕ v10 ⊕ v15 ⊕
v16 ⊕ v17 ⊕ v19 ⊕ v21
k11 =k45 ⊕ k47 ⊕ k50 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕
k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v1 ⊕ v3 ⊕ v10 ⊕ v11 ⊕ v16 ⊕
v17 ⊕ v18 ⊕ v20
k12 =k46 ⊕ k48 ⊕ k51 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕
k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v2 ⊕ v4 ⊕ v11 ⊕ v12 ⊕ v17 ⊕
v18 ⊕ v19 ⊕ v21
k13 =k47 ⊕ k49 ⊕ k52 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕
k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v5 ⊕ v12 ⊕ v13 ⊕ v18 ⊕
v19 ⊕ v20
k14 =k42 ⊕ k44 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k54 ⊕ k55 ⊕ k57 ⊕
k58 ⊕ k59 ⊕ k63 ⊕ v1 ⊕ v2 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v12 ⊕ v13 ⊕
v17
k15 =k43 ⊕ k45 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k55 ⊕ k56 ⊕ k58 ⊕
k59 ⊕ k60 ⊕ v0 ⊕ v2 ⊕ v3 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v13 ⊕ v14 ⊕
v18
k16 =k44 ⊕ k46 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k56 ⊕ k57 ⊕ k59 ⊕
k60 ⊕ k61 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v14 ⊕ v15 ⊕
v19
k17 =k42 ⊕ k44 ⊕ k45 ⊕ k49 ⊕ k52 ⊕ k53 ⊕ k57 ⊕ k58 ⊕ k62 ⊕
v0 ⊕ v2 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v14 ⊕ v15 ⊕ v16 ⊕
v17 ⊕ v19 ⊕ v21
k18 =k42 ⊕ k43 ⊕ k44 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k49 ⊕ k51 ⊕ k58 ⊕
k59 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v7 ⊕
v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕
v18 ⊕ v19 ⊕ v21
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Case 3:
k19 =k42 ⊕ k43 ⊕ k45 ⊕ k46 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53 ⊕
k54 ⊕ k59 ⊕ k62 ⊕ v1 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕
v11 ⊕ v13 ⊕ v15 ⊕ v16 ⊕ v21
k20 =k43 ⊕ k44 ⊕ k46 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k54 ⊕
k55 ⊕ k60 ⊕ k63 ⊕ v2 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕

k0 =k45 ⊕ k48 ⊕ k51 ⊕ k54 ⊕ k57 ⊕ k61 ⊕ k63 ⊕ v5 ⊕ v13 ⊕

v12 ⊕ v14 ⊕ v16 ⊕ v17

v14 ⊕ v16 ⊕ v17 ⊕ v18
k1 =k46 ⊕ k49 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k62 ⊕ v0 ⊕ v6 ⊕ v14 ⊕

k21 =k42 ⊕ k45 ⊕ k48 ⊕ k49 ⊕ k55 ⊕ k56 ⊕ k60 ⊕ v3 ⊕ v5 ⊕ v7 ⊕
v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v18 ⊕ v19 ⊕
v20 ⊕ v21
k22 =k43 ⊕ k46 ⊕ k49 ⊕ k50 ⊕ k56 ⊕ k57 ⊕ k61 ⊕ v4 ⊕ v6 ⊕ v8 ⊕
v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v19 ⊕ v20 ⊕ v21
k23 =k42 ⊕ k49 ⊕ k53 ⊕ k54 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ k62 ⊕
v0 ⊕ v4 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v19
k24 =k43 ⊕ k50 ⊕ k54 ⊕ k55 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k62 ⊕ k63 ⊕
v1 ⊕ v5 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v20
k25 =k42 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k59 ⊕
k61 ⊕ k62 ⊕ k63 ⊕ v2 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v11 ⊕ v13 ⊕
k26

The system of equations that is required to result in
LFSRs B and C containing all-zero values can be expressed as follows:

v14 ⊕ v15 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v20
=k42 ⊕ k43 ⊕ k44 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k53 ⊕ k55 ⊕ k56 ⊕
k57 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v15 ⊕ v16

k27 =k42 ⊕ k43 ⊕ k45 ⊕ k47 ⊕ k48 ⊕ k51 ⊕ k53 ⊕ k56 ⊕ k57 ⊕
k58 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v9 ⊕ v12 ⊕ v14 ⊕ v16 ⊕
v19 ⊕ v20 ⊕ v21
k28 =k43 ⊕ k44 ⊕ k46 ⊕ k48 ⊕ k49 ⊕ k52 ⊕ k54 ⊕ k57 ⊕ k58 ⊕
k59 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v10 ⊕ v13 ⊕ v15 ⊕ v17 ⊕
v20 ⊕ v21
k29 =k44 ⊕ k45 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k53 ⊕ k55 ⊕ k58 ⊕ k59 ⊕
k60 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v11 ⊕ v14 ⊕ v16 ⊕ v18 ⊕ v21
k30 =k45 ⊕ k46 ⊕ k48 ⊕ k50 ⊕ k51 ⊕ k54 ⊕ k56 ⊕ k59 ⊕ k60 ⊕
k61 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v12 ⊕ v15 ⊕ v17 ⊕ v19
k31 =k46 ⊕ k47 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k55 ⊕ k57 ⊕ k60 ⊕ k61 ⊕
k62 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v13 ⊕ v16 ⊕ v18 ⊕ v20
k32 =k47 ⊕ k48 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k56 ⊕ k58 ⊕ k61 ⊕ k62 ⊕
k63 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v14 ⊕ v17 ⊕ v19 ⊕ v21
k33 =k48 ⊕ k49 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k57 ⊕ k59 ⊕ k62 ⊕ k63 ⊕
v0 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v15 ⊕ v18 ⊕ v20
k34 =k49 ⊕ k50 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k58 ⊕ k60 ⊕ k63 ⊕ v0 ⊕
v1 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v16 ⊕ v19 ⊕ v21
k35 =k42 ⊕ k44 ⊕ k47 ⊕ k49 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k59 ⊕ k60 ⊕
v1 ⊕ v2 ⊕ v6 ⊕ v12 ⊕ v14 ⊕ v19 ⊕ v21
k36 =k42 ⊕ k43 ⊕ k44 ⊕ k45 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k53 ⊕
k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ v0 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v12 ⊕
v13 ⊕ v14 ⊕ v15 ⊕ v17 ⊕ v19 ⊕ v21
k37 =k42 ⊕ k43 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k51 ⊕ k52 ⊕ k53 ⊕
k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v6 ⊕
v7 ⊕ v12 ⊕ v13 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v19 ⊕ v21
k38 =k42 ⊕ k43 ⊕ k46 ⊕ k48 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k56 ⊕ k57 ⊕
k58 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v5 ⊕ v8 ⊕ v12 ⊕
v13 ⊕ v16 ⊕ v18 ⊕ v21
k39 =k43 ⊕ k44 ⊕ k47 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k57 ⊕ k58 ⊕
k59 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v6 ⊕ v9 ⊕ v13 ⊕
v14 ⊕ v17 ⊕ v19
k40 =k42 ⊕ k45 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k58 ⊕ k59 ⊕
k62 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v10 ⊕ v12 ⊕ v15 ⊕ v17 ⊕ v18 ⊕
v19 ⊕ v21
k41 =k43 ⊕ k46 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k59 ⊕ k60 ⊕
k63 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v11 ⊕ v13 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v20

v15 ⊕ v17 ⊕ v18 ⊕ v19
k2 =k47 ⊕ k50 ⊕ k53 ⊕ k56 ⊕ k59 ⊕ k63 ⊕ v1 ⊕ v7 ⊕ v15 ⊕
v16 ⊕ v18 ⊕ v19 ⊕ v20
k3 =k48 ⊕ k51 ⊕ k54 ⊕ k57 ⊕ k60 ⊕ v0 ⊕ v2 ⊕ v8 ⊕ v16 ⊕
v17 ⊕ v19 ⊕ v20 ⊕ v21
k4 =k49 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k61 ⊕ v1 ⊕ v3 ⊕ v9 ⊕ v17 ⊕
v18 ⊕ v20 ⊕ v21
k5 =k50 ⊕ k53 ⊕ k56 ⊕ k59 ⊕ k62 ⊕ v2 ⊕ v4 ⊕ v10 ⊕ v18 ⊕
v19 ⊕ v21
k6 =k51 ⊕ k54 ⊕ k57 ⊕ k60 ⊕ k63 ⊕ v3 ⊕ v5 ⊕ v11 ⊕ v19 ⊕
v20
k7 =k52 ⊕ k55 ⊕ k58 ⊕ k61 ⊕ v0 ⊕ v4 ⊕ v6 ⊕ v12 ⊕ v20 ⊕ v21
k8 =k45 ⊕ k48 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k59 ⊕ k61 ⊕
k62 ⊕ k63 ⊕ v1 ⊕ v7 ⊕ v14 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v21
k9 =k46 ⊕ k49 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k62 ⊕
k63 ⊕ v0 ⊕ v2 ⊕ v8 ⊕ v15 ⊕ v17 ⊕ v18 ⊕ v19
k10 =k47 ⊕ k50 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k63 ⊕
v0 ⊕ v1 ⊕ v3 ⊕ v9 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v20
k11 =k48 ⊕ k51 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ v0 ⊕
v1 ⊕ v2 ⊕ v4 ⊕ v10 ⊕ v17 ⊕ v19 ⊕ v20 ⊕ v21
k12 =k49 ⊕ k52 ⊕ k55 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v1 ⊕
v2 ⊕ v3 ⊕ v5 ⊕ v11 ⊕ v18 ⊕ v20 ⊕ v21
k13 =k50 ⊕ k53 ⊕ k56 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k62 ⊕ v0 ⊕ v2 ⊕
v3 ⊕ v4 ⊕ v6 ⊕ v12 ⊕ v19 ⊕ v21
k14 =k51 ⊕ k54 ⊕ k57 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ k63 ⊕ v1 ⊕ v3 ⊕
v4 ⊕ v5 ⊕ v7 ⊕ v13 ⊕ v20
k15 =k52 ⊕ k55 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v0 ⊕ v2 ⊕ v4 ⊕
v5 ⊕ v6 ⊕ v8 ⊕ v14 ⊕ v21
k16 =k53 ⊕ k56 ⊕ k59 ⊕ k61 ⊕ k62 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v5 ⊕
v6 ⊕ v7 ⊕ v9 ⊕ v15
k17 =k54 ⊕ k57 ⊕ k60 ⊕ k62 ⊕ k63 ⊕ v1 ⊕ v2 ⊕ v4 ⊕ v6 ⊕
v7 ⊕ v8 ⊕ v10 ⊕ v16
k18 =k55 ⊕ k58 ⊕ k61 ⊕ k63 ⊕ v0 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v7 ⊕
v8 ⊕ v9 ⊕ v11 ⊕ v17
k19 =k56 ⊕ k59 ⊕ k62 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v9 ⊕
v10 ⊕ v12 ⊕ v18
k20 =k57 ⊕ k60 ⊕ k63 ⊕ v1 ⊕ v2 ⊕ v4 ⊕ v5 ⊕ v7 ⊕ v9 ⊕ v10 ⊕
v11 ⊕ v13 ⊕ v19
k21 =k58 ⊕ k61 ⊕ v0 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v10 ⊕ v11 ⊕
v12 ⊕ v14 ⊕ v20
k22 =k59 ⊕ k62 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v11 ⊕ v12 ⊕
v13 ⊕ v15 ⊕ v21
k23 =k45 ⊕ k48 ⊕ k51 ⊕ k54 ⊕ k57 ⊕ k60 ⊕ k61 ⊕ v2 ⊕ v4 ⊕
v7 ⊕ v8 ⊕ v10 ⊕ v12 ⊕ v17 ⊕ v18
k24 =k46 ⊕ k49 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k61 ⊕ k62 ⊕ v3 ⊕ v5 ⊕
v8 ⊕ v9 ⊕ v11 ⊕ v13 ⊕ v18 ⊕ v19
k25 =k47 ⊕ k50 ⊕ k53 ⊕ k56 ⊕ k59 ⊕ k62 ⊕ k63 ⊕ v4 ⊕ v6 ⊕
v9 ⊕ v10 ⊕ v12 ⊕ v14 ⊕ v19 ⊕ v20
k26 =k48 ⊕ k51 ⊕ k54 ⊕ k57 ⊕ k60 ⊕ k63 ⊕ v0 ⊕ v5 ⊕ v7 ⊕
v10 ⊕ v11 ⊕ v13 ⊕ v15 ⊕ v20 ⊕ v21

35

CRPIT Volume 149 - Information Security 2014
k27 =k49 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k61 ⊕ v0 ⊕ v1 ⊕ v6 ⊕ v8 ⊕
v11 ⊕ v12 ⊕ v14 ⊕ v16 ⊕ v21
k28 =k50 ⊕ k53 ⊕ k56 ⊕ k59 ⊕ k62 ⊕ v1 ⊕ v2 ⊕ v7 ⊕ v9 ⊕
v12 ⊕ v13 ⊕ v15 ⊕ v17
k29 =k45 ⊕ k48 ⊕ k60 ⊕ k61 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v8 ⊕ v10 ⊕ v17
k30 =k45 ⊕ k46 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k54 ⊕ k57 ⊕ k62 ⊕ k63 ⊕
v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v9 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v16 ⊕ v17
k31 =k46 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k63 ⊕ v0 ⊕
v4 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v10 ⊕ v12 ⊕ v14 ⊕ v15 ⊕ v17 ⊕ v18
k32 =k47 ⊕ k48 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k56 ⊕ k59 ⊕ v0 ⊕ v1 ⊕ v5 ⊕
v6 ⊕ v7 ⊕ v8 ⊕ v11 ⊕ v13 ⊕ v15 ⊕ v16 ⊕ v18 ⊕ v19
k33 =k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k57 ⊕ k60 ⊕ v1 ⊕ v2 ⊕ v6 ⊕
v7 ⊕ v8 ⊕ v9 ⊕ v12 ⊕ v14 ⊕ v16 ⊕ v17 ⊕ v19 ⊕ v20
k34 =k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k58 ⊕ k61 ⊕ v2 ⊕ v3 ⊕ v7 ⊕
v8 ⊕ v9 ⊕ v10 ⊕ v13 ⊕ v15 ⊕ v17 ⊕ v18 ⊕ v20 ⊕ v21
k35 =k50 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k56 ⊕ k59 ⊕ k62 ⊕ v3 ⊕ v4 ⊕ v8 ⊕
v9 ⊕ v10 ⊕ v11 ⊕ v14 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v21
k36 =k51 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k60 ⊕ k63 ⊕ v4 ⊕ v5 ⊕ v9 ⊕
v10 ⊕ v11 ⊕ v12 ⊕ v15 ⊕ v17 ⊕ v19 ⊕ v20
k37 =k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k61 ⊕ v0 ⊕ v5 ⊕ v6 ⊕ v10 ⊕
v11 ⊕ v12 ⊕ v13 ⊕ v16 ⊕ v18 ⊕ v20 ⊕ v21
k38 =k53 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k59 ⊕ k62 ⊕ v1 ⊕ v6 ⊕ v7 ⊕ v11 ⊕
v12 ⊕ v13 ⊕ v14 ⊕ v17 ⊕ v19 ⊕ v21
k39 =k54 ⊕ k55 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k63 ⊕ v2 ⊕ v7 ⊕ v8 ⊕ v12 ⊕
v13 ⊕ v14 ⊕ v15 ⊕ v18 ⊕ v20
k40 =k55 ⊕ k56 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ v0 ⊕ v3 ⊕ v8 ⊕ v9 ⊕ v13 ⊕
v14 ⊕ v15 ⊕ v16 ⊕ v19 ⊕ v21
k41 =k56 ⊕ k57 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ v1 ⊕ v4 ⊕ v9 ⊕ v10 ⊕ v14 ⊕
v15 ⊕ v16 ⊕ v17 ⊕ v20
k42 =k45 ⊕ k48 ⊕ k51 ⊕ k54 ⊕ k58 ⊕ k60 ⊕ v2 ⊕ v10 ⊕ v11 ⊕
v13 ⊕ v14 ⊕ v15 ⊕ v21
k43 =k46 ⊕ k49 ⊕ k52 ⊕ k55 ⊕ k59 ⊕ k61 ⊕ v3 ⊕ v11 ⊕ v12 ⊕
v14 ⊕ v15 ⊕ v16
k44 =k47 ⊕ k50 ⊕ k53 ⊕ k56 ⊕ k60 ⊕ k62 ⊕ v4 ⊕ v12 ⊕ v13 ⊕
v15 ⊕ v16 ⊕ v17
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Abstract
A fundamental part of many authentication protocols
which authenticate a party to a human involves the
human recognizing or otherwise processing a message
received from the party. Examples include typical implementations of Verified by Visa in which a message,
previously stored by the human at a bank, is sent
by the bank to the human to authenticate the bank
to the human; or the expectation that humans will
recognize or verify an extended validation certificate
in a HTTPS context. This paper presents general
definitions and building blocks for the modelling and
analysis of human recognition in authentication protocols, allowing the creation of proofs for protocols
which include humans. We cover both generalized
trawling and human-specific targeted attacks. As examples of the range of uses of our construction, we
use the model presented in this paper to prove the security of a mutual authentication login protocol and
a human-assisted device pairing protocol.
Keywords: Ceremony; human; HTTPS; TLS; provable security; authentication; HPA; protocol.
1

Introduction

Practice-oriented provable security, for authentication protocols, was introduced by Bellare and Rogaway in 1993 [1]. Since this time, many authentication protocols have been proven secure in theory,
only to fail to meet this level of security when used
in practice by a human. Increasingly there has been
a realisation that to create secure protocols which involve humans, human capabilities need to be an explicit consideration of the security model, as exemplified by Shostack and Stewart’s statements, “. . . our
approach to information security is flawed” and “the
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way forward cannot be found solely in mathematics
or technology” [11].
We focus on authentication protocols involving a
human, in which the human is expected to authenticate the party they are communicating with. This
may be either mutual authentication or one-way authentication. For such protocols, the human is expected to recognise an authenticator, or perform some
task which accepts some security information as input
and outputs either accept or reject. In this way we
build on the recognise function introduced by Gajek
et al. [5,6] in their work on authentication to a human
in a protocol using TLS. We focus specifically on the
recognise functionality a human must perform, and
create a formalisation which may be reused in all such
protocols.
A formal construction of the human’s recognise capabilities can be used in a variety of types of protocols. As already mentioned, there are uses such as
the Gajek et al. protocol, which is similar to protocols that have been implemented by numerous financial institutions. Similarly, the construction allows for
formal analysis of implementations of the widely used
Verified by Visa protocol. In this protocol a message
that the human entered on first use of the system is
sent back to the human to authenticate Visa to the
human in all future executions of the protocol.
Less obvious real world protocols, which our construction may allow for formal analysis of, are authentication protocols over a telephone between two
humans. A common example is where an investor
calls her stockbroker using the telephone, says a password to the stockbroker, and the stockbroker ensures
that the password said by the investor matches the
password stored for that investor. Even login messages meant to allow users to compare the last time
the system recorded their login credentials were used,
against the last time the human remembers logging
in, could be analysed for their security properties.
The formalisation captures the distinction between
a targeted attack, where the adversary knows the
identity of the victim and may conduct research and
specific social engineering attacks against that person, and a trawling or general attack [2], where the
adversary has no direct knowledge of who the victim is, and therefore must rely on population-wide
trends. Schechter et al. highlighted the significance
of targeted attacks, when they researched the security of using personal questions as an authentication
mechanism to reset passwords [10]. At one level, geographic homogeneity was a factor in allowing the
successful guessing of participant answers 13% of the
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time within five attempts. As the attack became more
targeted, success rates increased, with non-trusted
and semi-trusted acquaintances being able to guess
correctly 17% of the time, and trusted acquaintances
being able to guess correctly 28% of the time [10].
This means that the severity and likelihood of success
of an attack varies greatly, depending on whether the
attack is a targeted attack or a trawling attack.
We will show a range of uses for our formalization,
with two examples of adaptations of security proofs.
We will show how our approach may be applied in
the case of a web-based mutual authentication protocol (see Section 3), and in the case of human-assisted
pairing of two bluetooth devices (see Section 4.1).
The former will cover the case of human-selected authenticators, while the latter will provide an example of device-selected authenticators. In both cases
the central human recognise step remains critical and
constant.
2

Security Model for Human-Based Recognition

The security model describes the human’s role in
recognising information sent to the human, which is a
typical process in a protocol where the human authenticates a second party. The model formally describes
how an attacker interacts with the human, and what
capabilities and constraints the attacker has.
2.1

HPA Scheme

We defined HPASpace to be the space of HPAs. To
use the traditional example of alphanumeric passwords, for a specific protocol this space may be
bounded by the 94 character possibilities, consisting
of 26 lowercase, 26 upper case, 10 numerals and 32
special printable characters, and the number of characters accepted for the password. For example, for
eight characters, this is 948 possibilities.
The value of HPAH is the output of a probabilistic
algorithm GenHPA which is specific to each human,
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HPAH ← GenHPA(H, HPASpace).
To return to the example of an alphanumeric password, it is widely known that while the possibility of
selecting a randomly selected eight character password may be 94−8 , or approximately 53 bits of security, non-random human selection typically brings
this figure closer to 30 bits of security for humans
in general [3]. However, for a specific human, the
set of alphanumeric passwords generated may be far
smaller [3], and hence the output HPAH will be part
of the human’s specific HPASpace i.e.
HPASpace H =
{HPAH |HPAH ← GenHPA(H, HPASpace)}.
Notice that HPAH ∈ HPASpace H ⊆ HPASpace.
The function Recognise is defined to model the human’s ability to take two inputs, HPA and HPA0 , one
potentially in memory and the other being presented
to the human, and compare the two inputs. If, in
the human’s opinion, there is a match between HPA
and HPA0 then Recognise outputs a one, otherwise
Recognise outputs a zero. This models the human’s
assessment of “The two values are the same.” Therefore, the Recognise algorithm depends on the human:
0/1 ← Recognise(H, HPA, HPA0 )

Formalisation

We begin by describing the situation where a human
generates a HPA which they memorize. A HPA is a
human perceptible authenticator. Subsequently, some
information, HPA0 , is generated by another party and
is sent to the human. The human assesses the HPA0
by comparing the received HPA0 to the HPA they
have stored in memory. A concrete illustrative example may be the case where the human selected HPA
and the HPA0 generated by the other party are images and the human checks to see if the two images
HPA and HPA0 are equal.
A central ideal we have incorporated is that this
behaviour will be different from human to human.
That is, HPAs that a human generates will be human
specific. We shall call HPAs that are specific to a human HPAH . While in one context an example use of
the HPA is that the human shares the HPA with an
entity, so that the entity can use the HPA to authenticate to the human, this may not be the case all of the
time as HPA’s could be generated by the entity and
given to a human in a setup stage. Therefore we focus exclusively on the recognise step common to most
device-to-human authentication protocols. That is, a
HPA0 is received by the human, the human compares
the HPA0 with their HPA, and either accepts or rejects that HPA0 is the same as HPA.
2.1.1

and hence accepts as inputs the human H and the
HPASpace of the protocol being analysed,

Of course, no human performs the recognise function perfectly 100% of the time. There will be both
false positives and false negatives from the Recognise
function. False positives occur when the human assesses there is a match between HPA and HPA0 and
yet the two values are different. False positives are
seen as being a result of human’s inability to distinguish between two objects, if they are similar enough
though not identical, and are discussed in detail below. False negatives result when HPA = HPA0 and
yet the human assesses there is no match, and the
recognise function outputs a 0. False negatives, for
example the human being presented with two identical pictures and yet assessing them as different, are
seen as an error condition, modelled by an error probability . False negatives are in agreement with Hopper and Blum’s (α, β, t) method of describing human
protocols, where value β is the probability of the human not successfully executing the protocol [7].
2.1.2

Human Indistinguishability

We denote the set of different HPA0 s which the user
recognises as being indistinguishable from their chosen HPA as being the set WH,HPA . This is the set of
the actual HPA and false positives. Note that a HPA0
that is recognised by a human as being indistinguishable from their HPA may come from their human specific HPASpace H or from the general HPASpace. For
the sake of analysis of a specific protocol, we explicitly exclude any other object in existence which is
not from HPASpace. That is, if the HPASpace of a
system is defined as a four digit personal identification number, then a five digit personal identification
number would not be a valid HPA. This commonly
accepted constraint is a limitation of our approach,
since there may be objects from outside HPASpace
which the human will accept as being their HPA.
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Figure 1: How WH,HPA relates to HPASpace and
HPASpace H .

Figure 2: How WH,HPA and WH,HPA relate to
HPASpace and HPASpace H .

To aid in the understanding of how the set of
false positives WH,HPA interacts with HPASpace and
HPASpace H , the relationship is depicted in Figure 1.
These false positives form a set of HPAs, specific to
a human, which are similar enough (or human indistinguishable) that the Recognise function will output
a 1 for a given HPA:

2.1.4

0

00

WH,HPA = WH,HPA ∪ WH,HPA
0

where WH,HPA is the set of HPAs from HPASpace H
00
and WH,HPA is the set of HPAs from HPASpace which
are not in HPASpace H . Formally:
0

WH,HPA = {HPA0 ∈ HPASpace H |
Recognise(H, HPAH , HPA0 ) = 1
with HPAH ← GenHPA(H, HPASpace)}

In our formalism, WH,HPA represents the set of HPA0 s
which the user recognises (mistakenly, except in the
case where HPA0 = HPA) as being indistinguishable
from their chosen HPA. We have captured that this
will vary from human to human. We also, in Definition 2, capture that sometimes the real HPA will not
be recognised as being the real HPA by the human.
Finally, we capture that the set of HPAs that a specific human may pick will be different from human to
human, in our definition of GenHPA.
However, while this variability is captured and
gives useful results, the set WH,HPA is constant and
deterministic for a human in our model, whereas in
reality such a set may vary over time particularly with
context. Further, the set HPASpace H is constant in
our model, and again this set may vary with context.
2.2

and

Probabilistic versus Deterministic

Security Definition for Human Recognition

00

WH,HPA = {HPA0 ∈ {HPASpace \ HPASpace H }|
Recognise(H, HPAH , HPA0 ) = 1
with HPAH ← GenHPA(H, HPASpace)}.
0

00

The relationship between WH,HPA and WH,HPA and
HPASpace is shown in Figure 2.
2.1.3

Security and Usability

An interesting distinction between false positives and
false negatives is made when considering security and
usability. False positives result in a less secure system.
That is, the adversary can now produce not just the
exact HPA, but any of potentially many HPA0 (i.e.
|WH,HPA |) which the human will accept as indistinguishable from HPA.
In contrast, false negatives do not impact security.
If a human is presented with HPA0 which equals HPA
but does not assess that this is a match, then the
protocol will be aborted and hence the system will
remain secure. However, false negatives do impact
usability in that if the protocol does not successfully
proceed when HPA0 = HPA, then the human will
not be able to use the system, or at the very least
the human will need to execute the protocol one time
more than they needed to. This is similar to the well
known trade-off in biometrics.

In our model, we define security in terms of the adversary A’s ability to obtain a HPA value which will
cause the human to output a 1 from the Recognise
function.
The security game proceeds as follows. A HPA is
generated for a specific human H using the GenHPA
algorithm. This models a human selecting their HPA.
HPAH ← GenHPA(H, HPASpace)

(1)

The adversary A knows HPASpace and gets
oracle access to Recognise(H, HPAH , ·) and
GenHPA(·, HPASpace).
HPA0 ← ARecognise(H,HPAH ,·),GenHPA(·,HPASpace)
Access to the GenHPA oracle models A’s ability
to gain information about expected HPAs from humans, including the target human. That is, we have
not limited A to using the GenHPA oracle on only
the target human. This allows A to use the GenHPA
oracle to effectively construct HPASpace H , including frequency distribution, for both the target H and
other humans. We call this constructed HPASpace H ,
“HPASpace 0H ”. This is now a targeted attack, which
is more damaging than a general attack. Access to the
Recognise oracle allows A to test A’s selected HPA0
to see if the selected HPA0 is accepted.
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Definition 1 (δ-security). We say a HPA scheme is
δ-secure, meaning that the scheme can be used as an
authentication scheme for an entity to a human, if

Recognise(H, HPAH , HPA0 ) = 1.
2.2.1

Upper Bound on A’s Probability of Success

The adversary can either work from HPASpace or
generate a HPASpace 0H for the human using the
GenHPA oracle. As shown in (1), HPASpace H contains at most qgen elements, where qgen corresponds
to the number of GenHPA(H, HPASpace) queries.
If the adversary selects from HPASpace then the
attack is described as a general attack, whereas if the
adversary selects from HPASpace H then the attack is
described as a targeted attack.
Targeted Attack A selects an authenticator
HPA from HPASpace H , creating a targeted attack.
In this case,
SuccA Human = Pr[A wins] ≤
0

q 0 |WH,HPA∗ |
max
HPA∗ ←GenHPA(H,HPASpace) |HPASpace H |
· Pr[HPA∗ ]

(2)

where q 0 is the number of queries to the Recognise
oracle to test a HPA generated using queries to the
GenHPA oracle, and Pr[HPA∗ ] is the probability of
HPA∗ being generated by GenHPA. This is the case
of the targeted attack against a human, by A somehow having knowledge of HPA choices for that human
(perhaps by knowing HPAs used by that human on
other systems).
Prior work by Gajek et al. [5] considered only nonhuman-specific indistinguishability, and from the entire HPASpace (|WHPA |). In addition to adapting this
to the human-specific targeted attack setting, the upper bound on A’s probability of success must take
into account the likelihood that a HPA is generated
by GenHPA(H, HPASpace).
Intuitively, a HPA∗ with a large |WH,HPA∗ | is unlikely to be the upper bound on A’s success probability if the likelihood that HPA∗ is picked as the
authenticator is minute. This introduces the concept
of the frequency of use of HPA∗ . Therefore, for the
targeted attack, informally the maximum of the frequency of use Pr[HPA∗ ] combined with the size of set
WH,HPA∗ is the upper bound on A’s success.
Trawling Attack A picks an authenticator from
the general HPASpace. In this case,
SuccA Human = Pr[Awins ] ≤
max

HPA∗ ←HPASpace

q 00 |WH,HPA∗ |
|HPASpace|

(3)

where q 00 is the number of queries to the Recognise
oracle with corresponding no prior query to the
GenHPA oracle. This is the case of the general trawling attack, with no prior knowledge regarding the human’s choices, such that the adversary has to select
from the entire HPASpace.
Usually we can expect that the targeted attack is
more likely to be successful than the trawling attack,
but there could be exceptional cases in which this is
not true. Therefore, in general the probability from
Equation (2) may be a more exact upper bound on
the adversary’s success probability. However without
access to GenHPA the upper bound remains as in
Equation (3). We can now define what it means for
our schemes to be secure and correct.
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SuccA ≤ δ.
Definition 2 (-correctness). We say a HPA scheme
is -correct if, for all HPAH in HPASpace, where
HPAH ← GenHPA(H, HPASpace),
Pr[Recognise(H, HPAH , HPAH ) = 1] ≥ 1 − 
where  represents the false negative rate of correctness. For correctness, we are not concerned about
false positives, which is covered by WH,HPA .
2.3

Analysis and Discussion

The HPASpace will be system specific. Using a classic
human authenticating scenario which may be adapted
to create mutual authentication, a system for banking Personal Identification Numbers (PINs) may have
a HPASpace limited to four numerical digits, while
other systems may have graphical or alphanumeric
HPASpaces. The effect of GenHPA taking as an input HPASpace is that comparison between security
results for different systems can be made.
Giving the adversary A oracle access to the human
specific GenHPA, allows the modelling of the effect of
HPA reuse and of the preferences of the user. If the
size of HPASpace H , the output of GenHPA, is less
than the size of HPASpace, then the adversary receives an advantage. There may be instances where
A does not get this capability, depending on whether
the attack is a targeted or trawling attack. A targeted
attack is by far the stronger and more damaging attack, as in the real world this would model the case
where an adversary has knowledge of a human’s HPA
choices. This knowledge may exist because the adversary may be a legitimate server where the human logs
in elsewhere, and thus the adversary has seen many
prior examples of the human’s HPA choices.
In general, ensuring that GenHPA and Recognise
are human specific functions, allows for modelling of
targeted attacks at a specific human. Giving A oracle access Recognise(H, HPAH , ·) to the human specific Recognise function means that an adversary with
infinite resources could create the set WH,HPA for a
given HPA.
3

Human-Specific HPAGen

In this section we will describe the case where a human chooses the HPA. In the next section, we will
cover the alternative case where a device selects the
HPA for the human.
Our formalisation, as defined allowing for targeted
attacks, is ideal for use in existing device-to-human
(D2H) authentication scenarios, such as the protocol
by Gajek et al. [5], or protocols involving authentication by humans in general.
3.1

Gajek et al. Browser Based Mutual Authentication over TLS

Gajek et al. have created a mutual authentication protocol including a human and a HPA. A sketch of the
Gajek et al. protocol, including a description of where
the HPA is used and how the human recognise function is applied, follows [5, 6]:
1. The protocol is between a server, a human’s computer running a web browser (which has state),
and the human.
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2. Before the protocol begins, the human has selected a HPA and provided that HPA to the
server. The HPAs suggested by Gajek et al. are
a personally selected image or voice recording.
3. Both the server and the human’s computer have
authentication certificates and associated private
keys, and a secure TLS connection is established between the browser and the server, when
the browser on the human’s computer opens the
server’s webpage. This process authenticates the
server to the human’s browser and the human’s
browser to the server.
4. The server sends the human the HPA that the
human has stored with the server (by completing a lookup of the human’s browser-specific certificate, to know whose HPA to send), via the
web browser which renders the HPA for the user.
This step authenticates the server to the human
if the human recognises the HPA.
5. Having recognised the HPA, the human sends the
server their traditional login and password. This
step authenticates the human to the server.
Our formalisation makes proof of such a protocol
more complete by replacing game 20 of their proof [6].
The sketch of their proof is that SSL is proven in
games 0 to 19, and in game 20 the ability of the adversary to guess a HPA that the human will recognise is
considered. Further, the analysis presented [6] could
be simplified since the initialisation stage can now be
explicitly comprehended as running the GenHPA algorithm, and the process of recognition realised as an
invocation of the Recognise function. Including the
concepts of Gajek et al.’s specific proof, the result of
this game would become:
| Pr[W in20 ] − Pr[W in19 ]| ≤ SuccA Human
where SuccA Human is defined by either Equation (2) or
Equation (3). This is in contrast to the corresponding
equation in the original proof [6], using our notation:
| Pr[W in20 ] − Pr[W in19 ]| ≤

q|W |
|HPASpace|

where q is the number of executions of the protocol.
The above demonstrates how our formalism can
be used in a certificate or SSH-based key exchange
protocol. Our proof goes beyond the Gajek et al.
proof in the following areas:
1. In the Gajek et al. proof, A selects from all of
HPASpace, roughly equivalent to our trawling
attack, whereas our proof allows for a targeted
attack where A selects from the human-specific
HPASpace H .
2. Our model covers the concept of frequency of use
of a HPA, not just the size of |W |.
Furthermore, the technique used here can be applied
to any authentication protocol, password authenticated key exchange (PAKE) protocol or key agreement protocol which requires the human to authenticate a message in the protocol. While these examples
are network based, there are examples of use involving just the human and a device, such as a trusted
computing scenario where a computer’s trusted platform module (TPM) could be used to securely assess
the computer and securely present a HPA to the user.
An example trusted computer scenario may involve a login procedure where a picture is constructed

by the trusted module for the human. That is, the
TPM creates a list of hashes from different stages
of a computer’s boot sequence, and these hashes are
graphically presented to the user in some way. Thus,
the computer’s TPM could be used to securely assess the computer and securely present a HPA to the
user where the HPA’s construction (rendering by the
TPM) depends on the status of the computer. As long
as nothing has changed on the computer, then the
same HPA will always be shown to the user to recognise each time she logs in, otherwise a completely new
HPA will be sent to the user (i.e. in the same way that
a one bit change will create a completely new HASH
value). So a possible concrete implementation may be
a 64 pixel black and white picture, 8 pixels high by
8 pixels wide, so the size of HPASpace would be 264 .
GenHPA would be generated by the trusted platform
module to generate HPAs uniformly over HPASpace.
A typical WH,HPA may consist of any picture with
a similar number of white (or black) pixels as HPA.
Since the HPAs are device controlled, A’s advantage
would be limited by Equation (3). Modelling the login procedure in this way would allow adjustment of
security parameters such as the number of pixels and
the number of colours in the image constructed by the
TPM and presented to the user when they login, to
arrive at the desired security for the login procedure.
3.2

Human-based Recognition with Nonhuman Controlled Authenticators

This leads us to the many practical protocols in use
where HPAs have been chosen by devices or the system, rather than by the human. From a usability perspective, a human may be able to better remember a
HPA they have selected. However, the essence of a
D2H authentication protocol, where a human recognises some information (HPA) sent by the device, is
that the HPA has been previously agreed on by the
human and the device. Whether a human registers a
HPA at a bank, or whether the bank sends the human a HPA in a setup stage, is irrelevant from the
perspective of whether the protocol will function. In
either case, the HPA can be sent to the human by the
bank in all future protocol runs to authenticate the
bank to the human.
Having the HPA chosen by the device means that
HPASpace H , the subset of HPASpace which the HPA
will be in, encompasses all of HPASpace. This is because the device will choose the HPA from the entire
HPASpace by a probability distribution, presumably
a random distribution. From a security perspective,
this maximises the space that the adversary has to select from to acquire a HPA0 which the user will recognise as their HPA. Having the HPA chosen by something other than the human, shifts the upper bound
available to the adversary from a more powerful targeted attack to a weaker trawling attack.
We now adapt our formalisation towards nonhuman specific HPA selection, where non-targeted
general trawling attacks apply. We focus on more
general cases, such as human-assisted pairing protocols.
4

Non-Human-Specific HPAGen

Humans are often called on to play a part in protocols for the authentication of devices. For example, an authenticated key agreement (AKA) protocol
employing short authenticated strings (SAS) may be
used to manually pair wireless devices by having the
user check matching values on each device [8].
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In such device pairing protocols, two HPAs are
sent to a human, and if the human recognises the two
HPAs as matching and accepts, then the human takes
an action and the devices become paired. As always,
the HPAs can be any human perceptible authenticator, such as two series of sounds, two series of flashing
lights, or text or images displayed on a screen. We
formalise this process by setting the HPA variable
to the output of a probabilistic algorithm GenHPA
which selects from the HPASpace of the protocol being analysed, i.e.

1. Alice selects a string K of length κ at random.
2. Alice commits to the value K and their message
mA . This commitment is c. The commitment is
such that Alice cannot later manipulate the value
of K having seen what value Bob later sends.
3. Alice sends c and mA to Bob.
4. Bob then picks R at random and sends R and
their message mB to Alice.

HPA ← GenHPA(HPASpace)

5. Alice sends d, used to open the commitment
scheme, to Bob.

Note the removal of the human from the GenHPA
step, and hence the space of the generated HPA is
HPASpace not HPASpace H as it has been in the human generated HPA case. The Recognise function
remains human specific, and the adversary’s win condition remains:

6. Bob uses mA , c and d to create (or “open via
the commitment scheme”) K. The hats on the
values (shown in Figure 3), that is, comparing c
with ĉ, indicates that the value has passed over
an insecure channel. Thus the value at Bob, ĉ,
may no longer be the original c created by Alice.

Recognise(H, HPA, HPA0 ) = 1

7. Finally, both parties create a string, SAS, using
a keyed hash function. Both parties XOR (⊕) R
with the output of a hash, keyed with K, of the
value mB .

Since HPASpace H is now the size of HPASpace and
hence the upper bound is as for a general trawling
attack, the bound on A’s probability of success for a
device chosen HPA is
SuccA Device = Pr[A wins] ≤
q|WH,HPA∗ |
max
|
· Pr[HPA∗ ] |.
HPA∗ ←GenHPA(HPASpace) |HPASpace|

Informally, to give an intuitive understanding of
the benefits of the protocol, note that by both parties
XORing R with the output of a hash of the value mB ,
with the hash keyed with K, and by comparing the
SAS values the two parties create, if the SAS values
are equal then the following values must have been
the same:

Human-based Recognition with Two Devices

K Otherwise the hashes would output different values.

An example implementation, which could now be rigorously examined using our formalisation, is pairing protocols for Bluetooth devices. When using
human assisted pairing of devices using Bluetooth,
one method is for protocols based on short authenticated strings (SAS). In these protocols, the SAS are
somehow represented on two devices for a human to
compare, using for example audible tones or flashing
lights. Now these protocols involving a human can be
examined formally using our model.
We will demonstrate how to incorporate our formalism by providing a security proof of Prasad and
Saxena’s human-assisted Bluetooth pairing protocol
[9] which is based on Pasini and Vaudenay’s SAS protocol shown in Figure 3 [8]. Pasini and Vaudenay’s
protocol is designed to allow for the authentication of
a potentially large message, by comparing two short
strings. Note that by ensuring the messages came
from a specific party, i.e. authentication, this also ensures integrity has been maintained. That is, if a third
party changes the message, thus breaking integrity,
then the message no longer originates from the initial
party that sent the message. So the intention of the
Pasini and Vaudenay protocol is to have no confidentiality of the messages sent, but have assurances of
integrity and know who has sent the messages.
In Pasini and Vaudenay’s protocol, there is a critical final step over an authenticating channel. Using
Vaudenay’s definition of this channel from [13], “The
authentication channels provide to the recipient of a
message the insurance on whom sent it as is. In particular, the adversary cannot modify it (i.e. integrity
is implicitly protected). . . . (the) channels are not assumed to provide confidentiality.” The SAS protocol
in Figure 3 employs a commitment scheme (commit,
open) and a keyed hash function. An overview of the
protocol is:

R Otherwise the result of the XOR would be different. Note the use of the commitment scheme
which generates K and the order of the protocol
ensures R is sent and known before the output
of the hash can be computed.

4.1
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mB Otherwise the hashes would output different values.
mA Otherwise the opening of the commitment at
Bob would have resulted in a different K at Bob,
which would have meant the keyed hashes would
have output different values.
Thus, if the two SAS values are the same, then the
messages mA and mB have been successfully sent between the parties without being changed by a third
party.
Prasad and Saxena’s adapted protocol exchanges
and authenticates public keys by instantiating mA
from Figure 3 as pkA , and, critically, the human
makes the authentication assessment, thereby taking the role of Pasini and Vaudenay’s authenticating
channel. Thus, by comparing two short strings, the
(far longer) public keys are authenticated. Note that
the protocol of Pasini and Vaudenay’s is well suited
for exchanging public keys, as the keys are public but
there must be assurances that the keys belong to the
original senders, as is the goal of the Pasini and Vaudenay protocol.
The authentication assessment is made possible by
transforming the constructed SAS string into a series
of audible tones (beeps) or flashing lights (blinks) for
the human to compare and, if the assessment is that
the devices are the same, to accept and pair the devices. We shall call this protocol the Beep-Blink protocol. The adapted authentication stage of the protocol [9] is shown in Figure 4.
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Alice
Bob
input: mA
input: mB
Pick K ∈U {0, 1}κ
(c, d) ← commit(mA , K)
mA ,c

−−−−−−−−−−−−−−−−−−−−−−−−→
Pick R ∈U {0, 1}ρ
mB ,R

←−−−−−−−−−−−−−−−−−−−−−−−−
d
−−−−−−−−−−−−−−−−−−−−−−−−→
ˆ
K̂ ← open(mˆA , ĉ, d)
Authentication Stage
SAS ← R̂ ⊕ HK (mˆB )

SAS ← R ⊕ HK̂ (mB )

authenticateAlice (SAS)

−−−−−−−−−−−−−−−−−−−−−−−−→
authenticateBob (SAS)

←−−−−−−−−−−−−−−−−−−−−−−−−
check SAS is the same; check Alice 6= Bob
output: Bob, mˆB
output: Alice, mˆA
Figure 3: Pasini and Vaudenay’s SAS Protocol
Alice
input: pkA
Authentication Stage
SASA ← R̂ ⊕ HK (pkˆB )
AuthenticatorA =
Transform(SASA )

Human

Authenticator

−−−−−−−−−−−−A−→

Bob
input: pkB
SASB ← R ⊕ HK̂ (pkB )
AuthenticatorB =
Transform(SASB )
Authenticator

B
←−−−−−−−−−−−
−−

Comparison
Human checks Authenticators are the same; check Alice 6= Bob
output: Bob, pkˆB
output: Alice, pkˆA
Figure 4: Prasad and Saxena’s human-assisted device pairing protocol based on SAS protocol [9]
Prasad and Saxena [9] state, “The security of our
scheme is equivalent to the security of the underlying SAS protocol under the assumption that the user
does not commit any errors.” This leaves open to
what extent human errors may impact the security of
the protocol and how these can be dealt with in the
security analysis. We have shown that it is necessary
to go beyond the presumption of humans acting perfectly. Indeed, their human study [9] clearly showed
firstly that the humans did not act perfectly, and secondly that the level of error depended on the type of
HPA used.
An interesting philosophical point is that even 1s
and 0s for voltage levels in a circuit have already undertaken a transform to be human recognisable. So
the SASs of Pasini and Vaudenay could be considered
HPAs, and the subsequent lights by Prasad and Saxena are also, though different, HPAs from different
HPASpaces. In this way, the SAS-family of protocols, or the transformed SAS into beeps and blinks,
can be seen as GenHPA algorithms, the probability
distribution of which may be very well known, which
output a HPA in the form of a visual or audible SAS.
Instead of the human being pre-loaded with a HPA
and being sent a HPA0 as the two HPA inputs to
the Recognise function, HPAA will be on device A,
and HPAB will be on device B. The formalisation for
the human specific version of Recognise, including the

concept of WH,HPA as the set of HPAs which are indistinguishable for that human, still apply. While the
intention of the Prasad and Saxena protocol would
seem to be that the human either accepts on both
devices or rejects on both devices [9], there clearly
exists the case where on one device the human selects “Accept” and on the other device the human
selects “Reject”. As such, for device A, their (potentially transformed) SAS is held as HPA and the
0
SAS supplied by device B will be HPA ; and similarly
for device B. The authentication stage of Prasad and
Saxena’s protocol, using our formalism, is shown in
Figure 5. We now use our contribution to present a
proof of the Prasad and Saxena protocol, capturing
some useful human considerations.
Prasad and Saxena’s protocol [9] may be seen as
an instantiation of Pasini and Vaudenay’s protocol [8],
with the human in Prasad and Saxena’s protocol playing the role of Pasini and Vaudenay’s magical authentication channel. The protocol outlined in Figure 5
is a more concrete description of how the protocol
of Prasad and Saxena could be implemented. Beyond
capturing the inability of humans to perfectly execute
a protocol, and hence that the security of Prasad and
Saxena’s instantiation is not at all equivalent to that
of Pasini and Vaudenay, our formalisation allows for
capturing and analysis of a far more realistic set of
issues. For example, using the concrete protocol out-
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Alice
DeviceA
input: pkA
Authentication Stage
HPAA ←
R̂ ⊕ HK (pkˆB )
HumanA

Bob
DeviceB
input: pkB

HumanB

HPAB ←
R ⊕ HK̂ (pkB )
HPA

−−−−−−−−−−−−−−−−−−−−−A−−−−−−−−−−−−−−−−−→
HPAA
←−−−−−−−−
−−−−−
HPA
←−−−−−−−−−−−−−−−−−−−−B−−−−−−−−−−−−−−−−−−
HPAB
−−−−−−−−−
−−−−→
Recognise
(HumanA , HPAA , HPAB )
output: Bob, pkˆB

Recognise
(HumanB , HPAB , HPAA )

Check 1 ←Recognise; check Alice 6= Bob
output: Alice, pkˆA

Figure 5: Prasad and Saxena’s human-assisted device pairing protocol considered using our formalism
lined in Figure 5, there is no reason why there could
not be two potentially spatially separated humans doing the comparison (one for device A and one for device B) rather than one human in the one location;
and there is no reason why the protocol cannot end
with device A believing it is paired with device B,
without device B believing it is paired with device A
(and vice versa). This lack of equality between the
pairing status of the devices may be through either
Recognise failing or else through time delays in the
human making a choice.
4.2

Proof of human-assisted device pairing
protocol

A Bellare-Rogaway 1993 based model [1] was used
to provide a security proof for Pasini and Vaudenay’s SAS protocol [8], upon which Prasad and Saxena based further human centred protocols [9]. However, in Prasad and Saxena’s work, no formal security
analysis could be given to the BEEP-BEEP, BLINKBLINK and BEEP-BLINK variations of the underlying SAS protocol. Rather, the claim was made that
the derived protocols had equivalent security to the
underlying SAS protocol [8] under the assumption
that the human did not commit any errors [9].
Now, with our formalisation, the security framework exists to formally analyse such protocols.
4.2.1

Adversarial model

Recall the model for short authentication string-based
pairing security, described by Pasini and Vaudenay [8]
based on Bellare and Rogaway’s model [1]. An outline
of Pasini and Vaudenay’s model is described here for
completeness:
Launch (n, role, x) launches a new protocol instance
on node n playing role (e.g. either Alice or Bob)
with input x. It returns a new instance tag πni .
Send (π, y) sends an incoming message y to the instance π. It returns an outgoing message z, or the
final output of the protocol if it completed.
Corrupt (n) injects a malicious code in node n so that
its behaviour is no longer guaranteed.
These queries are standard in cryptographic models.
For example, the Send query allows the adversary to
run the protocol normally and to inject messages of
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his choice, reflecting the assumption that the adversary controls communications between protocol participants. The Launch oracle creates a unique tag
πni , which allows node n to have multiple protocol
instances running. Corrupt allows the adversary to effectively take over a node, meaning that any code the
adversary wishes could be injected at the corrupted
node such that the node would do what the adversary
wants.
In the model, the participants IDn are located at
nodes in the network. In Pasini and Vaudenay’s proof
for their protocol [8] the winning condition for the adversary in such a message cross authentication protocol is “if some instance ended on an uncorrupted node
with a pair (m, ID) but no instance on the node of
identity ID with input m was launched.” For a complete description of the model, see [8].
Theorem 1 (Success probability of Beep-Blink protocol). Let ζ be A’s success probability of the SAS
protocol of Pasini and Vaudenay [8], then A’s success
probability of the Beep-Blink protocol of Prasad and
Saxena [9] is bounded by ζ + SuccADevice .
Proof. We employ the Shoup’s game hopping proof
technique [12] augmented by Dent [4]. We employ a
sequence of two games, the first game being the security game for the protocol shown in Figure 5 which
is the human protocol of Prasad and Saxena represented with our formalism. We transform this to the
security game for the original protocol of Pasini and
Vaudenay shown in Figure 3 [8], bounding the adversary’s advantage between the two. As such our proof
augments the proof of Pasini and Vaudenay to cater
for the human considerations of the Prasad and Saxena protocol. We denote Wini as the probability of
the adversary winning game i.
Game G0 describes the real protocol, as run by
Prasad and Saxena [9], using our formalism (see Figure 5 and Figure 3). The game is played between
a probabilistic polynomial time (PPT) bound adversary A and a simulator. The simulator simulates protocol participants as specified in the natural protocol
specification, and answers all of A’s queries.
Game G1 describes a game which is the same as
Pasini and Vaudenay’s SAS protocol [8]. The dif-
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ference between Game G1 and Game G0 is that in
Game G1 , the original SAS protocol, the authentication comparison is based on equality, whereas
in game Game G0 the authentication comparison is
based on our human formalism. Hence, remembering
SuccADevice defined above,
| Pr[Win1 ] − Pr[Win0 ]| ≤ SuccADevice .

the adversary’s success, in our model we have pre0
vented A from selecting a HPA that is outside of
0
HPASpace. Allowing A to select a HPA that is outside of HPASpace would increase the size of WH,HPA
in Figure 1. Secondly, exploration and formalisation
of the concept of context, thus making the analysis
probabilistic not deterministic, will be a significant
expansion of our work.

Therefore,
Pr[Win0 ] ≤ SuccADevice + ζ.

Pasini and Vaudenay [8] describe a win condition
of at most 2−ρ plus the adversary’s advantage against
the hash function, where ρ is the number of bits of
2 2
the SAS. They approximate ρ by log2 N2pR , where
N is the number of participants, R is the number of
runs of the protocol, and p is the attack probability,
with the example given for ATM-like PIN numbers
of p = 3 · 10−4 . Our formalism gives more meaningful values for p, taking into account human imperfection, and allows for the comparison of representational transform techniques (such as beeps and
blinks). This means a more accurate security parameter of ρ could be calculated.
In this way, a general framework may be created
for all such unauthenticated key exchange protocols
followed by HPA recognition.
5

Conclusion and Future Work

This work presents a method of accumulating data
which will allow for the comparison of schemes
in which the human will need to recognise some
data. When represented formally using our technique, schemes can be compared using: the size of
HPASpace (maximise), HPASpace H (maximise) and
the ratio between the two (bring to equality); the size
of WH,HPA (false positives, minimise); the size of 
(false negatives, minimise); and the frequency of use
distribution (normalise).
We have provided an upper bound on the adversary’s probability of success, both for the case of a human generated HPA and a device generated HPA. We
have shown how our formalism may be included easily
into existing proofs, providing a more complete model
in the case of mutual authentication over TLS, and
creating a formal proof of human-assisted device pairing protocols to be created for the first time. Many
similar examples of protocols involving humans where
our formalism will be directly useful exist. Such an
example would be standard Verified-by-Visa protocol
implementations, where, due to the large numbers of
people and the large numbers of protocol runs, useful
values for each of the variables in our formalism will
be available. At the softer end of the scale, our formalism could be applied to human protocols which exist completely in the human realm, for example where
a human may have to authenticate themselves to another human which is typically based on some sort of
recognition.
This paper presents a significant building block
in security proofs which is useful in the sense that
the formalism can be used in security proofs which
allow the comparison of practical and real-world implemented human authentication schemes. However,
further work can be pursued in at least two main areas. Firstly, for the purposes of creating a bound on
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Abstract

ified location data. We will describe such LBSs later in
this section.

An emerging class of Location Based Services (LBSs)
needs verified mobile device locations for service provision. For example, an automated car park billing system
requires verified locations of cars to confirm the place and
the duration of parked cars. Location Proof Architectures
(LPAs) allow a user (or a device on behalf of its user) to
obtain a proof of its presence at a location from a trusted
third party. A major concern in LPAs is to preserve user
location privacy. To achieve this a user’s identity and location data should be maintained separately with additional
measures that prevent leaking sensitive identity and location data. In this paper, we present a privacy preserving LPA in which users appear under pseudonyms. Our
main contribution is a third party free pseudonym registering protocol based on blind signature schemes. We
show that our protocol allows to build a pseudonym system with a guaranteed degree of privacy agreed at the time
of pseudonym registration. We also demonstrate that a
pseudonym can be authenticated across different organizations in an LPA. Our system ensures that (i) only authenticated users can register their pseudonyms, (ii) the
pseudonyms have a consistent degree of privacy at the
point of registration and (iii) a user cannot take another
user’s pseudonym.
Keywords:
Pseudonym
1

Privacy,

Location Proof Architecture,

Introduction

In Location Proof Architectures (LPA) (1; 2; 3), users provide their verified locations to obtain a Location Based
Service (LBS). In the previously proposed LPAs, a trusted
third party uses a Location Proof Issuer (LPI) that verifies
a user location and provides a Location Proof (LP). A user
obtains a service from an LBS by submitting an LP.
In such an architecture, users need to be able to protect
their location privacy (4; 5) from a third party that verifies the user location (i.e. LPI) and possibly even from the
LBS. We distinguish LBSs that require the user identity
from those that only need a pseudonym together with verThis research was supported under Australian Research Councils Discovery Projects funding scheme (project number DP110100757). We
acknowledge Peter Lee for proof reading.
Copyright c 2014, Australian Computer Society, Inc. This paper appeared at the Australasian Information Security Conference(ACSWAISC 2014), Auckland, New Zealand, January 2014. Conferences in
Research and Practice in Information Technology (CRPIT), Vol. 149,
Udaya Parampalli and Ian Welch, Ed. Reproduction for academic, notfor-profit purposes permitted provided this text is included.

LPI

PIO

3. Submits PID
& proves PID

2.Issues
certiﬁed PID

5. Submits LP, PID
& proves PID

1.Registers PID
anonymously
User remains
anonymous

4.Issues
LP

User

LBS
6.Provides
Service

Figure 1: An overview of our pseudonym based Location
Proof Architecture (LPA). PID: Pseudonym. A user obtains a certified pseudonym from PIO. Then obtains an LP
from an LPI by submitting PID. In the end, obtains a service from an LBS by submitting the LP and PID. User
remains anonymous throughout all the steps.
Revealing both user identity together with associated
location data compromises user privacy. Using the location data of a user and knowing the services accessed by
the user, an adversary can infer information about a user
that the user might not want to reveal. Hence, it is of utmost importance that user location privacy is preserved in
an LPA.
A greater degree of location privacy can be achieved
by keeping a user anonymous and using imprecise instead
of exact location data (4; 6). In this paper we propose a
pseudonym system that can be used in LPAs to improve
location privacy by maintaining user anonymity.
We illustrate in Figure 1, how we improve privacy of
LPAs by eliminating the need for trusted organizations
through the use of our pseudonym system. A user registers his pseudonym with a Pseudonym Issuing Organization (PIO) and obtains a certificate of the pseudonym.
A key difference of our system is that a user is able to obtain a pseudonym without a trusted organization who can
link a user’s true identity to the user pseudonym.
When the user needs an LP he submits his certified
pseudonym together with his location to an LPI and proves
the knowledge of a secret associated with the pseudonym.
The LPI verifies the location and issues the user with an
LP. The user submits the LP together with his certified
pseudonym to an LBS to obtain a service. In contrast to
existing LPAs which use two independent trusted organizations for authentication and location verification, we
only use a single organization for issuing LPs. Our LPA
can serve a sub-group of LBSs which need verified user
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location but does not require true user identity. The following scenarios are examples for such LBSs.
Scenario 1: Assume a car park that is equipped with
sensors. A user parking his car obtains location proofs
when entering and leaving the car park. Such location
proofs could be used for automated billing purposes. The
car park administrators need a reliable way to track the
usage of car parks and charge users accordingly. On the
other hand a user might not want to reveal all the car parks
he visited and the duration spent at each place. These requirements call for a private and authorised pseudonym
registering system which does not rely on a trusted third
party.
Scenario 2: Currently, location based games have
gained popularity. For example, in the Geo-Cache
game (7) users hide valuable items at certain positions and
others should find the items. At the moment, these applications rely on user honesty to obtain correct locations. To
maintain the credibility of the game, an administrator can
ask for LPs from its users. The users in the game might
want to keep their location information private.
In both scenarios a user’s true identity is not compulsory to obtain the service. It is important that a user provides verified location data. The organizations (i.e., LPIs
and LBSs) that use pseudonyms in place of true user identity need to ensure that only authenticated users are able
to obtain pseudonyms. The users need to be able to stay
anonymous with a known degree of privacy.
Also, it is important that a user cannot appear under
another user’s pseudonym in an LPA. For instance, in the
car park example, an adversary might want to pretend as
another user to avoid the fee. Considering these requirements, we provide a precise description of properties of
our authorised pseudonym system in Section 2.
In this paper, we present a pseudonym registering protocol based on blind signatures schemes without requiring
a trusted organization that can link a user with his or her
pseudonym. In addition, our system provides a consistent
degree of privacy (i.e., similar to privacy guarantee offered
by k − anonymity (8)) for users joining the system at different times at the time of registration. We explain our
protocol in Section 3.
A problem associated with pseudonyms is that over
time the degree of privacy decreases (6). This is due to the
fact that an adversary’s background knowledge increases
over time. We discuss measures to ensure that the degree
of privacy stays over a threshold in Section 7.
Furthermore, we show that pseudonyms can be authenticated using Zero Knowledge (ZK) proofs. Using ZK
proofs in contrast to sharing credentials with an organization, protects users from untrustworthy organizations.
For example, although a corrupt LPI can issue a false LP
on behalf of a user, the LPI cannot prove the pseudonym
used in the LP to the LBS as it does not have secret for
the pseudonym. In addition, the ZK based authentication
protocol allows a user to use the same pseudonym across
different organization without needing a “single-sign-on”
infrastructure.
We make following contributions in the paper. We
provide a pseudonym system based on blind signature
schemes that does not need a trusted third party to register
pseudonyms. In addition, we show that pseudonyms can
be authenticated with the organizations in an LPA while
maintaining user anonymity. We also provide a consistent
degree of privacy associated with the pseudonyms at the
time of registration.
This paper is organized in the following manner.
In Section 2, we provide a precise description of our
pseudonym system. We explain our pseudonym registering protocol in Section 3. In Section 4, we show how to
use pseudonyms within an existing zero-knowledge based
authentication protocol. In Section 5, we explain how
our pseudonym registering protocol achieves the proper-
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ties described in Section 2. In Section 6 we provide an
analysis of privacy of our system. In Section 7, we explain how to maintain a degree of privacy. In Section 8,
we present related work. We conclude in Section 9.
2

Authorised Pseudonyms

In the following, we provide a precise description of the
properties of our third party free authorised pseudonym
registering protocol.
• Authorisation: An authority called Pseudonym Issuing Organization (PIO) allows only authenticated
users to register pseudonyms in the system. The PIO
selects a user sub-set Um from the user population U
to register pseudonyms in each protocol round. Each
user ui in Um is authenticated and issued receipts to
take part in the pseudonym registering protocol.
The PIO may not allow users who have a history
of billing rule violations to enter the system. Because of this property, LBSs can trust the users who
use pseudonyms in the system, which in turn allows
LBSs to be more flexible in their service offerings.
For example, an LBS may allow longer billing cycles
to its users.
The PIO can control the number of pseudonyms issued per user through the number of receipts issued
per user. In some LPAs, a user may require multiple pseudonyms (9) to maintain a higher degree of
privacy.
• m-Unlinkability: Consider a user sub-set Um = {ui }
where |Um | = m. The corresponding pseudonym set
is Pm = {pi }. If, at the time of pseudonym registration, the probability with which the PIO is able
to link a user ui ∈ Um with the user pseudonym
pi ∈ Pm is 1/m, we say that a pseudonym system is
m-unlinkable at the time of pseudonym registering.
This guarantees a degree of privacy at the time
of pseudonym registration. Inherently, pseudonyms
lose the degree of privacy over time (6). We discuss how to address this problem within our system
in Section 8.
• Unforgeability: We identify two forms of unforgeability. Online-Unforgeability refers to a user’s ability to prove the ownership of a pseudonym, remaining anonymous while Offline-Unforgeability refers
to a user’s ability to link the user to a pseudonym.
– a) Online-Unforgeability (authentication): An
adversary user ub cannot appear under a
pseudonym of another user ua to an organization (i.e. LPI or LBS) unless the second user
ua willingly shares the secret sa associated with
the user pseudonym pa .
– b) Offline-Unforgeability: In case of a dispute,
a user ua is able to reveal the pseudonym pa at
the user’s own risk of losing privacy. A user ua
cannot take the ownership of any other user’s
ub pseudonym pb , without the consent of the
second user ub .
In a case where a user ua believes to be treated
unfairly by an LBS, the user ua has the ability
to defend his claims by appearing under the true
identity. On the other hand, an adversary user
cannot mis-use this privilege.
Our pseudonym registering protocol allows users to
register pseudonyms without a trusted third party which is
not available in the existing pseudonym systems (10; 11;
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12). In our system, the PIO cannot identify an actual user
ui , based on his pseudonym pi , from within a group of m
users without colluding with m − 1 other users at the time
of pseudonym registration. We show that pseudonyms can
be authenticated across organizations (i.e., LPI and LBSs)
in an LPA using an existing Zero Knowledge Proof (ZKP)
based authentication protocol.
We assume that the goal of users in our system is to
preserve their location privacy by using a pseudonym. A
user ua can share his pseudonym pa with another user ub
at the risk of revealing his locations to ub and losing the
credibility associated with pa . In such a case, the user
ua will have to share the credential (i.e. a secret sa ) associated with the pseudonym pa with the user ub . Also,
the organizations (i.e LPIs and LBSs) in our LPA provide
their services solely based on a user location but do not
need the true identity of the user, unless there is a dispute
with a user.
3

Pseudonym Registration

To achieve a guaranteed degree of privacy the pseudonym
registration protocol is executed in two phases. In
phase 1, m users ui ∈ Um obtain receipts for registering
pseudonyms from the PIO. In phase 2, all m users ui together anonymously register there pseudonyms pi with the
PIO.
In the presentation of our protocol, we use an RSA
based blind signature scheme without loss of generality. This can be replaced by any secure blind signature
scheme, which (1) allows a user ui to obtain a signature
(i.e., a blind signature) on a number ni from the PIO, without letting the PIO know the number ni and (2) a user ui
can create at most one stripped signature for a number
(i.e., ni ) blindly signed by the PIO. We analyse the properties of our protocol assuming any existing secure blind
signature scheme in Section 5.
We note that to make RSA signatures secure against
RSA multiplicative property attack, the pseudonyms
should be formatted using a secure padding scheme such
as Optimal Asymmetric Encryption Padding (OAEP).
3.1

Obtaining Receipts from the PIO

In phase 1 of our protocol, a user ui authenticates to the
PIO and obtains two types of receipts called a regular receipt rri and a collision resolving receipt cri . See Table
1.
1 User Authenticates
2 ra
n a, k

e

4 (nak )d
d

d ed

/k

PIO

e
5 (ra + na)k

User

Obtaining Pseudonym Receipts from PIO
SUMMARY: Alice authenticates herself to PIO
and obtains a unique receipt number from PIO.
Then Alice selects a number from a panel owned
by PIO and uses this number to get two blindly
signed receipts called a regular receipt and
a collision resolving receipt. Alice uses the
regular receipt to register her pseudonym.
Alice have to use the collision resolving receipt
if her chosen number is already taken by
another user. Alice is not anonymous in neither
step 1 nor step 2.
1. Alice authenticates herself to PIO
Alice −→ PIO : authenticates
Alice ←− PIO : PIO issues a unique receipt
number ra ∈ R
PIO records this transaction against the user
identity: IDAlice ←→ ra
2. Alice obtains two blindly signed receipts
from PIO.
PIO maintains another set of numbers T .
Alice selects a number na ∈ T in random.
To use blind signature (13), ra and na
should be such that: If PIO’s RSA public key
and private key are (n, e) and d respectively,
then 0 ≤ ra + na ≤ n − 1.
and gcd(n.k) = 1.
2.1 Alice obtains blind signature for
regular receipt rra . Alice picks a
number na ∈ T and a blinding factor k
such that gcd(n.k) = 1.
Alice −→ PIO: n∗ = na ke
Alice ←− PIO: s∗ = (n∗ )d
Alice computes rra = k−1 s∗ = nda
2.2 Alice obtains blind signature for
collision resolving receipt cra .
Alice computes nc = na + ra
Alice −→ PIO: n∗c = nc ke
Alice ←− PIO: s∗c = (n∗c )d
Alice computes cra = k−1 s∗c = ndc
Table 1: A user obtains two receipts a regular receipt and
a collision resolving receipt from PIO. The user is not
anonymous in this stage.

e
3 n ak

na = n a k

and d respectively. The PIO maintains two sets of numbers R and T where for r ∈ R and t ∈ T , 0 ≤ r +t ≤ n − 1.
In order to ensure a guaranteed degree of privacy, the
PIO chooses a group of m users Um at a time to register
pseudonyms. In phase 1, each user ui ∈ Um authenticates
to the PIO and receives a receipt number ri ∈ R in return.

d

ed
6 (ra + na) k

(ra+na)d = (ra+na)dked/k

Figure 2: The protocol steps in phase 1. A user obtains a
regular receipt rri and collision resolving receipt cri from
the PIO. The user is identified by the PIO in this phase.

Next, PIO displays a number panel containing the set
T to each user ui . A user ui selects a number ni from the
panel without acknowledging the PIO. Then the user ui
selects another number k in random such that 0 ≤ k ≤
n − 1 and gcd(n, k) = 1.
In the next step, the user gets the numbers ni and ni + ri
blindly signed by the PIO. We call the blindly signed ni ,
a regular receipt rri and blindly signed ni + ri a collision
resolving receipt cri . This concludes the phase 1. See
Figure 2.
If the LPA requires multiple pseudonyms per user, the
user may be issued with multiple receipts in this phase.

The PIO’s RSA public key and private key are (n, e)
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Registering Pseudonyms
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PIO
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d
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Figure 3: The protocol steps in phase 2. All m-users register their pseudonyms in parallel. The users remain anonymous. No colliding instances are shown in the figure. A
user receives a certified pseudonym.
3.2

Registering Pseudonym by Users

In phase 2, the m users in Um register their pseudonyms
using the regular receipt rri , in random order. In this step,
the users remain anonymous. See Table 2.
Firstly, a user ui selects a pseudonym pi of his choice.
Then submits pi and the regular receipt ndi to the PIO. In
this phase, the m users submit their pseudonyms pi and
regular receipts rri in random order. In addition a user
ui can deposit a bond together with his pseudonym pi to
increase the trustworthiness of the pseudonym to organizations.
In order to be a valid protocol round, in phase 2 the
following four conditions must be satisfied. If this is the
case each user’s ui pseudonym is registered in the system
and the user is given a signed pseudonym (i.e. In this case,
PIO uses a regular signature scheme as opposed to blind
signatures used for issuing receipts). The four conditions
are, i) the signature on a regular receipt rri is valid, ii) the
pi is not already registered, iii) the same number ni in the
regular receipt is not submitted by two or more users and
iv) all m users in the group submit the rri . We explain
these conditions in detail in Section 5. See Figure 3.
Next, we will consider how to handle if any of the conditions cannot be satisfied. Firstly, if any of the first two
conditions do not satisfy, the protocol round is invalidated.
The numbers submitted by the users are removed from T
and protocol starts again from phase 1. If any of the last
two conditions do not satisfy, the PIO will generate new
parameters for the blind signature and the protocol will be
executed again from phase 1.
4

Using Pseudonyms together with existing ZeroKnowledge based Identification protocols

In this section we show that by defining a pseudonym as
a public key in Fiat-Shamir zero knowledge proof authentication protocol, the pseudonym can be authenticated to
different organizations (i.e., LPI and LBSs) in an LPA by
using a secret held by a user. Because, a user pseudonym
is authenticated, his true identity remains hidden from the
organizations preserving privacy. Only location information of the user is known to the organizations.
An LPI or an LBS can associate a user identity with
his pseudonym, if they know the user’s home location. In
LPA design, necessary precautions are taken to obfuscate
a user’s home location. In this paper, we do not consider
privacy attacks possible by using such user location patterns.
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SUMMARY: Alice registers her pseudonym,
using the regular receipt rra
obtained in phase 1, together with m − 1
other users in parallel. A user can deposit
a bond together with her pseudonym to
increase the trustworthiness of the
pseudonym to organizations. This way,
if an owner of a pseudonym violates rules
her bond is forfeited and pseudonym will
be removed from the system. All m users
remain anonymous in the following steps.
1. Alice registers her pseudonym.
Alice selects a pseudonym pa and waits
for a random time interval.
Alice −→ PIO: pa and rra = nda
PIO computes na = rra e
Alice ←− PIO:
pda (if accepted by PIO)
Conditions for accepting: i) the signature on
a regular receipt rri is valid, ii) the pi is
not already registered, iii) the same number ni
in the regular receipt is not submitted by two
or more users and iv) all m users in
the group submit the rri .
(a) If any of the first two conditions do not
satisfy, the protocol round is invalidated,
the numbers ni submitted by users ui
are removed from the panel T . Then the
protocol is executed from phase 1.
(b) If any of the last two conditions
do not satisfy, the protocol round is
invalidated, the parameters for the PIO’s
blind signature is generated again and the
the protocol is executed from phase 1.
2. Alice reveals her pseudonym.
PIO ←− Alice: PIO requests
collision resolving receipt
cra and user’s identity ID
Alice −→ PIO: IDAlice and cra = ndc
PIO computes nc = crae
ra = nc − na
If ra ←→ IDAlice
relationship exists in the record,
Alice’s pseudonym can be obtained
by nda ←→ pa
relationship.
Table 2: All m-users register their pseudonyms in parallel using the regular receipt. A users receive a certified
pseudonym from PIO if the user does not collide and his
pseudonym is unique. The users remain anonymous in this
phase.
We show that the pseudonyms in our system can be
defined as a public key in Fiat-Shamir identification protocol as presented in (14) (i.e., we use a basic version for
demonstration). See Table 3. In the full version of FiatShamir identification protocol(14), a user’s public key (i.e.
his registered pseudonym) v is replaced by (v1 , ..., vk ) .
On one-time setup phase, a trusted center selects and
publishes the modulus n = pq (n is different to that used
in Section 3) with large prime factors p and q and keep the
factors p and q secret. We point out that unlinkability is
not affected by using such a one-time trusted center.
In phase 2 of our protocol, a user ui selects his
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Fiat-Shamir identification protocol (basic version)
p = v = s 2 mod n
a

i

x = r2 mod n (commitment)
e = 0 or 1 (challenge)
y = rsie mod n (response) LPI
Usera

if y2 = xve mod n
user is given LP
LP = SLPI(pa, La, ta)

Figure 4: The protocol steps in Fiat-Shamir zero knowledge based authentication protocol.
pseudonym pi so that for a selected secret si co-prime to n,
1 ≥ si ≥ n − 1, pi = v = s2i mod n. Then registers pi with
the PIO.
Steps 2 and 3 in Table 3 explains the pseudonym authenticating steps in detail. This involves 3 message transfers. At the beginning, a user ui who needs authentication
selects a commitment r in random and sends r2 to LPI.
Then, the PIO randomly selects a bit e = 0 or e = 1
and sends to the user as a challenge. The user computes
the response as either y = r (if e = 0) or y = rsi mod n (if
e = 1) and send to the PIO.
LPI is able to verify the user’s response using the
knowledge of the user’s commitment (x) and the user’s
public key v. A correct response from a user confirms that
he is the owner of the secret corresponding to the public
key v. See Figure 4.
Feige-Fiat-Shamir authentication protocol is known to
require limited computation and hence well suited to lowpower processor applications such as mobile applications.
5

Analysis against the requirements

In this section, we show how our protocol satisfies the
properties of an authorised pseudonym registering protocol given in Section 2. First we explain a number of
properties of regular receipts rri and how we satisfy these
properties in a protocol round. Then we show how the regular receipts allow us to obtain the properties in Section 2.
5.1

Properties of Regular Receipts

To obtain Authorisation and m-Unlinkability properties we
need the following properties from a regular receipt rri issued in phase 1. In Section 5.2, we show how these properties are used to obtain Authorisation and m-Unlinkability
properties.
• Authorised: A receipt rri is issued to a user ui authenticated by the PIO.
• Unforgeable: An adversary user cannot generate a
forged receipt rri without the PIO.
• One-timeness: A user ui can use rri only once. In
other words, a user cannot repeatedly submit the
same rri to register different pseudonyms.
• Phase-bound: A receipt rri can be used only in the
m-user protocol round within which it was issued.
• Unlinkable: The PIO cannot identify a user ui from
the receipt rri .

SUMMARY: A user Alice proves to an LPI of her
knowledge of secret si in t executions of a 3-pass
protocol.
1. One-time setup.
(a) A trusted center selects and publishes an
RSA-like modulus n = pq,
but keeps primes p and q secret.
(b) Each user ui selects a secret si
co-prime to n,
1 ≥ si ≥ n − 1,
computes v = s2i mod n, and registers
v with the PIO
as her pseudonym using the two phase
protocol in Section 3.
2. Protocol Messages. Each of t rounds has
three messages as follows.
A −→ LPI : x = r2 mod n
A ←− LPI : e ∈ {0, 1}
A −→ LPI : y = r.sei mod n
3. Protocol actions. The following steps are
iterated t times (sequentially and independently).
LPI accepts the proof if all t rounds succeed.
(a) The user A chooses a random
(commitment) r, 1 ≤ r ≤ n − 1,
and sends (the witness) x = r2 mod n
to LPI.
(b) PIO randomly selects a (challenge)
bit e = 0 or e = 1, and sends e to A.
(c) A computes and sends to LPI (response)
y, either y = r
(if e = 0) or y = rsi mod n (if e=1).
(d) LPI rejects the proof if y = 0, and otherwise
accepts upon verifying y2 ≡ x.ve mod n.
(Depending on e, y2 = x or y2 = xv mod n,
since v = s2i mod n.
Note that checking for
y = 0 precludes the case r = 0.)
Table 3: We show that pseudonyms in our system can
be defined according to the Fiat-Shamir identification
protocol, which allows a user to authenticate the same
pseudonym across different organizations.
We show that by executing the protocol steps in the
following manner we are able to achieve the properties of
a regular receipt rri listed above.
5.1.1

Step1: Obtaining a Regular Receipt

In our protocol, an authenticated user ui obtains a regular receipt rri in following steps. (1) A user ui selects a
number ni randomly from a set T . The PIO maintains T
so that the PIO has not signed any number in T before.
(2) The user ui applies a blinding function c(ni ) to ni only
known to the user ui . (3) The user submits c(ni ) to the
PIO and the PIO signs and return s0 (c(ni )), where s0 is
signature function known only to the PIO. (4) The user
apply the inverse function c0 to obtain the regular receipt
rri = s0 (ni ) = c0 (s0 (c(ni ))).
5.1.2

Step2: Verifying a Regular Receipt

A user ui anonymously submits the rri together with m
other users so that the PIO cannot identify ui based on time
of submission. The PIO obtains ni = s(s0 (ni )) = s(rri ) by
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applying inverse signature s to rri . The PIO accepts rri
given that (1) ni ∈ T , (2) no two or more users submit
the same ni , which we call a collision instance and (3) in
addition to be a valid protocol round the PIO must receive
m distinct rri . If a collision occurs or number of receipts
rri received by the PIO is less than m the protocol round
is re-executed from the start with new signing functions s
and s0 .
Theorem 1: If regular receipts rri are obtained and
validated according to Step1 and Step2, they satisfy the
properties of regular receipts listed in Section 5.1.
Proof : In the following we explain how we achieve the
above properties. The Authorised property follows simply
from the fact that only authenticated users are issued rri .
Unforgeable property follows due to the unforgeability of
underlying signature function s0 (i.e., conservation of signature property of blind signatures) (13). One-timeness is
guaranteed in the following manner. A user ui selects a
number ni ∈ T that has not been signed before. When a
user submits rri , ni within is removed from the set T . This
ensures that rri can be used only once.
Phase-bound property is obtained by requiring that all
m users must submit the rri . Otherwise an adversary user
ui may withhold his submission and use rri in another
round. In addition, in a collision situation, the PIO cannot know whether the user choices genuinely coincided or
a sub group of users colluded to share the same receipt rri .
If all users submitted rri containing distinct ni , the PIO is
guaranteed that all users who were authenticated in phase
1 genuinely participated in the phase 2 of the protocol. If
number of received rri is less than m or a collision is detected the protocol round is re-executed with new signing
functions s, s0 . This ensures that no previous rri are valid
anymore.
Unlinkable property follows from the properties of
blind signature scheme.
5.2

5.3

A known attack on blind signature schemes

We discuss a known attack on blind signature schemes and
show that this attack does not affect our system.
A known attack on blind signature schemes is RSA
blinding attack. In this attack a malicious user is able to
learn a message encrypted with the PIO’s public key. The
attack is performed in the following manner.
Assume the encrypted message of plain text m is m0 =
me . The user calculates the blinding factor ke and send
m0 ke to get blindly signed by the PIO. PIO returns the
signed version as m0 d ked . As ked = k, the user can obtain
the plain text m = med = m0 d ked /k.
In order to prevent this attack in our protocol, PIO
should never use its public key for encryption purposes.
6

A Consistent Degree of Privacy for Pseudonyms

We discuss the degree of privacy of pseudonyms at the
time of registration provided in our protocol. We maintain
a consistent degree of privacy for users joining at different
times. Also we provide an expression for system parameter p(collision) in terms of user batch size m and size of
set T , n.

Properties of Authorised Pseudonym System

Authorisation: This property follows directly from those
of a regular receipt rri .
We note that, at anytime PIO can remove a pseudonym
if the owner violates the rules of the system. The PIO
maintains a revoked user list. An organization that uses
a certified pseudonym will check the revoked list prior to
using the pseudonym.
m-Unlinkability: Due to the unlinkable property of a
regular receipt rri the PIO cannot identify the owner of
rri from the content of rri . Because in phase 2, m users
submit rri in a random order the PIO cannot identify the
owner of a rri from among m users, without colluding with
m − 1 other users.
Unforgeability: a) Online-Unforgeability (authentication): We showed in Section 4 that by generating a
pseudonym as the public key of Feige-Fiat-Shamir authentication protocol, it can be authenticated to different organizations in LPA using the secret kept with a user.
b) Offline-Unforgeability: At anytime, a user ui can reveal his ownership of a pseudonym pi by submitting both
the regular receipt rri (i.e. which contains ni ) and collision resolving receipt cri (i.e. which contains ri + ni ) to
the PIO.
By validating that the receipt number ri issued in phase
1 to the user ui is as same as that is in collision resolving
receipt cri , PIO knows ui is a valid user. By using ni in rri ,
PIO is able to obtain the user’s pseudonym pa . Therefore,
a user ui is able to reveal his pseudonym at his own risk of
losing privacy.
An adversary user u j cannot pretend another user ui ’s
pseudonym pa because u j cannot forge both regular re0
ceipt rri (i.e., na ) and collision resolving receipt cri (i.e.,
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0

ra + n0 a ) of user ui . This follows from the conservation of
signature property of blind signature scheme (13).

Figure 5: A plot of collision probability versus size
n of T. We maintain m = 100.
We observe that
collision probability ≤ 1% when n = 106 .
We provide a guaranteed degree of privacy at the time
of registering pseudonyms. We can provide such a guarantee only at the point of registration due to the fact that,
inherently pseudonyms lose the degree of privacy over
time (6). We discuss how to maintain a degree of privacy
over a threshold in Section 8.
Also, we empirically determine the optimal size n of
set T so that we can maintain p(collision) below a threshold. It is important to maintain the set T with a constant
size n in order to achieve a consistent degree of privacy.
Otherwise user collision rate (i.e. two users selecting the
same number) will fluctuate and as a result we cannot
guarantee m-anonymity. We note that in our two phase
pseudonym registering protocol, once a user has selected
a number ni from set T , that number should be replaced
for a new set of m numbers.
We can keep the set T with a constant size n by maintaining T as an indexed array where users pick ni as an
item in the array. When users submit the regular receipt
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This can be re-written in the following form.
p(collision) = 1 − (1 − 1/n)...(1 − (m − 1)/n)

(2)

Assuming 1/n is relatively small and hence (1/n)2 and
higher order terms are negligible, we obtain the following
equation (i.e. as an approximation).

Figure 6: A plot of collision probability versus size
n of T. We maintain m = 1000. We observe that
collision probability ≤ 1% when n = 108 .
they must provide the index i at which they found the number na . The PIO can refill the array indexes used in previous round with m numbers from the universal set before
starting the next round.

If the user batch size is m and there are no collisions
in a protocol round, we achieve a degree of privacy manonymity. This degree of privacy cannot be guaranteed
if users collide (i.e. more than one user selects the same
number from the set T).
If the size of set T is n, the number of collision free
instances out of all possibilities nm is n(n − 1)...(n − (m −
1)). This can be obtained by the fact that two users do
not select the same number in the sequence of numbers
selected by the users.
Assuming that users select numbers according to the
uniformly distribution, we define collision probability as
the probability that at least one collision occurs in a protocol round. In other words, this gives the probability that
privacy is below m−anonymity. The collision probability
is given by the following equation.
p(collision) = nm − n(n − 1)...(n − (m − 1))/nm

(3)

p(collision) = m(m − 1)/2n

(4)

n > 500 ∗ (m2 − m)

(5)

In a practical implementation, we need to maintain
collision probability below 0.1% so that m−anonymity is
guaranteed to the users for most of the time. Therefore, m
and n should be selected so that 0 ≤ p(collision) < 0.1%.
The equation 4 implies that the collision probability increases when we have more users m in a batch and decreases as the size n of set T is increased. In order to
maintain a low collision rate we must select m and n according to the inequality given in Equation (5).
In the following, we show empirical results which
demonstrates these effects.
We performed our experiments using MATLAB. To
simulate a single round of our protocol, we draw m numbers in random from discrete uniform distribution (i.e. of
size n). In both the experiments presented, we perform
100 rounds.
In our first experiment, we observe that the percentage
of collisions (i.e. all colliding rounds as a percentage of
total number of rounds) for different n. We maintain m =
100. See Figure 5 and 6.
As we expect in equation (4) when the number of users
are constant collision probability goes down with increasing n. Importantly, we observe that the collision probability becomes less than one percent only when n is equal to
million for a batch of 100 users.
In a second experiment, we change the batch size m
and observe minimal size n (in terms of powers of 10) that
makes collision probability ≤ 1%. See Figure 7.
We can observe that as the batch size m increases, collision probability also increases. As a result, the threshold
(in terms of powers of 10) at which collision probability
becomes 1% increases with the batch size. This is as expected in equation (4).
7

Figure 7: A plot of optimal size (n) of T versus size of user
batches m.

p(collision) = 1 − 1 + (1 + ... + (m − 1))/n

Maintaining a Degree Privacy of Pseudonyms

In this section, identifying the information available to an
adversary, we discuss ways that users can lose privacy of
pseudonyms overtime. Also we discuss how to maintain
a degree of privacy of pseudonyms at a higher level for a
longer duration in the presence of an adversary who has
such information.
We consider that such an analysis is necessary to
present a complete pseudonym system that provides a consistent level of privacy for its users. We leave a comprehensive analysis as a future work.
7.1

Privacy Losses

We will examine the information available to colluding
organizations and how they can exploit this information to
identify a user using his pseudonym.
All location updates (l j ,t j ) from a given pseudonym pi
are available to LPIs. Each time a user accesses a service
s j , the information (pi , s j ) is recorded by the service s j .

(1)
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7.1.1

Service Access Matrix

We represent the information available to all colluding
services as Service Access Matrix (M). Each time a
pseudonym obtains a service, the service records the
pseudonym. The services are able to establish the frequency of access for each service by a certain user during
a period of time.
We show a Service Access Matrix in equation 6. We
consider the total service count as v and total user count
as w. Also s j is a service and pi is a pseudonym. In addition, f(i, j) is the frequency that the pseudonym pi used the
service s j .
s
 1
p1
f(1,1)
p f
M = . 2  (2,1)
.
pw f(w,1)

s2
f(1,2)
f(2,2)
.
f(w,2)

...
...
...
.
...

sv

f(1,v)
f(2,v) 
. 
f(w,v)

(7)

i, j

Maximum privacy is guaranteed if the following condition is satisfied for any service j and pseudonym i.
fˆ(i, j) = ci ∀i, j

(8)

fˆ(i, j¯) (i.e. column-wise frequencies) gives information
about users as to which user uses a given service more
frequently and more sparsely. An adversary is able to correlate this information with background knowledge (i.e.
in the previous example, background knowledge is that
certain users belong to the super rich category) to narrow
down the number of possible pseudonyms for a given user.
We identify the information that an adversary will gain
by observing a row in the normalized matrix M 0 as the
service usage profile. An adversary is able to use different
type of background knowledge together with the service
usage profile to categorise the pseudonyms. Such categorisation facilitates the task of an adversary in linking a
pseudonym to its actual user.
We can measure the information revealed to an adversary (i.e. capturing the intuition that higher variability in
M 0 reveals more information to an adversary) through M 0
as following. To maintain a high level of privacy H( fˆ)
should be maintained closed to the maximum.
H( fˆ) = − ∑ fˆ(i, j) log2( fˆ(i, j) )

(9)

i, j

7.1.2

Location Updates

An adversary will find that organizing location updates
as a relation between a location update and different
pseudonyms which send the same location update is useful
to achieve the goal of linking a user to his true identity.
Li = (l¯i , t¯i ) → {p01 , p02 , ..., p0q }

(10)

For example, consider the case where users obtain location proofs from a car park in the night. There will be

54

Li → fi0

(11)

We can obtain a normalized relation by considering all
location updates within a certain duration. See equation
10.
fˆ0 i = fi0 / ∑ fi0

(6)

For example, consider a health care service that is dedicated to heart disease patients. The frequency of use of the
service is high for patients suffering from a heart disease
but will be minimal for other users. If an adversary knows
that the user A is suffering from a heart disease, the adversary is able to narrow down the subset of pseudonyms to
which user A pseudonym belongs.
We obtain a normalized form of the above matrix (M 0 )
by dividing the each frequency element by the sum of all
frequencies. (Equation 7).
fˆ(i, j) = f(i, j) / ∑ f(i, j)

only a few users who obtain location proofs around the
same time. If an adversary has the background knowledge
that a user regularly visits the same car park at that time,
he is able to identify the user pseudonym using the above
relation.
We observe that as the number of users ( fi0 ) who make
similar location updates goes down, an adversary is able to
link a user to his pseudonym more easily. The following
relation expresses the frequencies of location updates.

(12)

i

The information revealed to an adversary through the
above relation will be minimum if fi0 is distributed evenly.
We capture this property using the entropy of fi0 as shown
in the following equation.
H( fˆ0 ) = − ∑ fˆ0 (i, j) log2( fˆ0 (i, j) )

(13)

i, j

7.2

Maintaining User Privacy

A major drawback of pseudonyms is that they are vulnerable to attacks by adversaries with background knowledge.
Over time as the background knowledge of the adversary
increases privacy provided by pseudonyms decreases (6).
For example, consider the situation where an adversary
observes that a user visits the same car park at night when
there are only a few other cars parked. By colluding with
the server, the adversary is able to identify a smaller set of
pseudonyms in which the user’s pseudonym is included.
It is expected that over time the adversary will be able to
correctly identify the user’s pseudonym.
In order to overcome the degradation of privacy of
pseudonyms over time (6), the pseudonyms need to be
changed at regular intervals. We explain a procedure to
achieve this in our system.
After a certain threshold duration (i.e. for the moment
we will assume this duration is empirically determined), a
user forms a batch of m-users with other users who are registered in the pseudonym system and requiring to change
pseudonyms in a manner that maximizes H( fˆ) and H( fˆ0 ).
The users in the batch execute phase 1 and 2 of
pseudonym registration protocol (i.e. given in Section 4) to register new pseudonyms, using their existing
pseudonyms for authentication purposes in place of the
actual identity.
In (9), the authors use multiple pseudonyms per user to
obtain a higher degree of user anonymity in the process of
acquiring location proofs. In their approach, users change
their pseudonyms according to Poisson distribution, when
they update the server with a new LP.
Use of multiple pseudonyms per user can be enforced
within our pseudonym registration system. In phase 1, a
user obtains multiple regular receipts and in phase 2 registers multiple pseudonyms using those receipts. In order
to maintain trustworthiness of pseudonyms to the organizations who use pseudonyms, a user may be required to
place a bond together with each of his pseudonyms.
If we allow p pseudonyms per user, the anonymity of a
pseudonym at the point of initial pseudonym registration
becomes m ∗ p.
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Y
lects a pseudonym according to Poisson distribution from
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the user’s set of pseudonyms when he updates next loca(10)
N
Y
N
Y
tion onto the server. An adversary who has access to the
TTPFAPS Y
Y
Y
Y
server where location proofs for all users are stored cannot
easily identify the locations visited by a user.
In this paper we present a pseudonym system that
Table 4: A comparison of our pseudonym system against
can be used in LPAs, which allows users to register
the existing systems. TTPFAPS: Trusted Third Party Free
pseudonyms without needing a trusted third party to regAuthorised Pseudonym System (our system).
ister pseudonyms. We ensure a level of privacy for
pseudonyms at the time of registering. In addition a user
can register multiple pseudonyms using our system.
users to easily change their pseudonyms because adverThe authors in (12) present a pseudonym management
saries with background knowledge can link true identity
scheme for vehicular ad-hoc networks (VANETs). In their
of a user with his pseudonym over time. Also we point
system a number of distributed authorities need to track
out that having a centralised mediator which must be convehicles using the pseudonyms. A key requirement of
tacted for each transaction creates a bottle neck in an LPA.
their system is trace-ability where m number of colluding
In the pseudonym authorization system provided
authorities should be able to reveal the identity of a vehiin (11), a user registers a pseudonym with a trusted third
cle. In contrast, in our system we eliminate the need for
party. In addition, the users obtain a pseudonym per each
any trusted party that can link a user to his pseudonym.
service access. The authors use blind signature scheme
The authors use blind signature schemes to register
to register users. In this paper, we use blind signature
pseudonyms similar to our system. In our system we
based pseudonym registering in a novel way so that users
guarantee a level of privacy at the time of pseudonym
have a guaranteed degree of privacy when they register
registration by allowing a group of m-users to register
pseudonyms. We achieve this by allowing users to registheir pseudonyms at the same time. Also, we present
ter pseudonyms in a group of m.
a pseudonym authentication mechanism based on zeroIn (15) the authors explain how a vehicle can change
knowledge protocols which is different to their certificate
its pseudonyms in consecutive location updates to prebased authentication mechanism.
serve privacy. The authors study in (16) how to change
A pseudonym system that is motivated by the need for
pseudonyms effectively to safeguard a vehicle’s privacy.
a user to remain anonymous when obtaining health serThe authors in (17) provide a pseudonym system with
vices from different organizations is given in (10). In their
access control. They identify unforgeability and unlinksystem authors need to avoid the linkability of user inforability as the main properties of their System. Also they
mation by colluding organizations. To achieve this they
provide certificate based credential mechanism for access
use different pseudonyms for the same individual for difcontrol. In contrast, we provide a pseudonym authenticaferent organizations.
tion protocol using Zero Knowledge Proofs. In our sysIn our system, the user information that is verified by
tem user does not have share secrets with a trusted third
an LPI and used by an LBS is the user location. Even if
party thus allowing complete anonymity. In addition, zero
a user uses different pseudonyms for different organizaknowledge proofs are less computation intensive making
tions the colluding organizations are able to identify the
it possible to use such a scheme in mobile applications
set of pseudonyms belonging to the same user by corresuch as LPA. Table 4 gives a comparison of our system
lating pseudonyms provided at the same location. In our
with existing systems.
system, we use the same single or multiple pseudonyms
per user to identify the same user anonymously across dif9 Conclusion
ferent organizations.
The pseudonym system provided in (10) uses a trusted
We identified the need for an authorised pseudonym regorganization to register pseudonyms. Considering the apistering protocol without a trusted third party that can be
plication scenarios addressed in this paper, we believe that
used in LPAs to improve user location privacy. We gave a
the main privacy goal of users in our system is to remain
precise description of properties of such a protocol. Then,
anonymous with a guaranteed level anonymity. To achieve
we presented our two-phase protocol based on blind siga guaranteed level of anonymity at the time of pseudonym
nature schemes. Also, we showed that if a pseudonym
registration we provide a pseudonym registration mechais defined according to an existing zero-knowledge proof
nism eliminating the need for a trusted organization who
authentication protocol, the same pseudonym can be auknows the mapping between true user identities and their
thenticated across different organizations in an LPA.
pseudonyms within a group of m-users.
We discussed the level of privacy of pseudonyms at
The authors describe a pseudonym scheme (13), where
the time of pseudonym registration. In addition, we disa mediator issues a pseudonym to the users. The goal of
cussed how to maintain a consistent degree of privacy of
their scheme is to provide a credential mechanism using
pseudonyms overtime in the presence of adversaries with
which a user is able to transfer personal information obbackground knowledge.
tained from one organization to another in a privacy preserving manner. The organizations identify a user only by
his pseudonym and cannot link personal information with
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Abstract
The Modicon Communication Bus (Modbus) protocol is one of the most commonly used protocols in industrial control systems. Modbus was not designed
to provide security. This paper confirms that the
Modbus protocol is vulnerable to flooding attacks.
These attacks involve injection of commands that result in disrupting the normal operation of the control system. This paper describes a set of experiments that shows that an anomaly-based change detection algorithm and signature-based Snort threshold module are capable of detecting Modbus flooding
attacks. In comparing these intrusion detection techniques, we find that the signature-based detection requires a carefully selected threshold value, and that
the anomaly-based change detection algorithm may
have a short delay before detecting the attacks depending on the parameters used. In addition, we also
generate a network traffic dataset of flooding attacks
on the Modbus control system protocol.
Keywords: Modbus, Denial-of-Service (DoS), Change
Detection, Intrusion Detection
1

Introduction

Supervisory Control and Data Acquisition (SCADA)
systems are used in many industrial sites to remotely
monitor and activate motors, pumps and other equipment that run water processing plants, factories, refineries and electricity substations.
In recent years control systems have been upgraded from the standard serial bus systems to modern Transmission Control Protocol (TCP)/Internet
Protocol (IP) based systems. This has resulted in cost
savings as standard Information and Communications
Technology (ICT) Ethernet cabling can be used, but
it has also provided the convenience of allowing these
control systems to be connected to existing data networks. The trade off in this course of action, that is
connecting these control systems to the Internet exposes them to existing cyber attacks. Traditionally,

control system devices and protocols have not been
designed to withstand malicious attacks. It is important to determine how vulnerable these systems are
and how to detect if an attack is being conducted on
these systems so that appropriate action can be taken
before serious damage occurs.
The published work regarding vulnerabilities and
attacks on industrial control systems is growing (Huitsing et al. 2008, Morris et al. 2013). However, to the best of our knowledge, there is currently
no work in the public domain that practically demonstrates such attacks and their detection. This paper
concentrates on the common Modicon Communication Bus (Modbus) control protocol that has been
adapted to run over TCP/IP. It has not been designed to provide any security properties, therefore
it is vulnerable to many types of attack. This paper focuses on flooding attacks as they are the easiest
attack to conduct on a SCADA system. The work
also explores different detection techniques that can
be used to identify when an attack is being conducted.
The contribution of this paper is two-fold. Firstly, we
show that it is possible to use flooding attacks to successfully subvert a control system using Modbus. Secondly, we show that the anomaly-based change detection algorithm and the signature-based Snort threshold module are capable of detecting a Modbus flooding attack. Additionally, we also provide a set of experiments that results in a network traffic dataset of
flooding attacks on the Modbus control system protocol. These datasets can be used to validate a variety
of intrusion detection algorithms.
This paper is divided into seven sections. Section
1 introduces the paper and gives a brief description
of the existing Modbus over TCP protocol. Section 2
reviews related work on Modbus vulnerabilities and
attack detection. Section 3 describes the flooding
attack and the software that was developed to successfully conducted the attack on our experimental
system. Section 4 introduces the theory behind the
two intrusion detection mechanisms that are used to
detect the flooding attacks. Section 5 describes the
experimental methodologies used to generate a range
of datasets that we present and analyse in Section 6.
Section 7 concludes the paper.

This work was supported in part by Australian Research Council Linkage Grant LP120200246.
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Devices connected using the Modbus protocol communicate with each other using a master-slave or
server-client configuration (Modbus Organization Inc.
2006). The master device controls all the activities
such as the transmission and monitoring. It initiates
the queries while the connected devices or slaves, respond to the queries. For this reason, the Modbus
protocol is referred to as a single master protocol. The

Modbus
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Figure 1: Modbus/TCP ADU Message Structure
master device can either send a broadcast message to
all connected and configured slave devices, or poll a
slave device individually (Modbus Organization Inc.
2006).
Modbus packets also have function codes which
specify the type of operation requested.
Every
Modbus device has a register map of functions that
are used to monitor, configure and control module input/output. There are two main variants of Modbus
protocol, Modbus Serial and Modbus/TCP. For this
paper, we will focus on Modbus/TCP, and for the
remainder of this paper references to Modbus mean
Modbus/TCP.
Modbus is a communication protocol designed to
allow communication of industrial equipment such as
computers, sensors, Programmable Logic Controllers
(PLCs) and other physical input/output devices over
the IP/Ethernet network. TCP/IP and Ethernet are
used in carrying Modbus message structure. Modbus
is a protocol embedded inside the TCP/IP frames of
Ethernet (Modbus Organization Inc. 2006). Figure 1
depicts the structure of a Modbus IP Message known
as Modbus Application Data Unit (ADU).
The message structure of Modbus ADU is shown
in Figure 1, and is divided into two parts (Morris
et al. 2013). The first, is the Modbus Application
Protocol (MBAP) Header, which consists of:
1. Transaction Identifier (2 bytes) - Used for synchronisation between server and client messages.
2. Protocol Identifier (2 bytes) - Set to 0 for
Modbus, for potential future use.
3. Length Field (2 bytes) - Used to define the number of remaining bytes in this message structure.
4. Unit Identifier (1 byte) - Slave address of device the message structure is to be sent to. For
Modbus, address of slave device is the IP address
and therefore the Unit Identifier is set to 0xFF.
The second part of a Modbus ADU message is a typical Modbus Protocol Data Unit (PDU) message. It
consists of:
1. Function Code (1 Byte) - Modbus supported
functions.
2. Function Data (n bytes) - Data accompanying
the Function Code as a response or command.
2

Related Work

This section provides an overview of previous work
undertaken on Modbus, and Intrusion Detection
System (IDS) for Modbus protocols. The Modbus
protocol provides no security for messages. Messages
are passed in the clear providing no confidentiality, or
message integrity (Modbus Organization Inc. 2006).
Huitsing et al. (Huitsing et al. 2008) provides a
compilation of attack taxonomy on the Modbus protocol, with the analysis focusing on Modbus serial
and TCP protocols. According to the research, the
corresponding targets include the master, field device
slaves, network communication links and messages.
Huitsing et al. outlines that Modbus attacks consist
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of protocol specification attacks, which are common
to all Modbus implementations. A total of 28 attacks were identified for Modbus protocols. Some of
these attacks include spoofing, Modbus network scanning, baseline response replay, and direct slave control. Modbus flooding attack was not included in the
list of attacks presented in Huitsing et al.. Furthermore, the paper does not discuss any practical analysis of the attacks.
Queiroz et al. (Queiroz et al. 2009) conducted a
security evaluation on a simulated water treatment
SCADA system using a Distributed Denial-of-Service
(DDoS) attack. The work demonstrated how malicious attackers have the ability to disrupt the control and operation of a SCADA system using Modbus.
The main aim of the work by Queiroz et al. was to
propose a testbed architecture, and only a DDoS attack was discussed with no form of detection mechanism discussed.
To detect flooding attacks on the Modbus protocol, an IDS may be employed. An IDS is a software or
hardware mechanism that detects misuse or unauthorised actions (Mell 2001). An example of a network
IDS is Snort. Cheung et al. (Cheung et al. 2007) developed a model based detection approach for monitoring Modbus networks using Snort. More recently,
Morris et al. (Morris et al. 2013) provided a set of 50
signature for Modbus and Modbus over serial links.
These rules were developed to detect malicious activities on industrial control systems using the Modbus
protocol specifications. However, no practical analysis or implementation of these rules were presented by
Morris et al..
With Modbus as the de facto industrial communications protocol, and its widespread application
in SCADA systems, an analysis and evaluation of
Modbus flooding attacks is still considered an open
problem. We focus on Modbus, and the use of
anomaly-based, and signature-based detection techniques, to detect the onset of malicious activity aiming
to disrupt normal operational control. We implement
and analyse flooding specific rules and attacks on the
Modbus protocol.
3

Modbus Flooding Attack

Modbus flooding attack is defined as one where the
attacker is able to inject packets into the local network connecting the Human Machine Interface (HMI)
and the control system and disrupting its normal operation. The attacker does not attempt to prevent
messages from reaching the control system, it merely
sends a larger than normal number of messages with
selected function codes. The aim of the attacker is to
control the system through this flood of messages and
to effectively drown out legitimate commands from
the HMI.
The Modbus protocol is particularly susceptible
to this type of attack because the messages in the
Modbus protocol do not include any authentication
mechanisms that will allow the detection and rejection of injected false packets. Modbus messages also
do not have any inherent checksum or integrity checking mechanisms, so it is much easier for the attacker
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Figure 2: TCP Modbus Hacker Program
to flood the local network with false Modbus messages
that the control system will accept.
For our experiments, we have developed software
to conduct a flooding attack on a control system. This
is described in the following section.
3.1

TCP Modbus Hacker

A simple Java application, TCP Modbus Hacker 1 , was
written to conduct a flooding attack on a Modbus
control network. The Java application has two main
functions; reading, and writing registers on the control system. These registers represent system actuators such as pumps and flow controls, as well as sensors such as water level sensors and temperature sensors. The software has the ability to query all the
possible system registers to determine the active registers. This initial scan is important, as unfamiliar
attackers will not know what registers are used by a
particular control system. The software also allows
an attacker to write to a single coil or multiple registers. As a result, the attacker can send commands to
the control system that will be acted upon. The TCP
Modbus Hacker has the ability to alter the speed of
the commands sent to the target system by introducing a configurable sleep time in milliseconds between
each command sent. The TCP Modbus Hacker also
has the ability to pause and resume the attack at any
time.
When the TCP Modbus Hacker is run against the
target PLC, the PLC receives correct commands from
the LabView HMI program at the same time. The
TCP Modbus Hacker can generate process commands
faster than the LabView HMI, and while the control
system still tries to execute all the commands it receives, inevitably the control system only acts on the
commands generated by the TCP Modbus Hacker.
Figure 2 gives the graphical user interface for the TCP
Modbus Hacker program.
1
The authors acknowledge Vinh Tung Le and Pedram Mohammadian for implementing the TCP Modbus Hacker application

4

Modbus Flooding Attack Detection

This section presents the two attack detection techniques viz. anomaly-based detection (change detection algorithm) and signature-based detection
(Snort), used for detecting the proposed Modbus
flooding attacks.
4.1

Anomaly–based Detection

The onset of an anomalous activity such as floodingbased Denial-of-Service (DoS) attack, is generally accompanied by a change in the statistical properties
of the parameters indicating the anomaly. Hence, the
problem of detecting such anomalous activities can be
transformed into a change detection problem with the
aim to detect changes in the observed parameters with
minimal delay and false detection rate (Tartakovsky
et al. 2006a,b).
In order to detect such abrupt changes in the parameters being observed, various change detection
techniques have been proposed and applied in different domains such as finance, network, image processing and seismology. Amongst all the different
techniques that have been proposed, moving average,
Cumulative Sum (CUSUM) and spectral analysis, are
the most commonly used to detect anomalous network
behaviour such as a flooding attack. The change detection technique used in this paper is a variant of
the moving average technique called Exponentially
Weighted Moving Average (EWMA). EWMA was
chosen because of its simplicity, flexibility, robustness
and effectiveness, especially in detecting high intensity attacks (Siris & Papagalou 2006) such as floodingbased attacks. It also has a lower false positive rate
as compared to CUSUM for large dataset samples, or
whenever the parameters are estimated (Khoo et al.
2011).
Change Detection Algorithm The change detection algorithm used in this paper, EWMA, examines the value of the observed parameter and determines if it has exceeded a particular threshold value.
In comparison to other static threshold-based techniques, EWMA makes use of a dynamic (adaptive)
threshold. This adaptive threshold is based on the
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Figure 3: Experimental Set-up
estimated mean of the observed parameter, which in
turn is computed from the recent observations. The
computed threshold at every sampling interval is then
used to make decisions about the changes detected
in the parameter of interest, incoming TCP Modbus
packets in this case.
Let xt represent the number of TCP Modbus packets observed in the time interval t, and µt−1 represents
an average packet rate computed from measurements
prior to t. Time t is a cardinal number and indicates a
sampling time instance of the time series, rather than
an actual time stamp. A significant change in xt is
indicated if,

alarm (an actual change) only after a minimum number of consecutive occurrences of threshold condition
are detected. This is done to minimise the false alarms
that would potentially arise due to erratic fluctuations
in the number of packets being observed. Thus, an
alarm is triggered when there are k consecutive time
intervals for which the change detection condition occurs before flagging an actual change in the observed
parameter.

xt ≥ (1 + η)µt−1
(1)
where η > 0 is a parameter indicating the fractional
change from the mean (µ) that constitutes a ‘change’
or an indication of the anomalous behaviour of xt i.e.
number of incoming Modbus packets. It is to be noted
that the change detection condition Equation 1 is used
only to flag positive changes in the observed parameters.
The mean value µt of the parameter can be
estimated, either using a sliding window, or via
an EWMA of its previous occurrences until that
time interval. The EWMA technique gives a maximum weight to the most recent observation, and
an exponentially decreasing weight to older observations (Roberts 2000). In this paper, EWMA technique is used to calculate the mean value for the parameter of interest at each sampling time interval.
Thus, the EWMA µt of the parameter xt , as first
studied by Roberts 2000, can be written as:

where k ≥ 1 is a parameter indicating the number
of consecutive time intervals for which the change detection condition is violated before flagging an actual
change in the observed parameter.
The following section presents alternate signaturebased attack detection technique using Snort.

µt = λxt + (1 − λ)µt−1

(2)

where
• xt is number of packets observed at a time period
t.
• µt is the EWMA value of xt at a time period t.
• λ is the EWMA factor with a value between 0
and 1.
The value of xt can either be an individually observed value, or an average computed using a given
sampling period and technique. The value of λ determines the relative weight given to the most recent
values of the mean parameter value computed before
the current time interval.
Instead of flagging a change in the parameter being
observed with every single occurrence of the threshold condition (Equation 1), the change detection technique has been slightly modified so that it triggers an
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t
X

1{xj ≥(1+η)µj−1 } ≥ k

(3)

j=t−(k−1)

4.2

Signature–based Detection

Snort (Roesch 1999) is an open source signature-based
network IDS. Due to its wide deployment, Snort has
become the de facto standard for intrusion detection.
Snort captures network traffic utilising libpcap or winpcap libraries (depending on the platform it is deployed on) and decodes it. The purpose of the decode
is to identify the type of network traffic. The decoded buffer is then made accessible to one or more
Snort preprocessors. Preprocessors operate on the decoded buffer to perform appropriate transformations
to the buffer. In the work presented in this paper, the
Modbus preprocessor (Peterson 2009) is used. The
transformed buffer is subsequently passed to the Snort
detection engine, which detects traffic matching a signature or rule to generate alerts. Snort alerts may be
generated by preprocessors or the detection engine,
and specific detection rules can be specified to suit
deployment.
Thus, similar to the change detection threshold
discussed in Section 4.1, Snort rule thresholds can be
applied as part of a Snort rule or as a stand-alone
rule. Thresholds are applied to Snort rules to detect
any changes in parameters which result from anomalous traffic such as a flooding-based DoS traffic.
The typical format of the Snort threshold2 rule
is as follows threshold: type threshold, track
<by src|by dst>, count <c>, seconds <s>;. The
2
The threshold rule has been deprecated and will not be
available in future. However additional event processing filter
(event filter) is available to implement threshold checking.
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threshold rate may be tracked by the traffic source
address (by src) or destination (by dst) address, for a
count (c), which specifies the number of alerts within
the time specified as time in seconds (s).
To prevent the false-positive paradox, the threshold values employed in the Snort rule need to be based
on some statistical mean of normal traffic. Alternatively, the threshold values may be derived experimentally, to ensure that no false positive alerts are
generated as a result of the threshold rules.
Since the attacks described in Section 3.1, floods
TCP port 502 to write to a single coil (Modbus function code 0x05), the Snort rules may be refined further to alert on specific Modbus traffic. As Snort
provides a Modbus preprocessor, specific rules can be
written to examine the contents of the Modbus payload. Modbus TCP packets contain a MBAP Header
and PDU as illustrated in Figure 1, and patterns in
these may be matched using the content keyword.
The typical content option is in the format
(content:[!]‘‘<content string>’’;).
Additionally modifiers such as offset, depth and
byte test are used to specify the offset into the payload, how far from the offset to search, and how many
bytes to convert to find the function code. Content
specific rules can be applied together with threshold
rules to get higher accuracy detection of the attacks
5

Experimental Set-up and Methodology

This section describes the experimental set-up and
methodology used for generating the attack and benign traffic used in this paper.
5.1

tcpdump) respectively. The Target PLC is a National
Instruments Compact RIO 9074, with a Universal
Analog Input Card (NI9219), a 20mA Analog Input
Card (NI9203), a 10V Analog Output Card (NI9263),
and a High Speed 24V Digital Output Card (NI9474).
This PLC controls the process setup show in Figure 5. The process setup is of two tanks, a lower
reservoir tank and an upper holding tank. A pump
cycles water into the upper tank, which then drains
back into the lower tank. Various instrumentation
measure the temperature, pressure and level of each
tank, with flow indicators measuring the flow of water in both pipelines. The flow control valve controls
the flowback of water into the lower reservoir. For
this paper, we launch a packet flooding attack on the
pump in an attempt to control the pump. The HMI,
for this process setup is shown in Figure 4. Built in
LabView, it shows the controllers view of the process.

Experimental Set-up

A typical SCADA architecture comprises a human operator, a HMI, a Master Telemetry Unit (MTU), a
data communications network and Remote Telemetry Units (RTUs). The human operator monitors
the SCADA system and performs supervisory control
function via the HMI, which presents data and allows
for control inputs. The MTU transmits the control information and collates the data for presentation to the
HMI. The RTU receives control information via the
data communications network from the MTU and manipulates the field devices under its control. The RTU
is also responsible for acquiring data from field devices
and transmitting them to the MTU. The communication between the MTU and RTU is implemented
using a SCADA protocol.
In the case of the experimental set-up, as illustrated in Figure 3, the LabView application on the
Controller provides both the HMI and MTU functionality. A conventional Ethernet network is utilised
as the data communications network. The Target
PLC using a National Instruments Compact RIO provides RTU functionality, and Modbus is utilised as the
SCADA protocol.
The experimental set-up used for generating the
required normal and attack traffic, consists of three
machines, a PLC and a layer 2 network switch connecting all the devices. Figure 3 gives an overview
of the experimental set-up. The three machines used
in the testbed are standard PCs with 3.0 GHz Intel Core2 processors, 4 GB of memory, and a main
1 Gb Network Interface Card (NIC). Of these three
machines, one is used as an Attacker and runs an instance of the TCP Modbus Hacker program previous
described (see Section 3.1 for details). The two remainder machines are used to act like a Controller
(running LabView HMI) and Monitor Box (running

Figure 5: Process and Instrumentation Diagram

5.2

Methodology

The experiment was conducted with two parties, the
Controller and Attacker over a period of 180 seconds,
using the set-up shown in Figure 3. The Controller
attempted to control the pump, shown in Figure 5,
with it being on (state 1) for the first 30 seconds, and
being turned off (state 0) for the next 30 seconds,
combining into a 60 second periodic cycle that was
repeated three times as shown in Figure 6a. The Attacker attempted to disrupt control of the pump by
launching a flooding attack using the TCP Modbus
Hacker program previously discussed (Section 3.1).
As shown in Figure 6b, the Attacker lays dormant
in the time period of 0-60 seconds. In the time period
of 61-90 seconds, the Attacker floods the PLC with
state 0 packets, opposite to the Controller state in the
same time period. When the Controller state switches
to state 0 at 91 seconds, the Attacker state changes
to 1 and begins to flood the PLC with state 1 packets. At 120 seconds, the Attacker returns to dormant
state, and ceases the attack. This experiment was repeated for different values of Sleep time, a parameter
within the TCP Modbus Hacker program, which allows to set the inter-packet delay, in millisecond (ms),
between outgoing packets. For this paper, three sets
of experiments were conducted using 0ms, 50ms and
100ms as the sleep time value. These values were chosen to simulate the Attacker’s attempt to avoid detection, whilst still successfully flooding the Target PLC.
All the generated traffic for the three variants of the
flooding attack were captured on the Monitor Box.
The captured traffic was then analysed in an off-line
manner using two detection techniques viz. change
detection algorithm and signature-based attack detection via Snort. The following section presents the
obtained results and analysis.
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Figure 4: LabView HMI
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Figure 6: Traffic Generation Scenario
6

Experimental Results and Analysis

The flooding attack launched on the Target PLC as
described in Section 5.2 was successful in overwhelming the PLC for the three variations in sleep time.
In the attack time period of 61 to 90 seconds of the
experiment, the pump was successfully turned off as
the Attacker was flooding the Target PLC with state
0 commands. The HMI on the Controller was still
showing the pump as running (state 1). In the time
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period of 91 to 120 seconds, the Controller turned the
pump off by changing the pump state to 0. However,
the Attacker reversed the flooding attack state to 1,
and was successful in turning on the pump, whilst the
Controller HMI depicted the pump as turned off. The
0ms sleep time was the most responsive in changing
the running status of the pump and occurred within
1 to 2 seconds of launching the attack. The attacks
using a sleep time of 50ms and 100ms were also successful in changing the running status of the pump.
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(b) Modbus flooding attack with 50ms sleep.
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(c) Modbus flooding attack with 100ms sleep.

Figure 7: Modbus flooding attack detection using change detection algorithm
However, the Target PLC was relatively slower to respond to these attacks.
This section presents the experimental results obtained by running the anomaly-based change detection algorithm and a signature-based detection
(Snort) against the attacks. It also presents a comparative analysis on the two attack detection techniques.
6.1

Anomaly–based Detection

In this section, the change detection algorithm described previously in Section 4.1 is used to detect the
flooding attacks. Different values for the four configurable parameters – η, λ, k, T – were initially based
on the previous work done in change detection using EWMA (Montgomery 2007, Paul 2006, Khoo et
al. 2011, Siris & Papagalou 2006). These values were
then experimentally optimised to improve the detec-

tion accuracy. Once optimised, the values were kept
constant for all three attack datasets. Unless stated
otherwise, the values considered for these parameters
are η = 0.25, λ = 0.98, k = 2, T = 5.
The experimental results obtained by running the
EWMA-based change detection algorithm on the
number of incoming packets to the target PLC are
shown in Figure 7. The graph plots number of packets on the left y-axis against time (sampled every 5
seconds). The output of the decision function is shown
on the right y-axis, with 0 indicating no-change (normal traffic) and 1 representing the change (attack)
detected in the number of incoming packets to the
PLC over a period of 180 seconds.
The change detection is able to successfully detect
all the three attacks with the decision function indicating 1 for the attack period, as shown in Figures 7a,
7b and 7c. A small lag between the start of the attack
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Figure 8: Modbus flooding attack detection using Snort
at the 61st second and the output of the decision function is due to the selected value of k, 2 in this case,
which flags a change only after 2 consecutive violations of the change detection condition (Equation 3).
Setting a lower value of k such as 1 would remove this
lag, however, would also result in flagging small fluctuations in the observed traffic, thereby increasing the
number of false alarms.
A small dip is observed around the 95th second,
especially in Figures 7a and 7b. This is mainly due
to a switch in the attackers activity i.e. from trying
to turn-off the pump (flooding with packets with 0s)
to turn it on (flooding with packets with 1s), opposite
to the controllers activity. This switching of activity
from the attacker is accompanied by a delay in response from the Target PLC and hence a drop in the
number of incoming packets. This drop in the number of incoming packets affects the adaptive threshold value in the attack with 50ms delay, Figure 7b,
which thereby causes the decision function momentarily drop around the 100th second mark, before going
back to 1 and detecting the remainder of the attack.
6.2

Signature–based Detection

An alternative to the anomaly-based detection using
the change detection algorithm, a signature-based detection technique using Snort was also used. This
was primarily done to test if Snort, being the industrial de-facto for intrusion detection, can be used to
detect the proposed flooding attack. The preliminary
results obtained using Snort with customised rules are
discussed below.
To enable Snort to detect the proposed Modbus
flooding attacks, the following rule was utilised:
alert tcp any any -> 10.10.10.12 502
(msg:"Modbus threshold violation";
sid:1000001; rev:1; priority:1;
threshold:type threshold, track by dst,
count 50, seconds 1;).
This rule utilised the Modbus preprocessor for
Snort together with the threshold directive as described in Section 4.2. The initial normal (non-attack)
network traffic, i.e. traffic between 0 s and 60 s (see
Figure 6) from the Controller to the TCP port 502
on the Target PLC was observed to be, on average,
42 packets per second. This value was adjusted experimentally to obtain the value of 50 packets per
second. Employing this value ensured that there were
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no false alerts generated in the initial non-attack period. Thus, the Snort rule threshold value employed
a count of 50 packets for 1 second period. These values are specific to the scenario, and will need to be
changed to suit the specific environment that Snort is
deployed in.
Figure 8 plots the number of alerts generated
against time in seconds. Using Snort with the aforementioned rule, the Snort IDS was able to successfully detect the onset of anomalous activities in all the
three variants of the flooding attack. In the case of
attack with 0ms sleep, the number of alerts triggered
were higher as compared to the attacks with 50ms and
100ms delay. This is speculated to be an artifact of
Snort, which uses a sliding-window-based time period
to perform the rate calculations and is used to determine if there is an rule violation and subsequently
trigger an alert. Thus, with the 0ms attack, as there
are a large number of packets violating the threshold
in comparison to the 50ms and 100ms attacks, there
are more of these sliding-windows triggering alerts.
It should also be noted that the number of alerts,
while interesting (and indicating a greater likelihood
of a flooding attack) should not detract from the fact
that any alerts should be investigated. A detailed
analysis of the use of a signature-based technique
needs further investigation and constitutes the future
work of this research.
6.3

Comparative Analysis

The two techniques used in this paper, anomaly-based
change detection algorithm and signature-based detection via Snort, successfully demonstrate that abnormal activities started at the 60th second and finished at the 120th second. The two techniques, while
completely orthogonal, do possess their respective advantages and disadvantages. Whereas the signaturebased detection requires a predefined threshold which
is fixed, the change detection algorithm does not require any pre-defined threshold. Instead, the threshold is adaptively calculated and changes continuously
with the observation time. In terms of implementing the attack detection technique in a real-world
scenario, signature-based detection is easier to deploy than the anomaly-based change detection algorithm, as Snort already provides a preprocessor for
Modbus, and thus can be used to detect attacks using this protocol. However, in either of the two detection techniques, values of the configurable parameters/threshold used are scenario dependent and thus
require optimisation.
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Conclusion and Future Work

The work described in this paper has explored the
area of cyber attacks in industrial control systems.
In particular we have investigated flooding attacks on
the commonly used Modbus control systems protocol. The work in this paper has shown that flooding attacks can disrupt the functionality of physical
systems. The paper also investigated anomaly-based
and signature-based techniques for detecting these attacks. Both of the intrusion detection techniques are
shown to be successful in detecting the flooding attack. However, signature-based systems are dependent on threshold values, while the anomaly-based
change detection algorithm takes time to react to
the attack. Future work includes investigating how
vulnerable the Modbus protocol is to other types of
attacks such as man in the middle attacks, and to
investigate and compare different intrusion detection
techniques for these new attacks. Mitigation strategies such as integrating checksums and authentication
mechanisms need to be developed to improve the security of the Modbus protocol to make industrial control
systems more secure.
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Abstract
There are number of Anti-Spam filters that have reduced
the amount of email spam in the inbox but the problem
still continues as the spammers circumvent these
techniques. The problems need to be addressed from
different aspects. Major problem for instance arises when
these anti-spam techniques misjudge or misclassify
legitimate emails as spam (false positive); or fail to
deliver or block spam on the SMTP server (false
negative); thus causing a staggering cost in loss of time,
effort and finance. Though false positive are very harmful
loss of important information for the user, false negatives
defeat the purpose of the spam filtering. This paper makes
an effort in proposing another aspect to address this
problem. It discusses some of these anti-spam techniques,
especially the filtering technological endorsements
designed to prevent spam to entrench their capability
enhancements, as well as analytical recommendations that
will be subject to further research. Apart from applying
anti-spam techniques, training of Spam control tool with
relevant user preferences can reduce the chances of false
positives, false negatives and spam email that land in the
inbox. We identify the need for training the filter with
domain specific data. This paper shows the decline in
false negatives via results of a case study on training the
Spam Bayes tool with carefully collected domain specific
user preferred dataset for over a period of 12 months.1
Keywords: Spam Bayes, training email filters, content
filtering, false negatives, user level spam filtering, email
spam control

1

Introduction

The most common form of communication these days , in
organisations especially and for consumers is email. In
2013, there are 929 million mailboxes for business email
accounts and it is expected to grow and reach over 1.1
billion in 2017(Levenstein, 2013).. Also in 2013, the
majority of email traffic comes from the business emails,
which accounts for 100 billion emails per day. Majority
of business communication happens over email
(Levenstein, 2013). Since emails are so rigorously used,
they come with problems. The problem being focused on
in this paper is email spam. Spam has been a nuisance for
everyone who sends or receives messages using
computer, tablet or smartphones from last decade. The
1
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Word which is used for a while to describe unsolicited
email was originally the brand name for Hormel Foods,
maker of the canned "Shoulder Pork and hAM"/"SPiced
hAM" luncheon meat. By tracing the history, SPAM
originated in 1970’s as a repetitive advertising message
that was sent to a large number of recipients with or
without subscribing for the advertising message. SPAM
in early 1980’s was an innovative way of sending
information to large cross sections of people, however
today it has become a menace. Spam itself is
controversial as the same message from originator could
be the means & ways of advertising the product/services
and for the other it is unwanted message, ‘a nuisance’.
Overall, spam has become one of the major social issues;
it is abuse of the electronic messaging system which
promotes information, products or services that are not
asked for. This abuse is done in various ways for
example, turning a machine into a relay for spam, a
staging ground to attack other systems, or a spy capturing
your bank account and credit card information --or all
three(Ford and Spattord, 2007)
According to spam statistics for recent years, the
percentage of email sent over the Internet has increased
from 36% in 2002(Clifford et al., 2003) , 45% in 2003 to
64% in 2004(Jung and Emil, 2004) [13] to 80% in
2006(Siponen and Stucke, 2006, Leavitt, 2007, Jaeyeon
and Emil, 2004), 92% in 2009(J. and T., 2008) and 95%
in 2010 (Gina, 2010) out of which 55% came from 10
countries, such as, India, Brazil, Russia, Ukraine,
Romania, South Korea, Vietnam, United States,
Kazakhstan, Indonesia, Poland, China, Colombia, Israel
and Taiwan. This number went down to 86% in
2011(Namestnikova, 2011) and stayed around 70% in
2012 and 2013.
But according to predictions for
2013(Jeff, 2013), phishing to be more prominent and rise
in spam related to replica products. This has been
confirmed according to the reports for Q1 and Q2 of 2013
by SecureList, which state that there is already a rise in
figures of spam and phishing. According to Spam Act
compliance and investigations by ACMA, the number of
spam complaints received for Jan 2013 was 51525 out of
which 50477 were complaints related to emails.
The reasons of existence of Spam are the low cost to
send Spam mail and the ease of sending it through
various software tools list (Takumi et al., 2007, Guzella
and Caminhas, 2009, Deepak and Sandeep, 2005,
Dhinakaran et al., 2007). But its existence costs big to
the consumers , organisations and the countries as per the
figures listed here. According to Ferris Research, who
study messaging and content control; the cost of spam
mail to organizations in United States was USD 8.9
billion in 2002 with a 12% increase in 2003 to $10 billion
and $17 billion in 2005(Ferris_Research, 2007). This cost
rose to $100 billion in 2007. In Japan, the amount of
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GDP loss was about 500 billion yen in 2004(Takemura
and Ebara, 2008). In a press release in 2009, Gartner2
stated that more than 5 billion US consumers lost money
in phishing (type of spam) attacks which was 39.8% more
than the year before(Gartner, 2009). The negative impacts
of spam are waste of computing resources, loss of
productivity of users, denial of service, invasion of
privacy , fraud and deception(Ferris_Research, 2007,
Nagamalai et al., 2007, du Toit and Kruger, 2012).
Many techniques have been used to control spam
(these will be briefly discussed in section 2) and some of
them such as content filtering using Bayesian filters have
been successful to a large extent but the problem still
persists as is evident from the statistics discussed in this
section.
It is important to introduce the concepts of false
positives and false negatives here before we discuss the
problem further. False positive is the legitimate message
that is mistakenly identified and marked as spam. False
negative is a non-legitimate message not identified as
spam; rather spam identification technology marks it as a
‘legitimate non-spam message’. Among the various
techniques to control spam, content filtering especially
using Bayes Theorem is most commonly used and has
gained a lot of success. However, we still come across the
problem of false positives and false negatives. In this
paper, the main focus is to reduce the false negatives in
the users’ inbox. Though false positives are very harmful
but having false positives in the users’ inbox defeats the
purpose of having spam filtering in place. Hence, we are
looking at how the current filtering mechanism can be
improved.
Spam email filtering is done at the mail server using
various techniques being a mix of listing and content
filtering but still the false negatives escape those filters
and land into users’ inbox. One reason for that could be
that the filters used to filter content of the new emails are
trained using datasets that contain a collection of generic
spam and ham sample messages. An email may be spam
for one user and ham for another. We attribute this
variation to two parameters. 1. User belonging to a
particular industry type; we call it ‘Domain’ 2. Users’
individual preferences. For a user in a particular
organisation belonging to domain, a typical collection of
email belonging to that domain would be ham in most of
the cases. The only variation would be users’ individual
preferences. In this paper, we have addressed both of the
parameters. To do this, we make a hypothesis. Our
hypothesis is that false positives in users inbox can be
reduced using training dataset that is specific to the
domain. To prove that our hypothesis is true, we installed
Spam Bayes on the email client of the user and trained it
with the said dataset and observed the results for a period
of 12 months.
The aim here is to see whether such training can
reduce the false-negatives in the inbox on the basis of
such training or not. Hence we train the filter with such
domain specific user preferred data, then observe the
classification done by the filter after the training on
incoming new emails and analyse the results to find out if

2
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such training reduced the false negatives in the user
inbox.
The paper is structured as: Section 2 lists existing
solutions to control spam using different techniques.
Section 3 involves discussion and explains the need for
training filter using Domain specific user preferred data.
Since the experiment is done using Spam Bayes, Section
4 gives the background, training model and learning
method of Spam Bayes. Section 5 is on Experimenting
Spam Bayes which elaborates the experiment conducted
for training Spam Bayes tool. This section covers how
data was collected, training of Spam Bayes using the
data and observation of the results of the training. Finally,
section 6 is conclusion and future work.

2

Spam Control Techniques

Anti-spam techniques and methods try to tell apart a
spam email from legitimate email. As a typical email
consists of few components such as the header, the body
and attachments, the algorithms that classify emails may
use different features of the mail components to make
decision about them. Lot of work has gone into finding
solution to spam problem from different dimensions and
directions(Islam and Zhou, 2007, Zhang et al., 2012,
Xiao-wei and Zhong-feng, 2012, Rajendran and Pandey,
2012, du Toit and Kruger, 2012, Xiao et al., 2010, Wei et
al., 2010, So Young and Shin Gak, 2008, Klonowski and
Strumiński, 2008, Horie and Neville, 2008, Nhung and
Phuong, 2007, McGibney and Botvich, 2007, Liu et al.,
2007, Huai-bin et al., 2005, Moon et al., 2004, Wu and
Tsai) over the last decade. Various anti-spam solutions
are available that have been surveyed by many
researchers(Blanzieri and Bryl, 2008, Caruana and Li,
2012, Guzella and Caminhas, 2009, Lai, 2007, Yu and
Xu, 2008, Paswan et al., 2012, Nazirova, 2011). Those
are blacklists, whitelists, grey lists, content based
filtering, feature selection methods, bag-of-words,
machine learning techniques such as Naïve Bayes,
Support vector machines, artificial neural networks, lazy
learning, etc), reputation based techniques, artificial
immune systems, protocol based procedures, and so on.
(Caruana and Li, 2012) also lists some emerging
approaches such as per to peer computing, grid
computing, social networks and ontology based semantics
along with few other approaches. These solutions can
be grouped into various categories such as list based
techniques,
and
filtering
techniques;
another
categorisation can be prevention, detection and reaction
techniques(Nakulas et al., 2009). (Paswan et al., 2012)
categorises the email spam filtering techniques as origin
based spam filtering, content based filtering, feature
selection methods, feature extraction methods, and traffic
based filtering. The scope of this paper is content based
filtering and in specific learning based filters. Hence, we
would not go into detail of each of these solutions but
limit ourselves to Bayes algorithm.
Spammers are insensitive to the consequences of their
activities and need to be dissuaded by being made to pay
by the internet service providers for the waste of
bandwidth occupied by unwanted spam blocked by the
servers. This would be a feasible deterrent to reduce
spam. To execute this, all service providers must act in
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unison and agree to get spammers to pay for spam
inconvenience and servers clean up.

3

User Preferred Domain Specific Training of
Filter

In this work, we have been able to identity different types
of anti–spam techniques exemplified in the use of filters
and other characteristic means to deter spammers.
Although these anti-spam techniques may be suitable to
some users and unsuitable to others, they achieve some
level of protection against unwanted email messages.
Each of these anti-spam techniques has its unique feature
that distinguishes it from the rest of others although none
of these are able to perfectly and substantially produce
zero false positives and zero false negatives or totally
able to stop all real-time and potential spam. The main
reason for this is that spammers are always evolving new
tricks to deceive the filters. Some well-designed filters
(for example, Bayesian Filters) work very well getting
success rate as good as 98-99% at certain stages. But this
number does not stay the same. Spammers are able to
vary these with ease.
In this paper, we are verifying that the filtering
mechanisms capability can be enhanced by domain
specific training and incorporating user preferences. This
enhancement of the filtering capability can increase the
performance of the filter. We are trying to build over the
fact that, there is no correlation between the receiving
user’s area of interest and content of spam email. Many
researchers have studied the content of Spam messages
and various categorisations have been published. One
categorisation on the basis of content type is Scams,
Adult, Financial, Pharmaceuticals, stock, phishing,
diploma, software Malware, gambling, dating and so
on(SpiderLabs, 2013). Filters are trained to identify spam
on the basis of these categories. But such training by the
filter would look for features related to any of those
categories generally in any email received. The training
dataset would contain features from all of these categories
and the features could be confusing for the filter as the
spam training could still work but the ham features are
anything other than these categories. In fact, the cohort of
emails in inboxes belonging users in different domains
would be different. For examples, user that belongs to
healthcare domain would receive healthcare kind of
emails as compared to a user who belongs to real estate.
Same email may be Ham to one user but Spam to
another user based upon their preferences. Users in
various Domains have difference preference of emails
that they would classify as Spam or Ham. For example,
an email from a bookseller trying to sell books on
Computer Science would be Spam for a Pharmacist. The
interesting question that comes out of this is that how do
the filters know which emails are Spam and which are
ham for the particular user. Of course in some mail
clients such as gmail there is an option of user preference
setting where user can be given an option to choose the
topic area of interest and then the filter can use that
information to classify incoming emails accordingly.
There is very little work gone into the area of considering
specific user preferences while designing anti-spam
filters. (Kim et al., 2007) constructs a user preference

ontology on the basis of user profile and user actions and
trains the filter on the basis of that ontology. (Kim et al.,
2006) suggest user action based adaptive learning where
they attach weights to Bayesian classification on the basis
of user actions. However none of the work address user
belonging to a particular domain and their preferences
accordingly.
The case of training the filter at the client by the client
data is not new; any user who would install SpamBayes
would train it with the training data(Meyer
and
Whateley, 2004). An organisation that uses SpamBayes
to filter incoming email would for multiple users would
retrain the filter on all received email(Nelson et al.,
2009). Training of filter with different feature selection
methods is also addressed in (Gomez and Moens, 2010).
The novelty in this case is that the data we used for
training is the user preferred data carefully collected for a
period of 5 years. Second important point that affects the
training is that the data collected belongs to a particular
user belonging to a specific domain not a general user.
This means that we are training the filter that if there is no
correlation between the receivers’ domain area and the
email content, the email is not wanted by the user. User
belonging to an educational organisation would have
different preferences as compared to a user belonging to a
marketing organisation. Different users within an
organisation would have different preferences and same
message could be classified as spam by different users.
The organisational filters cannot take care of such user
preferences. Hence, such emails end up in user inboxes as
false negatives. The dataset also takes into account such
user preferences. The filter is trained on the basis of
collection Spam and Ham emails classified by the user
belonging to a particular domain.
We made a hypothesis that domain specific user
preference training of the filter reduces the false negatives
in the user inbox. To justify this hypothesis we chose the
spam filtering tool called Spam Bayes, installed it on the
outlook mail client and trained it with domain specific
user preferred data. The next two sections give details on
the background of the tool and the experiments done
using the datasets.

4

Spam Bayes-Training Model and Learning
Method

This section covers few topics via three major
subsections: first is on Bayes Theorem(du Toit and
Kruger, 2012, Vu Duc and Truong Nguyen, 2012, Liang
and Yu, 2012) which explains how the theorem calculates
the probability of occurrence of each word in the
document, second is on Spam Bayes which explains what
is Spam Bayes, the background, training model and third
section is on the learning method in the tool taken from
(Nelson et al., 2009)and (Meyer and Whateley, 2004).

4.1

Bayes Theorem

Bayes formula of total probability is
P( B | A ) =

P(B) * P(A|B)
--------------------------P(A)
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Applying it here, the probability P( Ci | D ) that a
document D belongs to a class Cj , can be shown by
P(Ci ) * P(D|Ci )
--------------------------P(D)
where: D is an email document to be classified

(1)

Ci is one of m classes in class set: C1 , C2 ... , Cm
Since there are too many features in the document D,
the assumption here is that, probability of each feature in
the document D is independent of the context in that it
appeared and the location of the features in the document.
Probability P(D|Ci ) is calculated from the frequency of
each feature fj in the document D:
P(f1 ,f2 ,….fn |Ci ) =  P(fj | Ci )
can be re–written as
P(Ci )
P(Ci |D) = -------  P(fj | Ci )
P(D)
From that point, using the principles of probability
calculation for single feature or for multiple features by
Naive Bayesian algorithm as follows (Vu Duc and Truong
Nguyen, 2012):
Let us call the content of each e-mail as: document.
Class Spam email is called ‘spam’ and
Class Ham email is called ‘ham’.
Probability that an email is spam is
P( document | spam ) * P( spam)
P( spam | document) = ---------------------------------------Total
where total is calculated by
P(document|spam) * P( spam) + P(document | ham) * P(
ham)
P(document | ham) =  P( featurei | ham); 1<i<n
P(document | spam) =  P( featurei | spam); 1<i<m
P( spam) = total spam | total messages
P( ham) = total ham | total message
4.2

Spam Bayes Training Model(Nelson et al.,
2009) )

Spam Bayes born on 19 August 2002 (Meyer and
Whateley, 2004) is a freeware tool based on the Bayes
theorem which has been successful in controlling spam to
a large extent. Since we are using Spam Bayes for
experimenting the domain specific user preferences to
reduce the false negatives in the user inbox it is worth while to understand the background, training model and
learning methods of Spam Bayes. Spam Bayes
architecture works on couple of parts; firstly it does
tokenisation where it takes an email message and breaks
it up into tokens or words or features and secondly it then
it does the scoring and calculating the combined score for
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the message. Finally it compares the combined score
against a threshold to classify a message.
SpamBayes counts occurrences of tokens in spam and
non-spam emails and learns which tokens are more
indicative of each class. To predict whether a new email
is spam or not, SpamBayes uses a statistical test to
determine whether the email's tokens are sufficiently
indicative of one class or the other, and returns its
decision or unsure. In this section, we detail the statistical
method SpamBayes uses to learn token scores and
combine them in prediction, but first we discuss realistic
models for deploying SpamBayes.
SpamBayes has a training model that works like this: a
training set of labelled messages as Spam or Ham is fed
into Spam Bayes and it then produces a classifier from
those examples. This classifier (or filter) is subsequently
used to classify future email messages that are received as
spam or ham. Hence Spam Bayes labels messages after it
classifies them, the messages that are clearly clas sified as
spam are labelled as Spam, ones that are clearly classified
as good are labelled as Ham and routed to Inbox,
SpamBayes also has a third label—when it isn't confident
one way or the other, it returns unsure and label then as
Junk suspects. We adopt this terminology: the true class
of an email can be ham or spam, and a classifier produces
the labels ham, spam, and unsure (junk suspects).
There are three natural choices for how to treat unsurelabelled messages: they can be placed in the spam folder,
they can be left in the user's inbox, or they can be put into
a third folder called Junk Suspects for separate review by
the user. The user can then go through this folder of
unsure messages to either mark them as spam or ham.
Sometimes classifying them as spam or ham can confuse
the classifier as those messages contains the mixed
features of spam and ham. Hence, another choice is to
leave them as it is in unsure folder, the purpose here is
not to contaminate the training of the filter with these
messages.

4.3

Spam Bayes Learning Method

SpamBayes is a content-based spam filter that classifies
messages based on the tokens (including header tokens)
observed in an email. Based on ideas by
Graham(Graham, 2002), Robinson(Robinson, 2003)
developed the spam classification model together with
Fisher's method for combining independent significance
tests which is used by SpamBayes. Intuitively,
SpamBayes learns how strongly each token indicates ham
or spam by counting the number of each type of email
that token appears in. When classifying a new email,
SpamBayes looks at all of its tokens and uses a statistical
test to decide whether they indicate one label or the other
with sufficient confidence; if not, SpamBayes returns
unsure.
SpamBayes tokenizes each email E based on words,
URL components, header elements, and other character
sequences that appear in E. Each is treated as a unique
token of the email. The SpamBayes algorithm only
records whether or not a token occurs in the message, not
how many times it occurs.
Email E is represented as a binary vector e where
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ei = 
0

1

and θ 1 = 0.9. SpamBayes predicts ham, unsure, or spam if
I(m) falls into the interval [0, θ 0], ( θ 0 , θ 1 ], or ( θ 1 ,1],
respectively, and filters the message accordingly.

the i th token occurs in E
otherwise

Below, we use e to refer to both the original message
E and SpamBayes' representation of it since we are only
concerned with the latter.
In training, SpamBayes computes a spam score vector
P(S) where the ith component is a token spam score for
the ith token given by
NH NS (i)
P(s,i) =

------------------------------------------------------

(1)

NH NS (i) + NS NH (i)
where NS, NH , NS(i), and NH(i) are the number of spam
emails, ham emails, spam emails including the ith token
and ham emails including the ith token, respectively. The
quantity P(S,i) is an estimate of Pr(E is spam | e i ) if the
prior of ham and spam are equal, but for our purposes, it
is simply a per-token score for the email. An analogous
token ham score is given by P(H,i)= 1 - P(S,i).
P(S,i) is smoothed through a convex combination with a
prior belief x (default value of x = 0.5), weighting the
quantities by N(i) (the number of training emails with the
ith token) and s (chosen for strength of prior with a default
of s = 1), respectively(Robinson, 2003):
sx + N(i)
fi = -------------------- P(S,i)
(2)
s + N(i)
Effectively, smoothing reduces the impact that low
token counts have on the scores. For rare tokens, the
score is dominated by the prior x. However, as more
tokens are observed, the smoothed score gradually shifts
to the score in Eq. (1). An analogous smoothed ham score
is given by 1 - f.
After training, the filter computes the overall spam
score S(m) of a new message M using Fisher's method [7]
for combining the scores of the tokens observed in M.
SpamBayes uses at most 150 tokens from M with scores
furthest from 0.5 and outside the interval [0.4,0.6]. Let
δ(m) be the binary vector where δ(m)i = 1 if token i is
one of these tokens, and 0 otherwise. The token spam
scores are combined into a message spam score for M by

5

Experimenting Spam Bayes

This experiment has been conducted with a purpose to
test if the training of the Spam Bayes tool with domain
specific user preferences takes effect or not. Spam Bayes
was installed on Outlook client of the user in August
2012 and was trained with 8723 Ham and 4423 Spam
data (Figure 1) that has been carefully collected for the
purpose since March 2008. This training data is collected
on the basis of individual user preference over a period of
5+ years belonging to a particular Domain.
The user has email filtering happening at the mail
server which filter incoming email for multiple users but
false negatives are escaping the server. The reason for
this is that the features identified by filters are common to
all the users and also that those filters have not been
trained on the basis of domain specific keywords/features.
In an aim to test if this idea will yield the results we
installed SpamBayes at the users Outlook client. Spam
Bayes will provide additional client based filtering on top
of the existing content filtering done at the mail server.
This means that Spam Bayes will attempt to filter false
negatives that have escaped the content filters at the mail
server and arriving users Inbox. This section is structured
as Dataset, Experiment and Outcome.

S(m) = 1- 2 2n (-2(logf)T  (m))
where n is the number of tokens in M and 2 2n ( •) denotes
the cumulative distribution function of the chi-square
distribution with 2n degrees of freedom.
A ham score H(e) is similarly defined by replacing f with
1 - f in Eq. (3). Finally, SpamBayes constructs an overall
spam score for M by averaging S(m) and 1 - H(m) (both
being indicators of whether m is spam) giving the final
score
1+ S(m) – H(m)
I(m) = ------------------------

(4)

2
for a message; a quantity between 0 (ham) and 1 (spam).
SpamBayes predicts by thresholding I(m) against two
user-tunable thresholds θ 0 and θ 1 , with defaults θ 0 = 0.15

Figure 1: Training in Aug 2012- initial dataset

5.1

Training Dataset

Spam has been coming to user’s inboxes as email for a
long time. In an attempt to catch the spam messages
coming to the inboxes , it is very important that we use the
appropriate samples. Since we are focusing on user
belonging to an organisation belonging to a particular
domain, let us refer to the business email counts
worldwide. Given the amount of business emails sent per
day, (Levenstein, 2013) (given in introduction section), if
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a spam corpus consists of 100,000 messages per day still
only constitutes of 1/10 thousandth of the business email
traffic globally. Hence the dataset that we use would be
extrapolation of generalisation to be made in the spam
dataset(Pitsillidis et al., 2012). It is very important to
answer the question: is the available data that is being
input to train the filer sufficient to reach a conclusion? Is
the dataset too broad? Will it capture and feed the
behaviour we want our filter to be trained for? Is the
sample unbiased enough to capture the behaviour
sincerely? Hence, to prepare a dataset that is not too large
or too small. We would not address the issue of biased as
we are trying to collect data specific to a domain. The
focus here is to train the filter that it identifies the
incoming email belonging to specific domain as ham and
all those keywords and features that commonly exist in
the spam data fed to the filter should be clearly identified
as spam.
Given these considerations, in 2008, we started
collected the false negatives that arrived in the inbox of
the user. A separate folder called ’InboxJunk-Spam’ was
created and once identified as spam; the mes sage was
moved to that folder. Since the domain under
consideration was ‘Educational’, careful attention was
paid while classifying the unwanted messages arriving in
the inbox as spam. This was done so that the filter does
not get contaminated with those messages that belong to
the domain. At the same time spam messages that were
related to the education were classified as spam and
moved to InboxJunk-Spam. Hence, the user does not keep
getting spam email related to the domain. There were
1463 such messages identified, classified and moved to
InboxJunk-Spam folder that was used for training
purpose.

5.2

Experiment with Domain specific User
Preference Training data

email(false negatives) but identified by Spam Bayes as
Spam and moved to this folder
InboxSpamsinceAug2012- incoming emails that are false
negatives, stay false negatives and land into users’ inbox
as legitimate emails. The trained tool could not identify
these emails as Spam. Such emails were manually moved
by the user to this folder.
Junk Suspects- Folder created by Spam Bayes tool to
collect email that are suspected by the tool as Spam. User
can go through this folder to report the email as Spam or
Ham. This folder would contain False Positives too. This
information is then used by the Spam Bayes tool to
further train the filter.
It was then observed for a period of 12 months to
identify if there was any improvement in the number of
false positives arriving the user’s Inbox. The following
results were recorded.
The folder ‘Spam Bayes filtered Spam’ collected 683
emails that were going to Inbox as False negative. The
folder InboxSpamsinceAug2012 collected 170 emails
which was not identified by Spam Bayes as Spam and are
still false negatives.
The folder Junk Suspects collected 408 emails that
were otherwise going to Inbox as False negative. Out of
these Junk Suspects user identified 10 emails as False
Positives, these emails were not important email that
would if missed would impact the productivity of the
user. An important point to note is that once we trained
the tool with the initial dataset, we did not retrain the
filter till the end of observation period not to contaminate
the learning of the filter with further data. The filter is
now retrained with 11529 ham and 5042 spam message
which is refined user specific data as shown in figure 2.
Hence, Spam Bayes is now retrained with additional ham
and spam messages collected in the last 12 months.

For the experimental purpose, we installed Spam Bayes
on users Outlook client in August 2012. The training of
the tool was done from Junk E-mail classified by the
organisational filters and InboxJunk-Spam folders as
Spam data and email in the Inbox and its sub folders at
the Ham data. The initial training included 8723 Ham and
4423 Spam messages. Once the training is done, Spam
Bayes trained with the domain specific user preference
data will then filter all incoming email messages on the
basis of this specific training. The tool will classify and
categorise them as Spam or unsure or let it land in the
User Inbox as (False negative). TO observe and record
the results correctly few folders were created. We created
sub folders for InboxJunk-Spam folder as SpamBayes
filtered spam and InboxSpamsinceAug2012 so that the
future messages arriving inbox as false negatives do not
get mixed up in the same folder. The folders to observe
the results of training are as:
InboxJunk-Spam – folder to collect all email that are
Spam and gets through the organisational filters into the
Inbox as legitimate (false negatives)
Spam Bayes Filtered Spam – incoming emails in the user
inbox that were identified by Spam Bayes as Spam. These
email collected are the email that are not identified by the
mail server filters and arrive the users inbox as legitimate
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Figure 2: Retraining after 12 months
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5.3

Outcome

From this data, we can conclude that as a result of
training the Spam Bayes filter with domain specific User
preference data, the false negatives were reduced by 86%
in the user inbox. This increases the user productivity and
motivation by many hours.
Among the recommendations to be made in this paper
is to re-emphasise the need to train the filters with user
preference domain specific data so that the emails that
pass through the filters as generic email can be caught.
This makes the filters at the client level effective and
efficient hence increasing the user productivity. Although
this may not stop the false negatives completely as 14%
of them still passed through the tool but it would deter
some or help disabuse or reduce the inconvenience
caused by spamming. An important point to be made here
though, is that most of the false negatives in that 14%
were related to educational domain only. Others did not
have the features that do not common words such as
offer, sale, buy (see figure); it is interesting to note the
use of words such as buy in image to deceive the filters
learning of such words.

Hence, we can conclude that training the tool with
domain specific user preferred data did eliminate the false
positives from the inbox that were unrelated (such as
messages selling viagr@ or other pharmaceutical items,
banks, holiday deals etc.) to the domain.

6

Conclusion and Future Work

Email spam has been the focus of studies for a long time.
Though there are many different techniques to block
spam email messages to reach users inbox, filtering is the
most commonly used mechanism and has gained success
to some extent. Given the large number of usage of email
worldwide, email spam is still plentiful and scale of the
problem is enormous. Researchers and organisations
make the filers smart and self-learning but spammers are
a step ahead. They keep on finding techniques to deceive
the filters and their learning mechanisms. Hence, the
problem still remains giving scope for researchers to
work in the area. This work is an effort in the same scope
to reduce false negatives/spam in the inbox of the users
which has deceived the organisational filters. It is
observed that this further filtering by training the filer
with user specific data did make a difference in the
amount of false positives.
Future work involves creating the feature sets
including creating domain specific keywords and list of

organisations which can be fed to the filter, conducting
experiments and then observing the results to record the
improvements.

7
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Abstract
Trivium is a bit-based stream cipher in the final portfolio of the eSTREAM project. In this paper, we apply the algebraic attack approach of Berbain et al.
to Trivium-like ciphers and perform new analyses on
them. We demonstrate a new algebraic attack on
Bivium-A. This attack requires less time and memory
than previous techniques to recover Bivium-A’s initial state. Though our attacks on Bivium-B, Trivium
and Trivium-N are worse than exhaustive keysearch,
the systems of equations which are constructed are
smaller and less complex compared to previous algebraic analyses. We also answer an open question
posed by Berbain et al. on the feasibility of applying their technique on Trivium-like ciphers. Factors which can affect the complexity of our attack on
Trivium-like ciphers are discussed in detail. Analysis of Bivium-B and Trivium-N are omitted from this
manuscript. The full version of this paper is available
on the IACR ePrint Archive.
1

Introduction

Trivium (Canniére and Preneel, 2005) is a bit-based
stream cipher selected in the final portfolio of the
eSTREAM project (Robshaw, 2008). Trivium uses
an 80-bit key and an 80-bit IV to initialise a 288bit nonlinear feedback shift register (NLFSR). Each
key-IV pair can be used to generate up to 264 bits
of keystream. Trivium’s structural simplicity makes
it a popular cipher to cryptanalyse, but to date, no
attacks in the public literature are faster than exhaustive keysearch.
Algebraic attacks (Courtois and Meier, 2003) are
commonly applied to stream ciphers based on shift
registers. To attack Trivium, Raddum (2006) used
an algebraic relabelling technique, where the stateupdate bits are represented using new variables,
instead of nonlinear combinations of initial state
bits (Courtois and Pieprzyk, 2002). This prevents
equations of high degrees from being generated. For
keystream generators which use a linear output function (as Trivium-like ciphers do), Berbain et. al.
(2009) expressed new feedback bits of an NLFSR as
linear combinations of keystream bits and internal
state bits. By doing so, the equations representing
the feedback bits of an NLFSR will always be linear. Berbain et al. claim that their technique can be
Copyright c 2014, Australian Computer Society, Inc. This
paper appeared at the Australasian Information Security
Conference(ACSW-AISC 2014), Auckland, New Zealand, January 2014. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 149, Udaya Parampalli and Ian
Welch, Ed. Reproduction for academic, not-for-profit purposes
permitted provided this text is included.

extended to ciphers in which q > 1 bits of internal
state are non-linearly updated at each step and q or
more linear combinations of the state are output as
keystream. However, whether these techniques can
be extended to ciphers in which q > 1 bits of internal state are non-linearly updated, while only q 0 < q
linear combinations of the state-bits are output, has
not been demonstrated and is posed as an open question (Berbain et. al., 2009).
1.1

Contributions of paper

Our algebraic analysis on Trivium-like ciphers, we
provide an answer to Berbain et al.’s open question. Specifically, we use Bivium-A/B, Trivium and
Trivium-N as case-studies, as q 0 < q in all cases. We
apply Berbain et al.’s method of representing the feedback bits as linear combinations of internal state bits
and keystream bits.
To assist us in our analysis, we introduce a new
variable j, which describes the number of registers
the keystream generation function takes inputs from.
We show that the value of j has a significant impact
on the success of our algebraic attack on these ciphers. The values of q 0 , q and j for the Triviumlike ciphers are given in Table 1. Some improvements
achieved with this new method compared to existing one are presented. Additionally, we investigate
the effect which varying the keystream function and
feedback bit positions have on the complexity of our
analysis on the Trivium family.

q
q0
j

Bivium-A

Bivium-B

Trivium

Trivium-N

2
1
1

2
1
2

3
1
3

3
1
3

Table 1: Parameters for Trivium-like stream ciphers

2

Trivium and its variants

Trivium is commonly represented in the literature as
being based on three non-autonomous binary NLFSRs: A, B, and C, of sizes 93, 84 and 111 bits respectively (Bernstein, 2006). We omit the description of the initialisation process for the cipher, as it
has no impact on our analysis. The reader is referred
to the specifications of Trivium (Canniére and Preneel, 2005) for a full treatment of its initialisation
processes. Let Ai denote the stages for register A
and Ai (t) represent the contents of Ai at time t, for
0 ≤ i ≤ 92. Similar notations are used for registers B
and C. The state-update functions of Trivium are as
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follows:

A24 (t) ⊕ C45 (t)
⊕C0 (t) ⊕ C1 (t)C2 (t)
Ai (t + 1) =

Ai+1 (t)

B6 (t) ⊕ A27 (t)
⊕A0 (t) ⊕ A1 (t)A2 (t)
Bi (t + 1) =

Bi+1 (t)

C24 (t) ⊕ B15 (t)
⊕B0 (t) ⊕ B1 (t)B2 (t)
Ci (t + 1) =

Ci+1 (t)

i = 92,
0 ≤ i ≤ 91.
i = 83,
0 ≤ i ≤ 82.

estimated that the complexity of recovering the initial
state of Bivium-B will take about 256 seconds. Eibach
et. al. (2010) achieved 239.12 for Bivium-B with some
optimisations. Other algebraic analysis on BiviumA/B use Boolean Satisfiability (SAT) solvers (Eibach
et. al., 2008; McDonald et. al., 2008) to recover the
initial state, which are also better than exhaustive
keysearch.
3

i = 110,
0 ≤ i ≤ 109.

At time t, Trivium’s output function generates a
keystream bit as follows:
z(t) = A27 (t) ⊕ A0 (t) ⊕ B15 (t) ⊕ B0 (t)
⊕ C45 (t) ⊕ C0 (t) , t ≥ 0
We extend this representation of Trivium and consider the keystream as a sequence related to the
three underlying register sequences. The initial
state sequences of A, B, C are (A0 , A1 , . . . , A92 ),
(B0 , B1 , . . . , B83 ) and (C0 , C1 , . . . , C110 ) respectively.
New sequence bits Aα+92 , Bα+83 and Cα+110 are produced after α iterations of Trivium’s state-update
function as follows:
Aα+92 = Aα+23 ⊕ Cα+44 ⊕ Cα−1 ⊕ Cα Cα+1
Bα+83 = Bα+5 ⊕ Aα+26 ⊕ Aα−1 ⊕ Aα Aα+1
Cα+110 = Cα+23 ⊕ Bα+14 ⊕ Bα−1 ⊕ Bα Bα+1

(1)
(2)
(3)

New analysis of Trivium-like ciphers

In this section, we apply Berbain et al.’s approach
to the analysis of Bivium-A and Trivium. Similar
analyses have been applied to Bivium-B and TriviumN , which are available in the full version of our paper.
3.1

Bivium-A’s keystream bit zα−1 depends on two sequence bits produced by register B. The sequence
bits of B after 83 iterations are unknown. Applying
Berbain at al.’s technique to the equation we can determine the equation for calculating the sequence bit
Bα+83 for α ≥ 1:
Bα+83 = zα+68 ⊕ Bα+68
We present a a divide-and-conquer approach to recover the initial state of Bivium-A. This involves first
forming a system of equations to recover the contents
of register B. Another system of equations is then
formed using the now known contents of register B
to recover the contents of register A. The first system of equations consists of the following equations:

The keystream bit can be expressed as a linear combination of sequence bits from A, B and C as follows:
zα−1 = Aα+26 ⊕ Aα−1
⊕ Bα+14 ⊕ Bα−1 ⊕ Cα+44 ⊕ Cα−1

(4)

Note that the sequence-based approach is analogous
to the relabelling approach of Raddum (2006). In
this paper, we use these sequence equations in our
algebraic analysis.
Bivium-A/B are reduced versions of Trivium utilising only two registers A, B with slightly modified
feedback functions. The reader is referred to Raddum (2006) for their specificiations. In Bivium-A,
the keystream bit is generated using
zα−1 = Bα+14 ⊕ Bα−1
which is composed with stages from only one register.
The key and IV sizes remain the same as Trivium.
2.1

Existing algebraic cryptanalysis

Raddum (2006) constructed a system of equations for
Trivium consisting of 954 equations in 954 variables.
Applying techniques from graph theory, it was estimated that the initial state of Trivium can be recovered in about 2164 operations. Several attempts have
been made to solve Raddum’s system of equation, (Simonetti et. al., 2008; Borghoff et. al., 2011; Schilling
and Raddum, 2012a,b). Other attacks on Trivium include SAT-solvers (McDonald et. al., 2008) and cube
attacks (Dinur and Shamir, 2009; Aumasson et. al.,
2009; Forque and Vannet, 2013). However, none were
better than exhaustive keysearch for the original Trivium proposal.
Raddum (2006) used a relabelling approach to recover the initial state of Bivium-A in about a day. He
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zα−1 ⊕ Bα−1 ⊕ Bα+14 = 0
Bα+83 ⊕ zα+68 ⊕ Bα+68 = 0

(5)
(6)

where Equation 5 is a keystream equation for BiviumA and Equation 6 the new equation representing
Bivium-A’s sequence bit Bα+83 derived from our new
analysis. For the first 69 iterations, we add two equations and one variable into the system of equations:
one equation representing the keystream, and one
equation and variable representing the sequence bit
for register B. For the last 39 iterations, we only add
the equations representing the sequence bits for B.
This gives us a final system of equations after 108 iterations consisting of 192 variables in 177 equations.
Solving this system of equations gives 215 possible solutions.
For each of these 215 possible solutions, we form
the second system of equations to recover the initial
state of A, substituting the sequence bits of B recovered in the first system of equations into the second system of equations. The second set of equations
equations consists of:
Aα+92 ⊕ Bα+14 ⊕ Bα−1 ⊕ Bα Bα+1 ⊕ Aα+23 = 0
Bα+83 ⊕ Aα+26 ⊕ Aα−1 ⊕ Aα Aα+1 ⊕ Bα+5 = 0
After 108 iterations, we have a system of equations
consisting of 201 variables in 216 equations. If the
system can be solved, then the sequences of A and B
are recovered. An attacker can then use this initial
state to generate some keystream to check the validty
of the recovered initial state.
3.1.1

Comparison of attacks

Details of the systems of equations formed for using
Raddum’s approach and our approach are shown in
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Technique

Lin
eqns

Quad Total
eqns eqns

K.S. Vars
(bits)

Exp
sols

Raddum

177

222

399

177

399

1

Our approach:
- Step 1
- Step 2

177
108

0
108

177
216

177
0

192
201

215
1

Column headings: Number of Linear and Quadratic Equations,
Total Number of Equations, followed by Keystream bits required,
Number of Variables, and Number of Expected Solutions

Table 2: Details for the system of equations in
Bivium-A for both approaches.
Table 2. As we are solving two systems of equations
separately, the complexity of our attack is likely to be
less than that using Raddum’s technique. We investigate this with experimental work. The results are
shown in Table 3. The F 4 implementation in Magma
No Guessing:

Time

Memory
(MB)

Keystream
(bits)

(Raddum, 2006)
Our approach

DNF
13.9 hrs

87040
135.56

177
177

Load 15 correct bits
into register B:

Time

Memory
(MB)

Keystream
(bits)

(Raddum, 2006)
Our approach

8.95 s
3.29 s

13.34
13.31

177
177

Table 3: Time, memory, and data complexities for
recovering initial state of Bivium-A
(Bosma et. al., 1997) was used. Note that this is
equivalent to Gaussian elimination in Step 1 of our
approach. We attempt to solve the system of equations in two ways: (1) without guessing any bits and
(2) load 15 correct initial state bits of Register B.
Overall, our approach gave more favourable results
under both scenarios. The full attack wth no guessing did not finish (DNF) using Raddum’s attack after exhausting the assigned 85 GB of memory. Although McDonald et. al. (2008) solved the Bivium-A
system in 16 seconds using SAT solvers, they reported
4660 hours to solve the same system using F4. It is
difficult to directly compare the effectiveness of our
approach against others (Raddum, 2006; McDonald
et. al., 2008) as different hardware platforms and software implementations can have significant effects on
the time and memory required to recover the initial
state of Bivium-A.
3.2

New algebraic analysis on Trivium

Using Berbain et al.’s approach, we can determine the
equation describing the sequence bits for registers A,
B and C:
Aα+92 = zα+65 ⊕ Aα+65
⊕ Bα+80 ⊕ Bα+65 ⊕ Cα+110 ⊕ Cα+65
Bα+83 = zα+68 ⊕ Aα+95 ⊕ Aα+68
⊕ Bα+68 ⊕ Cα+112 ⊕ Cα+67
Cα+110 = zα+65 ⊕ Aα+92 ⊕ Aα+65
⊕ Bα+80 ⊕ Bα+65 ⊕ Cα+65
However, we can not use all three sets of equations
simultaneously since they are actually equivalent. For
example, calculating B84 requires knowledge of the
sequence bit A96 . The equation representing A96 is:
A96 = z69 ⊕ A69 ⊕ B84 ⊕ B69 ⊕ C114 ⊕ C69

(7)

If we substitute Equation 7 into the equation representing the sequence bit B84 , we get the trivial equation B84 = B84 . This does not allow us to express B84
in terms of the sequence bits and keystream. Therefore, our technique only allows us to express the sequence bits for a single register in terms of internal
state and keystream bits. Therefore, the divide-andconquer approach used in our analysis of Bivium-A
cannot be applied here.
In the following analysis, we express the sequence
bits Aα+93 , Bα+84 , and Cα+111 for α ≥ 1 using the
sequence update function described in Section 2. This
new system of equations starts off with 288 variables
representing the inital state bits. For each of the first
66 iterations, we add three new variables and four
new equations to the system of equations, consisting
of:
Aα+92 ⊕ zα+65 ⊕ Aα+65 ⊕ Bα+80
⊕Bα+65 ⊕ Cα+110 ⊕ Cα+65
Bα+83 ⊕ Bα+5 ⊕ Aα+26 ⊕ Aα−1 ⊕ Aα Aα+1
Cα+110 ⊕ Cα+23 ⊕ Bα+14 ⊕ Bα−1 ⊕ Bα Bα+1
zα−1 ⊕ Aα+26 ⊕ Aα−1 ⊕ Bα+14
⊕Bα−1 ⊕ Cα+44 ⊕ Cα−1

=0
=0
=0
=0

After 66 iterations, similar to Bivium-A, the
keystream equations become redundant, and we can
stop adding variables and equations into the system.
This gives us a final system of equations consisting
of 486 variables in 264 equations. The comparison of
both systems of equations is shown in Table 4.
Technique

Lin
eqn.

Quad Total
eqn.
eqn.

K.S. Vars
(bits)

Raddum
Our approach

Exp
sols

288

666

954

288

954

1

132

132

264

132

486

2222

Column headings as per Table 2

Table 4: Details for the system of equations in Trivium
Our system of equations has less quadratic equations compared to Raddum’s technique. Raddum’s
technique has 666 quadratic equations, compared to
132 quadratic equations in ours. The drawback of
our system of equations however, is that our system
of equations have a greater excess of variables over
equations to Raddum’s technique. In Raddum’s technique, solving a system consisting of 954 variables in
954 equations should yield a unique solution. In contrast, solving our system of equations consisting of
486 variables in 264 equations using the F4 algorithm
will yield 2222 possible solutions, which is worse than
exhaustive keysearch. This will be discussed further
in Section 4.2.
4

On Berbain et al.’s Open Question

In this section, we answer the open question posed
by Berbain et. al. (2009) by showing how it may be
possible to recover the initial states of some Triviumlike ciphers faster than exhaustive keysearch using our
analysis. Two factors are considered:
• The relationship between j (the number of registers the keystream generation function takes as
input to generate keystream) and q (the number of registers whose internal state is updated
at each iteration).
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• The largest index among the stages in a register
used for the output function and the size of each
register.
4.1

Our new attack on Bivium-A can be prevented
by making changes to the keystream output function.
For example, suppose the output function of BiviumA was, instead:

Relationship between j and q

zα−1 = Bα−1 ⊕ Bα+82

In the case of Bivium-A, where j < q, we recovered the initial state of the cipher with a complexity
less than Raddum’s relabelling technique, which is already less than exhaustive key search. The complexity Tf of our new approach on Trivium-like ciphers
with j < q is
Tf = T1 + (NA × T2 )

(8)

where T1 and T2 are the time required to solve the
first and second system of equations respectively, and
NA is the number of solutions obtained in solving the
first system of equations.
For Bivium-B, Trivium and Trivium-N , we have
j = q. In this case, it is not possible to use a divideand-conquer approach to recover the initial state of
the keystream generators. A single system of equations is needed. However, using our approach to
build this system of equations is problematic. Since
a keystream equation is essentially being used to represent a sequence bit, additional keystream equations
become unavailable after after a certain number of
iterations. Adding further equations does not allow
us to reduce the number of solutions obtained when
the system of equations is solved and also adds to the
complexity of solving these equations.
The complexity of recovering the initial state of
Trivium-like ciphers where j = q is Tf = Ts + NA ,
where Ts is the time taken to solve the system of
equations and NA is the number of solutions obtained
when the system of equations is solved.

The sequence bit B84 , rewritten in terms of linear
combinations of keystream and internal state bits, is
now B84 = z1 ⊕ B1 . In this example, Dl = 83 and
SR = 0, so NA = 2SR × 2Dl = 20 × 283 = 283 , which
is larger than the number of possible keys.
Conversely, assume Dl is a small value. We use
Trivium to illustrate how this change reduces the
number of solutions obtained when the system of
equations was solved. Assume that the output function for Trivium is instead:
zα−1 = Aα ⊕ Aα−1 ⊕ Bα+14 ⊕ Bα−1 ⊕ Cα+44 ⊕ Cα−1
In this case, Dl = 1 and SR = 111 + 84 = 195, which
gives NA = 2SR × 2Dl = 2195 × 21 = 2196 , a decrease
by a factor of 226 in the number of possible solutions
compared to 2222 obtained from our analysis of Trivium in Section 3.2.
The size of the registers used in the formation of
the first system of equations can have also an effect on
the number of solutions obtained for the first system
of equations. For example, suppose that Trivium’s
three registers, A, B, and C had lengths 198, 45 and
45 bits, where the output function used is the same
as the original Trivium proposal. For this particular
case, Dl = 27, SR = 45 + 45, and NA = 290 × 227 =
2117 , a 2105 factor decrease in the number of possible
solutions compared to the original Trivium.
5

4.2

Output functions, registers sizes, and NA

The number of solutions NA obtained when solving Trivium-like equation systems can be determined
from the cipher specifications. Let SR be the total size
of the registers whose sequence bit(s) is not written in
terms of keystream and internal state bits and whose
stages are used during the construction of a system
of equations for the cipher. When j < q, this system
of equations is the first system of equations. When
j = q, this system of equation is the sole system of
equations obtained. For the register whose sequence
bit is written in terms of keystream and internal state
bits, let Dl denote the largest index among the stages
used as input to the output function. The size of
the set of solutions, NA obtained when the system of
equations is solved has been found to be:
NA = 2SR × 2Dl

(9)

A summary of the results of our analyses of certain
Trivium-like ciphers with regards to the number of
equations, variables, solutions obtained, and their relationship with SR and Dl , is given in Table 5.
Cipher

Step 1
SR

Bivium-A
Bivium-B
Trivium

0
84
195

Dl
15
27
27

Eqn
177
198
264

This paper analysed Trivium-like ciphers using the
approach of Berbain et al. Our analysis answers their
open question and shows that it is possible, in some
cases, to extend their technique to keystream generators which update q > 1 bits of internal state at each
iteration but only output q 0 < q linear combinations
of the state bits.
In particular, we demonstrated a new algebraic attack on Bivium-A. Our approach requires less time
and memory than previous techniques We demonstrated that if j < q, it may be possible to mount
a divide-and-conquer algebraic attack which is more
efficient than exhaustive key search.
For Trivium-like ciphers, we showed that both the
sizes of the registers used in the construction of the
first system of equations and the selection of stages
used as input to the output function can affect the
complexity of our attack. For Bivium-A, changing
the value of Dl can increase the complexity of the
attack. However, in the case of Bivium-B, Trivium
and Trivium-N , even if the value of Dl is small, the
complexity of our algebraic attack is still worse than
exhaustive keysearch as the value of SR is larger than
the keysize.

Step 2

Var

NA

Eqn

Var

Soln

192
309
486

15

216
N.A
N.A

201
N.A
N.A

1
N.A
N.A

2
2111
2222

Table 5: Details on systems of equations in our approaches for certain Trivium-like ciphers
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Abstract
Domain Name System (DNS) is one of the critical
services in the current Internet infrastructure. However
DNS is vulnerable to a range of attacks. One of the
fundamental weaknesses with the existing DNS protocols
is that the request and response messages are transmitted
on the network as plain text. This paper addresses
important threats related to Doman Name System (DNS)
using a hypervisor based security architecture. The
proposed architecture leverages the hypervisor visibility
of the virtual machines’ traffic flows to monitor and
utilise Virtual Machine Introspection (VMI) techniques to
inspect and restore data. It also uses inbuilt
snapshot/restore capabilities of the hypervisor to
completely restore virtual machines if required. Objective
of the proposed architecture is not to actively prevent
attacks, but provide a means of identifying different
attacks by passively monitoring DNS related
conversations coming in and out of virtualised system
hosting the DNS. Our model can alert the external
monitoring agent(s) or security administrator and actively
restore the system if the attack has already compromised
the DNS. .
Keywords: DNS, Security attacks, Virtual Machine
Introspection.

1

Introduction

Domain Name System (DNS) is one of the important
services in the current Internet infrastructure. DNS
(Mockapetris 1987a,b) is a system for naming computers
and network services that is organized into a hierarchy or
a tree structure of domains. At the top of the hierarchy is
the root, a single domain represented by a dot (“.”) in a
domain name. Below the root are top level domains
(TLDs) (e.g. .com, .edu, or .au) and the next level
consists of enterprise level domains (ELDs) owned by
individual entities. A DNS zone refers to an
administrative entity in the DNS that provides DNS
services for a group of domains under one ELD. Multiple
zones or sub-zones may exist within an ELD. DNS is an
essential component of the functionality of the Internet,
where the primary purpose of the DNS is to translate
easily memorised/readable Internet or private network
domain and host names to IP addresses.

Copyright © 2014, Australian Computer Society, Inc. This
paper appeared at the 12th Australasian Information Security
Conference (AISC-2014), Auckland, New Zealand, January
2014. Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 149. Udaya Parampalli and Ian
Welch, Eds. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

DNS is vulnerable to different types of attacks. In this
paper, we propose hypervisor or virtual machine monitor
(VMM) based techniques for counteracting DNS attacks.
A virtual machine monitor (VMM) (Rosenblum and
Garfinkel 2005, Barham et al. 2003) is a software
abstraction layer that enables multiple virtualised
operating systems to run concurrently on a single physical
computer. An instance of a virtualised operating system
along with its applications is referred to as a virtual
machine (VM). Use of VMs in enterprise, government,
and consumer applications is becoming increasingly
important due to the diverse security requirements and the
different levels of trust associated with different
applications, systems and devices where VMs can
provide strong isolation between different environments.
The design issues involved in developing viable
trusted systems based on VMMs pose several technical
challenges such as scalability in terms of both modelling
and architecture as well as its application to various
scenarios such as peer to peer, grid and cloud computing,
and applications in e-commerce. While most of the
VMMs provide application security from the network and
host perspective, they are lacking in control over the
contents specific to the critical applications running on
VMs. This paper proposes techniques for validating DNS
which is one of the critical applications in the current
Internet infrastructure.
The paper is organised as follows. Section 2 discusses
the various types of attacks against the DNS in detail and
develops an attacker model. Section 3 describes our
proposed security architecture to counteract the security
attacks against the DNS considered in Section 2. Section
4 describes our implementation of the security
architecture and presents an analysis of the results.
Finally, Section 5 concludes the paper.

2

Attacker Model

There are several well-known attacks against DNS. In
this section, first we consider these attacks in detail and
then formulate the attacker model before developing the
security architecture.
Let us consider a sample zone or domain with an
authoritative DNS server and caching DNS server as
shown in Figure 1. The authoritative name servers are
original sources for all the DNS resolutions for the zone.
The client hosts within the domain and any of the external
hosts can make resolution requests for the services within
the domain. The caching servers perform resolutions for
the stub resolvers. For example, when the client machines
request for resolution that does not belong to the domain,
then the caching servers can initiate further queries to
other DNS servers and cache the received response. The
received information is stored in the cache until the TTL
is valid or based on queuing mechanisms (such as FIFO
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or least resolved) and load on the caching server. Now let
us consider the attacks that are addressed in this paper.
Domain/Zone

(Authoritative )
DNS Server

(Caching)
DNS Server

query messages with the received response messages.
Since there are 16 bits in the query ID, the attacker just
needs to generate 65535 response packets with increasing
query ID to poison the caching DNS server. Since most
of the DNS servers use standard ports (port 53), directing
the responses to these standard ports will be successful in
some cases to poison the cache of the DNS server.

3

Client 1

Client 2

Securing DNS Services

Now we propose techniques to deal with the attacks
considered in the previous section. First we present a high
level overview of our model and then describe the
architecture components in detail.

Client N

3.1
Other Domains/
Zones
Attacker

Figure 1: Attacker Model
In the first case, we consider the case of compromise
of the DNS server. Both, the authoritative server and the
caching server can be compromised by the attacker. For
example, the attacker can exploit some weakness in the
operating system or the DNS application and alter the
authoritative records or install malicious software such as
rootkits. Now the attacker can use these malicious
programs to provide false resolution for any requests
received by the compromised DNS servers.
In the second case we consider how the attacker can
exploit the DNS’s usual behaviour of sending an entire
query or response in a single unsigned, unencrypted UDP
packet which makes these attacks particularly easy. In
this case an attacker eavesdrops on the communication to
initiate a man-in-the-middle attack when the caching
DNS server makes a query to authoritative servers in
other domains. For example, consider that the Client 1 in
Figure 1 makes a request to the caching server for name
resolution of www.google.com. The caching server
initiates a query to the authoritative server in the Google
domain (what is the IP address of www.google.com?).
The attacker intercepts the DNS query and responds with
forged information before the Google Authoritative DNS
server responds with the correct IP address of
www.google.com. The caching DNS server considers the
IP address from the attacker as that of www.google.com
and also forwards it to the Client 1. Now the Client 1
connects to host with IP address issued by the attacker
(assuming that it is connecting to www.google.com), but
reaching a host controlled by the attacker, which may be
hosting a fake site. When the Google authoritative name
server responds with the correct IP address for
www.google.com, it is ignored by the caching DNS
server since it has already received a “valid” spoofed
response from the attackers system. However note that in
this case, the attacker should be able to capture the query
from the caching DNS server.
In the third case, the attacks are similar to second case
but it does not require the attacker to capture the query
from the caching DNS server. The query ID in DNS
packet structure is used by the DNS servers to relate the
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Design Overview

The proposed solution monitors the DNS server
communication at the hypervisor level and captures the
DNS requests and corresponding responses. Then it
validates the responses against multiple external DNS
server using a secure communication method to
determine the accuracy of the DNS responses. Inaccurate
response can be bogus, incomplete or simply incorrect
due to an administration error. It also validates the
running processes of the monitored DNS server to
determine the integrity of the DNS server by inspecting
VM memory. Depending on the decision of the validation
process, the reason for wrong response can be one of the
DNS attacks described in Section 2.
Upon validation of the accuracy of the DNS response
and the integrity of the DNS server, it will alert the
security administrator, restore the affected files or
perform a complete system restore using a VM snapshot
of the last known good configuration.

3.2

Architecture

Generally, in a standalone computing environment, the
operating system has the full control over the execution
of all applications and works as an interface between the
applications and the hardware. In a virtual environment,
VMM controls the access to physical resources while
each guest operating system manages its own
applications. Our architecture makes use of the VMM
capabilities to ensure secure operation of the DNS.
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Figure 2: Architecture Overview
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Figure 2 shows the architecture to identify DNS
attacks. For simple presentation, we consider that the
authoritative DNS server and the caching DNS sever are
implemented on the same VMM. DNS client (e.g. VM3)
can also be in the same VMM. However note that
operation remains same even if the servers are
implemented on different VMM.

Figure 3: DNS response validation mechanism
The proposed architecture leverages the hypervisor
level visibility to monitor traffic flows in and out of the
virtual machines. As shown in Figure 3, our architecture
consists of three logical components, which are
strategically placed in Dom0 in order to make use of the
functionalities such as snapshot/restore already available
at hypervisor layer. We also assume there is a pool of
trusted DNS servers which support secure communication
(such as DNSSEC and IPsec) of DNS data. The main
reason for using different secure communication
techniques is to address the lack of wide deployment of
DNSSEC. We also assume that the trusted servers are not
compromised and provide correct name resolution. The
trusted servers can be hosted by ISPs and/or authoritative
name servers of popular domains.

3.3
3.3.1

Logical Components
Resolution Capture Mechanism (RCM)

RCM captures all traffic flows to and from virtual
machines by simply sniffing the all virtual bridge
interfaces of the hypervisor. It filters all DNS related
traffic and records all DNS requests and corresponding
responses while discarding the other traffic. It keeps track
of to which DNS server (authoritative or caching) the
query was directed and the source of the request. The
RCM also keeps track of the queries and corresponding
responses from virtual DNS server to external DNS
servers. This information is used to determine whether
the inaccurate responses are provided by the monitored
DNS server or external DNS server or both.

3.3.2

Validation and Attack Detection (VAD)

VAD maintains a copy of records from the local
authoritative DNS server. This is used as reference to
determine if the hosted authoritative DNS is
compromised. For validating caching server resolutions,

VAD looks up n number of trusted DNS servers to obtain
correct resolution for the FQDN queries captured by
RCM. Then the VAD compares the trusted server
resolution responses against the response sent by the
monitored virtual DNS server or the external DNS server.
Note that unlike virtual DNS servers which operate using
standard insecure UDP protocol, this component makes
use of secure communication using DNSSEC and IPSec
VPN tunnel to lookup pool of trusted DNS servers to
avoid eavesdropping or man-in-the-middle attacks.
Although there can be time delays for such resolutions,
this will not impact our model since we are not
performing active prevention of attacks.
The VAD is also used for monitoring the runtime state of
the virtual DNS server and detect the compromise of the
DNS servers. If the attacker exploits vulnerabilities in the
DNS application or the operating systems in the virtual
machine and install rootkits, such attacks are also
detected by the VAD component. At regular intervals
VAD checks what processes are running on the
monitored DNS server. We have analysed the default
processes for The Berkeley Internet Name Daemon
(BIND) 9.8.1-P1 running as the DNS on Linux server
with 3.5.0-23 kernel. There are total of 59 processes in
the clean state installation of DNS on Linux. Figure 4
shows partial list of the processes running in the DNS
server virtual machine and the highlighted process named
which is located in specified path (/usr/sbin/named) is
responsible for receiving and responding to the client
resolution requests). We maintain the details of these 59
processes in the VAD and use this as reference to monitor
the DNS server during runtime. We make use of the VMI
interface to directly extract the runtime information from
the monitored DNS. Figure 5 shows the partial list of
processes and their corresponding address location
obtained by the VAD component. If there is any variation
from the default process list then the DNS sever is
considered to be compromised. Note that it is not an easy
task for the attackers to alter the process list obtained by
the VAD since it is running in the VMM.
Now let us consider how the VAD can deal with the
ID guessing attacks. Although the attacker can
successfully poison the caching DNS server by sending
multiple responses with incremental query ID, this will
result in anomaly at the victim DNS server. The VAD
considers the case of multiple responses with incremental
query ID as suspicious. In this case, the VAD makes use
of the trusted servers for correct resolution. If these
resolutions vary from the resolutions in the caching DNS
server then the VAD alerts the administrator and triggers
VMDRM.
Note that for case 1 and case 2 of attacks considered in
Section 2, the detection of the attack is based on the
random validation of the resolution requests and
responses. However the detection of attacks in case 3 is
based on the suspicious event of multiple responses with
incremental query ID. Furthermore, we are using process
validation to determine the compromise of based on the
suspicious event of multiple responses with incremental
query ID. Furthermore, we are using process validation to
determine the compromise of monitored DNS server and
resolution from trusted servers for determining the correct
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Figure 4: VM processes for BIND DNS server
resolution and detecting the attacks for cache poisoning
and ID guessing.

Figure 5: Runtime process validation using VMI

3.3.3

VM Data Restore Mechanism (VMDRM)

The VMDRM inspects to see whether the incorrect data
has already been written to file using a VMI technique
and categorises what kind of threat the DNS server was
under. Depending on attack, VMDRM restores the related
DNS records and cache files from the last known good
configuration by restoring the full virtual machine from a
snapshot. If a VM receives an inaccurate response from
an external DNS server, VMDRM will flush the DNS
cache from the VM.

3.4

All other virtual machines are called “domain U" (domU)
in Xen terminology. Initially, on x86 architecture, Xen
kernel code runs in Ring 0, while the hosted domains run
in Ring 1 or Ring 3. Running operating system in Ring 1
or 3 instead of usual Ring 0 required operating system to
be modified in order to suit the new privilege levels. This
means only paravirtualized (i.e. modified operating
systems) guests were able run on Xen. But Xen version
3.0 and above can use unmodified guest operating
systems (e.g. Microsoft Windows XP) for hardwareassisted virtual machines (HVM) with supporting
underlying hardware(e.g. Intel VT and AMD Pacifica).

4.1

Design Choices

Components RCM and VMDRM are placed in Dom0 of
the hypervisor as RCM needs to be in the data path of the
bridge interface using the VMMs backend driver domain
and VMDRM require restoration and prevention abilities
which can trigger commands available within the
hypervisor. VAD component which is placed inside the
Dom0 is used for process validation, DNSSEC validation
with authoritative servers and establishing permanent
secure tunnel using IPSec VPN with an external trusted
server.

Trusted Server

Trusted server is an external entity to our model. The
VAD makes use of DNSSEC if it is supported by the
Authoritative servers for secure resolution. For the cases
where the authoritative servers do not support DNSSEC,
we assume that there is a trusted server (see Figure 3)
which can be used by the VAD to determine correct
resolution. The trusted server can make further queries to
multiple trusted servers for determining the correct
resolution. Also any of secure communication such as
DNSSEC or IPsec is used for communication between
trusted servers.
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Implementation and Analysis

We have implemented our model using Xen VMM and
DNS servers running as virtual machines on the VMM.
Xen VMM started off as a research project at the
University of Cambridge and it was first introduced by
Barham et al. (2003) as a high-performance resourcemanaged virtual machine monitor, which enables
applications such as distributed web services, server
consolidation and secure computing platforms. Xen is a
native (or hypervisor-based) VMM where it runs directly
on the hardware as lowest and most privileged layer. In
Xen terminology “domain" refer to a running virtual
machine within which a guest OS executes. “domain 0"
(Dom0) boots with the hypervisor and works as the
control interface with special management privileges
which has direct access to underlying physical hardware.
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Conclusion

In this paper we have analysed different types of attacks
on the DNS server and proposed techniques to deal with
these attacks. The main focus of our work is on the
passive detection of attacks. Although our architecture is
able to detect different types of attacks, it will not prevent
the client from being attacked. In our current work, we
are developing active defence techniques to counteract
these attacks and secure the clients.
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