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Preface

The 11th annual meeting of the Australasian Information Security Conference (ACSW-AISC 2013) was
held in Adelaide, at the City West Campus of the University of South Australia, as part of the Australasian Computer Science Week, January 29 - February 1, 2013. Originally, our conference was called
the Australasian Information Security Workshop. In 2008, it was renamed the Australasian Information
Security Conference. The main aim of the ACSW-AISC is to provide a venue for researchers to present their
work on all aspects of information security, and to promote collaboration between academic and industrial
researchers working in this area.
We received 18 submissions. Most authors were from Australia or New Zealand, but some were from
Egypt, Fiji, Iran, Japan, Malaysia, Pakistan, and the USA. After a rigorous refereeing process, we accepted
8 papers (44%) for presentation at ACSW-AISC 2012. We extend our thanks to all the authors for their
quality submissions, and to all the members of the Program Committee and external referees for their
expert reviews.
Following tradition from previous years, we awarded a prize for the Best Student Paper. Papers can
be considered for this award only if the major contribution is due to a student author, who must be the
first author of the paper. Eight papers entered the competition. This year Hamid Mohammadzadeh from
the University of Malaya, Malaysia, won the Best Student Paper Prize for “Evaluation of Fingerprinting
Techniques and a Windows-based Dynamic Honeypot”. Our warm congratulations to Hamid and his coauthors Masood Mansoori and Ian Welch on this excellent achievement!
Tansu Alpcan of the University of Melbourne delivered an invited lecture on A Decision and Game
Theoretic Approach to Networked System Security with Applications to Power Grid. His abstract appears
after the last paper in these proceedings. We used EasyChair to manage the submissions and reviews. We
found this webservice very helpful and we thank its maintainers. Last but not least, we are grateful to the
ACSW 2013 organizing committee for their hard work and invaluable support throughout the preparation
of the conference.

Clark Thomborson
University of Auckland
Udaya Parampalli
University of Melbourne
ACSW–AISC 2013 Programme Chairs
January 2013
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Welcome from the Organising Committee

On behalf of the Organising Committee, it is our pleasure to welcome you to Adelaide and to the 2013
Australasian Computer Science Week (ACSW 2013). Adelaide is the capital city of South Australia, and
it is one of the most liveable cities in the world. ACSW 2013 will be hosted in the City West Campus
of University of South Australia (UniSA), which is situated at the north-west corner of the Adelaide city
centre.
ACSW is the premier event for Computer Science researchers in Australasia. ACSW2013 consists of
conferences covering a wide range of topics in Computer Science and related area, including:
– Australasian Computer Science Conference (ACSC) (Chaired by Bruce Thomas)
– Australasian Database Conference (ADC) (Chaired by Hua Wang and Rui Zhang)
– Australasian Computing Education Conference (ACE) (Chaired by Angela Carbone and Jacqueline
Whalley)
– Australasian Information Security Conference (AISC) (Chaired by Clark Thomborson and Udaya
Parampalli)
– Australasian User Interface Conference (AUIC) (Chaired by Ross T. Smith and Burkhard C. Wünsche)
– Computing: Australasian Theory Symposium (CATS) (Chaired by Tony Wirth)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Bahman
Javadi and Saurabh Kumar Garg)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Kathleen Gray and Andy Koronios)
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Flavio Ferrarotti and Georg
Grossmann)
– Australasian Web Conference (AWC2013) (Chaired by Helen Ashman, Michael Sheng and Andrew
Trotman)
In additional to the technical program, we also put together social activities for further interactions
among our participants. A welcome reception will be held at Rockford Hotel’s Rooftop Pool area, to enjoy
the fresh air and panoramic views of the cityscape during Adelaide’s dry summer season. The conference
banquet will be held in Adelaide Convention Centre’s Panorama Suite, to experience an expansive view of
Adelaide’s serene riverside parklands through the suite’s seamless floor to ceiling windows.
Organising a conference is an enormous amount of work even with many hands and a very smooth
cooperation, and this year has been no exception. We would like to share with you our gratitude towards
all members of the organising committee for their dedication to the success of ACSW2013. Working like
one person for a common goal in the demanding task of ACSW organisation made us proud that we got
involved in this effort. We also thank all conference co-chairs and reviewers, for putting together conference
programs which is the heart of ACSW. Special thanks goes to Alex Potanin, who shared valuable experiences
in organising ACSW and provided endless help as the steering committee chair. We’d also like to thank
Elyse Perin from UniSA, for her true dedication and tireless work in conference registration and event
organisation. Last, but not least, we would like to thank all speakers and attendees, and we look forward
to several stimulating discussions.
We hope your stay here will be both rewarding and memorable.

Ivan Lee
School of Information Technology & Mathematical Sciences
ACSW2013 General Chair
January, 2013

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2013 in Adelaide. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The original component conferences - ACSC, ADC, and CATS, which formed the basis of ACSW
in the mid 1990s - now share this week with eight other events - ACE, AISC, AUIC, AusPDC, HIKM,
ACDC, APCCM and AWC which build on the diversity of the Australasian computing community.
In 2013, we have again chosen to feature a small number of keynote speakers from across the discipline:
Riccardo Bellazzi (HIKM), and Divyakant Agrawal (ADC), Maki Sugimoto (AUIC), and Wen Gao. I
thank them for their contributions to ACSW2013. I also thank invited speakers in some of the individual
conferences, and the CORE award winner Michael Sheng (CORE Chris Wallace Award). The efforts of the
conference chairs and their program committees have led to strong programs in all the conferences, thanks
very much for all your efforts. Thanks are particularly due to Ivan Lee and his colleagues for organising
what promises to be a strong event.
The past year has been turbulent for our disciplines. ERA2012 included conferences as we had pushed
for, but as a peer review discipline. This turned out to be good for our disciplines, with many more
Universities being assessed and an overall improvement in the visibility of research in our disciplines. The
next step must be to improve our relative success rates in ARC grant schemes, the most likely hypothesis for
our low rates of success is how harshly we assess each others’ proposals, a phenomenon which demonstrably
occurs in the US NFS. As a US Head of Dept explained to me, ”in CS we circle the wagons and shoot
within”.
Beyond research issues, in 2013 CORE will also need to focus on education issues, including in Schools.
The likelihood that the future will have less computers is small, yet where are the numbers of students
we need? In the US there has been massive growth in undergraduate CS numbers of 25 to 40% in many
places, which we should aim to replicate. ACSW will feature a joint CORE, ACDICT, NICTA and ACS
discussion on ICT Skills, which will inform our future directions.
CORE’s existence is due to the support of the member departments in Australia and New Zealand,
and I thank them for their ongoing contributions, in commitment and in financial support. Finally, I am
grateful to all those who gave their time to CORE in 2012; in particular, I thank Alex Potanin, Alan Fekete,
Aditya Ghose, Justin Zobel, John Grundy, and those of you who contribute to the discussions on the CORE
mailing lists. There are three main lists: csprofs, cshods and members. You are all eligible for the members
list if your department is a member. Please do sign up via http://lists.core.edu.au/mailman/listinfo - we
try to keep the volume low but relevance high in the mailing lists.
I am standing down as President at this ACSW. I have enjoyed the role, and am pleased to have had
some positive impact on ERA2012 during my time. Thank you all for the opportunity to represent you for
the last 3 years.

Tom Gedeon
President, CORE
January, 2013

ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2014. Volume 36. Host and Venue - AUT University, Auckland, New Zealand.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
APCCM
AUIC
AusPDC
AWC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computer Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian User Interface Conference
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Australasian Web Conference
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and AISC 2013 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

CORE - Computing Research and Education,
www.core.edu.au

Australian Computer Society,
www.acs.org.au

University
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Project:
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Date:
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Abstract
A5/1 is a shift register based stream cipher which
uses a majority clocking rule to update its registers.
It is designed to provide privacy for the GSM system.
In this paper, we analyse the initialisation process
of A5/1. We demonstrate a sliding property of the
A5/1 cipher, where every valid internal state is also
a legitimate loaded state and multiple key-IV pairs
produce phase shifted keystream sequences. We describe a possible ciphertext only attack based on this
property.
keywords: A5/1, initialisation process, resynchronisation, slide attacks, stream cipher.
1

Introduction

The privacy of mobile telephone communications is
protected by the A5/1 stream cipher. A5/1 is used
as a world wide standard for mobile phone encryption.
The approximate design of A5/1 was leaked in 1994
and the exact design revealed in 1999, when it was
reverse engineered by Briceno [6]. A5/1 is a bit-based
stream cipher that takes a 64-bit secret key and 22-bit
IV (frame number) as inputs into the 64-bit internal
state. The state is contained in three shift registers.
Slid pairs in stream ciphers were first discussed by
by Biryukov and Wagner [4]. This research considers
specifically the interaction between the initialisation
and the keystream generation processes of A5/1 that
can produce slid pairs, with a particular focus on slid
pairs generated by a single secret key and different
IV’s.
Most recent stream cipher proposals require an initialisation process as an essential part of the stream
ciphers’ specification. During the initialisation process, a secret key, k, and an initialisation vector (IV),
v, are loaded into the registers to form a loaded state.
This is then processed to diffuse k and v across the
internal state. A good initialisation process should
ensure that keystream formed from the same key but
different IV’s does not reveal information about the
secret key. In this paper, we demonstrate that a slid
pair can be used to leak some information about the
secret key using the properties of the initialisation and
keystream generation processes of the A5/1 cipher.
For stream ciphers, it is sometimes possible to
find different key-IV pairs that produce phase shifted
This paper appeared at Australasian Information Security Conference (ACSW-AISC), Adelaide, Australia. It is published
as Conferences in Research and Practice in Information Technology, Vol. 138, Eds. C. Thomborson and U. Parampalli.
Reproduction for academic, not-for profit purposes permitted
provided this text is included.

keystream [4, 7, 18, 21, 24], since stream ciphers use
finite state machines (with predefined state update
functions) to perform the initialisation and keystream
generation processes. We refer to the loaded states
formed from these key-IV values as slid pairs. This
is the case for A5/1. For a given key it may be
possible to find multiple IV’s that result in phase
shifted keystreams. An attacker may use these shifted
keystreams from frames in the same conversation to
reveal some information about the secret key.
This paper is organized as follows. Section 2 describes slide attacks in stream ciphers. Section 3
presents a full description of the A5/1 stream cipher.
Section 4 gives a brief review of previous attacks on
A5/1. A theoretical analysis of slid pairs in the A5/1
cipher is presented in Section 5. Section 6 presents
the experimental results and some examples of the
theoretical analysis. Section 7 presents a practical
procedure using slid pairs to attack A5/1. Section 8
concludes the paper.
2

Resynchronisation and Slide Attacks

The slide attack is a generic attack which was first
applied to block ciphers by Biryukov and Wagner in
1999 [4] and 2000 [5]. The slide attack has also been
applied to stream ciphers that are based on block ciphers such as LEX cipher [23] and WAKE-ROFB [4]
and more recently to other stream ciphers, such as
Grain [7, 18, 24] and Trivium [21].
In the case of stream ciphers, during initialisation
a key-IV pair is loaded into an internal state, to form
a loaded state. The state is updated for α iteration(s). If a state that is obtained from this process
can also be obtained as a loaded state for another keyIV pair then the two loaded states form a slid pair.
Figure 1 illustrates the initialisation and keystream
generation processes resulting in two keystream sequences shifted by α bit(s). The relationship between
the two keystreams z and z 0 is given by Equation 1.
(k, v) =⇒ z
0

0

(1)
0

0

(k , v ) =⇒ z , where z = z  α
Slid pairs can lead to phase shifted keystream
when the initialisation and key stream generation processes have the following properties:
a) Iterations of the initialisation process are the
same as each other.
b) Iterations of the keystream generation process are
the same as each other.
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c) State update functions for both the initialisation
and keystream generation processes have a degree
of similarity.

is encrypted using z and a second message m2 is encrypted using z 0 to give f1 and f2 respectively. Then:
(f1  α) ⊕ f2 = (m1  α) ⊕ m2

Initialisation
process

Initialisation
process

Keystream
Generator

Keystream
Generator

Figure 1: Slid pairs and stream ciphers

Most stream ciphers follow the (a) and (b) conditions above, but there is a wide variety in the extent
to which condition (c) applies. For the Grain family
of stream ciphers [14, 16, 15] the functions differ and
for the Trivium stream cipher [8] the functions are
identical.
Grain v1.0 [16] was analyzed [18] to find slid pairs.
For any key-IV pair (k, v) there exists a related (k 0 , v 0 )
pair which generates a 1-bit shifted keystream with
probability of 2−2 . In general, for a key-IV pair,
(k, v), there exists a related (k 0 , v 0 ) pair which generates an n-bit shifted keystream with probability of
2−2n [7]. Zhang and Wang [24] demonstrated some
sliding weak key-IV combination that apply to various members of the Grain family of ciphers.
The Trivium stream cipher [8] was analyzed by
Priemuth-Schmid and Biryukov [21] in 2008. They
found that for a key-IV pair, (k, v), there exists a
related (k 0 , v 0 ) pair which generates a 111-bit shifted
keystream for more than 239 out of 280 keys.
The A5/1 cipher satisfies all three conditions
above. In fact, like Trivium, the state update functions during the diffusion phase of initialisation and
during keystream generation are identical. So, this cipher is an obvious candidate for the existence of slid
pairs. Moreover, every valid internal state is also a
legitimate loaded state, so for A5/1, slid pairs can
occur at any distance α ≥ 1.
Application of slid pairs
Slid pairs can be used to attack some stream ciphers.
The complexity of attacks may depend on the combination of key-IV’s. The three possible cases of key-IV
combinations that produce the slid pairs in stream
ciphers are:
Case 1 The same secret key and different IV’s produce out of phase keystream sequences. That is
(k, v) and (k, v 0 ) produce z and z 0 respectively,
where z 0 = z  α.

As shown in [9], it is possible to attack an XOR
combination of form (m1  α) ⊕ m2 using the redundancy of the plaintext. Furthermore, when this
occurs for Case 1 this may leak information about
the secret key. This is the case for A5/1 cipher, as
we show in Section 7. From a cryptographic perspective, Case 1 is the most important flaw for attackers, because this situation can occur between separate
frames of a single message particularly on a frame
based channel such as GSM, where the same secret
key is used for each frame in a communication with
different IV’s.
3

Description of A5/1

A5/1 [3, 12] is a bit based stream cipher which uses
three binary LFSRs, denoted A, B and C, with
lengths of 19, 22 and 23 bits respectively, giving a
state size of 64 bits. Each LFSR has a primitive
feedback polynomial. Let S denote the internal state
of A5/1 and let SA , SB and SC denote the internal states for the components registers A, B and C
respectively. Let sia,t denote the contents of stage i
of register A at time t, for 0 ≤ i ≤ 18, sib,t denote
the contents of stage i of register B at time t, for
0 ≤ i ≤ 21, sic,t denote the contents of stage i of
register C at time t, for 0 ≤ i ≤ 22.
A secret key of 64 bits is used for each conversation
and a 22-bit frame number is used as the IV for each
frame. Let ki denote the secret key for 0 ≤ i ≤ 63 and
vi denote the IV for 0 ≤ i ≤ 21. The three registers
are regularly clocked during loading of the key and IV
(frame number), while a majority clocking mechanism
is used for the diffusion phase and for keystream generation. The use of majority clocking implicitly introduces nonlinearity to the keystream sequence. This
is the only nonlinear operation performed.
To implement the majority clocking scheme, each
10
register has a clocking tap: stages s8a,t , s10
b,t and sc,t .
The contents of these stages determine which registers will be clocked at the next iteration: those registers for which the clock control bits agree with the
majority value are clocked. For example, if s8a,t = 0,
10
s10
b,t = 1 and sc,t = 0, then the majority value is 0
and registers A and C are clocked. Thus, either two
or three registers are clocked at each step. Figure 2
shows a pictorial diagram of the A5/1 stream cipher.
Register (A)
18 17 16

13

8

0

Clocking tap

Case 2 Different secret keys and different IV’s produce out of phase keystream sequences. That is
(k, v) and (k 0 , v 0 ) produce z and z 0 respectively,
where z 0 = z  α.

Register (B)
21 20

10

0

Clocking tap

Register (C)

Case 3 Different secret keys and the same IV produce out of phase keystream sequences. That is
(k, v) and (k 0 , v) produce z and z 0 respectively,
where z 0 = z  α.
Whenever slid pairs generate shifted keystream,
e.g. z 0 = z  α, the corresponding ciphertexts can
be combined to reveal some of the message content;
for example, consider messages m1 and m2 where m1

4

22 21 20

10

7

0

Clocking tap

Figure 2: A5/1 Stream cipher.

3.1

Initialisation process

The initialisation process is conducted in two phases
as follows.
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3.1.1

Loading phase

- Maximov, Johansson and Babbage [20] described improvements to the Ekdahl-Johansson
attack [10]. The resulting attack needs less than
a minute of computations and a few seconds of
known conversation. The performance of this attack varies depending on the strategy used.

At the beginning, all stages of the three registers are
set to zero. Each linear feedback shift register is regularly clocked 64 times as each key bit, ki , is XORed
with the register feedback to form the new value of
stage s0 . Following this, each register is regularly
clocked 22 times as the IV is loaded in the same manner [3]. At the end of the loading phase, the registers
are in the loaded state. Note that the state update
function during the loading phase is entirely linear.
That is, the content of each stage in each register are
independent linear combinations of key and IV bits.
3.1.2

Diffusion phase

The diffusion phase involves performing 100 iterations
of the initialisation state update function using the
majority clocking scheme. At the end of diffusion
phase the cipher is in its initial state and is ready for
keystream generation.
3.2

Keystream Generation

Keystream generation comprises 228 iterations using
the same majority clocking rule used during the diffusion phase. In each iteration, the keystream bit is
obtained by XORing the output bit of the three reg21
22
isters zt = s18
a,t ⊕ sb,t ⊕ sc,t .
Each 228-bit telephone frame is sent every 4.6 milliseconds as a communication between two parties A
and B, with each frame consisting of 114 bits to communicate from A to B and another 114 bits to communicate from B to A.
4

Previous Attacks

As it is widely used, the A5/1 cipher has received
the attention of cryptanalysts for several years. This
section gives a brief overview of the previous security
analysis of A5/1.
- Golić [12, 13] discussed an application of divideand-conquer attack with average computational
complexity of 240 based on the solution of a system of linear equations. Then, he used a timememory trade-off attack based on the birthday
paradox with T · M ≥ 263.32 , where T and M are
the required computational time and memory (of
128-bit word) respectively. The result, 263.32 is
based on the number of reachable states after
one clock. This attack requires a huge amount of
memory for the precomputational process.
- Biryukov, Shamir, and Wagner [3] described an
improved time-memory trade-off attack. This attack requires a few seconds to a few minutes to
attack A5/1 using a precomputation memory of
150 to 300 GB and 242 to 248 steps.

- Gendrullis, Novotnỳ and Rupp [11] demonstrated a real world attack for A5/1 based
on [17], performed by a special hardware device. It requires 64 consecutive keystream bits
and takes 6 hours on average (12 hours maximum) to obtain the secret key.
Most of the attacks outlined above require knownplaintext while our attack can be conducted using ciphertext alone to identify the secret key.
5

Analysis of Initialisation Processes

The A5/1 stream cipher has a 64-bit internal state
and uses a 64-bit secret key and a 22-bit IV to form
a loaded state. So, there are 264 possible internal
states. Since the loading phase is linear, it is clear
that each loaded state can be obtained from multiple
key-IV pairs.
By analysing the loading phase (which uses regular
clocking), we can see that each loaded state can be
obtained from 222 different key-IV combinations. A
given loaded state can be formed from 222 different
keys with appropriate IV’s.
As the number of possible internal states is the
same as the number of loaded states, it is clear that
an internal state obtained after a certain number of
iterations α, is also a legitimate loaded state. That is
for any α > 0, we can always find two different key-IV
pairs which produce a slid pair separated by α clocks.
Further, since the update functions during diffusion
and keystream generation are identical, this slid pair
will always produce keystream sequences which are
out of phase by α bits.
5.1

Loading Phase

As the operation of the LFSRs during the loading
phase is linear, it can easily be represented in terms
of matrix operations. An analysis of the matrices
involved then enables us to identify the conditions
under which a slid pair can occur. We conduct our
analysis under the assumption that we are looking for
slid pairs in which both loaded states were generated
from the same secret key (but necessarily with different IV’s).
We first note that the autonomous operation of
each LFSR can be described in terms of a matrix
equation [19] as follows. Suppose that the stages of
the register are denoted as s0 , s1 , . . . sd and that the
update function can be represented as

- Biham and Dunkelman [2] attacked A5/1 using
a given 220.8 bits of the keystream within 239.91
clocks. This attack is feasible but it requires a
lot of asymptotic processes.

s0t+1 = c0 s0t ⊕ c1 s1t ⊕ . . . cd sdt

- Ekdahl-Johansson [10] reported an attack which
is based on the correlation attack. This attack
is independent of the the shift registers length
but dependent on the number of iterations during
initialisation process. It exploits the weak key
initialisation of A5/1. It requires around 5 min
conversation to attack in 5 min with success rate
more than 70%.

Putting St = [s0 s1 . . . sd ]| , the register update
(clocking) operation can be represented by the equivalent matrix equation

sjt+1 = sj−1
t

1≤j≤d

5
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St+1 = CSt




where C = 



c0 c1
1 0
0 1
..
..
.
.
0 0
0 0

. . . . . . cd−1 cd
......
0
0 
......
0
0 

.
.. 
.. ..
..
. .
. 

......
0
0
......
1
0


is the state transition matrix of the register.
During the loading of the key into the register, the
register state update function is given by
St+1 = CSt ⊕ σkt

where M = [C 21 σ
[v0 v1 . . . v20 v21 ]| .
5.2

C 20 σ . . . Cσ

σ] and V

=

Diffusion Phase

We now set τ = −86, so that S0 represents the loaded
state of the system, and consider the behaviour of
A5/1 during the mixing phase. During this phase,
the registers of A5/1 are clocked using a majority
clocking rule, so for a single iteration, there are four
different clocking cases to consider. These are:
Case 1 All registers are clocked
Case 2 Registers A and B are clocked

where σ = [1 0 . . . 0]| indicates that the new key bit
is XORed into the feedback of the LFSR. If we take
t = τ to indicate the register state before loading commences and iterate this process several times, from
t = τ to t = τ + l (where l denotes the key length),
we have

Case 3 Registers A and C are clocked
Case 4 Registers B and C are clocked
For each of these cases, there will be a different
state transition matrix (Cx say) for the system, as
follows:

Sτ +1 = CSτ ⊕ σk0
Sτ +2 = C(CSτ ⊕ σk0 ) ⊕ σk1 = C 2 Sτ ⊕ Cσk0 ⊕ σk1
..
.
Sτ +l = C l Sτ ⊕ C l−1 σk0 ⊕ C l−2 σk1 ⊕ . . . ⊕ Cσkl−2
⊕ σkl−1

for case 1: Cx = C, as defined previously

"

CA 0 0
0 CB 0
0
0 I

#

"

CA 0 0
0 I 0
0 0 CC

#

"

I 0
0
0 CB 0
0 0 CC

#

for case 2: Cx = Cab =

= C l Sτ ⊕ N K
l−1

l−2

where N = [C σ C σ . . . Cσ σ] and K =
[k0 k1 . . . kl−2 kl−1 ]| .
The above analysis can be extended easily to cases
such as A5/1, which have three LFSRs, by denoting
the states of the three registers as SA , SB and SC ,
and their state transition matrices as C A , C B and
C C , and defining the state transition matrix of the
combined system in matrix block form as




CA 0
0

C=
0 C B 0  acting on
0
0 CC

"

SA
SB
SC

#

for case 3: Cx = Cac =

for case 4: Cx = Cbc =

Now suppose that we are looking for slid pairs with
a slide distance of α = 1 in which both loaded states
arise from the same secret key. We have
S1 = Cx S0

Likewise, denoting the σ and N matrices of each
register as σ A , σ B , σ C and N A , N B , N C , the combined σ and N matrices for the whole system can be
defined as




σA
NA
σ =  σ B  and N =  N B 
σC
NC
With these modifications, the equation above, Sτ +l =
C l Sτ ⊕ N K, is also valid for the combined system.
Noting that Sτ = [0 0 . . . 0]| for the registers of A5/1,
this equation reduces to Sτ = N K.
A similar analysis can also be undertaken for loading the IV bits into the LFSRs. For a 64-bit key and
a 22-bit IV, we have
Sτ +64 = N K
Sτ +86 = C 22 N K ⊕ M V

6

with

S0 = C 22 N K ⊕ M V

Now if S1 is also a loaded state for the same key
K and different IV, V 0 , we have
S1 = C 22 N K ⊕ M V 0
and hence

or

M V ⊕ M V 0 = S0 ⊕ S1
M ∆ = (I ⊕ Cx )S0
= (I ⊕ Cx )(C 22 N K ⊕ M V )

(2)

where ∆ = V ⊕ V 0 = [δ0 δ1 . . . δ2 1]| .
For each of these cases, we can use Equation 2, together with the conditions guaranteeing the relevant
type of clocking, to determine a set of conditions on
the various bits of ∆, K and V that must be satisfied in order for a slid pair to occur in the manner
described above.
The state transition matrices form the new state
contents of the three registers after α iteration(s) as
shown by the following equations. There are 4 possible state transition matrices to transfer from the
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current state to the next one. Therefore, the total
number of possible state transition matrices from the
beginning of diffusion phase at t = 0 to the required
number of iteration(s) α can be determined as 22α .
For α = 1,

For α = 2,

M ∆ = (Cx Cy ⊕ I)S0

where each of the Cx and Cy can be C, Cab , Cac or
Cbc , resulting in 16 cases
For α = 3,

Experimental Results

This section focuses on finding slid pairs of A5/1 for
α = 1 and 2 only. The analysis is performed by examining Equation 2 for each clocking case. For each
clocking case, we find slid pairs for the same secret key
(where the secret key is fixed for both slid pairs) with
different IV’s and describe the relationship between
the first IV, v, and second IV, v 0 . This relationship
is key dependent. In addition, the secret key is expressed as a relationship between some key bits and
other bits from both the key and the first IV, v.
6.1

2

3

4

free key bits
Involved IV bits

20
4

22
22

21
22

20
22

key
IV1
IV2
Keystream1
Keystream2

0x2D37B6F7292DFFFB
0x200000
0xE05A00
{0}0x5E449A6F3414F3CD76F567275D31CFE1A4F4AE4F4D3C954D3CB124D9A
0x5E449A6F3414F3CD76F567275D31CFE1A4F4AE4F4D3C954D3CB124D9A

key
IV1
IV2
Keystream1
Keystream2

0xF77832CC89EFFFFB
0x200000
0x4001A4
{1}0xF798818F32A6B4772F5B2E55B8808541301E49CA76B11BC46F65C1494
0xF798818F32A6B4772F5B2E55B8808541301E49CA76B11BC46F65C1494

Table 2: Two keystreams shifted by 1 bit generated from
same key and different IV

M ∆ = (Cx Cy Cz ⊕ I)S0

where each of the Cx , Cy and Cz can be C, Cab , Cac
or Cbc , resulting in 64 cases
Equation 2 is analysed using Gaussian Elimination
to find the conditions mentioned above. We start
with a matrix (M ) with dimension (64 × 22) and a
vector (∆) of 22 elements in the left side and in the
right side a matrix (C 22 N ||M ) with dimension (64 ×
86) and a vector (K||V ) of 86 elements. Gaussian
Elimination is applied to the M matrix to determine
the relationship between deltas {δ0 , δ1 . . . δ21 } and the
key-IV bits. This is obtained from the top 22 rows.
This relationship forms the second IV, v 0 . The last 42
rows are the bases of the conditions that are required
to get slid pairs. It consists of 42 equations of 86
variables, with each equation equal to zero.
6

1

Table 1: slid pairs after 1 clock

M ∆ = (Cx ⊕ I)S0

where Cx can be C, Cab , Cac or Cbc for each of the
four different cases respectively.

cases

For α = 1

Keystream sequences shifted by one bit can be obtained from two different pairs (same key with different IV’s). Based on the analysis of Equation 2 described above, Table 1 shows the number of key and
IV bits that must be specified to form a 64-bit secret
key that results in 1-bit shifted keystream for each of
the four cases. Table 2 shows two examples of slid
pairs (in hex) for a secret key with two different IV’s
that generate keystream sequences that are shifted by
one bit. Note: the bits {0} and {1} are the shifted bits
(in binary) between these two keystream sequences in
each case. Note also that the final byte of keystream
only contains three or four bits, and that these are
treated as MSBs in each case. The keystream length
is 228 bits and due to the one bit shift, the two sequences contain a common 227-bit sequence.
For case 1, a 64-bit secret key is formed from 20
free key bits (k42 , k44 , k45 , k47 to k63 ) and 4 IV bits
(v0 , v3 , v11 ⊕v13 ). These 24 bits specify the remaining
44 key bits using the equation in Appendix A. The
rest of the IV bits are free to be chosen and do not

affect the secret key. Therefore, by choosing all possible values for the 20 free key bits and the 22 IV bits,
the total number of slid pairs for case 1 is 242 and the
probability that a randomly chosen key satisfies these
equations for a given IV is 2−44 .
The total number of slid pairs in each of Cases
2, 3 and 4 can be calculated similarly, and the total
numbers of slid pairs are 244 , 243 and 242 respectively.
Therefore, the total number of slid pairs after 1 clock
(for the 4 cases combined) is 245 . Likewise, the probability that a randomly chosen key satisfies the equations for any of these cases (for a given IV) is found
to be 2−41 .
6.2

For α = 2

For the case when α = 2, 2-bit shifted keystream
sequences can be obtained from two different pairs
(same key with different IV’s) that are out of phase
by two bits, as shown by an analysis similar to Equation 2. Table 3 gives the number of key and IV bits
that form a 64-bit secret key that results in keystream
sequences shifted by two bits for each of the 16 cases.
Note the case number is denoted as i j, where i and j
denote the case of first clock and the second clock respectively. Table 4 shows an example of a slid pair in
hex for a secret key with two different IV’s that generate sequences which are shifted by two bits. Note:
the bits {01} are the shifted bits (in binary) between
these 2 keystream sequences. The keystream length
is 228 bits and due to the shift of two bits, the two
keystream sequences contain a common 226 bit sequence.
cases

11

12

13

14

21

22

23

Free key bits
Involved IV bits

18
7

18
22

18
22

18
22

18
22

22
22

18
22

...

24

31

32

33

34

41

42

43

44

18
22

18
22

18
22

21
22

18
22

18
22

18
22

18
22

21
22

...

Table 3: slid pairs after 2 clocks

Slid pairs after 2 clocks can occur in 16 different
cases as shown in Table 3. Numbers of slid pairs can
be calculated in a manner similar to that used for
α = 1. We found that the total number of slid pairs
for α = 2 (for the 16 cases combined) is 245.49 =
240 + 240 + 240 + 240 + 240 + 244 + 240 + 240 + 240 +
240 + 243 + 240 + 240 + 240 + 240 + 243 . Likewise, the
probability that a randomly chosen key satisfies the
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key
IV1
IV2

0x1DCCC463432BFFFB
0x200000
0xC36D70

Keystream1
Keystream2

{01}0x916F6D486AF626F3247A77C97846CAED1D6D35B95D712F89B6B11EEB0
0x916F6D486AF626F3247A77C97846CAED1D6D35B95D712F89B6B11EEB1

Table 4: Two keystreams shifted by 2 bit generated from
same key and different IV

equations for any of these cases (for a given IV) is
found to be 2−40.51 .
Similarly, this work can be extended for a greater
number of iterations to analyse the occurrence of the
slid pairs in the A5/1 cipher such as for α = 3, 4, . . ..
The number of cases to be analysed increases as the
value of α increases to 22α as mentioned in Section 5.
7

Attack Procedure

Since A5/1 has a 64-bit key and a 64-bit internal
state, it is not feasible to simply guess the whole secret
key that generates the keystream and check whether
the guess is correct or not. However, if it is possible
to identify the occurrence of a slid pair, the resulting
relationship can be used to reduce the number of key
bits that need to be guessed, forming the basis for an
attack. We outline the procedure for such an attack.
For each conversation there is a secret key and a
series of IV’s (frame numbers). Initialisation with a
new IV (rekeying) is performed after every 228 bits
of keystream, that is, every 4.6 msec. The total
time elapsed to use all 222 possible frame numbers
is around 5 hours and 22 minutes. The first example in Table 2 shows that a slid pair for that specific
secret key occurs after 2.51 minutes.
For the attack, we focus on the most useful attack scenario for an attacker: ciphertext-only. This
scenario assumes the attacker is able to get enough
encrypted speech (ciphertext) and also that the IV’s
(frame numbers) are known.
We describe the algorithm for one bit shifted versions of keystream. However, it can be extended to
other shifts as well. The algorithm depends on identifying where an unknown key k is used for two encrypted frames with known IV’s v and v 0 such that
the resulting keystreams are shifted versions of one
another. We want to identify this from knowledge
of encrypted frames alone. If we XOR an encrypted
frame and a one-bit shifted version of a second encrypted frame where the two keystreams are out of
phase by one, the result is the XOR combination of
two plaintext frames. The XOR combination of plaintext frames can be easily identified due to the redundancy of plaintext [9]. This is critical in step 2 of the
four step algorithm presented below. Note that our
aim is to find the secret key rather than to decrypt an
individual frame. The attack algorithm is as follows:
Attacking Algorithm
Step 1: Divide the encrypted speech (ciphertext)
into separate frames. Each ciphertext frame corresponds to a different IV.
Step 2: Obtain fi ⊕ fj  1 for every available pair
of frames for 0 ≤ i 6= j ≤ 222 and use the redundancy of speech to determine whether shifted
keystream is present, where fi and fj are the ith
and j th encrypted frame respectively.
• If so, note the IV’s of the relevant frames.
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• If not, the algorithm fails for the entire conversation.
Step 3: If shifted keystream has been identified, find
a candidate key, k ∗ , by guessing and checking
each possible key, as follows:
For each of cases 1, 2, 3, and 4 do:
• Guess the free key bits in the relevant set of
equations in Appendix A.
• Use these free key bits and the known IV’s
to obtain the remaining key bits using the
equations of Appendix A.
• Use the candidate key k ∗ with any available IVs to generate keystreams for several
frames using the A5/1 algorithm.
• Try to decrypt the frames from the previous
step using the generated keystreams.
– If decryption is successful, the candidate key for this conversation is equivalent to the actual key.
– If not, repeat the process for another
guess.
Step 4: Use the secret key with known IV’s to decrypt the entire intercepted ciphertext.
In step 2 : it is possible that multiple pairs of
frames will be identified due to the state convergence
in A5/1 [22].
In step 3 : if two encrypted frames have been
identified as shifted keystream, then the guessing process should cover the four cases 1, 2, 3 and 4 to find
the correct secret key. As shown in Table 1, it requires to guess 20, 22, 21, 20 bits for cases 1, 2, 3 and
4 respectively. For each guess, it requires to substitute the guessed key bits into the relevant equations
in Appendix A to find the remaining key bits. At
this time, it is not clear whether the candidate key
is correct or not. The proposed key must be verified
to decrypt any encrypted frame. Random frames are
chosen with known IVs to generate keystreams using
the proposed secret key. If the keystreams decrypt
the frames correctly then the candidate key is correct, if not use another guess until the correct key is
found or all candidates are exhausted.
Note that the above algorithm is for 1-bit shifts.
If this fails, then it is possible to try for 2-bit shifts
or more. The process is the same with a slight modification in Step 2 only.
Attacking Complexity
For step 2 : The complexity of our attack depends
essentially on the number of comparisons required in
Step 2. If there are N frames in the targeted conversation, then up to N · (N − 1) comparisons must
be performed and each comparison must be done in
both directions (fi ⊕ fj  1) and (fi  1 ⊕ fj ).
For a conversation involving all 222 possible IVs
22
(2 frames ≈ 5 hours 22 minutes), there will be up
to 222 (222 − 1) ≈ 244 comparisons and the success
probability (the probability that the secret key used
in this conversation forms a slid pair using two of
these IVs) is approximately 2−19 . For a shorter conversation, the probability that a slid pair will occur
among the available frames decreases in proportion
to the number of comparisons performed, so with N
frames of conversation the probability of success will
be approximately N · (N − 1) · 2−63 . Table 5 gives
some examples of the number of comparisons and the
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probability of success for various lengths of conversation.
For step 3 : If Step 2 of the attack is successful
in finding a slid pair of the kind we are seeking, then
Step 3 will require up to 44 × 223 ≈ 228.46 additional
calculations to find the correct secret key.
No of
frame

time

Comparison
complexity

Probability
of success

Guessing
required

214
216
218
220
222

1min 16sec
5min 2sec
20min 6sec
1h 21min
5h 22min

228
232
236
240
244

2−35
2−31
2−27
2−23
2−19

228.46
228.46
228.46
228.46
228.46

Table 5: Complexity of various length of conversation

Similarly for α = 2, the probability that the secret
key used in this conversation forms a slid pair using
one of the 222 possible IVs is approximately 2−18.51 .
For shorter conversation, the probability that a slid
pair may occur among the available frames is approximately N · (N − 1) · 2−62.51 .
In a known-plaintext attack [1], the attacker has
a number of plaintext and ciphertext pairs, and the
keystream sequences are known, z = m ⊕ f . Therefore, the attacker can check directly for the presence of shifted keystream instead of using the redundancy property of the messages and Step 3 is unchanged. The total complexity is almost the same
as the ciphertext-only attack scenario, except for the
time for checking redundancy.
8

Conclusion

The occurrence of slid pairs and shifted keystream
sequences in a stream cipher depends on the similarity of the state update functions and the similarity
of each iteration in the initialisation and keystream
generation processes. The A5/1 cipher satisfies these
three conditions, since the loading phase process uses
a purely linear function and the diffusion phase and
keystream generation use identical nonlinear functions. Additionally, as the state space for A5/1 is 264 ,
every internal state is a loaded state. Therefore, slid
pairs exist for this cipher and these slid pairs always
lead to shifted keystream sequences.
In this paper, we searched for slid pairs arising
from the use of the same key and multiple IV’s.
The slid pairs produce shifted keystream sequences.
In each iteration using majority clocking, the A5/1
stream cipher has four possible cases; the registers
clocked are (A, B, C), (A, B), (A, C) or (B, C). As
shown previously in this paper, the total number of
this type of slid pair that can occur after one clock
is 245 , and the probability of getting these slid pairs
(for α = 1) for a randomly chosen secret key over 222
IV’s is 2−19 .
The analysis can be extended to the case of α = 2.
The total number of this type of slid pair is 245.49 and
the probability of getting these slid pairs for α = 2
for a randomly chosen secret key is 2−18.51 .
The above results apply when a full 222 frames are
available. For shorter conversations, the number of
comparisons and the probability of success both decrease quadratically with the number of frames available.
The slid pair attack can be prevented or mitigated
by increasing the size of the internal state relevant

to the key size, using an appropriate loading process
and reducing the similarity of the state update functions of the initialisation process and keystream generation. The first two of these measures increase the
size of phase shifts for slid keystreams. The third
measure decreases the probability of obtaining shifted
keystream from existing slid pairs. In combination,
this will reduce the chance of attacking ciphers using
slid pairs.
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δ17 = c17 ⊕ v17 ⊕ v18
δ18 = c18 ⊕ v0 ⊕ v18 ⊕ v19
δ19 = c19 ⊕ v19 ⊕ v20
δ20 = c20 ⊕ v0 ⊕ v20 ⊕ v21
δ21 = c21 ⊕ v21

From the Gaussian elimination of the remaining
system equations of the matrix representation, there
are 20 free key bits which are free to be chosen. These
bits are {k42 , k44 , k45 , k47 , k48 , k49 , k50 , k51 , k52 ,
k53 , k54 , k55 , k56 , k57 , k58 , k59 , k60 , k61 , k62 , k63 }.
Therefore, 44 bits are dependent on the 20 key bits
and 4 IV bits, {v0 , v3 , v11 , v13 , }. Therefore, there is a
slid pair shifted by one bit for the same key and two
different IV’s with probability of 2−44 .The following
equations show how to form the 44 key bits from other
20 key bits and 4 IV bits.
k0 =k44 ⊕ k45 ⊕ k47 ⊕ k50 ⊕ k51 ⊕ k54 ⊕ k57 ⊕ k62 ⊕ v11 ⊕ v13
k1 =k42 ⊕ k45 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k63
⊕ v0

Proceedings of the Eleventh Australasian Information Security Conference (AISC 2013), Adelaide, Australia

k38 =k42 ⊕ k44 ⊕ k48 ⊕ k50 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k62 ⊕ v0 ⊕ v3
k2 =k44 ⊕ k45 ⊕ k47 ⊕ k48 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k58
⊕ k59 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v3 ⊕ v11 ⊕ v13
k3 =k42 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k56 ⊕ k59 ⊕ k62 ⊕ k63
⊕ v11 ⊕ v13
k4 =k42 ⊕ k47 ⊕ k48 ⊕ k53 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k63
⊕ v0 ⊕ v3
k5 =k45 ⊕ k48 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k57 ⊕ k59 ⊕ k61 ⊕ k63
⊕ v0 ⊕ v3 ⊕ v11 ⊕ v13
k6 =k42 ⊕ k45 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k62
⊕ v11 ⊕ v13
k7 =k42 ⊕ k44 ⊕ k45 ⊕ k47 ⊕ k49 ⊕ k51 ⊕ k56 ⊕ k58 ⊕ k59 ⊕ k61

⊕ v11 ⊕ v13
k39 =k42 ⊕ k44 ⊕ k45 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63
⊕ v3
k40 =k44 ⊕ k45 ⊕ k47 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ v0
⊕ v3
k41 =k47 ⊕ k48 ⊕ k50 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k59 ⊕ k60 ⊕ k61
⊕ k63 ⊕ v0 ⊕ v11 ⊕ v13
k43 =k48 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k62
⊕ k63 ⊕ v3
k46 =k47 ⊕ k48 ⊕ k50 ⊕ k53 ⊕ k54 ⊕ k56 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ k63
⊕ v0

⊕ v0 ⊕ v3 ⊕ v11 ⊕ v13
k8 =k42 ⊕ k49 ⊕ k50 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61
⊕ k63 ⊕ v0 ⊕ v3 ⊕ v11 ⊕ v13
k9 =k42 ⊕ k44 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k57 ⊕ k59 ⊕ k60 ⊕ v0 ⊕ v3
k10 =k44 ⊕ k45 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k55 ⊕ k57 ⊕ k63 ⊕ v3
k11 =k49 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k57 ⊕ k58 ⊕ k61 ⊕ k62 ⊕ v0 ⊕ v11
⊕ v13
k12 =k42 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59
⊕ k60 ⊕ k61 ⊕ k63 ⊕ v0
k13 =k44 ⊕ k45 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k55 ⊕ k57 ⊕ k60 ⊕ k61 ⊕ k62
⊕ v3 ⊕ v11 ⊕ v13
k14 =k42 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k56 ⊕ k57 ⊕ k58
⊕ k62 ⊕ v11 ⊕ v13
k15 =k42 ⊕ k47 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k56 ⊕ k57 ⊕ k60 ⊕ k61 ⊕ k63
⊕ v3
k16 =k45 ⊕ k47 ⊕ k50 ⊕ k51 ⊕ k54 ⊕ k61 ⊕ v3 ⊕ v11 ⊕ v13

Clocking A and B registers (case 2)
This case assumes that the contents of the two stages
10
8
s8a and s10
b are the same but differ from sc (sa =
10
s10
=
6
s
).
This
assumption
is
included
in
the
key
c
b
dependent calculation that is presented later.
The secret key for both pairs are the same (according to our assumption). The relationship between the
first IV, v, and the second IV, v 0 is computed and
shown as follow.
Note: d0 , d1 . . . d21 are secret key dependent constants
(each di is obtained by XORing some of key bits).
They can be calculated using the Gaussian elimination of the system of equations.

k17 =k42 ⊕ k45 ⊕ k47 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k55 ⊕ k57 ⊕ k61 ⊕ k62
⊕ k63 ⊕ v11 ⊕ v13

δ0 =d0 ⊕ v1

k18 =k42 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k56 ⊕ k61 ⊕ v3

δ1 =d1 ⊕ v0 ⊕ v1 ⊕ v2

k19 =k45 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k52 ⊕ k54 ⊕ k58 ⊕ v0 ⊕ v3 ⊕ v11

δ2 =d2 ⊕ v2 ⊕ v3

⊕ v13
k20 =k42 ⊕ k45 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k59 ⊕ k60
⊕ v0 ⊕ v11 ⊕ v13
k21 =k42 ⊕ k44 ⊕ k45 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k58 ⊕ k61
⊕ v3 ⊕ v11 ⊕ v13

δ3 =d3 ⊕ v3 ⊕ v4
δ4 =d4 ⊕ v4 ⊕ v5
δ5 =d5 ⊕ v5 ⊕ v6
δ6 =d6 ⊕ v6 ⊕ v7
δ7 =d7 ⊕ v7 ⊕ v8

k22 =k42 ⊕ k44 ⊕ k45 ⊕ k49 ⊕ k54 ⊕ k55 ⊕ k58 ⊕ k60 ⊕ k62 ⊕ v3

δ8 =d8 ⊕ v8 ⊕ v9

k23 =k44 ⊕ k45 ⊕ k47 ⊕ k52 ⊕ k55 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ v3

δ9 =d9 ⊕ v9 ⊕ v10

k24 =k49 ⊕ k50 ⊕ k52 ⊕ k54 ⊕ k57 ⊕ k59 ⊕ k63 ⊕ v11 ⊕ v13

δ10 =d10 ⊕ v10 ⊕ v11

k25 =k42 ⊕ k47 ⊕ k50 ⊕ k51 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k60 ⊕ k62

δ11 =d11 ⊕ v11 ⊕ v12

⊕ k63 ⊕ v0
k26 =k44 ⊕ k45 ⊕ k48 ⊕ k52 ⊕ k53 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k61 ⊕ k63
⊕ v3 ⊕ v11 ⊕ v13
k27 =k42 ⊕ k44 ⊕ k45 ⊕ k48 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k57 ⊕ k58 ⊕ k59
⊕ k61 ⊕ k63 ⊕ v0
k28 =k45 ⊕ k48 ⊕ k49 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k59
⊕ k62 ⊕ k63 ⊕ v0 ⊕ v3
k29 =k45 ⊕ k47 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k57 ⊕ k58 ⊕ k62 ⊕ v11
⊕ v13
k30 =k42 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k58 ⊕ k60 ⊕ k63 ⊕ v0
k31 =k44 ⊕ k45 ⊕ k51 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k61 ⊕ v3 ⊕ v11
⊕ v13
k32 =k42 ⊕ k44 ⊕ k45 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57
⊕ k59 ⊕ k61 ⊕ k63
k33 =k45 ⊕ k47 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k60 ⊕ k61
⊕ k62 ⊕ v3
k34 =k44 ⊕ k47 ⊕ k49 ⊕ k55 ⊕ k58 ⊕ k62 ⊕ k63
k35 =k45 ⊕ k48 ⊕ k50 ⊕ k56 ⊕ k59 ⊕ k63 ⊕ v0
k36 =k44 ⊕ k45 ⊕ k47 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k59
⊕ k60 ⊕ k61 ⊕ v0 ⊕ v11 ⊕ v13

δ12 =d12 ⊕ v12 ⊕ v13
δ13 =d13 ⊕ v0 ⊕ v13 ⊕ v14
δ14 =d14 ⊕ v0 ⊕ v14 ⊕ v15
δ15 =d15 ⊕ v0 ⊕ v15 ⊕ v16
δ16 =d16 ⊕ v0 ⊕ v16 ⊕ v17
δ17 =d17 ⊕ v17 ⊕ v18
δ18 =d18 ⊕ v0 ⊕ v18 ⊕ v19
δ19 =d19 ⊕ v19 ⊕ v20
δ20 =d20 ⊕ v0 ⊕ v20 ⊕ v21
δ21 =d21 ⊕ v21

From the Gaussian elimination of the remaining
system equations, there are 22 free key bits which are
free to be chosen. These bits are {k42 , k43 , k44 , k45 ,
k47 , k48 , k49 , k50 , k51 , k52 , k53 , k54 , k55 , k56 , k57 , k58 ,
k59 , k60 , k61 , k62 , k63 }. Therefore, 42 bits are dependent on the 22 key bits and 22 IV bits. Therefore,
there is a slid pair shifted by one bit for the same key
and two different IV’s with probability of 2−42 .The
following equations show how to form the 42 key bits
from other 22 key bits and 22 IV bits.

k37 =k42 ⊕ k44 ⊕ k48 ⊕ k49 ⊕ k52 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59
⊕ k60 ⊕ k63 ⊕ v11 ⊕ v13
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k0 =k42 ⊕ k44 ⊕ k45 ⊕ k51 ⊕ k53 ⊕ k55 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k63
⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v7 ⊕ v9 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v21
⊕1
k1 =k42 ⊕ k45 ⊕ k47 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k58
⊕ k60 ⊕ k61 ⊕ k63 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v9 ⊕ v10 ⊕ v11
⊕ v12 ⊕ v15 ⊕ v16 ⊕ v19 ⊕ v20 ⊕ v21
k2 =k43 ⊕ k46 ⊕ k48 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k59
⊕ k61 ⊕ k62 ⊕ v0 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v10 ⊕ v11 ⊕ v12
⊕ v13 ⊕ v16 ⊕ v17 ⊕ v20 ⊕ v21
k3 =k44 ⊕ k47 ⊕ k49 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k59 ⊕ k60
⊕ k62 ⊕ k63 ⊕ v1 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v11 ⊕ v12
⊕ v13 ⊕ v14 ⊕ v17 ⊕ v18 ⊕ v21
k4 =k45 ⊕ k48 ⊕ k50 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61
⊕ k63 ⊕ v0 ⊕ v2 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v12 ⊕ v13
⊕ v14 ⊕ v15 ⊕ v18 ⊕ v19
k5 =k46 ⊕ k49 ⊕ k51 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k62
⊕ v0 ⊕ v1 ⊕ v3 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v13 ⊕ v14 ⊕ v15
⊕ v16 ⊕ v19 ⊕ v20
k6 =k47 ⊕ k50 ⊕ k52 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ k63
⊕ v1 ⊕ v2 ⊕ v4 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v14 ⊕ v15
⊕ v16 ⊕ v17 ⊕ v20 ⊕ v21
k7 =k48 ⊕ k51 ⊕ k53 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v0
⊕ v2 ⊕ v3 ⊕ v5 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v15 ⊕ v16
⊕ v17 ⊕ v18 ⊕ v21
k8 =k49 ⊕ k52 ⊕ k54 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ v0 ⊕ v1
⊕ v3 ⊕ v4 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v16 ⊕ v17
⊕ v18 ⊕ v19
k9 =k50 ⊕ k53 ⊕ k55 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v1 ⊕ v2
⊕ v4 ⊕ v5 ⊕ v7 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v17 ⊕ v18
⊕ v19 ⊕ v20
k10 =k51 ⊕ k54 ⊕ k56 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v2 ⊕ v3
⊕ v5 ⊕ v6 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v18 ⊕ v19
⊕ v20 ⊕ v21
k11 =k52 ⊕ k55 ⊕ k57 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v4
⊕ v6 ⊕ v7 ⊕ v9 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v19
⊕ v20 ⊕ v21
k12 =k53 ⊕ k56 ⊕ k58 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v4 ⊕ v5
⊕ v7 ⊕ v8 ⊕ v10 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v20 ⊕ v21
k13 =k54 ⊕ k57 ⊕ k59 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v5 ⊕ v6
⊕ v8 ⊕ v9 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v21
k14 =k42 ⊕ k44 ⊕ k45 ⊕ k51 ⊕ k53 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k63
⊕ v0 ⊕ v10 ⊕ v12 ⊕ v17 ⊕ v18 ⊕ v21 ⊕ 1
k15 =k42 ⊕ k45 ⊕ k47 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56
⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k63 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v12 ⊕ v13
⊕ v17 ⊕ v18 ⊕ v20 ⊕ v21
k16 =k43 ⊕ k46 ⊕ k48 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58
⊕ k59 ⊕ k60 ⊕ k61 ⊕ v0 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v13 ⊕ v14
⊕ v18 ⊕ v19 ⊕ v21
k17 =k42 ⊕ k45 ⊕ k47 ⊕ k49 ⊕ k51 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k62
⊕ k63 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v6 ⊕ v7 ⊕ v10 ⊕ v11 ⊕ v16 ⊕ v19
⊕ v20 ⊕ v21 ⊕ 1
k18 =k44 ⊕ k45 ⊕ k47 ⊕ k48 ⊕ k50 ⊕ k52 ⊕ k55 ⊕ k56 ⊕ k60 ⊕ k61
⊕ k62 ⊕ k63 ⊕ v2 ⊕ v5 ⊕ v6 ⊕ v7 ⊕ v14 ⊕ v15 ⊕ v16
⊕ v19 ⊕ v21 ⊕ 1
k19 =k43 ⊕ k44 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k53 ⊕ k58 ⊕ k59 ⊕ k60

k21 =k42 ⊕ k43 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k54 ⊕ k56
⊕ k57 ⊕ k58 ⊕ k62 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v9 ⊕ v10
⊕ v12 ⊕ v15 ⊕ v18 ⊕ v20 ⊕ v21 ⊕ 1
k22 =k45 ⊕ k46 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k60
⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v3 ⊕ v6 ⊕ v9 ⊕ v10 ⊕ v12
⊕ v13 ⊕ v14 ⊕ v15 ⊕ v17 ⊕ v20 ⊕ v21 ⊕ 1
k23 =k42 ⊕ k43 ⊕ k49 ⊕ k50 ⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k58 ⊕ k61
⊕ v2 ⊕ v4 ⊕ v8 ⊕ v9 ⊕ v10 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16
⊕ v17 ⊕ v18 ⊕ v19 ⊕ v20
k24 =k43 ⊕ k44 ⊕ k50 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k59 ⊕ k62
⊕ v3 ⊕ v5 ⊕ v9 ⊕ v10 ⊕ v11 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v16
⊕ v17 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k25 =k44 ⊕ k45 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k60 ⊕ k63
⊕ v4 ⊕ v6 ⊕ v10 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v18
⊕ v19 ⊕ v20 ⊕ v21
k26 =k45 ⊕ k46 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k61 ⊕ v0
⊕ v5 ⊕ v7 ⊕ v11 ⊕ v12 ⊕ v13 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v18
⊕ v19 ⊕ v20 ⊕ v21
k27 =k46 ⊕ k47 ⊕ k53 ⊕ k54 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k62 ⊕ v1
⊕ v6 ⊕ v8 ⊕ v12 ⊕ v13 ⊕ v14 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v19
⊕ v20 ⊕ v21
k28 =k47 ⊕ k48 ⊕ k54 ⊕ k55 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k63 ⊕ v2
⊕ v7 ⊕ v9 ⊕ v13 ⊕ v14 ⊕ v15 ⊕ v17 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k29 =k48 ⊕ k49 ⊕ k55 ⊕ k56 ⊕ k58 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ v0 ⊕ v3
⊕ v8 ⊕ v10 ⊕ v14 ⊕ v15 ⊕ v16 ⊕ v18 ⊕ v19 ⊕ v20 ⊕ v21
k30 =k49 ⊕ k50 ⊕ k56 ⊕ k57 ⊕ k59 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ v1 ⊕ v4
⊕ v9 ⊕ v11 ⊕ v15 ⊕ v16 ⊕ v17 ⊕ v19 ⊕ v20 ⊕ v21
k31 =k50 ⊕ k51 ⊕ k57 ⊕ k58 ⊕ k60 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v2 ⊕ v5
⊕ v10 ⊕ v12 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v20 ⊕ v21
k32 =k51 ⊕ k52 ⊕ k58 ⊕ k59 ⊕ k61 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v3 ⊕ v6 ⊕ v11
⊕ v13 ⊕ v17 ⊕ v18 ⊕ v19 ⊕ v21
k33 =k52 ⊕ k53 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v4 ⊕ v7 ⊕ v12
⊕ v14 ⊕ v18 ⊕ v19 ⊕ v20
k34 =k53 ⊕ k54 ⊕ k60 ⊕ k61 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v5 ⊕ v8 ⊕ v13
⊕ v15 ⊕ v19 ⊕ v20 ⊕ v21
k35 =k42 ⊕ k44 ⊕ k45 ⊕ k51 ⊕ k53 ⊕ k54 ⊕ k59 ⊕ k60 ⊕ k62 ⊕ k63
⊕ v0 ⊕ v4 ⊕ v7 ⊕ v15 ⊕ v20 ⊕ 1
k36 =k44 ⊕ k47 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k62
⊕ k63 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v11 ⊕ v12 ⊕ v14
⊕ v15 ⊕ v17 ⊕ v19 ⊕ v20 ⊕ v21 ⊕ 1
k37 =k42 ⊕ k43 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k51 ⊕ k59 ⊕ k60 ⊕ k62
⊕ v1 ⊕ v2 ⊕ v3 ⊕ v4 ⊕ v5 ⊕ v6 ⊕ v8 ⊕ v9 ⊕ v11 ⊕ v13
⊕ v15 ⊕ v16 ⊕ v17 ⊕ v18 ⊕ v19
k38 =k42 ⊕ k43 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k51 ⊕ k52 ⊕ k53
⊕ k55 ⊕ k59 ⊕ v1 ⊕ v5 ⊕ v10 ⊕ v12 ⊕ v15 ⊕ v17 ⊕ v18
⊕ v19 ⊕ v20 ⊕ v21 ⊕ 1
k39 =k42 ⊕ k44 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k57
⊕ k58 ⊕ k60 ⊕ k62 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v6 ⊕ v7 ⊕ v8
⊕ v9 ⊕ v12 ⊕ v13 ⊕ v16 ⊕ v17 ⊕ v18
k40 =k43 ⊕ k45 ⊕ k49 ⊕ k50 ⊕ k51 ⊕ k52 ⊕ k53 ⊕ k55 ⊕ k56 ⊕ k58
⊕ k59 ⊕ k61 ⊕ k63 ⊕ v0 ⊕ v1 ⊕ v2 ⊕ v3 ⊕ v7 ⊕ v8 ⊕ v9
⊕ v10 ⊕ v13 ⊕ v14 ⊕ v17 ⊕ v18 ⊕ v19
k41 =k42 ⊕ k45 ⊕ k46 ⊕ k50 ⊕ k52 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k61
⊕ k62 ⊕ k63 ⊕ v0 ⊕ v6 ⊕ v7 ⊕ v8 ⊕ v10 ⊕ v11 ⊕ v16 ⊕ v18
⊕ v19 ⊕ v20 ⊕ v21 ⊕ 1

⊕ k63 ⊕ v2 ⊕ v4 ⊕ v7 ⊕ v11 ⊕ v12 ⊕ v14 ⊕ v19 ⊕ 1
k20 =k42 ⊕ k43 ⊕ k44 ⊕ k45 ⊕ k46 ⊕ k47 ⊕ k48 ⊕ k49 ⊕ k50 ⊕ k51
⊕ k52 ⊕ k53 ⊕ k54 ⊕ k55 ⊕ k56 ⊕ k57 ⊕ k58 ⊕ k59 ⊕ k60
⊕ k61 ⊕ k62 ⊕ k63 ⊕ v1 ⊕ v3 ⊕ v5 ⊕ v7 ⊕ v9 ⊕ v11 ⊕ v13
⊕ v15 ⊕ v17 ⊕ v19 ⊕ v21

12

Cases 3 and 4 can be analysed similarly to the
analysis of cases 1 and 2 to find the relationship between the first IV, v, and the second IV, v 0 . In addition, the free key bits and the conditions that are
required for the key bits to get the slid pairs can also
be determined.

Proceedings of the Eleventh Australasian Information Security Conference (AISC 2013), Adelaide, Australia

Non-Delegatable Strong Designated Verifier Signature Using a
Trusted Third Party without Pairings
Maryam Rajabzadeh Asaar1, Ali Vardasbi2, Mahmoud Salmasizadeh2 *
1

Department of Electrical Engineering, 2 Electronics Research Institute, Sharif University of
Technology, Tehran, Iran.
asaar@ee.sharif.ir, vardasbi@alum.sharif.edu, salmasi@sharif.edu

Abstract Strong designated verifier signature (SDVS) is
characterized by two properties; namely the nontransferability and the privacy of the signer’s identity
(PSI). Non-transferability prevents anyone else other than
the designated verifier to verify the signature, while PSI
prevents a third party to distinguish between two different
signers. In this paper, we propose a non-delegatable
SDVS which uses a trusted third party for the key
generation. Our signature scheme does not use bilinear
pairings which makes it suitable for the resource
constraint applications. Using one-way homomorphic
functions, our scheme is presented at an abstract level, the
unification of which was noticed by Maurer in the context
of zero knowledge proofs of knowledge in Africacrypt
2009. The security of the proposed scheme is proved in
the random oracle model, provided that the
homomorphism one-wayness and the gap Diffie-Hellman
assumptions hold. When a Schnorr-like homomorphism is
used to construct our scheme, six exponentiations are
needed in the signing step and seven for the verification
step. This means a meaningful gap between the
performance of our scheme and that of its predecessors
which use pairings in their signing and/or verification
steps. .

Keywords strong designated verifier signature, trusted
third party, non-delegatability, random oracle model

1

Introduction

The notion of designated verifier proofs (DVP) which
was introduced by Jakobson, Sako, and Impagliazzo
(1996), allows the prover to designate a verifier as the
only one by whom the proof can be verified. In other
words, the conviction of the designated verifier is nontransferable to anyone else. As for many signature
schemes which are non-interactive versions of some zero
knowledge proofs, the designated verifier signatures
(DVS) are the non-interactive versions of DVP. Applications of DVS include but are not limited to undeniable
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signature (Huang, Mu, Susilo, and Wu 2007) and deniable authentication (Wang, and Song 2009).
In addition to the non-transferability which is the
property of DVS, one can think of another property which
states that no third party can distinguish between different
signers by looking at the signature. The concept of such a
DVS for which a third party cannot tell if a designated
signature for Bob is from Alice or from some other
signer, was first noticed by Jakobson, Sako, and
Impagliazzo (1996) and the scheme is called strong
designated verifier signature (SDVS). Later on, SDVS
was formalized by Laguillaumie, and Vergnaud (2004)
where the property of privacy of signer’s identity (PSI)
was defined.
A DVS is either delegatable or non-delegatable. In a
delegatable DVS the signer can delegate her signing
capability to a third party without revealing her secret
key. Non-delegatable DVS, on the other hand, prevents
the signer from such a delegation. Formally, as was introduced by Lipmaa, Wang, and Bao (2005), the nondelegatability of a DVS necessitates the knowledge of the
secret key of either Alice or Bob in order to generate a
valid signature on behalf of Alice for the designated
verifier Bob.
Huang, Yang, Wong, and Susilo (2011a) propose two
different SDVS schemes: a delegatable SDVS, provably
secure in the standard model; and a non-delegatable
SDVS provably secure in the random oracle model.
Shamir introduced the concept of identity-based
signature (IBS) by suggesting to use the identity of the
signer as the verification key (Shamir 1985). There are
several IBS schemes based on factoring and RSA (e.g.
Shamir 1985, Fiat, and Shamir 1987, Guillou, and
Quisquater 1990, and Okamoto 1993) and many IBS
schemes based on pairings (e.g. Sakai, Ohgishi, and
Kasahara 2000, Hess 2003, Cha, and Cheon 2002). A
framework for deriving security proofs for IBS and identification schemes has been provided by Bellare,
Namprempe, and Neven 2004. Galindo and Garcia (2009)
propose a provable secure IBS by using sequentially
delegating Schnorr signatures (Schnorr 1991) and they
claim their scheme is among the most efficient provably
secure IBS schemes to that date.
There are some studies which propose DVS schemes
in the identity based setting with the title of IB(S)DVS.
However, most of these IB(S)DVS schemes use pairings
in their signature generation and verification (Huang,
Susilo, Mu, and Zhang 2008, Huang, Susilo, and Wong
2009, Huang, Yang, Wong, and Susilo 2011b, Kang,
Boyd, and Dawson 2009) while the others use pairing
only for their verification (Cao, and Cao 2009, Zhang,
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and Mao 2008). As the computation cost of pairings is
approximately 20 times higher than that of exponentiation
at the same security level (ECRYPT 2006), the
significance of our scheme whose construction does not
require pairings is evident. In case of the signature size,
IBSDVS schemes which do not support nondelegatability (Huang, Susilo, Mu, and Zhang 2008,
Kang, Boyd, and Dawson 2009, Zhang, and Mao 2008)
have a smaller size (one, two and three elements,
respectively) compared to the ones which are nondelegatable. The scheme proposed by Huang, Susilo, and
Wong (2009) which is an IBDVS with non-delegatability
has five output elements (the same as ours), but uses three
pairings for signing and four pairings for verification and
does not support PSI. Huang, Yang, Wong, and Susilo
(2011b) propose an IBSDVS scheme with nondelegatability which has seven output elements (more
than ours), uses three pairings for signing and five
pairings for verification.
Our scheme shares similarity with the IBDVS scheme
proposed by Rajabzadeh Asaar, Salmasizadeh (2012), but
their scheme is not a strong DVS; i.e. does not support
the PSI property. There are also some identity based
schemes in the multi-DVS setting such as the schemes in
Chow (2008) and Chow (2006). For instance, Chow
(2008) proposes two generic constructions of MDVS, one
of which enables many ID-based ring signature schemes
to support anonymous subset.
In this paper, we propose a non-delegatable SDVS
using a trusted third party without pairings and prove its
security in the random oracle model. Our proposed
scheme can be instantiated for any one-way group
homomorphic where GDH assumption is believed to be
true. It has five output elements and it uses six
exponentiations for signing and seven exponentiations for
verification. As a price for not using the costly bilinear
pairings, our scheme is not a pure identity based scheme.
However, it shares some features with the IB schemes
and uses a trusted third party for delivering the keys to
the signer and verifier.
The next section contains some preliminaries, definitions, notations and assumptions which are used through
the rest of the paper. Section 3 is the main part of the
paper which is devoted to an abstract scheme for a lightweight IBS, a modified version of a non-delegatable
SDVS and our proposed scheme. Furthermore, the
security analysis of scheme is presented in this section.
Finally, the concluding remarks and future work are
appeared in section 4.

2

(

An Abstract Model

As was noted by Maurer (2009), many protocols for the
zero knowledge proof of knowledge (ZKPK) can be
unified as proofs of knowledge of a preimage of a group
homomorphism. Since a considerable number of

)

( )

( )

(1)

As in (Maurer 2009), we write , - instead of ( ) for
simplicity and we will consider the case where
is
(believed to be) a one-way function, such that it is
infeasible to compute ←
use the following notations:
(

from , -. Furthermore, we

)

(

)

(2)

(

)

(3)

Two of the most popular instantiations of this model
are as follows:
1) For a prime , assume
is an additive group
and
is a multiplicative group of order
and
generator . In this setting, a homomorphism can be
defined as follows:
, -

(4)

In this case, the homomorphism one-wayness
assumption is equivalent to the discrete logarithm
assumption. This homomorphism is exploited in the
Schnorr protocol (Schnorr 1991) and in the ElGamal
cryptosystem (ElGamal 1984). In the rest of this
paper, we refer to this homomorphism by Schnorrlike homomorphism.
2) For large primes
and , assume
and
(
) (
) (
). For a given prime
( ))
exponent
(with
(
),
a
homomorphism can be defined as follows:
, -

(5)

In this case, the homomorphism one-wayness
assumption is equivalent to compute roots
modulo without knowing the factor of , which
means breaking the RSA cryptosystem. This
homomorphism is exploited in the GuillouQuisquater (GQ) protocol (Guillou, and Quisquater
1988). In the rest of this paper, we refer to this
homomorphism by GQ-like homomorphism.

Preliminaries and Notations

This section contains the notations, definitions and
assumptions which are used in the rest of the paper.
Furthermore, the abstract model of (Maurer 2009), which
is exploited in the construction of our scheme, is
reviewed in this section.

2.1

signatures in the literature use a (non-interactive) ZKPK,
the abstract model of (Maurer 2009) can be exploited in
the context of signature schemes as well. Here we briefly
explain this abstract model.
) and (
) and a
Consider two groups (
homomorphism
as follows:

2.2

Notations

Throughout this paper,
is the signer and
is the
verifier. The secret keys of and are represented by
and
respectively. It is assumed that a common key is
shared between and
through a Diffie-Hellman-like
protocol (Diﬃe, and Hellman 1976). It means that the
common key should be feasibly computable from either
) or (, ), but not
one of these two pairs: (, -
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from (, - , -). In what follows, the common key
shared between and with the above property is shown
by:
*, +
*, +
(6)
In the case of a Schnorr-like homomorphism, the
*, + is straight forward:
description of
*, -

+

,

*, -

-

+

(7)

However, in the case of a GQ-like homomorphism,
*, + ,
one cannot simply consider
- , - , -. In this case, it
(
) , since ,
requires some more thought to propose a suitable function
*, +. A trivial solution is proposed in the
for
appendix A.
+ and
*
, -+
We use the notations
, -*
for public key encryption and decryption with the
public/private key pair ( , -) and the randomizer .
These functions are defined as follows1:
, -*

*

2.3

+

, -+

(

*, -

+

(8)

*, -

+)

(9)

Definitions

In what follows, a formal definition for the unforgeability
of a SDVS scheme, non-transferability, nondelegatability and PSI is given. Further discussions and
remarks on these definitions can be found in (Huang,
Yang, Wong, and Susilo 2011a).
Definition 1. (Unforgeability) An IBSDVS scheme is
(
)-unforgeable if no adversary
which runs in time at most ; issues at most
queries
to
issues at most
queries to
; and issues
at most
queries to
can win the following game
with probability at least .
This is the game which is considered to be played
between the challenger and a probabilistic polynomial
time (PPT) adversary :
i.
runs the
algorithm to generate a master key
), and gives
pair (
to .
ii.
issues queries to the following oracles:

: This oracle returns the user’s secret key
(, - ) ←
(
) on a given .

: Given a query of the form of
(
), this oracle signs the
(
),
message
as ←
and returns it to .

: Given a query of the form of
(
) this oracle simulates the
in order to output the corresponding
signature.
) and wins
iii.
outputs a forgery (

1

By definition
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{

, -*

+ , -}

the game if the three following conditions hold
(
)

,

did not query
on input
or
, and

did not query
and
on input
(
).
Definition 2. (Non-transferability). An IBSDVS is nontransferable if there exists a PPT simulation algorithm
on ,
,
, and a message
outputs a simulated signature which is indistinguishable from the real
signatures generated by the signer on the same message.
), (
), and
For any PPT distinguisher , any (
any message , it holds that
| ,
where

←

(

)
←

(

-

|
),

( )
←

(
),
← * + and ( ) is a
negligible function in the security parameter , and the
probability is taken over the randomness used in
and
, and the random coins consumed by . If the
probability is equal to
, the IBSDVS scheme is
perfectly non- transferable.
Definition 3. (Non-delegatability). It is assumed that
, - be the knowledge error. An IBSDVS scheme is
( )-non-delegatable if there is a black box knowledge
extractor which produces either the secret key of the
signer or the secret key of the designated veriﬁer with
oracle access to the forger . If
generates a valid
signature with probability on a message
for every
(
)←
( ), every
and
, every
(, )←
(
),
(, )←
(
), then, the extractor can extract either
) with the help of the
or
in expected time (
forger , where
without considering the required
time to make oracle queries.
Definition 4. (Privacy of Signer’s Identity) An IBSDVS
scheme is (
)-PSI-secure if no
adversary which runs in time at most , issues at most
queries to
,
queries to
and
queries to
, can win the game bellow with probability
that deviates from
by more than .
The game is played between the challenger
and a
distinguisher as follows:
i.
runs
to generate a master key pair
(
), and gives
to . Then
calls
for generating the key pairs ([ ]
),
([ ]
) and (,
identities
,
ii.

-

) for ,
and with
and
, and invokes
on

input ([ ] [ ] , -).
issues queries adaptively as in the unforgeability
game, except that now all the oracles take an
* + indicating which signer
additional input
responds to the query. That is, the oracles generate
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and verify signatures with respect to [ ] and
, -.
submits a message
.
tosses a coin
* +, computes the challenge signature
←
) and returns
to
(
.
continues to issue queries as in Step (ii). Finally
it outputs a bit and wins the game if:

; and
)
 it did not query
on input (
for any
* +.

iii.

iv.

2.4

Assumptions

The security proofs in this paper use the following
assumptions:
Assumption 1 (one-wayness)- The one-wayness
assumption holds for a group homomorphism if for all
PPT Algorithms , the following probability:
(

←

(, -) , -

, -)

(10)

is a negligible function of the security parameter. In other
words, it is hard to compute the preimage of a one-way
homomorphism. In the case of the Schnorr-like homomorphism, this assumption is analogous to the DL
assumption.
Assumption 2 (Diffie-Hellman)- The DH assumption
*, - + defined on a group
holds for a function
homomorphism, if for all PPT algorithms
the
following probability:
(

*, - + ←

(, - , -))

(11)

is a negligible function of the security parameter.
Assumption 3 (Gap Diffie-Hellman)- The GDH
*, - + defined on a
assumption holds for a function
group homomorphism, if for all PPT algorithms
having oracle access to
which on the inputs , -,
, - and , correctly decides whether or not
*, - +, the following probability:
(12)
*, - +
.
←

()

(, - , -)/

is a negligible function of the security parameter.

Figure 1

3

Non-Delegatable SDVS without Pairings

In this section we present a model for a non-delegatable
SDVS using trusted third party. The scheme is composed
of a lightweight IBS and an efficient non-delegatable
SDVS. These two building blocks are described in the
next subsections. In the sequel of this section, the
construction of our proposed scheme, together with its
security proof in the random oracle model, will be
presented.

3.1

Lightweight IBS

The identity based signature (IBS) scheme presented in
(Galindo, and Garcia 2009) enjoys the property of not
using pairings. Founding the signature only on the
modular exponentiations and avoiding the high-cost timetaking pairing computations, Galindo and Garcia were
able to propose a lightweight ID-based signature scheme
in which two schnorr-like signatures are concatenated:
one for the PKG (private key generator) to sign the
identity of the signer and one for the signer to sign the
message (Galindo, and Garcia 2009).
In fact, their novel idea is not limited to the schnorrlike signatures. With the help of Maurer’s unified zero
knowledge proof of knowledge together with the FiatShamir heuristic (Fiat and Shamir 1987), the
aforementioned Schnorr-like signature can be generalized
to an abstract model for lightweight IBS.
Another efficient IBS scheme that is based on the
elliptic curve discrete log problem and does not use
bilinear pairings is suggested by Zhu, Yang, and Wong
(2007). Nevertheless, these two IBS schemes are quite
similar in the abstraction level we reviewed in section
2.1. The only difference between the two foregoing IBS
schemes lies in the structure of the user’s secret key
where the scheme of Galindo, and Garcia (2009) releases
the image of the random value selected in the key
generation phase, while the hash output is released in the
Zhu, Yang, and Wong (2007) scheme.
Figure 1 depicts this abstract model upon which we will
set up our lightweight ID-based SDVS with nondelegatability. Although , - is included in the secret key
of , it is not really secret. Being included in the
signature, , - is a commitment to ensure a verifier that
the signature comes from
whose identity is signed by
the PKG. A concrete construction of this scheme can be
obtained by using a Schnorr-like homomorphism which is
, ,
and
.

Abstract model for lightweight IBS
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Note that the signature in figure 1 contains some extra
terms which are represented by
and have a
contribution in generating the challenge . This extra
information can help adding some extra properties such
as non-transferability, non-delegatability and privacy of
the signer’s identity to the signature scheme. This is
further discussed in the following section.

3.2

Non-Delegatable SDVS

In order to construct a signature scheme which is strong
designated verifier, non-transferable, non-delegatable and
has PSI, Huang, Yang, Wong, and Susilo (2011a)
suggested the following ideas:
I1- Perfect non-transferability: and should be able
to produce the same signature on any message.
This can be achieved through producing a
composition of: 1) a zero knowledge proof of
one’s secret key; and 2) a simulation of a zero
knowledge proof of the other’s secret key. These
two ZKPs should constitute a hierarchical order
such that producing a valid simulation of a ZKP of
both of the secret keys at the same time has a
negligible probability.
I2- Privacy of signature’s identity: the common key
shared between and can be included into the
message to be signed, so that no one can
distinguish the signature without knowing this
shared key.
I3- Non-delegatability: for not to be able to delegate
his signing capability, the signature contains a
(non-interactive) ZKP of signer’s secret key.
Moreover, to prevent
from delegating his
capability, each signature contains a fresh (noninteractive) challenge which can only be (noninteractively) responded by the knowledge of the
verifier’s secret key.
The above ideas were successfully combined in
(Huang, Yang, Wong, and Susilo 2011a) and a SDVS
scheme with non-delegatability was proposed which does
not use pairings and is secure in the random oracle model.
The signing and verifying is carried out via four and five
modular exponentiations1, respectively, and the signature
consists of five elements in
(Huang, Yang, Wong, and
Susilo 2011a). Here we propose a marginal improvement
to this signature. Relegated the role of one element from
the signature to another and with the same number of
modular exponentiations for signing and verifying, our
modified signature consists of four elements (instead of
five). This is further discussed in the next section.

3.3

Construction of the Scheme

Through the rest of this paper, it is assumed that the
output of hash functions are from
for some prime
number . Wherever the output of a hash function is
treated as the input/output of the homomorphism

(elements from
or ), it is implicitly assumed that a
suitable mapping
or
is used.
Here is the description of our signature scheme:
- Key Generation: According to the security parameter
, the key generation function generates a master
secret key
and its corresponding master public key
, -.
- Key Extraction: Taking as input the master secret key
, the master public key
and the identity of the
signer
(verifier
), the key extraction function
outputs a commitment , - (respectively , -) and a
(
) (respectively
challenge response
(
)).
- Signing: To sign a message
for a designated
verifier
, the signer
uses her secret key
and
the master public key
and performs as follows:
first, to simulate a ZKPK of the verifier’s secret key
(cf. I1 in section 3.2), chooses a random challenge
(
)
, a random challenge response
and computes the corresponding simulated
commitment , - , - , - . Next, in order to
present a ZKPK of her owns secret key, she commits
to a random
, computes her challenge
(
)
, and produces the challenge
(
). Finally,
response
outputs the
signature which contains: PKG’s commitment on her
identity , -, her commitment , - and challenge
response , the simulated challenge response
and
an encryption of with the verifier’s public key.
- Verification: To verify a signature on a message
from a signer
, the verifier
uses his secret key
and the master public key
and performs as
follows: first,
decrypts
using his secret key
together with
to obtain . Next, from , and
he computes
to obtain the required inputs for the
hash function, evaluate it and consequently obtain .
Finally, he simultaneously checks the validity of the
signer’s challenge response with respect to her
commitment and the validity of the PKG’s signature
on the identity of the signer.
The scheme is depicted in figure 2. As was discussed
in section 3.1, , - and , - are publicly known. If this is
not the case a priori, can ask either PKG or for , -.
Since , - contains no secret information, its release
causes no harm. A concrete construction can be obtained
for this model by using a Schnorr-like homomorphism;
,
,
i.e. letting
,, *, +
( ) ,
and so on.
As was mentioned in the previous section, our
modification to the SDVS2 in (Huang, Yang, Wong, and
Susilo 2011a) makes its output length shorter, without
increasing the computational complexity. To be concise,
our modification to the Huang et al.’s SDVS2 is twofold:
1) To prevent the verifier from delegating his
capability in (Huang, Yang, Wong, and Susilo
2011a), for some

1

The computation of
is omitted since it can be computed
once and stored for the rest of transactions.
18
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Figure 2

Non-Delegatable SDVS using trusted third party

in the input of the hash function, while the signature
contains
. Therefore, only with the knowledge of
one can obtain the output of the hash function
and verify the signature. In the modified scheme,
however, this role is played by
which, together
with the , constitute an ElGamal encryption of
using the public key of . As a consequence,
is
removed from the signature and the signature size is
reduced from five elements to four elements. This
idea in which an element is saved by sharing the
random element
, - between the ElGamal
encryption
and the Schnorr signature component
was used previously in Zheng's signcryption scheme
(Zheng 1997).
2) The signature in (Huang, Yang, Wong, and Susilo
2011a) contains both the
and
and the
verification is carried out by checking the equality
of
to the output of the hash function.
Verifying the signature in the modified scheme is
somehow different. With the
included in the
signature, the verification is carried out much like
the ZKPs. This introduces two extra exponentiations
to the verification which, together with an
exponentiation for decrypting
, results in three
more exponentiations compared to the verification
of the original scheme. However, the original
scheme requires two exponentiations for evaluating
and one for
. Since these three computations
are omitted in the modified scheme, the efficiency
of the verification remains the same to the original
one.
Remark. The term
plays no role in the security
proofs of Huang et al.’s SDVS2. Similarly, our scheme
+, does not
*
which replaces
with
depend on its security. The question is: ―why this element
which is supposed to prevent
from delegating her
ability, does not appear in the security proof of nondelegatability (Theorem 3 in this paper and Theorem 6 in
(Huang, Yang, Wong, and Susilo 2011a))?‖ This is
because:

- Simulating a valid signature by , requires not only
*, +), but also the
the shared key (
private key of (in order to compute the
(
)). Therefore, if someone other than
generates a valid signature, showing that she knew
does not require the decryption of ; i.e. anyone
who can compute
must have known
(and the
knowledge of alone does not suffice). In this case,
as appears in the security proofs, inclusion of
instead of
in the signature has no impact in the
security.
- Verifying a signature, on the other hand, can
perfectly be accomplished using the knowledge of
alone, if is known. Therefore, an encryption of
(which is ) is included in the signature. From this
in the SDVS2 of
point of view, the role of
(Huang, Yang, Wong, and Susilo 2011a) and
*
+ in our scheme is exactly the
same; i.e. they both prevent a third party to verify
the signature without knowing .

3.4

Security Analysis

The security of our scheme follows immediately from the
security of its two components: the lightweight IBS
(section 3.1) and the modified non-delegatable SDVS
(section 3.2). However, for the sake of concreteness, we
provide the security proofs of our model for the signature
scheme. Our scheme is proved to have the desired
properties in the random oracle model, provided that the
one-wayness and the GDH assumptions hold.
Our scheme uses two hash functions
and
which
are modeled as random oracles during the security proofs.
As usual, these random oracles are simulated by keeping
two separate lists
and containing the queried values
together with their corresponding answers. There are four
other oracles involved in the security proofs of our
scheme, as follows:
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Key Extraction Oracle (
) which takes in an
(
).
identity and gives out
Signing Oracle (
) which takes in the three(
)
tuple
and
generates
(
)
Simulation Oracle (
) which simulates the
,
using instead of .
Verification Oracle (
) which on the input of
(
), determines whether or not is a
valid SDVS of from
to
.

Since the scheme is perfectly non-transferable (Theorem
2), the queries to
need not be dealt with. The
following four theorems formally prove the security of
the signature scheme of figure 2 in the random oracle
model. In what follows the scheme described in figure 2
is called IBSDVS and the homomorphic function which
is used in the scheme is represented by .
Theorem 1
assumption (
(
oracle model,
( ⁄

(Unforgeability) – If one-wayness
) –holds for
, IBSDVS is
) –strongly unforgeable in the random
where
and either
⁄ ) (unforgeability of the signing part)

)
⁄ ) (unforgeability of
or
( ⁄(
the key extraction part), where
is the security
parameter.
Proof As for all the IBS schemes, the unforgeability of
our signature scheme is twofold: (I) the unforgeability of
the Signing part; and (II) the unforgeability of the Key
Extraction part. Assume
forges a valid signature
(
) on behalf of
with probability at most
, in
time at most
, making ,
queries to
and
.
Based on the
two cases are distinguishable:
1)

forged a valid signature on behalf of
after
querying
for at least one signature with
either as the signer or the verifier. In this case, the
signing part is forged.
2) Querying no signatures from/to
from
,
was successful at forging a valid signature on her
behalf. This is the case where the key extraction part
is forged.
To each case we will associate an adversary who, using
as a subroutine, can contradict the one-wayness
assumption.

to the forged signer. The simulation in the other case can
be done similarly.
picks ←
, having a chance of
⁄
at correctly guessing the target identity (i.e.
),
and simulates the environment of as follows:

Hash Queries Given a query to
or , if there is a
tuple in
or
with the same input,
returns the
corresponding answer; otherwise, it selects a fresh
← , stores the new tuple in the appropriate list and
returns .
Queries Every time

20

queries

for user

, chooses ←
← , sets
) ) to the
((
. Then it returns (

,

and adds
) to

Queries On input a message , when the signer’s
identity differs from
,
simply computes the private
key of
and as described in the
Queries and
returns the output of the signing algorithm to . When
chooses
← , sets
) ) to the
, and
as described in the

is the signer’s identity,
, adds ((
computes the private key of

Queries. It chooses
←
and
← , computes
, -,
, ,
,
*
+) ) to
(
) and adds ((
, -, it computes
the . Then from
and
*
+ and returns
(
) to .
) on behalf of
Finally, outputs its forgery (
to
(
) is not valid,
. If
aborts.
*
+ and
Otherwise,
computes
, - , - . Let be the corresponding answer
*
+) which is
to the query (
stored in the .
computes
and rewinds
to the status where it queried
for
*
+) and this time feeds
(
with ̅
. The subsequent queries are answered as
above. At this stage, we assume
outputs (
̅ )
which is another valid forgery on the same message.
̅ ̅ ̅ ),
(
From the new signature ̅
̅
*
+ and ̅
computes ̅
̅
̅ . If
̅
,
aborts. Otherwise, it outputs the preimage of
as follows:
, -

Case 1: In this case we will build
who finds a
preimage of with probability at least
. With
being forged by ,
tries to extract the secret key of
. Note that in this case the signature from/to
on
some message
is queried by , which means
is
queried from
at least once. Let represent the index
of ’s call to the random oracle
with the target
identity
. Given a one-way homomorphism
, - for some
(represented by , -) and an image
unknown preimage
,
flips a fair coin to decide
whether
is the identity of the forged signer, or the
verifier. Here we assume the case where
corresponds

← , sets
chooses
) as the master key pair

Master Key Generation
, -, and uses (
for the
queries.

, ̅ , (

̅
̅

̅ ) ⁄(

,
̅)

,(
̅)

̅ (13)

Probability Analysis
has to make two guesses before
using the forgeries of for computing the preimage of .
First it guesses the
was queried at the th call to the
with a probability of
. Secondly, it guesses with a
probability that
belongs to the signer or the
verifier of the forged signature. Conditioned on these two
guesses, by an analysis similar to that in (Galindo, and
Garcia 2009), the success probability of
can be
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obtained by the Forking Lemma (Pointcheval, and Stern
2000) to be greater than:
(
where
that:

)

(14)

Proof The subsequent steps can easily be followed by
in order to simulate the signature of on :

)

(15)

Case 2: In this case we will build
who finds a
preimage of
with probability at least
. As was
mentioned earlier, in this case the
is forged by .
Consequently,
exploits this forgery to extract from
, -. Given a one-way homomorphism
, - for some
(represented by , -) and an image
unknown preimage
,
sets
and tries to
obtain
by simulating the environment of
as
follows:
acts just the same as
did in Case 1 until it obtains
) and (
two valid forgeries (
̅ ) on behalf of
to
whose identities were never queried from
by . However, the following relation should be satisfied:
, -

(16)
(

)

repeats the above process to obtain two more valid
) and (
forgeries (
̅ ) on behalf of
to
;
(
) with
but this time it defines
.
Ultimately,
is left with the following two equations:
, (
, -

̅

, ̅ ̅ ) ⁄(
, ̅̅ )⁄(

( )
(

{

̅)
( )
̅)

(17)
̅

and from the
and , the unknown preimage
is
obtained as follows (note that
remains unchanged in
all of the four forged signatures):
(

)

(

(

)
) ⁄(

(18)
)

Probability Analysis In this case, no guesses are made
by
and by an analysis similar to that of (Galindo, and
Garcia 2009), using the Multiple-Forking Lemma
[BPW03, BN06] the success probability of
at finding
a preimage of is obtained as follows:

(

(

)

This completes the proof.
Theorem 2 (Non-Transferability)
perfectly non-transferable.

)

(19)

■
– IBSDVS is

, -)

Compute:
, -

2.
3.
4.

Choose:
← and ←
, , Compute:
Compute:
(
Using the knowledge of (
*
+
(
)
Compute:
(, )
Output:

is the security parameter. Therefore, we have
(

(

1.

5.
6.
7.

, -

*
+)
, -), compute:

It can be easily verified that the distribution of the ZKPK
by in the above steps is identical to the distribution of
the ZKPK by .
■
Theorem 3 (Non-Delegatability) – IBSDVS is nondelegatable with knowledge error
in the random
oracle model.
Proof Let be the forger to whom the machine
has
oracle access in order to produce either
or . Let
)
be with as input, who forges a valid signature (
(, ) on behalf of
with
to
,
with probability after at most
queries from the
oracle.
executes
to the point where it outputs its
forgery on . Then it rewinds
to the status of asking
+),
*
the
oracle for (
replaces its answer
with a different value ,̅ and
continues the execution of
until it outputs another
̅ ̅ ̅ ) on . Since (
)
signature ̅ (, are in the hash input, they remain the same in both runs.
Furthermore, due to the following discussions, one of the
) or (
) must remain unchanged: As
pairs of (
was mentioned during I1 in section 3.2, it is impossible to
generate a valid signature by selecting both
and
(
); the construction of
after obtaining
the scheme is such that the chronological order for
) is forced to be
computing the three parameters (
) or (
). Here, as one of or was
either (
selected prior querying
, changing the answer of
oracle only affects one of or . Therefore, either:
(20)
̅
̅
̅
or
(21)
̅
̅
̅
(
)̅ ;
In the first case,
computes
̅ )⁄(
(
)̅ .
while the second case leads to
̅ )⁄(
Note that the extractor
does not know the value of
*
+ and it guesses in which hash query the last
*
+. This imposes
element is the correct value of
a factor of
to the extractor’s success probability. By
a similar analysis to that in (Boneh, Boyen, and Shacham
2004, and Pointcheval, and Stern 2000),
succeeds at
⁄
extracting either or with a probability at least
.
Theorem 4 (PSI) – if GDH assumption (
)holds, IBSDVS is then ( )-PSI-secure in the random
oracle model, where
and
.
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Proof Let be an adversary who can break the privacy
of signer’s identity with probability
in time at most
. We build an algorithm which uses as a subroutine
to solve the GDH problem. The idea is that
cannot
distinguish between the signatures of
and
unless it
had queried (or otherwise correctly guessed the output of)
the random oracle
for
{
} or
{
}.
monitors ’s calls to
for the aforementioned query
and succeeds in solving the GDH problem as soon as
makes such a query.
, -,
, -,
, - and a
Assume is given
*
+ or
DDH oracle and it wants to compute either
*
+.
(
)
is successful if it outputs
where
*
+. To do so, it sets
,
and
for ,
and with identities
,
, - for
and
. It also selects
← and sets
the master public and private keys. It then selects
←

,

computes

,

and
.(
to the

)
.

Hash Queries On the input (
), if
this was queried before,
returns the corresponding
answer. Otherwise, using the
oracle, it checks
whether
{
}. If this equation holds,
); else it
successfully terminates the run by returning (
and appends the new tuple to the

Queries Given a bit

then selects ← * + and runs the
as was discussed
in the
Queries. Then continues to simulate oracles
for
and monitor the hash queries as above. Finally, if
the run has not been terminated until now, outputs a bit
and aborts.
Probability Analysis By a discussion like that of
(Huang, Yang, Wong, and Susilo 2011a), there is at least
a
probability that
wins the game without
querying
for either
{
} or
{
},
being the probability of correctly guessing the output of
. Furthermore, as was shown during the security
analysis, there is a
difference in the simulation of the
. Therefore, can be bounded by:

and adds

) )
/, .(
)
/ and ((
simulates the environment of as follows:

selects ←

returns 1; otherwise, it returns 0. As there is a
probability that
correctly guesses the answer of
without querying it and successfully forges a valid
signature, this behavior of
reduces the success
probability of at winning the game by
.
When it is ready,
submits a challenge message
.

and a message

,

.
chooses

← ,
←
and returns (
).
Note that decrypting a random
only with the
knowledge of
and
implies breaking the DH
assumption. Furthermore, in order to obtain
, one
together with .
should know the decryption of
Consequently, checking the distribution of a signature
without knowing the private key of the signer of verifier
(to decrypt
), contradicts the DH assumption. This
means cannot distinguish between a real signature and
the one which provided.
Queries Given a bit , a message and an alleged
signature , if the signature was generated before,

(

)(

)

(22)
■

This completes the proof.

3.5

Comparison to Previous Schemes

A comparison between the eﬃciency of previous
IB(S)DVS schemes and our proposal is shown in table 1.
It should be noted that all of these schemes are provably
secure in the random oracle model. In this table, the
dominating computational signing and verification cost as
well as the signature size are compared in the existing
IB(S)DVS schemes. The table also contains two
additional columns ND and PSI, respectively indicating
whether the scheme supports non-delegatability and
privacy of signer’s identity.

4

Conclusions and Future Work

We proposed a non-delegatable IBSDVS scheme without
pairings and proved its security in the random oracle
model. To the best of our knowledge, this is the first nondelegatable IBSDVS which can be efficiently employed
in the resource constraint applications since it has smaller
signature size compared to previous non-delegatable
IBSDVS and does not suffer the costly computations
imposed by the use of pairings.

Table 1. Comparison between our scheme and the previous IB(S)DVS schemes
Scheme

Verification
Cost

ND

PSI

Huang, Susilo, Mu, and Zhang (2008)

X

√

Kang, Boyd, and Dawson (2009)

X

√

Zhang, and Mao (2008)

X

√

Huang, Susilo, and Wong (2009)

√

X

Huang, Yang, Wong, and Susilo (2011b)

√

√

Chow (2008)

X

X

Rajabzadeh Asaar, Salmasizadeh (2012)

√

X

Ours

√

√
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Signing Cost

Signature size
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The proposed scheme can be instantiated for any oneway group homomorphism where GDH assumption is
believed to be true. As a consequence, the literature can
be investigated for one-way homomorphisms with a
desired property in order to make the scheme more
efficient or stronger than that which is implemented using
a Schnorr-like homomorphism. A good example for such
a case may be the use of lattice-based homomorphic
functions in order to make the scheme a post-quantum
signature.

5
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Appendix A
Some Constructions for
GQ-Like Homomorphism
*, +, in the case of a GQ-like
A function for
homomorphism, can be achieved as follows:
-

The entity in charge of the key distribution (KD)
chooses a secret
with order ( ). In order
to set

-

-

1

←

in his transactions, KD randomly

selects ←
instead, and sets
.
At the end of the key generation procedure for the
party , KD sends to
the pair of (
1
) as his secret key .
In order to compute their common key,
each do as follows:

and

Note that obtaining
from
means computing the
roots which is believed to be infeasible.
24

can

-

*, -

+

, -

, *, -

(23)

+

The secrecy of is required if the one-wayness is
going to be independent of the discrete logarithm
assumption.
It should be noted that the above construction needs more
analysis and evaluation.
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Abstract
Recently, Brenner et al. proposed a symmetric somewhat homomorphic encryption scheme and applied it
to solve some practical problems, such as the Millionaires’ problem, which only need to evaluate circuits of
limited depth. It is claimed that the security of their
scheme is built on the hardness of integer factorization. In this paper, we use the Euclidean Greatest
Common Divisor (GCD) algorithm to perform cryptanalysis on Brenner et al.’s scheme. We present several algorithms to find the secret key of their scheme.
Our experiments have shown that our cryptanalysis
is feasible and efficient.
Keywords: encryption,cryptanalysis,privacy
1

Introduction

Since the introduction of public key cryptography (Diffie & Hellman 1976, Rivest, Shamir &
Adleman 1978) there has been great interest their homomorphic properties. In general terms, this means
being able to operate on the encrypted data as you
would on unencrypted data. This idea was suggested
by (Rivest, Adleman & Dertouzos 1978) under the
term privacy homomorphisms.
Since then there has been great interest in homomorphic encryption, and the ability to construct a
Fully Homomorphic Encryption (FHE) scheme. That
is, having a complete set of operations as one does
with the unencrypted data. The first provably secure
solution was given by (Gentry 2009), which confirmed
that such a scheme is possible.
All efforts before Gentry’s breakthrough result
were only partially or half homomorphic. In other
words, they were homomorphic under one algebraic
operation: either addition (Paillier 1999) or multiplication (Rivest, Shamir & Adleman 1978, ElGamal
1985). Although, these partially homomorphic encryption schemes still had their uses (e.g. Paillier is
popular with voting systems), a scheme that would
allow both simultaneously would prove exceedingly
useful.
The initial result by Gentry was constructed using the properties of ideal lattices. Using them, he
was able to achieve a limited additions and multiplications. This limitation existed because for each addition and multiplication operation, the noise components of each ciphertext were combined. Eventually,
This paper appeared at Australasian Information Security Conference (ACSW-AISC), Adelaide, Australia. It is published
as Conferences in Research and Practice in Information Technology, Vol. 138, Eds. C. Thomborson and U. Parampalli.
Reproduction for academic, not-for profit purposes permitted
provided this text is included.

the ciphertexts would become too noisy and fail to
decrypt properly. Realising that the decryption function for the scheme could be represented as a combination of Boolean gates, it might be possible for
the scheme to evaluate its own decryption circuit and
reduce the noise associated with a ciphertext.
Since the unmodified decryption circuit had
greater depth than the scheme could evaluate, the decryption circuit had to be compressed (squashed) to
permit this process. Many FHE encryption schemes
(Smart & Vercauteren 2010, van Dijk, Gentry, Halevi
& Vaikuntanathan 2010) followed this approach: create a somewhat encryption scheme (homomorphic for
a limited number of operations) and then bootstrap
the process (enable the evaluation of its own decryption circuit). In particular, the scheme by (Smart &
Vercauteren 2010) represents lattices by using large
integers, simplifying the manipulations. The scheme
by (van Dijk et al. 2010), on the other hand required
no knowledge of lattices for its basic construction.
There have been improvements, due to (Stehle &
Steinfeld 2010), to increase the performance of the
original scheme proposed by Gentry. So far, schemes
that require the bootstrapping step has been shown
to be too inefficient for practical usages (Gentry &
Halevi 2011).
Different optimisations and techniques have been
introduced to improve the performance of fully homomorphic schemes. The original fully homomorphic encryption scheme was based on ideal lattices,
which contained additional structure that potentially
be exploited. To overcome this potential weakness,
a scheme based on the standard Learning With Errors (LWE) problem was introduced (Brakerski &
Vaikuntanathan 2011). The scheme included a unique
re-linearisation that was used after multiplication of
two ciphertexts to transform a quadratic into a standard linear size ciphertext.
A modulus switching technique has been proposed as a better method for managing the noise
associated with ciphertexts (Brakerski, Gentry &
Vaikuntanathan 2012). Essentially, we can choose a
large q and have a series of levels down to zero, where
at each level we scale back the ciphertext by (p/q),
which reduces the noise without requiring the bootstrapping procedure.
Very recently, a new technique was explored to
achieve SIMD fully homomorphic encryption (Gentry,
Halevi & Smart 2012). Due to the noise associated
with adding and multiplying, they design a scheme
whereby many messages can be packed into one ciphertext. Hence, we can add and multiply ciphertexts and affect many messages. They also describe
a clever permutation trick that allows one to achieve
a complete set of operations.
Certain applications, like cloud computing, require
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endless computation on data since we want to delegate our data processing and storage to a third party.
However, it seems that a somewhat homomorphic
scheme (without bootstrapping) is also useful if the
function to be evaluated is simple and a known stopping point exists. In other words, we know the exact
function we wish to compute, and we can set the parameters of the scheme such that it avoids decryption
errors.
The security of these somewhat homomorphic encryption schemes are based on new hardness assumptions. These are not as well known and not as well
studied as classical security assumptions like the discrete logarithm problem. A recent work by (Brenner,
Perl & Smith 2012) aims to fill this gap by constructing a somewhat homomorphic encryption scheme that
is as hard as factoring a large semiprime integer.
1.1

Our Contributions

Brenner et al. proposed a symmetric somewhat homomorphic encryption scheme and applied it to solve
some practical problems, such as the Millionaires’
problem (Yao 1982), which only requires the evaluation of bounded depth circuits.
They claim the security of their scheme is built on
the hardness of integer factorization. As such, they
choose a large prime number for the private key, so
that they can justify reducing the relative noise associated with a ciphertext.
In this paper, we use the Euclidean Greatest Common Divisor (GCD) algorithm to perform cryptanalysis on Brenner et al.’s scheme. We present several
algorithms to find the secret key of their scheme.
Our algorithms are built on the two characteristics
of Brenner et al.’s scheme, i.e., a prime number as
secret key and small initial noises.
Our experiments demonstrate that our cryptanalysis is feasible and efficient based on the proposed
parameters of the Brenner et al.’s scheme, and the
result can be verified when we have access to an encryption oracle. The likely way to subvert our attack
is to increase the noise dramatically.
1.2

Paper Organisation

The rest of the paper is organised as follows. Section
2 will summarise and review the somewhat homomorphic encryption scheme of (Brenner et al. 2012) and
associated security claims. Section 3 will present a
cryptanalysis of the encryption scheme and design an
attack. Section 4 will describe and conduct an experiment based on the attack described in Section 3.
Section 5 will conclude this paper and make recommendations for further research.
2

Brenner et al.’s Homomorphic Scheme

This section reviews the symmetric somewhat encryption scheme due to (Brenner et al. 2012). We review
the basic construction, homomorphic properties, parameter choice and security claims.
2.1

Basic Construction

The scheme has the following parameters:
• the security parameter λ
• the bit length of the initial noise η
• the modulus p, which is a large prime integer of
order 2λ

26

• the bit length ρ of the message space, which is
λ−η
Based on these security parameters, the scheme
is composed as a tuple (P, C, K, E, D, ⊕, ⊗), where
elements are defined as the following:
P is the plaintext and contains elements from N+
limited by the prime integer p of order 2λ such that
for two plaintext operands a, b ∈ NP , a · b < p and
NP := {x|x < 2η }
C is the ciphertext space and contains elements
from N+ .
K is the key generator. The secret key is a large
prime p, with an auxiliary public compression argument d with d ← 2s + rp, where r ∈ N+ and s ∈ NC
with ∀x ∈ NC , ∀y ∈ NP , 2x < y.
E is the encryption function. A bit value b is encrypted by picking a random integer a where a ≡
b (mod 2) and adding a random multiple of the prime
p, as a0 = a + (rp). For security, r must contain at
least one large prime factor of order 2λ . The noise
component must belong to the set of positive natural
numbers a ∈ N+ .
D is the decryption function. The message is recovered by applying the modulus p : a = a0 (mod p).
⊕ and ⊗ are the addition and multiplication on
the ciphertext, respectively. Since these operations
are similar to the related operations on the plaintext,
they are mixed additive and multiplicative. In other
words, the homomorphic properties are available to
those who do not have the ability to encrypt.
2.2

Homomorphic Properties

The correctness of the homomorphic operations ⊕
and ⊗ when given two ciphetexts a0 and b0 are proven
by Equations 1 and 2. The correctness still holds using the compression argument, under the condition
that the noise is sufficiently small.
a0 ⊕ b0 = (a + r1 p) + (b + r2 p)
= a + b + (r1 + r2 )p
= a + b (mod p)

(1)

a0 ⊗ b0 = (a + r1 p)(b + r2 p)
= ab + a(r2 p) + b(r1 p) + (r1 r2 )p2
= ab (mod p)

(2)

The somewhat homomorphic scheme is also correct for one ciphertext and one plaintext, which is
called mixed additive and multiplicative. This is
shown below in Equations 3 and 4, where b is an integer with the same parity as the message.
a0 + b = (a + r1 p) + b
= a + b (mod p)

(3)

a0 ⊗ b = (a + rp)b
= ab + rpb
= ab (mod p)

(4)
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2.3

Parameter Choice

The scheme requires that the prime key p and factor
r must be sufficiently large to make factorization infeasible. The RSA-challenges suggest that each factor
be 512 bits in length, resulting in a 1024 integer. This
will prevent a factorization attack on a single ciphertext given current technology. The proposed size for
the initial noise of a ciphertext is 8 bits.
2.4

Chosen Plaintext Attack

If an adversary A has access to an encryption oracle
OEnc , then this essentially allows A to encrypt without complete control over the input. In terms of this
scheme, the adversary can only control the parity of
a. So, under the IND-CPA model we can sample N
ciphertexts and then try to find p. If m and n are
both exact multiples of p, then it is trivial to find p
due to the Euclidean algorithm (see Algorithm 1).

Security Claims

The somewhat homomorphic encryption scheme that
has been revised here is symmetric. Simply, this
means that there is no public key for encryption.
However, the scheme still has utility as the homomorphic properties are possible without such information.
We briefly recall the Lemmas of (Brenner et al. 2012)
and their implications for security.
Lemma 1. Let the Parameters (p, q) ∈ (N )+ be of
order 2λ . Any Attack A running in time polynomial
in λ against the encryption scheme can be converted
into an algorithm B for solving the integer factorization problem of any composite integer number (pq)
running in time polynomial in λ.
This Lemma asserts that given a ciphertext a0 =
(a + rp), according to the encryption function, then it
is difficult to find the message, where r is composed of
at least one prime q of order λ. Under this scenario,
even if we remove the noise component a (which has
the same parity as the message), then we would have
to factor pq.
When the product of pq is sufficiently large and p
and q are roughly the same size, this is a hard problem. The next Lemma, however, introduces a security
concern.
Lemma 2. The security of the encryption scheme
is IND-CPA equivalent and the success probability
|P r[Expind−cpa = 1] − 12 | is negligible in λ for any
A from PPT (probabilistic polynomial time) function.
This Lemma builds on the previous assertion
about security under the indistinguishability under
a chosen plaintext attack (IND-CPA) model. This
model allows an adversary A to sample as many ciphertexts from an encryption oracle OEnc as it desires. Then it is asked to distinguish an encryption of
a message from random. Since all ciphertexts have a
large common element p, we can show that this assumption presents a problem. We explore this issue
in more detail next.
3

3.1

Cryptanalysis

The security goal for the homomorphic scheme presented by (Brenner et al. 2012) is indistinguishability
under a chosen plaintext attack (IND-CPA). That is,
if an adversary A has access to an encryption oracle
OEnc , then they cannot distinguish between an encryption of a message and a random number greater
than a negligible probability. When we examine this
scheme under this model we find that, due to the nature of the setup, information about the secret key p
can leak.
Even if we don’t allow an adversary A access to
OEnc , partial or complete information about the secret key can be discovered from the cihpertexts alone.
Intuitively, this information leakage depends on the
security parameters. We will look at these two modes
of attack, a Chosen Plaintext Attack and Ciphertext
Only Attack, in more detail with respect to the proposed security parameters: λ = 512 and η = 8.

Algorithm 1 GCD(m, n)
Input: m, n
Output: the greatest common divisor
1: while n <> 0 do
2:
if m > n then
3:
l=n
4:
n = m (mod n)
5:
m=l
6:
end if
7: end while
There are two good properties about this algorithm. First it runs in logarithmic time of its inputs.
Second we do not need to factorise either m or n in
order to find the greatest common divisor. In the case
of the somewhat homomorphic encryption scheme, we
have a priori knowledge of p. From the description
of the encryption scheme we know that p is a prime
number.
This scheme is very similar to the first somewhat homomorphic scheme over the integers (van
Dijk et al. 2010), where the security is reduced to the
approximate-gcd problem, but we only required that
p be an odd number. This distinction gives us some
more power to find p, as we are able to eliminate potential values of p using efficient prime number tests.
Thus we have a new variant of the approximate-gcd
problem, which is given by the following definition.
Definition (Prime-Valued Approximate-GCD
Problem) 1. Let ci be N ciphertexts for 1 ≤ i ≤ N ,
where ci = ai +qi p with ai and qi chosen from suitable
random distributions, and each ai has the same parity
of the message mi . The problem is to find prime p.
From this definition we can build a procedure that
can find the private key p, since we have the additional fact that p is a prime. As a sketch of a simple
procedure for finding p, we outline the following steps
(with respect to the IND-CPA model).
1. Sample 2 ciphertexts c1 and c2 from the encryption oracle OEnc .
2. Generate a set of potential candidates C of p
from the two ciphertexts c1 , c2 by iterating over
all possible noise values.
3. Eliminate invalid elements from the set of candidate values C that do not match the characteristics of p: a prime and an integer of λ bits.
4. Test the set of potential values of p by sampling
ciphertexts ci , for 1 ≤ i ≤ N , from the encryption oracle OEnc and testing whether decryption
works correctly.
With this sketch in mind we present Algorithm 2
that generates a set of candidates from two ciphertexts. This algorithm iterates over the possible noise
values, and generates the resulting GCD.
Under ideal conditions, we perform two tests. We
test that the candidate c is prime using the is prime
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Algorithm 2 GenerateCandidates(x, y, η)
Input: x, y as ciphertexts and η as initial noise size
Output: C set of candidate values of p
1: C ← ∅
η
2: for i = 1 → 2 do
3:
for j = 1 → 2η do
4:
x0 = x − i
5:
y0 = y − j
6:
C ← C ∪ GCD(x0 , y 0 )
7:
end for
8: end for
9: return C
function. The function is prime can be implemented
by using methods such as the Miller-Rabin primality
test or the Fermat primality test. We also test that
p within one bit either side of λ. These two tests
allow us to reduce the number of candidates to a more
manageable size. The details of the process is given
by Algorithm 3.
We notice that Algorithm 3 may eliminate candidates that are very near multiples of p. For example,
Algorithm 2 (GenerateCandidates) may return values
like 2p or 4p, which are not prime, but still may help
us to find p. Using this fact, we create Algorithm 4
that factors out any ‘small’ prime factors. We remark
that there is no need to test for primality, as the small
prime factors that would cause the test to fail have
been removed.
Once we have a filtered list of candidate values C
of p, we need to verify that it decrypts correctly. We
now develop an algorithm that tests a candidate value
of p by using the decrypting function with σ ciphertexts, and checking whether the output matches the
message. The outcome of each outcome results in either a success or failure. We only accept a value of
p that correctly decrypts each time. Thus, the probability of having the correct p is 1 − 21σ , where σ is
the number of ciphertexts. The testing algorithm is
described by Algorithm 5.
When the noise component is large (i.e. η > 60),
iterating over all possible values becomes infeasible.
We can only do a subset of the possible values, which
are chosen at random. Hence, we can only achieve a
probabilistic, instead than a deterministic, result.
3.2

Ciphertext Only Attack

In the IND-CPA attack model described above we
consider sampling two ciphertexts from the encryption oracle OEnc to mount our attack. In the real
world, however, we don’t have access to the encryption oracle because the scheme is defined as a secret key system. But if we examine the encryption
scheme’s description we find that an adversary A has
Algorithm 3 F indp (c1 , c2 , λ, η)
Input: c1 , c2 as two ciphertexts outputted by the encryption function, λ as the bit length of p and η
as the initial noise size
Output: E as a set of potential values of p
1: E ← ∅
2: C ← GenerateCandidates(c1 , c2 , η)
3: for c ∈ C do
4:
if (is prime(c)) ∧ (2λ−1 ≤ |c| ≤ 2λ+1 ) then
5:
E ← E ∪ {c}
6:
end if
7: end for
8: return E
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Algorithm 4 F indfp actor (c1 , c2 , λ, τ, η, Pβ )
Input: c1 , c2 as two ciphertexts outputted by the encryption function, λ as the bit length of p, τ as
the bit range for p, η as the initial noise size and
Pβ denotes all primes less than β
Output: E as a set of potential values of p
1: E ← ∅
2: C ← GenerateCandidates(c1 , c2 , η)
3: for c ∈ C do
4:
for α ∈ Pβ do
5:
while α|c do
6:
c = c/α
7:
end while
8:
end for
9:
if (2λ−τ ≤ |c| ≤ 2λ+τ ) then
10:
E ← E ∪ {c}
11:
end if
12: end for
13: return E
Algorithm 5 T estp (c1 , c2 , ..., cσ , m, p)
Input: c1 , c2 , ..., cσ as ciphertexts outputted by the
encryption function, m as the message encrypted
by the ciphertexts p as a candidate value to test
Output: β as the probability of correct p or ⊥ as
failure
1: for i = 1 → σ do
2:
if Dp (ci ) 6= m then
3:
abort
4:
return ⊥
5:
end if
6: end for
1
7: return 1 − 2σ
at least one ciphertext, which is the compression argument d = 2s + rp. We can consider this to be
an encryption of 0, since the noise component is 2s.
Hence, given one ciphertext (which is not the compression argument), we are still able to launch our
attack as outlined above.
An application of a somewhat homomorphic encryption scheme that uses a single ciphertext (i.e. a
single bit) would be very limited in what you could
achieve. Hence it would be reasonable to consider
that there are many ciphertexts available to an adversary A, which includes at least one ciphertext as
the compression modulus. If we consider n ciphertexts then there are a total of n(n+1)
possible pairs.
2
We can arrange our attack in parallel and stop the
first thread that finds p.
We can also use the fact that, by definition, the
ciphertext is very malleable. This means we are able
to modify the message by manipulating the ciphertext. Hence, if we are given a ciphertext c with an
unknown message m, we can force the message to be
either 0 or 1 by adding a small amount of noise to the
ciphertext.
4

Experimental Evaluation

We now experimentally explore the security of
Brenner et al.’s symmetric somewhat homomorphic
scheme. All of the experiments were programmed
with Java version 7 (in a single thread model) and
executed on an Intel i7-2600 3.4GHz machine with
16GB of RAM. Where possible, software from the
Java standard library was used, with the GCD algorithm being one example.
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4.1

Setup

5

In our experiment we consider the IND-CPA security
model. This means we will construct an encryption
function that will take a message m and output a ciphertext that encrypts m. For this encryption function we will fix λ = 512, but we will have five noise
levels η1 = 8, η2 = 9, η3 = 10, η4 = 11, η5 = 12 to
show the relative performance between different noise
values.
Using this setup we sample two ciphertexts c1 , c2
from the encryption function and execute our two algorithms F indp and F indfp actor (Algorithms 3 and
4, respectively). For simplicity, we set τ (the range
of p) for both algorithms as 1. We used a certainty
value of 3 in the is prime function in F indp , which
defines how many iterations of the Miller-Rabin primality test are executed. We set β = 100 for the small
prime numbers to factor out.
4.2

Results

We present the results of our experiment in Table 1.
We first observe as the noise gets larger, the time required for F indp and F indfp actor grows exponentially.
This makes sense because as we must be prepared to
search a larger space to find p. Since we are searching
the entire noise space, then we are guaranteed to have
a case where the noise component of each ciphertext
is removed. What remains for each ciphertext is some
multiple of p. Once this case has been identified, it
is a simple matter of finding the prime p itself, where
the output of the GCD algorithm may be p times a
small multiple.
In our experiment we itereated over all possible
noise values, both even and odd. Since we know that
the noise is in fact even (m = 0), we can reduce the
search space by half by iterating only on even noise
values. We didn’t use this fact in our experiment because we wanted to show the maximum time required
for our approach. Even in this case, our approach is
still feasible.
We also notice that there is negligible difference
between the two algorithms, F indp and F indfp actor .
They seem to perform equally well, especially at the
encryption scheme’s proposed noise level of 8 bits.
η1
η2
η3
η4
η5

F indp time (s)
4.243
16.349
65.083
260.614
1044.719

F indfp actor time (s)
4.29
16.411
64.288
259.975
1048.559

Table 1: Performance when using 2 ciphertexts
4.3

Discussion

Obviously, increasing the noise associated with the
ciphertexts greatly impacts the performance and accuracy of our method as the value of p is more difficult to uncover. Although adding noise in this way is
removing the significance of the encryption scheme,
which is basing new technologies on old hardness assumptions in order to reduce the size of the resulting
noise component.
There have been more advanced methods for discovering p based on representing the problem as a
lattice, and then solving for p. In this case of this encryption scheme, a lattice approach was unnecessary
as the proposed noise is small.

Conclusion

In this paper we explored the security characteristics
of a new symmetric somewhat homomorphic encryption scheme. The scheme is able to evaluate simple
circuits, where there was a known stopping point (the
ciphertext noise didn’t grow too big, as to cause decryption to fail).
The scheme based its security on a well-known
hardness assumption: factoring a semi-prime integer
n = pq where p and q are large primes. We showed
theoretically and experimentally that this assumption
is misleading, as we were able to break the scheme
under the proposed parameters, principally using the
Euclidean (GCD) algorithm. From this we designed
an experiment that demonstrated the practicality of
our approach. Our results suggest that we only need
to break the approximate-gcd problem to find p. This
assumes we have enough ciphertexts available.
The current research effort for practical fully homomorphic encryption is strong. This is mainly
due to the long list of attractive applications (homomorphic spam filtering and private email). Although, fully homomorphic encryption is not at a
suitable practical level for industry, somewhat homomorphic encryption seems to have good applications
as (Brenner et al. 2012) demonstrated. However, we
must be cautious with new technologies based on new
hardness assumptions, as there may be a mathematical back door that limits their potential.
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Abstract

2

BattleMind (BM) version 1.5 is the first of a series of
Artificial Intelligence systems for semi-automatically
understanding, planning and conducting Computer
Network Defence. It makes use of a wide range of
existing techniques including classification and feature extraction, semantic web technologies, data fusion, ontologies, first order predicate logic based forward and backward chained reasoning, hierarchical
task network planning and supervised learning. Novel
contributions of our work compared to other AI based
CND tools are: (1) explicitly modelling people and
organisations as well as computers and networks as
part of the overall system, and elements of the business processes that link them; and (2) using a broad
range of high level data sources rather than just traditional low level data sources such as packet capture.

The high level architecture for BM is shown in Figure 1.
Specialised Data Collection agents are envisaged
to be distributed throughout the world’s information
processing systems. Although they may vary by the
data they operate on – being simple or highly intelligent, cost-effective or high-performance – all have
three things in common. First, they are placed where
they have access to data. Second, they extract basic
facts from these data sources into longitudinal groups
of semi-structured observations, which we call glims.
Each glim summarises the extracted information using its native terminology and semantics but in a standard syntax. Finally, each agent transmits these glims
to the Glim Bridge for ingestion further into the system.
The Glim Bridge converts glims into a series of
(subject, predicate, object) tuples and sends
them to a triple store formatted Knowledge Base
(KB) for further processing. It translates each scoped
range of a Glim’s hierarchical structure into a separate named object, then uses the hierarchy and explicit linkage information to encode the relationships
between those objects. For leaf nodes utilising native
JSON types like strings and numbers, plus a small
number of extension types like dates and times, Glim
Bridge is also responsible for converting these to a
canonical form that is compatible with the KB.
Glim Space is a staging area for information coming into the KB. It acts as a short term memory for
raw observations, before later parts of the system have
been able to digest and incorporate them into the
system’s World Model. Although the information is
semantically equivalent to the observations from the
Data Collectors, it has by now been syntactically regularised, allowing further processing to focus on the
content and ignore its format.
The World Model is a digital representation of the
real world, currently including things like people, organisational structure, computers and networks, and
business processes like project tasking, procurement
and travel – plus the rich linkages between all of these
elements. This knowledge is reconstructed over time
by specialised data fusion components that transform
the information entering Glim Space into a more semantically consistent form.
The World Model makes Reasoners and Planners
relatively more simple to implement and computationally efficient. An intent is that many questions
about the current state of the world can be answered
by simple lookup since the answers have already been
forward chained into the World Model. Answering
more complex questions that require meta-level analyses and planning across multiple World Model struc-

1

Introduction

Parallax is a high intensity research project being conducted by DSTO to research methods to rapidly advance the state of the art for Cyber Security utilising a
variety of approaches. As part of this project, a series
of BattleMind (BM) prototypes are being constructed.
This paper provides an overview of BM version 1.5,
a prototype system making heavy use of a variety of
Artificial Intelligence (AI) based techniques to explore
new methods for Computer Network Defence (CND).
Classic CND systems, on the other hand, are typically
signature and/or anomaly based [8].
Unlike other CND systems which do use AI based
techniques, BM considers more than just the computer and the network. While computers and networks are an integral part of BM’s world view, it exploits the profusion of electronic data sources that
have become available in recent times to explicitly
model these plus people, organisations, and the business processes that link them; and it does so for
both Cyberspace and parts of the physical world with
which it intermingles. This provides an approach for a
systematic framework for identifying complex vulnerabilities that involve the manifold interactions of a diverse range of domains including hardware/software,
social networks, logistics, supply chains and more.
Copyright c 2013, Commonwealth of Australia. This paper appeared at the 11th Australasian Information Security
Conference (AISC 2013), Adelaide, South Australia, JanuaryFebruary 2013. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 138, Clark Thomborson
and Udaya Parampalli, Ed. Reproduction for academic, notfor-profit purposes permitted provided this text is included.
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Figure 1: BM High Level Architecture
tures may also be simplified since inferencing can focus on the higher level concepts rather than having to
repeatedly backwards chain knowledge from unstructured facts.
The User Interface provides a mechanism for the
user to: ask questions and receive answers about the
state of the world in order to facilitate human understanding; and generate plans for future actions that a
user could carry out to achieve the stated goal. Given
the complex and subtle nature of cyber defence, we
believe that the “working” of BM’s reasoning and
planning engines must be presented to the user, not
just the final answers. Rather than present the user
with overwhelming detail, however, our User Interface factors out repetitive chains of logic so the user
can focus on classes of deductions in general, not just
specific cases. This allows the user to steer BM towards good answers, and also provides scope for the
system to apply supervised Machine Learning (ML)
to automatically find the better answers more quickly.
3
3.1

Prototype System
Data Collectors, Glims and the Glim
Bridge

Data Collection Agents gather information from a
wide variety of different document types. For example, our Classifier and Feature EXtraction (CFEX)
agent uses Naive Bayes to classify incoming documents and then applies regular expressions to extract salient information; our Computer System Information (CSI) agent extracts hardware, software,
operating system, network and user information directly from a Windows or Linux computer; our Hardware Ontology Scraper (HOS) agent spiders computer
component manufacturer and supplier websites for
details about various types of computer components;
and our Network Analysis agent extracts output from
existing tools such as nmap [7] and tshark [1].
JSON Formatted Glims encode the output of
Data Collection agents. They use a number of conventions for naming and referencing a given object
and informing Glim Bridge about the type of data
contained within an element. A small but internally
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consistent part of a glim produced by CSI is shown
in Listing 2. While the original glim contained over
18,000 lines (including a detailed enumeration and description of the hardware, software and users of the
computer), only 43 lines relevant to examples presented in the paper are included.
Glim Bridge accepts incoming JSON glims as
HTTP POST requests from Data Collection agents.
It is responsible for processing each glim and sending
the contents to the KB. In processing a JSON glim,
named objects are merged and typed values are
processed into the World Model’s fixed ontology.
3.2

Converting Glims into Knowledge

Each data fusion component intimately understands
the semantics of the incoming glim, intimately understands the semantics of related parts of the World
Model, and can extract relevant information from
Glim Space and update the World Model accordingly.
Key parts of solving the third part of this problem
include: entity extraction or business process identification so the relevant World Model structure can
be updated; conflict resolution to deal with incoming
information that contradicts the World Model; model
generation to create knowledge from partial observations combined with existing knowledge; and ontological bridging from dynamic Glim Space concepts
to the fixed World Model ontology.
Entity Matching of objects in a glim to entities in the World Model is based upon their type
and attributes. Since we used Cyc [5] to implement
BM v1.5’s KB (see Section 3.3) we used its #$isa
predicate to match type, which indicates that an object is an instance of a particular (#$Collection).
The other attributes of an object (for example
#$firstName #$surname and #$dateOfBirth) are
then used to match against existing entities with the
same or similar attributes. As explained in Section 2,
the attribute names within a glim are dependent on
the original information source (and the agent which
creates the glim). In the example being considered,
the agent chose to encode the surname of each person using the label surname. However, in the standard Cyc ontology this concept is represented by the
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{
"glim" : "CSI - AGENT -44 B960A70B71C827 -3 D4F7655C198192" ,
"isa" : " # $PxCSIAgentOutput" ,
"pxhasCSIReport" :
{
"_name" : "CSIReport -460 C6FA4E724FECD - EF46F9B00ECC695" ,
"isa" : [ " # $PxCSIReport" , " # $ I n f o r m a t i o n B e a r i n g T h i n g " ] ,
"pxhasIdentifiers" :
{
"_name" : "Identifiers -4 AF761F84F7913CA - DA7A80E0AE20D882" ,
"isa" : " # $PxIdentifiers" ,
" p x I d e n t i f i e r H o s t n a m e " : "apm - vm . dsto . defence . gov . au"
},
"pxhasSoftwareList" :
{
"_name" : "SoftwareList -4 D098670311419FC - F8506F38AC780FB9" ,
"pxWin32_Product" :
[
{
"_name" : "Win32_Product -44 C17DEA168B6B77 - EC0FCC1658F2C7A0" ,
"isa" : " # $Win32_Product" ,
"pxrsiname" : "Adobe Reader 9.3.2 " ,
"pxrsivendor" : "Adobe Systems Incorporated" ,
"pxrsiversion" : "9 .3.2 "
}
]
},
"pxhasUser" :
{
"_name" : "UserList -4204 A39396907FFF -4921 D3B1A46C60BF" ,
"pxWin32_Account" :
[
{
"_name" : "Win32_NetworkLoginProfile -449944 D55DE64CBA -19 FE7B 6 5CEA7AEBE" ,
"isa" : " # $Win32_NetworkLoginProfile" ,
"pxrsicaption" : "MurrayA" ,
"pxrsifullname" : "Murray , Alex" ,
"pxrsiname" : "DSTO \\ murraya" ,
}
]
}
}
}

Figure 2: A small part of a CSI glim showing software and user information.
#$familyName predicate. When matching entities
these discrepancies between the ontology used by the
various agents and the standardised World Model ontology must be reconciled. We solved this problem
with a mixture of two approaches: manual ontology
bridging by analysts with expert knowledge; and an
automatic comparison of a glim’s entities against the
attributes of all similarly typed entities in the World
Model, searching for minimum Levenshtein edit distance [6].
Entity Merging of the matched entities then proceeds to unify new knowledge from the glim with the
existing entity in the KB. In general this is a complex
procedure since there may be conflicting assertions
that need to be resolved, however the data sources we
used were generally consistent and so in most cases
we were able to simply add attributes from the glim
entity to the World Model entity. In Cyc this was
achieved by making assertions using the same subject
and predicate as the glim entity statements but targeting the World Model entity to simply “copy over”
those assertions. For the few cases where glim information conflicted with existing information in the
World Model, we instead applied rules that attempted
to select the most authoritative statement. For simplicity we chose to assume the most recent observation was the most authoritative, but rules for making
more intelligent decisions can be envisaged.
Business Process Modelling is then performed
using the information from a wide variety of ingested
documents, allowing BM to model and track the lifecycle of various business processes based upon their
electronic “paper trail”. BM currently treats business
processes in terms of sequences of actions and branching alternatives, while also taking some account of
the relationships between interlinked processes. This
introduces a predictive capability that makes subsequent reasoning about the future substantially more
tractable and accurate. Although machine learning techniques could perhaps automatically construct
such models, BM currently relies on humans to analyse and map out the important relationships between

various states and events. This effort is minimised,
however, since core business processes change slowly
over time.
3.3

Cyc Knowledge Base and World Model
Ontology

Through the glim processing chain, BM constructs a
richly interconnected, structured KB representing the
current state of the world. BM’s current scope covers
computers, networks, people and business processes,
so the BM ontology provides a way to describe these
aspects of the world. We used Cyc [5] to implement
BM v1.5’s KB and World Model Ontology because it
came pre-populated with a large general knowledge
ontology and a substantial number of forward and
backward chained reasoning modules; and for testing
its suitability for later versions of BM.
In order to encode the BM World Model, we developed Cyc ontologies for: people, as individuals or as
part of an organisational hierarchy; and for computers and networks, both as physical items constructed
from components and also as logical entities with
users running software. While Cyc’s existing general
purpose ontologies were sufficient for modelling some
ideas, we found the existing ontology to be outdated,
incomplete or incongruous for specifying many concepts of interest to us. We therefore expanded Cyc’s
ontology with over 1,400 concepts and 730 predicates
for use by our World Model.
3.4

Planning

Inspired by SHOP [11], the BM v1.5 Planner uses
Hierarchical Task Networks (HTN) to decompose actions into progressively more specific subactions. Although the planning engine is domain-independent,
templates for solving particular problems rely on
expertly encoded domain knowledge using HTNs.
These are composed from complex (i.e. decomposable) actions and simple (i.e. atomic) actions at the
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leaf nodes that actually query or modify the World
Model.
Actions are encoded using our custom Action
Definition Language exemplified in Figures 3a
and 3b.
Figure 3a shows a simple action for
identifying the author of a DSTO publication,
which it achieves by querying the World Model
using the search-condition. This triggers a Cyc
query whose results are used to populate variables
in the effect-name, effect and state-binding
definitions. Figure 3b shows a complex action for
identifying any people associated with a paper. This
includes constructs for specifying complex action decompositions, namely orFunc, seqFunc or andFunc.
The post-condition specifies any conditions that
must be satisfied after the decomposition has been
evaluated for the entire plan to remain valid. Finally,
the stateBindingAlias specifies how input and
output parameters and state-bindings are mapped
between different sub-actions. Here, #$px-pl-pub
of
identify-people-associated-with-paper
maps to the parameter #$px-pl-paper for
px-identify-paper-author.
The BM Planner applies Monte Carlo [4] (i.e.
sampling-based) methods when evaluating the effects of hypothetical actions represented by the HTN.
Where the planner encounters an orFunc branch or
multiple bindings to World Model entities it makes a
random choice from the set of potential sub-actions.
This enables the planner to rapidly sample a wide
range of plans from the state space. It also simplifies the planner logic since no state needs to be maintained in order to resume part way through previously
evaluated plans. When a satisfiable plan is found, the
planner outputs a trace such as that shown in Figure 3c.
Finally, BM also calculates a quantitative assessment of the utility of a plan using the plan scoring
function:
Li
X
1
Si =
aj bj
×
Li j=1
where Si is the score for plan i, Li is the decomposed
“length” of plan i, aj is the score for action j in plan
i, and bj is the score for the binding j in the context of
action j. The plan scoring function is a plan-lengthscaled sum of the scores for the depth first expansion
of a given plan across the product of each sub-plan’s
action score, aj , and its bindings score, bj . A larger
score indicates a better plan. The scaling factor 1/Li
ensures longer plans do not accumulate a higher score
than shorter plans simply by virtue of their length.
3.5

Web Based User Interface

As shown in Figure 4, the top of the User Interface
includes two auto-completing text entry boxes for the
user to select a top level HTN plan, i.e. the goal (for
example
identify-risk-of-information-loss)
and specify any input parameters. This causes the
Planner to search for solutions to the goal. As
solutions are found they are dynamically merged into
the views being presented. This allows the user to
begin evaluating potential solutions as soon as they
are found, yet benefit from improved answers as they
become available.
The User Interface has two views: a tree view and
a state transition view. The tree view shows an HTN
action tree decomposition where nodes represent actions and edges represent the decomposition of those
actions. Complex actions can be expanded to show
their child actions and different line styles are used
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to differentiate between sequence, and, and or operations. In the state transition view actions are now
edges while the nodes represent the @state that they
lead to. Importantly, our system visualises hierarchical (i.e. decomposable) actions as opposed to hierarchical states. It presents the user with a dynamic
canvas where they can pan and zoom into and out of
subactions that are placed inside their parents, allowing the user to explore the solution at whatever level
of abstraction is appropriate at the time. The state
transition view also shows actions and bindings ordered by rank so that those associated with the best
plans are shown first; and includes + and - buttons so
that users can tune the scoring of actions and bindings during plan ranking.
4

Use Cases

With participants’ permission we collected a range
of traditional low level CND data sources from a
small enclaved network including traffic flow statistics, nmap [7] scans and host based Computer System Information; full concurrence of all users was obtained and data from other parties was not captured.
We were also able to obtain project tasking, publications, procurement, travel and corporate directory
information from corporate Management Information
Systems. Finally, we scraped public information from
the internet related to computer vulnerabilities, exploits, and computer components and configurations.
Similar to other work on vulnerability analysis
through automated planning [12] we then encoded an
HTN to determine vectors an adversary could use to
extract intellectual property from our organisation.
The HTN first identifies where information related to
a topic may be stored by searching the World Model’s
knowledge of tasks, publications, procurement and
travel activities related to a topic of interest. It then
identifies associated people, for example the members
of a task, authors of a paper, purchaser of equipment
and so on. Finally it cross references these people
against the computer and networking entities that
they use. A second stage then ascertains how the
information might be lost from an identified source.
For example, the HTN encodes social engineering approaches to elicit the information from a person by
crafting believable emails based on a number of scenarios including the person’s position in the organisation or their recent purchasing activity. Alternatively,
it correlates the software installed on a computer of
interest with known vulnerabilities from Mitre’s CVE
database [10] and exploits from Metasploit’s exploit
database [9].
Figure 3c shows a single trace that combines social engineering and software vulnerabilities for a
plausible attack an adversary could use to elicit
information about “Minisec”.
The bindings for
this trace target #$AlexMurray, an author of
#$Publication-36803, and identifies vulnerability
#CVE-2011-0611 in the Adobe Flash Player on his
computer which is exploitable by Metasploit exploit
#$PxExploit flash10o. It then assists in crafting a
convincing spear fishing email appearing to be from
a service provider he has previously dealt with in
#$Procurement-3739 to provide a delivery mechanism for the exploit1 . Upon activation, this would
provide the adversary with access to Mr Murray’s
computer as a launchpad for extracting information
on the topic of interest.
1
Again, it is emphasised that these actions are to assist in discovering vulnerabilities and thus countermeasures.
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( ( :simple-action . " p x - i d e n t i f y - p a p e r - a u t h o r " )
( :label . " Identify an author of a published paper " )
( :parameters . ( #$px-pl-paper ))
( :pre-condition . ( #$and ( #$px-pl-paper ? INPUT )( #$isa ? INPUT # $ P x D S T O P u b l i c a t i o n P r o c e s s )))
( : s e a r c h - c o n d i t i o n . ( #$and ( #$px-pl-paper ? PAPER )
( #$isa ? PAPER # $ P x D S T O P u b l i c a t i o n P r o c e s s )
( # $ p x p u b l i c a t i o n A u t h o r ? PAPER ? AUTHOR )))
( :effect-name . ( @PaperAuthor ? AUTHOR ))
( :effect . nil )
( :state-binding . (( #$px-pl-author ? AUTHOR )))))

(a) A simple action for identifying an author of a DSTO publication.
1
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( ( :complex-action . " i d e n t i f y - p e o p l e - a s s o c i a t e d - w i t h - p a p e r " )
( :label . " Identify people associated with a specific published paper " )
( :parameters . ( #$px-pl-pub ))
( :pre-condition . ( #$and ( #$px-pl-pub ? INPUT )( #$isa ? INPUT # $ P x D S T O P u b l i c a t i o n P r o c e s s )))
( :orFunc . ( nil ))
( :seqFunc . ( i d e n t i f y - p a p e r - a u t h o r ))
( :andFunc . ( nil ))
( :post-condition . (( p x - i d e n t i f y - p a p e r - a u t h o r ( #$px-pl-author ? PERSON ))))
( :effect-name . ( @PaperAssoc ? PERSON ))
( :effect . nil )
( :state-binding . (( # $ p x - p l - p a p e r - a s s o c i a t e s ? PERSON )))
( : s t a t e B i n d i n g A l i a s . ((( p x - i d e n t i f y - p e o p l e - a s s o c i a t e d - w i t h - p a p e r #$px-pl-pub )
( p x - i d e n t i f y - p a p e r - a u t h o r #$px-pl-paper ))))))

(b) A complex action for identifying people associated with a publication.
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( " p x - i d e n t i f y - r i s k - o f - i n f o r m a t i o n - l o s s " ( @ I N F O R M A T I O N L E A K A G E ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - s o u r c e - o f - i n f o r m a t i o n " ( @INFOSOURCE ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - p e o p l e - w i t h - a c c e s s - t o - i n f o r m a t i o n "
( @ P E R S O N A C C E S S I N F O ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - p e o p l e - w h o - h a v e - p u b l i s h e d - p a p e r - o n - i n f or m a t i o n "
( @PAPERPEOPLE ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - p a p e r - r e l a t i n g - t o - i n f o r m a t i o n "
( @PAPER ( # $ P u b l i c a t i o n - 3 6 8 0 3 )))
(" px-identify-people-associated-with-paper "
( @PAPERASSOC ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - p a p e r - a u t h o r "
( @PAPERAUTHOR ( #$AlexMurray )))))))))))))))
( " p x - i d e n t i f y - i n f o r m a t i o n - l e a k a g e - p a t h " ( @ I D E N T I F Y I N F O L E A K A G E ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - i n f o r m a t i o n - l e a k a g e - t h r o u g h - p e r s o n "
( @ I N F O R M A T I O N - L E A K A G E - F O U N D ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - s o c i a l - e n g i n e e r i n g - t h r e a t "
( @ S O C I A L - E N G I N E E R I N G - T H R E A T ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - s p e a r - p h i s h i n g - e m a i l - t h r e a t "
( @ S P E A R - P H I S H I N G - T H R E A T ( #$AlexMurray ))
( #$SEQ (( " p x - i d e n t i f y - s p e a r - p h i s h i n g - e x p l o i t - t h r e a t "
( @ S P E A R - P H I S H I N G - E X P L O I T - T H R E A T ( #$AlexMurray ))
( #$SEQ (( " p x - g e t - c u r r e n t l y - u s e d - c o m p u t e r - v u l n e r a b l e - t o - s p e a r -p h i s h i n g "
( @ S P E A R - P H I S H I N G - V U L N E R A B L E - C O M P U T E R ( # $ P x C o m p u t e r 1 0 A 5 0 B 4 2 ))
( #$SEQ (( " p x - i d e n t i f y - c o m p u t e r s - c u r r e n t l y - u s e d - b y - p e r s o n "
( @CURRENTCOMPUTER ( # $ P x C o m p u t e r 1 0 A 5 0 B 4 2 )))
(" px-get-vulnerability "
( @ E M A I L - A T T A C H M E N T - V U L N E R A B I L I T Y ( #$CVE-2011-0611 ))))))
(" px-identify-company-used-for-requisition "
( @PROCUREMENT-DETAILS
( " Supplier name: ACME Computing , Email: orders@acme . com " ))
( #$SEQ (( " p x - g e t - r e q u e s t e d - p r o c u r e m e n t "
( @PROCUREMENT ( # $ P r o c u r e m e n t - 3 7 3 9 )))
(" px-get-procurement-supplier-details "
( @SUPPLIER-DETAILS
( " ACME Computing , orders@acme . com " ))))))
(" px-identify-persons-details "
( @PERSONS-DETAILS ( " Alex , Murray ,
alex . murray@dsto . defence . gov . au " )))
(" px-identify-spear-phishing-email "
( @SPEAR-PHISHING-EMAIL
( " Dear Alex Murray ,
We would like to thank you for your recent purchase by
attaching our new and exclusive specials list .
These discounts apply to all orders received before the
end of the month .
Kind regards ,
ACME Computing " )))
(" px-identify-email-attachment "
( @ E M A I L - A T T A C H M E N T ( " march-specials . pdf
( Vulnerability: #$CVE-2011-0611 ,
Exploit: # $ P x E x p l o i t _ M S F _ _ _ f l a s h 1 0 o ) "
)))))))))))))))))))))

(c) An trace for satisfying the HTN identify-risk-of-information-loss.

Figure 3: Example simple and complex planning action definitions, and plan output.
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Figure 4: User Interface showing a unified action tree view (left) and unified state transition diagram view
(right).
This simple example demonstrates how an expertly constructed HTN coupled with a richly interlinked World Model can automatically identify complex and potentially novel vulernabilities for CND attention. One obvious remedial action would be to
patch the vulnerable Adobe Flash Player; but one
can also envisage other proactive safeguards such as
targeted user education.
5

Evaluation

Data Fusion. Entity matching and merging is relatively ad hoc in our current system. Entities are only
matched based on their simple attributes, ignoring
any wider context that could facilitate better decisions. For example, BM currently uses names, contact
phone numbers and email addresses to match people.
If only some of these attributes are available BM tends
to overfit, for example potentially mismatching “Marc
Anderson” to “Marcus Anderson” if it is unaware of
distinct personalities. Even where it did know of both
people, a reference to Marc Anderson in the context
of a trip to a conference on cybersecurity, for example,
could be used to substantially reduce any ambiguity.
Similar to this is the problem of dealing with
data sources that represent the same concept in
different ways. For example, in some cases “[Dr]
Duncan Grove”, “Grove, D A”, “DSTO\groved”,
or “duncan.grove@[dsto.]defence.gov.au” may interchangeably be used to identify the same person (let
alone when they denote different concepts like name,
credential or email address); and similar difficulties
occur for things, places, dates, times, etc. Although
the algorithms we employed were able to match such
variations to World Model concepts, they usually required hand-tuning to perform well.
Ontology and Plan Library. Due to limitations
with Cyc’s existing ontology, BM uses a substantial
amount of custom ontology. This includes people,
computer hardware and software, organisations and

36

business processes. For example, our current ontology
relates these concepts in the following ways: people
are linked as users of computers, members of an organisation and actors within business processes; while
computers are composed of instances of hardware and
software components. While this enables a rich World
Model for describing the types of scenarios discussed
in Section 4, it would need to be extended for other
uses. The other significant limitation of our ontology
is that it does not currently have a detailed concept
of time or uncertainty.
Performance and Scalability. While our work
benefited from Cyc as an extant and integrated platform, we found its performance, scalability and stability inadequate for our needs. Our use of the system was characterised by relatively slow insertion and
queries, often taking ≈ 1ms to assert a single triple;
inefficient queries compared with manual query decomposition; and instability when performing queries
while simultaneously inserting new data. We note,
however, that our use of Cyc as a repository for large
amounts of data runs counter to its intended purpose
and that our experiences may not necessarily hold in
less data intensive scenarios.
The Planner’s use of Monte Carlo sampling permitted a simple implementation and produced diverse
plans but its current implementation is quite slow.
Although we have implemented a mechanism for user
feedback to select promising plans as discussed in Section 3.5, the Planner does not implement an automatic mechanism to capitalise on previous discovery
of viable plans. Heuristics such as ant colony optimisation [2] could help the Planner use existing plans
as starting points for quickly identifying similar but
more optimal plans.
Machine Learning. The Planner’s supervised
learning mechanism for plan ranking simply accounts
for the user’s indicated preference for particular actions and bindings, using this as an informal summation of perceived utility across many potential met-
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rics including cost versus benefit, complexity, likelihood of success and so on. Furthermore, it defines
the context of an action or binding using only its immediate parent, so there is no way to indicate that a
binding is good in one circumstance but bad in another if their immediate parents are the same. Finally
BM v1.5’s HTN Planner is not well suited to identifying novel plans, merely finding ways to apply preconceived plans in newly encountered but generally
well understood situations; but this could be tackled
by incorporating classical planning and/or machine
learning to identify novel combinations of HTNs for
solving unanticipated problems.
6

Related Work

DSTO’s Shapes Vector [3] (SV) uses a data driven
intelligent agent framework for collecting and processing information, performing inference, and providing cyber situational awareness. Although BM can
solve similar problems to SV, it takes a very different approach to its knowledge management and inference architecture, making use of modern semantic
web technologies to construct a rich World Model using first order predicate logic. This has advantages
and disadvantages. Where SV’s architecture is more
tuned for near real time performance, BM v1.5 opts
for a flexible predicate logic based architecture that is
potentially capable of producing high quality knowledge, but doing so more slowly.
CycSecure [13] is also similar to BM v1.5. However, although its Cyc [5] foundation provides a rich
and detailed ontology, the CycSecure extensions appear to have a limited model for cyber entities and
only a small set of rules supporting very narrow reasoning. Its scope also seems limited to cyber resources
and functions, ignoring broader organisational functions and business processes, which is a major differentation of BM v1.5 compared with extant systems. Another novel contribution is BM’s use of business process modelling, for example as a concise reporting mechanism for providing situational awareness.
7

Conclusion

We have described BM version 1.5, one of a series of
AI systems being developed for semi-automatic Computer Network Defence. Although BM v1.5 uses a
wide range of existing techniques, their application to
CND is unusual, as is considering not just computers
and networks but also the people, organisations and
business processes that link them.
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Abstract
Digital camcorders commonly have an in-built capability
to export entire video files or a single image to storage
media such as a digital versatile disc (DVD). In the event
that a DVD is not properly finalised, its contents might
not be easily readable. It is generally accepted that
recovering video evidence from an unfinalised DVD in a
forensically sound manner is an expensive and a
challenging exercise. In this paper, we propose a digital
camcorder forensics technique that allows digital
forensics examiners to carve video files with timestamps
without referring to a file system (file system independent
technique). We then conduct a forensic analysis to
validate our proposed technique.
Keywords: Digital camcorder forensics, unfinalised digital
versatile disc, video stream, format, timestamp, file
signature, data carving.

1

Introduction

The declining cost of electronic data recording devices
(e.g. digital camcorders) and storage media will continue
to lower entry barriers for digitization of information,
particularly multimedia contents. Choo et al. (2007)
explained that the proliferation of information and
communication technology (ICT) has not just spawned a
new domain of criminal activities but the ability to
commit traditional crimes is being enhanced by the use of
such technologies. For example, the creation and the
dissemination of child abuse/exploitation materials have
long been in existence and with ICT have made it much
easier and quicker to disseminate and share such illicit
materials in real-time.
The presence of digital evidence is central to the
digital forensics discipline (see Porter (2011) where some
of the early cases included photos and videos submitted
as evidence in a court of law). For example, in a case
involving a digital camcorder and a digital versatile disc
(DVD), one of the first activities is to recover the video
evidence from the DVD in a forensically sound manner.

Copyright ©2013, Australian Computer Society, Inc. This paper
appeared at Australasian Information Security Conference
(ACSW-AISC), Adelaide, Australia. It is published as
Conferences in Research and Practice in Information
Technology, Vol. 138, Eds. C. Thomborson and U. Parampalli.
Reproduction for academic, not-for profit purposes is permitted
if this text is included.

Although multimedia forensics research is not new
(see Bijhold et al., 2007), there are still worthwhile
contributions, particularly on content analysis of video,
audio and biometric (see Battiato et al., 2012; Porter,
2011). However, without recovering the multimedia
evidence, it would not be possible to analyse its contents.
In multimedia forensics, it is extremely challenging to
recover multimedia evidence in a forensically sound
manner without data recovery expertise in a wide range
of storage media (optical, magnetic and semiconductor)
with different file systems and video file formats. The
challenge is compounded if the storage media of digital
video recorder (DVR; the core electronic component of
digital camcorder and closed-circuit television (CCTV))
is physically damaged or logically corrupted. Seek (2010:
51), for example, explained that ‘not all exhibits come to
[the Singapore Police Force’s Technology Crime
Forensic Branch] physically sound. Some exhibits are
deliberately damaged by criminals in a bid to destroy
evidence while others are already in poor physical
conditions resulting in read-sector errors during the
acquisition process or lengthened acquisition time’.
Thus, to recover evidence from damaged (electrical or
mechanical failure) or corrupted (file system or video)
storage media of DVR, digital forensics examiners need
to have an intimate understanding of the underlying DVR
systems (Sobey et al., 2006). It is highly infeasible for
digital forensics examiners in law enforcement agencies
(LEAs) to seek assistance from DVR manufacturers (our
technique is vendor independent) as the latter is likely to
be located in overseas jurisdictions. In some instances,
forensic and multimedia specialists from abroad may
have to be engaged to recover digital evidence. For
example in the incident involving the murder of a taxi/cab
driver in Melbourne, it was reported that ‘MELBOURNE
cabbies are demanding answers after the hi-tech camera
in murdered driver Stephen Seymour's taxi had to be sent
overseas to try to retrieve images of his killer ... [as] the
CCTV manufacturer was "unable to access the footage"’
(Thom 2012: np). These challenges will impede digital
forensics examiners and potentially prevent LEAs from
recovering and analysing multimedia evidence in a timely
fashion.
There is, clearly, an urgent need for digital forensics
examiners and researchers to adapt and augment technical
and procedural digital forensics responses as criminals or
otherwise, who are often early adopters, use new
technologies in different ways to facilitate crime
activities, both traditional criminal (e.g. drug trafficking
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and murder) and cybercriminal (e.g. production of child
abuse materials).
In this paper, we propose a forensically sound
technique that conforms to digital forensics principles and
framework, which would allow digital forensics
examiners to carve1 video files with timestamps2 from an
unfinalised DVD (file system independent technique).
We then conduct a forensic analysis on a digital
camcorder (a DVD based SONY Camcorder model DCRDVD605E) to validate our proposed technique. This
technique would serve both as a technical reference to
digital forensics examiners (for expert witness, Aswami
et al., 2008) and a scientific reference to legal
practitioners (e.g. deputy public prosecutors and defence
attorneys).
The digital camcorder was chosen due to its popularity
among end users and, possibly, criminals (e.g. newer
camcorders are designed to fit in the palm of the user's
hand). A Gartner research estimated that the worldwide
production of digital camcorders in 2011 was 16.6
million units and expected to grow by 2.4% in 2012
(Shimizu, 2012).
The remainder of this paper is structured as follows:
Section 2 provides a general overview of the digital
forensics principles, framework and our proposed
technique. We then demonstrate how our forensic
analysis can be used in digital camcorder investigations
(repair work on logical, mechanical and electrical is
beyond the scope of this paper). The last section
concludes the paper and outlines potential future research
opportunities.

2

2.1

Derivation of digital camcorder forensics
from digital forensics principles and
framework
Digital forensics overview

Digital forensics, often interchangeably known as
computer forensics and forensic computing, is a relatively
new sub-discipline of forensic science when compared to
DNA forensics. The development of digital forensics
processes is built on sound scientific principles so that
recovered evidential data can be demonstrated to be
trustworthy – one of the pillars/requirements in digital
forensics.
Digital forensics is increasingly used in civil and
criminal (traditional crime and cybercrime) cases
involving digital evidence; and has been extensively used
in court to inculpate or exculpate suspects (Aswami et al.,
2012). A widely used digital forensics framework is that
of the US National Institute of Standards and Technology
(NIST) comprising (1) Collection: identifying relevant
data, preserving its integrity and acquiring the data; (2)
Examination: uses automated and manual tools to extract
data of interest while ensuring preservation; (3) Analysis:

1

Data carving is a commonly used technique in digital forensics
to extract a collection of data from a larger data set (see
http://www.dfrws.org/2006/challenge/).
2
The date of the crime committed is important to charge the
offender or suspect. It is obtained by correlating the recording
time with the actual time of incident.
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concern with deriving useful information from the results
of the examination; and (4) Reporting: the preparation
and the presentation of forensic analysis (Kent et al.,
2006, p.ES-1).
The NIST framework is similar to that of McKemmish
(1999) – see Martini & Choo (2012) for a comparison
between these two frameworks and Slay et al. (2009) for
a general review of the digital forensics development of
principles, procedures, models, guides and standards.
Digital forensics frameworks differ primarily in how
granular each phase of the processes is and in the terms
used for specific phases, but they generally reflect the
same basic principles and the same overall processes.
A key component of digital forensics is data recovery
involving logical, mechanical and electrical repair work
of storage media (see examination phase of the NIST
framework and analysis phase of McKemmish (1999)’s
framework). The latter is an intricate process as it may
involves repairing a wide range of storage media
(magnetic, optical and semiconductor) before digital
evidence can be analysed for forensic investigations and
understanding of the underlying storage media
technologies (Agrawal et al., 2009), file systems and data
formats is essential. As such, recovering video files from
a DVR with proprietary file system can be exceptionally
complex; digital forensics examiners can instead analyse
the data format for signature as each video file has its
own unique structure that could be carved during the data
recovery work.
In this paper, we adopt McKemmish (1999)’s digital
forensics framework as the overarching framework for
our technique, which comprises (1) identification, (2)
preservation, (3) analysis and (4) presentation of digital
evidence – also see Figure 1.
• Identification is a detailed study of digital evidence
to understand what evidential data is present, its
possible location, the type of storage media and
format.
• Preservation is an important rule that ensures digital
evidence remains unchanged. A forensic copy of the
digital evidence (storage media) is created to protect
and maintain the digital evidence in its pristine state
so that forensic analysis is conducted on a forensic
copy. In the event that the storage media of digital
evidence is physically damaged or logically
corrupted, it would be necessary to repair the storage
media before the preservation and analysis work
could commence.
• Analysis is conducted on a forensic copy (i.e. a bitby-bit copy) using specialised technique and digital
forensics tools. The time taken in the forensic
analysis varies depending on the storage media
capacity and the technicality involved.
• Presentation is to report all findings including the
work of preservation and forensic analysis in a court
of law.

2.2

Our proposed technique

Figure 1 outlines our proposed technique and how it
aligns with McKemmish (1999)’s digital forensics
framework.
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McKemmish
(1999) digital
forensics
framework

!

!

Identification

Preservation

Our proposed digital camcorder forensics technique

Step 1: Preparation
i)
Inspect digital camcorder (digital evidence) to obtain product information, if
possible check for damage and time offset. Record all the work taken in the digital
camcorder forensics technique.
ii) Undertake research on digital camcorder and understand its technical specifications.
iii) If the above are not feasible, i.e. digital camcorder is broken and only its DVD is
available (or other storage media type of digital camcorder), then proceed to Step 2:
Forensic copy.

Step 2: Forensic copy
i)
Create a physical forensic copy of digital camcorder DVD with hashing (e.g. MD5
or SHA-1) using a wiped spare hard disk (all sectors written with zeros). Once
completed, secure the DVD. # Attempt to repair the DVD (or other type of storage
media) if it is faulty.
ii) Hashing is using a cryptographic hash function to create a digital signature. It is a
requirement of preservation to verify the integrity (due to its collision resistance
property) of a forensic copy with the digital evidence.

Yes
Forensic
copy OK?!

!

No

!

# Repair
OK? !

No

Abort work.
"#$%&&'!($!
"#$%!&!)$#!
#&*$#(+,-.!
!

Yes

!

!

Step 3: Forensic analysis
i)
* If only the digital camcorder DVD is available,
search the brand on the forensic copy, when found,
study its technical specifications.
ii) Download manufacturer video player software if the
video file format of digital camcorder is proprietary.
iii) Analyse video stream, byte storing method
(endianess), format, codec and timestamp of the
forensic copy to identify the file signatures.
iv) Search and carve the video files with timestamps
based on the identified file signatures.

Analysis

# Use specialize
tool or manually
repair logical,
mechanical and
electrical parts if
required. If not
successful explain
the reason in the
report (the repair
work is beyond the
scope of this paper).
* Analysis is done
on forensic copy.

!
No
No

Yes
Carving of selected
video file with
timestamp OK?!

Replay of selected
video file with
timestamp OK?!

!

!

Yes

!

Presentation

Step 4: Reporting – Write a report on findings and Step 1-3.

!

Figure 1: Flowchart illustrating McKemmish (1999) digital forensics framework and our proposed digital
camcorder forensics technique
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!
Optical media:
1) D"#"$%&!'()*%$"&(!+"*,
2) Compact disc

Storage
media

Magnetic media:
1) Hard disk
2) Raid system

Examples of video file signatures:
1) VOB (Video Object)
\0x00\0x00\0x01\0xBA\
2) MPEG (-.'"/#!0",$1)(!
234()$*!5).146
\0x00\0x00\0x01\0xBX\
3) FLV (Flash Video)
\0x46\0x4C\0x56\0x01\
4) AVI (Audio Video Interleave)
\0x52\0x49\0x46\0x46\
\0xXX\0xXX\0xXX\0xXX\
\0x41\0x56\0x49\0x20\0x4C\
\0x49\0x53\0x54\

Semiconductor media:
1) Secure digital card
2) USB flash drive

Figure 2: Storage media and video file signatures

Step 1: Preparation

Step 2: Forensic copy

The preparation step plays a fundamental role to
determine the possible location, type of storage media
and format of digital evidence. As an example, in cases
involving mobile devices, the likely digital evidence
includes video files, internet browsing histories and GPS
(Global Positioning System) locations. It is, therefore,
crucial that during the preparation step, digital forensics
examiners inspect the digital evidence to obtain product
information, if possible check for damage and time offset
(the difference between actual and digital evidence time,
this is for legal purpose) and record all the work
performed in the digital camcorder forensics technique.
Then it is essential to undertake research on the digital
evidence in order to gain better understanding of its
specifications during forensic analysis. If the digital
camcorder is broken and only its DVD is available (or
other storage media type of digital camcorder), then
proceed to Step 2: Forensic copy.
In digital camcorder forensics, digital forensics
examiners would need to understand the main electronic
components of a digital camcorder (namely, camera,
DVR and storage media) and how it works. The camera
captures the scene through the charge-coupled device and
converts it to electrical signal. The signal is converted to
digital within the DVR’s system using an analogue to
digital converter. The video data is then formatted in a
file container with specific codec and other digital data
such as audio or subtitle (timestamp). Finally, the video
file is stored to a DVD (or other storage media,
depending to its specification), which can be played on a
compatible DVD player or desktop computer.
This first step would allow digital forensics examiners
to seek additional expertise, if deemed necessary, to
ensure he/she has the requisite knowledge and tools to
recover the evidential data (such as in the case involving
the murder of the taxi/cab driver in Melbourne – see
Thom 2012).

The second step of the proposed technique is creating a
forensic copy of the digital camcorder DVD with hashing
(using a cryptographic hash function to create a digital
signature) using a wiped spare hard disk (all sectors
written with zeros) and, once completed, secure the DVD.
Hashing, using MD5 (Message Digest 5) or SHA-1
(Secure Hash Algorithm-1), is a requirement in the
preservation step to verify the integrity (due to its
collision resistance property) of a forensic copy.
It should be noted that digital evidence to be processed
may not be received in working condition (e.g. hard disk
with head or firmware faults), and creating a physical
forensic copy of digital evidence (storage media) can be
challenging. Failing which, we will not be able to
preserve and analyse the digital evidence as forensic
analysis needs to be conducted on a forensic copy.
We would need to repair the hard disk to be able to do
a bit-by-bit copy (i.e. making a forensic copy of the
storage media). Repairing a faulty head of hard disk
(beyond the scope of this paper) require a clean facility to
avoid any particles contaminating the platter and for
firmware problem, replace the printed circuit board
assembly of the hard disk. For a scratched and scuffed
DVD, a refinishing machine and a repair kit would be
able to repair the DVD.
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Step 3: Forensic analysis
In this step, digital forensics examiners are able to
determine the video file format from the DVD forensic
copy based on its file signature. Depending on the
outcome of Step 1, digital forensics examiners may be
able to know the video file format and its file signature in
advance based on the specifications of the digital
camcorder. Knowing which video file format will enable
digital forensics examiners to analyse, search, carve and
choose the appropriate player with the right codec to
replay the video files with timestamps.
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If only the digital camcorder DVD is available, search
the brand on the forensic copy, when found, study its
technical specifications. Download the video player
software of the manufacturer if the video file format of
the digital camcorder is proprietary.
The forensic analysis is to analyse the video stream,
byte storing method (endianess), format, codec and file
signature of the DVD forensic copy to carve the video
files with timestamps. Even though the timestamp of a
video file could only be obtained from a file system in
standard recovery, we choose not to include a reference to
a file system (e.g. when the digital camcorder DVD is not
properly finalised – as we described in our forensic
analysis phase (see Section 2.3.3)) as it is possible to
recover the timestamp using our specialised technique.
The challenge of recovering video files with
timestamps (supplementary important data to prove time
and date of incident) from an unfinalised DVD is by
analysing the video stream for its internal unique format.
This forensic analysis will determine the video file
signature in hexadecimal value for data searching,
carving and replay. Note that all video files have their
own format and the header/footer of a file has a unique
identity (file signature) – see Figure 2 for examples of
known video file signatures and storage media. Hence,
having a database of known file signatures is useful for
forensic analysis and a customised tool to carve digital
camcorder videos.

Step 4: Reporting

Figure 3: SONY DCR-DVD605E Camcorder
No.

Item

1.

EnCase 6.7, digital forensics tool.

2.

WinHex 14.5, storage media hexadecimal
editor tool commonly used for data recovery
and digital forensics.

3.

VLC Version 1.0.2, video, audio and subtitle
player software.

4.

ImgBurn 2.5.5.0, DVD software for forensic
copy.

5.

MacBook Pro laptop with Windows XP
virtual system for Windows based software.
Table 1: Digital forensics tools and computer
application software

2.3.1

Preparation phase

The challenge of presenting digital evidence in a court of
law is aptly summarised by the former South Australia’s
Director of Public Prosecutions: ‘for the prosecutor, the
challenge is to have the data translated into a form that is
acceptable as evidence to the courts … Assuming that the
fragile and elusive evidence can be gathered together, the
prosecutor must keep in mind that he or she will 1 day
need to be able to prove the chain of evidence. All
processes will need to be appropriately documented in a
way that can be understood by the layman and the
prosecutor must be prepared if necessary to demonstrate
that the ‘original’ digital material has not been changed or
tampered with in any way’ (Pallaras 2011: 80).
The fourth and final step is to ensure that the findings
are explained in a manner that is understandable to
investigators, judiciary (including juries), prosecutors and
other decision makers. The report must cover the whole
digital camcorder forensics technique from Step 1 to Step
3 (as per the record of work performed in the digital
camcorder forensics technique). In addition, when a
number of parties have been involved in the possession of
the digital evidence, it is critical that the chain of custody
log records the details of the individuals (e.g. digital
forensics examiners and LEAs).

According to the SONY camcorder features and manual,
the DVD needs to be finalised for it to be recognised by
operating systems such as Windows XP. If finalised, the
DVD’s file system would be in UDF (Universal Disk
Format) that defines the overall disc structure such as the
volume. The UDF is read by the operating system so that
installed DVD applications would be able to view the
DVD contents.
As explained in earlier section, we choose an
unfinalised DVD to demonstrate that we are able to
recover the evidential data (video files with timestamps)
by carving. As per Step 1 described in Section 2.2 (and in
Figure 1), we conducted an inspection of the forensic
investigation item and undertook the background research
to have an in-depth understanding of its technical
specifications (i.e. video file format). Concurrently, the
time of the digital camcorder was checked to determine
the offset3 with the actual time (atomic or server time)
and it was found to be lagging by approximately five
minutes (due to manual time setting as there was no
automatic synchronization). From this point onwards
until completion, the work performed in the digital
camcorder forensics technique was recorded for
reporting.

2.3

2.3.2

Forensic analysis of a SONY camcorder

In our forensic analysis, we used a DVD based SONY
camcorder model DCR-DVD605E as the forensic
investigation item (Figure 3). The DVD was double sided
totalling 2.8Gbytes but only one side of the DVD was
analysed (the other side was blank). The tools and
software of our forensic analysis are outlined in Table 1.

Forensic copy phase

As anticipated, neither the Windows XP operating system
nor EnCase 6.7 (a widely used commercial digital
forensics tool that is accepted by courts) could read the
3

In a court case, time offset is important for verification against
the actual time of event. If not, the video file’s timestamp of the
DVD could be used.
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unfinalised DVD as there was no file system. We then
used ImgBurn 2.5.5.0 to create a one sided physical
forensic copy of the DVD for forensic analysis (no repair
work was required).
The size of the DVD forensic copy was about 1.4
Gbytes and the hash of the DVD forensic copy was taken
as part of the preservation requirement using WinHex
14.5. The MD5 hash value (digital signature) was
3d35cee476e23fb72911d5f5d7cedb14 with 2,048 bytes
per sector and 694,688 total sectors.

2.3.3

Forensic analysis phase

The video stream of the DVD forensic copy was analysed
for its byte storing method (endianess) and any
recognisable video file format using WinHex 14.5. In this
case, the hexadecimal value of \0x00\0x00\0x01\0xBA\
was searched in the DVD forensic copy based on Step 3
and 1 of our proposed technique; this is Video Object
(VOB) file header (signature) and VOB file format is
commonly used for DVD video.
We found a few hexadecimal file signatures of the
VOB header (see Figure 4), which was one of the known
video file signatures outlined in Figure 2. In total, four
VOB files were found, whose maximum size not
exceeding 1Gbytes (note that the size limitation is
specified in the VOB specification). The video, audio and
timestamp tracks were interleaved in the DVD forensic
copy of the unfinalised DVD. Three tracks were (track 0:
video, track 1: audio and track 2: timestamp) contained in
a single VOB file, multiplexed together as a stream.

7.
8.
9.

542432
542592
556208

0x42370000
0x423C0000
0x43E58000

10.
11.
12.

675568
675600
694496

0x52778000
0x52788000
0x54C70000

IFO 3
VOB3
IFO 3
(BUP 3)
IFO 4
VOB 4
IFO 4
(BUP 4)

14Kbytes
27Mbytes
14Kbytes
36Kbytes
36Mbytes
36Kbytes

Table 2: VOB and IFO files
From the VOB file specification, Moving Picture
Experts Group (MPEG) codec was used for its video
compression. Since the type of the codec was known,
there was no further need to analyse the codec of the
VOB files. The recovered VOB files with timestamps
were replayed using VLC 1.0.2 player with MPEG codec.
Two snapshots were taken from the VOB second file
(at offset 0x1850000) using VLC 1.0.2 player. As shown
in Figures 5 and 6 respectively, there was no timestamp
on the first snapshot (subtitle feature was disable in the
VLC 1.0.2 player) but the second snapshot suggested that
the video was taken on 31 May 2009 at 20:54:04 (subtitle
feature was enable in the VLC 1.0.2 player). It showed
that we managed to recover the evidential data (all video
files with timestamps) by carving and without referring to
the underlying file system.

Figure 5: Snapshot of recovered video without
timestamp

Figure 4: File signature of VOB
We then carved four VOB files from the DVD
forensic copy based on its file signature, arrangement
(Table 2), size and padding (0x00s and 0xFFs) using
WinHex 14.5 for replay. The four VOB files were located
at offsets 0x4B8000, 0x1850000, 0x423C0000 and
0x52788000 of the DVD forensic copy.
No.

Offset

1.
2.
3.

Logical
Block
Address
(LBA)
2304
2416
12160

4.
5.
6.

12288
12448
542416

0x1800000
0x1850000
0x42368000
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File

Size
Figure 6: Snapshot of recovered video with timestamp

0x480000
0x4B8000
0x17C0000

IFO 1
VOB 1
IFO 1
(BUP 1)
IFO 2
VOB 2
IFO 2
(BUP 2)

14Kbytes
19Mbytes
14Kbytes
30Kbytes
1Gbytes
30Kbytes

We also verified the reliability of the timestamp in
Figure 6 by checking the first info (IFO) file; an IFO file
is always in front of a VOB file and contains all DVD
information for navigation purposes including the brand.
By searching the IFO file signature of \0x44\0x56\0x44\
(Figure 7) beginning from sector 0, the first IFO data was
located at offset 0x480000. According to the IFO data,
the brand was a SONY MOBILE and the DVD format
date was on 29 May 2009 at 20:53 (Figure 8) and was
progressively in sequence with the timestamp in Figure 6.
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This verification was important to reaffirm the validity of
all video timestamps; the importance of timestamp is
explained in a report by UNODC (2012: 92): ‘time and
date stamps on digital files can be a compelling method
of linking the defendant to the relevant device at times
material to the commission of a crime’.

2.3.4

The findings of the forensic analysis must be reported in a
legally acceptable manner and compliant with the local
court requirements. The report shall include all the work
performed in the digital camcorder forensics technique
including any limitations to prevent false conclusions
from being reached.

3

Figure7: File signature of IFO

Figure 8: IFO data on DVD format date and brand
We also managed to recover an ‘old’ VOB file (video
remnant) from the previous recording at offset
0x52788000 (Figure 9), and pursue to this, we took a
snapshot (using VLC 1.0.2 player) of the video remnant
with timestamp on 11 June 2008 at 18:19:54, as shown in
Figure 10. We consequently demonstrated that the same
data carving method was used to recover video remnant
(in unallocated space) that would not be logically shown
if there was a file system.

Figure 9: Offset location of an ‘old’ VOB file

Figure 10: Snapshot of video remnant with timestamp
According to the timestamps of the first three
recovered VOB files and IFO data, the recordings of our
forensic investigation item were in year 2009 but the
timestamp of the video remnant was in year 2008. Such
information on VOB files will help digital forensics
examiners to distinguish between active (logical) and
remnant (physical) data. The ‘old’ VOB file might also
contain incriminating evidential data.

Reporting phase

Conclusions and future work

With the prevalence of devices capable of recording
video (e.g. digital camcorders and CCTVs, mobile phones
and other smart devices) and advent of more complex
data storage and dissemination technologies, digital
forensics examiners face an increasingly difficult task in
digital forensics investigations.
The lack of recent understanding of the complexity
and the challenges in keeping pace with rapid
advancement in ICT further hinder digital forensics
examiners in criminal and civil cases, and in national
security investigation. Porter (2011: 27–28), for example,
warned that ‘the technological developments have also
increased the dangers associated with inaccurate or
unreliable photographic evidence [including] (1) images
sourced from witnesses photographing a criminal event
using portable digital cameras or mobile phones; (2)
CCTV recordings; (3) images recovered from computer
hard drives; and (4) images posted on social networking
sites’.
The development of digital forensics techniques needs
to be built on sound scientific principles to ensure that the
digital evidence is trustworthy and admissible in a court
of law (Barrett and Kipper, 2010; Manes, 2010).
Research on multimedia forensics (including digital
camcorder forensics) is continuing, and as highlighted by
Porter (2011: 56) – ‘the question regarding the reliability
of photographic evidence [such as video] is a poignant
one that has had little discussion in the forensic science,
criminology and law literature’.
Using a digital camcorder as a forensic investigation
item, we demonstrated how our proposed technique can
be used by digital forensics examiners to carve video files
with timestamps without referring to a file system (file
system independent). The recovered data (video snapshot
in Figure 6) can then be analysed to identify the suspect’s
vehicle (e.g. enhance the video clip to identify the vehicle
registration number) and be used as proof of criminal
activity. This specialised technique is generally
applicable to other brands of digital camcorders with
different types of storage media because it was
technically devised and not based on certain
brand/product.
Our proposed technique (see Figure 1) can also be
adopted in a digital forensics laboratory’s standard
operating procedure (SOP) as per the requirements of the
American Society of Crime Laboratory Directors
Laboratory
Accreditation
Board
(ASCLD/LABInternational) and ISO/IEC 17025:2005 (general
requirements for the competence of testing and
calibration
laboratories).
To
further
advance
understanding in digital camcorder forensics, the
following potential future research is proposed.
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Figure 11: Potential research – development of a DVR data carving tool (DVRDCT)

The need for a customised DVR data carving tool
Digital forensics processes are often misconstrued as
entirely automated, but in reality, the forensic analysis of
digital evidence is a time consuming manual process
undertaken by qualified digital forensics examiners (Seek
2010).
It is unlikely that we will have sufficient policing
resources to investigate all cases involving digital
evidence and is it unrealistic to expect that LEAs have the
capacity to forensically examine the ever increasing size
of electronic data. For example, NCMEC’s Child Victim
Identification Program has reportedly analysed more than
10.5 million child pornography images in 2009 alone to
identify the child victims – a 432% increase over 2005
(NCMEC 2009). Digital forensics investigations can
often exceed the resources available to digital forensics
examiners in LEAs, particularly at a state and local level.
Backlogs in the forensic analysis of digital evidence can
delay or hinder criminal investigations.
Therefore to improve the efficiency of digital
camcorder forensics and to speed up the recovery
process, we propose that a DVR data carving tool
(DVRDCT) be developed – see Figure 11. For example,
the handling of byte arrangement (endianess), the
signature search (such as a database of known video file
signatures in Figure 2) and offset calculation4 could be
translated into an algorithm. The latter can then be coded
to create the DVRDCT that conforms to digital forensics
principles and framework.
As well as being user friendly (presenting the user
with the tool manual or suggestion on input command to
use), the tool should ideally have functions such as:
4

An offset is the difference in bytes between the position of a
header and footer or the next file header.
46

•

•
•

The ability to create a reference list for all possible
video headers and footers (file signatures) with
minimal human intervention;
The ability to process the input command and check
for error with minimal human intervention; and
The ability to search and carve video files with
timestamps within a specified time frame with
minimal human intervention.
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Abstract
Drive-by download attacks where web browsers are
subverted by malicious content delivered by web
servers have become a common attack vector in recent years. Several methods for the detection of malicious content on web pages using data mining techniques to classify web pages as malicious or benign
have been proposed in the literature. However, each
proposed method uses different content features in
order to do the classification and there is a lack of
a high-level frameworks for comparing these methods
based upon their choice of detection features. The
lack of a framework makes it problematic to develop
experiments to compare the effectiveness of methods
based upon different selections of features. This paper
presents such a framework derived from an analysis of
of drive-by download attacks that focus upon potential state changes seen when Internet browsers render
HTML documents. This framework can be used to
identify potential features that have not yet been exploited and to reason about the challenges for using
those features in detection drive-by download attack.
Keywords: Internet Security; Drive-by-download;
malicious web pages.
1

Introduction

When an Internet user visits a malicious web page, a
malicious web server delivers a HTML document including malicious content to the user’s computer system. The malicious content then exploits vulnerabilities on the visitor’s computer system, which include
vulnerabilities in web browsers, plug-ins, and operating systems. The exploitation leads to executing malicious code provided by attackers and the installation
of malware on the visitor’s computer systems. This
process happens without the Internet user’s consent
or notice. This type of attack is a drive-by download
attack (Egele et al. 2009, Narvaez et al. 2008).
Drive-by download attacks represent a significant
risk to users of the Internet. The ratio of web
pages that contain drive-by-download attacks to benign pages has been estimated at between 0.1% and
0.6% (Seifert, Steenson, Holz, Yuan & Davis 2007,
Copyright c 2013, Australian Computer Society, Inc. This paper appeared at the 11th Australasian Information Security
Conference (AISC 2013), Adelaide, South Australia, JanuaryFebruary 2013. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 138, Clark Thomborson
and Udaya Parampalli, Ed. Reproduction for academic, notfor-profit purposes permitted provided this text is included.

Wang et al. 2006). One delivery mechanism is to drive
victims to web servers owned by attackers but another
mechanism is to subvert legitimate web servers (Websense 2009, Sophos 2009, ScanSafe 2009, Symantec
April 2009). Subverting legitimate sites allows attackers to amplify the reach of their attack because
these sites are trusted and visited by a huge number of
visitors. Another factor leading to the increasing impact of drive-by-download attacks is the availability
of exploit packs that reduce the level of skill needed
to deploy such attacks.
Several methods for detecting potentially malicious web pages have been proposed in the literature.
Some of them focus on tracking state changes on the
computer system during visitation, such as CaptureHPC(Seifert & Steenson 2009), MITRE HoneyClient(MITRE 2009) and HoneyMonkey (Wang et al.
2007). The main idea of these systems is to monitor a computer system for anomalous changes during the rendering of a web page such as changes to
the file system, registry information or creation of
processes. In addition, some studies (Egele et al.
2009, Ratanaworabhan et al. 2009) focus on detecting malicious code (shellcode) written to memory by exploits for later execution. These studies
base on the fact that memory corruption like heapspray is one of common methods to exploit web
browsers. Other methods (such as Wepawet(UCSB
2011), PhoneyC(Nazario 2009)) focus on a single delivery mechanism: JavaScript. These detection methods are based upon creating run-time environments to
let JavaScript code execute and track behaviour during execution. Moreover, a number of studies focus
on HTML contents for detecting malicious web pages
(Seifert et al. 2008b, Hou et al. 2009, Bin et al. 2009,
Shih-Fen et al. 2008). These studies analyze content
pattern on HTML document and identify some potential features which can be useful on detecting malicious web pages. Finally, there are some studies
focus on distinguishing benign web pages from malicious based upon characteristics of the web server
hosting the pages (Ma et al. 2009b, 2011). These
studies found that information about web servers such
host name, domain name entries, location and other
features can provide highly useful information for distinguish malicious web servers from benign ones.
As can be seen above, there are a range of features
proposed for detecting a potential drive-by download
attack. This raises a question about whether these
features represent the complete range of potential features and how effective these features are for detecting
drive-by download attacks. In this paper, we present
the anatomy of drive-by download attack, and then
analyse state changes due to the rendering of a HTML
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Figure 1: Web application architecture
document delivered to a web client. This provides a
framework for exploring these questions. Based upon
this framework, we identify the vulnerabilities of these
features to false positive and false negative results and
discuss the challenges for detecting drive-by download
attacks. This paper makes the following contributions:
• We present the anatomy of a drive-by download
attack. This is used to develop a framework for
describing features that can be used to detect a
potential drive-by-download attack.
• We identify the limitations of these features in
terms of their predisposition to false positives
and false negatives. These limitations provide
valuable information for evaluating the limits of
the effectiveness of detection methods using these
features.
• We outline the challenges for detection methods
using these features in terms of the ability for
attackers to hide their attacks through methods
such as detection of the presence of feature monitors.

Attacker publishes content.

Stage 0. Malicious content
placed on the web page (s0 ).
Victim visits web page.
Stage 1. Web page containing content downloaded to
victim’s web browser (s1 ).
Render web page.
Stage 2. Browser or plug-in
vulnerability is exploited (s2 ).
Execute the payload.

2

Sources of client-side vulnerabilities

Figure 1 shows the basic architecture of a web application. A web application is defined as a network
application with a presentation layer typically implemented by a web browser (Mehdi 2007). The business logic is typically implemented by a web server
working in conjunction with an application server and
database system (Gollmann 2008). In such an architecture, the web browser acts as a thin client that
is extensible via a plug-in architecture. Examples
of common plug-ins include Adobe Acrobat, Adobe
Flash Player, Apple QuickTime and Microsoft ActiveX controls. When content that cannot be rendered by the web browser is encountered, the appropriate plug-in is used for rendering.
Although the plug-in architecture allows the capabilities of browsers to be easily extended, it also increases the attack surface on the client-side because
security is not only dependent upon vulnerabilities
present in the web browser but also vulnerabilities
present in third-party plug-ins. This is a real problem, for example, 419 cases of vulnerabilities were reported for browser plug-ins in 2008 (Symantec April
2009). ActiveX was reported the most common plugin attack with 287 vulnerabilities followed by other
plug-ins such as Java, QuickTime, Acrobat Reader,
Flash Player and Media Player.
As mentioned earlier, a drive-by-download attack
will exploit vulnerabilities on the client side. This is
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Stage 3. Malicious activity
takes place (s3 ).
Figure 2: Flow chart outlining the stages in a driveby-download.

done by returning an HTML page that contains malicious content. One approach to attacking the clientside is for an attacker to provide their own web application and direct the client web browsers to the web
server hosting the application. However, this requires
work to induce the client to visit the web application
and has the potential disadvantage of leaving a trail
back to the attacker. Therefore, attackers generally
prefer to compromise legitimate web applications that
clients already visit and use them to deliver malicious
content to the vulnerable client (Niels et al. 2009, Microsoft 2009). Many techniques for compromising web
applications or the hosting web servers exist (Provos
et al. 2008, Symantec April 2009). For example, SQL
injection (Niels et al. 2009, ScanSafe 2009, Microsoft
2009) where untrusted input from a client is executed
by the web application allowing information such as
passwords to extracted or even arbitrary code to be
run in the same context as the web application itself
or simply exploit Web 2.0 functionality that allows
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users to upload content that will be served up to other
users (Websense 2008, Abu-Nimeh et al. 2008).
3

Anatomy of drive-by download attack

This section describes in detail how attackers attempt
to carry a drive-by-download attack (see Figure 2). In
stage 0 (s0 ), the malicious content is published by the
attacker and is available either embedded in as static
HTML documents or published via a web application. In stage 1 (s1 ), the victim’s web browser visits
the web site and downloads the content as part of a
HTML document. In stage 2 (s2 ), web browsers render the content contained within HTML documents
at the client-side. This involves parsing the HTML,
executing embedded scripts and potentially invoking
plug-ins. At this point the attacker hopes to exploit
vulnerabilities either in the web browser’s rendering
engine or plug-ins. Note that this can actually be
happening incrementally as the content making up
the web page is downloaded. Finally, in stage 3 (s3 )
the code contained within the malicious content (payload) executes allowing the intended malicious activity to take place.
Stage 0: Malicious content placed on the web
page (s0 ). There are two common ways for attackers to publish their malicious content. They build
their own web services containing malicious content
or they compromise legitimate web servers/web applications to publish their malicious contents.
After publishing their malicious content on the
Web, attackers must get users to visit the web pages
containing the content in order to make exploitation. Spam is a common technique which attackers
use to lure users to their malicious web pages. For
instance, spam emails can contain a links to a malicious web page. Web blogs and social networking
sites are also abused to get users to visit malicious
sites (Garrett et al. 2008). In addition, search engines are also abused by attackers in order to get
users to visit their malicious sites. Popular search
terms are used to make malicious web pages be displayed in the search results (Keats & Koshy 2009,
Alme 2008, Barth et al. 2009, Gyongyi & GarciaMolina 2004, Websense 2009) so there is a very high
chance for their malicious sites to be visited. Moreover, some legitimate sites have third-party contents
like access counters, advertisements which refer to
malicious sites (Alme 2008, Barth et al. 2009, Provos
et al. 2007, Websense 2008). IFrame is the most common method used to refer to malicious web pages. To
evade methods, contents inside IFrame are sometime
obfuscated as Figure 3.
Stage 1: Web page containing content downloaded to victim’s web browser (s1 ). Visitors
get malicious contents in two ways: whether they
directly visit malicious web pages or they visit legitimate web pages including references to malicious
ones. In both ways, the visitors connect to malicious
web servers and attackers attempt to deliver malicious
contents to a visitor’s computer system. In fact, attackers usually target particular vulnerabilities which
are only available in specific operating systems (OS),
web browsers, plug-ins, etc... Therefore, attackers often detect visitor’s system to find out whether vulnerabilities are available or not. Malicious contents are
delivered if there are targeted vulnerabilities available in the visitor’s computer system. Figure 4 shows
code from an exploit kit to deliver different exploits

based on information about operating systems and
browsers. In addition, attackers usually try to avoid
being detected by detection devices. They use information about IP address, countries and referrers to
make the decision whether delivering malicious contents or not .
Stage 2: Browser or plugin vulnerability is exploited (s2 ). When a web client downloads and
renders a HTML document, it, in case of drive-by
download attack, also leads to the execution of malicious content inside the HTML document as well.
There are two common steps involved in executing
malicious contents: (a) Malicious contents exploits
vulnerabilities in a visitor’s computer system including vulnerabilities in operating system, browser, and
plug-ins; (b) A successful exploit can let the malicious web page manipulate the processor’s instruction
pointer (EIP register) to cause the next instruction to
point at the malicious shellcode (a small piece of code
used as the attack’s payload) injected in memory in
the previous step. The attackers take control over
the visitor’s computer system when their malicious
shellcode is executed. Figure 5 shows a classic exploit content from an exploit kit. The exploit content
targets a vulnerability in Apple’s QuickTime. There
are three parts in the exploit content. The first part
is the shellcode that attackers want to execute after
successful exploit. The second part is to carry out
heapspray to inject many instances of shellcode into
memory. The last part is to create a vulnerable object
and exploit it in order to manipulate the EIP register
to execute shellcode in memory.
Step 3: Carrying out malicious activities (s3 ).
After the shellcode (payload) takes control over a visitor’s computer system, attackers usually carry out
malicious activities. A malicious activity can be to
steal visitor’s information and send back to attackers.
However, the common malicious activity is to connect to the Internet, download attackers’ malware and
install malware on visitor’s system. Figure 6 shows
malicious activities from a successful drive-by download attack. The attack writes executable files into
the local system and then execute one executable file
(x.exe). The process makes changes in registry system
to create a permanent effect on the visitor computer
system even the system is rebooted later on.
4

Nature of false positive and false negatives

This section presents nature of false positive and false
negatives related to the domain of detecting driveby download attack. Based on Figure 2, we analyse
the nature of false positive and false negative in this
domain.
When a HTML document is transferred between
stages, its status value changes between ’benign’ and
’malicious’ according to various conditions at each
stage. In fact, if a web page is malicious, the process of delivering it to the client can make its status
value change at each stage. If conditions at a destination stage do not meet requirements of the malicious
web page, its status value will change to benign. For
instance, an exploit usually targets a particular vulnerability but that vulnerability is not available on
the client’s computer system. As a result, the exploit
can not happen. On the other hand, if a web page
is benign, there is no factor making it change its status to ’malicious’ through stages. Therefore, a benign
instance does not change its state through transfer.

51

CRPIT Volume 138 - Information Security 2013

Figure 3: Obfuscation in a IFrame

Figure 4: Delivery of malicious contents based on OS, browser version

Figure 5: A classic exploit - Apple’s QuickTime plug-in
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Figure 6: Malicious activities - monitored by Capture-HPC
Figure 7 shows the state changes of web pages
through different stages. A malicious web page will
become benign one if there is any state change happening at any stage through the process of delivering
the web page to client’s computer system. On the
other hand, a benign web page does not change its
state value at any stages.
False positive and false negative are two common
factors used to evaluate performance of a detection
method. To identify the nature of these two factors
on detecting drive-by download attack, we define two
factors: Natural false positive and natural false negative.
• Natural False Positive: Given a benign web page
x; Without any effect of detection devices, if x
transfers through all stages and its final state is
malicious, this is a natural false positive.
• Natural False Negative: Given a malicious web
page x; Without any effect of detection devices,
if x transfers through all stages and its final state
is benign, this is a natural false negative.
According to Figure 8 showing the possible states
of a HTML document, we arrive at two expressions:
• There is no case that a malicious HTML document changes its status from ’benign’ to ’malicious’. Thus, the natural false positive does not
exist in state change diagram. On other word,
the process of delivering a HTML document will
not cause a false positive. Therefore, any false
positive is a result from poor choice of features
or algorithms used to analyse the features.
• There are available cases in which a malicious
HTML document changes its status from ’malicious’ to ’benign’. Thus, false positives exist in
the stage change diagram. The process of delivering a HTML document can cause false negatives.
Therefore, false negative rate could be taken into
accounts when developing a detection method.
Researchers can take these facts into account and
look for appropriate methods to minimize this limitation. The following sections discuss in detail the
features and challenges for feature detection.

5

Features and challenges for detecting driveby download attacks

Features take a very important role on performance of
a detection method. Suitable features can make a detection method more effectively in terms of accuracy
and efficiently. In this section, we discuss features
used for detecting drive-by download attack based on
the flow diagram shown in Figure 2. We discuss about
what features can be extracted and what challenges
we face at each stage in order to use the features efficiently.
5.1

Stage 0: Malicious content placed on the
website

At this stage, a HTML document containing malicious content is either put on a web server, an existing
web page is modified to contain the content or a web
application is exploited so it will serve up the content
to visitors. This stage only offers general information
about web sites and we servers, which might be useful for distinguishing malicious web sites from benign
ones.
Research shows that delivery of drive-by download
is one of methods to spread malware on the Internet(Zhuge et al. 2007, Xiaoyan et al. 2008, Provos
et al. 2007). Moreover, there are some malware distribution networks on the Internet which are main contribution of malware spreads on the Internet (Seifert
et al. 2008a, Provos et al. 2008, Wang et al. 2006, Jianwei et al. 2007). Therefore, information about web
servers like IP, structure of their domain name, DNS
records is considered as potential features for detecting malicious web pages including drive-by download
attacks.
In addition, URL path can also provide useful information for identifying malicious web pages. In fact,
there are some available exploit packs (Seifert 2007)
for carrying out drive-by download attack. URL
paths created by these exploit packs are usually quite
unique in term of pattern and format, and they are
quite different from benign ones.
Table 1 shows a list of potential features and research that uses these features available at this stage
to detect malicious content embedded in web pages.
Most of them shows that these features are quite effective and efficient. It does not doubt that features
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Figure 7: Natural state changes between stages
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Figure 8: Possible natural state of a HTML document

at this stage are very light-weight. However, using
these features faces the following challenges:

hide their web servers behind other legitimate
web servers.

• This stage is the first stage on the process of
delivering HTML documents to client-side computer systems. All features at this stage is about
web servers and there is no information about
web pages. Therefore, any classification at this
stages is just an estimation about maliciousness
of web pages and it causes both false positive and
false negative.

2. HTML document content: HTML document
content is the main source for feature extraction
in many studies on detecting malicious web pages
because it contains all of elements contributing
to the final content rendered and displayed to
the Internet users. In general, there are three interesting contents inside a HTML documents as
follows:

• Legitimate web servers can be compromised by
attackers to publish malicious contents and the
legitimate web servers contains and deliver malicious web pages. The information about web
servers are not valuable in this case. Missing attacks in this case is very serious as the legitimate
web servers are usually trusted and visited by
many users. In fact, some reports shows that
compromising legitimate web servers is a common method to spread malware on the Internet(Websense 2009, Sophos 2009, ScanSafe 2009,
Symantec April 2009).

• Javascript: Javascript is widely used for enhancing web pages in terms of functionality
but it has been claimed as the main factor in almost all of browsed-based attacks
(Chuan & Haining 2009, Johns 2008, Cova
et al. 2010). Firstly, some Javascript functions are abused to deliver malicious contents by attackers. They are usually called
’dangerous functions’ as their usual appearances and contributions on malicious web
pages. Some common of dangerous functions in Javascripts are eval(), escape(), unescape(), exec(),...etc(Hou et al. 2009). Secondly, Javascript provides very effective obfuscation methods to hide legitimate contents from stealth. However, these obfuscation methods are ideal techniques for attackers to hide their malicious contents from
detection devices or analysis and they are
widely used in malicious web pages(Choi
et al. 2009, Cova et al. 2010, Seifert et al.
2008b). Thirdly, string declaration and operation in Javascript are also considered as
potential features to identify malicious web
pages(Cova et al. 2010). Research shows
that malicious shellcode is assigned to some
strings in most malicious web pages(Egele
et al. 2009). Moreover, malicious strings
are sometime divided into small substring
and then combined by using string operators. The purpose of this process is to pass
detection methods or analysis.
• Exploit content: Exploit contents include
some objects like Applet, ActiveX and other
plug-ins. These objects are usually devel-

5.2

Stage 1: Web page containing content
downloaded to victim’s web browser

In the second stage, a HTML document containing
the malicious content is completely downloaded to a
client’s computer system by a web client. The web
client can be a web browser, a simulated web browser
or a web crawler. It connects to a web server and
download the HTML document. There are two main
groups of potential features at this stage: features
from connection transaction between web client and
web server, and features from the HTML document.
1. HTTP connection transaction: Information
from transactions in connections between web
browsers and web servers can be useful to distinguish malicious web servers from benign ones.
One of key features from connection transactions is information about redirection(Cova et al.
2010). In fact, attackers usually try to hide their
web server from being identified by analysers or
detection devices. They can use ’redirection’ to
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oped by third-parties and less tested so
they probably contain vulnerabilities (Egele
et al. 2009). Most studies report that ActiveX and plug-ins vulnerabilities in web
browsers are common targets for attackers
(Symantec April 2009, Sophos 2009, Cova
et al. 2010).
• Exploit delivery mechanism:
Research
found that there are malware distribution
networks delivering malicious contents to
exploit the Internet users’ computer system.
These malware distribution networks try to
trigger Internet users to visit their malicious web pages but they can hide themselves behind screen. Some tags in HTML
like IFrame, Frame, IMG (SRC attribute)
can be used to load foreign contents and
they are abused to deliver malicious contents (Provos et al. 2007, Polychronakis
et al. 2008, Provos et al. 2008, Seifert et al.
2008b).
Besides the above features for detecting malicious
web pages, there are some challenges for successfully
using these features:
• Cloaking: Malicious web servers serve different
contents based on browsers’ fingerprint including
OS version, browser brand and version, plugins,
etc... as each exploit usually targets a specific
vulnerability with a required fingerprint. The
malicious web servers can avoid delivering malicious contents to the visitor by checking browser
fingerprints, referrer, IP address or their blacklists. This method can help attackers evade detection devices which use features at this stage.
• Obfuscation: It is common used on malicious
web pages to avoid detected by detection methods. Some malicious web pages even use multiple layers obfuscation to hide their malicious
contents. In addition, obfuscation is also used
in legitimate web pages. Therefore, information
about obfuscation is not quite valuable to distinguish malicious web pages from benign ones.
De-obfuscation is an option to overcome this issue. However, it is quite costly and complicated
depending on complexities of obfuscation codes
especially obfuscation with dynamic code generation.
5.3

Stage 2: Browser or plug-in vulnerability
is exploited

After downloading a HTML document from a web
server, a web browser renders it in the client running environment. The execution includes not only
HTML Tags but also the execution of active contents
such as script codes and embedded objects. Therefore, script codes and embedded objects are potential
malicious sources which can exploit the Internet users’
computer system during execution time. In a classic drive-by download attack, there are two common
steps to compromise the clients’ computer system.
The first step is to allocate malicious codes (shellcodes) in memory(Ratanaworabhan et al. 2009, Egele
et al. 2009). Attackers usually use script language
to inject malicious codes into memory. For instance,
Javascript codes are used to create heapspray with
a huge number of malicious code object in memory.
The second step is to exploit vulnerabilities in the
clients’ computer systems. The vulnerabilities might

be available from web browser itself, operating system or plug-ins. A successful exploitation can make
instruction register (EIP) jump to the malicious codes
in the memory and the malicious codes take control
over the clients’ computer systems.
There are two types of features which can provide
valuable information for detecting a drive-by download attack at this stage:
• Shellcodes in memory: Allocating malicious
shellcodes in memory is considered as a key step
for exploitation. Therefore, identifying malicious
shellcodes in assigned memory segments of a web
browser is very valuable information to detect
malicious web pages. There are some research
working on this feature and they shows quite effectiveness in using this features (Ratanaworabhan et al. 2009, Egele et al. 2009).
• Exploitation: Exploitation is the most important
step in order to take control over the client’s computer system. The exploitation usually targets
particular vulnerabilities. Therefore, identifying
use of vulnerable components during executing
web pages can provide very useful information for
detecting malicious web pages (Nazario 2009).
There are some challenges for deploying a detection
methods using these features:
• Available vulnerability at the visitor computer
system: Drive-by download attacks usually target a specific vulnerability which might be a
combination of operating systems, browsers and
plug-ins. Missing any of these factors can miss
the attacks. In fact, it is unrealistic to create
a running environment to cover all of vulnerabilities with suitable combinations of operating
systems, browsers and plug-ins.
• Time consumption: To monitor and extract feature at this stage, we have to render the HTML
document in a running environment. This task
is really costly in term of time consumption even
the running environment is just a simulating one.
• Zero-day vulnerability: By monitoring shellcodes
in memory and vulnerable component, we can
detect known drive-by download attacks. However, detecting zero-day attacks at this stage is a
challenge.
5.4

Stage 3: Malicious activity takes place

After successful exploitation, the payload contained
within the malicious content will attempted to be
executed. The purpose of the payload is to carry
out the intended malicious activity on the victim’s
computer. These activities can cause changes on the
clients’ computer system immediately that have an
effect on the state of the victim’s computer. These
effects can provide useful information to distinguish
malicious web pages from benign ones. In case of malicious web pages, the effects on the clients’ computer
systems relate to changes in the systems in order to
help attackers compromise them. Some studies point
out some changes in the visitors’ system including
registry system, process system and network connection (Xiaoyan et al. 2008, Provos et al. 2007, Seifert,
Steenson, Komisarczuk & Endicott-Popovsky 2007).
The studies show that tracking changes in these system can provide very valuable information to detect
drive-by download attacks. However, there are some
challenges for using features at this stage:
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Table 1: Summary of features and research
Stage
Stage 0

Stage 1

Stage 2

Stage 3

Challenges
Not having any information
about web pages, legitimate
might be compromised to serve
malicious content.

Cloaking, obfuscation.
Availability of vulnerability,
missing zero-day attack, time
consumption
.
Failed exploitation, delay exploitation, detection of virtual
environment,
detection
of
hooked function, detection of
detection methods.

Feature

Research

Hostname, URL path,
DNS properties, and IP
address.

(Ma et al. 2009a,b, Canali et al.
n.d., Le et al. 2012)

HTTP connection transaction,
JavaScripts,
exploit content, exploit
mechanism.

(Hou et al. 2009, Choi et al. 2009,
Cova et al. 2010, Seifert et al.
2008b, UCSB 2011, Egele et al.
2009, Le et al. 2012)

Shellcode in memory, exploitation.

(Ratanaworabhan et al. 2009,
Egele et al. 2009, Nazario 2009)

System changes: file system, registry system, process system.

(Xiaoyan et al. 2008, Provos
et al. 2007, Seifert, Steenson, Komisarczuk & EndicottPopovsky 2007, MITRE 2009,
Wang et al. 2007)

• Failed exploitation: Due to specific conditions at
a visitor’s computer system, an exploit might not
be successful. Therefore, the results from executing HTML documents do not make any harmful
effects to the system. A detection method working on this stage can not track any illegitimate
change in the system and will miss an attack.
• Delay exploitation: Most devices working on this
stage track for changes in the visitor’s computer
system within a fixed period of time. For instance, Capture-HPC (Seifert et al. 2009) (a high
interaction client honeypot monitors changes in
file system, registry system, process system and
network connection) has an option to set visit
time - waiting time after a browser finish executing a web page. Attackers can evade detection methods by setting a time bomb to delay
exploitation(Kapravelos et al. 2011, Qassrawi &
Zhang 2010).
• Detection of virtual environment: Most detection devices working on this stage usually use
virtual environments such as using Javascript
emulators, simulating browsers, or OS running
on VMWare environments. Attackers can detect
the virtual environment and avoid delivering or
executing malicious contents (Kapravelos et al.
2011, Qassrawi & Zhang 2010).
• Detection of hooked functions: Detection devices usually monitor potential features by hooking system API. Attackers can detect hooked
functions, and refuse exploiting, or jump over
the hooked functions if hooked functions are not
implemented inside the kernel(Kapravelos et al.
2011).
• Detection of detection devices: Attackers can detect implementations of detection devices on the
visitors’ computer system by checking files, processes, linked DLL modules belonging to the implementation. Therefore, attackers can refuse exploits because of detection of monitoring devices
on the visitors’ computer systems(Kapravelos
et al. 2011).
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6

Discussion

Table 1 summarises features and challenges at each
stage, and information about existing research using these features for detecting malicious web pages.
Each stage has different type of potential features and
we can select features at one or more of four stages.
Most research use features from only one stage and
most of them focus on features at stage 1 and stage 3.
Only very few of them focus on stage 0. In addition,
there are research combining features from different
stages on detecting malicious web pages (Canali et al.
n.d., Le et al. 2012).
In general, more features usually offer better
knowledge about a domain. In drive-by download
domain, we can have more feature by selecting them
at multiple stages and expect getting better knowledge about drive-by download attack. Expectantly,
more stages a HTML document passes through can
give better knowledge about that HTML document.
However, there are two trade-offs on using features
from multiple stages:
• Condition at each stage: When a HTML document transfers from a stage to another, its original content can be changed due to particular
conditions at destination stage. The more stages
a HTML document transfers, the more probability its original content is changed. Therefore, if
we let a HTML document transfer to very late
stage in order to get more features, we might get
its unoriginal and invaluable contents. In contract, if we get features from very early stages,
we do not have enough knowledge about HTML
document.
• Time and resource consumption: More stage a
HTML document passes and more time and resources a detection system needs to extract features. Especially, stage 2 and stage 3 can consume very large amount of time and resource
because they need to render the HTML document and monitor potential features at running
time. Therefore, more features from multiple
stages can give better knowledge about HTML
documents but it is more costly in term of time
and resource consumption.
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7

Conclusion

Detecting drive-by download attack is an emerging
topic in Internet security. There is a range of proposed methods but each approach uses its own set
of features. This paper presents an analysis of potential features based upon an anatomy of a drive-by
download attacks. These features and limitations or
challenges of measuring the features are presented as
a form of framework for research into new methods
and evaluating existing methods for drive-by download attack. In additions, the paper identifies limitations of features in terms of fundamental reasons for
the occurrence of false positive and false negatives.
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Abstract
Server honeypots are static systems, setup to monitor
attacks on research and production networks. Static
honeypots are unable to represent the dynamic nature of
today’s networks where different numbers of hardware
devices and hosts running various operating systems are
online at a particular time and frequently join and leave a
network. A single static server honeypot presents a
particular operating system, open ports and hardware type
which are associated with a unique address (i.e. IP/MAC
address). A static honeypot system is also always present
on the network while other hosts leave and join
frequently. These properties of static systems can be a
revealing indication of presence of a honeypot within a
network. Dynamic honeypots overcome the static nature
of server honeypots by automatically adjusting the
number of hosts, operating systems and running services
of honeypots deployed in a network environment, based
on the topology of the production network. In this paper a
dynamic honeypot design with self-configuring
capabilities based on Windows platform is presented with
a focus on usability and simplicity in installation,
configuration and management. The honeypot can be
deployed within production networks without requiring
prior knowledge of network topology, hardware,
operating systems and associated services and open ports
on the network. Dynamic honeypots can lead to
popularity and increased adaption of server honeypots
with end-users and within production networks. Active
and passive fingerprinting techniques utilized in the
process of mapping a network and its systems for
dynamic honeypot deployments are also evaluated and
their accuracy and speed in detection are measured and
discussed.
Keywords:
Honeypots,
Fingerprinting,
Dynamic
Honeypots, Honeynet

1

Introduction

Honeypots are decoy systems setup to gather information
regarding an attacker’s activity to gather information,
penetrate and access a system. The ultimate goal of an
attacker is to compromise the victim’s machine and
obtain full control. The compromised machine can then
be used to perform malicious activities such as accessing
private resources, carrying out Denial of Service (DoS)
attacks and sending large volumes of Spam emails.
This paper appeared at Australasian Information Security Conference
(ACSW-AISC), Adelaide, Australia. It is published as Conferences in
Research and Practice in Information Technology, Vol. 138, Eds.
C. Thomborson and U. Parampalli. Reproduction for academic, not-for
profit purposes permitted provided this text is included.

Honeypots are one of the security tools that help
administrators identify and combat these attacks.
Honeypot’s simplicity in design concept, easier
deployment and attack analysis makes it a valuable tool
in security structure of an organization, enabling
administrators to also monitor propagation of worms,
detect insider attacks or an outsider who has bypassed the
firewall and intrusion detection system.
Honeypots use deception by mimicking operational
hosts of a production network. They can be deployed in
large numbers within an internal network to increase the
probability of capturing an attack. Unlike network
intrusion detection systems, honeypots can only detect
attacks targeted at them, therefore a higher number of
honeypots in a network drastically increases the
probability of detection. Deployment of large number of
honeypots requires resources and extensive amount of
time to configure, deploy and manage.
The first step in deployment of a honeypot within a
network requires administrators to determine how many
honeypots to set up and what network hardware,
operating system and services they should represent
based on the current topology of the network. The process
of remotely obtaining network and operating system
information is called fingerprinting.
Today’s networks comprise of diverse group of
operating systems and hardware from various vendors.
Mobile users contribute to such diversity by introducing
mobile operating systems into the design of these
networks. Statically placing honeypots in a network
environment is not an ideal approach to deployment of
honeypots in a dynamic environment where users
frequently join and leave a network. Static honeypots do
not represent the diversity of operating systems and
hardware within the internal network at any given time.
An attacker can monitor the traffic within a production
network for a certain period of time and identify the
honeypots from the production systems using a
combination of factors such as a host’s online state,
IP/MAC
address,
operating
system
and
incoming/outgoing traffic. Server honeypots by definition
are not a part of the production network, therefore they do
not have inbound or outbound traffic. Any packet in and
out of a honeypot is automatically categorized as
malicious (Spitzner, 2003). A detected honeypot has no
production or research value and could pose a threat to
the security of the production hosts and validity of the
analysis captured by the honeypots, as attackers simply
bypass them or introduce false information. Dynamic
honeypots were developed to overcome some of the
challenges of installation, management and static nature
of honeypots in a dynamic network environment.
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The contributions of this work are as following:
• Design and development of a dynamic
honeypot which performs network mapping,
configuration, deployment and redeployment
of low interaction server honeypots
periodically based on the state of a network
at a particular time.
• Evaluating the effectiveness and accuracy of
operating system fingerprinting techniques
and tools in the mapping process of a
network, required by dynamic honeypots.

2

Dynamic Honeypots

One of the key factors in adaption of any new technology
is its simplicity in deployment and management. Most
security tools require a human to deploy, manage and
monitor them directly. Constant monitoring of security
systems is costly in terms of time and administration
overhead. Minimizing these costs can help a security tool
in its adaption within the security structure of production
networks.
Honeypots, like all network security technologies
need to be configured and monitored. Traditionally, low,
medium or high-interaction honeypots are configured
manually and deployed based on the purpose of
deployment and the state of the network at a particular
time. These honeypots are then monitored constantly,
reconfigured and redeployed by an administrator to
represent the topology of a network. Dynamic honeypots
tend to lessen the required skill and facilitate the process
of configuration and deployment of honeypots within a
network. They strive to be a plug-n-play solution where
they can simply be plugged into the network, and the
honeypot does all the work.
Dynamic honeypots automatically determine the
number of honeypots to be deployed, how they are
deployed, and what they should look like initially so that
they can blend with the organization’s network
environment. Moreover, the deployed honeypots can
change and adapt to be based on the operating system or
the hardware added to the topology of the network. For
instance, once Windows XP is added to the network,
Windows XP honeypots are established or if a Windows
2008 Webserver server is removed from an
organization’s network, the Windows Webserver
honeypots automatically disappear.

3

Related Work

Dynamic honeypot research has focused on three main
challenges of network mapping, automation of
installation and deployment/redeployment and level of
interaction. Nmap and p0f are the mapping tools in the
design of available dynamic honeypot systems (Kuwatly
et al., 2004; Anuar et al., 2006; Hecker et al., 2006).
Honeyd is the popular honeypot system used in all
implementation. Snort is also used in conjunction with
Honeyd to capture and analyze attacks at network layer.
Kuwatly et al. (2004) implementation uses high
interaction and Sebek to monitor and capture attacks at
host and network layer. Their design allows redirection of
attacks from Honeyd to a high interaction honeypot for
further logging capabilities. (Anuar et al., 2006) design
focuses on web management aspect of the dynamic
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honeypot and incorporates p0f and Honeyd running on a
Linux system to provide backend of the system while
web interface allows users to remotely configure and
deploy and manage honeypots.
Available dynamic honeypot systems are entirely
developed for UNIX and Linux based systems. This is
due to the flexibility those platforms provide in terms of
development, available APIs and tools. However this
imposes a restriction on those with less technical
knowledge of the UNIX or Linux environments. The
motivation of this research is to develop a dynamic
honeypot system for Windows platforms with usability in
mind, providing an interface that allows automatic yet
extensive configuration of desired honeypots based on
network topology in near real time.

4

Proposed System

Our proposed design is comprised of the following
components:
• Honeypot system: To accumulate simplicity
and minimize the knowledge required to
maintain and secure honeypot systems and
underlying operating system, low interaction
honeypot WinHoneyd (NetVigilance, 2009) was
selected. Low interaction honeypots run at
application layer and provide low interaction for
an attacker. The simulated environment of a low
interaction honeypot ensures that an attacker will
not be able to take control of the honeypot and
use it to launch attacks against production
systems in the production network environment.
WinHoneyd is a Windows based version of the
de facto low interaction honeypot Honeyd
(Provos, 2003). WinHoneyd provides all the
functionalities of the Honeyd and includes all
the required libraries to work as a stand-alone
application on Windows machines.
• Winpcap library: Winpcap library provides
packet capture capabilities for many network
packet sniffers (e.g. Wireshark, p0f)
• Network Analyzer: As mentioned earlier, p0f
tool was chosen as the passive fingerprinting
tool that enables mapping of the network
systems, unused and used IP addresses and
operating systems.
• P0f Log parser: P0f log parser processes log
file created by p0f tool after an initial sniffing
period. It parses the log file and extracts required
information to create configuration file for
honeypot creation. The required information is:
The used IP address, Unused IP address, number
of different operating systems available on the
network and mapping an IP with an operating
system.
• Honeypot configuration file generator: This
module is responsible for automatic generation
of configuration files required by WinHoneyd.
The honeypot engine is responsible for deciding
the number and placement of honeypots to
deploy. In our implementation, two honeypot
systems were deployed for each individual
active host. In a small network consisting of four
Windows and three Linux machines, assuming

Proceedings of the Eleventh Australasian Information Security Conference (AISC 2013), Adelaide, Australia

unused IP addresses are available, eight
Windows and six Linux honeypots will be
deployed. The twofold number of honeypots was
selected to increase exposure and maximize the
probability of attack detection in the network
environment.
• Analysis component: This module is
responsible for collecting log files from multiple
deployed honeypots and representing it to the
administrator for further analysis.
Figure 1 provides an overview of the proposed design.

protocol packet is received. The engine configures the
default protocol number based on the default ports
(Figure 3).

Figure 3: Protocols and ports can also be manually set
for a template or specific honeypot

Figure 1: Proposed dynamic honeypot modules

4.1

System Flow and Interface

The initial step in the system is to map the network,
running systems and corresponding operating systems.
Once a network has been mapped, the system allows an
administrator to create templates that can be applied to
produce honeypots on a single machine or an entire
subnet, either automatically or specified by the user.
In VMware virtual environment, MAC addresses are
assigned in formats of “00-05-69-xx-yy-zz, 00-0C-29-xxyy-zz” or “00-50-56-xx-yy-zz”. These range of MAC
addresses are only allocated to VMware virtual machine
(VMware). An attacker will be able to potentially detect
the presence of a honeypot through identifying its MAC
address. To avoid this, the system allows users to select
interface type for a particular honeypot which assigns a
unique MAC address to the honeypot, mimicking a
unique physical device from a specific vendor (Figure 2).

There are two modes by which honeypots are arranged in
the network; i) Manual configuration by the user or ii)
Automatic configuration by the honeypot engine. If a user
is familiar with the network topology and is interested to
use a specific IP address or range of IP addresses, manual
configuration overrides any automatic scripts created by
the honeypot. Manual configuration is also suitable for
networks with specific number of hosts and static IPs. In
order to avoid any IP address conflicts in dynamic
networks; honeypots can be deployed by the honeypot
automatic engine. The system also allows an admin to
enable or disable a particular honeypot once the clients
are configured by honeypot through the automated
process.
Honeypot engine uses the first available IP address in a
network to deploy the honeypot. Initially it sorts the used
IP addresses and maps them to an operating system. The
decided number of honeypots is then deployed starting
from the first available IP address. Below is an example
of a simple network layout and corresponding honeypot
deployment:
Operational Network:

Windows1, Linux1, Unused, Unused, Unused,
Linux2, Unused, Unused, Unused, Unused would
produce the following order of honeypots:

Windows, Linux1, H-Windows1, H-Windows1, HLinux1, Linux2, H-Linux1, H-Linux2, H-Linux2,
unused

Figure 2: Unique MAC addresses can be assigned to
each interface, avoiding VM detections through MAC
address
During template creation, a user is allowed to specify
protocols and ports to monitor on the deployed honeypots
and indicate the actions to be taken when a specific

Consequent redeployment of honeypots based on updated
network topology is performed by the honeypot engine
and user defined intervals. The redeployment involves rescanning and re-mapping the network, generating new
configuration files based on the changes to the network
and redeployment of the honeypot to represent the
changes. The network mapping engine updates/gathers
LAN network mapping data every 10 minutes by default.
This time interval is chosen so that it can accurately
record any changes that take place in the network. The
newly generated output file will be different when
compared with the previous file, and is used by the
honeypot engine to reflect the updated scenario. These
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changes cause the attacker and compromised honeypot to
be disconnected.
The proposed system also allows honeypot to
automatically generate command line script files that can
be executed to map, and deploy honeypots accordingly.
The automatic command line generation utilizes the
default template for each honeypot (Figure 4).

determined. Active fingerprinting techniques are based on
TCP and ICMP (Internet Control Message Protocol)
protocol.
Nmap (Lyon, 2012) is one of the most widely used
active fingerprinting tools utilized in deployment of
dynamic honeypots. Active fingerprinting however has
several drawbacks:
•

•

•

5.2
Figure 4: An excerpt for a default dynamic honeypot
template configuration file

5

Fingerprinting Tools and Techniques

Dynamic honeypots are designed to represent a
production network or blend in with the surrounding
network environment to avoid detection; therefore
determining the state of the production network is an
essential part of a dynamic honeypot design. The first
step in deciding the number and type of honeypots in a
network is to accurately determine the topology and
detect the hardware, operating systems and services
present in the network at any given time. There are two
main technique by which fingerprinting is achieved in a
network environment; active and passive fingerprinting.
The hypothesis is that passive fingerprinting can achieve
similar detection accuracy to more popular active
fingerprinting technique while avoiding fundamental
issues that arise from sending active probes to systems on
a production network.
In the following section fingerprinting techniques,
utilized in the design of dynamic honeypots are discussed
and evaluated. Their effectiveness in accurate detection of
operating systems, the time to scan a network subnet and
the amount of traffic introduced into the network
environment are measured. These fingerprinting
techniques are also evaluated in terms of compatibility
with existing security systems available on a production
network and if they can be embedded without causing
incompatibility with available hardware and software
present on the network. Although this paper focuses on
two of the most popular tools, the results represent their
respective fingerprinting techniques’ capabilities.

5.1

Active Probing

Active fingerprinting is achieved using signature
detection technique by which unique messages are sent as
probes to the target system and responses are analyzed.
The difference in the responses reflects the differences in
implementation. By analyzing the header fields of the
response message, the operating systems can be
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Takes between 5 to 60 seconds for individual
system and may generate large volume of data that
can cause systems to shutdown (Kuwatly et al.,
2004).
Nmap needs to keep requesting answers from the
clients if it wants to work in real-time. Therefore, if
a local system has a firewall with high security, the
targeted system cannot respond.
Active fingerprinting can be blocked by the network
protection tools, and can lead to setting off IDS
(Intrusion Detection System) alarms and in worst
case scenario cause legal proceedings.

Passive Probing

Passive fingerprinting detections works on a similar
principle as the active probing, based on a database of
known signatures. However, in this technique, instead of
sending probes and requesting replies from a target host,
the data is obtained passively by sniffing the network for
packets transmitted by that particular system. This data
will then be compared with the OS signatures database to
identify the remote host and its services.
Each
operating system uses different implementation of the
TCP/IP stack. By analyzing the sniffed data, it is possible
to get sufficient information to detect a particular OS.
Passive fingerprinting is not limited to TCP/IP; it can also
be used with other protocols (e.g. ICMP) (Arkin, June
2001).
Passive fingerprinting offers the following
advantages:
•
It is not intrusive. It reduces the network traffic and
network bandwidth since it collects data passively.
•
It can detect network topology behind Network
Address Translations and packet filters.
•
It is not detectable by the remote user agents, but is
less robust than active fingerprinting if the protocol
headers are spoofed
Passive mapping works effectively in Local Area
Networks but may not work well across routed networks.
In a Switch network environment, the passive
fingerprinting tool is blind to the packets traversing on
other ports and is only able to receive Broadcast traffic,
Multicast with CGMP (Cisco Group Management
Protocol), IGMP (Internet Group Management Protocol)
snooping disabled and unknown Unicast traffic. In order
for any packet to be analyzed by passive fingerprinting
tools, packets transmitted through other ports must be
replicated to a monitoring port where passive
fingerprinting sensors resides. SPAN (Switch Port
Analyzer) or port mirroring (monitoring) provides such a
functionality with no or negligible performance impact
(Cisco, 2007). Packets might be dropped in high-speed
switches where a large volume of data needs to be
replicated or transmitted to a single monitoring port,
causing congestion and packet drop in output queue.
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However despite possible packet drops in fast overloaded
networks, passive fingerprinting is able to correctly
identify operating systems as it requires a small number
of packets to perform identification. P0f (Zalewski,
2012) is one of the most common Passive OS
fingerprinting tools used in the area of network mapping.

5.3

Setups, Experiments and Evaluations

Prior to the implementation of the proposed dynamic
honeypot design, network mapping tools were tested in
two different sets of network environments, using the
tools’ various settings. Various tests were performed on
the hosts of two network environments to measure their
properties in three aspects which are crucial to an
optimum implementation of network mapping and
deployment of dynamic honeypots. These properties are,
Time to map a network and generated traffic, Accuracy in
detection and IDS/IPS (Intrusion Prevention System)
evasion.
Setup: Network Environment 1 (NE1)
The network comprised of 32 Windows XP and 32
Windows 7 machines with default firewall Disabled. This
is a production network where random machines are in
active or idle state. Nmap and p0f tools were selected and
ran on 64 nodes to measure the time it takes to map a
production network.
Experiment: Mapping Time and Generated Traffic
Network mapping can be performed in real time or user
defined intervals. The defined intervals however must be
set to allow the fingerprinting tool to accurately
determine the active hosts and associated operating
systems. Traffic generated by such tools are also an
aspect that must be considered due to several reasons
such as network congestion issues during peak times,
intrusion detection systems false positive alerts and the
probability of denial of service to users if services are
affected by the generated traffic.
Results: Figure 5 shows the difference in scanning time
using active and passive fingerprinting tools for various
numbers of hosts in network environment 1 (NE1). As it
can be seen, the scanning time increases at a higher rate
in p0f as the number of hosts increase. This is due to the
fact that p0f requires more time to process and analyze
sniffed packets and to determine the total number of
operating systems as traffic load increases. Nmap on the
other hand sends a specific number of probes to each
single target host, regardless of the network traffic
volume or number of available systems in a network
environment.

Setup: Network Environment 2 (NE2)
Ten different operating systems were set up on a /25
subnet - with no other active hosts present – to provide a
controlled environment where various aspects of the
fingerprinting tools can be tested and measured. The
installed operating systems were:
1 - Windows Server 2003 R2 Standard 64bit
2 - Windows Vista Enterprise SP1 64bit
3 - Windows Vista Business 32bit
4 - Windows Server 2003 SP1 Standard 32bit
5 - Windows 2008 Server R2 Standard SP1 64bit
6 - Windows 7 Home Premium SP1 32bit
7 - Windows Webserver SP1 32bit
8 - Windows XP Professional SP2 32bit
9 - Mac OS X 10.6.8
10 - Linux Mint 12 64bit (Kernel 3.0)
Experiment 1: Mapping Time and Generated Traffic
Multiple settings of Nmap were tried to determine the
time to scan a particular subnet (i.e. N.E2) and the
amount of traffic generated in the process. Since a
dynamic honeypot attempts to monitor a network in real
time, scanning the hosts in pre-defined intervals is a
requisite of the process. The best solution must be chosen
to minimize the effects of the scanning on the
performance of the network particularly in networks with
large number of hosts during peak times, to avoid
congestion.
Result: Based on our tests, the largest amount of traffic
generated by Nmap in Network environment 2 was the
fingerprinting using intense scan script which fingerprints
a host’s operating system and all 65535 TCP ports. The
generated traffic reaches 55MB over a period of 490
seconds and a peak download/upload rate of 2.23 MBps.
In a large network of hundreds of potential hosts, this
number can increase significantly. However today’s fast
networks can handle such amount of data. A 100mbps
and gigabit networks have specified maximum
throughput of 12.5 MBps and 125 MBps respectively.
Wireless routers and access points running 802.11n have
a theoretical maximum throughput of 300Mbps which is
higher than the required throughput by any of the active
scanning techniques. Moreover this setting is the highest
scanning setting provided by Nmap and is not required by
the dynamic honeypot. A less intrusive and traffic
generating setting such as “quick scan plus” can achieve
the same accuracy while significantly minimizing the
generated traffic (Table 2). Table 1 provides an overview
of the scanning with default setting of Nmap against NE2.

Figure 5: Graph representing the time to detect hosts
using active and passive fingerprinting tools on NE1
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Nmap

Included Detection Switches

Intense Scan
Intense Scan plus All UDP
ports
Intense Scan plus All TCP
ports
Quick Scan
Quick Scan Plus

Comprehensive Scan
smb-os-discovery Script
Scan, ports 139/445

Includes: -sV Version detection,
SMB OS Discovery script
Added: -O (OS Detection)
Includes: -sV Version detection,
SMB OS Detection
Added: -O (OS Detection)
Includes: -sV Version detection,
SMB OS Discovery script
Added: -O (OS Detection)
Added: -O (OS Detection)
Includes: -O (OS Detection)
Added: -sV Version detection,
SMB OS Discovery script
Added: -O (OS Detection)
Includes: -sV Version detection,
SMB OS Discovery script
None

Time to Scan
(Seconds)

Amount of Traffic
Generated/Received

242

(562.47KB)|
Rcvd: (474KB)

2504

(847.76KB) |
Rcvd: (1.073MB)

529

(31.969MB) |
Rcvd: (28.866MB)

157

Rcvd: (125.34KB)

267

(256KB) |
Rcvd: (897KB)

2322

(927KB) |
Rcvd: (1.121MB)

7.2

(13KB) |
Rcvd: (19KB)

Table 1: Scanning time and generated traffic using various Nmap settings
Experiment 2: Detection Accuracy
Detection accuracy of active fingerprinting tools is an
uncertain aspect of the available technique. OS
signatures can be replicated and spoofed to mimic
different operating systems. Packet headers are also
modified in transmission by intermediary devices
which will result in inaccurate detection once matched
against the OS signature database. NAT (Network
Address Translation) gateways, firewalls, and
especially port forwarding can confuse OS detection.
Active fingerprinting tools rely heavily on port
scanning for operating system detection; For instance
OS discovery cannot be performed on Nmap without
specifying a port scanning technique. Host based
firewalls drop incoming active probes and any traffic
which is not initiated from the host system, and
prevent it from replying to the probe. Operating system
detection test performed by Nmap on hosts of NE2
with enabled firewall resulted in no detection at all on
any hosts despite various settings:
 “-O” Switch: Fingerprint based on scanning
1000 common ports for each protocol.
 OS Guessing - Nmap’s “--os-guess” switch
attempts to guess the best match if it fails to
detect the operating system through the
default -O switch.

Additional, Advanced and Aggressive “-A”
mode: -A switch incorporates the version
detection of services running on open ports
for more intrusive but accurate detection (sV). It includes the default -O detection.
 “smb-os-discovery” Script: This script
attempts to determine the operating system
over the SMB protocol on Windows and
Samba on Linux systems (ports 139 and
445). This is achieved by starting a session
with the target system; in response to a
session initiation, the server will send
information (e.g. operating system, computer
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name, workgroup, system time, NetBIOS
computer name).
Disabling host firewall can resolve this inability of OS
detection through active fingerprinting packets but
exposes the host system to a significantly higher
number of attacks.
Result: With default firewall off, Nmap manages to
detect most of the operating systems reliably. Nmap
works effectively if one open and one close port are
available on target system. Detection accuracy
however depends on the type of the scan used. In our
test, default OS detection (-O) managed to detect
nearly all operating systems, albeit with few extra
guesses. Version detection (-sV) while taking longer
and generating more traffic, did not result in improved
detection accuracy. The smb-os-discovery script
however managed to accurately determine the
operating system and any individual versions and
service packs (e.g. Windows Vista Home Premium
SP1). SMB (Server Message Block) is mainly used to
provide shared access to files, printers, serial ports, and
miscellaneous communications between nodes on a
network. Several operating system details (e.g. name,
service pack, workgroup, domain name) are shared for
easier resource discovery on SMB protocol
implemented on Windows systems.
Table 2 provides a comparison between various
operating system detection techniques in Nmap and
passive p0f tool. Default OS detection and Version
detection produced similar results in each scan setting
regardless of any other switches used in the scan
process (e.g. all UDP/TCP port scanning, fast port
scanning mode -F). SMB OS detection script detected
all operating systems accurately apart from MAC and
Linux which returned the version of Samba running on
the Linux host. On Windows based hosts, it required a
single open port (139,445) to perform scanning. If
there were no open ports present, SMB detection
simply failed and did not provide any information
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regarding the target’s operating system.
P0f passive fingerprinting tool does not rely on the
status of the host firewall or the availability of any
open/closed port on the host machine and manages
detection through analyzing the intercepted packets off
the network. P0f also relies heavily on network traffic
and will fail to detect the host OS if no packets are
generated. In our test, P0f failed to recognize the
operating system through ICMP only packets,
therefore pinging a range of IP addresses will not result
in detection of host operating system. p0f failed to
detect a host’s operating system despite packets being
transmitted in SNMP (Simple Network Management
Protocol), NBNS (NetBIOS Name Service), LLMNR
(Link Local Multicast Name Resolution), SSDP
(Simple Service Discovery Protocol), IGMP (Internet
Group Management Protocol) and DNS (Domain
Name System) protocols. TCP based protocols (e.g.
HTTP, Telnet, SSH), NBSS (NetBIOS Session
Service) and SMB (Server Message Block) packets
resulted in quick detection of host operating system.
It must be noted that detecting Operating system name,
Release candidate [if available] and service packs are
the measurement of accuracy in all scans. Release
candidate and service packs represent major upgrade
which can involve significant changes to the overall
security of the operating system. For instance there are
a large number of vulnerabilities in Windows XP
which have been patched in Service Pack 2 resulting in
exploits designed for the former OS to be ineffective
on the latter.

Network Intrusion Detection System (NIDS) and Sax2
Windows based NIDS (Ax3-Soft, 2012). These alerts
were raised despite the low sensitivity settings of port
scanning in Snort. Nmap provides a general timing
policy which allows a user to control how fast each
probe is sent to the target host. Timing options range
from the nearly invisible “T0 - paranoid" option to the
overly-aggressive "T5 - insane” category. Figure 7
provides an overview of the timing options and their
respective characteristics in Nmap active fingerprinting
tool.

Figure 5 Timing policy properties in Nmap
(Messer, 2005)
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- Win. 7,
- Win. Server 2008 SP1

Win. Vista Business

Windows 7 or
8

4

- Win. XP SP2,
- Win. Server 2003 SP1
or SP2

Win. Server 2003 SP1

Windows XP

5

- Win. 7,
- Win. Server 2008 SP1

Win. Server 2008 R2
SP1

Windows 7 or
8

6

- Win. 7,
- Win. Server 2008 SP1

Win. 7 Home Premium
SP1

Windows 7 or
8

7

- Win. 7,
- Win. Server 2008 SP1

Win. Web Server 2008
SP1

Windows 7 or
8

8

- Win. XP SP2 or SP3,
- Win. Server 2003

Win. XP

Windows XP

9

- Mac OS X 10.6.X
- iOS 4.X

None

Mac OS 10.x

10

- Linux 2.6.38 - 3.2

Unix (Samba 3.5.11)

Linux 3.x

Nmap documentation states that there are several
different techniques to avoid raising intrusion detection
system alerts. Two of the main and reliable techniques
are, delayed and fragmented probes. “T0” and “T1”
switches are designed to avoid IDS port scan alerts as
probes are sent long apart while “–f” switch uses tiny
fragmented IP packets. Packet fragmentation splits up
the TCP header over several packets to make it more
difficult for Intrusion detection systems and packet
filters to detect the probes.
Result: Our tests showed that setting timing between
each probe not only did not avoid raising alerts but
raised a higher number of alerts in both Snort and
Sax2. The timing between the probes does not seem to
be the cause of the NIDS alerts but rather the
malformed packets captured by NIDS sensors. On the
other hand, fragmented packets and limiting the
number of port scans to 100 ports down from 1000 for
the default setting had absolutely no effect and
produced the same number of alerts on each NIDS.
Snort and Sax2 also raised “SCAN nmap XMAS” and
“ICMP Unusual Length ping” respectively. The
following table demonstrates the result of Nmap tests
with various IDS evasion techniques and focuses only
on port scan alerts raised by intrusion detection
systems.

Table 2: Detection accuracy of p0f and Nmap
against various operating systems

*Default Scanning will scan 1000 most common ports for each
protocol. –F switch reduces the scanned port numbers to 100.
**Not an IDS evasion Technique

NE 2 Hosts

1
2

Default -O and/or
-sV Service Version
Detection
- Win. XP SP2,
- Win. Server 2003 SP1
or SP2
- Win. 7,
- Win. Server 2008 SP1

Nmap - smb-OSDiscovery

Passive

Win. Server 2003 R2
SP2

Windows XP

Win. Vista Enterprise
SP1

Windows 7 or
8

Overall Intense and Quick Plus with SMB-OSDiscovery (-A switch) scan performed the best in
terms of OS detection, least amount of generated
traffic and scanning time.
Experiment 3: Intrusion Detection/Prevention and
Deception System Evasion
Test performed on the network environment 2 using
Nmap, resulted in raising port scanning alerts in Snort

Nmap Scan (Single Host)
Windows 7
T1 Default Scan Plus OS
Detection
“nmap -T1 -O” [-F]*
T1 Default Scan Plus OS
Detection and Packet
fragmentation
“nmap -T1 –O -f” [-F]
T5 Default Scan Plus OS
Detection
“nmap –T5 -O” [-F]
T5 Default Scan Plus OS
Detection and Packet
fragmentation

No of
Snort
Alerts

No of
Sax2
Alerts

Time to
Scan

Generated
Traffic

105

47

4 hours 36
minutes

7.7 KBytes [-F]

4 hours 36
minutes

7.7 KBytes [-F]

1

3.28
Seconds

7.7 KBytes [-F]

1

3.30
Seconds

7.7 KBytes [-F]

105

1

1

47

60.3 KBytes

60.3 KBytes

60.3 KBytes

60.3 KBytes
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“nmap –T5 –O -f” [-F]
Passive Scan (p0f)

0

0

Varies
depending
on traffic

None

T5 smb-os-detection
script, port 139,445 **

0

0

0.7 Seconds

1.3 KBytes

Table 3: Comparison between Nmap's IDS evasion
techniques and corresponding IDS generated alerts
Active probes sent by Nmap and such tools are logged
in any server honeypots running within the production
network environment, manipulating the logged data,
resulting in incorrect analysis. Server honeypots by
definition are not supposed to have any receiving or
transmitting data, therefore any probe packet received
by a server honeypot and corresponding responses are
simply categorized and recorded as an initiation of an
attack. The issue of probes sent by Nmap is increased
in a honeynet setup where every transmitted packet
sent to every honeypot within the honeynet is recorded
by honeynet network sniffers (e.g. Sebek, TCPDump),
resulting in large amounts of captured packets to be
analyzed.
Passive fingerprinting tools on the other hand do not
generate or transmit a single packet in the
fingerprinting process therefore evading the detection
by Intrusion detection and Deception systems. Their
sensors simply sniff the traffic and provide OS
detection accuracy nearly in par with active
fingerprinting tools. They also reduce the risk of
detection by an attacker as no repeated packets are sent
down the network in preconfigured intervals – To map
a network in near real time - and do not possess an
interface with an IP address to be probed and detected
as a scanning tool.
Although network scanning is achieved faster through
active fingerprinting tools, passive fingerprinting was
chosen in the development of dynamic honeypot due to
its less intrusive nature, lack of traffic generation and
avoiding consequent issues with firewalls, IDS systems
and honeypot data capture tools.

6

Conclusion

In this paper a dynamic honeypot design focusing on
simplicity and usability aspects was presented
targeting users familiar with Windows based hosts.
The system allows for automatic deployment and
management of honeypots based on characteristics of a
production network at a particular time. The system
scans a specific network, maps present operating
systems and hardware and configures, deploys and
redeploys honeypots accordingly, in specific intervals
set by a user. Active and passive fingerprinting
techniques were also put to test against two network
environments and their network mapping effectiveness
and efficiency in terms of speed, traffic, accuracy and
IDS/IPS
evasions
were
discussed.
Passive
fingerprinting proved to be non-intrusive with no
introduced traffic to the network and bypassed
intrusion detection/prevention system while providing
subpar accuracy in OS detection.

7

Future Work

There are a few areas in which the system can be
improved. The current system disconnects the
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honeypot regardless of whether an attacker is
interacting with the honeypot or the honeypot system
is idle. The future system should be able to detect if
honeypot is logging an activity and postpone the
disconnection and redeployment accordingly.
The system should also disconnect, redeploy and
integrate honeypots within the production network in a
random manner to increase deception.

8
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Abstract
This paper describes an international research effort that
has been working toward identification of vulnerabilities
in industrial control systems, mitigation strategies to
address vulnerabilities, and development of tools to
prevent intrusion on such systems.
The research
represents over five years of externally funded work
within the United States and a strong partnership between
the U.S. institution and both Queensland University of
Technology (QUT) and the University of South Australia
(UniSA). The authors introduce the security problem
with such systems, discoveries to date, and the
development of tools to provide intrusion detection,
intrusion prevention, and forensic data capture within
industrial control systems. .
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Introduction

The majority of industrialized nations have recognized
the need for protection of those national infrastructures
that society depends on to maintain their quality of life
and to guarantee the safety and security of the citizenry.
In the United States, a Presidential directive (PDD-63)
issued in May 1998, set up a national program of "Critical
Infrastructure Protection" (PDD 63, May 1998). In
Europe, the 'European Programme for Critical
Infrastructure Protection' (EPCIP, 2006) refers to the
doctrine or specific programs created as a result of the
European Commission's directive EU COM(2006) 786
which designates European critical infrastructure that, in
case of fault, incident or attack, could impact both the
country where it is hosted and at least one other European
Member State. Australia has historically been cited as
the first country that actually experienced an attack on an
industrial control system that resulted in damage to
critical infrastructure (Slay and Miller 2008) and recently
released its Critical Infrastructure Resilience Strategy in
2010 and entered into a joint agreement with the United
States on May 18, 2012 between Australia‟s Attorney
General Nicola Roxon and U.S Secretary Napolitano.
Attorney General Roxon commented, “Countries
everywhere are increasingly reliant on critical
infrastructure such as telecommunications, which enables
„online‟ activities that contribute to global commerce and
trade and play an increasingly important role in national

security. Both Australia and United States recognize the
considerable benefits delivered by these activities, but
also the challenges of managing cyber security and
resilience to counter malicious activity.” However, while
governments now recognize the threat that exists to their
citizens, very little has actually been done to improve
existing industrial control system security or to require
that owner/operators do so. This was most recently
witnessed in the inability of the U.S. Congress to pass a
much debated “Cyber Security Bill” which would have
established optional standards for the computer systems
that oversee the U.S.‟ critical infrastructure - like power
grids, dams and transportation.
Since 2007, the authors have been engaged in the
research reported in this paper that has demonstrated both
significant and exploitable vulnerabilities and strategies
that are plausible, affordable, and reasonable to prevent or
mitigate such attacks. While the research was initiated at
the U.S. institution, we discovered similar interests by our
collaborators at QUT and UniSA which has led to
exchange visits by faculty and students as well as current
collaborative research endeavor.
The remainder of this work is organized as follows.
First, a section on the current research laboratory is
provided. Sections follow that describe representative
(but not comprehensive) vulnerability points and
mitigation strategies. Finally, the paper offers future
works and conclusions.

2

Development of the Research Laboratory

The authors established an initial industrial control
system (ICS) security laboratory in 2006 with a grant
from the National Security Agency (NSA) in the amount
of $75,000. These funds were used to design and develop
a working industrial control system laboratory with actual
control devices (not models) and software commonly
found in industrial critical infrastructure applications. The
laboratory was designed such that its control function
could be observed while controlling miniature devices.
This
laboratory1
implemented
control
system
instantiations for a gas/oil pipeline application, an
industrial blower application, an oil storage tank
application, a conveyer belt application, and a rural water
association application (water tank). The laboratory, in its
initial configuration is shown in Figure 1. Figure 2 shows
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The laboratory was designed, constructed, and installed
by Mr. John Gordon, Control Systems, Inc., 391
Industrial Park, Montevallo, Alabama.
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the cart arrangement with SCADAPack programmable
logic controllers (PLC) mounted under the cart.

Figure 3: ICS for Model of Steel Plant Control
Systems.

Figure 1: Initial configuration of the MSU SCADA
Security Laboratory.

Figure 2: MSU SCADA Security Laboratory water
tower application with view of SCADAPack
programmable logic controller under cart.
This initial setup was not connected outside the
boundary of the laboratory and used two laptops as
operator stations running human-machine interface
(HMI) software as an operator in a critical infrastructure
application might be expected to do. Initially, the authors
implemented an HMI product called GE Fanuc iFIX
Proficy version 4.3.
Based on research successes
described later in this paper, the Department of Homeland
Security and the National Science Foundation invested
further research funding in the project to expand the
laboratory, create an international effort, continue the
vulnerability discovery effort, and to develop useful
security tools which could be validated in an industrial
partner‟s setting.
Further expansion resulted in the development of a
steel rolling operation control system which models a
steel manufacturing operation located close to the
researcher‟s laboratory and shown in Figure 3.
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This steel rolling operation is used to press sheet metal
to add strength via strain hardening and to improve
surface finish for use in the automotive industry. Cyberpenetration of control systems monitoring and controlling
a steel rolling operation can lead to loss of visibility and
loss of control of the roller. Additionally, penetration of
such a control system can lead to economic loss if an
attacker is able to adjust process parameters which affect
steel finish quality such as strength or surface finish by
changing roll speed at either the entry or exit roll.
The steel rolling operation is controlled by a Master
Terminal Unit (MTU), Remote Terminal Unit (RTU), and
local and remote HMI sharing communication links.
Both the MTU and RTU for the steel rolling operation are
Allen Bradley Compact Logix L35E PLCs. The master
terminal unit is connected to the Factory Talk View 5.0
HMI. Researchers recently added a wireless connection
between this master terminal unit and a second lab space
housing a Smart Grid transmission control system.
Researchers developed new remote HMI screens in
addition to the HMI and ladder logic to remotely monitor
and control systems in the Smart Grid transmission
control system portion of the testbed. The control system
is also configurable. The testbed includes Allen-Bradley
RSLogix 5000 programming software to compile and
write ladder logic programs for use on the L35E
Programmable Logic Controllers (PLCs). A wire bridge
is as available on each system to add digital and analog
inputs and outputs to the system. New monitoring and
control logic associated with new inputs and outputs can
be added using ladder logic. The Factory Talk View 5.0
HMI screens can be configured to add or remove
visualizations or controls.
Lastly, a Smart Grid transmission control system was
added to provide a second environment for ICS security
research.
Commercial devices in the Smart Grid
transmission portion of the testbed include phasor
measurement units, a phasor data concentrator, a
synchrophasor vector processor, protection relays,
controllers, a substation GPS clock, an Omicron relay test
and calibration device, a Real Time Digital Simulator
(RTDS), and OSISoft PI Historian. Additionally, the lab
includes amplifiers to provide inputs needed for some of
the PMUs.
The RTDS, protection relays, and phasor measurement
units are connected to RTDS in a hardware-in-the-loop
configuration.
The RTDS is used to simulate
transmission and distribution high voltage conditions and
scenarios. The protection relays can be configured to
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monitor bus voltage, current, frequency, and phase
conditions to detect faults. This portion of the testbed
also includes a MU Dynamics MU-4000 Analyzer. The
MU-4000 is an appliance designed to test network
appliances for cybersecurity vulnerabilities. The MU4000 includes test suites for protocol mutation (also
known as fuzzing), denial of service testing, and a test
suite of published vulnerabilities. A Zenwall 10 Access
Control Module and a Cisco 5510 Adaptive Security
Appliance are in this portion of the test bed as well.
Devices in the Smart Grid transmission control system
are connected via a common Ethernet network.
Industrial control system communication standards in use
in the Smart Grid transmission control system include
IEEE C37.118, MODBUS/TCP, DNP3, Generic Object
Oriented Substation Events (GOOSE), and EtherNet/IP.
In 2011, our sponsors provided funding to include a
smart meter laboratory representative of those that are
rapidly being installed by utilities throughout the United
States and elsewhere. Our smart meter installation
includes 2 smart meters mounted in our laboratory
environment connected wirelessly to a human machine
interface software system for monitoring smart meter
information. The installation also includes 4 additional
smart meters mounted on buildings on our campus to
allow monitoring of data related to actual loads. Figure 4
shows a collage of pictures of the smart meters installed
across campus so that they record actual loads. This
allows our researchers to study smart meter
confidentiality, integrity, and availability vulnerabilities
and develop security solutions.

Figure 5: QUT ICS Security Module 1.

Figure 6: QUT ICS Modules based on author’s ICS
laboratory.
We also hosted a collaborator, Dr. Elena Sitnikova,
from UniSA during the summer of 2012 to work with our
ICS program. Dr. Sitnikova was able to bring new
perspectives to our overall research agenda in the areas of
metrics and forensics – a research area that we continue
to develop.
The laboratory facilities described above are unique
within academia and have allowed the authors to proceed
with vulnerability discovery, tool development, and
mitigation strategies.

3

Figure 4: Collage of operational laboratory smart
meters
We expanded our work and laboratory internationally
through strong collaborations forged with Queensland
University of Technology and the University of South
Australia during 2010 through 2012.
This involved
exchanges of faculty and the establishment of laboratory
facilities similar to our own at QUT as seen in Figures 5
and 6.

Human Machine Interface Vulnerabilities

Human machine interface (HMI) packages are the
software used by operators in the “control center‟‟ of an
ICS application. The HMI software serves a dual purpose
of presenting the data acquired from various elements of
the SCADA system and allowing the operator to
manipulate parameters of the system that are under the
operator‟s supervisory control. HMI software is often
configured to mimic the look and feel of a tangible
control panel, with elements like switches, dials, sliders,
and readouts. Figure 7 provides an example of these
elements. Our research published vulnerabilities that we
discovered in these software packages that reflect a lack
of robust security architecture and violate commonly
accepted principles of software security engineering
(McGrew and Vaughn, 2009).

69

CRPIT Volume 138 - Information Security 2013

Figure 7: Typical view with an HMI package seen by
the operator of an ICS
A representative finding of HMI vulnerabilities is best
shown by our discovery of several in a popular HMI
product. We refer to this product as HMI-1 to obfuscate
the identity of the manufacture and specific product. The
HMI-1 software serves as a HMI for end-user operators,
and as an integrated development environment used by
engineers to create the interfaces and scripts that make up
the HMI. Software-enabled security features are also
provided that allow for varying levels of access for
different users. For example, an operator‟s account can be
denied access to modify the interface, exit the full-screen
interface, or shut down the system. A number of
vulnerabilities in this product were found by
experimentation in the author‟s laboratory that serve as
useful examples of how design decisions and legacy code
can affect the security of a modern control system. The
vulnerabilities discovered are briefly described below.
The authors are quite aware that similar vulnerabilities
exist in other vendor‟s HMI products and we are
currently investigating this hypothesis within the security
laboratory.
One of the most surprising vulnerabilities discovered
was that of password disclosure. Passwords in the HMI-1
product are not hashed securely for storage. The
passwords for each user are obfuscated by an exclusive-or
(XOR) operation against a static key before being stored
in a file. The operation is obviously easily reversible by
an attacker, resulting in the disclosure of all user
passwords on an HMI-1 system. This is especially
dangerous when the system is configured to authenticate
users over a network, since the obfuscated passwords
were not properly encrypted. An attacker with the ability
to “sniff” network traffic can easily intercept and decrypt
the users‟ passwords as we demonstrated to our
government sponsors in our laboratory.
A second serious vulnerability was discovered which
allowed an attacker to bypass authentication. This
authentication bypass capability is especially serious
since it automatically gives the attacker full administrator
control and leaves no audit trail.
The security
architecture of HMI-1 does not prevent the modification
and replacement of key security modules by the user. As
a result, it is possible for an attacker to produce a copy of
the HMI-1 login program and security manager library.
The attacker can then modify the way key security
modules operate. The modified modules can then be used
on a target system to log in with no password, bypassing
HMI-1‟s attempts at authentication and access control.
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A third serious vulnerability often present in HMI
software and within our HMI-1 case study is that of
bypassing run-time restrictions. Restrictions can be
placed on HMI-1 users in terms of what they are allowed
to do in an HMI-1 system. This includes the ability to halt
the system, run external programs, “alt tab” to other
programs, and exit the full-screen interface. This prevents
HMI-1 users from using the computer the HMI-1 system
is running on for unauthorized tasks. This protection can
be bypassed by an attacker through the use of a USB
drive or CD configured to use Microsoft Windows‟
“Auto-Run” functionality. Using this method, an attacker
can run malicious code designed to exit the HMI-1
interface, or leverage other vulnerabilities in the product.
The authors‟ students have demonstrated this attack and
have automated it on a USB drive.
Prevention of these and other related vulnerabilities
largely rests in implementing correct software
architectures and secure coding principles. For nearly 30
years, the software engineering community has had at its
disposal a number of well known and important security
engineering principles. They were first documented in
1970‟s in a then U.S. government classified report which
established the need for security measures within the
software engineering community as well as the untrusted
nature of computing systems. As described in early
fundamental papers, security engineering principles that
directly relate to the vulnerabilities described in this paper
include the principles of:
 Complete mediation - in which every access to a
system‟s resources must be checked for
authorization;
 Security through obscurity - where it is inadvisable
to depend on obscurity for system security; and,
 Least privilege - in which each element of the
system should operate at the lowest level of access
possible to perform its task.
While such principles are easy to engineer into a
product, they generally cannot be patched into a product
that did not consider them in the first place. That was the
case with our HMI-1 case study and the eventual
recommendation was to re-engineer and re-code the
product in its entirety. While space limits us to one case
study, we do have others and the vulnerabilities presented
here are representative examples that can easily apply to
other HMI packages too (GLEG 2011 and Auriemma
2011).

4

Intrusion Detection Systems

While intrusion detection and intrusion prevention
systems are often found in traditional IT systems as a
normal protection mechanism, this is not the case in
industrial control systems. Generally it is accepted in ICS
communities that such tools are not practical in that
reaction to a “false positive” alert could have catastrophic
consequences. Our research has shown otherwise and our
prototypes have been introduced with success into a large
scale public utility company that provides gas and electric
services.
The objective of our research in this area was to
demonstrate that signature based intrusion detection
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systems are an effective tool for monitoring serial port
based industrial control system communication traffic to
detect cyber-attacks. In our work, we described four
types of attacks (denial of service, response injection,
command injection, and reconnaissance attacks) which
are known threats to serial port based industrial control
systems. Our research was able to demonstrate a
methodology for monitoring MODUS RTU and
MODBUS ASCII traffic using an existing signature
based intrusion detection system, Snort, commonly used
to monitor Ethernet network traffic.
Denial of Service (DOS) attacks attempt to break the
communication link between the remote terminal and
master terminal or human machine interface. Breaking
the communication link between the master terminal or
human machine interface and the remote terminal breaks
the feedback control loop and makes process control
impossible. This sort of attack can be effective on
standalone process control systems as well as those
relying on internet connectivity. DOS attacks take many
forms.
Many DOS attacks attempt to overwhelm
hardware or software on one end of a communication link
so that it is no longer responsive. Other DOS attacks send
ill-timed or malformed network packets which cause
errors in a remote device‟s network stack and cause the
remote device to become unresponsive. MODBUS
devices include configuration settings to allow operators
to remotely force a RTU into listen only mode, remotely
restart communications, and remotely clear RTU counters
and diagnostic registers. Each of these features can be
used by an attacker to execute a denial of service attack.
With Serial Snort MODBUS, serial based control
systems can also be protected against these threats. In
(Reaves and Morris, 2009) the authors discuss how to
discover and connect to a proprietary SCADA radio used
to form a MTU to RTU communication link. This
penetration enables an attacker to execute a denial of
service attack against industrial control systems. The
industrial radio used to demonstrate this attack uses a
carrier sense and back off arbitration scheme to regulate
slave device wireless transmissions. If a single device
continually transmits without breaks other slave radios in
the network will back off and wait to transmit until the
offender stops transmitting. In practice such an attack
stops communication between the MTU and RTU. This
causes the HMI to no longer be updated with fresh
physical process measurements and causes the operator to
see stale process measurements. Without an intrusion
detection system in place, the operator may not know that
such an attack is in progress. The only symptom is that
HMI inputs seem to have no effect on the controlled
process. This attack may be executed via continuous
transmission of invalid data such as streams of random
numbers, or as continual transmission of otherwise valid
MODBUS traffic. In either case Snort rules can be used
to detect the attack. Such a rule can be based upon packet
length, such as exceeding MODBUS/TCP maximum
length, or on the volume of traffic in a given time frame.
Serial Snort times out on continuous transmission of
greater than 300 bytes and transmits the captured traffic
as a TCP/IP packet to allow Snort to detect the large
continuous streams of data.

In another representative attack, the network stack
implemented in MODBUS MTU and RTU devices may
not be sophisticated enough to handle receipt of
malformed communication traffic. Some devices will
reset themselves or hang when a malformed packet is
received. This problem has been recognized by many
equipment vendors and contemporary devices often
include more robust network stacks. However, many
serial systems in existing control systems are legacy
devices with no support for malformed packet checks. A
Snort rule to detect non MODBUS/TCP traffic on the
network can be developed to detect this sort of attack.
Such a rule checks a field which is not used in MODBUS
RTU/ASCII protocols and therefore this rule is not
applicable for these protocols. However, the length check
rules described above serve as a minimal malformed
packet check. Also, some malformed packets are possible
with MODBUS RTU/ASCII protocols. For example,
only addresses in the range 0-247 are allowed in a field
which can hold numbers greater than 247. A Snort rule
could check for a packet with an illegal address. Many
other rules related to detecting malformed packets are
possible and space limitations prohibit us from describing
them here.
Response injection attacks inject false responses into a
control system. Since control systems rely on feedback
control loops which monitor physical process data before
making control decisions, protecting the integrity of the
sensor measurements is critical. False response injection
can be used by hackers to cause control algorithms and
operators to make misinformed decisions.
In a
MODBUS RTU or MODBUS ASCII network, the MTU
regularly queries the RTU to read registers associated
with the physical process state. In a normal operation the
RTU responds to the MTU queries with data from the
requested registers. If two responses to a single query are
received, the MTU accepts the first received response and
rejects subsequent responses. The proprietary wireless
vulnerability described in (Reeves and Morris, 2009) can
be exploited to eavesdrop on MTU to RTU
communications and to inject false RTU to MTU
communication packets. This exploit can be used to
inject falsified MODBUS response packets after a query
is issued. The attacker monitors the radio network for
MODBUS queries. If the attacker‟s falsified response
arrives at the MTU before the valid response, the false
response is accepted. Responding faster than the RTU
can be achieved in two ways. First, the attacker can take
advantage of the periodic nature of MTU queries and
queue a false response before the MTU query
transmission completes. In this case a Snort rule can be
developed to alert when multiple MODBUS responses
are received with the same address and same function
code within a time period too small to normally receive
two responses. Two responses in less than the normal
query period would indicate an attack.
In a second version of this attack there is only one
response because the attacker stops all transmissions from
the radio connected to the legitimate RTU via the
continuous transmission DOS attack mentioned above.
The attacker inserts the falsified MODBUS response
within the continuous stream of DOS traffic. The
proprietary radio network exploited for these attacks uses
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slotted communications with dedicated slots for MTU to
RTU communication and RTU to MTU communication.
The MTU continues to query the RTU during the DOS
attack. In this case, the Snort rule mentioned above
which alerts for packets larger than legal MODBUS
packets would detect this attack. Control systems also
often read measurement values such as pipe pressure,
voltage, or current. Often these values are transmitted in
fields which can hold values which are physically
impossible measurements. For instance, a numerical float
type field can hold negative numbers; however, a pipeline
pressure can never be negative. Other measurements may
have legal ranges which correspond to the physical
properties of a specific system. In both cases, Snort rules
can be developed to alert when measurements fall outside
predefined ranges.
Command injection attacks inject false control and
configuration commands into a control system. Control
injection can be classified into two categories. First,
human operators oversee control systems and
occasionally intercede with supervisory control actions,
such as opening a breaker. Hackers may attempt to inject
false supervisory control actions into a control system
network. Second, remote terminals and intelligent
electronic devices are generally programmed to
automatically monitor and control the physical process
directly at a remote site. This programming takes the
form of ladder logic, C code, and registers which hold
key control parameters such as high and low limits gating
process control actions. Hackers can use command
injection attacks to overwrite ladder logic, C code, and
remote terminal register settings. System specific rules
can be developed to block commands not supported for a
given control system.
MODBUS supports RTU
addresses in the range 0-247; however, most control
systems will use a small portion of this allowed set.
MODBUS supports function codes in the range 0 to 255.
Many function codes are reserved for common functions,
while others are available for custom functions. Finally,
MODBUS read and write calls include a start address,
within RTU memory, and the number of (bytes, coils,
inputs) to be read or written. Snort rules can be
developed to detect unsupported RTU addresses,
unsupported function codes, and unsupported read/write
address and size combinations. RTU often have registers
which hold system set points; such as target measurement
values for a PID scheme, limits to generate a system
alarm, or limits to generate on/off control actions. Snort
rules can be developed to detect invalid register values
which may cause incorrect or unsafe process
functionality.
Reconnaissance attacks allow cyber attackers to
reconnoiter a system before attacking. For example,
NMAP is used to identify connected systems and then
finger print the system. Finger printing allows an attacker
to learn which ports are open, the identity and version of
the remote operating system, and the identity and version
of remote network stack daemons. With this information
the attacker can plan a more effective attack. MODBUS
systems can be scanned to learn connected RTU
addresses, supported function codes of connected RTU,
and supported address ranges of MODBUS inputs and
coils. Quickdraw (Peterson, 2009) includes rules for
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detecting function code scans and scans to learn
supported address ranges of MODBUS inputs and coils.
These rules also apply to MODBUS RTU and MODBUS
ASCII systems. Serial Snort places the MODBUS
RTU/ASCII RTU address value in the MODBUS/TCP
Unit Identifier field. This allows rules to be developed to
detect RTU address scans.
The vulnerabilities, exploits, and associated rules
described in this section are relevant for MODBUS and
other serial port protocols. Snort can be used for intrusion
detection and prevention on systems using other serial
port protocols as well and our research continues to
discover methods to safely employ such rules.

5

Related efforts

This work is not an exhaustive treatment of the tools and
techniques we have developed. In the accompanying
presentation we can directly offer more examples of our
development of forensic capture devices, a working
simulation model of industrial control systems that
provides accurate responses to sets of inputs (thus
allowing some research experimentation to take place
without the use of a physical laboratory) and the
development of FPGA based devices that implement our
intrusion prevention and detection code. We intend to
continue our collaboration with UniSA and QUT and
within the next year, demonstrate attacks via TCP/IP
connections from the U.S. to Australia (and vice versa),
along with the means and methods to prevent such
attacks. We will also further test and enhance our
intrusion detection and prevention tools as briefly
described here.

6

Conclusions

Industrial control system operators often do not perform
intrusion detection on PCs and enterprise systems in
control rooms. These operators most often do not
monitor communication traffic on the operation networks
interconnecting industrial control system devices such as
master terminal units, PLC, remote terminal units, and
intelligent electronic devices. This paper provides an
overview of tools and techniques developed to detect
malicious activity on industrial control system MODBUS
communication
networks,
describes
typical
vulnerabilities we are finding in HMI control software,
and discusses our intention to foster out international
collaborations. The sample rules described in this paper
are intended for use with the SNORT Intrusion Detection
System. We have additional papers under review that
will publish the explicit format for the SNORT rules we
allude to here.
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Abstract
There has been a growing interest in decision and game theoretic approaches to networked system security as
evidenced by the increasing number of publications and conferences such as the Conference on Decision and Game
Theory for Security (GameSec). This presentation aims to give an overview on security games and their applications to
network and critical infrastructure security based on the recent book Network Security: A Decision and Game Theoretic
Approach. The decision theoretic approach encompasses optimisation, control, and game theory to address resource
allocation problems in security contexts. Security games model the interaction between malicious attackers and
networked defence systems within a quantitative framework for both analysis and design. Communication constraints,
learning schemes, and information limitations play significant roles in this problem domain. The concepts presented
will be illustrated with applications of security games to electrical power grid as an example critical infrastructure.
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Edited by Mark Reynolds, The University of Western Australia, Australia. January 2011. 978-1-920682-93-4.

Contains the proceedings of the Thirty-Fourth Australasian Computer Science
Conference (ACSC 2011), Perth, Australia, 1720 January 2011.

Volume 114 - Computing Education 2011
Edited by John Hamer, University of Auckland, New Zealand
and Michael de Raadt, University of Southern Queensland,
Australia. January 2011. 978-1-920682-94-1.

Contains the proceedings of the Thirteenth Australasian Computing Education
Conference (ACE 2011), Perth, Australia, 17-20 January 2011.

Volume 115 - Database Technologies 2011
Edited by Heng Tao Shen, The University of Queensland,
Australia and Yanchun Zhang, Victoria University, Australia.
January 2011. 978-1-920682-95-8.

Contains the proceedings of the Twenty-Second Australasian Database Conference
(ADC 2011), Perth, Australia, 17-20 January 2011.

Volume 116 - Information Security 2011
Edited by Colin Boyd, Queensland University of Technology,
Australia and Josef Pieprzyk, Macquarie University, Australia. January 2011. 978-1-920682-96-5.

Contains the proceedings of the Ninth Australasian Information
Conference (AISC 2011), Perth, Australia, 17-20 January 2011.

Volume 117 - User Interfaces 2011
Edited by Christof Lutteroth, University of Auckland, New
Zealand and Haifeng Shen, Flinders University, Australia.
January 2011. 978-1-920682-97-2.

Contains the proceedings of the Twelfth Australasian User Interface Conference
(AUIC2011), Perth, Australia, 17-20 January 2011.

Volume 118 - Parallel and Distributed Computing 2011
Edited by Jinjun Chen, Swinburne University of Technology,
Australia and Rajiv Ranjan, University of New South Wales,
Australia. January 2011. 978-1-920682-98-9.

Contains the proceedings of the Ninth Australasian Symposium on Parallel and
Distributed Computing (AusPDC 2011), Perth, Australia, 17-20 January 2011.

Volume 119 - Theory of Computing 2011
Edited by Alex Potanin, Victoria University of Wellington,
New Zealand and Taso Viglas, University of Sydney, Australia. January 2011. 978-1-920682-99-6.

Contains the proceedings of the Seventeenth Computing: The Australasian Theory
Symposium (CATS 2011), Perth, Australia, 17-20 January 2011.

Security

Volume 120 - Health Informatics and Knowledge Management 2011
Edited by Kerryn Butler-Henderson, Curtin University, AusContains the proceedings of the Fifth Australasian Workshop on Health Informatics
tralia and Tony Sahama, Qeensland University of Technoland Knowledge Management (HIKM 2011), Perth, Australia, 17-20 January 2011.
ogy, Australia. January 2011. 978-1-921770-00-5.
Volume 121 - Data Mining and Analytics 2011
Edited by Peter Vamplew, University of Ballarat, Australia,
Andrew Stranieri, University of Ballarat, Australia, Kok–
Leong Ong, Deakin University, Australia, Peter Christen,
Australian National University, , Australia and Paul J.
Kennedy, University of Technology, Sydney, Australia. December 2011. 978-1-921770-02-9.

Contains the proceedings of the Ninth Australasian Data Mining Conference
(AusDM’11), Ballarat, Australia, 1–2 December 2011.

Volume 122 - Computer Science 2012
Edited by Mark Reynolds, The University of Western Australia, Australia and Bruce Thomas, University of South Australia. January 2012. 978-1-921770-03-6.

Contains the proceedings of the Thirty-Fifth Australasian Computer Science
Conference (ACSC 2012), Melbourne, Australia, 30 January – 3 February 2012.

Volume 123 - Computing Education 2012
Edited by Michael de Raadt, Moodle Pty Ltd and Angela
Carbone, Monash University, Australia. January 2012. 9781-921770-04-3.

Contains the proceedings of the Fourteenth Australasian Computing Education
Conference (ACE 2012), Melbourne, Australia, 30 January – 3 February 2012.

Volume 124 - Database Technologies 2012
Edited by Rui Zhang, The University of Melbourne, Australia
and Yanchun Zhang, Victoria University, Australia. January
2012. 978-1-920682-95-8.

Contains the proceedings of the Twenty-Third Australasian Database Conference
(ADC 2012), Melbourne, Australia, 30 January – 3 February 2012.

Volume 125 - Information Security 2012
Edited by Josef Pieprzyk, Macquarie University, Australia
and Clark Thomborson, The University of Auckland, New
Zealand. January 2012. 978-1-921770-06-7.

Contains the proceedings of the Tenth Australasian Information Security
Conference (AISC 2012), Melbourne, Australia, 30 January – 3 February 2012.

Volume 126 - User Interfaces 2012
Edited by Haifeng Shen, Flinders University, Australia and
Ross T. Smith, University of South Australia, Australia.
January 2012. 978-1-921770-07-4.

Contains the proceedings of the Thirteenth Australasian User Interface Conference
(AUIC2012), Melbourne, Australia, 30 January – 3 February 2012.

Volume 127 - Parallel and Distributed Computing 2012
Edited by Jinjun Chen, University of Technology, Sydney,
Australia and Rajiv Ranjan, CSIRO ICT Centre, Australia.
January 2012. 978-1-921770-08-1.

Contains the proceedings of the Tenth Australasian Symposium on Parallel and
Distributed Computing (AusPDC 2012), Melbourne, Australia, 30 January – 3
February 2012.

Volume 128 - Theory of Computing 2012
Edited by Julián Mestre, University of Sydney, Australia.
January 2012. 978-1-921770-09-8.

Contains the proceedings of the Eighteenth Computing: The Australasian Theory
Symposium (CATS 2012), Melbourne, Australia, 30 January – 3 February 2012.

Volume 129 - Health Informatics and Knowledge Management 2012
Edited by Kerryn Butler-Henderson, Curtin University, AusContains the proceedings of the Fifth Australasian Workshop on Health Informatics
tralia and Kathleen Gray, University of Melbourne, Ausand Knowledge Management (HIKM 2012), Melbourne, Australia, 30 January – 3
tralia. January 2012. 978-1-921770-10-4.
February 2012.
Volume 130 - Conceptual Modelling 2012
Edited by Aditya Ghose, University of Wollongong, Australia
and Flavio Ferrarotti, Victoria University of Wellington, New
Zealand. January 2012. 978-1-921770-11-1.
Volume 134 - Data Mining and Analytics 2012
Edited by Yanchang Zhao, Department of Immigration and
Citizenship, Australia, Jiuyong Li, University of South Australia, Paul J. Kennedy, University of Technology, Sydney,
Australia and Peter Christen, Australian National University, Australia. December 2012. 978-1-921770-14-2.

Contains the proceedings of the Eighth Asia-Pacific Conference on Conceptual
Modelling (APCCM 2012), Melbourne, Australia, 31 January – 3 February 2012.

Contains the proceedings of the Tenth Australasian Data Mining Conference
(AusDM’12), Sydney, Australia, 5–7 December 2012.

