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Preface

This volume contains the proceedings of the 8th Asia-Pacific Conference on Conceptual Modelling (APCCM
2012), held at the the RMIT University in Melbourne, Australia from January 30 to February 2, 2012 as
part of the Australasian Computer Science Week (ACSW 2012).
The APCCM series focuses on disseminating the results of innovative research in conceptual modelling
and related areas, and provides an annual forum for experts from all areas of computer science and information systems with a common interest in the subject. The scope of APCCM 2012 includes areas such
as:
– Business, enterprise, process and services modelling;
– Concepts, concept theories and ontologies;
– Conceptual modelling and user participation;
– Conceptual modelling for decision support and
expert systems; digital libraries; e-business, ecommerce and e-banking systems; health care
systems, knowledge management systems; mobile information systems; user interfaces; and
Web-based systems;
– Conceptual modelling of semi-structured data
and XML;
– Conceptual modelling of spatial, temporal and
biological data;
– Conceptual modelling quality;
– Conceptual models in management science;
– Design patterns and object-oriented design;
– Evolution and change in conceptual models;

–
–
–
–
–
–
–
–
–
–
–
–

Implementations of information systems;
Information and schema integration;
Information customisation and user profiles;
Information recognition and information modelling;
Information retrieval, analysis, visualisation and
prediction;
Information systems design methodologies;
Knowledge discovery, knowledge representation
and knowledge management;
Methods for developing, validating and communicating conceptual models;
Philosophical, mathematical and linguistic foundations of conceptual models;
Reuse, reverse engineering and reengineering;
Semantic Web; and
Software engineering and tools for information
systems development.

The Program Committee has selected the contributed papers from 17 submissions. All submitted papers have been refereed by at least two international experts, and have been discussed thoroughly. The
four papers judged best by the Program Committee members have been accepted and are included in this
volume. This includes three full papers plus an early innovation paper.
The Program Committee invited Dr. Srinivas Padmanabhuni to present the APCCM 2012 Industry
Keynote. Dr. Padmanabhuni is Associate Vice-President of Infosys Technologies and Head of Software
Engineering of Infosys Labs. The committee also invited Associate Professor Sebastian Link from the University of Auckland, New Zealand to give an invited talk. Professor Link’s talk was entitled Armstrong
databases: validation, communication and consolidation of conceptual models with perfect test data.
We wish to thank all authors who submitted papers and all the conference participants for the fruitful
discussions. We are grateful to the members of the Program Committee and the additional reviewers for
their timely expertise in carefully reviewing the papers. We like to acknowledge the excellent work of
the APCCM 2012 Publicity Chair Dr Markus Kirchberg and Lam-Son Le. Markus also maintained the
conference web site and, in particular, the MuCoMS conference management system (www.mucoms.org).
Finally, we wish to express our appreciation to the local organisers at the RMIT University for the wonderful
days in Melbourne.
Aditya Ghose
University of Wollongong, Australia
Flavio Ferrarotti
Victoria University of Wellington, New Zealand
APCCM 2012 Programme Chairs
January 2012
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Welcome from the Organising Committee

On behalf of the Australasian Computer Science Week 2012 (ACSW2012) Organising Committee, we
welcome you to this year’s event hosted by RMIT University. RMIT is a global university of technology
and design and Australia’s largest tertiary institution. The University enjoys an international reputation
for excellence in practical education and outcome-oriented research. RMIT is a leader in technology, design,
global business, communication, global communities, health solutions and urban sustainable futures. RMIT
was ranked in the top 100 universities in the world for engineering and technology in the 2011 QS World
University Rankings. RMIT has three campuses in Melbourne, Australia, and two in Vietnam, and offers
programs through partners in Singapore, Hong Kong, mainland China, Malaysia, India and Europe. The
University’s student population of 74,000 includes 30,000 international students, of whom more than 17,000
are taught offshore (almost 6,000 at RMIT Vietnam).
We welcome delegates from a number of different countries, including Australia, New Zealand, Austria,
Canada, China, the Czech Republic, Denmark, Germany, Hong Kong, Japan, Luxembourg, Malaysia, South
Korea, Sweden, the United Arab Emirates, the United Kingdom, and the United States of America.
We hope you will enjoy ACSW2012, and also to experience the city of Melbourne.,
Melbourne is amongst the world’s most liveable cities for its safe and multicultural environment as
well as well-developed infrastructure. Melbournes skyline is a mix of cutting-edge designs and heritage
architecture. The city is famous for its restaurants, fashion boutiques, café-filled laneways, bars, art galleries,
and parks.
RMIT’s city campus, the venue of ACSW2012, is right in the heart of the Melbourne CBD, and can be
easily accessed by train or tram.
ACSW2012 consists of the following conferences:
– Australasian Computer Science Conference (ACSC) (Chaired by Mark Reynolds and Bruce Thomas)
– Australasian Database Conference (ADC) (Chaired by Rui Zhang and Yanchun Zhang)
– Australasian Computer Education Conference (ACE) (Chaired by Michael de Raadt and Angela Carbone)
– Australasian Information Security Conference (AISC) (Chaired by Josef Pieprzyk and Clark Thomborson)
– Australasian User Interface Conference (AUIC) (Chaired by Haifeng Shen and Ross Smith)
– Computing: Australasian Theory Symposium (CATS) (Chaired by Julián Mestre)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Jinjun Chen
and Rajiv Ranjan)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Kerryn Butler-Henderson and Kathleen Gray)
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Aditya Ghose and Flavio
Ferrarotti)
– Australasian Computing Doctoral Consortium (ACDC) (Chaired by Falk Scholer and Helen Ashman)
ACSW is an event that requires a great deal of co-operation from a number of people, and this year has
been no exception. We thank all who have worked for the success of ACSE 2012, including the Organising
Committee, the Conference Chairs and Programme Committees, the RMIT School of Computer Science
and IT, the RMIT Events Office, our sponsors, our keynote and invited speakers, and the attendees.
Special thanks go to Alex Potanin, the CORE Conference Coordinator, for his extensive expertise,
knowledge and encouragement, and to organisers of previous ACSW meetings, who have provided us with
a great deal of information and advice. We hope that ACSW2012 will be as successful as its predecessors.

Assoc. Prof. James Harland
School of Computer Science and Information Technology, RMIT University
ACSW2012 Chair
January, 2012

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2012 in Melbourne. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The original component conferences - ACSC, ADC, and CATS, which formed the basis of ACSW
in the mid 1990s - now share this week with seven other events - ACE, AISC, AUIC, AusPDC, HIKM,
ACDC, and APCCM, which build on the diversity of the Australasian computing community.
In 2012, we have again chosen to feature a small number of keynote speakers from across the discipline:
Michael Kölling (ACE), Timo Ropinski (ACSC), and Manish Parashar (AusPDC). I thank them for their
contributions to ACSW2012. I also thank invited speakers in some of the individual conferences, and the
two CORE award winners Warwish Irwin (CORE Teaching Award) and Daniel Frampton (CORE PhD
Award). The efforts of the conference chairs and their program committees have led to strong programs in
all the conferences, thanks very much for all your efforts. Thanks are particularly due to James Harland
and his colleagues for organising what promises to be a strong event.
The past year has been very turbulent for our disciplines. We tried to convince the ARC that refereed
conference publications should be included in ERA2012 in evaluations – it was partially successful. We
ran a small pilot which demonstrated that conference citations behave similarly to but not exactly the
same as journal citations - so the latter can not be scaled to estimate the former. So they moved all
of Field of Research Code 08 “Information and Computing Sciences” to peer review for ERA2012. The
effect of this will be that most Universities will be evaluated at least at the two digit 08 level, as refereed
conference papers count towards the 50 threshold for evaluation. CORE’s position is to return 08 to a
citation measured discipline as soon as possible.
ACSW will feature a joint CORE and ACDICT discussion on Research Challenges in ICT, which I hope
will identify a national research agenda as well as priority application areas to which our disciplines can
contribute, and perhaps opportunity to find international multi-disciplinary successes which could work in
our region.
Beyond research issues, in 2012 CORE will also need to focus on education issues, including in Schools.
The likelihood that the future will have less computers is small, yet where are the numbers of students we
need?
CORE’s existence is due to the support of the member departments in Australia and New Zealand,
and I thank them for their ongoing contributions, in commitment and in financial support. Finally, I am
grateful to all those who gave their time to CORE in 2011; in particular, I thank Alex Potanin, Alan Fekete,
Aditya Ghose, Justin Zobel, and those of you who contribute to the discussions on the CORE mailing lists.
There are three main lists: csprofs, cshods and members. You are all eligible for the members list if your
department is a member. Please do sign up via http://lists.core.edu.au/mailman/listinfo - we try to keep
the volume low but relevance high in the mailing lists.

Tom Gedeon
President, CORE
January, 2012

ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
AUIC
APCCM
AusPDC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computer Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Australasian User Interface Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and APCCM 2012 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

School of Information Management,
The Victoria University of Wellington
www.sim.vuw.ac.nz

CORE - Computing Research and Education,
www.core.edu.au

RMIT University,
www.rmit.edu.au/

Australian Computer Society,
www.acs.org.au
Project:
Identity

Client: Computing Research & Education
Job #: COR09100

Date:
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Armstrong databases: validation, communication and consolidation
of conceptual models with perfect test data
Sebastian Link
Department of Computer Science,
The University of Auckland,
Auckland, New Zealand,
Email: s.link@auckland.ac.nz

Abstract
Conceptual models are relational database schemata
that result from conceptual data modeling. Conceptual models usually capture the semantics of the underlying application domain inadequately. Therefore,
the structure of the conceptual model is often inadequate, too. Academic and commercial database design tools often advocate the use of good test data
to validate the adequacy of the conceptual models
they produce. In this article we provide evidence that
Armstrong databases constitute perfect test data.
In particular, Armstrong databases capture perfectly
the perceptions of the design team about the semantics of the application domain. Therefore, Armstrong
databases serve as an excellent medium to validate
and consolidate the understanding of an application
domain’s semantics, and to communicate this understanding between diﬀerent stakeholders of the target
database. An overview is given about recent advancements on the structural and computational properties of Armstrong databases. These advancements
suggest that Armstrong databases provide the foundations necessary to establish an agile database design methodology. Such a methodology complements
existing approaches to database design, and is not
meant to replace them.
Keywords:
Agile database design, Armstrong
database, Conceptual model, Constraint, Design by
example, Implication, SQL, Test data
1

An Agile Database Design Methodology

Quality database schemata must capture both the
structure and semantics of the underlying application domain. Conceptual data modeling (UML, ER,
Description logics etc.) takes as input a natural language description of the target database and produces
a conceptual model, i.e. a ﬁrst formal approximation
of the target database’s schema. In most cases the
model produced does not address the semantics of
the application domain appropriately. There are several potential reasons: the list of requirements was
This research is supported by the Marsden fund council from
Government funding, administered by the Royal Society of New
Zealand.
c
Copyright ⃝2012,
Australian Computer Society, Inc. This paper appeared at the 8th Asia Pacific Conference on Conceptual Modeling (APCCM 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 130, A. K. Ghose and F.
Ferrarotti, Ed. Reproduction for academic, not-for-profit purposes permitted provided this text is included.

incomplete, requirements were lost or ignored during
conceptual modeling, or the requirements were not
fully understood, to name a few. Since the structure
of the target database depends crucially on the semantics of the application domain, the structure of
a conceptual model is usually inappropriate, too. In
practice, database design is often completely automated, i.e. conceptual models are neither validated,
nor communicated, nor reﬁned. A classical example
is the introduction of identifiers or surrogate keys as
an excuse for good database design. Consider a simple database that collects basic information about the
weekly schedule of courses. That is, we have a schema
Schedule with columns C ID, L Name, Time and
Room. The schema stores the time (including the
weekday) and room in which a lecturer (identiﬁed
by their L Name) gives a course (identiﬁed by their
C ID). In addition, an artiﬁcial column with name ID
is introduced that carries diﬀerent values in diﬀerent
rows. A small snapshot of an instance is shown below.
ID C ID
Time
L Name Room
id1 11301 Mon, 10am Church Red
id2 11301 Mon, 10am Gödel Green
While the values in ID allow database management
systems to uniquely identify rows, the column does
not carry any meaning nor does it guarantee consistency, nor does it guarantee eﬃcient processing of updates or queries. An improved design for our example
would be the SQL table deﬁnition
CREATE TABLE Schedule (
C ID CHAR[5], L Name VARCHAR,
Time CHAR[15], Room VARCHAR,
PRIMARY KEY (C ID, Time);)
Here, the primary key forces rows over Schedule
to be NOT NULL in the C ID and Time columns,
and to be unique on their {C ID, Time} projections.
In contrast to the ID column above, the primary
key carries signiﬁcant meaning: no two distinct rows
must have the same value in both the C ID column
and the Time column. Therefore, some meaningless instances such as the one above, where Church
and Gödel teach the same course at the same time
in diﬀerent rooms, are prevented from becoming instances of the schema Schedule with the primary
key on C ID and Time. It is a big challenge for design teams to identify semantically meaningful constraints. These prevent potential database instances
that are semantically meaningless from becoming actual database instances. The identiﬁcation is challenging for several reasons. One reason is a mismatch
in expertise: domain experts know lots about the domain, but do not know much about databases; while
design teams know lots about databases, but do not

3
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Table 1: An Armstrong table for Schedule
C ID
11301
11301
78200
99120

Time
Mon, 10am
Tue, 02pm
Mon, 10am
Wed, 04pm

L Name Room
Church Red
Church Red
Church Red
ni
ni

Table 3: Another Armstrong table for Schedule
C ID
11301
22413
22413
22413
33524
33524
44635

Time
Mon, 10am
Mon, 10am
Tue, 12pm
Wed, 02pm
Wed, 02pm
Thu, 10am
Thu, 12pm

L Name Room
Church Red
Church Red
Church Red
ni
Red
Gödel
Red
Gödel Green
Gödel
ni

Table 2: Armstrong table for revised constraint set
C ID
11301
11301
78200
99120

Time
Mon, 10am
Tue, 02pm
Mon, 10am
Mon, 10am

L Name Room
Church Red
Church Red
Church
ni
ni
Red

know much about the domain. Knowledge transfer
is therefore diﬃcult. Domain experts or design teams
may even be absent during the design process, or may
have opposing views. For the remainder of this paper
we assume that there is a design team and there are
some domain experts. Leading database design tools,
such as ERWin, promote the creation of test data to
validate, communicate and consolidate the conceptual models they produce (CA Technologies 2011).
To illustrate this idea, consider again our running
example. Our team of data designers may wonder
if the semantics of the application domain has been
captured appropriately by the SQL table deﬁnition
above. They decide to generate some good test data
to discuss their current understanding with the domain experts. In fact, a joint inspection of the data
sample in Table 1 reveals some concern about the
ﬁrst and third row. In fact, the design team wonders
whether the same lecturer can teach diﬀerent courses
at the same time in the same room. The domain
experts conﬁrm that this is impossible. As a consequence, the team decides to specify the uniqueness
constraint (UC) u(Time,L Name,Room). They produce the data sample in Table 2 to consolidate their
new understanding. An inspection of the ﬁrst and
third row, and the ﬁrst and fourth row, respectively,
reveal that the UC u(Time,L Name,Room) should be
replaced by the two stronger UCs u(Time,L Name)
and u(Time,Room). The example shows the potential beneﬁt of inspecting good sample data for the
discovery of semantically meaningful SQL keys. As a
revised SQL table schema the team speciﬁes
CREATE TABLE Schedule’ (
C ID CHAR[5], L Name VARCHAR,
Time CHAR[15], Room VARCHAR,
PRIMARY KEY (C ID, Time),
UNIQUE (L Name, Time),
UNIQUE (Room, Time);)
The big question remains what exactly constitutes
good test data? It will be argued in this article
that the concept of Armstrong databases can provide perfect test data. Indeed, Armstrong databases
are database instances that i) satisfy the constraints
currently perceived semantically meaningful by a design team, and ii) violate all the constraints currently
perceived semantically meaningless. In this sense,
Armstrong databases are perfect representations of
the design team’s perception of the application domain. The conditions i) and ii) above are unrealistic - in general, it will be impossible to consider

4

all classes of constraints. Database theory knows of
at least 100 diﬀerent classes of constraints, some of
these classes are infeasible or, at least, intractable to
reason with. It is therefore good practice, and more
realistic, to focus on classes of constraints that can
express important properties of application domains
and can be reasoned with eﬃciently. For this reason,
the notion of an Armstrong database is usually constrained by the context C which represents the class of
database constraints considered. Therefore, an Armstrong database for a ﬁnite set Σ of constraints in
class C is a database instance dbΣ that i) satisﬁes Σ,
and ii) violates every constraint in C that is not implied by Σ. Here, Σ denotes the set of constraints in
C currently perceived meaningful by a design team.
For example, the Armstrong database in Table 1 satisﬁes the uniqueness constraints u(X) if and only if
{C ID, Time} is a subset of X; and the NOT NULL
constraint nfs(X) if and only if X ⊆ {C ID, Time}.
The concept of an Armstrong database appears to
suggest the agile database design methodology illustrated in Figure 1. Before a conceptual model is
transformed into the ﬁnal logical model, the adequacy
of its structure D and semantics Σ to model the application domain is ﬁrst validated and consolidated
by the design team together with the team of domain experts. For this task, and also to overcome
the mismatch in expertise, it is proposed to generate Armstrong databases that perfectly represent the
current perceptions of the design team. This will be
done continuously until the design team is satisﬁed
with the Armstrong database created. It should be
noted here that the class C imposes a convenient restriction on what semantic knowledge is to be modeled, and therefore on the complexity of the modeling process. The more expressive we choose C to
be, the more diﬃcult it will become to reason with
sets Σ of constraints in C, and the more complex we
may expect structural and computational properties
of Armstrong databases for C to be. For example,
the instance in Table 1 is Armstrong for the set Σ
with the uniqueness constraint u(C ID, Time) and the
NOT NULL constraint nfs(C ID, Time), with respect to
the class C of uniqueness and NOT NULL constraints.
However, it is not Armstrong if we add functional
dependencies to the class C. In this case, an Armstrong database is illustrated in Table 3. Intuitively,
it contains more rows than the Armstrong database in
Table 1 since the set of potentially meaningful constraints has increased. For example, the third and
fourth row violate the functional dependency that the
C ID determines the L Name, i.e., under the current
perceptions a course may be taught by diﬀerent lecturers. If it is a semantically meaningful constraint
that the same course must be taught by the same lecturer, then the Armstrong database in Table 3 reveals
that this semantically meaningful constraint has not
been captured by the current perceptions of the design team about the application domain. However,
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Figure 1: Armstrong databases: foundations for an agile database design methodology
the Armstrong database in Table 1 does not reveal
this fact, nor is it designed to do so.
In this article we give a brief overview of recent advances regarding the understanding of structural and
computational properties of Armstrong databases for
several classes of database constraints. The advances
show that Armstrong databases may indeed provide a
foundation for an agile methodology to database design, as illustrated in Figure 1. We will answer questions whether Armstrong databases exist, how their
structure looks like and how they can be generated
when they do exist, and what the time and space
complexity is to produce them. That is, we study the
area marked red in Figure 1 by providing insights on
the feasibility of the methodology proposed.
Organization. We brieﬂy review work on Armstrong databases in the relational model of data in
Section 2, and argue that Armstrong databases must
also take into account features that can occur in real
database instances, e.g. SQL databases. We introduce an SQL-like data model in Section 3. This includes the structure of the model, as well as the semantics modeled by several classes of constraints, i.e.
NOT NULL and uniqueness constraints, functional dependencies and also cardinality constraints. In subsequent sections we summarize structural and computational properties of Armstrong databases for these
classes of database constraints, gradually extending
their expressiveness. The increase in expressiveness
means, in particular, that new concepts will be introduced with each class analyzed in order to establish
the properties of Armstrong databases. In Section
4 we begin our analysis with the class of NOT NULL
and uniqueness constraints. Subsequently, we add the
class of functional dependencies in Section 5. Finally,
we add the class of cardinality constraints in Section
6. In Section 7 we conclude and discuss future work.
2

Previous work and new challenges

Data dependencies and Armstrong databases have
been studied thoroughly in the relational model of
data, cf. (Abiteboul et al. 1995, Fagin 1982a). Dependencies are essential to the design of the target
database, the maintenance of the database during its
lifetime, and all major data processing tasks (Abiteboul et al. 1995, Thalheim 2000). In this section
we will brieﬂy summarize the work on Armstrong
databases in the relational model of data. Subse-

quently, we will comment on new challenges arising
from features present in SQL databases.
2.1

Armstrong relations

Armstrong relations constitute an invaluable tool for
the validation of semantic knowledge, and a userfriendly representation of integrity constraints. Armstrong relations have been deeply studied for keys
(Demetrovics 1980, Katona & Tichler 2006, Hartmann, Leck & Link 2011) and functional dependencies (FDs) (Armstrong 1974, Beeri et al. 1984,
Demetrovics & Thi 1995b, Mannila & Räihä 1986).
Note that in the relational model of data, the class
of keys is subsumed by the class of FDs. The existence of Armstrong relations for FDs was shown
by Armstrong (Armstrong 1974), and Fagin (Fagin
1982b) has shown the existence of Armstrong relations for a large class of data dependencies; however, classes of data dependencies do not necessarily enjoy Armstrong relations by any means. The
structure of Armstrong relations for the class of FDs
over total relations has mainly been investigated by
Beeri, Fagin, Statman and Dowd (Beeri et al. 1984),
and Mannila and Räihä (Mannila & Räihä 1986). In
the current article, we will summarize extensions of
several of their results from the special case of relations to SQL database instances. The properties of
Armstrong relations have also been analyzed for various other classes of data dependencies (De Marchi &
Petit 2007, Demetrovics & Thi 1995a, Fagin 1982a,
Fagin & Vardi 1983, Gottlob & Libkin 1990, Mannila & Räihä 1986). Cardinality constraints, in particular, have been investigated in conceptual models
under a relational semantics (Hartmann 2001, 2003,
Lenzerini & Nobili 1990, Liddle et al. 1993, Thalheim 1992), and recently in XML (Ferrarotti et al.
2011, Hartmann & Link 2010a). An excellent survey on Armstrong databases is (Fagin 1982a). Over
the last decades, the concept of Armstrong relations
has been found useful in many database applications.
Design aids (De Marchi et al. 2003, Mannila & Räihä
1986, Silva & Melkanoﬀ 1979) have been developed
that utilize Armstrong databases to help judge, justify, convey, or test the design team’s understanding of a given application domain. Recently, empirical evidence has been established that Armstrong relations help design teams to recognize semantically
meaningful FDs that they were unable to recognize
without the help of Armstrong relations (Langeveldt
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& Link 2010). Failure to identify some meaningful
functional dependency also means that the output of
a requirements analysis is aﬄicted with errors. Empirical studies show that more than half the errors
which occur during systems development are requirements errors (Enders & Romback 2003, Martin 1989).
Requirements errors are also the most common cause
of failure in systems development projects (Enders &
Romback 2003, Standish Group 1995). The cost of errors increases exponentially over the development life
cycle: it is more than 100 times more costly to correct a defect post-implementation than it is to correct
it during requirements analysis (Boehm 1981). This
suggests that it would be more eﬀective to concentrate
quality assurance eﬀorts in the requirements analysis
stage, in order to catch requirements errors as soon
as they occur, or to prevent them from occurring altogether (Zultner 1992). Hence, there are also strong
economic incentives to utilize Armstrong relations for
the acquisition of meaningful FDs. Finally, Kolaitis
et al. have established ﬁrst correspondences between
unique characterizations of schema mappings and the
existence of Armstrong bases (Alexe et al. 2010). An
Armstrong basis refers to a ﬁnite set of pairs consisting of a source instance and a target instance that is
a universal solution for the source instance.
2.2

State of database practice

Today, the database industry is worth an estimated
32 billion US dollars, and still growing in the double digits (Meijer & Bierman 2011). Database systems are available from vendors such as Oracle, IBM
and Microsoft, and as open-source software including MySQL, PostgreSQL and Ingres. Most data are
managed by database systems that adopt the ISO
and ANSI industry standard for deﬁning and querying data, i.e. the Structured Query Language (SQL)
(Date 2009). SQL was developed by IBM (Chamberlin & Boyce 1974) to implement Edgar Codd’s
model of relations (Codd 1970). After almost 40
years in use, SQL-based database systems still dominate the market today and inﬂuence new paradigms
as the ﬁeld evolves (Anthes 2010). Web models, e.g.
XML and RDF, are applied primarily to roll-out, exchange and integrate data that are commonly SQLbased (Elmasri & Navathe 2010). Many websites,
e.g. Facebook, and distributed applications, e.g. ecommerce, require high scalability. However, their
core data stores and services remain SQL-based (Rys
2011). While SQL covers Codd’s model of relations,
additional features are meant to ease data processing
(Date 2009). SQL data are laid out in tables. These
may contain i) duplicate rows to avoid expensive duplicate removal, and ii) null marker occurrences to
accommodate partial information in cells of columns
declared NULL. Relations are tables with no duplicate
rows and no null marker occurrences.
2.3

State of database theory

Codd introduced the data model of relations in his
seminal paper in 1970 (Codd 1970). His overall
achievement was to make data management into a
science. In 1981 Codd received the Turing Award
“for his fundamental and continuing contributions to
the theory and practice of database management systems”. Mainstream research has addressed the above
challenges in the model of relations (Fagin & Vardi
1986). Around 100 diﬀerent classes of constraints on
relations have been investigated (Thalheim 1991), but
few of them are motivated by practice. Research has
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shown that expressive and tractable classes of constraints can enable quality data management in theory (Abiteboul et al. 1995, Levene & Loizou 1999,
Maier 1983, Mannila & Räihä 1992, Ullman 1988).
Some researchers have examined the eﬀect of null
markers on on the theory of some classes of constraints (Atzeni & Morfuni 1986, Imielinski & Lipski Jr. 1984, Levene & Loizou 1999, Lien 1982). Until very recently (Hartmann & Link 2010b), there is
no single work in the literature that analyzes constraints on general SQL data. Instead, the community attempts to understand constraints on web data
(Akhtar et al. 2010, Arenas & Libkin 2005, 2004, Bojanczyk et al. 2009, Fan & Siméon 2003, Buneman
et al. 2002, Hartmann & Link 2010a, 2009, Lausen
et al. 2008, Vincent et al. 2004). An investigation
of constraints on SQL data would not just address
the dominant data format in practice, but also more
sophisticated formats, such as web data.
2.4

State of disparity

We observe: 1) In practice, SQL data is the premier
data format, and 2) In theory, constraints on SQL
data have been ignored. Thus, the current knowledge
on Armstrong databases applies to only very special
instances of SQL data. This distinct disparity between theory and practice restrains the feasibility of
the design methodology illustrated in Figure 1.
3

Data model

Based on the presence of duplicate and partial information in SQL database instance, we introduce an
SQL-like data model in this section. The model comprises a structural part, as well as a semantical part.
For the latter we focus on three types of integrity constraints, i.e. NOT NULL and uniqueness constraints,
functional dependencies and cardinality constraints.
Finally, we recall the formal notion of an Armstrong
database.
3.1

Structure

Let H = {H1 , H2 , . . .} be a countably inﬁnite set of
symbols, called column headers or headers for short.
A table schema is a ﬁnite non-empty subset T of
H. Each header H of a table schema T is associated with a countably inﬁnite domain dom(H) of the
possible values that can occur in column H. To encompass partial information every column can have
a null marker, denoted by ni ∈ dom(H). The intention of ni is to mean “no information”. We would
like to stress that a null marker is diﬀerent from a
domain value. The inclusion of ni into the domain is
a syntactic convenience.
For header sets X and Y we may write XY for
X ∪ Y . If X = {H1 , . . . , Hm }, then we may write
H1 · · · Hm for X. In particular, we may write simply
H to represent the singleton {H}. A row over T (T row or simply
∪ row, if T is understood) is a function
r : T → H∈T dom(H) with r(H) ∈ dom(H) for
all H ∈ T . The null marker occurrence r(H) = ni
associated with a header H in a row r means that
there is no information about r(H). That is, r(H)
may not exist or r(H) exists but is unknown. For
X ⊆ T let r(X) denote the restriction of the row r
over T to X. A table t over T is a ﬁnite multi-set
(bag) of rows over T . For a row r over T and a set
X ⊆ T , r is said to be X-total if for all H ∈ X,
r(H) ̸= ni. Similar, a table t over T is said to be
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X-total, if every row r of t is X-total. A table t over
T is said to be a total table if it is T -total.
3.2

Semantics

Following Atzeni and Morfuni (Atzeni & Morfuni
1986) a null-free subschema (NFS) over the table
schema T is a an expression nfs(Ts ) where Ts ⊆ T .
The NFS Ts over T is satisﬁed by a table t over T ,
denoted by |=t nfs(Ts ), if and only if t is Ts -total.
SQL allows the speciﬁcation of column headers as NOT
NULL. NFSs occur in everyday database practice: the
set of headers declared NOT NULL forms an NFS over
the underlying table schema.
Following Lien (Lien 1982) a functional dependency (FD) over the table schema T is a statement
X → Y where X, Y ⊆ T . The FD X → Y
over T is satisﬁed by a table t over T , denoted by
|=t X → Y , if and only if for all r1 , r2 ∈ t the following holds: if r1 (X) = r2 (X) and r1 , r2 are X-total,
then r1 (Y ) = r2 (Y ). FDs of the form ∅ → Y are
called non-standard, otherwise FDs are called standard. The size |σ| of an FD σ = X → Y is deﬁned as
|X| + |Y |.
We now introduce the concept of a cardinality constraint into databases with partial information. A
cardinality constraint (CC) over the table schema T
is a statement card(X) ≤ b where X ⊆ T and b is a
positive integer. The CC card(X) ≤ b over T is satisﬁed by a table t over T , denoted by |=t card(X) ≤ b,
if and only if for all r1 , r2 , . . . , rb+1 ∈ t the following holds: if ∀i, j ∈ {1, . . . , b + 1}(ri (X) = rj (X))
and ∀i ∈ {1, . . . , b + 1}(ri (X) is X-total), then ∃i, j ∈
{1, . . . , b + 1}(ri = rj ). CCs of the form card(∅) ≤ b
are called non-standard, otherwise CCs are called
standard. CCs subsume the concept of uniqueness
constraints for the special case where card(X) ≤ 1.
When we speak of uniqueness constraints (UCs) we
use the notation u(X) instead of card(X) ≤ 1. The
size |σ| of a CC σ = card(X) ≤ b is deﬁned as
|X| + log b.
For a set Σ of constraints over some table schema
T , we say that a table t over T satisfies Σ, denoted
by |=t Σ, if t satisﬁes every element of Σ. If for some
σ ∈ Σ the table t does not satisfy σ we sometimes
say that t violates σ (in which case t also violates Σ)
and write ̸|=t σ (̸|=t Σ). The size ||Σ|| of a set Σ of
FDs and CCs is deﬁned as the sum of sizes over all
elements of Σ. The cardinality |Σ| of a ﬁnite set Σ is
deﬁned as the number of its elements.
Example 1 The SQL table definition Schedule
from the first section can be captured in our data
model as follows. The table schema T = Schedule
consists of the column headers C ID, Time, L Name
and Room. The NFS nfs(Ts ) is defined by Ts =
{C ID, Time}.
The set Σ consists of the UC
u(C ID, Time). The table in Table 1 satisfies Σ
and other constraints such as card(L Name, Room) ≤
3 and C ID → L Name.
The same table violates constraints such as u(Time, L Name, Room),
card(L Name, Room) ≤ 2 and C ID → Time.
3.3

Implication

For the design, maintenance and applications of a relational database, data dependencies are identiﬁed
as semantic constraints on the relations which are
intended to be instances of the database schema.
During the design process or lifetime of a database
one usually needs to determine further dependencies
which are logically implied by the given ones. In line
with the literature of database constraints, we restrict

our attention to the implication of constraints in some
ﬁxed class C.
Let T be a table schema, let nfs(Ts ) denote an NFS
over T , and let Σ ∪ {φ} be a ﬁnite set of constraints
over T . We say that Σ implies φ in the presence of
nfs(Ts ), denoted by Σ |=Ts φ, if every Ts -total table t
over T that satisﬁes Σ also satisﬁes φ. If Σ does not
imply φ in the presence of nfs(Ts ) we may also write
Σ ̸|=Ts φ. Let the set Σ∗Ts = {φ | Σ |=Ts φ} denote
the semantic closure of Σ and nfs(Ts ).
Example 2 Consider the set Σ with NFS nfs(Ts )
over table schema T from Example 1. Then the
following are examples of constraints implied by Σ
in the presence of nfs(Ts ): u(C ID, Time, L Name),
card(C ID, Time) ≤ 2, and C ID, Time →
However, neither of the constraints
L Name.
u(Time, L Name), card(L Name, Room) ≤ 2 nor
C ID → Time are implied by Σ in the presence
of nfs(Ts ). Indeed, the table in Table 1 provides a
counter-example table for the implication of all of
these constraints.
3.4

Armstrong databases

The formal concept of an Armstrong database was
originally introduced by Fagin (Fagin 1982a). Intuitively, an Armstrong table satisﬁes the given constraints and violates the constraints in the given class
that are not implied by the given constraints. This
results in the following deﬁnition.
Let C denote a class of data dependencies. Let
Σ be a ﬁnite set of elements from C, and nfs(Ts ) an
NFS over table schema T . A table t over T is said to
be C-Armstrong for Σ and nfs(Ts ) if and only if i) t
satisﬁes Σ, ii) t violates every φ ∈ C where φ ∈
/ Σ∗Ts ,
iii) t is Ts -total, and iv) for every H ∈ T − Ts , t is not
H-total.
Example 3 The sample in Table 1 forms a CArmstrong table for Σ = {u(C ID, L Name)} and
nfs(C ID, L Name)), where C denotes the class of
uniqueness constraints. When C denotes the class
of UCs and FDs, then the sample in Table 1
does not form a C-Armstrong table for Σ =
{u(C ID, L Name)} and nfs(C ID, L Name). Indeed,
the sample satisfies the FD C ID → L Name even
though it is not implied by Σ in the presence of
nfs(C ID, L Name)). The sample in Table 3 is a
C-Armstrong table for Σ = {u(C ID, L Name)} and
nfs(C ID, L Name)) when C denotes the class of UCs
and FDs. However, when C denotes the class of
CCs and FDs, then the sample in Table 3 is not a
C-Armstrong table for Σ = {u(C ID, L Name)} and
nfs(C ID, L Name)). Indeed, the sample satisfies the
CC card(C ID) ≤ 3 which is not implied by Σ in the
presence of nfs(C ID, L Name)). In fact, there is no
table that is Armstrong for Σ and nfs(C ID, L Name))
with respect to the class of CCs and FDs.
4

The class of keys

The goal of this section is to summarize structural and
computational properties of Armstrong databases for
the class C of uniqueness constraint in the presence of
an NFS.
4.1

Important concepts

A natural question to ask is how we can characterize the structure of tables that are Armstrong for
uniqueness constraints in the presence of an NFS. For
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this purpose we introduce the formal notion of strong
agree sets for pairs of distinct rows, and tables.
4.1.1

Strong agree sets

For two rows r1 and r2 over table schema T where
r1 ̸= r2 we deﬁne the strong agree set of r1 and r2
as the set of all column headers over T on which r1
and r2 have the same total value, i.e., ags (r1 , r2 ) =
{H ∈ T | r1 (H) = r2 (H) and r1 (H) ̸= ni ̸= r2 (H)}.
Furthermore, the strong agree set of a table t over
table schema T is deﬁned as ags (t) = {ags (r1 , r2 ) |
r1 , r2 ∈ t ∧ r1 ̸= r2 }.
Example 4 Let Schedule
=
CT LR with
Schedules = CT . Let Σ consist of the two
UCs u(CT ) and u(LT R). Let t denote the data
sample in Table 2. The strong agree set of t consists
of CLR, LT , T R, L, R, and T .

4.1.2

Anti-keys

For a table t to be Armstrong for Σ and nfs(Ts ), t
must violate all uniqueness constraints u(X) not implied by Σ in the presence of nfs(Ts ). Instead of violating all uniqueness constraints it suﬃces to violate
those ones that are maximal with the property that
they are not implied by Σ in the presence of nfs(Ts ).
This motivates the following deﬁnition.
Let Σ be a set of UCs, and nfs(Ts ) an NFS over
table schema T . The set Σ−1 of all anti-keys with
respect to Σ and nfs(Ts ) is deﬁned as Σ−1 = {a(X) |
X ⊆ T ∧ Σ ̸|=Ts u(X) ∧ ∀H ∈ (T − X)(Σ |=Ts
u(XH))}. Hence, an anti-key for Σ is given by a
maximal set of column headers which does not form
a uniqueness constraint implied by Σ.
Example 5 Let Schedule
=
CT LR with
Schedules = CT . Let Σ consist of the two
UCs u(CT ) and u(LT R). The set Σ−1 of antikeys with respect to Σ and Schedules consists of
a(CLR), a(LT ) and a(T R).

4.2

Structural properties

The concepts from the last sub-section are suﬃcient
to establish a characterization of Armstrong tables for
the class of UCs over SQL table schemata.
Theorem 1 Let Σ a set of UCs, and nfs(Ts ) an NFS
over the table schema T . For all tables t over T it
holds that t is an Armstrong table for Σ and nfs(Ts ) if
and only if the following three conditions are satisfied:
1. ∀a(X) ∈ Σ−1 (X ∈ ags (t)),
2. ∀u(X) ∈ Σ∀Y ∈ ags (t)(X ̸⊆ Y ),
3. total(t) = {H ∈ T | ∀r ∈ t(r(H) ̸= ni)} = Ts .
Example 6 Let Schedule
=
CT LR with
Schedules = CT . Let Σ consist of the two
UCs u(CT ) and u(LT R), and let t denote the sample
on the left of Table 2. Recall from the previous
examples that Σ−1 = {a(CLR), a(LT ), a(T R)}, and
ags (t) = {CLR, LT, T R, L, R, T }. Since t satisfies
the three conditions of Theorem 1, it follows that t is
an Armstrong table for Σ and Schedules .
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4.3

Computational properties

We will now use the characterization of Theorem 1
to compute Armstrong tables for an arbitrarily given
set Σ of UCs and an arbitrarily given NFS nfs(Ts )
over an arbitrarily given table schema T . A great
part of the computation is devoted to determine the
set Σ−1 . For this purpose, we borrow concepts from
hyper-graphs. Indeed, to compute Σ−1 we generate
the simple hyper-graph H = (V, E) with vertex set
V = T and the set E = {X | u(X) ∈ Σ} of hyperedges. In fact, we can assume without loss of generality that Σ consists of minimal UCs only. That is,
if u(X) and u(Y ) are both in Σ, then X ̸⊆ Y and
Y ̸⊆ X. If not, then we remove all those UCs from
Σ that are not minimal, i.e. all those u(Y ) ∈ Σ such
that there is some u(X) ∈ Σ where X ⊂ Y . From
this we obtain Σ−1 = {a(T − X) | X ∈ Tr(H)} where
Tr(H) denotes the minimal transversals of the hypergraph H, i.e. the set of minimal sets X of T that have
a non-empty intersection with each hyper-edge of H
(Eiter & Gottlob 1995).
Lemma 1 Let Σ be a set of UCs over table schema
T . Then Σ−1 = {a(T − X) | X ∈ Tr(H)}.
We have now a complete strategy for computing
Armstrong tables. That is, we ﬁrst compute the set of
anti-keys, and then produce rows whose strong agree
sets match these anti-keys. The algorithm can also
handle the special case where Σ contains the empty
key u(∅), saying that each table can have at most
one row. This case is dealt with in step (A0). The
ﬁnal step (A4) introduces null marker occurrences in
columns that do not belong to the NFS.
Algorithm 2 (Armstrong table computation)
Input:

(T, Σ, nfs(Ts )) with

- a set Σ of UCs, and NFS nfs(Ts ) over T ;
Output: Armstrong table t over T for Σ and nfs(Ts )
Method: let cH,0 , cH,1 , . . . ∈ dom(H) be distinct
(A0) if u(∅) ∈ Σ then return
t := {r0 } where
{ ∀H ∈ T
cH,0 , if H ∈ Ts
r0 (H) := ni
;
, else
else t := {r0 } where ∀H ∈ T
r0 (H) = {cH,0 }
endif;
(A1) compute Σ−1 using hypergraph methods;
(A2) i := 1;
(A3) for all Y ∈ Σ−1 do
t := t ∪ {ri }{where
cH,0 , if H ∈ Y
cH,i , if H ∈ Ts − Y ;
ri (H) :=
ni , else
i := i + 1;
endfor;
(A4) total(t) := {H ∈ T | ∀r ∈ t(r(H) ̸= ni)};
if total(t) − Ts ̸= ∅, then return
t := t ∪ {r{i } where ∀H ∈ T
ni , if H ∈ total(t) − Ts
ri (H) := c
, else
H,i

else return t endif;
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Example 7 Let Schedule
=
CT LR with
Schedules = CT .
Let Σ consist of the
two UCs u(CT ) and u(LT R).
On input
(Schedule, Σ, Schedules ), Algorithm 1 would
compute the following Armstrong table:
C ID Time L Name Room
cL,0
cR,0
cH,0 cT,0
cH,0 cT,1
cL,0
cR,0
cH,1 cT,0
cL,0
ni
cH,2 cT,0
ni
cR,0
A suitable value substitution yields the sample in Table 2.
The following result follows directly from Lemma
1 and Theorem 1.
Theorem 3 On input (T, Σ, nfs(Ts )), Algorithm 2
computes a table t over T that is Armstrong for Σ
and nfs(Ts ).
4.4

Complexity considerations

In this subsection, we investigate properties regarding
the space and time complexity for the computation
of Armstrong tables. We recall what we mean by
precisely exponential (Beeri et al. 1984). Firstly, it
means that there is an algorithm for computing an
Armstrong table, given a set Σ of data dependencies
and an NFS nfs(Ts ), where the running time of the
algorithm is exponential in ||Σ||. Secondly, it means
that there is a set Σ of data dependencies and an
NFS nfs(Ts ) in which the number of rows in each
minimum-sized Armstrong table for Σ and nfs(Ts ) is
exponential in ||Σ|| — thus, an exponential amount
of time is required in this case simply to write down
the table.
Proposition 1 The complexity of finding an Armstrong table, given a set of UCs and an NFS, is precisely exponential in the size of the given constraints.
4.4.1

The size of Armstrong tables

Despite the general worst-case exponential complexity in the size of Σ, Algorithm 2 is a fairly simple algorithm that is, as we show now, quite conservative in
its use of time. Let the size of an Armstrong table be
deﬁned as the number of rows that it contains. It is a
practical question to ask how many rows a minimumsized Armstrong table requires. An Armstrong table t
for Σ and nfs(Ts ) is said to be minimum-sized if there
is no Armstrong table t′ for Σ and nfs(Ts ) such that
|t′ | < |t|. That is, for a minimum-sized Armstrong
table for Σ and nfs(Ts ) there is no Armstrong table
for Σ and nfs(Ts ) with a smaller number of rows.
Proposition 2 Let Σ be a set of UCs, nfs(Ts ) an
NFS over table schema T . Let t be a minimumsized
Armstrong table for Σ and nfs(Ts ). Then
√
1 + 8 · |Σ−1 |
≤ |t| ≤ |Σ−1 | + 2.
2
Note the upper bound in Proposition 2. In general,
the focus on UCs can yield Armstrong tables with a
substantially smaller number of rows than Armstrong
tables for more expressive classes such as functional
dependencies. The reason is that we do not need to violate any functional dependencies not implied by the
given set. In practice, this is desirable for the validation of schemata known to be in Boyce-Codd normal
form, for example. Such schemata are often the result

of Entity-Relationship modeling. More generally, we
can conclude that Algorithm 2 always computes an
Armstrong table of reasonably small size.
Theorem 4 On input (T, Σ, nfs(Ts )), Algorithm 2
computes an Armstrong table for Σ and nfs(Ts ) whose
size is at most quadratic in the size of a minimumsized Armstrong table for Σ and nfs(Ts ).

4.4.2

Size of representations

We show that, in general, there is no most concise
way of representing the information inherent in a set
of UCs and a null-free subschema.
Theorem 5 There is some set Σ of UCs and an NFS
nfs(Ts ) such that Σ has size O(n), and the size of a
minimum-sized Armstrong table for Σ and nfs(Ts ) is
O(2n/2 ). There is some table schema T , some NFS
nfs(Ts ) and some set Σ of UCs over T such that there
is an Armstrong table for Σ and nfs(Ts ) where the
number of rows is in O(n), and the number of minimal UCs implied by Σ in the presence of nfs(Ts ) is in
O(2n ).
For the ﬁrst claim let T = H1 , . . . , H2n , Ts = T
and Σ = {u(H2i−1 H2i ) | i = 1, . . . , n}. Then
Σ−1 = {a(X1 · · · Xn ) | ∀i = 1, . . . , n(Xi ∈
{H2i−1 , H2i })}. For the second claim let T =
H1 H1′ · · · Hn Hn′ , Ts = T and Σ = {u(X1 · · · Xn ) |
∀i = 1, . . . , n(Xi ∈ {Hi , Hi′ })}. Then the set
of minimal UCs implied by Σ is Σ itself. Since
′
′
· · · Hn Hn′ ) |
Hi+1 Hi+1
Σ−1 = {a(H1 H1′ · · · Hi−1 Hi−1
i = 1, . . . , n} there is an Armstrong table for Σ and
nfs(Ts ) where the number of rows is in O(n).
We can see that the representation in form of
an Armstrong table can oﬀer tremendous space savings over the representation as a UC set, and vice
versa. It seems intuitive to use the representation
as Armstrong tables for the discovery of semantically meaningful constraints, and the representation
as constraint sets for the discovery of semantically
meaningless constraints. This intuition has been conﬁrmed empirically for the class of functional dependencies over relations (Langeveldt & Link 2010).
5

Adding functional dependencies

The goal of this section is to summarize structural and
computational properties of Armstrong databases for
the class C of UCs and FDs in the presence of an
NFS. Note that the potential presence of duplicate
rows means, in particular, that the class of FDs does
not subsume the class of UCs, in contrast to relations
where no duplicate rows can occur. For example, take
any table schema and any table with two duplicate
rows over the table schema. Then this table satisﬁes
every FD, but violates every UC over the schema.
5.1

FDs do not enjoy Armstrong tables

We will show ﬁrst that the class of FDs does not enjoy Armstrong tables if there are headers that are not
declared NOT NULL. Intuitively in such a case, nonstandard FDs force all the rows of a table to have the
same value on some header. For tables to be Armstrong, however, it may also be required that the values of such a header do diﬀer for some distinct tuples.
Consequently, Armstrong tables cannot exist in general.

9
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Theorem 6 The class of functional dependencies in
the presence of a null-free subschema does not enjoy
Armstrong tables.
Let T = ABC, Ts = BC and let Σ = {∅ →
A, A → B}. It can be shown formally that there is
no Armstrong table for Σ and nfs(Ts ). While this is
bad news, in general, the negative result stems from
the permission of non-standard FDs. For the class of
standard UCs and standard FDs in the presence of
an NFS, Armstrong tables always exist.
5.2

Important concepts

First we would like to establish suﬃcient and necessary conditions when a given table is an Armstrong
table with respect to a given set Σ of UCs and FDs
and an NFS nfs(Ts ). This would generalize a wellknown result by Mannila, Räihä, Beeri, Dowd, Fagin
and Statman for FDs over total database relations
(Beeri et al. 1984, Mannila & Räihä 1986).
5.2.1

Maximal sets

Especially useful in this regard is Mannila and Räihä’s
notion of maximal sets (Mannila & Räihä 1986) which
we generalize here from total relations to tables. Let
Σ be a set of CCs and FDs and let nfs(Ts ) be an NFS
over table schema T . For a column header H ∈ T
we deﬁne the maximal sets maxΣ,Ts (H) of H with
respect to Σ and nfs(Ts ) as follows:
maxΣ,Ts (H) := {X ⊆ T | Σ ̸|=Ts X → H∧
∀H ′ ∈ T − X(Σ |=Ts XH ′ → H)}.
The maximal sets of T with respect
to Σ and nfs(Ts )
∪
are deﬁned as maxΣ,Ts (T ) = H∈T maxΣ,Ts (H). If Σ
and nfs(Ts ) are clear from the context we may simply
write max(H) and max(T ), respectively. Thus, the
maximal sets of a column header H with respect to
Σ and nfs(Ts ) are the maximal header subsets of T
that do not functionally determine H.
Example 8 Consider the table schema T
=
Schedule, NFS nfs(Ts ) where Ts = {C ID, Time},
and
Σ = {u(C ID, Time), u(Time, L Name),
u(Time, Room), C ID → L Name}.
Then the maximal sets for the column headers are:
• maxΣ,Ts (C ID) = {{L Name, Room}, {Time}},
• maxΣ,Ts (Time) = {{C ID, L Name, Room}},
• maxΣ,Ts (L Name) = {{Time}, {Room}},
• maxΣ,Ts (Room) = {{C ID, L Name}, {Time}}.
Example 9 Consider the table schema Contact
with headers Address, City and ZIP, NFS nfs(Ts )
where Ts = Contacts = {ZIP}, and
Σ = {u(Address, City), ZIP → City}.
Then the maximal sets for the column headers are:
• maxΣ,Ts (Address) = {{City, ZIP}},
• maxΣ,Ts (City) = {{Address}},
• maxΣ,Ts (ZIP) = {{Address}, {City}}.
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5.2.2

Duplicate sets

It is a necessary condition for an Armstrong table that
for each maximal set there must be distinct rows in
the table whose strong agree set is the maximal set.
This is to guarantee that all the FDs not implied by
the set of UCs and FDs in the presence of an NFS are
violated. Over tables, however, it is still possible that
there are UCs u(X) not implied by Σ in the presence
of nfs(Ts ) over T , even if the FD X → T is implied.
For this reason we also require of Armstrong tables
that for all column header sets X that are maximal
with this property there must be distinct rows in the
table whose strong agree set is X. This motivates the
following deﬁnition.
Let Σ be a set of UCs and FDs and let nfs(Ts ) be
an NFS over table schema T . We deﬁne the duplicate
sets dupΣ,Ts (T ) of T with respect to Σ and nfs(Ts ) as
follows:
dupΣ,Ts (T ) := {X ⊆ T | Σ |=Ts X → T ∧
Σ ̸|=Ts u(X)∧
∀H ′ ∈ T − X(Σ |=Ts u(XH ′ ))}.
If Σ and nfs(Ts ) are clear from the context we may
simply write dup(T ).
Example 10 Consider the table schema T =
Schedule, NFS nfs(Ts ) where Ts = {C ID, Time},
and
Σ = {u(C ID, Time), u(Time, L Name),
u(Time, Room), C ID → L Name}.
Then dupΣ,Ts (Schedule) = ∅.
Example 11 Consider the table schema Contact
with headers Address, City and ZIP, NFS nfs(Ts )
where Ts = Contacts = {ZIP}, and
Σ = {u(Address, City), ZIP → City}.
Then dupΣ,Ts (Contact) = {{Address, ZIP}}.
5.2.3

Notions of agree sets

For our anticipated characterization of Armstrong tables for UCs and FDs the notion of a strong agree
set is insuﬃcient. In fact, we require diﬀerent notions of agree sets. Let t be a table, and r1 , r2 be
two rows over table schema T . The agree set of
r1 and r2 is deﬁned as ag(r1 , r2 ) = (X, Y ) where
∀H ∈ T (((r1 (H) = r2 (H) ∧ r1 (H) ̸= ni) ↔ H ∈
X) ∧ (r1 (H) = r2 (H) ↔ H ∈ Y )). The strong
agree set of r1 and r2 is deﬁned as ags (r1 , r2 ) =
X where ag(r1 , r2 ) = (X, Y ). The weak agree set
of r1 and r2 is deﬁned as agw (r1 , r2 ) = Y where
ag(r1 , r2 ) = (X, Y ). The agree set of t is deﬁned
as ag(t) = {ag(r1 , r2 ) | r1 , r2 ∈ t ∧ r1 ̸= r2 }. The
strong agree set of t is deﬁned as ags (t) = {X |
(X, Y ) ∈ ag(t)}. The weak agree set of t is deﬁned
as agw (t) = {Y ∩| (X, Y ) ∈ ag(t)}. For X ∈ ag(t) we
deﬁne w(X) = {Y | (X, Y ) ∈ ag(t)}. While strong
and weak agree sets coincide over total relations, the
distinction between the two is crucial for tables.
Example 12 Let t denote the following table over
Schedule = {C, T, L, R}.
C ID
Time
L Name Room
11301 Mon, 10am Church
Red
22413 Tue, 12pm Church
Red
33424 Tue, 12pm Gödel Green
33424 Wed, 02pm Gödel Green
44535 Wed, 04pm Turing Green
44535 Thu, 10am Turing
ni
55646 Thu, 02pm
ni
Yellow
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Then ag (t) = agw (t) contain LR, ∅, T , CLR, R and
CL.

To compute dupΣ,Ts (T ) we generate the hyper-graph
H = (V, E) with vertex set V = T and the set

Example 13 Let t denote the following table over
Contact = {A, C, Z}.

E = {K − Ts | u(K) ∈ Σ}

s

City
Address
70 King St
ni
70 King St San Francisco
ni
Manhattan
ni
Manhattan
03 Astor Pl Manhattan
03 Astor Pl
Morinville

ZIP
10001
94107
10002
10003
10003
10003

Here, ags (t) = {A, ∅, C, CZ, AZ}, and agw (t) =
{A, ∅, AC, CZ, AZ}. Moreover, w(C) = AC.
5.3

Structural properties

These notions allow us to obtain the following characterization of Armstrong tables. For a set Σ of FDs
∗
and a set X of column headers over T let XΣ,T
=
s
{H ∈ T | Σ |=Ts X → H}.
Theorem 7 Let T be a table schema, Σ a set of UCs
and FDs, and nfs(Ts ) an NFS over T . For all tables t
over T it holds that t is an Armstrong table for Σ and
nfs(Ts ) if and only if all of the following conditions
are satisfied:
1. ∀H ∈ T ∀X ∈ maxΣ,Ts (H)
(X ∈ ags (t) ∧ H ∈
/ w(X)),
2. ∀X ∈ ag

s

∗
(t)(XΣ,T
s

⊆ w(X)),

as hyper-edges. From this we obtain dupΣ,Ts (T ) as
dupΣ,Ts (T ) = {T − X | X ∈ Tr(H) ∧
∀M ∈ maxΣ[FD],Ts (T )(T − X ̸⊆ M )}
where Tr(H) denotes the minimal transversals of
the hyper-graph H. Note that when X ∈ dup(T ),
then i) X ∈
/ max(T ), ii) Z := {H ∈ T | X ∈
maxΣ[FD],Ts (H)} = ∅, and iii) Ts ⊆ X. In particular, step (A5) adds to the table rows that strongly
agree on the members of dupΣ,Ts (T ). If X ∈
maxΣ[FD],Ts (T ), then Z contains all columns for which
X is maximal, and step (A5) adds rows with a strong
agree set on X. Finally, an additional row may be
required to introduce the null marker ni to columns
that are speciﬁed NULL, see step (A8).
Algorithm 8 (Armstrong table computation)
Input: table schema T , a set Σ of standard UCs
and FDs, and an NFS nfs(Ts ) over T
Output: Armstrong table t for Σ and nfs(Ts )
Method: let cH,1 , cH,2 , . . . ∈ dom(H) be distinct
(A0) for all H ∈ T compute maxΣ[FD],Ts (H);

3. ∀X ∈ dupΣ,Ts (T )(X ∈ ags (t)),

(A1) compute dupΣ[FD],Ts (T );

4. ∀X ∈ ags (t)∀u(Z) ∈ Σ(Z ̸⊆ X),

(A2) r := ∅; i := 1;

5. total(t) = Ts .

(A3) for all X ∈ maxΣ[FD],Ts (T ) ∪ dup(T ) do

Example 14 Consider the table schema T =
Schedule, NFS nfs(Ts ) where Ts = {C ID, Time},
and

(A4)

Z := {H ∈ T | X ∈ maxΣ[FD],Ts (H)};

(A5)

t := t ∪ {ri ,{ri+1 } where ∀H ∈ T
cH,i , if H ∈ XZTs
ri (H) := ni
; and
, else
{
cH,i , if H ∈ X
cH,i+1 , if H ∈ Z(Ts − X) ;
ri+1 (H) :=
ni
, else

(A6)

i := i + 2;

Σ = {u(C ID, Time), u(Time, L Name),
u(Time, Room), C ID → L Name}.
Examples 8, 10 and 12 allow us to verify all the
conditions of Theorem 7 for the table t in Example
12. Hence, t is indeed an Armstrong table for Σ and
nfs(Ts ).
Example 15 Consider again the table schema Contact with headers Address, City and ZIP, NFS
nfs(Ts ) where Ts = Contacts = {ZIP}, and
Σ = {u(Address, City), ZIP → City}.
Examples 9, 11 and 13 allow us to verify all the
conditions of Theorem 7 for the table t in Example
13. Hence, t is indeed an Armstrong table for Σ and
nfs(Ts ).
5.4

Computational properties

The following algorithm computes an Armstrong table for an arbitrary set Σ of standard UCs and FDs
and an arbitary NFS nfs(Ts ). In step (A0) the algorithm computes the family of maximal sets with
respect to Σ[FD] = {X → T | u(X) ∈ Σ} ∪ {X → Y |
X → Y ∈ Σ}. The computation can be done by Algorithm 8 in (Hartmann, Kirchberg & Link 2011). In
step (A1) the algorithm computes the duplicate sets.

(A7) enddo;
(A8) total(t) := {H ∈ T | ∀r ∈ t(r[H] ̸= ni)};
if total(t) − Ts ̸= ∅, then
return t :={t ∪ {ri } where ∀H ∈ T
ni , if H ∈ total(t) − Ts
ri (H) := c
, else
H,i

else return r endif;

Example 16 Consider again the table schema Contact with headers Address, City and ZIP, NFS
nfs(Ts ) where Ts = Contacts = {ZIP}, and
Σ = {u(Address, City), ZIP → City}.
Suppose these items form the input to Algorithm 8.
Examples 9 and 11 show the maximal and duplicate
sets, respectively, computed in steps (A0) and (A1).
Algorithm 8 may compute
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Address
a1
a2
a3
a3
ni
ni
a7
a7

City
c1
c1
c3
c4
c5
c5
ni
ni

ZIP
z1
z1
z3
z4
z5
z6
z7
z7

as an Armstrong table for Σ and nfs(Ts ).
5.5

Complexity considerations

We present some results regarding the time and space
complexity required for the representation of constraints using Armstrong tables for UCs and FDs.
The ﬁrst result is very much the same as Proposition
1 for the class of UCs.
Proposition 3 The complexity of finding an Armstrong table, given a set of FDs and an NFS, is precisely exponential.
5.5.1

The size of Armstrong tables

Despite the general worst-case exponential complexity in the size of Σ, Algorithm 8 is a fairly simple
algorithm that is, as we show now, quite conservative in its use of time. Note the correspondence to
Proposition 2 for the class of UCs.
Proposition 4 Let Σ be a set of standard UCs and
standard FDs, let nfs(Ts ) be some NFS over some
table schema T , and let t be a minimum-sized Armstrong table for Σ and nfs(Ts ). Then
√
1 + 8 · |maxΣ,Ts (T ) ∪ dupΣ,Ts (T )|
≤ |r|
2
and
|r| ≤ 2 × |maxΣ,Rs (R) ∪ dupΣ,Ts (T )| + 1.
We can conclude that Algorithm 8 always computes an Armstrong table of reasonably small size.

5.6

Use case: transforming relational approximations into SQL table definitions

We consider Beeri and Bernstein’s famous example
that was originally used to show that dependencypreserving Boyce-Codd Normal Form decompositions
cannot always be obtained in the relational model of
data (Beeri & Bernstein 1979). Here, we apply our
toolbox of Armstrong tables to the relational approximation of the application domain to derive a concise
SQL table deﬁnition.
Suppose a team of data engineers has decided to
use the three columns Address, City and ZIP as part
of a contact address management system. They have
identiﬁed the set Σ with Address, City → ZIP and
ZIP → City as a ﬁrst approximation for capturing
the semantics of the underlying application domain.
(This is the example from (Beeri & Bernstein 1979).)
Suppose that Ts remains empty for now. Using our
toolbox the team produces
Address
03 Hudson St
03 Hudson St
70 King St
70 King St
ni
15 Maxwell St

City
Manhattan
Manhattan
Manhattan
San Francisco
San Francisco
ni

ZIP
10001
10001
10001
94107
94129
ni

as an Armstrong table for Σ in the presence of nfs(Ts ).
The domain experts inspect the table. They note
from the ﬁrst two rows that the FD Address, City →
ZIP should be replaced by the stronger uniqueness
constraint u(Address,City). Hence, the revised constraint set becomes: Σ = {u(Address, City), ZIP →
City}, and Ts remains empty. For these requirements,
they produce
Address
03 Hudson St
70 King St
70 King St
ni
15 Maxwell St
15 Maxwell St

City
Manhattan
Manhattan
San Francisco
San Francisco
ni
ni

ZIP
10001
10001
94107
ni
60609
60609

Theorem 10 There is some table schema T , some
set Σ of FDs and some NFS nfs(Ts ) over T such that
Σ has size O(n), and the size of a minimum-sized
Armstrong table for Σ and nfs(Ts ) is O(2n/2 ). There
is some table schema T , some set Σ of FDs and some
NFS nfs(Ts ) over T such that there is an Armstrong
table for Σ and nfs(Ts ) where the number of rows is
in O(n), and the optimal cover of Σ with respect to
nfs(Ts ) has size O(2n ).

as an Armstrong table for Σ in the presence of
nfs(Ts ). In particular, dupΣ,Ts (T ) contains the set
{Address, ZIP}. The domain experts are quite happy
with the table, but are confused about the last two
rows. After some discussion there is consensus that
there is no reason to allow diﬀerent rows with the
same total values on Address and ZIP. Indeed, the
data engineers realize that they have not captured the
uniqueness constraint u(Address, ZIP). (It is important to note here that in the relational model the FD
ZIP → City implies the key {Address,ZIP }, but over
SQL tables the two constraints u(Address,City) and
ZIP → City do not imply u(Address,ZIP ).) For this
reason, the team revises the set of constraints again:
Σ consist of u(Address, City) and u(Address, ZIP), and
ZIP → City. Ts still remains empty. Then they produce
City
ZIP
Address
03 Hudson St
Manhattan
10001
70 King St
Manhattan
10001
70 King St
San Francisco
94107
ni
San Francisco
ni
15 Maxwell St
ni
60609

Constraint sets can help to identify constraints incorrectly perceived as meaningful, and Armstrong tables can help to identify constraints incorrectly perceived as meaningless (Langeveldt & Link 2010).

as an Armstrong table for Σ in the presence of nfs(Ts ).
Here, dupΣ,Ts (T ) = ∅. The ﬁrst two rows ensure
that the uniqueness constraint u(City, ZIP) is violated. The domain experts note now that there is

Theorem 9 On input (T, Σ, Ts ), Algorithm 8 computes an Armstrong table for Σ and nfs(Ts ) whose size
is at most quadratic in the size of a minimum-sized
Armstrong table for Σ and nfs(Ts ).
5.5.2

The size of representations

None of the representations strictly dominates the
other. Therefore, both representations should be used
together. An optimal cover of a constraint set Σ is a
constraint set Σ′ which implies the same constraints
as Σ and is of minimum size ||Σ′ ||.
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a need to always have precise information in the Address and ZIP columns. As a consequence, the data
engineers decide to include both column headers in
the null-free subschema nfs(Ts ). This is the same as
having the following constraints: Codd (Address,ZIP ),
u(Address,City) and FD ZIP → City. The table
Address
03 Hudson St
70 King St
70 King St
35 Lincoln Blvd
15 Maxwell St

City
Manhattan
Manhattan
San Francisco
San Francisco
ni

ZIP
10001
10001
94107
94129
60609

is an Armstrong table for this design choice. One
possible SQL table deﬁnition is the following:
CREATE TABLE Contact (
Address VARCHAR,
City VARCHAR,
ZIP INT,
UNIQUE(Address,City),
PRIMARY KEY(Address,ZIP ),
CHECK(Q = 0));
The state assertion is based on the following query Q:

SELECT COUNT(∗)
FROM Contact c1
WHERE c1.ZIP IN (
SELECT ZIP
FROM Contact c2
WHERE c1.ZIP =c2.ZIP
AND (c1.City <> c2.City
OR (c1.City IS NULL AND c2.City IS NOT NULL)
OR (c1.City IS NOT NULL AND c2.City IS NULL)));
and can be enforced on the data or middle tier.

6

Adding cardinality constraints

The goal of this section is to summarize structural and
computational properties of Armstrong databases for
the class C of CCs and FDs in the presence of an NFS.
Note that UCs are cardinality constraints with a ﬁxed
upper bound of 1.

6.2
6.2.1

CCs do not enjoy Armstrong tables

It is not diﬃcult to observe that the class of CCs
does not enjoy Armstrong tables. Indeed, every table
t has only a ﬁxed ﬁnite number of rows. That means
t satisﬁes all cardinality constraints where the upper
bounds exceed that number of rows. However, such
a cardinality constraint cannot always be guaranteed
to be implied by the given set of CCs. Consequently,
Armstrong tables do not always exist.
Theorem 11 The class of cardinality constraints in
the presence of a null-free subschema does not enjoy
Armstrong tables.
In what follows we will characterize when Armstrong tables do exist, and we will compute Armstrong tables whenever they exist. It can also be decided eﬃciently in the size of the given constraints
whether an Armstrong table exists.

More notions of agreement

For characterizing the structure of Armstrong tables
we have used diﬀerent notions of agreement between
rows of a table. The diﬀerent notions are motivated
by the potential occurrence of null markers on the one
hand, and the diﬀerent classes of constraints we consider on the other hand. For functional dependencies
it suﬃces to compare all pairs of distinct rows. Cardinality constraints, however, require us to compare
any ﬁnite number of distinct rows, essentially up to
the maximum bound that occurs in the given set of
constraints.
Let T be a table schema, and t a table over T .
For
integer b > 1 we deﬁne agsb (t) =
∩ every positive
s
{ 1≤i<j≤b ag (ri , rj ) | ∃r1 , . . . , rb ∈ t(∀1 ≤ i < j ≤
b(ri ̸= rj ))}, ags1 (t) = {T } and ags∞ (t) = ∅.
Example 17 Let t denote the following
Schedule.
C ID
Time
L Name
c1
t1
ni
..
..
..
.
.
.
c5
t1
ni
c6
t6
ni
..
..
..
.
.
.
c17
t17
ni
c18
t18
l18
..
..
..
.
.
.
c23
t23
l18
c24
t24
ni
c24
t25
ni
c24
t26
ni
c27
t27
l27
c27
t28
l27
c29
t29
l29
c29
t30
l29
c31
t31
l31
c32
t32
l32
c33
t33
l33
c34
t33
l34

table over
Room
ni
..
.
ni
r6
..
.
r6
r18
..
.
r18
r24
r24
r24
r27
r27
ni
ni
r31
r31
r33
r34

Then ags (t) = ags2 (t) = {∅, T, R, LR, CR, CLR, CL},
ags3 (t) = {∅, T, R, LR, CR}, ags4 (t) = ags5 (t) =
{∅, T, R, LR}, ags6 (t) = {∅, R, LR}, ags7 (t) = · · · =
ags12 (t) = {∅, R}.
6.2.2

6.1

Important concepts

Clone clusters

An Armstrong table must violate all the cardinality
constraints not implied by the given set. It suﬃces,
however, for any non-empty set X to violate the cardinality constraint card(X) ≤ bX − 1 where bX denotes
the minimum positive integer for which card(X) ≤ bX
is implied. Moreover, if there are two cardinality
constraints card(X) ≤ bX and card(Y ) ≤ bY such
that bX = bY and Y ⊆ X, then it suﬃces to violate card(X) ≤ bX − 1. This motivates the following
deﬁnitions.
Let T be a table schema, nfs(Ts ) an NFS, and Σ
a set of FDs and CCs over T . For ∅ ̸= X ⊆ T let
bX = min{b | Σ |=Ts card(X) ≤ b}, if ∃b ∈ N(Σ |=Ts
card(X) ≤ b); and bX = ∞, otherwise. The set
cl-clΣ,Ts (T ) of clone clusters is deﬁned as
clclΣ,Ts (T ) = {X ⊆ T | ∀H ∈ T − X(bXH < bX )}.
For a set Σ of FDs and CCs over table schema T
let Σ[FD] = {X → T | card(X) ≤ 1 ∈ Σ} ∪ {X → Y |
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X → Y ∈ Σ}. Note that bX = min{b | ∃card(Y ) ≤
∗
b ∈ Σ ∧ Y ⊆ XTs ∩ XΣ[FD],T
}, if ∃b ∈ N(Σ |=Ts
s
card(X) ≤ b).

1. ∀H ∈ T ∀X ∈ maxΣ,Ts (H)(X ∈ ags (t) ∧ H ∈
/
w(X)),

Example 18 Consider the table schema Schedule,
NFS nfs(Schedules ) where Schedules = CT , and

3. ∀X ∈ cl-clΣ,Ts (T )∃Z ∈ agsbX (t)(X ⊆ Z),

Σ = {card(C) ≤ 3, card(T ) ≤ 5, card(L) ≤ 6,
card(R) ≤ 12, card(CT ) ≤ 1, card(LT ) ≤ 1,
card(T R) ≤ 1, card(CLR) ≤ 2, C → L}.

4. ∀card(X) ≤ b ∈ Σ∀Z ∈ agsb+1 (t)(X ̸⊆ Z),

Then we have bCT LR = bCT L = bCT R = bT LR
bCT = bLT = bT R = 1, bCLR = bCL =
bCR = bC = 3, bT = 5, bLR = bL = 6, and bR
12. Therefore, cl-clusterΣ,Schedules (Schedule)
{T, R, LR, CR, CLR, CT LR}.
6.2.3

=
2,
=
=

Essential maximal sets

An Armstrong table must also violate all the functional dependencies not implied by the given set. Recall that it suﬃces for each column header H to violate all FDs X → H where X is maximal with the
property that X → H is not implied. Furthermore,
if X ∈ maxΣ,Ts (H) for some H ∈ T , X ∈ cl-clΣ,Ts (T )
and X is not maximal for any H ∈ T −Ts , then we can
violate card(X) ≤ bX −1 such that for all H ∈ Ts −X,
X → H is also violated. Therefore, we only need to
consider essential maximal sets, i.e., elements in the
following set
maxess
Σ,Ts (T ) = maxΣ,Ts (T )−
{X ∈ cl-clΣ,Ts (T ) |
∀H ∈ T − Ts (X ∈
/ maxΣ,Ts (H))}.
Example 19 Consider the table schema Schedule,
NFS nfs(Schedules ) where Schedules = CT , and
Σ = {card(C) ≤ 3, card(T ) ≤ 5, card(L) ≤ 6,
card(R) ≤ 12, card(CT ) ≤ 1, card(LT ) ≤ 1,
card(T R) ≤ 1, card(CLR) ≤ 2, C → L}.
Then
• max(C) = {LR, T },
• max(T ) = {CLR},
• max(L) = {T, R}, and
• max(R) = {CL, T }.
From
cl-cluster(Schedule)
=
{T, R, LR, CR, CLR, CT LR} we conclude that
maxess (Schedule) = {T, R, CL}.
Specifically,
R, T ∈ cl-cl(Schedule), but R, T ∈ max(L) and
L ∈ Schedule − Schedules .
6.3

Structural properties

We are now in a position to establish suﬃcient and
necessary conditions when a given table is Armstrong
for a given set Σ of FDs, CCs and an NFS nfs(Ts ).
In the following theorem, the ﬁrst (third) condition
ensures that all FDs (CCs) not implied by the given
set are violated; and the second (fourth) condition
ensures that all implied FDs (CCs) are satisﬁed. The
ﬁnal condition takes into account the NFS.
Theorem 12 Let T be a table schema, Σ a set of
standard FDs and standard CCs, and nfs(Ts ) an NFS
over T . For all tables t over T it holds that t is an
Armstrong table for Σ and nfs(Ts ) if and only if all
of the following conditions are satisfied:
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∗
2. ∀X ∈ ags (t)(XΣ,T
⊆ w(X)),
s

5. total(t) = Ts .
Example 20 Let Schedule, Schedules and Σ be
as in Example 18. Theorem 12 can be used to verify
that the table t from Example 17 is C-Armstrong for
Σ and nfs(Schedules ) where C denotes the class of
FDs and CCs.
Theorem 12 will now be applied to compute an
Armstrong table for any given set of FDs, CCs and
NFS for which an Armstrong table exists.
6.4

Computational properties

For the computation of an Armstrong table, Theorem
12 suggests that the maximal sets and clone clusters
need to be computed. The computation of the maximal sets with respect to a set of standard FDs and
an NFS nfs(Ts ) over table schema T has been studied in (Hartmann, Kirchberg & Link 2011). For the
computation of clone clusters we now outline an algorithm that is exponential in the size of Σ. While we
leave optimizations of this algorithm for future work,
we note that there are sets of FDs and there are sets
of CCs, respectively, where every Armstrong table for
this set is exponential in the size of Σ, cf. Theorem 5.
Let Σ denote a set of standard FDs and standard CCs, nfs(Ts ) an NFS, and X a set of column
headers over table schema T . We ﬁrst compute bX .
∗
We start with bX := ∞ and compute XΣ[FD],T
uss
ing Algorithm 1 from (Hartmann, Kirchberg & Link
2011). Then, for each card(Y ) ≤ b ∈ Σ such that
∗
Y ⊆ XTs ∩ XΣ[FD],T
and b < bX we redeﬁne bX := b.
s
Next we compute the clone clusters in cl-clΣ,Ts (T ).
We start with cl-clΣ,Ts (T ) = {X | ∅ ̸= X ⊆ T }.
Then for each X ∈ cl-clΣ,Ts (T ) and each H ∈ T − X
such that bXH = bX we redeﬁne cl-clΣ,Ts (T ) :=
cl-clΣ,Ts (T ) − {X}. Therefore, the time to compute
cl-clΣ,Ts (T ) and bX for each X ∈ cl-clΣ,Ts (T ) is in
O(2|T | × |T | × ||Σ||).
Algorithm 13 shows the computation of an Armstrong table. The ﬁrst two steps consist of the computations of the maximal sets covered in previous work,
and the computation of the clone clusters X and their
associated bX . In step (A4), the algorithm generates
for each clone cluster X a block of bX rows that satisﬁes card(X) ≤ bX , violates card(X) ≤ bX − 1, and
violates every FD X → H where H ∈ Ts − X. Note
that in this case there cannot be any H ∈ Ts − X
such that X → H is implied by Σ and nfs(Ts ). Otherwise, since X is a clone cluster it would hold that
card(XH) ≤ b < bX is an implied cardinality constraint. Then, however, card(X) ≤ b < bX would be
implied, too. This is a contradiction. In step (A5),
the algorithm computes for each maximal set X the
set Z of column headers in T −Ts for which X is maximal, and produces two rows which strongly agree on
X and disagree on each column header in Z; unless
X is also a clone cluster and each column header for
which X is maximal is in Ts . Finally, step (A7) introduces null marker occurrences in every column that
is not in Ts , unless such a column already features a
null marker occurrence.
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Algorithm 13 (Armstrong table computation)
Input:
set Σ of standard FDs and standard CCs,
an NFS nfs(Ts ) over table schema T such that
∀H ∈ T ∃b ∈ N(Σ |=Ts card(H) ≤ b)
Output: Armstrong table t for Σ and nfs(Ts )
Method: let cH,1 , cH,2 , . . . ∈ dom(H) be distinct
(A0) compute ∀H ∈ T (maxΣ[FD],Ts (H));
(A1) compute cl-clΣ,Ts (T ) as above;
(A2) t := ∅;
(A3) i := 1;
(A4) for all X ∈ cl-clΣ,Ts (T ) where bX > 1 do
t := t ∪ {ri , . . . , ri + bX − 1} where
∀j = i, . . . , i +
{ bX − 1 and ∀H ∈ T
cH,i , if H ∈ X
cH,j , if H ∈ Ts − X ;
rj (H) :=
ni , else
i := i + bX ;
(A5) for all X ∈ maxess
Σ,Ts (T ) do
Z := {H ∈ T − Ts | X ∈ maxΣ,Ts (H)};
t := t ∪ {ri ,{ri+1 } where ∀H ∈ T
cH,i , if H ∈ XZTs
ri (H) := ni
, else
{
cH,i , if H ∈ X
cH,i+1 , if H ∈ Z(Ts − X)
ri+1 (H) :=
ni
, else
i := i + 2;
(A6) total(t) := {H ∈ T | ∀r ∈ t(r(H) ̸= ni)};
if total(t) − Ts ̸= ∅,
then return{t := t ∪ {ri } where ∀H ∈ T ,
ni , if H ∈ total(t) − Ts
ri (H) := c
;
, else
H,i

else return t;
endif;
Algorithm 13 works correctly.
Theorem 14 For every input (T, Σ, nfs(Ts )), where
Σ is a set of standard FDs and standard CCs, and
nfs(Ts ) is an NFS over table schema T such that for
all H ∈ T there is some b ∈ N such that Σ |=Ts
card(H) ≤ b, Algorithm 13 computes an Armstrong
table for Σ and nfs(Ts ).

Theorem 15 Let Σ be a set of standard FDs and
CCs, and nfs(Ts ) an NFS over table schema T . Then
there is a table over T that is Armstrong for Σ and
nfs(Ts ) if and only if for all H ∈ T there is some
b ∈ N such that Σ |=Ts card(H) ≤ b.

Example 21 On input Schedule, Schedules and
Σ from Example 18, Algorithm 13 would compute the
table t from Example 17.

6.5

Complexity considerations

Theorem 16 Let Σ be a set of standard FDs and
CCs, and nfs(Ts ) an NFS over table schema T . It
can be decided in time O(|T |2 × ||Σ||) whether there
is an Armstrong table for Σ and nfs(Ts ).
Now we will analyze how well Algorithm 13 does in
terms of how well one could potentially do in general.
First of all, the problem of computing an Armstrong
table for a given set Σ of standard FDs and standard
CCs and an NFS over some table schema is precisely
exponential in the size of Σ.
Proposition 5
strong table for
an NFS nfs(Ts )
ponential in the

The problem of computing an Arma given set Σ of standard CCs and
over table schema T is precisely exsize of Σ.

It can be shown that Algorithm 13 is quite conservative in its use of time and space, despite the problem of computing Armstrong tables is computationally hard.
Theorem 17 Algorithm 13 computes an Armstrong
table for Σ and nfs(Ts ) whose number of rows is at
most quadratic in the number of rows of a minimumsized Armstrong table for Σ and nfs(Ts ) and the cardinality of Σ.
Finally, we show that, in general, there is no most
concise way of representing the information inherent
in a set of standard CCs and a null-free subschema.
Theorem 18 Let C denote the class of FDs and CCs.
There is some table schema T , some set Σ of CCs
and some NFS nfs(Ts ) over T such that Σ has size
O(n), and the size of a minimum-sized C-Armstrong
table for Σ and nfs(Ts ) is O(2n ). There is some table
schema T , some set Σ of CCs and some NFS Ts over
T such that there is a C-Armstrong table for Σ and
nfs(Ts ) where the number of rows is in O(n), and the
optimal cover of Σ with respect to nfs(Ts ) has size
O(2n ).
Let T = H1 · · · H2n , Ts = T and let Σ consist
of the following standard CCs: for all i = 1, . . . , n,
card(H2i−1 H2i ) ≤ 1, and for all i = 1, . . . , 2n,
card(Hi ) ≤ 2. Then cl-clΣ,Ts (T ) contains the 2n sets
X ⊆ T where for each i = 1, . . . , n either H2i−1 ∈ X
or H2i ∈ X. According to Theorem 12 every Armstrong table for Σ and nfs(Ts ) contains a number of
rows that is exponential in ||Σ||. This shows the ﬁrst
statement.
Let T = H1 H1′ · · · Hn Hn′ , Ts = T , and let Σ consist
of the following standard CCs: for all i = 1, . . . , n,
card(Hi ) ≤ 3 and card(Hi′ ) ≤ 3, and for all X =
X1 · · · Xn where Xi ∈ {Hi , Hi′ }, card(X) ≤ 2. Then
Σ is its own optimal cover, i.e. there is no equivalent
set Σ′ of standard FDs and standard CCs such that
||Σ′ || < ||Σ||. The size ||Σ|| is in O(2n ). Furthermore,
cl-clΣ,Ts (T ) consists of the n sets T − Hi Hi′ for i =
1, . . . , n, and the set T , and maxΣ,Ts (T ) consists of
the 2n sets T − Hi and T − Hi′ for i = 1, . . . , n. Thus,
Algorithm 13 computes an Armstrong table for Σ and
nfs(Ts ) whose number of rows is in O(n).
For these reasons we recommend the use of both
representations. Indeed, the representation in form
of constraint sets enables design teams to identify
constraints that they currently incorrectly perceive
as semantically meaningful; and the representation
in form of an Armstrong table enables design teams
to identify constraints that they currently incorrectly
perceive as semantically meaningless.
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7

Conclusion and future work

The article has argued that the concept of Armstrong
databases can provide the foundation for an agile
approach to database design that captures well the
structure and semantics of the application domain.
Speciﬁcally, Armstrong databases allow the design
team to validate and consolidate their understanding
of the underlying application domain, and to communicate this understanding to other stake-holders
of the database. We have provided evidence that
Armstrong databases for several popular classes of
integrity constraints have good structural and computational properties. These properties have been established for classes of integrity constraints over SQL
tables, which accommodate partial and duplicate information. Finally, some areas of future work on this
subject are outlined.
7.1

Further classes of constraints

The classes of constraints studied in this article are
all uni-tabular, i.e. deﬁned over a single table. In
practice, there are several other classes of constraints,
both uni- and multi-tabular. Further uni-tabular
classes include multivalued and full hierarchical dependencies (Fagin 1977, Hartmann & Link 2010b);
and multi-tabular constraints include referential constraints such as foreign keys and inclusion dependencies. The existence of Armstrong relations has been
analyzed for all of these classes (Beeri et al. 1977, Fagin & Vardi 1983, Levene & Loizou 1997). However,
it would be interesting to investigate the structural
and computational properties of Armstrong tables for
such classes, too.
7.2

Other approaches to partial information

In this article we have adopted the no information
interpretation of a single null marker (Atzeni & Morfuni 1986, Lien 1982, Zaniolo 1984). This is the interpretation that is used by SQL since the single null
marker in SQL must be able to accommodate nonexisting as well as existing but unknown information. In future work diﬀerent approaches to partial
information should be analyzed. These include different interpretations of a single null marker such as
Codd’s interpretation unk as existing but unknown
information (Codd 1979). Levene and Loizou have
studied weak and strong possible world semantics associated with this interpretation. They have shown,
in particular, that the combined class of weak and
strong functional dependencies does enjoy Armstrong
tables (Levene & Loizou 1998). An investigation of
the structural and computational properties of these
Armstrong tables was also suggested for future work.
Most of the results presented in our article carry over
to weak versions of UCs, FDs and CCs, with only
minor changes required. For UCs and FDs these results have been presented in (Hartmann, Ferrarotti,
Le & Link 2011). Other approaches to deal with incomplete information comprise or-relations (Imielinski et al. 1995, Libkin & Wong 1996, Vadaparty &
Naqvi 1995), fuzzy relations (Sözat & Yazici 2001),
rough sets (Ziarko 1991), or world-set decompositions
to manage probabilistic information (Antova et al.
2009), among many others.
7.3

Empirical studies

A common perception is that Armstrong relations are
useful in the acquisition of data semantics, in par-
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ticular since errors during the requirements elicitation have the most expensive consequences. Recently,
some ﬁrst empirical evidence was presented for this
perception regarding the class of functional dependencies (Langeveldt & Link 2010). For this purpose, the
usefulness of Armstrong relations with respect to various measures was investigated. Soundness measures
how many of the as semantically meaningful perceived
FDs are actually semantically meaningful. Completeness measures how many of the actually semantically
meaningful FDs are also perceived as semantically
meaningful. Our experiment determines what and
how much design teams learn about the application
domain in addition to what they know prior to using Armstrong relations. The data analysis suggests
that in using Armstrong relations it is not more likely
to recognize semantically meaningless FDs which are
incorrectly perceived as semantically meaningful, but
it is more likely to recognize semantically meaningful FDs that are incorrectly perceived as semantically
meaningless. These studies should be extended to
other classes of database constraints. The perception is that the more expressive a class of database
constraints is, the more design teams can learn from
corresponding Armstrong databases. So far, there
are not any studies how Armstrong databases can be
presented to maximize the discovery of semantically
meaningful data dependencies. In the case of FDs
for example, is it an advantage to present the Armstrong table as a whole, or to present individually the
pairs of rows whose strong agree set are the maximal
sets? Is it true that Armstrong relations that only realize the maximal sets induced by an FD set allow us
to recognize a higher number of semantically meaningful FDs than Armstrong relations that realize all
closed sets induced by the FD set? Similarly for UCs,
should we present the Armstrong table as a whole, or
should we list individually the ﬁrst row together with
every remaining row (since their strong agree sets are
the anti-keys)? It is worthwhile to develop a process
model for utilizing Armstrong databases eﬀectively
in the database design of a target database. For example, results indicate to utilize Armstrong relations
as early as possible in order to prevent design teams
from incorrectly perceiving any semantically meaningless FDs as semantically meaningful.
7.4

Informative Armstrong databases

Informative Armstrong databases are used for the
semantic sampling of existing databases (Bisbal &
Grimson 2001, De Marchi & Petit 2007). They constitute small subsets of an existing database that satisfy
the same data dependencies. In particular, De Marchi
and Petit (De Marchi & Petit 2007) applied the concept of informative Armstrong relations to generate a
sample that only used 0.6% of the rows in an existing
real-world database and satisﬁed the exact same set
of data dependencies. The small size of this sample
enabled data engineers to gain a good understanding
about the semantics inherent in a current database
instance. The results presented in this article pave
the way to develop informative Armstrong tables for
existing SQL tables.
7.5

Constraint mining

Closely related to the problem of computing Armstrong databases for a given set Σ of constraints is
the problem of computing a cover of the set of constraints satisﬁed by a given table. The latter problem
is known as constraint mining or dependency discovery. The mining of keys and functional dependen-

Proceedings of the Eighth Asia-Pacific Conference on Conceptual Modelling (APCCM 2012), Melbourne, Australia

cies in relations has received considerable attention
in the relational model (Huhtala et al. 1999, Mannila & Räihä 1994, Sismanis et al. 2006). The problem has also been studied for referential constraints
such as foreign keys (Zhang et al. 2010) and, more
generally, inclusion dependencies (De Marchi et al.
2009). Such algorithms should be extended to accommodate database constraints over SQL databases.
Ultimately, such algorithms can further support the
design methodology introduced in this article. In fact,
stakeholders of the database may want to present the
database design team with sample data that they
think constitutes a typical database instance. The
design team may then use the constraint mining algorithms to learn the constraints perceived as semantically meaningful by the stakeholders. Alternatively,
the stakeholders may want to change or add data values to the Armstrong databases presented to them.
Again, constraint mining algorithms can be applied
to the revised database.
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Abstract
Regulatory compliance management (RCM) is a
problem gaining wide interest in the business process
management (BPM) community. However, research
has not yet provided a non-ambiguous and agreedupon definition of RCM, and it is hard for newcomers to this field of research to get a clear overview
of available results. This paper surveys and analyzes
solutions proposed in research on RCM from the perspective of BPM, and gives an insight into the current
strengths and limitations of solutions to RCM applied
to BPM. We extract a set of evaluation criteria on
RCM elicited from the surveyed works and proceed
to a comparative analysis of the latter against the
identified requirements.
Keywords: Regulatory Compliance, Business Process
Management.
1

Introduction

Compliance management deals with ensuring that a
given enterprise is in accordance with a set of regulatory guidelines. Being ’in accordance’ refers to
a specific state or an interval between two states in
the history of the evolution of enterprise. Regulatory
compliance management (RCM) deals with the modeling, checking, enforcement, and analysis of compliance requirements (CRs) extracted from regulations
of various kinds, such as laws (i.e., legislations), contracts, internal policies, etc. The RCM community
takes influences from various areas such as information systems, software engineering, artificial intelligence, requirements engineering and law.
Since the year 2000, there has been a surge in interest in RCM from research and practice. This is
due, at least in part, to the new wave of regulations
such as Sarbanes-Oxley1 and Basel II2 . These laws
were defined and enacted in response to the series of
financial scandals that shook the economic sphere3
and signified a change of philosophy from total selfregulation under the free market paradigm towards
different degrees of regulatory control. As Abdullah
Copyright ©2012, Australian Computer Society, Inc. This paper appeared at the 8th Asia-Pacific Conference on Conceptual
Modelling (APCCM 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 130. A. K. Ghose and
F. Ferrarotti, Eds. Reproduction for academic, not-for profit
purposes permitted provided this text is included.
1
www.soxlaw.com european resp. japanese ’variants’ are also
known as EURO-SOx and J-SOx
2
http://www.bis.org/publ/bcbsca.htm
3
Non-exhaustively referred to are often: Enron (USA), Parmalat (Italy), Verizon (USA), Societe Generale (France), HIH
(Australia), etc.

et al. (1) put it: ”failing to comply is no longer an
option(2; 3)”. In (4), AMR Research mentions three
kinds of compliance companies try to address: regulatory, commercial and organizational. In the definition
of RCM we give in this paper, regulatory compliance
is defined as subsuming all other kinds of compliance
(e.g., legislative, contractual). Albeit regulatory compliance in (4) actually means legislative (i.e., to law)
compliance, what is important is that already in the
mid 2000s, the RCM market was expected to grow as
a strategic enterprise concern and provide growth opportunities, reduce risk and enable anticipating new
compliance requirements.
Works on RCM have been surveyed and analyzed
from various angles. In (5) and (6), a detailed domain
analysis for regulatory compliance is given, which is
narrower than in our sense (cf. Section 3) but clearly
shows the disparity in views on RCM as well as the
great variety in regulations and CRs. Abdullah et
al. (7; 1; 8) and Cleven et al. (9) proceeded to a
systematic literature analysis of existing works from
the perspective of information systems. Ly et al. (10;
11) and El Kharbili et al. (12) give an overview and
analysis of RCM from the perspective of BPM. Turki
et al. (13) give a short summary of research around
RCM from the perspective of service computing while
Otto et al. (14) survey over 50 years of efforts in
handling legal texts for systems development from a
requirement engineering perspective.
In the context of BPM, full coverage of RCM
means full coverage of the BPM lifecycle (12; 11).
Cleven et al. bring additional light in this matter
by proposing a business engineering analysis framework that uses a layered view on RCM distinguishing the strategy, organizational/process, IT/Business
alignment and IT implementation layers.This is also
supported in (15). Related to this is the thorough review of existing candidates for a compliance modeling
language in (16) and (17), to which a separate contribution made in (18) and (14) can be added. This
work has been preceded by an extensive overview of
candidates for policy languages which could be used
for modeling compliance using business rules in (19).
In the remainder of this paper, we proceed as follows. Section 2 provides the setting for a common
understanding of the RCM domain by stating definitions for the most important domain concepts. This
is followed by the proposal of a conceptual framework
for automated RCM in the context of BPM in Section
3. Section 4 explains the research design for selecting
approaches to RCM for BPM from scientific literature
for our survey and extracting the comparison criteria.
Section 5 gives a concise introduction to the comparison criteria we extracted from the selected RCM literature. Finally, Section 6 discusses our findings and
suggests directions for future research around RCM
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related to the surveyed solutions. Section 7 concludes
this paper.
2

Background Definitions

First, in an attempt for us to strictly delimit the relevant RCM concepts and their intended semantics,
we define what a regulation is and, building upon
intermediary definitions, define RCM for BPM. We
built the definitions given underneath from the existing definitions in both research and practice, in
an attempt to make the definitions as generic and
implementation-independent as possible. We find
similar and complementary definitions in (15; 11).
This is not surprising since these works tackle RCM
in the context of BPM. The definition of RCM given
by AMR Research4 (4) is closest to ours.
Definition 2.1 (Regulation) A regulation is a
document written in natural language containing a
set of guidelines specifying constraints and preferences
pertaining to the desired structure and behavior of
an enterprise. A regulation specifies the domain elements it applies to. Examples of regulations are a
law (e.g., the health care law HIPAA5 ), a standardization document, a contract, etc.
Definition 2.2 (Regulatory Guideline) A regulation guideline specifies the expected behavior and
structure on enterprise domain elements. It additionally defines tolerated and non-tolerated deviations
from the ideal behavior and structure, and also defines
the possible exceptional cases. A regulation may also
specify how the enterprise ought to or may react to deviations from ideal behavior and structure. Note that
in the law domain, regulatory guidelines are referred
to as norms.
Example 2.3 (HIPAA Regulation)
Excerpt(20) from §164.520(c)(2) and (c)(3)]
(a)Standard: The covered entity must provide the
individual notice.
(a)(1) A covered entity who has a direct treatment relationship with an individual must:
(a)(1)(A) Provide notice no later than the
first service delivery;
(a)(1)(B) If the covered entity maintains
a physical delivery sit:
i. Have the notice available for individuals to take.
ii. Post the notice in a clear and prominent location.
Regulations are usually decomposed in compliance
requirements (CRs), which are text snippets containing separate guidelines. The granularity of such CRs
is left to the appreciation of the regulation expert who
extracts them.
Definition 2.4 (Compliance Requirement (CR))
A compliance requirement (CR) is a piece of text
extracted from a regulation that specifies a given
regulatory guideline. It may refer to or be related to
(e.g., through exception relations) other CRs.
4

previously known as Gartner Research
Health Insurance Portability and Accountability Act. http:
//www.cms.gov/HIPAAGenInfo/
5
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CRs must be interpreted by regulation and business experts in order to be transformed into a form
that makes them understandable to and enforceable
on the enterprise. This process is called concretization, it is also sometimes called contextualization or
internalization of CRs in the RCM literature.
Definition 2.5 (Concretized CR)
A CR is interpreted and expressed in a form that allows relating it explicitly to an enterprise model (e.g.,
business process model).
Example 2.6 (Concretized CR)
Health care concretized CR adapted from (11):
In Hospital X, in Service Y, no endoscopic examinations shall take place within one week after radiological examinations using non-water soluble contrast
agents. If that happens, a chief physician has to look
at the case.
Definition 2.7 (RCM)
Regulatory Compliance Management (RCM) is the
problem of ensuring that enterprises (data, processes,
organization, etc.) are structured and behave in accordance with the regulations that apply, i.e., with the
guidelines specified in the regulations. In the opposite
case we say that a company is violating a regulation.
RCM is composed of compliance modeling, checking,
analysis and enactment.
3

Conceptual Framework for Business Process RCM

RCM involves several tasks, which we elicit according to the conceptual framework given in this paper (cf. Figure 1). In this framework, an enterprise
model describes the enterprise, while the behavioral
part of the enterprise is represented by its business
processes (BPs) as the means describing the behavior
of an enterprise. This framework seeks to provide a
foundation for automated RCM starting from RCM
modeling, and extending this foundation to fulfill the
objectives of ensuring and maintaining control over
compliance.
3.1

The Business Process Management Dimension

In Figure 1 the conceptual framework used in this
paper for evaluating RCM approaches is presented.
The four vertical layers are BPM layers: (i)Strategy,
(ii) Conceptual Design, (iii) Execution and (iv) Event.
Definition 3.1 (Strategy Model)
The strategy models describe the intentions and motivations behind the definition of the business process models. It includes concepts such as business
objectives and goals, values and value chains, risks,
business policies and business rules, strategic actors
and dependencies between the latter. There exists a
variety of languages following different modeling approaches at the strategy level (e.g., (21)).
Definition 3.2 (Business Process Model)
A business process (BP) is a collection of tasks that
together reach a business goal, such as creating value,
producing a service or a product. A BP model is a
representation of a BP that describes all possible executions as an orchestration of BP tasks. In our definition, a BP model also describes the involved organizational entities and their roles in achieving business
goals, as well as the used data and resources. Alternative definitions are provided in (22; 23; 24; 25).

Proceedings of the Eighth Asia-Pacific Conference on Conceptual Modelling (APCCM 2012), Melbourne, Australia

Figure 1: Automated Regulatory Compliance Management - Conceptual Framework

Definition 3.3 (BP Execution Model)
Some BP modeling language allow creating BP models which are executable, such as BPEL or XPDL. A
BP execution engine is the software responsible for
executing BP instances. Every BP model has several
(possibly concurrently) executing instances.
Definition 3.4 (BP (Execution) Trace)
While being executed, a BP model instance generates
a sequence of event logs describing the events which
occurred during execution, such as finishing a BP task
or an exception that occurred. The complete sequence
of event logs (i.e., after execution termination) is
called an execution trace. Software exists for extracting these event logs and representing them graphically
in notations similar to that used for BP models (26).
3.2

The Compliance Dimension

We give in the following definitions a high-level introduction to the elements of the conceptual framework
along the compliance dimension.
3.2.1

covered by the CRs. Consequently, the same regulation can, in the context of two different enterprises, or
by two different legal experts, can lead to two different
interpretations thus yielding two different compliance
models. This procedure is called concretization of the
CRs (cf. definition 2.4).
The produced CRs are in the form of text snippets. They must be related to each other in order to
determine how the interpretation, respectively the enforcement of the one CR is dependent from the interpretation, respectively the enforcement of the other
regulation CRs. Once this structured representation
is available it must be transposed into some formal
representation, for which there is a wide variety of
languages (e.g., logics, XML-based, etc.) available
(14). Moreover, the CRs must be interpreted in the
relevant Enterprise Context. The obtained structured,
and interpreted representations of CRs are called Concretized Compliance requirements.
Definition 3.5 (Compliance Modeling)
The task of (accurate) formal representation of CRs
in the context of a given enterprise.

Compliance Modeling

The foremost task in RCM is the formal representation of compliance requirements in a form that makes
them machine-interpretable. In this task, the input
is a structured and refined representation of compliance requirements extracted from the regulation.
Usually, this extraction requires the intervention of
(i) regulatory (e.g. juridic) and (ii) enterprise experts
(e.g. business analysts).
The sound legal understanding of statements (e.g.,
liabilities, responsibilities, duties, authorities, etc.)
contained in the regulation and their correct normative interpretation require skills that pertain to the
domain of the regulation. This is called Legal Interpretation. Take for example a regulation that is a law
(e.g., HIPAA respectively SOx), it requires the intervention of a law (e.g., healthcare law respectively
financial law) expert.
Additionally, the Enterprise Context also plays a
role, as the intervention of an individual with profound knowledge of the enterprise that is impacted by
the regulation is required in order to relate the regulation to the elements of the enterprise model that are

3.2.2

Compliance Checking

With the formally modeled CRs at hand, it is possible using a variety of technologies, which depend
on the formalism of choice for representing the CRs,
to conduct automatic checking of compliance of the
enterprise model (e.g., a BP model) to a set of CRs.
Compliance checking can be of four types: compliance
verification, enforcement, monitoring and audit.
Definition 3.6 (Compliance Checking (C2 ))
The task of deciding whether or not a given enterprise model fulfills the compliance requirements.
It is the process of conducting either one or both of
C2S and C2D defined later in this document. This step
may include providing a proof of compliance, and
most of the time, a proof of violation is highly desired. It may also include a localization and/or and
explanation for the uncovered violation.
The problem of compliance checking can be modeled as the problem of deciding on the truth of:
EM ⊢ CRs. This formula states that the enterprise
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model (EM) satisfies a set of CRs. This ’binary’ view
on compliance is an absolutist definition of compliance. Some approaches to compliance define quantifications of compliance as compliance degrees(27)
which allows to consider several possible states of
compliance. The BP model must be represented in
a formalism on which statements of the formalism in
which CRs are modeled can be interpreted. The algorithms to decide on the value of EM ⊢ CRs vary depending on the compliance modeling formalism. For
example, if CRs are represented as temporal formulas written in CTL(28), then the EM must be transformed into a formal model for interpreting the logical CTL formulas (e.g., Kripke Model ) and a model
checking algorithm must be used.
In an extended fashion, compliance checking can
be seen in its core as a partial function C2CRs that
for a given set of CRs, maps an EM and the
state the EM finds itself in, to a set of violations:
EM ⨉ StateSpaceEM ⨉ 2CRs ↦ 2V iolationSet . The
ViolationSet may be a singleton. This set may be
empty, in which case the EM is said to be fully compliant and against a given set of CRs.
Compliance Verification checks whether an EM
(e.g., BP) will always be compliant with the CRs no
matter which instance we look at. It is typically a
costly process that requires powerful formal methods
such as theorem proving or model checking.
Definition 3.7 (Compliance Verification (C2S ))
The problem of statically verifying whether or not
a given business process model fulfills the CRs. It
is classified as a pro-active compliance checking
technique(15).

can be seen as a simplified version of compliance verification where the BP model to be verified is a single sequence. Linear-time temporal logics (LTL) or
event calculus can be used for this task. It can be
very useful when simply auditing enterprise models
and taking samples of EM elements, i.e., terminated
BP model instances. Its conclusions about compliance is however less meaningful that for compliance
verification.
Definition 3.10 (Compliance Audit) The problem of observing the total execution history (trace,
log) of a business process instance that has terminated and deciding on whether or not compliance violations occurred. It is classified as a passive compliance checking technique.
3.2.3

Compliance Analysis

Compliance Analysis consists of the use of compliance
reporting and/or traceability as defined underneath.
Definition 3.11 (Compliance Reporting) The
task of generating documentation, traces and (visual)
analytics related to the results of compliance checking.
Definition 3.12 (Violation Traceability) We
define Violation Traceability as Explanation, respectively Localization of violations. It seeks to provide
the causes (events) that led to the occurrence of the
violation, respectively the elements of the BP model
where the violation occurred.
3.2.4

Compliance Enactment

Compliance Enforcement checks whether the current EM instance being executed is about to violate
the CRs and to react accordingly by using enforcement mechanisms that will modify the behavior of
the instance in order to avoid the violation (e.g., not
authorizing access to a given resource by a BP task).
In the software security community, many works seeking to embed access control in workflows have been
realized (e.g., (29; 30)).

Compliance Enactment consists of the use of compliance recovery and/or resolution.

Definition 3.8 (Compliance Enforcement (C2D ))
The problem of dynamically enforcing CRs on a
running business process instance. This step may
include providing a proof of compliance. It may also
include a localization and/or and explanation for the
uncovered violation. It is classified as a pro-active
compliance checking technique.

Violation Recovery mechanisms are useful at both
design- and run-time in assisting users in resolving
violations using pre-defined recovery specifications,
sometimes available from best practices. Violation Recovery can be extremely useful during enforcement to
assist in automating compliance management without
requiring the intervention of humans and resume execution of business processes. An even higher level of
RCM maturity in an enterprise is reached if violation
resolution is supported.

Compliance Monitoring is the passive variant of
compliance enforcement and uses mechanisms to observe the current incomplete execution history of the
BP model in order to detect violations that have already occurred. As such, it is different from compliance enforcement in that it is a detective task and
not a preventive (check meaning of pre-emptive) task.
An Example of formalism used for realizing compliance monitoring are event calculus (interpreted over
an event trace produced by a BP execution).
Definition 3.9 (Compliance Monitoring) The
problem of continuously observing the history of
execution of a business process instance while it is
still running and deciding whether or not a compliance violation happened. It is classified as a passive
compliance checking technique.
Compliance Audit is the compliance checking of a
single finished process execution trace. As such it
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Definition 3.13 (Compliance Recovery)
The problem of defining and executing mechanisms
to dynamically react to the occurrence of a violation,
and re-establish compliance either by handling, compensating or by a reparation action. It is used together
with compliance enforcement or monitoring.

Definition 3.14 (Violation Resolution) It is the
task of engaging corrective action to remove the
cause(s) of the occurred violation(s) in order to to reestablish compliance. It is engaged upon failed compliance verification or audit.
3.2.5

Compliance Validation

Definition 3.15 (Compliance Validation)
Validating the consistency of the formalized compliance requirements.
In the definition 3.15, by consistency we mean
more precisely:
non-redundancy and conflictfreedom. Compliance validation seeks to help the
user answer the question of whether the CRs are adequately modeled.
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4

Research Design

Most existing surveys of RCM approaches for BPM do
not contribute a comparative analysis of the solutions
but instead, proceed to an initial study of available
research in order to structure approaches but do not
extract a detailed set of functional and non-functional
requirements on RCM for BPM. Our work is complementary to existing RCM surveys, as we specifically
focus on the capabilities of existing solution papers to
RCM as well as how they fit into the RCM conceptual
framework given in Section 3.
Our survey was realized in order to help achieving a broad understanding of RCM and provide researchers with various perspectives on RCM with a
common ground for discussion. This can be done by
providing a chart of existing works and showing how
they tackle RCM, as well as uncovering the respective limitations. This paper answers the need demonstrated in (1) for an ”elementary study of the components and ’state of the art’ features that should be
incorporated in compliance management tools, i.e.,
frameworks, guidance and software”.
We abstained from conducting a systematic literature review as in (8; 9) by, for example, selecting the
most visible journals in the area of information systems (IS) and BPM. Instead, we used a next-to-next
strategy starting from related research to ours to find
and select papers that are relevant for our analysis.
The criterion for selection is that the paper explicitly mentions tackling the RCM problem for BPM
and proposes a solution for it. Unsurprisingly, the
wide majority of the papers we retained have been
published at workshops, conferences and PhD theses. We collected a substantial number of approaches,
each published in one or many papers, of which we include 32 approaches in this paper. Unlike systematic
literature surveys where selected venues and search
keywords are specified before-hand, our approach requires prior knowledge about the papers that are selected. As such, our selection strategy may not be
exhaustive but rather, is very focused on RCM solutions in the domain of BPM. Also, we did not consider
approaches solving the problem of compliance requirement extraction and elicitation from regulations as we
concentrate on solutions for the problem of modeling
and checking compliance, as well as violation recovery.
We study the perspectives taken on RCM by researchers and build a common taxonomy of evaluation criteria that RCM solutions attempt to fulfill.
Eventually, such a taxonomy of requirements is to be
validated and extended by the community in order
to be used as an initial set of criteria against which
to evaluate existing RCM solutions and that can be
used for discussion among researchers on RCM and be
possibly extended. Practitioners and researchers attempting to develop RCM solutions that are generic,
flexible and holistic can hence benchmark the existing
solutions against the relevant subset of criteria that
is of interest to their concrete RCM concerns.
5

A Comparative Analysis of Solutions to
RCM for BPM

This section gives a comparative evaluation of the selected RCM solutions. We use a set of symbols to
score the approaches. The meaning of the symbols
is given in Table 1. The approaches that are listed
in Table 2 are assigned an ID following the pattern
’[W-X]’, where X is a number from 1 to 32, and accompanied with a single representative paper.

Table 1: Evaluation Notation of RCM Solutions
Symbol

Meaning
Criterion is highly satisfied
Criterion is satisfied
Criterion is partially Satisfied
Criterion is unsatisfied
Criterion is highly Unsatisfied
Criterion satisfaction could not be evaluated
Evaluation criterion does not apply

The evaluation criteria are divided into three categories. The first category concerns the components
that are provided by the RCM solutions for assisting
the business users: a modeling language, a methodology, an architecture describing how the solution is
built out of existing software and how to extend it,
tool support, and a repository for the CR models.
The second category covers the nine functional areas
of the RCM compliance dimension in the automated
RCM conceptual framework (cf. Section 3). Thirdly,
we included a set of functional and non-functional
capabilities as evaluation criteria. In the following,
we give a concise definition to each of the evaluation
criteria appearing in the third category, in Sections
5.1 and 5.2. We refer the reader to the accompanying technical report for this paper for the complete
results of the survey (31).
5.1

End-User, Application and Violation
Management

The Multi-Formalism (Functional) criterion refers to
the ability of the framework to support several formalisms for expressing rules. Examples of such formalisms are OCL6 for expressing constraints on metamodels , PRR7 (an OMG standard for interchanging
production rules) or temporal logics such as CTL8 We
refer the reader to (14; 18; 19; 32) for a discussion
on the need to support of multiple formalisms. The
reasons for this are three-fold: (i) different styles in
formal expression of constraints, (ii) different levels of
tool support and different uses (e.g. model checking,
simulation, etc.), and (iii) various formalisms needed
to capture the semantics of CR constraints (32). This
has been recognized by the business rules industry
which has led for example to the introduction by the
OMG of the PRR standard. Similarly, in the formal verification community the PSL9 and PSP (33)
languages for specification patterns have been introduced, which provide semantic mappings to various
(e.g., temporal logic, regular expression) formalisms.
The Formal Semantics (Functional) criterion evaluates wether the compliance modeling language has full
formal semantics or not. Business User (BU) Orientation refers to the set of non-functional criteria that
judge whether the compliance framework can be wellused (e.g., easy specification of rules, easy modeling
of CRs, user-friendliness of the language, push-button
verification, etc). Moreover, the modeled CRs should
be linked to the impacted enterprise model elements
(e.g., business process tasks, organizational roles) in
some manner, and that is captured by the Semantic
Alignment criterion.

6

Object Constraint Language
Production Rule Representation
Computation Tree Logic
9
http://www.eda.org/ieee-1850/
7
8
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(34)
(35)
(11)
(36)
(37)
(38)
(39)
(40)
(41)
(42)
(43)
(44)
(45)
(46)
(47)
(48)
(49)
(50)
(51)
(52)
(16)
(53)
(54)
(55)
(56)
(57)
(58)
(59)
(60)
(61)
(62)
(63)

Representative Paper

Modeling

Violation Management

Expressiveness

Weak Compliance

Handling

Explanation/Localization

Reparation

Structural Rules

Temporal Rules

Contractual Rules

Data

Resource/Task

Human/Role

Time Deadlines

Revocation

28

Powers

Delegation

Table 2: Comparison of RCM Solutions along RCM Framework Evaluation Criteria

Multi-Application Domain

Functional & Non-Functional Capabilities
Application
Violation
Rule Class Business Aspect

Semantic Alignment

End-User

BU Orientation

RCM Framework Alignment

Formal Semantics

Solution Components

Multi-Formalism

Approach

[W-1]
[W-2]
[W-3]
[W-4]
[W-5]
[W-6]
[W-7]
[W-8]
[W-9]
[W-10]
[W-11]
[W-12]
[W-13]
[W-14]
[W-15]
[W-16]
[W-17]
[W-18]
[W-19]
[W-20]
[W-21]
[W-22]
[W-23]
[W-24]
[W-25]
[W-26]
[W-27]
[W-28]
[W-29]
[W-30]
[W-31]
[W-32]

ID

Language
Method

Architecture
Tool

Repository

Verification

Enforcement
Monitoring
Audit

Consistency Checking
Conflict Resolution
Reporting
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Ideally, the approach used for managing RCM
compliance could be used for different domains: business processes (classically referring in service oriented
computing to service orchestrations), process choreographies, goal models, service architectures, etc. We
call this capability support for Multiple Application
Domains. The Expressiveness criterion judging the expressiveness of the language used for modeling CRs
(e.g., rule, policy, ontology, logic) and is evaluated
with regard to how much of the CR spectrum can be
covered using the provided language.
The Weak Compliance column indicates whether
the solution distinguishes between situations where
the enterprise model is checked as compliant because
the applicability condition of the CR is not fulfilled
from the situation where it is really compliant. Additionally, the ability of the RCM solution to provide the cause(s) (e.g., a sequence of events) of each
violation and possibly a localization of the violation
cause(s) in the EM is shown by the Explanation / Localization criterion (cf. (34)).
Generally, some RCM frameworks are not only capable of discovering a violation, but to automatically
undertake Recovery actions. Approaches fulfilling this
criterion can allow the user to define corrective action
upon occurrence of a violation such as notifications or
changes to the BP. The first kind of Recovery is Handling, which we define as the ability of some RCM
frameworks to allow to model how to react to violations by triggering actions (cf. Handling column)
that do not alter the BP. An example is the logging
of information about the violation. The other kind
of Recovery is Reparation which is the ability of the
solution to react to violations by triggering repairing
action that will modify the model so that the violation does not occur again(e.g., as in (39)). This can
be semi-automated so as not to require human intervention each time a violation occurs by for instance,
specifying standard changes to process models. Compensation is another kind of Handling that was not included in our evaluation in Table 2. A Compensation
consists of the enforcement of actions that correct the
state of the BP so that the violation effects are eliminated. A typical example is that when a medicine
leads to health damage for the people who use it, the
chemical laboratory producing the medicine is liable
to pay a fine to the authorities and to the victims.
5.2

Rule Language Expressiveness, Business
Aspects and Policy Powers

In the approaches we surveyed, and conforming to
(32), we distinguish three kinds of rules that are
supported by CR modeling languages. Structural
Rules express invariants over the elements of the
BP model (e.g., data objects, task properties,
human worker properties). Temporal Rules express
dependencies between individual tasks composing a
BP model, while Contractual Rules Express deontic
constraints (e.g., duties, rights) on objects defined
in the EM. A CR modeling language may allow to
express CRs in one or several of these kinds of rules.
The REALM framework(45) for example, combines
structural constraints on objects as well as temporal
constraints over moments in time at which the
structural constraints must be true. The following
constraint is structural and temporal and is adapted
from a bank example from (45):
∀bank ∈ Bank, acc ∈ Account, retain ∈ Retain ∶
∃close ∈ Close /
◻tdelete .DoOnF (bank, retain, acc.customer.record)

→ (⧫tclose .DoOnF (bank, close, acc)
∧tdelete − tclose ⩾ 5[year] )

This formal expression of a CR basically says that
a customer account record may only be deleted if the
account has been closed for at least 5 years.
The other dimension on which to evaluate the expressiveness of CR modeling languages is the Business
Aspect dimension. It is named like this to distinguish
it from the CRs which only concern the control flow
(i.e., the ordering of the tasks in the BP model), without considering the environment (i.e., the enterprise
model) in which the BP model is executed. Several
aspects are usually of interest. Data constraints are
expressed on data values, such as data integrity rules
or simple data-based derivation rules. See (19) for
a detailed discussion of the different uses of business
rules.
Other approaches tackle CRs that express constraints on the usage of resources by the BP or on
the allocation of tasks to humans or applications
(agents) responsible for their execution. That is what
the Resource/Task/Human criterion deals with. Usually, access control CRs belong to this category, and
approaches are distinguished by the richness of the
(domain-specific) vocabulary they make available for
expressing constraints. Separation of duty is also an
example of application of such constraints. We add
to the latter criteria the support for Time deadlines.
A separate category of functionalities of RCM
frameworks are Policy Powers, which are policies that
act on other policies. Typical examples are Delegation and Revocation of permissions and obligations.
The approaches providing this kind of functionality
usually come from the distributed systems security
community where various logics for expressing powers exist, but to our best knowledge of the literature,
hasn’t been much applied to RCM yet. Under these
criteria, and for the purpose of evaluation, we also included other types of policies such as the delegation
of tasks in a BP or the delegation of role in a BP.
The opposite function of delegating is the revocation
of a granted (respectively delegated) permission or
obligation.
6

Discussion

From the comparative analysis made in Table 2, we
retained the following 8 solutions as representative
for the interesting directions of work. The work [W1] (34) is in our impartial opinion one of the most
advanced and contains several useful ideas for a comprehensive RCM solution. For BPMN modeling, although the author claims generality of his approach,
we think [W-1] work is valuable. For [W-2] (35),
a useful output of this research is the BPSL language, which is a different approach from the PSP
patterns as well as the set of optimizations borrowed from model checking. Adapting these ideas to
more business-oriented BP modeling languages, e.g.,
including resource usage or role-based constraints,
would certainly be a direction of work with impact.
Regarding [W-9] (41), the pattern-based and
graphical concrete syntax compiles into LTL statements, the introduction of a contrary to duty (CTD)
operator for describing violation compensation actions, the modeling tool are all features that make
this work very useful for leveraging CR specification (modeling) to the level of business users. The
CTD operator (denoted by the ⊗ symbol) is a nonmonotonic logical operator on actions defined in the
FCL logic in [W-4] (36). It is used to define a prior-
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itized chain of actions to be enforced upon the nonfulfillment of an action obligation. In (41) however,
it is used with different semantics10 .
PROPOLS (58) in [W-27] is in the same line of
work as [W-9]; this work goes a step further into
making the specification of temporal CRs easier and
abstract away form the underlying temporal logic semantics. It lacks however, just like [W-9], several of
the elements required for a comprehensive RCM solution (e.g., business aspects, cf. Table 2).
The work [W-27] which is based on FCL(64; 65;
66) is interesting from a violation management point
of view, where it seems the most advanced. It would
profit from a tighter integration into a business modeling language and a concrete syntax that would make
it more amenable for use by BUs.
In [W-13] (45), the REALM framework allows the
integration of business models in the specification of
CRs as well as the management of regulation as part
of RCM are two distinctive aspects of the work which
make it highly interesting for a holistic view on RCM
which considers the business environment of a BP.
Although not targeted at the same problem as the
main stream of work, the declarative modeling approach in the solution in [W-14] (46) (graphical concrete syntax and pattern-based CRs) which regard
not only temporal aspects of CRs but also organizational ones (used in structural CRs) make it very
interesting. For the class of RCM problems where a
declarative specification (e.g., for requirements validation, mock-up design purposes) is suitable, we consider this to be a very inspiring solution.
Finally, we retained [W-29] (67) as this technique
employs both the classical divide and conquer and
the abstraction strategies to deal with the complexity of modeling and integrating CRs in BPs. Compliant BP model fragments can be regarded as templates or building blocks helping the expert BP modeler build process models which are ’locally compliant’
in a quicker manner. We believe that this approach
has a high potential in easing the burden of business
users involved in RCM tasks, as business users can
direct their attention away from the overall regulation towards smaller chunks of functionality that is
provably compliant as represented by BP fragments.
We think that an empirical validation of the utility
of process fragments could help significantly in disseminating this idea to the community of BP practitioners. However, one may express concerns about
this approach as no statement about the compliance
status of a BP model built out of BP fragments can
be made.
We insist on the fact that the reader may make
his own selection of approaches, based on his appreciation of which evaluation criteria are most important. In our case, for RCM, we consider that business users are the primary end users of an RCM solution. Therefore, the language for modeling compliance should have a formal foundation in order to allow
transformations and checking, but should also allow
non-logic experts to use the language easily. We noticed in several works that attempts using compliance
requirement templates and patterns or compliant BP
fragments could be linked to this objective. Another
aspect guiding our evaluation is the fact that in our
view, RCM should not only cover control flow, workflow or data flow, but also additional aspects such as
resource usage, organizational entity properties (e.g.,
roles or location), goals, risks, policies and rules, etc.
10
To our best understanding, in (41): CR1 ⊗ CR2 expresses an
alternative CR2 to fulfill in case of a violation of a CR1 (i.e., it is
equivalent to: CR1 ∨ (⌝CR1 ∧ CR2 )) but is not non-monotonic.
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This is why we believe that approaches with a holistic
perspective on RCM have better adoption chances.
7

Conclusion

Regulatory compliance management (RCM) is attracting more and more interest from academia. However, grasping RCM is still hard for newcomers to
this topic of research. This paper attempts to give
a definition of RCM in the context of BPM. The paper also contributes to a comprehensive survey of existing solutions to RCM, and extracts a battery of
solution criteria by looking at the strengths of every solution. The last contribution is a comparative
analysis of the surveyed solutions along the elicited
RCM criteria. We found that some approaches are
very advanced and tackle many of the RCM solution criteria. Thanks to the comparative analysis,
it can be seen which further directions of work can
be taken. In particular, work on violation management, on making compliance requirement amenable
to business users and on supporting several types of
compliance requirements (logics and business aspects)
is still required.
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Abstract
During the design of information systems it is important to
know when a conceptual model of a database is complete.
Completing the conceptual database model is a
communication process between end users and designers.
At the end of the process, both kinds of stakeholders agree
that the model has reached a state where it can fulfill the
purpose for which it is designed. Natural language queries
play an important role as test cases in this process. They
are understandable by the end user and help to discuss the
model. Hence, this paper focuses on natural language
queries as one mean (among others) to test if a conceptual
model (domain model) is complete..
Keywords: domain models, controlled natural language
queries, completensess, quality, end user participation

1

Introduction

In information systems and data centric applications
it is necessary to check if all the necessary concepts are
modeled. Therefore, such a domain model must be
continuously checked in order to be complete.
Completion is a communication process between end
users and designers. At the end of the process, both kinds
of stakeholders agree that the model has reached a state
that fulfills its purpose. Speaking in terms of feasible
completeness introduced by Lindland and Solvberg et al.
(1994) they stop the completion process since “further
modeling is less beneficial than applying the model in its
current state” (Lindland and Solvberg et al. (1994), p.
46). For instance, a class diagram or entity relationship
diagram, which is used later on for a database can be seen
as complete if
• The relevant classes (entity types) attributes and
associations (relationships) appear in the model.
• Each attribute has the necessary data type
• The multiplicities are specified on each association
• The multiplicities of multi-valued attributes are
specified
• If necessary, a default value is specified for an
attribute
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•

If necessary, it is specified if the value of an attribute
is mandatory or optional
• If necessary, attributes that have unique values are
declared.
• If necessary, it is specified if the value of an attribute
follows a certain format (e.g., format of a string that
must be a valid e-mail address).
• There is no open question or open task related to a
modeled attribute or class.
Some of these listed items are interesting for both, the
end user and conceptual modeler (i.e., classes, attributes,
associations). Some are more interesting for conceptual
modelers (e.g., the right data type, optional and mandatory
attribute values). The modeler might be also interested in
progress aspects (e.g., annotating open questions to model
elements).
Different presentation techniques can be used to find
defects and incompleteness of models. In Kop (2009a)
some of them are discussed. However, those techniques
depend that some information in the model already exists.
What about a complete new concept, which actually does
not yet appear in the model. In other words, this paper
focuses on the question: Are really all relevant concepts
already collected?
The purpose of the model must also be considered.
Usually, a conceptual database model is developed to
describe structural aspects. This structure also determines
the possibilities of the retrieval of data. The earlier, this
purpose can be tested the better it is. Therefore an
additional focus is: Does the model structurally support
retrieval of data?
For these questions, an additional, purpose driven
technique is needed. That means, a new concept is only
added, if it supports the retrieval purpose.
At least one researcher gave an interesting manual
solution how this can be achieved. In one of the exercises
given in his book, Rumbaugh (Rumbaugh 1991, p. 193)
explicitly gives an object diagram for a sports scoring
system and asks the reader to check manually if a couple
of natural language queries can be applied on this object
diagram.
Also a practical experience underlined the necessity of
such an approach. Requirements were collected in several
workshops. In one of the workshops the end users were
also asked to give examples for queries, which will be
applied on the database under development. They were
very engaged to produce such queries.
Although the initial idea of manually comparing
natural language queries with a domain model was found
33
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in the OMT book (Rumbaugh 1991), no research was
found so far, which describes in detail how such a
computer supported approach can look like. Therefore,
this paper addresses this research topic.
Tagging and chunking will be used as the linguistic
instruments and basis for natural language query analysis.
Furthermore, it will be described, which additional
information a meta-model must provide for this task.
The paper is therefore structured as follows. Section 2
gives an overview of work, which is related to this topic.
In this section also an overview of the previous work will
be given. Section 3 shows the aim of the approach by
giving a motivating example. Section 4 describes how the
meta-model must be extended, to be itself a support in this
process. Section 5 describes details on tagging and
chunking for natural language queries. Section 6 focuses
on the tests of the query analyzer and describes the tool. It
also discusses tagging and chunking for analyzing natural
language queries. Section 7 presents conclusions and
future work.

2

Related Work

2.1

Manual Strategy

In his book on Object Oriented Modeling, Rumbaugh et
al. gave an exercise (see p. 193). He provides the reader
with a partly completed object model in the sports domain.
In addition, the exercise contains 12 queries (e.g., “Find
all the members of a given team”, “Find the net score of a
competitor for a given figure at a given meet” etc.). In this
exercise, the reader is asked to explain how the object
diagram can be used for each of the specified natural
language queries. The exercise in the book is continued
and the queries are even reused. The reader is asked to add
methods to the object diagram to satisfy the queries
(Rumbaugh 191, p. 294). This book gives a good hint for
using queries as test cases at an early stage of modeling
but the procedure must be done manually. No computer
support is given, which tries to match the notions in the
query with the concepts in the object diagram.

2.2

Querying an Existing Database

Much research has been done to query existing
databases. In these approaches the final and stable
database is implemented and filled with data. Techniques
of natural language querying are described in many
research works (Berger et al. 2003, Hofstede et al. 1996,
Kardovácz 2005, Kapetainos et al. 2005, Kao et al. 1988,
Owei and Navathe et al. 1996, Stratica et al. 2005, Meng
and Siu, 2002, as well as Satori and Palmonari 2010).
Some operate on a relational database, others on a
conceptual model of the existing database. Some use
additional information derived from linguistic lexicons or
ontologies. For instance, such ontologies are needed to
expand the notions found in queries to similar notions
(synonyms etc.). This step is necessary in such
approaches, since it cannot be assumed that a query notion
matches with an identical concept of the database.
Machine learning approaches for natural language query
parsing were used by Mooney et al. (Tang 2001, Ge 2005,
Kate 2006, Wong 2006) in the Geo Query Project.
Panchenko et al. (2011) introduced an approach that
uses controlled natural language queries for querying
source code elements in a source code repository.
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Visual query tools, were described in the following
works (Bloesch et al. 1996, Owei and Navathe 2001,
Jaakola 2003, Järvelin et al 2000). These tools operate on
the conceptual model and their main purpose is to produce
SQL statements, In these tools, needed classes and
attributes are graphically selected. Beside these, Embley
(1989) introduced forms to generate queries. This strategy
is also proposed by Terwillinger and Delcambre et al.
(2007).
The main objective of all techniques is to support
either the generation of a SQL query that can be executed
on the relational database or to directly retrieve data from
the database. As mentioned before, this implies a database
filled with data. It is thus not the task of these techniques
to check if something in the model is missing.
Opposite to that, the approach mentioned in this paper
is applied during domain modeling as early as possible.
Therefore, the focus is not the generation of SQL but to
test if the model is complete. It is thought as a help,
whenever it is necessary to check the model, before any
prototype or user interface form is built. Opposite to the
graphical query languages where the query is constructed
by navigating through the model, the end user must not
see the model during the creation of the queries. This has
the advantage that the user is not influenced by the model
but freely names the notions, which he needs for the
query. The query then helps to check if the designed
model can handle the notions used in the query.

2.3

Test Driven Development

Test driven Development, which is proposed by Beck
(2004) is included in this related work section, since its
paradigm can also be applied in this approach. In Test
Driven Development, the developer is enforced to design
and write test cases for small sized problems before he
starts to design and implement parts of a system. After he
has generated these test cases, he writes the first
implementation of the requirements, which he lets fail.
Iteratively, he improves his implementation until it is
successful for the written tests. The paradigm behind this
is pointed out by Kent Beck: “Failure is progress” (Beck
2004, p. 5).
Using natural language queries as test cases can be
similar to this paradigm, since there is no need for a nearly
complete conceptual model of the database, which has to
be implemented. The process of improving the conceptual
model can also start with a very lean initial model. During
the “tests”, the model iteratively grows and gets improved.
As a side effect, the stakeholders learn more and more
about the model.

2.4

Model Quality Approaches

According to Lindland and Solvberg et al. (1994) three
dimensions have to be considered for conceptual modeling
quality, namely: syntax, semantics and pragmatics. If the
model follows the rules and the grammar defined in its
corresponding meta-model, then the model has a syntactic
quality. Semantic quality is given; if the model only
contains true statements of the domain and is complete (no
important concepts or statements are missing). Lastly,
pragmatic quality relates the model to the interpretation of
the user. A pragmatic quality of a model is given, if it is
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understandable to a human stakeholder or a system, which
has to understand the model. Since quality of a model in
general and in particular completeness of a model cannot
be fully achieved, the authors have introduced the notions
feasible validity, feasible completeness (semantic quality)
and feasible comprehension (pragmatic quality). That
means, that the model can be improved “until it reaches a
state, where modeling is less beneficial than applying the
model in its current state” (see: Lindland and Solvberg
et.al, p. 46, (1994)).
In order to improve the quality, Assenova and
Johannesson (1996) propose to use well defined model
transformations.
Moody
(1996)
describes
that
comprehensibility of a conceptual model can be enhanced
if icons and pictures are introduced instead of simple
graphical primitives (rectangles, ellipses etc.). In an
extensive literature study of the same author (Moodey
2005) on the quality of model, it was concluded that
conceptual modeling must shift from an art to an
engineering discipline where quality plays an important
role.
Easterbrook et al. (2005) made an exploratory study
and showed that view points are also an important
technique to improve the model quality.
The verbalization approaches described by Dalianis
(1992) and Halpin et al. (2006) aim at getting a better
understanding of the conceptual model by presenting users
a natural language translation (verbalization) of the model.
Batini, Ceri and Navathe (1992) used Dataflow
diagrams to complement and complete the conceptual
models.
The approach described in this paper also aims to
improve the completeness of a conceptual model.
Therefore it can be seen as an additional support for
checking the quality of a domain model.

2.5

Previous Work

In the own previous work (Kop 2009a) visualization
techniques (graphical visualization, tabular representation
and verbalization) were discussed. It was also described
how some of them can help to detect incompleteness. For
instance, a cell, which is empty in a tabular representation
is a hint that something in the model is missing. Model
elements can be annotated with explicit progress
information (e.g., an open question for a certain model
element). Such annotated elements give hints for model
incompleteness. However, all these techniques present
incompleteness on the basis of existing model elements.
This supports the extension of the model elements but it
does not guarantee that no important concept is forgotten.
Therefore, in another previous work, (Kop 2009b)
controlled natural language query pattern and a parsing
approach is introduced. A Controlled Natural Language is
a language that has a restricted grammar and dictionaries
(Fuchs et al. 2005). Though, first results were promising,
it turned out that different sentence patterns can contradict
each other if the language grows.
Whereas previous work focused visualization
techniques, parsing and the communication process, this
paper focuses on query analyzing based on tagging and
chunking and a supportive meta-model.

3

A Motivating Example and Aims

The main aim is to check if each notion, which appears in
a query is also represented in the model. Otherwise the
model must be refined. Beside this, such an approach can
support additional aims, which will be described in this
section.
To show how the approach works, it will be motivated
by the example domain taken and adopted from the Geo
Query Project. Whereas there, the database model was a
basis for querying the database and a machine learning
approach for natural language query parsing, here it is
used as a motivating example that queries can also be
applied on a work in progress model. Therefore, it is
supposed that designers and end users still work on the
model presented in Figure 1. In this figure a first
intermediate result is presented, which should describe
some information about the states in the US.
The model is not yet finished. The stakeholders now
decide to use queries to see if something is missing.
Now it is supposed that the end users would like to
use the query “Which mountains exist in the several
states” in the final database, which is currently represented
only by the intermediate work in progress model of Figure
1. As it can be easily seen, there is already a concept
“state” in the model but no concept “mountain” can be
found. Such a query won’t work in the final database if the
model is not refined and the concept “mountain” as well
as all its related information (i.e., attributes and
associations to other classes) is added to the model. This
example demonstrates the first important aim of the
approach.
The queries support to find gaps in the model.
This is also a step towards Kent Beck’s statement “Failure
is Progress”, since the stakeholders know that something
is missing and they must refine the model.
However, the idea to apply queries on a model can
have other advantages even if the model is (nearly)
complete. Now it is supposed, that the following query is
applied on the model: “Which rivers flow through the
US”. The notion “rivers” is found in the model.
Therefore, it can be said that there is at least minimal
information provided by the model, which can help the
query to become successful.
borders
*

*

State
state name
abbreviation
population
area
highest point
lowest point
highest elevation
lowest elevation

Road
*

1..*
1..*

Lake
*

River

lake area
lake name

1

City

*
*

road number

*

city name
city population
isCapital

river name
length

Figure 1: Example of a Domain Model
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Of course, if the concept found in the model is a class
(e.g., “river”), then the stakeholders must be aware, which
kind of information (all information about rivers or only
specific information – e.g., the river name) is needed.
Another thing that has to be considered is the notion “US”.
A query applied on a work in progress model can support
the detection of more information than model concepts. If
the model is build for all nations in the world and state is
synonymously used, then “US” is an example of a state.
Particularly, it might be the value of the “state name”.
However, if the model only represents the information
about US states as it is intended here, then “US” can be
treated more like a view (i.e., “all states”). Such a view
might become an external database view. Once again
“failure” (i.e., “US” is not found in the model the first
time) can be a progress. After applying the query on the
model, the stakeholders know that in some queries a view
on all the states is required. The notion “US” can now be
collected and related to specific concepts in the model.
The next time, a query contains the notion “US” the tool
knows that “US” must be replaced by its related model
concepts and such a future query will be successful. Of
course it should be clear, that the model must be refined if
neither “US” nor “state” appear somehow in the model. In
such a case the stakeholder once again have the progress
information that the current model needs completion.
Even if a query is successful (i.e., nothing is missing)
this can be an important progress information. The
stakeholders know that the model is at least complete with
respect to this query.
All this shows further aims of the approach. With
queries, the detection of synonyms (another, linguistic
view on a concept), external database views and examples
can be supported. All this information is very useful in
further stages of information systems development (e.g.,
examples can be used for testing the system after it has
been implemented).
Finally, the queries itself can be reused later on. This is
another big advantage and it can happen in two ways:
• The queries are functional requirements of how
the end user wants to retrieve the final database.
Queries or methods (Rumbaugh 1991) can be
developed manually from them.
• In more advanced information systems (see
Related Work Section), queries and the
additional information (i.e., synonyms, external
views) can be the basis for a natural language
query engine, which automatically retrieves the
data from the database.
To summarize the aims: Something, which looks like a
failure at the beginning, is a progress in a project.
Particularly, the approach helps to find gaps (i.e.,
missing concepts and associations); detect synonyms,
external views and examples; get functional requirements;
and to get a basis for a natural language query engine.

4

Metamodel, Process and Decisions

If query notions, which are not directly used as model
concepts are collected for future checks, then the metamodel must be extended to give support. The next section
explains the meta-model and the ideas behind it.
Afterwards, the process is briefly described. Finally, the
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decisions, which must be made by the stakeholders are
described.

4.1

Meta-model

Usually, each data model consists of classes, attributes,
associations (relationships) and other notions. Figure 2
shows the excerpt of the meta-model. It focuses on the
classes, attributes and the surrounding notions, which are
necessary to fulfill the aims of the approach. Each class
and attribute, which appears in the conceptual data model,
is generalized to the notion concept. Hence, one important
goal of a notion found in a query is to match it with a
concept in the conceptual data model. If this fails, this can
be a hint to refine the model. However, the notion in the
query can also be a circumscription of one concept or
many concepts used in the data model. In its simplest
form, the extracted query notion is a synonym of the
concept. To be able to handle this in further queries such
terms are collected in “synonym” (see Figure 2 – metamodel). For instance, city and town might be
synonymously used in a certain domain. A notion in the
query can also be a view on one concept. For instance, in
the Geo Query Corpus, “US” is often mentioned in several
queries. However, “US” is not an example of one of the
data model concepts. Instead “US” means: “All states”.
Hence, it is a specialized view, which is based on the main
concept “state”. “US” is therefore collected in the concept
view descriptor (see meta-model in Figure 2). It is related
to the concept “state” via the has-main-concept
relationship. Whenever “US” is mentioned in a new query,
then it can be seen as a view on states. No refinement is
necessary, since it can be shown, that the data model
contains this notion. Other examples for concept view
descriptors in a university domain are “good student” or
“good mark” respectively. Let’s suppose the model for the
university already contains the concepts “student”,
“course” and “mark”. If “good student” is not found in the
model itself but can be resolved by a phrase “A good
student is a student, which has only marks A or B in
courses”, then “good student” is stored as a concept view
descriptor. Student itself is the main concept. The
subordinated concepts are “mark” and “course”. A
definition of a good student as given above is stored in the
concept view definition.
If a notion like “good mark” appears in the query and
it can be described as “good mark is A or B” then mark is
the main concept. No subordinated concepts exist here,
since the main concept is an attribute, which is defined by
its specific values. This strategy is also applied, if the
concept view descriptor does not directly match with a
concept in the model. Let’s suppose that the query has the
notion “good grade”. If “grade” itself can be treated as a
synonym of “mark”, then “good grade” is simply stored in
the concept view descriptor.
Finally, if a notion is mentioned, which covers more
than one concept it is stored in the model view descriptor.
A model view descriptor is a specialized view on several
co-equal model concepts. An example would be, if the
query asks for “List the shipments” and shipment is
already realized as a relationship between “product” and
“customer” in the existing model (i.e., products are
shipped to customers). Another example in a university
domain would be “List the academic staff”. If academic
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staff must not be modeled as an own class in the domain
model but is only a view on the union of already given
model concepts “professor” and “assistant”, then it is
stored in the model view descriptor. The definition of the
view is stored in the definition property of the model view
descriptor. The relationship has-involved-concepts (see
meta-model in Figure 2) relates “academic staff” with
“professor” and “assistant”.
Another special kind of view is the aggregation view.
Most often maximum or minimum values are needed (e.g.,
“the longest river”). In such a case, the notion “longest
river” is stored as an aggregation view descriptor. In the
definition this descriptor is replaced by a maximum- or
minimum function and this function must be applied on an
attribute (e.g., “max(river.length)”). If the aggregation
view descriptor “longest river” is mentioned a second time
in another query, then it can be resolved with the
aggregation function of the attribute.
If an instance or value is mentioned in the query, then
this instance can be stored in examples and related to the
concept to which it belongs. The next time the example is
mentioned, it is correctly replaced by its concept. It is
possible to store value descriptors (e.g., “large”, “old”) if
these descriptors can be extracted from a query clause
(e.g., “is old”, “must be old” etc.).
Of course, in all cases, in which a concept in the model
cannot be found, it must be checked if the model can be
refined.
View
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Aggregation
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Figure 2: The Meta-model

4.2

Process

The communication and negotiation process starts with an
initial model. This model is derived from requirements.
Afterwards, the stakeholders (i.e., conceptual modelers
and end users) have to identify and generate the queries,
which will be applied on the work in progress model. In

the optimal case, nobody of the stakeholders should see
the initial model. They should use their own words. This
shall also help to produce views of the concepts and the
model. Remember, according to Kent Beck’s position
“Failure is Progress”, progress information can be found.
Afterwards, the queries are executed automatically on the
current model. The tool and its linguistic instruments,
which will be described in Section 5, are responsible for
this task.
Based on the reports the tool produces, the
stakeholders must discuss the model. If failures are found
then new domain model requirements can be derived from
them. Decisions, which will be described in the next
subsection, must be made. The decisions have an
influence on the refinement and completion process of the
model. This whole process is finished if all the
stakeholders agree that no more new information can be
found or are required.

4.3

Decisions

If notions extracted from the queries do not match, it is the
task of the stakeholders to decide how these query notions
can be related to the model. Particularly, the stakeholders
have to decide the following:
• Is it a missing concept of the model? In that case
the model has to be refined and the missing concept
must be integrated into the model. Integration
means, that a class must be related to other classes
with associations, an attribute must be related to the
class to which it belongs.
• Is it an example of a concept, which is missing? In
that case the model has to be refined and the
missing concept must be integrated into the model.
Furthermore, the example must be collected and
related to the integrated concept.
• Is it a value descriptor but the concept (attribute) to
which the descriptor belongs does not exist? In this
case, the model has to be refined. At least the
missing attribute (may be, also the class of the
attribute) must be added. Then, the descriptor and
the examples, which are subsumed by the
descriptor, must be added.
• Is it a view but the concepts, on which the view is
based, do not currently exist? In this case, the
missing concepts must be integrated. The view
must then be collected for these concepts.
• Is it an example of a concept, value descriptor or a
view and all the necessary concepts already appear
in the model? In this case, only the example, value
descriptor or the view respectively have to be
collected and related to corresponding concepts.

5

Tool Architecture, Linguistic Instruments
and Query Interpretation

According to the last section, in which the meta-model is
explained, the most essential task that a tool must provide
is the extraction of noun phrases. These noun phrases can
then be matched against existing concepts in the model or
related notions, which describe views or examples of
model concepts. It is not only necessary to extract simple
words (e.g., “person”). If there are compound nouns (e.g.,
“lake name”) or if there are nouns that are specialized by

37

CRPIT Volume 130 - Conceptual Modelling 2012

adjectives (e.g., “highest elevation”) then these words
must be treated as a single notion. Well known linguistic
instruments for achieving this are tagging and chunking.
Generally speaking, tagging is the basis that relates words
to categories (e.g., lake = noun) but a word like “lake
name” or “highest elevation” is still treated as a sequence
of independent tagged (categorized) words. Chunking can
be built upon tagging. It examines the tagged word
sequence and summarizes certain sequences to a higher
level element (e.g., a noun phrase). In the succeeding
subsections, firstly an overview of the tool architecture is
given. Afterwards, the basic linguistic instruments,
namely tagging and chunking in the context of natural
language queries, will be described in more detail.
Finally, it will be explained how the chunking output is
used in the query interpreter and what the purpose of the
matching module is.

5.1

Architecture

The query analyzer consists of a graphical user interface
(GUI) for interaction with users. The query text, which is
loaded from a file or entered in a text area field is
forwarded to the query interpreter, which itself hand the
text over to supporting modules (chunking and tagging).
The most basic linguistic module is the tagging module. It
analyzes the text and returns the output to the chunker.
The chunker subsumes the results from the tagger and
forwards it to the query interpreter. This module then
extracts the necessary notions. The notions are forwarded
to a matching module, which interacts with the stored
work in progress domain model. The matching module
tries to compare the extracted notions with notions
already collected for the model (i.e., the model concepts
itself as well as views and examples). Figure 3 shows the
architecture.
Query Analyzer GUI
Query text

Extracted
information

Query Interpreter
Chunked
sentences

Query text

Result

Matching Module
Match extracted information
with model information

Chunking
Query text

Tagged
sentences

Tagging
external
Tagger library

Model information:
concepts, views,
examples, example
descriptors

Figure 3: Architecture of the Prototype

5.2

Tagging

For the initial step of linguistic analysis the Stanford
Tagger is used (Toutanova et al. 2003). A tagger is a tool,
which takes as input a text and returns a list of sentences
with tagged words (i.e., words categorized as noun, verb,
adjective etc.). The chosen tagger categorizes the words
according to the Penn-Treebank TagSet. In this tagset the
word categories together with some important linguistic
features of a word are encoded. If a noun is in plural then
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the category NNS is chosen. If a proper noun is detected
then NNP is used.
For instance, for the query “which mountains exist in the
several states”, the external Stanford tagger library
produces
the
following
output:
“Which_WDT
mountains_NNS
exist_VBP
in_IN
the_DT
several_JJ states_NNS“. At the end of each word

token, the tagger adds the category (e.g., WDT =
interrogative determiner/wh-determiner; NNS = plural
noun, VBP = verb non 3rd person form; IN = preposition
or subordinating conjunction; DT = determiner, JJ =
adjective)
The external tagger library is enapsulated in a tagger
module. In this module the output is checked for
inconsistent word categories. If a wrongly categorized
word is found, it is changed to another category that better
fits with the context in which it is embedded. The other
task of this additional module is to prepare the tags for the
chunker module. For the given example query, it is
checked if JJ has a more specific meaning. Words like
“several”, “many”, “much” are categorized as adjectives
but they do not specify a characteristic of a concept. In
fact, they tell something about the set of concepts. For
such words, in the linguistic approach NTMS (naturalness
theoretic morphosyntax) developed by Mayerthaler, Fliedl
and Winkler (1998) the linguistic term quantifier was
introduced. Here, the term quantifier was adopted. Thus,
the category of the word “several” is changed from an
adjective to a quantifier.

5.3

Chunking

Chunking is useful to group words to a chunk that can be
seen as a phrase (e.g., a verb phrase or a noun phrase).
Details of chunking are described e.g., in (Sang and
Buchholz 2000). The implemented chunker, provides two
steps.
In the first step, it tries to find noun phrases and verb
phrases. The chunker module clusters nouns (e.g.,
customer number) as well as word categories strongly
related to nouns (e.g., articles, adjectives, quantifiers) to a
noun phrase (e.g., the customer number). In general, the
implemented rules follow the common rules of chunking
(e.g., article + adjective + noun = noun phrase). It
subsumes verbs and word categories, which are strongly
related to them (e.g., adverb, verb particle) to a verb
phrase. One exception exists. If the words “many” or
“much” follow the word “how” (e.g., “how many
persons”) then a word like “many” is not chunked with
“person” to a noun phrase but it is grouped with “how”.
Hence, instead of the output [how] [many persons] the
query chunker generates the output [How many]
[persons].
In the example “Which mountains exist in the several
states“, the chunker module generates the noun phrase
chunks NP [mountains] and NP [the several states]. It also
generates a verb phrase chunk, but this chunk only
contains VP [exist]. Most of other tags are taken as they
are. In the case of a preposition, the name P was chosen.
Hence, an abstraction of the result of this step can be
presented as WDT [Which] NP [mountains] VP [exist] P
[in] NP [the several states].
In the second chunking step it clusters a list of noun
phrases separated by prepositions to a more complex
noun phrase (CNP). This result is then forwarded to the
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query interpretation module. An abstraction of the result
can be presented as CNP [NP [mountains]] and CNP [NP
[the several states]]. This step is intended for phrases like
“… the several states of the US”. Here the abstracted
result is: CNP [NP [the several states], PP [P[of] , NP [the
US]]]. The reason is, that the phrase “… the several states
of the US” is one noun phrase.

model to accomplish the next step. If all the notions
extracted from the query are found in the model, then the
tool can determine a path between these model concepts.
Path finding is done by checking if all the concepts,
which are necessary for the query belong to the same
connected component within the conceptual model graph.
With this step it is possible to find missing associations.

5.4

6

Tests and Prototype

6.1

Tests

Query Interpretation

The last linguistic step is the interpretation of the chunker
output. It is a combination of noun phrase extraction and
more refined parsing of specific patterns.
In a first step the query interpreter extracts all the noun
phrases. This guarantees that at least query notions can be
extracted even if a more specific pattern cannot be
detected. The found query notions are used to check if
they match against existing concepts, views or examples
(see Subsection 5.5). In our example about the mountains
and the several states, the query interpretation module
examines each complex noun phrase (CNP). It iterates
through all the noun phrases within a CNP and extracts the
nouns. If an adjective modifies a noun, then both the
adjective and noun is extracted. However, if a quantifier
like several, many etc. modifies the noun, then only the
noun is extracted. Determiners (e.g., “the”, “a”, “an”) are
ignored for the extraction process. Also the first noun
phrase is ignored if the first noun phrase only contains
meta- information (e.g., “set”, “list” in phrases like “… the
set of …”, “… the list of …”).
More specific patterns are constraint sentences (e.g.,
“The height must be greater than 3000”). These sentences
can be used within a query text to constrain the query
itself (e.g., “Tell me the mountains in Colorado”). Such
constraint sentences can also have adjectives at the end
(e.g. “must be old”). If such adjectives are found, then
these adjectives are collected as value descriptor
candidates. Other, more specific patterns are values or
numbers at the end of a noun or proper nouns following
the verb “is”.

5.5

Matching and Path Finding Module

If all the notions are extracted the system tries to match
the notions found in the query with the concepts, views
and examples actually collected for the domain model. If
all the notions in the queries are found in the model or in
model related information (i.e., views, examples), then the
query is successful. To achieve this, the extracted notions
are firstly compared with the concepts in the model (i.e.,
can the extracted notion, or its singular form be found in
the model). If an exact match is not successful, then the
modul tries to match the head of a noun phrase. For
instance, if the module cannot find a match for an
adjective+noun combination (e.g., “good student”) then it
tries to find a match for the noun only. If this does not
work then the extracted notion is searched in the views
(synonym, concept view descriptor or model view
descriptor). If this doesn’t work either, the examples are
examined (i.e., is the query notion an example of a
concept). Since the views as well as the examples are
related to a model concept, this notion can be traced back.
Therefore, in any of the above mentioned cases, the notion
found in the query can be replaced by the concept in the

Natural language queries, which were found in literature
and own created queries were taken as test cases to test
and improve the linguistic instruments. Among these test
cases, the greatest set of natural language queries came
from the Geo Query Project. In this project 880 query
sentences are used. Theses sentences can be categorized in
queries starting with “What”, “How”, “Which”, “Where”
and other queries. These other queries do not start with an
interrogative but start with a verb (e.g., “list”, “give me”,
“name the”, etc.) or they neither start with a verb nor with
an interrogative (e.g., only a noun phrase is used for the
query). The majority of query sentences is provided for
queries starting with “What” followed by “How” and
“Which”.
Especially in English, words often can be used as a
noun and a verb. This can cause a wrong categorization,
since the tagger assumes a noun although a verb is needed.
For instance the word “border” can be at least categorized
as a noun (e.g., “the border”) or a verb (e.g., “to border”).
In an incomplete domain model you cannot rely that the
model itself can disambiguate the word to a specific
category (e.g., either verb or noun). Another example is
“name the capital … “. The tagger treats name as a noun.
However, in the context of the query “Name the …”, the
sentence starts with a verb. Therefore, some cases would
fail because the tagger wrongly categorizes a word in the
sentence. With the additional consistency checking step
within the tagging module, such problems can be
considered. This was done by introducing an additional
context window (sequence of word categories), in which
elements of that sequence are compared with their
neighbors. Also some hard problem cases were detected,
in which a solution could only be achieved by broadening
the context window. Such a problem appeared for instance
with “which” in the middle of a sentence. A query like
“Which person offers which course” is only analyzable, if
the whole query is treated as the context.
In the Geo Query Corpus proper nouns were written in
lower characters (e.g., “texas” instead of “Texas”). This
happened, since the queries were extracted from a
knowledge base where all words of a query must be
written in lower case. In most of the cases this is not
problematic, since the tagger categorizes such a proper
noun as a common noun. This is not perfect, but at least it
had the effect that they could be extracted as relevant
query notions. In some specific cases however, tagging
even did not classify such words as nouns. This problem
can only be fixed if the writer is enforced to write proper
nouns correctly with a capital letter at the beginning.
To give the reader an impression what kind of
syntactical structures of query sentences can be analyzed,
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a further example of the Geo Query Project is given and
some examples from other literature.
One of the complex queries in the Geo Query Project
is: “What are the major cities in the states through which
the major river in Virginia runs.” The query interpreter
extracts “major cities”, “states”, “major river”, “Virginia”.
Afterwards this information is matched with the model
and model related information (e.g., examples, views).
The work of (Owei and Navathe 2001) gives the good
query example “What courses is the student whose name
is Marshall taking from associate professor 'Jones'.” The
query interpreter extracts “courses”, “name”, “Marshall”,
and “associate professor ‘Jones’”. Furthermore, it is
extracted that “associate professor is restricted by “Jones”
and “name is restricted by Marshall”. The extracted two
constraints help to indicated that an attribute is needed if,
for instance, “associate professor” is already modeled as a
class.
Other query sentences similar to the Geo Query
sentences but related to the traveling domain were found
in (Meng and Siu, 2002). One of these sentences is: “Give
me the least expensive first class round trip ticket on US
air from Cleveland to Miami.”. Here the extracted query
notions are “least expensive first class round trip ticket”,
“US air”, “Cleveland” and “Miami”.
Finally another query sentence, which Rumbaugh et al
(1991) gave in the exercise within the OMT book is:
“Find the set of all individuals who competed in all of the
events held in a season.”. Here the notions “individuals”,
“event” and “seasons” are extracted by the interpreter.
It can be concluded, that tagging and chunking
provides more flexibility for sentences than parsing can
do. With tagging and chunking it is at least possible to
extract important notions though the whole syntactic
structure cannot be completely parsed. These extracted
notions can then be matched with elements of the work in
progress domain model. However, even with tagging and
chunking it turned out, that too much syntactical freedom
is not successful and regulations must be introduced. The
examples given above should give an impression about
possible syntactical variations of natural language queries.
Since the queries here are treated as functional
requirements, regulations can be introduced with the same
purpose as in the field of requirements engineering (i.e., to
avoid misinterpretations).

6.2

Figure 4: Report for the first query

Figure 5: Graphical result for the first query

Prototype

The prototype is implemented in Java. The query analyzer
tool is an add-on to an existing tool, which graphically
represents classes and attributes as nodes. Associations
between classes appear as edges between two class nodes.
An edge between an attribute and a class indicates that the
attribute belongs to that class. The query tool itself has a
text area input. It also accepts more than one sentence
(e.g., “Name the river lengths in Colorado. The length
must be greater than … “). If the query is successfully
applied on the model, the relevant nodes and edges are
highlighted such that the user sees the path between these
nodes. In the tool this is done by painting the relevant
edges and nodes with red color. However, if a notion in
the query is not found in the model (neither as a concept
nor as a view or example) then an error is presented to the
end user. The next four figures show two examples. In the
first example the query “Name the capital that Texas has“
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is successful, since capital can be found in the model and
Texas was already collected as an example of the model
concept “state”. Therefore, in the editor view the path
between the found concepts is provided to the end user.
The query analyzer GUI prints no errors (see Figures 4
and 5). In the second example (e.g., “Which mountains
exist in the several states“) the notion “mountains” is not
found in the model or in the related views and examples.
Therefore, the query analyzer GUI returns an error
message. Only the found concept “state” is highlighted in
red in the graphical view (see Figures 6 and 7).

Figure 6: Report for the second query
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Figure 7: Graphical result for the second query

7

Conclusion and Future Work

It is clear that full completeness cannot be achieved.
Instead, feasible completeness is the goal of a completion
process. A mix of techniques, each supporting a certain
aspect must be used. In this paper one possible approach
within this technique mix was presented.
Particularly, it was explained how natural language
queries as test cases for a domain model can be supported
by a meta-model and the linguistic instruments tagging
and chunking. From the tests it can be concluded that
tagging and chunking is helpful. However, regulations are
still needed to avoid misinterpretation. Hence, it remains
still a controlled natural language. Especially, this is
necessary if much more information than only noun
phrases must be extracted. For instance if a query should
check if two concepts are directly related to each other or
if multiplicities are specified, then a restrictive sentence
pattern is necessary (e.g., Is X related/connected to Y,
Does X own at least 1 Y). As it is exemplified in
requirements engineering such regulation are not only
restrictions but can also be seen as a support for the
stakeholders to define clear and comprehensible query
requirements.
Future work will continue to collect further query test
cases and to apply further tests on the query analyzer.
More attention will also be given to the association
names and their roles in the process of completing the
model with natural language queries.
Acknowledgement: I thank the persons, who were
involved in the review process of this paper. Their hints
and suggestions were very helpful for the improvement of
the paper.
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Abstract
We analyze inter-model transformations of database
schemas from a conceptual point of view. A central
question for us is not just whether the information
capacity of the transformed schema is sufficient, but
rather its suitability for a given task. For this, we require criteria beyond the resulting degree of normalisation which we subsume under the term “conceptual justification”. To illustrate our point, we take
a closer look at a class of conceptual requirements
that frequently cause practitioners to manually denormalise the logical schema: layered schemas, where
the natural layering of the data clashes with the dominant access patterns and negatively impacts performance. We show how such requirements can directly
influence the transformation process and give rise to
conceptually justified logical schemas. We include
an example which is based on the translation from
the higher-order entity-relationship model to the relational model.

has certain desirable properties, such as freedom from
various anomalies and data duplication which makes
for a space-efficient encoding, easy querying, updates
and possibly constraint definitions.
In practice however, logical schemas are frequently
not founded on a conceptual schema at all. In the case
where there exists a conceptual foundation, the logical schema is often not derived in a straightforward
way – i.e. by the aforementioned algorithm – despite
a plethora of modeling tools that offer such functionality. Although the normalized schemas generated by
such tools possess the traits mentioned above, practitioners seem to feel that they are in some way inadequate for the task at hand. It can be observed that,
instead of striving for higher normal forms than produced by the transformation algorithms and the even
stronger integrity guarantees they entail, schemas are
relaxed in a way that trades increased complexity of
integrity maintenance for other characteristics such
as increased performance. This process is known as
denormalisation (see Figure 1).

Keywords: model transformation, conceptual schema,
logical schema, denormalisation, normal form, higherorder entity-relationship model, relational model, information capacity
1

Pragmatics of Conceptual Modeling

In the process of engineering information systems, a
conceptual schema is typically the first artifact created after the requirements engineering phase. Further schemas are subsequently derived from this, usually formulated using a model that is more suited for
implementation. A popular instantiation of this pattern makes use of an entity-relationship schema for
the conceptual phase, and uses this as an input to
generate a relational schema which is then installed
in a DBMS.
A well known result of computer science is that
there exists an algorithm to automate this translation from the entity-relationship model to the relational model. The relational schema that is the result of this transformation is guaranteed to be in the
3rd normal form, or even in the Boyce-Codd normal
form, depending on the underlying assumptions. This
means, that the schema that will be used in practice
Copyright c 2012, Australian Computer Society, Inc. This paper appeared at the 8th Asia-Pacific Conference on Conceptual
Modelling (APCCM 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 130. A. K. Ghose and
F. Ferrarotti, Eds. Reproduction for academic, not-for profit
purposes permitted provided this text is included.

Figure 1: Usual Information System Engineering Process
This yields a situation, where there is a disconnect
between the logical and conceptual view of the system. There is no provision in the conceptual model
to feed back the changes the have been applied to the
logical schema, so the logical point of view dominates
the later phases of the project, with no motivation
to keep the conceptual schema up to date. A lot of
crucial information and manageability is lost during
the desynchronisation of these two layers.
Our goal here is to investigate possibilities of expressing the adjustments typically applied in the logical layer in the conceptual layer. This would provide
a conceptual justification for a logical schema beyond
the typical characteristics of normal-form and preservation of information capacity. A strong link is thus
maintained between the conceptual schema and the
one that is actually implemented. This means, that
the conceptual schema can serve as the interface for
database operations in practice. We do not strive to
introduce yet another normal form, nor to achieve
any of the known ones after our transformation. We
instead opt to consider application requirements formulated on the conceptual level and to provide an in-
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terface that translates any database operation on the
conceptual schema to our translated logical schema
(see Figure 2).

Figure 2: Conceptually Justified Information System
Engineering Process
Possible problems that are introduced by the absence of normalisation in the logical layer can be
prevented when it is accessed via a translation service provided by the conceptual layer. Once there
is no longer the constraint of normalisation, there
is a higher degree of freedom in the translation
process. This also raises the question, how some
of the more advanced features of extended entityrelationship model variants should be translated in
a given situation.
1.1

Canonical Relational Transformation

Before we proceed to the main part of this paper,
we sketch what we call the canonical transformation
of entity-relationship schemas (Chen 1976) to relational schemas. This approach can be considered the
baseline upon which a large number of transformation
algorithms are based (Fahrner & Vossen 1995).
Strong entity types directly map into distinct relation types. They retain all their simple attributes and
also their primary keys. Complex attributes are either
flattened, or can generate derived relationship types
which can reference the entities that they belong to
via the primary key of the corresponding table.
Weak entity types also induce a distinct relation
type with its attributed copied from the entity type.
Unlike strong entity types, their primary keys are not
just comprised of the key attributes of the weak entity type, but also of the identifying strong entity
type(s). This is amended with a foreign key constraint referencing the relation types that were created for those strong entity types. Special consideration can be given if the identifying relationship types
have attributes of their own.
The treatment of relationship types is somewhat
more varied. The simplest approach is just to create a relation type for each relationship type. The
participating entity types are referenced via foreign
keys. These also make up the primary key of the
created relation type. If the same entity fills more
than one role, an attribute renaming scheme must
be employed. Simple attributes of the relationship
type can directly map to non-key attributes of the
relation type. Higher-order relationship types can be
supported in a straightforward manner when their order is well defined. In this case, the relationship types
that they reference have a known relational representation if the process proceeds from lower to higher
order.
If cardinality constraints are added to the model,
there are opportunities to reduce the number of relation types required to represent relationship types.
Relationships with exclusively (1, 1) cardinalities offer the possibility to combine the participating types
into a single relation type. If a role has maximum cardinality 1, the required attributes for the relationship
type may be merged into this entity type’s relation
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type. Cardinalities other than 0, 1 and ∗ can not be
translated in a straightforward way.
is-a relationship types are often considered a special case. One possible translation of these hierarchies
involves flattening them into a single relation type,
where every tuple possesses every attribute of the hierarchy. This mandates the use of structural nulls.
Sometimes, a special attribute is added that represents the type of each tuple in this relation. The other
way of translating is-a hierarchies makes use of a special relation type for each type in the hierarchy that
is linked to the table of its super type via a foreign
key. For hierarchies that are both total and exclusive,
super type relation types might not exist and instead
be merged into the subtype relation types instead.
The unifying theme for all transformations based
on this approach is that they are deterministic, do
not require user interaction, operate locally and derive the structure of the relational schema solely from
the structure of the entity relationship model. Rarely
is the functionality of the conceptual model considered, and then by considering selected queries only.
There are few notable exceptions (Casanova et al.
1993) (Markowitz & Shoshani 1992) (Kolp & Zimányi
2000).
1.2

HERM

We use the extended entity-relationship model
(HERM) (Thalheim 2000) for the representation
of schemas.
It generalizes the classical entityrelationship model by adding constructs for richer
structures such as complex nested attributes, relationship types of higher-order, cluster types that allow disjoint union of types (displayed by ⊕), by an
algebra of operations, by rich sets of integrity constraints, by transactions, by workflows, interaction
stories, and by views. An IsA-association and the
subtype can be compacted to a unary relationship
type which can be extended by specific identification.
Cardinality constraints are supported with participation semantics.
Techniques for translation of a HERM specification to relational and object-relational specification are discussed in detail in (Thalheim 2000).
For surveys etc. see: http://www.is.informatik.
uni-kiel.de/~thalheim/slides.htm.
1.3

An Example

Figure 3: Sample HER-Schema
Figure 3 depicts a fragment of a HER-Schema that
might be used to keep track of the billing as viewed
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from the perspective of a small company selling services. Employees are assigned to fixed teams that
perform services. A work log is generated in the process. Any number of these jobs can be bundled and a
single bill generated for them. A job might not appear
in a bill, because bookkeeping is a delayed process.
A canonical relational transformation of this
HER-Schema looks as follows:
Team(TeamID, Size)
Service(ServiceName, ServiceDescription)
Job(LogID, LogText, TeamID, ServiceName)
Position(LogID, BillID, Price)
Bill(BillID, BillDate)

2.2

Suitability

While this approach yielded some interesting results,
it was soon found to be too strict for some of the
challenges faced in practice. Some implications were
also perceived as counterintuitive (Qian 1996). If the
intended functionality of the transformed schema is
taken into account, certain concessions regarding the
notion of equivalence can be made, that seem to do
a better job at capturing how schemas are actually
translated (Miller et al. 1993). The authors of the
latter paper postulate a hierarchy of operational goals
that influence the suitability of a given transformation
of a schema P into a schema Q:
1. querying the data contained in Q via P

With the additional foreign keys:

2. as above, plus additionally guaranteeing that the
entire information stored in Q can be retrieved

Job(TeamID) → Team(TeamID)
Job(ServiceName) → Service(ServiceName)
Position(LogID) → Job(LogID)
Position(BillID) → Bill(BillID)
Further constraints may be added to implement
the remaining minimum cardinalities. We can observe, that there is no duplication of information. The
generated schema should thus be easily maintainable.
2

Model Transformations

When we speak about model transformations, we
mean the transformation of a schema into another
schema formulated in a different data model. The
traditional point of view mandates for this transformation to be as neutral as possible. The relationship
between the original and transformed schema should
be characterised by some notion of equivalence, which
should – as much as possible – be derived by properties of the two models involved; hence the focus on the
achieved normal form after transforming from the entity relationship to the relational model. This could
also be considered the lowest common denominator
approach. A central question in this approach is concerned with the exact nature of the term equivalence.
2.1

Information Capacity

Relative information capacity (Hull 1984) is a term
that was originally coined to investigate the equivalence of two relational schemas P and Q. In the
context of the cited paper, it is derived from one of
the proposed notions of schema domination. Schema
domination may be based on one of the following criteria:
1. an arbitrary mapping from instances of schema
P to schema Q, plus an inverse map that yields
the original instance
2. as above, with added restriction that the mappings must be expressible in some kind of calculus (e.g. using selection, projections, joins and
unions only)
3. the ability to express any query on schema P also
on schema Q
4. a mapping from instances of schema P to schema
Q and its inverse, where both of them are generic
(i.e. independent of the actual data)

3. as above, but also providing the ability to alter
the information stored in Q via P
4. querying the data contained in Q via P and vice
versa (implying all three goals mentioned above)
This hierarchy is primarily motivated by the challenges faced during an information integration process. In the context of the higher-order entityrelationship model, such integration processes have
already been described by their property of maintaining a sufficient information capacity (Lehmann
& Schewe 2000). When we compare this point of
view to the notion of information capacity, we find
that the goal of equivalence was replaced by suitability for a given purpose – i.e. the fitness for acting
as a surrogate for the conceptual schema. Because
we want to focus on the case where an entirely new
logical model is derived from a conceptual model for
implementation purposes, we require transformations
to fulfill the 3rd criterion if the conceptual schema
is to be the interface to the data. The question of
the “proper” transformation for a given conceptual
schema remains open.
This line of thinking leads us to the problems at
hand: can the suitability of a logical model that implements some conceptual model be characterised? If
so, can we find a way to escape the lowest common denominator trap and identify properties that currently
necessitate manual adjustments to the logical model?
Can we justify the choices that we make from a conceptual point of view? Can we find an algorithm to
engineer logical schemas that we deem suitable?
3

Conceptual Requirements

The class of conceptual requirements that we would
like to address as an example is concerned with the
handling of layered schemas. In Figure 3, we can see
that the Job entity type represents an actual activity
that was performed in the real world. After the activity has been completed and stored in the database, it
can be used as a Position in a Bill. The structure
of the schema and the data stored therein reflects the
history of the real world accurately. This is a desired
quality of a conceptual model.
If we now compare this to the result of the canonical relational translation as presented in Section 1.3,
we can see that the conceptual layering is reflected
in the relational schema, manifested in the foreign
key Position(LogID) → Job(LogID). In the logical
implementation, two joins are required to access the
names of the services that belong to some bill. Even
worse, this is only due to the fact, that ServiceName
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happens to be the primary key of Service. If we
were interested in the ServiceDescription of the
Service entity type, three joins would be required.
When large numbers of bills are processed routinely,
it is conceivable that this could constitute a performance bottleneck in the application. We can conjecture, that services and jobs are seldom changed after
they have been added to the database, whereas bills
are accessed in a read-only manner frequently.
This is a typical situation that creates incentives
for the engineer to manually denormalise the logical
schema that was created by the canonical transformation. For example, the frequently required attributes
of the Service relation might be duplicated in the
Position relation. Still, it would not be prudent to
mirror this change in the conceptual model. The data
that characterises a service should originate in the description of the service itself – the model in Figure 3
is already correct in this regard.
The origin of this dilemma is that queries are
sometimes cross-cutting and in conflict with the natural layering of the data. When such queries dominate the workload, it can be worthwhile to deviate
from the canonical transformation during the implementation phase. For this, an analysis of the application requirements should be performed after the
conceptual schema has been created. Cross-cutting
trees that should be given special consideration are
subsequently marked in the entity-relationship diagram. A cross-cutting tree in our sense is rooted
in some relationship and extends along the directed
edges of the schema. It does not have to extend all
the way down to the entity layer. Note, that this
guarantees its acyclicity. In addition, the attributes
of the relationship- and entity-types in the tree that
we deem relevant for cross-cutting are marked. Applying this to our example yields the annotated diagram depicted in Figure 4. Our additions should be
interpreted as ”access to Position, Job, Service and
Bill in a single query should have preference over the
natural layering of the data”.

Figure 4: A Cross-Cutting Tree rooted in Position
Annotating the schema with such a tree provides
the translation with a possible justification for choosing a representation that relaxes the natural layering
of the data. This means, that facts might be duplicated, the degree of normalisation is lowered, and
write access to the schema gets more complicated.
The possible payoffs are simpler and more efficient
queries.
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4

Transforming Requirements

When performing a model transformation of a conceptual schema, we aim for a conceptually justified
result. This means, the conceptual requirements as
well as the targeted model must be taken into consideration. The requirements constrain the degrees
of freedom that arise when the result does not have
to conform to some normal form, and the targeted
model supplies the means to implement (some of) the
requirements. One could argue, that there is also an
optimization problem hidden in this process, but this
rests on the assumption, that some accepted quality metric exists and that the stated requirements
are contradiction-free. These are issues that we will
not take into account this time. For now, we focus
on achieving a translated schema that is conceptually justifiable. Research on the other aspects can be
based on these results.
As stated above, the concrete realisation of the
translation heavily depends on the targeted logical
model. In this section, we shall concentrate on the
relational model. In section 1.3, it was shown how
the intrinsic layering of the entity relationship schema
carries over to the relational schema. Splitting relations and duplicating attributes are common means
employed to break this layering in the relational
model. We will now show how to justify these operations by an annotated conceptual schema.
4.1

Cross-Cutting

The canonical translation is a local process, in the
sense that each entity/relationship type can be translated individually as long as it’s known how the conceptual types that it directly references are represented in the logical model. For our conceptually
justified translation, we consider macro-structures as
well. Observe, that a single relationship type can
be considered a nested relation. For example, the
Position relationship type corresponds to the relation P osition(P rice, Bill(BillID, BillDate), Job(
T eam(. . .), W orkLog(. . .), Service(ServiceN ame,
ServiceDescription))).
This does of course not hold for an entire schema,
but it also applies to a cross-cutting tree, the only
differences being that some attributes/roles may be
left out, and the nested relation might be truncated
(i.e. there are relations without further nesting that
were derived from relationship types).
Let us consider how to translate a single
cross-cutting tree in isolation.
Our example
in Figure 4 corresponds to the nested relation
P osition(P rice, Bill1,∗ (BillID, BillDate), Job0,1
(Service0,∗ (ServiceN ame, ServiceDescription))).
It is helpful for our purposes, to annotate the derived
nested relations with the cardinality constraints and
key information.
It turns out, that not every cross-cutting tree can
be translated directly. This is due to the HERM,
which allows for relationship types to have attributes.
They can only be represented, if those types retain
their identity during the transformation. Because
roles supply the relationship types’ identities, they
can not be arbitrarily projected out. In our example,
we projected Job onto the Service role. As a side
effect, there will be information loss in the Position
type (remember that we assume set semantics) – positions belonging to the same bill will be collapsed
into one if they reference the same service, so that
the individual prices can not be distinguished.
The first step in the transformation is to make
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sure that this does not happen. For every entity type
in the nested relation, we add enough attributes so
that it includes a proper key. For every relationship type, we add the type belonging to each missing role. For types that were added only to maintain identity, it is sufficient to add only those roles
and attributes that play a role in identifying its instances. This process must be carried out recursively
until identity is grounded in entity types. There is
an exception to this rule for relationship types that
have a role with a maximum cardinality of 1. In
those cases, it is sufficient to make sure that one
of those roles is represented in the nested relation.
The relationship type can derive its identity from
this role. In our example, we can take this shortcut and add the role referencing Work Log to the
Job type. The nested relation for our tree is now
P osition(P rice, Bill1,∗ (BillID, BillDate), Job0,1
(Service0,∗ (ServiceN ame, ServiceDescription),
W orkLog 1,1 (LogID))).
This opens up the possibility to introduce surrogate entity types and add them to a relationship type
with a newly introduced 1, 1 role, further simplifying
the translated schema. Whether this kind of simplification is beneficial in a given situation, must be evaluated in the context of the overall schema translation.
This method enables the designer to leave out lower
parts of the type hierarchy that are deemed unimportant for the context of the tree.
In the next step, the nested relation can be flattened. This is when the actual cross-cutting is performed. For each of the relations in the tree, we need
to determine the key, and whether the cardinalities
permit it to be maintained when merging two layers. Starting with the relations derived from entity
types, we merge their attributes with their enclosing
relation. If the maximum cardinality of the merged
relation is 1, the merged key attributes are also key
attributes of the outer relation. After all nested relations in the currently processed layer have been
merged (possibly employing some attribute renaming
scheme for duplicate attributes), we need to take care
of the case where no key attributes remain. In this
case, the key of the newly created relation consists of
all key attributes that were just merged. This process
is iterated, starting from the leaves until we obtain a
single flat relation. Here is the transformation of the
tree in our example:
1. P osition(P rice, Bill1,∗ (BillID, BillDate),
Job0,1 (Service0,∗ (ServiceN ame,
ServiceDescription), W orkLog 1,1 (LogID))).
2. P osition(P rice, BillID, BillDate, Job0,1
(ServiceN ame, ServiceDescription, LogID)).
3. P osition(P rice, BillID, BillDate,
ServiceN ame, ServiceDescription, LogID).
We can see that even the isolated translation
of a single tree can yield a denormalised relation.
The result merges the components of the tree (Bill,
Position and Job) in a single relation. The cardinality constraints of the participating relations imply
that data might possibly me duplicated. BillDate
is an example for this, because it will be repeated
for every Position of a Bill. The relation derives
its key from Work Log, although the entity type was
not a part of the tree. This simplifies the translated
relation. The layering was obviously flattened as we
intended – we can now cut across the layers without
using joins.

The conceptual requirements encoded in the tree
are mirrored in this structure. For any given Bill,
we have read access to the Service and Price for
each of its Positions. While it is too early to make
an assessment about the write performance without
taking the entire translated schema into account, we
can already see the trade-offs that were made (e.g. for
updating BillDate). When this result is viewed in
the context of the entire schema, the duplicated data
is not the only noteworthy feature. Some types have
also been decomposed horizontally. For example, we
will find some information for every Job that appears
as a Position in our relation, but Jobs for which this
is not the case are entirely absent. This is something
we have to keep in mind when we switch our focus to
entire schemas.
4.2

Tree Interactions

Now that we have seen how to transform an individual
cross-cut from the conceptual to the logical model,
we need to expand this method to entire schemas.
Remember that we introduced these trees to override
the natural layering of the data. It is likely, that the
desired organisation of the logical schema reflects this
organisation most of the time. We can not demand
that the designer decomposes the entire conceptual
schema into trees; instead, our transformed trees need
to be able to coexist not only with other transformed
trees, but also with canonically transformed parts of
the schema.

Figure 5: Two Cross-Cutting Trees
We extend our example schema with another
tree as shown in Figure 5. For every Job, a record
of the used Consumables should be kept. For a
reporting task, we calculate an overview for each
Team, Service and the amount of Consumables that
were used. In section 4.1, we already derived the
translation of the first tree:
P osition(P rice, BillID, BillDate, ServiceN ame,
ServiceDescription, LogID)
In addition to this relation, we can derive another
one for the second tree:
1. used(Amount, Consumable0,∗ (ConsN ame),
Job0,∗ (T eam1,∗ (T eamID, Size), Service0,∗
(ServiceN ame, ServiceDescription),
W orkLog 1,1 (LogID)))
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2. used(Amount, Consumable0,∗ (ConsN ame),
Job0,∗ (T eamID, Size, ServiceN ame,
ServiceDescription, LogID))
3. used(Amount, ConsN ame, T eamID, Size,
ServiceN ame, ServiceDescription, LogID)
This translation is quite similar to the result of
the canonical transformation. The major difference
is that the Team and Service types make an appearance although Work Log would be sufficient to provide identity to Job and the Size of a Team as well
as the ServiceDescription are duplicated for each
Consumable and Service. This is of course due to
the structure of the tree itself.
Each tree has its own individual version of each relevant attribute. This is another kind of duplication
that can be introduced by cross-cutting. If one were
to update the ServiceDescription of a Service.
Such a change would have to be mirrored at least two
times. It would be desirable to combine the relational
representation of different cuts to minimise such overhead. Unfortunately, there are strict requirements
that must be met in order to not lose any information in the process. The semantic meaning of a tree
depends heavily on the relationship type in which it is
rooted. In the logical layer, this is also reflected in its
relational structure and the information that it contains. Two trees with different roots can only possibly
share a relational representation, if one of the trees is
a subtree of the other, and every instance of the subtree has a corresponding instance of the containing
tree. In the conceptual layer, this means that each
role linking the root relationship type of the subtree
to the root relationship type of the containing tree
has a minimum cardinality that is greater than zero.
4.3

Cross-Cut Induced Decompositions

There are two differing views on how the information
in a cross-cut should be integrated with the rest of
the schema. One possibility is to regard the relations
that express the cuts purely as an extra to those that
were created by the canonical relational transformation. But breaking the natural layering of the data on
the conceptual level also induces a horizontal decomposition of the entity- and relationship-types that are
involved in such a cross-cut, which opens up another
possibility.
For each cut, we can partition the class of each
optionally participating type (i.e. types whose role in
the tree has a minimum cardinality of zero) into two
sets: those instances that are referenced by a higher
layer, and those that are not. In some cases, a useful
conceptual distinction arises from this partition. It
can be computed by reverse-engineering the logical
translation of the tree. The resulting decomposition
justifies a relational translation, where the cut is not
just an extra to the canonical translation, but can
actually serve as a primary store for the decomposed
types.
Figure 6 expands on our well known example. It
shows the horizontal decomposition that is induced
by the first cross-cut at the relationship type Job.
Remember that the relational transformation of the
cut was
P osition(P rice, BillID, BillDate, ServiceN ame,
ServiceDescription, LogID)
We can decompose the type Job in the entityrelationship schema into those Jobs, that will be represented in this relation and those that won’t. The
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type for those relationships of the first class, we will
call Billed Job, the the type for the latter class we
will call Unbilled Job. Note that this is a partition
on the whole class of Jobs. This distinction also applies to each of the lower-order types below Job in the
cut, because they were also duplicated. We create
the corresponding classes in the entity-relationship
schema for Service and Work Log (remember that
the latter was added to preserve the identity of the
relationship type). Because Team was not part of the
cut, it does not have to be duplicated. The inverse
types are created for those instances, that were not
included in a cut, unless this is not neccessary due to
cardinality constraints.
Next, the cardinality constraints are adjusted to
represent the knowledge that the newly created types
were part of a cut, or not. For the Billed types,
this means increasing the minimum cardinality to 1
where it was zero (e.g. Billed Service). For types
that were referenced by a relationship type that was
split, that means decreasing the minimum cardinality to zero where it was higher (e.g. Team). Finally,
the split types are replaced by cluster types for roles
which referenced them before the transformation (e.g.
used).
Such a conceptual schema justifies a translation,
where a cross cut serves as the single authoritative
store for decomposed instances, as manifested in the
nonzero minimum cardinalities of the involved types.
For the transformation of the entire schema, it is
then sufficient to perform a canonical transformation
of the part that is not involved in the cut. Finally,
relations for unmarked roles and attributes of types
in the cross-cut are added.
P osition(P rice, BillID, BillDate, ServiceN ame,
ServiceDescription, LogID)
BilledJobT eam(LogID, T eamID)
T eam(T eamID, Size)
W orkLog(LogId, LogT ext)
U nbilledService(ServiceN ame, ServiceDescription)
U nbilledJob(T eamID, ServiceN ame, LogID,
LogT ext)
Consumable(ConsN ame, . . .)
used(T eamID, ServiceN ame, LogID, ConsN ame,
Amount)
Additional foreign keys can be generated:
BilledJobTeam(TeamID) → Team(TeamID)
BilledJobTeam(LogID) → Position(LogID)
Position(LogID) → WorkLog(LogId)
UnbilledJob(TeamID) → Team(TeamID)
UnbilledJob(ServiceName) →
UnbilledService(ServiceName)
used(ConsName) → Consumable(ConsName)
The cluster type of used can not easily be
translated to the relational model.
The attributes used(T eamID, ServiceN ame, LogID) either reference their corresponding attributes in
U nbilledJob, or BilledJobT eam(T eamID) and
P osition(ServiceN ame, LogID) respectively.
5

Conclusion

The traditional notion of inter-model transformation
is based on information capacity. We showed, how
shifting the focus to the suitability of a transformation for a given task is required for developing a novel

Proceedings of the Eighth Asia-Pacific Conference on Conceptual Modelling (APCCM 2012), Melbourne, Australia

Figure 6: Horizontal Decomposition of the Job Relationship Type Based on the First Cross Cut
translation process. A more fine-grained view on
what constitutes a suitable logical schema is needed.
We have seen how even simple structures such
as trees cutting through the natural layering of an
entity-relationship schema can open up new possibilities for inter-model transformations. Some of the
typical adjustments that are usually performed in the
logical layer can be explained by such structures on
the conceptual level. In the case where the reasoning
of the engineer for his alterations are aligned with the
conceptual explanation, the resulting logical schema
can be considered conceptually justified.
For cross-cutting trees, we showed how the translation to the relational model leads to a denormalised
schema with duplicated information, yet a lower number of required joins for the relevant types. Such
adjustments can now be managed from a conceptual
point of view, overcoming the typical disconnect between the implemented schema and the conceptual
view.
We expanded on this result, by showing how layered schemas can induce a horizontal decomposition
of the involved types, which leads to a more efficient
logical representation with fewer duplications compared to the naı̈ve approach.
5.1

transformed schema, which could select the proper
relations to take advantage of the duplication when
queried and update all instances of a fact when updated. If a true coupling between the conceptual and
logical level is desired, this interface should also support schema evolution.
This paper covered a very specific form of conceptual requirement that can shape the translation
process. It remains to be seen, if other influences on
the logical schema that play a role in practice can
also be incorporated in this process. Possible examples include considerations on locking / concurrency,
replication, rights management, and auditing. The
question of consistency comes into play as soon as
heterogeneous requirements are mixed.
Our translation was closely tied to the higherorder entity-relationship model and the relational
model. It might be worthwhile to find a more general, unifying approach and research how it is influenced by different data models. There are already
approaches that could be used for such an undertaking (Atzeni et al. 2008). Finally, underlying all this is
the question what constitutes a “good” inter-model
translation. The term suitability is crucial here. It is
our opinion, that conceptual justification can be the
foundation for its definition.

Open Problems

A number of open problems remain. The canonical transformation of entity-relationship schemas has
the nice property of creating a relational representation that is easy to query and maintain. This is
due to the normalisation of the result. Because we
focus on suitability and justification, we lose those
advantages where they conflict with more important
requirements. It should not be the responsibility of
the user, to figure out how to maintain, query and
use denormalised data. This problem can be overcome by providing an interface at the conceptual
level. It would internally use a translation facility for
queries and updates in a conceptual language to the
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Abstract
Applying ontologies is the most promising approach to
semantically enrich Web services. To facilitate this, two
efforts contributed the most in enabling the creation of
ontologies: OWL-S from the US and WSMO in Europe.
These two compete and promote their ontologies from the
design perspective, reflecting their inventors’ bias but not
offering much help to Web service developers using
them. To bypass existing biases and enable evaluation of
ontologies expressed in these two languages, this paper
provides a study of the two important facilitators, OWL-S
and WSMO, surveying their usage in several SWS
Projects and identifying their respective and outstanding
gaps. The paper then proposes a set of evaluation criteria
for usage measurement on the two prominent SWS
ontologies..
Keywords: Web services, ontologies, OWL-S, WSMO.

1

Introduction

Web Services are software components that are
accessible via the Web. However, their concomitant
descriptive languages, Web Services Description
Language (WSDL) (Christensen et al. 2001) and Business
Process Execution Language for Web Services
(BPEL4WS) (Andrews et al. 2003), do not offer
sufficient semantic richness that can be machineprocessable semantics. Human intervention is often
needed to interpret the meanings in order to discover,
compose, and invoke Web Services. This can be timeconsuming and error-prone. W3C advocates the use of
software agents for automating the above tasks, where an
agent is defined as “a program acting on behalf of a
person or organisation” (Haas and Brown 2004). Thus, an
agent could perform discovery, composition and
invocation task of Web services. Such agent requires a
reference specification (i.e. formal specification) that
contains informational domain knowledge, and
operational knowledge of how to perform domain tasks.
This is where the notion of ontology is seen as an
effective way to provide that specification.
People use the word “ontology” to mean different
things, for example, glossaries and data dictionaries,
thesaurus and taxonomies, schemas and data models, and
Copyright © 2012, Australian Computer Society, Inc. This
paper appeared at the 8th Asia-Pacific Conference on
Conceptual Modelling (APCCM 2012), Melbourne, Australia,
January-February 2012. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 130. A. K. Ghose and
F. Ferrarotti, Eds. Reproduction for academic, not-for-profit
purposes permitted provided this text is included.

formal ontologies and inference. Ontologies applied in
this study are defined as formal ontologies (Uschold and
Gruninger 2004) in formalizing specific ontology of Web
service as a semantic Web based representation language.
Research into Web services ontologies has progressed at
a rapid rate since the first work OWL-S (Martin et al.
2004), formerly DAML-S (Martin et al. 2003), was
presented by OWL-S Coalition researchers. Two
important groups focus on web services ontologies:
OWL-S Coalition mainly based in the US and the second
group is WSMO mainly based in Europe. Both OWL-S
and WSMO aim to provide support for semantic Web
services and more effective discovery, composition and
interoperation of Web services. However, the two efforts
take a very different implementation approaches in order
to achieve results. WSMO stresses a mediation model in
order to support automatic interoperation between Web
services, while OWL-S stresses an action representation
model to support planning processes that provide
automatic composition. These two approaches compete,
for example, as demonstrated by WSMO group claiming
that the WSMO features are more advanced than OWL-S
(Lara et al. 2004). At the same time, OWL-S group
argues that OWL-S has more strong features for semantic
Web services (Berardi et al. 2004). Both gained
considerable interests providing Web service ontologies,
enabling automatic discovery, interoperability and
composition of Web services in many SWS projects.
However, users are often caught between the two trying
to determine which approach is most suitable for their
problems (Balzer et al. 2004; Bijan et al. 2006; Hofman et
al. 2010). In this paper, we argue that both are falling
short in supporting stakeholders in determining the scope
of their suitability and point out several basic questions:
How and when should either be a candidate used for a
project? Why do some projects use OWL-S whilst others
use WSMO? And what are the criteria influencing these
SWS ontologies usage?
The paper is organised as follows: An analysis of these
models is conducted by surveying their usages in
different projects in Section 2. Next, we propose
evaluation through a set of criteria in Section 3, before we
conclude the paper and outline future work in Section 4.

2

How and Why use OWL-S or WSMO?

This section surveys the usage of OWL-S and WSMO in
a number of Semantic Web Service projects, before we
discuss the analysis results in the related projects. We
select five SWS projects, including: OntoGov (OntoGov
Consortium 2006), TERREGOV (TerreGov Consortium
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2007), SemanticGov (SemanticGov Consortium 2007),
Access-eGov (Access eGov Consortium 2007) and
FUSION (FUSION Consortium 2008). We only included
projects that are publicly available as these offer enough
detailed information to enable us to evaluate their
applications.
Within these projects, chronologically, it was
OntoGov project (OntoGov Consortium 2006) the first
who claimed that it had been impossible to reuse OWL-S
or WSMO. Stojanovic et al. (2004) argue that with
respect to the weaknesses of OWL-S ontology not
allowing using the domain ontologies entities as
inputs/outputs of an activity in the process model,
because in OWL Lite and OWL DL, classes and
individuals form disjoint domains, while OWL Full is not
decidable. On the other hand, the authors claimed that
WSMO ontology does not contain the process model.
Basically, OntoGov project develops their own service
ontology along with annotation verification for describing
e-Government services based on a combination of OWLS and WSMO approaches. The new model extended
OWL-S profile, process ontology and accepted WSMO
state-based ontology, while bypassed using WSDL and
BPEL. They also enhanced the semantic discovery from
inexperienced ontology user’s viewpoint in the egovernment domain. In addition, OntoGov rather focused
on static web services due to the governmental
characteristics that require partial automation rather than
full automation.
TERREGOV project (TerreGov Consortium 2007)
adopts OWL-S for describing and discovering services,
but uses BPEL language for composition of services
(eProcedure) for their public servants’ activities.
Interestingly, TERREGOV claim that integration of rules
with the semantic descriptions overcomes OWL
limitations in terms of expressivity, particularly when it
comes to define classes based on numerical comparisons.
Rule-based extensions can be used to alleviate these
restrictions. Moulin et al. (2008) developed a new
formalism, namely SOL (Simplified Ontology Language)
to overcome limitation of OWL expressiveness,
TERREGOV not only provides support to novice
ontology users who are civil servants so as to
semantically indexing documents based on the ontology
developed in the project, but also attaches to user
interfaces and is able to analyze some questions in natural
language entered by end users. Answers to these
questions are extracted from the content of the ontology.
Furthermore, TERREGOV also facilitate citizens activity
with the selection of services in several e-Government
processes by using SPARQL (Sbodio and Moulin 2007),
in conjunction with OWL-S to provide semantic
description of services for citizens.
SemanticGov project (SemanticGov Consortium 2007)
claim that Public Administration (PA) specific concepts
introduced in OntoGov project are rather limited and PA
service is modeled with rather poor PA specific
semantics. SemanticGov used both OWL-DL and WSML
ontology representation in their GEA (Peristeras 2006)
service ontology and the WSMO framework for SWS
modeling and execution environment. SemanticGov (Xia
et al. 2007) stated that one of the reasons leading to the
selection of the WSMO framework for the
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implementation of the semantic PA web services was
because service ontologies like OWL-S did not consider a
client’s perspective.
Access-eGov project (Access eGov Consortium 2007)
adapts WSMO conceptual model for composition of
government services into complex process definitions
(Life Events) by enabling semantic interoperability of
particular eGovernment services. The consortium
modified WSMO process model because the current
WSMO specification provides a process model based on
abstract state machines and is not structured in the way
suitable for interaction with human actors as it is required
for eGovernment applications. As a result a workflowbased extension to the WSMO specification has been
designed and implemented. The extended process model
used within Access-eGov is based on the workflow
CASheW-s model (Hreno et al. 2010). WSMO was
chosen with several reasons (1) a little apprehension
before using OWL-S due to the fact that the language
must have been extended for traditional services.(2)
disadvantages of OWL-S usage of single modelling
element (Service Profile) for requester and provider and
(3) the problem with rule language that lead to
undecidability.
FUSION project (FUSION Consortium 2008) adopts
the OWL-S approach for deploying its own semantic web
services based solution for both intra- and interEnterprise Application Integration (EAI). FUSION uses
the OWL-S Profile ontology for orchestration, but uses
the choreography that described in BPEL (Kourtesis and
Paraskakis 2008). The semantically enriched Web
services run on an OWL-S Virtual Machine, while the
complex processes, described in BPEL, run on a BPEL
run-time engine. Between the OWL-S invocation and
BPEL description, a special self-developed mediator
(Magyar and Knapp 2008) service will be used. The
reason of WSMO/WSML/WSMX is not chosen because
do not attempt to provide semantic enhancements to
UDDI but rather stand as independent WSMX
environment components and are not integrated with
UDDI.
The first two rows of each project in Table 1 (see the
last pages of this paper) summarizes the results obtained
from the analysis of SWS ontology usage in five SWS
projects as examined above. The reason, in our opinion is
important to indicate the user’s rational of choosing SWS
ontology. We could not access the artefacts of these
ontologies because project websites are closed down after
the project end, so that some information has not been
available. However, we manage to obtain some
publications from scholarly databases rather from the
project websites. From the results, we have found there
were various ways and reasons of using OWL-S or
WSMO in several SWS projects. These different research
projects adopted different approaches, particularly,
underlying manipulation of logics and rules to fulfil their
requirements, which normally are not standardized, as
mentioned from Tim Berners-Lee's keynote talk at
WWW2005. As a consequence, each of them may
penetrate to different problems such as inaccuracy,
inadaptability, uncertainty, inconsistency and many more.
Therefore, there is no uniform methodology or guideline
on how to use them in an appropriate way.
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We believe that OWL-S and WSMO models have
their own contributions and equal importance to SWS
research due to different features, which they offer to the
stakeholders. Apparently, their features were designed
from different perspectives because OWL-S takes a
service point of view to describe service activities while
WSMO takes a client point of view to describe client’s
goals. The client may be either a human user or an agent
acting on behalf of a user. However , it is considerable
that deciding to use OWL-S/OWL or WSMO/WSML is
not an easy task and this observation is truly reflected as
what had been revealed by Bijan et al. (2006) and
Cardoso (2007). It is however important to note that
before any such semantic service discovery architecture
can be implemented, or efficiently and widely used, any
potential stakeholders first need to understand the
ontology-based semantics (i.e. OWL-S, WSMO) very
well, because an comprehensive understanding of
semantics will enable project stakeholders to choose
which ontologies can be used in their specific projects.
Secondly, we need an understanding of how semantics
can be used to help Semantic Web Services project
developers to determine which semantic-based
approaches will be beneficial to support their projects and
therefore to be integrated in such web service discovery
and integration architecture.

3

Evaluating Usages through Criteria

Considering the two SWS ontology namely OWL-S and
WSMO, we require criteria for evaluating these
languages to facilitate the selection of an appropriate
model. In this section, we identify and discuss some
relevant criteria that have been developed from SWS
project artefacts and ontology literatures for evaluating
SWS ontologies usage. After exhaustive research, we
come to the four criteria that may influence the choice of
SWS ontology, as follows:
Intended use: According to Gruninger et al. (2008), this
criterion refers to the purpose(s) of using ontology.
Resolving automation is an important issue to be
addressed for a number of different tasks in web service
management. Both OWL-S and WSMO use ontologies to
facilitate the automation of Web service tasks such as
web service discovery, web service invocation, web
service composition and interoperation as well as web
service execution and monitoring via providing semantic
descriptions by enriching Web Services. From our
observation, OntoGov and TERREGOV projects do not
completely take advantage of SWS technology. For
example, TERREGOV has opted for OWL-S for
modelling, describing and selecting services but uses
BPEL to compose services, whereas OntoGov does not
consider dynamic composition services whose
composition is explicitly predefined by the laws. These
scenarios indicate automation of web service lifecycle is
not essentially possible or necessary due to some projects
still require particular tasks to be done by human actors
for decision making, instead of the agent.
Expressiveness: This criterion is the most important
criteria in the selection of ontology formalism for
modeling ontology and considerably not an easy task.

Hepp (2007) uses the criteria “expressiveness” to refer to
the expressiveness of the formalism used for specifying
the ontology. A higher expressiveness allows more
sophisticated reasoning, but requires much more effort for
producing the ontology and more difficult for users to
understand an expressive ontology, because users need a
better knowledge in logic. Significantly, expressiveness
increases the computational costs in reasoning.OWL-S,
which was written on OWL with three increasingly
expressive
sublanguages
for
different
usages
requirements (W3C 2004): OWL Lite, OWL DL and
OWL Full. Similarly, WSML provided by WSMO also
has increasingly expressive sublanguages (De Bruijn et
al. 2006): WSML-Core, WSML-DL, WSML-Flight,
WSML-Rule, and WSML-Full. However, it has been
argued that WSML provides extra expressivity than OWL
because it is comprised of rule-oriented languages: Logic
Programming, First Order Logic (FOL) and Description
Logic.
Automated Reasoning: This criterion refers to inference
engine mechanism to resolve manual human
interpretation via automated reasoning machine to
process the web services requests on human users’ behalf
(Smith and Welty 2001). Gruninger et al. (2008) specify
three kinds of reasoning supported in software
applications that use the ontology, which is supposed to
be simple for specially and/or generally automated
reasoning. However, the reasoning that will be done with
the ontology depends on the type of selected
representational structure (Bettahar et al. 2009). In the
context of web services this mechanism is well-known in
helping users interested in searching, selecting or
composing a certain set of target services.
User perception: This criterion refers to user’s attitude
(e.g. user satisfaction, acceptance) towards understanding
the usage. We argue perceived usefulness and perceived
ease of use influence the user’s attitude, which in turn
affect usage intentions. These SWS ontologies have been
comfortably used in projects if its usage is understandable
and it provides ease of use. For example, Access-eGov
project noted that OWL-S is not understandable due to
the language having been extended to traditional web
services and perceived it as a disadvantage leading to the
selection of WSMO (Sroga 2008). Likewise,
TERREGOV reported their practical experiences with
OWL-S by highlighting the fact that the knowledge about
SWS field and Web Services enrichment is not yet
widespread and there are very few already-deployed
applications using such semantic information (Konstantas
et al. 2006).
The last four rows of each project in Table 1 (see the
last pages of this paper) indicate the criteria that influence
the selection of SWS ontologies. In Table 1, information
for SWS ontology in some projects has been omitted and
indicated as N/A (not available), to indicate that either we
could not found the information or it was not mentioned
in the project artefacts.
Given the above set of criteria on intended use,
expressiveness, automated reasoning and user perception,
we will evaluate and benchmark two candidate SWS
ontology with details in the future work. Apparently, not
all applications will be possibly examined by all of the
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criteria above, which are mainly driven by the Web
services case study setting, nevertheless we still argue
that this setting can be generalized and applied to many
real world distributed information systems.

4

Conclusions and Future Work

In this paper, five overarching conclusions emerge from
our analysis of OWL-S and WSMO usage in SWS. First,
despite the usefulness of a SWS ontology, we argue the
fact that current SWS literature failed to demonstrate how
to use their SWS ontology, which may lead to poor
usability. Our hypothesis is supported by Mizoguchi and
Ikeda (1998) who claim that many researchers say they
"use" knowledge/ontology without defining what they
mean by "use", that is, who uses it in what ways.
Secondly, it does not come as a surprise that none of the
languages surveyed is universally applicable, rather
models suitability depends on the different purposes.
From the analysis, it remains unclear which model is
good for which task and how good it is. Our study aims at
supporting the selection of the right models for the right
job. Thirdly and more surprisingly, there is almost no
information regarding difficulties projects faced while
using SWS ontology. We would thus surmise that the
SWS usage is to be agenda driven. Fourth, by surveying
SWS projects, we can get insight in their usage and
believe that these are the most valuable results of our
analysis. Although we do not provide complete technical
details, it is sufficient to illustrate opportunities to
improve web services deployment. We already know that
OWL-S and WSMO are useful, but we argue that their
usage quality is still obscure. Based on this we claim that
there is a need for a complementary between evaluation
and the usage quality; we see a strong need for vigorous
benchmarking. Fifth, while analysing the projects, we
have found the selection of those SWS ontologies prior to
usage has already been decided due to several reasons.
However, we still need to ask how do projects decide
on SWS ontology usage and how should they decide?
How is the process in arriving at the usage decision and
what the criteria or methods used? We identify two
outstanding gaps regarding with SWS ontology usage and
identified a topic for our future work. First, the selection
of SWS ontology prior to the usage and we propose a set
of criteria for an evaluation that aims at filling this gap in
section 4. The second gap is dealing with the process of
using OWL-S and WSMO in which we propose a
solution by using criteria to improve their usage in
section 4. The reason for this claim is that we view the
whole process of using these criteria as a cycle, so it's
rather arbitrary where we start using OWL-S and WSMO.
We should note that different user have different criteria
driven by different requirements for where they start
using SWS ontology. We are not aware of any research in
the field of SWS that aims to qualitatively improve Web
service ontologies or to facilitate the selection and the
process of using these ontologies.
From the area of an evaluation study, we will evaluate
these models with respect to criteria as proposed in
section 4 in making the decision on SWS ontology usage.
These criteria have significance for two reasons. First, the
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criteria either used or not used and the way in which they
are applied or not applied, significantly impact the
effectiveness with which SWS ontology usage decisions
are made. They determine whether the "right" ontologies
are selected. Second, the criteria are significant for the
Web services management in terms of their role in
optimizing web services ontologies in terms of cost
versus benefit analysis decision. This research has throw
up many questions in need of further investigation. Our
future work is to investigate a meaningful method for
measuring the proposed criteria dealing with SWS
ontologies usage from SWS projects perspective in order
to determine the effectiveness of using OWL-S or
WSMO on fostering web services in these directions.
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OWL-S

WSMO

OntoGov

TERREGOV

FUSION

SemanticGov

Access-eGov

Expressiveness

Intended use

Ways of using SWS ontology

Selection reason

Use KAON reasoner

Allow the least expressiveness

Modelling, automate discovery and compose services as a change management

Use semantic technology without WSDL and BPEL. Developed a new language from a combination of OWL-S profile and process
ontology with WSMO-state based

Impossible to reuse both OWL-S and WSMO

Use OWL-S in conjunction with WSDL and BPEL, in particular use OWL-S profile in providing semantics, but uses BPEL language to
compose services
Structuring knowledge for knowledge management cause to the enrichment of web services meta-data with semantic descriptors
Driving human-machine dialogs
Semantic indexing/retrieval of text and documents
Modelling, describing services, automated discovery services and automated service selection

Automated reasoning

Allow the least expressiveness

OWL-S was the most mature formalism and W3C standard recommendation

Intended use

Use JENA reasoner

Perception refer to the selection reason above

Expressiveness

Perception refer to the selection reason above

Selection reason

Automated reasoning

User perception

User perception

OWL-S was selected as WSMO/WSMX/WSML do not attempt to provide semantic enhancements to UDDI but rather stand as
independent WSMX environment components and are not integrated with UDDI

Ways of using SWS ontology

Selection reason

Allow maximal expressiveness

Automation of web service discovery
Use Pellet reasoner

Use OWL-S in conjunction with WSDL, BPEL and UDDI

Expressiveness

Ways of using SWS ontology

Automated reasoning

OWL-S do not consider client and mediator features, thus WSMO is chosen

Perception refer to the selection reason above

Intended use

Selection reason

Automatic discovery, composition, mediation, and execution of web services

Use WSMO in conjunction with BPEL

User perception
Ways of using SWS ontology

N/A

Intended use

Use WSML2Reasoner

N/A

Expressiveness

Reuse 25 existing eGov ontologies including OntoGov, TerreGov and SemanticGov ontology, and composition of eGov services into a
complex business process

Perception refer to the selection reason above

Ways of using SWS ontology

N/A

Automated reasoning

Intended use

Use WSML2Reasoner

Selection reason

Expressiveness

Perception refer to the selection reason above

User perception

Automated reasoning

(1) Perceived a little apprehension before using OWL-S due to the fact that the language must have been extended for traditional
services; (2) Perceived disadvantages of OWL-S usage of single modelling element (Service Profile) for requester and provider and (3)
the problem with rule language that lead to undecidability

User perception

Table 1: Analysis results of OWL-S and WSMO usage in Five SWS Projects
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