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Preface

The 18th “Computing: The Australasian Theory Symposium – CATS” is an annual conference held in the
Australia-New Zealand region, dedicated to theoretical computer science. CATS is part of the Australasian
Computer Society Week (ACSW), an international annual conference event, supported by the Computing
Research and Education Association (CORE) in Australia. ACSW 2012 is hosted by the RMIT University
in Melbourne, Australia January 30 – February 2, 2012.
CATS is an international, fully refereed conference publishing original research in all areas of theoretical
computer science. The Program Committee in 2012 included members from Australia, New Zealand, USA,
Japan, China, Germany, Hong Kong, UK, India, Italy, Switzerland, and Chile. In 2012 the conference
received 34 submissions, of which 18 were accepted for publication, resulting in an acceptance rate of 53%.
Each submission received three or four independent reviews from program committee members or subreviewers, and was discussed by the Program Committee. I would like to thank all the Program Committee
members and sub-reviewers for their work, as well as all the authors for their contribution in making CATS
a successful theory event.

Julián Mestre
The University of Sydney
CATS 2012 Programme Committee Chair
January 2012
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Welcome from the Organising Committee

On behalf of the Australasian Computer Science Week 2012 (ACSW2012) Organising Committee, we
welcome you to this year’s event hosted by RMIT University. RMIT is a global university of technology
and design and Australia’s largest tertiary institution. The University enjoys an international reputation
for excellence in practical education and outcome-oriented research. RMIT is a leader in technology, design,
global business, communication, global communities, health solutions and urban sustainable futures. RMIT
was ranked in the top 100 universities in the world for engineering and technology in the 2011 QS World
University Rankings. RMIT has three campuses in Melbourne, Australia, and two in Vietnam, and offers
programs through partners in Singapore, Hong Kong, mainland China, Malaysia, India and Europe. The
University’s student population of 74,000 includes 30,000 international students, of whom more than 17,000
are taught offshore (almost 6,000 at RMIT Vietnam).
We welcome delegates from a number of different countries, including Australia, New Zealand, Austria,
Canada, China, the Czech Republic, Denmark, Germany, Hong Kong, Japan, Luxembourg, Malaysia, South
Korea, Sweden, the United Arab Emirates, the United Kingdom, and the United States of America.
We hope you will enjoy ACSW2012, and also to experience the city of Melbourne.,
Melbourne is amongst the world’s most liveable cities for its safe and multicultural environment as
well as well-developed infrastructure. Melbournes skyline is a mix of cutting-edge designs and heritage
architecture. The city is famous for its restaurants, fashion boutiques, café-filled laneways, bars, art galleries,
and parks.
RMIT’s city campus, the venue of ACSW2012, is right in the heart of the Melbourne CBD, and can be
easily accessed by train or tram.
ACSW2012 consists of the following conferences:
– Australasian Computer Science Conference (ACSC) (Chaired by Mark Reynolds and Bruce Thomas)
– Australasian Database Conference (ADC) (Chaired by Rui Zhang and Yanchun Zhang)
– Australasian Computer Education Conference (ACE) (Chaired by Michael de Raadt and Angela Carbone)
– Australasian Information Security Conference (AISC) (Chaired by Josef Pieprzyk and Clark Thomborson)
– Australasian User Interface Conference (AUIC) (Chaired by Haifeng Shen and Ross Smith)
– Computing: Australasian Theory Symposium (CATS) (Chaired by Julián Mestre)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Jinjun Chen
and Rajiv Ranjan)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Kerryn Butler-Henderson and Kathleen Gray)
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Aditya Ghose and Flavio
Ferrarotti)
– Australasian Computing Doctoral Consortium (ACDC) (Chaired by Falk Scholer and Helen Ashman)
ACSW is an event that requires a great deal of co-operation from a number of people, and this year has
been no exception. We thank all who have worked for the success of ACSE 2012, including the Organising
Committee, the Conference Chairs and Programme Committees, the RMIT School of Computer Science
and IT, the RMIT Events Office, our sponsors, our keynote and invited speakers, and the attendees.
Special thanks go to Alex Potanin, the CORE Conference Coordinator, for his extensive expertise,
knowledge and encouragement, and to organisers of previous ACSW meetings, who have provided us with
a great deal of information and advice. We hope that ACSW2012 will be as successful as its predecessors.

Assoc. Prof. James Harland
School of Computer Science and Information Technology, RMIT University
ACSW2012 Chair
January, 2012

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2012 in Melbourne. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The original component conferences - ACSC, ADC, and CATS, which formed the basis of ACSW
in the mid 1990s - now share this week with seven other events - ACE, AISC, AUIC, AusPDC, HIKM,
ACDC, and APCCM, which build on the diversity of the Australasian computing community.
In 2012, we have again chosen to feature a small number of keynote speakers from across the discipline:
Michael Kölling (ACE), Timo Ropinski (ACSC), and Manish Parashar (AusPDC). I thank them for their
contributions to ACSW2012. I also thank invited speakers in some of the individual conferences, and the
two CORE award winners Warwish Irwin (CORE Teaching Award) and Daniel Frampton (CORE PhD
Award). The efforts of the conference chairs and their program committees have led to strong programs in
all the conferences, thanks very much for all your efforts. Thanks are particularly due to James Harland
and his colleagues for organising what promises to be a strong event.
The past year has been very turbulent for our disciplines. We tried to convince the ARC that refereed
conference publications should be included in ERA2012 in evaluations – it was partially successful. We
ran a small pilot which demonstrated that conference citations behave similarly to but not exactly the
same as journal citations - so the latter can not be scaled to estimate the former. So they moved all
of Field of Research Code 08 “Information and Computing Sciences” to peer review for ERA2012. The
effect of this will be that most Universities will be evaluated at least at the two digit 08 level, as refereed
conference papers count towards the 50 threshold for evaluation. CORE’s position is to return 08 to a
citation measured discipline as soon as possible.
ACSW will feature a joint CORE and ACDICT discussion on Research Challenges in ICT, which I hope
will identify a national research agenda as well as priority application areas to which our disciplines can
contribute, and perhaps opportunity to find international multi-disciplinary successes which could work in
our region.
Beyond research issues, in 2012 CORE will also need to focus on education issues, including in Schools.
The likelihood that the future will have less computers is small, yet where are the numbers of students we
need?
CORE’s existence is due to the support of the member departments in Australia and New Zealand,
and I thank them for their ongoing contributions, in commitment and in financial support. Finally, I am
grateful to all those who gave their time to CORE in 2011; in particular, I thank Alex Potanin, Alan Fekete,
Aditya Ghose, Justin Zobel, and those of you who contribute to the discussions on the CORE mailing lists.
There are three main lists: csprofs, cshods and members. You are all eligible for the members list if your
department is a member. Please do sign up via http://lists.core.edu.au/mailman/listinfo - we try to keep
the volume low but relevance high in the mailing lists.

Tom Gedeon
President, CORE
January, 2012

ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
AUIC
APCCM
AusPDC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computer Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Australasian User Interface Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and CATS 2012 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

CORE - Computing Research and Education,
www.core.edu.au

Australian Computer Society,
www.acs.org.au

RMIT University,
www.rmit.edu.au/
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Decomposing a Multigraph into Split Components
Yung H. Tsin1
1

School of Computer Science
University of Windsor,
Windsor, Ontario, Canada,
Email: peter@uwindsor.ca

Abstract
A linear-time algorithm for decomposing a graph into
split components is presented. The algorithm uses
a new graph transformation technique to gradually
transform the given graph so that every split component in it is transformed into a subgraph with very
simple structure which can be easily identified. Once
the split components are determined, the triconnected
components of the graph are easily determined. The
algorithm is conceptually simple and makes one less
pass over the input graph than the existing best
known algorithm which could mean substantial saving in actual execution time. The new graph transformation technique may be useful in other context.
Keywords: Graph algorithm, depth-first search,
graph-connectivity, 3-vertex-connectivity, triconnectivity, triconnected component, separation pairs, split
components.
1

Introduction

Graph connectivity is a basic property of graph that
is fundamental to the studies of many other topics
such as network reliability, graph drawing, quantum
physics, bioinformatics and social networks. The notion of k-vertex-connectivity and k-edge-connectivity
are two important concepts in graph connectivity. An
undirected connected graph is k-vertex-connected (kedge-connected, respectively) if disconnecting it requires the removal of at least k vertices (edges, respectively).
The 1-vertex-connectivity and 1-edge-connectivity
problems are trivial. Tarjan (1972) presented the first
linear-time algorithm for 2-vertex-connectivity (also
called biconnectivity). His algorithm is based on the
graph traversal technique, depth-first search. The algorithm also solves the 2-edge-connectivity problem
in linear time. Gabow (2000) revisited depth-first
search from a diﬀerent perspective — the path-based
view — and presented new linear-time algorithms for
biconnectivity and 2-edge-connectivity. For 3-vertexconnectivity (also called triconnectivity), Hopcroft
and Tarjan (1973) presented a linear-time algorithm
that is also based on depth-first search. For 3-edgeconnectivity, a number of linear-time algorithms have
been proposed (Galil et al. 1993, Nagamochi et al.
c
Copyright �2012,
Australian Computer Society, Inc. This
paper appeared at the 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

1992, Taoka et al. 1992, Tsin 2007, 2009). No lineartime algorithm is known for k > 3.
Hopcroft and Tarjan (1973) presented the first
linear-time algorithm for triconnectivity. Although
elegant, the paper contains quite a number of minor
but crucial errors which make the algorithm very hard
to understand and implement correctly. Gutwenger
and Mutzel (2001) did an excellent job in listing a
number of such errors and explained how to correct
them. Unfortunately, their explanation for some of
the errors were brief and no detailed explanation on
how to implement the corrected algorithm in linear
time was given. The only way to find that out is to
read the code of their implementation which is available in Gutwenger et al. (2001). Vo (1983) presented
an algorithm which resembles that of Hopcroft et al.
and gives almost no detail on implementation. Miller
et al. (1992) and Fussell et al. (1993) presented parallel triconnectivity algorithms. Although these algorithm are serializable and run in linear time, they are
much more complicated and obviously less eﬃcient
(in terms of actual run-time) then Hopcroft et al. as
they are meant for the PRAMs. Recently, Saifullah
and Ungor (2009) showed that triconnectivity can be
reduced to 3-edge-connectivity in linear time, making it possible to use 3-edge-connectivity algorithm
to solve the triconnectivity problem.
In this paper, we present a conceptually simple
linear-time algorithm that uses a new graph transformation technique to solve the triconnectivity problem. The idea is similar to that of Tsin (2007) for
solving the 3-edge-connectivity problem. In contrast
with Hopcroft et al., our algorithm does not classify
separation pairs into diﬀerent types. Moreover, our
algorithm avoids the rather time-consuming construction of a special adjacent lists structure for the input
graph, hence making one less pass over the graph.
Here, one pass is a process that requires examining the entire adjacency lists structure representing
the graph, such as performing a depth-first search
over the graph or sorting the edges of the graph
with bucket sort. The graph-transformation technique could be useful in other context.
2

Definitions

The definitions of most of the graph-theoretic concepts used in this paper are standard and can be
found in Even (1979) or Hopcroft and Tarjan (1973).
We shall only give some important or uncommon definitions below.
A graph G = (V, E) consists of a set of vertices V
and a set of edges E. The graph is either undirected
or directed. The graph is a multigraph if it contains
parallel edges (edges with the same end-vertices) and
is a simple graph otherwise. Let U ⊆ V . The sub3
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graph of G induced by U, denoted by �U �, is the
maximal subgraph of G whose vertex set is U . The
graph resulting from G after all the vertices in U are
removed is denoted by G − U . A connected graph
G = (V, E) is biconnected if ∀v ∈ V, G − {v} is a
connected graph.
Let G = (V, E) be a biconnected graph and a, b ∈
V . ∀e, e� ∈ E, let e ∼{a,b} e� if and only if there
exists a path containing both e and e� but not a or
b except as a terminating vertex. The binary relation ∼{a,b} is an equivalence relation in E. Therefore, the edge set E can be partitioned into equivalence classes E1 , E2 , . . . , Ek w.r.t. ∼{a,b} . If k ≥ 2,
then {a, b} is a separation pair unless (i) k = 2
and ∃i ∈ {1, 2}, Ei = {(a, b)}, or (ii) k = 3 and
Ei = {(a, b)}, 1 ≤ i ≤ 3. A biconnected graph is
triconnected if it has no separation pair.
Let {a, b} be a separation pair and Ei , 1 ≤ i ≤ k,
be the equivalence classes w.r.t. ∼{a,b} . Let E � =
�k
�h
��
�
��
i=1 Ei and E =
i=h+1 Ei such that |E |, |E | ≥ 2.
Let G1 = (V1 , E � ∪ {e}) and G2 = (V2 , E �� ∪ {e}) such
that e = (a, b) and V1 (V2 , respectively) consists of
the end-vertices of the edges in E � (E �� , respectively).
The graphs G1 and G2 are called split graphs of G
w.r.t. {a, b}. Replacing G by G1 and G2 is called
splitting G. The new edge e that is added to both
G1 and G2 is called a virtual edge. The virtual edge
identifies the split creating it. It is easily verified that
if G is biconnected, then any split graph of G is also
biconnected. Let G be split into two split graphs, the
splits graph are then split into smaller split graphs,
and so on, until no more splits are possible. Then each
of the resulting split graphs is called a split component. A split component is of one of the following
three types: triple bond (a graph consisting of two
vertices and three parallel edges), triangle (a cycle
of length three) and triconnected simple graph.
Let G be a biconnected graph whose set of split
components is B3 ∪ T ∪ G, where B3 is a set of triple
bonds, T is a set of triangles, and G is a set of triconnected simple graphs. Let B be the set of multiple
bonds obtained from B3 by merging triple/multiple
bonds that have common edges until no more merging is possible. Similarly, let P be the set of polygons
obtained from T by merging triangles/polygons that
have common edges until no more merging is possible. Then B ∪ P ∪ G is the set of all triconnected
components of G.
The following are some important facts about
depth-first search: the search assigns every vertex v
a depth-first search number, df s(v), and converts
G into a directed graph, PG , called a palm tree of
G. An edges in PG is either a tree-edge, denoted by
(u → v), or a frond, denoted by (u �→ v), where u is
the tail and v is the head. The frond (u �→ v) is an
incoming frond of v and an outgoing frond of u.
The tree edges form a rooted spanning tree, T , of G.
A subtree of T rooted at vertex w, denoted by Tw ,
is the maximal subgraph of T that is a tree and of
which w is the root. The vertex set of Tw is denoted
by VTw . A path in T leading from u to v is denoted
by u � v. When the depth-first search reaches a vertex w, vertex w is called the current vertex of the
search.
A millipede, denoted by T�0 e1 T�1 e2 T�2 · · · ek T�k , is a
graph consisting of a path u0 e1 u1 e2 u2 · · · ek uk and a
set of trees, T�i , 0 ≤ i ≤ k, such that each T�i is of
height at most 1 and is rooted at ui (Figure 1).
The path is the spine while the edges in the trees
are the legs of the millipede. Vertices u0 and uk are
the terminating vertices of the millipede. When
4
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Figure 1: A millipede
T�0 is a null tree, the millipede can be denoted by
e1 T�1 e2 T�2 · · · ek T�k . We are interested in millipedes in
which every edge is a superedge. A superedge e is
an edge associated with a set of edges, denoted by e�,
that are tree edges or fronds of the palm tree PG . A
supergraph is a graph whose edges are superedges.
An outgoing frond of a superedge e is a frond
(x �→ y) such that x is an end-vertex of some edge in e�
but not of e while y is not an end-vertex of any edge in
e�. An outgoing frond of a millipede is an outgoing
frond of a superedge or of a vertex (excluding the two
terminating vertices) in the millipede. The set of all
outgoing fronds of a vertex u, of a superedge e and
of a millipede P� are denoted by Out(u), Out(e)
� respectively. An edge (as oppose to
and Out(P),
superedge) of a millipede is an edge of G that is
either an edge in a superedge or an outgoing frond of
the millipede.
Initially, the palm tree PG created by a depth-first
search can be regarded as a supergraph in which e� =
{e}, ∀e ∈ E. During the execution of our algorithm,
PG (= PG0 ) is transformed gradually into a sequence
q
such that every split
of supergraphs PG1 , PG2 , . . . , RG
q
component in PG corresponds to a split component
of the input graph G and vice versa. Specifically,
PGj , 0 ≤ j < q, is transformed into PGj+1 either by
splitting it into two or three subgraphs, or by having
two superedges coalesced into one superedge. Both
transformations occur on a millipede in PGj . Notice
that even though PG is a directed graph, we shall
regard it as the undirected graph G in which every
edge is classified as either a tree-edge or a frond. As a
result, all of the definitions for undirected graph given
above apply equally well to PG as well as PGj , 1 ≤ j ≤
q. However, as the tails of the outgoing fronds of the
superedges are not vertices in PGj , the definition of the
equivalence relation, ∼{a,b} , in PGj must be modified
accordingly: e ∼{a,b} e� if and only if there is a path
for which each of e and e� is either an edge on it or
an outgoing frond of a superedge on it and neither a
nor b is an internal vertex. Similarly, the definition of
path is modified as follows: a path in PGj , 0 ≤ j ≤ q,
is a sequence of edges e1 e2 . . . ek such that either ei
and ei+1 share a common end-vertex or one of them
is an outgoing frond of the other. The following terms
were first introduced in (Hopcroft and Tarjan 1973).
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∀w ∈ V ,
low1(w) = min({df s(w)} ∪ {df s(u)|∃(w �→ u)} ∪
{low1(u)|u ∈ C(w)});
low2(w) = min({df s(w)}∪[({df s(u)|∃(w �→ u)}∪
{low1(u)|u ∈ C(w)} ∪ {low2(u)|u ∈ C(w)})
−{low1(w)}]),
where C(w) is the set of children of w.
3
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The triconnectivity algorithm

Given an undirected multigraph G = (V, E). If G
contains parallel edges, we can follow Hopcroft and
Tarjan (1973) to separate them, creating a set of triple
bonds and a simple graph G� without parallel edges.
If G� is not biconnected, we can use the biconnectivity
algorithm of Tarjan (1972) to decompose G� into a
collection of biconnected components. Hence, in the
following discussion, we shall assume without loss of
generality that the graph G is biconnected and simple.
Since G is biconnected, it is easily verified that if
{x, y} is a separation pair, then one of the two vertices
is an ancestor of the other in the depth-first search
tree (see Hopcroft and Tarjan (1973)). The basic idea
underlying our algorithm is as follows. In Figure 2(a)
and (b), it is obvious that the vertex pair {a, b} is a
separation pair and the triangle ae1 we2 be� a, where e�
is a virtual edge, is a split component. Clearly, not every split component is of that simple structure. Our
algorithm will transform the graph during a depthfirst search gradually so that every split component
is transformed into a millipede whose spine consists
of two or more superedges (the a − b path in Figure
3(a), (b)) such that no outgoing edge of the superedges
or of the internal vertices on the millipede has its
other end-vertex outside the millipede. This condition will be detected when the search backtracks to
one of the end-vertices (vertex a in Figure 3(a), (b)).
A split component will then be created.
Two transformation operations will be used by our
algorithm to transform the given graph G (or more
precisely the palm tree PG ) gradually into a collections of split components. The first one is called split
which will be used to separate a millipede from the
supergraph to which it belongs so as to produce a
split component.
The second one is called coalesce which is to be
applied to a millipede whose spine consists of two superedges after the internal vertex of the spine has
been confirmed to be unable to form new separation pair. Specifically, let e1 T�1 e2 be a millipede in
which the spine is u0 u1 u2 , where e1 = (u0 , u1 ) and
e2 = (u1 , u2 ). When a coalesce operation is applied
to the millipede, the millipede is replaced by a new
superedge e�1 = (u0 , u2 ) such that e�� 1 consists of the
edges of the superedges in the millipede while Out(e�1 )
consists of the outgoing edges of the millipede (if an
outgoing edge becomes an internal edge of e�1 , it is
included in e�� 1 rather than Out(e�1 )). The coalesce
operation can be easily extended to millipedes having
more that two superedges on its spine.
The following is a brief description of the algorithm. For ease of explanation, we shall use low1(u)
and y interchangeably if df s(y) = low1(u).
First, starting from an arbitrary vertex r, a depthfirst search is performed over the graph G to construct
a palm tree PG of G. During the search, at each vertex
u, low1(u) and low2(u) are computed. If there is a
child v of u such that low1(v) = low1(u), then among
all these children, one of them is made the first child
of u. If there is no such a child v of u, then an outgoing
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Figure 2:
frond of u, u �→ y, such that df s(y) = low1(u) is made
the first frond of u. A first descendant of vertex
u is the first child of u of a first descendant of the first
child of u.
A second depth-first search is then performed over
PG . Recall that PG can be regarded as the graph G
with every edge in it being classified as tree-edge or
frond.
During this search, at each vertex u, the first incident edge traversed is the one connecting the first
child or the first frond if the first child does not exist. When the search backtracks from a vertex u to
the parent vertex w, the subgraph of G consisting
of the edge set of �VTu � and the fronds that have an
end-vertex in Tu has been transformed into a graph
consisting of a set of split components and a millipede
P�u : T�0 e1 T�1 · · · ek T�k , called the u-millipede, with the
following properties: (Figure 4(i))
(i ) the spine of the millipede u0 u1 . . . uk is such that
u0 = u; ui+1 is a first descendant of ui , 0 ≤ i < k,
and uk has an outgoing frond f = (uk �→ y) such
that df s(y) = low1(u). Furthermore, if k > 0,
then ek T�k or vertex uk has an outgoing frond
f � = (x� �→ y � ) such that y � is an internal vertex
of the path low1(u) � u.
(ii ) for every superedge e in P�u , e� consists of all
the edges that have an end-vertex in Tu and are
known to be belonging to the same split component as e;
(iii ) for every outgoing frond f = (x �→ y) of
P�u (including the terminating vertex uk ), either
df s(y) < df s(u) or f = (ui �→ ui−1 ), for some
i, 1 ≤ i ≤ k.
Let P� : e0 T�0 e1 T�1 · · · ek T�k be the millipede resulting from concatenating the superedge e0 = (w → u)
5
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Figure 3:
with P�u . If there is no outgoing frond of e0 T�0 e1 whose
head is outside e0 T�0 e1 , then {w, u1 } is a separation
pair and the edges in e0 T�0 e1 form a split component
(this corresponds to the situation depicted in Figure 3(a)). The section e0 T�0 e1 on P� is then replaced
by a virtual edge e�1 = (w, u1 ). If there is a frond
f � = (u1 �→ w), then a triple bond with vertex set
{w, u1 } is also created (Figure 4(ii)). Let the updated
P� be e�1 T�1 e2 T�2 · · · ek T�k . If the above condition on outgoing frond applies to the section e�1 T�1 e2 , then a split
component is generated and the section e�1 T�1 e2 on P�
is replaced by a virtual edge. This process is repeated
until the aforementioned condition does not hold. Let
the resulting millipede be e�h T�h eh+1 T�h+1 · · · ek T�k . Let
P� be e�h T�h eh+1 T�h+1 · · · ek T�k f such that f = (uk �→
y), where df s(y) = low1(uh ). If there is no outgoing fronds of P� whose head is an internal vertex of the tree-path low1(uh ) � w and there is at
least one vertex outside VT uh ∪ {(w, low1(uh ))}, then
{w, low1(uh )} is a separation pair and the entire millipede P� is removed to produce a split component (Figure 4(iii)) (this corresponds to the situation depicted
in Figure 3(b)). A virtual frond e� = (w �→ low1(uh ))
is introduced to replace P�. If there is already a frond
f � = (w �→ low1(uh )) in PG , then a triple bond with
vertex set {w, low1(uh )} is also created. On the other
hand, if there is an outgoing fronds of P� whose head
is an internal vertex of low1(uh ) � w, then P� is coalesced into a superedge e�k = (w, uk ) if uh is not a
6

Figure 4: Generating split components from millipede
first descendant of w. Otherwise, P� becomes the wmillipede P�w .
After all the children of w are processed, let P�w be
� �
eh Th eh+1 T�h+1 · · · ek T�k . The incoming fronds of w are
examined. For each incoming frond f = (x �→ w), if
f ∈ Out(uj ) ∪ Out(ej ), h < j ≤ k, then the vertices
ui , h ≤ i < j, can no longer generate separation pair.
The section on P�w , e�h T�h eh+1 · · · T�j−1 ej , is thus coalesced into a superedge e�j = (w, uj ). Similarly, if f is
an outgoing frond of a leg e in some T�j , h ≤ j ≤ k,
then the section e�h T�h eh+1 · · · ej and the leg e are coalesced into a superedge e�j = (w, uj ).
When the incoming fronds of w are completely
processed, the w-millipede is finalized. The search
then backtracks to the parent vertex of w unless
w = r; in which case, execution of the algorithm terminates and the splits components are all generated.
The palm tree PG is represented by adjacency lists
A[w], w ∈ V, which are created during the first depthfirst search. Specifically, an entry u in A[w] represents a tree-edge, (w → u), if df s(u) > df s(w)
and represents an outgoing frond of w, (w �→ u), if
df s(u) < df s(w). The first entry in A[w] is the first
child of w if w has a first child and is the first frond
of w, otherwise. Note that the adjacency lists structure A[w], w ∈ V , is much simpler than the acceptable
adjacency lists structure used in Hopcroft and Tarjan
(1973) as it does not require the vertices in each list
to be arranged in a particular order. The bucket-sort
is thus avoided. Since this step is rather straightforward, we shall omit the details.
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The second depth-first search is performed over G
based on the adjacency lists A[w], w ∈ V . The split
components are determined during this search. The
details are presented as Algorithm Split-component
below. In the algorithm, w ⊕ P� denotes the millepede e1 T�1 e2 T�2 · · · ek T�k if e1 = (w → u1 ) and P� is the
millipede T�1 e2 T�2 · · · ek T�k . Note that to make the description of the second search (which is the main part
of our algorithm) self-contained, we have included
the calculations of low1(w), low2(w), ∀w ∈ V, even
though they are calculated during the first search.
Moreover, to eﬃciently determine if a millipede of
the form e1 T�i ei+1 produces a split component, the
following terms are calculated:
∀w
∈
V, low3(w)
=
min({df s(w)} ∪
[{df s(u)|∃(w �→ u)} ∪ {low1(u)|u ∈ C(w) − {c1 }}],
where c1 is the first child of w.
∀e = (v → w), low3(e) = min({df s(v)} ∪
{df s(y)|∃(x �→ y) ∈ Out(�
e)}).
Specifically, for a vertex w, low3(w) is the highest
(closest to the root r) vertex in PG that is connected
to w through a (possibly null ) tree path that avoids
the first child of u following by a frond; for a superedge e, low3(e) is the highest vertex in PG that is
connected to w through an outgoing frond of e.

Algorithm Split-components;
Input: The adjacent lists A[w], ∀w ∈ V .
Output: The split components of G = (V, E).
begin
count := 1; mark every vertex as unvisited ;
DFS(r, ⊥);
end.
Procedure DFS(w, v);
begin /* Initialization */
mark w as visited ;
df s(w) := count; count := count + 1;
parent(w) := v; low2(w) := low3(w) := df s(w);
P�w := w; Out(w) := ∅; InF rondList(w) := ∅;

1. for each (u ∈ A(w)) do
if (e = (w → u) ∈ ET ¯) then /* a tree edge */
e� := {e}; low3(e) = df s(w);
1.0 DFS(u, w);
/* Check for split components */
1.1 P� := Gen SplitComp(w ⊕ P�u );
1.2 if (u is the first child of w) then
/* P� is the w-millipede */
P�w := P�; low1(w) := low1(u);
low2(w) := min{low2(w), low2(u)};
1.3 else Coalesce(P�, ⊥); /*coalesce the entire P�*/
Add P� to the T�i subtree rooted at w;
/* P� becomes a leg of T�i */
if (low1(u) = low1(w)) then
low2(w) := min{low2(w), low2(u)}
else low2(w) := min{low2(w), low1(u)};
low3(w) := min{low3(w), low1(u)}
else if (e = (w �→ u) ∈ E − ET ) then
/* e is an outgoing frond */
Add e to Out(w);
/* add e to the list of incoming fronds of u
*/
1.4
Add e to InF rondList(u);
if (e is the first frond of w) then
low1(w) := df s(u)
else if (df s(u) > low1(w)) then

low2(w) := min{low2(w), df s(u)};
low3(w) := min{low3(w), df s(u)};
else /* e is an incoming frond;
process it in Step 2 below. */
2. for each ( (u �→ w) ∈ InF rondList(w)) do
2.1 Coalesce(P�w , u);
end;

Procedure Coalesce(P�, u);
begin /* Let P� : e1 T�1 e2 T�2 · · · ek T�k . */
if (k = 0) then return; /* P� is null */
if (u =⊥) then /* coalesce the entire P� */
u := uk ; all := true;
/* coalesce the section of P� from w to u */
i ← 1;
1. while (i < k ∧ ui+1 ∈ Ans(u)) do
/* coalesce �
T�i ei+1 into e1 */
e�1 := e�1 ∪ e�i+1 ∪ ( e∈E � e�) ∪ Out(ui );
Ti

low3(e1 ) := min{low3(e1 ), low3(ei+1 ), low3(ui )};
i ← i + 1;
endwhile;
2. if (u is the tail of an outgoing frond of a leg,
e = (ui , u� ), in T�i )
then /* coalesce the leg e into e1 */
e�1 := e�1 ∪ e�;
low3(e1 ) := min{low3(e1 ), low3(e)};
else if (u is the tail of an outgoing frond of
e = (ui , ui+1 ) )
then /* coalesce e into e1 */
e�1 := e�1 ∪ e�;
low3(e1 ) := min{low3(e1 ), low3(e)};
else if (all = true) then
/* coalesce �
T�k into e1 as well */
e�1 := e�1 ∪ ( e∈E � e�) ∪ Out(uk );
Tk

low3(e1 ) := min{low3(e1 ), low3(uk )};
end; /* of Procedure Coalesce */

Procedure Ḡen SplitComp(P�);
begin
Let P� be e1 T�1 e2 T�2 · · · ek T�k , where e1 = (u0 , u1 ).
i := 1;
if (k > 1) then
/* Check for situation depicted in Fig. 4(ii) */
3.1 while [(i < k)∧
min{low3(ui ), low3(ei+1 )} ≥ df s(u0 )] do
output(split component:
{e | e is an edge of e1 T�i ei+1 } ∪ {e�i+1 }),
where e�i+1 = (u0 , ui+1 ) is a new virtual edge;
1. if (∃f = (ui+1 �→ u0 )) then
output( triple bond: {f, e�i+1 , e��i+1 }),
where e��i+1 = (u0 , ui+1 ) is a new virtual edge;
replace e1 T�i ei+1 in P� with e��i+1 ;
rename e��i+1 as e1 ;
else replace e1 T�i ei+1 in P� with e�i+1 ;
rename e�i+1 as e1 ;
e1 := {e1 }; low3(e1 ) := df s(u0 );
i := i + 1;
endwhile;
/* Check for situation depicted in Fig. 4(iii) */
3.3 if ((low2(ui ) ≥ df s(u0 ))∧
((parent(u0 ) �= r) ∨ (|C(u0 )| > 1))) then
/* the 2nd condition indicates there is a
vertex outside P� */
7
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output( split component:
{e | e is an edge in P� : e1 Ti ei+1 . . . ek Tk }∪
Out(uk ) ∪ {e�0 }, where
e�0 = (u0 �→ low1(ui )) is a new virtual edge;
2. if (∃f = (u0 , low1(ui ))) then
output( triple bond: {f, e�0 , e��0 }), where
e��0 = (u0 , low1(ui )) is a new virtual edge;
replace P� with the null tree T�0 with u0
as the root;
relabel f as e�0
else replace P� with the null tree T0 with u0
as the root;
Out(u0 ) := Out(u0 ) ∪ {e�0 };
low3(u0 ) := min{low3(u0 ), low1(ui )};
return(P�);
end;

Lemma 3.1 Let w ∈ V − {r}. During the depthfirst search over PG , when the search backtracks from
w to its parent vertex v, the subgraph of PG consisting of the edge set of �VTw � and the fronds that
have an end-vertex in Tw has been transformed into
a set of isolated millipedes and a w-millipede, P�w :
T�0 e1 T�1 . . . ek T�k , such that:
(i ) u0 = w; ui+1 is a first descendant of ui , 0 ≤ i <
k; ∃f = (uk �→ y) such that df s(y) = low1(w),
and if k > 0, then ∃f � = (x� �→ y � ) such that x� ∈
Out(ek T�k ) ∪ Out(uk ) and low1(w) < df s(y � ) <
df s(w);
(ii ) ∀f = (x �→ y) ∈ Out(P�w ) ∪ Out(uk ), either
df s(y) < df s(w) or f = (ui �→ ui−1 ), for some
i, 1 ≤ i ≤ k.

Proof: (By induction on the height of w in T )
The base case where w is a leaf is obvious.
Suppose the lemma holds true for every vertex
with height < h(h ≥ 1).
Let w be a vertex with height h and u be a
child of w. Since the height of u is less than
h, by the induction hypothesis, when the depthfirst search backtracks from u to w, the subgraph
of PG consisting of the edge set of �VTu � and the
fronds that have an end-vertex in Tu has been transformed into a set of isolated millipedes and a umillipede satisfying conditions (i ) and (ii ). Let the
u-millipede be P�u : T�1 e2 T�2 . . . ek T�k . Then Procedure
Gen SplitComponent is called to process the millipede w ⊕ P�u which is P� : e1 T�1 e2 T�2 . . . ek T�k , where
e1 = (u0 , u1 ) = (w, u).
Within Procedure Gen SplitComponent, the
while loop is repeated to produce isolated millipedes
until P� is reduced to the millipede e1 T�h eh+1 . . . ek T�k ,
where either h = k (i.e. P� : e1 T�k ) or h < k such that
min{low3(uh ), low3(eh+1 )} < df s(w). If the condition in the if statement following the while loop holds
for P�, then P� is further reduced to the null path and
an isolated millipede is generated based on it.
Now, if u is not the first child of w, then Procedure
Coalesce is invoked to reduce P� to a superedge e =
(w, uk ) (if P� has not become the null path) which
then becomes a leg of P�w in T�0 .
On the other hand, if u is the first child of w, then
P� becomes P�w . If P�w has been reduced to a null path,
it clearly satisfies the two conditions.
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Suppose P�w is not a null path. After the adjacency
list of w is completely processed, The incoming fronds
of w are then processed.
Let P�w : e1 T�h eh+1 . . . T�k−1 ek T�k and e = (u �→ w)
be an incoming frond of w. If u is not a descendant of uh , then e is in a leg in T�0 (rooted at w)
or in a split component that was generated earlier.
It is thus irrelevant. Otherwise, ∃l, h ≤ l ≤ k, such
that e ∈ Out(ul ) ∪ Out(el ) ∪ Out(e�� ), where e� is a
leg in T�l and the section of P�w , e1 T�h eh+1 . . . T�l−1 el ,
is coalesced into a superedge. Moreover, if e ∈
Out(e�� ), the superedge e� is coalesced with the aforementioned section of P�w . When all the incoming
fronds of w are processed, P�w must have been reduced to T�0 e1 T�m em+1 . . . ek T�k , where h ≤ m ≤ k and
e1 = (w, um ) is a new superedge such that ∀f = (x �→
y) ∈ Out(P�w ) ∪ Out(uk ), if f ∈ Out(e1 ) ∪ Out(um ),
then df s(y) < df s(w) or f = (um �→ w), and if
f ∈ Out(T�m em+1 . . . ek T�k ) ∪ Out(uk ), then by the
induction hypothesis and the definition of um , either df s(y) < df s(w) or f = (ui �→ ui−1 ), for some
i, m < i ≤ k. Condition (ii) thus holds for P�w .
Since P�w is created from P�u , where u is the first
child of w, by the induction hypothesis and the definition of um , it is easily verified that Conditions (i)
holds for P�w . The lemma thus follows. �
The following lemmas and corollary show that
both the split and coalesce operations preserve biconnectivity.
Lemma 3.2 Let PG be transformed into a set of isolated millipedes and a supergraph PG� before a split
operation is applied to a pair of vertices {a, b} of PG�
in Procedure Gen SplitComp. Let PG� be split into
an isolated millipede C and a supergraph PG�� after the
split operation is applied. Then PG� is biconnected implies PG�� is biconnected.
Proof: Trivial. �
Lemma 3.3 Let PG be transformed into a set of isolated millipedes and a supergraph PG� before a coalesce
operation is applied at a vertex w of PG� . Let PG� be
transformed into PG�� after the coalesce operation is
applied. Then PG� is biconnected implies PG�� is biconnected.
Proof: Omitted �
Corollary 1 During an execution of Algorithm
Split-components, let PG be transformed into a set
of isolated millipedes and a supergraph PG� containing
the root r. PG is biconnected implies PG� is biconnected.
Proof: Immediate from Lemmas 3.2 and 3.3. �
The following three lemmas give simple criteria
(based on the terms low2 and low3) for detecting split
components using the idea illustrated in Figure 3.
Lemma 3.4 Suppose the depth-first search has backtracked from a vertex w to its parent vertex v. Let the
millipede v ⊕ P�w be T�0 e1 T�h eh+1 . . . ek T�k (1 ≤ h ≤ k)
at that point of time.

(i) ∃
/ f = (x �→ y) such that f ∈ Out(e1 T�h eh+1 )
and df s(y) < df s(v) if and only if the millipede
e1 T�h eh+1 forms a split component with {v, uh+1 }
as the corresponding separation pair;
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(ii) if /
∃
f = (x �→ y) such that f ∈
�
Out(e1 Th eh+1 . . . ek T�k fk+1 ), where fk+1 =
(uk �→ z) is the first frond of uk , and
df s(z) < df s(y) < df s(v), then the millipede
e1 T�h eh+1 . . . ek T�k fk+1 forms a split component
with {v, z} as the corresponding separation pair.

Proof:
(i) Suppose ∃
/ f = (x �→ y) such that f ∈
�
Out(e1 Th eh+1 ) and df s(y) < df s(v). Since by
Lemma 3.1, ∃/ f = (x �→ uh ) such that f ∈
Out(T�h+1 eh+2 T�h+2 . . . ek T�k )∪Out(uk ). The millipede
e1 T�h eh+1 thus forms a split component with {v, uh+1 }
as the corresponding separation pair.
The converse is obvious.
(ii) Clearly, df s(z) = low1(uh ). Therefore, ∀f =
(x �→ y) such that f ∈ Out(e1 T�h eh+1 . . . ek T�k fk+1 ),
df s(y) ≥ df s(z). By assumption, either df s(z) ≥
df s(y) or df s(y) ≥ df s(v). Hence, df s(y) = df s(z)
or df s(y) ≥ df s(v). The lemma thus follows. �

Lemma 3.5 In Statement 3.1 of Procedure
min{low3(ui ), low3(ei+1 )}
≥
Gen SplitComp,
�
df s(u0 ) if and only if /∃ f = (x �→ y) ∈ Out(e1 Ti ei+1 )
such that df s(y) < df s(u0 ).
Proof: Immediate from the definition of low3(ui )
and low3(ei+1 ). �

Lemma 3.6 In Statement 3.3 of Procedure
((low2(ui )
≥
df s(u0 )) ∧
Gen SplitComp,
((parent(u0 ) �= r) ∨ (|C(u0 )| > 1))) if and only
if /∃ f = (x �→ y) ∈ Out(e1 T�i ei+1 . . . ek T�k fk+1 ),
where fk+1 = (uk �→ z) is the first frond of uk , such
that df s(z) < df s(y) < df s(u0 ) and there is at least
one vertex outside the millipede.
Proof: The first part follows from the definitions of
low1(ui ) and low2(ui ) and Lemma 3.1.
Suppose there is a vertex v outside the millipede
�
e1 Ti ei+1 . . . ek T�k fk+1 . If parent(u0 ) �= r, then v can
be a vertex on r � parent(u0 ). Otherwise, as G, and
hence PG , is biconnected, the root r must have u0 as
the only child. As a result, vertex v is a descendant
of u0 but not of ui (the child of u0 on the millipede).
It follows that u0 must has another child implying
|C(u0 )| > 1. The converse is obvious. �
In Procedure DFS, after all the split components
have been generated using the millipede P� = w ⊕ P�u ,
if vertex u is not the first child of vertex w or there is
a frond e = (x �→ w) such that x is a descendant of u,
then the remaining P� or the tree path w � x (possibly modified) in P� is coalesced into a new superedge.
The following lemma provides the justification.

Lemma 3.7 Suppose the depth-first search has backtracked from a vertex w to its parent vertex v and PG
has been transformed into a set of isolated millipedes
and a supergraph PG� . Let the millipede v ⊕ P�w in
PG� be e1 T�h eh+1 . . . ek T�k (1 ≤ h ≤ k) after the millipede has been processed by Procedure Gen SplitComp.
If uh is not a first descendent of v or ∃f = (x �→
v) ∈ Out(eh+1 T�h+1 . . . ek T�k ) ∪ Out(uk ), then there is
no vertex z(�= v) on r � v such that {uh , z} is a
separation pair in PG� .
Proof: Omitted. �

In executing Algorithm Split-components, whenever a split or coalesce operation is performed, the
graph is transformed. Let PG be transformed into a
set of isolated millipedes Mi , 1 ≤ i ≤ p, (including
the triple bonds) and a supergraph PG� = (V � , E � ).
Suppose PG� can be further decomposed into a col�i
lection of split components Si , 1 ≤ i ≤ q. Let M
�
(Si , respectively) denote the set of edges of G that
are edges of some superedges in Mi (Si , respectively),
�
�
and P�
G = {Si | 1 ≤ i ≤ q}. The following two lemmas
show that the split and coalesce operations preserve
the split components of G.
Lemma 3.8 Let PG be transformed into a set of isolated millipedes and a supergraph PG� before a split
operation is applied to a pair of vertices {a, b} of PG�
in Procedure Gen SplitComp. Let PG� be split into an
isolated millipede M (possibly including a triple bond)
and a supergraph PG�� after the split operation is applied. Then S is a set of separation pairs of PG�� if
and only if S ∪ {a, b} is a set of separation pairs of
PG� . Moreover, for the collection of split components
�
���
�
generated by S, P�
G = PG ∪ {M }.
Proof: Trivial. �

Lemma 3.9 Let PG be transformed into a set of isolated millipedes and a supergraph PG� before a coalesce
operation is applied at one of the vertices w in PG� . Let
w → u be the first edge of the millipede to which the
coalesce operation is applied and PG�� be the resulting
supergraph. If no vertex in PG� can generate a separation pair with u, then S is a set of separation pairs
of PG�� if and only if it is a set of separation pairs of
PG� . Moreover, for the collection of split components
�
���
generated by S, P�
G = PG .
Proof: Trivial. �

Theorem 3.10 Algorithm Split-components decomposes a biconnected graph G into split components.
Proof: By induction on the height of the vertices in
T based on Lemmas 3.1, 3.4, 3.5, 3.6, 3.7, 3.8, 3.9. �
4

Time complexity

The first depth-first search creates a palm tree PG
of G and constructs an adjacency lists structure for
it. It is easily verified that the adjacency lists can be
constructed in O(|V | + |E|) time. The second depthfirst search is performed over the palm tree PG by invoking Algorithm Split-components. To ensure that
this search runs in O(|V | + |E|) time, the following
issues must be addressed.
i. Performing the coalesce operation:
A millipede T�0 e1 T�1 . . . , ek T�k is represented by a
linked list u0 − u1 − . . . − uk (representing its spine)
augmented by the following data structures:
•p(v), ∀v ∈ V : the parent of v.
•Out(v), ∀v ∈ V : the outgoing fronds of v. Initially, Out(v) = ∅, ∀v ∈ V .
•e�v , ∀v ∈ V − {r}, where ev = (p(v) → v). Since
the parent edge of v is unique, ev is determined by v;
e�v is thus attached to vertex v so that retrieving it
can be done in O(1) time.
Linked lists are used to represent Out(v), v ∈ V,
and e�v , v ∈ V −{r}, so that coalescing two superedges
can be done in O(1) time. In particular, in coalescing
9
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a millipede e1 T�i ei+1 into a superedge, where e1 =
(u
�0 , ui ), ei+1 = (ui , ui+1 ); we let e�vi+1 := e�1 ∪ e�i+1 ∪
( e∈E � e�) ∪ Out(ui ), i.e. we let the new superedge
Ti

When a frond f = (x �→ u) is retrieved from
InF rondList(u), the section of the u-millipede from
u to ui is to be coalesced into a single superedge,
where ui is such that: (i) ui = x, or (ii) ui =
parent(x), or (iii) ei = (ui−1 , ui ) contains f as an
outgoing frond. The first two conditions can clearly
be verified in O(1) time each. Note that in the second case, f is an outgoing frond of the leg (p(x) → x).
The third condition holds if ui−1 is an ancestor of x
while ui is not. The latter condition can be verified
in O(1) time based on the following well-known fact.
Lemma 4.1 Let v ∈ V and nd(v) be the number of
descendants of v in the depth-first search spanning
tree. Then w is a descendant of v if and only if
df s(v) ≤ df s(w) < df s(v) + nd(v).

Using a recursive definition of nd(v), Procedure
DFS can be easily modified to compute nd(v), ∀v ∈ V ,
in O(|V |) time during the depth-first search.

Based on the above discussion, it is easily verified that the time spent on coalescing a millipede is
propositional to the number of edges in the millipede.
Specifically, we have:

Lemma 4.2 Let P� : e1 T�1 e2 T�2 . . . ek T�k be a millipede.
�h−1
Procedure Coalesce takes O(h + j=1 |ET�j |) time to
coalesce a section of P�, e1 T�1 e2 T�2 . . . T�h−1 eh , possibly
including a leg in T�h .

ii. Managing the InFrondLists:
An edge e = (w �→ u) is inserted into
InF rondList(u) when it is encountered as an outgoing frond of vertex w in Step 1.4 of Procedure DFS.
Since PG is transformed gradually during the depthfirst search, by the time the search backtracks to u,
the frond e may no longer be an outgoing frond of w
but an outgoing frond of a superedge. To determine
this superedge eﬃciently, we proceed as follows.
During the second depth-first search, when w becomes the current vertex and the frond e = (w �→ u)
is being examined, let x be the first vertex on u � w
such that p(x) �= u and x is not the first child of
p(x). If x does not exist, then e is inserted into
InF rondList(u); otherwise, e� = (x �→ u) is inserted
(Figure 5). In the former case, when the search backtracks to u, the section on the u-millipede connecting
u with w or u with the head z of the superedge of
which e has become an outgoing frond is to be coalesced, where z is the first vertex on the u-millipede
that is not a proper ancestor of w. In the latter case,
when the search backtracks from x to p(x), the frond
e must be a frond in the x-millipede. Since x is not
the first child of p(x), the entire millipede is coalesced
in Step 1.3, making e an outgoing frond of the superedge e�� = (p(x) → x). Consequently, when the
search backtracks to u, the section on the u-millipede
connecting u with p(x) or u with the head z of the
superedge of which e has become an outgoing frond
will be coalesced, where z is the first vertex on the
u-millipede that is not a proper ancestor of p(x). Furthermore, since e�� is the parent edge of x and it was
e� that was inserted into InF rondList(u) in Step 1.4,
when e� is retrieved from InF rondList(u) at vertex
u, p(x) and e��� can be retrieved through vertex x in
O(1) time.
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Figure 5: Inserting fronds into InF rondList(u)
To determine the vertex x eﬃciently, Procedure
DFS can be elaborated as follows: a number path(v)
is assigned to every vertex v during the search so that
path(r) = 1; ∀v ∈ V − {r}, path(v) = path(p(v)) if v
is the first child of of its parent p(v), and path(v) =
path(p(v)) + 1, otherwise.
Let w be the current vertex of the depth-first
search. Using the path values, the tree path r � w
can be partitioned into h sections so that all the vertices on the ith section, 1 ≤ i ≤ h, have their path
values equal to i. Let e = (w �→ u) be an outgoing frond of w encountered in Step 1.4 of Procedure DFS. If path(u) = h or u = p(z), where z is
the first vertex with path(z) = h, then e is inserted
into InF rondList(u). Otherwise, the frond inserted
is f = (x �→ u) such that x is the first vertex with
path(x) = path(u) + 1 and u �= p(x) or x is the first
vertex with path(x) = path(u) + 2 and u = p(z),
where z is the first vertex with path(z) = path(u) + 1.
To determine x in O(1) time, a stack f ork[2..n] is
maintained so that f ork[j] contains the first vertex u
on r � w with path(u) = j, 1 ≤ j ≤ h(= path(w)).
The stack is updated as follows: Initially, f ork[1] = r.
Whenever the search advances from a vertex w to a
vertex u that is not its first child, u is pushed onto
the stack (u is a potential x). Whenever the search
backtracks from a vertex u to a vertex w such that
u is not the first child of w, the top element of f ork
is popped. Clearly, f ork[j], 1 ≤ j ≤ h, contains the
vertex, v that is the first vertex with path(v) = j.
Owing to stack f ork, we have the following lemma.
Lemma 4.3 Determining and inserting the incoming fronds in InF rondList(u), ∀u ∈ V, takes O(|E|)
time.
Proof: Determining path(u), ∀u ∈ V, takes O(|V |)
time. Maintaining the stack f ork also takes O(|V |)
time. Determining x for each frond e based on the
stack takes O(1) time. Since there are |E| − |V | +
1 fronds, determining and inserting the fronds into
InF rondList(u), u ∈ V, thus takes O(|E|) time. �
iii. Checking if a split operation can be applied:
∀w ∈ V, low1(w), low2(w), and ∀x ∈ V ∪
E, low3(x), can clearly be determined in O(|E|) time.
During the second depth-first search, a new superedge is created when a path on the spine of a mil-
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lipede is coalesced. This happens whenever an incoming frond or a child that is not the first child is
discovered at the current vertex of the search. Since
there are a total of |E| − |V | + 1 incoming fronds
and |V | − 1 children, the number of new superedges
created is thus at most |E|. The time spent on calculating the low3 value for each of these new superedges
is O(k) where k is the number of superedges on the
path coalesced. Since every edge can be coalesced at
most once and there are |E| superedges originally in
PG and at most |E| newly created superedges, the total time spent on calculating the low3 values of all of
the newly created superedges is thus O(|E|).
By Lemmas 3.4, 3.5 and 3.6, checking if a split
operation can be applied takes O(1) time. Since there
are at most |E| split components, there are at most
|E| checks resulting in a split operation being applied
and 2|V | checks resulting in no split operation being
applied. The total time spent on checking if a split operation can be applied is thus O(|V | + |E|) = O(|E|).

iv. Determining if a triple bond is to be created:
In Step 1, a triple bond is to be created if ∃f =
(ui+1 �→ u0 ) in PG . This frond, if exists, must
be in InF rondList(u0 ). Owing to the structure of
A[w], w ∈ V , and the nature of depth-first search, the
fronds are inserted into InF rondList(u0 ) in descending order of the df s number of their tails. Since there
are degin (u0 ) incoming fronds of u0 , the total time
spent on
�Step 1 to detect and generate triple bonds
is thus u0 ∈V O(degin (u0 )) = O(|E|).
In Step 2, a triple bond is to be created if ∃f =
(u0 �→ lowpt1(ui )). Since the outgoing fronds of u0
are not ordered in A[u0 ], we need an eﬃcient way to
determine if f exists. This is done as follows: a stack
f stk(u) is maintained at each vertex u. When a frond
f = (w �→ u) is encountered at w, if the top entry
of f stk(u) is not w, then w is pushed onto f stk(u)
indicating that a frond (w �→ u) has been found. Otherwise, the appearance of w on f stk(u) indicates that
a frond (w �→ u) was found earlier. So, a triple bond
{w, u} is created. Similarly, if a virtual edge (w, u) is
created for a split component and w appears at the
top of f stk(u), then a triple bond {w, u} is generated.
Otherwise, w is pushed onto f stk(u). When A[w] is
completely processed, before backtracking to the parent of w, every f stk on which w is the top element is
popped. Since for each vertex u, there are degin (u)
incoming fronds and the tail of each of them is pushed
onto and
� popped out of f stk(u) at most once, it thus
takes u∈V O(degin (u)) = O(|E|) time to manipulate f tsk(u), ∀u ∈ V . Since the total number of edges
in the split components is at most 3|E| − 6 (Hopcroft
and Tarjan (1973)), the number of virtual fronds created in Step 2 is thus O(|E|). The total time spent
on detecting and generating triple bonds in Step 2 is
thus O(|E|).
Lemma 4.4 Procedure Gen Splitcomp takes O(|E|)
time to determine all the split-components of G.
Proof: Immediate from the above discussion. �
Theorem 4.5 Algorithm Split-components takes
O(|E|) time to generate the split components of G.
Proof: Immediate from Lemmas 4.2, 4.3 and 4.4. �
5

Conclusion

We have presented a new linear-time algorithm for
finding the split components, hence the triconnected
components, of an undirected multigraph graph
based on a new graph-transformation technique. The

technique could be useful in other context. Moreover, as depth-first search processes the biconnected
components in a bottom-up manner, the algorithm
can be easily modified so that it would work for
graphs that are not biconnected. The algorithm is
conceptually simple and makes one less pass over the
input graph than the existing best known algorithm
of Hopcroft et al. which could mean substantial
saving in actual execution time. It is thus of practical
interest to implement both algorithms and carry out
an empirical study of their performances.
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Abstract
Given an edge-weighted undirected graph and two
vertices s and t, the next-to-shortest path problem
is to find an st-path whose length is minimum among
all st-paths of lengths strictly larger than the shortest path length. The problem is shown to be polynomially solvable if all edge weights are positive, while
the complexity status for the nonnegative weight case
was open. In this paper we show that the problem
in undirected graphs admits a polynomial-time algorithm even if all edge weights are nonnegative, solving the open problem. To solve the problem, we introduce a common generalization of the undirected
graph version and the acyclic digraph version of the
k vertex-disjoint paths problem.
Keywords: algorithm, shortest path, disjoint paths,
time complexity, next-to-shortest
1

Introduction

Let G = (V, E, w) be an undirected/directed graph,
in which w is an edge weight. Let n and m denote
the number of vertices and edges in a graph G given
as an input, respectively. For two vertices u, v ∈ V , a
uv-path is a path from u to v (a path has no repeated
vertices, otherwise it is called a walk). The length
w(P ) of a path P is defined to be the total weight of
the edges in P . For a given pair (s, t) of vertices, an
st-path is a shortest st-path if its length is minimum
among all st-paths in G. The shortest path problem
asks to find a shortest st-path. The problem is one of
the most fundamental and important network optimization problems, and has been well-studied, bringing numerous variations of it. For example, the k
shortest path problem asks to generate the k shortest st-paths, which is a well-studied graph optimization problem that is encountered in numerous applications in operations research, telecommunications and
VLSI design (Eppstein, 1998). For the k shortest
path problem, Yen (1971) and Katoh et al. (1982)
gave O(kn(m + n log n)) time and O(k(m + n log n))
time algorithms in digraphs and undirected graphs,
respectively. Faster algorithms are known for finding k shortest walks (Eppstein, 1998). Finding the
kth smallest st-path in a strict sense that requires to
have k st-paths P1 , P2 , . . . , Pk with distinct lengths
w(P1 ) < w(P2 ) < · · · < w(Pk ) seems much more
Copyright c 2012, Australian Computer Society, Inc. This
paper appeared at the 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

challenging. A next-to-shortest st-path is the second
smallest st-path in this sense, i.e., an st-path whose
length is minimum among st-paths whose lengths are
strictly larger than that of a shortest st-path. The
next-to-shortest path problem is to find a next-toshortest st-path for given G, s and t, which has applications in VLSI design and in optimizing compilers for
embedded systems (Lalgudi et al., 2000). The problem was first studied by Lalgudi and Papaefthymiou
(1997) in digraphs. They proved that the problem
with nonnegative edge weights is NP-complete, and
showed that when repeated vertices are allowed there
is an efficient algorithm. Polynomial-time algorithms
for the problem on special undirected graphs were obtained (Barman et al., 2007; Mondal and Pal, 2006).
The first polynomial algorithm for undirected graphs
with positive edge weights was found by Krasikov and
Noble (2004). Their algorithm runs in O(n3 m) time.
Afterwards, algorithms with improved time bounds
were obtained (Kao et al., 2010; Li et al., 2006; Wu,
2010)
However, the complexity status of the next-toshortest path problem in undirected graphs with nonnegative edge weights remains open. In this paper,
we prove that the next-to-shortest path problem is
polynomially solvable even for this case. Our approach is to derive a kind of decomposition of a given
graph. However, to solve the resulting subproblem,
we need to rely on an algorithm for finding 3 vertexdisjoint paths in a mixed graph (a graph with directed and undirected edges). In general digraphs,
finding k vertex-disjoint paths problem is NP-hard
even for k = 2 (Fortune et al., 1980). Since the
mixed graphs in our reduction induces a DAG (directed acyclic graph) by its directed edges, we only
need to find a common generalization of the result by
Fortune et al. (1980) on the k vertex-disjoint paths
problem in DAGs and that by Robertson and Seymour (1995) on the k vertex-disjoint paths problem
in undirected graphs. We then prove that a next-toshortest path in undirected graph with nonnegative
edge weights can be found by solving a polynomial
number of the 3 vertex-disjoint paths problem in a
mixed graph.
The paper is organized as follows. Section 2 discusses our disjoint path problem in mixed graphs.
Section 3 first reviews the known result on the positive weight case (Krasikov and Noble, 2004), and then
derives the structural properties on non-shortest stpaths to design a polynomial-time algorithm for the
nonnegative weight case. Section 4 makes some concluding remarks.
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Figure 1: Illustration of a mixed graph G with six
E-components Zi , i = 1, 2, . . . , 6, and a solution
{P1 , P2 , P3 } depicted by thick lines, where the number beside each vertex v denotes ℓ(v) and ℓ(Zi ) = i
for each Zi .
2

Disjoint Paths in Mixed Graphs

For two vertices u and v, an undirected edge joining
them is denoted by {u, v}, and an arc (directed edge)
that leaves u and enters v is denoted by (u, v). A
graph with arcs and edges is called a mixed graph,
denoted by G = (V, A ∪ E) with a set V of vertices,
a set A of arcs and a set E of edges. We use V (G)
and E(G) to denote the set of vertices and the set of
arcs/edges in G, respectively. A walk P in G from u
to v means a subgraph of G whose vertices are given
by v1 (= u), v2 , . . . , vp (= v) such that, for each i =
1, . . . , p − 1, P has either an arc (vi , vi+1 ) ∈ A or an
edge {vi , vi+1 } ∈ E, and P has no other arc/edge,
where v1 and vp are called the start and end vertices
of P . Such walk P is denoted by (v1 , v2 , . . . , vp ). A
walk in G is called a path if there are no repeated
vertices, and is called a cycle if the start vertex is
equal to the end vertex. A path from u to v is called
a uv-path.
A connected component in the graph (V, E) with
undirected edges in a mixed graph G = (V, A ∪ E) is
called an E-component of G. We say that a mixed
graph G is acyclic if there is no cycle C which can
become a directed cycle by assigning orientations to
all undirected edges in C, i.e., we have a DAG if we
contract each E-component into a single vertex.
Given k pairs (s1 , t1 ), . . . , (sk , tk ) of vertices in a
mixed graph, the k vertex-disjoint paths problem is
to find k vertex-disjoint si ti -paths, i = 1, . . . , k. We
show that the problem is polynomially solvable for a
fixed k in acyclic mixed graphs.
Theorem 1 For each fixed k, there exists a
polynomial-time algorithm for the k vertex-disjoint
paths problem for acyclic mixed graphs.
We prove Theorem 1 by a technical extension
of the proofs for the vertex-disjoint paths problem
in DAGs due to Fortune et al. (1980) and Schrijver (2003) so that it can include the result on the
undirected graph version by Robertson and Seymour
(1995). To prove Theorem 1, we may assume that
each si has one leaving arc, but no other arc/edge,
and each ti has one entering arc, but no other
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ν1=(s1, s2, s3, 1), l(ν1)=1
(i)
ν2=(a8, s2, s3, 1), l(ν2)=1
(i)
ν3=(a8, a4, s3, 1), l(ν3)=1
(i)
ν4=(a8, a4, a5, 1), l(ν4)=2
(ii)
ν5=(a8, a6, a7, 2), l(ν5)=2
(i)
ν6=(a8, a10, a7, 2), l(ν6)=2
(i)
ν7=(a8, a10, a12, 2), l(ν7)=3
(ii)
ν8=(a8, a10, a12, 3), l(ν8)=3

(i)
ν9=(a9, a10, a12, 3), l(ν9)=4
(ii)
ν10=(a9, a11, a12, 4), l(ν10)=4
(i)
ν11=(t1, a11, a12, 4), l(ν11)=4
(i)
ν12=(t1, t2, a12, 4), l(ν12)=5
(ii)
ν13=(t1, t2, a12, 5), l(ν13)=5
(i)
ν14=(t1, t2, t3, 5), l(ν14)=6
(ii)
ν15=(t1, t2, t3, 6), l(ν15)=6

Figure 2: Illustration of a sequence of states
ν1 , ν2 , . . . , ν14 which represents the solution
{P1 , P2 , P3 } in Fig. 1, where (i) (resp., (ii) beside each arrow indicated the movement (i) (resp.,
(ii)) is used to get the next state.
arc/edge. We will show that the decision problem in
Theorem 1 can be converted into a problem of finding
a directed path between two specified vertices in an
auxiliary digraph whose size is bounded by O(nk ).
For a notational convenience,
we treat
{s1 , s2 , . . . , sk } and {t1 , t2 , . . . , tk } as E-components
(see Z1 and Z6 in Fig. 1). Let Z denote the set of all
E-components of G. Since G is acyclic, the digraph
D∗ obtained from the digraph (V, A) by contracting
each E-component Z ∈ Z of G into a single vertex
has neither directed cycle nor a self-loop. Let L be
the number of vertices in D∗ , and ℓ : V → {1, . . . , L}
be a topological sort in G such that ℓ(u) < ℓ(v) for
each arc (u, v) ∈ A and ℓ(u) = ℓ(v) for each edge
{u, v} ∈ E. Define ℓ(Z) of each E-component Z ∈ Z
to be ℓ(v) of a vertex v ∈ V (Z).
Firstly we show how to represent a solution
P1 , . . . , Pk in a given instance G as a sequence of
“movements” of k pebbles which trace the paths Pi
from si to ti . The current positions of k pebbles and
a time-stamp defines a “state.” Formally, a state is
defined to be a (k + 1)-tuple (v1 , . . . , vk , x) of distinct vertices of G and an integer x ∈ {1, . . . , L}.
Let V be the set of all states. For a state ν =
(v1 , . . . , vk , x) ∈ V, let ℓν denote the minimum of
ℓ(vi ) over all i = 1, . . . , k, and Iν denote the set of
all indices i with ℓ(vi ) = ℓν . Initially we place k pebbles, each on si , setting the time-stamp to be 1, which
is represented by state (s1 , . . . , sk , 1) ∈ V. We then
move one or more pebbles with the minimum ℓ along
the k paths P1 , . . . , Pk according the following rules
(i)-(ii) until the ith pebble placed on each si arrives
ti along Pi .
Suppose that the ith pebble along Pi currently
placed on a vertex vi and x is the current time-stamp,
which is represented by state ν = (v1 , . . . , vk , x) ∈ V.
(i) Move one pebble along an arc: If x = ℓν , then
choose an index i ∈ Iν , move the ith pebble on vi
to vi′ along the arc (vi , vi′ ) ∈ A in Pi (keeping the
time-stamp x unchanged).
(ii) Move several pebbles within an E-component:
If x < ℓν , then for all i ∈ Iν move the pebble on vi to
vi′ along the maximal vi vi′ -path Qi of undirected edges
in Pi (thus, these pebbles move in the E-component
Z with ℓ(Z) = ℓν ), and increase the time-stamp to be
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ℓν .

Note that in (ii) possibly vi = vi′ , which simply implies that the corresponding pebble stays on the same
vertex. Along the given solution, we can move all
the pebbles to t1 , . . . , tk with the time-stamp x = L.
Hence the above rules (i)-(ii) produce a sequence of
states from (s1 , . . . , sk , 1) to (t1 , . . . , tk , L). For example, Fig. 2 shows the resulting sequence of states
from (s1 , s2 , s3 , 1) to (t1 , t2 , tk , L = 6) for the solution
{P1 , P2 , P3 } in the acyclic mixed graph Fig. 1.
Next we introduce an auxiliary digraph D =
(V, A) on the state set V so that it has a directed
path from (s1 , . . . , sk , 1) to (t1 , . . . , tk , L) if the given
disjoint path problem has a solution. In D there is
an arc from a state ν = (u1 , . . . , uk , x) to a state
ν ′ = (v1 , . . . , vk , y) if and only if one of the following conditions (a) and (b) holds:
(a) There exists an i ∈ Iν such that:
(a-i) ℓν = x = y;
(a-ii) (ui , vi ) is an arc in A; and
(a-iii) uj = vj for all j 6= i.
(b) The component Z with ℓ(Z) = ℓν satisfies
(b-i) x < ℓν = y and Iν = Iν ′ ;
(b-ii) graph Z has |Iν | vertex-disjoint ui vi -paths
Qi , i ∈ Iν ; and
(b-iii) uj = vj for all j 6∈ Iν .
Note that Qi in (b-ii) may be a null path. Let Aa
and Ab denote the sets of arcs (ν, ν ′ ) in A defined by
(a) and (b), respectively.
Lemma 2 A mixed graph G contains a solution
P1 , . . . , Pk , if and only if D contains a directed path
P from (s1 , . . . , sk , 1) to (t1 , . . . , tk , L).
Proof: By construction, we easily see that the “onlyif” holds. We show the “if” part. Let P be a directed
path from (s1 , . . . , sk , 1) to (t1 , . . . , tk , L) in D. Assume that P follows the states
νj = (v1,j , . . . , vk,j , xj ) for j = 0, . . . , p,
where x0 = 1, xp = L, vi,0 = si and vi,p = ti for
i = 1, . . . , k. For each i = 1, . . . , k, following vi,j ,
j = 0, . . . , p, we construct a walk Pi in G made up of
the arcs/edges such that
(i) arcs (vi,j , vi,j+1 ) ∈ A used in (a-ii) to define
arcs (νj , νj+1 ) ∈ Aa in P ;
(ii) edges in Qi used in (b-ii) to define arcs
(νj , νj+1 ) ∈ Ab in P .
Then Pi is a walk from si to ti in G. We first show
that Pi is a path, i.e., it has no repeated vertices).
Since each arc (ν, ν ′ ) ∈ Ab increases the time-stamp
of ν to ℓν due to (b-i), each Pi can contain a path
Qi in the E-component Z with ℓ(Z) = ℓν at most
once. Note that any vertex v in Pi belongs to such
a path Qi , since conditions (a-i) and (b-i) imply that
the time-stamp of a state needs to be ℓ(v) by passing through a path Qi in the E-component Z with
ℓ(Z) = ℓ(v) before an arc (v, v ′ ) ∈ A appears in Pi .
Hence no vertex can appear repeatedly in Pi . We
next claim that P1 , . . . , Pk are vertex-disjoint. To see
this, suppose that two of them, say, P1 and P2 share
a vertex u ∈ V − {s1 , . . . , sk , t1 , . . . , tk }, which is contained the subpath Qi of Pi such that Qi is the path
in the E-component Z with ℓ(Z) = ℓ(u). Again by
(b-i), these Q1 and Q2 are generated in defining the
same arc (ν, ν ′ ) ∈ Ab along P . This, however, contradicts that Q1 and Q2 are chosen to be vertex-disjoint
by (b-ii).

whether the digraph D has a directed path P from
(s1 , . . . , sk , 1) to (t1 , . . . , tk , L). For a fixed k, the size
of D is polynomial since |V| ≤ (n+1)k . For constructing each arc in Ab , we need to find |Iν | vertex-disjoint
paths in the undirected graph Z, which can be solved
in polynomial time for a fixed k (Robertson and Seymour, 1995). This proves Theorem 1.
3

Next-To-Shortest Paths

Let G = (V, E, w) be an undirected graph with a
vertex set V , an edge set E and a nonnegative edge
weight function w. An edge of weight 0 is called a
zero-edge, and an edge of a positive weight is called a
positive-edge.
For a path P in G, let w(P ) denote the total weight
of edges in P . Let d(u, v; G) denote the length of a
shortest uv-path in a graph G, where d(u, v; G) = ∞
if G has no uv-path. Let s and t be designated
vertices in G. Since the edge weights are nonnegative, we have d(s, u; G) + w({u, v}) ≥ d(s, v; G) and
d(u, t; G) + w({u, v}) ≥ d(v, t; G) for all u, v ∈ V .
In particular, d(s, u; G) = d(s, v; G) and d(u, t; G) =
d(v, t; G) for each zero-edge {u, v} ∈ E. For notational convenience in describing st-paths, we assume without loss of generality that s and t have
only one incident edge (we add extra edges to s
and t if necessary). A positive-edge is called inner if it is in a shortest st-path in G, and is called
outer otherwise. Let E0 be the set of zero-edges,
E1 be the set of inner edges e ∈ E − E0 , i.e.,
E1 = {{u, v} ∈ E − E0 | d(s, u; G) + w({u, v}) =
d(s, v; G), d(u, t; G) = w({u, v}) + d(v, t; G)}, and E2
denote the set E − E0 − E1 of outer edges. A path
P with E(P ) ⊆ E0 ∪ E1 is called pure. Clearly every
impure st-path is not a shortest st-path.
3.1

Finding Shortest Impure st-Paths

This subsection reviews the result by Krasikov and
Noble (2004) to find a shortest impure st-path containing a specified outer edge. They use the next
result.
Lemma 3 Given an undirected graph G = (V, E, w)
with nonnegative edge weights, and specified vertices
s, t and a, there is a polynomial time algorithm to find
a shortest st-path passing through a.
The problem in the lemma can be regarded as a
minimum cost flow problem with flow value 2 in G
with a vertex capacity 1, where a source a has demand
2 and sinks s and t have demand −1, respectively.
The graph is then converted into a digraph D, where
the vertex capacity is realized as an edge capacity 1.
The problem can be solved by the standard method
for the minimum cost flow algorithm, since any cycle
in D has a nonnegative length and the cost of an
optimal flow is equal to the shortest length of an stpath passing through a.
By Lemma 3, we can find a shortest st-path passing through a specified outer edge {u, v} ∈ E2 by
subdividing the edge with a new vertex a. Hence by
solving |E2 | such problems, we can find a shortest
impure st-path (if any).
In what follows, we only consider how to find a
shortest pure st-path of length larger than the shortest one. Hence we ignore all the outer edges unless
stated otherwise.

The lemma says that the k vertex-disjoint path
problem in a mixed graph can be solved by testing
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3.2

Finding Shortest Pure st-Paths with Reversing Components

For an ordered pair (u, v) of the end vertices of an
inner edge {u, v} ∈ E1 is called an forward edge
if d(s, u; G) < d(s, v; G), and is called a backward
edge otherwise. Note that a zero-edge is neither
forward nor backward. Let A be the set of forward edges (u, v), {u, v} ∈ E1 . For a pure v1 vk path P = (v1 , . . . , vk ), an ordered pair (vi , vi+1 ) with
{vi , vi+1 } ∈ E1 is called a forward edge of P if
(vi , vi+1 ) ∈ A, and is called a backward edge of P otherwise. A connected component in the graph (V, E0 )
with only zero-edges is called a zero-component of G
if it contains at least one zero-edge. Let Z denote the
set of all zero-components of G.
Lemma 4 Let P = (u1 , u2 , . . . , uk ) be a pure path in
which there is no backward edge. Then P is a shortest
u1 uk -path in G. In particular, if P contains a positive
edge, then u1 and uk do not belong to the same zerocomponent Z.
Proof: The second statement follows from the first
one, since Z contains a u1 uk -path Q with w(Q) = 0,
implying that a u1 uk -path P with w(P ) > 0 cannot
be a shortest one.
To show the first statement, we can assume that
G has no zero-edges, since the distance of two vertices remains unchanged after contracting each zerocomponent into a single vertex and any path in the
resulting graph corresponds a path with the same
length in G.
We first observe that, for a shortest st-path P ∗ =
(v1 , v2 , . . . , vp ), any subpath from vi to vj is a shortest
vi vj -path in G, because if G has a shorter vi vj -path
Q then we see that the union of Q and P ∗ contains
an st-path with length shorter than P ∗ due to nonnegativeness of edge weights.
Hence, it suffices to prove by induction that, for
each ui , i = 2, . . . , k in the path P , some shortest
sui -path Pi contains (u1 , u2 , . . . , ui ) as its subpath
(for i = k, P is a subpath of Pk , which will be shown
to be shortest). For i = 2, there exists such a shortest
su2 -path P2 since (u1 , u2 ) is a forward edge in P . For
i = j (2 ≤ j < k), assume that there is a shortest suj path Pj which contains (u1 , u2 , . . . , uj ) as its subpath.
′
Let Pj+1
= [Pj , (uj , uj+1 )] be the walk from s to uj+1
obtained from Pj by adding edge {uj , uj+1 }. There is
a shortest st-path Q containing the edge {uj , uj+1 },
and let Qj (resp., Qj+1 ) denote its subpath from s to
uj (resp., uj+1 ). Since Pj is a shortest suj -path by
the induction hypothesis and it holds w(Pj ) ≤ w(Qj ),
′
we have w(Pj+1
) = w(Pj ) + w({uj , uj+1 }) ≤ w(Qj ) +
w({uj , uj+1 }) = w(Qj+1 ). Since there is no suj+1 path shorter than Qj+1 , uj+1 cannot be a repeated
′
′
vertex in Pj+1
(otherwise Pj+1
would contain such a
′
shorter path). Hence Pj+1 is a desired shortest suj+1 path. This completes the induction.
By the lemma, a pure st-path is not a shortest stpath if and only if it has a backward edge. Hence we
only need to investigate pure st-paths containing at
least one backward edge.
Let P = (v1 , . . . , vk ) be a pure st-path in G. A vertex vi with 2 ≤ i ≤ k −1 is called a reversing vertex of
P if (vi−1 , vi ), (vi+1 , vi ) ∈ A or (vi , vi−1 ), (vi , vi+1 ) ∈
A (i.e., (vi−1 , vi ) and (vi , vi+1 ) have different directions in the sense of forward/backward edges).
Krasikov and Noble (2004) also showed how to find
a shortest pure st-path which contains a reversing vertex by using Lemma 3. We choose a pair of forward
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edges (u, a) and (v, a) for a vertex a, and then remove all other edges incident to a except for (u, a)
and (v, a) to obtain a new graph in which vertex a
has only two edges. By Lemma 3, we can find a
shortest st-path P passing through a in which exactly of (u, a) and (v, a) appears as a backward edge,
and vertex a is a reversing vertex. Similarly for a
pair of forward edges (a, u) and (a, v), we can find a
shortest st-path P passing through exactly of (a, u)
and (a, v) as a backward edge. By applying the procedure for all the above pairs of forward edges, we can
find a shortest pure st-path which contains a reversing vertex (if any). In fact, if a given graph G has no
zero-edge, then no other case happens and this completes a proof for the fact that the next-to-shortest
path problem in undirected graphs with only positive
edge weights is polynomially solvable (Krasikov and
Noble, 2004). On the other hand, if G has zero-edges,
then the above method may find only a shortest stpath, since a zero-edge {u, a} may appear as (u, a)
and (a, u) in two shortest st-paths in G, respectively.
Let P = (v1 , . . . , vk ) be a pure st-path. A subpath Q of P is called a zero-subpath if Q consists of
vertices and zero-edges in a zero-component Z and
is maximal subject to this property (Q may contain
only one vertex in Z). For each Z ∈ Z, let ρ(Z)
denote the number of zero-subpaths Q of P such
that Q is contained in Z. A zero-component Z with
ρ(Z) = 1 is called reversing if its zero-subpath Q =
(vi , vi+1 , . . . , vj−1 , vj ) satisfies (vi−1 , vi ), (vj+1 , vj ) ∈
A or (vi , vi−1 ), (vj , vj+1 ) ∈ A, and is called trivial otherwise. The zero-subpath of a trivial zero-component
is also called trivial.
Finding a shortest pure st-path P which has a reversing zero-component Z ∈ Z can be computed in
a similar manner with the case of reversing vertices
after we contract Z into a single vertex a, which can
be treated as a reversing vertex.
By definiton so far, we can classify non-shortest
st-paths as follows.
Lemma 5 Any st-path P which is not a shortest stpath in G satisfies one of the following conditions (i)(iv).
(i) P is an impure path;
(ii) P is a pure path in which there is a reversing
vertex;
(iii) P is a pure path in which there is a reversing
zero-component; and
(iv) P is a pure path in which there is a backward
edge, but no reversing vertex/zero-component.
Therefore, the remaining task is to find an st-path
with minimum length which satisfies condition (iv) in
the lemma. We call such a path which satisfies condition (iv) folding. In the next subsection, we consider
only folding st-paths.
3.3

Finding Shortest Folding st-Paths

In this subsection, we first examine structure of folding st-paths before we finally design an algorithm for
computing a shortest folding st-path.
By definition, any folding st-path P has a zerocomponent Z with ρ(Z) ≥ 2, which is called arching. We denote the zero-subpaths of an arching zerocomponent Z by Q1 (Z), Q2 (Z), . . . , Qr (Z), r = ρ(Z)
in the order from s to t along P . We say that an arching zero-component Z surrounds a subpath P ′ of P
if Qi (Z)P ′ Qi+1 (Z) is a subpath of P (where P ′ may
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contain a zero-edge which belongs to another zerocomponent Z ′ ).
Lemma 6 Let P be a folding st-path that has the
minimum length among all folding st-paths, and
Z be an arching zero-component for P . Denote
P by an alternating sequence of subpaths, P =
[P1 Q1 P2 . . . Qr Pr+1 ], where Qi = Qi (Z), i =
1, 2, . . . , r = ρ(Z) (each Pj may contain a zero-edge
in another zero-component Z ′ ). See Fig. 3. Then
(i) If Z contains a path Q connecting two zerosubpaths Qa and Qb (1 ≤ a < b ≤ r) such that Q
is vertex-disjoint with any Qi with i < a or b < i,
then all the backward edges of P appear between
Qa and Qb along P .
(ii) ρ(Z) = 2.
Proof: (i) By short-cutting with Q, we can obtain
another folding st-path P ′ . Note that w(P ′ ) < w(P )
since the short-cutting skips at least one positive-edge
in the subpath between Qa and Qb . Therefore, if P
has a backward edge which does not appear between
Qa and Qb , then P ′ still contains a backward edge,
and hence it is a folding st-path which has shorter
length than P , a contradiction. Therefore all the
backward edges of P must appear between Qa and
Qb along P .
(ii) To derive a contradiction, assume that r ≥ 3.
By applying (i) with a = 1 and b = r, we see that
there is a subpath Pj with 2 ≤ j ≤ r which contains a backward edge. Assume without loss of generality that j ≤ r − 1 (the case of j ≥ 3 can be
treated symmetrically). To see that Qr−1 remains
connected to some Qh within Z − V (Qr ), we consider the graph Z ′ obtained from Z by removing the
vertices in zero-subpaths Qi with 1 ≤ i ≤ r − 2, i.e.,
Z ′ = Z −∪1≤i≤r−2 V (Qi ). In Z ′ , let Ci , i = r −1, r be
the component containing Qi (see Fig. 3). Note that
Cr−1 6= Cr since otherwise applying (i) to a = r − 1
and b = r would not allow Pj to contain a backward
edge.
Now the graph Z − V (Cr ) contains a path Q′ connecting Qr−1 and Qh for some h = 1, 2, . . . , r − 2.
Hence by applying (i) with a = h and b = r − 1, we
see that Pr contains no backward edge. Since Pr contain only forward edges or zero-edges and connects
two vertices in Z, this contradicts Lemma 4. Therefore r = 2 holds.

(i) If P has an arching zero-component, then it has
another arching zero-component, and they cross
each other.
(ii) Assume that P has q ≥ 3 arching zerocomponents, then they can be indexed as Zi , i =
1, 2, . . . , q so that their zero-subpaths appear in
the order Q1 (Z1 ), Q1 (Z3 ), Q1 (Z4 ), . . . , Q1 (Zq ),
Q1 (Z2 ), Q2 (Z1 ), Q2 (Z3 ), Q2 (Z4 ), . . . , Q2 (Zq ),
Q2 (Z2 ) along P (see Fig. 5(a)).
Proof: (i) Let Z be an arching zero-component,
which has exactly two zero-subpaths by Lemma 6(ii).
If the path P ′ surrounded by Z has no zero-subpath
of another arching zero-component, then all the
positive-edges in P ′ are backward edges (since P has
no reversing vertex/zero-component), and P ′ connects two vertices in the same zero-component, contradicting Lemma 4. Hence P has another arching
zero-component.
Next assume that there are two arching zerocomponents which do not cross each other. Hence
P is denoted by P = [P1 Q1 P2 Q2 P3 Q3 P4 Q4 P5 ] such
that Q1 and Q4 are the zero-subpaths of an arching
zero-component Z1 and Q2 and Q3 are those of another Z2 (see Fig. 4(b)). By Lemma 6 applied to Z2 ,
there is no backward edge in the subpaths P2 and P4
along P from s to t. Hence the subgraph consisting
of P2 , Z2 and P4 contains a pure path P ′ from the
last vertex in Q1 to the first vertex of Q4 such that
no backward edge appears along P ′ . Since P ′ connects two vertices in the same zero-component Z1 ,
this contradicts Lemma 4. Therefore any two arching
zero-components cross each other.
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P3
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Pr+1

t

(b)

Cr-1
Z
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Figure 3: Illustration of a zero-component Z for a
pure st-path P = [P1 Q1 P2 · · · Qr Pr+1 ], where each
Qi is a zero-subpath of Z.
For an st-path P , we say that two arching zerocomponents Z1 , Z2 ∈ Z with ρ(Z1 ) = ρ(Z2 ) = 2 cross
each other if for each i = 1, 2, the subpath between
Q1 (Zi ) and Q2 (Zi ) contains a zero-subpath of Zj , j ∈
{1, 2} − {i} (see Fig. 4(a)).
Lemma 7 Let P be a folding st-path that has the
shortest length among all folding st-paths. Then

Figure 4: Illustration of two zero-components Z1 and
Z2 : (a) crossing Z1 and Z2 : (b) non-crossing Z1 and
Z2 .
(ii) By definition, a folding st-path P is given
as an alternating sequence P1 Q1 · · · Q2q P2q+1 of
subpaths Pi and nontrivial zero-subpaths Qi such
that all positive edges in each Pi have the same direction, either forward or backward (Pi may contain
trivial zero-subpaths). By definition there is at least
one subpath Pj which consists of only backward
edges and trivial zero-subpaths. Assume that P has
three arching zero-components. Then zero-subpaths
Qj−1 and Qj must be contained in distinct arching
zero-components, say Z1 and Z2 , since otherwise the
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Zq

..

.

one containing both zero-subpaths cannot cross any
other one, contradicting (i). Again by (i), Z1 and
Z2 cross each other. The third zero-component Z3
needs to surround Pj and cross both Z1 and Z2 by
(i) of this lemma and Lemma 6(i). Hence the zerosubpaths of Z1 , Z2 and Z3 must appear in the order
of Q1 (Z1 ), Q1 (Z3 ), Q1 (Z2 ), Q2 (Z1 ), Q2 (Z3 ), Q2 (Z2 )
along P , as shown in Fig. 5(b). For other zerocomponents, we can assume without loss of generality
that their first zero-subpaths appear in the order
of Q1 (Z3 ), Q1 (Z4 ), . . . , Q1 (Zq ) along P . Since each
Zi crosses all Z1 , Z2 , . . . , Zj−1 , we see that all the
zero-subpaths of arching zero-components satisfy the
ordering in (i).

Z4
Z3
s

Q1(Z1) P2

Pq Q1(Z2) Q2(Z1) Pq+2 Pq+3 P2q-1 P2q Q2(Z2) t
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t
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Figure 5:
(a) Crossing r arching zerocomponents:
(b)
crossing
three
zerocomponents: (c) disjoint-path problem instances
(Gs , {(s, s1 ), (s2 , s3 )}), (Gt , {(t1 , t2 ), (t3 , t)}), and
(G′ , {(s1 , t1 ), (s2 , t2 ), (s3 , t3 )}).
Let us call the zero-components Z1 and Z2 in the
lemma the source and sink components of the folding st-path P . See Fig. 5(c), which illustrates the
same configuration of all arching zero-components
Z1 , . . . , Zr in Fig. 5(a).
We now show how to find a shortest folding st-path
with specified source and sink components Z, Z ′ ∈ Z.
Given a shortest folding st-path P , which admits the
structure in Lemma 7(ii), we let s1 , s2 and s3 be the
initial end points of P2 , Pq+2 and Pq+1 and t1 , t2
and t3 be the last end points of Pq , Pq+1 and P2q , as
shown in Fig. 5(b). Then these six vertices s1 , . . . , t3
satisfy the following conditions:
(i) In the subgraph Gs of (V, E0 ∪ E1 ) induced by
the vertices v with d(s, v; G) ≤ d(s, s1 ; G), there
are two vertex-disjoint path, ss1 -path Pss1 and
s2 s3 -path Ps2 s3 ;
(ii) In the subgraph Gt of (V, E0 ∪ E1 ) induced by
the vertices v with d(s, t1 ; G) ≤ d(s, v; G), there
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are two vertex-disjoint paths, t1 t2 -path Pt1 t2 and
t3 t-path Pt3 t ; and
(iii) In the subgraph G′ of (V, E0 ∪ E1 ) induced by
the vertex set {s1 , s2 , s3 } ∪ {v ∈ V | d(s, s1 ; G) <
d(s, v; G) < d(s, t1 ; G)} ∪ {t1 , t2 , t3 }, there are
three vertex-disjoint paths, si ti -paths Psi ti , i =
1, 2, 3
(we treat Gs , Gt and G′ as mixed graphs by regarding
each positive edge {u, v} with d(s, u; G) < d(s, v; G)
as an arc (u, v)). Note that the three graphs Gs ,
Gt and G′ are vertex-disjoint except for the six vertices. We call any set of six vertices s1 , s2 , s3 ∈ V (Z)
(possibly s2 = s3 ) and t1 , t2 , t3 ∈ V (Z ′ ) (possibly
t1 = t3 ) satisfying the above conditions (i)-(iii) feasible to (Z, Z ′ ).
Lemma 8 There is a folding st-path with source and
sink components Z, Z ′ ∈ Z if and only if there is a
feasible set of vertices s1 , s2 , s3 ∈ V (Z) and t1 , t2 , t3 ∈
V (Z ′ ).
Proof: We have observed the “only if” part. We
show the “if” part. Given a feasible set of six vertices
and disjoint paths in (i)-(iii), a folding st-path P can
be obtained as the concatenation
Pss1 Ps1 t1 Pt1 t2 Ps2 t2 Ps2 s3 Ps3 t3 Pt3 t ,
where Ps2 t2 denotes the t2 s2 -path obtained from Ps2 t2
by reversing the direction. Note that the length of
P (if any) is always given by w(P ) = d(s, t; G) +
2d(s, t1 ; G)−2d(s, s1 ; G), indicating that P is a shortest one with the specified source and sink components
Z and Z ′ . The resulting path P may pass though
arching zero-components in a different way from the
configuration in Lemma 6(ii) (for example, an arching
zero-component may have one of its zero-subpaths in
Ps2 t2 ). However, it is always a folding st-path with
the source and sink components Z and Z ′ .
For each choice of such six vertices, we can determine whether such disjoint paths in (i)-(iii) exist
or not in polynomial time by using Theorem 1 with
k ≤ 3. Since the total number of all possible choices of
source and sink components and six vertices in them
is O(n6 ), we can find a shortest folding st-path (if
any) in polynomial time. The algorithm based on the
proof of Lemma 8 is described as follows.
Algorithm Shortest-Folding-Paths
Input: The graph (V, E0 ∪ E1 ) for an undirected
graph G = (V, E) with a nonnegative edge weight w,
and two vertices s, t ∈ V .
Output: A shortest folding st-path in G (if exists).
for each ordered pair of zero-components
Z, Z ′ ∈ Z do
if there is a feasible set of six vertices
s1 , s2 , s3 ∈ V (Z) and t1 , t2 , t3 ∈ V (Z ′ ) then
µ(Z, Z ′ ) := d(s, t; G) + 2d(s, t1 ; G)
−2d(s, s1 ; G);
Let Pss1 and Ps2 s3 be vertex-disjoint
ss1 -path and s2 s3 -path in Gs in (i);
Let Pt1 t2 and Pt3 t be vertex-disjoint
t1 t2 -path and t3 t-path in Gt in (ii);
Let Psi ti , i = 1, 2, 3 be vertex-disjoint
si ti -paths in G′ in (iii);
Let P(Z,Z ′ ) := [Pss1 Ps1 t1 Pt1 t2 Ps2 t2 Ps2 s3 Ps3 t3 Pt3 t ];
else
µ(Z, Z ′ ) := ∞
endif
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endfor;
(Z ∗ , Z ∗∗ ) := argmin{µ(Z, Z ′ ) | Z, Z ′ ∈ Z};
Output P(Z ∗ ,Z ∗∗ ) if µ(Z ∗ , Z ∗∗ ) < ∞, or
report that G has no folding st-path otherwise.
From the arguments in this and previous subsections, we finally obtain the next result.

Wu, B.-Y. (2010), A simpler and more efficient algorithm for the next-to-shortest path problem, W.
Wu and O. Daescu (Eds.): COCOA 2010, Part II,
LNCS 6509, 219–227.
Yen, J.-Y. (1971), Finding the K shortest loopless
paths in a network, Manag. Sci. 17, 712–716.

Theorem 9 The next-to-shortest path problem in
undirected graphs with nonnegative edge weights can
be solved in polynomial time.
4

Concluding Remarks

In this paper, we showed that the next-to-shortest
path problem in undirected graphs with nonnegative
edge weights can be solved by reducing the problem to
the k vertex-disjoint paths problem in acyclic mixed
graphs with a fixed k ≤ 3. A natural question in this
line would be whether finding an st-path with the
strictly third shortest length can be again reduced to
the k vertex-disjoint paths problem with a fixed k.
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Abstract
In this paper we deal with a directed graph G =
(V, E) with non-negative integer edge costs where the
edge costs are bounded by c and |V | = n and m = |E|.
We show the all pairs shortest path (APSP) problem can be solved in O(mn + n2 log(c/n))) time with
the data structure of cascading bucket system. The
idea for speed-up is to share a single priority queue
among n single source shortest path (SSSP) problems that are solved for APSP. We use the traditional
computational model such that comparison-addition
operations on distance data and random access with
O(log n) bits can be done in O(1) time. Also the
graph is not separated, meaning m ≥ n. Our complexity is best for a relatively large bound on edge
cost, c, such that c = o(n log n).
1

Introduction

We consider the all pairs shortest path (APSP) problem for a directed graph with non-negative edge costs
under the classical computational model of additioncomparison on distances and random accessibility by
an O(log n) bit address. The complexity for this
problem under the classical computational model is
O(mn + n2 log n) with a priority queue such as a Fibonacci heap [6]. We improve the second term of the
time complexity of the APSP problem for a directed
graph with limited edge costs under this computational model.
To deal with such a graph with edge costs bounded
by c, referring to two representatives, Ahuja, Melhorn, Orlin, and Tarjan
√ [1] invented the radix heap
and achieved O(m + n log c) time for SSSP. Thorup
[10] improved this complexity to O(m+n log log c). If
we apply these methods n times for the APSP√problem, the time complexity becomes O(mn + n2 log c)
and O(mn + n2 log log c) respectively. We first improve the time complexity for this problem to O(mn+
nc). When c ≤ m, that is, for moderately large c,
this complexity is O(mn). We finally reduce this to
O(mn + n2 log(c/n)) 1 . For the priority queue we
start from a simple bucket system, whose number of
buckets is c and the number of delete-min operations
is nc for both SSSP and APSP problems. If edge costs
Copyright c 2012, Australian Computer Society, Inc. This paper appeared at the 18th Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.
1

Precisely speaking, this should be O(mn + n2 log(c/n + 1)).

are between 0 and c for SSSP, the tentative distances
from which we choose the minimum distance for a
vertex to be included into the solution set take values
ranging over a band of length c. If c < n, we can
reduce the time for delete-min by looking at the fixed
range of values, as observed by Dial [4]. We observe
the same idea works for the APSP problem in a better way, as shown in [9]. To the author’s knowledge,
this simple idea is nowhere else in print.
For the more sophisticated priority queue we use
a cascading bucket system of k levels to choose minimum distance vertices one by one and modify the
distances of other candidate vertices. This data structure is essentially the same as those in Denardo and
Wegman [3] and in [1]. Our contribution is to show
how to use the data structure, which was used for the
SSSP problem, in the APSP problem without increasing the complexity by a factor of n. We mainly follow the style of Cherkassky, Goldberg and Radzik[2].
Taking an analogy from agriculture, the data structure is similar to a combine-harvester machine with k
wheels. The first k−1 wheels work inside the machine
for threshing crops and refining then to finer grains
from wheel to wheel, whereas the last wheel goes the
distance of c(n − 1) and harvests the crops. For SSSP
and APSP, the amount of crops is O(n) and O(n2 )
respectively.
It is still open whether the APSP problem can be
solved in O(mn) time. The best bounds for a general directed graph are O(mn + n2 log log n) with an
extended computational model, yet simulated by the
conventional comparison-addition model by Pettie [8].
Our contribution of O(mn + n2 log(c/n)) time complexity is better than existing O(mn + n2 log log n)
and O(mn + n2 log log c) when c = o(n log n).
The rest of the paper is as follows: In Section 2, we
introduce a simple data structure of the bucket system. In Section 3, we define shortest path problems;
single source and all pairs. In Section 4, we show
the bucket system works well for the APSP problem
by determining shortest distances directly on vertex
pairs. In Section 5, we define the double bucket system. In Section 6 we describe the k-level cascading
bucket system, which is a generalization of the double
bucket system. In Section 7, we show that the hidden path algorithm [7] can fit into our framework of
bucket systems, whereby we can have a further speedup. Specifically m can be replaced by m∗ , where m∗
is the number of optimal edges, that is, they are part
of shortest paths. Section 8 is the conclusion.
Sections 2 and 5 may be redundant as they are
special cases of k = 1 and k = 2 of the k-level bucket
system in Section 6. The sections are included for
step by step development of our data structures and
algorithms. Also some materials from [9] are repeated
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in this paper for the readers’ convenience.
2

Simple data structure

In this section we review a well known data structure of priority queue for developments in subsequent
sections. The priority queue allows insert, delete and
find-min, and is called the bucket system. This is a
special case of k = 1 in the general k-level cascading
bucket system. Specifically, a bucket system consists
of an array of pointers, which point to lists of items,
called buckets. Let list[i] be the i-th list. If the key
of item x is i, x appears in list[i]. The array element,
list[i], is called the i-th bucket. If there is no such x,
list[i] is nil. In the bucket system, array indices play
the role of key values. To insert x is to append x to
list[i] if the key of x is i. To perform decrease-key
for item x, we decrease the key value of x, say, from
i to j, delete x from list[i] and insert it to list[j]. To
find the minimum for delete-min, we scan the array
from the previous position of the minimum and find
the first non-nil list, say, list[i], and then delete the
first item in list[i]. Since all key values of the items in
the list are equal, we can delete all the items. Clearly
the time for insert and decrease-key are both O(1).
The time for delete-min depends on the interval to
the next non-nil list. Since we are interested in the
total time for all delete-mins, we can say the time
for all delete-mins is the time spent to scan the array
plus time spent to delete items from the lists. If the
length of one scan is limited to c, and n delete-min
operations are done, the total time for delete-min is
O(cn). In comparison-based priority queues such as
the Fibonacci heap, delete is an expensive operation,
whereas in the bucket system it is O(1). We take
advantage of this efficiency of delete in more sophisticated bucket systems in subsequent sections.
If the number of different key values at any stage is
bounded by c, and the possible number of key values
for the who;e process is larger than c, we can maintain
a circular structure of size c for the array list.
3

Shortest path problems

To prepare for the later development, we describe
the single source shortest path algorithm in the following. Let G = (V, E) be a directed graph where
V = {1, · · · , n} and E ⊆ V × V . The non-negative
cost of edge (u, v) is denoted by cost(u, v). We assume that (v, v) ∈ E with cost(v, v) = 0 and that
cost(u, v) = ∞, if there is no edge from u to v. We
specify a vertex, s, as the source. The shortest path
from s to vertex v is the path such that the sum of
edge costs of the path is minimum among all paths
from s to v. The minimum cost is also called the
shortest distance. In Dijkstra’s algorithm given below, we maintain two sets of vertices, S and F . The
set S is the set of vertices to which the shortest distances have been finalized by the algorithm. The set
F is the set of vertices which can be reached from S
by a single edge. We maintain d[v] for vertex v in S
or F . If v is in S, d[v] is the (final) shortest distance
to v. If v is in F , d[v] is the distance of the shortest
path that lies in S except for the end point v. Let
OU T (v) = {w|(v, w) ∈ E}. The solution is in array
d at the end.
Algorithm 1
1 for v ∈ V do d[v] := ∞;
2 d[s] := 0; F := {s}; // s is source
3 Organize F in a priority with d[s] as key;
4 S := ∅;
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5 while S 6= V do begin
6
Find v in F with minimum key and delete v
from F ;
7
S := S ∪ {v};
8
for w ∈ OU T (v) do begin
9
if w is not in S then
10
if w is in F then
11
d[w] := min{d[w], d[v] + cost(v, w)}
12
else begin d[w] := d[v] + cost(v, w);
F := F ∪ {w} end
13
Reorganize F into queue with new d[w];
14 end
15 end.
Line 6 is delete-min. Combined with line 13, line
11 is decrease-key, and lines 12-13 is insert. In this
and next sections, we assume edge costs are integers
between 0 and c for a positive integer c.
To have a fixed range for the key values in F , we
state and prove the following well known lemma.
Lemma 1 For any v and w in F , we have |d[v] −
d[w]| ≤ c.
Proof. Take arbitrary v and w in F such that d[v] ≤
d[w]. Since w is directly connected with S, we have
some u in S such that d[w] = d[u]+cost(u, w). On the
other hand, we have d[u] ≤ d[v] from the algorithm.
Thus we have d[w]−d[v] = d[u]−d[v]+cost(u, w) ≤ c.
From this we see that the time for Algorithm 1 is
O(m + cn) [4], and space requirement is O(c + n) if
we use a circular structure for list. If we maintain c
buckets in a Fibonacci heap, we can show the time is
O(m + n log c).
4

All pairs shortest path problem

If we use Algorithm 1 n times to solve the all pairs
shortest path problem with the same kind of priority queue, the time would be O(mn + n2 c). In this
section we review [9], improving this time complexity to O(mn + nc). Precisely speaking this complexity can be O(mn + min{nc, n2 log log c}), as we can
switch between the bucket system and the priority
queue in [10], depending on the value of c. We call
Dijkstra’s algorithm vertex oriented, since we expand
the solution set S of vertices one by one. We modify
Dijkstra’s algorithm into a pair-wise version, which
puts pairs of vertices into the solution set one by one.
Let (u, v) be the shortest edge in the graph. Then
obviously cost(u, v) is the shortest distance from u
to v. The second shortest edge also gives the shortest distance between the two end points. Suppose
the second shortest is (v, w). Then we need to compare cost(u, v) + cost(v, w) and cost(u, w). If edge
cost(u, v) + cost(v, w) < cost(u, w), or (u, w) does not
exist, we denote the path (u, v, w) by < u, w > and
call it a pseudo edge with cost cost(u, v) + cost(v, w).
It is possible to keep track of actual paths, but we
focus on the distances of pseudo edges. As the algorithm proceeds, we maintain many pseudo edges with
costs which are the costs of the corresponding paths.
We maintain pseudo edges with the costs defined in
this way as keys in a priority queue.
Algorithm 2
1 for (u, v) ∈ V × V do d[u, v] := ∞;
// array d is the container for the result.
2 for (u, v) ∈ E do d[u, v] := cost(u, v);
F := {< u, v > |(u, v) ∈ E};
3 Organize F in a priority queue with d[u, v]
as a key for e =< u, v >;
4 S := ∅;
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5 while |S| < n2 do begin
6
Let e =< u, v > be the minimum pseudo
edge in F ;
7
Delete e from F ; S := S ∪ {e};
8
for w ∈ OU T (v) do update(u, v, w);
9 end;
10 procedure update(u, v, w) begin
11
if < u, w >∈
/ S then begin
12
if < u, w > is in F then
d[u, w] := min{d[u, w], d[u, v] + cost(v, w)}
13
else begin d[u, w] := d[u, v] + cost(v, w);
F := F ∪ {< u, w >} end;
14
Reorganize F into queue with the new key ;
15
end
16 end
We perform decrease-key or insert in the procedure
update, which takes O(1) time each. U pdate is to
extend a pseudo edge with an edge appended at the
end. The total time taken for all updates is obviously
O(mn). We perform delete-min operations at lines
6-7. If c < n2 , several pseudo edges with the same
cost may be returned from the same bucket. In this
case, those pseudo edges are processed in batch mode
without calling the next delete-min. The correctness
is seen from the fact that if a pseudo edge is returned
at line 6, the corresponding path is the shortest one
that is an extension of a pseudo edge in S with an
edge at the end. The following lemma is similar to
Lemma 1, from which subsequent theorems can be
derived. It guarantees the number of different key
values in the priority queue is bounded by c.
Lemma 2 For any < u, v > and < w, y > in F , we
have |d[u, v] − d[w, y]| ≤ c.
Proof. Let < u, v > and < w, y > in F be such
that d[u, v] ≤ d[w, y]. Let < w, y > be an extension of some pseudo edge < w, x > in S with an
edge (x, y), and we have d[w, y] = d[w, x] + cost(x, y).
On the other hand, we have d[w, x] ≤ d[u, v] from
the algorithm. Thus we have d[w, y] − d[u, v] =
d[w, x] − d[u, v] + cost(x, y) ≤ c.
We have the following obvious lemma.
Lemma 3 The number of different shortest distances
for the all pairs shortest path problem for the graph
with edge cost bounded by c is at most c(n − 1).
Theorem 1 The all pairs shortest path problem can
be solved in O(mn + nc) time [9].
For c ≤ m, the time becomes O(mn). The complexity
of deletes in line 7 is O(n2 ), which is absorbed into
O(mn) if m ≥ n.
In the paper [7], pseudo edges are extended backward. We can extend pseudo edges into both directions, forward and backward. This version will reduce
the time for update operations, but it is not known
whether we can improve the asymptotic complexity.
5

Double bucket system

Let us describe a double bucket system for SSSP first.
We have two levels, level 0 and level 1, of buckets.
Level 0 has p buckets and level 1 has dc/pe buckets.
Each bucket has its interval that indicates which vertex can be put in the bucket, i.e., if the key of a vertex
is in the interval, it can be in the bucket. The range
of key values for the frontier, F , is split into dc/pe
intervals at level 1, and p values at level 0. We aslo
maintain the number of elements in each bucket.

The active pointer, ai , at level i is pointing to
the first non-empty bucket at level i, called the
active bucket. For initialization, we express the distance of (s, v) in the SSSP, d[v], by two integers (x, y):
d[v] = xp + y
(1)
(0 ≤ x ≤ dc/pe − 1, 0 ≤ y ≤ p − 1)
Note that there are up to c possibilities for (x, y). If
d[v] is specified by (x, y), and x = 0, v is put in the
y-th bucket at level 0. If x 6= 0, v is put in the x-th
bucket at level 1. For general d[v], the range for x in
(1) becomes 0 ≤ x ≤ dcn/pe − 1, and the possibilities
of (x, y) is up to cn. As there are only c possibilities
for d[v] for v in F , we can have a circular structure for
level 1. The range of x is a1 ≤ x ≤ a1 + dc/pe − 1. We
use a non-circular structure for level 1 for simplicity.
We describe delete-min. Let a0 = p when level 0 is
empty. Using this information, if level 0 is non-empty,
we find the first non-empty bucket. Take all vertices
in the bucket and perform update. Then move a0
to the next non-empty bucket using the information
from the numbers of elements of buckets. If level 0 is
empty, we go to the first non-empty bucket at level 1
using the active pointer, and we re-distribute all vertices in the bucket to the buckets at level 0 using information from their key values and the active pointer.
Suppose this is the x-th bucket at level 1, that is,
a1 = x. In this case the bucket contains vertices with
key values in the range [xp, (x+1)p−1], meaning that
we only know an approximate key value if we pick a
vertex from this bucket, but re-distributing vertices
to level 0 makes the distances exact with v in the yth, that is, (d[v] − xp)-th bucket at level 0. We say
a1 p is the base for level 0, as the actual key value is
the bucket number plus the base. The active pointer
a1 is increased until it hits the next non-empty bucket
at level 1. Then we perform the delete-min at level
0 as described above. The vertices move from level 1
to level 0 only once. The scanning of level 0 is done
up to n times, each scanning taking O(p) time in the
worst case. The movement of the active pointer a1 is
at most O(cn/p), as there are O(cn) values for distances and the active pointer goes over distance p by
one movement. Thus the total time for delete-min is
O(pn + cn/p). Level 1 goes over O(cn) space. If we
organize level 1 into a circular structure we can do it
in O(c/p) space apart from O(n) for all buckets.
Next we describe insert and decrease-key. When
we insert w with its key d[w], we compute (x, y) by
equation (1), and put it into an appropriate bucket,
x-th or y-th described above. When we perform
decrease-key on w, we delete w from its current location, and insert it with the new key value. This operation is O(1). Thus the total time for insert/decreasekey is O(m).
The
√ Let
√ total time is given by O(m + pn + cn/p).
p = c. Then the total time becomes O(m + n c).
Now let us run Algorithm 2 for the APSP problem.
The time for insert/decrease-key is O(mn) in total,
as update takes place m times for each u at line 8.
The time for delete-min is O(n2 p + cn/p). This is
because for each movement of a pair from level 1 to
level 0, O(p)-time scanning of level 0 can take place,
causing O(pn2 ) time. The important observation is
that the movement of the active pointer at level 1 is
still O(cn/p) because we have only O(cn) possibilities
for distances in the APSP problem and an increase in
the active pointer a1 effectively skips p values over
the distance
range, if necessary for a delete-min. Let
p
p = c/n. Then the
p total time becomes O(mn +
√
n cn) = O(mn + n2 c/n).
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6

k-level cascade bucket system

Now we generalize the previous 2-level bucket system
into k-level (cascading) bucket system. We call this
cascading because the movement of vertices from
level to level looks like water flow from high level
to low level. Let ai be the active pointer, which is
defined by the minimum index of the non-empty
bucket at level i, initialized to 0. Now the key value
d[v] = cost(s, v) is given by
d[v] = xk−1 pk−1 + ... + x1 p + x0
(2)
(0 ≤ x0 , x1 , ..., xk−2 ≤ p−1, 0 ≤ xk−1 ≤ dc/pk−1 e−1)
The initial insert of v with key d[v] can be done as
follows: We compute (xk−1 , ..., x1 , x0 ) from (2). Let i
be such that i is the largest index of non-zero xi , that
is, xi 6= ai . Then put v in the xi -th bucket at level
i. During putting all v, ai are set to correct values in
time proportional to the number of v inserted.
The range for xk−1 becomes 0 ≤ xk−1 ≤
dcn/pk−1 e for general d[v]. Again we can use a circular structure for the range of ak−1 ≤ xk−1 ≤
ak−1 + dc/pk−1 e − 1.
Bi ’s are bases of the i-th level, initially all 0.
Using the values of ai ’s, Bi ’s are defined by
Bi = ak−1 pk−1 + ... + ai+1 pi+1
Bi−1 = Bi + ai pi , Bk−1 = 0 (recurrence formula)
Note that the range of key values for the j-th bucket
of i-th level is
[Bi + jpi , Bi + (j + 1)pi − 1]

(3).

Furthermore note that Bi are monotone nondecreasing in i and also non-decreasing as computation proceeds. For general d[v], we have the invariant
that if vertex v is in level i, the value of i is the largest
such that xk−1 = ak−1 , ..., xi+1 = ai+1 and xi 6= ai
in (2). Vertex v is put in the xi -th bucket in level i
correctly at initialization since ai are all zero, and v
is put at level i such that xi is the first non-zero value
when scanned from the largest index. The values of
xi are computed only at initialization in O(kn) time.
In the following, the new location of v is determined
by (3) with the new value of d[v] being in the interval,
and the invariant is kept under the three operations
of decrease-key, insert and delete-min. We say interval [α, β] at level i is the minimum bucket if the
corresponding bucket is non-empty and α is minimum
among the intervals at level i.
Let us describe update. Suppose the value of d[w]
has been decreased. We delete w from the bucket
containing w in O(1) time. Then we compare d[v]
with base values Bi of levels i. If w is inserted into
the same level, insert can be done in O(1) time. If
w goes to a lower level, it takes O(`) time where ` is
the level difference. Since all vertices go from higher
to lower levels or stay in the same level, the total
time for decrease-key is O(m + kn). Insert of v can
be done like decrease-key. The vertex is put at the
highest level tentatively and we perform decrease-key
with d[v] regarded as the new value. Thus the total
time for decrease-key/insert is O(m + kn).
Now we describe the delete-min operation. We
maintain the active pointer, ai , at each level i. If
ai = p except for i = k − 1, level i is empty. If
level 0 is non-empty, we pick up the first non-empty
bucket by the active pointer. If level 0 is empty, we
go to higher levels for a non-empty level, say the ith. The key value of vertex v in this bucket given
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by ai has Bi as the base. When all vertices v in the
bucket are moved to level i − 1, ai pi must be added
to the base for level i − 1. Then the first non-empty
bucket at level i − 1 is re-distributed to level i − 2,
etc. We call this process of repeated re-distribution
level by level “cascading”. Cascading finally creates
at least one non-empty bucket at level 0. Note that
for re-distribution we use formula (3) to identify appropriate buckets. Active pointers apart from level
i can be set to the minimum bucket at each level in
O(1) time through the re-distribution process. Also
bases are updated through this process. The pointer
ai moves for the next non-empty bucket, taking O(p)
time, when i < k − 1.
For distribution of vertices to lower levels, all n
vertices go from higher level to lower level, taking
O(kn) time in total. One find-min takes O(k+p) time
if i < k−1 and O(k+c/pk−1 ) if i = k−1, and there are
n find-min operations. Thus the total time for deletemin is O(kn+pn+cn/pk−1 ). The total time for SSSP
is O(m + n(k + p) + cn/pk−1 ) = O(m + kn + c1/k n),
where p = c1/k . This complexity is O(m + n log c)
when k = O(log c) and O(m + n log c/ log log c) when
k = O(log c/ log log c).
Now we turn to the APSP problem. Let us use a
k-level cascading bucket system as a priority queue in
Algorithm 3. Instead of vertices, we maintain vertex
pairs in the queue. As O(mn) decrease-key/insert
operations are done and O(n2 ) pairs are moving to
lower levels, the total time for this part is O(mn +
kn2 ).
To find the minimum, we scan the levels from lower
to higher for a non-empty level. Then, after finding the minimum bucket we scan the i-th level for
the next non-empty bucket for updating ai , taking
O(k + p) time for each delete-min if i < k − 1. Thus
the total time for delete-min becomes O(kn2 + pn2 )
if i < k. The total time for the advancement of
the active pointer ak−1 is O(cn/pk−1 ), same as that
for SSSP. The total time for delete-min becomes
O(kn2 + pn2 + cn/pk−1 ). Thus the complexity for
APSP becomes O(mn + kn2 + pn2 + cn/pk−1 ).
Setting p = (c/n)1/k yields the complexity of
O(mn + kn2 + n2 (c/n)1/k ) for the APSP problem.
When k = 2, we have the result in the previous
section. Further setting k = log(c/n) yields the
complexity of O(mn + n2 log(c/n)). Further optimizing yields O(mn + n2 log(c/n)/ log log(c/n)) with
k = O(log(c/n)/ log log(c/n)). This comlexity is better than the best for APSP for c = o(n logr n) for any
r > 0.
7

Hidden path algorithm

The hidden path algorithm in [7] is a refinement of Algorithm 2 where update is only by optimal edges. An
edge e = (u, v) is optimal if cost(u, v) is the shortest
distance from u to v, that is, if edge (u, v) is returned
by the delete-min operation.
Algorithm 3 Hidden path algorithm
1 for (u, v) ∈ V × V do d[u, v] := ∞;
// array d is the container for the result.
2 for (u, v) ∈ E do d[u, v] := cost(u, v);
F := {< u, v > |(u, v) ∈ E};
3 Organize F in a priority queue with d[u, v]
as a key for e =< u, v >;
4 S := ∅;
5 while |S| < n2 do begin
6
Let e =< u, v > be the minimum pseudo
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edge in F ;
Delete e from F ; S := S ∪ {e};
if < u, v > is an edge then begin
Mark e = (u, v) optimal;
for t ∈ V such that < t, u >∈ S do
update(t, u, v);
11
end;
12
for w ∈ V such that (v, w) is optimal do
update(u, v, w);
13 end;
14 procedure update(u, v, w) begin
15
if < u, w >∈
/ S then begin
16
if < u, w > is in F then
d[u, w] := min{d[u, w], d[u, v] + cost(v, w)}
17
else begin d[u, w] := d[u, v] + cost(v, w);
F := F ∪ {< u, w >} end;
18
Reorganize F into queue with the new key ;
19
end
20 end
Note that update at line 10 is necessary because
when pseudo edge < t, u > was put into S, the edge
(u, v) might not have been an optimal edge yet.
The range of distance values in the frontier is limited in the band of c from the following lemma similar
to Lemma 2.
Lemma 4 For any < u, v > and < w, y > in F , we
have |d[u, v] − d[w, y]| ≤ c
Proof. Let < u, v > and < w, y > in F be such
that d[u, v] ≤ d[w, y]. Let < w, y > be an extension
of some pseudo edge < w, x > in S with an optimal
edge (x, y), and we have d[w, y] = d[w, x] + cost(x, y).
On the other hand, we have d[w, x] ≤ d[u, v] from
the algorithm. Thus we have d[w, y] − d[u, v] =
d[w, x] − d[u, v] + cost(x, y) ≤ c. Note that pseudo
edge < w, x > can be formed before or after edge (x, y)
is found to be optimal. In either case, the update of
pseudo edge from w to y via x is done in line 10 or
12 respectively with an optimal edge (x, y).
Let m∗ be the number of optimal edges. From this
lemma, we see the data structures developed in the
previous sections are compatible with Algorithm 3,
so that all time complexities hold with m replaced
with m∗ (≤ m) when Algorithm 3 is used in place of
Algorithm 2.
7
8
9
10

8
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Concluding remarks

We improved the time bounds for the all pairs shortest path problem when the edge costs are limited by
an integer c > 0. Although the gain obtained is small,
the importance of our contribution is to show that the
direct use of Thorup’s data structure for the APSP
problem is not optimal. Note that our data structure
is not optimal either when we set c = O(nα ) for α > 1.
Therefore we still have some room for approaching
the goal complexity of O(mn). It remains to be seen
whether the fact that there are only c(n − 1) different distances for the solution of APSP is compatible
with Thorup’s data structure. If so, we could have
the complexity of O(mn + n2 log log(c/n)). One may
be tempted to split the distance range of band-width
c into n intervals of size c/n each and use Thorup’s
data structure for each interval. Delete-min and insert seem to work for our goal, but decrease-key is
hard to implement. This is because decrease-key consists two heap operations of delete and insert that
may be in different levels. Delete is hard to implement in O(1) time in that data structure.
Ackmowledgment Discussions with Yuji Nakagawa
while the author was at Kansai University in 2010 are
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Abstract
We consider directed graphs with an upward planar
drawing on the plane, the sphere, the standing and
the rolling cylinders. In general, the drawings allow
complex curves for the edges with many zig-zags and
windings around the cylinder and the sphere.
The drawings are simplified to polyline drawings
with geodesics as straight segments and vertices and
bends at grid points. On the standing cylinder the
drawings have at most two bends per edge and no
windings of edges around the cylinder. On the rolling
cylinder edges may have one winding and five bends,
and there are graphs where edges must wind. The
drawings have a discrete description of linear size.
The simplifications can be computed efficiently in
O(⌧ n3 ) time, where ⌧ is the cost of computing the
point of intersection of a curve and a horizontal line
through a vertex. The time complexity does not depend on the description complexity of the drawing
and its curves, but only on O(n3 ) sample points.
1

Introduction

Graph drawing is mostly concerned with the problem
to map a graph in the plane. The objective are nice
drawings which shall be constructed by efficient algorithms. Such a map assigns the vertices of a graph to
distinct points. The edges are simple Jordan curves
between the endpoints. Hence, graph drawing realizes
a transformation from a topological into a geometrical
structure.
The task of drawing a graph consists of two
phases: placement and routing. Often both phases
are merged, particularly, for straight-line drawings.
These drawings are completely described by the
placement of the vertices. Moreover, there are polyline drawings with straight-line segments, which are
used e.g. in the hierarchical approach for directed
graphs or in orthogonal graph drawings, see [12, 22].
These drawings have a discrete description, which is
given by the points for the vertices and the bends.
More complex curves are used in a postprocessing
phase, where bends of polylines are smoothed by
splines [15] or spiral segments [2].
⇤
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The full generality of Jordan curves is used in the
definition of planar graphs and plane drawings. A
drawing ( G) of a graph G is plane if it is one-toone on the vertices and the curves of distinct edges
are disjoint except at common endpoints. What does
this really mean? How complex are the curves? This
question has rarely been addressed, since mostly the
curves are simplified. For e↵ective computations the
curves must have a finite description, which is given
by a complete listing, a program or a Turing machine. However, the full description may be very long
and may exceed the size of the graph by any (superexponential) bound. Such a complexity would be out
of scope for graph drawing.
For planar (undirected) graphs it is well-known
that all curves can be straightened. This was proved
by Steinitz and Rademacher [30], Wagner [32] and
Stein [29] using the one-to-one correspondence between (triconnected) planar graphs and the mesh of
convex polyhedra. An alternative proof by Fáry [18]
uses induction and is based on the fact that the outer
face of a triangulated planar graph can be drawn as a
straight-line triangle. This proof can be implemented
by an O(n3 ) algorithm, since it uses separating triangles. These investigations were finalized by de Fraysseix, Pach and Pollack [11] and by Schnyder [28] who
showed that every planar graph has a straight-line
grid drawing of O(n2 ) area, which can be computed
in O(n) time.
Directed graphs are most commonly drawn as hierarchies using the approach introduced by Sugiyama
et al. [31]. This drawing style produces polyline drawings and transforms the edge direction into a geometric direction: all edges point upward if the graph is
acyclic. If graphs have cycles then there is a unidirectional representation on the rolling cylinder. Roll the
cylinder and so follow the direction of the edges. This
drawing style is a particularity of the rolling cylinder.
The combination of upward and planar leads to
upward planarity. A graph is upward planar or an
up-graph if it can be drawn in the plane such that
the edges are monotonically increasing in y-direction
and there are no edge crossings. up-graphs were studied intensively; for a comprehensive study see [12].
They were characterized as the spanning subgraphs
of planar st-graphs [13, 23], which are directed acyclic
graphs with a single source s and a single sink t and
an (s, t) edge.
Concerning the curve complexity up-graphs are
simple, too, since they admit straight-line upward planar drawings. This can be proved by Fáry’s [18] inductive technique. On the other hand, straight-line
upward planar drawings may require an area of exponential size [14], whereas there are upward polyline
drawings on quadratic area with at most two bends
per edge [13].
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Figure 1: st-K2,2 on the standing cylinder

Drawing graphs has also been considered on other
surfaces, such as the sphere [21] and the torus [27],
and there are 3D approaches, see [22]. In particular,
upward planarity has been generalized to the sphere
and the standing cylinder using a solid in R3 and
a fixed embedding of the respective surface which is
used as the canvas for the drawing. The respective
classes of upward planar graphs were studied separately by Hashemi et al. [16, 20, 21] and by Hansen
[19] and Limaye et al. [24, 25].
For upward planarity the surfaces of genus zero no
longer coincide: the plane is weaker than the sphere
or the standing cylinder. A counterexample is the stK2,2 graph consisting of the complete bipartite K2,2
with a source and a sink, see Figure 1 and [13, 23].
The (s, t)-edge makes the distinction in the characterization. The upward planar graphs on the sphere [20]
and on the standing cylinder [24] were characterized
as spanning subgraphs of acyclic planar graphs with
a single source and a single sink. This implies that
the respective classes of graphs coincide.
Recently, Auer et al. [1] introduced a universal
approach towards upward planar drawings defining
the upward direction by a vector field on an arbitrary surface. This approach gives raise to a general
classification of upward planarity including spherical,
cylindrical, rotational and toroidal. These come from
the sphere, the standing and rolling cylinders and the
torus with the homogeneous field on the respective
surfaces. Here, graphs with a planar upward drawing
on a standing and a rolling cylinder were characterized in terms of upward drawability in the plane with
a radial and a cyclic field for the upward direction,
and the coincidence of upward planarity on the sphere
and the standing cylinder was formally established.
Upward planar drawings are related to level
planar graphs, where each vertex is assigned to
a fixed level and the edge direction is given by
the numbering of the levels. Level planarity is an
important topic in graph drawing [22]. In the plane
the levels are horizontal lines. On the standing
cylinder and the sphere the levels are latitudes. This
is equivalent to concentric circles in the plane [2, 5],
which is the view on a standing cylinder or a sphere
from below. On the rolling cylinder the levels are
horizontal lines, which form a recurrent hierarchy
[31], where there are k levels which are numbered
modulo k. Such drawings were recently investigated
in depth in [3, 4, 6, 7].
In this work we focus on the simplification of upward planar drawings on the standing and rolling
cylinders. We call them sup- and rup-drawings of
sup- and rup-graphs. Our goal are polyline drawings
with geodesics as straight segments and vertices and
bends at grid points. Then the drawings are completely specified by the positions of the vertices and
the edge bends.
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Initially, the edges are arbitrary Jordan curves,
which are monotonically increasing and disjoint except at common endpoints. The curves may be highly
complex and zig-zag and frequently wind around the
cylinders. There may even be infinitely many zigzags, e.g. driven by the function f (t) = t sin 1t with
t ! 0 if we accept this as a description. Infinitely
many windings with an ultimate convergence towards
an endpoint are excluded by the continuity of a Jordan curve. However, the number of windings can be
arbitrarily large. For example, a curve may form a
spiral with successive windings around the cylinder
at distance 2 i for i = 1, . . . , N , and N is e.g. the
value of Ackermann’s function A(n, n), where n is the
size of the graph.
We jump over this complexity and show that every sup- and rup-graph has a polyline drawing with
geodesics as straight segments. The edges have only
a few bends per edge, and the vertices and the bends
are placed on a grid of quadratic size. Edges do not
wind around the standing cylinder and wind at most
once around the rolling cylinder. Here single windings of some edges are unavoidable. However, it is
unknown whether or not there are straight sup- and
rup-drawings for the respective graphs.
To cope with the complexity of the description of
Jordan curves we suppose that it takes time ⌧ to compute the coordinates of the intersection of an edge
and a horizontal line through a vertex. ⌧ may be
huge. In the previous example with windings described by Ackermann’s function one must evaluate
the Ackermann function. However, ⌧ is a constant in
the resulting drawings. On the standing cylinder and
the sphere the polyline drawing can be computed in
O(⌧ n2 ) time, and it takes O(⌧ n3 ) time on the rolling
cylinder. This is a significant reduction of the description complexity of upward planar drawings. It may
be quite easy to detect the intersections of curves with
the horizontal lines through the vertices; however it
may be very complex to trace the edges, particularly,
if they zig-zag and frequently wind around the cylinder. Thus we close the gap between drawings with
arbitrary Jordan curves and polyline drawings, which
are the standard in graph drawing, and we capture
Jordan curves computationally using a value ⌧ for the
computation of an intersection of curves in a neighborhood of vertices.
In the next section we introduce the basic notions.
Then we study upward planar drawings first on the
standing and thereafter on the rolling cylinder, and
we conclude with some open problems.
2

Upward Drawings

We assume familiarity with the fundamental concepts
on graphs and graph drawing, see [12, 22].
A graph G = (V, E) is a simple directed graph with
a finite set of vertices V and a finite set of directed
edges E. An edge e = (u, v) is directed from u to v.
G has n vertices and m edges. Moreover, we assume
that the underlying undirected graph is connected;
disconnected components can be drawn on top of each
other on the standing cylinder and side-by-side on the
rolling cylinder.
We consider well-known two-dimensional surfaces
which are given by a fixed embedding in R3 , where
x is horizontal, y is vertical, and z is directed towards the spectator according to the right-hand rule.
The plane is the surface with the Cartesian coordinates and z = 0. Since scaling is allowed the area
of the plane may be restricted to a range from -1
to +1 in each dimension. The sphere is defined by

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia
2

{(x, y, z) | x + y 2 + z 2 = 1}, the standing cylinder by
{(x, y, z) | x2 + z 2 = 1 and -1  y  1} and the rolling
cylinder by {(x, y, z) | y 2 + z 2 = 1 and -1  x  1}.
A planar drawing
maps each vertex of G to
a distinct point on a surface S and each directed
edge e = (u, v) is mapped to a simple Jordan curve
J : [0, 1] ! S from the endpoint ( u) to the endpoint ( v) such that the curve is continuous and no
two edges have a common point except a common
endpoint.
When it is clear from the context, we say that a
vertex v is placed at ( v) and we do not distinguish
between an edge e and its curve ( e). Additionally,
(G) stands for the set of points of the drawing.
A drawing is upward planar if the curves of the
edges are monotonically increasing in y-direction and
the edges are disjoint except for common endpoints.
In the plane, on the sphere and on the standing cylinder the y-direction is the y-dimension, i.e., a < b implies y(J(a)) < y(J(b)), where y(J(a)) is the value of
the y-coordinate at J(a). On the rolling cylinder the
y-direction is taken in counterclockwise order in the
(z, y) plane. This means up for z > 0 and down for
z < 0. For the spectator it is upward on the front
side, and then over the upper side and down on the
backside. All edges are unidirectional if the cylinder
is rolled clockwise. Upward is formally described by
the angle of the tangent of the curve at a point in
(z, y) dimension and the horizontal line through the
point. It is readily seen that upward is equivalent
to increasing in y-dimension in the two-cell approach
where the surface is unrolled, or in the fundamental
polygon approach where opposite sides of a square are
identified [1, 26, 27].
An upward planar graph G on a surface S admits
a upward planar drawing on S. Let UP, SUP and
RUP be the classes of graphs with an upward planar
drawing on the plane, the standing and the rolling
cylinders. We call these graphs up-, sup- and rupgraphs, respectively, see [1, 9].
It is well-known that the plane, the sphere, the
standing and the rolling cylinders coincide on planarity - the undirected view. The picture changes for
upward planarity - the directed view. Here, the plane
is weaker than the sphere and the standing cylinder,
since the st-K2,2 graph from Figure 1 is non-upward
planar [13, 23]. Moreover, the sphere and the standing cylinder are equivalent and are weaker than the
rolling cylinder as first established by Auer et al. [1]
and deepened in [9]. They are dominated by surfaces
of higher genus, such as the torus. These facts are
summarized to:
Proposition 1.
UP ( SUP ( RUP.
3

The Standing Cylinder and the Sphere

Our topic is the curve complexity of upward planar
drawings. We transform drawings with arbitrary Jordan curves for the edges into polyline drawings with
few bends and windings around the cylinder. Hence,
curves with a high description complexity and even
infinitely many zig-zags and many windings are simplified significantly. An edge zig-zags if it has many
bends and it winds around the standing cylinder or
the sphere if it intersects a vertical line or a longitude
at least twice. The resulting upward planar drawing is
completely specified by O(n) points on the standing
cylinder or the sphere. Hence, the data for the description of the drawing is reduced from (even superexponential) high volumes to a linear size.

A drawing ( G) on the standing cylinder is seen
as a level drawing (the sphere can be treated in a
similar way). Then upward planarity turns into radial level planarity as studied by Bachmaier et al.
[2, 5]. Each level defines a circular list of observable
points OBS(v), which are the intersection points of
the edges and the horizontal level L(v) of a vertex v.
OBS(v) together with the vertices on the level are
sorted counterclockwise from v and has at most n+m
entries.
We suppose that each observable point can be
computed in time ⌧ , whereas vertices can be accessed
directly in ( G) in O(1) time. There may be a huge
gap between the complete description of a drawing
(G) and the data stored by the sets of observable
points, which consists of only a few sampling points
per edge. The gap between the original drawing and
this data is bridged by ⌧ . In the resulting polyline
drawings ⌧ is in O(1), since each edge consists of
finitely many straight segments.
The simplification of upward planar drawings on
the standing cylinder to polyline drawings was first
stated in [1]. Here, we improve these results and also
consider windings, bends, a grid, and the time complexity. These parameters were not addressed before
together with planar upward drawings.
Lemma 1. Let (G) be an upward planar drawing of
a graph G on the standing cylinder (or the sphere).
Then there is a planar upward polyline drawing ˜ (G)
with at most n-2 bends per edge and no windings of
edges around the cylinder.
˜ (G) can be computed in time O(⌧ n2 ), where ⌧
is the time to compute the (x, z)-coordinates of the
intersection of an edge and the latitude of a vertex.
Proof. The sup-drawing ( G) is cut horizontally at
the y-coordinates of the vertices. Each cut defines a
circle of points on the perimeter of the cylinder. The
points are the vertices on the cut and the intersection
points for each proper crossing of an edge and the cut.
A disk is a piece of ( G) between two adjacent
cuts. On its borders it has a lower and an upper circle
of points. There are no vertices in its interior and
segments of edges are routed planar upward between
the points on the lower and upper circles.
We process the disks iteratively from bottom to
top. For a disk choose an edge segment connecting
two points on the opposite borders for an alignment,
say p1 on the lower and q1 on the upper border. Rotate the upper ring and all rings above such that p1
and q1 have the same (x, z)-coordinates. To save computation time these rotations are performed in a lazy
fashion and are first stored as o↵sets. In a final bottom to top sweep the rotations are summed up over all
disks. In a rotation the edge segments are stretched
or contracted like rubber bands.
From (p1 , q1 ) process the edge segments between
the opposite borders in counterclockwise order and replace each edge segment from a point p on the lower
circle to a point q on the upper circle by the geodesic
from p to q. Here the counterclockwise order of the
geodesics must be preserved, which is obtained from
the embedding induced by the drawing. The geodesic
from p to q is not necessarily the shortest curve between these points, since (p1 , q1 ) must not be intersected. Hence, the cyclic order of all (segments of
the) curves is preserved, which implies that there are
no crossings. So the curve of an edge is a polyline
of geodesics with at most n-2 bends. Let 0 (G) be
the so obtained drawing of G. 0 (G) has a discrete
description with O(n2 ) points for the vertices and the
bends.
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Let’s consider windings. An edge cannot wind
around a disk, since the first segment is vertical.
Windings of edges can be avoided by an appropriate choice of the points for the alignment. Suppose
that these points are placed on the front line of the
cylinder with (x, z) = (0, 1). This line will not be
crossed by any edge.
We proceed from bottom to top in 0 (G). Suppose that every edge segment on a disk has unit
length. Then we compute longest paths from appropriate starting points t1 , . . . , tr for some r
1. The
paths are ordered monotonically and each path ends
at a sink of G. They are routed on the front line.
The first path starts at a vertex on the lower border of the bottommost disk, and the last path ends
at a vertex on the upper border of the topmost disk.
Consider the i-th path pi from ti to t0i . If there are
vertices on the front line or edge segments crossing
the front line above t0i , then get the first such item.
Suppose that an edge segment s = (ps , qs ) crosses the
front line next above t0i , and let s = (qs , qs ) if it were
a vertex. Then choose qs for the alignment, place it
on the front line, and use it as the starting point of
the i+1-st path. Since qs is taken as the first point
above the i-th path there is no other edge passing
the gap between t0i and qs on the front line. By the
planarity edges cannot cross paths. Hence, no edge
crosses the front line, which excludes windings. Let
˜ (G) be the so obtained drawing. ˜ (G) is a polyline
drawing without edge windings.
Concerning the time complexity there are at most
n-1 disks, and each circle has at most O(n) points,
since each upward curve intersects at most once. The
coordinates of each such point are computed in time
⌧ . Each of the at most O(n2 ) many segments of
geodesics can then be computed in O(1) time. Using
lazy evaluation all rotations are performed in O(n2 )
time. Hence, the computation of 0 (G) takes O(⌧ n2 )
time.
The computation of ˜ (G) from 0 (G) can be done
in linear time in the number of edge segments. The
coordinates of their endpoints were computed before
such that it takes O(1) per segment, and each segment
must be considered at most once for the longest paths
computations.
In a post-processing phase we reduce the number
of bends from ˜ (G). We consider two approaches.
The first goes via the visibility representation of upgraphs in the plane by Di Battista and Tamassia [13],
where the vertices are represented by horizontal segments and the edges by straight vertical lines. This
representation can be transformed into a monotone
grid drawing with at most two bends per edge. The
used coordinates are integral and vertices and bends
are placed on a grid of O(n2 ) size.
However, on the standing cylinder edges can be
routed over the backside. These edges have an extra
bend at a vertical cut line along the backside. Such
edges may have up to five bends. We do not pursue
this approach here because it is outperformed by the
linear segments model, where each edge is represented
by a polyline with at most three straight segments.
The approach by Brandes and Köpf [10] realizes this
model and operates even on arbitrary directed graphs
in the plane. It uses a thinning technique and extracts
edges or segments of edges until all (dummy) vertices
have degree at most two. Then only a collection of
paths remains, which are straightened vertically and
are ordered left to right and compacted by a longest
path heuristic. In addition, there is a balancing phase
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in order to center the vertices over their neighbors.
This is skipped here. The paths determine the vertical grid coordinates of the vertices and the horizontal
grid coordinate is given by the leveling.
The approach was extended to radial drawings
with concentric circles for the levels by Bachmaier
[2]. The running time of the algorithms is linear in
the number of proper segments between adjacent levels. This number may be quadratic in the size of the
graph. An improvement in the running time was obtained by Eiglsperger et al. [17] using edge bundling.
We specialize and adapt the approach to upward planar graphs.
Lemma 2. Let ˜ (G) be a polyline sup-drawing without edge windings and bends only at the latitudes of
vertices. Then there is a polyline drawing ˆ (G) on
the standing cylinder with no windings and at most
two bends per edge, and all vertices and all bends are
placed at grid points of a grid of size O(n2 ).
ˆ (G) can be computed from ˜ (G) in O(n) time.
Proof. Consider ˜ (G) as constructed in the proof of
Lemma 1 with disks and horizontal latitudes L(v)
through the vertices. Then the front line can be transformed into a vertical cut line C. If edges are completely routed on C they are kept. If an edge e enters
C from the left (right) and meets C at latitude L(u) it
remains on C up to the latitude of its end node L(v).
Then move the segments between L(u) and L(v) 1
slightly to the left (right), such that no other edge
or vertex is touched or crossed. This preserves the
property that no edge crosses C and prevents edge
windings.
Project a grid on the standing cylinder, such that
the horizontal grid lines are the latitudes of the vertices. There are at most m vertical grid lines, which
are set by the subsequent procedure. The grid points
are regarded as integer coordinates. Take C as the
first vertical grid line and fix the vertices and edges
on C as they are given after the slight move.
First, remove all edge segments entering C from
either side. In particular, this removes the outer segments from L(v) 1 to L(v) that were slightly moved
previously. Thereafter, we pursue the thinning technique from [10]. An edge e of ˜ (G) is short, if it
spans just one disk and is long, otherwise. A long
edge consists of two outer segments on its top- and
bottommost disks and of a stick over the intermediate
disks. A stick may degenerate to a single point.
The approach aligns the sticks as straight vertical
lines on the grid and attempts to obtain even more
straight edges and save bends. If a vertex u has outgoing outer segments of long and short edges, then
temporarily remove the short edges and finally keep
only the left median of the outer segments of the long
edges. If u has only outgoing short edges the left
median edge is kept. Accordingly, keep the left median incoming outer segment at v or the left median
incoming short edge, if there are no outer segments
entering v. All other outer segments and short edges
are temporarily removed. Thereafter all endpoints of
edges, outer segments or sticks have degree at most
two. Together with the kept edge segments they form
a set of paths P . Moreover, for every vertex v of G
there is exactly one path which contains v. In addition P contains sticks.
First, align C vertically as the first (leftmost) vertical grid line. Then order the paths from left to right
starting at C. A path p is at least one grid unit to
the left of a path p0 if at some latitude p is to the left
of p0 in a counterclockwise (or left to right) traversal
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from C. This defines a partial order on P . The paths
on C are the minimal and the paths immediately to
the left of C are the maximal elements in this partial order. Sort P by a longest path heuristic (or by
topological sorting). Assign the number of this sorting as the horizontal grid coordinate to each path p
and each vertex v on p. So the paths and vertices on
C are on the first vertical grid line. In consequence,
all sticks are vertically aligned on the grid. Hence,
long edges have a bend at most between an outer segment and the stick. The vertical grid coordinate for
the vertices and the endpoints of the sticks is taken
from the latitudes. The previously removed segments
are reinserted and are drawn as straight lines on the
grid, which is folded on the standing cylinder. The
drawing is planar since the partial order of the paths
preserves the order of incoming and outgoing edges
(edge segments) at each vertex. Our simplification
of the algorithm of Brandes and Köpf [10] needs only
linear time, since each edge is partitioned into at most
three pieces, and the removal of edge segments, the
computation of the medians and the subsequent construction of the path can be done in linear time in
the number of pieces. The longest path heuristic is
a modified topological sorting, which computes the
distance of a path from C in linear time. Topological
sorting produces wider drawings also in linear time.
The underlying grid has at most n horizontal lines
and at most m vertical lines. Hence, the grid size is
at most quadratic in the size of the given graph.
For the standing cylinder and the sphere we can
summarize:
Theorem 1. For every upward planar drawing (G)
of a graph G on the standing cylinder or the sphere
there is an upward planar drawing ˆ (G) of G
• with polylines and geodesics as straight segments

• no edge windings around the cylinder (or sphere)
• at most two bends per edge

• a placement of all vertices and bends on a grid of
quadratic size, and
• which can be computed in time O(⌧ n2 ), where ⌧
is the time to compute an intersection of an edge
and a horizontal line.
4

The Rolling Cylinder

For the rolling cylinder we apply a similar technique
and transform an upward planar drawing into a recurrent hierarchy with horizontal levels at the vertices.
Recurrent hierarchies were introduced by Sugiyama
et al. [31] in their pioneering work on drawing hierarchies and were recently studied in depth by Bachmaier
et al. [3, 6]. A k-level recurrent hierarchy is a directed
graph together with an assignment of the vertices to
levels L0 , . . . , Lk 1 , which are ordered modulo k. An
edge (u, v) from vertex u on level Li to vertex v on
level Lj is directed upward in the cyclic order of the
levels. In particular, there are edges from vertices on
high levels to vertices on low levels, which first meet
or cross level L0 . Recurrent hierarchies are drawn in
3D on the rolling cylinder or in 2D, where either the
levels are rays from a common center and the edges
are routed as poly-spiral curves or L0 is duplicated
and its copy appears at the top of the common hierarchical drawing in the plane with horizontal levels.
These drawing styles are equivalent in the sense that

there are geometric transformations from one drawing
into the other, as elaborated in [3].
The complexity of Jordan curves in upward planar
drawings on the rolling cylinder comes from zig-zags
and vertical windings around the cylinder. Zig-zags
are dealt with as above and are replaced by geodesics
between points on adjacent levels. To simplify the
drawings we proceed in three steps. First, we smooth
Jordan curves to polylines with at most O(n) many
windings and bends. Then redundant windings are
removed and finally the number of bends is reduced
to at most five per edge and the vertices are placed
on a grid of size O(n2 ).
In addition we reduce the computational e↵ort
and achieve time bounds that are independent of
the description complexity of the drawing and can
be given in terms of the size of the graph. For
our constructions a viewer of the drawing must not
(be able to) trace the Jordan curves and follow
the zig-zags and too many windings. It suffices
to compute the sets of observable points of the
vertices OBS(v). Again an observable point p is the
intersection point of an edge e and a horizontal line
L(v) through a vertex v. Its computation takes ⌧
units of time. However, the sets OBS(v) are di↵erent
from those on the standing cylinder. Each vertex v
first considers the intersection points of some edges
immediately to its left and right. So it determines
its passing edges and whether these edges wind
frequently and purely. Each passing edge is observed
for at most two rounds; multiple observations of
edges from several vertices don’t matter. A more
frequently winding edge is observed piecewise by
several vertices or it disappears from the screen for a
while, since there are pure windings and the edge can
be cut short. The short cut is done just below the
level of the winding successor, which is determined
by observing the bundles of edges with pure windings.
Let’s make these ideas precise.
Let ( G) be an upward planar drawing on a rolling
cylinder. The level L(v) of a vertex v is given by the
horizontal line through its (y, z)-coordinates. These
levels L0 , . . . , Lk 1 are ordered counterclockwise in
the (y, z)-plane such that each level has a successor
in up direction and L0 is the successor of Lk 1 .
An edge e = (u, v) of ( G) is winding if its curve
intersects L(u) at some point p. It is right-winding
(left-winding), if p is to the right (left) of u. A rightwinding (left-winding) edge also intersects the level
of v to the left (right) of v.
Consider edges in a rup-drawing. Clearly, an edge
is self-intersecting if it is left- and right-winding. This
follows from the mean-value theorem using the representation on the fundamental polygon, where the
upper and lower sides are identified. By the same reasoning, left-winding and right-winding edges cannot
interleave. A bundle of winding edges must wind in
the same direction. If e is left-winding and e0 is rightwinding, and e0 is to the left of e at some level, then e0
is completely to the left of e except at a common endpoint, otherwise they would cross. However, a vertex
may have outgoing left- and right-winding edges, or
incoming right- and left-winding edges. Then all outgoing left-winding edges are to the left of all outgoing right-winding edges, and all incoming left-winding
edges are to the right of all incoming right-winding
edges.
It is a crucial fact that a winding together with
a horizontal connection partitions the given drawing
into a left and a right part. In the plane this is a
path from the bottom to the top of the drawing and

31

CRPIT Volume 128 - Theory of Computing 2012

a connection of the ends in the outer face.
Lemma 3. Let (G) be an upward planar drawing on
a rolling cylinder. A curve C along edges of G from
a point p = (x, y, z) to a point p0 = (x0 , y, z) together
with the horizontal line L between p and p0 and such
that C does not cross L partitions (G) and G into a
left and a right part Gl and Gr , such that each edge
between Gl and Gr must meet a point on C + L.
In particular, if C is a segment of an edge winding
once around the cylinder, then each edge between Gl
and Gr intersects the horizontal line L.
Proof. C + L is a closed curve on the rolling cylinder. Now planarity and the Jordan’s curve theorem
enforces a partition of ( G) into an inner and outer
part, which induces a partition of G into Gl and Gr ,
respectively. By the planarity the edges between vertices of Gl and Gr must cross C + L and hence must
pass through points of C + L.
For convenience we shall assume henceforth that
there are only right-winding edges; left-winding is
symmetric, where left and right must be interchanged.
Moreover, the out-going edges of a vertex v are
regarded as the first edges intersecting the level L(v)
immediately to the right of v and passing v to the
right. The out-going edges are taken from left to right
in clockwise order. Accordingly, the in-coming edges
of a vertex v 0 in counter-clockwise order are the last
edges passing v 0 to its left. Each vertex has at least an
out-going or an in-coming edge, since the underlying
graph is connected.
Definition 1. Let (G) be an upward planar drawing of a graph G on the rolling cylinder without leftwinding edges.
For a vertex v let sr (v) = e1 , . . . , er be the maximal
sequence of edges which intersect L(v) immediately to
the right of v and such that each edge occurs at most
twice and there is no other vertex on L(v) between v
and the rightmost intersection point from er .
sr (v) is the right-signature of v, where the edges
are taken as symbols and sr (v) as a string. The outgoing edges of v are the prefix of this string.
The left-signature consisting of the sequence of
edges sl (v) entering v is defined symmetrically. Here,
an edge may intersect or meet the level of v at most
twice to the left of v, and the in-coming edges are the
suffix of sl (v).
The asymmetry of left- and right-signatures comes
from the restriction to right-winding edges. For leftwinding it is reversed. The pair sl (v) and sr (v) is
characteristic for the vertex v, since v has in- or outgoing edges, which appear as suffix and prefix of the
signatures, respectively. However, there may be several vertices with the same right (or left) signature.
If sr (v) = sr (v 0 ) then v 0 is a source and lies to the
right of the out-going edges of v and on a level before
v (or vice-versa). Moreover, windings of edges and
pure windings can easily be described and detected
using the signatures. An edge (u, v) is winding if it
repeats in sr (u) and sl (v).
If there are no edges with more than two windings,
then sr (v) is the sequences of all edges crossing the
level L(v) from left to right to the right of v, provided
there is no other vertex on L(v). This sequence has
a common substring with sl (v 0 ), where v 0 defines the
next level after L(v) in the clockwise order of the
levels.
If there are frequently (right-) winding edges, then
sr (v) takes only the first two windings to the right
into account. Further windings are not observed by

32

v. They are either observed by other vertices or there
are pure windings of a bundle of edges . A bundle of
purely winding edges is easily detected, since sr (v) is
of the form
, where the outgoing edges of v are a
prefix of . occurs as a maximal substring of sl (v 0 )
for some vertices v 0 , from which we choose the winding
successor as the leftmost one. If an edge from sr (v)
reaches its endpoint during the next two windings or
if new edges start at a vertex then the sequence of
edges does not repeat. In that case v is static and
observes its passing edges for less than two rounds
and then passes control to another vertex.
Definition 2. Let (G) be an upward planar drawing
on the rolling cylinder.
A vertex v is an out-winder if its right-signature
sr (v) is of the form
for a non-empty sequence of
edges ; otherwise, v is static. v is an in-winder if
for a nonempty sequence of
sl (v) is of the form
edges .
Let v be an out-winder with sr (v) =
. A vertex
v 0 is the winding successor of v if v 0 is an out-winder
with sl = ↵ , where ↵ and are substrings of and
↵ is of minimal length.
Lemma 4. Let (G) be a rup-drawing. Every outwinder v has a unique winding successor.
Proof. At every vertex v there is a change in the passing edges just below and above L(v), since G is connected.
. Then
Let v be an out-winder with sr (v) =
the edges of have at least two windings around the
cylinder immediately to the right of v. Let e be the
first edge of . Then the first winding of e together
with the horizontal line from the first to the second intersection of e and L(v) is a closed curve. By Lemma
3 the graph is partitioned and all edges from one part
to the other pass the horizontal line. These are the
remaining edges of .
Consider the intersection points of L(v) to the
right of v. There are further intersections of the edges
from and L(v) after more windings. Consider the
last complete winding of the edges of on L(v), and
thereafter, consider the edges of from left to right
and follow them for at most one round, until there
is a change for the first time. This change occurs
at a vertex v 0 , where some edges of
end or new
edges start. v 0 is the leftmost such vertex with respect to winding edges. Then the left-signature of
0
v 0 is sl (v 0 ) = 00
in(v 00 ), where = 0 in(v 0 ) 00 ,
since the edges from make at least two windings.
Moreover, the length of 00 is minimal for all vertices with
as a substring of their left-signature,
with
since v 0 is reached first. sl (v 0 ) is of the form
= 00 0 in(v 00 ). Hence, v 0 is an in-winder and is a
substring of sl (v 0 ). The uniqueness of v 0 follows from
the minimality of the length of 00 .
Example 1. Suppose that vertex v is the source
of an edge a and v 0 is the winding successor such
that c ends at v 0 , and there is a bundle abcd of frequently winding edges. Then sr (v) = a b c d a b c d and
sl (v 0 ) = d a b c d a b c. The signature or string of edges
intersecting L(v) to the right of v and up to v 0 is of
the form abcd(abcd)+ ab[c], where ”+” means at least
one repetition and brackets mean at most once.
Later on there is a short cut from level L(v 0 )-1
to level L(v 0 ), where the leftmost intersection points
of the edges in the bundle dabc on level L(v 0 )-1 are
directly connected with the intersection points of dabc
immediately to the left of v 0 on level L(v 0 ) such that
c enters vertex v 0 .
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Figure 2: A bundle of winding edges and its short cut

This situation is illustrated in Figure 2.
Let ( G) be an upward planar drawing on a rolling
cylinder, and treat ( G) as a recurrent hierarchy with
levels L(v), which are ordered from L0 to Lk 1 . We
smooth the edges from ( G).
If v is static then some of the edges passing or
leaving v reach their endpoint during the next two
windings. Then v observes the edges of sr (v) for at
most two rounds on the cylinder. Each edge segment
from level L(v) to the next level is replaced by the
geodesic between the points of the intersection of the
curve J(e) with the levels.
If v is an out-winder with a frequently winding
bundle of edges consider the winding successor v 0 .
Now v observes the edges from from its level L(v)
to level L(v 0 )-1 and replaces the curves level by level
by geodesics. Between the levels L(v 0 )-1 and L(v 0 )
there is a short cut.
Lemma 5. Let (G) be an upward planar drawing
on a rolling cylinder. Then there is an upward planar polyline drawing 0 (G) with at most O(n) many
windings per edge.
0
(G) can be computed from (G) in time O(⌧ n3 ),
where ⌧ is the time to compute an observable point.
Proof. If v is static it observes the edges on its level
and the edges of sr (v) for up to two rounds on the
cylinder. Every edge segment from a level Li to the
next level is replaced by the geodesic between the
points of the intersection of the curve J(e) with the
levels. This preserves the left-to-right order at the
vertices and thus planarity.
If v is an out-winder with sr (v) =
it observes
the edges of = e1 , . . . , eq from level L(v) to level
L(v 0 ) - 1, where v 0 is the winding successor of v.
As above the curve of each edge ei is replaced by
segments of geodesics between adjacent levels. All
2 times
edges ei with i = 1, . . . , q wind at least r
around the cylinder, they do it in a bundle, and some
end at v 0 . e1 is the first outgoing edge of v or the
first edge passing v to the right if v has no outgoing edges. Between L(v 0 )-1 and L(v) the curves are
replaced by geodesics from the intersection points of
the first winding after v on L(v 0 )-1 to the intersection
points on L(v 0 ), when the edges pass v 0 immediately
to the left or enter v 0 . See Figure 2 for an illustration.
All edges remain by the smoothing and the short
cut, so the graph is unchanged. The transformation
preserves the order of all segments of edges on all
levels. Since all edges between adjacent levels are

replaced by geodesics this excludes crossings. Also the
upward direction on the rolling cylinder is preserved.
Hence, 0 (G) is upward planar.
All vertices of 0 (G) are static and edges can wind
at most 2n times around the cylinder.
Concerning the time complexity every vertex observes edges for at most two windings. Hence, it controls at most O(n2 ) many observable points. In total,
O(n3 ) many observable points must be taken into account, each of which can be computed in time ⌧ .
Next we transform the polyline drawing with at
most O(n) windings into one with at most one winding per edge. If an edge winds at least twice then the
subgraphs between successive windings are upward
planar in the plane. Their compression and contraction eliminates an edge winding. If there is a bundle
of winding edges, all windings are reduced simultaneously. Then the complexity is only linear in the
number of edge segments of such polyline drawings.
Lemma 6. For every upward planar polyline drawing
of a graph 0 (G) there is an upward planar polyline
drawing ˜ (G) with at most one winding per edge.
˜ (G) can be computed in O(n3 ) time if 0 (G) has
at most O(n) windings per edge.
Proof. Again consider the drawing 0 (G) as a recurrent hierarchy with horizontal levels L(v) for the vertices and geodesics as segments of edges between adjacent levels, as obtained in Lemma 5.
First we consider the removal of a single winding.
The extension towards many windings follows by induction. For the time bound it needs some adjustments.
Let e1 = (u, v) be the leftmost edge with at least
two windings. Assume that e1 is right-winding (otherwise proceed in the opposite direction from v). If
e1 makes exactly two windings, lift v by some small
amount such that L(u) 6= L(v) and planarity is preserved. Thereafter e1 has more than two windings.
Also suppose that there is no other vertex w on L(u);
otherwise move w slightly up or down. For convenience, rotate the cylinder such that L(u) is at the
bottom line (0, 1) in the (y, z) plane and unroll it
such that there are no vertices and levels on the backside. So L(u) reappears at the top, where it is called
the top line L̂(u). (In fact this is the fundamental
polygon approach). Let L(u0 ) be the first level following L(u).
Let p1 , . . . , pr be the leftmost points of intersection of the edges e1 , . . . , er with the top line L̂(u),
where pr is the point of intersection of e1 in the second winding. These points reappear on the bottom
line. Let q1 , . . . , qr be the points of intersection of the
edges e1 , . . . , er with L(u0 ) between the second and
third intersection of e1 . These are the endpoints of
the segments of the edges from pi to qi for i = 1, . . . , r
on L(u0 ). See Figure 3 for an illustration.
Consider the stripe of the drawing between the top
and bottom lines and with the first winding of e1 to
the left and the second winding to the right. This
subgraph is upward planar, since the bottom and top
lines serve as s and t and e1 as the s-t edge.
Introduce a new level L0 just below L(u0 ). Now
compress the stripe and contract it towards the bottom line such that it fits into the trapezoid with the
bottom line L(u), the top line L0 and the segments of
e1 from the first and second windings to the left and
right.
Let p01 , . . . , p0r be the points of intersection of the
edges e1 , . . . , er with L0 after this compression and
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Figure 4: An unavoidable edge winding

unidirectional. An extension of the st-K2,2 serves as
a counterexample.
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Lemma 7. There are rup-graphs which need winding
edges on the rolling cylinder.
Proof. Consider the graph in Figure 4. For upward
planarity the vertices s and t must be on the outer
face on the cylinder. Thus the embedding is unique up
to reflection. Then the edge (1, 4) must wind around
the cylinder, since the paths (1, 2, 4) and (1, 3, 4) are
upward.

pr

In our final step we reduce the number of bends to
at most five per edge. Therefore, we adapt the technique of Di Battista and Tamassia [13] from visibility
representations and monotone grid drawings.
Figure 3: Reducing edge windings

contraction. As the main step reroute the edges ei
from p0i on level L0 to qi on level L(u0 ) and replace it
by the geodesic (p0i , qi ) for i = 0, . . . , r 1. All other
segments of edges are kept.
This transformation leaves the subgraphs to the
left of the first and to the right of the second windings
of e untouched by Lemma 3. It preserves the upward
planarity of the compressed subgraph in the stripe.
The rerouting of the edges between the levels L0 and
L(u0 ) preserves the given left-to-right order and thus
planarity, and the upwardness of the edge segments.
It decreases the number of windings of e1 and does dot
increase the windings of other edges. By induction,
we obtain the drawing ˜ (G), where no edge winds
more than once.
However, the previous transformation takes O(n2 )
time, since up to O(n2 ) segments and points are involved, and there are O(n) edges with O(n) windings. To achieve a cubic time bound consider the most
frequently winding edge e = (u, v) with k windings.
Starting from L(u) compress the subgraphs between
the first k-1 windings and stack them such that they
fit between L(u) and L0 as above, and then reroute
the edge segments from L0 to the original points at
L(u0 ). The cost of this transformation is linear in the
number of segments. This procedure is repeated until
all windings are treated. Maximal edge windings do
not interact. A winding belongs to at most two maximal windings. Hence, the subgraph and the segments
between two windings is treated at most twice. Since
there are at most O(n3 ) segments the total time is
cubic, too.
Edge windings cannot be eliminated on the rolling
cylinder, as is was doable on the standing cylinder. On the standing cylinder horizontal rotations
(of disks) and the upward direction are orthogonal
and independent. On the rolling cylinder they are
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Lemma 8. Let ˜ (G) be an upward planar polyline
drawing with at most one winding per edge. Then
there is an upward planar drawing ˆ (G) with at most
one winding and at most five bends per edge. Moreover, the vertices and bends can be placed on a grid
of size O(n2 ). The computation of ˆ (G) from ˜ (G)
takes O(n) time.
Proof. Assume that there is no vertex with coordinates (x, 0, 1). Cut ˜ (G) at the horizontal front line L
with (y, z) = (0, 1) and place a dummy vertex at each
intersection point of an edge e with L. Duplicate L
into a low and a high copy Ll and Lh and add a source
s just below Ll and a sink t just above Lh . The so obtained graph G0 is upward planar and has a monotonic
grid drawing with at most two bends per edge [13] on
a grid of quadratic size. The algorithm VISIBILITYDRAW from [13] places all vertices from Ll one level
above s. It can be modified to place all vertices on Lh
one level below t. The algorithm GRID-DRAW from
[13] contracts the horizontal segments for the vertices
to grid points at the cost of two bends per edge. It
can be modified to place the vertices of Ll and Lh at
points with the same x-coordinates. Both algorithms
operate in linear time.
Finally, remove s and t and embed the underlying
grid and G0 on the rolling cylinder by the identification of Ll and Lh . Then the edges crossing L have
up to five bends, two before and after L and one at
L.
We summarize:
Theorem 2. For every upward planar drawing (G)
of a graph G on the rolling cylinder there is an upward
ˆ
planar drawing (G)
• with polylines and geodesics as straight segments
• at most one winding per edge
• at most five bends per edge
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• a placement of all vertices and bends on a grid of
quadratic size, and

Drawing, volume 5942 of LNCS, pages 50–61,
2007.

• which can be computed in time O(⌧ n3 ), where ⌧
is the time to compute an intersection of an edge
and a horizontal line.

[8] P. Bertolazzi, G. Di Battista, and W. Didimo.
Quasi-upward panarity.
Algorithmica,
32(3):474–506, 2002.

Conclusion and Open Problems

We have simplified planar upward drawings on the
standing and rolling cylinders to polyline drawings
with at most one winding and only a few bends per
edge and with vertices and bends placed on a grid.
It is unknown whether or not there are straight
planar upward drawings on cylinders. If bends are
unavoidable, what is the least number of bends in
total and per edge? The approach of Bachmaier et
al. [3] promises only two bends per edge also in the
rolling cylinder. However, it needs edges which do
not wind.
Finally, do similar simplifications of drawings hold
for more general classes of graphs, such as quasiupward planar graphs [8] or graphs with an upward
planar drawing on the torus [1]?
6
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Abstract
This paper considers the problem of finding a quickest
path between two points in the Euclidean plane in the
presence of a transportation network. A transportation network consists of a planar network where each
road (edge) has an individual speed. A traveler may
enter and exit the network at any point on the roads.
Along any road the traveler moves with a fixed speed
depending on the road, and outside the network the
traveler moves at unit speed in any direction.
We give an exact algorithm for the basic version
of the quickest path problem: given a transportation
network with n edges in the Euclidean plane, a source
point s ∈ R2 and a destination point t ∈ R2 , find the
quickest path between s and t. We also show how the
transportation network can be preprocessed in time
O(n2 log n) into a data structure of size O(n2 /ε2 ) such
that (1 + ε)-approximate quickest path cost queries
between any two points in the plane can be answered
in time O(1/ε4 log n).

those in other similar settings such as the airlift distance, see Aurenhammer and Klein (2000). In the
presence of a transportation network, the transportation distance between two points is defined to be the
shortest path among all possible paths joining the two
points, sometimes also referred to as the quickest path
between two points. The induced distance metric on
R2 , called dT , is called a transportation metric.
Using these notations the quickest path problem
is defined as follows (see also Fig. 1):

s

C1
C2

C5

C3
C4

C6
t

1

Introduction

Transportation networks are a natural part of our infrastructure. We use bus or trains in our daily commute, and often walk to connect between networks or
to our final destination.
In this paper we consider the quickest path problem in a transportation network. A transportation
network consists of roads and nodes; roads are assumed to be directed straight-line segments along
which one can move at a certain fixed speed and
nodes are endpoints of roads, see Aichholzer et al.
(2004), Bae et al. (2009), Bae and Chwa (2006), Bae
and Chwa (2005) and Görke et al. (2008). Thus a
transportation network is usually modelled as a plane
graph T (S, C) in the Euclidean plane (or some other
metric) whose vertices S are endpoints of roads or intersections and whose directed edges C are roads. Furthermore, each edge has a weight α ∈ (0, 1] assigned
to it. The cost of moving along a directed edge is the
distance travelled along the edge times the weight of
the edge. Movement outside the network has unit
cost. One can access or leave a road through any
point on the road. This, as Aichholzer et al. (2004)
pointed out, makes the problem more difficult than
Copyright c 2012, Australian Computer Society, Inc. This
paper appeared at the 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

Figure 1: Illustrating a shortest path from a source
point s to a destination point t.
Problem Given two points s and t in R2 and a transportation network T (S, C) in the Euclidean plane.
The problem is to find a path with the smallest transportation distance from s to t, as shown in Fig. 1.
Most of the previous research has focussed on
shortest paths and Voroni diagrams. Abellanas et al.
(2001) and Abellanas et al. (2003) started work in
this area considering the Voronoi diagram of a point
set and shortest paths given a horizontal highway under the L1 -metric and the Euclidean metric. Aichholzer et al. (2004) introduced the city metric induced
by the L1 -metric and a highway network that consists of a number of axis-parallel line segments. They
gave an O(m log m + c2 log c) algorithm for constructing the Voronoi diagram, where c is the number of
nodes on the highway network such that the quickest
paths query from query point to a site is answered
in O(log(m + c) + r) time, where r is the complexity
of the reported path. Görke et al. (2008) improved
the results by Aichholzer et al. (2004). They gave an
O((c + m) log(c + m)) time for the construction of the
Voronoi diagram using a wavefront expansion. Bae
et al. (2009) improved and generalised these results.
In the case when the edges can have arbitrary orientation and speed, Bae and Chwa (2006) presented
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algorithms that compute the Voronoi diagram and
shortest paths. They gave an algorithm for Problem
1 that uses O(n3 ) time and O(n2 ) space. This result
was recently extended to more general metrics including asymmetric convex distance functions, see Bae
and Chwa (2005).
In this paper we improve on the results by Bae
and Chwa (2006) and give an O(n2 log n) time algorithm using O(n2 ) space. Furthermore, we introduce
the (approximate) query version. That is, a transportation network with n roads in the Euclidean plane
can be preprocessed in O(n2 log n) time into a data
structure of size O(n2 /ε2 ) such that given any two
points s and t in the plane a (1 + ε)-approximate
quickest path between s and t can be answered in
O( ε14 ·log n) time. For the query structure we assumed
that αmin , αmax ∈ (0, 1] are constants independent of
n, the exact bound is stated in Theorem 8.
This paper is organized as follows. Next we prove
four fundamental properties about an optimal path
among a set of roads. Then, in Section 3, we show
how we can use these properties to build a graph that
models the transportation network, a source point s,
a destination point t and, contains a quickest path
between s and t. In Section 4 we consider the query
version of the problem. That is, preprocess the input such that an approximate quickest path query
between two query points s and t can be answered
efficiently. Finally, we conclude with some remarks
and open problems. Several proofs are omitted in
this extended abstract and can be found in cite.

Thus, the cost of the path from ti to ti+1 along CP as
a function of φi+1 is:

2

Property 3 For every road ci the angle ∠(t, si , vi ) =
arccos(αi ).

Four properties of an optimal path

In this section we are going to prove four important
properties of an optimal path. The properties will be
used repeatedly in the construction of the algorithms
in Sections 3-4. Consider an optimal path P and let
CP = hc1 , c2 , . . . , ck i be the sequence of roads that are
encountered and followed in order along P. For any
path P1 , let wt(P1 ) denote the cost of the path P1 .
Note that a road can be encountered, and followed,
several times by a path. For each road ci ∈ CP let si
and ti be the first and last point on ci encountered
for each occasion by P. Without loss of generality,
we assume that ti+1 lies below si when studying two
consecutive roads in CP . We have:
Property 1 For any two consecutive roads ci and
ci+1 in CP the subpath of P between ti and si+1 is
the straight line segment (ti , si+1 ).
The endpoints of a road cj = (uj , vj ) are denoted
start point (uj ) and end point (vj ), as they appear
along the road direction.
Consider a segment (ti , si+1 ) connecting two consecutive roads ci and ci+1 along CP . Let φi+1 denote
the angle ∠(ti , si+1 , ui+1 ), as illustrated in Fig. 2.
Property 2 If si+1 lies in the interior of ci+1 then
φi+1 = arccos(αi+1 ).
Proof For simplicity rotate C such that ci+1 is horizontal and lies below ti , as shown in Fig. 2(a). Let
r denote the orthogonal projection of ti onto the
ray containing ci+1 (not necessarily on ci+1 ) and let
h = |ti r|. Assume for now that both ti and si+1 are
interior points. We have:
|ti si+1 | =
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h
sin φi+1

and |rsi+1 | = h ·

cos φi+1
.
sin φi+1

f (φi+1 ) = |ti si+1 | + αi+1 · |si+1 ti+1 | =
h
cos φi+1
+ αi+1 · (|rti+1 | − h ·
).
sin φi+1
sin φi+1
Differentiating the above function with respect to
φi+1 gives:
f 0 (φi+1 ) =

h(cos φi+1 − αi+1 )
.
cos2 φi+1 − 1

Setting f 0 (φi+1 ) = 0 gives that the minimum weight
path between ti and ti+1 along C(P) is obtained when
φi+1 = arccos(αi+1 ).
Now consider the case when either ti or si+1 coincide with an endpoint of ci or ci+1 , respectively, and
that the smallest angle between (ti , si+1 ) and ci+1 is
φ, where φ 6= φi+1 . Assume without loss of generality that si+1 lies in the interior of ci+1 . Note that
f 0 (φ) is a concave function in the relevant interval.
Thus if φ < φi+1 then we can move si+1 along ci+1 so
that φ → φi+1 while the length of the path decreases.
This can continue until (1) φ = φi+1 which is a contradiction to the assumption or (2) si+1 = ti+1 which
cannot occur since P must follow ci+1 and not just
intersect it (according to the definition of CP ).


Note that the angle ∠(t, si , vi ) = ∠(ti−1 , si , ui ) =
arccos(αi ). So for convenience we will use φi =
arccos(αi ) in the rest of the paper.
Property 4 There exists an optimal path P 0 with the
minimal number points of total cost wt(P) with CP 0 =
CP that fulfills Properties 1-3 such that for any two
consecutive roads ci and ci+1 in CP 0 the straight-line
segment (ti , si+1 ) of P 0 must have an endpoint at an
endpoint of ci or ci+1 , respectively.
Proof Assume the opposite, i.e., (ti , si+1 ) does not
coincide with any of the endpoints of ci or ci+1 . Consider the three segment path from si to ti+1 , that is,
(si , ti ), (ti , si+1 ) and (si+1 , ti+1 ). The length of this
path is:
αi · |si ti | + |ti si+1 | + αi+1 · |si+1 ti+1 |.
According to Properties 2 and 3 the orientation of
(ti , si+1 ) is fixed, which implies that the weight of
the path is a linear function only depending on the
position of ti (or si+1 ). Hence, moving ti in one direction will monotonically increase the weight of the
path until one of two cases occur: (1) either ti or si+1
encounters an endpoint of ci or ci+1 , or (2) ti = si
or si+1 = ti+1 . If (1) then we have a contradiction
since we assumed (ti , si+1 ) did not coincide with any
endpoint. And if (2) then we have a contradiction
since P must follow both ci and ci+1 (again from the
definition of CP ).
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to V : P Rf (vi , cj ), P Rf (ui , cj ), P Rf (uj , ci )
and P Rf (vj , ci ).
Add the following four
directed edges to E (if their endpoints
exist):
(vi , P Rf (vi , cj )), (ui , P Rb (ui , cj )),
(vj , P Rb (vj , ci )) and (uj , P Rf (uj , ci )).
The
weight of an edge is equal to the Euclidean
distance between its endpoints, see Fig. 3(b).
7. For every road ci , cj ∈ C add the directed
edges (vi , uj ) with weight |vi uj | and (vj , ui ) with
weight |vj ui | to E.

8. For every road ci consider the vertices of V that
correspond to points on ci in order from ui to
vi . For every consecutive pair of vertices xj , xj+1
along ci add a directed edge from xj to xj+1 of
weight αi · |xj xj+1 |, as shown in Fig. 3(c).

Figure 2: (a) Illustrating Property 2. (b) Defining
P Rf (s, ci ) and (c) P Rb (t, ci ).
vj

φ4

3

The basic case

In this section we consider Problem 1, that is, as input
we are given a source point s, a destination point t
and a transportation network T (S, C) and the aim is
to find a path with minimum transportation distance
from s to t. Our algorithm will construct a graph
G that models the set C of roads and quickest paths
between the roads. Using the four properties shown
in the previous section we will show that if a shortest
path in G between s and t has cost W then an optimal
path between s and t has cost W . The optimal path
can then be found by running Dijkstra’s algorithm on
G, see Dijkstra (1959).
Fix an optimal path P that fulfills Properties 1-4
(we know such a path exists). If P follows ci and ci+1
then the path between ci and ci+1 (a) is a straight
line segment, (b) the segment (ti , si+1 ) forms a fixed
angle with ci+1 , and (c) at least one of its endpoints
coincides with an endpoint of ci or ci+1 . These four
properties suggest that P has a very restricted structure which we will try to take advantage of.
Let P Rf (p, ci ) be the projection of a point p
onto a road ci , if it exists, such that the angle
∠(p, P Rf (p, ci ), ui ) is φi , as shown in Fig. 2(b). Furthermore, let P Rb (p, ci ) be the projection of point
p on a road ci , if it exists, such that the angle
∠(p, P Rb (p, ci ), vi ) is φi , as shown in Fig. 2(c).
Consider the graph G(V, E) with vertex set V and
edge set E. Initially V and E are empty. The graph
G is defined as follows:
1. Add s and t as vertices to V .
2. Add the nodes in S as vertices to V .
3. Add the directed edge (s, t) with weight |st| to
E.
4. For every road ci ∈ C add the point P Rf (s, ci ) (if
it exists) as a vertex to V and add the directed
edge (s, P Rf (s, ci )) with weight |sP Rf (s, ci )| to
E, see Fig. 3(a).
5. For every road ci ∈ C add the point P Rb (t, ci )
as a vertex to V and add the directed edge
(P Rb (s, ci ), t) with weight |P Rb (s, ci )t| to E.

6. For every pair of roads ci , cj ∈ C add the
following points (if they exist) as vertices

φ2

φ1

φj

uj

φ3

φi

vi

ui
(a)

(b)
x4 = vi

x3
x2
x1 = ui

(c)

Figure 3: (a) Illustrating how the graph is built.
Lemma 1 The graph G contains O(n2 ) vertices
and O(n2 ) edges and can be constructed in time
O(n2 log n).
Proof For every pair of roads we construct a constant number of vertices and edges that are added to
V and E, thus O(n2 ) vertices and edges in total. For
the first five steps of the construction the time to construct the vertices and edges is linear with respect to
the size of the graph, since every edge and vertex can
be constructed in constant time. In step 6 we need to
sort O(n) vertices along each road, thus O(n2 log n)
time in total.

The following observation follows immediately
from the construction of the graph and Properties 1-4.
Observation 1 The shortest path between s and t in
G has cost W if and only if the minimum transportation distance from s to t has cost W .
By simply running Dijkstra’s algorithm, implemented using Fibonacci heaps, on G gives the main
result of this section.
Theorem 1 A path with minimum transportation
distance between s and t can be computed in
O(n2 log n) time using O(n2 ) space.
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3.1

Shortest paths among polygon obstacles

In this section we briefly discuss how the above algorithm can be generalised to the case when the plane
contains polygonal obstacles. As input we are given
a source point s, a destination point t, a transportation network T (S, C) in the Euclidean plane and a set
O of k non-intersecting obstacles of total complexity
m and the problem is to determine the quickest path
from s to t that avoids the interiors of the obstacles.
(It may travel along the edges or pass through the
vertices of the obstacles.)
Every edge of an obstacle can be viewed as an
undirected road (or two directed edges) with associated cost function α = 1 (φ(α) = arccos 1 = 0, this
implies that there is no edge meets the interior of an
obstacle edge). Consequently, the edge connecting a
road and an obstacle edge along the optimal path has
the four properties described in Section 2. However,
while constructing the graph we have to add one additional constraint, namely, no edge in E can intersect
an obstacle. According to these properties we are going to build the graph G that models the set of roads
and obstacles.
There are several methods to check if a segment intersects an obstacle, see Agrawal and Sharir
(1993), Cheng and Janardan (1992) and Hershberger
and Suri (1995). We will use the data structure√by
Agrawal and Sharir (1993) which has O(m1+ε / L)
query time using O(L1+ε ) preprocessing and space
for m ≤ L ≤ m2 . Using this structure with L = m2
gives us the following results:
Lemma 2 The graph G has size O(N 2+ε ) and can
be constructed in time O(N 2+ε ), where N = n + m.
By simply running Dijkstra’s algorithm, implemented using Fibonacci heaps, on G gives:
Theorem 2 A collision-free path with minimum a
transportation distance between s and t among O can
be computed in O(N 2 log N ) time using O(N 2 ) space,
where N = n + m.
4

Shortest path queries

In this section we turn our attention to the query
version. That is, preprocess C such that given any two
points s and t in R2 find a quickest path between s and
t among C effectively. We will present a data structure
D that returns an approximate quickest path. That
is, given two query points s and t, and a positive real
value ε, the data structure returns a path between s
and t having transportation distance at most (1 + ε)
times the cost of an optimal path between s and t.
A straight forward approach to answer the query
version is to build the graph as described in Section 3,
with T and s and t as input. Then compute the cost
of the quickest path between t and s using Dijkstra’s
algorithm. Computing the exact shortest path using
this approach is very time consuming and in order
to speed up the query time we consider approximate
version, that is, instead of reporting the exact shortest
path, an approximate shortest path is reported.
To simplify the description we will start (Sections 4.1-4.2) with the case when t is already known
in advance and we are only given the start point s
as a query. Then in Section 4.4 we generalize this
to the case when both s and t are given as a query,
and in Section 4.5 we show how one can improve the
preprocessing time and space requirement using the
well-separated pair decomposition.
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Fix an optimal path P that fulfills Properties 1-4
(we know such a path exists), and consider the first
segment ` = (s, s1 ) of P. Obviously s1 must be either
a start/endpoint of a road or an interior point of a
road ci ∈ C such that ` and ci form an angle of φi
(ignoring the trivial case when s1 = t). We will use
this observation to develop an approximation algorithm. The idea is simple. Build a graph G(V, E), as
described in Section 3, with T and t as input. Compute the cost of the quickest path between t and every
vertex in V . Now, given a query point s, find a good
vertex s1 in V to connect s (either directly or via a
2-link path) to and then lookup the cost of the quickest path from s1 to t in G. Obviously the problem is
how to find a “good” vertex. In the next subsection
we will select a constant number of candidate vertices
such that we can guarantee that at least one of the
vertices will be a “good” candidate, i.e., there exists
a path, that fulfills Properties 1-4, from s to t via this
vertex that has cost at most (1 + ε) times the cost of
an optimal path.
4.1

Finding good candidates:
Type 2

Type 1 and

Let SC denote the set of the endpoints (both start and
end) of the roads in C and let s be the query point.
As described above we will construct two sets D1 and
D2 of type 1 and 2, respectively. The first set, D1 , is a
subset of SC and the second set, D2 , is a set of 3-tuples
that will be used by the query process (described in
Section 4.2) to calculate the quickest path.
4.1.1

Type 1:

For the point set D1 we will use the same idea as is
used in the construction of θ-graphs, see Narasimhan
and Smid (2007). Partition the plane into a set of k =
max{9, 36π
ε } equal size cones, denoted X1 , . . . , Xk ,
with apex at s and spanning an angle of θ = 2π/k, as
shown in Fig. 4a. For each non empty cone X the set
D1 contains a point r, where r is a point in SC ∩ X
whose orthogonal projection onto the bisector of X is
closest to s. The following holds:
Lemma 3 Given a point set SC and a positive constant ε one can preprocess SC into a data structure of
size O(n/ε) in O(1/ε · n log n) time such that given a
query point s the point set D1 , of size at most 36π/ε,
can be reported in O(1/ε · log n) time.

Proof Given a direction d and a point s let `d (s) denote the infinite ray originating at s with direction d,
see Fig. 4b. Let C(s, d, θ) be the cone with apex at
s, bisector `d (s) and angle θ. It has been shown (see
for example Section 4.1.2, see Narasimhan and Smid
(2007) or Lemma 2, see Bose et al. (2004)) that SC
can be preprocessed in O(n log n) time into a data
structure of size O(n) such that given a query point
s in the plane the data structure returns the point
in C(s, d, θ) whose orthogonal projection onto `d (s)
is closest to s in O(log n) time. We have 36π/ε directions, thus the lemma follows.

4.1.2

Type 2:

It remains to construct the set D2 of 3-tuples. Unfortunately the construction might look unnecessarily
complicated but hopefully it will become clear, when
we prove the approximation bound, in Section 4.3,
why we need this construction. Before constructing
D2 we need some basic definitions.
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Figure 4: (a) Partitioning the plane into k cones. (b)
Selecting the point whose orthogonal projection onto
the bisector of X.
Let αmax and αmin be the maximum and minimum
weight of the roads in C. Partition the set C of roads
into a minimum number of sets, C1 , . . . , Cm , such that
the orientation of a road in Ci is in [(i − 1)θ · αmin , iθ ·
αmin ), where θ = ε/18. Partition each set Ci , 1 ≤ i ≤
m, into b sets Ci,1 , . . . , Ci,b such that the weight of a
road in Ci,j is in [αmin · (1 + ε)j−1 , αmin · (1 + ε)j ).
For every i, j, 1 ≤ i ≤ m and 1 ≤ j ≤ b, define two
directions γup (i, j) and γdown (i, j) as follows (see also
Fig. 5a). Consider an infinite ray Υ with orientation
(i − 1)θ having weight α = αmin · εj−1 . For simplicity we rotate the ray such that it is horizontal from
left to right. Let γup (i, j) be the direction of a ray
r originating from below Υ such that r and Υ meet
at an angle of arccos(α). The direction γdown (i, j) is
defined symmetrically but with a ray originating from
above Υ.
Given a point p on a road c let N (p, c) denote the
nearest vertex of G to p along c. Note that N (p, c)
must lie between p and the end point of c.
Now, we are ready to construct D2 . When given
the query point s construct the set D2 as follows. For
each i, j, 1 ≤ i ≤ m and 1 ≤ j ≤ b, shoot a ray rup
originating from s in direction γup (i, j) and one ray
rdown in direction γdown (i, j). If rup hits a road in
Ci,j then let cup be the first road hit and let pup be
the point hit on cup , as illustrated in Fig. 5b. The
3-tuple [cup , pup , N (pup , cup )] is added to D2 . If rdown
hits a road in Ci,j then let cdown be the first road hit
and let pdown be the point hit on cdown . The 3-tuple
[cdown , pdown , N (pdown , cdown )] is added to D2 .
Lemma 4 Given a transportation network T (S, C)
with n roads in the Euclidean plane and a positive constant ε one can preprocess T in O(n log n)
time into a data structure of size O(n) such that
given a query point s the set D2 can be reported in
O( αmin1 ·ε2 · log n log1+ε ααmax
) time. The number of 3min
1
tuples in D2 is O( αmin ε2 · log1+ε ααmax
).
min

Proof The preprocessing consists of two steps: (1)
partitioning C into the sets Ci,j , 1 ≤ i ≤ m and 1 ≤
j ≤ b, and (2) preprocessing each set Ci,j into a data
structure that answers ray shooting queries efficiently.
The first part is easily done in O(n log n) time by
sorting the roads first with respect to their orientation
and then with respect to their weight.
The second step of the preprocessing can be
done by building two trapezoidal maps Tup (Ci,j ) and
Tdown (Ci,j ) (also know as a vertical decomposition)
of each set Ci,j as follows (see Fig. 5c). Rotate Ci,j
such that γup (i, j) is vertical and upward. Build a

trapezoidal map Tup (Ci,j ) of Ci,j as described in Chapter 6.1 in Berg et al. (2008). Then preprocess Tup (Ci,j )
to allow for planar point location. Note that every
face in T (C) either is a triangle or a trapezoid, and
the left and right edges of each face (if they exists)
are vertical. The trapezoidal map Tdown (Ci,j ) can be
computed in the same way by rotating Ci,j such that
γdown (i, j) is vertical and upward. The total time
needed for this step is O(n log n) and it requires O(n)
space.
When a query point s is given, two ray shooting queries are performed for each set Ci,j . However, instead we perform a point location in the
trapezoidal maps Tup (Ci,j ) and Tdown (Ci,j ). Consider
Tup (Ci,j ) and let f be the face in the map containing s. The top edge of f corresponds to the first
road cup hit by a ray emanating from s in direction γup (i, j). When cup is found we just add to
D2 the first vertex on cup in G to the right of s.
The same process is repeated for Tdown (Ci,j ). Performing the point location requires O(log n) time
per trapezoidal map, thus the total query time is
O(mb log n) = O( αmin1 ·ε2 · log n log1+ε (αmax /αmin )).


γdown (i, j)

cup

pup
N (cup , pup )

arccos α

Υ
arccos α

γup (i, j)

s
(a)

(b)

s

γup (i, j)
(c)

Figure 5: (a) Illustrating the definition of γup (i, j) and
γdown (i, j). (b) pup is the first point hit by the ray
and N (cup , pup ) is the nearest neighbor of pup along
cup . (c) The trapezoidal map of a set Ci,j and the
query point s.

4.2

The preprocessing and the query

In this section we will present the remaining data
structure, define the preprocessing and show how a
query is processed.
4.2.1

Preprocessing

In Section 3 we showed how to build a graph given
two points and the transportation network T (S, C).

41

CRPIT Volume 128 - Theory of Computing 2012

The first step of the preprocessing is to build a graph
G(V, E) of C and the destination point t (without the
source point). Next compute the shortest path from
every vertex in G to the vertex corresponding to t.
Since the complexity of G is quadratic, this step can
be done in O(n2 log n) time and O(n2 ) space using
Dijkstra’s algorithm1 . The distances are saved in a
matrix M . Finally, we combine the above results with
Lemmas 3 and 4 and get:
Theorem 3 The preprocessing requires O(n2 log n)
time and O(n2 ) space.
4.2.2

Query

As a query we are given a point s in the plane. First
we compute the two sets D1 and D2 . For each vertex
s1 in D1 compute the quickest path via s1 , that is,
|ss1 | + M [s1 , t]. The quickest among these paths is
denoted P1 . The 3-tuples in D2 require slightly more
computation. For each 3-tuple [c, s1 , s2 ] consider the
path from s to t using (s, s1 ) and (s1 , s2 ). The cost of
the path can be calculated as |ss1 |+α·|s1 s2 |+M [s2 , t],
where α is the weight of a road c. The quickest among
these paths is denoted P2 .
The quickest path among P1 , P2 and the direct
path from s to t is then reported.
Theorem 4 A query can be answered in time
αmax
1
O( αmin
ε2 · log n log1+ε αmin ).
Proof As above we divide the analysis into two parts:
type 1 and type 2.
Type 1: According to Lemma 3 the number of type
1 candidate points is at most 32π/ε and can be
computed in time O(1/ε · log n). Computing the
cost of a quickest path for a point in D1 can be
done in constant time. Thus, the query time is
O(1/ε log n).
Type 2: According to Lemma 4 the number of
1
3-tuples in D2 is O( αmin
ε2 · log1+ε αmax /αmin )
1
and can be computed in time O( αmin
ε2 ·
log n log1+ε αmax /αmin ). Each element in D2 is
1
then processed in O(1) time, thus O( αmin
ε2 ·
log n log1+ε αmax /αmin ) in total.
Summing up we get the bound stated in the theorem.

4.3

Approximation bound

Consider an optimal path P and let ` = (s, s1 ) be
the first segment of P. According to Property 1 it is
a straight-line segment. For any two points p1 and
p2 along P, let δG (p1 , p2 ) denote the cost of P from
p1 to p2 . Define s(`) to be the sector with apex at
s, bisector on `, interior angle κ = ε/18 and radius
(1 + 4κ) · |ss1 |, as shown in Fig. 6(a).

Lemma 5 Let ε be a positive constant. If s(`)∩SC 6=
∅ then:
wt(P) ≤ wt(P1 ) ≤ (1 + ε) · wt(P).
1

The single source shortest path has to be performed from t on
a graph G0 where every edge has swapped direction.

Proof The proof will be shown in two steps: (1) first
we prove that for every endpoint p within s(`) the
quickest path, denoted P(p), from s to t using the
segment (s, p) has cost at most (1 + 12κ) · wt(P), and
then (2) we prove that wt(P1 ) has cost at most (1 +
3κ) · wt(P(p)). Combining the two parts proves the
lemma.
Part 1: Consider any point p within s(`), and let
P(p) denote the quickest path from s to t using the
segment (s, p). We have:
wt(P(p)) = |sp| + δG (p, t)
≤ |sp| + |ps1 | + δG (s1 , t)
≤ (1 + 4κ) · |ss1 |
r
κ
κ
+ (cos − 1 − 4κ)2 + sin2 ·
2
2
|ss1 | + δG (s1 , t)
< (1 + 12κ) · |ss1 | + δG (s1 , t)
≤ (1 + 12κ) · δG (s, t)

Part 2: As above let p be any endpoint of C within
s(`), and let P(p) the quickest path from s to t using
the segment |sp|.
Consider the set D1 as described in Section 4.1 and
assume without loss of generality that p lies in a cone
X. If there exists a point q in D1 such that q = p
then we are done since |sq| + δG (q, t) = wt(P(p)).
Otherwise, there must exists another point q in D1
such that q ∈ X and whose orthogonal projection q 0
onto the bisector of X is closer to s than the orthogonal projection p0 of p onto the bisector of X.
wt(P(q)) ≤ |sq| + |qp| + δG (p, t)
≤ |sq| + |qq 0 | + |q 0 p0 | + |p0 p|
+δG (p, t)
sin κ
1
+
) + |q 0 p0 |
≤ |sq 0 |(
cos κ cos κ
+|sp| · sin κ + δG (p, t)
1
sin κ
< (|sq 0 | + |q 0 p0 |)(
+
)
cos κ cos κ
+|sp| · sin κ + δG (p, t)
1
sin κ
≤ |sp|(
+
+ sin κ)
cos κ cos κ
+δG (p, t)
|sp|
(1 + 2 sin κ) + δG (p, t)
<
cos κ
< |sp| · (1 + 3 cot κ) + δG (p, t)
< (1 + 3κ) · wt(P(p))

In the last step we used that κ ≤ 2π/9.
Now we can combine the two results as follows.
wt(P1 ) ≤ wt(P(q))
≤ (1 + 12κ) · δG (p, t)
(from Part 1)
≤ (1 + 3κ) · (1 + 12κ) ·
δG (s, t)
(from Part 2)
< (1 + ε) · δG (s, t)
(since κ = ε/18 and ε < 1)
This completes the proof of the lemma.

Lemma 6 Let ε < 1 be positive constants. If s(`) ∩
SC = ∅ then:
wt(P) ≤ wt(P2 ) ≤ (1 + ε) · wt(P).
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s

s

α10 · |rq 0 | + |q 0 p| ≤ α10 · |pr| · cos θ + |pr| · sin θ
< |pr|(α10 + ε · αmin /18)
< α10 · |pr|(1 + ε)

κ
s(`)

(1 + 4κ) · |ss1 |

X

Putting together the bounds we get:

`
s(`)
s1

(a)

s1

t

q0
p

q
p0

(b)

t

Figure 6: (a) Illustrating the definition of s(`). (b)
Illustrating the setting in Lemma 6.
Proof As above let (s, s1 ) be the first segment of P,
where s1 lies on a road c1 . Assume w.l.o.g. that c1
is belongs to the set of roads Cij as defined in Section 4.1(Type 2). Rotate the input such that c1 is
horizontal, below s and going from right to left. Consider the construction of the 3-tuples in Type 2, and
let [c01 , s01 , p] be the 3-tuple reported when Cij was
processed in the direction towards c1 . See Fig. 7(b).
Consider the shortest path from s to t using the
segment (s, s01 ). We will have two cases depending on
s01 : either (1) s1 and s01 lie on the same road, or (2)
they lie on different roads.
Case 1: If s01 and s1 both lie on road c1 (with cost
function α1 ) then we have:

wt(P2 ) ≤ |ss01 | + α10 · |s01 q 0 | + |q 0 q| + δG (q, t)
≤ |ss01 | + α10 · |s01 r| + α10 · |rq 0 | +
(|q 0 p| + |pq|) + δG (q, t)
≤ (1 + 9κ) · |sr| + α10 · |rq 0 | + |q 0 p| +
|rs1 | + δG (q, t) (see Part 1)
≤ (1 + 9κ) · |sr| + |rs1 | + α10 ·
|pr|(1 + ε) + δG (q, t)
< (1 + ε) · (|sr| + |rs1 | + α10 · |s1 q|) +
δG (q, t)
< (1 + ε) · wt(P)
This completes the proof of Lemma 6.

s

s(`)
θ

t1

c1
s01

s1

wt(P2 ) ≤ |ss01 | + α1 · |s01 t1 | + δG (t1 , t)
≤ |ss01 | + α1 · |s01 s1 | + α1 · |s1 t1 |
+δG (t1 , t)
≤ |ss01 | + α1 · |s01 s1 | + δG (s1 , t)
≤ (1 + 4κ) · |ss1 | + 5κ · |ss1 |
+δG (s1 , t) (since θ ≤ κ)
≤ (1 + 9κ) · |ss1 | + δG (s1 , t)
≤ (1 + 9κ) · δG (s, t)
< (1 + ε) · δG (s, t)
That completes the first part.
Part 2: If s01 and s1 lie on different roads c01 and c1 ,
respectively, then c01 must lie between s and c1 . This
follows from the fact that s(`) does not contain any
endpoints and c01 is the first road hit. Furthermore,
there must exist a an edge (q 0 , q) ∈ E such that q 0 lies
on c01 to the left of s01 and q lies on c1 to the right of
t1 and ∠(u1 , q, q 0 ) = arccos α1 . See Fig. 7(b) for an
illustration of case 2(a).
Consider the situation as depicted in Fig. 7(b). We
will prove that the cost of the path from s to t1 via
s01 , q 0 and q is almost the same as the cost of the optimal path from s to t1 (that goes via s1 ). Recall that
the cost function of c1 and is α1 and the cost function of c01 is α10 . Furthermore, let r be the intersection
point between c01 and (s, s1 ).
Note that the cost of the path from r to q via q 0
is maximized if rq 0 forms an angle of θ with the horizontal line and q 0 lies above r, as shown in Fig. 7(b).
Furthermore, |qq 0 | = |q 0 p| + |pq| and |pq| = |rs1 |.
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Figure 7: Illustrating (a) Case 1 and Case 2 (b) in
the proof of Lemma 6.
We can summarize this section with the following
theorem:
Theorem 5 Given a transportation network T with
n roads in the Euclidean plane, a destination point t
and a positive constant ε, one can preprocess T and t
in O(n2 log n) time and O(n2 ) space such that given
a query point s, a (1 + ε)-approximate quickest path
αmax
1
can be calculated in O( αmin
ε2 · log n log1+ε αmin ) time.
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4.4

General case

In this section we turn our attention to the query
version when we are given two query points s and t in
R2 and our goal is to find the quickest path between s
and t among C. The idea is the same as in the previous
section. That is we perform the exact same preprocessing steps as in the previous section (omitting the
destination point t), but with the exception that M
contains all-pair shortest distances. Using Johnson’s
algorithm, see Johnson (1977) the all-pairs shortest
paths can be computed in O(n4 log n) using O(n4 )
space.
Given a query we compute the two candidate sets
of type 1 and type 2 for both s and t. For each pair
of elements p ∈ D1 (s) ∪ D2 (s) and q ∈ D1 (t) ∪ D2 (t)
compute a path between s and t as follows:
if p ∈ D1 and q ∈ D1 then |sp| + M [p, q] + |qt|
if p ∈ D1 and q = [c, s1 , s2 ] ∈ D2 then |sp| +
M [p, s2 ] + α(c) · |s2 s1 | + |s1 t|

if p = [c, s1 , s2 ] ∈ D2 and q ∈ D1 then |ss1 | + α(c) ·
|s1 s2 | + M [s2 , q] + |qt|

if p = [c1 , s1 , s2 ] ∈ D2 and q = [c2 , t1 , t2 ] ∈ D2 then
|ss1 |+α(c1 )·|s1 s2 |+M [s2 , t2 ]+α(c2 )·|t2 t1 |+|t1 t|
Note that for a specific pair p, q the calculated distance might not be a good approximation of the actual distance. However, for the shortest path there
exists a pair p, q such that the distance is a good approximation.
By putting together the results, we obtain the following theorem:
Theorem 6 Given a transportation network T with
n roads in the Euclidean plane and a positive constant
ε, one can preprocess T in O(n4 log n) time using
O(n4 ) space such that given two query points s and t
a (1 + ε)-approximate quickest path between s and t
)2 · log n)
can be calculated in O(( αmin1 ·ε2 · log1+ε ααmax
min
time.
4.5

Improving the complexity using the wellseparated pair decomposition

The bottleneck of the preprocessing algorithm is the
fact that n4 shortest paths are computed in a graph
of quadratic complexity. Is there a way to get around
this? Since it suffices to approximate the shortest
paths we can reduce the number of shortest path
queries from O(n4 ) to O(n2 ), that is, linear in the
number of vertices, using the well-separated pairdecomposition (WSPD).
Definition 1 ((Callahan and Kosaraju 1995))
Let s > 0 be a real number, and let A and B be two
finite sets of points in Rd . We say that A and B
are well-separated with respect to s, if there are two
disjoint d-dimensional balls CA and CB , having the
same radius, such that (i) CA contains the bounding
box R(A) of A, (i) CB contains the bounding box
R(B) of B, and (ii) the minimum distance between
CA and CB is at least s times the radius of CA .
The parameter s will be referred to as the separation constant. The next lemma follows easily from
Definition 1.
Lemma 7 ((Callahan and Kosaraju 1995)) Let
A and B be two finite sets of points that are wellseparated w.r.t. s, let x and p be points of A, and let
y and q be points of B. Then (i) |xy| ≤ (1+4/s)·|pq|,
and (ii) |px| ≤ (2/s) · |pq|.
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Definition 2 ((Callahan and Kosaraju 1995))
Let S be a set of n points in Rd , and let s > 0 be a
real number. A well-separated pair decomposition
(WSPD) for S with respect to s is a sequence of pairs
of non-empty subsets of S, (A1 , B1 ), . . . , (Am , Bm ),
such that
1. Ai ∩ Bi = ∅, for all i = 1, . . . , m,
2. for any two distinct points p and q of S, there
is exactly one pair (Ai , Bi ) in the sequence, such
that (i) p ∈ Ai and q ∈ Bi , or (ii) q ∈ Ai and
p ∈ Bi ,

3. Ai and Bi are well-separated w.r.t. s, for 1 ≤ i ≤
m.
The integer m is called the size of the WSPD.

Callahan and Kosaraju showed that a WSPD of
size m = O(sd n) can be computed in O(sd n+n log n)
time.
The preprocessing is done as follows. Construct
the graph G(V, E) of T , as defined in Section 3.
Compute a WSPD {(Ai , Bi )}ki=1 of V with respect
to a separation constant s = τ ·α8min , where τ < 1
is a positive constant given as input. Then for each
well-separated pair (Ai , Bi ) pick two arbitrary points
a ∈ Ai and b ∈ Bi as representative points, and calculate the shortest path in G between a and b. All
paths are stored in a matrix M 0 . According to the
definition of the WSPD, see Callahan and Kosaraju
(1995), we have O(n2 ) well separated pairs. It follows
that the number of the shortest path queries in M 0 is
O(n2 ).
The queries are performed in almost the same way
as above. The only difference is how the cost of the
path between two points is calculated. Assume that
we want the minimum transportation distance between two query points p and q. According to definition of the WSPD there exists a well-separated
pair {A, B} such that p ∈ A and q ∈ B, or vice
versa. Furthermore, let rA and rB be the representative points of A and B, respectively. Instead of
using the value in M [p, q] we approximate the cost by
|prA | + M 0 [rA , rB ] + |rB q|.
Theorem 7 δG (p, q) ≤ |prA | + M 0 [rA , rB ] + |rB q| ≤
(1 + ε) · δG (p, q).

Proof The left inequality is immediate, thus we will
focus on the right inequality.
|prA | +
+
≤
≤
≤
≤

M 0 [rA , rB ] + |rB q| = |prA |
δG (rA , rB ) + |rB q|
2|prA | + 2|rB q| + δG (p, q)
4 · 2/s · |pq| + δG (p, q)
τ · αmin · |pq| + δG (p, q)
(1 + τ ) · δG (p, q)

Where the last step follows by using |pq|
δG (p, q)/αmin .

≤


Given a positive constant σ < 1 we can obtain
the claimed bounds by setting the constants appropriately (for example τ = σ/3 and ε = σ/3). We
get:
Theorem 8 Given a transportation network T (S, C)
with n roads and a positive constant , one can pren
n
2
2
process C in O(( αmin
· ) log n) time using O(( αmin · ) )
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space such that given two query points s and t and
a positive constant  a (1 + )-approximate quickest
1
path between s and t can be calculated in O(( αmin
·2 ·
αmax 2
log1+ε αmin ) · log n) time.
Assuming αmin and αmax being constants the
bounds can be rewritten as: preprocessing is
O(n2 log n), space is O(n2 /2 ) and the query time is
O(1/4 · log n).
5

Concluding remarks

We considered the problem of computing a quickest
path in a transportation network. In the static case
our algorithm has a running time of O(n2 log n) which
is a linear factor better than the best algorithm known
so far. We also introduce the query version of the
problem.
There are many open problems remaining. For
example, can one develop a more efficient data structure for the quickest path problem that has a smaller
dependency on αmin and ε? Also, is there a subquadratic time algorithm for the static quickest path
case? If not, can we prove that the problem is 3sumhard? Bae and Chwa (2006) proved that the shortest
path map for a transportation metric can have Ω(n2 )
size, which indicates that the problem may indeed be
3sum-hard.
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On empty pentagons and hexagons in planar point sets
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Charles University, Malostranské nám. 25, 182 00 Praha 1, Czech Republic

Abstract
We give improved lower bounds on the minimum
number of k-holes (empty convex k-gons) in a set of
n points in general position in the plane, for k = 5, 6.

the conference paper (6), also improving lower bounds
from several papers. The lower bound on X6 (n) follows from a result of V. A. Koshelev (8). In this paper
we give the following improved lower bounds:
Theorem 1

Keywords: Empty polygon, planar point set, empty
hexagon, empty pentagon
1

X5 (n) ≥ n/2 − O(1),
X6 (n) ≥ n/229 − 4,

Introduction

We say that a set P of points in the plane is in general
position if it contains no three points on a line.
Let P be a set of n points in general position in
the plane. A k-hole of P (sometimes also called empty
convex k-gon or convex k-hole) is a set of vertices of
a convex k-gon with vertices in P containing no other
points of P .
Let Xk (n) be the minimum number of k-holes in a
set of n points in general position in the plane. Horton (7) proved that Xk (n) = 0 for any k ≥ 7 and
for any positive integer n. The following bounds on
Xk (n), k = 3, 4, 5, 6, are known (the letter H denotes
the number of vertices of the convex hull of the point
set):
n2 −

43
11
n+H +
≤ X3 (n) ≤ 1.6195...n2 + o(n2 ),
9
9

n2
55
23
− n+H −
≤ X4 (n) ≤ 1.9396...n2 + o(n2 ),
2
18
9
2
n − O(1) ≤ X5 (n) ≤ 1.0206...n2 + o(n2 ),
9
n
− 1 ≤ X6 (n) ≤ 0.2005...n2 + o(n2 ).
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The upper bounds were shown in (2), improving previous bounds of (9; 1; 11; 4). The lower bounds for
k = 3, 4, 5 can be found in an updated version of
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After finishing our research, we have learned that
a group of researchers including Oswin Aichholzer,
Ruy Fabila-Monroy, Clemens Huemmer, and Birgit Vogtenhuber has very recently obtained a better
bound X5 (n) ≥ 3n/4 − o(n). Their result is not written yet. Their method does not seem to achieve our
bound on X6 (n) but it also gives slight improvements
on the lower bounds on X3 (n) and X4 (n) mentioned
above.
2

Proofs

To prove the first inequality in Theorem 1, it suffices
to prove that if P is a set of n > 20 points in general
position in the plane then P contains a subset P ′ of
eight points such that P ′ and P − P ′ can be separated by a line and at least four 5-holes of P intersect
P ′ . Indeed, if this is true then we can repeatedly remove eight points of P ′ . Each removal decreases the
number of points by 8 and the number of 5-holes by
at least 4. Doing this as long as at least 21 points
remain, we obtain the first inequality in Theorem 1.
Let P be a set of n > 20 points in general position in the plane. For two points x, y of P , we denote
by L(xy) the open halfplane to the left of the line
xy (oriented from x to y). The complementary open
halfplane is denoted by R(xy). If L(xy) contains exactly k points of P , then we say that the oriented
segment xy is a k-edge of P .
Take a vertex a of the convex hull of P . Order
the other points radially around a starting from the
point on the convex hull clockwise from a. Let a′ be
the 12-th point in this order. Then aa′ is an 11-edge.
Since X5 (10) > 0 (5), L(aa′ ) contains a 5-hole, D, of
P . In the rest of the proof, D is fixed but aa′ may
later denote other 11-edges.
The key part of the proof is to find an 11-edge bb′
such that b is a vertex of D and the other four vertices
of D lie in L(bb′ ). To do it, we clockwise rotate a line
l starting from l = aa′ as follows. Initially we start to
rotate l at the midpoint of the segment aa′ . During
the rotation, the center of rotation may change at
any moment but the rotated line l cannot go over
any point of P . We rotate as long as it is possible,
until we reach a position l = bb′ , where b, b′ ∈ P ,
the point b was originally to the left of l and b′ was
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originally to the right of l. Thus, b ∈ L(aa′ ) ∪ {a′ }
and b′ ∈ R(aa′ ) ∪ {a}. There are no points of P in
the open wedges R(aa′ ) ∩ L(bb′ ) and L(aa′ ) ∩ R(bb′ ).
The edge bb′ is an 11-edge of P . We distinguish three
cases:
Case 1: The segments aa′ and bb′ internally cross,
thus a, a′ , b, b′ are pairwise different.
Case 2: b′ = a.
Case 3: b = a′ .
Since D lies in L(aa′ ), it also lies in L(bb′ ) ∪ {b}.
The point b may be a vertex of D in Cases 1 and 2.
All other vertices of D lie in L(bb′ ). If b is not a vertex
of D, then we rename the points b and b′ by a and a′ ,
respectively, and rotate a line l in the same way as
above from the position l = aa′ . We reach some new
position l = bb′ . Repeat this process until the point
b coincides with one of the vertices of D. (Note that
the line l cannot rotate outside of D forever, because
n > 20.) Then we are in Case 1 or in Case 2, and
the other four vertices of D lie in L(aa′ ) ∩ L(bb′ ).
In Case 1 or 2, we consider the 12-point set Q :=
(P ∩ L(bb′ )) ∪ {b′ }. Since X5 (12) ≥ 3 (3), the set Q
contains at least three 5-holes of P . Together with
D, these are at least four 5-holes of P with vertices in
the 13-point set Q ∪ {b} = P ∩ closure(L(bb′ )). None
of these 5-holes contains both b and b′ . Therefore,
we can take P ′ as the set of eight points of L(bb′ )
with largest distances to the line bb′ . This finishes
the proof of the first inequality in Theorem 1.
We remark without proof that a slightly better
bound (1/2+c)n−const with c > 0 can be obtained by
using the fact that any sufficiently large set P contains
linearly many disjoint 6-holes.
The above proof can be generalized to give
the more general theorem below. The theorem
below together with X6 (463) > 0 (proved by
V. A. Koshelev (8)) gives the second inequality in
Theorem 1.
Theorem 2 Suppose that Xk (s−1) ≥ 1 and Xk (s) ≥
t for some positive integers k, s, t. Then Xk (n) ≥
t+1
s−k+1 (n − (2s − 2)) for n ≥ 2s − 2.
Proof. If P is a set of n > 2s − 2 points then P
contains an (s − 1)-edge aa′ . Let D be a k-hole of P
contained in L(aa′ ). Analogously as in the previous
proof, we find two (s − 1)-edges aa′ and bb′ such that
b is a vertex of D and D lies in L(aa′ ) and also in
L(bb′ ) ∪ {b}. In Case 1 or 2, we consider the s-point
set Q := (P ∩ L(bb′ )) ∪ {b′ }. Since Xk (s) ≥ t, the set
Q contains at least t k-holes of P . Together with D,
these are at least t+1 k-holes of P with vertices in the
s + 1-point set Q ∪ {b} = P ∩ closure(L(bb′ )). None
of these k-holes contains both b and b′ . Therefore, if
we take P ′ as the set of s − k + 1 points of L(bb′ ) with
largest distances to the line bb′ then removing the
s − k + 1 points of P ′ from P decreases the number
of k-holes by at least t + 1. Theorem 2 follows.
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Abstract
The semantics of logic programs was originally described in terms of two-valued logic. Soon, however, it
was realised that three-valued logic had some natural
advantages, as it provides distinct values not only for
truth and falsehood, but also for “undeﬁned”. The
three-valued semantics proposed by Fitting and by
Kunen are closely related to what is computed by a
logic program, the third truth value being associated
with non-termination. A diﬀerent three-valued semantics, proposed by Naish, shared much with those
of Fitting and Kunen but incorporated allowances for
programmer intent, the third truth value being associated with underspeciﬁcation. Naish used an (apparently) novel “arrow” operator to relate the intended
meaning of left and right sides of predicate deﬁnitions.
In this paper we suggest that the additional truth
values of Fitting/Kunen and Naish are best viewed
as duals. We use Fitting’s later four-valued approach
to unify the two three-valued approaches. The additional truth value has very little aﬀect on the Fitting
three-valued semantics, though it can be useful when
ﬁnding approximations to this semantics for program
analysis. For the Naish semantics, the extra truth
value allows intended interpretations to be more expressive, allowing us to verify and debug a larger class
of programs. We also explain that the “arrow” operator of Naish (and our four-valued extension) is essentially the information ordering. This sheds new light
on the relationships between speciﬁcations and programs, and successive executions states of a program.
1

Introduction

Logic programming is an important paradigm. Computers can be seen as machines which manipulate
meaningful symbols and the branch of mathematics
which is most aligned with manipulating meaningful
symbols is logic. This paper is part of a long line of
research on what are good choices of logic to use with
a “pure” subset of the Prolog programming language.
We ignore the “non-logical” aspects of Prolog such as
cut and built-ins which can produce side-eﬀects, and
assume a sound form of negation (ensuring in some
way that negated literals are always ground before
being called).
There are several ways in which having a welldeﬁned semantics for programs is helpful. First, it
can be helpful for implementing a language (writing
a compiler, for example)—it forms a speciﬁcation for
Copyright c 2012, Australian Computer Society, Inc. This paper appeared at 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia. Conferences in
Research and Practice in Information Technology, Vol. 128.
Julian Mestre, Ed. Reproduction for academic, not-for profit
purposes permitted provided this text is included. This work
was partially supported by ARC grant DP 110102579.

answering “what should this program compute”. Second, it can be helpful for writing program analysis
and transformation tools. Third, it can be helpful
for veriﬁcation and debugging—it can allow application programmers to answer “does this program compute what I intend” and, when the answer is negative,
“why not”. There is typically imprecision involved in
all three cases.
1. Many languages allow some latitude to the implementor in ways that aﬀect observable behaviour
of the program, for example by not specifying
the order sub-expression evaluation (C is an example). Even in pure Prolog, typical approaches
to semantics do not precisely deal with inﬁnite
loops and/or “ﬂoundering” (when a negative literal never becomes ground). Such imprecision is
not necessarily a good thing, but there is often a
trade-oﬀ between precision and simplicity of the
semantics.
2. Program analysis tools must provide imprecise
information in general if they are guaranteed to
terminate, since the properties they seek to establish are almost always undecidable.
3. Programmers are often only interested in how
their code behaves for some class of inputs. For
other inputs they either do not know or do not
care (this is in addition to the ﬁrst point). Moreover, it is often convenient for programmers to
reason about partial correctness, setting aside
the issue of termination.
A primary aim of this paper is to reconcile two diﬀerent uses of many-valued logic for understanding logic
programs. The ﬁrst use is for the provision of semantic deﬁnition, with the purpose of answering “what
should this program compute?” The other use is in
connection with program speciﬁcation and debugging,
concerned with answering “does this program compute what I intend” and similar questions involving
programmer intent. Our main contributions are:
• We show how Belnap’s four-valued logic enables
a clean distinction between a formula/query
which is undeﬁned, or non-denoting, and one
which is irrelevant, or inadmissible.
• We use this logic to provide a denotational semantics for logic programs which is designed to
help a programmer reason about partial correctness in a natural way. This aim is diﬀerent to
the semanticist’s traditional objective of reﬂecting runtime behaviour, or aligning denotational
and operational semantics.
• We show how four-valued logic helps modelling
the concept of modes in a moded logic programming language such as Mercury.
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p(a).
p(b) :- p(b).
p(c) :- not p(c).
p(d) :- not p(a).

• We argue that the semantics ﬁts well with established practice in program debugging and veriﬁcation.
We assume the reader has a basic understanding of
pure logic programs, including programs in which
clause bodies use negation, and their semantics. We
also assume the reader has some familiarity with the
concepts of types and modes as they are used in logic
programming.
The paper is structured as follows. We set the
scene in Section 2 by revisiting the problems that surround approaches to logical semantics for pure Prolog. In Section 3 we introduce the three- and fourvalued logics and many-valued interpretations that
the rest of the paper builds upon. In Section 4 we
provide some background on diﬀerent approaches to
the semantics of pure Prolog, focusing on work by
Fitting and Kunen. In Section 5 we review Naish’s
approach to what we call speciﬁcation semantics. In
Section 6 we present a new four-valued approach
which combines two three-valued approaches (Fitting and Naish). Section 7 establishes a “model intersection” principle. Section 8 shows how a fourvalued approach helps modelling the concept of modes
in a moded logic language such as Mercury. Section 9 sketches the application to declarative debugging. Section 10 recapitulates, oﬀering a high-level
justiﬁcation for the four-valued approach, and Section 11 concludes.
2

Logic programs

Suppose we need Prolog predicates to capture the
workings of classical propositional conjunction and
negation. We may specify the behaviour exhaustively
(we use neg for negation; not is used as a general
negation primitive in Prolog):
or(t,
or(t,
or(f,
or(f,

t,
f,
t,
f,

t).
t).
t).
f).

neg(t, f).
neg(f, t).

yielding simple, correct predicates. If we also need a
predicate for implication, we could deﬁne
implies(X, Y) :- neg(X, U), or(U, Y, t).
Variables in the head of a clause are universally quantiﬁed over the whole clause; those which only occur in
the body are existentially quantiﬁed within the body.
Although Prolog programs explicitly deﬁne only
what is true, it is also important that they implicitly deﬁne what is false. This is the case for most
programs and is essential when negation is used. For
example, neg(t,t) would be considered false and for
it to succeed would be an error. Because (implicit)
falsehood depends on the set of all clauses deﬁning a
predicate, it is often convenient to group all clauses
into a single deﬁnition with distinct variables in the
arguments of the clause head. This can be done in
Prolog by using the equality (=) and disjunction (;)
primitives. For example, neg could be deﬁned
neg(X, Y) :- (X=t, Y=f ; X=f, Y=t).
Clark (1978) deﬁned the completion of a logic program which explicitly groups clauses together in this
way; others (Fitting (1991), Naish (2006)) assume the
program contains a single clause per predicate from
the outset. Henceforth we assume the same. The :in single-clause deﬁnitions thus tells us about both the
truth and falsehood of instances of the head. Exactly
how :- is best viewed has been the topic of much debate and is a central focus of this paper. One issue is
50

Figure 1: Small program to exemplify semantics
the relationship between the truth values of the head
and body — what set of truth values do we use, what
constitutes a model or a ﬁxed point, etc. Another is
whether we consider one particular model/ﬁxed point
(such as the least one according to some ordering) as
the semantics or do we consider any one of them to
be a possible semantics or consider the set of all models/ﬁxed points as the semantics.
Let us ﬁx our vocabulary for logic programs and
lay down an abstract syntactic form.
Definition 1 (Syntax) An atom (or atomic formula) is of the form p(t1 , . . . , tn ), where p is a predicate symbol (of arity n) and t1 , . . . , tn are terms. If
A = p(t1 , . . . , tn ) then A’s predicate symbol pred (A)
is p. There is a distinguished equality predicate =
with arity 2, written using inﬁx notation. A literal is
an atom A or the negation of an atom, written ¬A. A
conjunction C is a conjunction of literals. A disjunction D is of the form C1 ∨ · · · ∨ Ck , k > 0, where each
Ci is a conjunction. A predicate definition is a pair
(H , ∃W [D]) where H is an atom in most general form
p(V1 , . . . , Vn ) (that is, the Vi are distinct variables),
D is a disjunction, and W = vars(D) \ vars(H ). We
call H the head of the deﬁnition and ∃W [D] its body.
The variables in H are the head variables and those
in W are local variables. Finally, a program is a ﬁnite
set P of predicate deﬁnitions such that if (H1 , B1 ) ∈ S
and (H2 , B2 ) ∈ S then pred (H1 ) 6= pred (H2 ).
We let G denote the set of ground atoms (for some
suitably large ﬁxed alphabet).
Definition 2 (Head instance) A head instance of
a predicate deﬁnition (H , ∃W [D]) is an instance
where all head variables have been replaced by ground
terms and local variables remain unchanged.
3

Interpretations and models

In two-valued logic, an interpretation is a mapping
from G to 2 = {f , t}. To give meaning to recursively
deﬁned predicates, the usual approach is to impose
some structure on G → 2, to ensure that we are dealing with a lattice, or a semi-lattice at least. Given
the traditional “closed-world” assumption (that a formula is false unless it can be proven true), the natural
ordering on 2 is this: b1 ≤ b2 iﬀ b1 = f ∨ b2 = t. The
ordering on interpretations is the natural extension of
≤, equipped with which G → 2 is a complete lattice.
Three-valued logic is arguably a more natural logic
for the partial predicates that emerge from pure Prolog programs, and more generally, for the partial functions that emerge from programming in any Turing
complete language. The case for three-valued logic as
the appropriate logic for computation has been made
repeatedly, starting with Kleene (1938) and pursued
by the VDM school (see for example Barringer, Cheng
& Jones (1984)), and others. The third value, u, for
“undeﬁned”, ﬁnds natural uses, for example as the
value of p(b), given the program in Figure 1.
With three- or four-valued logic, an interpretation becomes a mapping from G to 3 = {u, f , t} or
to 4 = {u, f , t, i} (we discuss the role of the fourth
value i shortly.) For compatibility with the way
equality is treated in Prolog, we constrain interpretations so x = y is mapped to t if x and y are
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Figure 2: Partially ordered sets of truth values
identical (ground) terms, and f, otherwise. This is
irrespective of the set of truth values used. There
are diﬀerent choices for the semantics of the connectives. Based on the natural “information content”
orderings shown in Figure 2(b) and (d), the natural
choices are the strongest monotone extensions of the
two-valued connectives. This gives rise to Kleene’s
(strong) three-valued logic K3 (Kleene 1938) and Belnap’s four-valued logic (Belnap 1977). We denote the
ordering depicted in Figure 2(b) by ⊑, that is, b1 ⊑ b2
iﬀ b1 = u ∨ b1 = b2 , and we overload this symbol
to also denote the ordering in Figure 2(d) (that is,
b1 ⊑ b2 iﬀ b1 = u ∨ b1 = b2 ∨ b2 = i), as well of
the natural extensions to G → 3 or G → 4. We shall
also use ⊒, the inverse of ⊑. In some contexts we disambiguate the symbol by using a superscript: ⊒3 or
⊒4 . Similarly, we use ≥2 for the truth ordering with
two values, and =2 , =3 and =4 for equality of truth
values in the diﬀerent domains.
The structure in Figure 2(d) is the simplest of
Ginsberg’s bilattices (Ginsberg 1988). The diamond
shape can be considered a lattice from two distinct angles. The ordering ≤ is the “truth” ordering, whereas
⊑ is the “information” ordering. For the truth ordering we denote the meet and join operations by ∧
and ∨, respectively. For the information ordering we
denote the meet and join operations by ⊓ and ⊔, respectively. The bilattice in Figure 2(d) is interlaced:
Each meet and each join operation is monotone with
respect to either ordering. The bilattice is also distributive in the strong sense that each meet and each
join operation distributes over all the others.
An equivalent view of three- or four-valued interpretations is to consider an interpretation to be a pair
of ground atom sets. That is, the set of interpretations I = P(G)×P(G). In this view an interpretation
I = (TI , FI ) is a set TI of ground atoms deemed true
together with a set FI of ground atoms deemed false.
A ground atom A that appears in neither is deemed
undeﬁned. Such a truth value gap may arise from
the absence of any evidence that A should be true,
or that A should be false. In a four-valued setting,
para-consistency is a possibility: A ground atom A
may belong to TI ∩ FI . Such a truth value glut may
arise from the presence of conﬂicting evidence regarding A’s truth value.
The concept of a model is central to many approaches to logic programming. A model is an interpretation which satisﬁes a particular relationship between the truth values of the head and body of each
head instance. We now deﬁne how truth for atoms is
lifted to truth for bodies of deﬁnitions.
Definition 3 (Made true) Let I = (TI , FI ) be an
interpretation. Recall that ground equality atoms are
in TI or FI , depending on whether their arguments
are the same term.

For a ground atom A,
I makes A true iﬀ A ∈ TI
I makes A false iﬀ A ∈ FI
For a ground negated atom ¬A,
I makes ¬A true iﬀ A ∈ FI
I makes ¬A false iﬀ A ∈ TI
For a ground conjunction C = L1 ∧ · · · ∧ Ln ,
I makes C true iﬀ ∀i ∈ {1 · ·n} I makes Li true
I makes C false iﬀ ∃i ∈ {1 · ·n} I makes Li false
For a ground disjunction D = C1 ∨ · · · ∨ Cn ,
I makes D true iﬀ ∃i ∈ {1 · ·n} I makes Ci true
I makes D false iﬀ ∀i ∈ {1 · ·n} I makes Ci false
For the existential closure of a disjunction ∃W [D],
I makes ∃W [D] true iﬀ
I makes some ground instance of D true
I makes ∃W [D] false iﬀ
I makes all ground instances of D false
We use this to extend interpretations naturally, so
they map G and existential closures of disjunctions
to 2, 3 or 4. We freely switch between viewing an
interpretation as a mapping and as a pair of sets.
Thus, for any formula F ,

u if I neither makes F true nor false



f if I makes F false and not true
I (F ) =

t
if I makes F true and not false


i if I makes F true and also false
Definition 4 (RD -Model) Let D be 2, 3 or 4 and
RD be a binary relation on D. An interpretation I is
a RD -model of predicate deﬁnition (H , B ) iﬀ for each
head instance (H θ, B θ), we have RD (I (H θ), I (B θ)).
I is a RD -model of program P if it is a RD -model of
every predicate deﬁnition in P .

For example, a =2 -model is a two-valued interpretation where the head and body of each head instance
have the same truth value.
Another important concept used in logic programming semantics and analysis is the “immediate consequence operator”. The original version, TP , took
a set of true atoms (representing a two-valued interpretation) and returned the set of atoms which could
be proved from those atoms by using a clause for a
single deduction step. Various deﬁnitions which generalise this to 3 and 4 have been given (see Apt &
Bol (1994)). Here we give a deﬁnition based on how
we deﬁne interpretations. We write ΦP for the immediate consequence operator, following Fitting (1985).
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Definition 5 (ΦP ) Given an interpretation I and
program P , ΦP (I ) is the interpretation I ′ such that
the truth value of an atom H in I ′ is the truth value of
B in I , where (H , B ) is a head instance of a deﬁnition
in P .
Proposition 1 An interpretation I is a ﬁxed point
of ΦP iﬀ I is a =d -model of P , for d in {2, 3, 4}.
Proof Straightforward from the deﬁnitions.
4



Logic program operational semantics

We ﬁrst discuss some basic notions and how Clark’s
two-valued approach to logic program semantics ﬁts
with what we have presented so far. Then we discuss the Fitting/Kunen three-valued approach and
Fitting’s four-valued approach.
4.1

Two-valued semantics

There are three aspects to the semantics of logic programs: proof theory, model theory and ﬁxed point
theory (see Lloyd (1984), for example). The proof
theory is generally based on resolution, often some
variant of SLDNF resolution (Clark 1978). This gives
a top-down operational semantics, which we don’t
consider in detail here. The model theory gives a
declarative view of programs and is particularly useful for high level reasoning about partial correctness. The ﬁxed point semantics, based on ΦP or TP ,
gives an alternative “bottom up” operational semantics (which has been used in deductive databases) and
which is also particularly useful for program analysis.
The simplest semantics for pure Prolog disallows
negation and treats a Prolog program as a set of definite clauses. Prolog’s :- is treated as classical implication, ←, that is, ≥2 -models are used. There is
an important soundness result: if the programmer
has an intended interpretation which is a model, any
ground atom which succeeds is true in that model.
The (≤) least model is also the least =2 -model and
the least ﬁxed point of ΦP , which is monotone in the
truth ordering (so a least ﬁxed point always exists).
The atoms which are true in this least model are precisely those which have successful derivations using
SLD resolution. For these reasons, this is the accepted
semantics for Prolog programs without negation.
To support negation in the semantics, Clark (1978)
combined all clauses deﬁning a particular predicate
into a single “if and only if” deﬁnition which uses the
classical bi-implication ↔. This is called the Clark
completion comp(P ) of a program P . Our deﬁnitions
are essentially the same, but we avoid the ↔ symbol.
In this paper’s terminology, Clark used =2 -models,
which correspond to classical ﬁxed points of ΦP . The
soundness result above applies, and any ﬁnitely failed
ground atom must also be false in the programmer’s
intended interpretation, if it is a model. However,
because ΦP is non-monotone in the truth ordering
when negation is present, there may be multiple minimal ﬁxed points/models, or there may be none. For
example, using Clark’s semantics for the program in
Figure 1, there is no model and no ﬁxed point due to
the clause for p(c), yet the query p(a) succeeds and
p(d) ﬁnitely fails. Thus the Clark semantics does not
align particularly well with the operational semantics.
4.2

Three-valued semantics

Even in the absence of negation, a two-valued semantics is lacking in its inability to distinguish failure and
looping. Mycroft (1984) explored the use of manyvalued logics, including 3, to remedy this. Mycroft
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discussed this for Horn clause programs, and others,
including Fitting (1985) and Kunen (1987), subsequently adapted Clark’s work to a three-valued logic,
addressing the problem of how to account properly
for the use of explicit negation in programs.
In a two-valued setting the Clark completion may
be inconsistent, witness the completion of the clause
for p(c) in Figure 1. A =3 -model always exists for
a Clark-completed program; for example, p(c) takes
on the third truth value. Moreover, since ΦP is monotone with respect to the information ordering, a least
ﬁxed point always exists and coincides with the least
=3 -model. Ground atoms which are t in this model
(such as p(a) in Figure 1) are those which have successful derivations, while ground atoms which are f
(such as p(d)) are those which have ﬁnitely failed
SLDNF trees. Atoms with the third truth value (p(b)
and p(c)) must loop. If we were to delete the clause
for p(c) in Figure 1, the Clark semantics would map
p(b) to f, even though it does not ﬁnitely fail. Atoms
which are t or f in the Fitting/Kunen semantics may
also loop if the search strategy or computation rule
are unfair (even without negation, t atoms may loop
with an unfair search strategy). However the Fitting/Kunen approach does align the model theoretic
and ﬁxed point semantics much more closely to the
operational semantics than the approach of Clark.
ΦP has a drawback, though: while monotone, it is
not in general continuous. Blair (1982) shows that the
smallest ordinal β for which ΦβP (⊥) is the least ﬁxed
point of ΦP may not be recursive and Kunen (1987)
shows that, with a semantics based on three-valued
Herbrand models (all models or the least model), the
set of ground atoms true in such models may not be
recursively enumerable. Kunen instead suggests a semantics based on any three-valued model and shows
that truth (t) in all =3 -models is equivalent to being deemed true by ΦnP (⊥) for some n ∈ N. Hence
Kunen proposes Φω
P (⊥) as the meaning of program
P . For a given P and ground atom A, it is decidable
whether A is t in ΦnP (⊥), so whether A is t in Φω
P (⊥)
is semi-decidable.
For simplicity, in this paper we take (the possibly
non-computable) M = lfp(ΦP ) to be the meaning of a
program. However, since we shall be concerned with
over-approximations to M , what we shall have to say
will apply equally well if Kunen’s Φω
P (⊥) is assumed.
4.3

Four-valued semantics

Subsequent to his three-valued proposal, Fitting
recommended, in a series of papers including Fitting (1991, 2002), bilattices as suitable bases for logic
program semantics. The bilattice 4 (Figure 2(d)) was
just one of several studied for the purpose, and arguably the most important one.
Fitting’s motivation for employing four-valued
logic was, apart from the elegance of the interlaced
bilattices and their algebraic properties, the application in a logic programming language which supports a notion of (spatially) distributed programs. In
this context there is a natural need for a fourth truth
value, ⊤ (our i), to denote conﬂicting information received from diﬀerent nodes in a distributed computing
network.
In this language, the traditional logical connectives
used on the right-hand sides of predicate deﬁnitions
are explained in terms of the truth ordering. Negation
is reﬂection in the truth ordering: ¬u = u, ¬f = t,
¬t = f and ¬i = i, conjunction is meet (∧), disjunction is join (∨), andWexistential quantiﬁcation is the
least upper bound ( ) of all instances. The following
tables give conjunction and disjunction in 4.
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The operations ⊓ and ⊔ are similarly given by Figure 2(d). Fitting refers to ⊓ (he writes ⊗) as consensus, since x ⊓ y represents what x and y agree
about. The ⊔ operation (which he writes as ⊕) he
refers to gullibility, since x ⊔ y represents agreement
with both x and y, whatever they say, including cases
where they disagree.
The idea of a information (or knowledge) ordering
is familiar to anybody who has used domain theory
and denotational semantics. To give meaning to recursively deﬁned objects we refer to ﬁxed points of
functions deﬁned on structures equipped with some
ordering — the information ordering. This happens in
Fitting’s three-valued semantics: That uses the same
distinction between a truth ordering ≤ and an information ordering ⊑ but it does not expose it as radically as the bilattice. In Fitting’s words, the threevalued approach, “while abstracting away some of the
details of [Kripke’s theory of truth] still hides the double ordering structure” (Fitting 2006).
The logic programming language of Fitting (1991)
contains operators ⊗ and ⊕, reﬂecting the motivation in terms of distributed programs. We, on the
other hand, deal with a language with traditional
pure Prolog syntax. If the task was simply to model
its operational semantics, having four truth values
rather than three would oﬀer little, if any, advantage.
However, our motivation for using four-valued logic
is very diﬀerent to that of Fitting. We ﬁnd compelling reasons for the use of four-valued logic to explain certain programming language features, as well
as to embrace, semantically, such software engineering
aspects as program correctness with respect to programmer intent or speciﬁcation, declarative debugging, and program analysis. We next discuss one of
these aspects.
5

Three-valued specification semantics

Naish (2006) proposed an alternative three-valued semantics. Unlike other approaches, the objective was
not to align declarative and operational semantics.
Instead, the aim was to provide a declarative semantics which can help programmers develop correct code
in a natural way. Naish argued that intentions of programmers are not two-valued. It is generally intended
that some ground atoms should succeed (be considered t) and some should ﬁnitely fail (be considered
f ) but some should never occur in practice; there is
no particular intention for how they should behave
and the programmer does not care and often does
not know how they behave. An example is merging
lists, where it is assumed two sorted lists are given
as input: it may be more appropriate to consider the
value of merge([3,2],[1],[1,3,2]) irrelevant than
to give it a classical truth value, since a precondition
is violated. Or consider this program:
or2(t, _, t).
or2(f, B, B).

or3(_, t, t).
or3(B, f, B).

It gives two alternative deﬁnitions of or (deﬁned in
Section 2), both designed with the assumption that
the ﬁrst two arguments will always be Booleans. If
they are not, we consider the atom is inadmissible (a
term used in debugging (Pereira 1986, Naish 2000))
and give it the truth value i. Interpretations can

be thought of as the programmer’s understanding
of a speciﬁcation, where i is used for underspeciﬁcation of behaviour. The same three-valued interpretation can be used with all three deﬁnitions of
or, so a programmer can ﬁrst ﬁx the interpretation
then code any of these deﬁnitions and reason about
their correctness. In contrast, both the Clark and
Fitting/Kunen semantics assign diﬀerent meanings to
the three deﬁnitions, with atoms such as or3(4,f,4)
and or2(t,[],t) considered t and or3(t,[],t) considered f. In order for the programmer’s intended
interpretation to be a =2 -model or =3 -model, unnatural distinctions such as these must be made. Naish
(2006) argues that it is unrealistic for programmers
to use such interpretations as a basis for reasoning
about correctness of their programs.
Although Naish uses i instead of u as the third
truth value, his approach is structurally the same as
Fitting/Kunen’s with respect to the ΦP operator and
the meaning of connectives used in the body of deﬁnitions. The key diﬀerence is how Prolog’s :- is interpreted. Fitting generalises Clark’s classical ↔ to
∼
= or “strong equivalence”, where heads and bodies
of head instances must have the same truth values.
Naish deﬁned a diﬀerent “arrow”, ←, which is asymmetric. In addition to identical truth values for heads
and bodies, Naish allows head instances of the form
(i, f ) and (i, t). The diﬀerence is captured by these
tables (Fitting left, Naish right):
∼
=
t
f
u

t

f

u

←

t

f

i
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f

f
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f

f
f
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t
f
t

f
t
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f
f
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Naish’s reasoning is that if a predicate is called in an
inadmissible way, it does not matter if it succeeds or
fails. The deﬁnition of a model uses this weaker “arrow”; we discuss it further in Section 6. Naish (2006)
shows that for any model, only t and i atoms can
succeed and only f and i atoms can ﬁnitely fail. In
models of the code in Figure 1, p(b) can be t or f or i
but p(c) can only be i. For practical code, programmers can reason about partial correctness using intuitive models in which the behaviour of some atoms is
unspeciﬁed.
6

Four-valued specification semantics

The Fitting/Kunen and Naish approaches all use
three truth values, the Kleene strong three-valued
logic for the connectives in the body of deﬁnitions,
and the same immediate consequence operator. It
is thus tempting to assume that the “third” truth
value in these approaches is the same in some sense.
This is implicitly assumed by Naish, when diﬀerent
approaches are compared (Table 1 of Naish (2006)).
However, the third truth value is used for very diﬀerent purposes in these approaches. Fitting uses it to
make the semantics more precise than Clark — distinguishing success and ﬁnite failure from nontermination (neither success nor ﬁnite failure). Naish uses
it to make the semantics less precise than Clark, allowing a truth value corresponding to success or ﬁnite
failure. Thus we believe it is best to treat the third
truth values of Fitting and Naish as duals instead of
the same value. Because conjunction, disjunction and
negation in 4 are symmetric in the information order,
the third value in the Kleene strong three-valued logic
can map to either the top or bottom element in 4.
This is why the third truth values in Fitting/Kunen
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and Naish are treated in the same way, even though
they are better viewed as semantically distinct.
The four values t, f, i and u are associated with
truth/success, falsehood/ﬁnite failure, inadmissibility
(the Naish third value) and looping/error (the Fitting/Kunen third value). Inadmissibility can be seen
as saying both success and failure are correct, so we
can see it as the union of both. Atoms which are u in
the Fitting semantics neither succeed nor fail. Thus
the information ordering can also be seen as the set
ordering, ⊆, if we interpret the truth values as sets
of Boolean values. In Naish, i is implicitly considered
the bottom element so the ordering used in that work
is the inverse of the ordering considered here.
We now show how Naish’s semantics can be generalised to 4. As discussed above, adding the truth
value i to the Fitting semantics does not allow us to
describe what is computed any more precisely, though
it can be useful for approximating what is computed.
However, adding the truth value u to the Naish semantics does allow us to describe more precisely what
is intended. There are occasions when both the success and ﬁnite failure of an atom are considered incorrect behaviour and thus u is an appropriate value
to use in the intended interpretation. We give three
examples. The ﬁrst is an interpreter for a Turingcomplete language. If the interpreter is given (the
representation of) a looping program it should not
succeed and it should not fail. The second is an operating system. Ignoring the details of how interaction
with the real world is modelled in the language, termination means the operating system crashes. The
third is code which is only intended to be called in
limited ways, but is expected to be robust and check
its inputs are well formed. Exceptions or abnormal
termination with an error message are best not considered success or ﬁnite failure. Treating them in the
same way as inﬁnite loops in the semantics may not
be ideal but it is more expressive than using the other
three truth values (indeed, “inﬁnite” loops are never
really inﬁnite because resources are ﬁnite and hence
some form of abnormal termination results).
Naish (2006) deﬁnes models in terms of the ← described earlier, and his Proposition 7 relates models
to the information ordering on interpretations. This
is actually a key observation (though the signiﬁcance
is not noted by Naish (2006)): the ← deﬁnes the information order on truth values! The classical arrow deﬁnes the truth ordering on two values; Naish’s arrow
deﬁnes the orthogonal ordering in the three-valued
extension. It is therefore clear how Naish’s arrow can
be generalised to 4. The models of Naish (2006) are
⊒3 -models, which can be generalised to ⊒4 -models.
Proposition 2 M is a ⊒4 -model of P iﬀ ΦP (M ) ⊑
M.
Proof M is a ⊒4 -model iﬀ, for every head instance
(H , B ) of P , M (B ) ⊑ M (H ). This is equivalent to
stating that if M makes B true then M makes H true,
and also, if M makes B false then M makes H false.
But this is the case iﬀ ΦP (M ) ⊑ M , by the deﬁnition
of ΦP .

It is easy to see that if M is a ⊒3 -model of P then
M is a ⊒4 -model of P . However, the converse is not
necessarily true, so the results of Naish (2006) cannot be used to show properties of four-valued models.
However, such properties can be proved directly, using properties of the lattice of interpretations.
Proposition 3 If M is a ⊒4 -model of P then
lfp(ΦP ) ⊑ M .
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Figure 3: Least vs typical intended ⊒4 -model
Proof The proof is by transﬁnite induction. Given
program P , deﬁne
(
′
ΦP (I β ) if β is a successor ordinal β ′ + 1
β
F
I =
α
if β is a limit ordinal
α<β I

Assume I α ⊑ M for all ordinals α < β. We show that
Iβ ⊑ M.
First consider the case β = β ′ +1. By the induction
′
hypothesis, I β ⊑ M . Since ΦP is monotone, I β =
′
ΦP (I β ) ⊑ ΦP (M ). By Proposition 2, ΦP (M ) ⊑ M .
Hence I β ⊑ M .
F
Now consider the case of limit ordinal β = α<β α.
F
α
By deﬁnition, I β =
By the induction
α<β I .
α
hypothesis, I ⊑ M , for each α < β. But then
by properties
of the least upper bound operation,
F
I β = α<β I α ⊑ M .

Proposition 4 The least ⊒4 -model of P is lfp(ΦP ).

Proof This follows from Proposition 3 and the fact
that ﬁxed points are =4 -models.

For reasoning about partial correctness, the relationship between truth values in an interpretation and
operational behaviour is crucial.
Theorem 1 If M is a ⊒4 -model of P then no t atoms
in M can ﬁnitely fail, no f atoms in M can succeed
and no u atoms in M can ﬁnitely fail or succeed.
Proof Finitely failed atoms are f in lfp(ΦP ), successful atoms are t in lfp(ΦP ), and u atoms in lfp(ΦP )
must loop, from Kunen. From Proposition 3 and the
⊑ ordering, f atoms in M can only be f or u in
lfp(ΦP ), t atoms in M can only be t or u in lfp(ΦP ),
and u atoms in M can only be u in lfp(ΦP ).

These results about the behaviour of t and f atoms
are essentially the two soundness theorems, for ﬁnite
failure and success, respectively, of Naish (2006). The
result for u atoms is new. The relationship between
the operational semantics and various forms of threevalued model-theoretic semantics was summarised by
Table 1 of Naish (2006). However, it assumed the Fitting/Kunen third truth value was the same as Naish’s.
We can now reﬁne it using the four values, as follows
(the last row summarises Theorem 1):
operational
least =4 -model
any =4 -model
any ⊒4 -model

succeed
t
t
t/i

loop
u
t/u/i/f
t/u/i/f

fail
f
f
i/f

Figure 3 gives a graphical representation of how the
least model compares with a typical intended model.
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Figure 4: Relationship between model deﬁnitions
In the least model, no atoms are i, and there is a
correspondence between the truth values of atoms,
t, f and u, and their behaviour — success, ﬁnite
failure, and looping, respectively. However, the distinction between these categories can be subtle and
counter-intuitive (hence the wiggly lines). In a typical intended interpretation there are atoms which are
i (they may have any other truth value in the least
model). This allows the distinction between the categories to be more intuitive and allows a single interpretation to be a model of many diﬀerent programs
with diﬀerent behaviours for the i atoms. The set of u
atoms in a typical intended interpretation is a subset
of the u atoms in the minimal model. Atoms which
are u in the minimal model can have any truth value
in the intended model. The case where the intended
model has no u atoms corresponds to a three-valued
model of Naish (2006).
Figure 4 shows the relationship between the ﬁve
diﬀerent deﬁnitions of a model we have considered.
Any interpretation which is a model according to one
deﬁnition is also a model according to all deﬁnitions
to the right. Weaker deﬁnitions of models allow more
ﬂexibility in how we think of our programs, yet still
guarantee partial correctness.
7

A “model intersection” property

With the classical logic approach for deﬁnite clause
programs, we have a useful model intersection property: if M and N are (the set of true atoms in) models then M ∩ N is (the set of true atoms in) a model.
Proposition 1 of Naish (2006) generalises this result
using the truth ordering for three-valued interpretations, and Proposition 2 of Naish (2006) gives a similar result which mixes the truth and information orderings. However, none of these results hold for logic
programs with negation. Here we give a new analogous result, using the information ordering, which
holds even when negation is present. This will be
utilised in the next section, on modes.
Proposition 5 If M and N are ⊒4 -models of program P then M ⊓ N is a ⊒4 -model of P .
Proof By Proposition 2, ΦP (M ) ⊑ M and ΦP (N ) ⊑
N , since M and N are models. By monotonicity,
ΦP (M ⊓ N ) ⊑ ΦP (M ) ⊑ M , and ΦP (M ⊓ N ) ⊑
ΦP (N ) ⊑ M . It follows that ΦP (M ⊓ N ) ⊑ M ⊓ N ,
so by Proposition 2, M ⊓ N is a model of P .

This result does not hold for =4 -models. For example:
p
q
r
s

::::-

p.
q.
p ; q ; s.
p ; q ; not r.

Let M be the interpretation which maps (p,q,r,s)
to (t,f,t,t), respectively, and N be the interpretation
(f,t,t,t). Both M and N are =4 -models. The meet,
M ⊓ N , is (u,u,t,t) but ΦP applied to this interpretation is (u,u,t,u). So M ⊓ N is a ⊒4 -model but not
a =4 -model.

Types and modes

We now discuss the motivation for type and mode systems in logic programming and show how ⊒4 -models
could have a role to play in mode systems. The lack
of restrictions on what constitutes an acceptable Prolog program means that is it is easy for programmers
to make simple mistakes which are not immediately
detected by the Prolog system. A typical symptom
is the program unexpectedly fails, leading to rather
tedious analysis of the complex execution in order
uncover the mistake. One approach to avoid some
runtime error diagnosis is to impose additional discipline on the programmer, generally restricting programming style somewhat, in order to allow the system to statically classify certain programs as incorrect. Various systems of “types” and “modes” have
been proposed for this. An added beneﬁt of some systems is that they help make implementations more
eﬃcient. Here we discuss such systems at a very high
level and argue that four-valued interpretations potentially have a role in this area, particularly in mode
systems such as that of Mercury (Somogyi, Henderson
& Conway 1995).
Type systems typically assign a type (say,
Boolean, integer, list of integers) to each argument of
each predicate. This allows each variable occurrence
in a clause to also be assigned a type. One common
error is that two occurrences of the same variable have
diﬀerent types. For example, consider a predicate
head which is intended to return the head of a list of
integers but is incorrectly deﬁned as: head([_|Y],Y).
The ﬁrst occurrence of Y is associated with type list of
integer and the other is associated with type integer.
If head is called with both arguments instantiated to
the expected types, it must fail. But head can succeed
if it is called in diﬀerent ways. For example, with only
the ﬁrst argument instantiated it will succeed, albeit
with the wrong type for the second argument (and
this in turn may cause a wrong result or failure of a
computation which calls head).
Type systems can be reﬁned by considering the
“mode” in which predicates are called, or dependencies between the types of diﬀerent arguments. This
can allow additional classes of errors to be detected.
For example, we can say the ﬁrst argument of head
is expected to be “input” and the second argument
can be “output”. Alternatively (but with similar effect), we could say if the ﬁrst argument is a list of
integers, the second should be an integer. For a
deﬁnition such as head([_|Y],X) there is a consistent assignment of types to variables but it does not
satisfy this mode/type-dependency constraint. One
high level constraint of several mode systems is that
if input arguments are well typed then output arguments should be well typed for any successful call. In
fact, we want the whole successful derivation to be
well typed (otherwise we have a very dubious proof).
Typically, well typed inputs in a clause head imply
well typed inputs in the body, which implies well
typed outputs in body, which implies well typed outputs in the head. This idea is present in the directional types concept (Aiken & Lakshman 1994, Boye
& Maluszynski 1995), the mode system of Mercury
(Somogyi et al. 1995), and the view of modes proposed in Naish (1996). Here we show the relevance
of four-valued interpretations to this idea, ignoring
the details of what constitutes a type (which diﬀers
in the diﬀerent proposals) and what additional constraints are imposed (neither Mercury or directional
types support cyclic dataﬂow and Mercury has additional interactions between types, modes and determinism).
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% Type t has a single constructor, ’g’
:- type t ---> g.
:- pred p1(t, t).

% other preds similar

:- mode p1(in, in) is nondet.
%
% :- mode p1(out, in) is nondet.
% :- mode p1(in, out) is nondet.
% :- mode p1(out, out) is nondet.
p1(g, _).

OK
% OK
% Error
% Error

:- mode p2(in, out) is nondet. % one/both
:- mode p2(out, in) is nondet. % modes OK
p2(A, A).
:- mode p3(in, out) is nondet. % both modes
:- mode p3(out, in) is nondet. % needed
p3(A, B) :- p3(B, A).
:- mode p4(in, out) is nondet. % OK
% :- mode p4(in, in) is nondet. % Error
p4(A, A) :- p4(A, _).
:- mode p5(in, out) is nondet. % OK
p5(g, _) :- error("...").
Figure 5: Mercury well modedness
We will use Mercury in our examples. Mercury allows types to be deﬁned using type declarations and
declared for predicate arguments using pred declarations. Modes are declared using mode declarations,
which also declare determinism (in our examples we
use nondet, which imposes no constraint and can
be ignored). Figure 5 gives some very simple examples. It deﬁnes a type t, containing a single constant
g, which we use for all arguments of all predicates.
We use g because any well typed argument must be
ground whereas other arguments may be non-ground
in an answer computed by Prolog (Mercury rejects
any programs where this could occur). The predicate deﬁnitions do not compute anything sensible,
and two loop in all cases. Additional arguments could
be added to remedy these defects, but our aim is to
concentrate on modes (particularly some of the less
intuitive aspects).
The deﬁnition of p1 constrains the ﬁrst arguments
to be g but does not constrain the second argument.
Thus the ﬁrst argument can be input or output, but
the second argument must be input. Mercury allows
multiple mode declarations for a single predicate, as
shown in p2; the predicate must be well moded for
each mode. In this case the program is considered
well moded with either or both the mode declarations,
which is typical. However, there are cases, such as p3,
which are well moded with both modes but neither
single mode is suﬃcient, because the predicate has a
recursive call which typically has a diﬀerent instantiation pattern from the top-level call. With only a
single mode declaration, the inputs of the clause head
are not passed on to the inputs of the recursive call,
potentially resulting in a dubious proof. Another example of such recursive calls is shown in p4. Although
p4 is well moded with respect to mode (in,out), it is
not well moded with the mode (in,in), even though
the latter mode imposes more constraints on the way
in which p4 is used. The last example, p5, illustrates
another feature of the Mercury mode system. Mercury has an error primitive which leads to abnormal
termination. Where it is used, the constraints of the
mode system are not enforced (since no proof is possible), so it is well moded with mode (in,out), whereas
p1 (which has a similar deﬁnition) is not.
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Type and mode declarations document some aspects of how predicates are intended to be used and
how they are intended to behave. We deﬁne a subset
of possible interpretations which are consistent with
these declarations. We assume there is a notion of
well typedness for each argument of each predicate in
program P .
Definition 6 (Mode and mode interpretation)
A mode for predicate p is an assignment of “input”
or “output” to each of p’s argument positions. Each
predicate has a set of modes. A mode interpretation
of P is a four-valued interpretation M such that the
truth value of an atom A in M is
1. i, if there is no mode of the predicate for which
all input arguments are well typed, and
2. f, if there is a mode of the predicate for which all
input arguments are well typed but some (output) argument is not well typed.
Other atoms may take any truth value.
In typical automated mode analysis there is no additional information about other user-deﬁned atoms
and it can be assumed they are t. The (builtin) error
atoms should be u for a language like Mercury. In
the mode interpretation corresponding to Figure 5,
p1(g,g) is t and {p1(n,n), p1(n,g), p1(g,n)} are
all i (we use n as a representative ill-typed term; it
also corresponds to non-ground computed answers).
If the mode of p1 was changed to (in,out), p1(g,n)
would be f. Changing the modes of a predicate so
it can be used in more ﬂexible ways corresponds to
changing the truth value of some atoms from i to f.
For p2, with two mode declarations, only p1(n,n) is
i. Mode interpretations which are ⊒4 -models give us
the high level properties of well modedness:
Lemma 1 If a mode interpretation M of a program
P is a ⊒4 -model and A is a successful atom which, for
some mode of the predicate, has all input arguments
well typed, then A has all arguments well typed.
Proof By Theorem 1, since M is a ⊒4 -model and A
succeeds, A must be t or i in M . By the deﬁnition of
mode interpretations, since A is not f and all input
arguments are well typed for some mode, all output
arguments must be well typed as well.

Lemma 2 If a mode interpretation M of a program
P is a ⊒4 -model and A, with M (A) = t, succeeds,
then A is well typed and there is a ground clause
instance A :- B1 ; . . . ; Bn such that all atoms in
some Bi are well typed and assigned t.
Proof Since M is a mode interpretation and A is
not i, A has all input arguments well typed for some
mode, so by Lemma 1 all arguments are well typed.
Since A is t and M is a ⊒4 -model, the clause body
must be t or u. Because it succeeds it cannot be u,
so it must be t. By the deﬁnition of disjunction and
conjunction, all atoms in some Bi must be t. Since
M is a mode interpretation, each of these atoms must
have well typed inputs for some mode (otherwise they
would be i). They all succeed, so by Lemma 1 they
must be well typed.

Theorem 2 If a mode interpretation M of a program P is a ⊒4 -model and A is a t atom which succeeds, then there is a proof in which all atoms are well
typed.
Proof By induction on the depth of the proof and
Lemma 2.


Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

The mode interpretation corresponding to the code
in Figure 5 is a ⊒4 -model of the program. The same
holds when a mode declaration is replaced by any
of those “commented out” variants that are labelled
OK. Conversely, the interpretations corresponding to
ill-moded variants are not ⊒4 -models. For example,
predicate p1 with mode (in,out) has a clause instance p(g,n) :- true, of the form f :- t (whereas
p5 is well moded with this mode; its instance is of
the form f :- u). For p3 with (in,out) as the only
mode we have clause instance p3(g,n) :- p3(n,g),
of the form t :- i. For p4 with mode (in,in) we have
the clause instance p4(g,g) :- p4(g,n), of the same
form.
Although mode interpretations do not capture all
the complexities of the Mercury mode system, they
do give us a high level view and some additional insights. For any predicate deﬁnition, we know there is
a lattice of mode interpretations, some of which are
typically ⊒4 -models. Each one corresponds to a set
of mode declarations. Models higher in the information order place more restrictions on how we use a
predicate — more atoms are i and more arguments
must be input. Proposition 5 tells us the meet of two
⊒4 -models is a ⊒4 -model. This corresponds to taking the union of the sets of mode declarations (the
set of i atoms in the meet is the intersection of the i
atoms in the two ⊒4 -models). One way the Mercury
mode system could potentially be extended is by allowing the programmer to specify several sets of mode
declarations for a predicate (corresponding to several
⊒4 -models). A predicate such as p2 could have two
singleton sets of modes declared (with the union implicit due to Proposition 5), whereas p3 would need a
single set of two mode declarations. This potentially
could allow more errors to be detected and perhaps
greater eﬃciency (avoiding some modes of a predicate
appearing in the object code if they are not required).
An understanding of the lattice of mode interpretations may also be helpful for mode inference.
9

Declarative debugging

The semantics of Naish (2006) is closely aligned with
declarative debugging (Shapiro 1983) and the term
“inadmissible” comes from this area (Pereira 1986).
In particular, it gives a formal basis for the threevalued approach to declarative debugging of Naish
(2000), as applied to Prolog. This debugging scheme
represents the computation as a tree; sub-trees represent sub-computations. Each node is classiﬁed as
correct, erroneous or inadmissible. The debugger
searches the tree for a buggy node, which is an erroneous node with no erroneous children. If all children are correct it is called an e-bug, otherwise (it has
an inadmissible child) it is called an i-bug. Every ﬁnite tree with an erroneous root contains at least one
buggy node and ﬁnding such a node is the job of a
declarative debugger.
To diagnose wrong answers in Prolog a proof tree
(see Lloyd (1984)) is used to represent the computation. Nodes containing t, f and i atoms are correct,
erroneous and inadmissible, respectively. To diagnose
computations that miss answers, a diﬀerent form of
tree is used, and nodes containing ﬁnitely failed t, f
and i atoms are erroneous, correct, and inadmissible,
respectively. There are some additional complexities,
such as non-ground wrong answers and computations
which return some but not all correct answers; we skip
the details here. Four-valued interpretations could be
used in place of three-valued interpretations in this
scheme. For wrong answer diagnosis, u should be
treated the same as f and for missing answer diagnosis

u should be treated the same as t. Naish (2000) also
discusses diagnosis of abnormal termination and (suspected) non-termination, but assumes only i atoms
should loop or terminate abnormally. With fourvalued interpretations this restriction can be lifted.
10

Computation and information ordering

The logic programming paradigm introduced the view
of computation as deduction (Kowalski 1980). Classical logic was used and hence computation was
identiﬁed with the truth ordering. Similarly, there
was much early work discussing the relationship between speciﬁcations (written in classical ﬁrst order logic) and programs (Hogger 1981, Kowalski
1985). This work generally overlooked what we
call inadmissibility. For example, Kowalski (1985)
gives a speciﬁcation for the subset(SS,S) predicate,
∀E [member (E , S ) → member (E , SS )] (sets are represented as lists and member is the Prolog list membership predicate), and shows that a common Prolog
implementation of subset is a logical consequence.
However, subset(true,42) is true according to the
speciﬁcation and if the speciﬁcation is modiﬁed to restrict both arguments to be lists, the program is no
longer a logical consequence (it has subset([],_) as
a base case). When negation is considered, or even the
fact that logic programs implicitly deﬁne falsehood of
some atoms, it becomes clear that approaches based
on the truth ordering are unworkable.
Four-valued logic enables us to identify computation with the information ordering rather than the
truth ordering. Speciﬁcations can be identiﬁed with
intended interpretations, and inadmissibility with underspeciﬁcation. There can be diﬀerent logic programs, with diﬀerent behaviours, which are correct
according to a speciﬁcation — they can be seen as
reﬁnements of the speciﬁcation. The behaviour of a
program is given by its least ⊒4 -model, and it is (partially) correct if and only if the least model is less than
or equal to the speciﬁcation, in the information ordering. The speciﬁcation being a ⊒4 -model is a suﬃcient
condition for correctness.
The same ordering applies to successive states of
a computation using a correct program. Because
H ⊒ B for each head instance, replacing a subgoal
by the body of its deﬁnition (a basic step in a logic
programming computation) gives us a new goal which
is lower (or equal) in the information ordering, in the
following sense. Given a top-level Prolog goal, the
intended interpretation gives a truth assignment for
each ground instance. Subsequent resolvents can also
be given a a truth assignment for each ground instance of the variables in the top level goal (with local
variables considered existentially quantiﬁed). As the
computation progresses, the truth value assignment
for each instance often remains the same, but can become lower in the information ordering. For example,
consider the goal implies(X,f). Our interpretation
will map implies(f,f) to t and implies(t,f) to
f , but may map implies(42,f) to i, if the ﬁrst argument is expected to be input. After one step of
the computation we have the conjunction neg(X,U)
∧ or(U,f,t). If our intended interpretation allows
any mode for neg, the instance where X = 42 is then
mapped to f .
We believe that having a complete lattice using the
information ordering provides an important and fundamental insight into the nature of computation. At
the top of the lattice we have an element which corresponds to underspeciﬁcation in the mind of a person.
At the bottom of the lattice we have an element which
corresponds to a the inability of a machine or formal
system to compute or deﬁne a value. The transitions
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between the meanings we attach to speciﬁcations and
correct programs, and successive execution states of
a correct program, follow the information ordering,
rather than the truth ordering.
11

Conclusion

We have been aware of the limitations of formal systems since well before the invention of electronic computers. Gödel showed the impossibility of a complete
proof procedure for elementary number theory, hence
important gaps between truth and provability, and
in any Turing-complete programming language there
are programs which fail to terminate — undeﬁnedness is unavoidable. Our awareness of the limitations
of humans in their interaction with computing systems goes back even further. Babbage (1864) claims
to have been asked by members of the Parliament of
the United Kingdom, “Pray, Mr. Babbage, if you put
into the machine wrong ﬁgures, will the right answers
come out”? The term “garbage in, garbage out” was
coined in the early days of electronic computing and
concepts such as “preconditions” have always been
important in formal veriﬁcation of software — underspeciﬁcation is also unavoidable in practice.
Using a special value to denote undeﬁnedness is
the accepted practice in programming language semantics. Using a special value to denote underspeciﬁcation is less well established, but has been shown to
provide elegant and natural reasoning about partial
correctness, at least in the logic programming context. In this paper we have proposed a domain for
reasoning about Prolog programs which has values
to denote both undeﬁnedness and underspeciﬁcation
— they are the bottom and top elements of a bilattice. This gives an elegant picture which encompasses
both humans not making sense of some things and
computers being unable to produce deﬁnitive results
sometimes. The logical connectives Prolog uses in the
body of clauses operate within the truth order in the
bilattice. However, the overall view of computation
operates in the orthogonal “information” order: from
underspeciﬁcation to undeﬁnedness.
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Abstract
We revisit the problem of counting paths in width-2
planar branching programs. We show that this is hard
for Boolean NC1 under ACC0 [5] reductions, completing a proof strategy outlined in [3]. On the other
hand, for several restricted instances of width-2 planar branching programs, we show that the counting
problem is TC0 -complete. We also show that nonplanar width-2 programs can be planarized in AC0 [2].
Using the equivalence of planar width-2 programs
with the reduced-form representation of positive rationals, we show that the evaluation problem for this
representation in the Stern-Brocot tree is also NC1
hard. In contrast, the evaluation problem in the continued fraction representation is in TC0 .
1

Introduction

Barrington’s celebrated theorem [5] shows that
branching programs (BPs) of bounded width and
polynomial size characterize the class NC1 of languages accepted by Boolean polynomial-size formulas. A natural question to ask is whether this result arithmetizes. That is, does counting paths in
bounded width polynomial size branching programs
characterize counting proof trees in NC1 circuits?
More generally, do bounded width polynomial size
algebraic branching programs characterise arithmetic
NC1 ? The result of [7] shows that this is indeed the
case over rings, and even width 3 suffices; see also
[8]. And this result is tight: a very recent result
in [4] shows that over arbitrary fields, width 2 algebraic branching programs (ABPs) are not universal;
there are efficiently computable polynomials that are
provably not computable by width 2 ABPs of any
size. For the path-counting version, we are interested in natural numbers, and the operations +, ×,
so we do not have a field or even a ring structure.
We may even assume that the inputs are Boolean
(zero-one-valued). Even in this setting, while paths in
bounded width polynomial size branching programs
can be counted in arithmetic NC1 (usually stated as:
#BWBP⊆#NC1 ), the converse is not known.
Some special cases of this question have been addressed in the literature. In [3], it is shown that in
a restricted type of planar BWBP, where the edge
connections between adjacent layers must come from
a specified set of patterns (call such restricted planar programs rGPs: restricted grid programs), path
Copyright c 2012, Australian Computer Society, Inc. This
paper appeared at the 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
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counting is in fact possible with arithmetic circuits
of polynomial size and constant depth #AC0 , and
hence even the bit representation of the number of
paths can be computed in TC0 , a subclass of Boolean
NC1 . It is also shown that without this grid restriction, path-counting even in width-2 planar BPs
is hard for Boolean NC1 under ACC0 (mod 5) reductions. In [16, 13], the rGP restriction is explored further. It is shown that Boolean/arithmetic
NC1 is characterized by Boolean/algebraic polynomial size rGPs of any width (this construction works
over fields/rings/naturals), and the equivalence holds
even if the width is restricted to be logarithmic.
Such fine distinctions between what is possible in
AC0 , in TC0 and in NC1 are important because the
currently known machinery for proving circuit lower
bounds stops precisely in this region. We have lower
bounds against AC0 , against uniform TC0 ([2]), but
none against NC1 .
In this note, we return to the width 2 case. Counting paths in width k BPs is equivalent (under the
weakest possible uniform reductions, projections) to
multiplying sequences of k × k matrices over 0,1.
(Each matrix is the adjacency matrix of connections
between vertices at consecutive layers of the BP.)
At width-2, planar BPs correspond to 2 × 2 matrices where at least one of the off-diagonal elements is
zero. We refer to such matrices as planar matrices.
Two
planar
matrices

 are
 of special importance: L =

1 1
1 0
1 1 and U = 0 1 . Products over these ma/◦
◦@ /◦
trices are equivalent to planar ◦
@@
~?
~
width-2 BPs where the inter@@
~
~
~

connections between layers is
/
/◦
◦
◦
one of the forms shown along- ◦
side.
Products over L and U have nice connections to
many special
 numbers. For instance, for n ≥ 1,
F2n+1 F2n
n
(U L) =
, where Fn is the nth FiF
F
2n

2n−1

bonacci number. (Hence, by the result of [17] that integer matrix powering for constant-order matrices is
in TC0 , and the fact that Bit-Count is in TC0 , there
is a family of multi-output TC0 circuits such that Cn ,
on input x, outputs the binary representation of Fj ,
where j is the number of 1s in x. ) Products over L
and U are also intimately connected with the question
of representing positive rationals without repetition.
The positive rationals are in bijection with and hence
can be represented in the following two forms:
1. Reduced form: hm, ni, where m, n are relatively
prime positive integers (or using notation from
[11], m ⊥ n), uniquely represents the rational
m
n.
2. Continued fractions form:

ha0 , a1 , . . . , ak−1 i,
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where each ai is a non-negative integer, a0 ≥ 0,
ai ≥ 1 for i ≥ 1, ak−1 ≥ 2 unless k = 0 in which
case a0 ≥ 1, uniquely represents the rational
a0 +

1
a2 +

.

1

..

.+ a 1

k−1

We can consider the computational complexity of conversion between the two representations. This is best
handled via the Stern-Brocot tree, a well-studied binary search tree in which the vertices are in bijection with the positive rational numbers, and also with
products of sequences over the matrices L, U . (See
Sections 4.5 and 6.7 in [11]; see also [9].)
Our contributions in this note are as follows:
• We identify and fix a small but subtle flaw
in Theorem 16 of [3], which shows that pathcounting even in planar width-2 BPs is hard for
Boolean NC1 under ACC0 (mod 5) reductions.
(Section 3.)
• We show that the counting paths in width-2 BPs
reduces to counting paths in width-2 planar BPs;
thus the non-planar case is no harder than the
planar case. (Section 4.)
• For some special cases of planar width-2 BPs,
we show that path counting can be performed in
TC0 . (Section 5.)
• We show that the continued fraction representation of positive rationals is simpler than the
reduced form representation: given a path in the
Stern-Brocot tree, finding a representation of the
rational at the endpoint of the path is in TC0 for
the continued fractions representation but NC1 hard for the reduced form representation. (Section 6.)
2

Definitions and Preliminaries

A branching program is a directed acyclic graph
in which the vertex set is partitioned into layers
V0 , V1 , . . . , Vm , and the edge set E is contained
in ∪m
Edges are labeled by variables
i=1 Vi−1 × Vi .
x1 , . . . , xn or their negations or the constant 1. There
are special nodes s ∈ V0 and t ∈ Vm . The branching
program is said to accept an input a ∈ {0, 1}n if there
is a path from s to t where all edge labels take the
value 1 under the assignment x = a. A family of
branching programs {Bn }n≥0 accepts a language L
if each Bn accepts exactly L=n . BWBP denotes the
class of (languages accepted by) branching program
families where each Bn has width c and size O(nc ),
for some fixed constant c. (Note that in this definition, the branching programs are non-deterministic.
Note also that the graphs are required to be layered,
since otherwise width does not make sense.)
NCi denotes the class of (languages accepted by)
circuits of polynomial size and O((log n)i ) depth using
bounded fan-in gates. We are concerned with only
NC1 and NC0 here.
AC0 denotes the class of (languages accepted by)
circuits of polynomial size and O(1) depth using unbounded fan-in ∨ and ∧ gates and negation gates.
ACC0 [p] denotes the class of (languages accepted by)
circuits of polynomial size and O(1) depth using unbounded fan-in ∨ and ∧ gates, negation gates, and
MODp gates that output a 1 if and only if the number of 1s in their input is non-zero modulo p. The
union ACC0 [p] is denoted ACC0 .
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TC0 denotes the class of (languages accepted by)
circuits of polynomial size and O(1) depth using unbounded fan-in Majority gates and negation gates. A
Majority gate outputs a 1 if and only if at least half
if its inputs are 1.
It is known that NC0 ⊆ AC0 ⊆ ACC0 ⊆ TC0 ⊆
NC1 = BWBP. Further, if the circuit / branching
program families are uniform, then NC1 languages
can be accepted in logarithmic space.
Arithmetic versions of NC1 and AC0 are circuits
with + and × gates instead of ∨ and ∧ and the same
size-depth bounds. It is known that uniform arithmetic NC1 functions (that is, the bit representations
of numbers computed by arithmetic circuits) can be
computed in logarithmic space.
Arithmetic versions of BPs (that is, BPs computing functions from strings to numbers) can be defined
in many ways. The simplest way is counting paths.
A more generalised way is where edges in the BP may
be labeled by literals or by integer constants. Such
a BP computes the function that adds up the total
weight of all paths between two designated nodes.
(The weight of a path is the product of the weights
of edges on the path.) Path-counting in width-k BPs
is equivalent to iterated multiplication, over integers,
of k × k matrices with (0,1) entries. The length of
the BP translates to the number of matrices to be
multiplied.
(Remark: The “path-counting”model described
above is less general than algebraic BPs, defined by
Nisan in 1991 ([18]). In that model, the BP computes
polynomials over an underlying field; edges can be labeled by arbitrary linear forms. It is also somewhat
different from the arithmetic BPs defined by Beimel
and Gal [6], which actually decide languages rather
than compute functions, but with an acceptance criterion that depends on the path count. It is known
folklore that the path-counting model captures classes
of counting functions based on nondeterministic machine classes. )
We say that a problem A reduces to a problem
B via AC0 reductions if there is an AC0 circuit family augmented with oracle gates for B that correctly
solves A. Other reductions (ACC0 , TC0 ) are analogously defined.
A projection is a mapping Σ∗ → ∆∗ where each
output symbol depends on at most one input symbol.
In particularly, over binary alphabets, a circuit computing the projection merely duplicates and re-routes
wires from the inputs to the output.
See for instance [1, 20] for a detailed treatment of
these topics.
3

Fixing a flaw in Theorem 16 of [3]

Theorem 16 in [3] (ICALP 1999) says that computing
the number of paths in planar width-2 BPs is complete for NC1 under ACC0 (mod 5) reductions.
Though the Theorem claims completeness, as is
clear from the proof, only hardness is established.
In private correspondence, the authors of [3] clarified that the completeness claim is an oversight and
they only show hardness. In fact, as far as we know,
whether paths in planar width 2 branching programs
can be counted in Boolean NC1 is still open.
The hardness proof as stated is flawed, but fixable.
Here is the way the proof is stated.
(a) The 2x2 integer matrices with determinant 1
mod 5, with the binary operation of matrix
multiplication in Z5 , form a non-solvable group
(commonly denoted SL(2,5)). So, by Barrington’s result ([5]), the word problem over this
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group is complete for NC1 .
(b) By [12] (FOCS 99 Theorem 3.1), every matrix
over non-negative integers with determinant 1
can be written as a product of a sequence over
the matrices L and U . So the word problem over
SL(2,5) reduces uniformly to evaluating products
over L, U and I. This product is a width-2 planar
BP.
(c) Hence every NC1 language can be reduced to
counting paths mod 5 in a width 2 planar BP.
The flaw is in step (b). The matrices U and L have
determinant 1 over the integers. Thus any product
over U and L will have determinant 1 over the integers. It cannot produce a matrix with determinant,
say, 6 or 11. But such matrices are 
present
 in SL(2,5).


3 3
0 2
One cannot produce matrices like 1 3 or 2 0
using U , L.
So to use Gurevich’s construction, one first needs
to show that for every matrix M in SL(2,5), there is
a matrix N with non-negative integers, with determinant 1 over integers, such that each entry of N is
equivalent, modulo 5, to the corresponding entry in
M . It turns out that this statement is indeed true,
but it is not needed at all. Even Gurevich’s construction is not needed. Just replace step (b) in the proof
by the following:
(b’) Dickson’s theorem for finite groups (see for instance [10]; see also the Appendix) tells us
that
SL(2,5)
is exactly the group generated by


1 0
2
2 1 and U . But the first matrix is just L ,
so L and U generate SL(2,5).
Remark: The group SL(2,5) is a perfect group;
it equals its commutator subgroup. Hence, following Barrington’s construction, when reducing an NC1
language to the word problem over SL(2,5), any element of SL(2,5) can be chosen as the accepting element. If we choose, say, the matrix L, which differs
from I only in the [2, 1] entry, then the hardness result
above can be restated as follows:
Theorem 1 (Theorem 16 of [3]) For every language A in NC1 , there is a uniform polynomial-sized
projection r : Σ∗ −→ {L, U, I}∗ such that for every
x ∈ Σ∗ , if r(x) = M1 M2 . . . Mn , then
!
n
Y
x ∈ A =⇒
Mi [2, 1] ≡ 1 mod 5
x 6∈ A =⇒

i=1
n
Y

!
Mi

[2, 1] ≡ 0 mod 5

i=1

4

Planarizing width-2 BPs

Theorem 1 shows that counting paths in planar
width-2 BPs is hard for NC1 , provided we allow a
mod-5 computation at the end. An interesting question is whether any simpler reduction is possible.
We first recall that a simpler reduction (without
post-computation) is known (see for instance [1]) in
the generalised model where edges are labeled by
{−1, 0, 1}. Robinson [19] showed that every language
in NC1 reduces to the 2-sided Dyck language with two
generators. Lipton and Zalcstein [15] showed that the
free group on two generators, say g1 , g2 , is isomorphic to the group of invertible matrices over rationals, with the isomorphism taking g1 to L2 and g2

−1

2

−1




1 0
−1 1

to U . Since over rationals, L = L =


1 −1
and U −1 = 0 1 , we can put these together to
obtain the following:
Proposition 2 ([19], [15]) For every language A in
NC1 , there is a uniform polynomial-sized projection
r : Σ∗ −→ {L, U, L−1 , U −1 , I}∗ such that for every
x ∈ Σ∗ , if r(x) = M1 M2 . . . Mn , then
x ∈ A ⇐⇒

n
Y

Mi = I

i=1

(All arithmetic is over integers.)
Note that for 2 × 2 matrices over integers, we can
consider restrictions of differing degrees: (1) Only
(0,1) entries, (pure path-counting) (2) Only nonnegative integers, (3) Only {−1, 0, 1} entries, or
(4) Any integers. And for each of these cases, we
have planar and non-planar matrices. (Recall that we
say a 2 × 2 matrix is planar if it has at least one offdiagonal entry that is zero.) Theorem 1 takes us from
NC1 to planar (0,1) matrix products, using a mod 5
post-computation. Proposition 2 takes us from NC1
to planar {−1, 0, 1} matrix products via a projection.
It is still open whether we can get from NC1 to planar (0,1) matrix products without post-computation.
(See Figure 1.)
Here, we observe that such a reduction from NC1 ,
if one exists, will need a different technique, since we
provably cannot planarize such products via a pure
projection (without post-computation). The reasons
are simple: firstly, all planar (0,1) matrices have determinant 0 or 1, and secondly, their products have
non-negative integers. Hence
over
 products

 them
 can0 1
2 1
not generate the matrices 1 0 and 0 1 , with
determinants −1 and 2 respectively. In fact, planar non-negative matrices have non-negative determinants, and planar {−1, 0, 1} matrices have determinant in {−1, 0, 1}, so we cannot trade off planarity
for different restrictions on the entries.
We show below that we can planarize (0,1) matrix products without post-computation, provided we
relax the requirement that the reduction be a projection. That is, we allow more pre-computation, and
we piece together the final matrix via a projection.
This is good enough in the computational settings we
are interested in.
Theorem 3 Path-counting in width 2 BPs reduces
to Path-counting in planar width-2 BPs via uniform
AC0 [2] reductions.
More precisely, there is an AC0 [2] circuit family {Cn }
such that given any sequence of 2 × 2 (0, 1) matrices
hM1 , M2 , . . . , Mn i, Cn outputs a sequence of 2 × 2
(0, 1) planar matrices hU1 , U2 , . . . , U2n+1 i, and two
more (0, 1) planar matrices U (1) and U (2) , satisfying
the following ∀u, v ∈ {1, 2}:



!
n
2n+1
Y
Y
Mi [u, v] = 
Uj  U (v)  [u, v]
i=1

j=1

Proof.
following equivalences:

 We use
 the 
0 1
1 1
1 1 = LX; 1 0 = U X

 


1 1
0 1
0 0
=
1 1
0 1
1 1 ;
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Figure 1: Different cases for width-2 BPs. Arrows denote “special case of”. Dotted lines denote incomparability.
In the first stage, replace each matrix Mi by
the pair A2i−1 , A2i , where (1) if Mi = X, then
(A2i−1 , A2i ) = (I, X), (2) if Mi equals any of the
other non-planar matrices, use one of the equivalences
above, and (3) if Mi is planar, then (A2i−1 , A2i ) =
(Mi , I). This gives a sequence of length 2n where
the only non-planar matrices are all X. Further,
set A2n+1 = A2n+2 = X. Since X 2 = I, we have
Qn
Q2n+2
i=1 Mi =
j=1 Aj .
The idea now is to pair up the Xs and let
them demolish each other. Note 
that if D1, . . . , Dt
Qt
are planar matrices, then X
=
i=1 Di X
Q

Q

t
t
2
IX
i=1 (Di XX) XI = I
i=1 (XDi X) X I.
So in the sequence of matrices (Ai ), we can locally replace the Ai s that occur between the pairs by XAi X,
and the Xs by Is. Since there may be an odd number of Xs to begin with, we pad the sequence with
the two Xs at the end, and use one of them if necessary to complete the pairing. Detecting whether an
Ai occurs between a pair rather than between pairs
requires a parity computation; hence the reduction is
an AC0 [2] reduction. The last crucial observation is
that for planar D, the matrix XDX is also planar.
The details follow.
For j = 1, . . . , 2n + 1 define bits bj , cj as follows:

1 if Aj = X
bj =
0 otherwise
cj =

j
X

matrices Bj as follows:
if Aj = X
if Aj =
6 X and cj = 0
if Aj =
6 X and cj = 1

Further, if c2n = 0 then B2n+1 = B2n+2 = I, otherwise B2n+1 = I and B2n+2 = X. (c2n = 1 means that
A2n+1 will be paired to its left, so A2n+2 remains X.)
Qn
Q2n+2
It follows that i=1 Mi = j=1 Bj .
If B2n+2 = I, then we have obtained a planar product. The reduction outputs Uj = Bj for
j = 1, . . . , 2n + 1, and U (1) = U (2) = B2n+2 .
If B2n+2 = X, we define U (1) and U (2) such that
we can separately extract the columns of the product
matrix,and eliminate
B2n+2

 . Itsuffices to choose
0
0
0 1
U (1) = 1 0 and U (2) = 0 0 .
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Some special cases of 2 × 2 iterated matrix
multiplication over non-negative integers

For a width 2 planar BP, the interconnections between adjacent layers may be from any of the 11 patterns shown in Figure 2. The first three correspond
to matrices I, L, U respectively.

 The last corresponds
0 1
to the matrix DD = 0 0 , and width 2 rGPs (restricted grid programs) allow only I, L, DD. So over
I, L, DD, we know from [3] that products can be computed in TC0 . We explore other subsets of these 11
patterns for which products can be computed in NC1 .
Let C be the set of 8 matrices corresponding to
planar interconnections other than I, L, U . Our first
bound shows that over C ∪ {I}, that is if neither L
nor U appear, then path-counting is easy.
Lemma 4 Path-counting in width-2 planar BPs
where neither of the interconnection patterns L, U appears is in TC0 .
Proof. Assume there is no I in the interconnection
patterns; if there are, we preprocess the sequence and
move all occurrences of I to the end. This involves
only counting the number of occurrences of I to the
left of each position, and hence can be done in TC0 .
The matrices corresponding to other 8 patterns
can be decomposed as follows:

  

  
1 1
1
1 0
1
1];
0];
=
[1
0 0 = 0 [1
0 0
0

bj mod 2

i=1

For j = 1 . . . 2n, define
(
I
Aj
Bj =
XAj X

5

  

0
0 0
1 1 = 1 [1 1];


  
0 0
0
1 0 = 1 [1 0];


  
1 0
1
0];
1 0 = 1 [1


  
0 0
0
1];
0 1 = 1 [0


  
0 1
1
0 1 = 1 [0 1];


  
0 1
1
0 0 = 0 [0 1].

Now we show how to construct a TC0 circuit family to evaluate an iterated product of a sequence over
the above 8 matrices. Each matrix in the sequence is
given as a4-bit
 string. Let the ith matrix be decomvi1
posed as v
· [vi3 vi4 ]. Regrouping the terms in
i2
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Figure 2: Planar width-2 BP connections
the product, we want to compute
M1 M2 . . . Mn
 
  

v11
v21
v
v
=
v12 · [v13 14 ]
v22 · [v23 24 ]
 

v
. . . vn1 · [vn3 vn4 ]
n2
  
  
 
v11
v21
v
v
v
= v
· [v13 14 ] v
[v23 24 ] v31
12
22
32
. . . [vn3 vn4 ]

  
  
v
v
=
[v13 v14 ] v21
[v23 v24 ] v31 . . .
22
32
 

v11
v
v12 · [vn3 n4 ]
= (a1 × a2 × . . . × an−1 ) A
Layer 1 (Decomposition): Obtain from each
matrix Mi the corresponding row and column vectors.
This can be done in NC0 .
Layer 2 (Inner product): For each 1 ≤ i <
v
(n−1), compute the product ai = [vi3 vi4 ] v(i+1)1 .
(i+1)2

Since each vik is 0 or 1, this can be done in NC0 ,
and gives a sequence of integers a1 . . . an−1 each in
the range
  {0, 1, 2}. Also compute the 2 × 2 matrix
v
A = v11 · [vn3 vn4 ]; this can also be done in NC0 .

Theorem 6 Path-counting in width-2 planar BPs
where occurrences of the interconnection patterns
L, U are separated by at least one matrix that is not
in {L, U, I} is in TC0 .
Proof. Assume there is no I in the interconnection
patterns; if there are, we preprocess the sequence in
TC0 and move all occurrences of I to the end. Let
the sequence of matrices be M1 , . . . , Mn .
Imagine a boundary placed after each Mi satisfying any one of the following conditions:
1. Mi = L and Mi+1 6= L,
2. Mi = U and Mi+1 6= U ,
3. Mi 6= L and Mi+1 6= U .
(Assume Mn+1 = I for testing this condition.)
Now mark alternate boundaries starting from the
beginning.
Recall that C is the set of 8 matrices corresponding to planar interconnections other than I, L, U . Between any two marked boundaries, the subsequence of
matrices has the form AB where A, B ∈ C ∪ {Lk , U k |
k ∈ Z>0 } and at least one of A, B is in C. For each
such subsequence, the product AB is a matrix of one
of the following forms:
 
 
 


α β
0 α
α 0
0 0
α β , 0 0 , 0 β , β 0 ,


12

Each entry in A is 0 or 1.
Layer 3 (Iterated multiplication): Compute
a = a1 × a2 × . . . × an−1 . This can be done in TC0 .
Layer 4 (Scalar product): Finally, compute aA.
Since A is a 0-1 matrix, this requires only NC0 circuitry.

It is easy to see that this upper bound is tight:
Theorem 5 Path-counting in width-2 planar BPs is
hard for TC0 even if both of the interconnection patterns L, U do not appear. That is,
Computing products of sequences of matrices from the
set C is hard for TC0 .
Proof. The canonical complete problem for TC0 is
checking whether at least half of the input bits are 1.
Given a sequence b1 , . . . , bn , construct the sequence
of matrices M1 , . . . , M2n where

if bi = 0
 I,
I  

1 1
1 0
M2i−1 , M2i =
otherwise
 0 0 , 1 0
Q
Let M = Mi , and let an an−1 . .P
. a0 be the binary
representation of M [1, 1]. Then
i bi ≥ n/2 ⇐⇒
∨nj=n/2 aj = 1.

Next we show that computation is easy even if
both L and U appear, provided they are always “wellseparated”.

 
 
 

1 1
α α
α 1
1 α
,
,
,
α α
1 1
α 1
1 α

where α and β are non negative integers. Each of
these can thus be decomposed as follows.

  

  
α 0
α
0 0
0
β];
0];
[α
=
α β
1
β 0 = β [1


α β
0 0



 
1
= 0 [α β];



  
α
0 α
0 β = β [0 1];

  
α 1
1
1];
α 1 = 1 [α



1 1
α α



 
1
= α [1 1];



  
α α
α
1 1 = 1 [1 1];

  
1 α
1
α].
1 α = 1 [1

Now the strategy is similar to that used in proving Lemma 4: delineate the boundaries in the input
sequence, compute the product within each such subsequence, decompose it into a product of a column
vector and a row vector, regroup the terms, evaluate
inner products, multiply the scalars, and finally perform O(1) matrix multiplications in case the pairing
up left an unpaired dangling term at the end.
To see that all these operations can be done in
TC0 , note that
1. Delineating alternate boundaries requires only
counting modulo 2.
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2. To obtain products within a subsequence, we
count the maximal number of consecutive L’s or
U ’s (in TC0 ) and then perform integer addition
(in AC0 ).



planar width-2 BPs:
Stern-Brocot Evaluation: Given a binary string
w denoting a path from the root of the Stern-Brocot
tree, find the representation of the positive rational
at the node reached.
We describe the connection in Lemmas 9 and 10.
It is known that every 2 × 2 matrix over nonnegative integers with determinant 1 can be written
as a product of a sequence over L, U (see for instance
[12] Thm 3.1). And every sequence over L, U gives
such a matrix. These sequences are also exactly the
sequences that arise in computing the reduced form
representation of a rational. Thus path counting in
width-2 planar BPs allows us to solve the Evaluation
problem for the reduced form representation of rationals; a Boolean NC1 circuit for the former implies one
for the latter. More formally,

Observe that the above operations continue to be
in TC0 even for numbers represented with O(n) bits.
Thus

Lemma 9 The Stern-Brocot Evaluation problem,
where the output is required to be in reduced form,
can be solved by AC0 circuits with oracle gates for
counting paths in planar width-2 BPs.

3. All products have O(log n) bit entries, so the decomposition can be done in AC0 .
4. For the same reason, inner products can also be
computed in AC0 .
5. Multiplying the obtained scalars is a TC0 operation.
6. The remaining O(1) multiplications of 2 × 2 matrices is also a TC0 operation.

Corollary 7 Products of sequences of matrices from
the set C ∪ {Lk , U k | k ∈ Z>0 } can be computed in
TC0 .
Finally we observe that if both L and U appear,
not well-separated but in a “regular” fashion, then
computation is easy.
Lemma 8 Products of the form (La U b )m can be
computed in TC0 .
Proof.

This follows from the facts that
1
b
L U = a ab + 1 , and that powering of O(1)sized matrices is in TC0 ([17]).
a

b



Proof. The circuit is constructed as follows: convert each bit in w to an instance of L or U to obtain a sequence of matrices M1 , . . . , M|w| , and feed
this sequence to oracle gates that compute the bits of
the planar width-2 Path Counting problem. The outputs of the oracle gates are the binary representations
of the 4 numbers m, m0 , n, n0 in the product matrix

n n0
. The desired rational (the mediant at the
m m0
node of the tree specified by path w) is then given by
m+m0
0
0
n+n0 , and (m + m ) ⊥ (n + n ); see [11] for details.
0
So placing appropriate AC circuitry above the oracle
gates yields the desired reduced form representation.


(Note that computing ab is not an issue: from the
input sequence, we can compute a and b in TC0 , and
these numbers are implicitly given in unary representation in the input.)


We now show the converse: the Evaluation problem for the reduced form representation can be used
to perform path counting in planar width-2 BPs.

6

Lemma 10 The bit representation of the number of
paths in planar width-2 BPs can be computed by TC0
circuits with oracle gates for the Stern-Brocot Evaluation problem where the rationals are output in reduced
form.

Locating rationals in the Stern-Brocot tree

The problem of path-counting in planar width-2 BPs
is closely connected with that of locating positive rationals in the well-studied Stern-Brocot tree. We describe the tree and the connection below.
The Stern-Brocot tree is an infinite binary tree
whose nodes are in bijection with the set of positive
rationals. The labeling of nodes with rationals is such
that the tree forms a binary search tree. The labeling is constructive (see sections 4.5 and 6.7 of [11]);
however, the complexity of computing the labeling depends on the representation chosen for the rationals.
The bijection between the tree itself and the positive
rationals can be described as follows: Each node of
the tree is associated with an (open) interval and a
“centre”, or a mediant. The interval is described by
a 4-tuple ha, b, c, di and is the set of all positive rationals q such that ab < q < dc . The rational a+c
b+d is
associated with the node; we refer to it as the mediant
for the interval. A node with interval ha, b, c, di has as
its children the nodes with intervals ha, b, a + c, b + di
and ha+c, b+d, c, di respectively. The root of the tree
is associated with the interval h0, 1, 1, 0i and has 1 as
the mediant. It is well-known that the representation
of the mediant so obtained is already in reduced form.
The following computational question concerning
locating rationals in the Stern-Brocot tree is intimately connected to the question of path-counting in
64

Proof. As described in Section 3, computing products of sequences over the 2 × 2 matrices {L, U, I}
is hard for Boolean NC1 under ACC0 [5] reductions.
This problem, in turn, reduces to the Evaluation
problem in the Stern-Brocot tree in the reduced form
representation as follows:
Use the equivalence between planar pathcounting and multiplying planar matrices.
Let
M1 , M2 , . . . , Mn be the given sequence of matrices
to be multiplied; each Mi is one of L, U, I. Since
sorting is in TC0 , we can sift out all occurrences of
I to the end, getting the sequence N1 , N2 , . . . , Nk
followed by n − k occurrences of I. Now each Ni is
either L or U . Encode L as 1 and U as 0 to obtain
a binary string w = w1 . . . wk , which is fed to the
oracle gate for Evaluation. Let hm, ni be the output
of Evaluation on w. As described
in Equation 4.34

Q
A B
in [11], if
Ni =
C D , then m = C + D
and n = A + B. To retrieve C, D from m and A, B
from n, let hm0 , n0 i be the output of Evaluation
on w1 . . . wk−1 . Assume wk = 0, the other case is
handled
identically.
Then






A B
E F
1 0
=
×
=
C D
G H
1 1
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E+F F
G+H H ,
and m0 = G + H and n0 = E + F .
Thus we can
construct


 the0 required
 output:
Qk
A B
n
n − n0
=
. Since
i=1 Ni =
C D
m0 m − m0
addition and subtraction are in AC0 , this part is an
AC0 reduction.
One minor detail is that the number k of nontrivial matrices is a variable, whereas the oracle gate
has a fixed number of inputs. To handle this, use
oracle gates for all values of k from 1 to n, and use
additional circuitry to determine which is the correct
value. This additional circuitry only needs to obtain
the correct count k, and hence can be implemented
in TC0 .

From Lemma 10 and Theorem 1 we can conclude:
Corollary 11 In the reduced form representation,
Stern-Brocot Evaluation is hard for Boolean NC1 under uniform TC0 reductions.
The other commonly used representation for positive rationals is the continued fraction representation. In this representation, however, the SternBrocot Evaluation problem is significantly easier:
Lemma 12 The Stern-Brocot Evaluation problem,
where the output is required in the continued fraction
representation, is in uniform TC0 .
Proof.
We follow the presentation from [11]; the
only additional thing is the observation that the required computations are in TC0 .
We are given w ∈ {0, 1}∗ . For w = , the rational
is 1, with representation h1i. Otherwise, let w be a
string of length n ≥ 1, written as 1a0 0a1 1a2 . . . 0ak−1
where k is even, a0 ≥ 0, ak−1 ≥ 0, and all other
ai ≥ 1. Then the rational at the node reached is
a0 +

1
a1 +

1

..

.+ a

.

1
1
k−1 + 1

So the continued fraction representation is
ha0 , a1 , . . . , ak−1 + 1i if ak−1
≥
1, and
ha0 , a1 , . . . , ak−2 + 1i if ak−1 = 0. We fix an
encoding where the output has n numbers a1 , . . . , an ,
each log n bits long, and a control block of length
log n that tells us how many of these numbers are
useful. Constructing the encoding only requires
counting how many blocks precede a bit position;
since Bit-Count is in TC0 , the encoding can be
computed in TC0 .

Thus in a concrete computational setting the reduced form representation is computationally harder
to work with than the continued fraction representation.
One can also ask the the following computational
question which is in some sense the inverse of the
Evaluation problem:
Stern-Brocot Path-search: Given the representation of a positive rational r, and given an index i, find
the ith bit of the path from the root of the SternBrocot tree leading to r. (The path may be described
as a sequence of moves left, right starting from the
root. Or, coding these as 0 and 1, the path can simply be described as a binary string w.)
Note that the length of the path from a node to the

root of the tree is polynomial in the value of the rational, not in the bit size. (eg. the rational N = 2n
with bit size n in both representations appears along
the rightmost path at distance N from the root.) So
in looking for feasible computation, we specify an index position as above and ask for the bit there, rather
than asking for the entire path.
For this question too, the reduced form representation seems harder. For the continued fraction representation, we have a TC0 upper bound:
Lemma 13 In the continued fraction representation,
Stern-Brocot Path-Search is in uniform TC0 .
Proof. Essentially invert the process described in
Lemma 12. We design, for each m, n, a circuit Cm,n
that takes n numbers a0 , . . . , an−1 , each m bits long,
and an additional number i that is m+log n bits long.
(For the rational represented by ha0 , a1 , . . . , ak−1 i,
the path length is at most n2m and so the index is represented with m + log n bits.) The output is 3-valued:
⊥ if the path to the specified number has length less
than i, and otherwise a 0 or a 1 to describe the ith
bit of the path.
Given
ha0 , a1 , . . . , ak−1 i,
the
path
is
1a0 0a1 1a2 . . . 0ak−1 −1 if k is even,
and is
1a0 0a1 . . . 1ak−1 −1 if k is odd.
Note that the
the length of the path is at most n, but its actual
length depends on the blocks. So the circuit family
we design simply computes all the prefix sums
Pj
i=0 ai and locates i in the correct block with
comparisons. Computing the block lengths, checking
whether k is even or odd, and comparing numbers
can all be done in TC0 .

For the reduced form representation, however, we
have no upper bound other than P . The problem is
related to the Extended Euclidean greatest-commondivisor (gcd) algorithm but could well be easier. Recall that given two numbers a, b, the extended Euclidean gcd algorithm performs a number of steps proportional to max{dlog ae, dlog be}, and finally yields
not only g = gcd(a, b) but also integers such that
as + bt = g. At each step j, it subtracts some multiple mj of the smaller number from the larger. If
m, n are co-prime, then these multiples precisely describe the path: m1 moves left, m2 moves right and so
on. Thus any upper bound for implementing the extended Euclidean gcd algorithm also yields an upper
bound for the Stern-Brocot Path-Search problem in
reduced form representation. Note that to date we do
not even know whether the gcd of two integers can be
computed in NC,not just by the extended Euclidean
method, but by any method whatsoever. However,
the instances arising here are somewhat easier in the
sense that the numbers are known a priori to be coprime. it is conceivable that for such instances, the
extended Euclidean method has a parallel implementation that yields the intermediate multiples.
Another question to which also we do not know
the answer concerns conversion between the two representations of positive rationals. An obvious way is
to go from a representation to the path in the SternBrocot tree via Path-Search, and from the path to the
other representation via Evaluation. This approach,
however, does not work because not only do we not
have good upper bounds for Path-Search, but we also
know that the path itself can be exponentially long.
Generating it as a sub-computation is not a feasible
option.
7

Open questions

Several questions are still open.
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Regarding Stern-Brocot trees: What is the complexity of these problems?
1. Given m, n in binary with m ⊥ n, and given an
index i, find the ith bit of the path w in the SternBrocot tree leading to the node labeled m/n.
The path can be found by repeatedly applying
the steps of the gcd algorithm, but this process
seems inherently sequential.
2. Given m, n in binary with m ⊥ n, given an index i, and also given proof that m ⊥ n via nonnegative integers s, t such that ms = nt + 1, find
the ith bit of path w in the Stern-Brocot tree
leading to the node labeled m/n.
Same problem as above, but now we have additional information in s, t.
The most intriguing question in this context, of
course, is pinpointing the complexity of computing
greatest common divisors.
Regarding path counting, too, there are several
open problems:
1. Is #BWBP equal to #NC1 ? That is, can arithmetic formulas over literals be expressed as path
counting problems in constant-width BPs? (We
know this to be the case if we allow negative constants, [7].)
2. Can path counting in width 2 BPs be done in
NC1 ? That is, is width-2 #BWBP in Boolean
NC1 ?
3. Is all of #NC1 in Boolean NC1 ? Note that the
gap here is very small; it is known ([14], see also
[1]) that bits of #NC1 functions can be computed
by polynomial size bounded fan-in Boolean circuits of depth O(log n log∗ n). The O(log∗ n) gap
has not been closed for the last 25 years.
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A self-contained constructive proof of Dickson’s theorem for SL(2,p)


a b
Let X =
be an element of SL(2,p); ad −
c d
bc = 1 mod p. Then X can be expressed, mod p, as
the product of a sequence of 4(p − 1) matrices from
L, U, I as follows: (Sequences below are of length at
most 4(p − 1); pad with Is.)
1. If a = d = 1, then bc = 0. So X is one of I, Lc ,
U b.
2. If c 6= 0, then

X =

=

a b
c d



1 e
0 1



1 0
c 1



1 f
0 1



where e = (a − 1)c−1 and f = b − (a − 1)c−1 d.
The corresponding width-2 program has length
at most 3(p − 1), since each of the matrices on
the right above is of the form Lk or U k for some
k ≤ (p − 1).
3. If c = 0, then a 6= 0. Now write

 


1
0
a b
a
b
X = 0 d = (p − 1) 1
a b+d
and then use the above step. The corresponding
width-2 program has length at most 4(p − 1).
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Abstract
A disentanglement puzzle consists of mechanically interlinked pieces, and the puzzle is solved by disentangling one piece from another set of pieces. A string
puzzle is a type of disentanglement puzzle, which consists of strings entangled with one or more wooden
pieces. In this paper, we consider the generalized
string puzzle problem whose input is the layout of
strings and a wooden board with holes embedded
in the 3-dimensional Euclidean space. We present
a polynomial-time transformation from an arbitrary
instance f of the 3SAT problem to a string puzzle s
such that f is satisﬁable if and only if s is solvable.
Therefore, the generalized string puzzle problem is
NP-hard.
Keywords: Disentanglement puzzle, Polynomial-time
reduction, NP-hard.
1

Introduction

A disentanglement puzzle consists of mechanically interlinked pieces, and the puzzle is solved by disentangling one piece or a set of pieces from another set
of pieces. Typical disentanglement puzzles are wire
puzzles and string puzzles.
A wire puzzle consists of two or more entangled
stiﬀ wires. Wires may or may not be closed loops, and
they have complex shapes. Normally, wire puzzles are
solved by disentangling one piece from another set of
pieces without cutting or bending the wires.
A string puzzle is an intellectual training toy for
young children. To avoid accidental injury, it is
composed entirely of natural materials, instead of
stiﬀ sharp wires. Most string puzzles consist of soft
strings entangled with wooden pieces. The strings
are closed loops or unclosed strings. Unclosed strings
usually have wooden balls attached to their ends.
Usually, one of the wooden pieces is a board with
holes. Strings are entangled with each other and with
wooden pieces through the holes. Sometimes, a string
may have a wooden ring which can slide along the
string.
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In this paper, we investigate the computational
complexity of string puzzles. We consider the simplest version of a string puzzle, which consists of a single wooden rectangular board with holes and looped
strings entangled with the board through the holes.
The goal of the puzzle is to disentangle the target
string from the wooden board and another set of
strings.
We deﬁne the generalized string puzzle problem
whose input is the initial layout of looped strings
and a rectangular board with holes embedded in
the 3-dimensional Euclidean space. We present a
polynomial-time transformation from an arbitrary instance f of the 3SAT problem to a string puzzle s
such that f is satisﬁable if and only if s is solvable.
Therefore, the generalized string puzzle problem is
NP-hard.
There has been a huge amount of literature on
the computational complexities of games and puzzles. For example, Tetris (Breukelaar et al. 2004),
Solitaire (Longpré et al. 2009), Minesweeper (Kaye
2000), (n × n)-extension of the 15-puzzle (Ratner
et al. 1990), the Slither Link Puzzle (Yato 2000),
Sokoban (a transport puzzle in a maze) (Dor et al.
1999), Puyo puyo (Muta 1982), HIROIMONO (Andersson 2007), and HASHIWOKAKERO (Andersson
2009) are known to be NP-hard. Uehara et al. (2006)
proved that deciding whether a given pop-up book
can be opened (or closed) is NP-hard.
As for higher complexity classes, Othello (Iwata
et al. 1994) and Rush Hour (a sliding block puzzle) (Flake et al. 2002) are known to be PSPACEhard. Chess (Fraenkel et al. 1981), Shogi (Japanese
chess) (Adachi et al. 1987), and Go (Robson 1983)
are EXPTIME-hard. More information on games and
puzzles can be found in (Hearn et al. 2009).
In Section 2, we will give deﬁnitions and the main
results. In Section 3, we will present a polynomialtime reduction from the 3SAT problem to our string
puzzle problem.
2

Definitions and Main Results

A string puzzle is composed of looped strings and
a rectangular board with holes embedded in the 3dimensional Euclidean space. Strings are entangled
with each other and with the board through the holes.
One of the strings is called the target string. A string
puzzle is said to be solvable if the target string can be
disentangled from the board and another set of strings
without cutting strings or deforming, whittling, or
breaking the board.
We can freely bend and fold strings into desired
shapes, but we cannot cut any string. We assume
that the diameter of every string is negligibly small.
Nevertheless, we further assume that the length of
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Figure 1: (a) A board having two holes. A looped string goes through A and B. (b) Lateral view of (a). (c) A
board having hole C and a corridor connecting D to G. (d) The string can be moved from D to E by smoothing
out the slack 2d. (e) The string is moved from E to G. The amount of slack becomes 2d when the string
reaches G.
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Figure 2: (a) A gadget simulating variable xi . (b) Simpliﬁed illustration of (a).
any string cannot be increased even under high tension.
The input of the generalized string puzzle problem
is the initial layout of the board and strings, which
must be represented by a string over {0, 1} on the
input tape of a Turing machine. The layout of the
rectangular board is represented by the coordinates
of the eight vertices (corners) in the 3-dimensional
Euclidean space. Holes of the board in this paper are
empty spaces in the board whose shapes are orthogonal polyhedrons such that each polyhedron has one
face in the surface of the board and has another face
in the reverse face of the board. All vertices of the
hole-polyhedrons are supposed to be on the face of
the board and not inside. (For example, holes of the
board of Fig. 1(a) are rectangular prisms, and those
of Fig. 1(c) are a 10-hedron and a rectangular prism.)
Each polyhedron is represented by a set of its faces,
where each face is represented by a sequence of the
coordinates of the vertices.
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The initial layout of strings is given as follows. We
assume that a string is initially strained and folded
at points on the string (see red and blue strings of
Fig. 2(a)). A string is represented as a sequence of
line segments. Every segment extreme is shared by
exactly one other segment (adjacent segment). Thus,
every string can be represented by a sequence of
the coordinates of segment extremes. We consider
a string puzzle of which the board, holes, and strings
have integral coordinates.
Now we are ready to present our main result.
Theorem 1 There is a polynomial-time transformation from an arbitrary instance f of the 3SAT problem to a string puzzle s such that f is satisfiable if
and only if s is solvable.
Corollary 1 The generalized string puzzle problem is
NP-hard.
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Figure 3: Entanglement is moved from D to F, and then from F to B.
The proof of Theorem 1 is given in the following
section.
3

Transformation from 3SAT-instances to
String Puzzles

In this section, we will prove Theorem 1. We present
a polynomial-time transformation from an arbitrary
instance f of the 3SAT problem to a string puzzle
such that f is satisﬁable if and only if the string puzzle
is solvable.
3.1

3SAT Problem

The deﬁnition of 3SAT is mostly from (Garey 1979).
Let U = {x1 , x2 , . . . , xn } be a set of Boolean variables. Boolean variables take on values 0 (false) and
1 (true). If x is a variable in U , then x and x are literals over U . The value of x is 1 (true) if and only if x
is 0 (false). A clause over U is a set of literals over U ,
such as {x1 , x3 , x4 }. It represents the disjunction of
those literals and is satisfied by a truth assignment if
and only if at least one of its members is true under
that assignment.
An instance of 3SAT is a collection f =
{c1 , c2 , . . . , cm } of clauses over U such that |cj | = 3
for 1 ≤ j ≤ m. The 3SAT problem asks whether
there exists some truth assignment for U that simultaneously satisﬁes all the clauses in f . For example, U = {x1 , x2 , . . . , x5 }, f = {c1 , c2 , c3 }, and
c1 = {x1 , x2 , x3 }, c2 = {x1 , x3 , x4 }, c3 = {x2 , x4 , x5 }
provide an instance of 3SAT. For this instance,
the answer is “yes”, since there is a truth assignment (x1 , x2 , x3 , x4 , x5 ) = (1, 1, 0, 0, 1) satisfying all
clauses.
3.2

A Board, Holes, and Corridors

In order to transform the instance of 3SAT, we will
design holes on a board and construct strings entangled with the board through the holes.

There are two types of holes, square holes and corridors. In Fig. 1(a), a looped string goes through
square holes A and B. Each square hole has length t
in height, width, and depth. The thickness of the
board is also t (see Fig. 1(b)). Let d be the distance
between the centers of square holes A and B. In this
paper, we assume that the value of t is regarded to be
negligibly small as compared with d. Under this assumption, we say that the length of the looped string
is at least 2d, and the string is tight if its length is
exactly 2d. In the following, square holes are simply
called holes.
Consider the board of Fig. 1(c). This is a board
with hole C and corridor connecting D to G through E
and F. The distances from C to D and from C to G
are both d, and the distance from C to E is 2d. Suppose the looped string goes through C and D, and
the length of the string is 4d. The coil-like portion
labeled with 2d in Fig. 1(c) represents string slack.
We can move the string from D to E (see Fig. 1(d)).
When the string reaches E, the amount of the slack
is zero, and the string is tight. Furthermore, we can
move the string from E to G (see Fig. 1(e)). At position G, the amount of the slack is 2d. A slack whose
amount is 2d is simply called a “slack 2d.” (Figure 1 is
used only for explanations of holes, corridors, strings,
slacks, and so on.)
3.3

A Gadget for xi

We ﬁrst construct a gadget simulating variable xi on
a board. In Fig. 2(a), there are four corridors and
14 holes in the gadget. Corridors and holes of the
gadget are left-right symmetric. On the left half of the
gadget, there are two corridors which are composed
of C-shaped corridors followed by vertical corridors.
Each C-shaped corridor is composed of many short
straight corridors so that any point in the C-shaped
corridors is almost equidistant d from the top end of
the vertical corridors.
In Fig. 2(a), there are two blue strings and a red
string. Each blue string goes through holes and corri-
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Figure 4: Entanglement in A is moved to C via E.
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Figure 5: (a) Left and right turn gadget. (b) When the slack 2d of the blue string is smoothed out, the end of
another string is moved down. (c) Simpliﬁed illustration of (a).
dors six times, and the red string goes through holes
and corridors 12 times. The red string twines around
each blue strings (see green quadrilateral areas A
and D). We assume that the six areas A through F
are negligibly small compared to the value of d. (In
the ﬁgure, distance d is not so long due to space limitation. However, one can see that constructing the
gadget of Fig. 2(a) for a suﬃciently large d is not
diﬃcult.)
Since the quadrilateral areas are negligibly small,
the part of a string in a quadrilateral area also has
negligibly small length. Hence, we can regard the
length of the left blue string as 4d. The right blue
string also has length 4d, since it has slack 2d and it
connects D and F. The red string is entangled with
the left blue string in area A and with the right blue
string in area D. The left blue string has no slack,
and the right blue string has slack 2d. This situation
represents xi = 0 and xi = 1.
In the following, the gadget in Fig. 2(a) is simply
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illustrated as Fig. 2(b). In this ﬁgure, the jaggedshape portion labeled with 2d is the slack, and the
height of the right blue looped string is increased by d
when the slack 2d is smoothed out.
The red string has slack 2d in Fig. 2(a). If the entanglement in D is moved to F (see the down-pointing
arrow in Fig. 3), then the amount of the slack of the
red string changes from 2d to 0 (and the red string
becomes tight). At the same time, the amount of the
slack of the right blue string also changes from 2d to 0.
Furthermore, if the entanglement is moved from F
to B, the amount of the slack of the red string changes
from 0 to 4d (see the top two slacks in Fig. 3). During
the movement from F to B, the slack of the right blue
string is almost zero, since any point in the corridor
from F to B is almost equidistant d from D.
Now we can move the entanglement in area A to C
via E (see Fig. 4(a)). After this movement, the left
blue string has slack 2d, and the right blue string has
no slack. This situation represents xi = 1 and xi = 0.
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Figure 6: (a) Disjunction gadget for clause c1 = {x1 , x2 , x3 }. (b) Two slacks labeled with 2d in blue strings
are translated to the same amount of two slacks in black strings. If at least one of the three blue strings has
slack 2d, then the green string obtains slack 2d. The total length of two red arrows is d.
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Figure 7: (a) Conjunction gadget connected to all clause gadgets. (b) The target string can be disentangled
from the board when the red string has slack 2d.
It should be noted that, when the amount of the
slack of the red string is 2d (see Fig. 2(a)), the entanglement in A cannot go to C. This is because the distance between A and E is 2d (which requires slack 4d).
Therefore, if the value of xi is 1 (i.e., the right blue
string has slack 2d), then the value of xi is 0 (the left
blue string has no slack). The right blue string can
have slack 2d only if the left blue string has no slack.
3.4

Disjunction Gadgets

Figure 5(a) is the left and right turns of a string. Suppose that a literal xi is true; namely, the gadget xi has
slack 2d. We can translate the slack 2d to any place
by using the gadget of Fig. 5(a). When the slack 2d
of the blue string is smoothed out (see Fig. 5(b)), the
end of another string is moved down. Figure 5(c) is
the simpliﬁed illustration of Fig. 5(a). One of the
purposes of the gadget is to use the slack from one
string to extend the end of another string.

Figure 6(a) is a disjunction gadget. The red
string has slack 2d. This slack plays a key role in
this gadget. For example, suppose there is a clause
c1 = {x1 , x2 , x3 }. This clause is satisﬁed if at least
one of the three literals is true. In the ﬁgure, each of
blue strings x1 and x2 has slack 2d, and blue string x3
has no slack. This is the case when the truth assignment is (x1 , x2 , x3 ) = (1, 1, 0). In this case, if
two slacks 2d of blue strings x1 and x2 are smoothed
out (see Fig. 6(b)), then the corresponding two black
strings obtain slacks of which the amount is 4d in
total. However, the amount of the slack of the red
string was only 2d. Thus, the amount of slack which
the green string obtains is 2d.
Therefore, if at least one of the three blue strings
has slack 2d, then the green string obtains slack 2d.
It should be noted that the amount of slack the green
string obtains is at most 2d. In Fig. 6(a), we can
suppose that the value of q is negligibly small, since
the diameter of any string and the size of the holes of
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Fig. 5(a) are assumed to be negligibly small.
We construct a gadget of Fig. 6(a) for every clause
c1 , c2 , . . . , cm . If a literal xi appears in k clauses, then
the blue string xi is connected to k black strings.
3.5

Conjunction Gadgets

The lower ends of the m green strings c1 , c2 , . . . , cm
(see Fig. 6) are grouped together (see the top of
Fig. 7(a)) by using left and right turn gadgets of
Fig. 5. Finally, we need one new red string and one
new black string (see Fig. 7(a)). The red string is connected to all the m green strings c1 , c2 , . . . , cm . The
black string is the target string, which straddles the
red string (see Fig. 7(b)). Both ends of the target
string are hooked on the U-shaped corridors. All the
m green strings have slacks 2d if and only if the target
string can be disentangled from the board.
In Fig. 7(a), the value of r is negligibly small
from the same reason as the value q in Fig. 6(a). In
Fig. 7(b), the height of each U-shaped corridor is 2d,
and the width is negligibly small as compared with
the height.
From this construction, all the clauses of the 3SAT
instance are satisﬁed if and only if the target string
is disentangled from the board. This completes the
proof of Theorem 1.
4

Conclusions

In this paper, we presented a polynomial-time transformation from an instance f of the 3SAT problem
to a string puzzle s such that f is satisﬁable if and
only if s is solvable. Therefore, the generalized string
puzzle problem is NP-hard.
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Abstract
We initiate the study of the Reliable Resource Allocation (RRA) problem. In this problem, we are given
a set of sites equipped with an unbounded number
of facilities as resources. Each facility has an opening cost and an estimated reliability. There is also a
set of clients to be allocated to facilities with corresponding connection costs. Each client has a reliability requirement (RR) for accessing resources. The
objective is to open a subset of facilities from sites
to satisfy all clients’ RRs at a minimum total cost.
The Unconstrained Fault-Tolerant Resource Allocation (UFTRA) problem studied in (Liao & Shen 2011)
is a special case of RRA.
In this paper, we present two equivalent primaldual algorithms for the RRA problem, where the second one is an acceleration of the first and runs in
quasi-linear time. If all clients have the same RR
above the threshold that a single facility can provide,
our analysis of√the algorithm yields an approximation
factor of 2+2 2 and later a reduced ratio of 3.722 using a factor revealing program. The analysis further
elaborates and generalizes the generic inverse dual fitting technique introduced in (Xu & Shen 2009). As
a by-product, we also formalize this technique for the
classical minimum set cover problem.
Keywords: Reliable Resource Allocation, Approximation Algorithms, Time Complexity, Inverse Dual Fitting Technique.
1

Introduction

Fault-tolerant design is essential in many industrial applications and network optimization problems like resource allocation. In the Unconstrained
Fault-Tolerant Resource Allocation (UFTRA) problem studied in (Liao & Shen 2011), we are given a set
of sites F and a set of clients C. At each site i ∈ F,
an unbounded number of facilities with fi as costs
can be opened to serve as resources. There is also a
connection cost cij between each client j ∈ C and all
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facilities of i. The objective is to optimally allocate a
certain number of facilities from each i to serve every
client j with rj ∈ R requests while minimizing the
sum of facility opening and client connection costs.
This problem can be formulated by the following integer linear program (ILP) with variable yi denoting
in the solution the number of facilities to open at site
i, and xij the number of connections between site i
and client j.
P
P
P
minimize
i+
i∈F fi yP
i∈F
j∈C cij xij
subject to ∀j ∈ C : i∈F xij ≥ rj
∀i ∈ F, j ∈ C : yi − xij ≥ 0
∀i ∈ F, j ∈ C : xij ∈ Z+
∀i ∈ F : yi ∈ Z+

(1)

UFTRA forms a relaxation of the Fault-Tolerant
Facility Location (FTFL) problem (Jain & Vazirani
2000) by allowing domains of yi ’s and xij ’s to be nonnegative rather than 0-1 integers. In addition, by setting ∀j ∈ C : rj = 1 these problems become the classical Uncapacitated Facility Location (UFL) problem.
Both FTFL and UFTRA measure the fault-tolerance
only by the number of connections each client makes.
We observe this measurement is not sufficient in many
applications like the VLSI design, and the resource allocation we considered here. For instance, a client
j in UFTRA may connect to rj facilities that are
all susceptible to failure (with very low reliability)
and therefore j is still very likely to encounter faults.
This observation motivates us to study an alternative model called Reliable Resource Allocation (RRA)
that provides more solid fault-tolerance. In particular, RRA assumes all facilities of a site possess an
estimated probability (between 0 and 1) of being reliable (with no fault). Also, the fault-tolerance level
of the clients is ensured by their fractional reliability requirement (RR) values to be provided by facilities. In this paper, we only consider the case where
client-facility connection costs cij ’s form a metric, i.e.
they are non-negative, symmetric and satisfy triangle inequality. This is because even the non-metric
UFL can be easily reduced from the set cover problem (Feige 1998) that is hard to approximate
 O(log logbetter

n)
.
than O (log n) unless N P ⊆ DT IM E n
Related Work: Two important techniques in
designing good approximation algorithms for facility
location problems are primal-dual and LP-rounding.
For the non-uniform FTFL, the existing primal-dual
method in (Jain & Vazirani 2000) yields a nonconstant factor. Constant results were only for the
special case where rj ’s are equal. In particular, Jain
et al. (Jain et al. 2003) showed their MMS and
JMS algorithms for UFL can be adapted to the special case of FTFL while preserving approximation
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ratios of 1.861 and 1.61 respectively. Swamy and
Shmoys (Swamy & Shmoys 2008) improved the result to 1.52 with cost scaling and greedy augmentation techniques. On the other hand, LP-rounding
approach have met more successes in dealing with
the general case of FTFL. Guha et al. (Guha et al.
2001, 2003) obtained the first constant factor algorithm with ratio 2.408. Later, this was improved
to 2.076 by Swamy and Shmoys (Swamy & Shmoys
2008) with more sophisticated rounding techniques.
Recently, Byrka et al. (Byrka et al. 2010) applied
the dependent rounding technique and achieved the
current best ratio of 1.7245.
UFTRA was first introduced by Xu and Shen (Xu
& Shen 2009). They used a phase-greedy algorithm
to obtain approximation ratio of 1.861, but their algorithm runs in pseudo-polynomial time. The ratio
was later improved to 1.5186 by Liao and Shen (Liao
& Shen 2011) using a star-greedy algorithm. This
problem was also studied by Yan and Chrobak (Yan
& Chrobak 2011) who gave a rounding algorithm that
achieved 3.16-approximation. However, none of these
studies provide efficient strongly polynomial time algorithms and consider the reliability issue.
In contrast to FTFL and UFTRA, UFL has been
studied extensively with mature results. For the
primal-dual methods, JV (Jain & Vazirani 2001),
MMS (Mahdian et al. 2001) and JMS (Jain et al.
2002) algorithms achieved approximation ratios of
3, 1.861 and 1.61 respectively. Charikar and Guha
(Charikar & Guha 2005) improved the result of JV
algorithm to 1.853 and Mahdian et al. (Mahdian
et al. 2006) improved that of JMS algorithm to 1.52,
both using the standard cost scaling and greedy augmentation techniques. For the rounding approaches,
Shmoys et al. (Shmoys et al. 1997) first gave a ratio of 3.16 based on the filtering and rounding technique of Lin and Vitter (Lin & Vitter 1992). Later,
Guha and Khuller (Guha & Khuller April 1999) improved the factor to 2.41 by combing Shmoys’s result
with a simple greedy phase. Chudak and Shmoys
(Chudak & Shmoys 2003) again presented an improvement with ratio of 1.736 using clustered randomized rounding. Sviridenko (Sviridenko 2002) combined this solution with the pipage rounding to obtain 1.582-approximation. Afterwards, Byrka (Byrka
2007) achieved the ratio of 1.5 by combining rounding with a bi-factor result of JMS algorithm. Based
on his work, recently Li’s more careful analysis in (Li
2011) obtained the current best ratio of 1.488. For
the lower bound, Guha and Khuller (Guha & Khuller
April 1999) proved it is 1.463 for UFL. This holds
unless P = N P (Chudak & Williamson 2005). The
ratio also bounds FTFL and UFTRA since UFL is a
special case of them.
Our Contributions: We initiate the study of
the RRA problem towards provision of more robust
fault-tolerance in the resource allocation paradigm.
To the best of our knowledge, this is the first theory
work that takes into account the quality of service
(QoS) requirement for resource allocation. Further,
our ideas have potential to influence some classical
facility location problems. For the RRA problem,
we present two equivalent primal-dual algorithms inspired by the MMS algorithm (Mahdian et al. 2001)
for UFL. In particular, the second algorithm is a
significant improvement of the first one in runtime
that is quasi-linear, which is comparable to the current best efficient algorithm for UFL (Mahdian et al.
2006). Since UFTRA is a special case of RRA, this
algorithm also implies the first strongly polynomial
time algorithm for UFTRA with uniform connection
requirements. For the approximation ratio analysis,
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RRA is a harder problem than UFTRA and the main
difficulty we overcome is to deal with the fractional
reliabilities. We apply the inverse dual fitting technique introduced in (Xu & Shen 2009) as the central idea for analyzing the algorithm. Our analysis
further elaborates and generalizes this generic technique, which
naturally yields approximation factors
√
of 2 + 2 2 and 3.722 for RRA, where every client is
provided with the same RR that is at least the highest reliability among all facilities. Apparently, this
provided minimum threshold ensures the clients’ lowest fault tolerance level. For the problem without the
threshold, which is theoretically valid, we leave the
approximation bound open. In the closing discussions, we also formalize the inverse dual fitting technique for analyzing the minimum set cover problem.
2

The RRA Problem

In the RRA problem, we are given a set of sites F
and a set of clients C, where |F| = nf and |C| = nc .
Let n = nf + nc , m = n2 for convenience of runtime
analysis, Each site i ∈ F has an unbounded number of
facilities with fi as the cost and pi (0 ≤ pi ≤ 1) as the
reliability. Each client j ∈ C has a RR rj that must be
satisfied by facilities from sites in F. There is also a
connection cost cij between every client-facility pair.
The objective is to optimally open a certain number
of facilities in every site to satisfy clients’ RRs while
minimizing the total cost. The problem is formulated
into the ILP below in which yi denotes the number of
facilities to open at site i, and xij the total number
of connections/assignments between i and j.
P
P
P
minimize
i+
i∈F fi yP
i∈F
j∈C cij xij
subject to ∀j ∈ C : i∈F pi xij ≥ rj
∀i ∈ F, j ∈ C : yi − xij ≥ 0
∀i ∈ F, j ∈ C : xij ∈ Z+
∀i ∈ F : yi ∈ Z+

(2)

Its LP-relaxation and dual LP are the following:
P
P
P
minimize
i+
i∈F fi yP
i∈F
j∈C cij xij
subject to ∀j ∈ C : i∈F pi xij ≥ rj
∀i ∈ F, j ∈ C : yi − xij ≥ 0
∀i ∈ F, j ∈ C : xij ≥ 0
∀i ∈ F : yi ≥ 0

(3)

P
maximize
j
j∈C rj αP
subject to ∀i ∈ F : j∈C βij ≤ fi
∀i ∈ F, j ∈ C : αj pi − βij ≤ cij
∀j ∈ C : αj ≥ 0
∀i ∈ F, j ∈ C : βij ≥ 0

(4)

Compare this formulation to UFTRA, the key difference is the introduction of pi ’s and rj ’s that are
fractional. In addition, if ∀i ∈ F : pi = 1 and ∀j ∈ C :
rj is a positive integer, RRA becomes UFTRA. Nevertheless, none of the previous algorithms (Xu & Shen
2009, Yan & Chrobak 2011, Liao & Shen 2011) for
UFTRA are both efficient and easily adaptable.
2.1

The Algorithms

We present two primal-dual algorithms that incrementally build primal solutions yi ’s and xij ’s in
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LP (2) at different rates. Initially, they are all
0s. Nonetheless, both of them terminate when
all
 clients’
P RRs are satisfied, i.e. the set U =
j ∈ C | i∈F pi xij < rj is empty. Our first algorithm inspired by the MMS algorithm (Mahdian et al.
2001) for UFL naively runs in pseudo-polynomial
time. Without loss of generality, assuming in the solution a client j makes total dj connections in the
order from 1 to dj and each connection is associated
with a virtual port of j denoted by j vp (1 ≤ vp ≤ dj ).
The algorithm can then associate every client j with
d
dj dual values αj1 , . . . , αj j . Denoting φ (j vp ) as the
facility/site client j’s vpth port connected with, we
can now interpret the termination condition of the
Pdj
algorithm again as ∀j ∈ C : vp=1
pφ(j vp ) ≥ rj . Note
that although unlike UFTRA, the required number
of connections dj is not pre-known for each client j
in RRA, the above steps are necessary since it establishes a relationship between the fractional rj ’s and
integral dj ’s for the algorithm’s analysis. In addition,
a virtual port in this setting can only establish one
connection with a facility of any site. Throughout
the paper we do not identify facilities within a site
individually (like the function φ we denote) because
they are identical and this will not affect the solution
and the analysis of the algorithm.

the time at which
j’s port dj establishes a connec
tion to φ j dj . At any t, we define the payment of
a client j ∈ U to a site i ∈ F as pi t and the contribution as max (0, pi t − cij ). As t increases, we let
the action that j connects to a facility of i (solution
xij increased by one) happens under two events: 1) j
fully pays the connection cost of an already opened facility at i that it is not connected to (implying at this
time yi > xij ); 2) the total contribution of clients in
U to a closed facility at i fully pays its opening cost
fi (implying at this time a new facility at i will be
opened) and pi t ≥ cij . Note that in the algorithm’s
ratio analysis (Section 2.2), we will associate values
of dual variables αj ’s and βij ’s in LP (4) with values
d
of αj j ’s and the contribution defined here.
Lemma 1. The Primal-Dual Algorithm computes a
feasible primal
 solution to RRA and its runtime commax r
plexity is O n2 d minij pij e .
Proof. The feasibility of the solution is obvious since
the output of the algorithm obeys the constraints and
the variable domains of ILP (2). For runtime, we use
two binary heaps (both sorted by time t) to store
anticipated times of Event 1 and Event 2 respecc
tively. For Event 1, t is computed as piji according
P
fi +

Algorithm 1 Primal-Dual Algorithm
Input: ∀i, j : fi , pi , cij , rj .
Output: ∀i, j : yi , xij .
Initialization: Set U = C, ∀i, j : dj = 1, yi =
0, xij = 0.
While U 6= ∅, increase time t uniformly and execute
the events below:
• Event 1: ∃i ∈ F, j ∈ U s.t. pi t = cij and
xij < yi .
d
Action 1-a: Set xij = xij + 1, αj j = t and

dj
φ j
= i;
P
Action 1-b: If
i∈F pi xij ≥ rj then set U =
U\ {j}, else set dj = dj + 1.
P

• Event 2: ∃i ∈ F s.t.
j∈U max (0, pi t − cij ) =
fi .
Action 2-a: Set yi = yi + 1 and Ui =
{j ∈ U | pi t ≥ cij }; ∀j ∈ Ui : do Action 1-a;
Action 2-b: ∀j ∈ Ui : do Action 1-b.
Remark 1. For the convenience of runtime analysis,
sequential actions of events are separated as above. If
more than one event happen at the same time, the
algorithm processes all of them in an arbitrary order.
Also, the events themselves may repeatedly happen at
any time t because unconstrained number of facilities
at a site are allowed to open.
Remark 2. If we adopt the approach of the JMS algorithm (Jain et al. 2002) for UFL that also considers
optimizing clients’ total connection costs, it may render a feasible solution to RRA infeasible due to the
clients’ reliability constraints.
Moreover, the primal-dual algorithm shown above
is associated with a global time t that increases monotonically from 0. In this event-driven like algorithm,
we use variable dj to keep track of the ports of client j
d
that connect in order, and the value of αj j is assigned

cij

j∈Ui
to the algorithm, whereas t is
for Event
pi ·|Ui |
2. Therefore, detecting the next event (with smallest t) to process from two heaps takes time O (1)
and updating the heaps takes O (log m) in each iteration. Similar to the JV (Jain & Vazirani 2001)
and MMS (Mahdian et al. 2001) algorithms for UFL,
it actually takes O (nf log m) to process every Action 1-b occurred, O (1) for Action 1-a and O (nc )
for Action 2-a. In addition, it is easy to see that
Action 1-b is triggered totallyPnc times, and Action 1-a and 2-a both at most j∈C dj times. Since
P
max r
d ≤ nc d minij pij e, the total time
j∈C dj ≤ nc max
 j∈C j

max r
complexity is O n2c d minij pij e .

The previous algorithm runs in pseudo-polynomial
time that depends on both pi ’s and rj ’s. However
through a more careful look at the algorithm, we are
able to speed it up to strongly polynomial time. First
of all, we can combine the repeated events into a single event by growing solution yi ’s and xij ’s at a faster
rate, and thereby reducing the total number of events
to process. This is because similar to UFTRA, RRA
allows multiple connections between each client-site
pair. Thus once a facility of a site is opened and connected with a group of clients’ ports, according to the
previous algorithm, additional facilities at this site
will subsequently open and connect with this group
of clients’ other ports until one of these clients fulfills
its RR. Similarly, once a client’s port starts to connect to an open facility at a site, its other ports may
connect to this site’s other open facilities. Formally
in Algorithm 2, let F Rj denote the already fulfilled
reliability of client j and T oC the total number of
connections to make after combining repeated events.
The incremental rate of the solution can then be determined by the value of T oC. Secondly, it is not necessary to waste computation time to explicitly record

P
d
αj j ’s and φ j dj ’s for totally j∈C dj connections as
in Algorithm 1, because they implicitly exist only for
the algorithm’s ratio analysis. Therefore by making
these changes, the following algorithm in fact runs in
quasi-linear time in terms of m as defined.
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Algorithm 2 Accelerated Primal-Dual Algorithm
Input: ∀i, j : fi , pi , cij , rj .
Output: ∀i, j : yi , xij .
Initialization: Set U = C, ∀i, j : yi = 0, xij =
0, F Rj = 0.
While U 6= ∅, increase time t uniformly and execute
the events below:
• Event 1: ∃i ∈ F, j ∈ U s.t. pi t = cij and
xij < yi .
Action
1-a:
T oC
=

 Set
r −F R
min yi − xij , d j pi j e ;
Action 1-b: Set xij = xij + T oC and
F Rj = F Rj + pi · T oC;
Action 1-c: If F Rj ≥ rj then set U = U\ {j}.
P
• Event 2: ∃i ∈ F s.t.
j∈U max (0, pi t − cij ) =
fi .
Action 2-a: Set Ui = {j ∈ U | pi t ≥ cij }, T oC =
r −F R
minj∈Ui d j pi j e and yi = yi + T oC; ∀j ∈ Ui :
do Action 1-b;
Action 2-b: ∀j ∈ Ui : do Action 1-c.
Remark 3. If more than one event happen at the
same time, process all of them in an arbitrary order.
Lemma 2. The Accelerated Primal-Dual Algorithm
computes a feasible primal solution to RRA and its
runtime complexity is Õ (m).
Proof. The primal solution is feasible because the algorithm is identical to Algorithm 1 in terms of the
solution yi ’s and xij ’s produced. The difference is it
combines multiple repeated events in order to reduce
the total occurrences of the actions. Therefore for
runtime, we are able to bound the total number
of
P
Event 2 and Action 2-a to nc rather than j∈C dj ,
since as mentioned before once a facility of a site is
opened, it will trigger at least one client’s RR to be
satisfied and there are nc clients in total. In addition,
the total number of Event 1 is at most nc times of
Event 2 because there will be maximum nc Event 1
following each Event 2. Thus total number of Action 1-a and 1-b is bounded by n2c . Finally, same as
the Algorithm 1 it takes O (1) for Action 1-a and 1b, O (nc ) for Action 2-a and O (nf log m) to process
each of total nc Action 1-c, the total time is therefore
O (m log m).
2.2

The Inverse Dual Fitting Analysis

We elaborate and generalize the inverse dual fitting
technique introduced in (Xu & Shen 2009) for the algorithm’s analysis. We observe this technique is more
generic and powerful than the dual fitting technique
in (Jain et al. 2003) especially for the multi-factor
analysis. In the RRA problem, there are two types of
costs, so first we have the following definition.
Definition 1. An algorithm is bi-factor (ρf , ρc ) or
single factor max (ρf , ρc )-approximation for RRA, iff
for every instance I of RRA and any feasible solution SOL (possibly fractional) of I with facility cost
FSOL and connection cost CSOL , the total cost produced from the algorithm is at most ρf FSOL +ρc CSOL
(ρf , ρc are both positive constants greater than or
equal to one).
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Inverse dual fitting then considers the scaled instance of the problem and shows that dual solution of
the original instance is feasible to the scaled instance.
Also, it is obvious that the original instance’s primal
solution is feasible to the scaled instance. As for the
RRA problem, we can construct a new instance I 0
by scaling any original instance I’s facility cost by ρf
and connection cost by ρc (ρf ≥ 1 and ρc ≥ 1). The
scaled problem will then have the following formulation.
P
P
P
0
0
minimize
i yi +
i∈F ρf f
i∈F
j∈C ρc cij xij
P
0
subject to ∀j ∈ C : i∈F pi xij ≥ rj
∀i ∈ F, j ∈ C : yi0 − x0ij ≥ 0
∀i ∈ F, j ∈ C : x0ij ≥ 0
∀i ∈ F : yi0 ≥ 0
(5)

P
0
maximize
j
j∈C rj αP
0
≤ ρf fi
subject to ∀i ∈ F : j∈C βij
0
∀i ∈ F, j ∈ C : αj0 pi − βij
≤ ρc cij
0
∀j ∈ C : αj ≥ 0
0
∀i ∈ F, j ∈ C : βij
≥0

(6)

The constant factor analysis relies on the threshold
that ∀j ∈ C : rj = r and r ≥ maxi pi . We first denote
the total solution costs of LPs (3), (4), (5) and (6)
by SOLLP , SOLD , SOL0LP and SOL0D respectively.
In the original problem, let SOLLP = FSOL + CSOL ,
where FSOL and CSOL represent the total facility cost
and connection cost (both are possibly fractional) of
any solution SOL, then it is clear that SOL0LP = ρf ·
FSOL + ρc · CSOL . Also, we can get the corresponding
SOL0D = SOLD by letting αj0 = αj .
Now we denote SOLP as the total cost of the feasible primal solution (yi , xij ) returned by the algorithm and let SOLD represent the total cost of its corresponding constructed dual solution (αj , βij ). We
will see later how this dual is constructed. Obviously, (yi , xij ) is a feasible solution to both LPs (3)
and (5). By the weak duality theorem established
between LPs (5) and (6), and if the constructed solution (αj , βij ) from the algorithm is feasible to LP
0
(6) after letting αj0 = αj and βij
= βij , then we have
0
0
SOLD = SOLD ≤ SOLLP = ρf · FSOL + ρc · CSOL .
Further, if SOLP ≤ SOLD is true then it implies the
algorithm is (ρf , ρc )-approximation. The following
lemma is therefore immediate.
Lemma 3. The Primal-Dual Algorithm is (ρf , ρc )approximation if its constructed dual solution
(αj , βij ) is feasible to LP (6) and the corresponding
SOLD ≥ SOLP .
The steps left are to construct a feasible dual
(αj , βij ) from our algorithm and show SOLD ≥
SOLPP
. For the second step, we have SOLP =
P
vp
j∈C
1≤vp≤dj pφ(j vp ) αj because the total dual values fully pay client connection and facility opening
costs in the algorithm. In order to bound SOLP
with SOLD , we aim to establish a relationship between rj ’s (fractional) and dj ’s (integral). Without loss of generality, we can set ∀i ∈ F, j ∈ C :
d
αj = 2αj j , βij = max (0, pi αj − ρc cij ). We then
P
P
dj
dj
have SOLD =
j∈C 2αj rj =
j∈C αj (rj + rj ).
Next we use the threshold information ∀j ∈ C :
rj ≥ maxi pi and the key observation that although
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P
∀j ∈ C : rj ≤
1≤vp≤dj pφ(j vp ) , rj + maxi pi ≥
P
vp
p
because
before client j makes
1≤vp≤dj φ(j )
P
the last connection rj ≥
p vp and
1≤vp≤d
P
Pj −1 φ(j )
vp ) + maxi pi
p
≥
φ(j
1≤vp≤dj −1
1≤vp≤dj pφ(j vp ) .
P
dj
Hence, SOLD ≥
≥
j∈C αj (rj + maxi pi )
P
P
dj
dj
≥ SOLP (since αj ≥
j∈C
1≤vp≤dj pφ(j vp ) αj
αjvp ). Now the only step left is to show (αj , βij )
is a feasible solution. Obviously the second cond
straint of LP (6) holds from αj = 2αj j and βij =
max (0, pi αj − ρc cij ). The remaining is to show the
first constraint also holds. Built upon Lemma 3, we
have the following lemma and corollary.
Lemma 4. The Primal-Dual Algorithm
is (ρf , 
ρc )
P
dj
approximation if ∀i ∈ F :
j∈A 2pi αj − ρc cij ≤
n
o
dj
c
ρf fi , where A = j ∈ C | αj ≥ ρ2c · piji .
Corollary 1. Without loss of generality, for every
site inorder the corresponding
k = |A| clients in
o
dj
ρc cij
A = j ∈ C | αj ≥ 2 · pi s.t. α1d1 ≤ α2d2 ≤ · · · ≤
αkdk . Then the Primal-Dual Algorithm
is (ρf , 
ρc )Pk 
dj
≤
approximation if ∀i ∈ F :
j=1 2pi αj − ρc cij
ρf fi .
We proceed the proof to find ρf and ρc that bound
d
all αj j ’s. The next lemma captures the metric property of the problem and Lemma 6 generates one pair
of satisfying (ρf , ρc ).
Lemma 5. For any site i and clients j, j 0 with rj =
d 0
d
rj 0 = r, we have pi αj j ≤ pi αj 0j + cij + cij 0 .
d

d

0

Proof. If αj j ≤ αj 0j , the lemma obviously holds.
d

d

0

Now consider αj j > αj 0j , it implies j 0 makes its final connection earlier than j in our algorithm. At
d
time t = αj j − , client j 0 has already satisfied its
RR rj 0 through connections with dj 0 open facilities
while j has not fulfilled rj . Thus among these dj 0
facilities there is at least one that j has not connected to, because otherwise j will have rj 0 = r = rj
fulfilled reliability which is a contradiction. Denote
this facility by i0 , by triangle inequality we have
ci0 j ≤ cij + cij 0 + ci0 j 0 . Since i0 is already open at time
d
t, then pi αj j ≤ ci0 j by our algorithm; j 0 is connected
d

0

to i0 , then pi αj 0j ≥ ci0 j 0 . The lemma follows.
The next lemma and the subsequent bi-factor approximation ratio are naturally generated from the
inverse dual fitting analysis. On the other hand, they
are difficult to establish using the traditional dual fitting technique.
Lemma 6. For
n any site i with os = |B| clients
d
c
s.t.
B =
j ∈ C | αj j ≥ x · piji , x > 0 and
α1d1
Ps

d2
ds
≤
∀i ∈ F
 α2 ≤ · · ·  ≤  αs , then

dj
1
1
j=1 pi αj − 2 + x cij ≤ 1 + x fi .

Proof. First,
we claim
∀i


Ps
d1
≤ fi .
j=1 max 0, pi α1 − cij

:

∈
F
:
This is clearly

are also in U which implies from our algorithm their
total contribution should not exceed any facility’s
opening cost. So we also have:
∀i ∈ F :

s 
X


pi α1d1 − cij ≤ fi

(7)

j=1

.

In Lemma 5, by letting j 0 = 1 and because in B
≥ pxi ci1 , we get:

α1d1



d

∀i ∈ F, j ∈ B : pi αj j ≤

1+

1
x



pi α1d1 + cij

(8)

Therefore, after combining inequalities (7) and (8),
∀i ∈ F:
s
X

d
pi αj j

j=1

≤

s 
X

j=1
X
s 

1
1+
x



pi α1d1

+

s
X

cij

j=1

 s
 
1 X
pi α1d1 − cij + 2 +
cij
x j=1
j=1



 s
1
1 X
≤ 1+
fi + 2 +
cij
x
x j=1


=

1+

1
x

The lemma then follows.
Relating this lemma to Corollary 1, if B ⊇ A then
it implies (ρf , ρc )-approximation where ρf = 2 + x2
and ρc = 4 + x2 . Also, B ⊇ A iff x ≤ ρ2c = 2 + x1 ,
√
i.e. 0 < x ≤ 1 + 2.√ Therefore,
√
√  when x = 1 +
2, the algorithm is 2 2, 2 + 2 2 -approximation.
However, this ratio can be reduced through the factor
revealing technique in (Jain et al. 2003). Consider the
following lemma that capture the execution of the
primal-dual algorithm more precisely than the claim
in Lemma 6.
Lemma 7. For any site i and the corresponding k clients
 in A, we have ∀1 ≤ j ≤ k :
Pk
dj
h=j max 0, pi αj − cih ≤ fi .
d

Proof. At time t = αj j − , all clients ordered from
j to k are in set U (not fulfilled) and they have the
d
same dual value αj j . The lemma then follows because
at any time in the primal-dual algorithm, the total
contribution of all clients in U will not exceed the
facility’s opening cost at site i.
d

Now if we let vj = pi αj j in Lemma 5 and 7, from
these lemmas it is clear vj , fi and cij here constitute
a feasible solution to the factor revealing program (4)
in (Jain et al. 2003). Also from its Lemma 3.6, we
Pk
can directly get j=1 (vj − 1.861cij ) ≤ 1.861fi , i.e.


Pk
dj
2p
α
−
3.722c
≤ 3.722fi . This result toi
ij
j
j=1
gether with Lemma 2 and Corollary 1 lead to the
following theorem.
Theorem 1. The Accelerated Primal-Dual Algorithm
achieves 3.722-approximation for RRA in time Õ (m)
when all clients are provided with the same RR that
is at least the highest reliability among all facilities.

true because at time t = α1d1 − , all the clients in B
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Since the UFTRA problem is a special case of
RRA, we get the first strongly polynomial time algorithm for the uniform UFTRA problem.
Theorem 2. The Accelerated Primal-Dual Algorithm
achieves 3.722-approximation in time Õ (m) for UFTRA with uniform connection requirements.
In fact, by adapting our Algorithm 2, in (Liao &
Shen n.d.) we are able to show that uniform UFTRA can be approximated with a factor of 1.861 in
quasi-linear time. Furthermore, both Marek Chrobak
(Chrobak n.d.) and the authors have observed
that uniform UFTRA is approximation-preserving reducible to UFL.
3

Discussions

A majority of optimization problems target to either minimize or maximize the aggregation (either a
linear combination or not) of various types of costs
described in the problem instances under some constraints of the solution. However, problems like the
shortest path only considers one type of cost—weights
of edges, whereas the facility location problems normally have two costs—facility and connection costs.
To approximate these problems involving different
costs, the concept of multi-factor analysis arose naturally for balancing these costs in a solution and
thereby obtaining a tighter/more precise approximation ratio. Although the inverse dual fitting technique
may be seen as an extension of dual fitting, it actually
occupies greater advantage by tightly coupling with
the generic multi-factor analysis. Moreover in the ratio analysis of the RRA problem, we have shown this
technique is able to simplify the analysis and work
seamlessly with the factor revealing technique. Next,
we will briefly see how the primal-dual method in
(Vazirani 2001, Jain et al. 2002) together with this
technique yields simpler analysis for the fundamental
set cover problem.
In the minimum set cover problem, we are given a
universe U of n elements and a collection S containing
s1 , . . ., sk that are subsets of U with corresponding
non-negative costs c1 , . . ., ck . The objective is to
pick a minimum cost collection from S whose union
is U. The problem can be easily formulated into the
following LP in which the variable xs denotes whether
the set s ∈ S is selected.
minimize

X

cs xs

s∈S

subject to ∀j ∈ U :

X

xs ≥ 1

s:j∈s

∀s ∈ S : xs ∈ {0, 1}
Its LP-relaxation and dual LP are:
minimize

X

X

xs ≥ 1

s:j∈s

∀s ∈ S : xs ≥ 0
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X

αj

j∈U

subject to ∀s ∈ S :

X

αj ≤ cs

(9)

j∈s∩U

∀j ∈ U : αj ≥ 0
In the primal-dual algorithm, all of the uncovered
elements j’s simply raise their duals αj ’s until the
cost of a set s in S is fully paid for. At this moment, s is selected (xs is set to 1) and duals of j’s in
s are frozen and withdrawn from the sets other than
s. The algorithm then iteratively repeat these steps
until there are no uncovered
P elementsPleft. Clearly
at the end of algorithm, j∈U αj = s∈S cs xs . In
the analysis that follows inverse dual fitting, we consider to scale the costs of all sets in S by a positive
number ρ. Since the set cover problem has only one
type of cost, the inverse dual fitting technique will
only generate a single factor. Similar to the analysis in the RRA problem, if the solutions xs ’s and
αj ’s produced here
P are feasible
P to the scaled problem,
then we have
j∈U αj ≤
s∈S ρcs xs by the weak
duality theorem and this implies the algorithm is ρapproximation. Obviously, xs ’s are feasible and the
left to do is toPshow LP (9)’s scaled constraint holds,
i.e. ∀s ∈ S :
j∈s∩U αj ≤ ρcs . Without loss of generality, we can assume there are ls elements in set s
and α1 ≤ α2 ≤ . . . ≤ αls . So now we need to show
Pls
∀s ∈ S :
j=1 αj ≤ ρcs . Also, from the primal-dual
algorithm it is easy to see that at time t = αi − ,
Pls
∀s ∈ S, 1 ≤ i ≤ ls :
αj ≤ cs (αj = αi ) which
Pls j=i Pls
1
implies ∀s ∈ S :
αi ≤ i=1 ls −i+1
cs . TherePlsi=1 1
fore, ρ = maxls i=1 ls −i+1 ≤ Hn (n-th harmonic
number where n = |U|) and the set cover is Hn approximation.
Finally, it would be very interesting to see how
other techniques and problem contexts can benefit
from the inverse dual fitting technique. Also, migrating the idea of reliability to some other classical problems remains theoretically challenging.
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Abstract
Given an undirected graph G = (V, E) and a directed
graph D = (V, A), the master/slave matching problem is to ﬁnd a matching of maximum cardinality
in G such that for each arc (u, v) ∈ A with u being
matched, v is also matched. This problem is known to
be NP-hard in general, but polynomially solvable in a
special case where the maximum size of a connected
component of D is at most two.
This paper investigates the master/slave matching
problem in terms of delta-matroids, which is a generalization of matroids. We ﬁrst observe that the above
polynomially solvable constraint can be interpreted
as delta-matroids. We then introduce a new class
of matching problem with delta-matroid constraints,
which can be solved in polynomial time. In addition,
we discuss our problem with additional constraints
such as capacity constraints.
Keywords: constrained matching, delta-matroid,
polynomial-time algorithm, mixed matrix theory
1

Introduction

For an undirected graph G = (V, E), a subset M of
E is called a matching if no two edges in M share
a common vertex incident to them. The matching
problem is a fundamental topic in combinatorial optimization, and many polynomial-time algorithms have
been developed (see e.g., [22; 30]). When we apply
the matching problem to practical problems such as
scheduling, it is often natural to have some additional constraints. In this literature, there are matching problems with a variety of constraints such as
matroids [20], trees [9], precedence constraints [1; 18],
and knapsack constraints [2]. These constrained problems are known to be NP-hard in many cases except
for special cases of matroid constraints.
The main purpose of this paper is to investigate
constraints that preserve polynomial solvability of the
matching problem. We provide a new constraint in a
1,2
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Figure 1: An example of an MS-matching in a nonbipartite graph, where bold lines show edges in a
matching.
connection with a delta-matroid, which is a generalization of a matroid.
1.1

Master/slave matching problem

One of constrained matching problems which contain a polynomially solvable case is the master/slave
matching problem arising in a manpower scheduling
problem in printing plants [18]. In this scheduling
problem, jobs are divided into “master jobs” and
“slave jobs.” A master job can be done any time, while
a slave job has to be done with its master job. The
task is to ﬁnd an optimal assignment of jobs to workers which satisﬁes such precedence constraints. This
problem can be modeled as the master/slave matching problem.
Let us describe the master/slave matching problem formally. Let G = (V, E) be an undirected graph
and D = (V, A) be a directed graph with the same
vertex set as G. For (us , um ) ∈ A, we say that us is a
slave of um and um is a master of us . A master/slave
matching (MS-matching for short) is a matching M
in G which satisﬁes the following property:
(us , um ) ∈ A, us ∈ ∂M ⇒ um ∈ ∂M,

(1)

where ∂M denotes the set of vertices incident to edges
in M . Note that an MS-matching may contain a
master but not its slave. Figures 1 and 2 show examples of an MS-matching, where the former depicts
an MS-matching in a non-bipartite graph and the
latter in a bipartite graph. The MS-matching problem (MSMP ) is to ﬁnd an MS-matching of maximum
cardinality. Given a weight function c : E → R+ , the
weighted MSMP
∑ is to ﬁnd an MS-matching M such
that c(M ) := e∈M ce is maximum.
The (weighted) MSMP was ﬁrst introduced by
Hefner and Kleinschmidt [18]. They proved that it is
NP-hard in general, while it can be solved in O(|V |3 )
time under the assumption that k(D) ≤ 2, where
k(D) denotes the maximum size of a connected component of D. Such MSMP is called the 2-MSMP . In
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Figure 2: An example of an MS-matching in a bipartite graph, where bold lines show edges in a matching.
[17], Hefner dealt with a special case of the 2-MSMP
where G is bipartite and the end vertices of A are all
contained in one class of the vertex bipartition, which
is called the bipartite 2-MSMP . For this problem, he
gave a min-max theorem which characterizes a maximum MS-matching by a minimum MS-node cover .
Hefner and Kleinschmidt [19] further extended the 2MSMP to one with capacity constraints, and showed
this problem is NP-hard in contrast to the 2-MSMP.
The bipartite 2-MSMP with its min-max theorem was
also generalized to the ordered matroid parity problem by Fleiner et al. [13]. Recently, Amanuma and
Shigeno [1] proposed a variant of the MSMP, called
the multi-master single-slave matching problem.
1.2

Delta-matroids

A delta-matroid is a pair (V, F) of a ﬁnite set V and a
nonempty family F of subsets of V that satisﬁes the
symmetric exchange axiom:
(DM) For F, F ′ ∈ F and u ∈ F △F ′ , there exists
v ∈ F △F ′ such that F △{u, v} ∈ F,
where I△J denotes the symmetric diﬀerence, i.e.,
I△J = (I \ J) ∪ (J \ I). The set V is called the
ground set, and F ∈ F is a feasible set. A deltamatroid (V, F) is said to be even if |F △ F ′ | is even
for all F, F ′ ∈ F .
A delta-matroid was introduced by Bouchet [5],
and essentially equivalent combinatorial structures
were proposed independently by [10; 12]. A deltamatroids is a generalization of matroids, since the
families of independent sets and bases of matroids
both form delta-matroids. In a similar way to matroids, a greedy algorithm is applicable to maximizing
linear functions over a delta-matroid [5].
A simple example of even delta-matroids is the
family of the subsets of even size. Another example
is the family of vertex sets X with X = ∂M for some
matching M in a graph G, called the matching deltamatroid [6]. For a skew-symmetric matrix, the family
of column indices that correspond to a nonsingular
principal submatrix is known to form an even deltamatroid [4]. A delta-matroid is linear if it can be
represented by some skew-symmetric matrix.
1.3

Our contribution

In this paper, we generalize the 2-MSMP in terms
of delta-matroids. We ﬁrst observe that the master/slave constraints in the 2-MSMP can be represented by a delta-matroid over the vertex set V . Indeed, one can easily check that the MS-constraint satisﬁes the axiom (DM). This observation leads us to
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new constrained matching problem, called the deltamatroid matching problem, in which, given an undirected graph G = (V, E) and a delta-matroid (V, F),
we aim at ﬁnding a maximum cardinality matching
M with ∂M ∈ F . By the deﬁnition, this problem includes the matroid matching problem (see Section 1.4), because a matroid is a delta-matroid. This
means that the delta-matroid matching problem can
not be solved in polynomial time in general.
Our main purpose of this paper is to investigate
a polynomially solvable class of the delta-matroid
matching problem. Let L be a skew-symmetric matrix with nonnegative diagonals, that is, L = K + P
with a skew-symmetric matrix K and a nonnegative
diagonal matrix P , and V be the row/column set
of L. We denote by F(L) the family of column indices corresponding to nonsingular principal submatrices of L. Then, it is shown in Section 3 that F(L)
forms a projection of some even delta-matroid, and
hence a delta-matroid. Consider the delta-matroid
matching problem with a delta-matroid (V, F(L)△S),
where F(L)△S = {F △S | F ∈ F(L)} for a subset
S ⊆ V . Such problem properly includes the standard
matching problem (when L is the identity matrix and
S = ∅), the case where F is a linear delta-matroid
(when P = O), and the 2-MSMP as described in Section 3. In Section 4, we show that this problem can be
solved in polynomial time if L is generic, that is, each
entry in L is an independent parameter. This can be
done by reducing it to the maximum weight matching problem. In addition, we consider a special case of
our problem in analogy with the bipartite 2-MSMP in
Section 5. We prove that if G is bipartite, the ground
set of F is contained in one class of the vertex bipartition, and S = ∅, then this problem can be solved in
polynomial time. In the proof, we make use of mixed
matrix theory introduced by Murota [28]. Section 5
also deals with the bipartite 2-MSMP with capacity
constraints.
Let us remark that, although we restrict a deltamatroid to a special case, our class still includes a variety of constrained matching problems, as presented
in Section 3. In particular, our class includes a polynomially solvable variant of the MSMP recently introduced by Amanuma and Shigeno [1]. Thus our result
enlarges a polynomially solvable class of constrained
matching problems. We also note that our class does
not include the MSMP itself, because the way of extension from the 2-MSMP is diﬀerent.
1.4

Related works

Matching problem with matroid constraints has been
investigated in combinatorial optimization as a common generalization of two well-known polynomially
solvable problems: the matroid intersection problem
and the matching problem. The matroid matching
problem is that, given an undirected graph G = (V, E)
and a matroid M on V , we aim at ﬁnding a maximum
cardinality matching M such that ∂M is independent
for M. This problem is known to be equivalent to the
matroid parity problem [23]. Although it is shown to
be intractable in the oracle model [21; 27] and NPhard for matroids with compact representations [25],
Lovász provided a min-max formula [25] for the linear
matroid matching problem, and a lot of polynomialtime algorithms for the linear matroid matching have
been developed [11; 14; 24; 26; 29].
The delta-matroid matching problem introduced
in this paper is a natural generalization of the matroid
matching problem to delta-matroids. It should be
noted that the feasibility problem for delta-matroid
matching, i.e., the problem of ﬁnding a matching
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M such that ∂M is feasible, already generalizes the
matroid matching problem. Indeed, the feasibility
problem is equivalent to the delta-covering problem,
posed by Bouchet [7] as a generalization of the matroid parity problem. For this problem, Geelen et
al. [16] provided a polynomial-time algorithm and
a min-max theorem if a given delta-matroid is linear. Thus, for linear delta-matroids, we can ﬁnd a
feasible delta-matroid matching in polynomial time.
However, the complexity of ﬁnding a maximum deltamatroid matching for linear delta-matroids is still unknown to our knowledge. Note that a polynomialtime algorithm in Section 4 is applicable to some class
of linear delta-matroids, where a matrix is assumed
to be generic.
When a graph is bipartite and a matroid is deﬁned on each class of the vertex bipartition, the matroid matching problem, also called the independent
matching problem in this case, can be solved in polynomial time for general matroids [20], because this is
equivalent to the matroid intersection. However, the
delta-matroid matching with a bipartite graph is as
hard as that with a general graph, because a general
graph version can be viewed as the delta-matroid intersection, which easily follows from the fact that the
family of end vertices of matchings in a graph forms a
delta-matroid. In Section 5, we discuss a simpler case
where a given delta-matroid is on the one vertex side,
and show that such case can be solved in polynomial
time.
1.5

Organization

The organization of this paper is as follows. In Section 2, we explain delta-matroid theory and mixed
matrix theory. We introduce new constraints by using delta-matroids in Section 3. Section 4 presents a
polynomial-time algorithm for a generalized 2-MSMP,
and Section 5 deals with the bipartite case.
2
2.1

Matrices and delta-matroids
Graphs and matrices

Let G = (V, E) be a graph with vertex set V and
edge set E. For a subset F of E, we denote the set of
vertices incident to edges in F by ∂F . For a subset X
of V , the induced subgraph on X is a graph G[X] =
(X, E ′ ), where E ′ ⊆ E is the set of edges whose both
end vertices are included in X.
Throughout this paper, we consider a matrix over
any ﬁeld, e.g., the real ﬁeld R. For a matrix K =
(Kij ) with row set R and column set C, K[I, J] denotes the submatrix with row set I ⊆ R and column
set J ⊆ C. For a square matrix K, we denote a principal submatrix with row/column set I by K[I]. A
matrix K is called skew-symmetric if Kij = −Kji for
all (i, j) and all diagonal entries of K are zero.
A generic matrix is a matrix in which each nonzero
entry is an independent parameter. More precisely, a
matrix is generic if the set of nonzero entries is algebraically independent over some subﬁeld such as
Q. A matrix K is generic skew-symmetric if K is
skew-symmetric and {Kij | Kij ̸= 0, i < j} is algebraically independent. Let K be a generic skewsymmetric matrix with row/column set V . The support graph of K is the undirected graph H = (V, EH )
with EH = {(i, j) | Kij ̸= 0, i < j}. It is well known
that the rank of a generic skew-symmetric matrix K
is equal to the maximum size of a matching in the
support graph H (see e.g., [28, Proposition 7.3.8]).

By applying this fact to each principal submatrix of
K, we obtain the following lemma.
Lemma 2.1. Let K be a generic skew-symmetric matrix with row/column set V , and H = (V, EH ) be its
support graph. For a subset X ⊆ V , K[X] is nonsingular if and only if H[X] has a perfect matching.

2.2

Delta-matroids and greedy algorithms

Recall that a delta-matroid is a pair M = (V, F) of a
ﬁnite set V and a nonempty family F of subsets of V
that satisﬁes the symmetric exchange axiom (DM).
Let K be a skew-symmetric matrix with
row/column set V . We denote the family of nonsingular principal submatrices by
F(K) = {X ⊆ V | rank K[X] = |X|}.
Then (V, F(K)) forms an even delta-matroid, where
the empty set is feasible [4].
The twisting of a delta-matroid M = (V, F) by
X ⊆ V is a delta-matroid deﬁned by M△X =
(V, F△X), where
F△X = {F △X | F ∈ F}.
A delta-matroid M′ is equivalent to M if M′ is a
twisting of M by some X ⊆ V . A delta-matroid M
is said to be linear if M is equivalent to M(K) for
some skew-symmetric matrix K. Since M(K) is an
even delta-matroid, a linear delta-matroid is an even
delta-matroid. For X ⊆ V , the projection of M on X
is deﬁned by M|X = (V \ X, F|X), where
F|X = {F \ X | F ∈ F}.
A projection is also a delta-matroid. Note that projection does not necessarily preserve evenness.
Given a delta-matroid M = (V, F) and a weight
function c : V → R, consider the problem to ﬁnd
F ∈ F which maximizes c(F ). For this problem,
Bouchet [5] designed a greedy-type algorithm, and
Shioura and Tanaka [31] extended the algorithm to
one for jump systems [8], which is a generalization of
delta-matroids to integral points. Their result implies
that the greedy algorithm ﬁnds an optimal solution in
polynomial time under the assumption that a membership oracle for M is available, that is, we have an
oracle to check whether or not a given set F is in F.
2.3

Mixed skew-symmetric
delta-covering

matrices

and

Mixed matrix theory, introduced by Murota [28],
is one of the most signiﬁcant application of deltamatroid theory. In this section, we explain a concept
of mixed skew-symmetric matrices, which will be used
to analyze the bipartite 2-MSMP in Section 5.
Let F be a ﬁeld and K be a subﬁeld of F. A
typical example is K = Q and F = R or C. A skewsymmetric matrix A is called a mixed skew-symmetric
matrix if A is given by A = Q + T , where
(MP-Q) Q is a skew-symmetric matrix over K, and
(MP-T) T is a skew-symmetric matrix over F such
that the set of nonzero entries is algebraically
independent over K.
The rank of a mixed skew-symmetric matrix is expressed by using delta-matroids.
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Theorem 2.2 ([28, Theorem 7.3.22]). For a mixed
skew-symmetric matrix A = Q + T with row/column
set V , it holds that
rank A = max{rank Q[I] + rank T [V \ I] | I ⊆ V }
= max{|FQ △FT | | FQ ∈ F(Q), FT ∈ F(T )},
where M(Q) = (V, F(Q)) and M(T ) = (V, F(T )) are
the linear delta-matroids deﬁned by Q and T , respectively.
For a pair of delta-matroids (V, F1 ) and (V, F2 ),
the delta-covering problem is to ﬁnd F1 ∈ F1 and
F2 ∈ F2 maximizing |F1 △F2 |. This problem is a generalization of the matroid parity problem, and contains the delta-matroid intersection problem and the
delta-matroid partition problem as special cases (see
[28]). Since Geelen et al. [16] gave a polynomial-time
algorithm for the delta-covering problem for linear
delta-matroids, it follows from Theorem 2.2 that the
rank of a mixed skew-symmetric matrix A = Q + T
can be computed in polynomial time.
If A is nonsingular, we obtain a delta-covering
FQ ∈ F(Q) and FT ∈ F (T ) such that FQ ∩ FT = ∅
and |V | = |FQ |+|FT | by Theorem 2.2. This is rewritten as follows.
Corollary 2.3. Let A = Q + T be a nonsingular
mixed skew-symmetric matrix with row/column set
V . Then we can ﬁnd I ⊆ V in polynomial time such
that both Q[I] and T [V \ I] are nonsingular.
In the case that A is not nonsingular, we can also
compute in polynomial time the maximum size of
a nonsingular principal submatrix of A containing a
given column set as follows.
Lemma 2.4. Let A = Q + T be a mixed skewsymmetric matrix with row/column set V . For a
weight function c : V → R and W ⊆ V , we can
ﬁnd X which maximizes c(X) subject to W ⊆ X and
rank A[X] = |X| in polynomial time, if exists.
Proof. Since A is skew-symmetric, (V, F(A)) is a
delta-matroid. We deﬁne a weight function c̃ : V → R
by
{
N
(v ∈ W )
c̃(v) =
,
c(v) (v ∈ V \ W )
where N is an integer larger than cmax |V | with cmax =
maxv∈V c(v). Let X be a maximum weight feasible
solution for (V, F(A)) and c̃, which can be obtained
by the greedy algorithm. Then X ⊇ W holds if and
only if X maximizes c(X) subject to W ⊆ X and
rank A[X] = |X|. If X ⊉ W , there does not exist Y
satisfying W ⊆ Y and rank A[Y ] = |Y |.
In the greedy algorithm, it is necessary to determine whether a given X ⊆ V is in F(A) or not. This
is equivalent to computing the rank of A[X], which
can be done in polynomial time by solving the linear
delta-covering problem. Thus a membership oracle
for (V, F(A)) is available, which implies that we can
ﬁnd an optimal X in polynomial time.
3

Generalization of 2-MS-constraints with
delta-matroids

In this section, we introduce a new class of deltamatroids, which generalizes the MS-constraints with
k(D) ≤ 2.
Let L be a skew-symmetric matrix with nonnegative diagonals. The row/column set of L is denoted
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by V . The matrix L = (Lij ) is called generic if the
set {Lij | Lij ̸= 0, i ≤ j} is algebraically independent.
Deﬁne F(L) = {X ⊆ V | rank L[X] = |X|}. For a
subset S ⊆ V , let us denote
F :=F(L)△S
={X△S | rank L[X] = |X|, X ⊆ V }.

(2)

We now deﬁne a generalized 2-MS-constraint as follows.
X ⊆ V satisﬁes a generalized 2-MS-constraint
if X ∈ F .
(3)
We show that the generalized 2-MS-constraints
extend MS-constraints with k(D) ≤ 2 in Example 3.1, and include constraints which cannot be represented by MS-constraints in the other examples.
Example 3.2 deals with multi-master single-slave constraints introduced by Amanuma and Shigeno [1], and
Example 3.3 explains matching constraints. While we
assume S = ∅ in Examples 3.1–3.3, we show the utility of S in Example 3.4.
Example 3.1. (2-MS-constraint) Let D be a directed graph. Under the assumption that k(D) ≤ 2,
the directed graph D consists of the following three
kinds of components:
(a)

◦

(b)

◦ ←− ◦

(c)

◦ ←→ ◦

MS-constraints (1) arising from (a), (b), and (c) correspond to F(La ), F(Lb ), and F(Lc ), where
(
)
(
)
p k
0 k
La = (p) , Lb = −k 0 , and Lc = −k 0
with constants p > 0 and k ̸= 0. Here, La , Lb , and
Lc are skew-symmetric matrices with nonnegative diagonals.
Example 3.2. (multi-master single-slave constraint) Amanuma and Shigeno [1] introduced the
following variant of the MSMP, motivated by the observation of a staﬀ scheduling with new staﬀs. Given
an undirected graph G = (V, E) and a directed graph
D = (V, A), we say that a multi-master single-slave
matching is a matching M in G satisfying
u ∈ ∂M, N + (u) ̸= ∅ ⇒ N + (u) ∩ ∂M ̸= ∅,

(4)

where N + (u) = {v ∈ V | (u, v) ∈ A}. Note that
if k(D) ≤ 2, then the family of multi-master singleslave matchings coincides with that of master-slave
matchings. They showed that this problem can be
solved in polynomial time if each connected component of D has (i) exactly one slave vertex, or (ii) two
slave vertices u, v with (u, v), (v, u) ∈ A. One can see
that such two polynomially solvable constraints can
be represented by a generalized 2-MS-constraint with
generic L.
Example 3.3. (matching constraint) Let H =
(V, EH ) be an undirected graph and W ⊆ V . We
denote the matching delta-matroid of H by (V, FH ),
i.e., F ∈ FH if there exists a matching M with ∂M =
F . Consider
F = {F ∪ X | F ∈ FH , X ⊆ W },
which is represented by generalized 2-MS-constraints
as follows. Let K be a generic skew-symmetric matrix
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whose support graph coincides with H, P = (Pij ) be
a generic diagonal matrix given by
{
pi (i ∈ W ),
Pii =
0 (i ∈ V \ W )
and L = K + P . Then F = F(L) holds.
In the case of W = ∅, this constraint arises in
the maximum cycle subgraph problem in a 2-edgecolored multigraph [3]. A 2-edge-colored multigraph
is a graph which has red edges and blue edges. A cycle
subgraph is a union of disjoint cycles whose successive edges diﬀer in color. It is known that a maximum
cycle subgraph can be found in polynomial time by
the maximum matching problem. Let Gr and Gb be
the subgraphs consisting of all the red edges and all
the blue edges, respectively. We know that the maximum cycle subgraph problem is equivalent to ﬁnding
a maximum cardinality matching M in Gr subject to
∂M is feasible for the matching delta-matroid of Gb .
We here provide a simple example. In the graph
depicted in Figure 1, H = (V, EH ) is given by EH =
{(um , us ), (vm , vs )} and W = {w, um , vm }. In this
case, F is represented by a generic skew-symmetric
matrix L = K + P with nonnegative diagonals, where
w

w
0
um  0
K = vm 
0
us
0
vs
0
and

w

w
p1
um 
P = vm 

us
vs

um
0
0
0
−k1
0

vm
0
0
0
0
−k2

um

vm

us
0
k1
0
0
0
us

vs

0
0 
k2 

0
0
vs



.


p2
p3
0
0

Example 3.4. (size constraint) We discuss other
constraints by using a twisting operation. The following two examples are motivated by a scheduling
problem in which the number of assigned workers is
limited.
Let us assume that there are n workers v1 , v2 , . . . ,
vn and we have to choose at most one worker among
them. This constraint is expressed by F(L1 )△S1 ,
where
v
 1
v1
p
v2  −k2
L1 = .. 
.
.  ..
vn −kn

v2
k2
0
..
.
0

···
···
···
..
.
···

vn

kn
0 
and
.. 
. 
0

S1 = {v1 }.

Then we have
F(L1 )△S1 = {∅, {v1 }, {v2 }, . . . , {vn }}.
We give another example. For two integers m and
n (m ≤ n), let Km,n be a complete bipartite graph
with vertex sets U and V . We denote the matching
delta-matroid of Km,n by (U ∪ V, F2 ). For S2 = U ,
F2 △S2 is the family of all the subsets of size m.
This means that we have to choose exactly m workers
among U ∪ V .

Table 1: The distinction among three kinds of constraints.
Ex. 1

constraints

feasible set

a

∅, {a}, {a, b},
{a, c}, {a, b, c}

D = (V, A)
b
a
b
c

L is generic

(

p
−k1
−k2

(

a
b
c

L is over Q
Ex. 2

c

1
−1
−1

k1
0
0
1
0
0

k2
0
0

)

)

∅, {a}, {a, b},
{a, c}
∅, {a}, {a, b},
{a, c}

1
0
0

constraints

feasible set

a

d

b
(
a
0

c

∅, {a, b, c, d}

D = (V, A)

L is generic

k1
0
b −k1 0
k3
c
0 −k3 0
d −k2 −k4 −k5

L is over Q

a 0 1 0
b −1 0 2
c 0 −2 0
d 2 −3 −4

(

)

k2
k4
k5
0

−2
3
4
0

)

∅, {a, b},
{a, d}, {b, c},
{b, d}, {c, d},
{a, b, c, d}
∅, {a, b},
{a, d}, {b, c},
{b, d}, {c, d}

It should be noted that the deﬁnition (3) does not
extend MS-constraints with k(D) ≥ 3. Examples in
Table 1 show distinction among MS-constraints, generalized 2-MS-constraints with generic L, and generalized 2-MS-constraints with L over Q, where S = ∅.
In this section, we prove that (V, F) given by (2)
forms a projection of a certain even delta-matroid,
and thus a delta-matroid. We ﬁrst show the following
lemma.
Lemma 3.5. Let L = K + P be a skew-symmetric
matrix with nonnegative diagonals, and V be the
row/column set of L. Then L is nonsingular if and
only if there exists a nonsingular principal submatrix
of K containing K[V \ W ], where W is a row/column
set of P corresponding to positive diagonals.
Proof. Since P is a diagonal matrix, we have
∑
det L =
det K[V \ X] · det P [X]
X⊆V

=

∑

det K[V \ X] · det P [X]

(5)

X⊆W

by the deﬁnition of W . Figure 3 shows submatrices K[V \ X] and P [X]. Since K[V \ X] is skewsymmetric, det K[V \ X] ≥ 0 holds. Moreover, we
have det P [X] > 0 for X ⊆ W . Hence each term
of (5) is nonnegative. Thus, L is nonsingular if and
only if there exists X ⊆ W such that K[V \ X] is
nonsingular.
Let W be the row/column set of P corresponding
to positive diagonals. The copy of W is denoted by
Wc . For X ⊆ W , Xc denotes a copy of X included
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Theorem 3.7. Suppose F is given by (2). The pair
(V, F) is a projection of the linear delta-matroid (Wc ∪
V, F̃) on Wc , where F̃ is deﬁned by (8).

V

Proof. The projection of (Wc ∪ V, F̃) on Wc is given
by (V, F̃|Wc ), where

K=
V \X

F̃|Wc = {F \ Wc | F ∈ F̃}
= {(X△S̃) \ Wc | rank L̃[X] = |X|, X ⊆ Wc ∪ V }

+. .
P =

X

.
+
+

0..

.

= {(X ∩ V )△S | rank L̃[X] = |X|, X ⊆ Wc ∪ V }.

W

0

Figure 3: A skew-symmetric matrix K and a diagonal
matrix P .

in Wc . We deﬁne a skew-symmetric matrix L̃ in the
form of
 Wc
Wc
O
L̃ = W  −P [W ]
W
O

W
W

P [W ]
O
K[W ]
K[W, W ] ,
K[W , W ] K[W , W ]

(6)

where W = V \ W . The matrices L and L̃ are related
as follows.
Lemma 3.6. The following (i) and (ii) hold.
(i) For any X ⊆ Wc ∪ V such that L̃[X] is nonsingular, L[X ∩ V ] is nonsingular.
(ii) For any Y ⊆ V such that L[Y ] is nonsingular,
there exists a nonsingular matrix L̃[Ỹ ] satisfying
Ỹ ⊆ Wc ∪ V and Ỹ ∩ V = Y .
Proof. We ﬁrst prove (i). Let us denote X ∩ Wc by
Zc and its copy by Z ⊆ W . By the deﬁnition of L̃, it
holds that
det L̃[X] = det L̃[Zc , Z] · det L̃[Z, Zc ]
· det L̃[X \ (Z ∪ Zc )].

(7)

Since P [W ] is a diagonal matrix with positive entries,
both det L̃[Zc , Z] and det L̃[Z, Zc ] are nonzero. By
det L̃[X] ̸= 0, it holds that det L̃[X \ (Z ∪ Zc )] =
K[X \ (Z ∪ Zc )] ̸= 0. Since K[X \ (Z ∪ Zc )] contains
K[X ∩ W ], L[X ∩ V ] is nonsingular by Lemma 3.5.
We next prove (ii). Since L[Y ] is nonsingular,
there exists a nonsingular principal submatrix K[Y ′ ]
with Y ′ ∩W = Y ∩W and Y ′ ⊆ Y by Lemma 3.5. We
denote Y \Y ′ by Z. By setting Ỹ = Zc ∪Y , we obtain
a nonsingular matrix L̃[Ỹ ] satisfying Ỹ ⊆ Wc ∪ V and
Ỹ ∩ V = Y .
For S̃ = S ∪ Wc , we deﬁne
F̃ :=F(L̃)△S̃
={X△S̃ | rank L̃[X] = |X|, X ⊆ Wc ∪ V }.

(8)

Since L̃ is a skew-symmetric matrix, (Wc ∪ V, F̃) is a
linear delta-matroid. Lemma 3.6 leads to the following theorem.
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If X ⊆ Wc ∪ V satisﬁes rank L̃[X] = |X|, then
L[X ∩ V ] is nonsingular by (i) in Lemma 3.6. This
implies F̃|Wc ⊆ F . Conversely, if Y ⊆ V satisﬁes
rank L[Y ] = |Y |, it follows from (ii) in Lemma 3.6
that there exists Ỹ ⊆ Wc ∪ V such that L̃[Ỹ ] is nonsingular and Ỹ ∩V = Y . Hence, Y △S = (Ỹ ∩V )△S ∈
F̃|Wc . Thus we obtain F ⊆ F̃|Wc .
The following corollary follows from Theorem 3.7,
because a projection of a delta-matroid is also a deltamatroid. Note that the resulting delta-matroid is not
necessarily linear.
Corollary 3.8. Suppose F is given by (2). The pair
(V, F) is a delta-matroid.
Remark 3.9. In [32], Takazawa introduced a new
class of delta-matroids called simultaneous deltamatroids. A pair (V, F) is called a simultaneous deltamatroid if it satisﬁes the following simultaneous exchange property:
(SDM) For F, F ′ ∈ F and u ∈ F △F ′ , there exists v ∈ F △F ′ such that F △{u, v} ∈ F and
F ′ △{u, v} ∈ F.
The simultaneous delta-matroid properly includes
even delta-matroids. We can show that the pair
(V, F) given by (2) is a simultaneous delta-matroid.
4

Generalized 2-MSMP

In this section, we discuss non-bipartite matching
problem with generalized 2-MS-constraints, and show
that it can be solved in polynomial time if L is generic.
Note that Examples 3.1, 3.3–3.4 and a polynomially solvable class in Example 3.2 have a generic L.
Thus, matching problems with these constraints can
be solved in polynomial time.
Let G = (V, EG ) be a graph, and c : EG → R+
be an edge weight. For a subset S ⊆ V , let F =
F(L)△S, where L = K + P is a skew-symmetric matrix with nonnegative diagonals. Note that (V, F) is
a delta-matroid by Corollary 3.8. The generalized 2MSMP is the problem to ﬁnd a matching M ⊆ EG in
G which maximizes c(M ) subject to ∂M ∈ F .
The main theorem of this section is the following.
Theorem 4.1. If a skew-symmetric matrix L with
nonnegative diagonals is generic, the generalized 2MSMP can be solved in O(|V |3 ) time.
We ﬁrst reduce the generalized 2-MSMP to ﬁnding
a maximum weight matching with common end vertices in two undirected graphs. Let L̃ be a generic
skew-symmetric matrix deﬁned by (6), and H̃ =
(Wc ∪ V, ẼH ) be its support graph.
For a delta-matroid (V, F), we have
F = {(X \ Wc )△S | rank L̃[X] = |X|, X ⊆ Wc ∪ V }
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Wc
um

w

vm

W

V \W
us
vs
Figure 4: The graph H̃ of Example 4.2, where bold
lines show edges in a matching.

by Theorem 3.7. Since L̃ is generic, we obtain
F = {(∂MH \ Wc )△S | MH : matching in H̃}
by Lemma 2.1. Thus, the given problem is rewritten
as a problem to ﬁnd a matching MG in G which maximizes c(MG ) such that there exists a matching MH
in H̃ with (∂MH \ Wc )△S = ∂MG .
Example 4.2. Consider the graph depicted in Figure 1 again. The matrix L = K + P is given in Example 3.3. Figure 4 represents H̃, and let MH be a
matching shown by bold lines. Since S = ∅, we have
{w, um , vm , vs } = (∂MH \ Wc )△S ∈ F .

Then M is a matching in Γ satisfying VG ∪ VH ∪ VS ⊆
∂M and γ(M ) = c(MG ).
Thus, a matching M in Γ has a corresponding
matching MG in G, and vice versa.
By Lemma 4.3, we reduce the generalized 2-MSMP
to maximum weight matching problem in Γ. Thus, we
can solve this problem in O(|V |3 ) time [15; 23]. This
completes the proof of Theorem 4.1.
5

Generalized 2-MSMP in bipartite graphs

In this section, we discuss a class of the generalized 2MSMP, called the generalized 2-MSMP in a bipartite
graph. Let L = K + P be a skew-symmetric matrix
with nonnegative diagonals over Q . Given a bipartite
graph G = (V + , V − ; E) and a delta-matroid M =
(V − , F(L)), we ﬁnd a maximum cardinality matching
M in G satisfying ∂M ∩ V − ∈ F(L). We remark that
L is not assumed to be generic, which is diﬀerent from
Section 4. Instead, we assume S = ∅ in this section.
In Section 5.1, we show the polynomial solvability
of this problem with the aid of mixed matrix theory
described in Section 2.3. We further impose capacity
constraints to the problem in Section 5.2.
5.1

Algorithm via mixed skew-symmetric
matrices

We prove the following theorem.

Thus, the matching given in Figure 1 satisﬁes generalized 2-MS-constraints.

Theorem 5.1. The generalized 2-MSMP in a bipartite graph can be solved in polynomial time.

The above problem is reduced to the maximum
weight matching problem as follows. Let VG and VH
be copies of V , and VS be a copy of S ⊆ V . The copies
of i ∈ V are denoted by iG ∈ VG , iH ∈ VH , and iS ∈
VS . For G = (VG , EG ) and H̃ = (Wc ∪ VH , ẼH ), we
construct a graph Γ = (VG ∪VH ∪VS ∪Wc , EG ∪ẼH ∪Ẽ)
with

We show that the generalized 2-MSMP in a bipartite graph can be solved by a greedy algorithm
for an even delta-matroid. For a matching M in
G = (V + , V − ; E), we denote ∂M ∩ V + by ∂ + M and
∂M ∩ V − by ∂ − M . A copy of V − is denoted by V̂ − .
We also denote a copy of X ⊆ V − by X̂ ⊆ V̂ − . Let
T = (Tij ) be a generic matrix given by Tij ̸= 0 if
(i, j) ∈ E and Tij = 0 otherwise. We now construct
a matrix A = Ǩ + P̌ with

Ẽ = {(iG , iH ) | i ∈ V \S}∪{(iG , iS ), (iS , iH ) | i ∈ S}.
The weight γ(e) of an edge e ∈ EG ∪ ẼH ∪ Ẽ is given
by
{
c(e) (e ∈ EG )
γ(e) =
.
0
(e ∈ ẼH ∪ Ẽ)
Then the generalized 2-MSMP and Γ are related as
follows.
Lemma 4.3. For a matching M in Γ with VG ∪ VH ∪
VS ⊆ ∂M , the set MG = M ∩ EG is a matching in
G with ∂MG ∈ F and c(MG ) = γ(M ). Conversely,
for a matching MG in G with ∂MG ∈ F , there exists
a matching M in Γ with VG ∪ VH ∪ VS ⊆ ∂M and
γ(M ) = c(MG ).
Proof. Let M be a matching in Γ satisfying VG ∪VH ∪
VS ⊆ ∂M . We deﬁne MG = M ∩ EG and MH =
M ∩ ẼH . Then (∂MH \ Wc )△S corresponds to ∂MG
by the deﬁnition of Ẽ. Hence, MG is a matching
satisfying ∂MG ∈ F and c(MG ) = γ(M ).
Next, let MG be a matching in G such that there
exists a matching MH in H̃ with (∂MH \ Wc )△S =
∂MG . We deﬁne
M = MG ∪ MH ∪ {(iS , iH ) | i ∈ S \ ∂MH }
∪ {(iG , iS ) | i ∈ S ∩ ∂MH }
∪ {(iG , iH ) | i ∈ (V \ S) \ ∂MH }.

+
 V
V+
O

Ǩ = V −  −T ⊤
V̂ −
O
+

V
V+ O
P̌ = V −  O
V̂ −
O

V−
T
O
−I
V−
O
O
O

V̂ − 
O

I ,
K
V̂ − 
O 
O ,
P

where I denotes an identity matrix. Then the generalized 2-MSMP in a bipartite graph and A are related
as follows.
Lemma 5.2. Let X be a subset of V + ∪ V − ∪ V̂ −
which maximizes |X ∩ V + | subject to X ⊇ V − ∪
V̂ − and rank A[X] = |X|. Then G has a maximum
cardinality matching M with ∂ − M ∈ F(L) which
satisﬁes |M | = |X ∩ V + |.
Proof. Let X satisfy X ⊇ V − ∪ V̂ − and rank A[X] =
|X|. Then, by Lemma 3.5 applied to A[X], there
exists a nonsingular skew-symmetric submatrix Ǩ[Y ]
of Ǩ[X] such that Y ⊇ (X ∩ V + ) ∪ V − . Since Ǩ[Y ]
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is skew-symmetric, there exists X − ⊆ V − such that
Ǩ[X ∩ V + , X − ] and Ǩ[X̂ − ∩ Y ] are nonsingular. The
nonsingularity of Ǩ[X ∩ V + , X − ] implies that G has
a matching M with ∂ − M = X − by Lemma 2.1. Thus
we obtain |M | = |X − | = |X∩V + |. Since Ǩ[X̂ − ∩Y ] is
nonsingular, A[X̂ − ] is also nonsingular by Lemma 3.5,
which implies ∂ − M = X − ∈ F (L).
Next, let M be a matching in G with ∂ − M ∈ F (L)
and X = ∂ + M ∪ V − ∪ V̂ − . Then we have |M | =
|X ∩ V + |. We denote ∂ − M by X − . Since T [X ∩
V + , X − ] and L[X̂ − ] are nonsingular, det A[X] has a
nonzero expansion term, which implies that A[X] is
nonsingular by the genericity of T .
Thus, X has a corresponding matching M in G,
and vice versa.
For L = K + P , let W ⊆ V̂ − be the row/column
set of L which corresponds to positive diagonals of
P , and Wc be its copy. Since A is in the form of a
skew-symmetric matrix with nonnegative diagonals,
we deﬁne Ã by
+
 V
O
 −T ⊤

Ã = 
O
O

V−
T
O
O
−I

Wc
O
O
L̃

V̂ − 
O
I 



in a similar way to (6). Then Ã is a mixed skewsymmetric matrix where T is the only generic matrix.
We denote the row/column set of Ã by Ṽ . Let
X be a subset of Ṽ maximizing |X ∩ V + | subject
to X ⊇ V − ∪ V̂ − and rank Ã[X] = |X|. It should
be noted that such X exists, because Ã[V − ∪ V̂ − ]
is nonsingular. By Lemma 3.6, X \ Wc maximizes
|X ∩V + | subject to X \Wc ⊇ V − ∪ V̂ − and rank A[X \
Wc ] = |X \ Wc |. Hence, Lemma 5.2 implies that G
has a maximum cardinality matching M with ∂ − M ∈
F(L) which satisﬁes |M | = |(X \ Wc ) ∩ V + |.
By Lemma 2.4, we can ﬁnd such X by a greedy algorithm for an even delta-matroid M(Ã) = (Ṽ , F(Ã))
and a weight function c : Ṽ → R+ deﬁned by
{
1 (v ∈ V + )
c(v) =
.
0 (v ∈ V − ∪ Wc ∪ V̂ − )
Then we obtain I and J such that T [I, J] is nonsingular by applying Corollary 2.3 to Ã[X]. A perfect
matching M in G[I ∪ J] is an optimal solution of the
generalized 2-MSMP in a bipartite graph. Thus, M
can be found in polynomial time, which completes the
proof of Theorem 5.1.
Remark 5.3. If L is generic, we can reduce the
generalized 2-MSMP in a bipartite graph to a nonbipartite matching problem. In this case, the matrix
Ã is regarded as a generic skew-symmetric matrix, because I can be replaced by a generic diagonal matrix.
Let H(Ã) be the support graph of Ã. By the deﬁnition of Ã, we have a matching M0 in H(Ã) which
satisﬁes ∂ + M0 ⊇ V̂ − and ∂ − M0 ⊇ V − . We can obtain an optimal matching by setting M0 as an initial
matching and applying an augmenting path type algorithm. This graph H(Ã) is essentially equivalent to
a graph Γ deﬁned in Section 4.
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Remark 5.4. It is shown in [1; 19] that the MSMP
with k(D) = 3 is NP-hard even if G is bipartite. Since
the MS-constraint with k(D) = 3 can be represented
by a (non-linear) delta-matroid, this fact implies that
the delta-matroid matching with a bipartite graph is
NP-hard in general.
5.2

Algorithm for capacity-constrained case

We now deal with the generalized 2-MSMP in a bipartite graph with capacity constraints. Suppose that
we are additionally given a partition (V1+ , . . . , Vm+ ) of
V + and positive integers r1 , . . . , rm . Our task is to
ﬁnd a maximum cardinality matching M in G subject
to ∂ − M ∈ F (L) and |∂M ∩ Vi+ | ≤ ri for 1 ≤ i ≤ m.
In a similar way to Section 5.1, this problem can
be solved by a greedy algorithm for an even deltamatroid as follows. Let us deﬁne
m
U = {u11 , . . . , u1r1 , u21 , . . . , u2r2 , . . . , um
1 , . . . , u rm }

and î ∈ V̂ + be a copy of i ∈ V + . For k = 1, . . . , m, we
denote by Tk′ a generic matrix such that (uki , j) entry
is nonzero if j ∈ Vk+ and 0 if j ∈ V + \ Vk+ for i =
1, . . . , rk . Let T ′ be a generic matrix with row set U
and column set V̂ + such that T ′ [{uk1 , . . . , ukrk }, V̂ + ] =
Tk′ . We now construct a mixed skew-symmetric matrix
 U
O
 −T ′⊤


Ã′ =  O
 O
 O
O

V̂ +
T′
O
−I
O
O
O

V + V − Wc V̂ − 
O
O
O
O
I
O
O
O 


.

Ã


Let Ṽ ′ denote the row/column set of Ã′ . Then
we can prove the following lemma in a similar way to
Section 5.1.
Lemma 5.5. Let X be a subset of Ṽ ′ maximizing
|X ∩ U | subject to X ⊇ V̂ + ∪ V + ∪ V − ∪ V̂ − and
rank Ã′ [X] = |X|. Then, G has a maximum cardinality matching M with ∂ − M ∈ F(L) and |∂M ∩ Vi+ | ≤
ri for 1 ≤ i ≤ m which satisﬁes |M | = |X ∩ U |.
Let X be a subset of Ṽ ′ deﬁned in Lemma 5.5.
Such X is found by applying a greedy algorithm to
an even delta-matroid M(Ã′ ) = (Ṽ ′ , F(Ã′ )) and a
weight function c : Ṽ ′ → R+ deﬁned by
{
1 (v ∈ U )
c(v) =
.
0 (v ∈ Ṽ ′ \ U )
We can construct from X an optimal solution M of
the generalized 2-MSMP in a bipartite graph with
capacity constraints in a similar way to Section 5.1.
Thus we obtain the following theorem.
Theorem 5.6. The generalized 2-MSMP in a bipartite graph with capacity constraints can be solved in
polynomial time.
If L is generic, we can reduce the generalized 2MSMP in a bipartite graph with capacity constraints
to a maximum cardinality matching problem in a similar way to Remark 5.3.
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Concluding remarks

We have generalized the 2-MS-constraints using a
skew-symmetric matrix L with nonnegative diagonals, and showed that matching problem with this
generalized constraint can be solved in polynomial
time when L is generic and when a graph is bipartite. The key observation is that the generalized 2MS-constraint is a projection of a certain even deltamatroid (Corollary 3.8). Let us remark that the arguments in Sections 4 and 5 are applicable to a projection of generic and linear delta-matroid, respectively,
and hence Theorems 4.1 and 5.1 can be extended to
such projected delta-matroid cases.
As mentioned in Section 1, our class is a special
case of the delta-matroid matching, but uniﬁes previously known classes of polynomially solvable problems such as [1; 3; 18]. An important broader class of
the delta-matroid matching is the case where a deltamatroid is linear, which is a generalization of the linear matroid matching and the linear delta-covering.
It may be interesting to adapt some eﬃcient algorithms such as [11; 29] to the linear delta-matroid
matching.
Acknowledgement
The authors are grateful to Satoru Iwata for fruitful
comments on this topic, and Maiko Shigeno for telling
us the paper [1].
References
[1] T. Amanuma and M. Shigeno. Matching problems with dependence constraints. manuscript,
2011.
[2] V. Aggarwal. A Lagrangian relaxation method
for the constrained assignment problem. Computers and Operations Research, 12:97–106,
1985.
[3] J. Bang-Jensen and G. Gutin. Alternating cycles
and paths in edge-coloured multigraphs: A survey. Discrete Mathematics, 165/166:39–60, 1997.
[4] A. Bouchet. Representability of ∆-matroids.
Combinatorics, Colloquia Mathematica Societatis János Bolyai, 52:167-182, 1988.
[5] A. Bouchet. Greedy algorithm and symmetric
matroids. Mathematical Programming, 38:147–
159, 1987.
[6] A. Bouchet. Matchings and ∆-matroids. Discrete
Applied Mathematics, 24:55–62, 1989.
[7] A. Bouchet. Coverings and delta-coverings. Lecture Notes in Computer Science 920 (IPCO
1995), pages 228–243, 1995.
[8] A. Bouchet and W. H. Cunningham. Deltamatroids, jump systems and bisubmodular polyhedra. SIAM Journal on Discrete Mathematics,
8:17–32, 1995.
[9] S. Canzar, K. Elbassioni, G. Klau, and J. Mestre.
On tree-constrained matchings and generalizations. Lecture Notes in Computer Science 6755
(ICALP 2011), pages 98–109, 2011.
[10] R. Chandrasekaran and S. N. Kabadi. Pseudomatroids. Discrete Mathematics, 71:205–217,
1988.

[11] H. Y. Cheung, L. C. Lau, and K. M. Leung. Algebraic algorithms for linear matroid parity problems. Proceedings of the 22nd ACM-SIAM Symposium on Discrete Algorithms (SODA), 2011.
[12] A. Dress and T. F. Havel. Some combinatorial properties of discriminants in metric vector
spaces. Advances in Mathematics, 62:285–312,
1986.
[13] T. Fleiner, A. Frank, and S. Iwata. A constrained
independent set problem for matroids. Operations Research Letters, 32:23–26, 2004.
[14] H. N. Gabow and M. Stallmann. An augmenting
path algorithm for linear matroid parity. Combinatorica, 6:123–150, 1986.
[15] H.N. Gabow. Implementation of Algorithms
for Maximum Matching on Nonbipartite Graphs.
PhD thesis, Department of Computer Science,
Stanford University, 1973.
[16] J. F. Geelen, S. Iwata, and K. Murota. The linear
delta-matroid parity problem. Journal of Combinatorial Theory, Series B, 88:377–398, 2003.
[17] A. Hefner. A min-max theorem for a constrained
matching problem. SIAM Journal on Discrete
Mathematics, 10:180–189, 1997.
[18] A. Hefner and P. Kleinschmidt. A constrained
matching problem. Annals of Operations Research, 57:135–145, 1995.
[19] A. Hefner and P. Kleinschmidt. A polyhedral approach for a constrained matching problem. Discrete & Computational Geometry, 17:429–437,
1997.
[20] M. Iri and N. Tomizawa. An algorithms for solving the ‘independent assignment problem’ with
application to the problem of determining the
order of complexity of a network (in Japanese).
Transactions of the Institute of Electronics and
Communication Engineers of Japan, 57A:627–
629, 1974.
[21] P. M. Jensen and B. Korte. Complexity of matroid property algorithms. SIAM Journal on
Computing, 11:184–190, 1982.
[22] B. Korte and J. Vygen. Combinatorial Optimization: Theory and Algorithms. Springer-Verlag,
2006.
[23] E. L. Lawler. Combinatorial Optimization: Networks and Matroids. Holt, Rinehart and Winston, New York, 1976.
[24] J. Lee, M. Sviridenko, and J. Vondrak. Matroid
matching: the power of local search. Proceedings of the 42nd ACM Symposium on Theory of
Computing (STOC), 2010.
[25] L. Lovász. Matroid matching and some applications. Journal of Combinatorial Theory Series
B, 28:208–236, 1980.
[26] L. Lovász. Selecting independent lines from a
family of lines in a space. Acta Scientiarum
Mathematicarum, 42:121–131, 1980.
[27] L. Lovász. The matroid matching problem. In
L. Lovász and V. T. Sös, editors, Algebraic Methods in Graph Theory, Vol. II, pages 495–517.
North-Holland, 1981.

91

CRPIT Volume 128 - Theory of Computing 2012

[28] K. Murota. Matrices and Matroids for Systems
Analysis. Springer-Verlag, Berlin, 2000.
[29] J. B. Orlin and J. H. Vande Vate. Solving the linear matroid parity problem as a sequence of matroid intersection problems. Mathematical Programming, 47:81–106, 1990.
[30] A. Schrijver. Combinatorial Optimization —
Polyhedra and Eﬃciency. Springer-Verlag, 2003.
[31] A. Shioura and K. Tanaka. Polynomial-time algorithms for linear and convex optimization on
jump systems. SIAM Journal on Discrete Mathematics, 21:504–522, 2007.
[32] K. Takazawa. Optimal matching forests and valuated delta-matroids. Lecture Notes in Computer Science 6655 (IPCO 2011), pages 404–416,
2011.

92

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

How to guard a graph against tree movements
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Abstract
This paper shows that the optimization problem arising from the guarding game played between the cop
and robber players on an undirected graph can be
approximated within a factor of Θ(log n) when the
robber region is a tree.
Keywords: Guarding game, Set cover, Greedy approximation.
1

Takayoshi Sakamaki1

Introduction

The guarding game is a combinatorial game played
by two players, the robber player and the cop player,
on a graph G = (V, E) in which the vertex set V
is partitioned into the robber region R and the cop
region C. The robber player has a single pawn, a
robber, while the cop player may use several pawns,
cops. The players alternate their turns, starting with
the robber player in which she places the robber on
some vertex in R, followed by the cop player in which
she places all of her cops on vertices in C. Throughout
the game playing each player can see every corner of G
so she knows on which vertex every pawn is currently
located. Each player is allowed to move any number
of her pawns in her turn, each of them from vertex
v it currently sits to one of v’s neighboring vertices
in G. The robber, however, cannot move to a vertex
occupied by a cop as the robber would be caught by
a cop by doing so. On the other hand, any cop is
not allowed to enter the robber region R. The goal of
the robber player is that the robber eventually moves
into the cop region C whereas that of the cop player
is to prevent it. A state of the game is given by the
positions of all the pawns in G. Each player moves
her pawn(s) according to some strategy, which is a
function mapping each state, i.e., (current) positions
of all the pawns in G, to (next) positions of her own
pawn(s) to which they can move from the given state.
A robber (cop) strategy is winning if, when the robber
(cop, resp.) player plays according to it, she wins
against all the possible cop (robber, resp.) strategies.
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The guarding problem, introduced in (Fomin et al.
2008), is the problem of computing the minimum
number of cops required to protect the cop region
C against all the possible robber strategies. More
formally, it is to compute the minimum number of
cops, given G = (V, E) and bipartition (R, C) of V ,
such that there exists a winning strategy of the cop
player when the guarding game is played on G and
(R, C) with that number of cops. Fomin et al. showed
in (Fomin et al. 2008) that
• When R induces a path in G, the guarding problem can be solved in polynomial time by reduction to the min cost ﬂow problem.
• When R induces a cycle in G, the guarding game
can be approximated in polynomial time within
a factor of 2.
• When R induces a tree in G, the guarding problem is NP-hard, the decision version is in NP, and
the parameterized version is W [2]-hard. Moreover, the set cover problem can be reduced to the
guarding problem with R being a tree in approximation preserving manner, implying that the approximation ratio guaranteed in polynomial time
is Ω(log n) for the latter problem unless NP ⊆
DTIME(npoly log n ) (Lund et al. 1994).
• When G is a directed graph and R is a directed
acyclic graph, the guarding problem is PSPACEcomplete.
Following the work listed above, it was shown
in (Thirumala Reddy et al. 2009) that
• When R induces an arbitrary graph, the decision version of the guarding problem is PSPACEhard.
• When R induces a wheel graph the decision version is NP-hard.
• When R induces a star graph, a clique, and
a wheel graph, the guarding problem can be
approximated within factors of H(|R|), 2H(|R|)
and H(|R|) + 3/2, respectively, where H(k) =
1 + 1/2 + · · · + 1/k.
It was Nagamochi (Nagamochi 2011) who came up
with an aﬃrmative answer to the question of polynomial solvability, left open in (Fomin et al. 2008),
when R induces a cycle.
In this paper we consider the case when R induces
an arbitrary tree, and show that the guarding problem can be approximated, in such a case, within a
factor of H(|R|). Thus, this shows that the same
approximation bound of H(|R|) obtained in (Thirumala Reddy et al. 2009) for the case of R being a star
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graph can be extended to the case of an arbitrary tree.
Moreover, when our result is combined with the hardness results of (Lund et al. 1994) and (Fomin et al.
2008), the polynomial time approximation guarantee
for the case of an arbitrary tree becomes Θ(log n).

In light of this lemma, approximation of the minimum cop strategy can be reduced to that of the minimum point cop strategy, and the latter is the one we
do next.
3

2

In this section the approach shown in Fomin et al.
(2008) for the case when the robber region is a path
will be extended to the case when it is a tree.
A cop strategy is called a point strategy if the
next moves of cops are determined solely by the vertex (point) where the robber currently is, and not on
where the cops are. Let Xi be the multiset of vertices of C on which the cops are placed, according
to some point strategy, when the robber is located
at vertex ri for i ∈ {1, · · · , n1 }, where n1 = |R|.
(Xi is a multiset as more than one cop can sit on
a vertex). Then, this point cop strategy can be fully
speciﬁed by these Xi ’s. Conversely, let Xi be a multiset of vertices of C for i ∈ {1, · · · , n1 } such that (1)
∥Xi ∥ = ∥Xj ∥ for any i, j ∈ {1, · · · , n1 } (where ∥X∥
denotes the total counts of elements in X), and (2)
the cops, if positioned at Xi , can change their positions to Xj in one step whenever (ri , rj ) is an edge
in G[R]. Then, a point cop strategy can be realized
by placing the cops at Xi in response to the robber’s
move to ri ∈ R, ∀i ∈ {1, · · · , n1 }. For these reasons, any point strategy will be often denoted by a
sequence, ⟨Xi | i = 1, · · · , n1 ⟩, of Xi ’s satisfying the
two conditions above.
Let us assume from now on that the robber region
is a tree T . A robber strategy is called direct if the
robber-player places her robber at the root of T , and
then keeps moving it in one-way direction towards a
leaf of T while entering the cop region C whenever
possible (thus, the robber visits vertices in T by getting there directly without detour).
Consider any cop strategy that can guard the cop
region C against any direct robber strategy. Let Xi
be the multiset of vertices of C on which the cops are
placed when the robber moves to vertex ri following
some direct strategy. For any vertex ri in T there
exists a direct strategy that tries to move the robber
to ri , and as the robber cannot enter the protected
region C (so it cannot go anywhere else but within
T ), the robber actually gets there. Moreover, it makes
identical moves before arriving at ri under any of such
direct strategies, and hence, Xi is well-deﬁned as well
as uniquely determined by ri .
Suppose ri is a parent of rj in T . Then, a team of
cops positioned at Xi can move to the new position
Xj in one turn. But then, it is also possible for the
team to move backward, from Xj to Xi in one turn,
as the graph is undirected. Thus, such Xi ’s give rise
to the point cop strategy ⟨Xi | i = 1, · · · , n1 ⟩.
Lemma 1. The minimum number of cops required by
a point winning strategy to protect the cop region C
is no larger than that of cops required by any winning
strategy to protect C.
Proof. As shown above, any cop strategy that can
protect C at least against all the direct strategies implies the existence of a point strategy that can protect
C against all the robber strategies and that can do so
with the same number of cops. Therefore, if any cop
strategy uses the number of cops less than the minimum number of cops required by a point winning
strategy, such a strategy cannot protect even against
all the direct strategies.
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Reduction to Set Cover

Point Strategies and Direct Strategies
We use an auxiliary graph A as in Fomin et al. (2008).
Let each of C 1 , C 2 , · · · , C n1 be a copy of C, each of
C i corresponding to vertex ri in T . For each vertex ck ∈ C, C i has its copy cik in it. The vertices
in C i are connected to those in C j iﬀ (ri , rj ) is an
edge in T (thus, each C i is an independent set in A),
and between such C i and C j , cik ∈ C i and cjl ∈ C j
are connected by an edge iﬀ either k = l or (ck , cl )
is an edge in G[C]. So, C i and C j are connected,
if (ri , rj ) is an edge in T , by an edge set E ij =
{(cik , cjl ) | either k = l or (ck , cl ) is an edge in G[C]}.
The
graph A is now
vertex set
∪ auxiliary
∪ speciﬁed by
i
ij
ri ∈V (T ) C and edge set
(ri ,rj )∈E(T ) E .
Let ⟨Xi | i = 1, · · · , n1 ⟩ be a point cop strategy.
Recall that each Xi is a multiset of vertices of C, and
from now on, we set Xi to the corresponding multiset of vertices of C i for each i ∈ {1, · · · , n1 }. Recall
again that, when (ri , rj ) is an edge in T , all the cops
positioned at Xi can get in one step to positions Xj
(and vice versa), that is, there is a matching within
E ij between vertices of Xi and Xj . Pick any cop to
be used in ⟨Xi | i = 1, · · · , n1 ⟩. It is straightforward
to observe that 1) the cop occupies some unique vertex within each C i , and 2) for each edge (ri , rj ) of T
the vertex occupied by the cop in C i and the one in
C j are connected by an edge in A. Therefore, those
vertices occupied by a single cop induce a tree in A
having exactly one vertex in each C i , and thus, any
point cop strategy induces a collection of such trees
in A, where the number of trees is that of cops used
in the strategy. Let us call such a tree in A proper,
i.e., the one having exactly one vertex in C i for all
i ∈ {1, · · · , n1 }. The other direction is also easy to
observe; any collection of k proper trees in A speciﬁes a point cop strategy using k cops, where each
proper tree speciﬁes the move of a single cop entirely
corresponding to the robber’s move on T .
Now that the equivalence between a point cop
strategy and a collection of proper trees is established,
let us consider next the property to be satisﬁed by a
point strategy so that it becomes winning, and the
corresponding property to be satisﬁed by a collection
of proper trees. Let Γi denote the set of all the vertices in C adjacent to ri in T . Whenever the robber
moves to ri in T in any robber player’s turn, unless
all the vertices in Γi become occupied by cops in the
following turn of the cop player, the robber can enter C in the next turn, and thus the cop player loses.
Conversely, if the cop player can immediately position cops at all the vertices in Γi whenever the robber
moves to ri for any ri ∈ T , then the cop player never
loses, which is a win for her. Therefore, a point cop
strategy ⟨Xi | i = 1, · · · , n1 ⟩ is winning iﬀ Γi ⊆ Xi
for all ri ∈ T , and this corresponds to the condition
for a collection of proper trees in A such that every vertex in Γi ⊆ C i is contained in at least one of
the proper trees. The guarding problem thus can be
reduced to the problem of computing the minimum
collection of proper trees in A, given A and Γi ⊆ C i
for
∪ each i ∈ {1, · · · , n1 }, such that every vertex in
i∈{1,··· ,n1 } Γi is contained in at least one of proper
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trees in the collection. Since this
∪ is the problem of
“covering” all the vertices in i∈{1,··· ,n1 } Γi by the
smallest number of proper trees in A, it can be considered to be the set cover problem:
Lemma 2. The guarding problem can be reduced to
the set cover problem in which the family of all the
proper trees in A (or their vertex sets to be more
precise)
is the family of subsets, and the vertices in
∪
i∈{1,··· ,n1 } Γi are those elements to be covered by
subsets.
(Note: there is no need to cover any vertex not in
any of Γi ’s, and although the standard set cover does
not include such elements not needed to be covered,
we may simply ignore the existence of such elements).
4

Greedy Approximation

It is well known that the best performance guarantee
in approximating the set cover problem is attained
by the greedy algorithm, in which the subset containing the largest number of uncovered elements in it is
repeatedly found and chosen into the solution, until
all the elements become covered. The approximation
ratio guaranteed by the greedy algorithm is H(smax ),
where smax is the size of the largest subset in a given
instance (Johnson 1974, Lovasz 1975).
To run the greedy algorithm on A and Γi ⊆ C i
for each i ∈ {1, · · · , n1 }, one needs to ﬁnd a proper
tree containing the maximum number of vertices,
not yet covered by already chosen proper trees, in
∪
i∈{1,··· ,n1 } Γi . Notice that one cannot go over all
the proper trees existing in A to ﬁnd such a proper
tree simply because there are too many of them. It is
possible though to eﬃciently compute the best proper
tree by a rather simple algorithm, which we will describe below.
Fix any vertex in T , say r1 , as its root, and order
the vertices in C i ’s accordingly. That is, if ri is the
parent of rj in T , cik ∈ C i is the parent of cjl ∈ C j
when (cik , cjl ) ∈ E ij . The descendant/ascendant relation is also deﬁned
accordingly. Let us color all
∪
the vertices in i∈{1,··· ,n1 } Γi red, and all the others
white.
1. For each vertex cik in A we compute the maximum number, denoted sik , of red vertices that
can be covered by a proper subtree rooted at
cik and the subtree itself, denoted Tki , containing that many red vertices. Suppose that the
computation of all sjl ’s and all Tlj ’s is completed
within C j for each child rj of ri (Initially, ri is
such a vertex only if it is a leaf in T ). Then, we
set
∑
max{sjl | (k, l) ∈ E ij }+δ
sik =
j:rj is a child of ri in T

for each cik in C i , where δ = 1 if cik is red and
δ = 0 otherwise. At the same time Tki is composed by connecting, via cik , all of Tlj ’s with the
corresponding sjl ’s each attaining the maximum
value in the summation.
2. Eventually, sik ’s and Tki ’s will be computed for all
cik ’s in A, the last ones being for those vertices in
C 1 . Then, Tk1 with s1k being the largest among
all the s1 values in C 1 is a proper tree containing
the maximum number of red vertices.

3. Choose Tk1 into our solution, and before going for
the next search, recolor all the red vertices in Tk1
to white.
4. Repeat all the above as long as there remains a
red vertex in A.
The correctness of this algorithm can be easily veriﬁed by the mathematical induction on the number of
vertices in T .
To ﬁnd one proper tree containing the maximum number
of red vertices (i.e., those still uncov∪
ered in i∈{1,··· ,n1 } Γi ), besides initializing sik = 0
and Tki = NULL for all the “leaves” C i ’s and all
cik ’s in C i , the algorithm traverses every edge in A
exactly once in the computation of sik ’s and Tki ’s.
Hence, it takes O(|R|(|C| + |E(G[C])|)) to ﬁnd such
a tree,
∑ where O(|R||C|) time for initialization and
O( (ri ,rj )∈E(T ) |E ij |) = O(|R|(|C| + |E(G[C])|)) for
the others. As there exist at most |R||C| red vertices
to be covered at the outset, the overall running time of
the greedy algorithm is O(|R|2 |C|(|C| + |E(G[C])|)).
In each iteration the algorithm above chooses a
proper tree containing the maximum number of red
vertices, and as any proper tree cannot contain more
than |R| red vertices in it, we have
Theorem 3. The guarding problem can be approximated, by the greedy algorithm presented above, with
approximation ratio of H(|R|) ≤ log |R| + 1 when R
induces a tree.
When this theorem is combined with reduction of
the set cover problem to the guarding problem with
tree R (Fomin et al. 2008) and the lower bound for
set cover approximation (Lund et al. 1994), we have
Corollary 4. When R induces a tree the approximation ratio that can be guaranteed in polynomial
time for the guarding problem is Θ(log n) unless NP
⊆ DTIME(npoly log n ).
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Abstract
Inspired by the planted l-partition model, the hierarchical random graph model and observations on real
networks we define a community structure of a graph
as a partition of the nodes into at least two sets with
the property that each node has connections to relatively many nodes in its own set compared to any
other set in the partition. We refer to the sets in such
a partition as communities. We show that it is NPhard to compute a community containing a given set
of nodes. On the other hand, we show how to compute a community structure in polynomial time for
any connected graph containing at least four nodes
except the star graph Sn .
1

Introduction

Much research has been done in the field of detection
of community structure in networks with many natural applications (the world wide web, communication
networks, social networks, biological networks, etc.)
and we refer to the excellent work of Fortunato (2010)
for a thorough and up-to-date review of the subject.
A community structure can be loosely defined as a
partition of the nodes into communities such that
there is relatively many connections internally in each
community. Even though it is intuitively clear what a
community structure is, it seems hard to give a precise
quantitative definition of the concept and according
to Lancichinetti & Fortunato (2009) ”... there is still
no agreement among scholars on what a network with
communities looks like”. Nevertheless, ”... there has
been a silent acceptance of a simple network model
...” for modeling networks with community structure (again citing (Lancichinetti & Fortunato 2009)).
This model is the planted l-partition model (Condon
& Karp 2001) in which a partition of the nodes is
”planted” and nodes within the same group will connect to each other with a higher probability compared
to nodes belonging to different groups in the partition. The hierarchical random graph-model (Clauset
et al. 2007, 2008) follows the same principle with respect to the probabilities for setting up connections,
and this model is described in more detail below. The
aim of this paper is to present what we believe to be
an obvious and intuitively clear definition of a community based on these models – and supported by
Copyright c 2012, Australian Computer Society, Inc. This
paper appeared at the 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

observations on real world networks (Choffnes et al.
2010, Guimera et al. 2006) – and analyze the computational complexity of detecting communities.
1.1

Related Work

Newman & Girvan (2004) define the modularity measure for partitions and argue that a high value of
the modularity measure indicates strong community
structure and Brandes et al. (2008) show that finding
a partition with maximum modularity is NP-hard.
Many apparently successful heuristics have been proposed to optimize the modularity, but it should be
noted that modularity involves ”counterintuitive” aspects according to Brandes et al. (2008) and Fortunato & Barthélemy (2007). Flake et al. (2000, 2004)
define a community as a set of nodes C such that each
node in C has at least as many connections to nodes in
C as to nodes outside C, and Radicchi et al. (2004)
and Kristiansen et al. (2004) use similar definitions
of a community even though Kristiansen et al. (2004)
use the term strong defensive alliance for such a set.
Flake et al. allow multiple connections between two
nodes and show that detecting a community structure based on their definition is NP-hard (Flake et al.
2004). Now consider the graph shown in Fig. 1 with 6
cliques where each clique contains 5 nodes and where
each node is connected to the 4 other nodes in their
clique and some random nodes not in their own clique.
The cliques would not form a partition into communities according to the definitions in (Flake et al. 2000,
Radicchi et al. 2004) which seems counterintuitive:
The clique in the upper left corner is not a community according to the definition by Flake et al.
Clauset et al. (2007, 2008) present a model for producing graphs with hierarchical community structure
– communities within communities – so called hierarchical random graphs. Clauset et al. assume that the
nodes set up connections independently with probabilities that depend on their ”degree of relatedness”.
Typically, the probabilities increase the more related
the nodes are in what Clauset et al. refer to as the
”traditional picture of communities”. Other definitions of communities are presented in (Olsen 2008,
2009) by the author of this paper. In (Olsen 2009)
it is suggested to define a community structure as
a partition where each node has at least as many
connections to nodes in their own set as to nodes in
any other set. Detecting community structures based
on this definition is showed to be NP-hard in (Olsen
2009) in the general setting where multiple connections between two nodes are allowed. The suggested
definition in (Olsen 2009) leaves room for improvement since it ignores the cardinality of the sets in the
partition.
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Figure 1: The cliques do not constitute a community structure according to the definition of a community by
Flake et al. (2000, 2004).
Choffnes et al. (2010) analyze a network of 10.000
BitTorrent (BT) users with a connection between
two users if they share interest in the same content.
Choffnes et al. show ”that strong communities form
naturally in BT, with users inside a typical community being 5 to 25 times more likely to connect to each
other than with outside users.” Guimera et al. (2006)
study an e-mail network of approximately 1700 users
at the University Rovira i Virgili, Tarragona, Spain.
An edge connecting two users a and b shows that a has
send an e-mail to b and that b has replied. The users
are affiliated with different centers and Guimera et al.
present two ”typical cases” of centers where the users
on average connect with a higher probability to users
in their own center compared to the other centers.
1.2

Contribution and Outline

We present intuitively clear formal definitions of
community structures and communities in Sect. 2.
The definitions are supported by the observations on
real networks (Choffnes et al. 2010, Guimera et al.
2006) just presented and inspired by network models (Clauset et al. 2007, Condon & Karp 2001, Lancichinetti & Fortunato 2009) where nodes belonging
to the same group are more likely to connect to each
other compared to nodes from different groups. We
show in Sect. 3 that the community detection problem is NP-hard when we require the community to
contain a given subset of the nodes. Finally, we show
in Sect. 4 how to compute a community structure in
polynomial time for any connected graph containing
at least four nodes except Sn . This means that we can
efficiently compute a community containing a given
node for any node in almost any connected graph.
Before presenting the definitions of community
structures and communities we will briefly explain
some notation used in this paper. The graphs considered in this paper are unweighted and undirected.
For such a graph G(V, E) we will let Ni (T ) denote the
neighbours of i in T ⊆ V : Ni (T ) = {j ∈ T : {i, j} ∈
E}. A partition Π of V is a collection of non-empty
disjoint subsets of V with union V . We let Πi denote
the set in Π containing i. The star graph Sn contains
n + 1 nodes where one of the nodes is connected to
the n other nodes that all have degree 1.
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2

Defining Community Structures and Communities

Inspired by the empirical work of Choffnes et al.
(2010) and Guimera et al. (2006) we will use the
following generalization of the planted l-partition
model (Condon & Karp 2001) and the assortative version of the hierarchical random graph-model (Clauset
et al. 2007, 2008) to motivate our definition of community structures and communities in a graph G(V, E):
Let the creation of edges be controlled by a stochastic process where the binary random variable Xij ∈
{0, 1} is 1 if and only if {i, j} ∈ E for i 6= j ∈ V . Now
assume, that we have a partition Π of the nodes such
that each node i connects to another node in Πi with
an average probability that is at least as high as the
average probability for i connecting to a node in C
for any C ∈ Π. Formally, the assumption is that the
following holds for all i ∈ V and all C ∈ Π:
P
P
j∈Πi \{i} P (Xij = 1)
j∈C\{i} P (Xij = 1)
≥
.
|Πi | − 1
|C|
(1)
This leads us to the following definition of a community structure Π: For any node i ∈ V we simply
require the number of connections to nodes in Πi divided by |Πi | − 1 to be at least as high as the number
of connections to any other community C ∈ Π divided
by |C|. We are not claiming to be the first to present
this definition but we have not been able to find it
anywhere else in the literature. The formal definition
is as follows:
Definition 1. A Community Structure for an undirected graph G(V, E) is a partition Π of V such that
|Π| ≥ 2 and |C| ≥ 2 for all C ∈ Π and
∀i ∈ V, ∀C ∈ Π :

|Ni (C)|
|Ni (Πi )|
≥
.
|Πi | − 1
|C|

(2)

If we use expectations on both sides on the inequality in (2) we get (1) – please note that we are
not assuming independence of the random variables.
You might argue that our definition of a community
structure is too strict since we can not expect that the
inequality in (2) holds for all the nodes. It should
be noted that our intractability result in Sect. 3 implies that computing non-trivial partitions (ie. with
at least two sets) not separating the nodes in a given
set is NP-hard if we require (2) to hold for a maximum
number of nodes.
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A community is simply defined as a member of a
community structure:

• Question: Does a community C ⊂ V exist such
that S ⊆ C?

Definition 2. A community is a member of a community structure.

We will show that the COMMUNITY problem
is intractable by reducing the problem of deciding
whether a given boolean formula in conjunctive normal form is satisfiable or not. This problem is known
to be NP-complete even for formulas where each
clause contains exactly three different literals (Garey
& Johnson 1979). The formal definition of the problem we will reduce is the following:

This definition of a community is in some sense
global: you have to be sure that all other nodes belong to some other community before you can conclude that a subset is a community. Consider for example a node with degree 1 that connects to a big
clique. According to our definition the clique is not a
community. Whether this is reasonable is left to the
judgment of the reader.
Before formally studying the computational complexity of computing communities we will look at the
definition of community structures and communities
from a more informal angle. The setting of our example is a reception with beers and snacks where people
walk around and chat. Imagine you are in a group of
people where you know 41 of the people but you notice
another group where you know 23 of the members. In
this case, you might decide to join that other group.
At some point the formation of groups might reach an
equilibrium state (a Nash equilibrium in game theoretic terms) where all the guests at the reception are
satisfied. This equilibrium is a community structure
and the groups are communities according to our definition. We prove that there is a non-trivial1 equilibrium for (almost) any reception and that this equilibrium is computable in polynomial time. If we on
the other hand require that a certain bunch of people should stay together we show that the problem
of computing a non-trivial equilibrium becomes NPhard.
3

Computing Communities Containing Specific Nodes

A graph can allow several community structures according to Definition 1 and as we will see in the next
section it is possible to efficiently compute a community structure for any graph containing at least four
nodes except for star graphs (that clearly do not allow
any community structure). We might obtain three
different community structures by dividing users according to their gender, education and center affiliation respectively in the e-mail graph from (Guimera
et al. 2006). Given that there may be multiple community structures it would certainly be useful with an
algorithm that given partial information on the community structure would compute a community structure consistent with the partial information – or a
partition of the nodes consistent with the partial information and with a minimum number of nodes violating (2). As an example, we would maybe like to
compute all members of a center given a set of known
members of the center in the e-mail graph presented
in (Guimera et al. 2006). We now show that it is
NP-hard to compute community structures – or partitions with a minimum number of nodes violating (2)
– given partial information ruling out a polynomial
time algorithm if NP6=P. To be more precise we will
show that the following problem is NP-complete:
Definition 3. The COMMUNITY problem:
• Instance: A pair (G, S) consisting of an undirected graph G(V, E) and a subset of nodes S ⊆
V.
1

If all people form one group we have a trivial equilibrium.

Definition 4. The 3SAT problem:
• Instance: A boolean formula f in conjunctive
normal form where each clause contains exactly
three different literals.
• Question: Is f satisfiable?
We now formally state and prove the intractability
of the COMMUNITY problem.
Theorem 1. COMMUNITY is NP-complete.
Proof. The COMMUNITY problem is clearly a member of NP.
We will now show how to reduce the 3SAT problem to the COMMUNITY problem. Let f represent
an instance of 3SAT with m clauses where each clause
consists of three different literals on the boolean variables x1 , x2 , . . . , xn . We transform f into the COMMUNITY instance (G, S) in polynomial time in the
following steps – a generic instance (G, S) is depicted
in Fig. 2 and Fig. 3 provides a more specific example with the COMMUNITY instance corresponding
to f = (x1 ∨ x2 ∨ x3 ) ∧ (!x1 ∨ x2 ∨ x3 ) ∧ (x1 ∨!x2 ∨!x3 ) ∧
(!x1 ∨ x2 ∨!x3 ):
1. We start by adding the clauses {c1 , c2 , . . . , cm }
and the literals {x1 , !x1 , x2 , !x2 , . . . , xn , !xn } to V
and connect each clause with its three literals
with edges in E.
2. We add another group of nodes {z1 , z2 , . . . , zn }
to V and add the edges {zi , xi } and {zi , !xi } to
E for i = 1, 2, . . . , n.
3. Another group {w1 , w2 , . . . , wm } of nodes is
added and a literal now connects to an arbitrarily picked w-node for each connection to a clause
or a z-node. We can assume that a literal occurs
in no more than m − 1 clauses – if a literal occurs
in m clauses we transform f into a yes-instance.
4. A layer of m + n unnamed nodes is inserted into
V and all of these nodes connect to all w-nodes.
5. G is expanded with the nodes {y1 , y2 , . . . , ym }
and the edges {yi , ci } and {yi , wi } for i =
1, 2, . . . , m.
6. Finally, we let S consist of the clauses and the zand y-nodes.
Before formally showing that f is a yes-instance of
3SAT if and only if (G, S) is a yes-instance of COMMUNITY, we present some less formal remarks to
explain the basic idea of the part of the proof concerning the if-direction. The edges between the znodes and the literals are there to make sure that at
least one of the literals xi or !xi has to join the nodes
in S if we want to form a community containing S
for i = 1, 2, . . . n. The y-nodes, w-nodes and the unnamed nodes ensure that no more than n literals join
S. This makes it possible for us to interpret the literals joining S as a truth assignment that satisfies f
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Figure 2: The (G, S) COMMUNITY instance where the members of S are the grey nodes. There are no
internal connections in any of the groups. If there is no text on the arrow connecting two groups of nodes then
it means, that nodes with identical indices are connected. As an example {zi , xi }, {zi , !xi } ∈ E for i = 1, . . . , n.
because the clause nodes satisfy the inequality in (2).
For the ”only if”-direction, it should be noted that
the literals connect to the w-nodes in order to satisfy the inequality in (2) even if they do not join the
members of S.
We now show that the two instances are equivalent:
• Now assume, that f is a yes-instance of 3SAT.
Let C ⊆ V contain S and all the literals corresponding to the satisfying assignment for f :
xi ∈ S if xi = True and !xi ∈ S if xi = False.
Consider as an example the COMMUNITY instance in Fig. 3 where the truth assignment
(False,False,True) satisfies f . If we consider the
partition Π = {C, C̄} with C = S ∪ {!x1 , !x2 , x3 }
then we notice that |C| = |C̄| and we also notice that at least half of the neighbours of any
node i are members of Πi so C is clearly a community. It is not hard to verify that (G, S) is a
yes-instance by checking (2) for Π = {C, C̄} in
the general case.
• Let C ⊂ V be a community containing S. We
now argue that C contains exactly one of the literals xi or !xi for i = 1, 2, . . . n: If C neither contains xi nor !xi then (2) will not be satisfied for
zi . If, on the other hand, C contains more than
n literals it forces all other nodes to be members
of C producing a contradiction with C ⊂ V – all
the w-nodes have to join C to keep the y-nodes
happy. All the c-nodes have at least one literal
neighbour in C so the literals that join C define
a satisfying assignment for f .

4

Computing Community Structures Without Membership Information

G(V, E) containing at least four nodes except Sn (n ≥
3).
Proof. We will set up a polynomial time local search
among certain partitions of V and prove that the result of the local search is a community structure.
Specifying the Search Space S:
If we have a
node u in a subset C of V such that u is connected
to all other nodes in C, then we will refer to u as
a center of C (∀v ∈ C \ {u} : {u, v} ∈ E). We now
define the search space S to be the set of all partitions
Π of V with |Π| ≥ 2 such that the following holds for
all C ∈ Π: 1) |C| ≥ 2 and 2) C has a center. The
neighbours of a partition Π ∈ S are partitions in S
that can be made by moving one node from one set to
another set of Π or by letting two nodes form a new
set.
The Initial Candidate Solution: We pick
four different nodes u1 , u2 , u3 and u4 such that
{u1 , u2 }, {u3, u4 } ∈ E. Now we expand the collection
{{u1, u2 }, {u3 , u4 }} with one node at a time carefully
making sure that each set contains at least two elements and has a center. Sometimes we might have
to form a new set containing the new node and another node. By using induction on the total number
of nodes in the sets in the collection it is not hard to
show that it is always possible to add a node and still
have a collection of sets with at least two nodes and
a center. Thus an element Π(1) ∈ S can be computed
in polynomial time.
The Objective Function: For a partition Π we
define g(Π) as the number of edges in the complement
graph of G connecting nodes in different members of
Π. In other words, g(Π) is defined as the following
number where Ē is the complement of E:

In this section we show how to compute a community structure in polynomial time for almost any connected graph. Basically, it is possible unless it is obvious that such a community structure does not exist.

We now use local search on S to maximize the following function:

Theorem 2. A community structure can be computed
in polynomial time for any connected undirected graph

h(Π) = |Π| + g(Π) .
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{{u, v} ∈ Ē : u ∈ C1 and v ∈ C2 for C1 6= C2 ∈ Π}

.

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

w1

w2

w3

fully connected

w4

7 nodes

y1
y2
x1

z1

!x 1

x2

z2

!x 2

x3

z3

!x 3

y3
y4
c1

c2

c3

c4

Figure 3: The (G, S) COMMUNITY instance where the members of S are the grey nodes for the 3SAT instance
f = (x1 ∨ x2 ∨ x3 ) ∧ (!x1 ∨ x2 ∨ x3 ) ∧ (x1 ∨!x2 ∨!x3 ) ∧ (!x1 ∨ x2 ∨!x3 ). The truth assignment (False,False,True)
satisfies f and C = S ∪ {!x1 , !x2 , x3 } is a community.
We start with the candidate solution Π(1) ∈ S and
pick a neighbour of Π(1) if h increases for that neighbour (if there are several neighbours for which h increases we pick one at random). The process is repeated until h can not be improved locally.
Analysis: We will now prove by contradiction that
the result Π(∗) of the local search is a community
structure. Assume that there is an i ∈ V and C ∈
Π(∗) violating (2) meaning that
|Ni (Πi )|
|Ni (C)|
<
.
|Πi | − 1
|C|

(3)

The set Πi ∈ Π(∗) must contain at least three elements. We now consider the following cases:
• |C| = 2 and |Πi | = 3: The node i is connected
to the center of Πi but not to the third node in
Πi (otherwise the left hand side of (3) would be
1), and i must have connections to both nodes in
C. If i is moved to C we would obtain a higher
value of h – a contradiction.
• |C| = 2 and |Πi | > 3: The node i is not connected
to any other node in Πi besides the center of Πi
(otherwise i could establish a new set with the
other node and we would obtain a higher value
of h for the resulting partition). Thus there is
at least two nodes in Πi with no connections to
i and no more than one in C implying that h
would increase if i moved – a contradiction.
• |C| > 2 and |Πi | > 3: By following the same line
of reasoning as above i is only connected to the
centers of C and Πi . From (3) we now conclude
that |Πi |−1 > |C|. Once again, h would increase
if i joined C – yet another contradiction.

The local search can be done in polynomial time
since each step in the process can be carried out in
.
polynomial time and h(Π(∗) ) ≤ n + n(n−1)
2
As a corollary of Theorem 2 we can efficiently compute a community containing a given node for any
node in any connected graph containing at least four
nodes except Sn . It should be noted that a community may consist of two nodes that are connected with
an edge in the graph – if we observe two nodes that
are connected we can not exclude the possibility that
these nodes form a small community.
We conclude this paper with some suggestions for
future work on computing communities following the
definitions presented in Sect 2. It would be interesting to analyze the computational complexity for
computing communities for various bounds on |S| or
to investigate the complexity of computing community structures for various bounds on the number of
communities for the case S = ∅.
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Abstract
In typical applications, a priority queue is used to
execute a sequence of n insert, m decrease, and n
delete-min operations, starting with an empty structure. We study the performance of different priority queues for this type of operation sequences both
theoretically and experimentally. In particular, we
focus on weak heaps, weak queues, and their relaxed variants. We prove that for relaxed weak heaps
the execution of any such sequence requires at most
2m + 1.5n lg n element comparisons. This improves
over the best bound, at most 2m + 2.89n lg n element comparisons, known for the existing variants of
Fibonacci heaps. We programmed six members of
the weak-heap family of priority queues. For random
data sets, experimental results show that non-relaxed
versions are performing best and that rank-relaxed
versions are slightly faster than run-relaxed versions.
Compared to weak-heap variants, the corresponding
weak-queue variants are slightly better in time but
not in the number of element comparisons.
Keywords: Data structures, priority queues, weak
heaps, weak queues, shortest paths
1

Jyrki Katajainen2

Introduction

A priority queue is an important data structure that
is used for implementing many fundamental algorithms, like Dijkstra’s algorithm for computing shortest paths (Dijkstra 1959) and Prim’s algorithm for
finding minimum spanning trees (Prim 1957). For a
comparison function operating on a totally ordered
set of elements, priority queues often support the
operations insert, delete, delete-min (extracting an
element with the minimal value), and decrease (decreasing the value of a given element).
For some applications, it is natural to require
find -min (determining the location of the current
minimum) to be a constant-time operation. This
means that the other operations are responsible for
updating the pointer to the minimum after each modification to the data structure. However, in many
applications, fast find -min is not essential since it
is always followed by delete. Hence, instead of updating the minimum pointer after each modification,
delete-min finds the minimum before the deletion.
Copyright c 2012, Australian Computer Society, Inc. This
paper appeared at the 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

To guarantee a theoretically-optimal behaviour
in applications, as those mentioned above, a priority queue that provides decrease in O(1) (amortized or worst-case) time must be used. Fibonacci
heaps (Fredman and Tarjan 1987) were the first priority queues that achieve this. In fact, they provide optimal amortized time bounds for all operations (O(1) per insert and decrease, and O(lg n)
per delete-min, where n is the size of the heap).
In previous experimental studies (Stasko and Vitter
1987, Cho and Sahni 1998, Bruun et al. 2010), binary heaps (Williams 1964), pairing heaps (Fredman
et al. 1986), leftist trees (Crane 1972), or weak queues
(Vuillemin 1978) have been reported to perform best,
even though none of them is theoretically optimal. In
addition, several recent papers present alternatives to
Fibonacci heaps and claim their superiority (Takaoka
2003, Haeupler et al. 2009, Chan 2009, Elmasry 2010).
In this paper we investigate the theoretical and
practical performance of weak heaps, weak queues,
and their relaxed variants. A perfect weak heap is
a binary-tree representation of a heap-ordered binomial tree (Vuillemin 1978). A weak queue, as it was
named in (Elmasry et al. 2005), is a binomial queue
represented using binary trees, i.e. it is a collection of
perfect weak heaps. In general, a weak heap (Dutton
1993) is not necessarily perfect, i.e. its size need not
be a power of two.
Relaxed heaps were introduced by Driscoll et
al. (1988) to support decrease in O(1) worst-case time.
The basic idea, applied by Driscoll et al. to binomial
queues (Vuillemin 1978), is to permit some nodes to
violate heap order, i.e. the element stored at a potential violation node may be, but is not necessarily,
smaller than the element stored at its parent. Driscoll
et al. described two forms of relaxed heaps: runrelaxed heaps and rank-relaxed heaps. Run-relaxed
heaps achieve the same bounds as Fibonacci heaps,
even in the worst case per operation. For rank-relaxed
heaps, the O(1) time bound for decrease is amortized,
but the transformations needed for reducing the number of potential violation nodes are simpler than those
required by run-relaxed heaps.
We are interested in priority queues that support
all operations as efficiently as relaxed heaps. Furthermore, we work towards optimizing the bounds on
the number of element comparisons needed to perform the underlying operations. The core difference
between our structures and those in (Driscoll et al.
1988) is that the latter rely on heap-ordered binomial
trees (Vuillemin 1978) while ours use pointer-based
weak heaps. In comparison to relaxed heaps, our
key improvements are twofold. First, we immigrate
the transformations of Driscoll et al. into the binarytree setting; we call the underlying forest of relaxed
weak heaps a relaxed weak queue. Second, to improve
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the bound on the number of element comparisons per
delete-min operation, we use a single pointer-based
weak heap instead of a weak queue, and show how
to perform the priority-queue operations accordingly;
we call the resulting structure a relaxed weak heap.
We remark that run-relaxed weak queues were introduced in (Elmasry et al. 2005) and rank-relaxed weak
queues in (Edelkamp 2009). The description of both
weak-queue variants in this paper is a refinement to
the ones in the two technical reports.
We also show that relaxed weak heaps can be
made competitive to, and even improve over, all existing priority queues. Starting with an empty structure, the execution of any sequence of n insert, m
decrease, and n delete-min operations requires at
most 2m + 1.5n lg n element comparisons for rankrelaxed weak heaps, while the best bound known for
Fibonacci heaps is 2m + 2.89n lg n element comparisons, and for other priority queues even higher.
Experimental results show that our implementations of weak queues and weak heaps are competitive with highly-tuned implementations of binary, Fibonacci, and pairing heaps, even in an application like
the computation of shortest paths. For weak queues,
one additional advantage is small space consumption.
We show that, at any given time, rank-relaxed weak
queues store at most one potential violation node per
level. This leads to the use of at most 2n + O(lg n)
full-length words and n words of lg lg n + O(1) bits
each, in addition to the space used by the elements.
The main body of the text consists of three
parts. After reviewing some related structures in Section 2, we recall the functionality of relaxed heaps
and introduce relaxed weak queues as their binarytree-based variants in Section 3. In Section 4, we
introduce relaxed weak heaps as their single-heap
variants that achieve a better bound on the number of element comparisons performed. In Section 5,
we report the experimental results comparing our
priority-queue implementations to their natural competitors, when computing the single-source shortest
paths using Dijkstra’s algorithm, and when handling
some other syntactic operation sequences. We end
the paper with a short conclusion in Section 6.
2

Related Structures

In the basic setting, we consider operation sequences
that consist of n insert, m decrease, and n delete-min
operations, starting with an empty structure. Using
some known data structures, reviewed briefly in this
section, our reference sequence can be executed in
Θ((m + n) lg n) or Θ(m + n lg n) worst-case time. The
difference between these two bounds is significant in
theory, but that seems not to be typically the case in
practice. For m = O(n) the bounds are the same, and
for m = Ω(n lg n) the difference is a logarithmic factor. Often, like in Dijkstra’s algorithm, the decrease
operations are conditional: Only if the given value
is smaller than the current value, a decrease operation is executed; otherwise, nothing is done. Hence,
data structures supporting decrease in Θ(lg n) time
are noteworthy candidates for everyday use.
Below, we give a summary of the related structures
that we compare against in this paper.
Binary heaps. Assuming that all insert operations are executed first, binary heaps can process
our sequence of operations in O((m + n) lg n) worstcase time, involving at most m lg n + 2n lg n + 2n
element comparisons. Often in the literature, binary heaps are considered in a context where only
insert and delete-min operations are to be supported.
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To support decrease (and delete), one must ensure
that pointers given to the elements remain valid; this
means that the elements are to be stored indirectly. In
a typical case, when operating on random data sets,
O(1) work is expected in connection with each insert
and decrease; and delete-min is expected to perform
lg n + O(1) element comparisons (when relying on a
bottom-up heapifying strategy).
Fibonacci heaps. With the potential function used
in (Fredman and Tarjan 1987), for our reference sequence, Fibonacci heaps can be shown to perform
at most 3m + 2.89n lg n element comparisons. However, using a slight modification, the bound can be
brought down to 2m + 2.89n lg n. The number of
trees in the heap can grow up to n, and a single
delete-min can take Θ(n) time. We can restrict the
number of roots to 1.44dlg ne, but decrease may then
require Θ(lg n) time in the worst case (Kaplan and
Tarjan 2008). Hence, Fibonacci heaps cannot match
the worst-case performance of run-relaxed heaps. Our
experiments show that the reference sequence can be
handled faster by a carefully-coded Fibonacci-heap
implementation than by an existing implementation
in LEDA (Mehlhorn and Näher 1999). In turn, we
raise the question about the reliability of experimental results reported in earlier studies that used an
implementation of Fibonacci heaps as a baseline.
Pairing heaps. In the theory community, the analysis of pairing heaps has attracted lots of attention.
Fredman (1999) was able to show that the amortized
cost of decrease is not a constant. In spite of this, for
a long time, it has been known (see, e.g. (Stasko and
Vitter 1987)) that the practical performance of pairing heaps is good. The number of element comparisons performed per delete-min, though O(lg n) in the
amortized sense, can be up to Θ(n) in the worst case.
In spite of the theoretical setback, because of its simplicity and ease of implementation, a carefully-coded
pairing-heap implementation is practically relevant.
2-3 heaps. This data structure was one of the early
alternatives to Fibonacci heaps. It performs at most
2m + 3n lg n + n element comparisons when handling
our reference sequence (Takaoka 2003). A 2-3 heap
is also efficient in practice as verified by our experiments. The main drawback is maintainability: very
few people understand the internals of its implementation, and accordingly are able to change its code.
Violation heaps. This data structure is one of
the recent alternatives to Fibonacci heaps (Elmasry
2010). The theoretical analysis hides larger constants
than those proved for Fibonacci heaps. However, this
can be an artifact of the analysis, not the data structure itself. Our experiments showed that in several
cases this data structure performs well.
3

Relaxed Weak Queues

A weak queue is a binomial queue (Vuillemin 1978)
implemented as a collection of binary trees. The root
of a tree has only one child, the right child if any,
which in turn roots a complete binary tree. Hence,
the size of every tree is a power of two. The rank of
a tree is the binary logarithm of its size. The distinguished ancestor of a node x is the parent of x if x is a
right child, and the distinguished ancestor of the parent of x if x is a left child. The weak-heap ordering
enforces that no element is smaller than that at its
distinguished ancestor. These trees (with the weakheap-order property) are called perfect weak heaps.
Two basic primitives used in the manipulation of
perfect weak heaps are join and split. A join links
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two trees of rank r by making the root with the larger
value, say y, the child of the other root, say x. The
right subtree of x becomes the left subtree of y, and
the rank of x is increased to r + 1. A split is the
reverse of a join; a tree of rank r + 1 is divided into
two trees of rank r.
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Registries

The data structure that keeps track of the tree roots is
called a root registry. In the standard implementation
(Vuillemin 1978), there is at most one tree per rank.
Several alternatives have been proposed to achieve
better per-operation bounds in the worst case (see,
e.g. (Driscoll et al. 1988, Elmasry et al. 2008a)). In
the implementation proposed in (Driscoll et al. 1988),
any number of trees per rank is allowed, but an upper
bound on the total number of trees is set. A root table
is maintained, which is a resizable array accessed by
rank. Each entry of the root table contains a pointer
to the beginning of a list of roots having this particular rank. For each entry referring to more than one
root, a counterpart is kept in a root-pair list.
It must be possible to add a root to a root registry, extract a given root, and reduce the number of
roots when it exceeds a threshold. To support extraction, each root should know its location within
the list where it is in. An easy way of implementing
the collision lists is to use the left-child pointer (which
is unused) and the parent pointer (which is also unused) of each root for linking. Then an extraction is
just a removal from a doubly-linked list. For reduction, the root-pair list is consulted and two trees of
the same rank are joined.
In a relaxed weak queue, the trees are not necessarily weak-heap ordered; a marked node is potentially weak-heap-order violating. A root is always
non-marked. The data structure that keeps track of
the marked nodes is called a mark registry. It must be
possible to add a new marked node to such a registry,
extract a given marked node, and reduce the number
of the marked nodes if it exceeds a threshold.
The key ingredient is a set of transformations used
to reduce the number of marked nodes (for a detailed
discussion, see (Elmasry et al. 2005)). Each transformation involves a constant number of structural
changes. The primitive transformations are visualized
in a pictorial form in Figure 1. A cleaning transformation makes a marked left child into a marked right
one, provided its sibling and parent are both nonmarked. A parent transformation reduces the number
of marked nodes or pushes the marking one level up.
A sibling transformation reduces the number of markings by eliminating the markings of two siblings, while
generating a new marking at the level above. A pair
transformation has a similar effect, but it operates on
two non-sibling nodes of the same rank. The cleaning
transformation does not require element comparisons,
each of the parent and the sibling transformations involves one element comparison, and the pair transformation involves two element comparisons.
For run-relaxed versions, we adopt a lazy strategy where the number of markings is reduced by one,
if possible, as compensation for each new marking.
For rank-relaxed versions, we adopt an eager strategy
where the transformations are employed until they
can no longer reduce the number of markings.
3.2

Run-Relaxed Weak Queues

Let τ denote the number of trees and λ the number
of marked nodes. An invariant is maintained that
τ ≤ blg nc + 1 and λ ≤ blg nc after each operation.
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Figure 1: Primitive transformations: a) cleaning
transformation at v, b) parent transformation at w,
c) sibling transformation at v, and d) pair transformation for y and z. Grey nodes are marked.
A marked node is a member if it is a left child and
its parent is marked. A marked node is a leader if its
left child is a member, and if it is either a right child or
a left child whose parent is non-marked. A maximal
chain of members preceded by a leader is called a run.
A marked node that is neither a member nor a leader
is called a singleton. To summarize, we divide the
set of nodes into four disjoint categories: non-marked
nodes, run members, run leaders, and singletons.
The mark registry can be implemented as follows
(Driscoll et al. 1988). All run leaders are kept in a
run list, and all run members are accessed via their
leaders. All singletons are kept in a singleton table,
which is a resizable array accessed by rank. Each
entry of the singleton table contains a pointer to the
beginning of a list of singletons having this particular rank. For each rank referring to more than one
singleton, a counterpart is kept in a singleton-pair
list. When a node becomes a singleton, a new item
pointing to this node is added to the appropriate list
of singletons and the singleton-pair list is updated if
necessary. To facilitate extraction, each node stores a
back pointer to its item once created. The worst-case
time of marking and unmarking routines is O(1).
Two types of compound transformations are used
to reduce the number of marked nodes: 1) the singleton transformation is used for reducing the number
of singletons, and 2) the run transformation is used
for making runs shorter. If λ exceeds the threshold,
the transformations can be applied to reduce λ by
one. The rationale behind the transformations is that,
when there are more than blg nc marked nodes, there
is a run of marked nodes, or there is at least one pair
of singletons that root a subtree of the same rank.
Hence, it is possible to apply one of the transformations. We show next how the primitive transforma-
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tions are employed in the two compound transformations. For all cases, at most two element comparisons
are performed to remove a marked node.
• Run transformation. When dealing with
marked nodes, the basic idea is to let the markings bubble upwards until two marked nodes
have the same rank. The runs cause a complication in this process since these can only be unravelled from above. Let q be the leader of the
given run, r its left child, and p its parent. We
consider two cases:
q is a left child (zig-zig case). If the sibling of q is marked, apply the sibling transformation at q and stop. If the sibling of r is marked,
apply the parent transformation at that sibling
and stop. Otherwise, apply the cleaning transformation at q. If the new sibling of r is marked,
apply the sibling transformation at r and stop.
Otherwise, apply the cleaning transformation followed by the parent transformation at r. If r is
still marked, q and r are marked siblings; apply
the sibling transformation at r. In total, at most
two element comparisons are necessary: one may
be done by the parent transformation and another by the sibling transformation.
q is a right child (zig-zag case). Perform a
split at p, apply the parent transformation at r,
then join the resulting tree and that rooted at
q. Finally, attach the root of the result of the
join to the place where p was originally. Two
element comparisons are done: one by the join
and another by the parent transformation.
• Singleton transformation. If λ exceeds the
threshold and there are no runs, at least two
singletons must have the same rank and they
have marked parents only if they are right children. A pair of such nodes is found with the help
of the singleton-pair list. Assume that q and s
are such singletons. If the parent of q is marked,
apply the parent transformation at q and stop.
Similarly, if the parent of s is marked, apply the
parent transformation at s and stop. If the sibling of q is marked, apply the sibling transformation at q (or at its sibling depending on which
of the two is a left child) and stop. Similarly,
if the sibling of s is marked, apply the sibling
transformation at s (or at its sibling) and stop.
In accordance, if one or both of q and s are left
children, neither their parents nor their siblings
are marked. Apply the cleaning transformation
at q and s to ensure that both are right children
of their respective parents. Finally, apply the
pair transformation for q and s.
The find -min operation is implemented by examining all roots and marked nodes. The nodes of a run
can be traversed by starting from its leader and following left-child pointers until a non-marked node is
reached. Since the number of trees is at most blg nc+1
and the number of marked nodes is at most blg nc,
the worst-case time of find -min is O(lg n), involving
at most 2blg nc element comparisons.
An insert is performed by adding a single-node
tree, and appending a pointer to this node to the list
at the first entry of the root table. If this is the second
item in this entry, a pointer to this root-table entry is
appended to the root-pair list. The number of trees is
then reduced, if necessary, by removing a pair of trees
from an entry of the root-pair list, joining the two
trees, and adding the resulting tree to the structure.
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It follows that the worst-case time of insert is O(1),
involving at most one element comparison.
In decrease, after making the element replacement,
the affected node is marked and an occurrence is inserted into the mark registry. A reduction of λ is
performed if possible. It follows that the worst-case
time of decrease is O(1), involving at most two element comparisons.
The delete-min operation invokes find -min (at
most 2blg nc element comparisons) to locate a node x
with the minimum value. The distinguished ancestors
of x up to the root of the tree are identified, and each
of them is sifted down leaving the root of the tree of
x vacant. As a result, each node on the path from the
child of the deleted root to the leftmost leaf together
with its right subtree forms a perfect weak heap; the
heap and mark registries are updated accordingly. To
maintain the bound on τ , trees of equal rank are repeatedly joined until the threshold is reached (at most
blg nc element comparisons). To maintain the bound
on λ, a reduction of λ is performed if possible (at
most two element comparisons). Hence, the worstcase time of delete-min is O(lg n), involving at most
3blg nc + 2 element comparisons.
The performance of run-relaxed weak queues can
be summarized as follows.
Theorem 1 For run-relaxed weak queues, starting
with an empty structure, the execution of any sequence of n insert, m decrease, and n delete-min
operations requires at most 2m + 3nblg nc + n element comparisons. The worst-case execution time of
this sequence is O(m + n lg n). Moreover, each insert
and decrease runs in O(1) worst-case time, and each
delete-min in O(lg n0 ) worst-case time, where n0 denotes the size of the heap prior to the operation.
Proof. The number of λ-reductions is bounded
by the total number of nodes that have ever been
marked, which is at most m. Each mark removal involves at most two element comparisons. This accounts for at most 2m element comparisons. The
number of τ -reductions is bounded by the total number of trees that have ever been created, which is one
per insert and at most blg nc per delete-min. This accounts for at most nblg nc + n element comparisons.
The number of element comparisons involved in scanning to locate the minima is at most 2nblg nc. The
theorem follows by combining these bounds.

3.3

Rank-Relaxed Weak Queues

Here the basic idea is to reduce the number of markings as much as possible after every new marking.
Otherwise, the operations are executed as in runrelaxed weak queues. To remove markings eagerly,
we enforce the following stronger invariants:
1. There exists at most one marked node per rank.
2. The parent of a marked node is non-marked.
3. A marked node is always a right child.
The last invariant forces us to make a modification to
the join operation: If a marked node is made a left
child, apply the cleaning transformation to it immediately after a join. After this change, the operations
in the root registry do not break these invariants.
Assume that the invariants are valid, and consider
what to do when a node is marked. If the right child
of that node is marked, we apply the parent transformation at that child. Hereafter, we can be sure that
both children of the marked node are non-marked. To
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reestablish the invariants, we have to lift the marking
upwards until we reach the root, or until none of the
neighbouring nodes is marked and no other marked
node of the same rank exists.
Let q be the most-recently marked node, and let
parent(q) denote its parent. The propagation procedure has several cases; some of them can lift the
marking one or two levels up:
q is a root. Since a root cannot be marked, remove
this marking and stop.
q’s sibling is marked. Since the sibling is marked,
q must be a left child. Apply the sibling transformation at q, and repeat the case checks for the resulting
marked node at the level above.
q is a left child and all the neighbours of q are
non-marked. Apply the cleaning transformation at
q, and check for the next case.
q is a right child and parent(q) is non-marked.
If there is a marked node of the same rank as q, apply
the pair transformation for q and this marked node,
and repeat the case checks for the resulting marked
node; otherwise stop.
q is a left child and parent(q) is marked. Since the
parent is marked, it must be a right child. Remove
one marking from this length-two run as in the zigzag case of the run transformation, and repeat the
case checks for the resulting marked node.
q is a right child and parent(q) is marked. Apply
the parent transformation at q and stop.
For this structure, run and singleton transformations are not applied, and marking and unmarking routines are easier. Our implementations of the
associated data structures—root registry and mark
registry—are simple and space-economical. A root
registry is a resizable array storing at each entry a
pointer to a root of that particular rank, if any. Additionally, two bit-vectors, each stored in a single word,
are maintained. These give the ranks where there exist roots and the ranks where there are two or more
roots, respectively. A mark registry is even simpler; it
is a resizable array storing at each entry a pointer to a
marked node of that particular rank, if any. Since we
only aim at achieving good amortized performance,
the standard doubling-and-halving technique can be
used to implement the resizable arrays; no worst-case
efficient resizable arrays are needed. A standard implementation of a weak-queue node uses three pointers, and a word storing the rank, a bit indicating
whether the node is a root or not, and another bit
indicating whether the node is marked or not. Hence,
the amount of space used is 4n + O(lg n) words in addition to the elements stored. The amount of extra
words can be reduced to 3n + O(lg n) by storing the
parent-child relationships cyclically (Brown 1978).
The performance of rank-relaxed weak queues can
be summarized as follows.
Theorem 2 For rank-relaxed weak queues, starting
with an empty structure, the execution of any sequence of n insert, m decrease, and n delete-min
operations requires at most 2m + 3nblg nc element
comparisons. The worst-case execution time of this
sequence is O(m + n lg n).
Proof. The proof is similar to the proof of Theorem
1, while noting the difference that λ ≤ blg nc − 1
holds; this follows as a result of the second invariant.
Hence, the number of element comparisons involved
in finding the minima is at most 2nblg nc − n.


4

Relaxed Weak Heaps

Concerning the number of element comparisons performed for our reference sequence, we can do even
better by relying on a single weak heap instead of a
collection of perfect weak heaps. A weak heap is a binary tree whose root only has a right child if any, and
whose elements obey the weak-heap ordering. Except
for the root, the nodes that have at most one child
are at the last two levels only.
In its original form (Dutton 1993, Edelkamp and
Wegener 2000), a weak heap is implemented using
an array of elements and an array of bits. In our
treatment, we implement weak heaps using a linked
representation. Also, we allow nodes that may violate
the weak-heap ordering as discussed in Section 3. As
for λ-reductions, we can either adopt the lazy strategy
(applying a reduction after each new marking), or
the eager strategy (removing the markings whenever
possible). We call the data structures using these
strategies a run-relaxed weak heap and a rank-relaxed
weak heap, respectively.
Here, there are two differences compared to our
previous treatment. First, every node stores its depth,
not its rank (the depth of the root being zero). Second, we have to keep track of the leaves to make it
possible to expand and contract the heap at the last
level. We call this structure a leaf registry. In its
implementation, we maintain two doubly-linked lists,
one for each of the last two levels of the heap. All the
nodes of the last level are leaves and are accordingly
kept in the first list in arbitrary order. All the nodes
that have at most one child at the second-to-last level
are kept in the second list in arbitrary order. Using
these two lists, a leaf can be appended to or removed
from the last level of the weak heap in a straightforward manner. Naturally, a join is performed between
two subheaps of the same depth. This ensures that
the leaves are still at the last two levels, and the two
lists of the leaf registry need not be altered.
For a relaxed weak heap of size n, we can settle
λ ≤ dlg ne − 1. Recall that the height of the heap
is dlg ne + 1 and the root is never marked. When
λ = dlg ne, there are two marked nodes at the same
level and/or the child of the root is marked. For both
such cases, a λ-reduction is always possible.
Accompanying each λ-reduction, a constant number of nodes need to be swapped, and accordingly a
constant number of pointers are updated. It is significant that subtrees are only swapped with other
subtrees having the same depth; this ensures that the
leaves stay at the last two levels, and the two lists of
the leaf registry need not be altered. However, when
a node is moved (by one of the transformations) from
the last level to the second-to-last level and vice versa,
the leaf registry must be updated accordingly.
An insert is performed by adding the new node,
say x, as a leaf at the last level. To do that, we first
pick a node, say y, from the list at the second-to-last
level (currently having at most one child). We add the
new node x as a child of y, and accordingly append x
to the list of nodes at the last level, and remove y from
the other list if it now has two children. The node x is
then marked indicating that it may be violating. The
insert operation is followed by reducing the number
of marked nodes as appropriate.
A decrease is executed, as in the relaxed weak
queues, by marking the affected node, and reducing
the number of marked nodes as appropriate.
Assume that we are deleting a node x. Let y be
the last node on the left spine (the path from the
root of a subtree to the leftmost leaf in that subtree)
of the subtree rooted at the right child of x. Node y
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can be identified by starting from the right child of
x, and repeatedly traversing left children until reaching a node that has no left child. Furthermore, let z
be a node borrowed from the last level of the heap.
Naturally, the leaf registry must be updated accordingly. Now, each node on the path from y to the right
child of x (both included) is seen as a root of a weak
heap. To create a subheap that can replace the subheap rooted at x, we traverse the path upwards; we
start by joining y and z, then we continue by joining
the resulting subheap and the subheap rooted at the
parent of y, and so on. At last, x is removed and
the root of the result of the repeated joins is attached
in its place. Since this attached node may be violating, it is marked. Because of the possible increase of
λ and the reduction in the number of elements, the
operation is followed by λ-reductions as needed.
The correctness of this procedure follows from the
correctness of join; that is, the resulting subheap is
weak-heap ordered. It should be noted that it is fully
appropriate to use join here. By setting the depth
of z equal to that of y at the beginning, in any later
phase the depth of the root of the resulting subheap
is set to be one less than its earlier depth. The depths
of all other nodes remain unchanged.
For a delete-min operation, the minimum is either
at a marked node or at the root. After the minimum
node is localized, it is removed as described above.
Observe that, if the minimum is at a marked node, the
final marking will not increase λ, and if the minimum
is at the root, there is no need to mark the new root.
Since λ is bounded by dlg ne − 1, finding the minimum requires at most dlg ne−1 element comparisons.
Each join requires O(1) time and involves one element comparison. The number of nodes on the path
from y to the right child of x is at most dlg ne. Thus,
the number of joins, as well as the number of element comparisons, performed to restore the weak-heap
ordering is at most dlg ne. A further optimization
can be done; we either borrow the node y, if it is a
leaf at the last level, or an arbitrary leaf z as before.
By starting the repeated joins from the second-to-last
level, the number of joins will be at most dlg ne−1. It
follows that, in total, the number of element comparisons performed by delete-min is at most 2dlg ne − 2
plus those performed when removing marked nodes.
The performance of run-relaxed weak heaps can
be summarized as follows.
Theorem 3 For run-relaxed weak heaps, decrease
and insert require O(1) worst-case time using at
most two element comparisons per operation, and
delete-min requires O(lg n) worst-case time using at
most 2dlg ne element comparisons.
For rank-relaxed weak heaps, the bounds on the
number of element comparisons can be further reduced with the following improvement in delete-min.
• If λ < 21 dlg ne, perform delete-min as above.
• If λ ≥ 21 dlg ne, use the transformations to remove
all the existing markings. This is done bottom
up; starting with the mark at the lowest level,
we repeatedly lift it up using the parent transformation until this mark meets the first mark at
a higher level. We then apply either the sibling or
the pair transformation to remove the two markings and introduce one mark at the next higher
level. These actions are repeated until all the
markings are removed. We then proceed with
the delete-min operation as above, while noting
that a minimum element is now at the root.
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Theorem 4 For rank-relaxed weak heaps, starting
with an empty structure, the execution of any sequence of n insert, m decrease, and n delete-min
operations requires O(m + n lg n) time using at most
2m + 1.5n lg n element comparisons.
Proof The total number of markings created by m
decrease and n insert operations is m + n (one marking per operation); no other operation will increase
this number. Since every λ-reduction gets rid of at
least one marking, the total number of reductions is
at most m + n. Since each λ-reduction performs at
most two element comparisons, the total number of
element comparisons involved is at most 2m + 2n.
Consider the delete-min operation. The number of
involved joins, and accordingly the number of element comparisons, performed to restore the weak-heap
ordering is at most dlg ne − 1. For the first case, when
λ < 21 dlg ne, the number of element comparisons involved in find -min is less than 12 dlg ne. Then, the
number of element comparisons charged for such case
is at most 1.5dlg ne − 1. For the second case, when
λ ≥ 12 dlg ne, the number of levels that have no markings is at most 21 dlg ne. Our bottom-up procedure executes at most one parent transformation for each of
these levels to lift a making one level up. Since a parent transformation performs one element comparison,
the total number of element comparisons involved in
such transformations (which do not reduce the number of marked nodes) is at most 12 dlg ne. After the
mark removals, as the root now has the minimum
value, there are no element comparisons involved in
find -min. Then, the number of element comparisons
charged for such case is also at most 1.5dlg ne − 1.
When considering the n delete-min operations,
the ceiling in the bound can be dropped by paying attention to the shrinking number of elements
in the repeated delete-min operations. For these,
the worst-case scenario occurs with weak heaps of
size n, n − 1, . . . , 1; in this scenario n insert operations are followed by n delete-min operations (Dutton
1993). Hence, the total number of element comparisonsP
charged
for the delete-min operations is at most
n
1.5( i=1 dlg ie)P− n < 1.5n lg n − 2n. Here we use
n
the inequality i=1 dlg ie ≤ n lg n−0.914n (Edelkamp
and Stiegeler 2002). Together with the 2m + 2n element comparisons required by the λ-reductions, we perform a total of at most 2m + 1.5n lg n element comparisons for the whole sequence of operations.

5

Experiments

To verify the practical relevance of our theoretical findings, we implemented seven data structures:
weak heap, weak queue, run-relaxed weak heap, runrelaxed weak queue, rank-relaxed weak heap, rankrelaxed weak queue, and violation heap. All our
implementations have been made part of the CPH
STL (www.cphstl.dk). For comparison purposes,
we also considered two implementations from LEDA
(Mehlhorn and Näher 1999): Fibonacci heap and
pairing heap; and four other from the CPH STL:
array-based binary heap, array-based weak heap, Fibonacci heap, and pairing heap. In this section, we
report the results of the experiments carried out for
these data structures. We performed two types of
experiments. First, we looked at operation sequences
encountered when computing shortest paths. Second,
we looked at syntactic operation sequences.
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The priority queues available at the CPH STL, old
and new, support the interface of a meldable priority
queue. To avoid redundant code, the design is based
on the bridge design pattern: The interface provided
for the users has many convenience functions, whereas
the realizators—the data structures—just provide the
key functionality. In their basic form, for all realizators, the evaluation of find -min can take logarithmic
worst-case time. However, if necessary, the realizators
can be decorated to support find -min in O(1) worstcase time. In the experiments reported here, slow
find -min was used; so, in delete-min it was necessary
to find the minimum before it could be extracted.
The library interface of a meldable priority queue
is parameterized with: the type of elements, a comparison function, an allocator (with the standard allocator as default), a realizator, and iterators used
to access the elements stored by the realizator. In
addition, realizators accept more specialized type parameters like: the type of the root registry, the mark
registry, and some other policies. The type parameters enable the compiler to inline code and facilitate
policy-based benchmarking (Bruun et al. 2010).
Here is another note about our competitors:
Array-based binary heap (Williams 1964). The
CPH STL implementation employs a bottom-up
heapifier, and stores elements indirectly using handles to retain referential integrity. That is, each array
entry stores a pointer to an element and from that
element there is a reference back to the entry.
Array-based weak heap (Dutton 1993). As above,
elements are stored indirectly. This implementation
was one of the fastest implementations considered
in (Bruun et al. 2010).
Fibonacci heap (Fredman and Tarjan 1987). The
CPH STL implementation is lazy: insert, decrease,
and delete operations only add nodes to the root list
and leave all the work for the forthcoming find -min
operations, which consolidate roots of the same rank.
Pairing heap (Fredman et al. 1986). The CPH
STL implementation is a reconstruction of the noauxiliary-buffer two-pass approach used in LEDA.
2-3 heap (Takaoka 2003). Compared to the original
proposal, the CPH STL implementation includes a
few modifications to support the CPH STL interface.
Violation heap (Elmasry 2010). We used a root
registry that relies on a singly-linked list. To support three-way join operations, we used a bit-vector
to indicate the ranks that have more than two roots.
When developing the programs for the experiments, we used the code written for the experiments
reported in (Bruun et al. 2010) as the starting point.
Our goal was to simplify the code base in order to
make maintenance simpler. Therefore, we made a
complete rewrite of the code base. In particular,
we aimed that the data structures use the same set
of transformations. We built two component frameworks, one to realize all weak-queue variants and another to realize all weak-heap variants. The frameworks can be characterized as follows:
Weak-queue framework. The root registry uses
the numeral-system approach described, for example, in (Elmasry et al. 2008a). Its advantage is that
no collision lists are necessary because at each rank
there are at most two roots. Three mark registries
were written: the naive registry that avoids markings
by repeatedly visiting distinguished ancestors (weak
queue), the lazy registry described in Section 3.2 (runrelaxed weak queue), and the eager registry described
in Section 3.3 (rank-relaxed weak queue).

Table 1: Approximative LOC counts for various
priority-queue realizators in the CPH STL. (Comments, assertions, debugging aids, and lines with a
single parenthesis are ignored, and long statements
are counted as single lines.)
Realizator
weak heap
weak queue
run-relaxed weak heap
run-relaxed weak queue
rank-relaxed weak heap
rank-relaxed weak queue
array-based binary heap
array-based weak heap
Fibonacci heap
pairing heap
2-3 heap
violation heap

LOC
565
513
1 021
964
883
826
205
214
296
204
546
459

Weak-heap framework. The leaf registry was implemented as described in Section 4. The mark registries were reused: the naive registry (weak heap), the
lazy registry (run-relaxed weak heap), and the eager
registry (rank-relaxed weak heap).
The nodes used by all priority queues reserved
space for three pointers pointing to the parent, left
child, and right child, respectively. Depending on
the priority queue in use, additional information (like
rank and depth) was associated with each node. To
speed up the grouping of nodes at the same level,
we associated a static array of size 64 (we assumed
n < 264 ) for the advanced mark-registry implementations. To find the first occupied entry in this array,
we maintained an additional bit-array in a single word
and exploited the computation of the most significant
1-bit (via the built-in leading-zero-count command).
All experiments were performed on one core of
a desktop computer (model Intel i/7 CPU 2.67
GHz) running Ubuntu 10.10 (Linux kernel 2.6.28-11generic). This computer had 32 KB L1 cache, 256 KB
L2 cache, 8 MB (shared) L3 cache, and 12 GB main
memory. All programs, written in C++, were compiled
using GNU C++ compiler (gcc version 4.3.3) with options -Wall -O3 -fno-strict-aliasing -lleda.
The length of a program says something about
its complexity, even though this metric does not exactly capture the intellectual challenge of creating the
programming artifact in hand. To give a big picture of the code complexity of the different priorityqueue implementations, we list the LOC counts for
many of the data structures available in the CPH STL
in Table 1. For most priority queues four pieces—
node, root registry, mark registry, and priority-queue
engine—are clearly visible in the code. We report the
total amount of code needed for implementing these
central pieces in each data structure. There are pieces
that are shared by the components (like the transformations), but their LOC counts are included in the
total amounts for all data structures that use them.
5.1

Shortest-Paths Computation

We measured the number of distance comparisons
performed and the CPU time consumed for the
single-source shortest-paths computation. We chose
Dijkstra’s algorithm as a good fit for our setting since,
for a graph of n vertices and m edges, at most n
insert and delete-min operations and m decrease operations are executed. For generating random graphs
of n vertices and m edges, we used the graph gener-
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PHr
42.4
41.4
54.7
70.6
81.2
96.0
108.2
111.5

PHc
47.7
43.5
54.7
71.7
81.9
96.4
108.8
111.8

PHe
15.9
17.4
19.9
23.9
27.1
35.4
43.8
47.6

FHr
47.7
52.3
64.1
83.9
93.7
109.7
124.0
126.8

FHc
53.0
52.3
65.2
83.9
94.2
110.4
124.4
127.3

FHe
26.5
30.5
29.4
33.5
36.3
46.1
55.6
60.1

ators from LEDA (version 6.2). Edge weights were
integers drawn randomly from the range [1..m] and
converted to double-precision floating-point numbers.
We modified LEDA’s code for Dijkstra’s algorithm
as follows: 1) We computed the shortest-path distances from the source to all other vertices, not the
shortest paths themselves. 2) We maintained the
state of each vertex; a vertex could be scanned, labelled, or unlabelled. 3) We ignored all back edges,
i.e. edges to a scanned vertex, from further consideration when updating the tentative distances. 4) We
inserted a vertex into the priority queue when its state
changed from unlabelled to labelled.
In our experiments, violation heaps and 2-3 trees
showed good performance. However, these structures
were beaten by other competitors for both the running time and the number of distance comparisons.
The priority queues from LEDA turned out to be
slower than their CPH-STL counterparts, and hence
they were excluded from further consideration. Also,
the array-based weak-heap implementation was outperformed by a small margin by the new pointerbased weak-heap implementation and was accordingly
excluded from further consideration. The explanation
is that, for referential integrity, the array-based implementations have to use indirection and rely on pointers, too. We also excluded run-relaxed weak heaps
and run-relaxed weak queues as they provide worstcase guarantees which was not relevant for the present
application. Moreover, the rank-relaxed variants were
always better and are a good replacement.
As a standard, a graph is represented using adjacency lists. However, as pointed out by the developers of LEDA (Mehlhorn and Näher 1999) and others,
this may lead to a poor cache behaviour. Therefore,
LEDA offers a more compact graph representation
based on adjacency arrays. To make further application engineering possible, we implemented our own
graph data structure based on adjacency arrays. In
our engineered version, each edge stores its endpoints
and its length. This information is kept compactly
in an array while storing all edges outgoing from
the same vertex consecutively in memory. Moreover,
the graph and the priority queue use the same set
of nodes. Each vertex stores its tentative distance,
its state, and a pointer to the first of its outgoing
edges. For example, in the case when the underlying priority queue is a Fibonacci heap, each node
also stores a degree, a mark, and four pointers to
two siblings, the parent, and a child. If the edge
lengths are double-precision floating-point numbers
taking two words each, and if each pointer takes one
word, for a graph of n vertices and m edges, the data
structures would require 4m + 8n + O(1) words.
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Running times [m = 4n]
120
time / (m + n lg n) [ns]

k
13
14
15
16
17
18
19
20

Table 2 shows that, when this engineered graph
representation was used with Fibonacci or pairing
heaps in the implementation of Dijkstra’s algorithm,
the resulting implementation was about a factor of 2-3
faster compared to that relying on the graph structures of LEDA. The main problem was the interconnection between the two data structures. Somehow it was necessary to recall for each vertex its location inside the priority queue and to indicate for
each priority element the corresponding vertex in the
graph; this required space and indirect memory accesses. Also, because of the tight coupling of the two
structures, we could avoid all dynamic memory management. The memory for the graph was allocated
from the stack, and the priority queues could reuse
the same nodes. Because of these advantages, we used
this graph representation in further experiments.
The results of the experiments on Dijkstra’s algorithm are given in Figures 2–4. We varied the
edge density of the input graphs from m = 4n, to
m = 2n lg n, up to m = n3/2 .
For all graphs, the number of distance comparisons
was smallest for weak heaps. In general, the weakqueue variants performed more distance comparisons
than the weak-heap variants, while the rank-relaxed
versions performed better than the run-relaxed ones.
As to the CPU time, binary heaps are mostly the winners followed by pairing heaps, while there is a visible
advantage of weak queues compared to weak heaps.
For both performance measures, relaxed variants are
often worse than their non-relaxed counterparts.
The case of dense graphs seems intriguing. As m
is much larger than n, the manipulation of the graph
is the dominating factor. The results for the number
of distance comparisons indicate that this value con-

rank−relaxed weak heap
Fibonacci heap
weak heap
rank−relaxed weak queue
pairing heap
weak queue
binary heap

100
80
60
40
20
0

105

106
n [logarithmic scale]

107

Distance comparisons [m = 4n]
1.8
# comparisons / (m + n lg n)

Table 2: Effect of the graph representation on the
running time of Dijkstra’s algorithm when n = 2k and
m = 2n lg n (PH: pairing heap, FH: Fibonacci heap,
r: LEDA random graph c: LEDA compact graph, e:
engineered graph); each test result (time/(n lg n + m)
[ns]) is the average of 10 repetitions.

1.6
1.4
1.2
1
0.8
0.6
0.4
0.2
0

rank−relaxed weak queue
weak queue
pairing heap
Fibonacci heap
rank−relaxed weak heap
binary heap
weak heap
105

106
n [logarithmic scale]

107

Figure 2: Performance of Dijkstra’s algorithm on
graphs with m = 4n for different priority queues.

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

Table 3: Performance of different priority queues in
our syntactic tests.

Running times [m = 2n lg n]
90

rank−relaxed weak heap
rank−relaxed weak queue
Fibonacci heap
weak heap
weak queue
binary heap
pairing heap

time / (m + n lg n) [ns]

80
70
60
50

insert/ n
array-based binary heap
weak heap
weak queue
run-relaxed weak heap
run-relaxed weak queue
rank-relaxed weak heap
rank-relaxed weak queue
decrease/ n
array-based binary heap
weak heap
weak queue
run-relaxed weak heap
run-relaxed weak queue
rank-relaxed weak heap
rank-relaxed weak queue
delete-min / n lg n
array-based binary heap
weak heap
weak queue
run-relaxed weak heap
run-relaxed weak queue
rank-relaxed weak heap
rank-relaxed weak queue

40
30
20
10
0

104

105
n [logarithmic scale]

106

Distance comparisons [m = 2n lg n]

# comparisons / (m + n lg n)

1.4
1.2
1
0.8
rank−relaxed weak queue
pairing heap
weak queue
Fibonacci heap
rank−relaxed weak heap
binary heap
weak heap

0.6
0.4
0.2
0

104

105
n [logarithmic scale]

106

Figure 3: Performance of Dijkstra’s algorithm on
graphs with m = 2n lg n for different priority queues.

rank−relaxed weak heap
rank−relaxed weak queue
weak heap
Fibonacci heap
weak queue
pairing heap
binary heap

time / (m + n lg n) [ns]

40
35
30
25
20
15
10
5
0

103

104
n [logarithmic scale]

105

# comparisons / (m + n lg n)

Distance comparisons [m = n3/2]

0.8
0.6
0.4
0.2
0

rank−relaxed weak queue
pairing heap
rank−relaxed weak heap
weak queue
Fibonacci heap
binary heap
weak heap
103

104
n [logarithmic scale]

105

Figure 4: Performance of Dijkstra’s algorithm on
graphs with m = n1.5 for different priority queues.

Time
106
163
273
86
320
76
166
76
106
831
1 006
1 836
570
413
413
280
106
46
57
53
54
52
61
53

[ns]
107
188
332
79
328
78
173
75
107
1 832
1 686
3 482
606
526
527
381
107
80
80
76
76
73
88
74

verges to about 1/2 distance comparison per edge; see
Figure 4. This is justified as performing (on average)
one distance comparison per forward edge, and none
for back edges. In other words, distance comparisons
are done to check whether to execute a decrease or
not; after this check, very few distance comparisons
are performed by the decrease operations.
5.2

Running times [m = n3/2]
45

#Comparisons
106
107
17.95
21.32
10.06
11.87
0.99
0.99
1.84
1.84
0.99
0.99
1.47
1.49
0.99
0.99
106
107
18.95
22.32
10.90
12.85
9.85
11.34
1.99
1.99
1.99
1.99
1.99
1.99
1.99
1.99
106
107
0.98
0.95
0.94
0.92
1.31
1.34
1.09
1.19
1.31
1.34
0.94
1.30
1.31
1.34

Syntactic Operation Sequences

If the edge weights are uniformly-distributed random
numbers, the expected number of decrease operations executed in Dijkstra’s algorithm is O(n lg(m/n))
(Noshita 1985). In addition, for this type of input, the
cost per decrease is small for non-relaxed structures
like binary and weak heaps. In accordance, we conducted additional experiments to measure the worstcase performance of individual operations.
insert test. Start with an empty data structure, perform n insert operations. The elements were given in
decreasing order.
decrease test. After n insert operations, perform n
decrease operations. The elements were inserted in
random order. The value of each element was decreased once to a value smaller than the active minimum, and decrease operations were performed in decreasing order according to the element values.
delete-min test. After n insert operations, perform
n delete-min operations. The elements were inserted
in random order.
In the last two tests, the cost of building the structures was not included in the test results. Table 3
provides the number of element comparisons and the
observed CPU times when n = 106 and 107 .
Consider the number of element comparisons performed. Except for weak heaps and binary heaps,
other structures performed well for insert. All the
non-relaxed structures showed logarithmic behaviour
for decrease. For both tests, all relaxed structures
performed at most two element comparisons per operation. For delete-min, the performance of weak heaps
was the best and close to the optimum.
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Consider the CPU time consumed. The weakqueue variants are superior to the weak-heap variants for insert. For decrease, though the relaxed
structures are superior to the non-relaxed ones, the
overhead due to the λ-reduction transformations is
still visible. On the other hand, the performance of
delete-min is quite similar for all structures.
6

Conclusion

We were mainly interested in the comparison complexity of priority-queue operations when handling an
operation sequence that appears in typical applications. Introducing relaxed weak heaps, we showed
how to perform a sequence of n insert, m decrease,
and n delete-min operations using at most 2m +
1.5n lg n element comparisons. For all other known
data structures, the proved bounds are higher. In particular, Fibonacci heaps are not optimal with respect
to the number of element comparisons performed.
Our experiments indicated that this improvement
is primarily analytical. In the test scenarios considered by us, for many priority queues, the number
of element comparisons performed was observed to
match, or to be better than, the number achieved by
relaxed weak heaps. We once more note that there is
a gap between the theoretical worst-case bounds and
the actual performance encountered in practice. One
could ask whether the worst-case analysis of some of
the other structures could be improved as well.
Although it is possible to achieve n lg n +
2n lg lg n + O(m + n) element comparisons for the operation sequence considered (Elmasry et al. 2008b),
the constant in the O(·) term for m and n is bigger than 2 (about 5). A theoretical question arises
whether it is possible or not to achieve a bound of
2m + n lg n + o(n lg n) element comparisons for our
reference sequence of operations.
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Abstract
We study the computational complexity of solving the
following problem: Given a game G played on a finite directed graph G, output all nodes in G from
which a specific player wins the game G. We provide algorithms for solving the above problem when
the games have Büchi and parity winning conditions
and the graph G is a tree with back-edges. The
running time of the algorithm for Büchi games is
O(min{r · m, ℓ + m}) where m is the number of edges,
ℓ is the sum of the distances from the root to all leaves
and the parameter r is bounded by the height of the
tree. The algorithm for parity has a running time of
O(ℓ + m).
1

Introduction

In the last 10-20 years, there has been an extensive
study of infinite games played on directed graphs.
These games are natural models for reactive systems
(9), concurrent and communication networks (12),
and have close interactions with model checking, verification problems, automata and logic (3, 8, 11, 14).
In this paper, we study turned-based games where
both players have perfect information and each move
is deterministic. Each such game involves a finite directed graph whose nodes are partitioned into two
sets V0 and V1 . There are two players: Player 0 and
Player 1. They play the game by moving a token
that is initially placed on some starting node u of the
graph. The two players take turns to move the token
along the edges of the graph while respecting the edge
directions. If the token is placed on a node u ∈ Vσ ,
σ ∈ {0, 1}, then Player σ chooses an outgoing edge
(u, v) and places the token on node v. The players
play the game indefinitely and thus producing a possibly infinite walk in the graph.
The goal of Player 0 is to produce a walk that satisfies the winning condition, while the goal of Player
1 is the opposite. If Player σ wins regardless of the
moves by the other player, we say that the starting
node u is a winning position of Player σ. An algorithm solves the game if it detects all the winning
positions of Player 0. Formally, the winning region
problem is defined as follows:
Copyright c 2012, Australian Computer Society, Inc. This
paper appeared at the 18th Computing: Australasian Theory Symposium (CATS 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 128, Julian Mestre, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

Given a game G played on a finite graph G, output
all nodes in G from which Player 0 has a strategy to
win the game G.
This paper studies the algorithms for solving the
winning region problem for Büchi and parity games
played on trees with back-edges. Given a directed
graph G, a Büchi game played on G specifies a set of
target nodes T in G, and Player 0 wins the game from
a node u if the player has a strategy to visit nodes in
T infinitely often starting from u. It is well-known
that the winning region problem for Büchi games can
be solved in polynomial time (7, Ch.2). A parity
game on G associates a priority ρ(u) ∈ N with every node u. Player 0 wins the game from a node u
if the player has a strategy such that the minimum
priority amongst all the nodes visited infinitely often
in any play starting from u is even. Though intensely
studied, polynomial time algorithms for solving the
winning region problem for parity games remain unknown. Parity games are known to be in NP∩Co − NP
but not known to be in P (7, Ch.6).
While Büchi games are solved in polynomial time
for arbitrary graphs, it is still unclear whether the
known algorithms are optimal for a given class of
games. This paper concentrates on algorithms for
solving the winning region problem for games with
Büchi winning conditions played on trees with backedges. In this paper we will demonstrate that, even
for this severely restricted subclass of infinite games,
the analysis for the winning region problem can still
be non-trivial and that the winning region may be rich
in structure. We then apply our analysis for the case
of Büchi games to solve the winning region problem
for games with the parity winning condition played
on trees with back-edges.
The classical algorithm for solving Büchi games
uses iterations: at iteration i, the algorithm computes
the set of nodes Ui from which Player 0 has a strategy
to visit the target set i times (see Section 2 for a
detailed description of the classical algorithm). It can
beT
shown that the set of winning positions for Player 0
is i∈N Ui (7). Each iteration of the algorithm takes
time O(n + m), where m and n are the number of
edges and nodes in G respectively. The algorithm
performs at most n iterations and hence the running
time of the algorithm is O(n · (n + m)).
The classical algorithm has a seemingly repetitive
nature as a node may be processed several times.
Hence, it makes sense to carry out a more detailed
analysis of Büchi games and see if the classical algorithm can be improved. For instance, the paper (5) investigates the class of graphs with con-

113

CRPIT Volume 128 - Theory of Computing 2012

stant out-degrees and shows that solving Büchi games
played on such graphs can be done in O(n2 / log n)
time. For graphs with unbounded out-degrees, the
paper (4) presents an algorithm that runs in time
O(n · m · log δ(n)/ log n) where δ(n) is the out-degree
of the game graph. These investigations suggest the
idea of designing more efficient algorithms in specified
classes of graphs such as trees with back-edges.
Trees with back-edges are widely used and studied in computer science. The paper (6) studies counterexamples in model checking whose transition diagrams are trees with back-edges. Furthermore, as
discussed in (1), they form a natural class of directed
graphs that has directed tree-width 1 and unbounded
entanglement. Also, consider the trees generated by
depth-first search. If the original graph has only treeedges and back-edges but no cross-edges, then the
algorithms described in this paper can be used. Another use of trees with back-edges is in µ-calculus
where the syntax graph of a µ-calculus formula is a
tree with back-edges (2). As pointed out in (2) a finite Kripke structure can be viewed as a tree with
back-edges by performing a partial unraveling of the
structure.
In our analysis, we use the notion of snares to classify the winning nodes of Player 0 as follows. Intuitively, a snare of rank 0 is a subtree from which
Player 0 has a strategy to stay in the subtree forever
and win the game. A snare of rank i, i > 0, is a
subtree from which Player 1 may choose between two
options: (a) staying in the subtree forever and losing
the game, or (b) going to an (i − 1)-snare. We show
that the collection of all snares corresponds exactly to
winning nodes of Player 0. In particular, we present
an efficient algorithm that solves a Büchi game played
on trees with back-edges. The algorithm runs in time
O(min{r · m, ℓ + m}) where r is the largest rank of a
snare (whose value is at most the height of the tree)
and ℓ is the external path length, i.e., sum of the distances from the root and all leaves, in the underlying
tree.
We then give an algorithm for solving parity games
played on trees with back-edges by reduction to Büchi
games on trees with back-edges and prove the following theorem: any parity game played on trees
with back-edges can be solved in time O(ℓ + m). J.
Obdržálek in his work (13) (Chapter 3) outlines a
proof that parity games played on trees with backedges are solvable in polynomial time. The work
does not provide a detailed analysis of the algorithm
but rather concentrates on attacking the problem for
the class of all parity games. The algorithm detects
whether Player 0 wins the game from the root of the
tree and it is claimed that this can be done in time
O(m) (where m is the number of edges in the graph).
We would like to point out that the running time of
any algorithm for solving the winning region problem
is heavily dependent on the data structures and underlying model of computation. In particular, under
the reasonable assumption that trees with back-edges
are encoded as binary strings it can be shown that
O(m·log(m)) bits are necessary to encode a tree with
back-edges with O(m) edges. This can be seen as follows: for a tree T , we determine the main branch by
starting from the root and always choosing the next
node v such that v has the most number of nodes below it. Now consider a tree T with O(m) edges such
that the main branch has m/2 nodes and the first m/4
nodes of the main branch have exactly one offbranching leaf. Below the first (m/4)th nodes of the main
branch, there is a full binary tree with m/2 nodes and
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m/4 leaves. If we now consider the class of trees with
back-edges that can be obtained from T by adding
exactly one back-edge per leaf, it can be seen that
there are O((m/4)(m/4) ) trees with back-edges in this
class. Hence we need at least O(m · log(m)) bits to
encode a tree with back-edges with O(m) edges. This
fact shows that any algorithm to solve the winning
region problem for games on trees with back-edges
must have a running time of al least O(m · log(m)).
Hence it is not clear how the time bound of O(m) of
(13) can be achieved when trees with back-edges are
encoded using binary strings.
Notwithstanding the above observations, the algorithm of (13) can be modified to run in O(h·m) (where
h is the height of the underlying tree). In this paper
we give an alternative algorithm for solving parity
games on trees with back-edges based on our analysis for Büchi games played on trees with back-edges
which has a running time of O(ℓ + m). Note that
since ℓ maybe much smaller as compared to h · m,
our algorithm performs better than the time bound
of O(h · m) in many cases. Importantly, we clarify the
data structures and model of computation used (see
Section 3) and hence analyze the problem in greater
detail.
Since the worst case performance of our algorithm
for Büchi games is the same as that of the classical algorithm, we carried out experiments to compare
the actual performance of the two algorithms. The
experiments can be broadly divided into two categories: 1) comparing the average running times for
games with a small n (number of nodes) and 2) for
large n, we compare the running times of the two
algorithms on games whose underlying trees belong
to different classes of randomly generated trees. We
found that our algorithm has significantly better performance than the classical algorithm in both these
categories. Our algorithm outperforms the classical
algorithm by an order of magnitude for even small values of n. The performance gap becomes even clearer
for large values of n, where our algorithm again has a
significantly better running time than the classical algorithm in all the classes of randomly generated trees
used. In fact our algorithm has a linear growth in
running time as compared to the quadratic growth
in running time for the classical algorithm for all the
classes of randomly generated games.
The rest of the paper is organized as follows.
Section 2 describes the known algorithm for solving
Büchi games. Section 3 lays out the basic framework and proves a normal form lemma (Lemma 2)
for games played on trees with back-edges. Section 4
introduces the notion of snares and describes the algorithm that uses snares to solve Büchi games played
on trees with back edges. In Section 5 we apply the
algorithm to parity games played on trees with backedges. Finally we present experimental results to support our claims in Section 6.
2

Games Played on Finite Directed Graphs

For background on games played on graphs, see e.g.
(7). A game is a tuple G = (V0 , V1 , E, Win) where
G = (V0 ∪ V1 , E) forms a finite directed graph (called
the underlying graph of G), V0 ∩ V1 = ∅ and the set
Win ⊆ (V0 ∪ V1 )ω . Nodes in the set V0 are said to be
0-nodes and nodes in the set V1 are said to be 1-nodes.
We use V to denote V0 ∪ V1 and E(u) to denote the
set {v | (u, v) ∈ E}. The game is played by Player 0
and Player 1 in rounds. Initially, a token is placed on
some initial node v ∈ V . In each round, if the token
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is placed on a node u ∈ Vσ , where σ ∈ {0, 1}, then
Player σ selects a node u′ ∈ E(u) and moves the token
from u to u′ . The play continues indefinitely unless
the token reaches a node u where E(u) = ∅. Thus, a
play starting from u is a (possibly infinite) sequence
of nodes π = v0 v1 . . . such that v0 = u and for every
i ≥ 0, vi+1 ∈ E(vi ). We use Plays(G) to denote the
set of all plays starting from any node in V . The
winning condition of G, denoted by Win, is a subset
of Plays(G) and Player 0 wins a play π ∈ Plays(G)
if π ∈ Win and Player 1 wins π otherwise. We use
Occ(π) to denote the set of nodes that appear in π
and Inf(π) to denote the set of nodes that appear
infinitely often in π.
A reachability game is a game G
=
(V0 , V1 , E, Wreach ). The winning condition Wreach
is determined by a set of target nodes T ⊆ V such
that
Wreach = {π ∈ Plays(G) | Occ(π) ∩ T 6= ∅}.
Hence, for convenience, we denote the reachability G
by (V0 , V1 , E, T ).
A Büchi game is a game G = (V0 , V1 , E, Wbuchi ).
As in the case of reachability games, we specify a
set of target nodes T ⊆ V . Then the Büchi winning
condition can be expressed as follows:
Wbuchi = {π ∈ Plays(G) | Inf(π) ∩ T 6= ∅}.
For convenience, we also denote a Büchi game by
(V0 , V1 , E, T ). It will be clear from the context
whether reachability or Büchi games are considered.
A parity game is a game G = (V0 , V1 , E, Wparity )
along with a priority function ρ : V → N. The winning condition is expressed as follows:
Wparity = {π ∈ Plays(G) |
min{ρ(v) | v ∈ Inf(π)} is even}.
We use the tuple (V0 , V1 , E, ρ) to denote a parity
game.
When playing a game, the players use strategies
to determine the next move from the previous moves.
Formally, a strategy for Player σ (or a σ-strategy),
where σ ∈ {0, 1}, is a function fσ : V ∗ Vσ → V such
that if fσ (v1 v2 . . . vi ) = w then (vi , w) ∈ E (here
V ∗ Vσ denotes the set of all finite paths in the graph
G with the last node in Vσ ). A play π = v0 v1 . . . is
consistent with fσ if vi+1 = fσ (v0 v1 . . . vi ) whenever
vi ∈ Vσ (i ≥ 0). A strategy fσ is winning for Player σ
on v if Player σ wins all plays starting from v consistent with fσ . If Player σ has a winning strategy on u,
we say Player σ wins the game on u, or u is a winning
position for Player σ. The σ-winning region, denoted
by Wσ , is the set of all winning positions for Player
σ. Note that W0 ∩ W1 = ∅. A strategy fσ for Player
σ is called memoryless if fσ (v1 v2 . . . vi ) = fσ (vi ) for
all (v1 v2 . . . vi ) ∈ V ∗ Vσ .
For the sake of simplicity, we assume E(u) 6= ∅
for all u ∈ V in any game G. This can be achieved
by performing the following whenever E(u) = ∅: we
add two extra vertices u1 , u2 such that E(u) = u1 ,
E(u1 ) = u2 and E(u2 ) = u1 . In the case of reachability and Büchi games we declare u1 , u2 ∈
/ T and for
parity games we declare u1 , u2 to have odd priorities.
Note that this does not change the winning region of
Player 0 for any of the winning conditions described
earlier. Hence we may assume that Plays(G) ⊆ V ω .
For the rest of this paper, we will assume that
our underlying model of computation is a random

access machine (RAM) and that manipulating registers/pointers of logarithmic lengths takes constant
time.
A game enjoys determinacy if W0 ∪ W1 = V . The
determinacy result in the next theorem is a special
case of the well-known Borel determinacy theorem
which states all Borel games enjoy determinacy.
Theorem 1. (10)(7) Reachability, Büchi and parity games enjoy memoryless determinacy. Moreover,
computing W0 and W1 takes time O(m + n) for a
reachability game and O(n·(m+n)) for a Büchi game,
where m, n are respectively the number of edges and
nodes in the underlying graph.
By the above theorem, we are justified in restricting ourselves to memoryless strategies for such games
and in this paper we shall only consider memoryless
strategies. By solving a game, we mean to provide
an algorithm that takes as input a game G, and outputs all nodes in W0 . We briefly describe the classical
algorithms that solve reachability and Büchi games.
We first provide the algorithm for solving reachability games. Suppose G is a reachability game. For
Y ⊆ V , let
Pre(Y ) ={v ∈ V0 | ∃u : (v, u) ∈ E ∧ u ∈ Y }
∪ {v ∈ V1 | ∀u : (v, u) ∈ E → u ∈ Y }.
The algorithm computes a sequence of sets
T0 , T1 , T2 ... where T0 = T , and for i > 0, Ti =
Pre(Ti−1 ) ∪ Ti−1 . Since the graph is finite, we have
Ts = Ts+1 for some s ∈ N. A node v is a winning position for Player 0 if and only if v ∈ Ts . This algorithm
can be implemented to run in O(m + n) by performing a reverse breadth first search (starting from T )
to compute the out-degrees of the nodes followed by
a second reverse breadth first search to compute the
Ti ’s exploiting the out-degrees computed previously.
The reader is directed to (7, Ch.2) for details. We
refer to this algorithm as the reach algorithm. Let
G be the underlying graph of the game. For any set
X ⊆ V , we use Reachσ (X, G) to denote the σ-winning
region for the reachability game (V0 , V1 , E, X). In
other words, from any node in Reachσ (X, G), Player σ
has a strategy that forces any play starting from this
node to visit X. Hence in the above algorithm we
have Ts = Reach0 (T, G).
We now present the classical algorithm for solving
Büchi games. Suppose G is a Büchi game. Compute the sequences of sets T0 , T1 , . . ., R0 , R1 , . . . and
U0 , U1 , . . . as follows: Let T0 = T .
Suppose Ti
is defined for i ≥ 0. Set Ri = Reach0 (Ti , G) and
Ui = V \ Ri . Set Ti+1 = Ti \ Reach1 (Ui , G). Hence
we have T0 ⊇ T1 ⊇ T2 ⊇ . . .. The process terminates when we have Ts = Ts+1 for some s ∈ N.
A node v is a winning position for Player 0 if and
only if v ∈ Reach0 (Ts , G). The algorithm takes time
O(n · (m + n)). See (7, Ch.2) for details.
3

Trees with back-edges

We consider rooted directed trees where all edges are
directed away from the root. All terminologies on
trees are standard. The ancestor relation on a tree
T is denoted by ≤T and the root is its least element.
For u ≤T v, let Path[u, v] = {x | u ≤T x ≤T v}.
The level lev(u) of a node u ∈ V is the length of the
unique path from the root to u. The height h of the
tree P
is max{lev(v) | v ∈ V }. The external path length
ℓ is {lev(v) | v is a leaf in T }.
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Definition 1. A directed graph G = (V, E) is a tree
with back-edges if its edge relation E can be partitioned into two sets E T and E B where T = (V, E T )
is a rooted directed tree and all edges in E B are of
the form (v, u) where u <T v. Edges in E B are
called back-edges. We denote a tree with back-edges
by (V, E T ∪ E B ). We refer to leaves of T as leaves of
G. A Büchi game is played on a tree with back-edges
if its underlying graph is a tree with back-edges.
Let G = (V, E T ∪ E B ) be a tree with back-edges.
A subtree of G is a subgraph of G that is also a tree.
In particular, all the edges of a subtree are from E T
and the root of the subtree is not necessarily the root
of G. A subtree with back-edges consists of a subtree
and all induced back-edges on the subtree. We use
B to denote the class of all Büchi games played on
trees with back-edges. A game G ∈ B is denoted by
the tuple (V0 , V1 , E T , E B , T ) where T ⊆ V are target
nodes. Recall that we may assume without loss of
generality that for any node u ∈ V , we have E T (u) ∪
E B (u) 6= ∅.
In the rest of the paper we will present our algorithm for solving the winning region problem for
games in B. Our claim on the running time of the algorithm depends on the following assumptions on the
data structures and the underlying model of computation. A node u in a game G ∈ B is stored as the
tuple
(p(u), tar(u), pos(u), Ch(u), InBk(u), OutBk(u)),
where p(u) is a pointer to the parent of u, tar(u) is
true if and only if u ∈ T , pos(u) = σ if and only if
u ∈ Vσ , Ch(u) is a list of children of u, InBk(u) is a
list of incoming back-edges into u, OutBk(u) is a list
of outgoing back-edges from u. Note that as pointed
out in section 2, our underlying model of computation is a random access machine and manipulating
registers (of logarithmic lengths) takes constant time.
Hence, accessing p(u), tar(u), pos(u) as well as the
first elements of Ch(u), InBk(u) and OutBk(u) takes
constant time. In the following we define a canonical
form for all games G ∈ B.
Definition 2. A Büchi game G ∈ B is reduced if the
following conditions hold:
• For all (u, v) ∈ E B , u is a leaf in the underlying
tree with back-edges (V, E T ∪ E B ).
• All target nodes are leaves.
• Each leaf in (V, E T ∪ E B ) has exactly one outgoing back-edge.
The following lemma is easy to see.
Lemma 1. Suppose G is a reduced Büchi game and
π is a play in G. Let R be the set of leaves that are
visited infinitely often by π. Then we have
[
Inf(π) = {Path[v, u] | (u, v) ∈ E B , u ∈ R}.

The next lemma reduces solving games in the class
B to solving games that are reduced.
Lemma 2. Given a Büchi game G
=
(V0 , V1 , E1T , E1B , T ) ∈ B, there exists a reduced
game Rd(G) = (U0 , U1 , E2T , E2B , S) such that
• V ⊆ U and |U | ≤ |V | + |E1B |.
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• A node v ∈ V is winning for Player 0 in G if and
only if v is winning for Player 0 in Rd(G).
• Rd(G) is constructed from G in time O(|E1T ∪
E1B |).
Proof. The game Rd(G) is constructed from G as follows :
1. For each back-edge (u, v) ∈ E1B , add a new
leaf α(u, v) and subdivide the edge (u, v) into
(u, α(u, v)) and (α(u, v), v).
2. S = {α(u, v) | Path[v, u] ∩ T 6= ∅}.
See Fig. 1 for an example. It is easy to see that Rd(G)
is a reduced game and that V ⊆ U and |U | ≤ |V | +
|E1B |. We now need to prove that a node v ∈ V is
winning for Player 0 in G if and only if v is winning
for Player 0 in Rd(G). The proof for this is quite
technical and is omitted due to space restrictions.
The target level of a node u ∈ V is the number of
target nodes that occur on the unique path from the
root to u. To construct Rd(G) from G, we first compute the levels and target levels for all nodes in V0 ∪V1 .
This can be done by a preorder traversal of the tree
starting from the root. We use k(u) and ℓ(u) to denote resp. the target level and level of u. The value
of k(u) and ℓ(u) are set to 0 when u is the root. We
increment the ℓ-value by 1 as the tree traversal visits
a node of a higher level. If a target node u is visited,
we increase the k-value by 1; see Algorithm 1. The
algorithm is executed with parameters (r, 0) where r
is the root of (V, E1T ∪ E1B ).
Algorithm 1 AssignLabel(u, i).
1: if tar(u) then k(u) ← i + 1
2: else k(u) ← i end if
3: for v ∈ Ch(u) do
4:
ℓ(v) ← ℓ(u) + 1
5:
Run AssignLabel(v, k(u)).
6: end for
The algorithm then copies the nodes and edges in
the tree (V, E1T ) to Rd(G). When a back-edge (u, v)
is detected, the algorithm creates a new node α(u, v),
and connects u (resp. α(u, v)) with α(u, v) (resp. v).
Finally, the node α(u, v) is set as a target in S if u
and v have different target levels. Algorithm 1 runs
in time O(|V |) because the algorithm visits each node
in the tree exactly once. The construction of Rd(G)
takes O(|E1T ∪ E1B |) time because each edge (tree edge
or back-edge) in G is visited exactly once.
4

Solving Büchi games played on trees with
back-edges

Our goal is to describe an algorithm that solves a
Büchi game played on trees with back-edges. By
Lemma 2, it suffices to describe an algorithm that
solves reduced Büchi games.
4.1

Snares

Let G = (V0 , V1 , E T , E B , T ) be a reduced Büchi game.
Let u be a leaf in the tree T = (V, E T ). Since G
is reduced, we abuse the notation by writing E B (u)
for the unique node v such that (u, v) ∈ E B . We
will often identify a subset S ⊆ V with the subgraph
of G = (V0 ∪ V1 , E T ∪ E B ) induced by S. Recall

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

Figure 1: Example of a Büchi game played on a tree with back edges and the equivalent reduced game.
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that W0 denotes the 0-winning region of G. We now
give a refined analysis of the set W0 by introducing
the notion of snares. Essentially, we will construct a
sequence S0 ⊆ S1 ⊆ S2 ⊆ . . . of subsets of nodes in V
that contain all nodes in W0 .
Definition 3. For a subset S ⊆ V , a snare strategy in S is a strategy for Player 0 such that all plays
consistent with the strategy starting from a node in
S stay in S forever. A 0-snare is a subtree S of the
tree (V, E T ) such that all leaves in S are targets and
Player 0 has a snare strategy in S.
Note that by definition, Player 0 wins the Büchi
game G from any nodes in a 0-snare. On the other
hand, there can be winning positions of Player 0 that
do not belong to any 0-snares. To capture the entire
winning region W0 of Player 0, we inductively define
the notion of i-snares for all i ∈ N. Let S0 be the set
{u | u belongs to a 0-snare in G}, and let T0 = T . For
i > 0, define the set

definition requires that G is a reduced game. When
G is not reduced, the snare rank of G is defined on
the game Rd(G). We use the term snare to refer to
an i-snare for some i ∈ {0, . . . , r}.
As an example, consider the Büchi game shown in
Fig. 2. The 0-snares and 1-snare are shown in the
figure. Note that the subtree with back-edges rooted
at 5 and containing 7, 8, 11, 12 is not a 0-snare. Node
13 is the root of a 1-snare. Note that from 13, Player 1
has two options: 1) move to 15 and lose the game
since 16 is a target node or 2) move to 14 and lose
the game since the play must move to the 0-snare
rooted at 3.
Figure 2: Example of a Büchi game with snares
shown.
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B

Ti = {x | E (x) ∈ Si−1 },
where the sets S1 , S2 , . . . are defined inductively as
follows.
Definition 4. For i > 0, an i-snare is a subtree S of
the tree (V, E T ) such that
• All leaves of S are in T ∪ Ti .

8
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5
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• From any node v ∈ S, Player 0 has a snare strategy in S ∪ Si−1 .

7
4

We let Si denote the set of all nodes that are in an
i-snare.
Note that the sequence of nodes S0 , S1 , . . . satisfies
that
S0 ⊆ S1 ⊆ S2 ⊆ · · ·
The snare rank of the node u ∈ V is min{i | u ∈ Si }.
The snare rank of the Büchi game G is the maximum
snare rank of the nodes in G. From now on we always
use r to denote the snare rank of G. Note that the

11
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0-snare

15
13

9
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Proposition 1. The snare rank r of G is bounded by
the height h of the tree (V, E T ).
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Proof. Let Hr be a snare of rank r with root ur . It is
clear from the definition of an i-snare that there must
be a leaf x ∈ Hr such that there is a back-edge from
x to some node v ∈ Sr−1 . Also note that all nodes in
Path[ur , x] belong to Hr and therefore v <T ur .
Let ur−1 be the root of the snare Hr−1 which contains v (ur−1 ≤T v <T ur ). Since ur−1 <T ur ,
we have lev(ur−1 ) < lev(ur ). We can apply a similar argument to the snare Hr−1 to find a snare
Hr−2 which has a root ur−2 <T ur−1 (lev(ur−2 ) <
lev(ur−1 )). In this manner we find a sequence of nodes
ur , ur−1 , ur−2 , .. such that each ui is the root of an
i-snare and for each i we have lev(ui−1 ) < lev(ui ).
Since the tree (V, E T ) has height h, the value of r is
bounded by h.
The following lemmas reduce the problem of solving a reduced Büchi game to computing snares.
Lemma 3. If u0 ∈ Si for some i ∈ {0, . . . , r}, then
u0 ∈ W0 .
Proof. We prove the lemma by induction on i. Suppose u0 belongs to an i-snare S for some i > 0. Let f
be a snare strategy in S ∪ Si−1 . Then a play starting
from u0 that is consistent with f either stays in S forever or goes to an (i − 1)-snare. If all plays starting
from u0 consistent with f reach Si−1 , then u0 ∈ W0
by the inductive assumption.
Suppose π = u0 , u1 , .. is a play consistent with
f that does not reach Si−1 . Since the game G is
reduced, the play π eventually reaches a leaf node.
Let uj0 be the first leaf node visited by π. Then
uj0 ∈ Ti ∪ T . If E B (uj0 ) ∈ Si−1 , then uj0 +1 ∈ Si−1
which is impossible by assumption. Hence, by definition, uj0 is a target node. Now applying the same
argument to the play starting from uj0 +1 , we obtain uj1 which is the second leaf node visited by
π. Continuing this argument, we obtain a sequence
of target nodes uj0 , uj1 , uj2 , . . . of nodes in π where
j0 < j1 < j2 < · · · . Hence π is a winning play for
Player 0. This concludes the proof that u0 ∈ W0 .
Now our goal is to show that every node in W0
belongs to some snare. We need the following definition:
Definition 5. Let f be a winning strategy for
Player 0 on a node u. We define the tree induced
by f on u as a subtree Tuf = (Vuf , ≤T ) of the underlying tree (V, E T ) such that the root of Tuf is u and for
every node w >T u, w ∈ Vuf whenever
• w = f (x) for some x ∈ V0 ∩ Vuf , or
• w ∈ E T (x) for some x ∈ V1 ∩ Vuf .
The edge relation Eu,f is E T restricted to Vuf .

• If all nodes in L are targets, then there is some
v ∈ L with E B (v) <T u as otherwise Tuf is a
0-snare. In this case, let u1 = E B (v).
• Suppose a node v ∈ L is not a target.
If E B (v) ≥T u, then the path
B
u, v, E (v), v, E B (v), · · · defines a play consistent with f but is winning for Player 1. Thus
E B (v) <T u and we let u1 = E B (v).
Note that in both cases, u1 <T u and u1 does not
belong to any snare. Also since f is a winning strategy
for Player 0 , u1 is a winning position for Player 0.
Applying the same argument as above, we obtain the
sequence u >T u1 >T u2 >T · · · such that no node in
this sequence is in a snare. The sequence is finite and
let uk be the last node in it. Any play consistent with
f starting at uk stays in the induced tree Tufk forever.
Therefore if all leaves in Tufk are targets, uk belongs
to a 0-snare which is impossible. Hence let y be the
leaf in Tufk that is not a target. Then the sequence
uk , y, E B (y), y, E B (y), · · · defines a winning play that
is consistent with f and is winning for Player 1. This
is in contradiction with the fact that f is a winning
strategy for Player 0.
Combining Lemma 3 and Lemma 4, we have the
following:
Theorem 2. For any reduced Büchi game G, the winning region W0 of Player 0 coincide with the set Sr ,
where r is the snare rank of G.
4.2

Our goal is to present an algorithm that computes all
snares in the reduced game G. Let T = (V, E T ). Recall from Section 2 that for any X ⊆ V , Player 0 has a
strategy to force any play into X from Reach0 (X, T )
by using only tree-edges. For simplicity, we denote
Reach0 (X, T ) by Reach(X). Note that if v ∈ S0 then
v ∈ Reach(T ).
For every node v ∈ Reach(T ), we define a value
b0 (v) ∈ N inductively as follows:
• If v is a leaf, let b0 (v) = lev(E B (v)). Notice that
v ∈ T.
• If v is an internal node and v ∈ V0 , let b0 (v) =
max{b0 (u) | u ∈ E T (v) ∩ Reach(T )}.
• If v is an internal node and v ∈ V1 , let b0 (v) =
min{b0 (u) | u ∈ E T (v)}.
Intuitively, the value b0 (v) represents the level in
the tree the game may arrives in if the play starts from
v and goes through one back-edge, when the players
adopt the following strategy:

Lemma 4. If u ∈ W0 then u ∈ Si for some i ∈
{0, . . . , r}.
Proof. Suppose u does not belong to any snare. Assume for the sake of contradiction that u ∈ W0 . Let
f be the winning strategy for Player 0 starting from
u. Consider the tree Tuf induced by f on u. If for
all leaves v in Tuf we have E B (v) ∈ Si for some
i ∈ N, then by definition Tuf is a (j + 1)-snare where
j = max{i | v is a leaf in Tuf and E B (v) has snare
rank i}. This is in contradiction with the assumption.
Therefore, let L be the non-empty set containing all
leaves v of Tuf such that E B (v) does not belong to
any snare. We define a node u1 as follows.
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Finding Snares

- Player 0 would like to stay as close to the leaves
as possible.
- Player 1 would like to stay as close to the root
as possible.
let

For any node v ∈ V , and a strategy f for Player 0,
b0 (f, v) = min{lev(E B (w)) | w is a leaf
in the tree Tvf }.

Intuitively, b0 (f, v) is the largest number k with the
following property: the first leaf w that appears in
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any play starting from v and consistent with f has
lev(E B (w)) ≥ k. In other words if Player 0 adopts
the strategy f starting from v, then b0 (f, v) is the
closest level to the root that Player 1 can guarantee to
move to after following exactly one back-edge. Note
that when v is itself a leaf, b0 (f, v) = lev(E B (v)) for
any strategy f . For any X ⊆ V and v ∈ Reach(X),
let SReach (X, v) denote the set of all 0-strategies that
force any play into X from v. The next lemma relates
b0 (v) with b0 (f, v) for all f ∈ SReach (T, v).

Lemma 7. For every v ∈ Reach(T ∪ Ti ), bi (v) =
max{bi (f, v) | f ∈ SReach (T ∪ Ti , v)}.

Lemma 5. For every v ∈ Reach(T ), b0 (v) =
max{b0 (f, v) | f ∈ SReach (T, v)}.

Lemma 8. For any node v ∈ Reach(Ti ∪T ), v belongs
to an i-snare if and only if v ∈ Si (u) for some u ≤ v
such that bi (u) ≥ lev(u).

The proof of the above lemma is by induction on
the level of v.
For every u ∈ Reach(T ), let
S0 (u) = {v ≥T u | ∀w ∈ Path[u, v] : b0 (w) ≥ lev(u)}.
The following lemma provides a way to check if a node
belongs to a 0-snare.
Lemma 6. For every v ∈ Reach(T ), v belongs to a
0-snare if and only if v ∈ S0 (u) for some u ≤T v such
that b0 (u) ≥ lev(u).
Proof. Suppose v belongs to a 0-snare S that is
rooted at some node u. Let f be the snare strategy in S. Since all leaves of S are targets, for all
w ∈ Path[u, v], f ∈ SReach (T, w), and by definition
of a snare strategy, all plays starting from w that
are consistent with f will stay in S forever. In particular, we have b0 (f, u) ≥ lev(u). By Lemma 5,
b0 (u) ≥ b0 (f, u) ≥ lev(u). Furthermore, for all nodes
w ∈ Path[u, v], b0 (w) ≥ b0 (f, w) ≥ lev(u). Hence,
v ∈ S0 (u).
Conversely, let u ∈ Reach(T ) be such that b0 (u) ≥
lev(u). We prove that the set S0 (u) forms a 0-snare.
It is clear that all leaves in S0 (u) are targets. By
Lemma 5, for every node v ∈ S0 (u), there is a strategy fv such that any leave w in the tree Tvfv is a target
and lev(E B (w)) ≥ b0 (u). Therefore we define a strategy for Player 0 such that g(v) = fv (v) for all node
v ∈ V0 ∩ S0 (u). Now let π be a play starting from
some v ∈ S0 (u) and consistent with g. Whenever π
reaches a leaf w, we have lev(E B (w)) ≥ lev(u) and
thus E B (w) ∈ S0 (u). Hence any play starting from
S0 (u) and consistent with g will stay in S0 (u) forever.
This means S0 (u) is a 0-snare.
Lemma 6 gives us a way to check if a node belongs to a 0-snare. In particular, the following equality holds:
o
[n
S0 =
S0 (u) | u ∈ Reach(T ), b0 (u) ≥ lev(u) .

We now apply our reasoning above to i-snares where
i > 0. For i > 0, recall that Ti = {w | E B (w) ∈
Si−1 }. Note that a node belongs to an i-snare only
if it belongs to Reach(T ∪ Ti ). Recall that h is the
height of the tree T . We inductively define a function
bi : Reach(T ∪ Ti ) → {0, . . . , h} in the same way as b0
with the following difference: If v ∈ Ti , let bi (v) = h.
For any node v ∈ V and a strategy f , let bi (f, v) =
h if all leaves in the tree Tuf belong to Ti and let
bi (f, v) = b0 (f, v) otherwise. In other words, bi (f, v)
is the largest number k ∈ {0, . . . , h} with the following property: the first leaf w that appears in any
play starting from v and consistent with f has either
E B (w) ∈ Si−1 or lev(E B (u)) ≥ k. In the same way
as the proof of Lemma 5, we can prove the following
lemma:

For every u ∈ Reach(T ∪ Ti ), let
Si (u) = {v ≥T u | ∀w ∈ Path[u, v] : bi (w) ≥ lev(u)}.
We can prove the next lemma similarly as proving
Lemma 6 with every appearance of Lemma 5 replaced
by Lemma 7.

Hence, we obtain the following equality for every
i ∈ {0, . . . , r}.
o
[n
Si =
Si (u) | u ∈ Reach(T ∪ Ti ), bi (u) ≥ lev(u) .
(1)
4.3

An algorithm for solving Büchi games on
trees with back-edges

Recall
that for a tree T , the external path length ℓ is
P
{lev(v) | v is a leaf in T }. For any game G played
on trees with back-edges (not necessarily reduced),
by the height and external path length of G we respectively mean the height and external path length of
the underlying tree of G.
Theorem 3. There exists an algorithm that solves
any Büchi game G played on trees with back-edges in
time O(min{r · m, ℓ + m}) where r is the snare rank,
m is the number of edges and ℓ is the external path
length of G.
Proof. By Lemma 2, we first compute in time O(m)
the reduced game Rd(G). The rest of the algorithm
works on Rd(G), which we simply write as G. For i ≥
0, assume Si−1 has been computed. By Lemma 8 and
(1), Algorithm 2 computes the set Si . By Lemma 3
Algorithm 2 FindSnare[i](G).
1:
2:
3:
4:
5:

(Outline)

Compute the set Ti = {w | E B (w) ∈ Si−1 }.
Compute Reach(T ∪ Ti ).
For all u ∈ Reach(Ti ∪ T ) do:
Compute bi (u)
If bi (u) ≥ lev(u), compute Si (u) and add
Si (u) to Si .

and Lemma 4, we obtain that W0 = Sr . Hence, to
compute the entire winning region W0 , it suffices to
run FindSnare[0](G), Findsnare[1](G),. . ., in order. The
algorithm terminates after running FindSnare[r+1](G)
where Sr = Sr+1 (and thus r is the snare rank).
In FindSnare[i](G), i ∈ {0, . . . , r + 1}, we compute
bi (u) for all u ∈ Reach(Ti ∪ T ) in order: we only compute bi (u) when bi (v) for all v ∈ E T (u)∩Reach(Ti ∪T )
have been computed. When bi (u) ≥ lev(u), we apply
a depth-first search on the subtree rooted at u to compute the set Si (u). After Si (u) has been computed,
we contract all the nodes in Si (u) into a meta-node
MSi (u) and redirect edges as follows: any edge (u, v)
where u ∈ Si (u) and v ∈
/ Si (u) is substituted by an
edge (MSi (u) , v) and conversely any edge (v, u) where
v∈
/ Si (u) and u ∈ Si (u) is substituted by (v, MSi (u) ).
Hence, each edge in G is visited a fixed number of
times and the FindSnare[i](G) algorithm takes time
O(m).
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To further reduce the running time of the algorithm, we maintain a variable b(u) for every
node u throughout the entire algorithm. When
FindSnare[i](G) is executed, b(u) will store the value
of bi (u). During the first iteration (when FindSnare[0]
is performed), b(u) = b0 (u) for all u ∈ Reach(T ) and
undefined for all other nodes. In the subsequent iterations, we do the following to compute bi (u) for i > 0
and u ∈ Reach(T ∪ Ti ):
1. If u is a leaf in Ti , set b(u) = h. If u is a leaf in
T , the value of b(u) remains unchanged.
2. Then “propagate” the value of b(u) to ancestors
of u as follows: let v be the parent of u. If v ∈ V1
and b(v) > b(u), then set b(v) = b(u). If v ∈
V0 and b(v) < b(u), then set b(v) = b(u). This
process continues until we reach a node w <T u
such that b(w) does not need to be updated or w
is the root.
Hence, at any iteration of the algorithm, we only
change the value of b(v) when b(u) is changed for
some leaf u ≥T v. Also, for any leaf u, if the value
of b(u) is set to h, it is never changed again. Therefore, the number of times we visit a node v ∈ V is at
most the number of leaves in the subtree rooted at v.
This means that the algorithm runs in time O(ℓ + m)
(since the external path length of Rd(G) is at most
ℓ + m). By the arguments above, we conclude that
the algorithm runs in time O(min{r · m, ℓ + m}).
5

Solving parity games played on trees with
back-edges

We now apply Theorem 3 to obtain an algorithm for
solving parity games on trees with back-edges. Recall
the definition of parity games from Section 2: In a
parity game G, each node u ∈ V is associated with
a priority ρ(u) ∈ N and Player 0 wins π = v0 v1 · · ·
if and only if min{ρ(v) | v ∈ Inf(π)} is even. Also
recall that we may assume that E(u) 6= ∅ for any
u ∈ V . The following lemma reduces the problem of
solving parity games played on trees with back-edges
to solving reduced Büchi games.
Lemma 9. Given a parity game G
=
(V0 , V1 , E1T , E1B , ρ) played on trees with backedges, there is a reduced Büchi game H =
(U0 , U1 , E2T , E2B , T ) such that
• V ⊆ U and |U | ≤ |V | + |E1B |.
• A node u ∈ V is winning for Player 0 in G if and
only if u is winning for Player 0 in H.
• H is constructed in time O(ℓ + m) where ℓ is the
external path length of G.
Proof. To define the sets U0 , U1 , E2T and E2B , we use
the same construction as in the proof of Lemma 2.
The target set T in the game H is defined as
T = {α(u, v) | (u, v) ∈ E1B , min{ρ(x) | x ∈ Path[v, u]}
is even}.
We prove the following claim.
Claim. A node u ∈ V is winning for Player 0 in G if
and only if u is winning for Player 0 in H.
Fix u ∈ V . Suppose u is a winning position of
Player 0 in G. Let f be the winning strategy for
Player 0 at u. By Theorem 1 we know that f is a
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memoryless strategy. Define the strategy g in the
same way as in the proof of Lemma 2. Any play π
starting from u and consistent with g in H defines a
play π ′ starting from u and consistent with f in G
such that Inf(π ′ ) = Inf(π) ∩ V . Since f is a winning
strategy for Player 0, min{ρ(x) | x ∈ Inf(π ′ )} is even.
Let e = min{ρ(x) | x ∈ Inf(π)}. There must be a
back edge (x, y) ∈ E1B that is visited infinitely often by
π ′ and min{ρ(z) | z ∈ Path[y, x]} = e. By definition,
the node α(x, y) ∈ T and appears in π infinitely often.
Hence π is winning for Player 0.
Conversely, suppose u is winning position of
Player 0 in H. Then u belongs to a snare by Theorem 2. Let i be the snare rank of u and let S be
the i-snare containing u. Let f be a snare strategy
for Player 0 in S ∪ Si−1 (recall that Si−1 denotes all
nodes in H that are in an (i − 1)-snare). Define the
strategy g : V0 → V in the same way as in the proof of
Lemma 2. Let π be a play consistent with g starting
from u in G. Our goal is to prove that π is a winning play for Player 0 in G. Suppose for the sake of
contradiction that π is winning for Player 1.
Note that π corresponds to a play π ′ consistent
with f such that Inf(π) = Inf(π ′ ) ∩ V . By definition
of an i-snare, each leaf in the snare S is either a target
or has a back edge that goes to Si−1 . Assume π ′ never
visits Si−1 . In this case, all leaves visited by π ′ are
targets. Let R be the setSof leaves visited by π ′ , then
by Lemma 1, Inf(π ′ ) = {Path[x, α(y, x)] | α(y, x) ∈
R}. Therefore
[
Inf(π) = Inf(π ′ ) ∩ V = {Path[x, y] | α(y, x) ∈ R}.

Since R ⊆ T , for all α(y, x) ∈ R, min{ρ(z) | z ∈
Path[x, y]} is even. Hence min{ρ(z) | z ∈ Inf(π)} is
also even and π is winning for Player 0. This is in
contradiction with the assumption that π is winning
for Player 1.
Hence π ′ (and π) must visit a node u1 <H u that
belongs to an (i − 1)-snare. Now apply the same argument on u1 . Continuing this process, we obtain a
sequence of nodes u = u0 >H u1 >H u2 >H · · · such
that for all j ∈ N, uj+1 has snare rank strictly smaller
than the snare rank of uj . Contradiction.
Hence the claim is proved.
We use the depth-first search (DFS) algorithm on
the underlying tree T of G. Consider a path P in T
from the root to a leaf. We represent the length of P
by |P |. We use the algorithm of (17) to preprocess P
in time O(|P |) such that for any u, v ∈ P (u <T v),
we may find the value of min{ρ(x) | x ∈ Path[u, v]}
in constant time. Then it is clear that preprocessing
every such path in T takes O(ℓ) time (where ℓ is the
external path length of G) and subsequently finding
min{ρ(x) | x ∈ Path[u, v]} for any nodes u <T v takes
constant time.
Hence for every back edge (u, v) ∈ E1B , min{ρ(x) |
x ∈ Path[v, u]} maybe found in constant time after
the above preprocessing has been completed. Therefore the algorithm constructs the reduced Büchi game
H as follows:
1. Preprocess every path P of T from the root to a
leaf using the algorithm of (17).
2. For each back edge (u, v) ∈ E1B , create a new
leaf α(u, v) by subdividing (u, v). Set α(u, v) as
a target if and only if min{ρ(x) | x ∈ Path[v, u]}
is even (note that this takes constant time now).
The above procedure takes time O(ℓ + m).
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By Lemma 9 and Theorem 3 we obtain the following theorem.
Theorem 4. Any parity game G played on trees with
back-edges can be solved in time O(ℓ + m) where ℓ is
the external path length of G and m is the number of
edges in G.
6

Experimental results

In order to compare the performance of our algorithm
with that of the classical algorithm, we implemented
both the algorithms using the Sage mathematics software system (18). All the experiments were performed on an Intel Core 2 Duo processor (2.4 GHz)
with a L2 cache of 4 MB and RAM of 3 GB.
The experiments can be broadly divided into two
categories:
1. Average case running time comparison: We systematically enumerate all games on trees with
back-edges with order n ∈ N nodes. For each
game, we compare the running times of the classical algorithm and our algorithm.
2. Running time comparison with random sampling: We considered three classes of rooted
trees: (a) rooted trees with unbounded outdegree (denoted by RANUD) , (b) rooted binary trees (denoted by RANBT) and (c) rooted
trees where all internal nodes have only a single
child node (denoted by RANDL) We consider
the class RANDL since it is the simplest class
of rooted trees.
Whenever we refer to a random Büchi game G
from one of these classes of trees, we mean that
the underlying tree of G is a randomly generated tree from that class. Since for a given
n ∈ N , there is a unique tree of order n from
RANDL, we describe how we generate random
samples of order n from the classes RANUD
and RANBT:
• RANUD : We first construct a random free
tree Tfree of order n by generating a sequence
of (n − 2) random integers chosen independently and uniformly from {0, 1, . . . , n − 1}
and then applying a reverse Prüfer transformation to this sequence (15). We then
randomly select a root from the nodes of
Tfree , hence obtaining rooted tree T .
• RANBT: We construct a random rooted
binary tree by the algorithm of (16).
Given a random rooted tree T from RANUD or
RANBT, we generate a random reduced Büchi
game G from T as follows:
• For each leaf v of T , we make a random
choice of an ancestor u of v and declare a
back-edge from v to u. In this manner we
obtain a random tree with back-edges Tb .
• From the nodes of Tb , we randomly select
nodes of Player 0 and target nodes to obtain
a random Büchi game G on trees with backedges. Note that G is reduced.
Given a rooted tree T from RANDL, for every
node v of T we randomly choose an ancestor u
of v and add a back-edge from v to u. Then we
randomly choose nodes of Player 0 and target
nodes as before to obtain a random game G. We

then use the procedure described in Lemma 2 to
convert G to a reduced game.
In our experiment, we generated random Büchi
games from the three classes described above and
then compared the running times of the classical
algorithm and our algorithm.
Results: Average case running time comparison:
Figure 3 (bottom right) shows the average running
time of the classical algorithm and our algorithm for
games of size n ∈ {5, 6, . . . , 13}. It is clear that our algorithm performs better than the classical algorithm
in all cases. Moreover as n increases, the difference in
average case running time between the two algorithms
increases. This is particularly evident for n = 13,
where our algorithm performs an order of magnitude
better than the classical algorithm.
The picture becomes even clearer when we analyze the results of the experiments with random sampling. In order to enable a more convenient comparison between the two algorithms we have scaled
down the running times of the classical algorithm by
a factor of 102 for all experiments with random sampling. The sizes of the random games are in the range
n ∈ {100, . . . , 10000}.
Random games from RANUD : Figure 3 (top left)
shows the graph comparing the running time of the
classical algorithm versus our algorithm for random
Büchi games from the class RANUD. The sample sizes are as follows: 106 random games for
n ∈ {100, . . . , 2000}, 105 random games for n ∈
{4000, . . . , 6000}, 5·104 games for n = 8000 and 4·104
games for n = 10000.
As the graph shows, the classical algorithm exhibits quadratic growth in running time whereas our
algorithm has linear growth in running time (with respect to n). This is better than the worst case bound
of O(min{r · m, l}) mentioned in Theorem 3.
Random games from RANBT: Figure 3 (top right)
shows the graph comparing the running time of the
classical algorithm versus our algorithm for random
Büchi games from the class RANBT. The sample
sizes are as follows: 105 games for n ∈ {100, . . . , 2000}
and 104 games for n ∈ {4000, 10000}. Again the classical algorithm shows a quadratic growth in running
time as compared to our algorithm which has a linear growth in running time (w.r.t. n) which is better
than the worst case bound of O(min{r · m, ℓ}).
Random games from RANDL: Figure 3 (bottom left)
shows the graph comparing the running time of the
classical algorithm versus our algorithm for random
Büchi games from the class RANDL. The sample
sizes are identical to the RANBT case. Here also,
our algorithm shows a linear growth as compared to
the quadratic growth shown by the classical algorithm.
Hence the experiments demonstrate that our algorithm outperforms the classical algorithm in all the
three classes. In particular, for n > 4000, our algorithm performs two orders of magnitude better than
the classical algorithm for all three classes of Büchi
games. The experiments clearly show that, in practice, not only our algorithm is much more efficient
asymptotically but it also performs better for games
with small number of nodes on the set of trees with
back-edges.
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Figure 3: The top left graph shows the comparison of algorithms for RANUD, the top right graph for
RANBT and the bottom left for RANDL (the dashed lines represent the classical algorithm). The bottom
right table compares the average running times of the two algorithms. Note that the running time of the
classical algorithm has been scaled down by 102 in the graphs.
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[1] Berwanger, D., Grädel, E.: Entanglement - a measure for the complexity of directed graphs with
applications to logic and games. In: Proceedings
of LPAR’04, pp. 209-223, 2004.
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Abstract
Given a graph G = (V, E) and an integer D ≥ 1, we
consider the problem of augmenting G by a minimum
set of new edges so that the diameter becomes at most
D. It is known that no constant factor approximation
algorithms to this problem with an arbitrary graph G
can be obtained unless P = N P , while the problem
with only a few graph classes such as forests is approximable within a constant factor. In this paper,
we give the first constant factor approximation algorithm to the problem with an outerplanar graph G.
We also show that if the target diameter D is even,
then the case where G is a partial 2-tree is also approximable within a constant.
Keywords: undirected graph, graph augmentation
problem, diameter, outerplanar graphs, partial 2trees, constant factor approximation algorithm
1

Introduction

In communication networks, some transfer delay occurs when we send a message from one node to another node. The least number of links through which
the message has to be transmitted is considered as
one measurement of such a transfer delay. Thus, the
diameter of a network, which is defined as the maximum distance between every two nodes in it, is an
important parameter to measure the performance of
the network. From this point of view, the problems of
constructing a graph with a small diameter by adding
new edges have been studied (Alon et al. 2000, Bilò et
al. 2010, Chepoi and Vaxès 2002, Chepoi et al. 2006,
Dodis and Khanna 1999, Ishii et al. 2006, Li et al.
1992, Schoone et al. 1987).
Given an undirected graph G = (V, E) and an integer D ≥ 1, the augmentation problem with diameter requirements (for short, APD) is to augment G
by adding a minimum set of new edges that reduces
the diameter to at most D. Note that the case of
D = 1 is trivial, because only the complete graph
can have diameter one. In general, Schoone et al.
(1987) showed that APD is NP-hard for any fixed
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D ≥ 3. Moreover, it was shown that there is a constant c > 0 such that APD is not approximable within
a factor of c log n in polynomial time, unless P=NP,
due to Li et al. (1992) for D ≥ 4, and due to Dodis
and Khanna (1999) for D ∈ {2, 3}, where n = |V |.
Recently, Bilò et al. (2010) showed that APD is approximable within a factor of O(log n) in polynomial
time. Thus, APD is Θ(log n)-approximable. Also,
about the bounds on the optimal value OP T (G, D)
to APD with a graph G and an integer D, Alon et
al. (2000) showed that OP T (G, 2) = n − ∆ − 1 and
OP T (G, 3) ≥ n − O(∆3 ) hold for any graph G with
the maximum degree ∆ and a sufficiently large number of vertices and that OP T (G, D) ≤ n/bD/2c holds
for any connected graph G.
There are also many studies on APD with some
restricted classes of graphs. Erdős et al. (1998) investigated upper and lower bounds on OP T (G, D) in
the case where a given graph and an augmented graph
are restricted to be triangle-free. Alon et al. (2000)
proved that OP T (Cn , D) = n/(2bD/2c − 1) − O(1)
holds for any cycle Cn of n vertices; it follows that a
(1, c)-approximate solution can be obtained in polynomial time for a constant c. Here, let us call a solution an (a, b)-approximate solution if the number of
edges in the solution is at most aOP T (G, D) + b, and
an algorithm that delivers such a solution an (a, b)approximation algorithm. As for the case where G
is a forest, Chepoi and Vaxès (2002) presented a 2approximation algorithm for an even D, and Ishii et
al. (2006) provided an 8-approximation algorithm for
an odd D. The latter one has been improved to a
(2 + 1/δ, δ 5 )-approximation algorithm for any integer
δ > 0 due to Chepoi et al. (2006). Moreover, Chepoi
and Vaxès (2002) also pointed out that their algorithm for forests and even diameters can be applied
to a wider class of graphs G satisfying the following
conditions (i) and (ii). (i) G is a Helly graph (Berge
1989). (ii) There exists a polynomial time algorithm
to the `-DOMINATING SET with G, the problem of
finding a minimum set X of vertices such that the distance from each vertex to some vertex in X is at most
`. Forests and dually chordal graphs (Brandstädt et
al. 1998) are included in such a class of graphs.
However, to our best knowledge, for any graph
classes other than cycles or Helly graphs, there are
only a few results about whether APD is approximable within a constant in polynomial time or not,
while it is still left open whether APD with forests is
NP-hard. In this paper, we consider the case where
G is outerplanar, and give the first constant factor
algorithm for APD; our algorithm delivers a (2, 3)approximate (resp., (36, 42)-approximate) solution in
O(n5 ) (resp., O(n8 )) time if D is even (resp., odd).
For an even D, our algorithm is based on Chepoi
and Vaxès (2002)’s algorithm for a Helly graph; their
algorithm finds a 2-approximate set E 0 of edges so
that in the augmented graph G0 = (V, E ∪ E 0 ), ev123
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ery vertex v ∈ V is at distance at most D/2 from
some vertex u∗ . While an outerplanar graph is not
a Helly graph, we show that such a set E 0 with
|E 0 | ≤ 2OP T (G, D) + 3 can be found in O(n5 )
time. For an odd D, our strategy follows Ishii et
al. (2006)’s approaches for a forest and an odd D;
their 8-approximation algorithm first finds a set E10
of edges with diam((V, E ∪ E10 )) ≤ D + 1 and |E10 | ≤
2OP T (G, D + 1) ≤ 2OP T (G, D) by applying the
above method for even diameters, and next reduces
the diameter of (V, E ∪E10 ) from D +1 to D by adding
a set E20 of edges with |E20 | ≤ 2|E10 |+2L for some lower
bound L on OP T (G, D). In order to obtain a constant factor approximation algorithm, we extend this
lower bound L for forests to apply it to the case of
outerplanar graphs.
Also, we investigate the case where G is a partial
k-tree. Notice that outerplanar graphs are partial 2trees. While in this case, the above Chepoi and Vaxès’
approaches for even diameters do not work even if G
is a 2-tree, we show that if G is a partial 2-tree and
D is even, APD is (8,5)-approximable in O(n5 ) time.
The paper is organized as follows. In Section 2,
we state our main results about APD with outerplanar graphs and partial 2-trees, after introducing some basic notation. In Section 3, we propose a (2,3)-approximation algorithm, named Outerplanar Even(D), to APD with an outerplanar
graph G and an even D. In Section 4, we give a
(36,42)-approximation algorithm, named Outerplanar Odd(D), to APD with an outerplanar graph G
and an odd D, after inroducing a new lower bound on
OP T (G, D). In Section 5, we discuss the case where
G is a partial k-tree and show that if G is a partial 2tree and D is even, then APD is (8,5)-approximable.
In Section 6, we give concluding remarks. Some of
the proofs are omitted due to space limitation.
2

Main theorems

Let G = (V, E) stand for an undirected simple graph
with a set V of vertices and a set E of edges. An edge
with end vertices u and v is denoted by (u, v). We
denote |V | by n and |E| by m. A singleton set {x}
may be simply written as x, and “ ⊂ ” implies proper
inclusion while “ ⊆ ” means “ ⊂ ” or “ = ”. For
a set S
V , a family V of pairwise disjoint subsets of V
with Vi ∈V Vi = V is called a partition of V . In G =
(V, E), its vertex set V and edge set E may be denoted
by V (G) and E(G), respectively. For a subset V 0 ⊆ V
in G, G[V 0 ] denotes the subgraph induced by V 0 . For
a set E 0 of edeges with E 0 ∩ E = ∅, we denote the
augmented graph (V, E ∪ E 0 ) by G + E 0 . For a set
E 0 of edges, we denote by V [E 0 ] the set of all end
vertices of edges in E 0 . For a vertex set X ⊂ V in a
graph G, we denote by NG (X) the set of vertices in
V − X adjacent to some vertex v ∈ X, and denote
NG (X) ∪ X by NG [X]. A set E 0 of edges is called a
star (with center v) if each edge in E 0 has v as one of
its end vertices.
A path between two vertices u and v is called a
(u, v)-path. The length of a path P is defined by the
number of edges in P and is denoted as |P | (i.e., |P | =
|E(P )|). For two vertices u, v ∈ V in G = (V, E), the
distance between u and v is defined as the length of a
path between u and v with the shortest length, and
it is denoted by dG (u, v). For two sets X, Y ⊆ V
of vertices, let dG (X, Y ) = min{dG (u, v) | u ∈ X, v ∈
Y }. The diameter of a graph G, denoted by diam(G),
is defined as the maximum among distances between
all pairs of vertices in G. For a vertex u ∈ V in a
k
graph G and an integer k, let NG
(u) denote the set
of vertices v with dG (u, v) = k. A set BG (u, k) =
124

S

0

k
NG
(u) of vertices is called the ball centered at
u of radius k. BG (u, k) may be simply called a k-ball
(with center u). For a subset V 0 ⊆ V of vertices and
a family B of balls, we say that B covers V 0 if every
vertex in V 0 is contained in some ball in B.
A set V 0 of vertices is called a vertex cut (of G) if
the deletion of V 0 increases the number of components
in G. In particular, when |V 0 | = 1, the vertex v with
V 0 = {v} is called a cut vertex (of G). A bridge is an
edge whose deletion increases the number of components in G.
A graph is called planar if it can be drawn in the
plane without generating a crossing by two edges,
and a plane graph is a particular drawing of a planar graph. A plane graph divides the plane into regions, and a face of a plane graph is the maximal
region of the plane that contains no vertex in that region. A face whose vertex set is {u1 , u2 , . . . , uk } with
(ui , ui+1 ) ∈ E(G), i = 1, 2, . . . , k (where uk+1 = u1 )
is denoted by [u1 u2 · · · uk ]. We call a face consisting
of k vertices a k-face. A planar graph G is called outerplanar if it can be drawn in the plane so that all vertices lie on the boundary of some face. Such a drawing
is referred to as an outerplane graph. The face whose
boundary contains all vertices of G is called the outer
face and all other faces are called inner faces. We
call an edge belonging to the boundary of the outer
face an outer edge and all other edges inner edges.
Note that each bridge is an outer edge. An outerplane graph G is called maximal if every inner face is
a 3-face in G.
A tree decomposition of G = (V, E) is defined as
a pair (T = (VT , ET ), U = {Ux ⊆ V | x ∈ VT })
of a treeST and a family U of subsets of V satisfying (a) x∈VT Ux = V , (b) for every (v, v 0 ) ∈ E,
{v, v 0 } ⊆ Ux for some x ∈ VT , and (c) for every v ∈ V ,
{x ∈ VT | v ∈ Ux } induces a connected component
in T (Robertson and Seymour 1986). The width of a
tree decomposition (T, U) is max{|Ux | − 1 | x ∈ VT },
and the treewidth of G is the minimum width over all
tree decompositions of G. A graph with treewidth at
most k is also called a partial k-tree. It is known that
any outerplanar graph is a partial 2-tree. Throughout
the paper, we shall use node to denote an element in
VT for distiguishing it from an element in V . Here,
we introduce the following basic properties about tree
decompositions, which will be utilized in the subsequent sections.
Lemma 2.1 Let (T = (VT , ET ), U ) be a tree decomposition of G, (x1 , x2 ) be an edge in T , and
VT1 and VT2 be two components in T − {(x1 , x2 )} =
(VT , ET − {(x1 , x2 )}).
S Then, Ux1 ∩ Ux2 is a vertex cut separating ( x∈V 1 Ux ) − (Ux1 ∩ Ux2 ) from
T
S
( x∈V 2 Ux ) − (Ux1 ∩ Ux2 ) in G.
2
k0 ≤k

T

In this paper, we consider the following problem
of augmenting an initial graph by adding a minimum
set of edges to meet required diameter constraints.
Problem 2.2 Augmentation Problem with Diameter
Requirements (APD)
Input: A graph G = (V, E) and an integer D ≥ 1.
Output: A set E ∗ of edges with the minimum cardinality such that diam(G + E ∗ ) ≤ D holds.
2
For APD, we show the following two theorems.
Theorem 2.3 If G is outerplanar and D is even
(resp., odd), then a (2, 3)-approximate (resp.,
(36, 42)-approximate) feasible solution to APD can be
found in O(n5 ) (resp., O(n8 )) time.
2
Theorem 2.4 If G is a partial 2-tree and D is even,
then an (8, 5)-approximate feasible solution to APD
can be found in O(n5 ) time.
2
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3

Outerplanar graphs and even diameters

In this section, we consider the case where G is outerplane and D is even. After introducing tree decompositions of outerplane graphs in Section 3.1, we
show that APD is (2,3)-approximable in O(n5 ) time
in Section 3.2.
3.1

Tree decomposition

Let G = (V, E) be an outerplane graph. The
treewidth of G is at most two, i.e., there exists a
tree decomposition (T = (VT , ET ), U = {Ux ⊆ V |
x ∈ VT }) of G such that |Ux | ≤ 3 for all Ux ∈ U.
While a tree decomposition of G is not unique, we
here introduce a tree decomposition of G based on
a maximal outerplane graph of G, which will be utilized for proving several theorems and lemmas in the
subsequent sections.
Let GM = (V, EM ) be a maximal outerplane graph
with E ⊆ EM , and F be the family of all inner faces
of GM (note that each face in F is a 3-face). Then, we
can construct a tree decomposition (T = (VT , ET ), U)
in the following manner (I) and (II):
(I) For each inner face F = [v1 v2 v3 ] (resp., bridge
e = (v1 , v2 )) of GM , we introduce a new vertex xF
(resp., xe ) with UxF = {v1 , v2 , v3 } (resp., Uxe =
{v1 , v2 }); let VT = {xF | F ∈ F} ∪ {xe | e ∈ B(G)}
where B(G) denotes the set of all bridges in G.
(II) ET consists of the following three sets ET1 ,
ET3 . An edge (x1 , x2 ) ∈ ET1 if and only if
and x2 = wF2 for two 3-faces F1 and F2 in F
which have a common inner edge. For each cut vertex
v in G where Vi , i = 1, 2, . . . , p denotes the connected
component in G−v which has a neighbor of v, we pick
up one node xi for each i such that Uxi ∈ U contains
2
v and some vertex in Vi ; let
S ET2(v) = {(xi , xi+1 ) | i =
2
1, 2, . . . , p − 1}. Let ET = {ET (v) | v is a cut vertex
in G}. If (VT , ET1 ∪ ET2 ) is disconnected (i.e., consists
of q components with q ≥ 2), then we add q − 1 edges
to make it connected; denote the set of these added
edges by ET3 .
ET2 , and
x1 = wF1

It is not difficult to see that the resulting (T , U)
is a tree decomposition of G. Throughout the paper,
we call a tree decomposition of an outerplane G constructed based on its maximal outerplane graph GM
with E(G) ⊆ E(GM ) and the above procedure (I)
and (II) a tree decomposition of G w.r.t. GM .
3.2

Algorithm

Let G = (V, E) be an outerplane graph and D = 2R
be an even integer with R ≥ 1. We then show that
APD is (2,3)-approximable in O(n5 ) time.
First we start with a preparatory lemma.
Lemma 3.1 Let E ∗ be an optimal solution to APD
and B ∗ be the family of (R − 1)-balls centered at vertices in V [E ∗ ]; B ∗ = {BG (v, R − 1) | v ∈ V [E ∗ ]}.
Then every two vertices u1 , u2 uncovered by B∗ satisfy dG (u1 , u2 ) ≤ D.
Proof. Let u1 , u2 be two
S arbitray vertices uncovered
by B∗ (i.e., u1 , u2 ∈
/ v∈V [E ∗ ] BG (v, R − 1)). Note
that we have dG (ui , V [E ∗ ]) ≥ R for i = 1, 2. Hence,
the length of any (u1 , u2 )-path containing some edge
in E ∗ is at least 2R+1 = D+1. From diam(G+E ∗ ) ≤
D and this, it follows that there exists a (u1 , u2 )-path
with length at most D which contains no edge in E ∗ ;
dG (u1 , u2 ) ≤ D.
2

Let W ∗ denote the set of all vertices uncovered
by B ∗ . By utilizing this property, Chepoi and Vaxès
(2002) proved that the case where G is a forest is 2approximable. If G is a forest, then the set W ∗ can be
covered by one R-ball B1 from Lemma 3.1. Moreover,
the set E1 = {(v1 , v) | v ∈ V [E ∗ ]} of new edges is a
feasible solution with |E1 | ≤ |V [E ∗ ]| ≤ 2OP T (G, D)
where v1 is the center of B1 , since every vertex v ∈ V
is at distance at most R from v1 in G + E1 . Based on
this observation, Chepoi and Vaxès’s algorithm delivers a 2-approximate solution by computing one R-ball
and a minimum number of (R − 1)-balls such that the
family of these balls covers V . Furthermore, by extending these observations, they pointed out that if
G is a Helly graph, then there exists a 2-approximate
solution E1 such that E1 is a star with some center
v1 and dG+E1 (v1 , v) ≤ R for every v ∈ V .
On the other hand, while an outerplanar graph
is not a Helly graph, we can prove that W ∗ can be
covered by one R-ball and at most three (R − 1)balls, as shown in Lemma 3.3 below. For proving
this, we show the following property about partial
k-trees, which is an extension of properties about
bdiam(G)/2c-dominating sets shown by Gavoille et
al. (2001), but its proof is omitted.
Lemma 3.2 Let G = (V, E) be a partial k-tree and
(T = (VT , ET ), U) be a tree decomposition of G. Let
W be a set of vertices in G such that every two vertices w, w0 ∈ W satisfy dG (w, w0 ) ≤ d. Then, G has a
set Ux ∈ U of vertices such that every vertex w ∈ W
satisfies dG (w, Ux ) ≤ bd/2c.
2
Lemma 3.3 Let G = (V, E) be an outerplane graph.
For E ∗ and B ∗ as defined in Lemma 3.1, the set W ∗
of all vertices uncovered by B ∗ is covered by one Rballs and at most three (R − 1)-balls.
Proof. By Lemma 3.1, we have
dG (w, w0 ) ≤ 2R for every pair of w, w0 ∈ W ∗ . (3.1)
Let GM = (V, EM ) be a maximal outerplane graph of
G with E ⊆ EM , and consider a tree decomposition
(T = (VT , ET ), U = {Ux ⊆ V | x ∈ VT }) of G w.r.t.
GM . Let xr be a node in T such that
dG (w, Uxr ) ≤ R all w ∈ W ∗

(3.2)

(such a node xr exists by Lemma 3.2). We regard T
to be rooted at xr ∈ VT . For each node x ∈ VT , let
D(x; T ) beSthe set of descendants of x (including x),
and UX = x∈X Ux for X ⊆ VT .
If all vertices w ∈ W ∗ satisfy dG (w, Uxr ) ≤ R − 1,
then we are done by |Ux | ≤ 3. Assume that some
vertex w1 ∈ W ∗ satisfies dG (w1 , Uxr ) = R, and it is
contained in UD(x1 ;T ) for some child x1 of xr . If the
set V1 = UD(x1 ;T ) − Uxr is adjacent to exactly one
vertex v1 ∈ Uxr (i.e., v1 is a cut vertex separating
w1 from Uxr − {v1 }), then by (3.1) and (3.2), every
vertex in W ∗ is at distance at most R from v1 ; W ∗
can be covered by one R-ball centered at v1 .
Suppose that V1 is adjacent to exactly two vertices v1 and v2 in Uxr (note that since G is outerplane, |NG (V1 )| ∈ {1, 2}). This also indicates that
|Uxr | = 3 and Uxr forms a 3-face in GM ; let Uxr =
{v1 , v2 , v3 }. Let x2 (resp., x3 ) be the child of xr such
that V2 = UD(x2 ;T ) − Uxr (resp., V3 = UD(x3 ;T ) − Uxr )
satisfies NG (V2 ) = {v2 , v3 } (resp., NG (V3 ) = {v3 , v1 })
if exists. Observe that all other children x of xr
satisfies |NG (V 0 )| = 1 where V 0 = UD(x;T ) − Uxr
since G is outerplane, and we can assume that for
each such a V 0 , every vertex w ∈ V 0 ∩ W ∗ satisfies
dG (w, Uxr ) ≤ R − 1 since otherwise we are done as
125
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observed above; all vertices in V 0 ∩W ∗ can be covered
by {BG (vi , R − 1) | i = 1, 2, 3}.
Assume that there exists a set W ⊆ W ∗ of vertices uncovered by B = {BG (v1 , R), BG (v2 , R −
1), BG (v3 , R − 1)} (since otherwise we are done). We
can observe that every vertex w ∈ V3 ∩ W ∗ with
dG (w, {v3 , v1 }) = R satisfies dG (w, v1 ) = R, since
otherwise (i.e., dG (w, v1 ) > R) we have dG (w1 , w) ≥
dG (w1 , {v1 , v2 })+min{dG (w, v1 ), dG (w, v3 )+1} > 2R,
contradicting (3.1) (note that {v1 , v2 } and {v3 , v1 } are
both vertex cuts in G). It follows that W ⊆ V1 ∪ V2 .
Then there are two possible cases (A) and (B): (A)
W ∩ V2 6= ∅ and (B) W ∩ V2 = ∅.
(A) Let W2 = W ∩ V2 . By dG (w1 , {v1 , v2 }) = R,
dG (w2 , {v2 , v3 }) = R, and dG (w1 , w2 ) ≤ 2R, it follows that dG (w1 , v2 ) = dG (w2 , v2 ) = R for every
w2 ∈ W2 . In a similar way, we can observe that every vertex w ∈ V1 ∩ W ∗ with dG (w, {v1 , v2 }) = R
satisfies dG (w, v2 ) = R. Hence, if dG (w, {v1 , v3 }) ≤
R − 1 for all w ∈ V3 ∩ W ∗ , then {BG (v1 , R −
1), BG (v2 , R), BG (v3 , R−1)} covers W ∗ . Assume that
some vertex w3 ∈ V3 ∩ W ∗ satisfies dG (w3 , {v1 , v3 }) =
R. Then, by exchanging parts of the pair {w1 , V3 }
and {w3 , V1 } in the above arguments, we can see that
V1 ∩ W = ∅, i.e., W = W2 . Moreover, similarly to
the above arguments for w1 and w2 , we can observe
that for every vertex w2 ∈ W2 , we have dG (w2 , v3 ) =
dG (w3 , v3 ) = R; dG (w2 , v2 ) = dG (w2 , v3 ) = R holds.
We here claim that dG (w2 , v23 ) ≤ R − 1 for all
w2 ∈ W2 , where Ux2 = {v2 , v3 , v23 }. Indeed, this
follows since dG (w2 , v2 ) = dG (w2 , v3 ) = R holds, and
{v2 , v23 } or {v3 , v23 } is a vertex cut of G separating
v3 or v2 from w2 , respectively. Thus, we can see that
W ∗ is covered by B ∪ {BG (v23 , R − 1)}.
(B) Note that dG (w, {v2 , v3 }) ≤ R − 1 for all
w ∈ V2 ∩ W ∗ . Also note that dG (w, {v3 , v1 }) ≤
R − 1 for all w ∈ V3 ∩ W ∗ , since otherwise it follows that dG (w, v1 ) ≤ R for all w ∈ V1 ∩ W ∗ as
observed in the case (A), which contradicts W 6=
∅. Hence, if every vertex w ∈ V1 ∩ W ∗ with
dG (w, {v1 , v2 }) = R satisfies dG (w, v2 ) = R, then
{BG (v1 , R − 1), BG (v2 , R), BG (v3 , R − 1)} covers W ∗ .
Consider the remaining cases: there exist two
vertices w10 , w100 ∈ V1 ∩ W ∗ with dG (w10 , {v1 , v2 }) =
dG (w100 , {v1 , v2 }) = R, dG (w10 , v2 ) > R, and
dG (w100 , v1 ) > R. Then, we move from xr to x1
and apply the above arguments to x1 . Notice that
dG (w, Ux1 ) ≤ R still hold for all w ∈ W ∗ since by
dG (w1 , {v1 , v2 }) = R and (3.1), all w ∈ W ∗ −UD(x1 ;T )
satisfy dG (w, {v1 , v2 }) ≤ R. If we cannot still find a
required family of balls for x1 , then we move to one
child of x1 in T or go back to xr . Here we remark
that if we go back to xr , then we are done by adding
the current family B of three balls centered at vertices in Ux1 to BG (v3 , R − 1). Indeed, in this case,
all vertices in W ∗ uncovered by B are contained in
V2 ∪ V3 ∪ {v3 } or some component V 0 of G − Uxr with
NG (V 0 ) = {v3 }, and all such vertices are at distance
at most R−1 from {v1 , v2 , v3 } in G as observed above.
Therefore, by repeating the above arguments to a leaf
of T , we can find a required family of balls covering
W ∗.
2
As a corollary of this lemma, we can observe that
V can be covered by one R-ball and at most |V [E ∗ ]|+
3 (≤ 2OP T (G, D)+3) (R−1)-balls. Based on this, we
can construct a (2,3)-approximate solution to APD by
computing one R-ball and a minimum number of (R−
1)-balls which cover V . This algorithm is described
as Algorithm Outerplanar Even(D).
Now we have the following lemma by a slight modification of Demaine et al. (2005)’s algorithm which
computes a minimum number of R-balls covering V
in a graph with bounded branchwidth and the fact
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Algorithm 1 Algorithm Outerplanar Even(D)
Input: An outerplane graph G = (V, E) and an even
integer D = 2R ≥ 2.
Output: A set E1 of new edges such that diam(G +
E1 ) ≤ D and |E1 | ≤ 2OP T (G, D) + 3.
∗
1: Choose a center c ∈ V for the R-ball and a set
C1 of centers for (R−1)-balls so that the family of
these |C1 | + 1 balls covers V in G and the number
|C1 | + 1 of centers is minimized.
∗
2: Halt after outputting the set E1 = {(c , c) | c ∈
C1 }.
that the branchwidth of any graph with treewidth at
most two is at most two.
Lemma 3.4 Let G be a partial 2-tree and R ≥ 0
be an integer. (i) For a set V 0 ⊆ V (G) of vertices,
a minimum number of R-balls covering V 0 can be
computed in O(|V (G)|4 ) time. (ii) For a family B
of R-balls in G, a minimum set V 0 of vertices hitting B (i.e., a minimum set V 0 of vertices satisfying
V 0 ∩ B 6= ∅ for all B ∈ B) can be found in O(|V (G)|4 )
time.
2
Notice that V 0 hits a family B of R-balls if and only
if {B(v, R) | v ∈ V 0 } covers the set of all centers in
B. In Step 1 of Algorithm Outerplanar Even(D),
c∗ and C1 can be obtained by computing a minimum
number of (R−1)-balls covering V −BG (v, R) for each
v ∈ V ; it takes O(n5 ) time. Thus, the case where D
is even in Theorem 2.3 has been proved.
Before closing this section, we show several properties of the set E1 of edges obtained by Algorithm
Outerplanar Even(D), which will be referred to
when we deal with the case where the target diameter is odd.
Lemma 3.5 (i) |C1 | = |E1 | ≤ 2OP T (G, 2R) + 3
≤ 2OP T (G, 2R − 1) + 3 holds.
(ii) The family of (R − 1)-balls with centers in
C1 ∪ NG (c∗ ) covers V if R ≥ 2.
(iii) Every vertex v ∈ V satisfies dG1 +E1 (c∗ , v) ≤ R.
(iv) Every two vertices u1 , u2
∈
V with
dG1 +E1 (u1 , u2 ) > 2R − 1 satisfy dG1 +E1 (u1 ,
u2 ) = 2R and dG+E1 (c∗ , u1 ) = dG+E1 (c∗ , u2 ) = R;
such a vertex ui satisfies dG (ui , c) = R − 1 for some
c ∈ C1 ∪ NG (c∗ ).
2
4

Outerplanar graphs and odd diameters

In this section, we consider the case where G is outerplanar and D = 2R − 1 is an odd integer with R ≥ 2
(note that the case of D = 1 is trivial). We will show
that APD is (36, 42)-approximate in O(n8 ) time.
In this case, such a good property as Lemma 3.1
does not hold. Moreover, it is not difficult to see that
OP T (G, D)/OP T (G, D +1) cannot be bounded from
above by any constant even in the case of trees. Our
algorithm consists of two steps; in the first step, we
apply Algorithm Outerplanar Even(2R) to G to
obtain a set E1 of edges with diam(G + E1 ) ≤ 2R
and |E1 | ≤ 2OP T (G, 2R) + 3, and in the second
step, we will reduce the diameter of G + E1 by one
with an addition of another edge set. Note that
by Lemma 3.5(i), we have |E1 | ≤ 2OP T (G, D) + 3;
(|E1 | − 3)/2 is a lower bound on OP T (G, D). For the
second step, after introducing another lower bound on
OP T (G, D) in Section 4.1, we discuss the details for
the way of obtaining a constant factor approximate
solution based on these lower bounds in Section 4.2.
Here, we define some notations and derive several properties about H1 = G + E1 . As for E1

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

obtained in the first step, let c∗ and C1 be a vertex and a vertex set in G, respectively, such that
{BG (c∗ , R)} ∪ {BG (c, R − 1) | c ∈ C1 } covers V
and we have |C1 | = |E1 |. In H1 , a vertex u ∈ V
is called distant if dH1 (u, u0 ) > D (= 2R − 1) holds
for some other vertex u0 . Let S(H1 ) denote the set
of all distant vertices in H1 . By Lemma 3.5(iv),
we see that every distant vertex u ∈ S(H1 ) satisfies dG (u, c) = R − 1 for some c ∈ C1 ∪ NG (c∗ ); let
R−1
(u) ∩ (C1 ∪ NG (c∗ )) for u ∈ S(H1 ).
C(u) = NG
Then, it is not difficult to see that the following properties hold.

Notice that by (4.1) and (4.2), we have ci 6= cj if
Si 6= Sj . The following lemma is obtained similarly
to Lemma 4.1.

Lemma 4.1 Let u1 and u2 be two distant vertices in
S(H1 ).
(i) If C(u1 ) ∩ C(u2 ) 6= ∅, then dG (u1 , u2 ) ≤ D.
(ii) Let E 0 be an arbitrary feasible solution to APD.
If C(u1 ) ∩ C(u2 ) = ∅ and V [E 0 ] ∩ (BG (u1 , R − 2) ∪
BG (u2 , R − 2)) = ∅, then E ∪ E 0 contains an edge
R−1
R−1
connecting NG
(u1 ) and NG
(u2 ).
2

Let E 0 be an arbitrary feasible solution to APD.
Assume that for I ⊆ {1, 2, . . . , p}, BG (u, R − 2) ∩
V [E 0 ] = ∅ holds for some u ∈ Si ∈ S if and only if
i ∈ I. Note that Lemma 4.3 says that if Si and Sj
satisfy dG (Si , Sj ) > D for {i, j} ⊆ I, then at least
R−1
R−1 0
one edge in E 0 connects NG
(u) and NG
(u ) for
some u ∈ Si and u0 ∈ Sj with BG (u, R − 2) ∩ V [E 0 ] =
∅ = BG (u0 , R − 2) ∩ V [E 0 ]. Let E10 ⊆ E 0 be the set
of this type of edges in E 0 . Then, we can see that
|E10 | ≥ |I|(|I| − 1)/2 − q(I) where q(I) is the number
of pairs Si , Sj with {i, j} ⊆ I and dG (Si , Sj ) ≤ D. On
the other hand, for i ∈
/ I, BG (u, R − 2) contains at
least one end vertex of an edge in E 0 for each u ∈ Si ;
denote this type of set of edges by E20 ⊆ E 0 . Since
one edge can connect at most two pairwise
disjoint
P
sets, we can see that |E20 | ≥ d(1/2) i∈I
/ hi e holds,
where hi is the cardinality of a minimum set hitting
{BG (u, R − 2) | u ∈ Si } (i.e., hi = min{|Y | | Y ∩
BG (u, R − 2) 6= ∅ for every u ∈ Si }). Since E10 ∩ E20 =
0
0
0
∅ by (4.2), it follows that
P |E | ≥ |E1 |+|E2 | ≥ |I|(|I|−
1)/2 − q(I) + d(1/2) i∈I
/ hi e. Let

Lemma 3.5(iv) also says that if two vertices u, u0 ∈
V satisfy dH1 (u, u0 ) > D, then both of u and u0
are distant. Hence, in the second step, we concentrate on reducing the distance between every two
distant vertices u, u0 ∈ S(H1 ) with dG (u, u0 ) > D.
Our strategy for augmenting a graph is based on
three types of lower bounds on OP T (G, D). One
is (|E1 | − 3)/2 = (|C1 | − 3)/2, which follows from
|E1 | ≤ 2OP T (G, 2R) + 3 ≤ 2OP T (G, D) + 3 as observed in Lemma 3.5(i). The other two ones are given
in the following lemma and the next subsection, respectively. Let C2 be the set of vertices v ∈ NG (c∗ )
such that v ∈ C(u) for some u ∈ S(H1 ).
Lemma 4.2 d|C2 |/4e − 1 is a lower bound on
OP T (G, D).
Proof. Assume that each vertex in C2 is numbered
c1 , c2 , . . . , ct in clockwise order on the boundary of its
outerface and t ≥ 5. Also suppose that c∗ is located
before c1 and after ct in clockwise order on it. Let Si
denote the set of distant vertices u ∈ S(H1 ) satisfying ci ∈ C(u). It was shown by Bilò et al. (2010) that
OP T (G, D) ≥ |V 0 | − 1, if there is a set V 0 of vertices
such that every two distinct vertices v, v 0 ∈ V 0 satisfy
dG (v, v 0 ) > D. Hence, it suffices to show that whenever |i − j| ≥ 4, any two vertices u ∈ Si and u0 ∈ Sj
satisfy dG (u, u0 ) > D.
Let u ∈ Si and u0 ∈ Sj be two vertices satisfying
|i − j| ≥ 4; assume that j ≥ i + 4 without loss of
generality. We have dG (u, ci+1 ) ≥ R − 1 since otherwise u would not be distant. Also, dG (u, ci+2 ) ≥ R
holds since any (u, ci+2 )-path in G contains c∗ or ci+1
by the structure of outerplane graphs and we have
dG (u, {c∗ , ci+1 }) ≥ R − 1. Similarly, dG (u0 , ci+2 ) ≥
dG (u0 , cj−2 ) ≥ R, which means that dG (u, u0 ) ≥ 2R =
D + 1.
2
4.1

Lower bound on OP T (G, D)

Let S be a subset of V . We consider a partition
S = {S1 , S2 , . . . , Sp } of S and a set {c1 , c2 , . . . , cp } of
vertices satisfying the following two conditions (4.1)
and (4.2):
For every u ∈ Si , we have dG (u, ci ) = R − 1
and dG (u, cj ) > R − 1 for all j 6= i.
(4.1)
For every two distinct sets Si and Sj , we have
dG (Si , Sj ) ≥ D.
(4.2)

Lemma 4.3 Let E 0 be an arbitrary feasible solution
to APD and S be a partition of S satisfying (4.1) and
(4.2). For two distnict members Si and Sj of S, if
BG (u, R − 2) ∩ V [E 0 ] = ∅ = BG (u0 , R − 2) ∩ V [E 0 ] for
some u ∈ Si and u0 ∈ Sj , then (i) dG (Si , Sj ) ≤ D
R−1
or (ii) E 0 contains an edge connecting NG
(u) and
R−1 0
NG (u ).
2

g1 (S, I) = |I|(|I| − 1)/2 − q(I) + d(1/2)

X

hi e.

i∈I
/

Based on these observations, min{g1 (S, I) | I ⊆
{1, 2, . . . , p}} is a lower bound on OP T (G, D).
For 1 ≤ p0 ≤ p, let I ∗ (p0 ) be the set of p0 indices
such that for every pair of i ∈ I ∗ (p0 ) and i0 ∈
/ I ∗ (p0 ),
∗
0
we have hi ≥ hi0 (i.e., I (p ) is the set of p0 indices
obtained from {1, 2, . . . , p} by choosing an index i in
the nonincreasing order of hi ), and I ∗ (0) = ∅. Hence,
it follows that for p0 ≥ 2, p0 (p0 − 1)/2
P− max{q(I) |
I ⊆ {1, 2, . . . , p}, |I| = p0 } + d(1/2) i∈I
/ ∗ (p0 ) hi e ≤
min{g1 (S, I) | I ⊆ {1, 2, . . . , p}, |I| = p0 }. Here, we
can observe that q(I) ≤ 2|I| − 3 if G is outerplane
and |I| ≥ 2.
Claim 4.4 If G is outerplane, then max{q(I) | I ⊆
{1, 2, . . . , p}, |I| = p0 } ≤ 2p0 − 3 for p0 ≥ 2.
S
Proof. For each Si ∈ S, let Si∗ = u∈Si BG (u, R −
1). By (4.2), every two distinct sets Si∗ and Sj∗ are
pairwise disjoint. Since Si∗ contains all vertices of a
(ci , u)-path with length R − 1 for u ∈ Si by (4.1),
Si∗ induces a connected graph in G. From these, it is
not difficult to see that the graph H obtained from G
by contracting each Si∗ into one vertex s∗i , replacing
multiple edges with a single edge, and deleting selfloops is also outerplane.
Let I be a subset of {1, 2, . . . , p} with |I| ≥ 2.
If dG (Si , Sj ) ≤ D, then it follows from (4.2) that
dG (Si , Sj ) = D and some edge e ∈ E connects
R−1
R−1 0
NG
(u) and NG
(u ) for some u ∈ Si and u0 ∈ Sj .
This indicates that the edge e connects Si∗ and Sj∗ ,
and hence we have (s∗i , s∗j ) ∈ E(H) in H. Thus, q(I)
is equal to the number of edges in the subgraph H 0
127
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of H induced by {s∗i | i ∈ I}. Since any outerplane
graph G0 has at most 2|V (G0 )| − 3 edges, we have
q(I) ≤ 2|I| − 3.
2

for finding E 00 is dominated by that for computing
min{g1 (S, I) | |I| = 7}; it takes O(|V (G)||I|+1 ) =
O(|V (G)|8 ) time.
2

Let

We remark that this lower bound is an extension of
Ishii et al. (2006)’s one for the case where G is a forest.
We also remark that the arguments before Claim 4.4
do not need the assumption that G is outerplane, i.e.,
they hold for an arbitrary graph.

0

0

0

0

g2 (S, p ) = p (p − 1)/2
P − max{0, 2p − 3}
+d(1/2) i∈I
/ ∗ (p0 ) hi e,
and
g(G, S) = min{min{g1 (S, I) | I ⊆ {1, 2, . . . , p},
2 ≤ |I| ≤ 7}, min{g2 (S, p0 ) | p0 ∈ {0, 1}
or p0 ≥ 8}}.
From the above arguments, we can see that g(G, S) is
a lower bound on OP T (G, D), and moreover, we can
reduce the distance between every two vertices in S
to at most D in polynomial time by adding a set E 00
of edges with |E 00 | ≤ 2OP T (G, D); namely, we have
the following lemma.
Lemma 4.5 Let G be outerplane and S
=
{S1 , S2 , . . . , Sp } be a partition of S satisfying (4.1)
and (4.2). Then, the following (i)–(iii) hold:
(i) OP T (G, D) ≥ g(G, S).
(ii) For a set E 00 of edges chosen according to the
following (a) and (b), we have |E 00 | ≤ 2g(G, S) and
dG+E 00 (u, u0 ) ≤ 2R−1 for every two vertices u, u0 ∈ S.
(a) Assume that g(G, S) = g1 (S, I) holds for some
I ⊆ {1, 2, . . . , p} with 2 ≤ |I| ≤ 7. Let ci0 be a vertex with i0 ∈ I. Let Y be a minimum set hitting
00
{BG (u, R − 2) | u ∈ ∪i∈I
/ Si }. Let E = ({(ci , cj ) |
i, j ∈ I} − E) ∪{(ci0 , v) | v ∈ Y }.
(b) Assume that g(G, S) = g2 (S, p0 ) holds for some
p0 with p0 ∈ {0, 1} or p0 ≥ 8. Let ci0 be a vertex
with i0 ∈ I ∗ (p0 ) if p0 ≥ 1, and an arbitrarily chosen
vertex if p0 = 0. Let Y be a minimum set hitting
00
{BG (u, R − 2) | u ∈ ∪i∈I
/ ∗ (p0 ) Si }. Let E = ({(ci , cj ) |
∗ 0
i, j ∈ I (p )} − E) ∪{(ci0 , v) | v ∈ Y }.
(iii) The edge set E 00 in (ii) can be found in
O(|V (G)|8 ) time.
Proof. (i) This follows from the discussion before
this lemma.
(ii) First consider the case of (a). Let u1 ∈
S1 and u2 ∈ S2 . If i ∈
/ I for i = 1, 2, then
dG+E 00 (ci0 , ui ) ≤ dG+E 00 (Y, ui ) + 1 ≤ R − 1; if
{1, 2} ∩ I = ∅, then dG+E 00 (u1 , u2 ) ≤ 2R − 2 < D.
If i ∈ I for i = 1, 2, then we have dG (ui , ci ) = R − 1
by (4.1), and dG+E 00 (ui , ci0 ) ≤ R by (ci0 , ci ) ∈ E ∪E 00 .
Hence, if |{1, 2} ∩ I| = 1, then dG+E 00 (u1 , u2 ) ≤
dG+E 00 (u1 , ci0 ) + dG+E 00 (u2 , ci0 ) ≤ 2R − 1 = D. Also,
if {1, 2} ⊆ I, then dG+E 00 (u1 , u2 ) ≤ dG+E 00 (u1 , c1 ) +
dG+E 00 (u2 , c2 ) + 1 = 2R − 1 = D by (c1 , c2 ) ∈ E ∪ E 00 .
It follows that dG+E 00 (u, v) ≤ 2R − 1 for every two
vertices u, v ∈ S. It is clear that |E 00 | ≤ 2g1 (S, I)
= 2g(G, S) by the definition of g1 .
Consider the case of (b). Similarly to the case
of (a), we can observe that dG+E 00 (u, v) ≤ 2R − 1
for every two vertices u, v ∈ S. Also, it follows that
|E 00 | ≤ 2g2 (S, p0 ), since p0 (p0 −1)/2 ≤ 2{p0 (p0 −1)/2−
(2p0 − 3)} whenever p0 ≥ 8.
(iii) For finding E 00 , we need to find out which of
the above (a) and (b) occurs. For this, we need to
compute g1 (S, I) for all I ⊆ {1, 2, . . . , p} with 2 ≤
|I| ≤ 7, and g2 (S, p0 ) for all p0 with p0 ∈ {0, 1} or
8 ≤ p0 ≤ |V (G)|. By Lemma 3.4, we can compute all
of hi for Si ∈ S in O(|V (G)|4 ) time. Once all of hi
are obtained, g1 (S, I) can be computed in O(|V (G)|)
time for each I, and g2 (S, p0 ) can be computed in
O(|V (G)|) time for each p0 . Hence, the running time
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4.2

Algorithm

In this subsection, we give an algorithm for reducing the distance between every two distant vertices
in S(H1 ) to at most D. If there exists a partition of
S(H1 ) satisfying (4.1) and (4.2), then we can make
the diameter of H1 at most D by adding at most
2OP T (G, D) edges, according to the discussion in the
previous subsection. However, in general, there is a
case where no such a partition exists; for example,
some distant vertex is at distance R − 1 from at least
two vertices in C1 ∪ C2 . Hence, roughly speaking, for
eliminating such distant vertices, we first add a set
F1 of edges connecting c∗ and several vertices located
“between” some two vertices in C1 ∪ C2 . Notice that
a vertex at distance at most R − 1 from c∗ is not any
more distant. Then, for the set S(H1 + F1 ) of the remaining distant vertices having a partition satisfying
(4.1) and (4.2), we apply the discussion in the previous subsection to add a 2-approximate set F2 of new
edges.
Below, we first show how to find such a set F1
of edges with |F1 | ≤ 8|C1 | + 4|C2 | − 1. Let GM =
(V, EM ) be a maximal outerplane graph of G with
E ⊆ EM and NG (c∗ ) = NGM (c∗ ). Here such a GM
can be constructed from G by first choosing an edge
connecting v and v 0 as an edge in EM for each pair of v
and v 0 such that {v, v 0 } ⊆ NG (c∗ ) and v and v 0 are on
the boundary of the same inner face. We remark that
this assumption on GM will be utilized for proving
|F1 | ≤ 8|C1 | + 4|C2 | − 1. Let (T = (VT , ET ), U =
{Ux ⊆ V | x ∈ VT }) be a tree decomposition of G
w.r.t. GM . We add to T a new node r and one edge
connecting r and some node x∗ ∈ VT with c∗ ∈ Ux∗ .
We regard this resulting tree T ∗ = (VT ∪ {r}, ET ∪
{(r, x∗ )}) to be rooted at r. For each node x ∈ VT ,
let p(x; T ∗ ) be the parent of x in T ∗ .
Let c ∈ C1 ∪C2 . We denote the set of nodes x ∈ VT
with c ∈ Ux by Xc . Let x∗c be the node in Xc with
c∈
/ Up(x∗c ;T ∗ ) ; x∗c is the nearest node to r among Xc
and uniquely determined from the construction of T ∗ .
Let Xc1 be the set of nodes x in Xc −{x∗c } such that for
some c0 ∈ C1 ∪C2 −{c}, we have c0 ∈ Ux or at least one
child x0 ∈
/ Xc of x has c0 ∈ UD(x0 ;T ∗ ) , and Xc2 = Xc −
1
Xc − {x∗c } (recall that D(x; T ∗ ) is defined in Section
3.2). Then, we define the following two sets C3 (c) and
C4 (c): let C3 (c) = UXc ∩NT1 [x∗c ] −(C1 ∪C2 ∪{c∗ }), and
S
C4 (c) = {UXc ∩NT1 [x] | x ∈ Xc1 } − (C1 ∪ C2 ∪ {c∗ }),
where T1 = (VT , ET1 ) (recall the definition of ET1 given
in Section 3.1). Let
F1 = {(c∗ , v) | v ∈ C3 (c) ∪ C4 (c), c ∈ C1 ∪ C2 }.
Intuitively, the edges between c∗ and C3 (c) (resp.,
C4 (c)) in F1 are added for eliminating distant vertices
between c and some vertices in C1 ∪ C2 corresponding
to the ancestors of x∗c (resp., the descendants of some
x ∈ Xc1 ) in T ∗ . Then, we can observe that |F1 | ≤
8|C1 | + 4|C2 | − 1, whose proof is omitted.
Lemma 4.6 |F1 | ≤ 8|C1 | + 4|C2 | − 1.

2

Let H2 = G1 + F1 (= G + (E1 ∪ F1 )). For the set
S(H2 ) of distant vertices in H2 , we can observe that
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if two vertices u, u0 ∈ V satisfy dH2 (u, u0 ) > D, then
{u, u0 } ⊆ S(H2 ) holds, since F1 is a star with center
c∗ and we can apply the same arguments for H1 to
H2 . Hence, for reducing diam(H2 ) by one, it suffices
to decrease the distance between every two distant
vertices in H2 to at most D. Here we show that we can
do this by adding a set of at most 2OP T (G, D) new
edges to H2 by proving that there exists a partition
of S(H2 ) satisfying (4.1) and (4.2).
Lemma 4.7 There exists a partition of S(H2 ) satisfying (4.1) and (4.2).
R−1
Proof. Consider a family S = {NG
(c) ∩ S(H2 ) |
c ∈ C1 ∪ C2 } of subsets of S(H2 ). We show that S is
a partition of S(H2 ) satisfying (4.1) and (4.2).
Let u1 be a distant vertex in S(H2 ) and c1 be a
vertex in C1 ∪ C2 with c1 ∈ C(u1 ) (note that such
a c1 exists by Lemma 3.5(iv)). We first claim that
u1 is contained in UD(y1 ;T ) for a child y1 ∈
/ Xc1 of
x1 or u1 ∈ Ux1 for some x1 ∈ Xc21 . Indeed, if u1 ∈
Uy holds for some ancestor y of x∗c1 , we have u1 ∈
UD(y;T ) for a child y ∈
/ Xc1 of x0 for some x0 ∈ Xc11 ,
or we have u1 ∈ Ux for some x ∈ Xc1 with Ux ∩
(C1 ∪ C2 − {c1 }) 6= ∅, then from the construction of
C3 (c1 ) ∪ C4 (c1 ), C3 (c1 ) ∪ C4 (c1 ) separates u1 from c1
or includes u1 . This indicates that we would have
dG (u1 , C3 (c1 ) ∪ C4 (c1 )) ≤ R − 2 and dH2 (u1 , c∗ ) ≤
R − 1, contradicting that u1 ∈ S(H2 ). Moreover, we
can observe that C3 (c1 ) ∪ C4 (c1 ) separates u1 from
any c ∈ C1 ∪ C2 − {c1 }; dG (u1 , c) > R − 1 for any
c ∈ C1 ∪ C2 − {c1 }. It follows that S is a partition of
S(H2 ) and satisfies (4.1).
Let u2 be a distant vertex in S(H2 ) with C(u2 ) =
c2 6= c1 . Then, we claim that dG (u1 , u2 ) ≥ D holds,
which indicates that S satisfies (4.2).
We first consider the case where c2 ∈ Ux2 or c2 is
contained in UD(y2 ;T ) for a child y2 ∈
/ Xc1 of x2 for
1
some x2 ∈ Xc1 . If {c1 , c2 } separates u1 from u2 in
G, then it is clear since dG (ui , {c1 , c2 }) ≥ R − 1 for
i = 1, 2, dG (u1 , c2 ) > R − 1, and dG (u2 , c1 ) > R − 1.
Assume that G has a (u1 , u2 )-path P which includes
neither c1 nor c2 . This indicates that |Ux1 | = |Ux2 | =
3, and T ∗ has a (x1 , x2 )-path PT consisting of edges
in ET1 . On the other hand, we have (x1 , x2 ) ∈
/ ET1
since otherwise Ux1 − {c1 } ⊆ C4 (c1 ) would hold
and C4 (c1 ) would separate u1 from c1 . It follows
that P has two vertices v1 and v2 in C4 (c1 ), where
Ux0 − {c1 } = {v1 , v2 } for some node x0 with x1 6=
x0 6= x2 on PT . Since G is outerplane, {c1 , v1 } and
{c1 , v2 } are both vertex cuts in G separating u1 from
u2 . Thus, we have dG (u1 , u2 ) ≥ dG (u1 , {c1 , v1 , v2 }) +
1 + dG (u2 , {c1 , v1 , v2 }) ≥ R − 1 + 1 + R − 1 = D.
Finally, consider the case where x∗c1 and x∗c2 has
the least common ancestor x with x∗c1 6= x 6= x∗c2 .
Then, from the construction of C3 (c1 ) and C3 (c2 )
and the property that ui is contained in a set corresponding to the descendants of some xi ∈ Xc2i for
i = 1, 2, we can observe that every (u1 , u2 )-path not
containing C1 ∪ C2 includes at least two vertices in
C3 (c1 ) ∪ C3 (c2 ), in a similar way to the previous case.
Thus, also in this case, we have dG (u1 , u2 ) ≥ D. 2

Now we are ready to give a constant factor approximation algorithm, named Outerplanar Odd(D),
for APD with G and D = 2R − 1.
Lemma 4.8 For a set E 0 = E1 ∪ F1 ∪ F2 obtained by
Algorithm Outerplanar Odd(D), we have |E 0 | ≤
36OP T (G, D) + 42.

Algorithm 2 Algorithm Outerplanar Odd(D)
Input: An outerplane graph G = (V, E) and an odd
integer D = 2R − 1 ≥ 3.
Output: A set E 0 of new edges such that diam(G +
E 0 ) ≤ D and |E 0 | ≤ 36OP T (G, D) + 42.
∗
1: Compute a center c , a set C1 of centers, and the
edge set E1 that satisfy Lemma 3.5. Let C2 be
the set of vertices v ∈ NG (c∗ ) such that v ∈ C(u)
for some u ∈ S(G + E1 ).
2: Compute C3 (c) and C4 (c) for each c ∈ C1 ∪ C2 .
Let F1 = {(c∗ , v) | v ∈ C3 (c)∪C4 (c), c ∈ C1 ∪C2 }.
3: Let S be a partition of S(G + (E1 ∪ F1 )) as defined in the proof of Lemma 4.7. According to
Lemma 4.5 with S, we add a set F2 of edges with
|F2 | ≤ 2OP T (G, D) to G + (E1 ∪ F1 ) so that
diam(G + (E1 ∪ F1 ∪ F2 )) ≤ D.
0
4: Halt after outputting the set E := E1 ∪ F1 ∪ F2 .
Proof. By Lemmas 3.5 and 4.2, we have |C1 | ≤
2OP T (G, D) + 3 and |C2 | ≤ 4OP T (G, D) + 4, respectively. It follows from Lemma 4.6 that |E1 | + |F1 | ≤
9|C1 |+4|C2 |−1 ≤ 34|C1 |+42. By Lemma 4.5, we have
|F2 | ≤ 2OP T (G, D). Thus, |E 0 | ≤ 36OP T (G, D) +
42.
2
It is not difficult to see that the running time of
Algorithm Outerplanar Odd(D) is dominated by
that for computing F2 ; it takes O(n8 ) time as observed in Lemma 4.5(iii). Summarizing the argument
given so far, Theorem 2.3 is now established.
5

Partial k-trees

A partial k-tree can be defined as a subgraph of a
k-tree, which is a graph from a complete graph with
(k+1) vertices by repeatedly adding a new vertex who
has exactly k neighbors forming a complete graph.
Here, we consider the case where G is a partial ktree and D is even, as an extension of the case of
outerplanar graphs.
As observed in Section 3.2, if G is outerplanar
and D = 2R, then there exists a (2,3)-approximate
solution Es which is a star with center vs satisfying dG+Es (vs , v) ≤ R for every v ∈ V . However,
this is not the case even for a 2-tree; there is a 2tree G for which the number of (R − 1)-balls covering V − BG (v, R) is not bounded by any constant
for every vertex v ∈ V . For example, consider APD
with a 2-tree G = (V, E) in Fig. 1 and D = 2; the
graph G is constructed from the complete graph K3
with V (K3 ) = {u1 , u2 , u3 } by adding p new vertices
adjacent to both of u1 and u2 , p new vertices adjacent to both of u2 and u3 , p new vertices adjacent
to both of u3 and u1 , and one new vertex w adjacent to both of u3 and w0 for some vertex w0 6= u1
adjacent to {u2 , u3 }. Then, {(u1 , w)} is an optimal
solution. However, for any v ∈ V , we need at least p
(R − 1)-balls for covering V − BG (v, R).
On the other hand, for a partial k-tree and its
tree decomposition (T = (VT , ET ), U = {Ux ⊆ V |
x ∈ VT }) of G, there exists a (2k + 2)-approximate
solution E 0 , each edge in which has a vertex in Ux as
one of its end vertices for some x ∈ VT , as observed
in the following lemma.
Lemma 5.1 Let G be a partial k-tree and (T =
(VT , ET ), U ) be its tree decomposition. For APD with
D = 2R, there exists a (2k + 2)-approximate solution
E 0 such that each edge e ∈ E 0 satisfies V [e] ∩ Ux 6= ∅
for some Ux ∈ U.
Proof. Let E ∗ be an optimal solution to APD, B∗ =
{BG (v, R − 1) | v ∈ V [E ∗ ]}, and W ∗ be the set of
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Figure 1: Illustration of a 2-tree G. While diam(G +
{(u1 , w)}) ≤ 2 holds, the size of any star Es whose
center vs satisfies dG+Es (vs , v) ≤ 1 for every v ∈ V is
at least p.

vertices uncovered by B∗ . Lemma 3.1 says that every
two vertices w1 , w2 ∈ W ∗ satisfy dG (w1 , w2 ) ≤ D.
Then, by Lemma 3.2, there exists a Ux ∈ U for some
x ∈ VT such that dG (Ux , w) ≤ R for every w ∈ W ∗ .
Then we claim that for E 0 = {(u, v) | u ∈ Ux , v ∈
V [E ∗ ]}, we have diam(G + E 0 ) ≤ D. Indeed, for each
v ∈ V − W ∗ , dG+E 0 (u, v) ≤ R holds for each u ∈ Ux
by v ∈ BG (v 0 , R − 1) for some v 0 ∈ V [E ∗ ], and hence
we have dG+E 0 (v1 , v2 ) ≤ D for each pair of v1 , v2 ∈
V − W ∗ . For each pair of w ∈ W ∗ and v ∈ V − W ∗ ,
dG+E 0 (v, w) ≤ dG+E 0 (v, uw ) + dG (uw , w) ≤ D, where
uw denotes a vertex in Ux with dG (uw , w) ≤ R for w ∈
W ∗ (note that such uw exists by dG (w, Ux ) ≤ R). Observe that |E 0 | ≤ |Ux ||V [E ∗ ]| ≤ 2(k + 1)OP T (G, D).
2
Hence, for a fixed k, if we have a polynomial time
c-approximation algorithm A for solving APD with
a partial k-tree H satisfying the following condition
(5.1) and D = 2R, then APD with a partial k-tree and
D = 2R is (2k + 2 + c)-approximable in polynomial
time, according to Algorithm Treewidth Even(D).
For a tree decomposition (T, U ) of H,
some U ∈ U satisfies dG (U, v) ≤ R
for all v ∈ V (H).

(5.1)

Here note that for a fixed k, a tree decomposition of a partial k-tree can be computed in linear
time (Bodlaender 1996). Indeed, the correctness of
Algorithm 3 Algorithm Treewidth Even(D)
Input: A partial k-tree G = (V, E) and an even integer D = 2R ≥ 2.
Output: A set E 0 of new edges such that diam(G +
E 0 ) ≤ D and |E 0 | ≤ (2k + 2 + c)OP T (G, D).
1: Compute
a tree decomposition (T
=
(VT , ET ), U = {Ux ⊆ V | x ∈ VT }) of G.
2: Choose Ux ∈ U and a set C1 of centers for (R −
S
1)-balls covering V − ( v∈Ux BG (v, R)) such that
|C1 | is minimized. Let E1 := {(u, c) | u ∈ Ux , c ∈
C1 }.
3: Let
S H be the subgraph of G induced by
Compute a set E2 of edges
v∈Ux BG (v, R).
with |E2 | ≤ cOP T (H, D) ≤ cOP T (G, D) so that
diam(H + E2 ) ≤ D by applying Algorithm A to
H.
0
4: Halt after outputting the set E = E1 ∪ E2 .

130

this algorithm can be proved as follows. As observed in the proof of Lemma 5.1, for an optimal
∗
∗
solution
S E , {BG (v, R − 1) | v ∈ V [E ]} covers
0
V − ( v∈Ux0 BG (v, R)) for some Ux ∈ U. From
the minimality of |C1 |, we have |C1 | ≤ |V [E ∗ ]|,
from which |E1 | ≤ (k + 1)|C1 | ≤ (k + 1)|V [E ∗ ]|
≤ 2(k + 1)OP T (G, D). As for Step 3, note that the
graph H is also a partial k-tree and satisfies (5.1).
Thus, |E 0 | ≤ (2k+2+c)OP T (G, D). Also, we can observe that dG+E 0 (u, v) ≤ D for every pair of u, v ∈ V
with {u, v} − V (H) 6= ∅ in a similar way to the proof
of Lemma 5.1. By diam(H + E2 ) ≤ D and this, we
have diam(G + E 0 ) ≤ D.
We here remark that if in H + E2 , every vertex
v ∈ V (H) is at distance at most R from U 0 for
some subset U 0 of Ux , then an addition of E10 :=
{(u, c) | u ∈ U 0 , c ∈ C1 } instead of E1 is sufficient in Step 2; diam(G + (E10 ∪ E2 )) ≤ D and
|E10 | ≤ (2|U 0 | + c)OP T (G, D). Also, we can observe
that for a partial 2-tree G, there exists such an algorithm A, which we will show in the next subsection.
5.1

Partial 2-trees

In this subsection, we show that if k ≤ 2, then there
exists such an algorithm A which delivers a (4,5)approximate solution in O(|V (G)|5 ) time, and as its
corollary, that APD with a partial 2-tree and D = 2R
is (8,5)-approximable in O(|V (G)|5 ) time.
Let G be a partial 2-tree satisfying (5.1) and
Ux = {u1 , u2 , u3 } be a member of U such that
dG (v, Ux ) ≤ R for all v ∈ V (G) for a tree decomposition (T = (VT , ET ), U = {Ux ⊆ V | x ∈ VT }) of
G (ui = uj may hold). Let G1 be the graph obtained
from G by adding a set E1 of edges so that Ux forms a
complete graph; |E1 | ≤ 3. Observe that if two vertices
v1 and v2 satisfy dG1 (v1 , v2 ) > D, then dG (v1 , Ux ) =
R
R
dG (v2 , Ux ) = R and NG
(v1 ) ∩ NG
(v2 ) = ∅ hold, since
every vertex v ∈ V with dG (v, Ux ) ≤ R − 1 satisfies
dG+E1 (v, ui ) ≤ R for each i = 1, 2, 3.
Let S be the set of vertices v with dG (v, Ux ) = R,
R
and for ∅ 6= I ⊆ {1, 2, 3}, SI = {v ∈ S | NG
(v)∩Ux =
{ui | i ∈ I}}. Note that we have only to consider
the distance between every two vertices v1 and v2 for
v1 ∈ SI1 and v2 ∈ SI2 with I1 ∩ I2 = ∅. Here, for a
vertex cut U in G, we call a component in G − U a
U -component. For ∅ 6= I ⊆ {1, 2, 3}, we denote by VI
the family of Ux -components V 0 such that NG (V 0 ) =
{ui | i ∈ I}. Notice that since G is a partial 2-tree,
we have V1,2,3 = ∅.
Let E ∗ be an optimal solution to G and D. There
are the following three possible cases (I)–(III):
(I) BG (v, R − 1) ∩ V [E ∗ ] 6= ∅ holds for all v ∈
S or there exists a vertex v ∈ S ∩ V 0 such that
BG (v, R − 1) ∩ V [E ∗ ] = ∅ for some Ux -component
V 0 with |NG (V 0 )| = 1,
(II) (I) does not hold and for some Ux -component
V 0 with |NG (V 0 )| = 2, there exists a vertex v ∈ SI ∩V 0
with |I| = 1 such that BG (v, R − 1) ∩ V [E ∗ ] = ∅, and
(III) neither (I) nor (II) holds and for some Ux component V 0 with |NG (V 0 )| = 2, there exists a vertex v ∈ SI ∩ V 0 with |I| = 2 such that BG (v, R − 1) ∩
V [E ∗ ] = ∅.
In each case, we have the following lemmas.
Lemma 5.2 In Case-I, in the latter case, let V 0 be
a Ux -component with |NG (V 0 )| = 1 such that there
exists a vertex v ∈ S ∩V 0 with BG (v, R −1)∩V [E ∗ ] =
∅, and assume without loss of generality that V 0 ∈ V1 .
Then, we have |V [E ∗ ]| ≥ |VH | for a minimum set VH
hitting {BG (v, R − 1) | v ∈ S2 ∪ S3 ∪ S2,3 }. For E2 =
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{(u1 , v) | v ∈ VH }, we have diam(G + (E1 ∪ E2 )) ≤ D
and |E2 | ≤ |VH | ≤ 2OP T (G, D).
Proof. Lemma 3.1 indicates that BG (v1 , R − 1) ∩
V [E ∗ ] 6= ∅ or BG (v2 , R − 1) ∩ V [E ∗ ] 6= ∅ for each pair
of v1 , v2 ∈ S with dG (v1 , v2 ) > D. Hence, even in the
case where V 0 exists, for each v ∈ S2 ∪ S3 ∪ S2,3 , we
have BG (v, R − 1) ∩ V [E ∗ ] 6= ∅. From the minimality
of |VH |, it follows that |V [E ∗ ]| ≥ |VH |. Observe that
|E2 | ≤ |VH | ≤ |V [E ∗ ]| ≤ 2OP T (G, D). In G + E2 ,
every vertex in S is at distance at most R from u1 . It
follows that diam(G + (E1 ∪ E2 )) ≤ D.
2
In Case-II, let V 0 ∈ V1,2 and I = {1} without
loss of generality. Then, we divide into the following
two cases: (II-1) V [E ∗ ] ∩ BG (v, R − 1) 6= ∅ for all
v ∈ S2 ∩ V 0 and (II-2) V [E ∗ ] ∩ BG (v, R − 1) = ∅ for
some v ∈ S2 ∩ V 0 . Then, the following lemma holds.
Lemma 5.3 In Case-II-1, we have |V [E ∗ ]| ≥ |VH |
for a minimum set VH hitting {BG (v, R − 1) | v ∈
S2 ∪ S3 ∪ S2,3 }. For E2 = {(u1 , v) | v ∈ VH }, we
have diam(G + (E1 ∪ E2 )) ≤ D and |E2 | ≤ |VH | ≤
2OP T (G, D).
2
In Case-II-2, let Si0 = Si ∩ V 0 for i = 1, 2. Now by
the structure of partial 2-trees, we can observe that
V 0 has a vertex u4 such that {u1 , u2 , u4 } is a vertex
cut in G and every vertex in V 0 − {u4 } is separated
from u2 by {u1 , u4 } or from u1 by {u2 , u4 }. Then, let
VH1 , VH2 , and VH3 be minimum sets of vertices hitting
{BG (v, R − 1) | v ∈ S1 ∪ S3 ∪ S3,1 − BG (u4 , R − 1)},
{BG (v, R − 1) | v ∈ S2 ∪ S3 ∪ S2,3 − BG (u4 , R − 1)},
and {BG (v, R − 1) | v ∈ S1 ∪ S2 ∪ S3 ∪ S2,3 ∪ S3,1 −
BG (u4 , R)}, respectively.
Lemma 5.4 In Case-II-2, we have |V [E ∗ ]| ≥
min{|VH1 |, |VH2 |, |VH3 |}. Let E2 = {(u2 , v) | v ∈ VH1 } ∪
{(u2 , u4 )} if |VH1 | ≤ min{|VH2 |, |VH3 |}, E2 = {(u1 , v) |
v ∈ VH2 } ∪ {(u1 , u4 )} if |VH2 | ≤Smin{|VH1 |, |VH3 |},
and E2 = {(u1 , v) | v ∈ VH3 ∩ ( {BG (u, R − 1) |
u ∈ S2S∪ S3 ∪ S2,3 − BG (u4 , R)})} ∪{(u2 , v) | v ∈
VH3 ∩ ( {BG (u, R − 1) | u ∈ S1 ∪ S3 ∪ S3,1 −
BG (u4 , R)})} ∪ {(u1 , u4 ), (u2 , u4 )} otherwise. Then,
we have diam(G + (E1 ∪ E2 )) ≤ D and |E2 | ≤
2 min{|VH1 |, |VH2 |, |VH3 |} + 2 ≤ 4OP T (G, D) + 2.
Proof. By Lemma 3.1 and the assumption on V 0 ,
we can observe that BG (v, R − 1) ∩ V [E ∗ ] 6= ∅ for all
v ∈ S3 ∪ S2,3 ∪ S3,1 ∪ (S2 − S20 ) ∪ (S1 − S10 ). There are
the following three possible cases: (a) BG (v, R − 1) ∩
(V [E ∗ ] ∪ {u4 }) 6= ∅ for all v ∈ S10 , (b) BG (v, R − 1) ∩
(V [E ∗ ] ∪ {u4 }) 6= ∅ for all v ∈ S20 , and (c) otherwise.
First consider the case of (a). From the minimality
of |VH1 |, we have |V [E ∗ ]| ≥ |VH1 |. In G + E2 where
E2 = {(u2 , v) | v ∈ VH1 } ∪ {(u2 , u4 )}, every vertex
in S is at distance at most R from u2 . Hence, we
have diam(G + (E1 ∪ E2 )) ≤ D. Also, observe that
|E2 | ≤ |VH1 | + 1 ≤ |V [E ∗ ]| + 1 ≤ 2OP T (G, D) + 1.
Next consider the case of (b). From the minimality
of |VH2 |, we have |V [E ∗ ]| ≥ |VH2 |. In G + E2 where
E2 = {(u1 , v) | v ∈ VH2 } ∪ {(u1 , u4 )}, every vertex
in S is at distance at most R from u1 . Hence, we
have diam(G + (E1 ∪ E2 )) ≤ D. Also, observe that
|E2 | ≤ |VH2 | + 1 ≤ |V [E ∗ ]| + 1 ≤ 2OP T (G, D) + 1.
Finally, consider the case of (c). Let Si00 be the set
of vertices v ∈ Si0 such that BG (v, R − 1) ∩ (V [E ∗ ] ∪
{u4 }) = ∅ for i = 1, 2; by assumption on (c), we
have S100 6= ∅ 6= S200 . Then, we first claim that each
v ∈ Si00 is included in some {ui , u4 }-component Wi in

G with uj ∈
/ Wi for {i, j} = {1, 2}. Indeed, if a vertex
v ∈ S100 is not included in any {u1 , u4 }-component
not containing u2 without loss of generality, then v
is separated from u1 by the vertex cut {u2 , u4 }. In
this case, it follows by dG (v, {u1 , u2 }) = R and v ∈
/
BG (u4 , R−1) that dG (v, u1 ) ≥ dG (v, {u2 , u4 })+1 > R
would hold, contradicting v ∈ S1 .
By this claim, we can observe that in G[V 0 ], every
two vertices v1 ∈ S100 and v200 ∈ S200 are separated by
the cut vertex u4 . On the other hand, Lemma 3.1
indicates that every two vertices v1 ∈ S100 and v2 ∈ S200
satisfy dG (v1 , v2 ) ≤ D. Hence, each v ∈ S100 ∪ S200
R
satisfies v ∈ NG
(u4 ). It follows that for every v ∈
R
S1 ∪ S2 ∪ S3 ∪ S2,3 ∪ S3,1 − NG
(u4 ), we have (V [E ∗ ] ∪
{u4 }) ∩ BG (v, R − 1) 6= ∅. By the minimality of |VH3 |,
we have |V [E ∗ ]| ≥ |VH3 |.
S
Let E2 = {(u1 , v) | v ∈ VH3 ∩ ( {BG (u, R − 1) |
u ∈ S2S∪ S3 ∪ S2,3 − BG (u4 , R)})} ∪{(u2 , v) | v ∈
VH3 ∩ ( {BG (u, R − 1) | u ∈ S1 ∪ S3 ∪ S3,1 −
BG (u4 , R)})} ∪ {(u1 , u4 ), (u2 , u4 )}. For G + E2 , every
R
vertex in S − (S2 ∩ NG
(u4 )) is at distance at most R
R
(u4 )) is at
from u1 , and every vertex in S − (S1 ∩ NG
distance at most R from u2 . Since every two vertices
R
v, v 0 ∈ NG
(u4 ) satisfy dG (v, v 0 ) ≤ D, it follows that
diam(G + (E1 ∪ E2 )) ≤ D. Also, we can observe that
|E3 | ≤ 2|VH3 | + 2 ≤ 2|V [ES∗ ]| + 2 ≤ 4OP T (G, D) + 2
since for each v ∈ VH3 ∩ ( {BG (u, R − 1) | u ∈ S3 }),
we have {(v, u1 ), (v, u2 )} ⊆ E2 .
2
Lemma 5.5 In Case-III, let V 0 ∈ V1,2 without loss
of generality. Then, we have |V [E ∗ ]| ≥ |VH | for a
minimum set VH hitting {BG (v, R −S1) | v ∈ S1 ∪ S2 ∪
S3 }. For E2 = {(u1 , v) | v ∈ VH ∩ ( S{BG (u, R − 1) |
u ∈ S2 ∪ S3 })} ∪{(u2 , v) | v ∈ VH ∩ ( {BG (u, R − 1) |
u ∈ S1 })}, we have diam(G + (E1 ∪ E2 )) ≤ D and
|E2 | ≤ 2|VH | ≤ 4OP T (G, D).
Proof. Since neither (I) nor (II) holds, we have
BG (v, R−1)∩V [E ∗ ] 6= ∅ for all v ∈ S1 ∪S2 ∪S3 . From
the minimality of |VH |, it follows that |V [E ∗ ]| ≥ |VH |.
Since for V 0 ∈ Vi,j , each vertex v ∈ VH ∩V 0 may be included in BG (v 0 , R−1)∩BG (v 00 , R−1) for some v 0 ∈ Si
and v 00 ∈ Sj , we have |E2 | ≤ 2|VH | ≤ 2|V [E ∗ ]| ≤
4OP T (G, D).
For G + E2 , every vertex in S − S2,3 is at distance
at most R from u1 . On the other hand, for G + E2 ,
every vertex in S1 is at distance at most R from u2 .
Hence, it follows that diam(G + (E1 ∪ E2 )) ≤ D. 2
Now we are ready to describe a (4,5)approximation algorithm for solving APD with
G and D (see Algorithm 4).
Observe that according to the proofs of Lemmas 5.2–5.5, such a set E2 of edges can be found
in O(|V (G)|5 ) time, because we need to compute
minimum sets hitting some family of (R − 1)-balls
O(|V (G)|) times and one minimum hitting set can be
found in O(|V (G)|4 ) time by Lemma 3.4.
We here remark that from the construction of E2 ,
there exist at most two vertices u, u0 ∈ Ux such that
every vertex in S is at distance at most R from u or
u0 in Ux in G + E2 . Hence, from the arguments in the
last paragraph in the previous subsection, we can find
an (8,5)-approximate solution in O(n5 ) time for APD
with a partial 2-tree G and D = 2R by applying Algorithm Treewidth Even(D) to an arbitrary partial
2-tree while utilizing Algorithm 4 as Algorithm A.
Summarizing, Theorem 2.4 is established.
Finally, we consider the case where D is odd. We
can apply approaches similar to Step 1 of Algorithm
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Algorithm 4 Algorithm A(2, D)
Input: A partial 2-tree G = (V, E) satisfying (5.1)
and an even integer D = 2R ≥ 2.
Output: A set E 0 of new edges such that diam(G +
E 0 ) ≤ D and |E 0 | ≤ 4OP T (G, D) + 5.
1: For a tree decomposition (T, U ) of G, let Ux =
{u1 , u2 , u3 } be a member of U satisfying (5.1).
Let E1 := {{(u1 , u2 ), (u2 , u3 ), (u3 , u1 )}} − E.
1
2: Compute a minimum set VH of vertices hitting
{BG (v, R − 1) | v ∈ S1 ∪ S2 ∪ S3 }.
3: For each {i, j} ⊆ {1, 2, 3} with i 6= j, compute a
minimum set VH,i,j of vertices hitting {BG (v, R −
1) | v ∈ Si ∪ Sj ∪ Si,j }.
0
0
4: For each Ux -component V with |NG (V )| = 2, execute the following procedure, where let {i, j, `} =
{1, 2, 3}, NG (V 0 ) = {ui , uj }, and u0 be the vertex
in V 0 such that {ui , uj , u0 } is a vertex cut in G
and every vertex in V 0 − {u0 } is separated from
ui by {uj , u0 } or from uj by {ui , u0 }:
1
2
3
Compute minimum sets VH,V
0 , VH,V 0 , and VH,V 0
of vertices hitting {BG (v, R − 1) | v ∈ Si ∪ S` ∪
Si,` − BG (u0 , R − 1)}, {BG (v, R − 1) | v ∈ Sj ∪
S` ∪ Sj,` − BG (u0 , R − 1)}, and {BG (v, R − 1) | v ∈
S1 ∪ S2 ∪ S3 ∪ Si,` ∪ Sj,` − BG (u0 , R)}, respectively.
5: Let VH be a hitting set with the minimum cardinality among those obtained in Step 2–4. If
VH is obtained by Step 2 (resp., Step 3, resp.,
Step 4), then we add to G + E1 a set E2 of
edges with |E2 | ≤ 2|VH | (resp., |E2 | ≤ |VH |, resp.,
|E2 | ≤ 2|VH | + 2) according to Lemma 5.5 (resp.,
Lemmas 5.2 and 5.3, resp., Lemma 5.4).
0
6: Halt after outputting the set E = E1 ∪ E2 .

Section 5, for an even D, the existence of Algorithm
A indicates that APD with a graph with bounded
treewidth is approximable within a constant in polynomial time. Also, it is left open whether APD with a
graph with bounded treewidth is NP-hard. Actually,
this is still open even if G is a forest. On the other
hand, Chepoi and Vaxès (2002) conjectured that a
solution obtained by their algorithm for APD with a
forest and an even D is optimal when OP T (G, D) is
sufficiently large.
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Abstract
This paper is about: (1) bounds on the number of
cliques in a graph in a particular class, and (2) algorithms for listing all cliques in a graph. We present a
simple algorithm that lists all cliques in an n-vertex
graph in O(n) time per clique. For O(1)-degenerate
graphs, such as graphs excluding a fixed minor, we
describe a O(n) time algorithm for listing all cliques.
We prove that graphs excluding a fixed odd-minor
have O(n2 ) cliques (which is tight), and conclude a
O(n3 ) time algorithm for listing all cliques.
1

1

Introduction

A clique in a graph1 is a set of pairwise adjacent vertices. This paper is about:
(1) bounds on the number of cliques in a graph in a
particular class of graphs, and
(2) algorithms for listing all cliques in a graph in such
a class.
In addition to being of intrinsic interest, bounds on
the number of cliques in a graph have recently been
used in a proof that minor-closed graph classes are
‘small’ [19], and in the analysis of a linear-time algorithm for computing separators in graphs in minorclosed classes [22], which in turn has been applied
in shortest path [24, 30, 31] and maximum matching
[32] algorithms. Note that (1) and (2) for maximal
cliques have been extensively studied; see [9] and the
references therein.
This paper describes a simple algorithm that lists
all cliques in a given n-vertex graph in O(n) time per
clique (Theorem 3). This implies that if we solve (1)
for a particular class, then we immediately solve (2).
Note that analogous results hold for maximal cliques:
there are algorithms that list all maximal cliques in
polynomial time per clique [8, 11, 12, 16, 21, 27] or
in total time proportional to the maximum possible
number of cliques in an n-vertex graph, without additional polynomial factors [7, 26].
c
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1
We consider simple finite undirected graphs G with vertex set
V (G) and edge set E(G). For each vertex v ∈ V (G), let NG (v) or
simply N (v), be {w ∈ V (G) : vw ∈ E(G)}.

As an example of (1), many authors have observed that every n-vertex planar graph contains O(n)
cliques [6, 20]. Wood [29] proved the best possible
upper bound of 8(n − 2). More generally, for each
surfaceΣ , Dujmović et al. [5] characterised the nvertex graphs embeddable in Σ with the maximum
number of cliques in terms of so-called irreducible
triangulations. They also proved that if Kω is the
largest complete graph that embeds inΣ , then every
n-vertex graph that embeds in Σ contains at most
8n + 32 2ω + o(2ω ) cliques. Exact results and a precise characterisation of the extremal examples are obtained for graphs that embed in the plane, torus, double torus, projective plane, N3 , and N4 .
These results are generalised by considering Hminor-free graphs. A graph H is a minor of a graph
G if H can be obtained from a subgraph of G by contracting edges. Equivalently, H is a minor of G if G
contains a set of vertex-disjoint trees, one tree Tv for
each vertex v of H, such that for every edge e = vw
in H there is an edge ê between Tv and Tw . A graph
H�
is an odd minor of G if, in addition, the vertices
in v V (Tv ) can be 2-coloured such that for each vertex v ∈ V (H) the edges in Tv are bichromatic, and for
each edge e = vw ∈ E(H), the edge ê between Tv and
Tw is monochromatic. A graph is (odd-)H-minor-free
if it contains no (odd-)H-minor.
Several authors have proved that for every fixed
graph H, every H-minor-free graph with n vertices
contains O(n) cliques [10, 19, 22, 29]. The best
bound, due to Fomin et al. [10], states that every Kt minor-free graph contains at most ct log log t n cliques,
for some constant c. It is open whether such graphs
have at most ct n cliques [29].
This paper considers (1) and (2) for graphs that
exclude an odd minor. The class of odd-H-minor-free
graphs is more general than the class of H-minor-free
graphs. For example, the complete bipartite graph
Kn,n contains a Kn+1 minor but contains no odd-K3 minor. In fact, a graph contains no odd K3 -minor if
and only if it is bipartite.
In general, every Kt -minor√
free graph has O(t log tn) edges, and this bound
is best possible [15, 25]. On the other hand, some
odd-Kt -minor-free graphs, such as Kn,n , haveΘ( n2 )
edges. This paper proves the following theorem:
Theorem 1. For every fixed graph H, there is a
constant c, such that every n-vertex odd-H-minorfree graph G contains at most cn2 cliques, and these
cliques can be listed in O(n3 ) time.
The bound on the number of cliques in Theorem 1
is best possible up to the value of c, since Kn,n contains no odd-K3 -minor and containsΘ( n2 ) cliques.
Also note that a polynomial bound on the number of
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cliques in every graph in a class is non-trivial, since
Kn contains 2n cliques.
Theorem 1 is in sharp contrast with a number
of intractability results about finding cliques: it is
NP-complete to test if a graph G contains a k-clique
(given G and k) [14]; it is W [1]-complete to test if a
graph G contains a k-clique (given G with parameter
k) [4]; and approximating the maximum clique size is
hard [1].
2

General Graphs

Consider the following simple recursive algorithm for
listing all cliques in a graph.
Cliques(G)
input: graph G
output: the set of all cliques in G
1.
2.
3.

if V (G) = ∅ then return {∅}
choose v ∈ V (G)
return
� {C ∪ {v} : C ∈ Cliques(G[NG (v)]) }
Cliques(G − v)

Theorem 2. If G is an n-vertex graph then
Cliques(G) returns the set of all cliques in G.
Proof. We proceed by induction on |V (G)|.
If
V (G) = ∅ then ∅ is the only clique in G, and the
algorithm correctly returns the set of all cliques in G.
Otherwise, each clique C of G either contains v or
does not contain v. In the first case, C is a clique of
G containing v if and only if C = S ∪ {v} for some
clique S of G[NG (v)]. In the second case, C is a clique
of G not containing v if and only if C is a clique of
G − v. Therefore, by induction, the algorithm correctly returns the set of all cliques of G.
The next algorithm outputs all cliques in O(n)
time per clique.
AllCliques(G)
input: graph G
output: all cliques in G
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.

output ∅
i := 1
Vi := V (G)
repeat
if Vi = ∅ then i := i − 1
else
choose xi ∈ Vi
output {x1 , . . . , xi }
Vi+1 := Vi ∩ NG (xi )
Vi := Vi \ {xi }
i := i + 1
end-if
until i = 0

Theorem 3. If G is a graph with n vertices and p
cliques, then AllCliques(G) outputs all cliques in
G in time O(np).
Proof. It is easily seen that AllCliques is simply a
non-recursive implementation of Cliques, and therefore correctly outputs all cliques in G. To implement
this algorithm eﬃciently, without loss of generality,
assume that V (G) = {1, 2, . . . , n}, and the adjacency
lists and the sets Vi are sorted. Thus lines 7–11 can
be implemented in O(n) time, and line 5 can be computed in O(1) time. Between outputting successive
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cliques, lines 7–11 are executed once, and line 5 is
executed at most n times. Thus the algorithm takes
O(n) time between outputting successive cliques.
3

Degenerate Graphs

A graph G is d-degenerate if every non-empty subgraph of G has a vertex of degree at most d. For example, every planar graph√
is 5-degenerate, and every
Kt -minor-free graph is O(t log t)-degenerate [15, 25].
Wood [29] proved that every d-degenerate graph contains at most 2d (n − d + 1) cliques, and this bound
is tight for a d-tree. Below we give an algorithm for
finding all cliques in a d-degenerate graph.
First consider the following data structure. A linear ordering (v1 , . . . , vn ) of the vertices of a graph G
is d-degenerate if |N + (vi )| ≤ d for each vertex vi ,
where N + (vi ) := {vj : i < j, vi vj ∈ E(G)}. It is
easily seen that a graph is d-degenerate if and only if
it has a d-degenerate vertex ordering [17]. Moreover,
there are O(dn) time algorithms for computing a ddegenerate ordering of a given d-degenerate graph,
along with the set N + (vi ); see [2, 22]. Also note
that given a d-degenerate ordering and given the sets
N + (vi ), adjacency testing can be performed in O(d)
time, since two vertices vi and vj are adjacent if and
only if vj ∈ N + (vi ) where i < j; see [2].
DegenerateCliques(G, d)
input: a d-degenerate graph G
output: all cliques in G
1.
2.
3.
4.
5.

compute a d-degenerate
ordering (v1 , . . . , vn ) of G
compute the sets {N + (vi ) : 1 ≤ i ≤ n}
for i := 1, . . . , n do
AllCliques(G[{vi } ∪ N + (vi )]
end-for

Theorem 4. If G is a d-degenerate n-vertex graph,
then DegenerateCliques(G, d) outputs all the
cliques in G in time O(d 2d n).
Proof. If C is a clique of G[N + (vi )] then C ∪ {vi } is a
clique of G. Thus every set output by the algorithm
is a clique of G. Conversely, if S is a clique of G, and i
is the minimum integer such that vi ∈ S, then S \{vi }
is a clique of G[N + (vi )], and S is output by the algorithm. Now consider the time complexity. Since adjacency testing can be performed in O(d) time, the subgraph G[{vi } ∪ N + (vi )] can be constructed in O(d3 )
time. By Theorem 3, the call to AllCliques takes
O(d 2d ) time. Hence the total time is O(d 2d n).
√
Since H-minor free graphs are O(t log t)degenerate, where t = |V (H)|, Theorem 4 implies:

Corollary 5. For every fixed graph H, there is a
linear time algorithm to list all cliques in a given Hminor-free graph.
4

Graph Minor Decomposition

This section first describes the Robertson-Seymour
decomposition theorem characterising the structure
of H-minor-free graphs, and then describes the
analogous decomposition theorem for odd-minor-free
graphs. We need a number of definitions.
An embedding refers to a 2-cell embedding of a
graph in a (orientable or non-orientable) surface; that
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is, a drawing of the vertices and edges of the graph
as points and arcs in the surface such that every face
(region outlined by edges) is homeomorphic to a disk;
see [18].
Let I be a linearly ordered set. A path decomposition of a graph G is a sequence (Bi : i ∈ I) of subsets
of V (G) called bags such that:
�
1. i∈I Bi = V (G);

2. for each edge uv ∈ E(G), there exists i ∈ I such
that both u and v are in Bi ; and

3. for each vertex v ∈ V (G), the set {i : v ∈ Bi } is
a sub-interval of I.

The width of (Bi : i ∈ I) is the maximum cardinality
of a bag minus 1. The pathwidth of a graph G is the
minimum width over all possible path decompositions
of G.
At a high level, the Robertson-Seymour decomposition theorem says that for every graph H, every
H-minor-free graph can be expressed as a tree structure of pieces, where each piece is a graph that can
be drawn in a surface in which H cannot be drawn,
except for a bounded number of “apex” vertices and a
bounded number of local areas of non-planarity called
“vortices”. Here the bounds depend only on H. Each
piece in the decomposition is “h-almost-embeddable”
where h is a constant depending on the excluded minor H. Roughly speaking, a graph G is h-almost embeddable in a surface Σ if there exists a set A ⊆ V (G)
of size at most h, such that G − A can be obtained
from a graph embedded in Σ by attaching at most h
graphs of pathwidth at most h to within h faces in
an orderly way. The elements of A are called apex
vertices.
More precisely, , a graph G is h-almost embeddable
in a surface Σ if there exists a set A ⊆ V (G) of size
at most h such that G − A can be written G0 ∪ G1 ∪
· · · ∪ Gh , where
• G0 has an embedding in Σ;

• the graphs G1 , . . . , Gh , called vortices, are pairwise disjoint;

• there are faces F1 , . . . , Fh of G0 in Σ, and there
are pairwise disjoint disks D1 , . . . , Dh inΣ , such
that for each i ∈ {1, . . . , h},

– Di ⊂ Fi and Ui := V (G0 ) ∩ V (Gi ) =
V (G0 ) ∩ Di ; and
– if Ui is linearly ordered around the boundary of Fi , then Gi has a path decomposition
(Bu : u ∈ Ui ) of width less than h, such that
u ∈ Bu for each u ∈ Ui .

The pieces of the decomposition are combined according to “clique-sum” operations, a notion which
goes back to the characterisations of K3,3 -minor-free
and K5 -minor-free graphs by Wagner [28]. Suppose
G1 and G2 are graphs with disjoint vertex sets and
let k ≥ 0 be an integer. For i = 1, 2, suppose that
Wi ⊆ V (Gi ) is a k-clique in Gi . Let G�i be obtained
from Gi by deleting some (possibly no) edges from
the induced subgraph Gi [Wi ] with both endpoints in
Wi . Consider a bijection h : W1 → W2 . A k-sum G
of G1 and G2 , denoted by G = G1 ⊕k G2 or simply by
G = G1 ⊕ G2 is the graph obtained from the union of
G�1 and G�2 by identifying w with h(w) for all w ∈ W1 .
A (≤ k)-sum is a k � -sum for some k � ≤ k. Note that
⊕ is not uniquely defined.
Now we can finally state a precise form of the decomposition theorem:

Theorem 6. [23, Theorem 1.3] For every graph H,
there exists an integer h ≥ 0 depending only on
|V (H)| such that every H-minor-free graph can be
obtained by (≤ h)-sums of graphs that are h-almostembeddable in some surfaces in which H cannot be
embedded.
In particular, if H is fixed then a surface in which
H cannot be embedded has bounded Euler genus.
Thus the summands in Theorem 6 are h-almost embeddable in surfaces of bounded Euler genus. A graph
is h-almost embeddable if it is h-almost embeddable
in a surface of Euler genus at most h.
We now describe a decomposition theorem for oddminor-free graphs by Demaine et al. [3]. This result
generalises Theorem 6. A graph G is h-almost bipartite if G − A is bipartite for some set A ⊆ V (G) with
|A| ≤ h.
Theorem 7 ([3]). For every fixed integer t, there is a
constant h such that every odd-Kt -minor-free graph G
can be obtained by (≤ h)-sums of h-almost bipartite
graphs and h-almost embeddable graphs.
5

Listing Cliques in Odd-Minor-Free Graphs

This section describes an algorithm for finding all the
cliques in a graph G excluding a fixed odd-minor. The
time complexity is O(n3 ). Thus, we may assume that
G is represented by an adjacency matrix (which takes
O(n2 ) time to pre-compute), and adjacency testing
can be performed in O(1) time.
Lemma 8. Let G be an h-almost-bipartite graph on
n vertices. Then G contains at most 2h n2 + 2 cliques.
Proof. G − A is bipartite for some A ⊆ V (G) with
|A| ≤ h. Since G − A is triangle-free, the cliques in
G −A are precisely E(G−A)∪V (G−A)∪{∅}. There
are at most 14 (n−|A|)2 +n−|A|+1 such cliques. There
are at most 2|A| cliques in G[A]. Every clique in G is
the union of a clique in G − A and a clique in G[A].
Thus G contains at most 2|A| ( 14 (n − |A|)2 + n − |A| +
1) ≤ 2h n2 + 2 cliques.
Lemma 9. Let G be an h-almost embeddable graph
on n vertices. Then, for some h� and h�� that only
depend on h, G contains at most h� n cliques, and
they can be listed in O(h�� n) time.

Proof. It is well known that G contains no Kh� -minor,
for some h� depending only on h√(see [13] for a tight
bound on h� ). Thus G is O(h� log h� )-degenerate,
and the claim follows from Corollary 5.
Lemma 10. Let c > 0. Let G be a k-sum of graphs
G1 and G2 , where each Gi has ni vertices and con2
tains at most cn2i cliques. Assume that n1 ≥ k2 + k
and G has n vertices. Then G contains at most
cn21 + cn22 cliques, which is at most cn2 .
Proof. Since n1 ≥
n1 ≥

k2
2

+ k and n2 ≥ k + 1,

k2
2k(n2 − k) + k 2
k2
+k ≥
+k =
2
2(n2 − k)
2(n2 − k)
k(2n2 − k)
.
=
2(n2 − k)

135

CRPIT Volume 128 - Theory of Computing 2012

Hence 2n1 n2 − 2kn1 ≥ 2kn2 − k 2 , implying
n2 = (n1 + n2 − k)2

= n21 + n22 + 2n1 n2 − 2kn1 − 2kn2 + k 2
≥ n21 + n22 .

Each clique in G is a clique of G1 or G2 . Thus G
contains at most cn21 + cn22 ≤ cn2 cliques.

Lemma 11. Let k be a positive integer.
Let
G1 , . . . , Gp be graphs, such that each Gi has ni vertices and contains at most f (k) · n2i cliques, for some
function f . Furthermore, suppose that each Gi contains no k-clique. Let G be an n-vertex graph obtained
by (≤ k)-sums of G1 , . . . , Gp . Then for some function
f � depending on f and k, G contains at most f � (k)·n2
cliques.
Proof. The construction of G defines a binary tree
T rooted at some node r, and associated with each
node v of T is a subgraph Gv of G, such that Gr =
G; G1 , . . . , Gp are the subgraphs associated with the
leaves of T ; and Gv = Gu ⊕≤k Gw for each non-leaf
node v with children u and w. Let nv be the number
2
of vertices in each Gv . Say Gv is small if nv < k2 + k.
Let T � be the subtree of T obtained by applying
the following rule until it cannot be further applied:
If u and w are leaf nodes with a common parent v,
and both Gu and Gw are small, then delete u and w.
The remainder of the proof focuses on T � .
We now prove (by induction, working from the
leaves of T � up through the tree) that each subgraph Gv contains at most f � (k) · n2v cliques, where
2
f � (k) := max{f (k), 2k +2k }. If v is a leaf of T then
this hypothesis holds by assumption. If v is a leaf
of T � but not of T , then Gu and Gw are small,
where u and w are the children of v in T . In this
case nv ≤ k 2 + 2k, implying Gv contains at most
2
2k +2k ≤ f � (k)·n2v cliques. Thus the hypothesis again
holds.
Now consider a non-leaf node v of T � . Let u and w
be the children of v. We have Gv = Gu ⊕� Gw for some
� ≤ k. By induction, Gu contains at most f � (k) · n2u
cliques, and Gw contains at most f � (k) · n2w cliques.
Suppose that Gu and Gw are both small. If u and w
are both leaves in T then the above rule is applicable.
Otherwise, without loss of generality, w is not a leaf
in T , in which case every descendent subgraph of w is
small, implying the subtree rooted at w contains two
leaves for which the above rule is applicable. Hence at
least one of Gu and Gw is not small. Thus Lemma 10
is applicable with c = f � (k). Hence Gv contains at
most f � (k) · n2u + f � (k) · n2w cliques, which is at most
f � (k) · n2v cliques. In particular, G = Gr contains at
most f � (k) · n2 cliques, as claimed. Observe that the
above argument actually proves that the sum of n2u ,
taken over all leaf nodes u in T � , is at most n2 .
Proof of Theorem 1. By Theorem 7, G is the (≤ h)sum of graphs G1 , . . . , Gp , where each Gi is h-almost
bipartite or h-almost embeddable in a surface of Euler genus h. By Lemmas 8 and 9, for some h� that
only depends on h, if each Gi has ni vertices, then Gi
contains at most h� n2i cliques. Note that G contains
no h-clique. By Lemma 11, G contains at most h�� n2
cliques, for some h�� depending only on h. By Theorem 3, the cliques in G can be output in O(h�� n2 )
time by algorithm AllCliques(G).
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Note that reference [3] describes a polynomial time
algorithm for computing the decomposition described
in Theorem 7. However, by using Theorem 3 it suffices to merely prove an upper bound on the number
of cliques in an odd-minor-free graph, to obtain an
eﬃcient algorithm for listing all cliques.
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Abstract
Given an undirected graph G = (V, E), a graph orientation problem is to decide a direction for each edge
⃗ = (V, Λ(E))
so that the resulting directed graph G
satisﬁes a certain condition, where Λ(E) is a set of
assignments of a direction to each edge {u, v} ∈ E.
Among many conceivable types of conditions, we consider a degree constrained orientation: Given positive
integers av and bv for each v (av ≤ bv ), decide an orientation of G so that av ≤ |{(v, u) ∈ Λ(E)}| ≤ bv
holds for every v ∈ V . However, such an orientation
does not always exist. In this case, it is desirable
to ﬁnd an orientation that best ﬁts the condition instead. In this paper, we consider the
∑ problem of ﬁnding an orientation that minimizes v∈V cv , where cv
is a penalty incurred for v’s violating the degree constraint. As penalty functions, several classes of functions can be considered, e.g., linear functions, convex functions and concave functions. We show that
the degree-constrained orientation with any convex
(including linear) penalty function can be solved in
O(m1.5 min{∆0.5 , log(nC)}), where n = |V |, m = |E|,
∆ and C are the maximum degree and the largest
magnitude of a penalty, respectively. In contrast,
it has no polynomial approximation algorithm whose
approximation factor is better than 1.3606, for concave penalty functions, unless P=NP; it is APX-hard.
This holds even for step functions, which are considered concave. For trees, the problem with any penalty
functions can be solved exactly in O(n log ∆) time,
and if the penalty function is convex, it is solvable in
linear time.
Keywords: Graph orientation, Degree constraint, In-
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1
1.1

Introduction
Problem and summary of results

We assume a basic knowledge of graph theory. Let
G = (V, E) be an undirected graph, where V and
E denote the sets of vertices and edges, respectively.
We allow G to have parallel edges; G is possibly a
multi-graph. Throughout the paper, let |V | = n and
|E| = m for the graph. Two vertices u and v are
called adjacent to each other if {u, v} ∈ E. Let N (u)
be the set of adjacent vertices of u, i.e., N (u) = {v |
{u, v} ∈ E}, and d(u) = |N (u)| is called degree of u.
We denote max{d(v) | v ∈ V } by ∆. An orientation
Λ of graph G is a set of an assignment of a direction to
each edge {u, v} ∈ E, i.e., Λ({u, v}) = (u,∪v) or (v, u).
We simply use Λ to represent Λ(E) = e∈E {Λ(e)}
if no confusion arises. The outdegree of u on Λ is
|{v | (u, v) ∈ Λ}|, which is denoted by d+
Λ (u).
Suppose that a sequence of 2n positive integers
av , bv (av ≤ bv ) for v ∈ V is given as a degree constraint. For av and bv ’s, a degree constrained orientation is an orientation of G such that av ≤ d+
Λ (v) ≤ bv
holds for every v ∈ V . Obviously, G does not always have a degree constrained orientation. In such a
case, we would like to ﬁnd an orientation that “best”
ﬁts the degree constraint. A violation vector c(Λ)
of an orientation Λ of G is (c1 (Λ), c2 (Λ), . . . , cn (Λ)),
+
where for v ∈ V , cv (Λ) = d+
Λ (v) − bv if dΛ (v) > bv ,
+
+
cv (Λ) = av − dΛ (v) if dΛ (v) < av , cv (Λ) = 0 otherwise. A penalty function p is a ﬁnite, non-negative
and non-decreasing function with n variables. By using these, we deﬁne the best-ﬁt orientation to the degree constraint by an orientation Λ of G that minimizes p(c(Λ)). We call this Minimum Penalty Degree
Constrained Orientation, MPDCO for short.
For an example, see the undirected graph G =
(V, E) in Figure 1-(a). Figures 1-(b) and (c) are two
directed graphs obtained by orientations Λ and Λ′ ,
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Figure 1: Example of MPDCO: (a) An undirected
graph G = (V, E); (b) an orientation Λ of G with
outdegree sequence (1, 1, 5, 0, 2, 2, 0, 2) from the left
top to the right bottom; (c) an orientation Λ′ of G
with outdegree sequence (1, 1, 3, 0, 3, 3, 0, 2).

respectively. For example, let av = 1 and bv = 2 for
any v ∈ V . We ﬁrst observe the case when p is a summation of a convex ∑
function g(x) = x2 for each vertex, i.e., p(c(Λ)) =
g(cv (Λ)). (b) If the outdegree
sequence is (1, 1, 5, 0, 2, 2, 0, 2) in the column major
order from the left to the right, then its violation vector c(Λ) is (0, 0, 3, 1,∑
0, 0, 1, 0). Thus, the total penalty
function p(c(Λ)) is
g(cv (Λ)) = 32 + 12 + 12 = 11.
On the other∑
hand, (c) c(Λ′ ) = (0, 0, 1, 1, 1, 1, 1, 0) and
p(cv (Λ′ )) =
g(cv (Λ′ )) = 12 × 5 = 5.
As another example, consider the following concave function g ′ (x) instead of g(x):
{
x if x ≤ 1
g ′ (x) =
1 if x > 1.
∑ ′
Then, (b) the penalty of Λ is ∑
g (cv (Λ)) = 1+1+1 =
3, and (c) the penalty of Λ′ is
g ′ (cv (Λ′ )) = 1 × 5 =
5. The “balanced” orientation Λ′ is worse than the
“unbalanced” orientation Λ for g ′ . Also, note that
the penalty highly depends on the values of av and
bv .
Degree constrained orientations have been intensively studied for long time, because many graph
problems including graph routing, matching, and covering can be formalized as graph orientations. The
earliest result about the orientability for given degree constraints is by Landau (Landau 1953), who
proved the necessary and suﬃcient conditions complete graphs must satisfy. Subsequently, Hakimi generalized Landau’s result to general graphs. However,
as mentioned above, such an orientation does not always exist. Our problem MPDCO resolves the problem for such a case, by considering degree constraints
as soft constraints; it ﬁnds an optimal orientation that
minimizes penalties charged for violation.
It should be noted that MPDCO is a natural generalization of several optimization problems to control outdegrees of an undirected graph. For example,
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Minimum Maximum Outdegree Orientation Problem
(MinMaxO), i.e., the problem of ﬁnding an orientation of minimizing max{d+
Λ (u) | u ∈ V }, is formalized
as MPDCO with ai = bi = 0, i = 1, 2, . . . , n and
n-dimensional
∞ norm α (i.e., p(x1 , x2 , . . . , xn ) =
∑n
( i |xi |α )1/α , α → ∞). Maximum Minimum Outdegree Orientation Problem (MaxMinO), the problem
of ﬁnding an orientation of maximizing min{d+
Λ (u) |
u ∈ V }, is also (Asahiro et al. 2007, 2011a,b).
Clearly, the nature of MPDCO depends on the
penalty function. In this paper, we study the relationship between the computational complexity of
MPDCO and penalty functions. We assume here that
penalty functions are∑
linearly separable, i.e., it can be
written as p(c(Λ)) = u∈V g(ci (Λ)), where g is a nonnegative one variable function with g(0) = 0. In this
setting, we focus on the following types of functions
as typical examples of g: convex (including linear)
and concave (including step) functions. Throughout
the paper, we assume that g is a ﬁxed function, and
evaluated in constant time; for a positive integer x,
the value of g(x) is obtained in O(1) time.
The results in this paper are summarized as follows:
(1) If g is a convex function, MPDCO can be solved
in O(m1.5 min{log nC, ∆0.5 }) time, where C is
the largest magnitude of a penalty. That is,
if we adopt a natural polynomial penalty function, such as nk with a positive integer k, it is
O(m1.5 log n). Note that this time complexity
is similar to that of MinMaxO for unweighted
graphs, a restricted case of MPDCO, in terms
of order (Asahiro et al. 2007, Kowalik 2006,
Venkateswaran 2004).
(2) MPDCO has no polynomial approximation algorithm whose approximation factor is better
than 1.3606 for concave penalty functions, unless P=NP; it is APX-hard. This holds even for
step penalty functions. Furthermore, MPDCO is
still APX-hard for a strictly increasing concave
function, a more restricted class of concave functions.
(3) For trees, the problem with general penalty functions can be solved in O(n log ∆) time. This
running time is available for any rational valued
penalty function if basic arithmetic operations
can be done in O(1) time; g is not necessary to
be convex or concave. If g is convex, the running
time is improved to O(n).
The remainder of the paper is organized as follows. In the next subsection, we introduce related
work about graph orientation to control (weighted)
outdegrees. In Section 2, we present polynomial time
algorithms for MPDCO with convex functions. Section 3 shows the hardness of MPDCO with concave
functions, and Section 4 presents O(n log ∆) and O(n)
time algorithms for trees. Section 5 discusses further
research on the problems and concludes the paper.
1.2

Related work

Graph orientation itself is a fundamental problem in
the area of graph theory and combinatorial optimization. In general, graph orientation is a problem of giving an orientation to a given undirected graph to meet
some given requirement. There are many types of requirements considered, such as connectivity, reachability and so on (Robbins 1939, Nash-Williams 1960,

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

Ito et al. 2009). Among several variations of graph
orientation, many researchers have been devoted to
graph orientation with degree constraints and there
are a large literature; e.g., see Sections 61.1 in (Schrijver 2003) 7.4.3 in (Lau et al. 2011) and 2.3 in (Frank
2011).
For example, Hakimi (Hakimi 1965), Frank
and Gyárfás (Frank & Gyárfás 1978), Chrobak
and Eppstein (Chrobak & Eppstein 1991), and
Gabow (Gabow 2006) studied the degree-constrained
orientation problem, where its goal is to orient as
many edges as possible in an undirected graph, subject to the upper and lower bounds on the outdegree of each vertex (or equivalently, the upper
bounds on the indegree and outdegree of each vertex). In (Hakimi 1965) Hakimi gave the necessary
and suﬃcient conditions of graphs that can be oriented so that every outdegree is at most a given upper
bound. These were generalized by Frank and Gyárfás
in (Frank & Gyárfás 1978) to a characterization of
graphs that can be oriented so that every outdegree
is between given upper and lower bounds.
In (Chrobak & Eppstein 1991), Chrobak and Eppstein studied the orientation of a planar graph and
showed that a 3-bounded outdegree orientation and
a 5-bounded acyclic orientation can be obtained in
linear time for any planar graph. Furthermore, recently, in (Gabow 2006), Gabow considered the partial orientation problem, which formulates the degreeconstrained orientation problem as the optimization
problem. A partial orientation assigns a unique direction to a subset of the edges, leaving the remaining
edges unoriented. Then, the goal is to orient as many
edges as possible in the input undirected graph without breaking the degree constraints. He proved that
the partial orientation problem is MAXSNP-hard and
provided an LP-rounding algorithm which achieves
approximation ratio 3/4. Remark that our formulation of the degree-constrained orientation can be regarded as the dual problem of the previous one; the
whole set of edges has to be assigned a unique direction, but the degree constraints can be broken with
penalty.
As mentioned above, MPDCO is a generalization
of MinMaxO (resp., MaxMinO), which is an orientation that minimizes (resp., maximizes) the minimum (resp., maximum) outdegree. MinMaxO and
MaxMinO also have been studied well by the relation with other combinatorial problems. For example, MinMaxO can be used in eﬃcient dynamic data
structures for graphs that support fast vertex adjacency queries under a series of edge operations (Brodal & Fagerberg 1999). Furthermore, edge weighted
version of MinMaxO is a special case of the minimum
makespan problem (e.g., (Lenstra et al. 1990)).
2

Polynomial time algorithms for convex
penalty

In this section, we present a simple approach to solve
MPDCO with convex functions. The time complexity
is O(m1.5 min{log nC, ∆0.5 }), where C is the largest
magnitude of a penalty. The approach is based on
the reduction to the convex cost ﬂow problem, which
can be solved in strongly polynomial time.
In general, a network ﬂow problem is the problem of ﬁnding some optimal ﬂow on a given network that satisﬁes capacity constraints on arcs (directed edges) and supply/demand conditions on vertices, and many types of network ﬂow problems are
intensively and extensively studied. See (Ahuja et al.
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Figure 2: Network construction in Section 2: (a) An
undirected graph, (b) the network constructed from
(a).

1993). Among them, the convex cost ﬂow problem
is an optimization problem on a network in which
each arc is associated with a convex function whose
variable is ﬂow through the arc. The cost of ﬂow
is the total sum of ﬂow costs on the arcs, and the
convex cost ﬂow problem is the problem of ﬁnding a
ﬂow whose cost is minimum. If the convex functions
are just linear functions, the problem is simply called
the minimum cost flow problem, which is a well studied problem. It is known that the convex cost ﬂow
problem can be solved in O(N M log(N 2 /M ) log(nU ))
time, where N , M and U are the number of vertices, the number of edges and the largest magnitude of the lower and upper bounds on capacities in
the network, respectively (Ahuja et al. 2003). Fortunately, our problem belongs to a relatively smaller
class of the ﬂow problems; the capacity of every arc
is integral. For this class, a faster algorithm by
(Gabow & Tarjan 1989) can be applied.
The running
√
time √
is O((min{M U log(M U ), N 2 M }) log(N C) +
min{ M U , N 2/3 M 1/3 , N }M ), where M, N, U are
deﬁned as above and C is the largest magnitude
of √
a cost (the cost is assumed to be integral), or
O( M̃ M̃ log(N C)), where M̃ is the total capacity
of edges.
Theorem 1 MPDCO with convex penalty can be
solved in O(m1.5 min{log nC, ∆0.5 }) time, where C is
the largest magnitude of a cost.
Proof. From graph G = (V, E), sequence of 2n
integers (a1 , a2 , . . . , an ), (b1 , b2 , . . . , bn ) and convex
penalty function g(x), we construct the following network N = (VN , EN ):
VN
EN

= V ∪ E ∪ {s, t},
∪
=
{(s, e), (e, u), (e, v)} ∪ Et ,
e={u,v}∈E

∪
where Et = v∈V {(v, t)}. The capacity of arc (v, t)
in Et is deﬁned by cap((v, t)) = d(v), and those
of the other arcs are 1. The supply of source s
and the demand of sink t are set to be m. See
Figure 2 as an example of this construction. The
dotted edges are in Et . For this network, a ﬂow
of N is a function f : EN → R+ , where R+
is the set of non-negative real number, which satisﬁes ∑
that f ((i, j)) ≤ cap((i,
∑ j)) for all (i, j) ∈
EN ,
f
((u,
i))
=
(u,i)∈EN
(j,u)∈EN f ((j, u)) for
∑
all u ∈ VN \ {s, t},
(s,i)∈EN f ((s, i)) = m and
∑
(i,t)∈EN f ((i, t)) = m.
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cost

extension of ordinary graphs, in which each hyperedge
e ∈ E can have more than two vertices. An orientation Λ of a hypergraph is an assignment of a hyperedge
e to a vertex in e, which is a generalization of graph
orientation (Frank 2011). The above reduction works
for hypergraphs, and achieves essentially the same
˜ 0.5 , log(nC)}),
time complexity, i.e., O(m1.5 min{∆
˜ = max{|{e | v ∈ e}| | v ∈ V }.
where ∆

9

4

3

1
O

1

4

8 degree

Figure 3: Example of cost(v,t) (x): av = 3, bv = 5 and
g(x) = x2 .

We deﬁne the cost function of arc (v, t) ∈ Et as

g(av − x) if x < av ,
if av ≤ x ≤ bv ,
cost(v,t) (x) = 0

g(x − bv ) if x > bv ,
where x is the amount of ﬂow on this arc. For any
other arc (i, j), cost(i,j) (x) = 0. Note that the cost
functions are all convex under the assumption g is a
convex function with g(0) = 0. See Figure 3 for an
example of g(x) and cost(v,t) (x).
Here, we can see that if f is an integral ﬂow, it can
be regarded as an orientation of G. In fact, in any
feasible integral ﬂow of N , for any e = {u, v} ∈ E,
exactly one of the following cases holds: f ((e, u)) = 1
and f ((e, v)) = 0, or f ((e, u)) = 0 and f ((e, v)) = 1,
which can be interpreted to an orientation of e. Then,
f ((v, t)) corresponds to the outdegree of v, which
implies to cost(v,t) (f ((v, t)))
∑ is the penalty on v in
the
orientation,
and
hence
v∈V cost(v,t) (f ((v, t))) =
∑
cost
(f
((i,
j)))
is
the penalty of the ori(i,j)
(i,j)∈EN
entation. Therefore, our∑
problem is to ﬁnd an integral ﬂow that minimizes (i,j)∈EN cost(i,j) (f ((i, j))),
which is a minimum convex cost ﬂow problem with
integral constraints.
Since it is known that the convex cost ﬂow problem with integral capacities has an integral optimal ﬂow (Gabow & Tarjan 1989), the integral constraints can be removed. Furthermore, the algorithm presented in the same paper√ﬁnds such a solution√in O((min{M U log(M U ), N 2 M }) log(N C) +
min{ M U , N 2/3 M 1/3 , N }M ) time, where N , M , U
and C are the number of vertices, the number of edges
and the largest magnitude of the lower and upper
bounds on capacities, the largest magnitude
of a cost
√
in the network, respectively, or in O( M̃ M̃ log(N C))
time, where M̃ is the total capacity of edges. In
our reduction, N = O(m), M = O(m), U = ∆,
C is the largest cost and M̃ = O(m). Consequently, we can solve MPDCO with convex penalty
in O(m1.5 min{log nC, ∆0.5 }) time.
2
By this theorem, for natural polynomial penalty
functions, such as nk with a constant k, the problem can be solved in O(m1.5 log n) time. This time
complexity is almost same as that of MinMaxO and
MaxMinO, O(m1.5 log ∆).
Remark 2 This reduction is also available for hypergraph orientation. A hypergraph H = (V, H) is an
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APX-hardness for step and strictly concave
functions

In this section, we show the AP X-hardness of
MPDCO with concave penalty functions. In Section
3.1, we show the hardness of MPDCO with step functions, which are also considered concave. In Section
3.2, we consider strictly concave functions, as another
typical classes of concave functions.
In both cases, MPDCO is APX-hard. Especially,
MPDCO with step penalty functions is not approximable within 1.3606 unless P = NP, so is MPDCO
with convex penalty functions.
3.1

APX-hardness for step functions

In this section, let au = bu = 0 for every u ∈ V ,
and hence cu (Λ) = d+
Λ (u). Suppose that the penalty
function is a step function, deﬁned as
{
c if x > 0
g(x) =
0 if x = 0,
where c is a positive constant. For simplicity, we call
MPDCO in this setting MPDCOstep . What we do
in the following is to show that MPDCOstep is essentially equivalent to Minimum Vertex Cover (MinVC
for short). A vertex set V ′ ⊆ V of graph G = (V, E) is
called a vertex cover if for every edge e ∈ E, e∩V ′ ̸= ∅
holds. MinVC is the problem of ﬁnding the minimum
size of a vertex cover of a given graph G = (V, E).
We show the following theorem:
Theorem 3 A graph G = (V, E) has a vertex cover
with size k if and only if MPDCOstep for G has cost
ck.
Proof. Suppose that the graph G has a vertex cover
V ′ of size k. That is, for every edge {u, v}, u ∈ V ′ or
v ∈ V ′ . If u ∈ V ′ and v ̸∈ V ′ , then the edge {u, v}
is oriented from u to v. If both vertices u and v in
V ′ , we orient {u, v} to the arbitrary direction. One
can see that the degree of every vertex in V \ V ′ is 0.
Thus, the total cost of the orientation is ck.
If the minimum size of the vertex cover of G is at
least k +1, then there are at least k +1 vertices whose
degrees are at least 1 for any orientation. Therefore,
the cost is at least c(k + 1).
2
By the inapproximability of vertex cover problem
in (Dinur & Safra 2005) and (Khot & Regev 2008),
we obtain the following corollaries.
Corollary 1 There is no polynomial time algorithm
for MPDCOstep whose approximation factor is better
than 1.3606, unless P = N P .
Corollary 2 There is no polynomial time algorithm
for MPDCOstep whose approximation factor is better
than 2, if the unique game conjecture holds.

Proceedings of the Eighteenth Computing: The Australasian Theory Symposium (CATS 2012), Melbourne, Australia

3.2

APX-hardness for strictly concave functions

The goal of this section is to show that the hardness
of approximation for MPDCO with a strictly concave
function via a gap-preserving reduction from a variant
of the Maximum 4-Dimensional Matching problem.
Here, let au = bu = 0 for every u ∈ V again.
Definition 4 (Max-4DM) Given the disjoint sets
R, S, T and U having the same number n of elements,
and a set Q ⊆ R × S × T × U , a 4D-matching for
Q is a subset Q′ ⊆ Q such that no elements in Q′
agree in any coordinate. The goal of the Maximum
4-Dimensional Matching (Max-4DM for short) is to
find the cardinality of a maximum 4D-matching.
Definition 5 (Max-4DM-2) If the number of occurrence of any element in R, S, T or U is exactly twice, this restricted version of the Maximum
4-Dimensional Matching is called Max-4DM-2. Note
that the instance Q of Max-4DM-2 includes exactly 2n
quadruplets.
It is known (Chlebı́k & Chlebı́ková 2006) that it is
48
NP-hard to approximate Max-4DM-2 to within 47
.
Let OP T4dm (Q) denote the cardinality of a 4Dmatching output by an optimal algorithm for the instance Q of Max-4DM-2.
Lemma 1 Suppose that |R| = |S| = |T | = |U | = n
and thus |Q| = 2n. Then, the following inequality
holds:
2n
≤ OP T4dm (Q) ≤ n.
5
Proof. If we select one quadruplet, say, (r, s, t, u), and
put it into a 4D-matching Q′ , then there are at most
four quadruplets which contains r, s, t, or u in the
worse case. In other words, we can always obtain at
least 2n/5 disjoint quadruplets. By the assumption
|R| = |S| = |T | = |U | = n, OP T4dm (Q) ≤ n holds. 2
Theorem 6 There is no polynomial time algorithm
for MPDCOconcave whose approximation factor is better than 433
432 , unless P = N P .
Proof. We give a gap-preserving reduction from
Max-4DM-2 to MPDCOconcave that transforms an
instance Q of Max-4DM-2 to an undirected graph
G = (V, E) and its concave functions on vertices such
that (1) if OP T4dm (Q) = max, then OP Tmpdco (G) =
4n − max, and (2) if OP T4dm (Q) ≤ 47
48 · max, then
OP Tmpdco (G) ≥ 4n − 47
·
max.
We
can
set max = c · n
48
for c ≥ 25 by Lemma 1. Then, the gap between (1)
and (2) is calculated as follows:
4 − 47
48 c
4−c

c
192 − 48c
1
≥ 1+
.
432

= 1+

This means that the inapproximability bound is
433/432.
Consider an instance of Max-4DM-2, M =
{(r1 , s1 , t1 , u1 ), (r2 , s2 , t2 , u2 ), · · · , (r2n , s2n , t2n , u2n )}
of 2n ordered quadruplets, where exactly two
of {r1 , · · · , r2n } ({s1 , · · · , s2n }, {t1 , · · · , t2n } and
{u1 , · · · , u2n }) are identical. Then, we construct
the following graph G = (V, E): (i) V consists of
2n vertices, v1 through v2n , which are associated
with 2n quadruplets of Q, (r1 , s1 , t1 , u1 ) through

(r2n , s2n , t2n , u2n ), respectively. (ii) We add an edge
(vi , vj ) for i ̸= j if ri and rj (si and sj , ti and tj , or
ui and uj ) are identical. One can see that there are
4n edges and the degree of every vertex is exactly
four. (iii) The penalty function is deﬁned as the
following strictly concave function on every vertex
vi :
{
3 if 3 ≤ x
g(x) =
x if x < 3.
(1) Suppose that OP T4dm (Q)
=
max
and the optimal 4D-matching is OP T
=
{(ri1 , si1 , ti1 , ui1 ), (ri2 , si2 , ti2 , ui2 ), . . . , (rimax , simax , timax ,
uimax )} where I = {i1 , i2 , · · · , imax } ⊆ {1, 2, · · · , 2n}.
Then, all the four edges incident to vij corresponding
to the ordered quadruplet (rij , sij , tij , uij ) ∈ OP T
are oriented outwards from vij . Hence,
∑

g(cij (Λ)) = 3 · OP T4dm (Q) = 3max.

ij ∈I

The remaining 4n − 4max edges can be arbitrarily
oriented. Then,
∑
g(cij (Λ)) = 4n − 4max.
ij ̸∈I

As a result, the total cost of the above orientation is
4n − max.
47
· max, then
(2) We show that if OP T4dm (Q) ≤ 48
47
OP Tmpdco (G) ≥ 4n − 48 · max holds by contradiction. Assume that OP T4dm (Q) ≤ 47
48 · max, but
47
OP Tmpdco (G) < 4n − 48 · max.
Here, we make two simple observations: (2-1) Suppose that the outdegree of all 2n vertices is at most
3 for an orientation Λ. Then, the total penalty of Λ
is 4n since there are 4n edges, each cost of which
can be regarded as 1, g(1) = 1, g(2) = 2, and
g(3) = 3. (2-2) If there are k vertices whose outdegrees are 4 for another orientation Λ′ , then the total penalty of Λ′ is 4n − k since the cost is 3k for
those k vertices of outdegree 4 and 4n − 4k for the
other 2n − k vertices (the remaining 4n − 4k edges).
47
By the assumption OP Tmpdco (G) < 4n − 48
· max,
there is an orientation such that there are more than
47
48 · max vertices whose outdegrees are 4. This implies that there are more than 47
48 · max independent
vertices, and thus we can select a 4D-matching Q′
of more than 47
48 · max quadruplets corresponding to
those independent vertices such that no elements in
4D-matching Q′ agree in any coordinate, which con47
· max.
2
tradicts OP T4dm (Q) ≤ 48
4

Faster time algorithm for trees

In this section, we propose an O(n log ∆) time algorithm that solves MPDCO with any penalty functions
for trees. In contrast, MPDCO with concave penalty
is APX-hard in general. We also show that the algorithm can be modiﬁed to run in linear time for convex
penalty.
4.1

O(n log ∆) time algorithm for general case

Our algorithm is based on dynamic programming. To
explain the idea, we ﬁrst introduce some new notation.
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We denote the optimal value of MPDCO of a graph
G by Opt(G) in the following. For a tree T rooted at
some r, we consider a tree T + s in which a vertex s is
attached with r, that is, T + s = (V (T ) ∪ {s}, E(T ) ∪
{{r, s}}) with rooted at s. In the context of MPDCO,
s is a virtual vertex for which no penalty is charged in
any orientation (or, we assume as = 0 and bs = ∞).
For vertex v with degree k, we denote its violation by
θv (k), that is, θv (k) = k−bv if k > bv , θv (k) = av −k if
k < av , θv (k) = 0 otherwise. Thus, for an orientation
Λ, cv (Λ) = θv (d+
Λ (v)).
In this setting, we consider two “optimal” orientations of T + s; one is an optimal orientation under
the constraint that {s, r} is oriented as (s, r), and
the other is one under {r, s} is oriented as (r, s). We
denote the values of such orientations by q − (T ) and
q + (T ), respectively. That is, these can be represented
by


 ∑

q − (T ) = min
g(cv (Λ))
Λ 

v∈V (T )

and





∑
q + (T ) = min g(θr (d+
g(cv (Λ)) .
Λ (r) + 1)) +
Λ 

v∈V (T )\{r}

Note that q − (T ) = Opt(T ). Clearly, Opt(T + s) =
min{q − (T ), q + (T )}.
Now we show a “principle of optimality” equation.
Let
L(v, k) = {Λ | d+
Λ (v) = k},
and Tw be the subtree of T rooted at w. Then, we
have
−

q (T ) =

min {g(θr (k)) + q(T, k)} ,

min

k=0,...,d(r) Λ∈L(r,k)

and
q + (T ) =

min {g(θr (k + 1)) + q(T, k)} ,

min

k=0,...,d(r) Λ∈L(r,k)

where
q(T, k) =


∑

min

N ′ ⊆N (r)
|N ′ |=k



q − (Tw ) +

w∈N ′

∑

q + (Tw )

w∈N (r)\N ′

w∈N (r)
−



N ⊆N (r)
|N ′ |=k

.

+

Here let N (r, k) be a set of vertices in N (r) that have
the k smallest h(Tw ). Then equation (1) is simply
represented by
∑
def
h̃(T, k) =
h(Tw ).
(2)
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Theorem 7 For any penalty function, MPDCO can
be solved in O(n log ∆) time, when G is a tree.
Remark 8 This O(n log ∆) algorithm works for any
rational valued penalty function if basic arithmetic operations can be done in O(1) time; it is not necessary
to be monotone or g(0) = 0.
4.2

O(n) time algorithm for convex penalty

In the above algorithm, the O(log ∆)-factor of the
running time is due to sorting. If the penalty function is convex, we can avoid the sorting by utilizing
the monotonicity, by which the optimal solution is
found by checking g(θr (k)) and equation (2) only for
restricted numbers of k.
As seen in above, to obtain q − (T ) and q + (T ) it is
enough to compute

and
min

w∈N ′

w∈N (r,k)

= O(n log ∆).

{g(θr (k)) + h̃(T, k)}

min

w∈N ′

−

v∈V (T )

k=0,...,d(r)

where h(Tw ) = q (Tw ) − q (Tw ), q (T ) and q (T )
can be essentially computed by k-times evaluation of
{
}
∑
min
h(Tw ) .
(1)
′
+

v∈V (T )




Here, q(T, k) is the minimum orientation value
without the cost on r under the constraint that
d+
Λ (r) = k. Since g(θr (k)) and g(θr (k + 1)) do not
depend on orientations and q(T, k) is transformed to,
{
}
∑
∑
+
q(T, k) =
q (Tw ) + ′min
h(Tw ) ,
N ⊆N (r)
|N ′ |=k

To obtain N (r, k) quickly, it is suﬃcient to sort
h(Tw ) of w ∈ N (r); by sorting h(Tw )’s, we obtain
h1 (T ), h2 (T ), . . . , hd(r) (T ), where h1 (T ) ≤ h2 (T ) ≤
∑k
. . . ≤ hd(r) (T ). Then, h̃(T, k) = i=1 hi (T ).
Based on these ideas, we can compute q − (T )
and q + (T ) of T rooted at r from the values of
q − (Tw ) and q + (Tw ) of w ∈ N (r), children of r as
follows:∑ compute h(Tw ) for w ∈ N (r) in O(d(r))
+
time,
w∈N (r) q (Tw ) in O(d(r)) time, and sort
h(Tw )’s in (d(r) log d(r)) time. Then we can com∑
pute g(θr (k)) + w∈N (r) q + (Tw ) + h̃(T, k) (resp.,
∑
g(θr (k + 1)) + w∈N (r) q + (Tw ) + h̃(T, k)) incrementally, where each increment takes O(1) time, and the
minimum of them is also found. That is, q − (T ) and
q + (T ) are computed in O(d(r) log d(r)) time. Thus,
q + (T ) and q − (T )(= Opt(T )) are obtained by the bottom up manner, and the total running time is
∑
∑
O(d(v) log d(v)) =
O(d(v) log ∆)

k=0,...,d(r)

{g(θr (k + 1)) + h̃(T, k)},

respectively. Thus we focus on the behavior of
q̃ − (T, k) = g(θr (k)) + h̃(T, k)
def

and
def

q̃ + (T, k) = g(θr (k + 1)) + h̃(T, k).
In the following, we only argue about q̃ − (T, k) for
simplicity, because almost the same argument holds
for q̃ + (T, k).
A function on the integer domain is convex if
and only if the diﬀerences are monotonically nondecreasing. In this section, we assume that g is condef
vex, so gi = g(i) − g(i − 1) is monotonically nondecreasing. Since h̃(T, k)− h̃(T, k −1) = hk (T ), which
is monotonically non-decreasing, h̃(T, k) is also convex. Therefore, q̃ − (T, k) − q̃ − (T, k − 1) = gθr (k) +
hk (T ), is also monotonically non-decreasing, and thus
q̃ − (T, k) is convex.
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Hence, q̃ (T, k) takes its minimum at k = 0, k =
d(r), or k ∗ such that
gθr (k∗ ) + hk∗ (T ) ≤ 0 and gθr (k∗ +1) + hk∗ +1 (T ) ≥ 0.
Since for k = 0 and d(r), q̃ − (T, k) can be easily computed, the crucial point is how we know k ∗ . This is
not trivial, because h̃(T, k) and hk (T )’s are not explicitly given, and we just have raw values of h(Tw )
(and we do not want to sort them, because it takes
O(d(r) log d(r)) time).
Here, we use a SELECTION algorithm by the binary search manner to obtain k ∗ . SELECTION(S, k)
is the problem of ﬁnding the d(r)-th smallest number in a given list S, and it can be solved in O(|S|)
time (Blum et al. 1973).
Algorithm 1 Algorithm Compute q − (T )
1: Let l := 0 and u := d(r), and S := {h(Tw ) | w ∈
N (r)}.
2: Let i := ⌊(l + u)/2⌋. Compute gθr (i) and hi (T ) by
SELECTION(S, i).
3: If gθr (i) + hi (T ) > 0 holds, then update S :=
S \ {h(Tw ) ∈ S | h(Tw ) ≥ hi (T )}, u = i, and goto
Step 2.
4: If gθr (i) + hi (T ) < 0 holds, then update S :=
S \ {h(Tw ) ∈ S | h(Tw ) ≤ hi (T )} and l := i, and
goto Step 2.
5: If gθr (i) + hi (T ) = 0 or u − l ≤ 1 holds,
then let k ∗ = i + l and compute q − (T ) =
min{q̃ − (T, 0), q̃ − (T, k ∗ ), q̃ − (T, d(r))}. Then output it. halt.
Since the g(θr (i)) part can be obtained in O(1)
time by the assumption, the running time of the algorithm is dominated by the running time of SELECTION’s and updating S, which takes O(|S|) time.
Since the size of S becomes half in every execution of
Step 2, the total running time is O(|N (r)|+|N (r)|/2+
|N (r)|/4+· · · ) = O(|N (r)|) = O(d(r)).
∑ Therefore, we
can compute q − (T ) and q + (T ) in v∈V O(d(v)) =
O(n) time.
Theorem 9 For convex penalty functions, MPDCO
can be solved in O(n) time, when G is a tree.
5

Concluding remarks

In this paper, we studied a type of degree constrained
orientation of undirected graphs. The problem is formulated as an optimization problem that minimizes
penalties for violation. There are many possible extensions. One such extension is to further consider
the hypergraph setting more, as seen in Section 2.
Another extension is to consider the weighted
case. MinMaxO and MaxMinO, variants of MPDCO,
have also been studied in the weighted setting.
This setting is considered interesting, because MinMaxO is regarded as a special case of minimum
makespan or scheduling on unrelated parallel machines (R||Cmax in the now-standard notation). In
passing, a polynomial time 2-approximation algorithm for the general R||Cmax and its 3/2 inapproximability are shown in (Lenstra et al. 1990), and the
inapproximability bound holds even for the restricted
case, MinMaxO (Asahiro et al. 2011b).
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