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Preface

Welcome to Melbourne and the 13th Australasian User Interface Conference, the forum for user interface
researchers and practitioners at the Australasian Computer Science Week 2012. AUIC provides an opportunity for user interface researchers in the areas of HCI, CSCW, and pervasive computing to meet with
colleagues and with other computer scientists, and aims to strengthen the community of researchers in
Australasia.
The papers presented in these proceedings have been rigorously reviewed. Out of 19 submitted papers,
9 papers were selected for presentations and 5 were selected for posters. The breadth and quality of the
papers reflect the dynamic and innovative Australasian research environment.
We offer our sincere thanks to the people who made this years conference possible: the authors and
participants, the program committee members and reviewers, the ACSW organizers, and the Australian
Computer Society.

Haifeng Shen
Flinders University
Ross T. Smith
University of South Australia
AUIC 2012 Programme Chairs
January 2012
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Welcome from the Organising Committee

On behalf of the Australasian Computer Science Week 2012 (ACSW2012) Organising Committee, we
welcome you to this year’s event hosted by RMIT University. RMIT is a global university of technology
and design and Australia’s largest tertiary institution. The University enjoys an international reputation
for excellence in practical education and outcome-oriented research. RMIT is a leader in technology, design,
global business, communication, global communities, health solutions and urban sustainable futures. RMIT
was ranked in the top 100 universities in the world for engineering and technology in the 2011 QS World
University Rankings. RMIT has three campuses in Melbourne, Australia, and two in Vietnam, and offers
programs through partners in Singapore, Hong Kong, mainland China, Malaysia, India and Europe. The
University’s student population of 74,000 includes 30,000 international students, of whom more than 17,000
are taught offshore (almost 6,000 at RMIT Vietnam).
We welcome delegates from a number of different countries, including Australia, New Zealand, Austria,
Canada, China, the Czech Republic, Denmark, Germany, Hong Kong, Japan, Luxembourg, Malaysia, South
Korea, Sweden, the United Arab Emirates, the United Kingdom, and the United States of America.
We hope you will enjoy ACSW2012, and also to experience the city of Melbourne.,
Melbourne is amongst the world’s most liveable cities for its safe and multicultural environment as
well as well-developed infrastructure. Melbournes skyline is a mix of cutting-edge designs and heritage
architecture. The city is famous for its restaurants, fashion boutiques, café-filled laneways, bars, art galleries,
and parks.
RMIT’s city campus, the venue of ACSW2012, is right in the heart of the Melbourne CBD, and can be
easily accessed by train or tram.
ACSW2012 consists of the following conferences:
– Australasian Computer Science Conference (ACSC) (Chaired by Mark Reynolds and Bruce Thomas)
– Australasian Database Conference (ADC) (Chaired by Rui Zhang and Yanchun Zhang)
– Australasian Computer Education Conference (ACE) (Chaired by Michael de Raadt and Angela Carbone)
– Australasian Information Security Conference (AISC) (Chaired by Josef Pieprzyk and Clark Thomborson)
– Australasian User Interface Conference (AUIC) (Chaired by Haifeng Shen and Ross Smith)
– Computing: Australasian Theory Symposium (CATS) (Chaired by Julián Mestre)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Jinjun Chen
and Rajiv Ranjan)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Kerryn Butler-Henderson and Kathleen Gray)
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Aditya Ghose and Flavio
Ferrarotti)
– Australasian Computing Doctoral Consortium (ACDC) (Chaired by Falk Scholer and Helen Ashman)
ACSW is an event that requires a great deal of co-operation from a number of people, and this year has
been no exception. We thank all who have worked for the success of ACSE 2012, including the Organising
Committee, the Conference Chairs and Programme Committees, the RMIT School of Computer Science
and IT, the RMIT Events Office, our sponsors, our keynote and invited speakers, and the attendees.
Special thanks go to Alex Potanin, the CORE Conference Coordinator, for his extensive expertise,
knowledge and encouragement, and to organisers of previous ACSW meetings, who have provided us with
a great deal of information and advice. We hope that ACSW2012 will be as successful as its predecessors.

Assoc. Prof. James Harland
School of Computer Science and Information Technology, RMIT University
ACSW2012 Chair
January, 2012

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2012 in Melbourne. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The original component conferences - ACSC, ADC, and CATS, which formed the basis of ACSW
in the mid 1990s - now share this week with seven other events - ACE, AISC, AUIC, AusPDC, HIKM,
ACDC, and APCCM, which build on the diversity of the Australasian computing community.
In 2012, we have again chosen to feature a small number of keynote speakers from across the discipline:
Michael Kölling (ACE), Timo Ropinski (ACSC), and Manish Parashar (AusPDC). I thank them for their
contributions to ACSW2012. I also thank invited speakers in some of the individual conferences, and the
two CORE award winners Warwish Irwin (CORE Teaching Award) and Daniel Frampton (CORE PhD
Award). The efforts of the conference chairs and their program committees have led to strong programs in
all the conferences, thanks very much for all your efforts. Thanks are particularly due to James Harland
and his colleagues for organising what promises to be a strong event.
The past year has been very turbulent for our disciplines. We tried to convince the ARC that refereed
conference publications should be included in ERA2012 in evaluations – it was partially successful. We
ran a small pilot which demonstrated that conference citations behave similarly to but not exactly the
same as journal citations - so the latter can not be scaled to estimate the former. So they moved all
of Field of Research Code 08 “Information and Computing Sciences” to peer review for ERA2012. The
effect of this will be that most Universities will be evaluated at least at the two digit 08 level, as refereed
conference papers count towards the 50 threshold for evaluation. CORE’s position is to return 08 to a
citation measured discipline as soon as possible.
ACSW will feature a joint CORE and ACDICT discussion on Research Challenges in ICT, which I hope
will identify a national research agenda as well as priority application areas to which our disciplines can
contribute, and perhaps opportunity to find international multi-disciplinary successes which could work in
our region.
Beyond research issues, in 2012 CORE will also need to focus on education issues, including in Schools.
The likelihood that the future will have less computers is small, yet where are the numbers of students we
need?
CORE’s existence is due to the support of the member departments in Australia and New Zealand,
and I thank them for their ongoing contributions, in commitment and in financial support. Finally, I am
grateful to all those who gave their time to CORE in 2011; in particular, I thank Alex Potanin, Alan Fekete,
Aditya Ghose, Justin Zobel, and those of you who contribute to the discussions on the CORE mailing lists.
There are three main lists: csprofs, cshods and members. You are all eligible for the members list if your
department is a member. Please do sign up via http://lists.core.edu.au/mailman/listinfo - we try to keep
the volume low but relevance high in the mailing lists.

Tom Gedeon
President, CORE
January, 2012

ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2013. Volume 35. Host and Venue - University of South Australia, Adelaide, SA.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
AUIC
APCCM
AusPDC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computer Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Australasian User Interface Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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We wish to thank the following sponsors for their contribution towards this conference.

CORE - Computing Research and Education,
www.core.edu.au
University of South Australia
www.unisa.edu.au

RMIT University,
www.rmit.edu.au/

Australian Computer Society,
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Website Navigation Tools – A Decade of Design Trends 2002 to 2011
Chris J Pilgrim
Centre for Computing and Engineering Software Systems, Faculty of ICT
Swinburne University of Technology
PO Box 218, Hawthorn, 3122, Victoria
cpilgrim@swin.edu.au

Abstract
The World Wide Web Consortium describes the Web as
“the universe of network-accessible information, the
embodiment of human knowledge” (W3C, 2011). This
vision of the Web is contingent on the ability of users to
freely access and contribute to the overall system. The
freedom of the Web threatens its own future due to the
possibility of users being disoriented and cognitively
fatigued when trying to locate desired information.
Appropriate support for navigation is required if the Web
is to achieve its vision.
One challenge confronting website designers is to
provide effective navigational support at the local level.
Supplemental navigation tools such as search, sitemap
and index tools are frequently included on websites to
support navigation. However, there is a lack of detailed
guidelines for design of such tools. Instead changes in
design appear to be by natural evolution with a ‘survival
of the fittest’ approach.
This paper reports on a longitudinal survey of design
of website navigation tools within commercial websites
over the past decade. The survey exposes several trends
in design practice, particularly in recent years. The
intention of this survey is to provide a sounder basis for
future research and development of website navigation
tools by clarifying existing research and identifying
important issues for future investigation. .
Keywords: Website design, navigation tools, search,
sitemaps, indexes.

1

Introduction

Web navigation is a two-stage process involving initially
finding a website that relates to an area of interest, and
then secondly, locating the information within the
individual website. The initial stage of navigation
generally uses global search tools (Nielsen 2000) that
provide users with a list of candidate websites. The
second stage of navigation involves users navigating
through individual websites using a combination of both
local search tools and page-to-page browsing (Katz and
Byrne, 2003).
The navigation tools that are available to the user at
the local level include the functions that are provided by

Copyright © 2012, Australian Computer Society, Inc. This
paper appeared at the 13th Australasian User Interface
Conference (AUIC 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 126. H. Shen and R.
Smith, Eds. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

the browser software and those that are incorporated into
the website by the developer of the site.
Web browsers generally only include limited
navigation tools such as back and forward buttons,
history lists, bookmarks, colour coding indicating
visited/unvisited links, the home button and the URL
field. These methods present navigational choices to the
user, utilising the self as the frame of reference. This
‘inside-out’ view of the information space is a result of
the Web being a ‘page-oriented’ hypertext-based system.
Browsers typically provide no feedback about the context
of the currently displayed page within the total
information space, nor do they provide any alternative
views of the site being visited. Users, when lost, will
attempt to find their way back to a previously visited
page, resulting in inappropriate use of the Back button
(Cockburn et al., 2003) and reluctance to explore further
(Ayers & Stasko, 1995). Browser software does not
provide the facilities to visualise the inter-relationships
between pages, preventing users from answering
questions such as ‘Where am I?’, ‘Where can I go from
here?’ or ‘Which pages point to this page?’ (Bieber et al.,
1997). This lack of knowledge of the overall structure of
the site can result in confusion and cognitive overload
when users jump from one location to another in the Web
(Mukherjea and Foley, 1995), or encounter multiple paths
to the same or different endpoints (Hedberg and Harper,
1992). The lack of location information can result in a
condition that Jul and Furnas (1998) describe as “desert
fog”, where a navigator is in a situation where the
immediate environment is totally devoid of navigational
clues that might be useful to the traveller.
Website navigation tools are included in websites by
developers to assist users in achieving orientation and
moving in a website towards a desired target. The three
most common website navigation tools are search tools,
sitemaps and indexes.
Website search tools allow users to search the current
site for those pages that match to a desired search string.
These tools generally provide users with a ranked list of
page that match the search criteria.
Sitemaps are a visual representation of the architecture
of a website providing users with either an overview of
the major headings of the content or a view of the
physical structure of the site.
Sitemaps may be
considered similar to the table-of-contents of a book by
providing a list of the major categories of information
(i.e. chapters) and their subsections. Sitemaps improve
spatial context, reduce disorientation and support users
when they are attempting to initially orient themselves in
a website (Shneiderman, 1997).

3
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Whilst sitemaps may be considered similar to a tableof-contents provided at the front of a book, it is may be
presumed that an index of a website would be presented
as an alphabetical list of the contents of the site.
Usability problems relating to the lack of a global
navigation structure and inadequate locational feedback
from browsers are compounded by the desire for
flexibility of access and control and the vast size of the
Web. As a consequence of these factors, users are prone
to suffer from disorientation and cognitive overhead
whilst navigating the Web.
Disorientation within websites is a problem that may
never be solved but it may be alleviated through the
provision of aids and tools that minimise the cognitive
load of the task of navigating. Interfaces and tools that
support the navigation through websites need to be
designed with due consideration to the nature of the
navigational problems, and supported with a strong
theoretical and empirical background. It is only through a
considered design process that appropriate navigation
aids will be developed which are sensitive to the context
of the site, reducing cognitive overhead and disorientation
in users (Ahuja and Webster, 2001). This paper reviews
design guidelines for website navigation tools and then
reports on a survey of design practices over the past
decade in order identify emerging trends and patterns.
The identification of any trends in design practice will
provide sounder basis for future research and
development to improve website navigation tools.

2

Website Navigation Tool Design Guidelines

Design guidelines provide a framework that guide
designers towards making sound decisions (Preece et al.,
1994) and hence are essential to designers and developers
who under the pressure of budgets and timelines cannot
afford to empirically test every design feature that they
implement. Design guidelines are particularly important
in the development of websites since the nature of the
Web means that it can be difficult to access a target user
group for usability tests.
Since the inception of the Web there has evolved a
range of website navigation tools with a variety of visual
properties and functional abilities. Xu et al. (2001)
reports that “although there are many visualisation and
web navigation tools, design guidelines for such
navigation visualisation systems are rarely reported”.
There are two kinds of guidelines: high-level guiding
principles and low-level detailed rules. A common
criticism of user interface design guidelines is that the
advice that is provided is either too general so that it is
difficult to apply to a specific case, or too specific and
cannot be widely applied (Beier and Vaughan, 2003).
Current web design guidelines appear to either lack any
reference to or only provide limited high-level advice
regarding the design of navigation tools such as search,
sitemaps and indexes.
For example, the “Web Style Guide” (Lynch and
Horton, 2009) is a well known set of Web design
guidelines. The third edition of these guidelines has some
advice regarding the design of site search tools however
the guidelines do not appear to mention sitemaps or
indexes at all. The previous second edition of these
guidelines did provided some limited advice regarding
4

the design of table-of-contents pages and sitemaps tools
however these sections have been removed in the most
recent edition.
The “Web Design and Usability Guidelines” (HHS,
2006) also provide reasonable advice regarding the
design of search tools however the advice regarding
sitemaps is limited to the following: “Use site maps for
Websites that have many pages. Site maps provide an
overview of the Website. They may display the hierarchy
of the Website, may be designed to resemble a traditional
table of contents, or may be a simple index.”
The UsabilityNet (UsabilityNet, 2006) guidelines
contain little more than the following statements
regarding search and sitemap tools: “On larger sites
consider providing a search facility - many users
habitually use search rather than exploring a site” and
“Provide a sitemap or overview - this helps users
understand the scope of the site.”
The Australian Government Information Management
Office (AGIMO, 2011) provide a range of “Better
Practice Checklists” to inform Web design practice for
Australian Government websites. The checklist for
Website Navigation includes the following advice
regarding provision of options for finding information:
“Because users approach information on a website
differently, agencies should provide users with a variety
of ways to get to information. Examples include:
embedded links, a sitemap giving an overall view of the
site, A-Z indexes and a search facility” (AGIMO, 2011).
The AGIMO site also contains a description of the most
common navigation tool types, including “supplemental
navigation which comprises additional navigation tools
such as sitemaps, indexes and guides.” Apart from this
general advice, there are no specific guidelines or advice
regarding the design or development of each type of tool.
This lack of specific advice regarding the design of
website navigation tools has left design practice open to
evolutionary change possibly with a survival of the fittest
approach. This intention of the longitudinal survey of
website navigation tools is to provide a comprehensive
overview of the current design practices of website
navigation tools.

3

Survey Methodology

A longitudinal survey has been conducted to examine the
trends in the design and implementation of website
navigation tools in the websites of large commercial
companies over the past decade. An initial survey was
conducted in 2002 extending an approach utilised by
Russell (2002). The survey was repeated in October 2006
and again most recently in July 2011. The survey
methodology examined the websites of the top 300
companies in the Fortune top companies list. The 2002
survey reported on 299 websites as one site was not
available during the survey period. The 2006 survey
examined the exact same sites as those surveyed in 2002
and reported on 297 websites with three sites having
closed down since 2002. The most recent 2011 survey
again examined the same set of websites and reported on
266 websites. In the 2011 survey there were 31 websites
that that had either closed down or had been taken over
by a different company since the 2006 survey. It is
assumed that the recent global financial crisis may have
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been responsible for many of these closures or take-overs
as many of the sites that had become unavailable related
to financial institutions.
The survey method used a taxonomy checklist
reported on previously that systematically evaluated the
presence and general design features of each type of
navigation tool (search, sitemap, index). The results of
the surveys are presented in Tables 1, 2 and 3.

4
4.1

Results
Search Tools

connection between the various levels. There has been a
decline in the use of graphical/network based formats
with Russell (2002) reported that 11% of sitemaps that
were surveyed in 1999 displayed a graphical depiction of
the site.
There now appears to be more of an even divide
between those sitemaps that visually distinguish the
levels in the hierarchy through the use of indenting
(51.7% General Design Type A) compared with those
that use a table-of-contents style to set up hierarchical
levels (47.7% General Design Type B).

Table 1 shows a steady increase in the provision of site
search tools into the surveyed websites over the past
decade. In the 2011 study there were 83.8% of the sites
surveyed that provided a search tool. Between 2006 and
2011 there were 41 companies that added a search tool to
their website and 11 companies which removed a search
tool indicating some decision making regarding the value
of a search tool. One significant change that has occurred
over the survey period is the method of providing a
search tool. In 2002, 32% of the sites provided a ‘Search’
link which had to be clicked in order to display a page
containing a text entry box. In 2011 only 8.1% of the
sites provided a link with the overwhelming majority
providing a text entry box as part of the general website
template avoiding the need for users to open a dedicated
‘search’ page.

Table 1 Search Tools

4.2

Sitemap Tools

The survey results for 2011 as shown in Table 2 show a
considerable increase in the number of websites in the
sample group that provided a sitemap tool (65.6%). The
number of websites in the sample group providing a
sitemap had previously been stable with survey showing
51.2% in 2006 and 52.8% in 2002 and Russell (2002)
reporting 54% in 1999. It was noted that between 2006
and 2011 there were 65 companies that added a sitemap
tool to their website and 38 companies which removed
their sitemap indicating some decision making regarding
the value of a sitemap tool.
All sitemaps in the 2011 survey were found to use a
categorical approach to organising the various entries in
the sitemap. There was only one website that provided an
option to change the categorical display into an alphabetic
list of topics. The general structure of all websites in the
2011 survey was hierarchical with no websites using
network-based structures. One website did implement a
graphical approach to displaying levels in the hierarchy
(General Design Type D) with lines providing a visual

Table 2 Sitemaps
The results suggest that the sitemaps in 2011 have
become more complex and crowded. The number of
sitemaps that can be viewed on a standard resolution

5
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screen (1024x768) has increased to 32% up from 13.2%
in 2006 whilst the number of levels in the hierarchy has
remained approximately the same. This change may be
perceived to be beneficial to the users since a requirement
to scrolling to view a single view can cause the user to
perform sub-optimally (Beard and Walker, 1990).
One of the most interesting trends that has been
observed over the period of the survey is the increased
use of interactive controls in sitemaps. Interactive
controls generally provide the ability for the user to
expand and contract sections of the sitemap in order to
control the extent of detail within the current view. In
2002 there were only two websites that provided
interactive controls. This increased to 5 websites in 2006
and a total of 10 websites in 2011.
An additional trend that has developed in the most
recent 2011 survey is the inclusion of a sitemap style
navigation bar located on the bottom of the general
website template. This display is generally available on
every page within the website. In 2011 there were 25
websites (9.4%) in the sample which had adopted this
practice.

the previous surveys some of the site index tools actually
presented the index as an alphabetical list of the site
contents. In 2011 all of the available index tools
presented a categorical list which was structured similar
to a standard sitemap (General Design Type D). No site
provided links to both a sitemap and a site index.

5

5.1

Table 3 Site Indexes

4.3

Index Tools

The provision of a link entitled ‘Site Index’ or ‘Index’ on
the surveyed websites has reduced substantially over the
survey period. In 2002 a total of 22 websites provided a
site index tool reducing to 17 websites in 2006 and finally
only 6 websites in 2011. Between 2006 and 2011 there
were 15 companies that removed an index tool from their
website whilst only one company added an index tool. In

6

Discussion

The finding that there has been an increase in the
inclusion of site search tools into major commercial
websites over the past decade is not surprising. There has
been strong advice in various design guidelines which
recommend that site search tools be available on every
page within a website. It is also reported that users have
a strong preference for a text entry box rather than a link
to search (Nielsen, 2001).
The survey found that not only had the use of index
tools reduced substantially over the survey period, but all
remaining index pages use a categorical structure rather
than the expected alphabetical list of contents. The
decline in the use of index tools appears to have been
countered by an increase in sitemap tools.
The surveys have established that there has been a
surge in the past five years in the number of websites in
the sample group that now provide a sitemap tool. There
also appears to be more consistency in the general design
of sitemap tools with the vast majority of sitemaps being
organised as a hierarchical list of the categories of content
in the website either using indenting or columns to
identify the sections and/or levels in the hierarchy.
The surveys have highlighted several trends in the
design of sitemaps in major commercial websites.

Trend One: Textual Formats for Sitemaps

The first trend relates to the adoption of textual forms of
sitemaps with a rejection of graphical structures.
Early sitemaps inherited their design influences from
navigational tools developed for pre-web hypertext
systems. The non-linearity of hypertext systems resulted
in some new usability problems particularly in relation to
disorientation and cognitive overhead (Conklin, 1987).
Several novel navigational aids were developed to
overcome the ‘Lost in Hyperspace’ challenges of
hypertext structures.
One innovation was the
development of the 'Overview Diagram’ which provided
a graphical representation of the system topology.
Conklin (1987) claimed that overviews provided
“important measures of contextual and spatial cues to
supplement the user’s model of the nodes he is viewing,
and how they are related to each other and their
neighbours in the graph”. Cockburn and Jones (1997)
suggest that disorientation is alleviated through the
provision of graphical overviews as they not only help
users maintain a sense of context within an information
space, but also reduce cognitive overhead by providing an
external representation of the user’s memory of their
navigation session.
The design of sitemaps in the early years of the World
Wide Web adopted the graphical formats found in
previous hypertext systems. Rosenfeld and Moville
(1998) defined sitemaps as a “graphical representation of
the architecture of a website” and maintained that a
sitemap should provide a view of the site in a way that
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goes beyond textual representation. One of the most
classical examples of an early graphical sitemap is the
Apple sitemap in the mid 1990s (Figure 1) which has
been replaced by various textual versions over the past
decade.

The balance between presenting local detail and global
structure in maps of information spaces has been a major
theme in visualisation research. Hornbæk and Frøkjær
(2001), in an experiment comparing three types of
interfaces, found that an ‘overview+detail’ interface
supported navigation and helped users to gain an
overview of the structure of the document space.
Shneiderman (1997) proposed a Visual Information
Seeking strategy which involved three steps: overview
first, zoom and filter, then details-on-demand. Sifer and
Liechti (1999) stated that context can be maintained by
providing a distortion or ‘focus plus context’ view. an In
an empirical study Pirelli et al. (2001) found that an
integrated focus-plus-context view of an information
space increased search speeds claiming that the overview
provided cues that improved the probability that users
would search in the right part of the space.

Figure 1: Graphical Sitemap (mid 1990s)
Whilst graphical or metaphorical styles of sitemap
designs may have aesthetic appeal, there is the risk that
users will find these designs difficult to immediately
comprehend if they are overly large or complex (Bieber
et al., 1997).
The survey has established that there is a clear trend
away from previous graphical designs towards textual
formats. Whilst there has been some pre-Web research
into textual versus graphical formats for hypertext
overview maps McDonald and Stevenson (1997), the
current trend in the design of website sitemaps appears to
lack a research basis and may simply be a result of
natural evolution with a ‘survival of the fittest’ approach.
One explanation is that textual formats provide users with
a familiar ‘table-of-contents’ structure from our
experience with books (Hoffman, 1996).

5.2

Trend Two: Interactive Controls

A second emerging trend relates to the moderate increase
in the number of websites in the survey group that now
incorporate a sitemap with some interactive controls.
Maps of physical space do not attempt to display every
feature of the area being mapped true to scale, as this
would result in maps that are impossible to read
(Davidson, 2003). Hence, mapping is a process of the
application of symbols and abstractions in order to
control the complexity of the view presented to the user.
Mapping virtual spaces such as websites draws on this
experience, and visualisation techniques are commonly
applied in order to provide an integrated view of the
context and detail in a single view.
Designers of sitemaps must decide on the level of
detail to be provided, with a trade-off between providing
a complete view of the entire site contents with the risk
that users will get lost in the detail, or providing a narrow
view which may limit the opportunity for users to gain
detailed information (Danielson, 2002).
Visualisation techniques may be used to control the
complexity of the view presented to the user but still
allowing exploration of lower levels. There are various
techniques that may be applied including global and local
views, zooming controls and fish-eye views to provide
varying levels of detail.

Figure 2: Interactive Sitemap Using
Expand/Contract Controls (from 2011 survey)
The 2011 survey found two general approaches to
providing interactive controls to allow the user to manage
the extent of the detail within the sitemap. Four sites
implemented an approach similar to that in Figure 2
which allowed the user to expand or contract sections of
the sitemap.

Figure 3: Interactive Sitemap Using Filter Links
(from 2011 survey)
Six websites in the 2011 survey contained sitemaps
such as that shown in Figure 3 that included several
section headings at the top of the sitemap that could be
selected by the user to control the current sitemap view
effectively acting as a filter.

5.3

Trend 3: A Sitemap on Every Page

The final trend relates to the increasing number of
websites in the sample group that have implemented a
general page template that includes a sitemap styled tool
at the bottom of every page on the website. For example,
the tabular display at the bottom of the website in Figure
7
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4 provides users with a hierarchical view of the major
categories of content on the website. This display is
available on every page within the website effectively
providing users with a constantly visible sitemap.
Danielson (2002) investigated the effects on user
behaviour of having a constantly visible sitemap
implemented as a text-based contents list in a separate
frame in the window. An analysis of click-stream
behaviour of subjects, including number of pages visited,
revisits, back actions and distal jumps, found that the
availability of a constantly visible sitemap resulted in
users abandoning fewer information seeking tasks, less
use of the browser’s Back button, and frequent
navigational movements across the site hierarchy.

Figure 4: Constantly Visible Sitemaps
(from 2011 survey)
Yip (2004) examined five different sitemap conditions
which varied on constancy of visibility, incorporation of
hyperlinks and a no-sitemap condition. Measures of task
success, completion times and numbers of nodes visited
provided results that suggested that constantly visible
sitemaps increased performance especially for large
websites.

6

Conclusion

The results of the longitudinal survey expose several
trends in design practices for website navigation tools
over the past decade. Emerging trends include the
increasing use of textual formats and interactivity in
sitemaps and the provision of sitemaps on every page of
the website. Such trends don’t appear to be supported by
published empirical research or design guidelines but
rather may be examples of evolutionary design by
‘natural selection’.
This paper provides website developers with an
understanding of the critical design factors and recent
trends regarding the design of website navigational tools.
Further research is required to examine whether there is
an empirical justification for the recent design trends in
order to provide developers with more confidence in their
selection of website usability guidelines.
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Abstract
Human movement is a “natural skill” employed to solve
difficult problems in dynamics concerning the
manipulation of a complex biomechanical system, the
body, in an ever-changing environment. Continuous
Interactive Simulation (CIS) is a technique that attempts
to use this human capacity to solve problems in
movement dynamics to solve problems concerning
arbitrary dynamical systems. In this paper we test a
simple CIS environment that allows a user to interact
with an arbitrary dynamical system through continuous
movement actions. Using this environment we construct
an abstract representation of the well-known pole-cart, or
inverted pendulum system. Next we undertake a usability
trial and observe the way users explore key features of the
system’s dynamics. All users are able to discover the
stable equilibria and the majority of users also discover
the unstable equilibria of the system. The results confirm
that even simple movement-based interfaces can be
effective in engaging the human sensory-motor system in
the exploration of nontrivial dynamical systems..
Keywords: Movement, Human Computation, Natural
User Interfaces, Dynamical systems

1

looking glass into
(Sutherland 1965).

a

mathematical

wonderland.”

These words were originally written by Ivan
Sutherland during the 1960s to describe the “ultimate
display”, a vision of Virtual Reality which is still yet to
be fully realised. Aligned with Sutherland’s vision we
have been using Virtual Environments to try and leverage
the human skills related to movement for the particular
purpose of solving more abstract problems in
mathematics.
In previous work we have described this approach as
“Continuous Interactive Simulation” (CIS) since it is
based on continuous feedback loops between the user and
a simulation of a dynamical system (see Figure 1)
(McAdam 2010, McAdam and Nesbitt 2011). These
loops are typical of the sensory-motor loops associated
with human movement. While human movement is
naturally used to solve complex problems in movement
dynamics, we try and leverage our natural ability to learn
new movement skills in such a way that a user can
explore, understand and control arbitrary systems
characterised by non-linear dynamics.

Introduction

“We live in a physical world whose properties we
have come to know well through long familiarity. We
sense an involvement with this physical world which gives
us the ability to predict its properties well. For example,
we can predict where objects will fall, how well known
shapes look from other angles, and how much force is
required to push objects against friction. We lack
corresponding familiarity with the forces on charged
particles, forces in non-uniform fields, the effects of
nonprojective geometric transformations, and highinertia, low friction motion. A display connected to a
digital computer gives us a chance to gain familiarity
with concepts not realizable in the physical world. It is a

Copyright © 2012, Australian Computer Society, Inc. This
paper appeared at the 13th Australasian User Interface
Conference (AUIC 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 126. H. Shen and R.
Smith, Eds. Reproduction for academic, not-for-profit purposes
permitted provided this text is included.

Figure 1. An example of an environment used for
Continuous Interactive Simulation
The key contribution of this paper is a usability study
into the effectiveness of a simple CIS environment in
engaging a user in sensory-motor exploration of a non-
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linear dynamical system. The system chosen for this
study is the well-known cart-pole system. A more general
form of this system is familiar to anyone who has
balanced a pole on the palm of their hand. This system
was chosen because it is involves non-trivial dynamics,
but is also within the capabilities of most people to
control (Foo et al. 2000). As a result, failure of users to
effectively engage with the system will likely be due to
the way it is presented in the CIS environment rather than
the dynamics of the system itself. It should be noted that
the CIS environment we are using is designed to allow
sensory-motor engagement with arbitrary dynamical
systems that may have no physical basis whatsoever. As a
result, it uses an abstract representation of system
dynamics that robs the pole-cart system of its natural
affordances.
In our CIS environment the pole-cart system was
represented in a multi-sensory virtual environment where
the 3D phase space of the pole-cart problem was mapped
to a 3D visual coordinate system. The position of a ball
was used to represent the system’s current state.
Stereoscopic display and 3D sound effects were used to
enhance the user’s spatial cues for the location of the ball
in the phase space. The user can manipulate the system
state by adjusting the single control parameter by
continuously moving a haptic pen constrained to a single
dimension.
We carried out a usability trial where 10 users were
observed as they spent 2 hours exploring the dynamics of
the system. Users were asked to think aloud during the
trial and were also interviewed at the end. We report on
the users’ experiences and exploration strategies when
they first interact with the system and how these
strategies change over time. All users are able to uncover
significant features in the system, namely the set of stable
equilibrium points. The majority of users also discover
the unstable equilibrium points that are characteristic of
this system. Two of the users develop significant skill in
manipulating the system during the time frame of the
trial. Although a number of further studies are required,
the outcomes reported here confirm that movement-based
interfaces can indeed be leveraged for the exploration of
non-linear dynamics.

2

Human Movement

We all continually reach, grasp, gesture, talk, and walk.
From time to time we run, jump, swim, sing, dance, and
play musical instruments. We write, type, point and click.
We use tools, drive vehicles and control machines. We
move. Moving proficiently requires that complex
hierarchies of movements be mastered and integrated into
sequences that achieve specific goals. A movement with a
specified purpose or goal is called a skill (Magill 2007).
The ability to adapt movement to suit the conditions
has been referred to as “dexterity” and defined as “finding
a motor solution for any situation in any condition”
(Bernstein 1996). This adaptability of movement has also
been described as “physical intelligence” – the “capacity
to use your whole body or parts of your body to solve a
problem...” (Gardner 1993). In the face of constantly
changing environmental conditions and changing goals it
is this problem solving capacity that allows us to reliably
perform a skill.
12

In more technical terms, successful performance of a
movement skill requires interactive control of the
dynamical system consisting of the human biomechanical
system and the environment with which it interacts
(Neilson and Neilson 2005). This control is performed by
the human sensory-motor loop in which the central
nervous system receives incoming sensory information
from the sense organs and produces motor commands that
cause muscles to contract.
For example, shooting a basket in basketball involves
motion of the body, the arms and hands in particular, with
the hands imparting a force on the ball such that it
achieves a trajectory that passes through the hoop. Doing
so requires that the dynamics of the physical situation be
taken into account by the mechanisms underlying
movement. Things to be considered include the dynamics
of the human biomechanical system itself, the interaction
between the hand and the ball, the ball’s trajectory
through the air toward the hoop, and the dynamics of the
ball’s collision with the backboard. Achieving such a feat
requires the solution of difficult problems such as
prediction, optimisation and control in the face of delayed
and incomplete sensory information, time varying
nonlinear input-output relationships, and constant
disturbance (Wolpert et al. 2001).
A key feature of human movement is the ability to
learn new skills. In effect, each new physical situation in
which movement occurs represents a new dynamical
system for which these problems need to be solved. The
mechanisms for solving these problems are provided by
complex structures in the central nervous system such as
the cerebellum, basal ganglia and motor cortex. The
process of learning a new skill involves adapting these
mechanisms to a new dynamic situation such that
appropriate motor commands are generated in order to
produce the desired movement outcome.
Learning new movement skills is a complex process.
During the usability trial we wanted to observe if and
how users develop skills for controlling the abstract
representation of the pole-cart system. For normal motor
skills it is known that learning progresses from an initial
trial and error exploration and then becomes more
purposeful, consistent, stable, permanent, and adaptable
over time (Magill 2007). We hoped to observe a similar
pattern of skill acquisition as users learned to move
within our abstract simulation.

3

Understanding Dynamical Systems

A dynamical system is a system whose behaviour can be
described in terms of rules that define how the state of
system changes over time. There are numerous forms of
dynamical system, such as continuous, discrete,
stochastic, and so on. We are interested in continuous
dynamical systems in which the rules take the form of
differential equations. These systems can be used to
represent a broad range of behaviours from fields as
diverse as physics, engineering, biology, economics, and
sociology.
Because the rules for a dynamical system typically
involve nonlinear relationships they can be difficult to
understand and manipulate. There have been many tools
developed to help solve problems concerning the control
of dynamical systems. One way in which these tools vary
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is in the particular user expertise they engage in the
problem solving process. Some tools require considerable
mathematical expertise. Examples include mathematical
software such as Matlab and Mathematica for analysing
and solving the equations defining the behaviour of a
system (MathWorks 2010, Wolfram Research 2010).
Other tools take a particular problem solving technique
and present it in a user friendly way. For example,
Simulink and Vensim provide a building block approach
for constructing simulations of dynamical systems
(MathWorks 2010, Ventana 2010). While these tools are
still essentially mathematical in nature, much of the
mathematical complexity of constructing a simulation is
hidden from the user. Even with tools such as these the
user may still need considerable mathematical
sophistication to ensure that results are valid.
Some tools aim at leveraging domain expertise by
further hiding mathematical complexity and allowing a
user to formulate problems using the concepts and
language of the problem domain (Houstis and Rice 2002).
One such tool is RAMSES, which is designed for “noncomputer scientists” studying environmental systems
(ETH 2010).
Closely related to the simulation of dynamical systems
is a means of visualizing the behaviour of a system. This
is often used as a means of illustrating a result obtained
analytically. Visualisation can also be used to help
identify features, such as equilbria or other patterns of
behaviour that might not be found using analytical
techniques (Groller et al. 1996). Visualization techniques
have also been extended to include other sensory
modalities such as hearing and touch to enhance the
presentation of the system’s behaviour (Wegenkittl et al.
1997).
Interactive visualization tools enable users to more
rapidly perform simulations, review the results, modify
the system and re-run the simulation (Zudilova-Seinstra
et al. 2009). Interactive workflows support the process of
exploring the behaviour of a system. However, this
interaction is usually discrete in nature and directed at
presentation factors such at changing rendering
techniques or the users point of view. By contrast,
computational steering (Mulder et al. 1999, Kalawsky
2009, Tennenhouse 2000) allows the user to modify the
parameters of a simulation in order to explore the
behaviour of a system under different initial conditions or
by some form of intervention during the simulation.
In all of these examples, the human expertise being
utilised is of a high-level and cognitive in nature. A very
different, low level form of human expertise has also used
to solve problems concerning the manipulation of
constrained physical systems (Brooks et al. 1990, Witkin
et al. 1990) and unstable, rigid body systems (Laszlo et
al. 2000). In these cases a user’s intuitive motor learning
and motion planning skills are used to manipulate a realtime simulation of a system. Our own work builds on
these particular ideas.

4

Exploring Dynamical Systems

One source of problems regarding dynamical systems
that can be difficult to solve concerns the manipulation of
a system. Many dynamical systems provide opportunities
for intervention that can alter the future course of the

system. For example, a dynamical system model of an
economy interacting with an environment can be
manipulated by varying parameters such as tax rates,
controls on emissions from industry, etc (e.g., Kohring
2006). One question that can be asked in such a case is
how to manipulate the system to achieve a specific
outcome, such as maximising production without causing
environmental collapse.
Techniques such as optimal control (Kirk 2004) exist
to solve this sort of manipulation problem, but again,
these techniques rely on certain assumptions that do not
apply to all problems of this sort and where they do apply
they require a degree of mathematical sophistication that
may be beyond a non-specialist in optimal control theory.
A more general question concerning the manipulation
of a dynamical system is – given a dynamical system and
opportunities for intervening in that system, what are
various ways in which it might be manipulated? Or, more
simply, what can be done with the system? For example,
what is the effect of various tax and emission control
policies on a combined economic/environmental system?
In contrast to the problem of manipulating a system to
achieve a particular outcome this is a more open-ended
question inviting a more exploratory approach.
Successful exploration might result in a repertoire of
manipulations that illustrate the dynamic possibilities of
the system given the available controls.
In our usability study we want to investigate the
effectiveness of Continuous Interactive Simulation (CIS)
in allowing users to both explore and identify various
features of a dynamical system. Our approach makes use
of the natural human ability to understand and manipulate
the complex physical dynamical systems encountered in
human movement. To achieve this we create an
environment in which the dynamical system is presented
as a “physical” object with which users can interact in
purely sensory-motor terms. The behaviour of such an
object will initially be unfamiliar to users, but it is
intended that through a process of sensory-motor
exploration users will be able to learn how the system
behaves and how it can be controlled. This process is, of
course, familiar to anyone who has attempted to learn a
new physical activity. Such an approach requires no
domain-specific or mathematical expertise, only the
natural expertise we all have in exploring and mastering
dynamics of the physical world in which we live.

5

A Continuous Interactive Simulation

The CIS environment used in the usability study is
capable of representing any continuous dynamical system
consisting of up to three state variables and three control
variables. This simple environment uses a desktop virtual
environment to represent the state of a system using an
animated phase space in which the location of a ball in
3D space represents the current state of the system. As
the state of the system evolves the ball moves through
space. The control variables of the system are
manipulated by the user using a continuous input device.
The system is simulated in real time so that ball moves
according to the dynamics of the system under the
influence of the user’s movements of the pen.
The desktop virtual environment is shown in Figure 1.
It consists of a 3.00GHz dual core Dell T3400 computer,
13
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a 120Hz 22-inch monitor, and a Phantom Omni 6 degreeof-freedom haptic pen for input. The 3D visualization
was implemented using Microsoft DirectX on Windows 7
with stereoscopic rendering and 3D sound effects to
reinforce the ball’s position and motion in space.
Stereoscopic rendering was provided by an nVidia
GeForce GTX 275 video card with nVidia active shutter
glasses. The general arrangement is shown in Figure 1.
Sound was provided by a Logitech G51 5.1 surround
sound speaker system. The dynamical system is simulated
using a 4th order Runge-Kutta solver. The simulation and
the virtual environment were updated at a rate of 60Hz.
The dynamical system simulated in this study was the
well-known cart-pole system. This system is physically
characterized by a cart that moves only in the horizontal
direction. Attached to the cart by a pivot is a pole that is
free to rotate (See Figure 2). There is friction in the pivot
and in the wheels of the cart. The dynamics of this system
can be expressed in terms of three state variables, i.e., the
angular displacement of the pole, the angular velocity of
the pole, and the linear velocity of the cart. There is one
control variable, the force applied to the cart to move it
either left or right. The system has both stable (pole
hanging down) and unstable (pole balanced upright)
equilibria. The full details of the equations of motion for
this system are described elsewhere (Florian 2007).

environment respectively (see Figure 3). This mapping
was essentially arbitrary, based simply on the order in
which the equations of motion are usually written. The
position of the haptic pen (constrained to move only in
the +/- x direction) was mapped to the control variable
representing the force applied to the cart. A virtual spring
returned the pen to the zero position if the user exerted no
force on the pen. The user’s field of view included six
evenly spaced stable equilibria at (±π, 0, 0); (±3π, 0, 0);
and (±5π, 0, 0); and five equally spaced unstable
equilibria at (0, 0, 0); (±2π, 0, 0); and (±4π, 0, 0). These
equilibria appear to the user as locations in space where
the ball can be brought to rest. The equilibria associated
with zero velocity of the cart also extend in the ±z
direction, applying for other constant velocities.

Figure 3. The abstract representation of the 3D phase
space with a ball used to mark the current state. Note
that the applied force is constrained by the haptic pen
to a single dimension.

Figure 2. The physical arrangement of the cart-pole
system.
In our abstract representation of the cart-pole system
the 3 state variables, angular displacement of the pole,
angular velocity of the pole and the cart velocity are
mapped onto the x, y, and z axes of the 3D virtual
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Figure 4. The user’s view of the system’s response
after a rapid movement of the pen. The trajectory of
the ball has been reconstructed for illustration.
The effect of this abstract representation of the system
is to rob it of its physical arrangement from which its
behaviour can readily be deduced. Instead, users are
confronted with a ball that gives no clues as to how it
might behave. Users can only begin to understand how
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the system behaves through sensory-motor interaction.
The user’s view of the behaviour of the system in
response to a large movement of the pen is shown in
Figure 4. None of the users in the usability study
recognized the system as having its basis in the dynamics
of a physical pendulum. This obfuscation of the physical
character of the system served to both prevent users from
guessing the behaviour of the system and to illustrate the
representation of systems that have no physical basis
whatsoever.
We also note that this system was chosen because it
exhibits non-trivial, non-linear dynamics and yet is within
human sensory-motor capabilities. A more general form
of these dynamics are familiar to anyone who has tried to
balance a pole on the palm of their hand. If users are not
able to deal with this system in our simple CIS
environment, then this is likely due to limitations in the
way in which the system is presented in the CIS
environment rather than the dynamic complexities of the
system.

6

Usability Study

The study had three aims. The first was to answer the
basic feasibility question of whether a simple CIS
environment can provide sufficient sensory-motor
engagement to allow users to discover important features
of a nonlinear dynamical system (stable and unstable
equilibria). The second aim was exploratory in nature.
We wanted to observe the way users approached their
investigation task. Given the unfamiliar non-linear
behaviour of the system, what strategies do users take in
learning to manipulate the system? Finally we wanted to
try and identify usability issues with the interface itself
and highlight key areas that would focus further
development of our general approach.
A total of 10 adult users, 7 male and 3 female, were
recruited from staff and students at a university. All users
had normal stereoscopic vision. All were right handed.
None of the users had any experience with the analysis of
dynamical systems. Each user spent two one-hour
sessions exploring the behaviour of the system. At the
beginning of the first session users were familiarised with
the operation of the virtual environment and given the
task of exploring the behaviour of the system looking for
stable and unstable equilibria. This was explained to the
users as:
• Try and work out how the ball moves and to what
extent you can control it with the pen
• Try and find places where the ball comes to rest
either of its own accord (stable equilibria) or with
you holding it in place (unstable equilibria).
• Mark these places by clicking the button on the
pen.
In addition, users were given the following
suggestions on what they might do to help them get
started:
• Do nothing
• Try small and large movements of the pen
• Try slow and fast movements of the pen
• Try these things at different points in the path of
the ball
Users were asked to record the location of equilibria
by pressing a button on the haptic pen that left a marker at

the current location of ball (see Figure 5). Users were
encouraged to “think out loud” as they explored the
behaviour of the system. All user sessions were video
recorded.
At the conclusion of the final session, users were
asked the following general questions:
1.
What was your overall impression of the
experience?
2.
What particular difficulties, if any, did you
have in performing the task given to you?
3.
The motion of the ball represents the
behaviour of a real world physical object. Do
you have any idea what that object might be?

7

Results

All users were able to discover the equally spaced stable
equilibria at (±π, 0, 0); (±3π, 0, 0); and (±5π, 0, 0). Once
reached these locations are characterized as places in the
phase space were the ball stays at rest. Furthermore all
users discovered the set of stable equilibria related to
constant cart velocities at (±π, 0, ±z); (±3π, 0, ±z); and
(±5π, 0, ±z). These equilibria extended along a line in the
±z direction from each zero velocity stable equilibrium.
Figure 5 illustrates one users progress toward identifying
the stable equilibria.
Eight of the ten users were also able to identify the
existence of equally spaced, unstable equilibria that lie
between the stable equilibria at (0; 0; 0); (±2π, 0, 0); and
(±4π, 0, 0). Two users also correctly identified that
constant cart velocity unstable equilibria also extended
from these zero cart velocity equilibria in the ±z
direction.
These results show that the abstract representation of
the cart-pole system provided by the simple CIS
environment described is sufficient to allow the equilibria
of this system to be identified by users with no
knowledge of the analysis of dynamical systems.

Figure 5. A user’s progress toward identify stable
equilibria. The user has marked six equally spaced
zero cart velocity stable equilibria in the x-direction.
The user has also marked constant cart velocity
equilibria extending from the two left most zero
velocity equilibria in the ±z-direction. The trajectory
of the ball has been partially reconstructed for
illustration.
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engagement with the system was consistent. All users
appeared to progress through similar phases of discovery
corresponding to initial interaction with the system,
discovery of stable equilibria, and discovery of unstable
equilibria. The following sections summarize the key
observations made during each of these phases. To help
illustrate these learning phases the response of the system
to user input for one user is shown in Figure 6.

7.1

Initial interaction

A user’s initial attempt at interacting with the system
was universally met with surprise. All users commented
on two striking features of the system’s behaviour.
Firstly, the ball moved in three dimensions while the pen
only moved in one dimension. Secondly, the ball behaved
very erratically in response to movement of the pen, often
bouncing rapidly out of view if the user made a rapid
movement of the pen.
After this initial surprise, users set about making
exploratory movements of the pen to try and work out the
relationship between movement of the pen and movement
of the ball. In most cases users made continuous and
often large movements of the pen rather than letting the
intrinsic dynamics of the system play out without their
intervention. As a result early interaction was
characterised by large erratic excursions of the ball
through space, as illustrated in Figure 6b. This resulted in
some users expressing a degree of frustration with the
difficulty of the task. If this occurred, they were reminded
of the initial suggestions they had been given, which
included doing nothing.
As it became apparent to users that the relationship
between their movement actions and the response of the
system was not at all straightforward, users tended to
adopt a somewhat more systematic approach. They would
begin by allowing the ball to settle into a stable
equilibrium after which they would make a short
movement of the pen and then observe the subsequent
behaviour of the ball. This allowed users to perturb the
system and then observe the intrinsic dynamics of the
system, which would bring the ball to rest at one or other
of the stable equilibria. This approach allowed users to
discover a number of the stable equilibria, although the
particular equilibria discovered was largely a matter of
chance.

7.2

Figure 6 Plots of angular displacement versus angular
velocity illustrating a user’s increasing familiarity
with the cart-pole system. Crosses indicated stable
equilibria. Circles indicate unstable equilibria. (a)
Intrinsic dynamics of the system with no user input
(b) Initial interaction (c) Deliberately perturbing the
system toward another stable equilibrium (d) Orbiting
two adjacent stable equilibra in order to “probe” the
intervening unstable equilibrium.
We also examined the recorded trials to try and
ascertain how users learned to control the system.
Individual experiences and the users level of achievement
varied considerably. However, the users’ pattern of
16

Discovering stable equilibria

The essentially random discovery of stable equilibria
characteristic of a user’s initial interaction with a system
was enough to alert users to the overall topological
structure of the system’s equilibria. With the knowledge
that multiple stable equilibria existed several users
hypothesised the existence of additional equilibria that
they had not yet located realising that the stable equilibria
were probably equally spaced.
Verifying that an equilibrium existed at a particular
position required that the user manoeuvre the ball into
that position. This required users to try and learn how to
control the ball in order to put it where they wanted.
Without too much trouble users were able to work out the
movements required to the move the ball either to the left
or the right, from one stable equilibrium to another.
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However, when moving between equilibria, users
initially had difficulty in controlling whether it was the
equilibrium immediately adjacent to the starting
equilibrium or one further away. Reliably manoeuvring
the ball into an adjacent equilibrium required more
precise control over the magnitude and timing of the
pen’s movement. Eventually all users were able to do this
semi-reliably (i.e, they could move the ball into an
adjacent equilibrium, but it may take more than one
attempt). Three users were able to reliably move the ball
from one stable equilibrium to another stable equilibrium
of their choosing, as illustrated in Figure 6c.
A further feature of the system discovered by all users
was the existence of additional stable equilibria for
constant velocities of the cart. Users discovered these by
making small slow movements of the pen starting with
the ball at a stable equilibrium. The ball would move
forward and backward and could be brought to rest at any
point on a line extending in the ±z direction from a stable
equilibrium with a fixed displacement of the pen
(constant force on the cart). These constant velocity
equilibria were typically discovered after the equally
spaced zero velocity equilibria, although two users
discovered them first.
All but one user managed to discover all of the stable
equilibria in the first one-hour session. The remaining
user completed their discovery of all of the stable
equilibria early in the second session.
Another observation made during this phase of
discovery was the way in which users described the
behaviour of the system. Users had been asked to “think
out loud” and so were forced to try and put the behaviour
of the system into words. While users appeared to be
trying to describe similar structures and behaviours they
used very different language to do so. A region of erratic
behaviour was described as a “vortex”, a “ladder” and
even “the zig-zaggy place”. The attractive regions
surrounding the lines of constant velocity equilibria were
variously described as “cylinders”, “channels”, “lanes”,
“tunnels”, “magnets”, and “quantum wells”. The motion
of the ball was variously describes as “falling”, “flying”,
“bouncing”, “skipping”, “floating”, and “gravitating”.
Movement of the pen was described as “pushing”,
“pulling”, or “flicking”.
The use of language such this seemed to be most
prominent in the early stages of exploring the system. As
users became more adept at controlling the ball they
seemed to spend less time talking about what they saw
the system doing and more time just interacting with the
system, perhaps stopping occasionally to comment on
something new they wanted to demonstrate.

7.3

Discovering unstable equilibria

Eight of the ten users were able to correctly identify
that an unstable equilibrium existed between each pair of
stable equilibria. Discovery of these appeared to be more
difficult for users and only occurred in the second onehour session and after users had discovered the stable
equilibria.
Identifying an unstable equilibrium seemed to occur
when the ball came within sufficiently close proximity for
the ball to slow to almost a complete stop before
accelerating away again. Typically this would have to

happen on a number of occasions before a user actually
noticed the ball slowing to a near stop and deduce that
there might be another equilibrium present.
In order to more precisely locate the position of an
unstable equilibrium, several users adopted a “probing”
strategy in which they would repeatedly launch the ball
from a stable equilibrium toward the region containing
the unstable equilibrium. One user in particular seemed to
become quite skilled at probing the region between two
stable equilibria by circulating the ball in an “orbit”
around both stable equilibria approaching the unstable
equilibria during the ball’s passage between the stable
equilibria, as illustrated in Figure 6d. This allowed the
user to deduce that the location of the unstable
equilibrium was at the point directly between the stable
equilibria.
The two users who were not able to identify the
existence of any unstable equilibria had both been only
partially successful at deliberately moving the ball
between adjacent stable equilibria. Both users expressed
some frustration during the second one-hour session
when it became clear that they were not making any new
discoveries or becoming any more adept at controlling the
ball.
Of the eight who did identify the zero cart velocity
unstable equilibria, only two users went on to correctly
identify the constant cart velocity equilibria extending in
the in the ±z direction from each of these. These users
were two of the three users who were able to reliably pass
the ball between adjacent stable equilibria, suggesting
that this skill may have been a prerequisite for
discovering more subtle aspects of the system’s
behaviour.
An important observation during this phase of
discovery was that while eight out of ten users correctly
identified the existence of the unstable equilibria, no user
developed sufficient skill to be able to maintain the ball at
an unstable equilibrium for any length of time.

7.4

User impressions

When asked for their overall impression of their
experience with the system at the end of the study user
feedback varied considerably. Perhaps unsurprisingly, the
users who provided the most positive feedback were
those who met with most success in learning how the
system behaved and how to control it. These users
described the experience as “challenging”, “fun”, and
“absorbing”. Users who had more difficulty typically had
a less sanguine view of the experience describing it as
“frustrating”, “difficult”, “tedious”, and “really, really
hard”.
A sense of progress and achievement seemed to be
important to a user’s view of the experience with one user
saying that it was “quite tedious” until they discovered a
new aspect of system’s behaviour that made them want to
know “what more can I do with this?”. This same user
described the experience as becoming more fun as they
got better to the point where they felt that they “owned
the ball” suggesting, in their own mind at least, that they
had in some way mastered the problem given to them.
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All users cited the unexpected behaviour of the ball in
response to movements of the pen as the chief difficulty
that they had in exploring the behaviour of the system.
The users who did manage to identify unstable
equilibria noted the difficulty in precisely locating the
position of an equilibrium and then maintaining the
equilibrium. Reasons given for this difficulty included
that they had had insufficient practice, that the region of
space into which they had to maneuver the ball was too
small, and that the ball was moving too fast. Interestingly,
none of the users jumped to the conclusion that it might
not be possible to maintain the ball in unstable
equilibrium (indeed it is not impossible).
At the end of the study all users were asked to
speculate on the nature of the system represented by the
behaviour of the ball. This proved to be very difficult for
users and in fact none of the users were able to hazard
any guess as to what the system might have been.

8

Discussion

The cart-pole system used in this study is a system
possessing non-trivial, non-linear dynamics. When
presented in abstract form in a simple CIS environment
the system is stripped of any clues as to its behaviour
provided by the physical arrangement of its parts.
Nonetheless, users were still able to explore the
behaviour of the system and correctly identify the
existence of stable and unstable equilibria. While the
abstract representation made the task of discovering the
behaviour of the system much more difficult than it
would have been had the users been presented with the
system in its literal physical form, it has the distinct
advantage of being able to represent any continuous
dynamical system with up to three state and control
variables.
The progression of users through the phases of
discovery described in the previous section suggests that
their learning experience was consistent with well-known
models of sensory-motor learning (Magill 2007). Initial
interaction with the system was characterised by
deliberate experimentation with the effect of movements
of the pen on the motion of the ball characteristic of a
“conscious” stage of learning. Users would make
mistakes and not know how to correct them. As the study
progressed users talked less about what their hand was
doing and more about what the ball was doing. This is
characteristic of an “associative” stage of sensory-motor
learning (Magill, 2007).
Two users achieved a level of skill that might even be
considered “automatic” in the time available. This
observation suggests that users were indeed engaging
with the system in sensory-motor terms. It also suggests
that literature on sensory-motor learning might be
important in creating user experiences that facilitate the
exploration and mastery of novel dynamics presented in
this way. For example, what sort of feedback should be
provided to users to help them understand and improve
their current level of skill in manipulating a system (e.g.,
Salmoni et al., 1984).
The abstract representation of the system rendered the
system unrecognizable to users. It also had a significant
effect on the effective dynamics encountered by the
users’ sensory-motor system. The mapping of the system
18

into the virtual environment meant that displacements of
the ball the y and z directions represented velocities of
parts of the system rather than displacements. This
effectively changed the order of the control relationship
between the user and the system when compared with the
physical incarnation of the system. For this reason, it is
not at all clear whether skills obtained with the abstract
form of the system would transfer to the physical system.
An important point to note is that in the process of
exploring the system in order to find equilibria, users gain
some facility in manipulating the system in order to move
it between various equilibrium states. Indeed, this is
unavoidable since the only means the users have to
explore the behaviour of the system is by manipulating it.
An important consequence of this is that users discovered
not only the existence of equilibria, but also control
strategies for achieving those equilibria.
Of course, all of the manoeuvres performed by users
with the ball have an equivalent in the physical realisation
of the system. For example, the “orbiting” behaviour
shown in Figure 6d corresponds to the pole being swung
upright so that it passes through the vertical position and
falls over. The pole is then swung up again in the reverse
direction back through the vertical position, and so on. As
the user gets the ball closer to the unstable equilibrium
position, the pole slows more at the vertical position. If
the ball comes to rest at the equilibrium position then the
pole has also stopped at the vertical position.
In terms of developing Continuous Interactive
Simulation as a more general approach for studying
arbitrary dynamical systems, this study raises a number of
usability issues. Chief amongst these are the unexpected
response of the system to user input and the presentation
of the system in terms of scaling in space and time.
All users cited the entirely unexpected behaviour of
the system as the main difficulty they had in exploring the
system. This can be characterised as a lack of
compatibility between the response of this system and the
response of other systems that users are familiar with
(Wickens and Hollands 2000). Users may have expected
the pen and ball to behave as a pointing device like a
mouse with a straightforward relationship between pen
and ball behaviour. Whatever preconceptions they may
have had, they were dashed the first time they moved the
pen.
This lack of preparedness for the behaviour of the
system might also be characterised as a “gulf of
execution” in which the system does not provide users
with the ready means to achieve what they want, i.e. steer
the ball (Norman 1988). In most situations user interface
design aims to minimise this gap to make an interface
straightforward and obvious to use. By contrast we intend
to utilise human sensory-motor learning as a means of
discovering the relationship between action and system
response. In effect, these types of systems require an
essential gulf of execution that must be bridged by the
human’s ability to acquire novel skills.
Despite this, the task of grappling with unfamiliar
dynamics should not be made more difficult than
necessary. The order in which state and control variables
are mapped onto the axes of the 3D visualisation and the
haptic pen may be a factor in making the system response
more predictable. In the present study the order in which
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variables were mapped was essentially arbitrary. Had the
linear velocity of the cart been mapped onto the x-axis of
the visualisation there would have been a strong
correlation between left-right right movement of the pen
and left-right movement of the ball. This may have
reduced the number of mysteries presented to the user by
the system.
In addition to the order in which variables are mapped
into the virtual environment there is the key issue of how
to scale the presentation of the system both in space and
time. Indeed scaling in both space and time was
implicated by users as a reason for the difficulty they had
in maintaining an unstable equilibrium.
The somewhat arbitrary scaling chosen was that the
users view encompassed a region of state variables
extending from approximately (-20, -20, -10) to (20, 20,
10). This region was chosen so that it included a number
of both stable and unstable equilibria and so that the user
could explore the global behaviour of the system.
Because the behaviour of the system is simulated, it is
possible to simulate the system at different rates. In this
study the system was simulated in real time, that is, one
second of real time corresponded to one second of
simulated time. It is a straightforward matter to simulate
the system at a rate faster or slower than this. This detail
is of critical importance when dealing with arbitrary
dynamical systems in which “real-time” might be
measured in micro-seconds or centuries. In such cases
scaling of time will be needed so that the behaviour of the
system plays out at a rate suitable for sensory-motor
interaction.

9

Conclusion

In this paper we set out to test the effectiveness of a
simple CIS environment in engaging a user’s sensorymotor capabilities in exploring a non-linear dynamical
system. To answer this we developed a simple abstract
representation of the cart-pole problem in a virtual
environment. The interface was designed to leverage
human movement for continuous interaction with an
abstract representation of a simulated pole-cart system.
Ten users completed a 2 hour usability trial where they
were required to explore and identify key features of the
system dynamics. All users were able to discover the
stable equilibria and the majority of users were also able
to discover the unstable equilibria. All users were
observed to follow consistent patterns of exploration
typical of sensory-motor learning. Three users developed
significant expertise in manipulating the system. The
results confirm that even simple movement-based
interfaces can be effective in engaging the human
sensory-motor system in the exploration of non-linear
dynamical systems.
Future work in developing CIS environments need to
address the key issue of how best to design them.
Essential to their purpose is providing users with a gulf of
execution. However, this needs to be done in such a way
that the problem of deciphering the relationship between
their movements and the system’s response is no more
difficult than it need be. One key to such design is the
correct use of spatial and temporal scaling to present the
system to the users.
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Abstract
For nearly 20 years Australian and international legal
requirements have existed around the development of
accessible websites. This paper briefly reviews the history
of legislation against web disability discrimination, along
with the current legal requirements for website
development as indicated by current international
accessibility specifications, and reports on a manual
examination of the accessibility of 40 Australian private
and governmental websites. Not one of the 20 largest
Australian companies, nor the Australian 20 Federal
Government portfolios, were found to have produced a
legally accessible website as per Australian standards.
Keywords:
accessibility, disabilities, Disabilities
Discrimination Act, web development.

1

Introduction

"The power of the Web is in its universality. Access by
everyone regardless of disability is an essential aspect.”
Tim Berners-Lee, director and founder of
World Wide Web Consortium (W3C), 2002
Website accessibility refers to the practice of making
websites accessible to all users inclusive of race,
nationality, religion and disability. Website accessibility
includes, but is not limited to, the communication style of
the text as well as the technical development of the
website. Users have come to expect web accessibility,
and Huang (2002) notes that, “Access to the Internet, to a
large extent, decides whether or not one can fully
participate in the increasingly turbulent and networked
world.” Most governments have implemented laws and
policies regarding their own websites, communication
plans and technology mediums. The Australian Bureau of
Statistics (2009) states that 18.5% of Australians have a
disability. This figure does not include the significant
percentage of Australians with temporary injury or
disability, nor does it cover the aging population who,
although without disability, can find themselves with
similar accessibility difficulties.
However, of greater significance to the field of
website and application design is the percentage of
individuals (estimated at 10%) who have a disability that
Copyright © 2012, Australian Computer Society, Inc. This
paper appeared at the 13th Australasian User Interface
Conference (AUIC 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 126. H. Shen and R.
Smith, Eds. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

affects their use of Information and Communication
Technologies (ICT) (Royal National Institute of Blind
People (RNIB), 2011). In addition, approximately 6.2
million Australians have poor literacy or numeracy skills,
and of this figure, over a third (2.6 million) (ABS, 1996)
have very poor literacy or numeracy skills. Low literacy
and numeracy skills can significantly affect an
individual’s access to and understanding of websites and
can, in turn, limit ability to complete tasks such as forms
and surveys online.

1.1

Why develop accessible websites?

There are social, economic and legal arguments in favour
of the development of accessible websites. Traditionally,
corporate social responsibility has been based around
environmental impact and anti-discrimination guidelines
in the workplace (Australian Human Rights and Equal
Opportunities Commission (AHREOC), 2010). Social
responsibility towards web accessibility seems to have
been largely left up to the individual person or
organisation. In 2008, an Australian Senate motion
emphasised the role of the Australian government and its
responsibility to “foster a corporate culture respectful of
human rights at home and abroad”. This motion
encouraged all government portfolios to adhere to a
common standard of website accessibility.
Huang (2002) notes the economic advantages to
making a website accessible. Non-accessible websites run
the risk of the potential alienation of between 10%
(AHREOC, 2010) and 20% (Specific Learning
Difficulties (SPELD), 2011) of the population. In the
competitive corporate world, website accessibility can
win or lose clientele and have significant impact on a
company’s profits (Loiacono and McCoy, 2004). Limited
access will encourage users with disabilities to find more
accessible websites offering similar products or access
more expensive channels such as call centres and walk-in
branches.
Aside from the possible alienation of a significant
percentage of potential clientele, the development of
websites that comply with disability discrimination
standards can potentially increase exposure and thus,
increase the number of clientele both with and without
disability.

1.2

Australian legal view

“Accessible web pages promote equal access to
information and opportunities”
-Spindler, 2002
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The Australian Human Rights Commission
(AHREOC)
is
responsible
for
investigating
discrimination on any grounds including race, colour,
ethnic origin, sexual preference, gender, marital status,
pregnancy and disability. The AHREOC (AHREOC)
states that website owners are obliged to make websites
accessible to everyone, without discrimination.
The Australian Human Rights Commission Disability
Discrimination Act states;
“Provision of information and other material through
the web is a service covered by the DDA. Equal access
for people with a disability in this area is required by the
DDA where it can reasonably be provided… This
requirement applies to any individual or organisation
developing a World Wide Web page in Australia, or
placing or maintaining a web page on an Australian
server… whether providing for payment or not.”
(AHREOC. Version 3.1 May 1999. World Wide Web
Access: Disability Discrimination Act Advisory Notes)
Websites that do not conform to the DDA and
accessibility guidelines run the risk of information
provided within the website not being accessible to those
who have a right to use it. Websites in which information
is not accessible to all are in breach of the DDA, and
therefore, the owners of the website can be prosecuted for
discrimination. The most commonly referenced case of
this nature is Maguire versus the Sydney Organising
Committee for the Olympic Games (SOCOG). Maguire
claimed that the SOCOG had created a website that was
inaccessible for individuals with vision impairment. The
website left individuals with vision impairment unable to
access the ticketing information, event schedules or
posted event results. The court ruled in favour of Maguire
and under the DDA fined the SOCOG $20,000. The court
case cost the SOCOG in excess of $500,000 (FCA, 2000).
On the 30th June 2010 the Minister for Finance and
Deregulation, Lindsay Tanner, and Parliamentary
Secretary for Disabilities, Bill Shorten, released the
Website Accessibility National Transition Strategy and
Implementation Plan for Australian Government
agencies. The plan states that in a four year period ending
in June 2014 all government department websites will
meet the technical requirements of the Web Content
Accessibility Guidelines 2.0 (WCAGv2, 2008). The
WCAGv2 is a series of guidelines that ‘covers a range of
recommendations for making web content more
accessible’ (W3C, 2008). By meeting these guidelines
organisations can create websites that offer accessibility
for all.
South Australia and Victoria have the strictest
guidelines of all Australian states in regards to disability
discrimination legislation. South Australia commissioned
websitecriteria (a private organisation focused around
web accessibility) to write guidelines for website
development, and later regulated that all South Australian
Government websites must adhere to the guidelines stated
by websitecriteria (2008) as well as the WCAGv2 (SAG,
2011). Websitecriteria is a detailed document that
proposes guidelines for communication style and
accessibility as opposed to just the technical syntactic
requirement of a web language which is covered in the
WCAGv2.
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The Victorian Government took a similar approach,
producing the “Victorian Government Accessibility
Toolkit”, a recommendation for all Victorian Government
websites. The “Victorian Government Accessibility
Toolkit” is mostly derived from the WCAGv2 with a
significant number of criteria existing in both
specifications (VGAT, 2011). There is very little in the
Toolkit referring to language communication styles.

1.3

International legal view

In 1993 the United Nations released guidelines on the
Equalisation of Opportunities of Persons with
Disabilities. This document, although not strict law,
outlines the need to meet a uniform standard in website
development (ILI, 2011).
Most western countries have laws against the
discrimination of people with disabilities. The United
Kingdom has the Disability Discrimination Act of 1995
which was later extended with the Equality Act of 2010
(Office for Disability Issues, 2011). The United States has
the Americans With Disabilities Act (1990) which rules
out any discrimination based on a person’s disability.
Although Canada does not have a Disability
Discrimination Act per se, it operates under the Federal
Accountability Act of 2006 (CWDA, 2011). The Federal
Accountability Act does not directly address website
accessibility; however, it was extended by government
policy revolving around declaring website management
roles. The policy separates professionals involved in the
development of websites into categories such as
developers, graphic designers and content managers. The
policy then places legal responsibility for accessibility
issues associated with each category. This system relies
on a specific staffing structure which causes limitations
for small organisations and larger organisations that use a
different structure.
Across the European Union (EU) a mixture of
disability discrimination laws are in place. The EU states
that compliance with the WCAGv2 will be mandatory by
2010 (EIS, 2006). In each of the formerly mentioned
countries the WCAGv2 is referenced as the common
website accessibility standard. The United States has an
additional standard entitled “Section 508”, which makes
reference not only to the technical requirements for
accessibility but also to the language and communication
issues surrounding accessibility. Section 508 will not be
considered further here; the focus of this paper is on
website compliance with the internationally recognised
WCAGv2.

2

Background

In a time where users are pushing for ever more advanced
website functionality, websites are becoming rapidly
more complicated, and less accessible for those facing
difficulties. Milliman (2002) conducted a survey of
webmasters, including representatives from many
different demographics including; large and small,
business to business and business to consumer, not-forprofit and profit-seeking organisations. Over 98% of
websites examined in the survey failed the Bobby test
(CAST, 2011) for website accessibility and thus, did not
comply with US Federal Regulation Section 508 nor the
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W3C’s WCAGv2 accessibility standard.
The results of the Milliman (2002) survey also
indicated that 42% of the survey population did not
consider persons with disabilities as part of their target
audience. Further, only about 13% of the surveyed
population claimed that they had insufficient funds to
make their site compliant, theoretically leaving 87 % of
surveyed organisations with the funding to create
accessible websites but making the choice not to.

2.1

Barriers to web access

Little research surrounds the effect that disabilities can
have in reference to web accessibility. Many and varied
conditions can affect website accessibility including, but
not limited to; cognitive impairment, motor skill
impairment, sensory impairments such as hearing and
vision impairment, processing disorders and learning
disorders such as dyslexia.
Vassallo (2003) notes a number of common interface
design flaws that can have an effect on access for
individuals with disabilities including; small fonts, poor
contrast backgrounds (either too low or too high), large
blocks of text, cluttered pages, animated images or
blinking/moving text, automated page or form redirects,
excessive use of capitals or italics, fully justified text
(resulting in uneven spacing between words); and wordy
and confusing use of English.
Assistive technologies designed to boost web
accessibility cater to the varied needs of different
individuals and different disabilities. Commonly used
assistive technologies include; high contrast monitors,
low-resolution (high-magnification) monitors, digital
Braille devices, screen readers, voice recognition / digital
transcribing, low sensitivity input devices, joysticks, track
balls and alternate keyboards (manipulated by head
movements)
The technologies and development work behind these
assistive technologies have a significant effect on how
developers and designers create websites. Huang (2002)
notes that rules such as using the “ALT” tag when
displaying an image, or avoiding calling a button or link
“click here”, are considered best practice as for someone
using a screen reader, “click here” does not portray
context.

2.2

Methods of evaluating accessibility

Methods of evaluating website accessibility broadly fall
into three categories; automatic validation / tools, manual
evaluation against the WCAGv2 specification, and
accessibility testing via a group of test users.

2.2.1

Automatic validation/tools

Automatic validation is by far the simplest and most costeffective method for evaluating accessibility. Most online
automatic validation tools systematically crawl through
websites measuring compliance through examining the
code structure of the website.
Although this is a very easily implemented and costeffective strategy, sites that function as applications rather
than the more traditional information websites rate
poorly. Websites such as Facebook initially open with a
login screen asking for a username and password - a

common occurrence in restricted web applications. The
crawler would not have links to bypass this page,
therefore rendering the site non-compliant.
A solution to this may be to temporarily disable web
security during the testing and development phases.
Another may be to use a client-based validator which will
follow a user’s navigation path through the website;
however, this process has limitations, as only pages
visited by the user will be checked.
The use of automated checkers appears to be an
effective method of detecting syntactic errors in coding.
Killam and Holland (2001) note that in traditional
information-based websites automatic checkers are less
likely to miss accessibility issues. However, automated
checkers do not detect or warn users about formatting,
cascading style sheet, display or colour errors (Rowan et
al, 2000). Automated checkers are also known to have
difficulties in evaluating non-English websites (Cooper &
Rejmer, 2001). None of the currently available tools
check reading order, or how the website will be
interpreted by a screen reader (Cooper & Rejmer, 2001).

2.2.2

Manual Evaluation against the WCAGv2

The method of manually checking a website against
WCAGc2 criteria, although more cost-effective than user
testing, requires more labour, in terms of training and
implementation, than the use of automated validation.
Familiarity with the WCAGv2 and consistency are vital
for a person undertaking the role of evaluator as this
approach runs the risk of potentially being very
subjective. Manual evaluation is likely to identify a wider
range of accessibility issues (Lang, 2003), however, it is
less likely to highlight usability issues which may prevent
users, with or without a disability, from completing their
task (Killam & Holland, 2001). It has also been noted that
manually checking large number of pages is not practical
and can lead to the overlooking of pages or inconsistent
criteria (Rowan et al, 2000).

2.2.3

User-Based Testing

User-based testing is generally regarded as the most
accurate method of accessibility testing. Although authors
debate the specific methodology involved in user testing,
the general concept remains consistent: a test group of
users systematically work through the website, testing
usability and accessibility from their point of view.
As with all testing methods, user-based testing has its
limitations, and users are likely to return accessibility
issues specifically related to their particular needs. A
group of test subjects with vision impairment are likely to
focus their feedback around text size and colour contrast
whereas a test group consisting of people who have
dyslexia are more likely to focus on text content, writing
styles and menu systems as possible issues (LaPlant et al,
2001).
Regardless of the nature of test groups, user-based
testing is likely to be the most expensive of the three
methods and also poses the added challenge of finding a
large enough group of diverse, experienced testers to
challenge the accessibility of the website. However, this
method is an effective way to uncover usability issues
that affect all users, both with and without a disability
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(Killam & Holland, 2001).

final top 20 companies list.

2.3

3.2

Limitations of the WCAGv2

Colwell & Petrie (1999) investigated the accessibility of
web pages developed under the WCAG guidelines. They
compared the different web pages in relation to different
browsers and screen readers using a test group of 15 users
with vision impairment. The results showed that even
though the web pages were WCAG-compliant, some
major usability issues still persisted. Six out of the 15
users could not view the “ALT” text that was available
(this appeared to be linked to the users’ / test subjects’
experience). Other results showed that some deviations
away from the WCAG guidelines actually improved
accessibility.
Colwell & Petrie (1999) remarked that companies
following the WCAG guidelines could develop a false
sense of security as simply passing the WCAG criteria
does not necessarily make a website accessible. As most
western countries reference the WCAGv2 as the
recognised legal document for website accessibility, this
is cause for concern. Rowan et al (2000) affirm that
although guidelines provide a good starting point,
common sense and user testing are the most effective way
to carry out accessible development. Unreflective
adherence to the WCAGv2 or any other guidelines,
especially in the dynamic and creative field of website
development, will lead to restricted and inferior products
(Sloan et al. 2006).

3

Methodology

Assessment criteria were selected to test the compliance
with DDA standards of the websites of the top 20
Australian companies and the 20 Australian Federal
Government portfolios. Websites were examined
manually in order to assess compliance with each of the
criteria.

3.1

Selection of websites

The AHREOC (1999) states that, “Equal access for
people with a disability in this area is required by the
DDA where it can reasonably be provided…” By
choosing the top 20 Australian companies, financial
hardship as a defence for noncompliance can be
eliminated.
Companies can be ranked in a variety of ways
including; company wealth (assets), number of
employees, turn over, net profit, physical land etc. The
Australian Stock Exchange ranks the top 200 traded
publically listed companies, however, this measurement
has limited validity as it is a measure of stock trading and
neglects other influencing factors of size or wealth.
Therefore, for the purpose of this paper the top 20
Australian companies will be derived from the Thomson
Financials world scope database. The Thomson list is
derived from roughly 1,800 publicly traded Australian
companies. Companies are ranked into four equally
weighted lists of; biggest sales, profit, assets and market
value. Companies receive points based on their rank
within each category. If a company does not appear in
any of the four lists, they will receive no points for that
category. Rank positions are then summed to create the
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Assessment criteria

The WCAGv2 covers a wide range of requirements and
recommendations for making website content more
accessible. These guidelines cover coding, colours, size,
accessibility, media, error correction and business logic.
Following the WCAGv2 guidelines will ensure content is
accessible to a wider range of users including those with
disabilities. The guidelines specifically target vision
impairment, hearing impairment, learning disabilities,
cognitive limitations, physical disabilities, speech
disabilities, photosensitivity and combinations of these
conditions. WCAGv2 criteria have been written as nontechnology-specific testable statements allowing for
application across various mediums.
For the purpose of this paper, twelve criteria have been
selected directly from the WCAGv2 based on experience
and observations of web development industry practices.
Although the chosen criteria are based on the WCAGv2,
by no means are they a complete substitution for the
WCAGv2. This means it is possible for a website to pass
all twelve criteria used in this paper and still not meet the
WCAGv2 standard. However, if a website fails any one
of the chosen criteria, the website has failed to meet the
WCAGv2 standard.

3.2.1

Criterion 1 – W3C validation service

Most web documents are written using a markup
language such as HTML or XHTML. These markup
languages are defined in the technical specifications
covered in the International Standard ISO/IEC 15445HyperText Markup Language and the International
Standard ISO 8879-Standard Generalized Markup
Language. These technical specifications include detailed
rules regarding syntax or grammar in relation to specific
elements within a document. These rules include which
elements can be contained inside which elements as well
as what types of data can be contained inside a specific
element.
The
W3C
markup
validation
service
(http://validator.w3.org/) is a free web application
produced by the World Wide Web Consortium (W3C)
which allows the user to enter the URL of a publicly
accessible website and check whether the website meets
the technical specification of the specific markup
language. The W3C validator can process documents
written in most markup languages including HTML 1.0 –
4.01, XHTML 1.0 and 1.1, MathML, SMIL, SVG 1.0 and
1.1. In addition to being a syntax error detector the W3C
validator will check some (but not all) of the accessibility
specifications specified by the WCAGv2.
A website will be deemed to have failed on Criterion 1
if the website is found to have any errors after being
passed through the W3C validator.

3.2.2

Criterion 2 – Images without “ALT” tags

Section 1.4.5 of the WCAGv2 specifies that websites
should not contain images of text, the exception being
when the images can be visually customized to the user’s
requirements. This one section of the WCAGv2 alone
results in non-compliance from nearly every website
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(including W3C’s own website).
For the purpose of this paper, a website will fail
against Criterion 2 if it does not contain “ALT” or
alternative text for every image containing text.

3.2.3

Criterion 3 – Minimum colour contrast

Section 1.4.3 of the WCAGv2 specifies that the text on a
website should have a contrast ratio of at least 4.5:1 for
AA standard and 7:1 for AAA standard. The only
exception to this is logos and trademarks, in which no
minimum colour contrast applies and large text (18pt and
above) in which a lower contrast ratio of at least 3:1 is
required.
Colour brightness formula:
((Red value X 299) + (Green value X 587) + (Blue
value X 114)) / 1000
Colour difference formula:
(max (Red 1, Red 2) - min (Red 1, Red 2)) + (max
(Green 1, Green 2) - min (Green 1, Green 2)) + (max
(Blue 1, Blue 2) - min (Blue 1, Blue 2))
For a website to pass criterion 3, the text colour of all
text on the home page and the “about us” page must reach
at least AA standard by having a brightness difference
greater than 125 and a colour difference greater than 500.
Source:
http://snook.ca/technical/colour_contrast/colour.html

than one way to locate a page within a website, with the
exception of pages which are the result of a process.
Section 2.4.8 of the WCAGv2 states that the user should
be able to easily identify where he/ she is in the website.
For the purpose of this paper a website will be
regarded as failing on criterion 6 if it does not display a
breadcrumb trail for pages deeper than two levels in the
navigation tree.

3.2.7

Criterion 7 – Time dependent menus

Principle 2 of the WCAGv2 states that the website’s user
interface components and navigation must be operable.
Specifically, this paper is assessing the functionality of
dynamic menus. Many dynamic menus are built using a
timer. Hence, if the user is a slow reader or is unable to
move the mouse quickly, timed menus can make a
website unusable. To test this criterion, dynamic menus
will be navigated by moving the mouse pointer at a slow,
uniform speed over the menu. To pass this criterion, a
website’s dynamic menus must be operable at slow
speed. The website will automatically pass against
criterion 8 in the event that the website does not have any
dynamic menus.

3.2.8

Criterion 8 – URL error detection

Section 1.4.4 of the WCAGv2 specifies that, with the
exception of captions and images of text, the user should
be able to increase the size of the text by 200 percent
without the loss of content or functionality. For the
purpose of this test the definition of “loss of content or
functionality” will be defined as: the text should be clear
to read by not overflowing over another element,
background image or other text.
A website will fail on Criterion 4 if, by increasing the
text size by 200 percent, there is a loss of content or
functionality or if the website has restricted the user from
adjusting the text size by using specified font sizes in
their style sheets.

Missing pages or 404 errors can be caused by users
typing in a webpage URL incorrectly or on occasion poor
web content or link management. Section 3.3.3 of the
WCAGv2 states that any user input error should be met
with a correct usage suggestion. In the situation where a
user misspells the “Contact Us” URL, the website should
redirect the user to a “Page not found” page which will, in
turn, suggest where the user will find the “Contact Us”
page. This criterion will be tested through manual
attempts to access the “Contact Us” and “About Us”
pages by misspelling the page URL by one character.
To pass against criterion 8 a website will need to either
catch the error and provide a URL suggestion, or include
a site map in a “Page not found” page. If the website does
not catch the 404 error or provide a “page not found”
page it will fail against criterion 8.

3.2.5

3.2.9

3.2.4

Criterion 4 – Text size increase

Criterion 5 – Flash / PDFs as content

The document “Techniques for WCAGv2: Techniques
and Failures for Web Content Accessibility Guidelines
2.0” specifies the accessibility best practices for Flash
and PDF development. Included in the specification is the
requirement that any Flash and PDF text content needs to
be accessible for assistive technologies, including but not
limited to: Job Access With Speech (JAWS) (4.5 and
newer), Window-Eyes (4.2 and newer), Non Visual
Desktop Access (NVDA), ZoomText (8 and newer).
For the purpose of this paper, a website will fail
against criterion 5 if JAWS 4.5 cannot read any text
contained in Flash or PDF documents. In the event that
the website does not contain any Flash or PDF documents
then the website will be considered to have passed
Criterion 5.

3.2.6

Criterion 6 – Breadcrumbs

Breadcrumbs are a series of hyperlinks showing the
user’s position and history within the website. Section
2.4.5 of the WCAGv2 specifies that there must be more

Criterion 9 – Page titles

Section 2.4.2 of the WCAGv2 states that all pages must
have meaningful page titles that describe the topic or
purpose of the page. This criterion will be tested by
navigating through the website and observing wether the
page title changes from page to page. A website will fail
on criterion 9 if the page titles do not change or if the
developer has not specified a page title.

3.2.10 Criterion 10 – Use of PDF / Flash forms
PDF and Flash solutions for data entry forms create
useability issues for people with text readers or users who
require magnification. A website will fail on criterion 10
if the forms used in the “Search” or “Contact Us”
functionality are found to be built using flash or PDF
technology.
A website will pass on this criterion if there are no
forms present on the website or if the forms have been
built using traditional HTML.
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3.2.11 Criterion 11 - Form sample answers
Section 3.3.5 of the WCAGv2 states that user input forms
must contain sample answers, assuming the sample
answers do not jeopardize the security or validity of the
input / form. To pass against criterion 11, websites will
need to have sample answers in the “Contact Us” forms
and search forms. In the event that neither form is present
the website automatically passes criterion 11.

3.2.12 Criterion 12 - Form validation and
bypass
Section 3.3.6 of the WCAGv2 states that all forms must
provide error identification / validation. This type of
validation is designed to, for example, stop a user from
accidentally inputting a letter in a telephone number field,
or to warn a user that he/she has entered an incorrect
piece of data or omitted data. The WCAGv2 also states in
section 2.4.1 that the user should be able to bypass any
blocks. An example of a failure to provide a bypass is a
website that features a compulsory home telephone
number field.
This criterion will be tested in the context of a form on
the website. Data that does not correspond to the
prescribed fields will be entered and the website will be
expected to provide an error message. If the website
displays an error message, a bypass route will be sought.
A website will pass against criterion 12 if the form has
validation and a bypass mechanism, or if the website does
not contain a form. For the purposes of this paper, the
authors will recognise the organisation’s contact details
as a bypass mechanism.

4

Results

The results are displayed in the tables below and right.
Both tables show criteria one through twelve along the
top and indicate a pass or a fail of each criteria with a
‘tick’ or a ‘cross’ respectively.
Table 1 shows the largest 20 private Australian
companies as derived from the Thomson Financials world
scope database represented as A – T.
Table 2 shows the 20 organisations which make up the
Australian federal portfolio represented as A – T.
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Table 2: Australian federal
government portfolio
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Discussion

When reviewing the results it is important to remember
that the criteria are not comparable, and that individuals
with different needs will place different importance on
certain criteria. A user who relies on a screen reader will
regard criterion one (W3C checker) as of higher
importance than colour contrast (criterion 3), however
this may not be the same for another user.
The Australian government is in the process of
enforcing the WCAGv2, and this is evident with three
government portfolios achieving a pass in criterion one.
A number of websites, both government and private
industry, failed on criterion one with only one or two
errors. It is possible that when these websites were
developed they did meet criterion one (W3C checker) but
through normal content editing and content changing,
minor mistakes were made, resulting in the website
failing to meet criterion one. Content Management
Systems (CMS) have been largely blamed for this;
however, it would be unfair to say that this is the CMS’s
fault as by and large they are designed to the WCAGv2
specification. A more likely reason for the error is that a
content editor has made a process mistake. An example of
this would be adding an image without including the
‘ALT’ text: this caused at least two websites to fail
criterion one.
This is an issue which can be easily addressed with
adequate staff training. Although the authors take issue
with the specific level of government dictation and
specification, the Canadian system of specifying website
management roles (developer, content manager, designer)
and assigning legal responsibility has merit. Companies
and government departments would benefit from
assigning specific individuals the responsibility of
maintaining sections of website accessibility.
Criteria 10, 11 and 12 are based around accessibility of
web forms. There is no legal requirement for a corporate
or a government website to include a “contact us” form
and it was noted that the government portfolio websites
were less likely to include them. This is a limitation of the
methodology used in this paper in that the criteria used
rewards websites with less functionality. Because of this
it is in an organisation’s interest to limit the use of
technically “clever” designs as this increases the
likelihood of creating accessibility issues. Taking the
example in criteria 11 and 12 surrounding the provision
of sample answers to form questions, by providing the
example of ‘Joe Bloggs’ it could be argued that the user
may be inclined to copy the example rather than entering
in their own data, thus raising questions around the
validity of the form. The WCAGv2 also instructs that a
“bypass” capability should be available for required
fields. If taken literally this means that if when asked to
confirm a password by typing it a second time it is typed
incorrectly, users should be able to bypass the password
confirm step. This is an example where following the
accessibility guidelines too closely will result in an
inaccessible website.
The results show that there is a general trend for
federal government websites to be more accessible than
websites in private enterprise. Partly this can be explained
by federal government’s unwillingness to use “contact

us” forms and technically challenging designs. Website
accessibility is a complicated problem and is specific to
individual users, therefore, as website content keeps
changing it will be near impossible to make a completely
accessible website. That being said, it is the authors’
belief that there is no excuse for making a website which
is syntactically flawed, and that passing the W3C
automated checker should become an industry standard.
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Abstract
The industrial design prototyping process has previously
shown promising enhancements using Spatial Augmented
Reality to increase the fidelity of concept visualizations.
This paper explores further improvements to the process
by incorporating tangible buttons to allow dynamically
positioned controls to be employed by the designer. The
tangible buttons are equipped with RFID tags that are
read by a wearable glove sensor system to emulate button activation for simulating prototype design functionality. We present a new environmental setup to support
the low cost development of an active user interface that
is not restricted to the two-dimensional surface of a traditional computer display. The design of our system has
been guided by the requirements of industrial designers
and an expert review of the system was conducted to identify its usefulness and usability aspects. Additionally, the
quantitative performance evaluation of the RFID tags indicated that the concept development using our system to
support a simulated user interface functionality is an improvement to the design process.
1

capture placement of user interface controls and our wearable RFID enhanced glove with fingertip read resolution
to support emulated button presses. Our methodology allows designers to dynamically refine a design by rearranging the physical components of a user interface, virtually
change the appearance of the tangible user interface, and
emulate user interface functionality. This approach allows
the designer to instantiate their ideas in a haptically rich
form as early as possible in the design process. Figure 1
shows a non-planar white surface with a blue projected
SAR appearance, movable tangible buttons and the wearable RFID glove in use.
Initial explorations into combining Spatial Augmented
Reality into the industrial design process have shown
promising results by extending currently employed design methodologies [15, 22]. A common SAR prototyping practice employs an approximate physical model that
is augmented with perceptively correct projected digital
images to enhance the appearance. The projected digital
images provide fine-grain details of user interfaces such
as virtual buttons, dials, annotations and finishing effects.
A significant benefit to using SAR over a CAD software
system is that the physical models of SAR systems provide
simple passive haptic feedback, allowing the user to touch

Introduction

This paper describes a methodology that provides designers with an interactive physical user interface that is employed for mock-up creation. The initial concept of using
RFID tags for dynamically positionable buttons was presented by Thomas et al. in 2011 [21]. The novel contribution of this paper is the development and evaluation of an
interactive design system employing Spatial Augmented
Reality (SAR) for appearance presentation, tangible buttons for enhanced user interface fidelity, vision tracking to
Copyright c 2012, Australian Computer Society, Inc. This paper appeared at the 13th Australasian User Interface Conference (AUIC 2012),
Melbourne, Australia, January-February 2012. Conferences in Research
and Practice in Information Technology (CRPIT), Vol. 126, Haifeng
Shen and Ross Smith, Ed. Reproduction for academic, not-for-profit
purposes permitted provided this text is included.

Figure 1: RFID glove used with SAR projected dome
mock-up.
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the computer generated mock-up while it is being created.
Also, unlike pure physical mock-ups that are painted for
presenting finishes, the SAR appearance can be modified
instantly by modifying the projected image. This is particularly powerful for industrial designers since they can
maintain the hands on nature of physical prototyping and
also gain benefits, such as unlimited undo operations, that
computer systems provide.
In the above description there are a number of limitations that our collaborating industrial design experts have
identified that curb the use of SAR systems for design the
of mock-ups. For example, a stove appliance may initially
be modelled using a rectangular box as the SAR substrate,
but design mock-ups would at some stage require physical buttons and dials for the client to feel and experiment
with. A drawback to previous SAR design systems is that
the fidelity of the haptics felt by the user is limited to fixed
surfaces and shapes. For example, in a previous study that
validated the use of virtual SAR controls for design, Porter
et al. reported that participants collectively perceived projected virtual buttons as less realistic than physical buttons
[15]. Participants of the experiment commonly identified
the need for improved tangible feedback so that they knew
they had actually touched and activated a button. This indicates designers of physical interfaces would benefit from
merging the configurability of a purely virtual design with
the tangibility of a physical design tool.
This paper reports on our work on improving the fidelity of the haptics in SAR systems by using a wearable
RFID technology to combine functional tangible buttons
with projected SAR mock-ups. By using unattached individual tangible buttons, the designer maintains the ability to re-configure aspects of the mock-up design but unlike previous implementations they can physically pick
up the tangible buttons that compose the user interface
and re-configure them until the desired layout is reached.
While RFID readers have previously been embedded in
gloves [9, 14, 18, 20], the novelty of this use of a glovebased RFID reader is its ability to emulate tangible button
presses.
We envision mock-up designs may use hundreds of potential tangible buttons of different sizes and shapes, for
example a mock-up audio equalizer board. Using this new
technology approach, this is easily achievable and cost
effective using RFID tags. For each unique design that
is created using this methodology, only the physical substrate (a white blank), the textures used for the appearance
and the logic behind interactive controls need to be developed. Application software optionally may be constructed
with our API to simulate the design’s functionality. The
system reported in this paper provides the following features that address the challenges outlined above:
1. Employing tangible buttons for improved haptic fidelity.
2. Provides easy to move physical controls to the designer for mock-up layout (3DOF with the current
system).
3. Presents an easy to change SAR appearance projected on the buttons.
4. RFID button presses used by the SAR design system
to simulate user interface functionality.
5. Inexpensive and easy to create tangible buttons.
The paper starts with a description of the critical related research and technologies. Following this, the concept of employing the technologies of SAR and RFID
for dynamic tangible button interactions for prototyping is
presented. The design of the wearable RFID glove system
is then presented. Proceeding this, the system implementation details. The remainder of the paper presents a performance evaluation of the finger tip read resolution and
an expert review evaluation.
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2

Related Work

This section describes the four areas of supporting work
for this system including; industrial design methodologies, augmented reality, physical user interface control
prototyping and RFID technologies.
2.1

Design

Pugh’s total design is an example of a readily employed
methodology employed for the creation of prototypes.
This approach consists of six fundamental design and development steps; market (user need), product design specification, conceptual design, detail design, manufacture,
and sales [16]. The SAR design investigations presented
in this paper focus on providing new methodologies for
the concept and detail phases. In the concept phase, designers brainstorm approaches, sketch ideas and form potential designs. A selection process is then performed that
rules out many potential designs. Following this, mockups are created for the selected designs and are shown to
the customer.
2.2

Augmented Reality

Augmented Reality (AR) combines a real-world view with
computer generated graphics registered to the environment, AR commonly uses head mounted or hand-held displays to present the computer generated information to the
user. One limitation of these display techniques is that
they do not provide the users with any haptic feedback for
the computer generated information. Spatial Augmented
Reality [4] is a novel form of AR that uses commercial off
the shelf projectors to change the appearance of everyday
objects. Since the physical objects are the display surface,
the user experiences tactile feedback that provides a more
immersive and stimulating experience. The SAR display
technology presented in this paper is based on the Shader
Lamps [17] technology. An extension of this technique,
Interactive Shader Lamps [3] enables a user to digitally
paint graphics onto a physical object.
Previous research has explored the use of SAR to enhance the industrial design processes. For example, the
WARP [22] system projects onto foam models to allow
designers to explore different material properties and finishes for a design prototype. Augmented Foam Sculpting [13] allows designers to simultaneously create 3D virtual and physical models by sculpting foam with a tracked
hot-wire cutter. The HYPERREAL design system [11]
employs SAR to visualize virtual deformations of the surfaces of physical objects. DisplayObjects [1] is a system
that allows designers to project user interface controls on a
prototype, this work shows the potential benefits of using
SAR to improve the ability to iteratively design the visual
aspects of the interfaces.
2.3

Physical User Interface Control Prototyping

There are a number of systems that have provided dynamically configurable physical environments. Pushpin Computing [5] provides wireless input modules that are pushed
into a foam substrate, with power pins connecting to conductive planes beneath the foam. This makes the placement of the nodes very simple, but their size and shape
cannot be dynamically changed. Additionally, a flat plane
for the foam substrate is required, which limits their use on
complex surfaces. Phidgets [10] provide a variety of electronic input controls and sensor modules that can be combined to create complex physical interfaces. The Calder
Toolkit [12] builds on this concept with wireless input
modules that can be attached to product design mock-ups.
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While toolkits such as these make high fidelity prototyping faster than with entirely custom electronics, they are
still inflexible compared to virtual prototyping. For example, for each module that requires a new shape (i.e. a new
button form factor) another physical node and new electronics must be constructed before it can be added to the
system. Avrahami et al. developed a system that employed
RFID tags to provide interactive controls for industrial design prototypes. Their system did not use a glove based
reader, rather an antenna was placed on a table in a fixed
position and used in conjunction with switched RFID tags
to create button events. One limitation of this approach is
the working volume of the system is limited to the range
of the antenna [2].
2.4

RFID Technologies

RFID readers have been incorporated into gloves and used
to study application spaces spanning business, education,
entertainment and medicine. One of the earliest examples
of a glove mounted RFID reader system was developed
by Schmidt et al. It was used to associate objects with machine generated events when handled including the ability
to invoke components of an enterprise resource management system used for business logistics [18]. Muguira et
al. developed a similar system intended for conducting
warehouse inventories and activity recognition [14]. Another example was developed by Tanenbaum et al. [20]
where objects that are touched invoke further interaction
between the user and the object. These examples all use
glove mounted 125 Khz RFID readers where the aim is to
recognize an entire object that is being touched or held.
The spatial reading resolution of the RFID system is the
entire hand and not a single finger. Systems have also
been designed that operate at 13.56 Mhz, a good example
is the iGlove [9]. This device was described in two versions with the first version having the antenna on the palm
of the glove, and was also used for identifying objects held
in the hand. The second version was for medical applications where there was a need to know what was being held
in the fingers. This version is notable for having an antenna implemented with conductive paint in the fingertip
of a latex glove, and the RFID reader was also moved to
the user’s wrist. Although this solution provided sensing
at fingertip resolution, it was reported to have poor durability.
3

Dynamic Tangible Button Interactions

As previously discussed, the interactive design system
presented consists of four major technologies, a SAR prototyping system [15], RFID enhanced tangible buttons,
a purpose built wearable glove with an embedded RFID
reader, and a computer vision tracking system to determine the tangible button’s position. The dynamic nature
of the tangible buttons is their support for the designer
to change a button’s appearance and position in a design.
This section describes the process a designer would take
when developing design prototypes with tangible button
interactions.
The tangible buttons we present in this paper address
two basic requirements, haptic feedback and dynamic configuration. They allow the designer to physically move
parts of the user interface and re-position them to obtain
an optimal layout. The tangible buttons are a neutral color
to allow SAR images to be projected onto them. Consider
the example of designing a calculator where the designer
would like to compare different button layouts and spacings. A predefined set of colors and textures of the tangible buttons can be altered via an interface to the SAR
system. The designer may iteratively change appearances
and placements of the tangible buttons. The movement of

a tangible button is captured by our computer vision system, and the texture is projected onto the tangible button
in the new location.
The functionality of the tangible buttons is supported
through an embedded RFID tag in each button and the
RFID reader embedded in a wearable glove with a fingertip antenna. The user interface consisting of the calculator buttons and display can all be made functional.
This approach made it possible to avoid using traditional
electronics embedded in the physical buttons. Instead the
RFID tags provide a generic solution and do not require
any wires or a power source to be used. The tangible
buttons are activated by touching the antenna finger on
a button, and the RFID reader sends an ID to the simulator application. The simulator application may change
the appearance of the buttons and update the display on
the calculator. This process more closely simulates the interactions required for using the interface and allows the
designers to assess usability aspects. Our system allows
the development of new shapes and sizes of tangible buttons with technologies readily available to designers such
as CAD software, 3D printers, and RFID tags. Currently
this is a difficult process with systems such as Phidgets
[10], as it requires knowledge of electronics design and
construction.
3.1

Modes of Operation

The industrial designer uses the system by following three
functional phases. These are the pre-design phase, the
initialization phase and the design phase. During these
phases the industrial designer will collaborate with clients
to provide specialized design considerations and functionality to the product concept.
There are four entities required in the pre-design phase
before the concept design process may start. Firstly as
with any SAR process, a physical substrate to project upon
needs to be constructed. This can be as simple as a white
piece of paper or as complicated as a wooden framed prop.
Secondly, an application is required for coordination between the SAR system and the glove reader system, which
could be a generic or custom application. Thirdly, the tangible buttons with embedded RFID tags is required. Finally a set of virtual 3D graphical models for the different
finishes of the device and UI controls are constructed.
The second step is the initialization phase. Firstly, the
projector and camera need to be calibrated. Secondly, the
computer vision system must be informed of which RFID
tag is associated with a particular tangible button. To make
the tracking of the tangible buttons more robust, the buttons are not uniquely visually identified. The process is
to prompt the designer to pick up a tangible button, read
the RFID tag with the glove, and place the button on the
prototype device for a camera to start tracking its position.
This process is repeated for each tangible button employed
in the mock-up. Lastly the 3D virtual models and textures
for the physical artifacts are loaded into the application.
The final design phase is where the prototype application displays textures associated with each tangible button,
particular textures for the device itself, and purely simulated UI controls. An example of a purely simulated UI
control is the output display in the calculator example described in the Scenario Section. During the design phase,
the designer may rearrange the physical positions of the
tangible buttons one at a time, but they may make as many
changes as desired. The designer can also change the appearance of any tangible button with a pre-loaded texture
by sliding the button onto a pre-defined region. The application developed supports three different textures and displays them in this dedicated area separate from the mockup design. We call this area the texture-loading pallet. Figure 4 shows tangible buttons being used with SAR projec-
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tions.
The shape of the tangible buttons can also be changed
as desired. To achieve this, a new model is designed using
a CAD system and constructed with a 3D printer. The
designer uploads the new tangible button 3D model, new
button textures, and new textures for the device itself to
the application. The designer repeats the second and third
phases throughout the design and evaluation processes.
4

Designing a Wearable RFID Glove System

Several characteristics of RFID systems need to be taken
into account in order to successfully implement a tangible button system. Important RFID system characteristics
that affect design decisions are summarized in the following list; 1) inductively coupled and operate in the near
field in order to confine activation to a single button 2)
antenna should be deployable on the user’s fingertip, 3)
minimal power should be used during communication, 4)
read range is established on fingertip contact, and 5) the
tag protocol should be simple with low latency.
4.1

Inductive Coupling

For a tangible button system, near field operation is desirable in order to generate a RFID read event from the user
touching or virtually pressing the tangible button. The relatively long range of radiative RFID systems covering up
to tens of meters are not appropriate for this compared
to inductively coupled RFID systems that operate over a
much shorter tag to reader distance.
4.2

Deployable Antenna

For use in a tangible button system, a useful reader to tag
distance would range from direct contact up to a few millimeters. Most inductively coupled RFID systems can easily cover such a range, so the choice of technology will
depend on cost, power and practical deployment considerations. Several frequency ranges below 50 MHz have been
identified as suitable for inductive RFID systems [8], but
not all of them are internationally approved for use. The
two most common carrier frequency ranges in commercial
use are those at 125 KHz and 13.56 MHz.
4.3

Power Consumption

The electrical current required to generate an acceptable
magnetic field strength is directly related to the power
needs of the system, and indirectly related to cost. In inductive RFID systems, reader to tag communication is accomplished by magnetic field coupling between antenna
inductors on both the reader and the tag. The value of
an inductor is chosen such to create a resonant circuit on
both the tag and the reader. The coil in the tag is encapsulated together with the rest of the tag electronics, but in the
case of the tangible button system, the cylindrical reader
antenna coil must be constructed on the fingertip of the
glove. A typical value of an inductor used in a practical
resonant circuit at 125 KHz could be 1mH representing
dozens or hundreds of turns of wire around a glove fingertip, while for a circuit at 13.56 MHz a typical value
could be 3uH, which is only a few turns of wire around
a finger tip. In this regard, a 13.56 MHz system would
seem to be preferable to a 125 KHz system because the
inductors are physically much smaller. However, this has
an undesirable effect with respect to power requirements.
The magnetic field strength produced by a cylindrical coil
measured at the center of the long axis of the cylinder is
given by [8]: H = IN/2R. Where H is the magnetic
field strength in amperes/meter, I is the current in amps,
N is the number of wire turns in the coil and R is the coil
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(a)

(b)

Figure 2: (a) Top view of tangible button with retroreflective marker. (b) Glove with RFID reader.
radius. As the field strength is directly proportional to the
coil current and the number of wire turns in the coil, a coil
with more turns results in a power advantage. Because at
125 KHz, the number of wire turns in a practical coil is
between 1 and 2 orders of magnitude more than the number of wire turns used in a 13.56 MHz system, the amount
of current required for the same magnetic field strength
is substantially less. From this power viewpoint, the 125
KHz system is preferable.
4.4

Read Range

Also important is that the area over which the tag is read
should not be more than approximately the area of a finger tip so that it does not appear that more than one tangible button is being pressed at a time. This can be accomplished if the antenna coil can be made to closely wrap
around the glove fingertip, but still have a suitable number of turns in the coil to reliably generate a usably strong
field. This is possible using a 125 KHz system. In comparing 125 KHz and 13.56 MHz systems in these regards,
both systems can deploy reasonable coil sizes around a
glove fingertip, however the 125 KHz system has a power
advantage as previously discussed.
4.5

Protocol

We are also interested in the latency of the RFID system
selected. In general 125 KHz RFID systems have less
available communication bandwidth compared with 13.56
MHz systems, and often they are simpler systems usually
designed without the ability to generate tag sub-carriers,
or to perform anti-collision or other tag addressing protocols. A simple, read only identifier sent by the tag is
sufficient as long as there are enough unique codes for the
intended tangible button system. The absence of complex
protocols and a simple data format are advantages in this
regard, again indicating a preference for using a simple
125 KHz system for the tangible button system.
5

Implementation

This section describes the implementation of our tangible
buttons, RFID glove and computer vision system. We employed a SAR system consisting of two NEC NP200 ceiling mounted projectors, one Sony XCD-X710CR camera
(with IR filter removed), a workstation computer (AMD
Athlon 64 Processor 3200+, 512 MB RAM, Ubuntu
10.10) and a white SAR substrate.
5.1

Tangible Buttons

We have constructed a custom tangible button with a retroreflective marker and RFID tag. The 27mm diameter tangible buttons were modeled on a CAD system, and printed
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using a Dimensions uPrint plus printer. Figure 2(a) shows
the printed tangible marker. The top surface is fitted with
a square 1cm x 1cm retro-reflective marker that is used by
the vision system to identify the location of the tangible
button. The underside of the tangible button that is fitted
with a 15mm in diameter circular RFID tag allowing each
button to be identified with a unique identification number.
5.2

Wearable Glove Input

The RFID system used with the glove is realized using
an inductive RFID reader module manufactured by ID Innovations1 , model number ID2. In addition to having a
carrier frequency of 125 Khz, the module was also chosen
because it has no internal or included antenna allowing a
custom antenna to be designed for the glove. The module’s operating protocol is extremely simple as it supports
no user commands, and simply reports data when a tag is
read. The data rate from the tag is found by dividing the
carrier frequency by the number of carrier periods to encode 1 bit, which in this case is 64, giving an overall data
rate of 1.953 kilobits per second. Tags send 64 bits of data,
of which 40 bits are their unique tag ID. With a reader data
rate of 1.953 kbps, the time necessary to send the 64 tag
data bits is 32.77ms. User latency for each tangible button event will be this time plus the time necessary for the
ID2 module to process and transmit the data to a computer
host. It is a simple circuit that allows the ID2 module to be
read over a USB connection to a computer, and includes
a activity LED that flashes when a tag is read. The power
consumption of the circuit is calculated to be 140mW, of
which 65mW is taken by the ID2 module itself.
In addition to the module, the other components are the
connection to the host computer and the antenna. The ID2
reader is interfaced to the computer host using a FT232R
asynchronous to USB interface circuit made by Future
Technology Devices Ltd. As the ID2 has no control interface, there is only a read data path from the ID2. The
FT232R can be easily substituted by a wireless device
such as a Bluetooth or Zigbee radio device.
The final component of the design is the antenna inductor. It should have an inductance of 1.08mH in order
to form a resonant circuit at 125 Khz. The ID2 module
provides an internal 1500pF capacitor to form the resonant circuit with the coil, although the implementer can
add external capacitance to allow other coil designs to be
used. The 1.08mH coil used with the glove consists of
275 turns of #33 enameled magnet wire scatter wound by
hand on the index finger tip of the glove, which forms an
ideal orientation for the generated magnetic field lines to
be used in a tangible button application. Although easy to
make, the exact number of turns needed for such coils are
difficult to compute, and usually are made by winding until the desired inductance as measured using an inductance
meter. An Agilent Technologies inductance meter model
number U1731A was used to measure the inductance of
the coil. The choice of #33 gauge wire is not critical, and
a physically smaller coil can be made by using finer gauge
wire. The complete RFID module and finger mounted antenna are shown in Figure 2(b).

based recognition was previously used for detecting markers in ARTag [7]. Performance of this edge based method
was better in recognition accuracy than threshold based
methods, especially when illumination conditions change.
The edge based approach was also stable and jitter free,
which are important for overall system performance and
usability. In SAR environments, illumination changes
even more dynamically than in marker based AR. With
this consideration, we used edge based method instead of
threshold based ones. We used Canny edge detection algorithm [6], which is widely used for its accuracy and performance.
After edges were extracted, contour information was
obtained by using the method suggested by Suzuki and
Abe [19] from the binary edge images in order to differentiate tangible buttons from objects of other shapes. Tangible buttons were assumed to be brighter than the background and in square shape. Contours and holes could be
determined by the gradient difference between the inside
and the outside of the closed curve. The shape of the contour was approximated by Douglas Peucker algorithm [6]
for eliminating noise and jitters. Finally, by traversing
contour vertices, convex, square shape buttons were identified.
6

RFID Finger-tip Read Resolution Performance

The goal of this evaluation is to firstly understand if false
activations occur when using our RFID activated tangible buttons and secondly to quantify what error rate to expected during prototyping. For example, when waving the
glove near buttons without touching them do button press
events occur? and how close is the glove when events occur? This will allow us to better understand their operation
and provide a comparison to traditional push button functionality.
We conducted two performance tests to determine the
read resolution of the finger-tip mounted antenna during
use. The purpose of the first test is to measure the distance
from the centroid of the finger mounted antenna to the center of the RFID tags (shown in Figure 3(f)) that is required
to registered an event. The purpose of the second test is to
challenge the results of the first test and demonstrate that
closely located RFID buttons can be recognized uniquely.
Additionally, the test demonstrates that RFID buttons are
suitable for supporting interactive user interface functionality.
6.1

To measure the activation distance, we prepared a radial
measurement apparatus with a series of concentric rings
around an RFID tag (shown in Figure 3(a)) to allow the
distance to be recorded upon event activation. Each ring
had a measurement unit assigned to it, ranging from 9mm
to 40mm from the centre of the RFID tag. A natural finger
orientation, of 45 degrees from vertical, was used throughout the measurement process.
6.1.1

5.3

Computer Vision

There are two major computer vision approaches for object recognition; appearance based and feature based. Our
tangible buttons did not have any distinctive features or
textures so we employed an appearance based approach in
order to detect the retro reflective markers on the tangible
buttons (shown in Figure 2(a)).
Our appearance based approach utilizes edges extracted from the images obtained from IR cameras. Edge
1

ID Innovations. 21 Sedges Grove, Canning Vale, W.A., 6155 Australia

Read Distance Experiment

Procedure

To capture the activation distance from different directions
we repeated the following procedure from three approach
directions, along the X-axis (left-right motion when facing
the RFID tag), the Y-axis (vertical motion when facing the
RFID tag) and the Z-axis (forward-backward motion when
facing the RFID tag). With the reading software operating,
the user’s finger started on the outside measurement ring.
It was then slowly moved towards the center of the RFID
tag until an event from the system was registered. The
resting position of the finger was recorded. This process
was repeated ten times for all three approach directions.
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(a)

(b)

12.2mm (or touching the side of the RFID tag).
The second approach direction measured the activation
distance of the Y-axis (as shown in Figure 3(c)). The mean
distance recorded between the center of the antenna and
the RFID tag was 21.5mm (with a distance of 8.5mm between the edge of the finger and the edge of the tag).
The third approach angle measured the activation distance of the Z-axis (as shown in Figure 3(d)). The mean
distance recorded between the center of the antenna and
the RFID tag was 14.8mm (with a distance of 1.8mm between the edge of the finger and the edge of the tag). Figure 3(g) provides a statistical summary of the activation
distances for all three axis using a box and whisker plot.
6.2

(c)

(d)

To challenge the results of our initial test we performed a
second experiment that uses a grid of closely located tags.
For this test we placed nine tags in a 3x3 grid with each
tag touching its neighbour (shown in Figure 3(e)). The
goal of the closely located tags was it increase the chances
of incorrect readings to indicate how user interfaces with
tightly packed buttons would perform using our system.
6.2.1

(e)

(f)

Grid Array Experiment

Procedure

The finger mounted antenna was worn and the user repeatedly pressed the center button. The software was configured to display the unique ID of a tag when it was touched.
When the event was registered we compared the displayed
ID with the expected ID. This process of touching the middle RFID tag was repeated 20 times. Three conditions
were recorded, correct read, incorrect read and no read
occurred.
6.2.2

Summary

A summary of the results can be seen in Table 1. Our
results showed that 16 of 20 (or 80%) of button presses
were recorded correctly, 2 of 20 (or 10%) were incorrectly
identified and for 2 of 20(or 10%) there was no event registered.
6.2.3
(g)

Figure 3: (a) Pose and measurement markers used. (b)
Testing pose of the X-axis moving the finger towards the
RFID tag. (c) Testing pose from the Y-axis. (d) Testing
pose from the Z-axis. (e) 3x3 grid of RFID tags used for
proximity testing. (f) Demonstrate measurement locations
from center of fingertip and center of antenna to the RFID
tag. (g) Summary of statistical results showing event registration distance across three axis.
Figure 3(a) shows the finger angle pose and measuring apparatus used for the evaluation.
6.1.2

Summary

For each approaching angle we describe the distance between the tag with two values, the first is the measurement between the center of the antenna to the center of the
RFID tag. The second distance describes the gap between
the closest edge of the RFID tag and the users finger (both
shown in Figure 3(f)).
The first approach angle measured the activation distance when the finger was moved along the X-axis (as
shown in Figure 3(b)). The mean distance recorded between the center of the antenna and the RFID tag was
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Results

The goal of these tests is to validate that RFID tags are
a useful tool for capturing tangible button presses without the need for electronics that required wired switches
and micro-controllers like traditional prototypes. Specifically the aim was to demonstrate the button presses can
be emulated using RFID tags and that groups of RFID
tags can be placed relatively close to each other and be
used to successfully capture events. These results of the
first test show that the use of RFID tags is suitable for
identifying closely located tangible button with our glove
mounted reader. This is supported by the results of the
second test that challenged the scenario of closely located
RFID tags during operation. Our result of 80% successful
button clicks is not as reliable as a traditional button, however we consider this acceptable for an early prototype that
has a flexible form with interactive function.
We also observed that with our current configuration
RFID event registration can occur before the user physically touches the tangible buttons.Although haptic sensation and button press event synchronization is desirable, the pre-touch button press event allows for the RFID
tags to be embedded inside tangible buttons without preventing button press event registration. This suits the
re-configurable nature of our purpose, to allow dynamic,
quick re-configuration for exploring different user interface layouts. In addition, some tuning can be performed
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Table 2: Participant Question

Table 1: Read results of the group of nine RFID tags
Correctly Identified
16
80%

Incorrectly Identified
2
10%

No Read Recorded
2
10%

to increase or decrease the read resolution of the glove antenna on the glove, allowing, if necessary, a higher read
resolution to be setup.
7

Q1
Q2
Q3
Q4
Q5
Q6
Q7
Q8

Is this a useful tool to you for design?
Would the tool or the process interfere with your current design process?
What aspects of this tool are useful or not useful in the design process?
Does this allow you to do something you could not do before? If so
what does it allow you to do?
Where in the design process would you use this technique?
Which features are useful in the system?
What needs to be improved in the system?
If we addressed your concerns. Could you see this being used in industrial design?

Expert Review

To validate our new dynamic SAR design tool, we undertook a qualitative expert review of the design process with
professional designers. We wished to understand the impact of our new SAR design tool on the design process.
The expert review evaluation methodology allowed us to
better understand the overall effectiveness of the design
tool in context with a real design task. This section describes the experimental design, and then outlines the design scenario presented to the professional designers. The
results of the expert review are also discussed.
7.1

Experimental Design

We approached the evaluation of the process using a qualitative expert review. Selection was done by picking participants who have extensive design training and experience.
We grouped the participants into pairs to stimulate open
discussion of the design process with our new SAR design tool. The participants were divided into two teams
of two senior designers that have worked in both industry and academia for over 30 years, one team of industrial
designers and second team of two architects.
7.2

Scenario

To put our design process in context for our participants,
we selected a scenario that is familiar but also a new design problem. We selected the design of a simple calculator to evaluate our design methodology. For our scenario, a basic calculator consists of the sixteen buttons:
ten single digit numeric keys, the five basic operators and
a clear function. Traditionally, calculators have a square
layout (akin to the numeric keypad on a computer keyboard) however, to challenge the designers we provided a
number of shapes that made it difficult to use a traditional
layout. We provided two scenarios the first was the design of a bone shaped (letter H shape) calculator (as shown
in Figure 4). The second scenario was a long skinny bar
shape. Both these scenarios were designed to stop the designers falling back on the standard square configuration.
7.3

4. The survey questions were read out and discussed before the actual design process so that the participants
knew what would be expected of them at the end.
5. The participants were led through to the experiment
location and an introduction was given on how to use
the system.
6. The design scenario was then described.
7. They progressed through the two scenarios to create
layouts for the calculator.
8. As they proceeded through the design the observer
was instructed to ask questions to stimulate the participants’ conversation.
9. Once completed they were given a verbal survey.
The scenario was supported by the SAR design tool
by providing the participants with sixteen tangible buttons that can be re-configured into different arrangements.
Each button retained its functionality during this process.
The sixteen tangible buttons could be moved around a
22cm X 34cm surface to create a variety of different arrangements. The loading texture palette was configured
to display the available appearances on the left hand side
of the work area allowing the designers to quickly change
the appearance by placing the tangible button in the predefined area. The basic calculator functionality was provided by an application with a display texture used to
present a simulated output as a virtual text box to provide
the output for the calculator’s display.
7.4

Results

Overall the feedback from the expert review was very positive. The survey questions are listed in Table 2. A summary of the responses for each question is discussed.
Question one (useful for design?) was designed to validate if the design tool was worth using. Industrial designers pointed out that the 3D design will improve the
thoroughness of the product design. That is by having a
real physical artifact they can get a more complete representation of the final product. The architects were more
circumspect but felt that the physicality of the tool meant

Protocol

The protocol for this experiment is as follows:
1. We received the participants in pairs (a team) in a
separate location to that of the experiment. This allowed us to concentrate on the experimental procedure without being distracted by the aparatus. The
nature of the review was discussed and permission
was gained for audio and photographic recording.
2. The aim of the project was explained making sure
that the explanation did not introduce bias into the
participants minds. Participants discussed their experience in the domain of the review.
3. Instructions were given in how to perform the experiment such as ensuring they speak aloud as they work
through the scenario.

Figure 4: Calculator example using RFID enabled tangible buttons.
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that users could gain a better feel for a design early in the
process.
Question two (interfere with current process?) was
constructed to get the designers to think about whether
this would fit into their natural design process or would
it slow down their creative process. A common feedback
across both groups on this question was that the physical structures may interfere with the design process if the
basic shapes had not been established. The groups both
agreed that if the shapes have been decided (or are fixed)
then the tool would aid in the process.
Question three (aspects useful for design process?)
was designed to get the participants to focus on the best
features from the tool. The participants pointed out that
this would be useful in conjunction with the limitations
pointed out previously. One participant expressed this by
noting that it “allowed the users to put some air in the balloon”. In other words allowed a quick first cut design to
try out some ideas which is the exact goal of our overall
system.
Question four (could it do something not possible before?) had some clear consistencies between the participants, in particular it allowed early design iterations to
be quickly examined. One group pointed out that the design tool could be used to overlay various layers of the
design (imagine the wiring routes in a car) so that a designer could get a good idea of the design in their head
quickly.
Question five (where in design process?) was designed
to further encourage the participants to think about how
this would fit into their natural design process. Feedback for this was very consistent between not only separate groups but also the individuals in each group. It was
agreed that this tool would fit best into the early design
process. The industrial designers also pointed out that the
design tool would reveal ergonomic and drafting errors
early in the design.
Question six (what features are useful?) got the participants to pick features they thought were useful. Participants said that working on a physical prototype gives
a more natural feeling to that of being on a screen with a
wire frame and tools. One group of the industrial designers identifed some of the opportunities that the combination of plain paper and SAR together offered and said that
simplicity felt good. This was not intended to be part of
the tool but it is easy to see the freedom that adding the
sketch feature adds to the design tool.
Question seven (what needs to be improved?) got them
to isolate features they thought were less useful. The participants were concerned about having fixed sized objects
enforced on them. Both groups reiterated that the design
tool would be useful if the shapes were fixed or decided
and the design was more about the surface design of the
product. For example toasters are generally of very similar
shape but the controls, style and aesthetics are the variant
part.
Question eight (could this be used in industrial design?) showed that the users were generally very positive
about the possibilities of this technology. They could see
a place for this in their design processes. The industrial
designers believed that this process would be good in customization part of the process where the basic shape and
use of the product has been designed but final stylistic and
operational features were needing to be decided.
7.5

Discussion

Overall while not suitable for the entire design process the
designers saw significant advantages in using the tool for
early design stages. For instance the design of a number of
similar products such as variations on radio fascias would
benefit from this approach. One designer stated, “Having
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a tool box of controls would allow you to rapidly layout
a radio, save the design, then have a number of working
variations quite quickly”. Another designer commented
“Anything which provides a more true to life three dimensional simulation of the design intent will allow more thorough investigation of alternatives and better verified outcomes.” This indicated to us that the designer liked the
physicality of a SAR tool that implemented real physical
controls that could be held, arranged and explored.
An unexpected use for the tool that was pointed out
was the evaluation of ergonomics. An industrial designer
stated “It could also provide a quick and effective rig for
evaluation of various ergonomic configurations.” The industrial designers were also excited about the opportunity
to realistically represent reach, texture and scale which
they normally do not see until the final prototype. The
architects indicated that the use of the tool for generating
briefs (requirements and constraints) by modeling scenarios in the tool would be very useful in their field. Overall, a
consistent theme was that the tool was useful in the early
phases of a design; in particular after the initial concept
was done but before the finalized design was set. Both
teams agreed that this tool would be useful in a professional environment.
7.6

Improvements

There were three notable improvements suggested by the
reviewers; firstly, grouping of components that would allow moving multiple tangible buttons concurrently that
would aid in quick modifications of the design. This is
the equivalent of a group select and drag in more traditional user interfaces. Secondly, the ability to draw on the
projection and have the shape transferred back to the design software. This is desirable as it brings the design tool
back into the designers process. Thirdly, allow designers
to place annotations on the design so that design decisions
can be recorded. The last two improvements can be seen
to smooth the transition between the designers process and
the design tool.
8

Conclusion

This paper has presented a novel user interface methodology to be used for product design in a SAR environment.
Tangible buttons are leveraged to provide a physical interface that allows the designer and end user to re-configure
the layout of the user interface during development. To
implement the system, we employ spatial augmented reality for appearance details, vision tracking to capture the
physical movement of tangible buttons and a custom fingertip resolution RFID reader to capture tangible button
presses. The performance of the read resolution was evaluated and the results validated the use of RFID tags for
interactive product designs.
The system was evaluated by professional designers
via an expert review. Our initial qualitative evaluation has
shown that the concept of incorporating tangible buttons
to overcome the simplified haptic feedback of SAR visualizations has been improved. The expert review indicated
the tool is useful for industrial designers and architects.
They stated that the haptics of being able to move physical
objects around gave a solid connection to the final product
and provided a number of future directions.
In the future we will explore the localized read area of
the fingertip mounted antenna as it would be possible to
place antenna coils on all of the fingers of the glove allowing a multi-touch model to be used. This would be relatively easy to add to the current design by placing identical
coils on each finger and suitable electronics. We would
also like to extend the electronics to support a push and
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hold button model. We would also like to develop additional UI controls, such as sliders and dials. Finally, in
the future we could also incorporate a mechanical clicking mechanism which will further increase the haptic sensation complexity.
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Abstract
While touch interfaces have become more popular,
they are still mostly confined to mobile platforms such
as smart phones and notebooks. Mouse interfaces still
dominate desktop platforms due to their portability,
ergonomic design and large number of possible interactions. In this paper we present a prototype for a
new interface based on cheap consumer-level hardware, which combines advantages of the mouse and
touch interface, but additionally allows the detection
of 3D depth values. This is achieved by using a web
cam and point light source and detecting hand and
shadow gestures in order to compute 3D finger tip
positions. Our evaluation shows that the concept is
feasible and more powerful interactions than with traditional interfaces can be achieved. Limitations include a reduced input precision, insufficient stability
of the utilised computer vision algorithms, and the
requirement of a stable lighting environment.

commercially successful notebook using these interface technologies.
Although the above devices are used widely,
mostly by non-specialist users, the employed interfaces have not found their way back to the personal
computing desktop platform. One reason for this lack
of feature migration has to do with the excellence of
the current system. The mouse and keyboard combination is an extremely versatile system that is well
understood and has been used happily by millions of
people for decades. The mouse in particular holds
some serious advantages over the touchscreen interface on the desktop:
• The mouse cursor obscures less screen space than
a finger or stylus.
• Resting the hand on a mouse is more comfortable
for complex interactions than lifting the hand
and touching a screen.

Keywords: touch interface, gesture recognition, stereo
vision, shadow detection

• Mouse motions can be scaled in order to cover
large screen space with small physical movements.

1

• The screen is not soiled by dirt and oil from the
user’s fingers.

Introduction

The past decade has brought a remarkable shift in
the way humans interact with computers. For the
first time the traditional keyboard and mouse interfaces have a real alternative in touchscreen and motion based controls. This shift has coincided with the
explosion in popularity and unprecedented affordability of mobile devices and MEMS accelerometers, gyroscopes and magnetometers.
So far, touch and motion based interfaces have
been almost universally confined to mobile devices,
public displays, entertainment systems, and commercial devices. Touchscreens have been present on commercial devices in the form of point of sale devices,
automatic teller machines, and similar equipment for
some time. In consumer entertainment systems, the
Nintendo Wii was the first device to embrace motion based input and see wide spread adoption. It
was quickly followed by competing products from Microsoft with its Kinect, and Sony with its Move. In
mobile devices Apple’s iPhone was the first widely
adopted device which employed only touch and motion based controls. The concepts have been quickly
adapted by a slew of competitors, and a similar development can be observed for the iPad, the first
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Technology (CRPIT), Vol. 126, Haifeng Shen and Ross Smith,
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• A mouse is highly portable and can be used with
different computers.
• Traditional display devices with a mouse are usually more affordable than touch screens.
The mouse, however, is not a perfect input device.
One major shortcoming is its limitation to a single
point of interaction. The use of two mice has been
explored in academia since more than a decade (Latulipe et al. 2006, Gonzalez & Latulipe 2011). In contrast to multi-touch input this functionality is not
widely supported and few real-world applications exist. One of them is virtual surgery simulation, where
the two mice control different instruments used by the
surgeon (SIMTICS Ltd. 2011).
Mice are also limited in their repertoire of actions.
The single-click, double-click, and drag operations
represent the main functionalities of a mouse. Additional functionalities have been added in the form
of multiple mouse buttons and scroll wheels, and by
combining mouse interactions with keyboard interactions.
Some operating systems and applications have begun to emulate touch and motion screen interactions
via the mouse. For example Windows 7 will minimise
all other windows if another window is dragged back
and forth repeatedly, emulating a shake. The Opera
web browser employs a large variety of optional mouse
gestures which can control the web browsing experience. The attempts to incorporate these sorts of interaction into the desktop experience highlight the fact,
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that there are interactions that touch and motion interfaces provide that are desirable on the desktop, but
cannot be accomplished with the mouse.
In this paper we explore whether it is possible to
produce an interface which combines some of the advantages of the mouse and touch screen, is portable,
uses cheap consumer-level hardware, and has additional capabilities neither the mouse nor touch screen
offers.
Section 2 analyses the problem, proposes a solution concept, and derives design requirements for it.
Section 3 reviews the literature in this field and discusses relevant technologies. The design of our solution and implementation details are explained in
sections 4 and 5. Section 6 evaluates our solution,
compares it with our original goals, points out limitations, and presents an informal user study. We
conclude this paper in section 7 and section 8 gives a
short overview of future work.
2
2.1

Problem Analysis and Design Requirements
Problem Analysis and Solution Proposal

Two major disadvantages of touchscreens are their
cost and that interface and display device can not be
separated, i.e., reuse and portability is limited. We
therefore propose to use as interaction space any flat
surface, e.g., the user’s desk. In order to mimimise
hardware requirements the interaction device is the
user’s hand. Hand tracking is a well researched subject, but is still technologically challenging, and the
best results are achieved by using stereo vision (two
cameras) or markers. Since many computers already
have a single inbuilt web cam, we will only require one
such camera, which is oriented to view the interaction
space, e.g., the desk. In order to achieve more information about the users hand gesture and position we
use a point light source, which casts a shadow onto
the interaction surface.
We propose to track the hand and its shadow in
order to obtain 3D locations. This corresponds to the
mouse drag operation, but additionally adds a third
dimension given by the hand’s height over the interaction surface (e.g., desk). Different interaction modes,
defined for the mouse by different mouse button and
simultaneously pressed keyboard keys, are achieved
by performing a limited gesture recognition.
2.2

Design Requirements

We assume a low specification web-cam with a minimum resolution of 640x480 pixels. Calibration of both
the desktop surface and the camera is achieved using
a calibration grid, which can be printed out by any
printer (although a laser printer is preferable). Our
solution should have a low computational complexity,
such that it can be used even on entry-level desktop
machines without advanced CPU/GPU. Finally we
require a single point light source which illuminates
the interaction surface. For illumination a lamp with
a light bulb is sufficient, as long as it is positioned
above the users and preferably on the side. Examples are most ceiling lights (depending on the desk
position) or a clip-on desk lamp.
In terms of functional requirements the aim of our
research is to provide device level support for touch
and motion controls. The interpretation of device
output is not a concern. For example, we are interested in creating 3D coordinates reflecting the users
interactions, but we leave the interpretation of these
coordinates, e.g., as mouse click or mouse drag, up to
the application developer.
40

Hence we can summarise the goals of our research
as follows: We want to create a system using a web
cam, point light source and flat illuminated surface
in order to determine 3D positions for hands and fingertips above and on the desktop surface. We want
to be able to detect touches on the surface, but we
do not try to emulate a multi-touch interface. The
goal of the research is to investigate the feasibility
of the described configuration as an inexpensive 3D
interaction interface for a desktop platform.
3

Literature Review

Hand based computer interaction is a popular research area due to its intuitiveness and promise to
enable true 3D interactions.
In situations where the accuracy and speed of
hand tracking is important data gloves are considered
the best choice. The devices usually employ electromechanical, electro-optical or magnetic sensing technologies. They are application independent and single
purpose, devoted entirely to hand tracking (Erol et al.
2007). Data gloves produce real-time results and are
able to capture all the degrees of freedom a human
hand has to offer. However, they are expensive, require precise calibration, and might hinder natural
hand motion to some degree.
Computer vision based hand tracking approaches
can overcome the expense, inconvenience, and unnaturalness of data gloves. Cameras for computers
are now widely available and inexpensive, and the
contact-free image-based sensing does not interfere
with hand motions. However the difficulty of 3D hand
pose estimation has so far resisted attempts to produce results which are comparable to those produced
by data gloves.
The main difficulties of computer vision based
hand pose estimation are high-dimensionality, selfocclusion, high computational requirements, uncontrolled environments, and rapid hand motion (Erol
et al. 2007). High-dimensionality refers to the fact
that the human hand has over 20 degrees of freedom
without taking into account the position and orientation of the hand as a whole (Erol et al. 2005). Selfocclusion occurs when fingers and/or palm overlap on
the two-dimensional image of a camera. Uncontrolled
environments can result in arbitrarily complex backgrounds and unpredictable lighting scenarios. Rapid
hand motion refers to the hardware and software limitations that constrain the ability of applications to
track rapidly moving hands. All the above points
make complex algorithms necessary to detect, track
and disambiguate hand configurations, which leads to
a high computational complexity.
Each of the difficulties described is non-trivial to
solve individually. Taken together it is unsurprising
that no general solution for computer vision based
3D hand pose estimation and tracking exists. All attempts so far make assumptions which eliminate or
mitigate some of the difficulties.
3.1

Two Dimensional Fingertip Tracking

Hand tracking can be simplified by only determining
certain key features such as the finger tips. Hardenberg & Bérard (2001) use the position of fingertips
and the number of detected fingers, in order to define pointer positions and different commands akin
to mouse clicks. Fingertips are detected by employing an image segmentation algorithm and fitting circles to foreground image sections. The problems of
self-occlusion are ignored with the tacit assumption
that as long as fingertips are sufficiently visible to be
identifiable, operations can continue. For fast hand
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motions finger tip positions are not individually identified but estimated from previous frames.
The authors present four proof-of-concept applications. Three of the applications replicate mouse functionalities, with the fourth allowing for multiple input
positions. The applications highlight some difficulties
of the system. As it is entirely a 2D system no touching of the interacting surfaces is detected. Instead,
the authors’ web browsing and painting application
represents mouse clicks by maintaining a hand position for one second. The system also supports simple
finger counting gestures for a slide presentation application. These gestures have no movement component
or intuitive relation to their function. For example,
displaying two fingers indicates a need to move to
the next slide, and three fingers indicate a move to
the previous slide. This requires memorization of the
slide application commands by the user. No attempt
is made to actively deal with the problem of misclassifying shadows of fingertips as actual fingertips. The
authors’ experimental results showed that this error
was not uncommon.
Song et al. (2007) improve Hardenberg and
Bérard’s algorithm by additionally taking the finger
shape into consideration, which is done by segmenting
and classifying the pixel region connecting the finger
tip to the palm. Laptev & Lindeberg (2001) use particle filtering and multi-scale image features for finger
tip detection and tracking. Terajima et al. (2009) use
a template approach, which also gives some 3D information. Hsieh et al. (2008) use finger tip detection for
handwriting recognition. The finger tip motion is obtained from frame differences. The search for a new
finger position is sped up by predicting its position
using a Kalman filter.
3.2

Surface Touch Detection from Camera
Images

Malik & Laszlo (2004) use stereo cameras to detect
touch interactions with the underlying surface and
this way construct a virtual touchpad. An important
constraint is, that the background must be black and
rectangular. This improves calibration and avoids
problems with shadows.
Detecting 3D motion with a single camera is more
difficult. Wang et al. (2007) capture hand motion
with a single camera in real-time by combining a
model-based and appearance-based method. Interference among fingers is resolved using k-means clustering and particle filters.
Segen & Kumar (1999) simulate touch interactions by using additionally a single point light source,
whose position is determined in a calibration step.
The surface upon which the light source casts shadows must also be defined, although this step is not
explicitly described in the paper. Instead the camera’s position is defined in terms of the surface plane
which is defined as the Z = 0 plane. Segen and Kumar
do not attempt to detect surface touches and indicate
use of a uniform background. They find fingertips and
finger orientation with exactly the same method employed by Malik & Laszlo (2004). The orientation of
fingers is defined by the line which extends through
the fingertip and the midpoint of the end points of
the two vectors which designated it as such.
Much of this 3D information is not employed in
their proof-of-concept applications. Actions are almost entirely defined by static gestures, with the exception of a “clicking” gesture which employs a bent
finger motion. This gesture requires a stationary
hand at the time of its execution, which is perhaps
problematic in the suspended hand positions indicated by the authors. Once a gesture is detected,
the pose of the hand in space is used to modify the

application of the gesture’s command. For example, a
two finger gripping gesture can be used to manipulate
a virtual robot arm. The arm is oriented according to
the lines defining the fingers. The distance between
the gripping portions of the robot hand depends on
the distance between the two fingers in the gesture.
Using three fingers to grab a virtual object is however
impossible as no three finger gesture is defined. Likewise, if two fingers are used, but they are not straight,
the gesture will be unrecognised and no input will occur.
3.3

3D Hand Pose Estimation

A large variety of hand tracking algorithms has been
proposed. A good survey is given in (Mahmoudi &
Parviz 2006). Two important categories are markerbased and marker-less methods.
Marker-based hand tracking algorithms require
the user to wear point or area markers (Park & Yoon
2006, Lee & Woo 2003, Wang & Popović 2009). Robustness and interactive speed are achieved by employing simplified hand models in order to resolve
ambiguities in the tracked marker positions. However, the need for auxiliary devices (markers, gloves)
can be inconvenient for the user and often requires
some type of calibration, e.g., to align marker positions with positions on the underlying hand model.
Without markers the easiest way to identify (potential) hand shapes is by using a skin colour classifier (Kakumanu et al. 2007, Vassili et al. 2003). Sensitivity to changes in the illumination can be reduced by
using a perception-based colour space (Chong et al.
2008). 3D position and orientation of the hand shape
can be obtained by using a 3D hand model and searching for a mapping between it and the perceived hand
shape subject to the model’s inherent constraints
(e.g., joint constraints and rigidity of bones) (Stenger
et al. 2001, 2006). A different approach is to perform
the matching between hand features rather than the
entire shape (Chen et al. 2007).
Single camera systems suffer from the high computational complexity and a limited robustness. They
work best if the range of possible hand motions is constrained (Liu 2010, Liu et al. 2011). Tracking can be
simplified by using depth information obtained using
multi-camera vision or stereographic systems (Argyros & Lourakis 2006).
4

Design

In order to simplify the design we assume that the
background is stable (e.g., a desk surface rather than
an office with people moving around) and that only
one hand and its shadow must be tracked. The techniques presented in this section will also work for two
hands, as long as the hand images and shadows don’t
overlap. However, this extension was deemed unnecessary for our proof-of-concept application. The
tracking of the hand shape and its shadow requires
the following three tasks to be performed for each
frame: segmentation, feature detection, and feature
position estimation.
4.1

Segmentation

Segmentation determines the objects of interest and
separates them from the background. We assume a
static background, such as a desk surface, and a static
lighting environment using a single point light source,
e.g., a desk or ceiling lamp.
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4.1.1

Background Classification

Segmentation is achieved by first computing a statistical model of the background. Since the user has
control over the environment we can assume that no
foreground objects, such as skin coloured objects and
shadows, are in the field of view. We compute for each
pixel an average value and average difference, which
approximates the standard deviation but is faster to
compute (Bradski & Kaehler 2008). For the computation of both statistics the three RGB channels remain separated. The statistics are used to define for
each pixel a range of colours considered to represent
the background. The threshold values representing
valid background pixels were determined experimentally in order to optimise correct classifications (see
section 5). All pixels outside this range are considered foreground. The statistical model is necessary
since pixel colours change between frames even for
static environments. Causes are pulsed light sources
such as energy saving (fluorescent) lights, slight vibrations, and camera specific issues such as noise.
4.1.2

Hand and Shadow Identification

The second step of the segmentation process divides
the foreground pixel colour histogram into regions
representing the hand and its shadow (see figure 1).
This is achieved by observing that shadows change
predominantly the “Value” of the HSV colour of the
object onto which they are cast, whereas the hue and
saturation show little variation. Since we restrict
ourselves to one-handed interactions, the shadow is
always cast onto the interaction plane. We hence
compare for each pixel of the foreground region its
colour with the pixel’s learned average background
colour. This comparison is performed in the HSV
colour space. If the difference occurs largely for the
value (V) component of the pixel, and is accompanied
by a slight decrease in the saturation (S) channel, then
the pixel is considered to be part of the hand shadow.
All other foreground pixels are considered to be part
of the hand region. All thresholds for these test were
determined experimentally.

Figure 1: The segmentation process separates foreground pixels into hand regions and shadow regions.
The tips of each region are determined by computing
an oriented bounding box for the largest connected
component of each region, and selecting the point
closest to its top-most edge.
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4.2

Finger Tip Detection

In order to define meaningful interactions finger tips
must be detected. The finger tip location can be used
to select points, draw shapes, or define different interaction modes according to the relative position of
multiple finger tips.
4.2.1

Single Feature Point Detection

A single feature point for pointing and selection operations is defined by computing the minimum oriented bounding box of the contour of the hand region. We then determine the edge nearest to the tip
of the hand. Since the user usually sits opposite to
the web cam, and since the hand and wrist usually
have a smaller width than length, we use the short
edge of the bounding box furthest from the bottom
of the camera image. The feature point for selection
operations is then given by the point on the contour
closest to this edge. This algorithm gives a meaningful result for whole hand gestures (in which case the
tip of the middle finger would be the feature point),
as well as for single finger gestures, such as using the
index finger for selection, or when holding a pointing
device such as a pen. Figure 1 and 2 illustrate these
three cases both for the hand and the shadow region.

Figure 2: A selection/drawing operation using a single feature point defined as tip of the index finger
(left) or tip of an external pointing device such as a
pen (right).

4.2.2

Multiple Finger Tip Detection

Detecting multiple fingertips and their shadows is a
three-step process. The first two steps of the process
correspond to the popular convex hull and convex defect detection approach (Homma & Takenaka 1985,
Liu et al. 2011). The final step is the removal of defects irrelevant to fingertip detection.
In the first step a convex hull is placed around
the hand segment. Defects are defined in relation to
this hull. Any region within the convex hull which is
not part of the hand segment and which is adjacent
to an edge of the convex hull is considered a defect.
If this algorithm is applied to a hand with spread
fingers, six defects are commonly detected. Four of
these defects lie between the fingers and the other
two lie between the smallest finger and the wrist and
between the thumb and the wrist. All but two of the
endpoints of the defect regions coincide with fingertip
positions.
In order to remove endpoints which do not correspond to fingertips, we use the observation that for
convex defects between fingers their depth is larger
than their width (Liu et al. 2011). Figure 3 gives an
example. Note that this algorithm only works as long
as the fingers remain approximately straight. Fingers
which are bent excessively can cause their defining
defect to be rejected and their fingertip position lost
as a result.
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4.3.2

Figure 3: Finger tip detection by computing convex
defects of the convex hulls of the hand (left) and of
the shadow region (right).
4.3

Calibration for Depth Calculations

Accurately determining fingertip positions in three dimensions requires a one-off calibration step defining
the relative positions and orientations of the camera,
desktop surface, and light source.
4.3.1

Camera Calibration

In order to simplify the subsequent computation of 3D
positions we would like to have an idealised camera.
i.e., a “perfect pinhole camera”. A pinhole camera
does not have a lens and hence does not introduce
radial distortion. The image plane of a pinhole camera is exactly perpendicular to the optical axis and so
tangential distortion which can be introduced by an
imprecise alignment of optical axis and image plane
is absent. A pinhole camera produces images which
are a perfect projection of the objects in the world
onto the image plane. Its well defined geometry aids
in the determination of the position of objects in the
world and is therefore desirable in computer vision
applications.
In our application we assume that users utilise
cheap consumer-level web cams. We hence have to
correct inherent distortions, which is achieved by
imaging a known object and comparing properties derived from the image (e.g., distances and angles between lines) with the known ones. We use the popular
chessboard calibration grid shown in figure 4, since
open source software for the calibration is available,
and since it allows us to define the interaction plane
as a by-product of the camera calibration.

Desktop Plane Definition

The definition of the interaction (desktop) plane is
achieved using the calibration grid in figure 4. The
thickness of the paper is considered negligible and a
planar homography between the points on the calibration grid and the imaging plane is defined as a series
of translations and rotations. The relative positions
of the focal point of the camera, and three points on
the calibration grid are sufficient to obtain a unique
solution. However, in order to deal with inaccuracies
due to noise we use all points of the calibration grid.
An optimal solution for the plane equation is found
by using a least square method, which minimises the
distances of the points to the proposed plane.
4.3.3

Light Source Estimation

Given the intrinsic and extrinsic parameters of the
camera and the equation of the desktop plane in relation to the camera coordinate system it is possible
to unambiguously determine the positions of shadow
pixels in the interaction plane. If we know two 3D
points and the locations of their shadows on the interaction plane, we can compute the light source location as the intersection of the lines formed by each
point and its shadow. If the lines are parallel then the
light source is at infinity (e.g., when using sun light
in an outdoor application).
In order to avoid the need for special 3D objects
for calibration, we use a series of predefined hand positions of the user. The first position is that of the
hand with fingers close together, placed flat on the
desk (see figure 5). The second posture is a hand
made into a fist and with only the index finger making a pointing gesture. The fist should be placed flat
against the desk (see figure 6). The height h of the
finger tip of the index finger relative to the interaction plane is assumed to be 80% of the width of the
bounding box of the hand position in figure 5. This
approximation was motivated by the fact that the index finger is the fourth finger of the hand, and it gave
good results in our experiments.
By sliding the hand around in the second configuration, as illustrated in figure 6, we obtain a sequence of 3D points and corresponding shadow positions, which we can then use to estimate the light
source position by using the closest intersection point
of all rays or using a light source at infinity if the rays
are approximately parallel.

Figure 5: A bounding box is fitted to the segmented
hand in order to determine the width of the hand, and
the height h of the index finger above the interaction
plane for the light calibration step.
Figure 4: An image of a chessboard pattern of known
dimensions is sufficient to characterise the distortion
characteristics of the camera, and the camera’s location in reference to the surface upon which it is placed.
Furthermore corner points of the chessboard pattern
can be used to define the surface plane equation.

4.4

Computation of 3D Finger Tip Positions

3D positions of objects can be computed from their
2D position on the image plane and their shadow position using calculations similar to epipolar geometry in
stereo vision. In our case the light source and interaction surface provide similar information as the second
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5

Implementation

Our application was developed in C/C++ using the
OpenCV library (OpenCV 2011) for camera calibration, colour space conversion, pixel colour averaging,
and image segmentation. We also used the “Geometric Tools” library (Eberly 2011), particularly for the
definition of the desk plane.
5.1
Figure 6: The light source is estimated as the intersection of the lines formed by the tips of the index finger
and the corresponding shadow points. The shadow
points lie in the interaction plane and the finger tip
height above the plane is determined by placing the
hand flatly onto the interaction plane as illustrated in
figure 5.
camera used in stereo vision. The set-up would not
be suitable for general applications due to problems
with shadows being frequently occluded. However,
for touch surface style interactions our configuration
provides the required information since users sit opposite to the camera, the light source is on the side,
and the hand is usually approximately flat. The 3D
finger tip position O is calculated as illustrated in figure 7: A line is cast from the view point position V
through the shadow’s position S 0 on the view plane.
The intersection of this line with the interaction plane
(obtained in the calibration step) is the shadow’s position S. The unknown 3D position of the point O
is given by the intersection of the line from S to the
light source L and the line from the view point V
through O0 , the projection of O onto the view plane.
In our application the points O and S are the finger
tip positions and their shadows, which are calculated
as explained in subsection 4.2. Note that the above
calculation can be applied to any object for which a
corresponding shadow can be identified. For example,
figure 2 shows the use of a pen as interaction device.
Once a point can be tracked in three dimensions,
the detection of touches can be defined by specifying
a threshold for the distance between the point and
the interaction plane. This is necessary, since a finger
has a non-zero thickness. The threshold for this was
determined experimentally.

Figure 7: The setup of our virtual touchscreen.
A light source illuminates the hand, which casts a
shadow onto the interaction plane. The position of a
3D point O can be computed using the light source
position L, the web cam (view point) position V , and
the projections O0 and S 0 of O and S, respectively,
onto the view plane.
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Segmentation

For image segmentation we used the OpenCV functions cvAcc and cvAbsDiff to accumulate and calculate absolute differences for images.
The results of these operations are image data structures
(IplImage) with the same dimensions as the input
images. The computation of averages is accomplished
by using cvConvertScale to divide by the number of
captured images.
All subsequent threshold values refer to 8 bit numbers (0 to 255) for the corresponding colour channels.
In order to place thresholds above and below the average pixel values, the average difference values are
scaled and subtracted/added to the average. Typical
scaling values for setting the thresholds above and
below the average are 7.0 and 6.0 respectively, resulting in a range of approximately a 2.5% on either
side. Any value falling outside these thresholds is considered foreground and anything which falls between
these thresholds is considered background. For the
shadow detection RGB colours were converted into
HSV colours using cvCvtColor. Typical thresholds
for the value and saturation channels were 5.0 and
2.0, respectively.
Pixel classification was achieved using the
cvInRange function, which outputs monochromatic
images, which can be used as masks for subsequent
operations. For example, inverting the shadow mask
using cvNot and combining it with the background
mask using cvAnd creates a mask for the hand (all
pixels which are not background and not shadow).
Noise in the image data resulted in some pixels being misclassified. We removed it by applying a Gaussian smoothing with a 9x9 window to the hand mask
and shadow mask. Holes in the hand region were filled
using a morphological operator.
5.2

Computation of 3D Finger Tip Positions

In subsection 4.4 we explained that the 3D position
of finger tips is defined as the intersection of two
rays. Due to noise, calibration errors, and numerical inaccuracies the two rays are unlikely to intersect
in practice. Instead we use an algorithm from Paul
Bourke (Bourke 2011) to find the point where the distance between the two rays is minimal.
Given the 3D positions of points of interest and
the definition of the desk plane touch interactions are
defined by instances where the distance between 3D
point and shadow point falls below a given threshold.
We determined experimentally that using a threshold
of 10mm gave best results, which represents approximately the thickness of a finger. We use a coordinate transformation matrix for easy conversion between the camera and desk coordinate system.
6

Results

We evaluated our prototype by investigating the influence of different parameters, by creating three proofof-concept applications, and by an informal user test.
We compared the interface to traditional mouse and
touch interfaces and to the “Shadow Gestures” paper,
the closest related research.
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6.1

Experimental Setup

As light source we used an ordinary ceiling light with
an 11W fluorescent bulb. This is not a perfect point
light source and resulted in a soft shadow. The curtains of the room were closed resulting in a low ambient light, without specular reflections from sunlight.
We used a Logitech QuickCam Pro 9000 web cam
with a resolution of 640x480 pixels. The configuration of the camera, desk, and light source for development and testing is shown in figure 8. The interaction
surface was a portion of a desk, which was slightly
glossy and prone to some measure of reflection. It
also produced a sizable highlight as shown in figure 2.
Tests with more matte surfaces improved results, but
adding constraints in form of allowable surface properties was deemed too restricting for practical applications.

applications with two-hand input, but as long as the
hands and their shadows are separated, we can’t see
any reason why this should not work. Our model
assumes that the foreground colours vary from the
background colour, hence it would not work for setups where the desk and user’s skin colour are similar
or where the background’s material does not show
visible shadows.
The lighting environment needs to be a point light
source. We found that the application still works for
a ceiling lamp generating slightly soft shadows, but
it would not work for large fluorescent lights. The
algorithms were designed such that the application
would also work in an outdoor environment using the
sun as point light source. In this case the light source
would be positioned at infinity resulting in an orthogonal shadow projection. This will have to be tested
in future work.
6.2.3

Figure 8: The virtual touch screen set-up employed
during development. Left: The positions of the point
light source, desk and camera. Right-bottom: The interaction surface (desk) with camera and calibration
grid. Right-top: The orientation of the camera with
respect to the monitor and desk.
All computations were performed on a PC with
an Intel Core i5 750 2.67 GHz CPU, 4 GB 1333 MHz
RAM, and an Nvidia GeForce GTX 460 graphics card
with 768 MB GDDR5 and 336 CUDA cores. Note
that no hardware acceleration was used for the computer vision algorithms and that the CUDA toolkit
for OpenCV was not installed. Hence the performance on other systems should scale approximately
linearly with CPU performance. With the above configuration we achieved real-time performance of above
20 frames per second.
6.2
6.2.1

Influence of Parameters
Thresholds

Initial tests showed that the utilised segmentation
technique worked well over non-uniform static backgrounds for stable lighting environments. The threshold values described in the previous sections required
careful tuning. We developed an interface for simplifying this task, but it is still a manual process, which
needs to be repeated if the setup is changed. Ideally
this process should be automated, e.g. by performing
a sequence of predefined hand postures and gestures.
6.2.2

Calibration Parameters

The calibration of the desktop plane uses well-tested
algorithms and no problems were noticed. The calibration of the light source, described in subsection 4.3.3, uses several simplifications. The fact that
the height h in figure 6 is only a rough estimation
of the actual height introduces errors when computing the depth values from the positions of the fingers
and theirs shadows. However, this was not considered a problem, since the errors do only effect actual depth estimates. For the applications we tested,
such as moving or extruding an object in 3D, relative height changes are sufficient. In order to see why,
note that the traditional mouse interface uses distance
scaling dependent on accelerations (Microsoft Corporation 2002). This is considered intuitive despite resulting in a non-linear behaviour and the same physical mouse position during interactions corresponding
to different screen positions. Our tests indicate that
the main factors for usability are that the user can
perceive 3D cursor motions, their relationship to hand
motions, and that their effect on the 3D application
is predictable.
6.3
6.3.1

Proof-of-Concept Applications
Single-Touch Interface

Our first proof-of-concept application is a sketch-type
interface using the most outward point of the hand as
a single interaction point. This can be a finger tip,
the tip of the entire hand, or a stylus as explained in
subsection 4.2.1 and illustrated in figure 1 and 2.
Figure 9 demonstrates that hand and shadow detection can be used to successfully detect contact with
the interaction surface and subsequent finger motions.
The hand tip and its shadow on the desk surface are
marked with white points. When contact is detected
the point colour becomes green. The 3D coordinates
displayed in the figure show the 3D position of the
interaction point. It can be seen that during contact the depth value can vary slightly due to noise, a
changing finger angle, and compression of the finger
tip.
Touch detection is sufficiently accurate to draw
complex shapes as shown in figure 10. Some jitter
is visible partially due to finger motions and partially
due to noise in the detected finger position.

Environmental Parameters

The background needs to be static and hence can
not be used in environments where people or objects
are moving around, which might partially obscure the
background or change the lighting environment (e.g.,
cast a shadow on the desk). We haven’t developed

6.3.2

Multi-Touch Interface

The second proof-of-concept application explores the
possibility of multi-touch interactions using multiple
finger tips. Figure 11 shows that as long as the hand
shadow is fully visible 3D positions can be tracked for
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Figure 9: Examples of a sketch-application. The
sketch starts as soon as the finger touches the interaction surface and tracks the finger motion until the
contact stops.

Figure 10: Different shapes drawn using different
hand gestures with a single interaction point. Shapes
can be drawn by connecting multiple contact points
with line segments (left), or by a continuous finger
motion (middle and right).
all fingers. The association of finger tips and shadow
points is achieved by minimising the distances between each pair of points. If the hand is rotated or
the hand overlaps the shadow region the finger tip
detection can fail for the shadow region. In that case
the 3D position of the corresponding finger tip cannot be computed. Improvements might be possible
by using different finger tip detection techniques or
by using a hand model and computing a 3D configuration matching both the hand and shadow image.

Figure 11: Tracking of the 3D position of multiple fingers (left). The displayed numbers give the height of
each finger tip in millimeters. The green lines connect
finger tips with the corresponding shadow points. If
the hand moves closer to the interaction plane the
detection of convex defects fails and the 3D position
can not be computed (middle and right).

6.4

3D Modelling Application

The third proof-of-concept application demonstrates
a 3D modeling application. 3D extruded objects are
created by touching the interaction surface, moving
the finger to draw a 2D shape, and extruding it by
lifting the hand. For the configuration in figure 8 the
maximum possible extrusion height was about 18cm.
The current application extrudes the raw 2D sketches
without modification. Spline curves could be used
to smooth the sketch input and OpenGL tessellation
algorithm could be used to create a closed 3D shape.
6.5

Informal User Test

We tried our application with five users unfamiliar
with the project and aged between 7 and 39 years.
The participants were asked to use the sketching application without any explanations or introduction to
the program. All users exhibited what appeared to be
a high level of enjoyment, and there was some competition among the younger users (7 and 11 years
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Figure 12: Examples of a 3D modelling application:
3D shapes are created by drawing a 2D shape using a
single-finger gesture on the surface, and then extruding it by lifting the hand.
old) for time using the program. Finger tracking
performed as expected and described in the previous subsections. Difficulties arose as users assumed
multitouch capabilities and multi-user support would
work. Furthermore, as multiple users crowded around
the desk, blocking of the light source became an issue as standing peoples heads came between the light
source and the desk. Also the sometimes inconsistent touch registration on parts of the surface near
the centre of the highlight and in the darker regions
to the right were found to be frustrating.
Users did not seem to have any intuitive grasp of
what areas were likely to respond to touches better
than others. User reactions indicated that the most
important improvement for future work are multitouch support and a more robust touch registration.
6.6

Comparison with Traditional Interfaces

The most popular traditional positional input devices
are mice and touch screens. Similar to mice our input device does not allow direct interaction with the
display, but uses instead a cursor moved by the hand
motions. This maximises the visible screen space, but
introduces a level of indirection.
In contrast to both mice and touch screens we can
input 3D positions. However, we feel that the mouse
interface is by far the most ergonomical one. Also
the mouse interface seems to be most precise and allows scaling of motions using accelerations. While
this could also be implemented for our interface, the
implementation is not as straight forward since the
start and end of motions would have to be indicated
either by hand gestures or surface contacts.
While our interface allows multi-touch interactions
in principle, we found this difficult in practice due
to self-occlusions. Similar to mice our interface is
portable and is independent of the display device.
Like most interfaces a smooth motion, e.g. drawing
a smooth curve, is difficult without postprocessing.
We did not make any formal tests of the achievable
precision, although our informal tests indicate that
in terms of point selection our interface is less precise
than a mouse.
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6.7

Comparison with “Shadow Gestures”

We found only one other paper using hand gestures
and their shadows for 3D interactions (Segen & Kumar 1999). In contrast to our research the paper puts
many more constraints on the environment including
a uniform background, pre-calibrated cameras, and
a calibration step for the light source, which is not
described in the paper. While the authors mention
that they compute 3D points, most interactions use
2D information and surface touches are not detected.
In contrast to our goal of extending touch screen
interactions, Segen and Kumar use the shapes formed
by two fingers to define different gestures. The capabilities of the resulting gesture interface are demonstrated with different example applications, such as
manipulating 3D objects or steering a plane through a
3D terrain. This seems to be predominantly achieved
by the orientation and shape of the two fingers, rather
than computing accurate 3D position. The authors
mention that their system fails if the hand moves close
to the table.
7

Conclusion

The mouse and keyboard combination of input devices has dominated the desktop computing interface
for decades. The explosion of portable computing
devices such as iPhone and iPad has made intuitive
touch and motion controls popular and they are now
slowly finding their way to the desktop platform.
An analysis of the strengths of the mouse and keyboard configuration and the weaknesses of current
approaches to touch interfaces motivated a new approach combining the advantages of both of these interfaces. In this paper we attempted to develop such
an interface using inexpensive hardware (webcam and
light bulb).
We have presented a prototype of a 3D virtual
touch screen which uses a web cam to track the position of the user’s fingers and their shadows and from
this computes 3D points. We showed that the system
works well for single touch inputs, but problems exist for multi-touch interactions due to finger shadows
being partially occluded.
In contrast to previous work by Segen and Kumar (Segen & Kumar 1999) we provide a more stable tracking technique allowing a wider range of environmental conditions and simpler calibration steps.
Most importantly we move away from gestures and
towards touchscreen emulation, and hence simulate
and extend an input mechanism that is already being
widely adopted outside the desktop platform.
Another advantage of our application is that it can
be used in combination with a traditional mouse interface. While mouse interactions occur our interface
can be disabled, and when the mouse is moved aside
(not visible on the interaction surface) the 3D touch
capabilities can be enabled.
8

Future Work

Two key categories of work remain ahead. First,
segmentation of shadows and hands from the background must be improved. Second, occlusion of relevant shadow information must be dealt with. For
shadow detection and background subtraction, a system which automatically adjusts to different backgrounds is necessary. Thresholds based on the lightness or darkness of the background on a per pixel basis should be produced. Additionally improved hand
detection is required, e.g., by using skin colour detection (Kakumanu et al. 2007, Vassili et al. 2003, Liu
et al. 2011). The tracking and prediction of finger

and shadow movements should also be investigated
as a method for dealing with transitory occlusion periods.
In previous work we developed “LifeSketch”, an
application for the sketch-based modelling of interactive 3D environments (Yang & Wünsche 2010, Guan
& Wünsche 2011, Olsen et al. 2011, Schauwecker et al.
2011). The interface presented in this paper will significantly simplify many of the presented modelling
interactions. For example, we showed that complex
buildings can be modelled from 2D outlines, but often
additional 3D parameters such as extrusion depth are
required (Olsen et al. 2011). Similarly animating 3D
objects is cumbersome by using only 2D touch/sketch
interactions (Schauwecker et al. 2011).
8.1

Future Applications

The applications so far developed and described in
this paper only show a small fraction of what the
input mechanism produced here can accomplish. Expansion of application capabilities should be a future
priority. In June 2011, Microsoft gave the first official
public viewing of Windows 8. The default interface
for the world’s most popular operating system is being designed from the ground up to be touch-based.
Microsoft currently states that a mouse and keyboard
will still work for interactions, but the design should
create increased demand for low cost desktop based
touch interfaces.
Our design works for any configuration using a
single point light source, which casts shadows onto
a roughly planar surface. We are hence interested
to try the system in outdoor environments using the
sun as light source. Problems will occur when the sun
stands low and the shadows are stretched. Also the
sun’s position will move over time, which requires occasional recalibration. Two such calibrations should
be enough to interpolate and predict further position
changes.
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Abstract
This study compares previous analytical findings in the
area of cultural web design using Hofstede’s dimensions
with findings from a three year case study. This case
study used an ethnographic and user-centric approach to
better integrate cultural requirements into the website for
a specific Indigenous community. We overview this
design process and describe the ten key design features
that were identified in the project. These design features
were considered essential for capturing the cultural
identity of the community. They are relevant to designers
of indigenous websites and designers considering culture
as part of their interface design process. We evaluate
these design features by considering them in terms of
Hofstede’s cultural model. Some correlations have
previously been found between Hofstede’s cultural
dimensions and the structural and aesthetic design
features that are used in websites from different cultures.
We compare the ten design features identified from our
case study with the outcomes we might expect, given the
measured position of the group on Hofstede’s cultural
dimensions. The best correlations occurred on the power
distance index where the navigation, organisation and
image content conformed with expectations. However, a
number of contrary results were also found..
Keywords:
Culture, Indigenous, Culturability, Web
Design, Hofstede’s Model

1

Introduction

Culture is fundamental to all areas of design, including
the design of user interfaces. Culture develops through
social interactions that occur at various scales, from
smaller community groups to entire nations (Hofstede
2005). Indeed many levels of culture may co-exist based
on various social groupings associated with ethnicity,
religion, language, generation, gender or work place
(Hofstede 2005). While culture can be seen in behaviour,
traditions, community values and aesthetics, many
aspects remain hidden. Culture is made up of a large mass
of social rules that, like an iceberg lie mostly hidden
below the surface (French and Bell, 1979).
The effect of culture on the usability of an interface
has been described as “culturability” (Barber and Badre
1998). Different cultural groups have been shown to
employ quite different usage strategies with the same
interface (Faiola and Matei 2004). A number of specific
Copyright © 2012, Australian Computer Society, Inc. This
paper appeared at the 13th Australasian User Interface
Conference (AUIC 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 126. H. Shen and R.
Smith, Eds. Reproduction for academic, not-for-profit purposes
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cultural factors that impact on usability have been
described and these include, the use of language, the
representation of time, currency and other units of
measure (Fernandez 2000). More subtle cultural factors
such as imagery depicting body positions or social
contexts and the use of symbols and preferred aesthetics
are also important (Fernandez 2000).
In terms of interface design two distinct approaches to
treating culture have been described. One approach is
known as "globalization" as it involves the development
of a generic, culturally neutral design that can be
deployed globally (Tixier 2005). By contrast, the term
“localization” requires the designer to adapt the interface
so it specifically targets the culture of the local group
(Shannon 2000).
Localisation has been the focus of our own three-year
case study. In particular we have been trying to
understand the process of incorporating the cultural
identity of an Indigenous Australian community into the
design of a website (George et. al. 2010). To achieve this
we have adopted an extended ethnographic design
process that focuses on community involvement. The
process has used focus groups, interviews and iterative
prototyping to help identify important cultural
requirements for the group. The outcomes from this study
include a group of ten key design features that are
considered essential for capturing the specific culture of
our target group. We describe our process and these
outcomes in more detail in the following sections.
Such an ethnographic design approach as ours, while
considered essential to our own project aims, is no doubt
time-consuming. A contrasting approach for considering
cultural requirements is to first try and characterise the
target group based on some well-defined ‘cultural’
measures. Unfortunately, agreeing on such cultural
dimensions is problematic with as many as 29 different
measures having been previously used in cross-cultural
design (Scahdwitz 2008). In terms of interface design the
most frequently cited model for such cultural measures is
the one developed by the cultural theorist Geert Hofstede
(2005). Hofstede’s cultural model is not without
criticisms or debate (Ess and Sudweeks 2005, Callahan
2005) but it does provide a pragmatic, structured
framework for studying culture (Williamson, 2002). We
will describe Hofstede’s cultural dimensions in later
sections and also discuss some of the criticisms of the
model.
Having characterised the target users in terms of
cultural dimensions the next step is to adopt appropriate
patterns or guidelines that correlate well with their
cultural measures. The Hofstede model is further relevant
as there have been several studies that employ this model
for studying the design of culture in websites (Callahan
2005, Marcus and Gould 2000, Robbins and Stylianou
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2003, Singh and Pereira 2005, Yuan et. al 2005). Indeed
many of these try to identify the key design features
associated with different cultural dimensions. Of
particular interest is a study that analysed university
websites from eight different countries and reported on
how well various design features correlated with
Hofstede’s cultural dimensions (Callahan 2005).
It is the results from such analytical studies that we
wish to compare our own results against. A distinguishing
factor for our project is that we have identified design
features through an extended ethnographic process and
thus we have a good understanding of the motivation
behind why each design element was chosen. This
contrasts with the “blind” analysis of web site elements
undertaken by these other studies. This is not a criticism
of these studies as the blind analysis is a key part of their
methodology. However, it does mean that any insights
into why particular design elements were used remains
unknown.
For the final phase of our project we addressed the
question: “Given our target group, positioned using
Hofstede’s cultural dimensions, how well do our
identified design features match with previously reported
expectations?” To answer this question we used
Hofstede’s revised “Values Survey Module” from 2008
(VSM08 2008) to measure our target community’s
cultural position along five dimensions. We then analysed
our 10 key design outcomes in terms of these dimensions,
comparing our outcomes with predicted outcomes. These
predicted or expected outcomes were derived from the
other studies that use Hofstede’s model.
The results are mixed with some design features, such
as aesthetics and overall structure style matching quite
well with expectations. Others, such as the use of
interactive games are at odds with previous studies. Some
features such as the use of humour in the site have not
been previously studied. In general our findings support
the idea that Hofstede’s model while a useful tool to help
consider cultural requirements in interface design is in no
way prescriptive or exact.

2

Project Description

This work was motivated by a request to design a more
culturally acceptable website for the Wollotuka Institute.
The Wollotuka Institute is an indigenous study centre. It
is part of the University of Newcastle, a large regional
university about 170 kilometres north of Sydney, located
in the traditional lands of the Awabakal nation.
Wollotuka supports a broad range of Indigenous
programs incorporating administrative, academic and
research activities.
Wollotuka provides support and development services
for Indigenous staff and students. It employs about 40 full
time staff, who come from a wide range of Indigenous
tribes. The community embraces a broad range of urban,
regional and educational backgrounds. The diverse
cultures of this community became the focus of a threeyear case study that centred around the redesign of their
website.
From this group 12 subjects were selected by
convenience to be directly involved in the study. These
12 participants included five women and seven men who
represent a range of Indigenous tribes, including the
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Worrimi, Eora, Gumbaynggir, Bundjalung, Murray
Island, Wirajuri woman, Wonnarua and Awabakal
nations. The participants thus represent a range of
Australian and Torres Strait Island Aboriginal culture
rather than a single tribal perspective. Of these
participants five have academic roles at the Institute while
the other seven perform important administrative
functions. Nine of them are graduates and four of these
have post-graduate qualifications. The primary researcher
is from an Indigenous tribe in North Western Australia,
and was responsible for conducting, analysing and
reporting on outcomes from the study.
One question addressed in the overall study was "What
key design features should be incorporated into a website
to meet the cultural requirements of this Indigenous
group?" By “key design features” we mean general
design factors dealing with the look and feel of the site.
We did not set out to capture all the functions or user
tasks to be performed on the site. Nor did we consider in
detail strict technical limitations in the design, for
example, network bandwidth or cross-platform browsing
issues. The planned outcome of the project was not a
fully functional and deployed website but rather a
consensus about the critical design factors that were
required to address the cultural requirements of the
community.
We adopted a user-centric approach to design as the
involvement of the community was seen as essential and
this approach relies on the active involvement of
representative users throughout the process (Nielsen
1993). In conjunction with this approach we used
iterative prototyping as this is described as a key
component for visualizing and evaluating design
solutions with the users (Goransson et. al. 2003). To
gather and refine the design requirements we used a range
of qualitative methods that included a focus group and
both structured and semi-structured interviews. The 12
selected subjects formally took part in the focus group,
and provided feedback through one on one interviews.

Figure 1: Phases of the Project
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Visual Imagery - The website should reflect the physical space
occupied by the school.
During the focus group, participants made significant references
to the local landscape. For example, the school building is “our
concept of place in a contemporary cultural environment.” Much
care was given to the various aspects of the landscape, both
animate and inanimate during the storytelling. For instance, the
“dust in the car park”, the “sign out the front” and the “flagpoles”
were referenced during the discussion.
Kinship - The website should make people feel part of an
extended family.
A number of the focus group stories revolved around the
relevance of kinship. One member went to the extent of
comparing the Wollotuka environment to “a family unit and not
like a school.” The members had clear notions of how this kinship
feeling works and benefits the community: “the members of
Wollotuka would make themselves available to help one another
if they were in trouble.”
Language - The website should use a lot of multimedia (visual
and spoken language) and be informal in style.
During the focus group a participant commented: “the website
needs to speak the message rather than have written text.”
Another confirmed this idea: “There needs to be more than just
writing about indigenous people, there needs to be elements that
identify Aboriginal people.” We must also show respect for the
elderly and for those members of the community who were not
able to read.
Humour - The website should capture the good humour and lightheatedness of the group. It should be a fun place to visit.
The stories in the focus group were noted for the humorous
content. For instance, when commenting on the design of an
Aboriginal website, one participant suggested “putting the name
‘Wollotuka’ up in pink neon lights across the top of the building,
like the ‘Hollywood’ sign, saying ‘Wollyworld is here’ with a big
arrow.”
Community feeling - The website should be an extension of the
community and make people feel welcome and supported.
Much emphasis was placed on the need for community spirit.
Participants remembered typical examples. One staff member
recalled large groups of people from Wollotuka going out
together. The group included lecturers from other faculties and
students. They would play a game of pool and have a meal.
People wanted to be a part of Wollotuka because of this
community spirit.
Traditional Activities - the website must showcase many
traditional activities, such as painting, music, dance and
ceremony.
Quite some time was spent on traditional activities. Significantly,
music, dance and ceremony were spoken of in relation to
creating life. Singing and dancing are related to community spirit
and also a fundamental to the sharing of Aboriginal knowledge.

Table 1: Cultural Themes from Focus Group
The design process contained three main phases (see
Figure 1). The initial requirements phase was used to gain
an understanding of pertinent cultural design issues and to
gather the initial expectations of the community. As part
of this phase a number of cultural design guidelines were
identified from literature (George et. al 2010). These
guidelines were later used to help inform design
decisions. The focus group, involving the 12 subjects in
our study was based on approaches from audience
ethnography and involved story telling (George et. al.
2011). The focus group was used to identify the key

cultural themes within the community and these are
summarised in Table 1.
Having identified potential design issues from the
literature review and appropriate themes from the focus
group we began the iterative prototyping phase.
Researchers in the project met to discuss possible design
features that would address the cultural requirements. The
researchers were already familiar with many technical
aspects of web design and implementation. Some initial
design features were chosen to be prototyped. These
prototypes were intended to act as props for gathering
feedback about the design features.
After the first prototype was built it was shown to the
subjects in the study who then provided feedback in oneon-one interviews. The interviews were semi-structured
to focus particularly on design aspects although they also
served to identify additional content information. For
example, what types of images should be used. After
considering this feedback the design features were refined
in a further prototype stage. Once again the subjects used
the prototype before providing feedback through one-onone interviews. After two prototyping stages a list of key
design features was finalised and these are described in
more detail below.
The third phase of the project was designed to evaluate
both the process we used and the design outcomes. The
results reported here form part of that design evaluation.

3

Key Design Features

The cultural requirements for the community were
expressed in ten key design features:
1. Simple structure and navigation
2. Location Map
3. Virtual Tour
4. Multimedia (video and sound)
5. Interactive Games
6. Community Links
7. Feedback Mechanism
8. Informal Language and Humour
9. Traditional Imagery and Ceremony
10. Indigenous Wiki

3.1

Simple structure and navigation

The first prototype was designed to be just a single
homepage with a very basic layout avoiding too many
links. Navigation was intentionally kept simple by using a
menu with only six items placed at the top of the page
(see Figure 2). It was intended that content of the page
was browsed by scrolling rather than through targeted
selection of menu items. The selected layout supports a
more holistic style of reasoning, one associated with
contextual, experience-based knowledge (Dong and Lee
2008).

3.2

Location Map

A navigable satellite image map was also included in
the design (see Figure 3). This design feature is intended
to reinforce the spatial location of the group, a need that
emerged quite strongly from the focus group. The identity
of the place and the ease with which someone could find
it were considered crucial in building the identity of the
institution. Spatial aspects like location have previously
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been identified as significant in aboriginal Indigenous
culture (Turk & Trees, 1998).

Figure 2: Prototype showing a simple menu, earthy
colours, handwritten fonts and informal language.

3.3

We also identified the need to provide a virtual tour of the
building and surroundings. Once again this was intended
to reinforce the landscape where the community is
situated. The tour was intended to encompass both the
building itself and the external grounds. The grounds
include a ceremonial site used by the community.
Geographical features are said to form the foundation of
Indigenous thinking (Auld 2007) and navigation by
images is preferred over navigation linked to words
(Williams 2002)
The results from the first prototype confirmed that this
virtual tour was a key requirement of the group. The
intention was to allow visitors to the site to experience the
landscape. For the second prototype the virtual tour was
expanded and as much functionality as possible was
situated within the building and surrounds. So navigating
the building became a navigation of the web site. We note
the success of a similar approach in a project called
‘Digital Songlines’, which represented traditional
Indigenous knowledge using a landscape metaphor
(Pumpa, Wyeld, and Adkins 2006).

3.4

Figure 3: Satellite Image map

Figure 5: Video Introductions
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Multimedia (video and sound)

The participants were unanimous in wanting
interactive images, “video, things happening, things
moving”, and not just images. This concurs with more
general cultural guidelines that recommend providing
multimedia rich environments rather than text-based ones
and also including a range of audio and visual media
(Buchtmann 2000, Fischer 1995). To achieve this we
include a number of interactive elements. In particular we
used video introductions from the academics in the school
(see Figure 5). These were situated within the building to
reinforce the connections with the location. Videos of
traditional elders were also used to introduce visitors to
the site.

3.5

Figure 4: Virtual Tour of Birabahn

Virtual Tour

Interactive Games

To provide further multimedia content, while addressing
the requirement that visitors to the website would see the
school as a fun place to study; we developed some casual
interactive games. Two games were included (see Figure
6). One was a simple puzzle game based on card
matching (Rosenzweig 2011 pp79-117). In this game
local wildlife and Indigenous art were incorporated as
elements into the game. Players scored points by turning
over two cards with matching images. A second, action
game, based on the traditional gameplay of “Asteroids”
(Rosenzweig 2011 pp239-262) was also included. In this
game traditional colors and imagery were combined with
informal language and humorous overtones. Instead of
avoiding asteroids hitting their space ship, players had to
ensure kangaroos did not crash into their ute.
These game elements were intended to provide a
strong message about Wollotuka being a “fun” place.
There was also a desire within the group to try and appeal
to the younger generation of visitors through elements
such as interactive games. Once again the need to provide
multimedia rich environments to encourage usage in
Indigenous sites has previously been described. (Fischer
1995, Buchtmann 1999)
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3.6

Community Links

Many of the design features can also serve to highlight
community and kinship. Traditionally, in an Aboriginal
community, family life and children always come before
individual pursuits (Gibb, 2006). This same theme was
identified in the focus group and also reinforced by the
feedback obtained during prototyping. For example, the
group consistently reinforced the need to use images that
represented both traditional elders and group images of
the students and staff connected to Wollotuka. The use of
familiar images depicting local scenes and people is a
recommended technique for reinforcing the concept of
community (Williams, 2002).
There was also a strong request to not only include
traditional elders but also other Indigenous role models
from sport and music. This met a concern that the site be
relevant across multiple generations of visitors. Images of
the entire cross-section of the community, from students
to faculty, both young and old were requested. Explicit
links to and for the broader community were also
included. These sites contained information of general
relevance for the Indigenous community (see Figure 8).
However, we note that many of these links might not be
considered relevant for a more traditional university
website.

3.7
Figure 6: Two interactive games incorporating
Indigenous images, informal language and humour

3.8
Figure 7: Community Links

Figure 8: Feedback Mechanism

Feedback Mechanism

During the design of the website we focused on a close
personal collaboration with group. This approach was
seen as essential to the outcomes of the project. We
wanted to ensure this sense of collaboration continued to
occur and was also extended to all users of the website.
Thus we incorporated a feedback mechanism into the
website (see Figure 8).
Even though this is a common element on many
websites we need to emphasize that it was considered of
special significance in this design. Consultation with an
Indigenous community has been recognized as a
continuous two-way process (AIATSIS 2000) and so a
feedback system was an important way to encourage the
sharing of ideas among the extended website community.

Informal Language and Humour

The importance of adapting language to local styles is
suggested for localization (Amara and Portaneri 1996,
Callahan 2005). In particular, Aboriginal students are said
to often prefer simple, “straight to the point” and easy to
read English (Gibb 2006). However, our choice of
informal language and humor (see Figure 2,5,6,8) is
somewhat at odds with the more traditional image
projected by university websites. Indeed there were some
disagreements within the group over the use of
“uneducated” phrasing and the simplified expressions that
were incorporated into the design. However, in general,
the sense of informality and fun associated with the
school were considered more important than the
reinforcement of academic reputation. Therefore the
intent in the design was always to keep the language very
informal and simple. This informality was reinforced by
the use of a casual, handwritten font.
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3.9

Traditional Imagery and Ceremony

The design incorporated custom dot images and earthy
colors that are strongly identified with traditional
Indigenous culture (see Figure 2). We are aware that
simple things, such as color, can affect the user’s
expectations and overall satisfaction (Barber and Badre
1998). Likewise, the focus group wanted to see
Aboriginal art on the website as it would immediately
identify the site as Indigenous. Other traditional elements
such as singing and dancing are often used to help teach
in the traditional Aboriginal society (Fischer, 1995).

3.10 Indigenous Wiki

Hofstede’s Cultural Dimensions

The power distance index is related to the extent that
power is distributed in the culture’s society. Higher
values indicate that power is exercised centrally from
above, while lower values indicate a more even spread of
power through all levels of society. In low power distance
cultures, there is less distinction placed on the position in
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Long-term
Orientation

4.1

Uncertainty
Avoidance

The original Hofstede model was composed of four
distinct dimensions that were said to categorize national
culture (Hofstede 2005). After some criticism derived
from a comparison of values for cross-cultural students
(Hofstede and Bond, 1988) a further dimension was
added (see Table 1). Thus five cultural dimensions were
defined:
• Power Distance
• Individualism
• Masculinity
• Uncertainty Avoidance
• Long-term Orientation.

Cultural
Group

Wollotuka

15

15

-5

18

-33

Australia
(Indigenous)

80

89

22

128

-10

Australia
(western)

36

90

61

51

31

Austria

11

55

79

70

Denmark

18

20

66

30

Ecuador

78

8

63

67

Greece

60

35

57

112

India

77

48

56

40

61

Japan

54

46

95

92

80

104

26

50

36

Netherlands

38

80

14

53

44

Sweden

31

71

5

29

33

United States

40

91

62

46

29

Malaysia

Masculinity

Hofstede’s Model

Individualism

4

Cultural Dimensions
Power
Distance

The intention of a wiki for knowledeg construction was
the most novel design element we tried to include in the
website. Much has been written about the need to
incorporate contemporary Aboriginal knowledge into
such projects and to stress the involvement of the
Indigenous people in the development of this knowledge.
The idea is that the user should be able to ‘perform
knowledge’. That is, to actively participate in knowledge
construction, rather than merely accessing and
manipulating what is provided (Pumpa and Wyeld 2006).
We had identified a similar requirement from our focus
group.
However, the whole question of how to represent and
evolve knowledge in an “Indigenous” versus “Western”
way proved a complex question that still requires more
investigation. While the wiki approach used in the first
prototype was thought to be a good idea, the text-base
interaction was perceived as complex and difficult for
non-technical users. To address this we expect a more
visual representation, much like a graphical Multi-User
Dungeon (MUD), which focuses on situated visual
objects, could provide a solution. A MUD provides an
extensible database of people, places and things that users
can interact with (Woodruff and Waldorf 1995). In the
scope of this project we did not develop this design
feature further.

a hierarchy. Management may be less revered and
equality of decision-making may be expected. This
extends to family situations were children are also treated
as equals.
The individualism measure relates to the way larger,
strong cohesive social groups function as opposed to
smaller individual and tight family groupings. This is also
described as individualism versus collectivism. We might
typically associate Asian cultures with a lower value of
individualism compared to western cultures such as
America and Australia, where personal pursuits tend to
override the achievements of the group.
The masculinity index is intended to estimate the way
roles are distributed between genders in the culture.
Female values were found not to vary greatly between
cultures while male attitudes did. In high masculinity
countries traditional distinctions between gender roles are
enforced. Value is often placed on social recognition,
competition and advancement. By contrast, in low
masculinity cultures, male and female attitudes, roles and
values can be very similar. Values surrounding quality of
life, modesty and equality are more prevalent.
The uncertainty avoidance dimension indicates the
culture’s tolerance for ambiguity and uncertainty.
Cultures that measure low on this dimension place less
emphasis on rules and regulations that attempt to enforce
certainty. They accept less structure and are more tolerant
of change.
The long-term orientation measure was added to the
Hofstede model to measure the cultural importance
placed on the future rather the past and present. Values
such as thrift and perseverance are associated with a high
long-term orientation while respect for tradition and
meeting social obligations are important values for
countries with lower measures on this index.
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Table 1: Measures on the five Hofstede dimensions
for a selection of cultural groups (Hofstede 2005).
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We do note that Hofstede’s cultural model is not
without criticisms, and some of these include the use of
an initial sample made up of employees from a single
company and then how well these relate to the national
culture as a whole (Sondergaard 1994). Callahan provides
a good review of this issue and the ongoing debate
surrounding Hofstede’s model (Callahan 2005).

4.2

Hofstede’s Value Survey

Hofstede’s cultural model was originally derived from a
survey of work-related values. The survey was completed
by staff working for subsidiaries of IBM across 50
different countries between 1967 and 1973 (Hofstede
2005). An improved version of the value survey was
made generally available in 1982 and many of the studies
using Hofstede’s work relate to this original survey.
In 1994, when the model was extended to include the
long-term orientation dimension the values survey was
also extended to include questions that measured values
related to this new dimension. Even though later studies
were carried out using this survey, data is not yet
available for some countries along the fifth dimension.
The values survey was again revised in 2008 and
questions related to two further dimensions were included
for research purposes (Hofstede et. al. 2008). These two
new values were related to self-effacement and
indulgence. In this study we used this 2008 version of the
values survey. It includes 28 Likert-scale questions, four
for each of the seven dimensions and a further six
questions that provide demographic information. Since
the latest two dimensions are yet to be correlated in the
model and little data exists in terms of web design we
will not consider them further in the study.
At the end of the project we surveyed the 12 subjects
directly involved in the study along with 9 additional
subjects that work at Wollotuka. Having completed the
survey we calculated the dimensions using the described
approach for the 2008 values survey (Hofstede et. al.
2008). This resulted in low scores on all five of the
Hofstede cultural dimensions. These calculated scores are
shown in Table 1 along with scores previously measured
or estimated for other national cultures. Note that scores
are typically scaled to fall between 0-100, although lower
and higher values are sometimes used when these
dimensions are estimated. We have also chosen not to
apply any scaling and thus negative values are shown for
two of the dimensions for Wollotuka.
Our sample size of 21 is at the bottom limit of the
recommend sample size for the value survey. We also
note that this survey is intended to measure national
cultural variations and not cultural differences between
smaller groups. Ideally we would only compare results
against similar schools from a university population
rather than comparing against results obtained from a
different employment sector, namely IBM employees. As
a result some caution must be applied in interpreting the
results in too quantitative a fashion. To address this we do
not assume a well-defined metric when comparing scores.
Rather we treat cultural dimensions in broad categories
ranging from low to high. Our group fall into the low
category for all five dimensions (see Table 2).
Having placed our group with low measures in each of
the five Hofstede dimensions we then compared our ten

key design features with expected results. To do this we
turned to previous studies that delineate the expected
design features for cultures with low scores in the power
index, individualism, masculinity, uncertainty avoidance
and long-term orientation dimensions. Table 2 shows a
list of low and high cultures for each of the Hofstede
dimensions. We have selected countries that feature in
previous studies (Callahan 2005, Dormann and Chisalita
2003). Table 2 also includes Australia, a previously
estimated value for an Indigenous group in the Northern
Territory and the results from the Wollotuka survey.
Score on Hofstede Dimension

≤ 20

[20,40)

Wollotuka
Austria
Denmark

Australia
Netherlands
Sweden

Wollotuka
Ecuador

Greece
Malaysia

Wollotuka
Denmark
Netherlands
Sweden

Indigenous

Wollotuka

Denmark
Denmark
Malaysia
Sweden

Indigenous
Wollotuka

USA
Australia
Sweden

[40,60)

[60,80)

≥ 80

Power Distance
Japan
USA

Ecuador
Greece
India

Indigenous
Malaysia

Denmark
Sweden

Indigenous
Australia
Netherlands
USA

Australia
Austria
Ecuador
USA

Japan

Individualism
Austria
India
Japan

Masculinity
India
Greece
Malaysia

Uncertainty Avoidance Index
India
Australia
Netherlands
USA

Austria
Ecuador

Indigenous
Greece
Japan

Long Term Orientation
Netherlands

India

Japan

Table 2: A list of low and high countries as measured
on the Hofstede cultural dimensions.

5

Design Features and Hofstede

A number of previous studies have used Hofstede’s
dimensions to examine cultural variations in web site
design. For example, a series of structural and linguistic
guidelines for each of the cultural dimensions have been
suggested (Marcus & Gould 2000). Using frequency
counts a set of design features for each of the Hofstede's
dimensions was identified in a study of 500 commercial
web sites across several cultures (Robbins and Stylianou
2002, Robbins and Stylianou 2010).
Hofstede’s model has also been explicitly used in the
study of university websites across cultures. A study of
university web sites found correlations between feminine
values and the masculinity index in the low masculinity
country of Netherlands and the high masculinity culture
of Austria (Dormann and Chisalita 2003). When Indian
and American university websites were compared
differences in the design were measured in the three
dimensions of uncertainty avoidance, individualism and
long-term orientation (Rajkumar 2003).
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Score on Hofstede Dimension

Power Distance
Less structured access to
information & shallow hierarchies.
Less focus on expertise, authority,
and official logos.
Fewer access barriers.
Photos of students.
Images of both genders.
(Marcus and Gould 2000)

Significant emphasis on social and
national order in symbols.
Access restrictions.
Photos of faculty.
Photographs of leaders and
monumental buildings
(Marcus and Gould 2000)
Images of monuments
(Ackerman 2002)

Images of public spaces and
everyday activities.
(Ackerman 2002)

Symmetrically designed sites
(Callahan 2005)

Individualism
Include socio-political
achievements
Emphasize history and tradition.
Emphasis on state of being.
(Marcus and Gould 2000)
Use of formal speech.
(Rajkumar 2003)
Images of groups and older people.
(Callahan 2005)

Frequent images of success.
Personal information.
Emphasis on action.
(Marcus and Gould 2000)
Frequent pictures of individuals.
Direct address.
Expression of private opinion.
Individual success stories.
(Rajkumar 2003)
Images of individuals & young.
(Callahan 2005)

Masculinity
Emphasis on visual aesthetics.
Support cooperation and exchange
of information.
(Marcus and Gould 2000)
Images of people, laughing, talking
or studying together.
(Dormann and Chisalita 2002)
Multiple choices.
Orientated toward relationships.
(Ackerman 2002)
Figurative images.
Black & white (two tone) images
Pictures of women.
(Callahan 2005)

Focus on task efficiency.
Navigation oriented toward
exploration and control.
Utilitarian graphics.
Interactive elements like games
and animations.
(Marcus and Gould 2000)
Emphasis on tradition & authority.
Frequent images of buildings.
(Dormann and Chisalita 2002)
Limited choices.
Orientation toward goals.
(Ackerman 2002)
Highly saturated colour images
Animated pictures.
(Callahan 2005)

Uncertainty Avoidance
More complex designs.
Variety of choices.
Long pages with scrolling.
(Marcus and Gould 2000)

Simple with clear metaphors.
Restricted amounts of data
(Marcus and Gould 2000)
Formal organization charts, rules,
regulations, extensive legalese.
(Rajkumar 2003)

Abstract images.
(Ackerman 2002)
Fewer links.
Vertical page layout.
Abstract images.
Pictures of students & people.
(Callahan 2005)

References to daily life.
(Ackerman 2002)
Horizontal page layout.
More pictures of buildings.
(Callahan 2005)

Long Term Orientation
Emphasis on allowing the user to
accomplish tasks quickly.
(Marcus and Gould 2000)
Few references to tradition.
Emphasis on current events.
Present clear strategic plans.
(Rajkumar 2003)

Emphasis on tradition and history.
Provide archives of early photos &
images of founders.
Make frequent references to the
distant future.
(Rajkumar 2003)

Table 3: A list of design features expected for low and
high values for each Hofstede cultural dimension.
Green items were confirmed in our study, while red
items are in disagreement with our outcomes.
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The most thorough study in this area examined the
similarities and differences between university websites
from eight different countries (Austria, Denmark,
Ecuador, Greece, Japan, Malaysia, Sweden, USA).
(Callahan 2005). Callahan’s study examined home pages
of 20 universities from each of the eight countries. These
countries were selected to represent low and high values
on each of the four cultural dimensions. The study looked
for correlations between the way specific design elements
were used and the four original Hofstede dimensions. We
have summarised the outcomes from each of these
previous studies in Table 3 by showing the expected
design features for low and high values on each of the
cultural dimensions. In the following section we compare
the own ten key design features in terms of these previous
expected results.

5.1

Power Distance Dimension

There are a number of good matches between our design
features and the expectations of cultures with a low
power index measure. These include the unstructured and
shallow navigation hierarchy of our design. The less
formal, authoritarian approach to layout and content is
also as expected and contrasts with the existing official
homepage. The types of images requested focus on public
spaces and include both genders. There was a request to
try and balance the use of both faculty and student images
and this contradicts the expectations for the preferred use
of student images. This might be explained by the
intention of the site to introduce staff members to
prospective students. This is accomplished through
videos of staff. Another contradiction to expectations is
related to the desire to emphasise Indigenous symbols, by
use of the Indigenous flag and recognised aesthetics
related to colour and abstract dot paintings.

5.2

Individualism

Again there were some good matches between our design
features and the expectations of cultures with a low
individualism measure. The emphasis on traditional
representations and ceremony in the design was
confirmed. There was also a request to include as many
community-based photos as possible, although there was
no strong preference for younger or older people but
rather that cross-generational images are equally
represented. Once again personal information of
individual faculty were part of the task requirements of
the site and the intention was that these be a less formal
more real world interaction. Individual success stories
were included with the very clear intent of providing role
models for younger people. The largest disagreement
between our own design and expectations was the use of
informal language on the web site. This was one design
feature that received much debate during the design
process. In the end the intention was to use this to make
the web site more generally accessible to the community
and less authoritarian.

5.3

Masculinity

The best two matches between our design features and
the expectations of cultures with a low masculinity
measure were the strong emphasis on simple aesthetics,
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namely the earthy colours and simple font. The overall
emphasis on community relationship building and
inclusive features such as the feedback are also predicted
by previous studies. However, there are also a number of
design features that have been suggested belong to high
masculinity cultures. These include navigation oriented
toward exploration, images of buildings, an emphasis on
tradition and interactive elements like games and
walkthroughs. The reason for including computer games
in the site was to appeal to a younger generation and
project an image of fun. The disparity with the other
features relate to fundamental ideas of knowledge
representation in Indigenous. This involves the
exploration of things in the context of places, including
landscapes and buildings in this case.

5.4

Uncertainty Avoidance

Our website featured a single long pages with scrolling.
This matches well with previous expectations for cultures
with a low uncertainty measure. Other features such as
the vertical page layout the use of abstract images and the
inclusion of community pictures involving students also
match expectations. However a few expected design
features are at odds with a low uncertainty avoidance
culture. For example, we might expect a more complex
design with a large variety of choices. By contrast the
simple, clear metaphors used in our design have been
suggested are more appropriate for cultures that score
high on this dimension.

5.5

Long Term Orientation

Long Term orientation is the least studied of the Hofstede
dimensions. There were no good matches between our
design features and the expectations of cultures with a
low score on this dimension. It is suggested that websites
for low scoring cultures will focus on fast efficient task
execution. However, our web site promotes a slower
explorative navigation by way of the interactive media.
There was also a strong preference in our design to focus
and highlight traditional practices. This is directly at odds
with expectations from literature.

6

Conclusion

Hofstede’s dimensions have previously been used a
number of times to analyse the impact of culture on web
design. In all these cases the websites were evaluated
blindly, with no specific knowledge about how culture
actually impacted on the design decisions. Our study is
therefore unique in that the design features were first
identified using a protracted ethnographic process that
was intended to capture elements that best represented the
culture of the group. It was at the conclusion of the
project that we measured the group’s cultural position
using Hofstede’s cultural dimension survey. This allowed
us to compare the actual outcomes in terms of the web
design with the expected outcomes as suggested by
previous work. The question we addressed was “For our
group, as positioned using Hofstede’s cultural
dimensions, do the identified design features match with
expectations that have been previously reported?”
The answer to this question was mixed. Our group
measured low on the five Hofstede dimensions and some
of our design features correlated well with expected

outcomes. The best correlations occurred on the power
distance index where the navigation, organisation and
image content conformed with expectations. However, a
number of contrary results were also found. In particular
the use of informal language with a low individualism
score and the focus on tradition with low a long-term
orientation.
As previous authors have indicated (Ess and Sudweeks
2005), while design features associated with the Hofstde
dimensions provide useful input to the cultural design
process they do not provide straightforward definitive
design solutions. Rather variations in individual groups
still need to be catered for in the design process.
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$EVWUDFW
The interaction with 3D scenes is an essential requirement
of computer applications ranging from engineering and
entertainment to architecture and social networks.
Traditionally 3D scenes are rendered by projecting them
onto a 2-dimensional surface such as a monitor or
projector screen. This process results in the loss of several
depth cues important for immersion into the scene. An
improved 3D perception can be achieved by using
immersive Virtual Reality equipment or modern 3D
display devices. However, most of these devices are
expensive and many 3D applications, such as modelling
and animation tools, do not produce the output necessary
for these devices. In this paper we explore the use of
cheap consumer-level hardware to simulate 3D displays.
We present technologies for adding stereoscopic 3D and
motion parallax to 3D applications, without having to
modify the source code. The developed algorithms work
with any program that uses the OpenGL fixed-function
pipeline. We have successfully applied the technique to
the popular 3D modelling tool Blender. Our user tests
show that stereoscopic 3D improves user’s perception of
depth in a virtual 3D environment more than head
coupled perspective. However, the latter is perceived as
more comfortable. A combination of both techniques
achieves the best 3D perception, and has a similar comfort
rating as stereoscopic 3D.
Keywords: stereoscopic 3D, anaglyphic stereo, 3D
display, head tracking, head coupled perspective



,QWURGXFWLRQ

In conventional applications, 3D scenes are rendered
through a series of matrix transformations, which place
objects in a virtual scene and project them towards a view
plane. The resulting 2D images look flat and unrealistic
because several depth cues are lost during the projection.
Two important examples of cues are binocular parallax
and motion parallax. These two depth cues are equally
relevant when perceiving depth in a 3D environment
Copyright © 2012, Australian Computer Society, Inc. This
paper appeared at the 13th Australasian User Interface
Conference (AUIC 2012), Melbourne, Australia, January 2012.
Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 126, Haifeng Shen and Ross Smith,
Ed. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

(Rogers & Graham 1979). Hence it is desirable to recreate them to enhance the realism and presence in 3D
scenes.
Binocular parallax is the difference of images seen by
each eye when viewing a scene, creating a sense of depth.
In electronic media, this can be re-created using
stereoscopic 3D (S3D) techniques, where different
images are presented to each eye through a filtering
mechanism. This is usually accomplished via 3D glasses
worn by the user, e.g. when viewing 3D movies in the
cinema. In computer applications there are several widely
available implementations of stereoscopy, namely
NVidia’s 3D Vision Kit (NVidia 2011) and customised
graphic drivers, such as iZ3D (iZ3D Software 2011) and
TriDef (Dynamic Digital Depth 2011).
Motion parallax is the difference in the positions of
objects as the viewer moves through the scene. When the
viewer moves in a straight line, objects further away
move less than those closer by. This effect can be recreated using a technique known as head coupled
perspective (HCP). However, there is currently no widely
available solution for implementing this enhancement in
the consumer market.
Another motivation for implementing HCP is the
relative costs of hardware. Typical implementations of
S3D require specialised glasses and monitors (Sexton &
Surman 1999). For example, the NVidia 3D Vision Kit
and the required specialised monitor capable of 120Hz
refresh rate costs over $500 (NVidia 2011). With HCP,
only a head tracker is required, which can be
implemented with a $30 web camera. This is not only
more affordable for general users, but web-cams are
already widely used for other applications, such as Skype
and social media, and are increasingly integrated into
display devices. Hence the majority of users would not
have to spend any additional money for such a set-up.
This paper presents a 3D display solution using
anaglyphic stereo and head coupled perspective using
cheap consumer level equipment. We investigate the
benefit of HCP and S3D for depth perception, confirming
some of the previous results in this area, as well as
coming up with new results. In addition methods of
integrating HCP with existing rendering engines are
presented, which will make this technology available to a
wide range of users.
Section 2 reviews previous work investigating the use
of S3D and HCP. Section 3 summarises virtual reality
and head tracking technologies relevant to the design of
our solution. Section 4 and 5 describe how we achieve
stereoscopy and HCP for general OpenGL applications.
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Section 6 evaluates our solution in terms of improving
depth perception and comfort. We draw conclusions in
section 7 and give an outlook on future work in section 8.
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The term fish-tank virtual reality (Ware et al. 1993) has
been used to describe systems which render stereoscopic
images to a monitor with motion parallax using head
coupled perspective. The original implementation relied
on an armature connected to the user’s head which is
impractical for widespread adoption. This approach to
VR was proposed as an alternative to head mounted
displays (HMDs) as it offers several benefits including
significantly better picture quality and less of a burden on
the user. The authors’ user testing found that pure HCP
was the most preferred rendering technique, although
users performed tasks better when both stereo rendering
and HCP were used.
Techniques that use cameras for head tracking to
prevent the need for the user to wear head-gear have been
also developed (Rekimoto 1995). The use of the vision
based tracking system over the physical one for head
tracking did not deteriorate the performance of the
system, despite the fact that the viewer’s distance from
the screen was not calculated. Face tracking was
performed by subtracting a previously obtained
background image and then matching templates to obtain
the location of the viewer’s face in real-time.
The above techniques rely on generating the
appropriate images frame-by-frame depending on the
position of the viewer. This makes them inappropriate for
presenting live-action media, which must be recorded
beforehand. Suenaga et al. (2008) propose a technique
that captures images for a range of perspectives and
selectively displays the one most appropriate for the
viewer’s position. This is however infeasible for video as
hundreds of images must be captured and stored for each
frame in order to support a large number of viewing
orientations.
Several methods have been developed to enhance the
quality of fish-tank VR. An update frequency of at least
40Hz and a ratio of camera-to-head movement of 0.75
have been found to provide the most realistic effect
(Runde 2000). A virtual cadre can also been employed to
improve the depth perception of objects close to or in
front of the display plane, while amplifying head
rotations can allow a viewer to see more of a scene which
improves immersion (Mulder & van Liere 2000).
Yim et al. (2008) found that head tracking was
intuitive when implemented into a bullet dodging game.
Users experienced higher levels of enjoyment during
game-play. The implementation used the Nintendo Wiiremote setup described by Lee (2008). One downside of
the setup is the sensor bar attached to the head, which was
cumbersome and received some negative feedback. This
highlights the importance of unobtrusive enhancement
implementations.
Sko and Gardner (2009) used the fish-tank VR
principal to augment Valve’s Source game engine. Head
coupled perspective along with amplified head rotations
were integrated as passive effects, while head movement
was also used to perform various in-game tasks such as
peering, iron-sighting and spinning. Stereo rendering was
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however not performed. User tests found that the
amplified head rotations “added life to the game and
made it more realistic”, while the concept of HCP was
liked by the users, limitations regarding the latency and
accuracy of the head tracking degraded the experience.
These findings suggest that head coupled perspective
is an important part of recreating a realistic scene in
virtual reality, and that it can improve spatial reasoning
and help users perform tasks quicker and more efficiently
(Ware et al. 1993). Therefore creating a method that can
reliably upgrade 3D computer graphics pipelines to
render fish-tank VR could have significant positive
impacts on visualizing data, computer modelling and
gaming without the need for expensive dedicated VR
equipment.
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Virtual Reality (VR) is a broad term that can be used to
identify technologies that improve the user’s sense of
virtual presence, or immersion in a virtual scene.
Complete immersion involves manipulating all the user’s
senses. Our research focuses on improving visual
immersion. Hence technologies such as interaction and
haptic and aural feedback will not be investigated.
Current VR display technologies are divided into three
main categories: fully immersive, semi-immersive and
non-immersive. Fully immersive systems, such as head
mounted displays (HMD) and CAVE, are known to
improve immersion into 3D environment (Qi et al. 2006).
However, they are implemented at high costs and with
cumbersome setups. With HMD it is impossible to
quickly switch between virtual reality and real life as the
user is required to wear some kind of head gear
(Rekimoto 1995). These disadvantages prevent
widespread adoption of such systems in everyday life.
Non-immersive VR presents the opportunity for
adoption in everyday situations because of their
unobtrusive design and availability of inexpensive
implementations. HCP and S3D techniques are classed as
non-immersive techniques because the user views the
virtual environment through a small window, usually a
desktop monitor (Demiralp et al. 2006). Table 1
summarises some common VR display technologies.
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&RVW
Low

Desktop

Non

Low

High

Fish-tank

Non

Medium

High

Low

Projection

Semi

Medium

Medium

Medium

HMD

Full

High

Low

Medium

Surround
(e.g.
CAVE)

Full

High

Medium

High

Table 1: Comparison of VR display technologies
(Nichols & Patel 2002).
Most VR displays are 2D surfaces. In order to
accurately represent a 3D scene, depth cues lost in the 3D
to 2D conversion process must be recreated. Several of
these cues can be represented in 2D images without
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special devices. Examples of depth cues emulated by
most modern graphics engines are distance fog, depth-offield and lighting and shading.
Motion and binocular parallax cannot be recreated
passively on standard display systems. However through
the use of head coupled perspective and stereoscopy these
cues can be artificially created.
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Stereoscopy refers to the process of presenting individual
images to each of the viewer’s eyes. When rendering
scenes with slightly different perspectives this process
simulates binocular vision. The differences in the
perceived images are used by the brain to determine the
depth of objects, a process known as stereopsis. The most
commonly available methods of displaying stereoscopy
are anaglyphs, polarised displays, time multiplexed
displays and autostereoscopic displays.
Anaglyphs encode the images for each eye in the red,
green and blue channels of the image. The user needs to
wear glasses that selectively filter certain channels. There
are several combinations of channels in use with the most
popular being red/cyan.
Polarised displays work by polarising the individual
images in different directions, while the user wears
glasses with polarised lenses which block the images with
the opposite polarisation. Time multiplexed displays
work by displaying the different images alternatively
while the glasses alternate which eye receives the image.
Autostereoscopic displays work by directing the images
from the screen to each eye using a surface covered in
tiny lenses or parallax barriers. Table 2 illustrates some of
the main differences between the technologies.


5HVROXWLRQ &RORXU



+HDG&RXSOHG3HUVSHFWLYH

Head coupled perspective (HCP) is a technique used to
emulate the effect of motion parallax on a 2D display.
HCP is implemented for 3D rendering applications by
projecting virtual objects’ vertices through the screen
plane to the location of the viewer. The point on the
screen plane that intersects the line between the object
and the viewer is where the object is drawn on the
display. This projection is typically performed through a
series of matrix multiplications with the object’s vertices.
Normally the view point is a virtual camera inside the
scene that corresponds to a static point in front of the
display. This however does not take into account the
motion of the user’s head, and so the projection becomes
incorrect when the user’s actual viewing position is
different to the assumed position. Figure 1 shows how
motion parallax causes an object to appear in a different
location on the screen when viewed from a different
position. HCP works by coupling the position of the
user’s head to the virtual camera such that the users head
movements in front of the display cause proportional
movements of the virtual camera in the scene. The ratio
of head-to-camera movement is referred to as the gain of
motion parallax and the value that gives the most realistic
effect varies from person to person (Runde 2000).
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Anaglyph

High

Poor

Low

Low

Polarized

Half

Good

High

Low

Shutter

High

Good

Medium

Medium

Autostereo

Half

Good

High

N/A

Table 2: Comparison of stereoscopic display technologies
(Fauster 2007).
Implementing stereo rendering is difficult to add
externally to the rendering pipeline as it requires draw
calls to be duplicated and selectively modified. For this
reason it was decided to use an existing program to add
stereoscopic rendering. The two programs that were
tested are the iZ3D driver (iZ3D Software 2011) and
NVidia’s 3D Vision driver (NVidia 2011). While this will
not allow fine-tuned control over the stereo rendering, it
ensures compatibility with the wide range of 3D displays
available. Care must be taken to ensure the external stereo
functionality does not interfere with the head coupling
technique. This will be accomplished by ensuring that the
algorithms implementing this functionality have different
entry points to the rendering pipeline (Gateau 2009).

Figure 1: Diagram illustrating how the correct projection
of a virtual object to a surface changes depending on the
viewing position.
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An adequate head tracker is needed for an effective
implementation of HCP. We therefore evaluated the
temporal error, spatial error and latency of head trackers.
Visual head trackers are most suitable for our research
because of their low hardware costs and unobtrusive
nature. A NZ$ 45 Logitech C500 web camera was used
with computer vision techniques, which extract the
position of the user’s head. The web camera operates at
VGA resolution of 640 by 480 pixels with 30 fps.
Implementing face detection and tracking from scratch is
very complicated if accurate and reliable tracking is
desired. Therefore, we evaluated the tracking
performance with and without anaglyph glasses of freely
available APIs, which can be integrated directly with as
little modification as possible.
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The FaceAPI library (Seeing Machines 2010) was first
evaluated due to the fast response and excellent accuracy
seen in Sko’s demonstration videos (Sko 2008). When
tested without stereoscopic glasses, the FaceAPI was able
to track up to 1.5m in range. It could also handle very fast
head movements and the latency was unnoticeable.
However, it encountered some difficulty when
tracking users wearing anaglyph glasses. In some rare
instances, the user’s face could not be detected at all. For
most of the time, the position of the eyes was shifted to
the lower edge of the glasses. This is shown in Figure 2,
where the yellow outline represents the predicted
positions of facial features. As the tracking with anaglyph
glasses is inadequate, the ARToolkit library was
investigated.

Figure 2: Inaccurate tracking with FaceAPI when
anaglyph glasses are worn. The predicted face positions
are indicated by the yellow outline.
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Fiducial marker tracking was found to be the most
suitable alternative because a paper marker is sufficient to
track 6 degrees of freedom. The marker can be attached
to the anaglyph glasses without affecting the user.
ARToolkit is a open source library designed to track
fiducial markers, such as ones shown in Figure 3
(ARToolworks 2011).

Figure 3: Example fiducial markers used with ARToolkit.
The library was able to detect fast motions and had
little latency. The main drawback was the restricted
distance range and marker size. Relatively large markers
are required for a good tracking range. With the limited
space on the anaglyph glasses, the maximum marker size
without additional installations was 3.5 cm by 3.5 cm. We
found that a 3.5 cm marker allowed reliable tracking up
to a distance of 60 cm. If the user moved further away the
tracking became jittery and unstable.
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The cause of the limitation was identified as the
template matching stage of the tracking algorithm
(ARToolworks 2011b). At long ranges, the inside of the
marker became too small to be successfully matched.
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An attempt was made to develop a simple marker tracker
with OpenCV (Willow Garage 2011). The tracker would
not need rigorous template matching because exact
marker identification is not necessary for head tracking.
Hence, detection of smaller markers is possible and the
range can be extended to fit the requirements.
The pre-processing stage performs image conditioning
and filtering operations. A bilateral filter was applied to
smooth the image while retaining the sharpness of the
edges. Histogram equalisation was used to increase the
contrast of the image.
Contours were extracted from an edge image created
using the Canny edge detector method. The thresholds for
the detector were changed dynamically to keep the
number of detected contours within reasonable range.
This was necessary to keep the processing time for one
frame roughly constant.
Squares were detected and stored with polygon
approximation technique. They are then normalised and
template matched with an empty pattern inside to
determine the likelihood of it being a valid marker. Two
of the most likely markers are used for pose estimation.
Some optimisation was performed to reduce the
computation time required. The region of interest of the
image was limited once the marker has been detected.
This is done assuming the marker does not disappear
instantly.
This algorithm was able to reliably detect stationary
markers up to a distance of 1.2 m. However, motion blur
and processing time were the two major problems which
caused faulty detections for moving markers.
The amount of motion blur from the webcam caused
the contours to break whenever the marker moved. Even
with the shortest exposure setting, the black edges of the
markers were smeared by the white regions surrounding
it. Different markers were tested but without any success.
Performance was another issue which prevented
further development of the marker tracker. Even with a
limited region of interest the total processing time for one
frame was 60 ms (see Table 3), which did not allow
smooth tracking with 30 frames per second.
We therefore found that the free version of the
FaceAPI is the most suitable software for implementing
HCP.
6WDJH
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Grab Image

1 ms

Pre-Processing

43 ms

Contour extraction

9 ms

Marker and pose extraction

3 ms

Total Execution

60 ms

Table 3: Execution times for each stage of the OpenCV
marker tracking algorithm.
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Stereoscopic 3D was implemented with the anaglyph
technique. This relies on colour channels to selectively
filter the image presented to each eye. The advantage of
anaglyph 3D is the cheap cost of hardware – no special
monitor is required and the coloured glasses costs
approximately NZ$1 per pair.
The OpenGL library has natural support for rendering
anaglyph 3D images with the glColorMask()
functions. The scene is rendered twice, once from the
correct perspective of each eye, to replicate binocular
parallax. The perspective corrections are performed
identically to HCP described in section 5. The difference
is that the scene is rendered once from each eye on
different colour channels and blended together.
Different colour combinations were tested to determine
the pair which gives the least amount of ghosting on the
screen. The ghosting occurs depending on the saturation
and hue of colour output with the monitor. Since this is a
hardware limitation, it cannot be fixed by making
adjustments on the screen or program.
The colour pairs tested were: red-cyan, red-blue, and redgreen. The red-blue gave the least amount of ghosting but
caused a shimmering effect because of the high contrast
between the two eyes. Red-cyan had the best colour but
also the most ghosting. Red-green was chosen as it had
only minor ghosting with minor shimmering.
Since the scene is rendered twice in every frame, care has
to be taken that the scene is not too complex and an
acceptable frame rate is achieved. The time delay
between the head movement and image update has a
significant effect on the user’s depth perception when the
delay is 265 ms or greater (Yuan et al. 2000). Most
graphics applications are designed to have a frame rate of
at least 30 frames per second. Hence this problem is
unlikely to occur in practice.
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In order to make HCP available to a wide range of users it
must be integrated into existing applications. Figure 4
shows the general layers of a 3D computer graphics
application. Modifying the source code of an application
or rendering engine or developing plug-ins is not an
option, since this solution is not general enough, adds a
high level of complexity, and requires suitable access
mechanisms. Since there are only two graphics libraries
commonly used on desktop computers, OpenGL and
Direct3D, it was decided to perform the integration at the
graphics library level.

Figure 4: Hierarchy of program libraries for a normal 3D
application.
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Since the integration is done at the library level where
source code is not available a technique known as
hooking was employed. This term refers to techniques
that intercept function calls made by another program.
There are two different ways of hooking, either statically
by physically modifying the program’s executable file
before it executes or by dynamically modifying it at
runtime. The second approach was chosen as graphics
libraries are frequently updated. This would be
problematic for static hooking as the library would need
to be modified every time an update occurs.
With dynamic hooking the hooking program consists
of three sections: the injection, interception and
application specific code. The injection part of the
program is responsible for getting the hooking program to
run in the target’s address space. The interception code
reroutes function calls within the program to the
application specific code. The last section is the code
specific to the application, in this case the head coupling
algorithm.
For the injection section CBT-style hooking is used
(Microsoft 2011). This type of hooking uses native
Windows functions to inject a dynamic-link library
(DLL) into the address space of processes which receive
window events. When the DLL is injected the operating
system invokes the DLLMain function which starts the
function interception.
Because the target OpenGL library is a DLL the
functions are intercepted by modifying the import
descriptor table (IDT) using the APIHijack library
(Brainerd 2000). The IDT maps the names of the
functions exported by the DLL to the address of their
code. Whenever a program tries to call a function from
the DLL it will first find the address of the function by
looking it up in the IDT. By changing the addresses in the
IDT to point to the modified functions, calls to the
original function can be efficiently redirected with almost
no overhead.
An alternative method for function hooking exists and
is called trampolining. This technique is more flexible
than modifying the IDT as it works for functions not in a
DLL, however there is more overhead as several
redirections are needed (Hunt & Brubacher 1999).
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Section 3.3 explained that the implementation of head
coupled perspective relies on modifying the perspective
transformation matrix. With OpenGL there are two
different rendering pipelines used, a fixed-function
pipeline and a programmable pipeline. Each of these
approaches uses a different method to load transform
matrices: in the fixed-function pipeline functions load the
matrices individually, while with the programmable
pipeline the matrices are combined by the program and
passed to OpenGL as a single transformation matrix.
Because of this modifying the projection transformation
in the programmable pipeline is very difficult. For this
reason only the fixed function pipeline was modified to
support head coupled perspective.
The functions used to load the perspective projection
matrix in the fixed-function pipeline are the
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glLoadMatrix functions and the helper functions
glFrustum and gluPerspective. With the
glLoadMatrix functions different types of matrices
can be loaded, not only projection ones. To ensure that
the head coupling algorithm is only performed on
projection transformations, the matrices loaded via
glLoadMatrix are checked to see if they match the
template shown in figure 5.
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Figure 5: Generic perspective projection matrix shown in
row-major format where y is the vertical field of view, r
is the aspect ratio, n is the distance of the near clip plane
and f is the distance of the far clip plane.
Projection matrices are also used for other applications
such as shadow mapping. In this case the projection
matrix must not be modified. In order to check the current
use of the projection matrix we assume that the main
camera projection is the only one that uses a non-square
texture buffer. This is based-on the assumption that the
application runs in full-screen mode, which usually
results in an aspect ratio of 4:3 to 16:9. Thus any
projection matrix with an aspect ratio of 1 bypasses the
head coupling algorithm.
Conventional perspective transforms use a virtual
camera position and camera field-of-view (FOV) and
aspect-ratio to determine how the scene is projected. With
head coupled perspective the projection is determined by
the head position and the position and size of a virtual
window. While the head position is determined
automatically, some method is needed to convert the
virtual camera specified by the application to a virtual
window. As the virtual camera corresponds to an
assumed head position a simple mapping is done where
the virtual monitor is mapped at the same distance and
size from the virtual camera as the real monitor is from
the normal viewing position. Figure 6 illustrates this
relationship.
This approach however has some disadvantages, one
being that this does not always produce good results as
the scene can be at an arbitrary scale. For this reason the
mapping parameters can be changed at runtime by the
user to make the mapping more realistic. Another
disadvantage is that zooming does not work in the
application as the virtual camera’s FOV is ignored. Also
applications tend to have a large FOV so the user can see
a large portion of the virtual world, but this process
significantly reduces the effective FOV giving the
illusion of tunnel vision. These are inherent disadvantages
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with using a correct perspective projection. One potential
way to get rid of them would be to use a hybrid approach
that uses an approximation of head coupled perspective
with conventional virtual camera projection.

Figure 6: Diagram illustrating the initial mapping
between the virtual camera and window compared to the
physical viewer and monitor
The above described mapping process is performed
whenever the loading of a valid projection matrix is
detected. Using the calculated virtual monitor we create a
new projection matrix, which is loaded instead of the
original one.
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A user study was performed to determine the
effectiveness of the implemented HCP and S3D
enhancements. Previous work using a customized set-up
reported significant improvements in speed and accuracy
when performing a tree tracing task with enhancement
(Arthur et al. 1993). In that work a head tracking
armature was used, while shutter glasses (with a
significant amount of cross-talk) were used for S3D. This
is significantly different from the vision-based head
tracker and anaglyph 3D used in our evaluation.
There has been no recent study comparing the
effectiveness of HCP and S3D enhancements directly.
Hence, it is worthwhile to investigate whether the
enhancements have different effects on users with our
newer, cheaper, and less obtrusive technology.
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An OpenGL test application was written for testing and
recording depth perception in a virtual 3D environment.
The scene was adapted from Marks (2011), who tested
HCP for use in a virtual surgery simulation system. The
test scene consists of 4 square plates inside a box as
illustrated in Figure 7. The plates were about 9 units wide
and 1 unit thick. Participants had to determine the plate
closest to them using the available depth cues. This was
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Table 4: Depth cues available in each set-up of the user
test.
A set of pilot tests were performed with 5 participants
and several problems were found with the initial test
scene. Shading of the plates affected the subjects’ depth
perception. For some configurations the chosen lighting
options resulted in the lower edges of the plates and the
background having very similar in colour, which made it
difficult to judge size. All of these problems were fixed
before beginning the user study.

1.0
0.9

Size, motion parallax &
binocular parallax

0.8

Size & binocular parallax

0.7

S3D
HCP & S3D

0.6

Size & motion parallax

0.5

HCP

0.4

Size
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The user study had 13 participants aged 18 to 24 years
old. All of them were university students. The majority of
participants had previous experience with conventional
3D applications, most commonly with Blender, CAD
tools and/or computer games. 10 users had experienced
S3D at least once from either 3D movies or comic books.
None of the subjects had prior experience with head
coupled perspective systems.

Fraction of Selections Correct
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(QKDQFHPHQWV
No Enhancement

The user study was performed with a Dell 2009W
monitor and Logitech C500 webcam in a shared computer
laboratory. Users were required to sit down while using
the application.
Before beginning the test, each participant was given a
briefing of the experiment. A pre-test questionnaire was
completed to determine the amount of prior experience
with the HCP and S3D enhancements.
Each participant had to do use the application with the
four different set-ups in random orders. A training scene
at the beginning of each phase enabled users to become
familiar with the controls and enhancement. During
training users were given feedback on their selections (i.e.
whether their choice was correct). The recording phase
began when the participants felt competent at completing
the task at a relatively fast speed.
After completing a task participants had to answer a
questionnaire. For each task the amount of discomfort,
realism of the technique and perceived ease and accuracy
of performing the task were assessed with 5-point Likert
scale. Open ended questions assessed the depth cues and
users were allowed to give general comments regarding
the test. After completing the tests for all four set-ups, the
comfort, preference, and perceived effectiveness and
ease-of-use were ranked for each enhancement.

0.2

Selection of the closest plate was made by using keys
'1', '2', '4' and '5' on the numerical keypad, which
corresponded to the layout of the plates on screen. Users
were allowed to provide a "don't know" answer by
pressing the '0' key.
The application recorded the participant’s choice and
the ordering of the tiles to determine the accuracy of the
user’s response. The reaction time was determined by
recording the time elapsed between the display and
selection of plates. In addition the length of time that
head tracking was lost during each test was recorded in
order to prevent distortion of the results.
Different depth cues were available in each set-up as
shown in Table 4. Note that in order to isolate the
measurement of the effect of binocular and motion
parallax, most depth cues normally present in a 3D scene
had been intentionally removed. The scene shown in
Figure 7 uses size as the only depth cue for the “no
enhancement” set-up.

6HW8SDQG0HWKRGRORJ\

0.1

Figure 7: Screenshot of the user study application with
the "no enhancement" set-up.
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repeated 50 times using 4 different set-ups: no
enhancement, HCP, S3P, and HCP & S3P. For each setup the difficulty was progressively increased by linearly
decreasing the maximum difference of depth between the
plates from 10 units to 3.3 units.

No Enhancement

HCP

3D

3D & HCP

Figure 8: Bar plot of the percentage of times where the
closest plate was correctly identified. The overlayed
interval represents the 95% confidence interval.
The results of using the four set-ups for testing the
accuracy of depth perception are shown in Figure 8. All
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enhancements provided improvement in the accuracy of
depth perception. Combining HCP and S3D resulted in
the highest number of correct answers (98.8%). For S3D,
HCP and no enhancement the number of correct answers
was 93.3%, 78.4%, and 62.9%, respectively. In the
combined enhancement test, subjects reported that they
found it easy to use S3D to determine depth when the
difference between plates is large, while HCP was most
useful when the difficulty increased.
When compared to Arthur et al. (1993), HCP and S3D
still provided a general improvement of depth perception
accuracy. In our case the S3D result is significantly better
than for HCP, which is the opposite of the findings
reported by Arthur et al. We hypothesise that the
following factors could have led to this difference:
x Our vision based tracker has a higher latency and less
sensitivity than the armature tracker used by Arthur
et al.
x The effectiveness of S3D and HCP depends on the
chosen application.
x Our anaglyph S3D has less crosstalk, which makes it
more beneficial than the old shutter technology.
Unfortunately we did not have access to the equipment
used by Arthur et al. and to their software. This prevented
us from performing more research into the reasons for the
disparity between the results. An important conclusion we
can draw, however, is that the benefits of S3D and HCP
depend on the chosen implementation and use case.

15000



1 (None)


42%

2 (HCP)

50%

3 (S3D)

25%

42%

4 (HCP & S3D)

25%

42%


67%

67%

42%

50%
25%

50%

Table 5: Pairwise comparison of comfort ratings. The
values indicate the proportion of users who found the row
enhancement was more comfortable than the column
enhancement.
Table 6 shows a pairwise comparison of participants’
preference for completing the given task using different
set-ups for depth perception. Very few users preferred the
no enhancement option. HCP and S3D rated about
equally well, and HCP & S3D combined received the
highest ratings and was preferred over all other options
by the majority of participants.


1 (None)


8.3%

83.3%

3 (S3D)

83.3%

50%

4 (HCP & S3D)

75%

66.7%

10000

2 (HCP)

8.3%

16.7%

41.7%

25%
8.3%

66.7%

Table 6: Pairwise comparison of preference of enhancements. The values indicate the proportion of users who
found the row enhancement to be more preferable than
the column enhancement.

0

5000

Reaction Time (ms)

(QKDQFHPHQWV

(QKDQFHPHQWV

No Enhancement

HCP

3D

3D & HCP

Test

Figure 9: Box plot of the task completion times for each
set-up.
The task completion time for each set-up is shown in
Figure 9. The median task completion time when using
HCP is approximately twice of the time when using no
enhancement. This can be attributed to the physical
movement required for HCP. Conversely, S3D was
fastest because no movement was required. When using
both HCP and S3D the majority of participants used S3D
at the beginning, and then switched to HCP when the task
got more difficult, i.e. depth differences decreased. Hence
the recorded time is only slightly longer than for S3D.
Table 5 shows a pairwise comparison of how
comfortable participants perceived the different set-ups.
Using no enhancements received the highest comfort
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rating, whereas S3D received the lowest comfort rating.
This can be attributed to the discomfort of wearing a
physical device. More importantly, most users
complained about colour fatigue after performing the
S3D tests. Interestingly HCP was perceived as more
comfortable than no enhancement. One reason might be
that users only had to use head motions when displayed
configurations were ambiguous, whereas in simple cases
size was sufficient to give the correct answer.

In summary S3D provides the best depth perception.
Both accuracy and task completion time was better than
for HCP. In terms of user comfort HCP is favoured over
S3D. Colour fatigue is a major drawback of anaglyph
S3D and usually occurred after only around 10 minutes.
Most real world 3D applications require considerable
longer interaction times. Overall the combination of HCP
and S3P was preferred, mostly because of its superior
depth perception. Although HCP had a lower
performance than S3D, it is still able to offer a
considerably improved depth perception with no negative
effect on user comfort. HCP is hence the most viable
solution for applications requiring improved depth
perception during protracted tasks.
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We added HCP to the popular 3D modelling and
animation tool “Blender”. An example of the thus
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achieved effects is illustrated in Figure 10. The addition
of HCP dramatically improves depth perception and
perceived realism. Several limitations exist and we made
the following observations:
x The modifications described in section 5 currently
only affect the display routine. Interaction with
objects, such as selecting vertices, does not work
correctly when the head position changes.
x Blender only updates the view when the displayed
scene changes. Head movements are not detected by
Blender itself and hence redisplay must be initiated
manually.
x HCP will be rendered in any perspective view (but
not orthographic view). Hence the traditional 4-view
layout works as expected with the addition of HCP
for the perspective view.
x If a display window is not full-screen and not
centred, then the view projection is incorrect since
we assume that the user is seated in front of the
centre of the display window. This is, however,
barely noticeable when using only one display
window.
x When using more than one active perspective view
they are all rendered with the same head offset.
Ideally we would like to adjust the head offset
depending on the user’s position relative to the
display window’s position on the screen.

Figure 10: The effects achieved by integrating HCP into
the modelling and animation tool “Blender”.
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Head coupled perspective is a viable alternative to
stereoscopy for enhancing the realism of 3D computer
applications. Both head coupled perspective and
stereoscopy improve a user’s perception of depth in a
static environment. Our testing showed that head coupled
perspective is slightly less effective than stereoscopy.
However, we believe that HCP can become more popular
in future due to its simple implementation and high
comfort rating, especially for time-consuming tasks. A
key requirement will be the development of technologies
for adding HCP to existing applications and media,
without necessitating modifications.
Integration with the OpenGL library has been
accomplished using hooking. We demonstrated the
concept for the popular modelling tool Blender. The
application worked well for exploration tasks in fullscreen mode. However, problems exist when using
smaller windows and when interacting with the scene,
such as selecting objects. In addition the possible field-ofview is constrained. These shortcomings need to be
overcome before the technique can be used in a wider
range of applications.
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Future work will improve the integration of our
technology into the programmable rendering pipelines of
both Direct3D and OpenGL. This would allow for head
coupled perspective to be used in a much larger range of
applications. To do this more sophisticated ways of
isolating the projection matrix would need to be
developed as the transformation matrices are typically
pre-multiplied inside the application. The current
integration method also breaks mouse input, as the mouse
picking no longer uses the same projection as what is
used to render the scene. Further research is needed to
determine if a solution to this is possible with the current
integration approach.
We also want to develop better algorithms for
mapping from the application’s virtual camera to a virtual
window. This would greatly improve the usability of
applications that require a large field-of-view, such as
first-person shooters, and also require less calibration by
the end-user to get a realistic effect.
Further testing needs to be done to determine how the
performance benefits from stereoscopy and head coupled
perspective change depending on the type and difficulty
of the task being evaluated. It would also be interesting to
determine how user preferences change when taking into
account cost and rendering performance penalties. In
addition testing needs to be performed using static and
dynamic environments, and a direct comparison with
other technologies is required.
Another major area for future research is adapting the
head coupling algorithm so that it works with prerecorded media such as film and television, not just 3D
computer applications. Limited 3D information suitable
for this can be extracted automatically from 2D frames
using the algorithm by Hoiem et al. (2005).
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Abstract
An increasing number of computer applications require
complex 3D environments. Examples are entertainment
(games and movies), advertisement, social media technologies such as “Second Life”, education, urban planning, landscape design, search and rescue simulations, visual impact studies and military simulations. Many virtual
environments contain thousands of similar objects such
as characters, trees, and buildings. Placing these objects
by hand is cumbersome, whereas an automatic placement
does not allow sufficient control over the desired distribution characteristics. In previous work we presented a
prototype for a sketch-based model-by-example approach
to generate large distributions of objects from sketched example distributions. In this paper we present an improved
algorithm and we perform a formal user study demonstrating that the approach is indeed intuitive, effective, and that
it works for a large number of regular, irregular and clustered distribution patterns. Remaining limitations related
to Gestalt and semantic concepts are illustrated and discussed.
Keywords: sketch-based modeling, sketch-based interface, crowd modeling, texture synthesis, mass-spring system
1

Introduction

The use of virtual environments (VE) is expanding rapidly
and applications range from entertainment (games and
movies), to education, social media (e.g., “Second Life”),
architecture, engineering, and urban design and planning.
Creating virtual environments can be a time-consuming
process, especially when modelling scenes containing
thousands of similar objects such as characters, trees, and
buildings. Such aggregations of objects are, however, necessary to make computer generated scenes look natural
and visual attractive. Placing objects individually is cumbersome, whereas using statistical models, such as regular
or random patterns, does not give the user sufficient control and often looks artificial.
In previous work we showed that a model-by-example
technique using sketch input is a promising approach
to rapidly generate crowds (Guan & Wünsche 2011).
Sketching provides complete freedom over the input, encourages creativity (Gross & Do 1996), and facilitates
problem solving (Wong 1992). Large point distributions
are defined by sketching the outline of the domain of the
distribution (e.g., boundary of a forest) and then sketching a small example distribution, which is replicated over
c
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the domain using a combination of texture synthesis and
proprietary techniques.
The technique allows the generation of a large number of different outputs, but suffers from several shortcomings, especially regarding the synthesis of clustered distributions. Also no user study was performed to confirm that
the method is indeed effective in practice. In this paper
we present a novel physical-based technique for optimising clustered distributions, while maintaining the characteristics of the original input. A user study confirms that
the technique is intuitive, effective, efficient and fun.
In the following discussion we use the term “crowd”
to mean any aggregation of objects, e.g., a forest (trees),
herd (animals), village (residential buildings), or city
(skyrises).
Section 2 reviews the literature in this field. Section 3
presents design requirements and our previously published algorithm for crowd modelling. Section 4 presents
a new algorithm for synthesising clustered distributions
and section 5 gives implementation details. The algorithm
is evaluated in section 6 using experimental results and a
user study. We conclude the paper with section 8, which
also gives an overview of future work.
2

Literature Review

A large number of mathematical methods exists for creating point distributions. Most of them are concerned
with creating random distributions with certain statistical
properties. For example, Poisson Disk sampling patterns
are popular in the graphics community, e.g., for rendering
and illumination (Jones 2006), because they have minimal low frequencies and no spikes in the power spectrum.
Quasi-Monte Carlo methods are popular in problems involving integration, such as global illumination (SzirmayKalos 2008) and area computation of point-sampled surfaces (Liu et al. 2006). Near uniform distributions with
user defined characterisatic, such as alignment with a vector field, can be created using diffusion-advection equations (Botchen et al. 2005).
The literature offers much less references regarding
point distributions for object placement. Many applications define the positions of large groups of objects using application specific physically or statistically motivated techniques, similar to the ones explained above.
The popular landscape synthesis tool “Terragen” uses environmental parameters and directional controls to modify a fractal noise texture specifying the location of vegetation (Planetside Software, 2006). Procedural methods have been used for city simulations (Greuter et al.
2003). Diffusion-advection equations are useful for timedependent processes with distance constraints such as
traffic patterns (Garcia 2000). Bayesian decision processes (Metoyer & Hodgins 2004) and the partial differential equations have been used to describe local and
global behaviour patterns of crowds (Treuille et al. 2006).
Crowd behaviour, based on a given initial position, can be
simulated using an agent-based method (Reynolds 1987,
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Funge et al. 1999, Sung et al. 2005, Massive Software
2009).
Professional crowd simulation tools usually offer interfaces for randomly generating crowds over a user defined
domain by specifying the size and/or density of characters (WorldOfPolygons.com 2006). A spray interface for
distributing grass, trees and other objects over a terrain has
been presented by van der Linden (2001).
3

the original algorithm, and the synthesised point distribution represents the location of all synthesised clusters. The
generation of individual clusters is then performed as described in (Guan & Wünsche 2011). A flow chart of the
resulting improved algorithm is shown in figure 1.

Crowd Modelling Prototype

In previous research we designed a prototype for sketchbased crowd modelling (Guan & Wünsche 2011).
3.1

Requirement Analysis

The solution was motivated by an analysis of crowds in
photographs and by a user study. The evaluation showed
that most crowds can be characterised by the shape of their
domain and their distribution pattern. Most patterns could
be divided into three classes: random, regular and clustered. Within each class there is an infinite number of
different distribution patterns, e.g., a regular distribution
can be a rectangular grid, or a more complex repetitive arrangement. In either case the pattern can be completely
regular or have different degrees of jitter in it.
Our analysis showed that a feasible way to define a
large variety of crowds and collections of objects is to define its domain and an example distribution. The program
must be able to differentiate between different types of
distributions, such as regular, irregular and clustered, and
must be able to replicate the characteristics of any such
pattern without merely repeating it.
3.2

Design

Our original solution (Guan & Wünsche 2011) allows
users to sketch a domain and a sample distribution using dots or short strokes. The sketched example distribution is analysed using a k-means++ algorithm (Shindler
2008) and Euclidean shortest spanning tree to determine
the number of clusters in the user’s input. If the user input
contains only one cluster then we determine whether it is
regular or stochastic by analysing the distribution of edges
of a Euclidean shortest spanning tree.
For a regular input distribution we choose the smallest enclosing square and use the thus created texture image as exemplar for a Wang tiling texture synthesis algorithm (Cohen et al. 2003). We found that this algorithm
preserves structures in the input texture well. For irregular distributions we choose the exemplar texture analogously, but then apply a Chaos Mosaic algorithm (Guo
et al. 2000).
For a clustered input we compute the mean and standard deviation of the size of all clusters and of the distances of the points in them to the respective centers. We
then generate new clusters based on these probability distributions. The clusters are then randomly placed subject
to a minimum distance criterion.
The synthesis of clusters does not preserve the characteristics of the user input. For example, we are unable to
replicate uniformly spaced clusters. If the user input contains randomly distributed clusters, then the synthesised
result might still not look realistic, since the power spectrum of the synthesised cluster positions can vary dramatically from the exemplar.
4

Cluster Synthesis

The above described algorithm suffers from a poor synthesis of clustered input. In order to find a solution we
observe that we can replace clusters with their centroids.
The resulting point distribution can be used as input for
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Figure 1: Flowchart of the improved algorithm for sketchbased crowd modelling.
Note that in theory an example input can contain clusters of clusters, e.g., the soldiers in an army can be arranged in, say, n × m large groups, where each large group
contains k × l small groups, and each small group has soldiers standing in a grid like patterns. Such cases could be
resolved by recursively applying the above algorithm, but
since this case neither occurred in our user studies nor in
our evaluation of image data bases, we did not implement
this generalisation.
The above method does not put any constraints on the
distance between clusters. As a result it is possible that
cluster positions are synthesised such that clusters overlap and appear as one big cluster. This situation must be
avoided, since the resulting distribution does not reflect
the properties of the example input and hence looks unintuitive. The situation is illustrated in figure 2.

Figure 2: Left: Example point distribution (black dots)
and the corresponding cluster centres (red dots) and
bounding circles (red). Right: A hypothetic synthesised
distribution where two cluster centres are too close resulting in overlapping clusters, which are perceived by users
as one uncharacteristically large cluster.
4.1

Cluster Optimisation

In order to improve the synthesised clusters we need to
find a solution which assures that cluster centres are at
least a distance dminClusters apart. In the examples in this
section we set dminClusters to the diameter of the largest
cluster. This setting is good for illustration purposes, but
does not result in a clear visual differentiation between
clusters. We hence recommend to use in practice for
dminClusters at least 1.5 times the largest cluster diameter.
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Figure 3: An irregular distribution of cluster centres (black dots) and the corresponding cluster sizes (red circles) and
Delauney triangulation (blue lines). (a) The original configuration. (b) The result of applying a traditional mass-spring
system where the rest length of each spring is the maximum of the original edge length and the cluster diameter. (c) The
result of applying our modified mass spring system.

Figure 4: A jittered regular distribution of cluster centres (black dots) and the corresponding cluster sizes (red circles) and
Delauney triangulation (blue lines). (a) The original configuration. (b) The result of applying a traditional mass-spring
system where the rest length of each spring is the maximum of the original edge length and the cluster diameter. (c) The
result of applying our modified mass spring system.
A naive approach shifting clusters until they don’t
overlap could significantly change the distribution pattern
generated by the underlying texture synthesis method (see
figure 1). We optimise cluster positions using a massspring system. Cluster centres represent the mass points
of the mass-spring system, whereas the springs are given
by the edges of the points’ Delauney triangulation. Examples are given in part (a) of figure 3 and 4.
All springs are given the same spring constant
kstandardSpring . If the springs’ rest lengths are equal to the
corresponding edge lengths of the Delauney triangulation,
then no forces are generated and the system is in balance.
We set a spring’s rest length lrest to:
lrest = max(ledge , dminClusters )
where ledge is the length of the corresponding edge in
the Delauney triangulation and dminClusters is, as explained
above, the desired minimum distance between clusters.
If the distance between two cluster centres is smaller
than lrest then a force is generated which pushes them apart
(see section 5). The result of applying this algorithm to the
configuration in part (a) of figure 3 and 4 can be seen in
part (b) of those figures.
Two problems can be observed:
• Clusters are still overlapping.

• Some points shift significantly from their original position, which changes the appearance of the pattern
generated in the synthesis step. For example, the pattern in figure 4 (b) does not anymore look like a regular grid.

The cause of these problems is that spring forces change
linearly with length changes from the rest length. It is
not possible to specify that some position changes, e.g.,
in order to avoid cluster overlap, are more important than
others.
4.1.1

Non-Linear Springs

In order to overcome the problem of overlapping clusters we use non-linear springs, where the spring force
increases dramatically if the spring length is less than
the desired minimum cluster distance dminClusters . This is
achieved by computing the current length l of a spring and
increasing its spring constant kstandardSpring by a factor f ,
if l < dminClusters .
The physical interpretation of this modification is illustrated in figure 5: Given are two points connected by a
spring with length lrest and spring constant kstandardSpring .
Moving the points apart results in a force pulling them
together (b), whereas pushing the points closer together,
results in a force pulling them apart (c). If the distance between the points is less than dminClusters then the spring is
replaced with one of equal length, but with a much higher
spring constant f ∗ kstandardSpring . The result is a spring,
which is relatively easy to extend or compress down to
a length of dminClusters , but very difficult to compress any
further than this.
4.1.2

String-Springs

In order to prevent large movements away from the original cluster positions we record the position of cluster cen-

71

CRPIT Volume 126 - User Interfaces 2012

5

Implementation Details

We have implemented the above described algorithms using Microsoft Visual C++ and OpenGL. So far we have
only integrated the generation of sketched tree objects
with our crowd generation software.
5.1

Figure 5: Physical interpretation of a non-linear spring:
Two points are initially connected by a spring with rest
length lrest and spring constant ksmall (a), resulting in moderate forces resisting an extension (b) or compression (c)
of the spring. If the distance between points is less than d
then we replace the spring with a new one, which has the
same rest length, but a much higher spring constant klarge .
The result is a spring, which is relatively easy to extend
or compress down to a length of d, but very difficult to
compress any further than that.
troids and connect them with springs to the current position. We want to achieve that cluster centroids can move
from their original position by a distance of dmaxO f f set , but
any further movement should be very difficult.
We achieve this behaviour using a new concept we
term string-spring. A string-spring can be physically
imagined as a string of length dmaxO f f set /2 connected to
a spring with a rest length of dmaxO f f set /2. An example
is given in figure 6 (a). As long as the two points connected by the string-spring are less than dmaxO f f set apart
no force is generated since the string can compensate for
any position change of the spring, i.e., the spring is never
compressed (figure 6 (b)). However, if the two points
are moved further than dmaxO f f set apart, then any amount
above this threshold results in an extension of the spring
and a force pulling the two points together (figure 6 (c)).

Mass-Spring System

The mass-spring system is implemented as a special case
of a particle system, where the n particles are the cluster
centroids. Each particle Pi has a position xi , velocity vi ,
acceleration ai and applied Force Fi .
The applied force at any time is given by the sum of all
spring forces connected to that particle. If two particles Pi
and Pj with positions xi and x j , respectively, are connected
by a spring with rest length li j and spring constant ki j , then
the resulting force is given by Hookes Law:
Fi j = −ki j (|xi − x j | − li j )

xi − x j
|xi − x j |

The second term represents the difference between the
current length and the rest length of the spring, and the
third term is a unit vector expressing the direction of the
resulting force. In our mass-spring system the term Fi j is
added to the total force acting on particle Pi , and the term
−Fi j is added to the total force acting on particle Pj .
The spring constant is kstandard , but increases to f ∗
kstandard if the distance between two particles falls below
dminClusters . For the string-springs we compute the distance between the original and current particle position. If
the distance is higher than dmaxO f f set then we apply equation 5.1 with a spring constant kstringSpring .
The constant f ∗ kstandard must have the highest value,
since non-overlapping clusters are most important. The
constant kstringSpring must be much larger then kstandard in
order to avoid large displacements of cluster centers. We
use:
kstandard = 1.0
f = 80.0
kstringSpring = 30.0
5.2

Numerical Solution

The above mass-spring system results in a physical simulation where particle positions change over time. We are
interested in its steady state solution, i.e., where the sum
of all forces acting on particles are zero. In order to get a
unique solution two requirements must be fulfilled:

Figure 6: A string-spring can be physically imagined as
a string of length d/2 connected to a spring with a rest
length of d/2 (a). If the two points connected by the
string-spring are less than d apart no force is generated,
since the string prevents compression of the string (b). If
the distance exceeds d, then any amount above this threshold results in an extension of the spring and a force pulling
the two points together (c).
The results of applying our improved mass-spring system to the configuration in part (a) of figure 3 and 4 are
shown in part (c) of those figures. It can be seen that in
contrast to the application of the original mass-spring systems (part (b) of the figures) the clusters do not overlap
and that the overall distribution pattern has a higher resemblance with the original one. This is best illustrated
by figure 4, where both image (a) and (c) look like a regular grid with some jitter, whereas image (b) looks slightly
random.
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• We need a fixed point of reference. This is achieved
by computing the convex hull of all particle positions
and fixing the positions of all points on the boundary
of the convex hull. Points less then dminClusters apart
from an already fixed point are not fixed (since we
want them to move apart).
• We need to introduce a damping term to prevent the
system from oscillating. The damping term will remove kinetic energy and thus enable the system to
reach a steady state.
The final mass-spring system is described by the set of
equations
Fi = mi ∗ ai = −kxi − cvi

i = 1, . . . , n

where Fi is the sum of all spring forces acting on particle
Pi and c is the viscous damping coefficient, which we set
to 0.2. In order to solve the system it is converted to a system of ordinary differential equations (ODEs), which can
be expressed by two vectors: the current state containing
the positions and velocities of all particles, and the state
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derivative containing the velocities and accelerations of all
particles (Witkin et al. 1994). The initial state is given by
the original particle positions and by setting all velocities
and accelerations to zero. The final position of all particles can then be easily computed by using an ODE solver,
which terminates if the position changes in each time step
are below a given threshold. Note that we use stiff springs
(high spring constant) and the Euler method is hence numerically unstable. We use a fourth-order Runge-Kutta
method (Press et al. 1992).
6
6.1

Results
Experimental Results

We have evaluated both the individual components of our
algorithm, and the algorithm as a whole.
6.2

Figure 8: Example of a regular input (red box) and the
synthesised point distribution (left) and model of a plantation forest generated with it (right).

Exemplar Classification

Figure 7 shows the results of classifying input into regular
(a), irregular (b)-(e), and clustered patterns (f)-(i). Overall the classification works well. The clustering algorithm
fails if two clusters’ bounding boxes overlap, e.g., nested
v-shaped point distributions. This is due to the distance
metric used in the k-means++ algorithm.

Figure 9: Example of a irregular input (red box) and the
synthesised point distribution (left) and model of a natural
forest generated with it (right).

Figure 7: Examples of user input classified as regular (a),
irregular (b)-(e), and clustered pattern (f)-(i).
6.3

Examples

Figure 10: Example of a clustered input (red boxes) and
the synthesised point distribution (left) and model of an
urban park with clusters of trees generated with it (right).

The figures 8-10 show examples of regular, irregular and
clustered input (red boxes), respectively, the resulting synthesised point distributions, and 3D scenes generated with
them.
6.4

Limitations

The texture classification algorithm is unable to recognise
Gestalt concepts. This was already demonstrated in figure 7, where items (d) and (e) were classified as irregular. The reason for this is, that we test for regularity by
constructing an Euclidean shortest spanning tree and then
analyse the distribution of its angles and edges. For a regular grid, for example, the distances to the neighbouring
vertices have all approximately similar lengths. The angles with the x-axis are clustered around two values, e.g.,
roughly zero degree or roughly 90 degree if the grid is axis
aligned. However, for the diamond shape in image (e) the
distribution of edge angles is not bimodal.

Figure 11: Example of an input point distribution (red dots
in box) with Gestalt information (star shape). The input is
classified as irregular and as a consequence the Chaos Mosaic algorithm is applied, which results in an unexpected
output.
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This problem extends to clustered distributions. For
example, the input in figure 7 (g) is correctly classified
as clustered. However, the point distribution within each
cluster is recognised as irregular. As a result, newly generated clusters contain a random distribution of points generated with the Chaos Mosaic algorithm. An improvement over the current solution would be to recognise input distributions with Gestalt information and just repeat
them using Wang tiles or another tile based algorithm.
We have surveyed a wide class of texture synthesis algorithms (Guan & Wünsche 2011, Manke & Wünsche
2010), but we are not aware of any technique to replicate semantic information and Gestalt concepts in a natural manner without just repeating the input.
A second problem is that example distributions with a
small number of points are insufficient to synthesise realistic looking results. As an example consider figure 12.
The input consists of six clusters, which is enough for the
Wang tiling algorithm to generate a realistic regular distribution of cluster centroids. For each cluster centroid a
new cluster is synthesized. Since one of the input clusters
is regular, the algorithm also produces some regular clusters. The number of points in the synthesised clusters depends on the variation within the input clusters. Since only
one input cluster is regular all synthesised regular clusters
have the same number of points, i.e., four, and they all
have the same pattern (encircled in yellow).

Figure 12: Example of a clustered input (red boxes) with
regularly distributed cluster centroids. The clusters themselves have irregular distributions with the exception of
one (encircled in yellow). The synthesised point distribution (left) suffers from repetitions, which however are
barely noticeable in the resulting 3D model (right).
6.5

User Study

We evaluated the usability, efficiency and effectiveness of
our algorithm with a user study. Participants had to complete three tasks:
• Task 1: Modelling a plantation forest with hundreds
of trees (a picture of a real plantation forest demonstrating the near regular arrangement of trees was
shown).
• Task 2: Modelling a natural forest with hundreds of
trees (an aerial picture of a real natural forest demonstrating the random arrangement of trees was shown).
• Task 3: Modelling an urban park with clusters of
trees (an aerial picture of a park with dozens of clusters of trees was shown).
We surveyed the participants after each task and at the
end of the user study. Answers were recorded on a 7level Likert scale ranging from -3 (strongly disagree) to
3 (strongly agree).
The study had 20 participants, 16 male and 4 female.
All of the participants were university students or staff
with six aged 16-20, eleven aged 21-25, two aged 31-35
and one between 40-45 years old. The participants were
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Task 1 (Plantation forest)
Task 2 (Natural forest)
Task 3 (Park)

Average
38.38
37.79
61.63

SD
19.63
22.61
41.64

Table 1: Average completion times and standard deviation
(SD) in seconds for the tasks 1-3.
from the following departments: Computer Science (8),
Commerce (5), Medicine (2), Arts (2), Education (2) and
Pharmacy (1). Twelve of the participants had never used
a modelling tool, four rarely and four did sometimes use
one. From those users who had used 3D modelling tools
the most commonly used software was Blender, Google
Sketchup, and 3D Studio Max.
6.6

3D Modelling Tasks

Users were told that they had to sketch the outline of the
modelled scene and an example distribution indicated by
dots or short sketches. Users were able to clear and restart
the input if they were unsatisfied with the results. In general users required several tries to get a feeling how the
resulting distribution would look like for a given input.
The average completion times for the modelling tasks 1-3
are shown in table 1. It can be seen that generating regular
and irregular patterns is similarly easy, but that generating
clustered patterns requires at least 50% more time on average. One user in particular struggled and initially sketched
the shape of each cluster. The user required help from the
study supervisor and took more than 160 seconds to complete the task.
We evaluated users’ experiences with the tool for three
modelling tasks involving the creation of a plantation forest (regular example input), natural forest (random example input), and an urban park (clustered input). Table 2
summarises the results. It can be seen that all tasks were
understood and easy-to-complete. Users strongly agreed
that the tool simplified the modelling task and they were
satisfied with the results. The lowest satisfaction, albeit
still positive, was for modelling a clustered distribution.
A general complaint was the lack of an “eraser” tool
to correct mistakes and incrementally modify the input
sketch until the example input generated the desired result. Another problem was the lack of information about
how the density of points in the input would be reflected in
the resulting 3D scene. Several users initially drew points
too close together and had to restart after they saw the resulting 3D output.
When sketching a regular input distribution several
users had problems with the tool initially classifying the
input as random. In a few instances users had to be told
to sketch the input more carefully to make sure that it got
recognised as regular input. A few users commented that
the program should give feedback during the interaction.
Users struggled most when modelling clustered distributions. Several users represented clusters with circular
sketches filled with points. In other cases clusters were
too close together and were not recognised as individual
clusters resulting in an unexpected output. Finally several
users drew clusters filling most of the domain, such that
no new clusters were synthesised.
6.7

General Questions

In addition to the three tasks above we allowed users to experiment and model any distribution of their choice. Examples were buildings in a city, a flower bed, fish in the
ocean, rabbits in the forest, people at a festival, people in
a cinema, students in a playground, and the hospital ward
shown in figure 13.
We then asked questions regarding the overall usability, usefulness, and user satisfaction with the application.
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Q1:
Q2:
Q3:
Q4:

I understood the task
The task was easy
The tool simplified the modelling task
I am satisfied with the result

Task 1 (Plantation forest)
Average
SD
2.25
0.71
2.50
0.69
2.65
0.59
2.50
0.61

Task 2 (Natural forest)
Average
SD
2.45
0.76
2.50
0.61
2.70
0.57
2.55
0.60

Task 3 (Park)
Average SD
2.20
1.01
1.70
1.66
2.25
1.45
2.20
1.20

Table 2: Average response on a 7-level Likert scale (from -3 to +3) and standard deviations (SD) to the questions on the
left for the tasks on the top.
problems were related to the interface, i.e., lack of feedback, no undo functionality, no “eraser”, and a lack of immediate feedback of the effect of user input on the resulting 3D scene.
In future work we want to increase the range of reproducible input distribution patterns and in particular incorporate Gestalt concepts. In addition we want to fully integrate this crowd modelling software into our “LifeSketch”
software for prototyping virtual environments (Olsen et al.
2011, Yang & Wünsche 2010).
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Abstract
This paper describes how a new free-form modelling material, Quimo (Quick Mock-up), can be used by industrial designers in spatial augmented reality environments.
Quimo is a white malleable material that can be sculpted
and deformed with bare hands into an approximate model.
The material is white in colour, retains its shape once
sculpted, and allows for later modification. Projecting imagery onto the surface of the low-fidelity mock-up allows
for detailed prototype visualisations to be presented. This
ability allows the designer to create design concept visualisations and re-configure the physical shape and projected
appearance rapidly.
We detail the construction techniques used to create
the Quimo material and present the modelling techniques
employed during mock-up creation. We then extend the
functionality of the material by integrating low-visibility
retro-reflective fiducial markers to capture the surface geometry. The surface tracking allows the combined physical and virtual modelling techniques to be integrated. This
is advantageous compared to the traditional prototyping
process that requires a new mock-up to be built whenever a
significant change of the shape or visual appearance is desired. We demonstrate that Quimo, augmented with projected imagery, supports interactive changes of an existing
prototype concept for advanced visualisation.

physical-plus-virtual feedback to the designer.
Quimo (Quick Mock-up) is an innovative free-form
modelling material designed for use with SAR. The key
application for Quimo is to support a novel prototyping technique, allowing industrial designers to generate
reusable low-fidelity mock-ups early in the design process. Quimo is a white malleable material that can be
moulded with bare hands to produce low-fidelity physical prototypes (Quimo mock-up shown in Figure 1(a)
(right)). Unlike clay, Quimo comes in sheet form allowing hollow physical models to be constructed by cutting
and bending the material into shape. Employing SAR to
project imagery onto these low-fidelity mock-ups allows
for complex surface appearances to be presented. Figure 1(b) shows a high detail physical car model painted
white and using SAR to provide the visual coloured appearance details. Figures 1(c) and 1(d) show a physical
car model sculpted using Quimo; the visual appearance is
also projected using SAR for details. Using our new modelling process both the virtual surface appearance and the
physical shape of the mock-up can be independently customized in real-time. Quimo allows the designer to create
concept visualisations during the early stages of development that are physically reconfigurable with multiple visual appearances on one physical model.
This paper makes contributions to the following

Keywords: Spatial Augmented Reality, Industrial Design,
Deformable Surface, Quimo.
1

Introduction

This paper describes how our new material, called
Quimo (Maas et al. 2011), is used to support freeform
modelling for industrial designers working in a Spatial
Augmented Reality (SAR) (Raskar & Low 2001) environment. This builds on our previous investigations into how
SAR can be integrated into the industrial design process
(Marner & Thomas 2010, Marner et al. 2009). We have
also been investigating organic interfaces through the use
of Digital Foam (Smith et al. 2008a,b). Quimo is a base
material for prototyping that combines the natural sculpting properties of clay-like substances with intricate detail
properties provided by SAR. Both the clay-like and intricate detail properties work in concert to provide real-time
Copyright c 2012, Australian Computer Society, Inc. This paper appeared at the 13th Australasian User Interface Conference (AUIC 2012),
Melbourne, Australia, January-February 2012. Conferences in Research
and Practice in Information Technology (CRPIT), Vol. 126, Haifeng
Shen and Ross Smith, Ed. Reproduction for academic, not-for-profit
purposes permitted provided this text is included.

(a)

(b)

(c)

(d)

Figure 1: Modelling a Quimo prototype based on a physical model. (a) Comparison between original model and
Quimo model. (b) Projected graphics on original Mini
Cooper model. (c) Projected graphics on Quimo prototype. (d) Virtual spray paint on quimo prototype.
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fields: industrial design prototyping, human-computer
interaction, marker-based tracking, and spatial augmented
reality. This paper has the potential for a large impact
due to the fact every commercial product goes through
an industrial design process, and Quimo has the potential
to radically improve the concept development phase of
that process. In particular the following four concepts are
novel contributions:
1. The creation of a new material, Quimo, which supports free-form modelling and has a suitable SAR
projection surface.
2. Extending the concept phase development methodology of industrial design by allowing the presentation
of feature rich information using Quimo and SAR.
3. A reproducible process for constructing the Quimo
material.
4. The integration of retro-reflective fiducial markers
using glass beads into the surface of the Quimo material, which allows Quimo’s surface shape to be capture in real-time.
Sections 2 and 3 of this paper begin by presenting
the related work, focusing on SAR and design process
methodologies. In Section 4, we describe the concept design phase in the industrial design process and motivate
the need for Quimo, our new modelling material. Following this, Section 5 describes conceptually how a designer uses Quimo to create low-fidelity physical mockups. Section 6 described three methods of how the lowfidelity mock-up can be transformed into a high-fidelity
concept visualisation using SAR. Following this we describe the technical considerations and implementation aspects of the Quimo material and the SAR environment.
We conclude by summarizing the contributions presented
in this paper.
2

Concept Mock-ups in the Industrial Design process

Designers select a design methodology according to the
design variables of the task at hand. Pugh’s Total Design
Model (Pugh 1991) and Pahl and Beitz’s model of design
(Pahl et al. 1984) are two examples of commonly applied
methodologies. Whichever design methodology is chosen, concepts need to be generated that provide solutions
to the design specification. This phase of design is called
the concept stage. The typical process during the concept
stage is to: 1) generate ideas, 2) create concepts that embody the ideas, 3) evaluate the concepts, and 4) select the
most promising concepts. Using CAD and design applications to express conceptual ideas is common place. Creating physical mock-ups to assess the viability of a concept
is also a common practice during the industrial design process. In practice, a combination of materials is needed to
create mock-ups with diverse features. Since the model
itself is still in the concept stage, the dimensions and appearance of the model are often not well defined. The designer explores different materials, colours, textures and
dimensions repeatedly to find the best way to visualise a
concept. We are investigating two aspects of the concept
visualisation process: the techniques and materials used to
create the physical prototypes, and the procedures used to
augment the visual appearance of the mock-up.
2.1

Visualising a Mock-up

The appearance of the mock-up surface is an important
aspect of the physical mock-up. Designers use paint and
inks to colour and annotate their mock-ups. A disadvantage with this approach is when changing a design, either
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a separate mock-up needs to be constructed or the initial
mock-up must be re-painted. Although clay and polymer
plasticine are able to change shape continuously, this is not
possible once painted. The painted surfaces become less
malleable. We consider these to be limitations of the current practices of mock-up creation in the industrial design
process.
An alternate approach we are investigating is to use
SAR with Physical-Virtual Tools (PVT) to alter the surface appearance by projecting virtual textures directly
onto a physical mock-up (Marner & Thomas 2010, Marner
et al. 2009). This technology overcomes the second limitation by allowing multiple appearances to be projected in
succession onto one mock-up. The designer may digitally
paint directly onto the model by interactively modifying
the projected texture to alter the appearance. The texture
can be saved and recalled later for further evaluation.
Although features in the concept stage are created, the
actual dimensions are often not well defined. Finding the
correct dimensions, shape, and appearance to visualise a
concept is therefore an iterative process, moving back and
forth between visualisations until the result is satisfactory.
A material that facilitates this process is considered a requirement. As previously mentioned, traditional mockup materials and techniques require a new mock-up to be
built after the shape is significantly changed or the visual
appearance is changed, adding to the total time and material involved in the concept stage.
SAR can also leverage any preliminary concept
sketches, textures and design ideas that are created in the
early concept stage. SAR provides the ability not only
to generate a new appearance, but also present the initial
ideas by projecting them directly onto the physical models. This functionality is inherently provided by the SAR
system and intended to maximize the visual information
and presentation to the designer.
2.2

Current Mock-up Materials

Industrial designers can utilize several techniques for constructing a physical mock-up and visualising a concept. In
this section we examine three major materials and techniques: rigid materials, 3D printing, and malleable materials. With the exception of very high end colour enabled 3D printers, these techniques are used to construct
the physical mock-up only, and do not focus on the appearance. Mock-ups need to be painted to provide a finely
detailed surface appearance.
Rigid materials such as urethane foam, cardboard,
timber, and plastics allow for the quick creation of mockups. The level of detail is limited by the skill of the designer and the time spent on the creation of the mock-up.
Although the level of detail of the mock-up may be quite
high, the shape of the models are difficult to change once
created.
3D printing technology is now available to industrial
designers for use in mock-up construction. The mock-up
design is expressed using CAD software. The design is
then printed to create a physical object. 3D printers are
a very powerful tool for creating high fidelity mock-ups,
however there are a number of limitations. The rigid nature of the material limits physical reworking. Reprinting
designs in order to correct mistakes is a common occurrence. A second limitation is the long printing time, which
requires hours before the design can be assessed and further reworked. Finally, CAD modelling is typically limited to keyboard and mouse interaction. The designer is
unable to feel the properties of the material during development. By removing tactile feedback, designers create
their digital models based only on their familiarity with
the physical materials. In particular modelling of organic
shapes without tactile feedback is difficult, especially dur-
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ing the concept stage where dimensions are often not well
defined.
Malleable materials such as clay and polymer plasticine are well suited for the creation of organic shapes
by employing free-form modelling techniques. Designers
manipulate these materials with their fingers to form the
mock-up. The flexibility of the material allows the designer to change the shape of the model after its initial
creation. Clay and polymer plasticine overcome the problems of remodelling a design that are apparent in the previously mentioned materials and techniques. A drawback
to using clay or polymer plasticine is that it is impossible
to change the shape after colours have been applied. In
addition, clay and polymer plasticine both suffer from a
lack of structural strength, limiting their ability to create
large flat suspended sheets or large hollow objects. The
disadvantage to this is large clay models are particularly
heavy and not appropriate for many prototype mock-ups.
To overcome this, a common practice is to use them in
conjunction with cardboard or timber to create the underlying structure which the clay or polymer plasticine is applied to. However, combining materials further limits the
extent to which the shape can be changed afterwards making it difficult to iterate the design without constructing a
new model. Combining materials may also cause problems with producing a finish on the prototype that is consistent across the different materials that are used.

Interacting with physical objects is the goal of tangible user interfaces (Fitzmaurice et al. 1995), and has been
shown to enhance user interaction (Hoffman et al. 1998,
Ware & Rose 1999). Our Quimo prototype draws from
this concept by providing a tangible material that is incorporated directly with projected information.
Our investigations are also concerned with the application of tracking technologies for AR. A well employed
approach is to use black and white fiducial markers such
as those used with ARToolkit to provide a 6DOF tracked
location. A number of researchers have extended the implementation to hide the visibility of the fiducial markers. Invisible markers have been created out of transparent
retro-reflective tape (Nakazato et al. 2008, 2005a,b), paint
(Nota & Kono 2008) and IR fluorescent ink (Park & Park
2004). Each of these provide a fixed shape marker which
can be grouped for capturing a simple surface.
There has been research with applying ARTags (Fiala
2005a) to capture organic shapes with multiple markers
(Fiala 2005b). Our work differs in that the organic shape
can change in real-time. There have also been investigations into flexible fiducal markers (Pilet et al. 2005, 2008),
and this work focused on tracking a number of markers
that follow the contour of a non-planer shape. Unlike these
systems, the tracking in this paper assumes the material
that the markers are printed on can be cut.
4

3

Quimo in the Design Process

Related Work

Research in the field of industrial design has captured
commonly used techniques and structured their flow
into methodologies that assist designers in structuring
the product development (Andreasen & Hein 1987, Pahl
et al. 1984, Roozenburg & Eekels 1995, Ulrich & Eppinger 1995). There are differences between these design
methodologies, but a common step is that promising concepts meeting the design specification will be generated
in the concept stage. The concept phase is where the idea
becomes a tangible reality with the first construction of a
prototype. These mock-ups allow initial evaluation of the
design to be performed (Wall et al. 1992).
Augmented Reality (AR) has shown potential to enhance product design, construction, and evaluation for industrial designers. Wang et. al (Wang et al. 2009) describe an AR system for the design and evaluation of functional assemblies. AR has been used for industrial building acceptance tasks (Schkolne et al. 2001), and for comparing automotive parts with the reference designs (Nolle
& Klinker 2006). AR is also used in the design process;
for example Augmented Foam (Lee & Park 2005) uses a
head worn display to overlay material properties on a foam
mock-up of a product.
We are particularly interested in SAR (Raskar & Low
2001), where perspectively correct computer graphics are
added to surfaces using projectors placed in the environment. SAR is useful to industrial design, compared to
other AR display technologies, as the designer is not required to wear or carry equipment. SAR requires physical
surfaces to project onto, which can be readily found in design prototypes.
SAR has been used to digitally paint onto physical objects (Bandyopadhyay et al. 2001, Marner et al. 2009).
WARP (Verlinden et al. 2003) projects onto rapid prototype models, allowing a designer to preview the appearance of different materials. Piper et. al (Piper et al.
2002) describe a projector based system where the user
can sculpt and analyze landscape forms using clay. Our
Augmented Foam Sculpting (Marner & Thomas 2010) allows a designer to produce 3D virtual models by subtractively sculpting from foam.

This paper explores a new mock-up material and the corresponding techniques employed during mock-up creation.
Our primary goal has been to explore how the concept
phase of the modelling methodology can be enriched by
using SAR technologies to allow designers to visualise
their concepts with higher detail and be provided with a
more flexible modelling environment. The existing industrial design concept phase modelling process is described
in Figure 2(a). We can see that significant design changes
require a new prototype to be constructed. In comparison, when using Quimo and SAR for concept development both the physical model and appearance can be altered (Figure 2(b)) without requiring a new prototype do
be constructed. Table 1 provides a feature summary that
highlights the significant features we are investigating for
free-form prototype development. Here we have identified
how our approach provides benefits of existing techniques
that are specifically relevant for the concept development
phase.
5

Creating Mock-ups with Quimo

This section describes the Quimo material and how it can
be used by designers to construct physical models before
projected images are used to change the appearance in a
SAR environment.
Quimo is constructed using a sheet of aluminium mesh
wire coated with white silicone to create a hybrid mod-

Table 1: Features of material modelling
Technique

Malleable During Modelling

3D Printer

No

Malleable after
Appearance
Applied
No

Rigid Materials

No

No

Malleable Materials

Yes

No

Quimo with SAR

Yes

Yes

Appearance
Swapping
No (paint)
Yes (SAR)
No (paint)
Yes (SAR)
No (paint)
Yes (SAR)
Yes

79

CRPIT Volume 126 - User Interfaces 2012

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(a)

(b)

Figure 2: Concept modelling process: (a) Traditional
mock-up flow (b) Updated mock-up flow using Quimo and
SAR for modelling.
elling surface. The mesh wire is used for its shape preserving property; the white silicone coating is malleable and
can be moulded into shapes with a smooth finish which
makes Quimo a good projection surface.
Modelling with Quimo involves three basic processes;
cutting, bonding and sculpting. Cutting Quimo is performed using regular scissors. This allows both curved
and straight cuts to be easily performed. An example of
cutting Quimo with scissors is shown in Figure 3(a).
The silicone material repels most types of glues and
tapes, so we have looked into techniques for bonding the
material. When joining two pieces of material together,
we found stapling pieces to be a robust technique, since
the staples wrap around the inner aluminium mesh (see
Figure 3(b)). Another successful approach for tight corners is the use of cable ties (tie-wraps) to join pieces together (shown in Figures 3(c)) and 3(d). It is also possible
to glue two pieces of Quimo together by using liquid silicone as a bonding material.
Sculpting the shape of Quimo can be easily achieved
using either bare hands or tools. A bare hand technique
that can be used is draping the material over an object and
forming around it with your hands (see Figures 3(e) and
3(f)). Pinching the material allows a ridge to form that is
useful for building up features (shown in Figures 3(g)). As
with clay sculpting, tools are also very effective in shaping Quimo. A ruler can be used to create straight folds
by bending it around the ruler’s edge (Figure 3(h)). We
also noticed that when handling Quimo, talcum powder
can be used to prevent dust or dirt from sticking to the
silicone surface. Since the talcum powder is white it is
also suitable for projected images and slightly reduces the
reflective surface of the silicon.
6

Three Modes of Modelling with Quimo

This section describes three methods of modelling with
the Quimo material. The first demonstrates how a designer
can construct a physical mock-up, and use a predefined
virtual graphical model for projected graphics. The second method demonstrates how the designer can use PVT
to paint projected imagery onto the physical Quimo prototype without a predefined virtual model. Finally, we
describe how the embedded fiducial markers are used in
a real-time sculpting and painting process allowing both
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Figure 3: Modelling techniques used to form Quimo. (a)
Cutting Quimo. (b) Bonding Quimo with staples. (c) Using cable-ties to join the material. (d) Result of a cable-tie
join. (e) Draping Quimo over a hand. (f) Draping formed
material into hand shape. (g) Pinching to create feature.
(h) Employing a ruler to create a crease.
physical material sculpting and virtual painting to be performed for concept creation.
6.1

Modelling with Quimo and a Predefined Virtual
Model

This method allows a high-fidelity mock-up to be created
by using Quimo in conjunction with projected imagery
of a predefined virtual graphical object. Our demonstration consists of a physical and virtual model with the appearance of a Mini Cooper (shown in Figures 1(a) and
1(b)). The Mini Cooper models were reused from a previous SAR study (Marner et al. 2009). The physical
Mini Cooper model (Figure 1(a) (left)) was replaced with
a sculpted Quimo version (seen in Figure 1(a) (right)).
During sculpting we gained a greater understanding of
how the material properties affect the sculpting process.
Since we are interested in creating an approximate model
quickly to simulate the design process in the concept stage
we did not measure the exact dimensions. Instead, the
shape was estimated and continually changed until the desired form was obtained. This process required constant
comparison between the original physical model and one
sculpted from Quimo. Once an approximate model is obtained, the digital appearance of the virtual model is applied using projected SAR images. Since the original Mini

Proceedings of the Thirteenth Australasian User Interface Conference (AUIC2012), Melbourne, Australia

(a)

(b)

Figure 4: Deforming the Quimo material with projected
images attached to markers. (a) Sheet of Quimo with projected images. (b) Folding material into a cube shape.
Cooper model and the one constructed from Quimo have
different dimensions, we also applied the existing SAR
calibration technique to optimize the alignment of the projections. This process requires the user to select a series
of predefined points using a cursor. Figure 1(b) shows
the projected imagery on the original Mini Cooper model.
Figure 1(c) demonstrates how a low-fidelity mock-up created out of Quimo is transformed into a high-fidelity representation by leveraging the projected imagery.
6.2

Painting on Quimo Prototypes Without a Virtual
Model

Projected imagery can still be used on a Quimo mock-up,
even without an accurate, underlying virtual model. Digital Airbrushing (Marner et al. 2009) with PVT can be used
to interactively create different appearances on the mockup. An example of this technique is shown in Figure 1(d),
where the surface of the Mini has been sprayed with virtual spray paint. This was accomplished using a bounding
box as a stand-in for accurate virtual geometry. As the
“paint” is applied using a projector, it appears to fall at the
correct locations on the mock-up. Although this visualisation application supports the designer in changing the projected imagery iteratively, the model is required to remain
stationary and in the same shape for the visualisations to
remain accurate.
6.3

Simultaneous Physical and Virtual Modelling

In the first mode we have made the assumption a virtual
model with the correct visual appearance exists before the
physical material is sculpted. During concept visualisation a virtual model may not be available, to address this
situation we have considered how the Quimo material can
be used in conjunction with projected graphics when no
pre-existing virtual model is available. Our example also
considers how the material can be iteratively deformed,
digitally painted and re-deformed while maintaining a correct registered projected appearance. We have addressed
both these aspects by incorporating a customized tracking
solution into the Quimo material. Our tracking solution
employs low-visibility markers that are integrated with the
material surface of Quimo. The location of each marker is
tracked and used to update the digital information to compensate for the physical deformations.
For this example, we have created a 300mm x 400mm
sheet of Quimo with twelve low visibility markers integrated into the surface. The markers are arranged in a 4
x 3 grid so a simple cube can be constructed. The designer starts the modelling process by digitally spraying
a coloured appearance onto the surface. Using scissors,
the designer cuts away the unwanted sections of the material allowing the material to be folded into a cube shape.
During the folding process, the location of the markers
changes from being on a planar surface to the faces of the
cube. The projected graphics that were initially sprayed

onto the surface are now correctly displayed on the faces
of the cube. The steps of this cube example are shown
in Figure 4. It is possible to erase and change the virtual
annotations or to save and switch between virtual paint
appearances.
Further design alterations are also possible using digital paint and textures with PVT to further annotate the
model. One advantage of this approach is the process of
changing the visual appearance and the shape of the object does not require the designer to build additional prototypes as is often required when using traditional materials. The goal here is to reduce the time and material
needed during concept visualisation while also increasing
the functionality to maximize the visualisation possibilities.
With markers integrated in the surface we have been
able to maintain the ability to cut, and bend the material
into the desired shape. In the current implementation the
designer is limited to bend and cut the material only on
the edges between the markers to prevent destroying the
marker and compromising its tracking. When the resolution of the camera increases and the algorithms used to
track a bent marker are improved, the size of the markers
can become smaller, allowing for a finer deformation of
the material.
7

Surface Capture Techniques

Capturing the geometry of physical objects in real-time
is a difficult problem. Several existing technologies were
considered for implementing a tracked Quimo surface.
However, we have been unable to find one solution that
meets all of our requirements. This section describes our
requirements and the path we followed to achieve a modified tracking system that makes it possible to project registered images on a deformable surface.
The following is a list of requirements we identified in
order to determine what technique to use or develop for
surface capturing:
1. The designers need to be able to cut and bend the
material by using a pair of scissors.
2. The outside surface area is white. Any tracking of the
shape and position may not interfere with the ability

(a)

(b)

(c)

(d)

Figure 5: (a) Traditional ARToolkit fiducial markers
printed in black and white. (b) Quimo material with embedded low visibility IR markers shown with IR light. (c)
Virtual cubes being projected directly onto the Quimo material. (d) Quimo material shown as seen by the human eye
(without IR light).
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to project accurate colours and textures.
3. Real-time tracking of position and shape.
We observed the following limitations of existing technologies for our application. Electronics can not be easily
integrated into the material since it will be cut regularly
during use. This limits the use of embedded touch screens
in the material. Commonly employed fiducial markers,
such as those used in ARToolKit, provide a promising solution. However in their unmodified form the black and
white markers compromise the ability to project onto that
surface. Structured light and laser scanners can be used to
capture the shape of an object, but are unsuitable when the
object is being deformed in real-time.
To overcome these boundaries we have integrated lowvisibility fiducial markers into the Quimo material. Lowvisibility markers can be constructed using infra-red or ultraviolet light sensitive materials.
Low visibility IR and UV markers are made up of a
material that fluoresces in the IR or UV spectrum. A camera that is sensitive to these wavelengths can then distinguish the markers that are not visible to the human eye.
Since UV light can cause health problems we have chosen to use IR for our implementation. However, IR markers are normally made out of paint or tape which can not
be applied to the Quimo surface. We developed a novel
technique for implementing the IR markers on the Quimo
surface.
We incorporate a pattern of glass beads into the silicon
material while it is curing. The glass beads create a retroreflective surface, where incident light is reflected back
towards the light source. The markers are identified using a camera with an IR light source mounted close to the
camera lens. Figure 5(d) shows how the markers appear
under visible light and Figure 5(b) demonstrates the view
under IR light.
8

System Implementation Details

This section describes three aspects of the Quimo system
implementation. Firstly, we describe how the physicalvirtual SAR tools are used to provide virtual spray painting on Quimo. We then discuss the tracking solution and
how it was applied to create a deformable surface from
grouped fiducial markers. Following this, we describe the
hardware details of our SAR environment.
8.1

Physical-Virtual Tools

We have previously demonstrated how physical objects
can be augmented with digital paint using our PhysicalVirtual Tools (Marner et al. 2009). A major limitation of
this and other SAR systems is the need for 3D virtual geometry to represent the physical objects being projected
onto. To combine free-form sculpting using Quimo and
digital airbrushing, we have extended our airbrushing system (Marner et al. 2009).
We expanded the previous implementation to provide support for Quimo modelling. In the update implementation physical objects are digitally painted using a
bounding-cube texture map. The physical object is placed
inside this volume, and the designer paints as normal. The
nature of projected light ensures the virtual paint is placed
in the correct location on the object, even without a corresponding virtual model. Figure 6 shows how the textured
bounding box, when drawn from the point of view of the
projector, correctly maps digital paint onto the mock-up.
This works well when the bounding box closely fits the
sculpted model, but projections would not align as well if
the bounding box was significantly larger than the model.
Figure 1(d) shows the result of airbrushing on the car prototype. Using the same cube map texture, the paint could
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Figure 6: Left: The virtual bounding box, drawn from the
point of view of the projector. The location of the physical
mock-up is shown inside the bounding box. Right: The
projected textures map correctly onto the physical mockup.
also be applied to a CAD model of the design at a later
stage of development. However, the goal of this technique
is to preview different material properties early in the design process, before CAD models have been created.
8.2

Deformable Surface Implementation

The embedded fiducial markers are used to support more
complex interactions. At the simplest level, Quimo designs are tracked, allowing the projection to be updated
as the design is moved. A benefit of embedding fiducial
markers into the material is the shape of the surface can
be modelled. This provides a more accurate projection. In
the case of the airbrushing tool, the digital paint is registered to the physical surface rather than the bounding box
region, even as the material is bent, cut, and sculpted .
A naive approach to implementing the deformable surface would be to simply treat each fiducial marker as a tile
that can be painted. However, the reliability of the tracking is reduced by the low contrast in the images obtained
from the camera using the embedded markers. This is exacerbated by the user obscuring the camera’s view of the
markers with their hands or tools. This results in a projected image that flickers and is unusable to the designer.
To overcome this, we treat the entire sheet as a deformable polygon mesh, with vertices placed between
each fiducial marker. The position of each vertex is determined by its neighboring markers. During tracker updates,
each visible marker contributes a position for each vertex
it affects. These positions are then averaged for each vertex to obtain its final location. This approach means there
are four markers that can contribute to each of the inner
vertices, two markers for each edge vertex, with the corners the only vertices without this redundancy. If we constrain the types of deformation that can be performed, we
can add redundancy to these markers using more distant
neighbors. Figure 4 illustrates our deformable surface implementation.
8.3

SAR Environment

Our environment is based on a growing framework designed to support large scale, interactive SAR systems.
This framework is written in C++, using OpenGL for 3D
graphics. The applications described in this paper employ
a generic desktop PC with Nvidia Quadro 3800 graphics
hardware. Two projectors are used, each at a resolution
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of 1280x800. The PVT are tracked using a Polhemus Patriot1 magnetic tracking system. The embedded markers
on the Quimo material are tracked using a Sony XCDX710CR Firewire camera and the ARToolkitPlus (Wagner
& Schmalsteig 2007) tracking library.
The projector calibration algorithm we employed is described by Bimber and Raskar (Bimber & Raskar 2005),
and involves manually finding known 3D points in the projector image. Details for the digital airbrushing algorithm
have been described in our previous paper (Marner et al.
2009).
9

Quimo Material Implementation

We have previously described the materials used to construct Quimo (Maas et al. 2011). This section describes
the techniques used to actually build a sheet of Quimo.
Quimo is constructed using two materials: Smooth-On
EcoFlex 302 and Amaco Wireform (aluminium mesh
wire). The mesh wire is regularly used for freeform modelling, but lacks the white surface that is required for SAR.
EcoFlex 30 fulfills this requirement. It is lightweight, will
cure into a smooth surface area and can be stretched at
least as much as the meshwire can. It also allows for integrating the markers in the material.
A variety of construction techniques were explored to
coat a sheet of meshwire with the Ecoflex material. Our
best results were achieved by using a three-layer approach.
Figure 7 illustrates the layered structure of Quimo.
First, two flat sheets of EcoFlex are created, by pouring the Ecoflex liquid in an open topped box of the desired
dimensions (shown in Figure 8(a)). The height of the box
defines the thickness of the sheet. A thickness of 1.3 mm
per sheet balances meshwire visibility, weight and flexibility. After mixing the two components of Ecoflex it takes
approximately 4 hours to cure. It is then possible to work
with the created sheets.
Next, liquid Ecoflex is added on top of one of the two
sheets and distributed evenly (Figure 8(e)). A flat sheet
of meshwire is then added to this liquid layer of Ecoflex
(Figure 8(f)). The liquid layer of Ecoflex and the meshwire will create the middle layer of the material. The top
layer of Quimo is made with the second sheet of cured
Ecoflex that was created before. The liquid Ecoflex in the
middle layer will bond all pieces together. To squeeze out
excess liquid we added weight on the top layer. After another 4 hours the middle layer will be cured and the Quimo
material is ready for use.
9.1

Embedding Low Visibility Fiducial Markers

The description above creates the material itself, it does
not yet incorporate the low-visibiliy fiducial markers. The
glass beads that make up the markers can be added during
or after the creation of Quimo.
Adding the glass beads during the creation of Quimo
will result in markers that are integrated in the material
and are difficult to remove. However the glass spheres
become partially submerged in the silicon, which reduces
the retro-reflectivity.
Adding the glass beads after the creation of the Quimo
material will result in beads that are stuck on top of the
material. The problem with this approach is the glass
beads can be rubbed off with firm finger pressure, however the retro-reflectivity property is well maintained with
this process.
The glass beads have to be added to one of the two initial silicon sheets when it is still curing. We wait 45 minutes after mixing the liquid silicone starts to change from
1
2

http://www.polhemus.com
http://www.smooth-on.com

Figure 7: Cutaway showing the layers that comprise
Quimo. The layers are bonded while the center Ecoflex
layer is liquid.
liquid to solid. Add the beads too early and they are absorbed and lose all retro-reflectivity, add them too late and
they stick on top of the Quimo, which makes them easy
to rub off. The correct timing is determined by testing
the viscosity as shown in Figure 8(b). When it no longer
sticks, the template and the beads can be added. In addition to correct timing, the beads need to form a recognizable marker pattern that can be used with ARToolkit+. We
used a 3D printer (Dimensions uPrint plus3 ) to construct
a template which was used to form the marker shape. The
template can be removed once the material has cured.
10

Limitations

There are a few limitations that we have observed during
our investigations. Firstly, during sculpting we noticed the
embedded aluminium mesh wire experiences some metal
fatigue. Bending Quimo back and forth in the same place
will result in the wires breaking. When this occurs, it is
not noticed on the outside of the material since it is still
covered in silicone, but the broken mesh wire does reduce
Quimo’s ability to retain its shape.
Our tracking solution uses a grid of ARToolkit markers
to allow the surface shape to be captured. This is intended
to demonstrate the feasibility of embedding low-visibility
fiducial markers into the Quimo material. A more advanced approach would be to use random dot markers (Uchiyama & Saito 2011), which have been extended
to support tracking of deformable surfaces (Uchiyama &
Marchand 2011).
11

Conclusion and Future Work

In this paper we have presented Quimo, a malleable modelling material allowing traditional hand modelling and
projected digital imagery to be combined. We have described how the concept design phase, used by industrial
designers, can be enriched using Quimo and SAR allowing for continuous changes of the visual appearance and
shape without the need to build new mock-ups. We also
describe the interaction techniques we explored by creating two physical prototypes to demonstrate tracked virtual
projections on Quimo’s surface. The final technique presented allows a user to deform the shape of the material
while the digital projected graphics are updated to maintain the correct visual appearance. Finally, the implemen3
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Fiala, M. (2005a), Artag, a fiducial marker system using
digital techniques, in ‘Proceedings of the 2005 IEEE
Computer Society Conference on Computer Vision and
Pattern Recognition (CVPR’05) - Volume 2 - Volume
02’, CVPR ’05, IEEE Computer Society, Washington,
DC, USA, pp. 590–596.
(a)

(c)

(b)

(d)

Fiala, M. (2005b), The squash 1000 tangible user interface
system, in ‘Proceedings of the 4th IEEE/ACM International Symposium on Mixed and Augmented Reality’,
ISMAR ’05, IEEE Computer Society, Washington, DC,
USA, pp. 180–181.
Fitzmaurice, G. W., Ishii, H. & Buxton, W. A. S.
(1995), Bricks: Laying the foundations for graspable
user interfaces, in ‘Proceedings of the SIGCHI conference on Human factors in computing systems’, ACM
Press/Addison-Wesley Publishing Co., Denver, Colorado, United States, pp. 442–449.
Hoffman, H., Hollander, A., Schroder, K., Rousseau,
S. & Furness, T. (1998), ‘Physically touching and
tasting virtual objects enhances the realism of virtual experiences’, Virtual Reality 3(4), 226–234.
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(e)

(f)

Figure 8: Material implementation. (a) Mould used to
form the silicon sheets of the Quimo material. (b) Correct viscosity reached before adding glass beads for markers. (c) Adding glass beads using a template to form
marker shapes. (d) Removing the template after curing.
(e) Adding a layer of Ecoflex to join the sheets. (f) Add
the aluminium mesh wire layer, to provide rigid property
and add the top sheet.
tations details of Quimo are presented to describe how the
material is fabricated and how retro-reflective glass beads
are embedded directly into the silicon material to create
fiducial markers.
The primary use of Quimo is for creating mock-ups
in the concept design phase of the industrial design process. However, since Quimo allows for continuous surface capture and reconstruction, it is possible to save the
entire process of mock-up creation. A designer can then
improve their skills by watching the process in retrospect.
Saving the process of mock-up creation also allows for the
comparison of the design process between novices and experts. The difference can then result in instructional guidelines. Additionally, the virtual models obtained from the
deformed Quimo surface can be saved and imported into
CAD software for later use in the design process. This
reduces the effort involved in recreating concepts in CAD
software that have already been evaluated with Quimo.
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Introduction This paper discusses the challenge of
providing effective interaction for navigating a user’s
browsing history in context-aware mobile services.
Mobile systems are often composed of a number of
services, and navigation must be understood both in
terms of a single service and of movement between
different services over time. The semantics of simple navigational steps such as “back” and “forward”
becomes much more complex than on traditional interfaces, and there is also a need to understand the
difference between navigation based on the user’s actual physical context (i.e. their real location) and
exploratory navigation at a different virtual site. The
challenges of composition and geography both need
to be effectively addressed to build a complete and
usable history of a user’s interaction with the system.
Interaction between collaborative services
There are two established methods for keeping track
of a user’s activity history. (1) For most desktop software, the history is understood to be the sequence of
system states that occurred in their interaction. (2)
Web browsers include tabs and other props, but keep
to the tradition of each document view (tab, or window) maintaining an independent history. We found
that familiar expectations may be misleading when
mobile systems use collaborative context-aware services.(Hinze et al. 2011) We have shown that the tabbased solution of independent histories, commonly
found on web browsers, is inadequate in a service context. This is because changes between services are
ignored and no overall history would exist. The history solution (undo/redo) of a stand-alone, discrete
software is also not sufficient as the existence of different services is ignored and one single history does
not allow distinction between services and user context. Similar to the motivation for the iPod wheel
access, we believe that no history entry should ever
be deleted: users need to feel certain that they can
bring up a previously seen page.
We aim to design a history and back-button behaviour that allows access to all previously seen pages.
We need to distinguish how a user accessed the page
(e.g., direct physical visit to a sight vs. only browsing
to it). User context, such as movements in the real
world and their location need to be considered.
c
Copyright °2012,
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Contextual Histories Histories depending on a
given context have been previously suggested (e.g., in
an electronic whiteboard(Igarashi et al. 2000), Greenberg’s browser history(Kaasten & Greenberg 2001)
and the history tree plug-in). The electronic whiteboard is the only system that records all user interaction. However, it does not need explicit interactions to change context/focus as all information is
available at one glance. Browser-based approaches
have to deal with overlap in tabs and windows – explicit change of focus is necessary but not recorded in
any of the histories. The back/undo buttons refer to
the current context of the tab or whiteboard section.
The whiteboard also supports an overall undo/redo.
The history tree works within traditional Firefox –
back/forward buttons refer to the current tab. The
tree refers to each window. The whiteboard is the
only solution with a tree that covers all sections. Distinction between location change and browsing does
not exist in any of the systems. Context has only two
dimensions: time (order) and location (tab/windows
or section). Services may be seen as tabs, windows
or sections. Additional contexts such as physical location as well as interactions for changing focus (e.g.,
switching tabs) have to be included.
We require a history that keeps all information
(such as the history tree within each window) but
gives layered access such as for the whiteboard. The
limited size of a mobile screen reduces the useability of
navigating large history trees. Strictly separate histories for each service (as in Greenberg’s approach) are
not sufficient. Information about physical location
adds yet another dimension to the overall history.
History design We now identify implications of
modes and contexts on the history and navigation
elements (back/forward). We propose to keep one
history for all interactions of the user and to define
context-based views onto this history. The concept
of views onto complex data is borrowed from data
warehouses, whereas principles of drilling down into
certain aspects of data (context) are taken from data
warehouses. This implies that no elements should be
deleted from the history but only rendered invisible
for a certain view. Each view may contain one or several contexts for selecting and sorting of the history.
We first identify the contexts for user interaction and
display and the challenges these create (see Fig. 1).
Some information can serve as either items in the history or as context, i.e., view dimension onto the history. The order of page opening is typically used for
histories in web browsers. We also want to allow the
order of page views to be available. Identity of pages
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Data
Time of access
Page identy

Type
Detail
Item/Context me or order of page openings/page views
Item/Context IS pages are easily idenfiable. RD pages can be idenfed by the POI they
relate to or by the items on the list. Identy of maps with locaon markup
are more complex.
User model
Context
physical, virtual and interacng user.
Display mode
Context
virtual mode and actual mode.
Physical locaon Item/Context coordinates of the user locaon, identy of place, coordinates of POI
Virtual locaon Item/Context coordinates of POI visited in hyperspace, identy of place
Service
Item/Context identy of collaborang services
Addional
Context
user-defined contexts such as business/private travel or me of the day.

Figure 1: History Elements and Contexts
need to be analysed carefully in its meaning for different services. One may also design means to collapse
sequences of similar pages (e.g., referring to the same
place). Different user models (virtual, physical and
interacting) as introduced in (Hinze et al. 2006)) may
allow for a more structured history. Modes in the
history could distinguish between places that have
been visited physically and virtually. The user history may offer a view according to the users physical or virtual location. The history should allow a
service-based view (similar to the layered history in
the whiteboard).
Ideally, the complexity of the navigation we
present here should be dramatically reduced for the
user, and also the complete history of their interaction should be recoverable. At its simplest, a linear
access should enable retrieval of information the order the user experienced before. Linear structures are
insufficient for internal storage of the history; a complex history tree needs to be kept. However, given
the screen size, a context-driven linear view (selecting only items pertinent to a given context) may provide a sufficient alternative. Collapsing and expanding information based on context could provide richness without overburdening the user.
History variations can be distinguished based on
context dimensions. A simple temporal history of
page visits does not include duplicate visits. Page
identity may made explicit (repeated visits to the
same page) or treated as separate visits. Different
services may be distinguished: one can easily see how
local histories for each service may be offered. A
distinction by time and physical user location means
that all interactions at the same location are aggregated. This mapping needs either a distance threshold or semantic information about POIs. Partial time
per location then allows for ordering of page views in
each location.
We propose to see the history as a multidimensional hyper-space cube of access data that can
be accessed using aggregation methods known from
data warehouses (drill-down and roll-up) and views
from databases. Drill-down opens new dimensions,
roll-up collapses dimensions. Slice and dice are the
equivalent operations to dynamically change the combinations of dimensions that are being viewed. The
dimensions and views are determined by the context.
Prototypes We implemented two functional prototype to evaluate our interface and user interaction
design for the tourist information system TIP. In the
first one, we used a history with temporal order where
the services are indicated by the symbols used (two
context dimensions), details can be found in (Thunack 2008). A second prototype explored the aggregation of history items (e.g., by location) Other options are aggregations along the context dimensions
as discussed before, for example, aggregation of history items in a temporal grouping or by service. We
evaluated the ability of users to retrace their trip us-
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Figure 2: Aggregation on Map (l) and on history (r)
ing the different history designs. Participants were
asked to find the point of interest they visited after
visiting another point of interest. The overwhelming
majority of the participants found it easier to retrace
their steps using the new history system. This was
because they only needed to follow the heading links
to see the locations that were actually visited. In
the history list the participants were forced to look
through the interactions and remember which ones
constituted an actual visit to the point of interest,
as opposed to simply viewing information about the
place via a recommendation. Detailed information is
available in (Campbell 2010).
Conclusion This paper extends the existing research on the navigation of a user’s history of interaction in hypertext. We are concerned with software that is built on heterogeneous service collaboration (as opposed to, e.g. the homogenous operation
of a web browser), and includes mobility, locationdependency and the use of small screens, in addition
to hypertext links. We wish to capture a full history of a user’s interactions with the system, so that
previously seen information can be recalled in the order encountered by the user. We seek a design that
provides a single universal history giving the user different views of (projections onto) the data, with minimal effort. We propose to use techniques known from
databases and data warehouses to provide contextaware access to complex history data.Further research
is needed on how best to present the history information on a small screen.
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Abstract
Adopting the view that virtual communities are an
important part of today’s social fabric, this study
investigates the relationships between different factors
commonly used to measure people’s attitudes towards
virtual communities. The study reviews existing research
in both traditional non virtual and virtual communities to
build a more inclusive factor model which includes the
idea of motivation and de-motivation found in Herzberg's
motivation-hygiene theory.
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1

2.1

Technology

There is a tendency to categorise systems into
technologies of communication by using categories such
as; chat rooms, instant messaging, online retail, news
groups, message boards, social networking websites,
multiuser dungeons and dating websites (Utz 2000). This
method of categorising systems into technologies of
communication has suffered as many virtual communities
develop to use more than one technology. Technology
should be thought of as an enabler of human interaction
not a definer.

Introduction

The last 20 years has seen the rapid growth of the global
computer network known as the internet. Early literature
surrounding the internet regarded this new technology as
revolutionary not only in its technical innovativity but
also in its broad social and political implications
(Benedikt 1991, Gore 1991, Negroponte 1995). Since the
first Bulletin Board Systems (BBS) in 1978 there has
been a dynamic and ever changing range of different
technologies allowing the formation of virtual
communities (Jones 2003). Currently virtual communities
exist through the use of chat servers, instant messaging,
list servers, social networking websites, dating websites
and even computer games. A virtual community may
mean many things to many different people; as a result it
is hard to find a definition that would be widely accepted
(Komito 1998). The word “community” alone has 94
different known definitions (Hillery 1955). For the
purpose of this paper the definition of a virtual
community will be an aggregation of people (whether
individuals, groups or businesses) who have common
interests and values and interact at least partially through
the use of the internet and other such technologies.

2

have all built theories around why virtual communities
exist and how to use them productively.

Literature

The versatility of virtual communities has created interest
from researchers from a large number of disciplines.
Researchers in marketing, education, social sciences,
computer science, medicine and information systems
Copyright © 2012, Australian Computer Society, Inc. This
paper appeared at the 13th Australasian User Interface
Conference (AUIC 2012), Melbourne, Australia, JanuaryFebruary 2012. Conferences in Research and Practice in
Information Technology (CRPIT), Vol. 126. H. Shen and R.
Smith, Eds. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

3

Proposed model

In 1959 Herzberg theorised there were both positive and
negative factors motivating employees. Herzberg argued
that the factors that created motivation were not the
opposite of the factors that created de-motivation. The
same theory can be applied to users’ attitudes to a virtual
community. The presence of a factor like “ease of use”
will not inherently create a positive attitude towards a
community or system, however a website which is
difficult to use will have a dramatic negative effect on the
user.
The model proposed in this paper is broken into two
groups of factors. The first factor group contains two sub
groups called ‘emotional connection’ and ‘perceived
benefits’. These are positive factors driving users to
create and participate in a specific virtual community.
The second side of the model contains the negative
factors which include ‘effort’ and ‘evidence’. These
factors will not contribute to creating a virtual community
by themselves, however, will weigh against a person’s
joining a virtual community if they are not present. It was
hypothesised in this study that members of a virtual
community would attach greater importance to positive
factors than to the absence of negative factors in their
decision to remain in a community.

3.1

Emotional Connection

For the purpose of this paper emotional connection
factors are positive factors in that they create a positive
attitude towards a virtual community. The proposed
model breaks emotional connection into four driving
factors; ‘common values’, ‘common behaviours’,
‘common interests’ and ‘existing relationships’.

3.2

Perceived benefits

Smith (1948) distinguishes between intrinsic and extrinsic
values. Intrinsic values are those which are internal and
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can’t be directly related to a monetary value. In this
model Intrinsic value will be represented by enjoyment.
An extrinsic value is a value which can be directly
related to a monetary value. In this model it shall simply
be referred to as ‘value’.
The model used in this study will break perceived
benefits into two driving factors; ‘perceived enjoyment’,
and ‘perceived value’.

3.3

Evidence

It takes a while for people to join a new virtual
community. There are multiple factors behind this which
include advertising, word of mouth, critical mass,
however, this can be explained by the normal new
product uptake predicted by the Bass model (Bass 1969).
The model used in this study will break evidence into
two driving factors; ‘absence of leadership’, and
‘perceived absence of population’.

4

Method

A 9-point digital Likert scale questionnaire was used to
investigate the degree to which participants perceived
their virtual communities to exhibit each of the 10 target
characteristics. For instance, a statement related to
“Common values” might be, “I believe in what this
virtual community stands for”. Of the three virtual
communities (one dating, one social networking and one
online gaming website). A total of 132 questionnaires
were completed.

5

Results

A multiple regression was applied to measure the impact
of the various factors on the dependent variable of
satisfaction with virtual communities.
The results of the multiple regression is shown in
Table 1. The only factor significantly connected to
people’s attitudes towards a virtual community was
common values’ (p < 0.05), although ‘ease of use’ and
‘cost’ attained marginal significance (p < 0.1 for both).

6

Discussion

Contrary to our expectations, positive attitudes by virtual
community members towards their community were
correlated A possible limitation of the study is that it
involved relatively small samples from only three
communities, so that caution should be exercised in
extrapolating to the population of virtual communities as
a whole.
The data showed that there is a high correlation
between community common values, easy to use
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Factor
Common Values
Common Behaviours
Common Interests
Relationships
Enjoyment
Perceived Value
Population
Ease of use
Cost
Leadership

Effort

Technology and costs factors have long been established
as factors affecting people’s attitudes towards virtual
communities. Hertzberg’s theory would suggest that they
are both negative factors and therefore just because a
virtual community is easy to use and free does not
necessarily mean it will be successful and used. However
if a virtual community is created which is extremely
expensive or is not easy to use we can be confident it will
not be used.
The model used in this study will break effort into two
driving factors; ‘ease of use’, and ‘cost’.

3.4

interface and relatively cheap service and positive attitude
towards a virtual community. This could present issues in
any further studies focused around facebook communities
as the interface and cost will be constant across all
facebook groups.
Alpha
0.783
0.37
0.729
0.852
0.842
0.798
0.609
0.795
0.812
0.668

Beta
0.443
0.054
0.038
-0.105
-0.031
-0.024
0.095
0.294
0.291
-0.090

Sig.
.000
.634
.759
.240
.816
.858
.352
.007
.009
.327

Table 1: Significance of various factors in predicting
positive attitude towards a virtual community.

7

Conclusion

Analysing different virtual communities is likely to create
different results with different prominent factors. In the
case of dating websites the contribution from “common
values” may be an under-estimated factor and should be a
focus of website design.

8
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Abstract
Eye movements are elicited by a viewer’s taskoriented contextual situation (top-down) and the visual environment (bottom-up). The former and its
computability were investigated by measuring a subjects ’ eye movements while identical graphs were
viewed under diﬀerent mental frameworks. The prerequisite conditions for predicting task-oriented attention from the visual environment were determined.
Keywords: eye movement prediction; top-down attention; saliency; ﬁxation; gaze duration
1

Introduction

Usability assessment of what we view by means of visual comprehensiveness requires the repeated laborintensive measurement and interpretation of data
(Robert et al. 2003). Alternatively, a computational
model can be used to generate attention information
from the visual environment. However, eye movement
predictions need to integrate bottom-up image-based
saliency prompts and top-down task oriented contextual situations (Itti & Koch 2001). Current research
has diﬃculty with the modeling of the latter (Benjamin, 2009) when quantitative models such as Itti’s
saliency map (1998) are used.
To get around this problem, this study intends to
determine if it is possible to predict top-down attention using only the visual environment, by exploring
the following: (1) which characteristics of images, or
the meanings the images possess, and (2) what contextual situation, if given to viewers, enable the modeling of task-oriented attention using features of images.
2
2.1

Method
Eye Movement Recordings

Seven subjects (4 male, 3 female) viewed eight bargraphs (Figure 1) shown in two diﬀerent constructs.
In the ﬁrst trial, subjects were told they would be
shown rectangular objects, without being conscious
that they were bar-graphs. In fact, eight bar-graphs
without any axes were shown. In the second trial,
subjects were assigned the task of understanding the
quantitative data represented, using graphs. The
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same eight bar-graphs were shown but with axes. Calibration preceded both trials. Each image appeared
randomly, one at a time for three seconds, followed by
a one second interval during which subjects ﬁxated
on a central cross. Each subject repeated this experiments for 3 times. An eye tracker (nac: EMR-(NL,
640x480 pixel resolution, 60Hz) recorded subjects left
eye positions.
2.2

Deﬁnitions of Metrics and Fixation Maps

In this paper, ﬁxation is deﬁned as a stable eye position with a velocity below the threshold of 20 degrees per second (Robert et al. 2003), gaze duration
is deﬁned as the sum of each ﬁxation duration at a
particular region of interest, and scan paths are the
spatial arrangements of a sequence of ﬁxations. Scan
paths, the total number of ﬁxations on each bar, and
gaze duration on each bar were generated for later
analysis.
The ﬁxation location and duration were used to
generate two kinds of ﬁxation maps (David 2002),
which were three dimensional matrices: the x-y axes
were the size of the image, with the third dimension
being an indication of the number of ﬁxations or duration of gaze on each area. The Fixation Number Maps
(Figure 3) were calculated by dropping an identical
Gaussian kernel of the same height at the location for
each ﬁxation. The Gaze Duration Maps were calculated using a Gaussian kernel of a height proportional
to the ﬁxation duration. The half-height width for the
Gaussian kernel is determined according to the area
over which a ﬁxation can be said to exist. The map is
then normalized so that the ﬁnal value of the highest
peak equals one. The initial ﬁxation locations, which
are speciﬁed by the central cross at the moment when
the images appear, are ignored during the calculation
of this map.
3
3.1

Results
Modeling Attention Level

As previous research has suggested, Itti’s saliency
model was not adaptable to both trials, because it
fails to predict either the point on the graph which the
subjects’ eye moved to initially, nor the scan paths.
Nevertheless, one notable thing is that when images
are viewed suﬃciently often (21 times per image), the
average amount of attention paid to each region of
interest as a whole (in this case, each bar) does have
a correlational relationship with one of the saliency
features: intensity. This implies that the saliency of
intensity may be used to indicate the level of attention given to regions of interest, and to compute the
probable amount of visual attention.
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4

Summary

The study conﬁrmed that top-down attention is capable of being predicted merely by processing the images in the visual environment. A future direction of
study would be to investigate the diﬀerences in predication accuracy between each image, to determine
which may or may not permit accurate predictions to
be calculated.

Figure 1: Example of a displayed Image and its Intensity Map
0.4
Intensity conspicuousness

The intensity map (Figure 1) of Itti’s saliency
model may be used as measure of conspicuousness,
to predict the distribution of ﬁxations (deﬁne this as
’Attention Level’). For each trial, in every bar in every image, the sum of the intensity corresponding to
the position of each of each bar was calculated, then
normalized so that the sum of the intensity of all bars
in one graph equaled one. Similarly, on the ﬁxation
maps, the sum of the values of all pixels viewed which
corresponded to the positions of each bar (Attention
Level) was calculated for both the Fixation Number
and Gaze Duration Maps, as a measure of the amount
of attention given to each bar, followed by a normalization process so that the sum of the Attention Level
for each bar on one bar-graph equaled one.
Table 1 shows the correlational coeﬃcient between
the Attention Level in terms of ﬁxation number or
gaze duration and intensity for both trials. Figure 2
illustrates the relationship between the proportional
ﬁxation number and the relative intensity; each dot
represents a particular bar in a bar-graph with attention level on the horizontal axis and intensity level
on the vertical axis. Both the ﬁxation number and
intensity are normalized so that the sum of all bars
in the bar-graph equals one.
Table 1: Correlation between Attention Level and Intensity
trial1 trial2
Fixation Number 0.50
0.65
0.49
0.69
Gaze Duration

Contrary to the expectation that saliency features are
insuﬃcient when predicting top-down attention from
the second trial, Table 1 indicates that the correlational relationship for the ﬁrst trial is no better than
for the second trial. To illustrate this tendency, Figure 3 plots the Gaze Duration Map for the image in
Figure 1 of the ﬁrst trial (right) and the second trial
(left). The most signiﬁcant diﬀerence in eye movement between the two trials is that subjects in the
ﬁrst trial focus more on a couple of positions corresponding to the largest points of intensity on the map.
However, subjects in the second trial look at each bar
thoroughly, according to the relative level of intensity,
which contributes to a better adaptability of the bars
which have a relatively low level of intensity.
Since the concept of a saliency map is conventionally used for the ﬁrst ﬁxation prediction, it works well
when the intensity is high, but not surprisingly, loses
its accuracy when the intensity is low. Yet, the intensity feature is a better predictor in situations where
subjects intentionally pay attention to every bar, in
order to grasp the meaning of each graph as a whole,
or in other words, to understand the quantity of each
bar in relation to the others. This is noteworthy, as it
implies that the diﬀerence between the two trials—the
additional task imposed in the second trial—actually
helps, rather than working against the accuracy of the
model.
In conclusion, it can be inferred that task-oriented
Attention Level (not the ﬁrst ﬁxation) can be predicted by measuring the intensity features from the
visual environment when the following two conditions
are satisﬁed: (1) there is an underlying top-down
force that directs gaze toward each region of interest, according to the level of perceived importance
implicit in its saliency of intensity; and (2) the visual
environment (the graphs used in this study) possesses
an implicit meaning which can be calculated from the
intensity of the image.
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Figure 3: Fixation Maps of Figure 1. The map for
the ﬁrst trial is on right, second trial on left.
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Abstract
We present a method for dynamic manipulation and
interchanging of tangible objects in a spatial augmented reality environment for use in rapid prototyping. We call this method MagManipulation. This
method improves on existing methods in several ways:
allows for the use of abstract and non-uniform curves,
allows for ease of manipulation on non-tabletop like
surfaces, allows for interchangeable tangible objects
to be used. Our method allows us to dynamically
manipulate tangible objects in a TSAR environment
in a manner unattainable with current technologies.

1

Introduction

This paper presents a method for the integration
of non-planar, non-uniform substrates with tangible objects in a Tangible Spatial Augmented Reality
(TSAR) rapid prototyping workflow using magnetic
fields. Current methods of integrating tangible objects in a TSAR rapid prototyping workflow either
rely on planar, horizontal surfaces or involve unwieldy
or otherwise constraining systems to attach the tangible objects together. By utilising magnetic fields
emanating from the tangible object, combined with
a ferrous-surface substrate, non-planar non-uniform
tangible objects can be easily and dynamically attached and manipulated in the TSAR rapid prototyping workflow, providing numerous benefits over current TSAR workflows and technologies.
2

Ross T. Smith2

Pugh [5] describes a total design made of six steps,
from identification of user needs through to manufacture and sales. Tangible Spatial Augmented Reality
provides particular enhancements to both the Conceptual Design and the Physical Design steps - that
is, through the conception and creation of numerous, wide-ranging ideas and mock-up designs. However, traditional TSAR systems utilise flat, table-top
designs[2]. These provide some benifits for applications such as city planning - mock buildings and trees
can be placed on the table easily and initiatively.
However, it is difficult to attach tangible objects together, and even placing tangible objects on top of
non-planar objects such as tabletop displays is difficult. Thus, the table-top design limits the creativity
and natural design process by constraining the mockup to a flat, planar surface. Whilst this is suitable
for some applications, such as city planning and the
like, it does not lend itself well to many other applications. For example, a mock-up of a car dashboard
loses much of its usefulness if the mock-up is not realistically shaped with curved surfaces - but when realistically shaped, attaching tangible objects to the
dashboard poses a potential problem.
3

Non-planar non-uniform TSAR substrates

The use of physical mockups and prototypes during
the industrial design process is an important feature,
allowing the relationships between components to be
explored in a much more intuitive manner then the
use of CAD models and drawings alone[1]. The use of
Spatial Augmented Reality and Tangible User Interfaces has been shown to enhance this process [Porter,

Background

Ever since Sutherland proposed the Ultimate Display
[6], researchers have been striving to integrate Virtual Reality (VR) worlds with reality, through the
use of visual, tactile and digital interfaces. In industrial rapid prototyping, Virtual Reality has been
used in rapid prototyping for some years [4]. Virtual
interaction within the prototyping workflow provides
unique capabilities not present in traditional, physical
workflows. Spatial Augmented Reality provides additional enhancements [1] to the prototyping workflow
not currently present in AR/TAR rapid prototyping
systems [3].
Copyright c 2012, Australian Computer Society, Inc. This paper appeared at the 13th Australasian User Interface Conference (AUIC 2012), Melbourne, Australia, January-February
2012. Conferences in Research and Practice in Information
Technology (CRPIT), Vol. 126, Haifeng Shen and Ross Smith,
Ed. Reproduction for academic, not-for-profit purposes permitted provided this text is included.

Figure 1: Curved substrate with tracked tangible objects in TSAR environment. (1) Tracked Object, (2)
Curved foam substrate, (3) Fridge Magnet.
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Porter, Verlinden]. Thomas et. al [7] further extended the use of Tangible Spatial Augmented Reality in the industrial design process through the utilisation of tangible objects acting as intractable parts
of the prototype. However, integrating these tangible objects with non-tabletop-like mockups, such as
car dashboards containing both non-planar and nonuniform surfaces, presents several challenges. The
tangible object must be attached to the substrate in
a manner which allows the detachment, as well as
high-fidelity placement. For example, while a snapgrid system, such as found on LEGO blocks, would
allow the attachment of objects to the substrate, the
object placement is limited to the fidelity allowed by
the snap grid. Furthermore, the integration of such a
snap-grid onto the non-planar, non-uniform substrate
presents additional challenges, encumbering the design process. Overcoming these challenges with a
method that does not encumber the design process,
and allows quick, uninhibited attachment of physical
artefacts to a substrate enhances the design process
and allows such non-planar, non-uniform substrate
models to be used in a manner that is, using traditional tools, quite difficult.

printed objects, cheap tangible objects of any shape
can be created and embedded with a small magnet,
allowing attachment of the object to the substrate or
to another tangible object.
6

In addition to intuitive, dynamic manipulation and
placement of tangible objects, groups of tangible objects can be created using a substrate covered with a
ferrous material with an attached magnet. Tangible
objects can be placed onto the substrate in the desired relative positions, and then the substrate can be
manipulated, thus moving groups of tangible objects
whilst keeping their relative positions. For example,
when prototyping a control system for a car dashboard, the air conditioner controls may be configured
into desired relative positions and then the group as
a whole shifted relative to the car dashboard. This
allows for more intuitive, quick prototyping as compared to current technologies which are cumbersome
or manipulate tangible objects as individuals.
7

4

TSAR Design Guidelines

Working closely with industrial designers and architects, we have been aiming to extend the existing
Pughs Total Design methodology by providing new
features into the industrial designers toolkit [7]. The
purpose of the features are to allow designers to experiment with a vide variety of potential concept prototypes without the overhead of building the prototypes
with complex electronics to provide the functionality.
For example, a climate control system on a dashboard
required buttons and dials to allow the temperature
to be set by the user. Our approach has focused on
allowing prototypes to be quickly built using simple
construction materials like foam board, timber, glue
and nails and to enhance the simple surfaces with
a complex computer graphics finish. With this approach the system can still maintain simulated functionality using the TSAR system, but does not require
a significant commitment to explore a concept. For
these reasons, we have identified the following requirements to be used as a guideline for the development
of future features for the methods used during development:
1. The underlying substrate should not include any
custom electronic components.
2. The substrate should be painted white to allow
for a vibrant surface appearance using the projected SAR system.
3. Light weight
4. Low cost
Following these guidelines, we have extended current TSAR environments to allow the dynamic intuitive manipulation of tangible objects, providing functionality above and beyond existing systems.
5

Concept

We present a system utilising a ferrous coating combined with small magnets integrated into the tangible
objects to allow high-fidelity coupling and movement
between the object and the substrate. The physical
mockup, such as a car dashboard, is created and is
then coated in a paint containing ferrous material.
Following Thomas et. als’ [7] use of 3-dimensionally

96

Grouping of tangible objects

Conclusion

In this paper, we present a novel concept for improving on existing TSAR rapid prototyping workflows
to include non-planar, non-uniform substrates. This
concept improves upon existing technologies to enhance the industrial design workflow, allowing the
manipulation of both single and groups of tangible
objects in a TSAR rapid prototyping environment.
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Abstract

3

This paper discussed the concept of using three simple sensors
to monitor the behavioural patterns of an office occupant. The
goal of this study is to capture behaviour information of the
occupant without the use of invasive sensors such as cameras
that do not maintain a level of privacy when installed. Our
initial analysis has shown that data mining can be applied to
capture re-occurring behaviours and provide real-time presence
information to others that occupy the same building..
Keywords: Digital Foam, Data Mining, Apriori Algorithm,
Non-invasive, Ambient Display, Market Basket Analysis

While a camera in the office would provide us with all the
information we needed to monitor an occupants presence, it can
be very invasive. By utilising simple sensors such as magnetic
door sensors and a seat sensor, the only information recorded is
that which could be obtained by walking past the office and
looking in. By employing the state information of these three
sensors, we can discover behavioural information such as the
most likely time that the occupant is available as a pattern
observed over a period of time.
From analysing the layout of the office in Figure 2, we noted
that there are three possible locations for simple sensors that
provide the most meaningful information. The office we are
interested in shares a reception area with another office. As
either door can be locked to outsiders, we chose to place
magnetic door switches on both the inner and outer doors.
Finally we decided to place a sensor on the desk chair to
determine if the occupant is seated or not. These three states can
give us an insight as to the occupant‟s availability.

1

Introduction

This paper explores the concept of using simple sensors
incorporated into an office environment to capture behavioural
information that provides presence information to co-workers
through an ambient display. Two sensors are used to capture the
state information of doors when they are opened and closed, in
conjunction with a pressure sensitive cushion on the desk chair
which we refer to as a „seat sensor‟. We present how these three
simple sensors can be set up to log information to determine
physical presence and behavioural habits by data mining the
sensor information. By itself this data means nothing, but by
data mining the information over a long period of time we can
start to see reoccurring patterns in the occupant‟s behaviour.
Sensors capture data from the physical world and convert the
information to analogue or digital data. Electronic sensors can
capture temperature, humidity, light, and sound amongst others.
We consider the complexity of a sensor in terms of the data
complexity. For example, a 1.3 megapixel webcam at 24 FPS
generates approximately 20 gigabytes of information per hour.
Although complex sensors are very powerful for capturing data,
this paper shows how useful information can also be captured
from simple sensors that can be used to capture everyday
behavioural patterns. By capturing the state of these three
sensors we can start to build a behavioural presence model
using data mining.

2

Background

Sensors come in many different forms and new types are still
being discovered. In this paper we are interested in capturing
two events; firstly the state of a door to identify when it is open
or closed and secondly to identify when an office seat is
occupied.
Data mining provides a mechanism of discovering useful
information by analysing captured data to provide a summary of
the patterns that occur. The Apriori algorithm is commonly used
on massive supermarket transaction databases to discover
association rules, such as what products are commonly
purchased together. This is called market basket analysis (Chen
et al., 2005).

3.1

Simple Sensors Behaviour Concept

Data Mining Sensor Information

The goal of data mining the sensor information is to discover
patterns in the office occupant‟s behaviour. This will give us an
insight into the most likely times that the occupant is available.
We used the Apriori algorithm (Agrawal and Srikant, 1994) to
generate a list of association rules. In order to apply the Apriori
algorithm we logged the data as transactions, where a new item
is added to the log when a state changes. An example of a useful
association rule is “!inner  !seated 97%” which translates to:
97 percent of the time, if the inner door is shut then the
occupant is not seated.

3.2

Ambient Display of Information

A visualisation we employed to present the status information to
others in the same building but in a different room follows a
traffic light metaphor (see Figure 1). The purpose of the Traffic
Light visualisation is to inform the current availability of the
occupant. This visualisation utilises the behavioural knowledge
gained from preliminary data logging, based on four weeks of
data, and attempts to determine whether the occupant is
available or not using the state changes. The traffic light uses
ambient lights to display and communicate information without
distracting the user from their primary task. We employ the
philosophy of Ishii et al. used in their ambientRoom system.
The ambientRoom uses simple lights to convey information
such as the number of hits on a website (Ishii and Ullmer,
1997).

Figure 1: Traffic Light Visualisation

4
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Implementation

We employ magnetic door switches and a foam based pressure
„seat‟ sensor for the implementation of our system. These
sensors are monitored using a micro-controller that captures
when the state of the sensors changes. Magnetic door sensors
are used to acquire state information from two doors located in
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the office, the state identified is either open or closed. These
sensors are very simple, the switch is located on the door frame
and a magnet is placed on the door. When the door is shut the
magnet pulls the switch into an open position. This information
is identified by a micro-controller and communicated to the
computer as a string of comma delimited integers over the serial
port.
We decided to create a cushion which features four sensors
made from a material called Digital Foam to detect when the
occupant was seated. Digital Foam is a conductive foam
material that changes resistance when it is compressed (Smith,
2009), this material has also been used in an input device for
free-form 3D modelling which records the depth and location of
finger presses on its surface (Smith et al., 2008). By reading the
resistance values with the microcontroller, we can detect if the
cushion is being compressed. Including four sensors enables us
to potentially differentiate between a person and inanimate
objects, such as a stack of books, placed on the chair.
There are two modules to the software architecture, Data
logging, and visualisation. The Data logging software reads the
sensor information from the serial port and converts it into a
meaningful format. This information, along with the time and
date, is stored in a file which can later be used for data mining.
This information is sent across the network using TCP/IP in a
standard client-server configuration. The visualisation software
then presents the data using a variable floor plan diagram on a
wall mounted plasma screen, and via the ambient Traffic Light
visualisation. This diagram features animated doors and seat
state changes.

Figure 2: Office Floor Plan Visualisation

5

Results

The data used to generate the results was gathered over four
weeks of constant logging. Each log entry contains the time of
day which is: early morning (before 9am), morning (9am to
midday), afternoon (until 5pm) or evening (until midnight), as
well as the day of the week. In this paper we are focusing on
finding the associations in the data rather than graphing
behaviour over time because we have only recorded four weeks
of data. In the future when we have logged months or even
years of data then we will use graphs to visualise the occupant‟s
reoccurring behavioural patterns over time.
Table 1: Top Results from the Apriori Algorithm
Rule
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Association Rule

Confidence
100%
94%
72%
66%
100%
97%
92%
97%
96%
97%
89%
6%
87%
69%
91%
95%
79%

Key: !inner = Inner Door Shut, inner = Inner Door Open
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The association rules generated from the Apriori algorithm give
us some useful insights into the office occupant‟s behaviour,
Table 1 is a list of the most relevant association rules that we
have selected.
Rules 1 to 4 show us that even if the door is open before 9am, it
is very unlikely that the occupant is seated yet, and Afternoon is
the most likely time that the occupant is seated.
Rules 5 to 7 can be interpreted as showing that the Afternoon is
the most likely time for the occupant to be working with the
office door shut.
Rules 8 to 11 show 10 cases in four weeks of working with the
inner door shut, 11 cases with the outer door shut, and 5 cases
with both shut. This shows that it is a standard behaviour of the
occupant to work with the door shut; however it is not done all
the time. This means that if either door is shut but the occupant
is seated, we display a yellow light on the Traffic Light to
signify that the occupant is busy. Compared to a green light
which shows the occupant is available, and a red light to show
unavailability.
Rules 12 to 16 show the days on which it is unlikely for the
occupant to be seated, Monday is very likely that the occupant
is seated and could possibly mean that Monday is the day where
the occupant sits for the longest time without leaving the office.
If we count how much activity occurs on each day then Monday
and Wednesday are the most active days, with Thursday and
Friday being the least active. Together these two rules would
suggest that Monday is the busiest day in the office. However
the scope of this system is only the activity which occurs inside
the office, Thursday and Friday could be equally as busy days
with many meetings and commitments outside the office.
Rule 17 shows that 79% of Wednesday‟s activity was with the
Inner Door open. This could mean that this is a day where the
secretary and the other office occupant were not present, so that
when the occupant left his office he locked the outer door rather
than both doors.

6

Conclusion

What we hope to achieve with the analysis is to provide a
summary of the behavioural information over time. From these
preliminary results we can already see glimpses of what we
could potentially learn from a larger dataset. Given the system is
kept running, the data mining will allow new patterns to be
revealed and potentially re-occurring behaviours over many
years could be identified. Providing co-workers with this
information where appropriate will allow them to select the
most appropriate time to find the occupant. In the future we
could also include other data such as public holiday dates,
semester times and conference submission deadlines to allow us
to generate an even more detailed behavioural presence model.

7
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