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Preface

The 17th Computing: The Australasian Theory Symposium - CATS is an annual conference held in the
Australia-New Zealand region, dedicated to theoretical computer science. CATS is part of the Australasian
Computer Society Week (ACSW), an international annual conference event, supported by the Computing
Research and Education Association (CORE) in Australia. ACSW 2011 is hosted by the Department of
Computing at Curtin University, Perth, Australia, January 17-20, 2010.
CATS is an international, fully refereed conference publishing original research in all areas of theoretical
computer science. The program committee in 2011 included members from Australia, New Zealand, USA,
Japan, China and Hong Kong, Switzerland, and Germany. In 2011 the conference received 38 submissions,
of which 20 were accepted for publication, resulting in an acceptance rate of 53%. Each submission received
three independent reviews from program committee members or sub-reviewers, and was discussed by the
program committee.
We would like to thank all the program committee members and sub-reviewers for their work, as well
as all the authors for their contribution in making CATS a successful theory event.

Alex Potanin
Victoria University of Wellington
Taso Viglas
The University of Sydney
CATS 2011 Programme Committee Chairs
January 2011
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Welcome from the Organising Committee

On behalf of the Australasian Computer Science Week 2011 (ACSW2011) Organising Committee, we welcome you to this year’s event hosted by Curtin University. Curtin University’s vision is to be an international
leader shaping the future through its graduates and world class research. As Western Australia’s largest
university, Curtin is leading the state in producing high quality ICT graduates. At Curtin Computing, we
offer both world class courses and research. Our Computing courses cover three key areas in IT (Computer
Science, Software Engineering and Information Technology), are based on the curricula recommendations
of IEEE Computer Society and ACM, the largest IT professional associations in the world, and are accredited by the Australian Computer Society. Curtin Computing hosts a top level research institute (IMPCA)
and offers world class facilities for large scale surveillance and pattern recognition.
We welcome delegates from over 18 countries, including Australia, New Zealand, USA, U.K., Italy,
Japan, China, Canada, Germany, Spain, Pakistan, Austria, Ireland, South Africa, Taiwan and Thailand.
We hope you will enjoy the experience of the ACSW 2011 event and get a chance to explore our wonderful
city of Perth. Perth City Centre is located on the north bank of the Swan River and offers many fun
activities and a wealth of shopping opportunities. For panoramic views of Perth and the river, one can visit
Kings Park or enjoy a relaxing picnic in one of the many recreational areas of the park.
The Curtin University campus, the venue for ACSW2011, is located just under 10km from the Perth
City Centre and is serviced by several Transperth bus routes that travel directly between Perth and Curtin
University Bus Station, as well as several other routes connecting to nearby train services.
ACSW2011 consists of the following conferences:
–
–
–
–
–
–

Australasian Computer Science Conference (ACSC) (Chaired by Mark Reynolds)
Australasian Computing Education Conference (ACE) (Chaired by John Hamer and Michael de Raadt)
Australasian Database Conference (ADC) (Chaired by Heng Tao Shen and Athman Bouguettaya)
Australasian Information Security Conference (AISC) (Chaired by Colin Boyd and Josef Piepryzk)
Australasian User Interface Conference (AUIC) (Chaired by Christof Lutteroth)
Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Jinjun Chen
and Rajiv Ranjan)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Kerryn Butler-Henderson and Tony Sahama)
– Computing: The Australasian Theory Symposium (CATS) (Chaired by Taso Viglas and Alex Potanin)
– Australasian Computing Doctoral Consortium (ACDC) (Chaired by Rachel Cardell-Oliver and Falk
Scholer).
The nature of ACSW requires the co-operation of numerous people. We would like to thank all those
who have worked to ensure the success of ACSW2011 including the Organising Committee, the Conference
Chairs and Programme Committees, our sponsors, the keynote speakers and the delegates. Many thanks go
to Alex Potanin for his extensive advice and assistance and Wayne Kelly (ACSW2010 chair) who provided
us with a wealth of information on the running of the conference. ACSW2010 was a wonderful event and
we hope we will live up to the expectations this year.

Assoc. Prof. Mihai Lazarescu and Assoc. Prof. Ling Li
Department of Computing, Curtin University
ACSW2011 Co-Chairs
January, 2011

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2011 in Perth. CORE, the peak body representing academic computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings, which
are a unique opportunity for our community to network and to discuss research and topics of mutual interest. The original component conferences ACSC, ADC, and CATS, which formed the basis of ACSWin
the mid 1990s now share this week with six other events - ACE, AISC, AUIC, AusPDC, HIKM, ACDC,
which build on the diversity of the Australasian computing community.
In 2011, we have again chosen to feature a small number of plenary speakers from across the discipline:
Heng To Shen, Gene Tsudik, ans Dexter Kozen. I thank them for their contributions to ACSW2011. I also
thank the keynote speakers invited to some of the individual conferences. The efforts of the conference
chairs and their program committees have led to strong programs in all the conferences again, thanks. And
thanks are particularly due to Mihai Lazarescu and his colleagues for organising what promises to be a
strong event.
In Australia, 2009 saw, for the first time in some years, an increase in the number of students choosing
to study IT, and a welcome if small number of new academic appointments. Also welcome is the news that
university and research funding is set to rise from 2011-12. However, it continues to be the case that perplace funding for computer science students has fallen relative to that of other physical and mathematical
sciences, and, while bodies such as the Australian Council of Deans of ICT seek ways to increase student
interest in the area, more is needed to ensure the growth of our discipline.
During 2010, CORE continued to negotiate with the ARC on journal and conference rankings. A key
aim is now to maintain the rankings, which are widely used overseas as well as in Australia. Management of
the rankings is a challenging process that needs to balance competing special interests as well as addressing
the interests of the community as a whole.
COREs existence is due to the support of the member departments in Australia and New Zealand, and I
thank them for their ongoing contributions, in commitment and in financial support. Finally, I am grateful
to all those who gave their time to CORE in 2010; in particular, I thank Alex Potanin, Jenny Edwards,
Alan Fekete, Aditya Ghose, Leon Sterling, and the members of the executive and of the curriculum and
ranking committees.

Tom Gedeon
President, CORE
January, 2011

ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
AUIC
APCCM
AusPDC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computer Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Australasian User Interface Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and CATS 2011 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

Curtin University of Technology,
www.curtin.edu.au
CORE - Computing Research and Education,
www.core.edu.au

Perth Convention Bureau,
www.pcb.com.au

Australian Computer Society,
Project:
Identity
Date:
November 09
www.acs.org.au

Client: Computing Research & Education
Job #: COR09100
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Faster Approximation Algorithms
for Scheduling with Fixed Jobs
Klaus Jansen1
1

Lars Prädel1

Ola Svensson2

Institut für Informatik, Christian-Albrechts-Universität zu Kiel, 24098 Kiel, Germany
Email: {kj,lap,ums}@informatik.uni-kiel.de
2

KTH Royal Institute of Technology, SE-100 44 Stockholm, Sweden
Email: osven@kth.se

Abstract
We study the problem of scheduling jobs on identical
parallel machines without preemption. In the considered setting, some of the jobs are already assigned machines and starting times, for example due to external
constraints not explicitly modelled. The objective is
to assign the rest of the jobs in order to minimize the
makespan.
It is known that this problem cannot be approximated better than within a factor of 3/2 unless
P = NP. An algorithm that achieves 3/2 +  for any
 > 0 was presented by Diedrich and Jansen [DJ09],
but its running time is doubly exponential in 1/. We
present an improved algorithm with approximation
ratio 3/2 and polynomial running time. We also give
matching results for the related problem of scheduling
with reservations. The new algorithm is both faster
and conceptually simpler than the previously known
algorithms.
1

Ulrich M. Schwarz1

Introduction

In parallel machine scheduling, an important issue is
the scenario where either some jobs are already fixed
in the system [SSW99a, SSW99b, DJ09] or intervals of
non-availability of some machines must be taken into
account [DJPT07, DJPT10, HLC05, Lee96, Leu04,
LSL03, DJ09]. The first problem occurs when highpriority jobs are already scheduled in the system while
the latter problem is due to regular maintenance of
machines. Both models are relevant for turnaround
scheduling [MMS] and distributed computing where
machines are donated on a volunteer basis.
Formally, the problem can be defined as follows:
an instance consists of m, the number of machines,
considered part of the input and n jobs with nonnegative processing times p1 , . . . , pn ∈ N. The first k
jobs are fixed via a list (m1 , s1 ), . . . , (mk , sk ) giving
a machine index and starting time for the respective
job. We assume that these fixed jobs do not overlap.
A schedule is a non-preemptive assignment of the jobs
to machines and starting times such that the first k
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia, January 2011.
Conferences in Research and Practice in Information Technology (CRPIT), Vol. 119, Alex Potanin and Taso Viglas, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.
KJ and LAP supported in part by DFG project JA 612/14-1,
“Entwicklung und Analyse von effizienten polynomiellen Approximationsschemata für Scheduling- und verwandte Optimierungsprobleme."
OS supported by ERC Advanced investigator grant 226203.

jobs are assigned as encoded in the instance and that
the jobs do not intersect.
For the problem with fixed jobs, the objective is to
minimize the makespan of all jobs, including the fixed
ones. In the setting with non-availability, the fixed
jobs are not included when finding the makespan.
Without loss of generality, we may assume m < n:
if m ≥ n, there are at least m − k ≥ n − k machines
without fixed jobs on them, which can execute the
n − k unfixed jobs optimally in a trivial way.
Both problems generalize the well-known problem P||Cmax (scheduling jobs on parallel identical machines to minimize makespan) [HS88] and hence are
strongly NP-hard.
Related work. Scheduling with fixed jobs was
studied by Scharbrodt, Steger & Weisser [Sch00,
SSW99a, SSW99b]. They mainly studied the problem
for constant m; for this strongly NP-hard formulation (which consequently does not admit an FPTAS)
they present a PTAS. They also found approximation algorithms for general m with ratios 3 [Sch00]
and 2 +  [SSW99a, SSW99b]; since the finishing time
of the last fixed job is a lower bound for the optimal
∗
makespan Cmax
, we can simply use a PTAS for the
well-known problem P||Cmax [HS88] to schedule the
remaining n − k jobs after the fixed job which finishes last. Scharbrodt, Steger & Weisser [SSW99a,
SSW99b] also proved that for scheduling with fixed
jobs there is no approximation algorithm with ratio
3/2−, unless P = NP, for any  ∈ (0, 1/2]. In [DJ09],
Diedrich and Jansen present a 3/2 + -approximation
for arbitrary  > 0 for both settings, however, it relies on large enumeration steps and involves up to
1/2
m1/
calls to a subroutine to approximately solve a
difficult maximization subproblem, the Multiple Subset Sum Problem (MSSP; see Section 2), with accuracy . We denote by TM SSP (n, ) the time complexity of this subroutine.
Results. We present improved algorithms for
scheduling with fixed jobs and scheduling with nonavailability. These algorithms on the one hand
achieve exactly the bound of 3/2 and, on the other
hand, are both faster and conceptually simpler than
the previous algorithms in [DJ09]. Formally stated,
our results are the following:
Theorem 1. Scheduling with fixed jobs admits
an approximation algorithm with ratio 3/2 and
running time O(n log n + log(n maxj=1,...,n pj )(n +
TM SSP (n, 1/8))).
For scheduling with non-availability, the result is
slightly weaker for technical reasons:

3
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Theorem 2. Scheduling with non-availability, even
if at any time, there is only at most one unavailable
machine, does not admit a polynomial time algorithm
with a constant approximation ratio unless P = NP.
Theorem 3. Scheduling with non-availability, as
long as a constant fraction ρ ≥ 1/m of machines
is always available, admits a 3/2-approximation with
running time O(n log n + log(n maxj=1,...,n pj )(n +
TM SSP (n, ρ/8))).
The remainder of the paper is structured as follows: in Sections 2–5, we describe the algorithm and
prove its correctness for the case of fixed jobs, i.e.
Theorem 1. In Section 6, we prove the lower bound
of Theorem 2 and show the minor changes that are
needed to use our algorithm for the case of nonavailability.

new algorithm uses a single post-processing step and
does not need any enumerative steps, nor network
flow solvers, beyond those in the MSSP subroutine.
The outline of our algorithm is given in Figure 1:
we give a relaxed decision algorithm that generates
a schedule of length at most 3/2 · T provided there
exists some schedule that packs all jobs in the interval [0, T ). This algorithm is combined with a binary
search. The number of iterations of the binary search
is polynomially bounded in the input length by the
following easy insight:
Remark 5. For the shortest possible makespan,
OPT, we have
max (sj + pj ) ≤ OPT

j∈{1,...,k}

≤

max (sj + pj ) + n

j∈{1,...,k}

2

Scheduling with Fixed Jobs and the Multiple Subset Sum Problem

Our approach, as well as the one presented in [DJ09],
relies heavily on algorithms for the Multiple Subset
Sum Problem. In its optimization variant, this problem is defined as follows:
Definition 4. Given n items with sizes w1 , . . . , wn
and m ≤ n target capacities C1 , . . . , Cm , possibly not
all equal, we are asked to find a partition
P of the items
into m+1 sets S1 , . . . , Sm+1 such that j∈Si wj ≤ Ci
Pm P
for all i ∈ {1, . . . , m} and
i=1
j∈Si wj is maximized. The set Sm+1 collects items that remain unpacked.
This problem in itself is strongly NP-hard, as
shown by Caprara et al. [CKP00]. The problem
that is more commonly considered is the Multiple Knapsack Problem, where items have profits
that may be different from their size and the overall packed profit has to be maximized. Chekuri
and Khanna were the first to present a PTAS for
this problem [CK05]. The best currently known
algorithm for both MKP and MSSP is an efficient PTAS due to Jansen [Jan09b] with a run5
ning time of TM SSP (n, ) = 2O(log(1/)·1/ ) +
poly(n) for n items and m ≤ n target capacities,
which was subsequently improved to TM SSP (n, ) =
4
2O(log(1/) ·1/) + poly(n) [Jan09a] and, if the Modified Integer Roundup Conjecture (MIRUP) of Scheithauer and Terno [ST95] holds, this even reduces to
2
TM SSP (n, ) = 2O(log(1/) ·1/) + poly(n) [Jan09a].
The connection of MSSP to our scheduling problem is the following: guessing a makespan T for the
scheduling problem will induce, along with the prepositioned jobs, bins of different sizes into which the
remaining jobs have to be placed, so solving MSSP
exactly is equivalent to solving the decision version of
the scheduling problem. Since MSSP is hard, we can
only solve it approximately, but with arbitrary precision . The major problem now is that even though
the total size of jobs not assigned by an MSSP algorithm (which will have to be scheduled after the
guessed optimal makespan T ) will only be a small
fraction of the total length of all jobs, some of these
rejected jobs may still be long, which results in a bad
approximation ratio.
Much of the running time of the algorithm
in [DJ09] is spent in solving network flow problems
for a very large number of candidate solutions which
have to be enumerated in order to avoid this problem by placing large jobs in advance. In contrast, our

4

max
j∈{k+1,...,n}

pj

(1)

i.e.
the range to be searched over has length
maxj∈{1,...,k} (sj + pj ) + n maxj∈{k+1,...,n} pj −
maxj∈{1,...,k} (sj + pj ) ≤ n maxj=1,...,n pj , which is
pseudopolynomial in the instance size.
In particular, we have a polynomial number
O(log(n maxj=1,...,n pj )) of binary search steps.
Proof. The lower bound follows from the fact that
the “latest” fixed job counts towards the makespan; a
schedule proving the upper bound is easily obtained
in linear time by scheduling all unfixed jobs on a single
machine.

We note that by using Graham’s List Scheduling algorithm [Gra69] after all the fixed jobs have
finished,Pwe can reduce the size of the search region to j∈{k+1,...,n} pj /m + maxj=1,...,n pj ≤ (1 +
n/m) maxj=1,...,n pj , which would be preferable for a
practical implementation.
Hence, we will concentrate on one iteration of the
binary search in the following. In each iteration, we
first apply a low-complexity check, described more
closely in Section 3, that correctly rejects some infeasible guesses of T . We then pack almost all jobs
into the schedule as described in Section 4. A novel
postprocessing step ensures that the unpacked jobs
have suitable properties to pack them later. Finally,
we pack these jobs into an extra timeframe of length
T /2 as described in Section 5.
3

Quickly discarding too-small T

For a given target makespan T we generate all intervals of availability of machines, in the following
called gaps, within the planning horizon [0, T ) from
the k encoded fixed jobs. Let q(T ) ∈ N∗ denote the
number of gaps and let G(T ) := {G1 , . . . , Gq(T ) } denote the set of gaps. For each i ∈ {1, . . . , q(T )} we
also use Gi to denote the size of gap Gi . Without loss
of generality, we assume G1 ≥ . . . ≥ Gq(t) . Note that
q(T ) ≤ k +m ≤ 2n since at most k fixed jobs induce a
gap “left” to them and there are at most m gaps whose
“right” limit is not created by a fixed job but by the
limit of the planning horizon. In total, q(T ) is polynomially bounded in the instance size. These gaps can
easily be processed by sorting the fixed jobs on each
machine by their execution times and assigning the
gaps between them. This is done in time O(n log n).
Furthermore, we need that in each iteration of the
while-loop all gaps are sorted. The gaps that are not
limited by the planning horizon will not changed in
the algorithm. Hence we can sort them by their sizes
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in line 4 before the while-loop is processed. The sizes
of the other gaps are modified in each loop by the
same amount. Hence we can sort them also before the
while-loop is processed and update only the lengths
of the gaps in line 7. Afterward we do a merge step
of the two sets of gaps to have a sorting of all gaps by
their sizes. In total we need O(n log n) to compute
and sort the two sets of gaps, before the while-loop
in line 5 is processed. In each iteration we need time
O(n) to update the lengths of the gaps and merge
them. We define
JL (T ) := {j ∈ {k + 1, . . . , n} | pj ∈ (T /2, T ]},
JS (T ) := {j ∈ {k + 1, . . . , n} | pj ∈ (0, T /2]}

1

2
3
4
5
6
7

8
9
10
11

12
13
14
15
16
17

18
19

Set LB := maxj∈{1,...,k} (sj + pj ),
Pn
1
UB := LB + maxj∈{k+1,...,n} pj + m
j=k+1 pj
Let σbest a schedule of makespan at most UB.
Sort the jobs by non-increasing length.
Generate and sort the gaps G(T ) as described
in Section 3.
while UB − LB ≥ 1 do
Set T := d(UB + LB)/2e.
Update the gaps and partition into large
and small jobs JL (T ) ∪˙ JS (T ) as described
in Section 3. The large jobs and gaps are
sorted by non-increasing sizes.
for j = 1, . . . , m do
if the jth largest job is large and bigger
than the jth largest gap then
reject T .
Run a 7/8-approximation for MSSP on
G(T ) and the jobs, as described in
Section 4.
if more than mT /8 is unpacked then
reject T .
if T was rejected then
LB := T
else
set σbest to the generated packing and
UB := T .
Modify the packing to include all items from
JL (T ) as described in Section 4.
Partition the remaining jobs into two groups
and use Next-fit to schedule the remaining jobs
in the interval [UB, 3/2UB] as described in
Section 5.
Figure 1: Outline of the approximation algorithm for scheduling with fixed jobs.

to partition the set of non-fixed jobs into large and
small jobs. If any unplaced job is longer than
T , we can obviously immediately reject the guessed
makespan of T as too small. We can partition the
jobs and sort the large jobs in each iteration in linear time, by taking the sorting of all jobs before the
while-loop is processed.
The procedure in step 8 of the algorithm quickly
checks a necessary condition for feasible solutions:
bear in mind that a large job has length pj > T /2, so
there are at most m large jobs, one per machine, and
no gap, being of size at most T by definition, can be
large enough to accommodate two large jobs at once.
Lemma 6. If a guessed makespan T is rejected in
step 10 of the algorithm, then no feasible schedule of
length T exists.
Proof. Assume j minimal such that the jth largest
job is large and does not fit into the jth biggest gap.
For convenience, denote the lengths of the j largest
jobs p1 ≥ . . . ≥ pj and the size of the gaps G1 ≥ . . . ≥
Gj , adding “dummy gaps” of size 0 if needed.
By definition, we have p1 ≥ . . . ≥ pj > Gj , hence
a feasible schedule of length T would have to assign
these j jobs to at most j − 1 gaps G1 , . . . , Gj−1 . This
is a contradiction, since
p1 ≥ . . . ≥ pj > T /2 ≥ G1 /2 ≥ . . . ≥ Gj−1 /2 ,
so no two large jobs fit into one single gap.
4



Packing almost all jobs

In this section, we will show that if T ≥ OPT, we can
generate a schedule of length T that assigns “almost
all” jobs. To ensure an approximation guarantee of
3/2 · T it is critical that all jobs are scheduled within
the time window [0, T ]. We proceed in two steps.
First, we show:
Lemma 7. If a feasible schedule of length T exists,
then step 11 generates a packing such that the total
length of unpacked jobs is bounded by mT /8.
To do this, we create an instance of MSSP as follows: each gap Gi corresponds to a knapsack of capacity Gi and each job of length pi , i = k + 1 . . . n,
corresponds to an item of size pi . We run the EPTAS
of [Jan09b, Jan09a] on this instance with accuracy
1/8.
Observe that if (and only if) our current guessed
makespan T is at least the optimal makespan OPT,
it is possible to pack all items into the gaps, so
the
PnEPTAS will leave items of total area at most
( i=k+1 pi )/8 ≤ mT /8 unpacked. Here, we use that
Pn
mT is a natural upper bound on i=1 pi if T ≥ OPT.

5
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pj1

that were unpacked can be bounded by
r
X

pj2
Gt1
pj3

Gt2

`i ≤ (T − pj2 ) + (pj1 − pj3 ) + . . .

i=1

+ (pjr−1 − pjr+1 )

pj4
Gt3
Gt4

=T+

r−1
X
i=1

Figure 2: Choice of gaps Gj1 , . . . in the proof of
Lemma 8. Shaded areas indicate possible small jobs;
the darker areas are actually unpacked.
Hence, if more than total length mT /8 is not packed,
we can also immediately reject our guessed T .
At this stage, the unpacked jobs may still include
up to b(mT /8)/(T /2)c = bm/4c large jobs. Obviously, if large jobs, which have length > T /2, are
not packed in the gaps in the period [0, T ), we cannot hope to find an overall schedule of length at most
3
2 T . Hence, we modify the packing to include all large
jobs, at the cost of increasing the total area of unpacked jobs by a constant factor, using the following
construction:
Lemma 8. Given a packing of some jobs into the
gaps such that jobs of total length δ are unpacked,
amongst them a large job j1 of length pj1 > T /2, we
can either find in polynomial time a modified packing
such that the total length of unpacked jobs is at most
δ + pj1 and the additional large job j1 is packed as
well as all previously packed large jobs or else prove
that no packing of all jobs into the gaps exists at all.
Proof. Let t1 be the largest index such that Gt1 ≥ pj1 .
(Recall that T ≥ G1 ≥ · · · ≥ Gq(T ) .) Clearly, pj1
can only possibly be scheduled in one of the gaps
G1 , . . . , Gt1 , so if each one of these already contains a
job at least as large as pj1 , no packing can exist at all.
This condition is already tested for in step 8 of the algorithm, before the EPTAS is called. Hence, we select
one gap Gj1 among the gaps G1 , . . . , Gt1 that contains a large job of minimal size. For this purpose, a
gap without large job contains a ‘dummy large job’ of
size 0. Denote this job j2 , of size pj2 < pj1 . We temporarily unpack j2 , and permanently unpack (evict)
all small jobs that might have been in its gap as well,
which have total length `1 ≤ Gj1 − pj2 ≤ T − pj2 .
(See also Figure 2 for this construction.)
If pj2 = 0, we have now scheduled one more large
job. Otherwise, we need to re-schedule j2 . As for j1 ,
let t2 ≥ t1 be the largest index such that Gt2 ≥ pj2 .
Furthermore, we already know that gaps G1 , . . . , Gt1
all carry large jobs at least as large as j2 , since j2
was chosen to be of minimal size amongst the large
jobs there. Hence, we can restrict our attention to the
gaps Gt1 +1 , . . . , Gt2 . Again, if all these gaps already
contain jobs at least as large as j2 , no feasible packing
exists for this choice of T at all. Otherwise, we select
a gap Gj2 with a large job j3 of minimal size pj3 (possibly 0) and iterate as above, discarding small jobs of
total size `2 ≤ Gj2 − pj3 ≤ Gt1 +1 − pj3 ≤ pj1 − pj3 .
After some number r ≤ m of iterations, we have
pjr+1 = 0, i.e. we did not need to unpack another
large job, and the number of packed large jobs has
increased by one. (Otherwise, step 8 would have rejected T already because there are more large jobs
than large gaps.) Finally, the total size of small jobs

6

pji −

r+1
X

pji

i=2

= T + pj1 − pjr ≤ 2pj1 .
The final inequality holds since we know that jr is a
large job, so T − pjr < T /2 < pj1 . Since we have
now additionally packed pj1 , the net loss incurred is
bounded by pj1 .

With a slight modification we can schedule all
large unpacked jobs of total size mT /8 in time
O(n log n). Note, that a naive approach would require n2 steps to assign all large jobs.
Lemma 9. Given a packing of some jobs into the
gaps such that jobs of total length mT /8 are unpacked,
we obtain a packing that includes all large jobs and
has unpacked jobs with total size at most 2mT /8 =
mT /4.
The running time of the procedure is bounded by
O(n log n).
Proof. We schedule the unpacked large jobs with the
algorithm given in Figure 3. Here we assume that
the large unpacked jobs are initially sorted by nonincreasing lengths and the gaps by non-increasing
sizes. Here we take use of heaps, one for the jobs, de1
2
3
4
5
6
7
8
9

10
11
12
13

Build the heap JH of all unpacked jobs, sorted
by non-increasing lengths.
Let GH be an empty heap of the gaps.
Let t = 1.
while JH is not empty do
extract root jh of JH, i.e. the unscheduled
job of maximal processing time.
while Gt ≥ pjh do
add Gt to GH sorted by non-decreasing
sizes of large jobs containing in the gaps.
t = t + 1.
extract root Gh of GH, i.e. the gap that
contains a job jGh of minimal size, or one
gap with a dummy large job.
if jGh has processing time larger 0 then
add jGh to JH.
unpack all jobs in Gh .
schedule jh on Gh .
Figure 3: Outline of the algorithm for scheduling
the unpacked large jobs.

noted by JH, and one for the gaps, denoted by GH.
The heap JH is sorted by non-increasing processing
lengths of the unscheduled jobs, i.e. the root of this
heap is a large job of maximal processing time. The
heap GH is initially empty and we add the gaps one
after another. This heap is sorted by non-decreasing
lengths of a large job inside the gap (note that there is
at most one large job in each gap). The gap that contains a large job of minimal size, possibly a ’dummy
large job’ of length 0, is the root of the heap. Using
heaps allows us to extract the root (and rebuild the
heap) and insert an element in logarithmic time in
the number of elements inside the heap.
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For the analysis we use the same sequences of jobs
as in Lemma 8. It does not matter for the analysis
whether we schedule one sequence after another, or
we schedule the jobs sorted by their lengths. Note,
that after we scheduled a job into a gap the gap will
never be considered again, since afterwards we schedule only jobs of smaller sizes. We use the analysis
of Lemma 8 for all initially large unscheduled jobs
of total size mT /8. Here consider the sequence of
jobs generated by our algorithm to schedule the unpacked large jobs. Using the analysis in Lemma 8,
each large job of length pj1 is inserted by removing
small jobs of total length 2pj1 . Therefore we have removed (or unpacked) small jobs of total size at most
2mT /8 = mT /4 after applying the algorithm.
The running time of the algorithm given in Figure 3 is as follows. The algorithm re-schedules at
most n jobs, hence the while loop in line 4 has at
most z ≤ n iterations. In each iteration i we extract
one job of the heap JH, which will not re-scheduled
again. To extract and delete one job and rebuild the
heap we need time at most O(logbm/4c), since there
are at most bm/4c many jobs in the heap. We possibly add one job to the heap JH, which needs the
same amount of time as extracting one.
While we are in the ith iteration of the outer loop,
let vi denote the number of iterations of the inner
while loop in line 6. SinceP
we add at most q(T ) gaps
z
to the heap GH we have i=1 vi ≤ q(T ). The time
for extracting or adding one gap needs time at most
O(log q(T )). In total we have in each iteration i one
extraction of a large job, vi additions of gaps, one extraction of a gap, and possiblyP
one
addition of a job.
z
Since m, q(T ) ≤ n we have
i=1 2O(logbm/4c) +
Pn
(vi + 1)O(logP
q(T )) ≤
(v
i=1 i + 3)O(log(n)) =
n
3nO(log n) + i=1 vi O(log(n)) = O(n log n).

5

closed and never reopened again, and the next machine is considered. We show that a machine is not
closed unless its load larger than UB/4: then, assuming a job would need to be assigned to a (m + 1)st
machine, the total length of the jobs would be strictly
larger than mUB/4.
The machines with a job in JS0 (UB) have load
larger than UB/4 since the processing time of one job
in JS0 (UB) has size larger than UB/4. Assume now
that some machine mi is closed because it cannot accommodate job j for j ∈ JS00 (UB). This means mi ’s
current extra load is in the interval (UB/2−pj , UB/2].
Since pj ≤ UB/4, our claim is true since UB/2 − pj ≥
UB/4.

In total, this proves the correctness of the algorithm. As to the running time, note that for
each iteration of the binary search, the running
time is essentially O(n) + TM SSP (n, 1/8).
By
Remark 5, the number of iterations is bounded
by O(log(n maxj=1,...,n pj )), so the overall running
time is bounded by O(log(n maxj=1,...,n pj )(n +
TM SSP (n, 1/8)) + n log n).
In total, we obtain:
Theorem 1. Scheduling with fixed jobs admits
an approximation algorithm with ratio 3/2 and
running time O(n log n + log(n maxj=1,...,n pj )(n +
TM SSP (n, 1/8))).
6

Scheduling with Non-availability

In this section, we briefly discuss how the algorithm
given above can be adapted to scheduling with nonavailability. This setting is very closely related to
scheduling with fixed jobs, the main difference is that
where for fixed jobs, the makespan is given as

Packing remaining jobs
Cmax =

After the construction of the previous section, we are
left with the minimal value UB such that we first
have successfully packed almost all jobs, (all but total
processing time mUB/8), which we have modified by
Lemma 8 to a packing of all but total processing time
2mUB/8 = mUB/4. Since the construction is valid
for makespan T = OPT, we know that the final UB ≤
OPT.
We will now schedule the remaining jobs in the
interval [UB, 32 UB] using a Next Fit heuristic as follows: for convenience, denote these jobs j1 . . . , jn0 .
Partition the jobs into
JS0 (UB) := {i ∈ {1, . . . , n0 } | pji ∈ (UB/4, UB/2]},
JS00 (UB) := {i ∈ {1, . . . , n0 } | pji ∈ (0, UB/4].}
Then schedule each of the jobs in the set JS0 (U B) on
one machine. This machine will not considered again.
For every remaining machine, we greedily assign jobs
in JS00 (U B) to it until its extra load would exceed 12 UB
or we run out of jobs. Clearly, the running time of
this procedure is O(n).
Lemma 10. If the total size of jobs to be scheduled in
this way is at most mUB/4, all jobs can be assigned
in the interval [UB, 32 UB].
Proof. Note that since UB ≥ maxj∈{1,...,k} pj + sj , all
machines are available during the entire interval. The
algorithm assigns jobs to the machines in a greedy
fashion, and once a machine is considered “full”, it is

max
j∈{1,...,n}

sj + pj ,

(2)

sj + pj

(3)

it is
Cmax =

max
j∈{k+1,...,n}

here, i.e. the “fixed jobs” are not proper jobs, but, for
example, downtime needed for maintenance reasons.
This difference makes the problem slightly harder,
as a reservation late in the schedule does not increase
lower bounds on the optimal value. In [DJ09], it is
shown that this can be exploited to prevent any constant approximation ratio (unless P = NP), as long
as reservations can occur on all the machines. We
can actually show a slightly stronger result: even if
at any point in time, almost all machines are running,
no good approximation is possible.
Theorem 2. Scheduling with non-availability, even
if at any time, there is only at most one unavailable
machine, does not admit a polynomial time algorithm
with a constant approximation ratio unless P = NP.
Proof. Let c ∈ R, c ≥ 1. We aim at a contradiction and suppose that there is an approximation algorithm B with constant ratio c for scheduling with
non-availability where for each time step there is only
one unavailable machine. Without loss of generality,
we assume that c is integer. We use a reduction from
the following NP-complete problem Equal Cardinality
Partition (ECP) [GJ79]. The construction is sketched
in Figure 4.
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c(A(n + 1) + 1)

In total, B decides in polynomial time whether I
is a yes-instance or not, which is impossible unless
P = NP.


A(n + 1)

m1

A(n + 1)

m2

2A − 1

2A − 1

m3

A(n + 1) + 1

Figure 4: In the structure of intervals of nonavailability of the generated instance I 0 , for every time
step there is at most one unavailable machine.
• Given: Finite list I = (a1 , . . . , an ) of even cardinality with ai ∈PN∗ for each i ∈ {1, . . . , n},
n
A ∈ N∗ such that i=1 ai = 2A.
• Question: Is there a partition of the list I into
lists
P I1 and I2 such
P that |I1 | = n/2 = |I2 | and
a
=
A
=
i
i∈I1
i∈I2 ai ?
Given an instance I of ECP we define an instance
I 0 of scheduling with non-availability for arbitrary
m ≥ 2 where for each time step there is only at most
one unavailable machine as follows. We may assume
m ≤ A by suitable scaling of all ai .
Each item ai is copied to a job k + i of length
2A+ai . Furthermore, the k periods of non-availability
are defined as follows (also see Figure 4): for all
t = 0, . . . , c(A(n + 1) + 1), there is a non-availability
interval [t, t + 1) on machine m1 iff t ≡ 0 (mod 2A)
and t > A(n + 1), on machine m2 iff t ≡ 1 (mod 2A)
and t > A(n + 1) + 1, on machine mi for 3 ≤ i ≤ m iff
t ≡ i − 1 (mod 2A). Additionally, the interval [0, 1)
on machine m2 is not available. It is easily seen that
at any point, at most one machine is unavailable.
Note also that k ≤ cm(n + 1), since there are at
most m non-availabilities per time interval of length
A, so k is polynomial in the size of the instance I.
By construction, on no machine, there is an available gap of length ≥ 2A that is at the same time
entirely in the interval [A(n + 1) + 1, c(A(n + 1) + 1)),
so no job of I 0 can be scheduled there. For machines 3, . . . , m, there even is no gap of size ≥ 2A
in the interval [0, c(A(n + 1) + 1)). In particular, the
makespan of any schedule of this instance is either at
most A(n+1)+1 or strictly larger than c(A(n+1)+1).
If I is a yes-instance to ECP, then there is a schedule in I 0 that has makespan (at most) A(n + 1) + 1:
let I1 ∪ I2 a suitable partition of I, then the corresponding partition I10 ∪ I20 of I 0 satisfies that
X
i∈I10

pi0 =

X
i∈I10

2A + ai =

n
2A +
2

X

ai

i∈I10

= (n + 1)A =

X

pi0 ,

i∈I20

so these two sets can be scheduled on m1 and m2
respectively in the intervals [0, A(n+1)) and [1, A(n+
1) + 1). Also, our c-approximation B will deliver a
schedule of length at most c(A(n + 1) + 1).
On the other hand, if there is an optimal schedule
of length at most A(n + 1) + 1, it must schedule all
jobs either on machine m1 in the interval [0, A(n+1))
or on m2 in the interval [1, A(n + 1) + 1). Since the
total length of all jobs is 2(An + 1), both intervals
are filled exactly. Also, since n/2 + 1 jobs would have
total length more than (n/2 + 1)2A = (n + 2)A, neither interval can contain more than n/2 jobs, so both
contain exactly n/2 jobs, which means they induce a
solution to I. So, for no-instances to ECP, the optimal makespan is at least c(A(n + 1) + 1) + 1, and
algorithm B must return a solution that has at least
this length.

8

If we parametrize the problem by the fraction ρ ∈
(0, 1) of machines that is guaranteed not to have any
non-availability at all, Jansen and Diedrich [DJ09]
again give a 3/2+ approximation (with running time
doubly exponential in 1/ and 1/ρ) and show that an
approximation ratio of 3/2 −  is not possible unless
P = NP.
Again, we can apply the algorithm described above
for fixed jobs also to the case of unavailability. The relaxed decision procedure is virtually the same: first,
“almost all” of the jobs are scheduled in the interval [0, T ) using the multiple subset sum problem as
a subroutine. The remaining jobs are scheduled in
the interval [T, (3T /2)), but only on the ρm machines which are not affected by reservations. To
make this possible, the notion of “almost all” needs
to slightly stronger, i.e. the total size of unscheduled
jobs must be bounded by ρ/8 instead of 1/8, which
simply means we call the MSSP EPTAS subroutine
with a higher accuracy ρ/8. After applying the exchange step of Lemma 8, unpacked non-large jobs of
total area at most ρT /4 remain. Then, Lemma 10 can
be applied on the ρm machines which are guaranteed
to be available after time T .
The only other consideration that needs to be
made is the range over which the binary search is
to be conducted: since the “fixed jobs” do not count
towards the makespan, our bounds are different. Nevertheless, it is sufficient to use the trivial lower bound
0 ≤ OPT and the upper bound OPT ≤ npmax which
is obtained by scheduling all jobs on one permanently
available machines using Graham’s List Schedule algorithm. Again, the range is pseudopolynomial in the
instance size, so the number of binary search steps
needed in the outer loop of the algorithm is polynomial in the input length. Hence, we obtain:
Theorem 3. Scheduling with non-availability, as
long as a constant fraction ρ ≥ 1/m of machines
is always available, admits a 3/2-approximation with
running time O(n log n + log(n maxj=1,...,n pj )(n +
TM SSP (n, ρ/8))).
7

Conclusion

We have studied non-preemptive scheduling with
fixed jobs where the objective is to minimize the
makespan. For this problem, we obtain a polynomial
time algorithm with ratio 3/2, which is tight unless
P = NP holds. These techniques can also be used
for the closely related setting of scheduling with nonavailability; there, one needs to additionally assume
that a constant percentage of the machines is permanently available.
In total, our approach yields a tight approximation result. However, our algorithm uses a very general MKP EPTAS for a fixed value of  = 1/8. It
is an interesting open question if the more restricted
problem MSSP admits a faster EPTAS or a faster
combinatorial 7/8-approximation that can be used to
speed up our algorithm. So far, the best known nonPTAS result is a 3/4-approximation due to Caprara
et al. [CKP03] for the case of identical bin capacities.
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Abstract
We present a simple construction and analysis
of an Ω(log log N ) integrality gap for the wellknown Sparsest Cut semi-definite program (SDP).
This holds for the uniform demands version (i.e.
edge expansion). The same quantitative gap was
proved earlier by Devanur, Khot, Saket, and Vishnoi [STOC 2006], following an integrality gap for
non-uniform demands due to Khot and Vishnoi
[FOCS 2005]. These previous constructions involve a complicated SDP solution and analysis,
while our gap instance, vector solution, and analysis are somewhat simpler and more intuitive.
Furthermore, our approach is rather general,
and provides a variety of different gap examples derived from quotients of the hypercube. It
also illustrates why the lower bound is stuck at
Ω(log log N ), and why new ideas are needed in order to derive stronger examples.
Keywords: sparsest cut, semidefinite programming, integrality gap
1

Introduction

Certainly the notion of graph expansion plays a
central role in the modern theory of computation.
Moreover, given an input graph G = (V, E), the
computational problem of computing the least expanding set in G, or the extent to which G is an
expander, is a fundamental one in algorithm design. If we let E(S, S̄) denote the set of edges
between S ⊆ V and its complement and define


|E(S, S̄)|
Φ(G) = min
:S⊆V ,
|S||S̄|
then calculating Φ(G) (and the set which achieves
the minimum) if the well-known uniform Sparsest
Cut problem. Since the problem is NP-hard, much
recent work has focused on approximating Φ(G).
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia, January 2011.
Conferences in Research and Practice in Information Technology (CRPIT), Vol. 119, Alex Potanin and Taso Viglas, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

The first such algorithm, due to Leighton and
Rao [10], achieved an O(log N )-approximation,
where N = |V |, and was based on a linear programming relaxation that computes an all-pairs
multi-commodity flow in G. Later, Linial, London, and Rabinovich [12], and Aumann and Rabani [3], found a connection between rounding this
linear programming (and its generalizations) and
the problem of embedding finite metric spaces into
L1 .
Around this time, a natural semi-definite programming (SDP) relaxation was proposed. This
relaxation can be written succinctly as
P
kxu − xv k2
SDP(G) = min{ P uv∈E
:
2
u,v∈V kxu − xv k
kxu − xv k2 ≤ kxu − xw k2 + kxw − xv k2

∀u, v, w ∈ V }

where the minimum ranges over all vectors
{xu }u∈V ⊆ RN −1 . The latter constraints are referred to alternatively as the “negative-type inequalities,” the “`22 inequalities,” or the “squared
triangle inequalities,” and the geometric constraints they place on the solution are still poorly
understood.
In fact, Goemans and Linial [5, 11] conjectured
that the integrality gap of this relaxation is only
O(1) (in fact, they conjectured that a more general “non-uniform” version of the problem satisfied this bound). In a seminal work of Arora, Rao,
and Vazirani [2], it was
√ shown that the integrality gap is at most O( log N ), but the question
of lower bounds on the integrality gap remained
open, largely because of the difficulty of producing interesting systems of vectors that satisfied the
`22 inequalities.
Finally, in a remarkable paper, Khot and Vishnoi [9] disproved the non-uniform Goemans-Linial
conjecture using a connection with the Unique
Games conjecture [7]. A year later, Devanur,
Khot, Saket, and Vishnoi [4] showed how one can
obtain a gap for the uniform version defined above.
Their quantitative lower bound is Ω(log log N ),
and√ the exponential gap between this and the
O( log N ) upper bound still remains.
Problematically, both the constructions of [9]
and [4] are shrouded in mystery. The construction
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and analysis have often been referred to as “difficult,” “impenetrable,” “extremely technical,” and
“magic” (the last description coming from the authors themselves). The goal of the present work
is to present a simple, self-contained construction
and analysis of an Ω(log log N ) integrality gap.
Our inputs instances, vector solutions, and analysis are all simpler and more intuitive than their
counterparts in [9] and [4].
We note that in a recent paper, Raghavendra and
Steurer [13] independently showed how to obtain
integrality gaps for a certain hierarchy of SDP relaxations for the Sparsest Cut problem with uniform demands. While their integrality gap construction is similar to ours, their analysis and parameters are substantially different.
It is difficult to overestimate the importance
of the Sparsest Cut problem, the preceding SDP,
and its place in the larger theory of approximation algorithms. We mention, first of all, that the
algorithm and analysis of [2] drove a huge wave
of new results in approximation algorithms. Furthermore, the Sparsest Cut problem and the analysis of this SDP were some of the primary driving
forces in the field of metric embeddings, and led
to a number of beautiful results and connections.
The SDP combines the flow-based constraints of
the Leighton-Rao LP, together with the second
(Laplacian) eigenvalue bound used in spectral partitioning (see [2] and also Section 7), and in this
sense represents a new frontier in algorithm design.
Finally, we mention that the uniform Sparsest Cut problem is still very poorly understood
from the standpoint of approximation algorithms.
It is known to be hard to approximate within
1 + 0 , for some small constant 0 > 0, unless
NP has subexponential-time algorithms [1], but
no better lower bound is known, even assuming
the unique games conjecture. On the other hand,
as we√previously mentioned, the best upper bound
is O( log N ).
1.1

Outline, and an intuitive overview

Our gap instances are simply quotients of the
standard hypercube—which we will represent by
−1 √1 n
Qn = { √
, n } —under some action by permun
tations of the coordinates. The sparsity of cuts in
these graphs was studied by Khot and Naor [8],
and those authors also suggested them as a possible source for integrality gaps.
For instance, consider the cyclic shift operator
σ(x1 , x2 , . . . , xn ) = (x2 , . . . , xn , x1 ), and define the
quotient metric

d(u, v) = min ku − σ i vk1 : i = 0, 1, . . . , n − 1 ,
which is clearly σ-invariant, i.e.
d(u, v) =
d(σu, v) = d(u, σv), and hence actually a metric
on the orbits of Qn under the action of σ. It is
straightforward to verify that d satisfies the triangle inequality.
Our approach is simply to define vectors
{xu }u∈Qn such that kxu − xv k2 ≈ d(u, v) holds
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for all u, v ∈ P, where P is a certain “pseudorandom” subset of Qn , and |Qn \ P| = o(|Qn |). We
use this connection (and the fact that d is a metric)
to prove the triangle inequalities for {xu }u∈P . We
then map all the points of Qn \P to some fixed xu0
for u0 ∈ P. Being such a small fraction of points,
their contribution to the SDP is inconsequential.
For cyclic shifts, our vector solution is essentially the following,
n−1
1 X i ⊗t
xu = √
(σ u) ,
n i=0

(1)

for some small t = O(1) (see Section 3 for a more
detailed overview). In general, we simply average
over the action of a group, and take small tensor
powers (see Section 2 for a review of tensor products).
Now, our P is essentially the set of points
whose orbits are not too self-correlated, e.g. points
u ∈ Qn with hu, σ i ui ≤ n−1/3 , say, for every i ∈
{1, 2, . . . , n−1}. To show that d(u, v) ≈ kxu −xv k2
for u, v ∈ P, we will assume that kxu k = 1 for every u ∈ P (this is almost true, by virtue of the
definition of P). In this case, it suffices to prove
that 1 − hxu , xv i ≈ 1 − λ(u, v), where

λ(u, v) = max hu, σ i vi : i = 0, 1, . . . , n − 1
is the associated “quotient inner product.”
To see that this holds, we write
hxu , xv i =

n−1
X

hu, σ i vit .

(2)

i=0

Now, if λ(u, v) ≥ 1 − δ, then hxu , xv i ≥ (1 − δ)t ≥
1 − δt. On the other hand, if hxu , xv i ≥ 1 − δ, we
need to find a single i ∈ [n] for which hu, σ i vi ≈
hxu , xv i. Since we are taking tth powers in (2),
any small inner products hu, σ j vi are dampened
out. But if there were two distinct indices i, j for
which hu, σ i vi and hu, σ j vi were both moderately
large, then hu, σ i−j ui would also be large, which
doesn’t happen because u ∈ P. Hence hxu , xv i can
only be close to 1 if the contribution comes almost
entirely from one shift. This matching property is
precisely what yields the triangle inequalities.
Outline. A more precise version of this argument
for cyclic shifts is presented in Section 3, while the
full argument (and for general quotients) is given
in Section 4. In Section ??, we discuss why vector
solutions like (1) are probably insufficient for going beyond a gap of Ω(log log N ). It is suggested
that the reader first review Section 2 for some definitions and terminology.
In Section 6, we consider group actions
where
√
the groups are quite large (e.g. exp( n)) so that
(1) will no longer work, but a different embedding
succeeds in giving a valid vector solution. Unfortunately, it is also fairly easy to see that this is example has an integrality gap of O(log log N ), but the
technique may be useful for future constructions.
Finally, in Section 7, we discuss the SDP dual and
give some open questions whose resolution would
further simplify integrality gap constructions.
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2

Preliminaries

We first discuss some preliminary notions and theorems that will be used throughout the paper.
Asymptotic notation. For expressions A and
B, we will use the notation A . B to denote A =
O(B), and A ≈ B to denote the conjunction of
A . B and A & B.
Sparsity of graphs. We will consider undirected
graphs G = (V, E) where every edge (u, v) has a
non-negative weight w(u, v). ForP
any subset E 0 ⊆
0
E of edges, we write w(E ) =
e∈E 0 w(e). For
two sets S, T ⊆ V , we write E(S, T ) for the set of
edges with one endpoint in S and one in T .
For a subset S ⊆ V , we use
Φ(S) =

w(E(S, S̄))
|S||S̄|

to denote the sparsity of S. We then write Φ(G) =
minS⊆V Φ(S) for the sparsest cut value of G.
We will be particularly interested in graphs derived from the
n-dimensional hypern (unweighted)
on
−1 √1
cube Qn = √
,
.
We
will use Qn to den
n
note the set of vertices in the n-cube, and E(Qn )
to denote the set of edges. The classical discrete
isoperimetric inequality shows that if we write
Si = {x ∈ Qn : xi < 0}, then for every i ∈ [n],
Φ(Qn ) = Φ(Si ) =

4|E(Si , S̄i )|
≈ |Qn |−1 .
|Qn |2

A well-known theorem of Kahn, Kalai, and
Linial [6] then asserts the following.
Theorem 2.1 (KKL Theorem). For any S ⊆ Qn ,
there exists an i ∈ [n] for which
|E(S, S̄) ∩ E(Si , S̄i )|
log n
Φ(Qn ).
&
n
|S||S̄|
Weighted “quotients” of the cube. Let Γ be
any group acting on [n] = {1, 2, . . . , n} by permutations. We can naturally extend Γ to act on
Qn via π(x1 , . . . , xn ) = (xπ(1) , . . . , xπ(n) ) for any
π ∈ Γ. For an element u ∈ Qn , we use Γu to denote the Γ-orbit of u. We refer to a subset S ⊆ Qn
as Γ-invariant if ΓS = S.
We define a weighted graph Qn /Γ as follows.
The vertices are simply those of Qn , and the edges
are E(Qn ) ∪ E 0 , where E 0 = {(u, v) : u ∈ Γv}. We
define

1
e ∈ E(Qn )
w(e) =
22n e ∈ E 0 .
The point of this choice is to ensure that
Φ(Qn /Γ) = Φ(S) is always achieved by a Γinvariant set S, since separating any Γ-orbit involves cutting an edge of very large value. (Note
that, because we are only using weights which are
polynomial in the graph size, our gap examples
can easily be made unweighted.)
We recall that Γ is said to act transitively on [n]
if for every i, j ∈ [n], there exists a permutation
π ∈ Γ with π(i) = j. From Theorem 2.1, one can
easily derive the following.

Theorem 2.2 (Transitive actions). If Γ acts transitively on [n], then Φ(Qn /Γ) & Φ(Qn ) log n.
Proof. We know that Φ(Qn /Γ) = Φ(S) for some
Γ-invariant set S. By Theorem 2.1, there exists an
i ∈ [n] for which
|E(S, S̄) ∩ E(Si , S̄i )|
log n
&
Φ(Qn ).
n
|S||S̄|
But for any other j ∈ [n], there exists an action
π ∈ Γ with π(i) = j, hence
|E(S, S̄) ∩ E(Si , S̄i )|
|E(π(S), π(S̄)) ∩ E(Sj , S̄j )|
=
,
|π(S)||π(S̄)|
|S||S̄|
implying that
Φ(S) =

n
X
|E(S, S̄) ∩ E(Sj , S̄j )|
j=1

=n·

|S||S̄|

|E(S, S̄) ∩ E(Si , S̄i )|
& Φ(Qn ) log n
|S||S̄|

The Sparsest Cut SDP. Given a weighted graph
G = (V, E), we recall the standard SDP relaxation
of Sparsest Cut,
P
 uv∈E w(u, v)kxu − xv k2
P
SDP(G) = min
:
2
u,v∈V kxu − xv k
kxu − xv k2 ≤ kxu − xw k2 + kxw − xv k2 ∀u, v, w ∈ V ,
where the minimum is taken over all choices of
vectors {xu }u∈V lying in some finite-dimensional
Euclidean space. It is well-known that SDP(Qn ) =
Φ(Qn ) ≈ |Qn |−1 .
We say that a vector solution {xu }u∈Qn is Γinvariant if xu = xπ(u) for all u ∈ Qn and π ∈ Γ.
Observe that a Γ-invariant solution for the Sparsest Cut SDP on Qn /Γ has value
P
2
uv∈E(Qn ) kxu − xv k
P
,
2
u,v∈Qn kxu − xv k
since all elements of a Γ-orbit are mapped to the
same vector.
Weak triangle inequalities and pseudometrics. For the sake of exposition, we will also define an “SDP value” for solutions satisfying a weak
form of the triangle inequalities. We recall that
for any set X, a non-negative, symmetric function d : V × V → R is called a pseudometric
on V if it satisfies the triangle inequalities, i.e.
d(u, v) ≤ d(u, w) + d(w, v) for all u, v, w ∈ V , and
additionally d(u, u) = 0 for all u ∈ V .
For any β ≥ 1, let
P
w(u, v)kxu − xv k2
P
SDPβ (G) = min{ uv∈E
:
2
u,v∈V kxu − xv k
d(u, v) ≤ kxu − xv k2 ≤ βd(u, v)},
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where the minimum is over all choices of vectors
{xu }u∈V , and additionally over all pseudometrics
d on V . Observe that SDP(G) = SDP1 (G). One
might also note that the Arora-Rao-Vazirani algorithm [2], and all known analyses derived from it,
only use the weaker SDPO(1) inequalities.
Tensoring. We recall that for two vectors x, y ∈
Rk and t ∈ N, we have the tensored vectors
t
x⊗t , y ⊗t ∈ Rk which satisfy hx⊗t , y ⊗t i = hx, yit .
Finally, we need the following tail inequality.
Lemma
2.3
(Hoeffding
bound). Let
X1 , X2 , . . . , Xn be independent random variables with EXi = 0 for every i ∈ [n]. Then,
#
" n


X
−L2
Pn
Xi ≥ L ≤ 2 exp
Pr
.
2 i=1 kXi k2∞
i=1
3

A simple example: Cyclic shifts

Consider the cyclic shift operator σ : [n] →
[n] defined by σ(i) = (i + 1) mod n, and let
Γ = {σ 0 , σ 1 , . . . , σ n−1 } be the group of permutations generated by σ. By Theorem 2.2, we have
Φ(Qn /Γ) & Φ(Qn ) log n. On the other hand,
we will now show that the “weak” SDP value of
Qn /Γ is approximately SDP(Qn ), thus exhibiting
a (weak) SDP gap of Ω(log n) = Ω(log log |Qn |).
This will illustrate the main ideas behind our proof
for general quotients, and the true SDP value will
be analyzed in the next section.
Theorem 3.1. For n ∈ N, SDP16 (Qn /Γ) .
SDP(Qn ).
Proof. For every u ∈ Qn , we define the vector
n−1
1 X i ⊗8
(σ u) ,
xu = √
n i=0

1
hxu , xv i =
|hσ i u, σ j vi|8 =
n i,j=0

n−1
X

|hu, σ i vi|8 .

i=0

Note that, by Cauchy-Schwarz, for u, v ∈ P, we
have
v
v
un−1
un−1
n−1
uX
uX
X
i
6
t
i
6
|hu, σ vi| ≤
|hu, σ ui| t
|hv, σ i vi|6
i=0

i=0

(4)
≤1+

14

1
4n

where each ui appears exactly once in each of
the sums T and T 0 . It is easy to see that a
similar decomposition holds for hu, σ i ui for any
i ∈ {1, 2, . . . , n − 1}.
Therefore by Lemma 2.3, we have

√ 
Pr |hu, σ i ui| ≥ 2t/ n ≤
(5)
u∈Qn



√ 
√ 
2
≤ Pr |T | ≥ t/ n + Pr |T 0 | ≥ t/ n ≤ 4e−t /2 ,
since each of T and T 0 is a sum of i.i.d. uniform
elements of {± n1 }. Setting t = n1/3 /2 and taking
a union bound over i = 1, 2, . . . , n − 1 yields
#
"n−1
X
2/3
1
i
6
|hu, σ vi| > 1 +
≤ 4ne−n /8 ≤ n−2 ,
Pr
u∈Qn
4n
i=0
(6)
for n sufficiently large, hence |P| ≥ |Qn |(1 − n−2 ).
The SDP value. Fix some u0 ∈ P. Our final
SDP solution will consist of the vectors {x0u }u∈Qn
g
fu for u ∈ P and x0u = x
with x0u = x
u0 otherwise.
Thus we will only need to verify the weak triangle inequalities for {f
xu }u∈P . It is clear that our
proposed SDP solution is Γ-invariant.
For an edge (u, v) ∈ E(Qn ), using (3), we have

8
2
16
hxu , xv i ≥ |hu, vi|8 = 1 −
≥1− .
n
n

X

(3)
We now define a subset of “pseudorandom” vertices of Qn whose orbits under Γ are not too selfcorrelated,
(
)
n−1
X
1
i
6
P = u ∈ Qn :
|hu, σ ui| ≤ 1 +
.
4n
i=0

i=0

1≤i≤n
i odd

1≤i≤n
i even

Hence for u, v ∈ P with (u, v) ∈ E(Qn ), we have
kf
xu − x
fv k2 = O(1/n). In particular,

and put x
fu = xu /kxu k. Observe that
n−1
X

Pn−1
i
6
(To see this, observe that
i=0 |hu, σ vi| is an
inner product, as in (3).)
Most vertices are pseudorandom. For any
u ∈ Qn , we can write
X
X
ui uσ(i) +
ui uσ(i) = T + T 0 ,
hu, σui =

kx0u − x0v k2 .

(u,v)∈E(Qn )

|E(Qn )|
+ 4|E(Qn \ P)|
n

(7)
|E(Qn )|
.
,
n
since |Qn \ P| ≤ |Qn |/n2 .
On the other hand, if we choose u, v ∈ Qn at
random, then for any i ∈ [n], using Lemma 2.3,

√ 
2
Pr |hu, σ i vi| ≥ t/ n ≤ 2e−t /2 .
u,v∈Qn

√
Setting t ≈ log n and taking a union bound
over all i ∈ [n] shows that for n sufficiently large,
Pru,v∈Qn [|hxu , xv i| ≥ 14 ] ≤ 12 . In particular,
X
X
kx0u − x0v k2 ≥
kf
xu − x
fv k2
u,v∈Qn

≈

X
u,v∈P

u,v∈P
2

kxu − xv k & |P|2 & |Qn |2 .
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Combining the preceding line with (7) shows that
the value of the potential SDP solution {x0u }u∈Qn
is O(|Qn |−1 ) = O(SDP(Qn )).
Verifying the weak triangle inequalities. We
are thus left to verify the weak triangle inequalities
for {f
xu }u∈P . To this end, we will define a cyclic
shift-invariant metric d on Qn and then show that
for u, v ∈ P, we have d(u, v) ≈ kf
xu − x
fv k2 .
Let λ(u, v) = max{|hu, σ i vi| : i ∈ [n]} and put
d(u, v) = 1 − λ(u, v)8 . It is clear that d(u, v) =
d(σu, v) = d(u, σv). Next, observe that for any
u, v, w ∈ Qn , we have

4

In the present section, we derive SDP solutions for
“pseudorandom” subsets of general quotient constructions. Unlike the previous section, we will
ensure that these solutions satisfy the full triangle
inequalities.
4.1

Metrics and kernels

Fix a subgroup Γ acting on [n] by permutations.
We let ψΓ = max {|Γu| : u ∈ Qn } be the maximum
size of any Γ-orbit. For u, v ∈ Qn , we define

1 + hu, vi ≥ hu, wi + hv, wi,

λ(u, v) = max |hu, πvi|,

since the inequality 1 + xy ≥ xz + yz for x, y, z ∈
{−1, 1} is straightforward to verify. Observing
that u⊗8 , v ⊗8 , w⊗8 ∈ Qn8 , it follows that
1 + |hu, vi|8 ≥ |hu, wi|8 + |hv, wi|8 .

General quotients

π∈Γ

and for every t ∈ N,
αt (u, v) =

(8)

X

|hu, πvi|2t ,

π∈Γ

Now suppose that i, j ∈ N are such that λ(u, w) =
|hσ i u, wi| and λ(v, w) = |hσ j v, wi|. In that case,
we have
1 + λ(u, v)8 ≥ 1 + |hσ i u, σ j vi|8
≥ |hσ i u, wi|8 + |hσ j v, wi|8
= λ(u, w)8 + λ(v, w)8 ,
where the second inequality is simply (8). Rearranging shows that the preceding inequality is
precisely d(u, v) ≤ d(u, w) + d(v, w), i.e. that d
satisfies the triangle inequality.
We are thus left to show that 1 − λ(u, v)8 ≈
1 − hf
xu , x
fv i for u, v ∈ P. If λ(u, v) = 1, then
both expressions are 0, so we may assume that
λ(u, v) 6= 1. One direction is easy: Using the fact
that if λ(u, v) 6= 1, then λ(u, v)8 ≤ λ(u, v) ≤ 1− n2 ,
we have
1 − hf
xu , x
fv i ≤ 1 − (1 +
≤ 1 − (1 +

1 −1
hxu , xv i
4n )
1 −1
λ(u, v)8
4n )
8
1
4n )λ(u, v)

8

≤ 1 − (1 −

≤ 2 1 − λ(u, v)

.

Now, the key to satisfying the (weak) triangle
inequalities is the following simple calculation:
hf
xu , x
fv i ≤ hxu , xv i =

n−1
X

|hu, σ i vi|8 ≤

i=0

λ(u, v)2

n−1
X

|hu, σ i vi|6 ≤ (1 +

2
1
4n )λ(u, v) ,

i=0

where in the last inequality, we have used u, v ∈ P.
Thus assuming hf
xu , x
fv i = 1 − δ, we get


4


1
1
8
λ(u, v) ≥ (1 − δ) 1 −
≥ 1−4 δ +
,
4n
4n
1
but λ(u, v) ≤ 1 − n2 , hence δ ≥ 4n
so that
8
λ(u, v) ≥ 1 − 8δ, implying 1 − λ(u, v)8 ≤ 8(1 −
hf
xu , x
fv i).

and

αt (u, v)
.
αt (u, v) = p
αt (u, u) αt (v, v)

Finally, we define two distance functions on Qn
corresponding to λ and αt , respectively. For s, t ∈
N, define

s
1 1
2t
ρs,t (u, v) = 1 −
+ λ(u, v)
2 2
s

1 1
Ks,t (u, v) = 1 −
+ αt (u, v) .
2 2
Lemma 4.1. For every t ∈ N, both αt and αt are
positive semi-definite kernels on Qn . For every s ∈
s
N, the same is true for (u, v) 7→ 21 + 21 αt (u, v) .
2t

Proof. If
f : Qn → Rn by f (u) =
Pwe define
−1/2
⊗2t
|Γ|
then αt (u,
π∈Γ (πu)
E v) = hf (u), f (v)i
D

(u)
, f (v) . For the final imand αt (u, v) = kff(u)k
2 kf (v)k2
plication, note that the sum of two PSD kernels is
PSD, and also a positive integer power of a PSD
kernel is PSD.

From Lemma 4.1 and the fact that 0 ≤
αt (u, v) ≤ 1 for all u, v ∈ Qn , one verifies that
Ks,t is a negative-definite kernel on Qn , i.e. there
exists a system of (unit) vectors {xu }u∈Qn such
that kxu − xv k2 = Ks,t (u, v).
It is clear that both functions ρs,t and Ks,t are
Γ-invariant in both coordinates. We will now show
that ρs,t is a metric. In Section 4.2, we will show
that Ks,t (u, v) ≈ ρs,t (u, v) for “pseudorandom”
u, v ∈ Qn . This will motivate our analysis of the
metrical properties of Ks,t in Section 5.
Lemma 4.2. If 0 ≤ a ≤ b ≤ c ≤ 1 and 1 + a ≥
b + c, then for any r ≥ 1, ar − br − cr ≥ a − b − c.
In particular, for any a, b, c ∈ [0, 1], 1 + a ≥ b + c
implies 1 + ar ≥ br + cr .

15
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Proof. We may assume that a 6= 1. In this case,
write b and c as a convex combination of a and 1 as
1−b
1−b
1−c
follows: b = 1−a
a + (1 − 1−a
) and c = 1−a
a + (1 −
1−c
r
).
Now,
using
the
fact
that
x
−
x
is
concave
1−a
for x ∈ [0, 1] and r ≥ 1, write
1−b
(a − ar ) +
1−a
1−c
2−b−c
+
(a − ar ) ≥
(a − ar ) ≥ a − ar ,
1−a
1−a

(b − br ) + (c − cr ) ≥

where the final inequality follows from 1+a ≥ b+c.
To verify the second claim of the lemma, note that
if a > b or a > c, then 1 + ar ≥ br + cr holds
trivially.

The next lemma is a straightforward application of Lemma 2.3 and a union bound.
Lemma 4.6 (Random pairs). Suppose that u, v ∈
Qn are chosen independently and uniformly at random. Then,




−L1/t n
2t
Pr λ(u, v) ≥ L ≤ 2ψG exp
.
2
In particular, for any s, t ∈ N, if ψΓ ≤ 20.1n , then
Pr[ρs,t (u, v) ≥ 41 ] ≥ Pr[λ(u, v)2t ≤ 12 ] ≥ 12 .
4.2

Pseudorandom orbits and ρs,t ≈ Ks,t

Corollary 4.3. Let X be any set, U : X × X →
[0, 1], and s ≥ 1. If D0 (x, y) = 1 − ( 21 + 12 U (x, y))s
is a pseudometric on X, then so is D(x, y) = 1 −
0
( 12 + 12 U (x, y))s for any s0 ≥ s.

For r ∈ N, define

Lemma 4.4. For every s, t ∈ N, ρs,t is a pseudometric on Qn .

Lemma 4.7. Let t > r and δ ∈ [0, 1]. If u, v ∈
Pr (η) and αt (u, v) ≥ 1 − δ, then

Proof. By Corollary 4.3, it suffices to prove this for
ρ1,t . It’s clear that for any u ∈ Qn , ρ1,t (u, u) = 0
because λ(u, u) = 1. Now fix u, v, w ∈ Qn .
The triangle inequality ρ1,t (u, v) ≤ ρ1,t (u, w) +
ρ1,t (v, w) reduces to verifying

λ(u, v)2(t−r) ≥ 1 − δ − η.

Pr (η) = {u ∈ Qn : αr (u, u) ≤ 1 + η}

as the set of all elements whose Γ-orbits are
not too self-correlated. Note that, by CauchySchwarz,
u, v ∈ Pr (η) implies αr (u, v) ≤
Proof. The triangle inequality for D on x, y, z ∈ X
p
reduces to verifying
αr (u, u) αr (v, v) ≤ 1 + η.
The next lemma is central. It says that if
0
0
0
1+( 12 + 12 U (x, y))s ≥ ( 12 + 12 U (x, z))s +( 21 + 12 U (y, z))s . αt (u, v) is large and u, v are pseudorandom, then
the contribution to αt (u, v) comes mainly from a
0
single
large “matching” term, i.e. u is strongly
Since s ≥ s, Lemma 4.2 implies that this reduces
correlated with some element of Γv.
to the triangle inequality for D0 .

1 + λ(u, v)2t ≥ λ(u, w)2t + λ(v, w)2t .

(9)

Suppose that λ(u, w) = |hπu, wi| and λ(v, w) =
|hv, π 0 wi|. Then,
λ(u, v)2t ≥ |hπu, π 0 vi|2t
≥ |hπu, wi|2t + |hπ 0 v, wi|2t − 1(10)
= λ(u, w)2t + λ(v, w)2t − 1,
where (10) follows just as in (8).
Before turning to the precise relationship between Ks,t and ρs,t , we calculate ρs,t (u, v) for
edges and for random pairs in Qn .
Lemma 4.5 (Edges). If u, v ∈ E(Qn ), then
ρs,t (u, v) ≤ 2st
n .


1−

2
n

hence ρs,t (u, v) ≤ 1 − (1 −

16

αt (u, v) ≤ λ(u, v)2t−2r

2t

2t s
n)

≥1−
≤

2st
n .

4t
,
n

X

|hu, πvi|2r

π∈Γ

= λ(u, v)2(t−r) αr (u, v) ≤ (1 + η)λ(u, v)2(t−r) .
It follows that λ(u, v)2(t−r) ≥

1−δ
1+η

≥ 1 − δ − η.

Theorem 4.8 (Weak triangle inequality for Ks,t ).
1
For every r, s ∈ N and u, v ∈ Pr ( 4n
),
ρs,2r (u, v) ≈ Ks,2r (u, v),
where the implicit constant is independent of the
given parameters.
1
Proof. Let η = 4n
and t = 2r, and suppose that
u, v ∈ Pr (η). If λ(u, v) = 1, then αt (u, v) = 1 as
well, hence ρs,t (u, v) = Ks,t (u, v).
Now suppose that λ(u, v) 6= 1. In that case,

λ(u, v)2t ≤ 1 −

Proof. Observe that
λ(u, v)2t ≥

Proof. We have,


2 2t
n

≤ 1 − n2 .

(11)

Assume that αt (u, v) = 1 − δ for some δ ∈ [0, 1].
Then, αt (u, v) ≥ αt (u, v) ≥ 1 − δ, so Lemma 4.7
implies that λ(u, v)2t ≥ (1 − δ − η)2 ≥ 1 − 2(δ + η),
3
and from (11), we conclude that δ ≥ 4n
. This, in
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turn, implies that η ≤ δ/3, which gives λ(u, v)2t ≥
1 − 3δ.
Finally, we observe that
αt (u, v) ≥ (1 − η)αt (u, v) ≥ (1 − δ/3)αt (u, v)

Let λ(v, w) = 1 − δ, λ(u, w) = 1 − ε, and observe that λ(u, v) ≥ 1 − (δ + ε) by (9). Also, since
λ(u, w) 6= 1 and λ(w, v) 6= 1, we have δ, ε ≥ n4 , and
in particular η ≤ εδ. We will verify (13). Write,

≥ (1 − δ/3)λ(u, v)2t ,

αt (v, w) ≤ (1 − δ)2t + αr (v, w) − (1 − δ)2r

hence λ(u, v)2t ≤ (1 − δ)(1 + δ/3) ≤ 1 − 2δ
3 . We
have thus shown that 1 − λ(u, v)2t and 1 − αt (u, v)
are within an O(1) factor for all u, v ∈ Pr (η).
Verification of the full triangle inequalities occurs in the next section.

t/r
(14)

≤ (1 − δ)2t + (η + 2rδ)t/r ,
and similarly αt (u, w) ≤ (1 − ε)2t + (η + 2rε)t/r .
Using the preceding inequalities, to prove (13),
it suffices to show that
1 + (1 − (δ + ε))2t − (1 − δ)2t − (1 − ε)2t(15)
≥

5

Triangle inequalities

(η + 2rδ)t/r + (η + 2rε)t/r + 5η.

In this section, we verify that K22,t is a pseudomet1
ric on Pr ( (4n)
2 ) for t = O(r). In other words, the
corresponding vectors form a valid SDP solution.

But we have,

Theorem 5.1. For some t = O(r), K22,t is a
1
pseudometric on Pr ( (4n)
2 ).
1
Proof. Let η = (4n)
2 , and fix u, v, w ∈ Pr (η).
To prove triangle inequality for Ks,t , it suffices to
show that

≥
=

1+( 12 + 12 αt (u, v))s ≥ ( 12 + 12 αt (u, w))s +( 12 + 12 αt (v, w))s .
15
16 ,

If both αt (u, w), αt (v, w) ≤
then for s = 22,
both terms are the right hand side are at most
1
2 , and the inequality is trivially satisfied. So we
assume that αt (u, w) ≥ 15
16 for the remainder of
the proof.
By Corollary 4.3, to prove triangle inequality
for K22,t , it suffices to prove the same inequality
for K1,t or K2,t , i.e. one of the following inequalities.

(16)

≥
=

1 + (1 − (δ + ε))2t − (1 − δ)2t − (1 − ε)2t


  X
2t
i−1  
X
2t 
i j i−j 
=
(−1)i
δ ε
i
j
i=2
j=1
 
 
2t
2t
2
δε −
3δε(δ + ε)
2
3
t(2t − 1)δε ([1 − 2(t − 1)δ] + [1 − 2(t − 1)ε])


2(t − 1)
2t(2t − 1)δε 1 −
2t
(2t − 1)δε

≥ ((2r + 1)δ)t/r + ((2r + 1)ε)t/r + 5εδ,
where the final inequality holds for some t = O(r)
chosen large enough. This proves (15), recalling
that η ≤ εδ.
Case II (Weak matching): λ(v, w) ≤ 1 −

1
2t .

Suppose that αt (u, w) = 1 − δ. Our aim is to
3 + αt (u, v)[2 + αt (u, v)]
prove (12), which we write as
≥ αt (u, w)[2 + αt (u, w)] + +αt (v, w)[2 + αt (v, w)]
1 + αt (u, v) ≥ αt (u, w) + αt (v, w).
2 (αt (v, w) − αt (u, v)) +
(17)
Clearly both of these hold if λ(u, w) = 1 or if
λ(w, v) = 1, so we assume this is not the case,
and we are left to prove one of the following.
3 + αt (u, v)[2 + αt (u, v)] ≥

(12)

αt (u, w)[2 + αt (u, w)] + αt (v, w)[2 + αt (v, w)] + 5η
1 + αt (u, v) ≥ αt (u, w) + αt (v, w) + 2η,

(13)

recalling that αt (u, v) ≤ αt (u, v) ≤ (1 + η)αt (u, v)
for all u, v ∈ Pr (η). We remark that this loss in η
will be acceptable beacuse when two points u, v ∈
Qn are distinct, they have |hu, vi| ≤ 1 − n4 , giving
us ≈ n1 slack when the orbits of u, v, and w are
distinct.
Case I (Strong matching): λ(u, w), λ(v, w) ≥
1
1 − 2t
.

(αt (v, w) − αt (u, v)) (αt (v, w) + αt (u, v))
≤ δ(4 − δ) − 2η.
1
Note that since αt (u, w) ≥ 15
16 , we have δ ≤ 16 .
Furthermore, by Lemma 4.7, we have λ(u, w) ≥
δ+η
1 − 2(t−r)
. In particular, for t = O(r) chosen large
1
enough, we have λ(u, w) ≥ 1 − 2t
, which explains
why cases I and II are exhaustive.
Now, if αt (v, w) ≥ 0.65, then Lemma 4.7 im0.45
plies λ(v, w) ≥ 1 − 0.35+η
for t ≥ 2r,
2(t−r) ≥ 1 − t
which contradicts our assumption. We conclude
that αt (v, w) ≤ 0.65. In this case, we may assume
that αt (u, v) ≤ 0.7, since otherwise (13) is trivially
satisfied, thus we have αt (u, v), αt (v, w) ≤ 0.7.

The main idea in the “weak matching” case is
to show that αt (u, v) & αt (v, w), but we cannot
rely on a single “matched pair” (i.e. the triangle

17
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inqualities for λ) to do this. Instead, we argue that
αt (u, v) receives a large contribution on average.
To this end, write λ(u, w) = 1 − β, and let
π0 ∈ Γ be such that |hπ0 u, wi| = λ(u, w). Then,
X
αt (u, v) =
|hπ0 u, πvi|2t
π∈Γ

≥

X

are now huge). Still, we give a (weak) SDP solution with SDPO(1) (Qmn /Γ) ≈ SDP(Qn ). Unfortunately, it is not difficult to see that Φ(Qmn /Γ) ≈
Φ(Qn ) log n, meaning that we again achieve only
an Ω(log log N ) integrality gap. It is possible that
a hierarchical version of this construction could
give larger gaps.

2t

[max(0, |hπ0 u, wi| + |hw, πvi| − 1)]

6.1

The metric

π∈Γ

≥

X

For


2t

[max(0, |hw, πvi| − β)] .

√1
n

π∈Γ

Let I = {π ∈ Γ : |hw, πvi| ≥ β}, and observe
that
X
X
|hw, πvi|2t ≤ β 2t−2r
|hw, πvi|2r
π ∈I
/

≤β

π ∈I
/
2(t−r)

αr (w, v) ≤ β

2(t−r)

every m, n
∈
N, let Xm,n
=
m
n
⊆ Rmn be the space of sequences

{−1, 1}

−1 √1 n
(A1 , A2 , . . . , Am ) with each Ai ∈ { √
, n} .
n
The symmetric group Sm acts in a natural way on Xm,n : For π ∈ Sm , we have
π(A) = π(A1 , . . . , Am ) = (Aπ(1) , . . . , Aπ(m) ). Let
Xm,n be the set of orbits of Xm,n under the Sm
action. We define

(1 + η).
λt (A, B) =

Therefore,
αt (u, v) ≥

X
(|hw, πvi| − β)2t

m
X
1
max
|hAi , Bπ(i) i|2t ,
m π:[m]→[m] i=1

where the maximum is over all bijections π.

π∈I

≥

X

≥

X


|hw, πvi|2t 1 −

β
|hw, πvi|2t

2t


|hw, πvi|2t 1 −

2βt
|hw, πvi|2t



π∈I

π∈I

!
≥

X

2t

|hw, πvi|

h
i
− (1 + η) β 2(t−r) − 2βt

π∈Γ



t
2(t−r)
≥ αt (w, v) − (1 + η) δ
− (δ + η)
.
t−r
Plugging
this
into
(17)
and
using
αt (u, v), αt (v, w) ≤ 0.7 yields,


t
3.4(1+η) δ 2(t−r) + (δ + η)
≤ δ(4−δ 2 )−2η.
t−r
Now, since λ(u, w) 6= 1, we have λ(u, w) ≤ 1 − n4 ,
and using Lemma 4.7 gives δ ≥ 2t
n ; in particular,
1
η ≤ δ/16. Combining this with δ ≤ 16
, it suffices
to prove


t
3.7 2δ 2(t−r) + δ
≤ 3.8δ,
t−r
which certainly holds for some choice of t = O(r).

6

Larger orbits: Permutations of the rows

In this section, we discuss m × n sign matrices
with m = poly(n), where Γ includes all permutations of the rows, meaning that our previous SDP
solutions would not be adequate (as the orbits

18

Lemma 6.1. For any A, B, C ∈ Xm,n and any
t ∈ N, we have
λt (A, B) ≥ λt (A, C) + λt (B, C) − 1.
Proof. Let π, P
π 0 : [m] → [m] be such that
m
1
λt (A, C) = m i=1 |hAi , Cπ(i) i|2t and λt (B, C) =
Pm
1
2t
0 −1
◦
i=1 |hBi , Cπ 0 (i) i| . Then letting σ = (π )
m
π, we have
m

λt (A, B) ≥

1 X
|hAi , Bσ(i) i|2t
m i=1
m

≥ −1 +

1 X
|hAi , Cπ(i) i|2t +
m i=1

(18)

m

+

1 X
|hBσ(i) , Cπ(i) i|2t
m i=1

(19)

= −1 + λt (A, C) + λt (B, C).

Next we define, for every s, t ∈ N, the distance
function ρs,t (A, B) = 1 − ( 12 + 12 λt (A, B))s .
Claim 6.2. For every s, t ∈ N, ρs,t is a metric on
Xm,n .
Proof. First, it’s clear that ρs,t (A, B)
=
ρs,t (πA, B) for all π ∈ Sm and A, B ∈ Xm,n .
Also, ρs,t (A, A) = 0 because λt (A, A) = 1.
Now, consider A, B, C ∈ Xm,n . The triangle
inequality ρs,t (A, B) ≤ ρs,t (A, C) + ρs,t (B, C) reduces to verifying
1+( 21 + 12 λt (A, B))s ≥ ( 12 + 12 λt (A, C))s +( 12 + 12 λt (B, C))s .
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Write this as
1 + xs ≥ y s + z s .

(20)

Then x, y, z ∈ [0, 1] since λt (A, B) ∈ [0, 1] for all
A, B ∈ Xm,n . Combining this with the fact that
1 + x ≥ y + z from Lemma 6.1, we conclude that
(20) holds.
Finally, we analyze the behavior of ρs,t on
“edges” of Xm,n and on random pairs. If A, A0 ∈
Xm,n , we write A ∼ A0 if kA − A0 k22 = n4 (i.e. the
hamming distance between A and A0 is one).
Lemma 6.3 (Edges). If A, A0 ∈ Xm,n with A ∼
2st
A0 , then ρs,t (A, A0 ) ≤ mn
.
Proof. Observe that
m

1 X
|hAi , A0i i|2t =
m i=1

2t !
2
4t
m−1+ 1−
.
≥1−
n
mn

λt (A, A0 ) ≥
1
m

hence ρs,t (A, A0 ) = 1 − (1 −

2t s
mn )

≤

2st
mn .



1 1/t
Pr λt (A, B) ≥ Ln−t ≤ 2me− 2 L .
In particular, for any s, t ∈ N, we have
Pr[ρs,t (A, B) ≥ 14 ] ≥ Pr[λt (A, B) ≤ 12 ] ≥ 12 .

Lemma 6.6 (Heavy matchings). Suppose that t ≥
1
2r, η ≤ 16
, δ ∈ [0, 1], and A, B ∈ Nr (η). Then
αt (A, B) ≥ 1 − δ implies that
λt (A, B) ≥ 1 − (10δ + 2η)
Pm
Proof. Define αi = 1 − j=1 |hAi , Bj i|2t and βi =
maxj∈[m] |hAi , Bj i|. Then,
1 − αi ≤ βi2t−2r

m

αt (A, B) =

m

1 XX
|hAi , Bj i|2t ,
m i=1 j=1

and
αt (A, B) = p

αt (A, B)
αt (A, A) αt (B, B)

.

Lemma 6.5. For every t ∈ N, αt and αt are both
positive semi-definite kernels on Xm,n .
t

Proof. Define maps f, f : Xm,n → Rn by f (A) =
Pm
⊗2t
√1
and f (A) = f (A)/kf (A)k2 . Then
i=1 Ai
m
hf (A), f (B)i = αt (A, B) and hf (A), f (B)i =
αt (A, B). Clearly f is invariant under the Sm action on Xm,n .
For every s, t ∈ N, define a negative-definite
kernel on Xm,n by

s
1 αt (A, B)
Ks,t (A, B) = 1 −
+
.
2
2

m
X

|hAi , Bj i|2r

j=1

≤

2(t−r)
βi
kAi k2
2(t−r)
βi
(1 + η),

p

· αr (B, B)

so we have

 t
1 − αi t−r
t
2t
βi ≥
≥ 1−
(αi +η) ≥ 1−2(αi +η).
1+η
t−r
(21)
Now suppose that
m

αt (A, B) =

An equivalent negative-definite kernel

We now define, for any t ∈ N, two kernels. For
A, B ∈ Xm,n , let

o
∀i 6= j ∈ [m]

be the set of elements in Xm,n with small selfcorrelation. In particular, A ∈ Nr (η) implies
that αr (A, A) ≤ 1 + p
η. Using Cauchy-Schwarz,
we have αr (A, B) ≤ αr (A, A) αr (B, B), hence
A, B ∈ Nr (η) implies αr (A, B) ≤ 1 + η as well.

≤

Lemma 6.4 (Random pairs). Suppose that
A, B ∈ Xm,n are chosen independently and uniformly at random. Then

6.2

For r ∈ N, let
n
η
Nr (η) = A ∈ Xm,n : |hAi , Aj i|2r ≤
m

1 X
(1 − αi ) ≥ 1 − δ.
m i=1

Let S = {i ∈
: αi ≤ 81 }. Clearly |S| ≥
P[m]
m
(1 − 8δ)m since i=1 αi ≤ δm. Define a mapping
π : S → [m] by π(i) = argmaxj∈[m] |hAi , Bj i|2t .
We claim that π is injective. Observe that
 for
i ∈ S, (21) implies that βi2t ≥ 1 − 2 18 + η ≥ 58 .
So if π(i) = π(j) for i 6= j ∈ S, then we have
|hAi , Aj i|2t ≥ |hAi , Bπ(i) i|2t +|hAj , Bπ(i) i|2t −1 ≥

1
,
4

which contradicts the fact that for A ∈ Nr (η), we
η
1
have |hAi , Aj i|2t ≤ |hAi , Aj i|2r ≤ m
≤ 16
.
Since π is injective, it follows that
λt (A, B) ≥

1 X 2t
βi
m
i∈S

1 X
≥
(1 − 2(αi + η))
m
i∈S

|S|
≥
− 2(δ + η) ≥ 1 − (10δ + 2η).
m
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Even though Ks,t may not be a metric, we show
that it is always close to ρs,t .
Theorem 6.7 (Bi-lipschitz equivalence). There
exists a universal constant C ≥ 1 such that for
any t ≥ 2r, the distance functions Ks,t and
ρs,t are C-bi-lipschitz equivalent when restricted to
1
).
Nr ( 20mn
Proof. If A = π(B) for some π ∈ Sm , then clearly
λt (A, B) = αt (A, B) = 1, hence ρs,t (A, B) =
1
Ks,t (A, B) = 0. Let η = 20mn
.
Consider A, B ∈ Nr (η) where A and B are in
different equivalence classes of Xm,n . Then clearly
we have

2t !
1
2
2
λt (A, B) ≤
m−1+ 1−
≤1−
.
m
n
mn
(22)
Now suppose that αt (A, B) = 1−δ for some δ ∈
[0, 1]. In that case, αt (A, B) ≥ αt (A, B) ≥ 1−δ, so
Lemma 6.6 implies that λt (A, B) ≥ 1 − (10δ + 2η).
1
From (22), we conclude that δ ≥ 6mn
. This, in
turn, implies that η ≤ δ/3, which gives λt (A, B) ≥
1 − 11δ.
Finally, we observe that

7

PSD flows and triangle inequalities

In this section, we discuss the question of whether
SDPO(1) (G) ≈ SDP(G) for every graph G, i.e.
whether the weak triangle inequalities can always
be converted to strong triangle inequalities with
only an O(1) loss. This is most nicely stated in
the setting of the SDP dual.
Let G = (V, E) be a finite, undirected graph,
and for every pair u, v ∈ V , let Puv be S
the set of all
paths between u and v in G. Let P = u,v∈V Puv .
A flow in G is a mapping F : P → R≥0 . We
define, for every vertex (u, v) ∈ E, the congestion
on (u, v) as
X
CF (u, v) =
F (p).
p∈P:(u,v)∈p

P
For any u, v ∈ V , let F [u, v] = p∈Puv F (p) be
the amount of flow sent between u and v.
The standard “maximum concurrent flow”
problem is simply
mcf(G) = maximize {D : ∀u, v, F [u, v] ≥ D
and ∀(u, v) ∈ E, CF (u, v) ≤ 1}
If we define the symmetric matrix

αt (A, B) ≥ (1 − η)αt (A, B)
≥ (1 − δ/3)αt (A, B) ≥ (1 − δ/3)λt (A, B),
hence λt (A, B) ≤ (1 − δ)(1 + δ/3) ≤ 1 − 2δ
3 . We
conclude that 1 − λt (A, B) and 1 − αt (A, B) are
within an O(1) factor of each other for all A, B ∈
Nr (η). This immediately implies that Ks,t (A, B)
and ρs,t (A, B) are within an O(1) multiplicative
factor.
The final result of this section concerns how
large one needs to choose r (and hence t) so that
1
) contains most of the points of Xm,n .
Nr ( 20mn
1
Lemma 6.8. Let η = 20mn
, and consider A ∈
Xm,n chosen uniformly at random. For any τ =
log m
τ (m, n), there exists a choice of r ≈ log n−log
log m
τ
for which
Pr [A ∈
/ Nr (η)] ≤ τ.
−1 √1 n
Proof. Let Ai , Aj ∈ { √
, n } be chosen inden
pendently at random, then

Pr [A ∈
/ Nr (η)]
"



1/2r #

Simplifying yields the desired conclusion.
The point is that we can choose any m =
0.1
poly(n) and τ = 2−n , and we still only need
r = O(1).
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then certainly every feasible flow of value D satisfies Au,v ≥ 0 for all u, v ∈ V . In fact, we
can combine the two types of flow constraints
(demand/congestion) together, and get the same
thing:
Exercise: mcf(G) = max{D : Au,v ≥ 0 ∀u, v}
Now, the dual of the Sparsest Cut SDP is precisely the same thing, but with a global constraint
on A, instead of having a constraint per entry:
SDP(G) = max{D : L(A)  0}.
Here, L(A) denotes the Laplacian of A, i.e.
P
i=j
k6=i Ai,k
L(A)i,j =
−Ai,j
otherwise.
and we write L(A)  0 to denote that L(A) is
positive semi-definite.
Now, if we write, for some κ ≥ 1,
A(κ)
u,v = F [u, v] − D + κ · 1{(u,v)∈E} − CF (u, v),

1
≤ m Pr |hAi , Aj i| ≥
20m2 n


−n
2
≤ 2m exp
.
2(20m2 n)1/r
2

Au,v = F [u, v] − D + 1{(u,v)∈E} − CF (u, v),

then clearly
max{D : A(κ)
u,v ≥ 0 ∀u, v} ≥ max{D : Au,v ≥ 0 ∀u, v}
because we have bumped up the edge capacities.
On the other hand, given an A(κ) -feasible flow of
value D, we can always get an actual feasible flow
with value D/κ by simply scaling down the flow
by factor 1/κ, i.e.
max{D : A(κ)
u,v ≥ 0 ∀u, v} = κ·max{D : Au,v ≥ 0 ∀u, v}.
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Abstract
In this paper, we investigate the central problem of
finding recombination events (Kececioglu & Gusfield
1998, Ukkonen 2002, Schwartz et al. 2002, Koivisto
et al. 2004, Rastas & Ukkonen 2007, Wu & Gusfield
2007). It is commonly assumed that a present population is a descendent of a small number of specific
sequences called founders. Due to recombination, a
present sequence (called a recombinant) is thus composed of blocks from the founders. A major question
related to founder sequences is the so-called Minimum
Mosaic problem: using the natural parsimony criterion for the number of recombinations, find the “best”
founders. In this article, we prove that the Minimum
Mosaic problem given haplotype recombinants with
no missing values is hard for an unbounded number
of founders and propose some exact exponential-time
algorithms for the problem. Notice that, in (Rastas & Ukkonen 2007), Rastas et al. proved that the
Minimum Mosaic problem is hard using a somewhat
unrealistic mutation cost function (details provided
afterwards). The aim of this paper is to provide a
better complexity insight of the problem.
Keywords: Minimum Mosaic problem, SNP, Haplotype
1

Florian Sikora1

Introduction

Given any two unrelated people, their DNA sequences
will only differ on about 0.1%. This small genetic
variability is of particular importance since it influences how people differ in their risk of disease or their
response to drugs. A main challenge is to discover
the DNA variants that contribute to common disease risk. These variations mostly arise on specific
single positions called Single Nucleotide Polymorphisms (SNPs) where the corresponding nucleotides,
called alleles, differ. For example, given three DNA
fragments . . . GGACCTG . . ., . . . GGACATG . . . and
. . . GGACTTG . . . from different individuals of a population, the SNP is composed of the three alleles

C, A and T. Furthermore, each person has two almost identical copies of all chromosomes except the
sex chromosomes. Given a population, an haplotype
refers to a combination of alleles at different positions
on a chromosome. Therefore, each individual has two
haplotypes (one maternal and one paternal) for each
chromosome. The genotype corresponds to the set of
alleles that a person has thereby defining at each SNP
the alleles of the two haplotypes. Unfortunately, the
current methods of data acquirement do not provide
inheritance information.
As a simple illustration, consider the following two
partial haplotypes (a chromosome region where only
the SNPs are shown)
...A...C...C...T...G...T...
...A...C...A...G...C...T...
The corresponding genotype is
. . . A/A . . . C/C . . . A/C . . . G/T . . . C/G . . . T/T . . .
Alleles of an SNP are called heterozygous if they
differ (e.g. A/C), and homozygous otherwise (e.g.
A/A). Since most SNPs are composed of only two
alleles (among the 16 possibilities) – that occur in a
large percentage of the population – haplotypes are
usually represented by binary sequences (one character for each of the two possible alleles per SNP)
whereas genotypes are usually represented by ternary
sequences (0 and 1 denote the two homozygote alleles and 2 denotes the heterozygote one). Notice that
it is common to denote missing values by the extra
symbol “−”. Therefore, the sequences are built on the
alphabet {0, 1, 2, −}.
Genetic variation within species is mostly induced
by a process called recombination. Given two equal
length sequences, a recombination generates a third
sequence of the same length by concatening the prefix
of one sequence with the suffix of the other sequence
(Koivisto et al. 2004). In the resulting sequence, the
assembly point is referred as a breakpoint. An illustration is given in Figure 1.
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Figure 1: Recombination of S1 and S2 leading to T .
Finding recombination events has become a central problem in computational biology (Kececioglu &
Gusfield 1998, Ukkonen 2002, Schwartz et al. 2002,
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Koivisto et al. 2004, Rastas & Ukkonen 2007, Wu
& Gusfield 2007). In most combinatorial models, a
present population is assumed to be a descendent of
a small number of specific sequences called founders.
Due to recombination, a present sequence, called a
recombinant, is thus composed of blocks from the
founders. The term mosaic is often used to denote
the mosaic-like structure of DNA induced by the recombinations (Ukkonen 2002) (c.f. Figure 2).

Figure 2: A Mosaic issued from a set of founders
A major question related to founder sequences is
the so-called Minimum Mosaic problem: using the
natural parsimony criterion for the number of recombinations, find the “best” founders. More formally,
the Minimum Mosaic problem, in its natural decisional form, is defined as follows: Given a set D of m
equal n-length haplotype or genotype sequences (the
current population) and a given number of founders
K, find a set F of K founders that induce a minimum
number of breakpoints. There exists a dual problem,
called the Minimum Segmentation problem, where
we are given a set of founders F and a recombinant
r ∈ D and the goal is to find a minimal segmentation of r, where each segment of r is inherited from
the corresponding (i.e. same location) region of some
founder.
This paper is organized as follows. In Section 2 we
present the related state-of-the-art, and we introduce
in Section 3 the needed material. Section 4 is devoted
to computational complexity. In Section 5, we propose some exact exponential-time algorithms for the
Minimum Mosaic problem.
2

Related works and known results

Ukkonen first formulated an optimization form of the
problem based on the mosaic model and parsimony
(Ukkonen 2002). He considered two criteria: the
number of founders and the number of recombinations
in a solution. Ukkonen gave two polynomial-time algorithms: an O(n(m + K 3 )) time algorithm for the
Minimum Segmentation problem and an O(mn)
time algorithm for the Minimum Mosaic problem for
K = 2 (Wu et al. gave a similar result (Wu & Gusfield 2007)). Also, Ukkonen designed an O(nK O(m) )
time dynamic programming algorithm for the general
(i.e. K ≥ 2) Minimum Mosaic problem (the time
complexity was guessed from the description given in
the paper and will be justified in Section 5). According to the authors, this latter algorithm does not perform well for a moderate number of founders and/or
recombinants.
A different (no restriction on the number of
founders) but related problem was introduced by Gusfield (Gusfield 2002). In the Haplotype Inference
problem, we are given a set of n genotype sequences
and the goal is to find a set of n pairs of haplotype
sequences (one pair per genotype) that is a good “explanation” of the given genotype sequences. For biological pertinence, a solution must be compatible with
(or guided by) a given perfect phylogeny. Rastas et
al. (Rastas & Ukkonen 2007) observed that this latter

24

√
problem is equivalent for K > 2m to the Minimum
Mosaic for genotype recombinants without missing
values (i.e., D ⊂ {0, 1, 2}n ), that was proved to be
NP-complete in (Lancia et al. 2004).
In (Rastas & Ukkonen 2007), Rastas et al. considered the Minimum Mosaic problem with missing values and mutations (i.e. mismatches between founders
and recombinants) leading to a different parsimony
criterion. More precisely, for each recombinant r ∈ D,
a score k + k 0 c is computed where (1) k is the number
of breakpoints of a recombinant r0 such that the Hamming distance between r and r0 is k 0 (i.e. the number
of mutations) and (2) c is the relative weight for a
mutation compared to recombinations. Rastas et al.
improved the complexity of Minimum Segmentation problem by providing an O(nmK) algorithm.
They also proved that the Minimum Mosaic problem for haplotype recombinants with possible missing
values (i.e. D ⊂ {0, 1, −}n ) is NP-complete. Finally, they proved that even when missing values are
forbidden, the Minimum Mosaic problem for haplotype recombinants (i.e. D ⊂ {0, 1}n ) is NP-complete
even for K = 2 since it becomes equivalent to the
NP-complete Hypercube Segmentation problem
(Kleinberg et al. 1998). One has to notice that this
latter result is a bit “artificial”, in the sense that the
1
extra condition that the mutation cost c = nm
(necessary in the proof) roughly corresponds to forbid
(and thus ignore) recombinations. Indeed, nm mutations becomes less expensive than a single recombination event. This is precisely the reason why Ukkonen (Ukkonen 2002) and Wu et al. (Wu & Gusfield
2007) have been able to find a polynomial-time algorithm for the problem without mutation. One of
the purpose of our contribution is to provide a better complexity insight of the problem by proving its
complexity without relying on a somewhat unrealistic
prohibitive mutation cost function.
Several heuristics and lower bounds have been proposed (Roli & Blum 2009, Wu 2010). Wu et al.
(Wu & Gusfield 2007) designed an O(nm) time algorithm for the Minimum Mosaic problem for genotype recombinants without missing values (i.e. D ⊂
{0, 1, 2}n ) and K = 2. Furthermore, they gave an
exact algorithm for the general case (haplotype recombinants without missing values). Notice that the
time complexity of this latter algorithm is not given
in the paper and the authors claim it to be practical
for moderate n and m.
Finally, in (Zhang et al. 2008), Zhang et al. investigated the Minimum Segmentation problem
for genotype recombinants and provided two dynamic programming algorithms with time complexity
O(nK 4 ) and O(nK + P K 4 ), where P is the number
of rows of the dynamic table.
3

Notations

In the rest of the paper, we do not consider missing values (i.e., haplotype are defined on {0, 1}n ).
Given any string s = s1 s2 . . . sn , and two integers
i and j, 1 ≤ i ≤ j ≤ n, we denote by s[i, j] the
substring si si+1 . . . sj of s. Given a set of haplotype founders f1 , f2 , . . . , fK , each in {0, 1}n , and an
haplotype recombinant r of size n, a segmentation
of r out from f1 , f2 , . . . , fK is a partition of the interval [1 . . . n] = {1, 2, . . . , n} into consecutive intervals I1 , I2 , . . . , Ik such that, for each 1 ≤ i ≤ k,
we have r[Ii ] = fj [Ii ] for some j ∈ {1, 2, . . . , K}.
The cost of the segmentation is k − 1. For example, for r = 001011, f1 = 000000 and f2 = 111111,
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{I1 = f1 [1 . . . 2], I2 = f2 [3 . . . 3], I3 = f1 [4 . . . 4], I4 =
f2 [5 . . . 6]} is a segmentation of r out from f1 and
f2 of cost 3. The cost of segmenting r out from
f1 , f2 , . . . , fK is denoted cost(r; f1 , f2 , . . . , fK ). (the
cost of a best segmentation can be found in O(nK)
time (Rastas & Ukkonen 2007)).
The Minimum Mosaic problem can be defined
as follows: Given a set of m recombinants D =
{r1 , r2 , . . . , rm }, ri ∈ {0, 1}n for 1 ≤ i ≤ m,
and an integer K, find a set of K founders F =
n
{f1 , fP
2 , . . . , fK }, fi ∈ {0, 1} for 1 ≤ i ≤ K, such
m
that i=1 cost(ri ; f1 , f2 , . . . , fK ) is minimized.
4

Algorithm 1 Algorithm for finding a minimum cost
segmentation : F S(r; f1 , f2 , ..., fK )
1: Let i = |r|
2: if i = 0 then
3:
return
4: end if
5: Let j be the smallest positive natural such that
r[j..i] = fk [j..i] for some k
6: if j > i then
7:
return "No production exists"
8: end if
9: return
F S(r[1, j − 1]; f1 [1, j − 1], f2 [1, j −
1], . . . , fK [1, j − 1]) + [j..i]

Hardness result for the Minimum Mosaic
problem

In this section, we prove the Minimum Mosaic problem for an unbounded K to be NP-complete without
relying on unrealistic prohibitive mutation costs (as
done in (Rastas & Ukkonen 2007)). For the sake of
presentation, we first generalize the problem to arbitrary strings. The following lemma proves that this
can be done safely.
Lemma 1 If the Minimum Mosaic problem on arbitrary strings is NP-hard, then so is the Minimum
Mosaic problem on binary strings.
Proof: Assume to be given a natural K and a set
of m recombinants D = {r1 , r2 . . . rm } ⊂ Σn where
Σ = {σ1 , σ2 . . . σk } is any alphabet on k symbols.
Then, take any encoding of the symbols in Σ by
binary strings of length dlog2 ke. In other words,
0
let δ : Σ 7→ {0, 1}k be any injection from Σ to
0
{0, 1}k with k 0 = dlog2 ke. Once such an encoding
has been fixed, we can extend δ to get an injective
function which maps every string ri over Σ into a binary string δ(ri ) of length |δ(ri )| = k 0 |ri |. Notice
that any feasible solution hf1 , f2 . . . fK i for the instance hK, r1 , r2 . . . rm i naturally maps into the feasible solution hδ(f1 ), δ(f2 ), . . . , δ(fK )i for the instance
hK, δ(r1 ), δ(r2 ) . . . δ(rm )i, and the cost remains unaffected.
Let us show that the converse is also true.
To do so, we claim that, given any feasible solu0
i for the instance hK, δ(r1 ), δ(r2 )
tion hf10 , f20 . . . fK
. . . δ(rn )i, we can always modify it, without increasing its cost, in such a way that each of the
fi0 is actually the binary encoding of some string
over Σ.
In other words, we can assume that
0
= δ(fK ). In this way,
f10 = δ(f1 ), f20 = δ(f2 ) . . . fK
the converse would directly follow. In order to prove
our claim, we can actually act on the fi0 ’s and “clean”
them out one by one. Assume fi0 is not cleaned,
that is, fi0 does not belong to the image of map
δ. Then there exists some 1 ≤ j ≤ n such that
fi0 [k 0 (j − 1) + 1, k 0 j] does not belong to the codewords
set ∆(Σ) := {δ(σ) : σ ∈ Σ }. In this case, where σ is
any symbol in Σ such that δ(σ) has a longest suffix
in common with fi0 [k 0 (j − 1) + 1, k 0 j], we modify fi0
precisely on the interval [k 0 (j − 1) + 1, k 0 j], and, more
precisely, by replacing it by the string δ(σ). Considering the way the procedure for finding a minimum
cost segmentation operates (e.g. Algorithm 1), it is
easy to see that this modification does not increase
the cost.

In order to facilitate the understanding of the
proof, let us further strengthen the formulation of
our problem: consider the more general formulation
where K 0 of the K founders comprising the solution

(and to be given in output) are actually given as specified in advance in the input. We will refer to those
specific founders as forced founders and will first show
how one can force a part of the founders.
Let us first remark that it is easy to provide a
polynomial-time reduction from any instance containning forced founders to an instance without ones. Indeed, for each forced founder f f , add n m copies of
f f in the recombinants set D. It is clear that in a solution, one has to include f f in the founder set, otherwise, it will induce at least n m breakpoints which
is the maximal number of breakpoints one can get in
the original instance. Note that given an objective of
at most B breakpoints, it suffices to add B copies of
f f to get this property.
Thus, for the purpose of the reduction, we can
without loss of generality assume to have instances of
the form hK, D, F f i such that D = {r1 , r2 . . . rm00 } ⊂
f
n
Σn , F f = {f1f , f2f . . . fm
and m = m0 + m00 .
0} ⊂ Σ
Let us now provide a reduction from the NP-complete
Vertex-Cover problem: Given a graph G = (V, E)
such that |V | = nG , |E| = mG and an integer kG ,
decide whether there exists a subset V 0 of V such
that each edge of G is incident to at least one vertex
of V 0 and |V 0 | ≤ kG . Our reduction begins by giving
an arbitrary orientation to each edge of G, that is, for
each ej ∈ E, let tj and hj be indices such that vtj is
the tail and vhj is the head of the arbitrary oriented
edge ej .
We consider the alphabet Σ := {W, Z} ∪ {Xi :
i = 1, 2, . . . nG }. Informally, there is one letter for
each vertex of V , while W and Z act like separators
letters. We define m = C nG + 3 recombinants, each
of length n = 6 mG built as follows (C is a constant
defined later):
• r1 = (W W ZZW W )mG ,
QmG
• r2
=
j=1 (ZZXtj Xtj ZZ)
QmG
j=1 (ZZXhj Xhj ZZ),
• rij = (Xi Xi Xi Xi Xi Xi )
1 ≤ j ≤ C.

mG

and

r3

=

, for each 1 ≤ i ≤ nG ,

We then define a set F f of K 0 = 1+2mG nG forced
founders as follows.
• F1f = (ZZZZZZ)mG ,
f
• Fi,t
= Z 3 t Xi Xi Xi Z 3 (2mG −t−1) , for each 0 ≤ t ≤
2mG − 1, and 1 ≤ i ≤ nG .

Finally, we set K = 2mG nG +kG +2; that is asking
for K 00 = kG + 1 founders.
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Lemma 2 If the graph G = (V, E) admits a vertex
cover of size at most kG then the corresponding built
instance of our problem admits a solution of cost at
most C(nG − kG )(2mG − 1) + 6mG .
Proof: Let V 0 ⊂ V be a vertex cover of size kG
of G. For each 1 ≤ j ≤ mG , we let cj be an index
such that vcj ∈ V 0 ∩ ej (such an index exists since V 0
is a vertex cover). By definition, cj ∈ {tj , hj }. Let
cj = {tj , hj }\cj . We construct our solution with the
following set F 0 of K 00 = kG + 1 founders:
QmG
(W W Xcj Xcj W W ),
• F00 = j=1
mG

• Fi0 = (Xi Xi Xi Xi Xi Xi )

, for each vi ∈ V 0 .

Let us now compute the corresponding cost:
• cost(r1 ; F 0 ∪ F f ) = 2 mG since we have to switch
from F00 to F1f and from F1f to F00 for each mG
blocks of length 6,
• cost(r2 ; F 0 ∪ F f ) = 2 mG and cost(r3 ; F 0 ∪ F f ) =
2 mG . For each 1 ≤ j ≤ mG , since V 0 is a vertex cover, Fc0j and F00 will prevent a breakpoint
between the Xtj ’s (and between the Xhj ’s) since
cj ∈ {tj , hj } and cj = {tj , hj }\cj . Therefore, by
switching from F1f to Fc0j or F00 and back to F1f
for each mG blocks of length 6, it only induces 2
breakpoints for each block,
• for 1 ≤ j ≤ C, cost(rij ; F 0 ∪ F f ) = 0 for each
vi ∈ V 0 whereas cost(rij0 ; F 0 ∪ F f ) = C(2 mG − 1)
for each vi0 ∈
/ V 0 . Considering each recombinants
j
ri0 such that vi0 ∈
/ V 0 , by switching from Fif0 ,2t−2
to Fif0 ,2t−1 for the tth block of length 6, it will
only induce 2 breakpoints for each block (except
the last one). Since |V 0 | = kG , there are nG − kG
recombinants which costs (2mG − 1) each.
P2
0
On the whole,
∪ Ff) +
i=1 cost(ri ; F
PnG PC
j
0
f
i=1
j=1 cost(ri ; F ∪ F ) = 2mG + (2 × 2mG ) +
C(nG −kG )(2mG −1) = C(nG −kG )(2 mG −1) +6 mG .

We now turn to considering the reverse direction.
Lemma 3 Given a graph G = (V, E) and the corresponding built instance of our problem, if the latter one admits a solution of cost at most C(nG −
kG )(2mG − 1) + 6mG , for any C > 6m, then G admits a vertex cover of size at most kG .
Proof: Let us prove that the cost of recombinants
rij , 1 ≤ i ≤ nG , 1 ≤ j ≤ C, for any solution is
greater than C((nG − kG )(2mG − 1)). Note first that,
only considering the set of forced founders F f , each
rij , 1 ≤ i ≤ nG , 1 ≤ j ≤ C, has a cost(rij , F f ) =
C(nG (2mG −1)). Indeed, given a recombinant rij , one
f
f
has to switch from Fi,t
to Fi,t+1
for 0 ≤ t ≤ 2mG − 2.
f
Considering now both F and F , if the set of K 00 =
kG +1 founders is composed of exact copies of K 00 difjk +1
ferent recombinants {rij11 , rij22 . . . rik G+1 } (for some 1 ≤
G
i1 , i2 . . . ikG +1 ≤ nG and 1 ≤ j1 , j2 . . . jkG +1 ≤ C),
PnG PC
j
0
f
then i=1
j=1 cost(ri ; F ∪ F ) = C(nG − (kG +
1))(2mG − 1). However, r1 is built over some W letters; which does not belong to any forced founders.
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Therefore, there should be founders among the K 00
including a W in positions 6t + 1, 6t + 2, 6t + 5, 6t + 6,
for each 0 ≤ t ≤ mG − 1. Then, for any 0 ≤ t ≤
mG − 1, there will exist among the recombinants
jk+1
} one recombinant – say rij11 – that
{rij11 , rij22 . . . rik+1
will induce a switch (for each of its C copies) from a
founder of F to Fif1 ,t+1 (resp. Fif1 ,t+2 ) due to the W W
at positions 6t+1, 6t+2 (resp. 6t+5, 6t+6) in the corresponding founder. Therefore, on the whole, one will
end-up with an extra cost of 2CmG . In the best case,
one should only “sacrifice“ one of the K 00 founders
(which was only allowing a gain of 2C(mG − 1)
PnG PC
j
0
breakpoints). On the whole, i=1
j=1 cost(ri ; F ∪
f
F ) ≥ C(nG − kG )(2mG − 1). Moreover, considering
the objective cost (i.e. C(nG − kG )(2mG − 1) + 6mG )
and that C > 6m, the following is enforced:
1. Considering any position, each of the K 00
founders has a different letter,
2. A founder with a letter Xu in a given position
contains only letters Xu in the next positions until a letter W or the end of the founder is encountered,
3. All the W letters occur in the same founder.
Let us now prove each of these points.
Point 1. By contradiction, suppose there are two
founders with the same letter in a given position.
Then, there is at least one more breakpoint for each
jk +1
copy of a given recombinant of {rij11 , rij22 . . . rik G+1 }
G
which leads to a cost above the objective.
Point 2. By contradiction, in an optimal solution,
suppose there is a founder with a letter Xu at position
k followed by a letter Xv . Then, due to Point 1, there
should not exist another founder such that Xu is at
position k nor Xv at position k + 1. Therefore, there
is a breakpoint between positions k and k + 1 in all
ruj (resp. rvj ); that is 2C breakpoints. Consider now
changing Xv into Xu in the corresponding founder.
Then it will induce at least C less breakpoints, leading
to a better solution; a contradiction.
Point 3. Let us first prove that W letters at position 6t + 1 and 6t + 2 belong to the same founder. By
contradiction, suppose it is not the case; e.g. there
is a W letter at position 6t + 1 in founder Fi and a
W letter at position 6t + 2 in founder Fj , i 6= j. By
Point 1, there is no W letter at position 6t + 2 (resp.
6t + 1) in founder Fi (resp. Fj ). Thus, there is a
breakpoint in the recombinant r1 between positions
6t + 1 and 6t + 2. Consider now swapping Fi [1..6t + 1]
and Fj [1..6t + 1]. This will decrease the number of
breakpoints at least by one since it only changes the
cost due to positions 6t+1 and 6t+2. Same argument
holds for the other W positions.
We now know that the W letters appears by block
of size 4 (except for the first and last blocks; which
are of size 2). It also appears that if the blocks of letters W are not on the same founder, it creates at least
C more breakpoints. Figure 3 illustrates this configuration. Indeed, in an optimal solution, consider two
founders Fi and Fj such that there are W letters at
positions 6t+1 and 6t+2 (resp. 6t+5 and 6t+6) in Fi
(resp. Fj ). Assume, moreover, that a Xu (resp. Xv )
appears in position 6t + 3 (resp. 6t + 4) in Fi (resp.
Fj ). Then considering the forced founders, Fi and Fj ,
there will be one breakpoint between positions 6t + 3
and 6t + 4 in all rux and rvx , for 1 ≤ x ≤ C and one
breakpoint between positions 6t+6 and 6t+7 in all rvx ,
for 1 ≤ x ≤ C. Consider now swapping Fi [1..6t + 4]
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and Fj [1..6t + 4] and replacing the Xi ’s of Fj by Xj ’s.
It will induce at least C less breakpoints, leading to
a better solution; a contradiction.
W not on the same founder
a)

...(Xu Xu Xu# Xu Xu Xu )(Xu ...
...(Xv Xv Xv# Xv Xv Xv# )(Xv ...

b)

...(W W Xu Xu Xu Xu )(Xu ...
...(Xv Xv Xv Xv W W )(W...

c)

...(Xu Xu Xu ZZZ)(Z...
...(ZZZXu Xu Xu )(Z...
...(Xv Xv Xv ZZZ)(Z...
...(ZZZXv Xv Xv )(Z...
W on the same founder

a)

...(Xu Xu Xu# Xu Xu Xu# )(Xu ...
...(Xv Xv Xv Xv Xv Xv )(Xv ...

b)

...(W W Xu Xu W W )(W...
...(Xv Xv Xv Xv Xv Xv )(Xv ...

c)

...(Xu Xu Xu ZZZ)(Z...
...(ZZZXu Xu Xu )(Z...
...(Xv Xv Xv ZZZ)(Z...
...(ZZZXv Xv Xv )(Z...

Figure 3: a) The recombinants rux and rvy . b) Two
founders involving Xu and Xv . c) Forced founders.
The created breakpoints in the recombinants induced
by b) and c) are denoted by #.
In the following, let us assume that F0 denote the
founder containning the W letters; the other founders
are referred as F1 , F2 , ..., FK 00 . Now that we know
the precise topology of the founders of any optimal
solution, we can now prove that {F1 , F2 . . . FK 00 }
corresponds to a vertex cover in G. Let V 0 ⊆ V be
defined as follows. For each founder Fi , 1 ≤ i ≤ K 00 ,
if Fi is the exact copy of the recombinant rxy , then
add vx in V 0 . Let us prove that V 0 is a vertex cover
of G. By contradiction, suppose it is not. Then, it
exists at least one y such that (vhy , vty ) ∈ E and
both {vhy , vty } ∩ V 0 = ∅. Therefore, there is at least
a breakpoint between Xty and Xty in r2 or between
Xhy and Xhy in r3 since neither hy nor ty appears
in {F1 , F2 . . . FK 00 }, and F0 can contain at most
one of the two in the corresponding positions. It is
worth noting that none of the forced founders cannot
prevent theses breakpoints since there never have the
same letters at position 6t + 3 and 6t + 4.

Combining Lemma 2 and Lemma 3 we obtain the
following result.
Proposition 4 Minimum Mosaic given haplotype
recombinants with no missing values is NP-Complete.
5

Exact algorithms for Minimum Mosaic

In this section, we will provide exact algorithms considering a variant of the Minimum Mosaic/Segmentation problems where extra informations (e.g. position, number, . . .) on the breakpoints
are given.

Let us first give a complexity study of the general solution (Section 4) proposed by Ukkonen in
(Ukkonen 2002). Indeed, the corresponding solution
shows that, once the number of founders (i.e. K)
is bounded, then the minimum mosaic problem is
FPT. The main idea of the dynamic programming
solution of Ukkonen is to compute all the partition
of size K of the m input recombinants for each column. The central recurrence is based on the fact that
the “best“ K-partitions for the i first columns can be
computed using one of all the ”best“ K-partitions of
the i − 1 first columns and any K-partition of the
ith column; the parsimony criterion being the number of breakpoints induced. One has to store in a
dynamic table, the minimal cost of any K-partition
of the i first columns for all the K-partitions of the
ith column. On the whole, since (1) there are K m Kpartitions of any column i and (2) one has to compute
the minimum number of breakpoints considering all
the K-partitions of column i − 1 for each K-partition
of column i, the time complexity is O(nK 2m ); which
leads to a polynomial solution when the number of
recombinants (i.e. m) is bounded. It also provides a
practical solution when the number of founders (i.e.
K) is bounded.
Let us now design exact algorithms for a variant
of the Minimum Mosaic/Segmentation problems
that considers that extra informations on the breakpoints are given. Let us first consider a kind of reverse
problem of Minimum Segmentation problem where
given a set of m recombinants D = {r1 , r2 , . . . , rm } ⊂
{0, 1}n and a set of B identified breakpoints on D –
i.e. an overall cost B segmentation of the recombinants S = {I11 , I21 . . . Ik11 , . . . I1m , I2m . . . Ikmm } such
Pm
that ( i=1 ki ) − m = B and Iyx is the y th segment of recombinant rx – find a set of K founders
F = {f1 , f2 , . . . , fK } ⊂ {0, 1}n such that the B cost
segmentation can be derived from F . We propose a
polynomial-time algorithm (Algorithm 2) that solves
this problem. For any Iyx , let Lxy (resp. Ryx ) denote
the leftmost (resp. rightmost) position of Iyx in [1..n].
Let us now prove that this algorithm indeed find a
solution if one exists. Roughly, the algorithm tries to
reassemble the segments in order to produce at most
K founders. To do so, the algorithm computes the
founders from left to right using the available segments in L. For each available segment Iyx , the algorithm tries first to detect if there is a founder that has
the longest common prefix with Iyx at the given position Lxy . If there exist one then the corresponding
founder is ”merged” with Iyx for the positions from
Lxy to Ryx . Otherwise, the algorithm tries to find a
founder such that the position Lxy is empty and then
merge the founder and Iyx .
Let us prove that, if there exist a solution then the
algorithm will find it. First, notice that if there exist such a solution then any segments can be placed
entirely in one of the K founders. Thus when considering all the segments starting at a given position,
one should be able to find a distribution of the segments among the K founders. This ensures that when
considering Iyx , the choice of the founder for Iyx will
0
not interfere with placement of Iy0x . Indeed, either in
the solution (1) they were on the same founder and
thus will have a common prefix or (2) were not in
the same founder. This leads to an overall O(BKL)
time-complexity algorithm where L is the length of
the longest segment.
Let us now consider the case where only the num-
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Algorithm 2 Find K founders according to a segmentation S
1: Let L be a sorted list – according to the leftmost
position – of elements of S
2: F
=
{F1 , F2 . . . FK } such that Fi
=
[ ””, ””, . . . , ””], 1 ≤ i ≤ K
3: while L is not empty do
4:
Iyx ← pop(L) //remove and return head element of L
5:
LCP = 0, F 0 = null
6:
for each Fi in F do
7:
Z ← the leftmost empty position in Fi
greater than Lxy
8:
if Fi [Lxy ..Z] and Iyx share a common prefix
then
9:
if LCP < Z − Lxy then
10:
F 0 = Fi
11:
LCP = Z − Lxy
12:
end if
13:
end if
14:
end for
15:
if F 0 ! = null then
16:
F 0 [Lxy , Ryx ] ← Iyx
17:
goto _end;
18:
end if
19:
//No common prefix found
20:
//Find the first empty position
21:
for each Fi in F do
22:
if Fi [Lxy ] is empty then
23:
Fi [Lxy , Ryx ] ← Iyx
24:
goto _end;
25:
end if
26:
end for
27:
Exit with error
28:
//This case is only reachable
29:
//if no solution can be found
30:
_end :
31: end while
32: return F
ber of breakpoints for each recombinant is known (i.e.
without the positions of those last). Then, one can
test all the possible positions for each recombinant
and apply the previously proposed algorithm. On
the whole, since given a recombinant ri with bi breakpoints, there are at most nbi possibilities of placement
of the breakpoints, the corresponding algorithm runs
in O(nb1 .nb2 . . . . .nbm .BKL) = O(nB .BKL).
Finally, we give an algorithm with a lower complexity in the case one only knows the number B
of allowed breakpoints. Let first give the maximum
number of different strings in D, that is the number
md of different recombinants among the m recombinants of D. In the worst case, there is only one
breakpoint on each recombinant, that is B different
recombinants. Moreover, there is a maximum number
of K different recombinants with no breakpoint in D
(they are copies of the founders). Thus, we can give
the following upperbound for the number of different
recombinants in D : md ≤ K + B. We also have
K ≤ md ≤ m.
Let now decide which recombinants in D will have
some breakpoints. Therefore, we have to choose B recombinants among the md recombinants with at least
one breakpoint.
possibilities.
 We will try all different
B
There are mBd = K+B
=
(K
+B)
different
configB
urations. For each one, run the exact O(nK 2m ) algorithm of Ukkonen to find the best possible founders.
This algorithm is ran among a set of only B chosen
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recombinants. Thus, the running time of the exact algorithm is O(nK 2B ). On the whole, the total running
time of the algorithm when only the number of breakpoints is known is O((K + B)B × nK 2B ). This last
result demonstrates that once the number of breakpoints is bounded the problem becomes polynomial.
6

Open problems

In this article, we showed that the Minimum Mosaic problem given haplotypes with no missing values is hard for an unbounded number K of founders.
When K is bounded but the number m of recombinants is not, the problem is still widely open. Indeed,
there is an ocean between the linear complexity of
the problem when m (and thus K) is bounded, the
polynomial-time complexity when K = 2, and the
NP-Completeness when K is unbounded. It is also
widely open whether the problem admits some PTAS.
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Abstract

1

We consider the convergecast problem in wireless sensor networks where readings generated by each sensor
node are to reach the sink. Since a sensor reading
can usually be encoded in a few bytes, more than one
reading can readily fit into a standard transmission
packet. We assume that any such packet consumes
one unit of energy every time it hops from a node
to a neighbor regardless of the total size of the readings in it. Our objective is to minimize the total energy consumed to send all the readings to the sink.
Consequently, we ask the question: can we pack the
readings in common routes to minimize the number of
hops? It is quite elementary to see that this problem
is NP-hard when the size of the readings are arbitrary
via reductions from bin packing or set partition.
We study the simple version with readings normalized to 1 byte in length. However, we make no
assumptions on the underlying graph. We show this
to be NP-hard by way of a reduction from Set Cover.
We study a class SPEP of distributed algorithms that
is completely defined by two properties. Firstly, the
packets hop along some shortest path to the sink. Secondly, given all the readings that enter into a node,
it sends out as many fully packed packets as possible
followed by at most one partial packet — the elementary packing property. We show that any algorithm
3
)-approximate where k ≥ 2 is the
in this class is (2− 2k
size of a data packet in bytes. We additionally show
that this class is optimal when the underlying sensor
network is a tree or grid topology. Our main technical
contribution is a lower bound. We show that no algorithm that either follows the shortest path or packs
in an elementary manner is a (2 − )-approximation,
for any fixed  > 0.

The convergecast problem has obtained prominence
among sensor networks researchers because it fits well
with the goal of sensor networks, which is to monitor
and collect data about an environment. The focus has
been to either minimize the time, the energy, or the
dual-criteria of both time and energy required to complete the convergecast (Gandham et al. 2007, Hohlt
et al. 2004, Kesselman & Kowalski 2006, Lindsey et al.
2002, Lu et al. 2007, Pan & Tseng 2008, Paradis
& Han 2009, Yu & Prasanna 2005, Upadhyayula &
Gupta 2007, Zhang et al. 2007). Researchers have also
exploited spatial locality in many real-life convergecast scenarios by aggregating the data and transmitting the representative values for sub-regions within
the region being sensed (Intanagonwiwat et al. 2000,
Madden et al. 2002, Goel & Estrin 2003, Krishnamachari et al. 2002).
Convergecast typically works as follows in sensor
networks. The sensor nodes need to send sensed data
to a centralized sink via multiple hops. A sensor reading can usually be encoded in a few bytes, so more
than one reading can fit into a standard transmission packet, but there is a limit on the total number
of bytes that each packet can carry. Each reading
has to stay intact along the way. This is different
from sensor data aggregation where a function is performed over several sensor readings to, typically, generate one single representative value for each region
being sensed (Goel & Estrin 2003). While data aggregation is agreeable in many situations, under certain
scenarios, applications would rather desire the collected data to be exact. This requirement is common
in scientific data gathering as indicated in (Deshpande & Madden 2006, Porta et al. 2009). We have a
cost associated with each hop, which is independent of
the number of readings in it. This is an acceptable assumption commonly used in the sensor network community, although more realistic radio model indicates
that packet size does matter (Heinzelman et al. 2000).
Consequently, we ask the question: can we pack the
readings in common routes to minimize the number
of hops?
More formally, we are given a connected graph
G = (V ∪ {sink}, E) that is both undirected and
unweighted. An edge e = (u, v) ∈ E implies that u
can communicate with v and vice versa. Each ver-
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tex v has a single reading of integral number of bytes
s(v) that has to be reported to the appropriately denoted vertex sink. These readings must travel to
the sink in packets that have a capacity of k bytes.
Since the readings have to fit in the packets, ∀v ∈ V ,
s(v) ≤ k. A packet consumes 1 unit of energy every
time it hops from a vertex to a neighbor regardless
of the total size of the readings in it. Our objective is to minimize the total energy consumed to send
all the readings to the sink. We primarily seek distributed routing algorithms in which the individual
nodes are unaware of the entire graph; they are only
aware of their immediate neighbors. We call this the
Convergecast Problem or the CCP. Since convergecast is often repeated several times (like hourly temperature collection), our focus is on minimizing the
total energy in this repeated operation. Therefore,
we allow a one-time preprocessing phase. This can
be used for constructing distributed data structures
like shortest path trees.
The CCP combines aspects of both bin-packing and
routing. In Theorem 2.1, we show that it is NP-hard
even when the underlying graphs are restricted to a
line or a tree of depth greater than 1. These are simple
reductions from set partition. So, we limit our study
to a simplification in which the size of each reading is
exactly 1 byte. We call this the Unit Convergecast
Problem or the UCCP. In practice, many wireless sensor applications such as room temperature monitoring for energy conservation only need to deploy simple sensors with one single sensing attribute. These
sensors then report small constant-sized readings as
directed. In our formulation, we normalize it to one
byte. More importantly, UCCP helps us gain insight
into the problem when the effect of bin-packing is
minimal because up to k single-byte-sized readings
can be trivially placed into a packet. Interestingly,
we show that even UCCP is NP-hard.
We study a class of algorithms for UCCP called
Shortest Path Elementary Packing (SPEP) algorithms.
The members of this class are all valid algorithm for
UCCP that have the following properties.
Shortest Path Property: An algorithm for CCP or
UCCP is said to follow the shortest path property if every packet hop always moves the packet along some
shortest path to the sink. We refer to algorithms that
have this property as shortest path algorithms. Because we are concerned with the convergecast problem, this property, when present, will make the solution more intuitive. This is essentially geographic
routing with greedy forwarding often used in wireless
sensor networks (Akkaya & Younis 2005). Note also
that even distributed networks, with a little preprocessing, can easily establish a shortest path tree as
long as the graph is connected.
Elementary Packing Property: An algorithm for
UCCP is said to have the elementary packing property if each vertex communicates at most one partial
packet and all the other packets, if any, are full. Such
algorithms are called elementary algorithms. An elementary algorithm ensures that each node repackages
the readings in the most straightforward manner. It
also ensures that communication overhead in the entire network is minimized. This is because minimal
number of packets will be used, leading to minimal
total number of bytes in all the packets is minimal,
since each packet has a constant-size packet header.
In Section 2, we prove that CCP is NP-hard even
when the underlying graph is very simple. We then
shift our attention to UCCP and prove that it is also
NP-hard. In Section 3, we prove that all algorithms in
3
)-approximate algorithm for UCCP(for
SPEP are (2 − 2k
k ≥ 2). In Section 4, we prove a somewhat counterintuitive result. We show that any algorithm that
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either follows the shortest path property or the elementary packing property cannot guarantee a (2 − )approximation for UCCP. In Section 5, we explore the
performance of SPT when the underlying graph is either a tree or a grid and show that it is optimal in
the former case and asymptotically optimal in the latter case. To complement our theoretical analysis, we
analyzed SPT experimentally. We discuss our experimental results in Section 6. Finally, we provide some
concluding remarks.
2

Preliminary Hardness Results

It is quite straightforward to see that both CCP and
UCCP are NP-hard. CCP is NP-hard even for some
of the simplest trees via a reduction from SETPARTITION to CCP. This result is formalized in Theorem 2.1. Although the proof is rather straightforward, we include it for the sake of completeness.
Theorem 2.1. CCP is NP-hard even if the underlying
graph G is a straight line or a tree of depth at least 2.
Proof. Recall that in SET-PARTITION, we are given
a set U = {x1 , x2 , · · · , xn } of integers. The question we ask is whether U can be partitioned into two
subsets such that the sums of the elements in either
subsets are equal. SET-PARTITION is known to be
NP-complete (Garey & Johnson 1979).
We can reduce an instance of SET-PARTITION
to CCP in two very simple ways as shown in Figure 1, which illustrates the case when the instance
of SET-PARTITION has 8 elements. We assume,
without loss of generality, that the elements of SETPARTITION are integral values between 1 and k and
add up to 2k. To reduce from SET-PARTITION to
CCP, we form an instance of CCP in which each element of U forms a reading in CCP and is assigned to
a node in CCP.
In the case of the tree of depth 2, we include a
“neck” vertex which is assigned a reading of size k.
The other nodes with readings assigned to them from
SET-PARTITION are of degree 1 and are connected
to the neck. The neck is connected to the sink. The
number of hops from the neck into the sink vertex will
depend on whether the SET-PARTITION instance
can be partitioned into two subsets.
Similarly, in the case of the line, the nodes form
a linear chain with one end connected to the sink.
Starting from the node farthest away from the sink,
the readings travel toward the sink. At some point,
there will be enough readings to require exactly 2
packets for any reasonable algorithm. Note that the
sink has exactly one neighbour. Once all the readings reach that neighbour, we will need either 2 or 3
packets to hop into the sink depending on whether
we can partition the set U or not.
We now turn our attention to UCCP. We show that
even UCCP is NP-hard by reducing the set cover problem to it. In the classic Set Cover Problem, we
are given a ground set U = {x1 , x2 , . . . , xn } and a
family of subsets S = {S1 , S2 , . . . , Sm }, Si ⊆ U for
i = 1, 2, . . . , m. C ⊆ S is a cover if the union of elements in C is U . In the decision version of the problem, we are given a positive integer Ksc < |S| and
asked whether there is a subset of S with cardinality
Ksc that covers U . It is well-known that Set Cover
Problem is NP-complete (Garey & Johnson 1979).
Given an instance of the set cover problem, we
construct a sensor network T consisting of vertices arranged in three levels as follows (refer Figure 2). Level
1 consists of only the sink node. Level 2 nodes correspond to the sets Si ∈ S for i = 1, 2, . . . , m. There
is an edge from each Si to sink. We slightly abuse
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Figure 1: The two figures illustrate the reductions from SET-PARTITION to CCP.

Figure 2: Reducing the Set Cover problem to the UCCP. The enforcers are depicted as a triangular pictorial
gadget; the actual construction of the enforcers is shown in the box.
notation and use Si to also refer to the corresponding
vertex. Level 3 consists of nodes that correspond to
{x1 , x2 , . . . , xn } which are the elements of set U . Like
level 2 nodes, we use xj to refer to a level 3 vertex.
Each node xj is connected by an edge to Si iff the
element xj ∈ Si in the Set Cover instance.
We set the size of a packet to k = maxi |Si | bytes.
We also add another k − 1 leaf nodes, which we call
enforcers, to each Si . In Figure 2, the enforcers are
depicted by a triangular pictorial gadget. Our objective is to solve the convergecast problem for this setup
of sensor networks. i,e. each non-sink node (including
the nodes in levels 2 and 3 and all the enforcers) have
a reading of 1 byte and we must pass each reading to
the sink using minimum number of packet hops.
For K > 0, we can show that n + mk + K hops
suffice to route each reading to the sink iff there exists
a set cover of size less than or equal to K in the set
cover problem. Each level 3 vertex has to send a
packet to sink through a level 2 vertex. Note that at
least n packets must hop out of the level 3 vertices
for any solution (optimal or suboptimal). Consider
the portion of the graph consisting of a single level 2
node Si , its k − 1 enforcers and sink. Regardless of
the activity outside this portion, any solution requires
k hops because the k − 1 enforcers must communicate
to Si and we need a packet from Si to the sink. Since
there are m such level 2 vertices, the number of hops is
at least mk. If at least one reading from level 3 vertex
will hop through Si , it will force Si to send one more
packet, which we call a critical hop. If K ≤ Ksc is
the number of critical hops, then we can cover the
ground set by selecting the subsets corresponding to

each of the K chosen subsets. Therefore, the following
theorem follows.
Theorem 2.2. UCCP is NP-hard.
3

The Shortest Path Elementary Packing Algorithms

While the focus of this section is the entire class of algorithms (SPEP) for solving UCCP, we pick a canonical
example from SPEP, the shortest path tree algorithm,
or SPT, to prove our results. Corollary 3.4 extends
the results to all algorithms in SPEP.
The steps in the SPT algorithm are as follows. In
the preprocessing phase, we construct a shortest path
tree T of graph G rooted at sink1 . As a consequence,
each node is aware of its parent and children. Subsequently, each vertex waits till it has received all packets from its children in T . Full packets are sent to its
parent as is. All the partial packets are re-packaged
into the maximum number of full packets and at most
one partial packet and all these packets are sent to the
parent.
Let OPT and A be the number of hops taken by
the optimum solution and SPT, respectively, in solving
an instance of the UCCP. We show that A ≤ (2 −
3
2k )OPT, where k ≥ 2.
The maximum number of readings that can be
packed in a packet is k. If a packet contains k readings then we call it a full packet; otherwise, it is a
1
We do not delve into the details of this construction as it has
been studied in various contexts in the past. For example, see the
work by Chandy & Misra (1982).
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partial packet. If a full packet hops from a node a to
a neighbouring node b then we will term this as full
hop. A partial hop is defined likewise. We split OPT
into OPTf and OPTp such that they are the number of full and partial hops, respectively. We define
Af and Ap in like manner. Naturally,

Theorem 3.3 proves the upper-bound for SPT, but
the underlying lemmas, Lemma 3.1 and Lemma 3.2,
are true for all algorithms in SPEP. Lemma 3.1 hold
for any algorithm that packs its readings in an elementary manner and Lemma 3.2 is true for any
algorithm that respects the shortest path property.
Therefore we can state:

OPT = OPTf + OPTp

(3.1)

f

(3.2)

Corollary 3.4. The approximation ratio of any al3
gorithm in SPEP for UCCP is at most (2 − 2k
), where
k ≥ 2, and SPT is optimum when k = 1.

p

A = A +A .

Let us define the depth d(v) of a node v as the shortest
distance of a node v from sink in T , i.e., the minimum
number of hops required for a reading to reach sink
from v. The following lemma holds for any algorithm
that has the elementary packing property.
Lemma 3.1. For any instance of the UCCP, Ap ≤
2 · OPTp .
Proof. Consider the packets that flow through a single vertex v according to any algorithm regardless of
optimality. There is at least one partial hop either
out of v or into v. We can prove this by contradiction. Suppose there were no partial hops into v, but
` full hops into v. Then, k · ` + 1 readings would have
to hop out of v, which requires at least one partial
hop. This implies that at least n/2 hops are partial
even for an optimal algorithm. Therefore,
OPTp ≥ n/2.

(3.3)

According to the SPT algorithm, each vertex waits
for all its children to communicate their packets and
reorganizes the readings such that at most one packet
is not full. Therefore, Ap ≤ n, which, along with
Equation 3.3, completes the proof.
Before we proceed into proving our theorem,
we point out an obvious property (formalized in
Lemma 3.2) of any algorithm that obeys the shortest path property, the SPT being one such algorithm.
The reading corresponding to each vertex v travels
a distance of exactly d(v), which is the shortest distance to reach the sink. Therefore, the sum of all the
distances traveled taken over all readings (not packets) by SPT is less than or equal to that of any other
algorithm. That sum is at least Ap + kAf for SPT;
we pessimistically account only one reading to have
hopped in each partial packet. Similarly, the sum of
the distance moved by readings according to an optimal algorithm is at most (k − 1)OPTp + kOPTf ;
we liberally account for k − 1 readings in each partial
hop. Therefore, we can state the property as follows:
Lemma 3.2. For any instance of the SPT, Ap +
kAf ≤ (k − 1)OPTp + kOPTf .
Theorem 3.3. For any instance of UCCP, A ≤ (2 −
3
2k )OPT.
Proof. Using Equations 3.1 and 3.2, we rewrite the
equation in Lemma 3.2 as
kA ≤ (k − 1)OPT + OPTf + (k − 1)Ap
≤ (k − 1)OPT + OPTf + OPTp +
(k − 1)Ap − Ap /2 (using Lemma 3.1)
= k · OPT + (k − 3/2)Ap .
Recall that Ap ≤ n. Hence, we can replace Ap with
OPT because OPT is at least n; every vertex has to
send out at least one packet. Further, dividing by k
3
on both sides, we get A ≤ (2 − 2k
)OPT.
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Note that in SPT, each node sends its packets to
one of its parents. In practice, we might not want to
burden one parent. This can be alleviated by choosing
a parent randomly. Alternatively, the node can also
choose a parent in a round-robin fashion. Corollary
3.4 ensures that such variants will not incur a higher
hop-count than SPT. This can be of use to systems
designers who are interested in balancing the network
overhead across the network without compromising
the hop-count.
4

Lower Bounds on Approximating UCCP

Given the upper-bound on the approximation ratio
of SPEP in Corollary 3.4, a natural question we ask is
whether the analysis can be tightened. We are, however, interested in algorithms that use shortest paths
and/or employ elementary packing. In this subsection, we discuss the inapproximability of UCCP when
either one of those two properties must be respected.
We begin by describing the construction of an instance E{`} of the UCCP, where ` is a positive integer.
This instance is constructed with one bad path (called
the shortest path corridor or SPC) to the sink such
that an optimal algorithm can avoid it to minimize
the number of hops. However, in the construction,
we ensure that an algorithm that does not compromise on either the shortest path property or the elementary packing property cannot avoid the SPC and
therefore must hop more.
The instance E{`} will consist of ` gadgets (shown
in Figure 3). The gadgets are indexed by i, 1 ≤ i ≤ `.
Gadget 1 is farthest away from the sink and gadget
` is closest to it. Figure 4 depicts the detailed construction of a single gadget. Two consecutive gadgets
will be connected as shown in Figure 5. Note that
gadget ` connects to the sink (see Figure 3). The position of the sink and the orientation of the instance
depicted in Figure 3 indicates that the packets move
“upward.”
Given the value of `, we define the size of each
packet to be k = `!. We first describe a generic gadget that is used in constructing each of the ` gadgets.
Figure 4 depicts the construction of a gadget i; the
figure shows the actual construction and a schematic
representation, which will be used subsequently. A
gadget is defined by parameters i, its gadget index,
and k, the capacity of the packets. It consists of ik
parallel paths that are disconnected from each other
(except for some special edges called off-ramps described later). Each of these ik paths consists of k/i
nodes; note that k/i is an integer because k = `! and
i ≤ `. Therefore, each gadget has k 2 nodes. The
two end nodes in each of the paths is designated either as a head node or the tail node depending on
whether it is closer to or farther away from the sink,
respectively. Furthermore, one of the ik paths is a
special path that is called a “segment of the shortest
path corridor” and is shown by thick triple lines in
the schematic. When the gadgets are put together to
form the entire instance, these segments will join to
form a sequence of segments from the farthest gadget
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Figure 3: The construction of an instance of UCCP used to prove Theorem 4.5 and Theorem 4.6. Note that the
boxes are gadgets shown in Figure 4.

Figure 4: A gadget for constructing the instance E{`} of UCCP. The schematic representation of the actual
gadget is also provided in the bottom right.
(away from the sink) all the way to the sink. This
sequence of segments form the shortest path corridor
or SPC.
In each gadget, the node connected to the tail node
of the segment of the SPC plays a special role; in Figures 4 and 5, they are depicted as star shaped nodes.
We call them gateway nodes because all packets enter a gadget through its gateway node. Borrowing
from the terminology used in highways in the United
States, the (i − 1)k edges coming into the gateway
node from gadget i − 1 are called on-ramps. There
are ik − 1 edges going from the gateway node to the

tails in the gadget (except for the tail of the segment
of the SPC). These edges are called off-ramps. See Figure 5 for a depiction of two consecutive gadgets along
with how they are connected; again, the schematic
representation is also provided. To construct the entire instance, the gadgets are placed one on top of
the other such that their individual segments of the
shortest path corridor align and form the full shortest
path corridor that extends from gadget 1 all the way
to gadget ` and then connects to the sink. This construction of the entire instance is depicted in Figure
3.
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Figure 5: Connecting two gadgets in adjacent gadgets. The box figure on the bottom right is the schematic
representation for the actual construction in the top left.
Lemma 4.1. There is a solution to the convergecast
problem on the instance depicted in Figure 3 that hops
at most k 2 ` + k`2 times.
Proof. The solution works as follows. Each gadget
has k 2 nodes. Therefore, gadgets 1 to i have ik 2 readings that enter the gateway of gadget i + 1. Then the
gateway node, instead of sending them up the SPC, redistributes these packets to each of the (i + 1)k lanes
in the gadget at level i + 1. Therefore, each lane gets
i
a packet that contains i+1
k readings that travel up
each lane collecting the k/(i+1) readings in that lane.
Therefore, at the top of each lane in gadget i + 1, the
i
k
number of readings is i+1
k + i+1
= k, hence forming
a full packet. These (i + 1)k full packets hop into the
gateway at gadget (i+2) and proceed toward the sink
in like manner (i.e., avoiding the SPC and taking the
lanes). Note that at gadget i, the following hop types
occur. Firstly, the gateway node at gadget i feeds
(i − 1)k packets (that it received from gadget i − 1)
via the off-ramps to the tail nodes in gadget i. This
takes ik −1 hops; although there are ik paths, there is
no need for a hop from the gateway to the segment of
the SPC. Secondly, the ik packets travel up the lanes
costing k/i hops per lane. This adds up to k 2 hops.
Note that this includes the on-ramp hops that will
carry the packets from gadget i into the gateway of
gadget i+1. Therefore, at each level i, we incur a cost
of k 2 +ik −1. Considering this over all ` levels, the toP`
tal cost is at most k 2 ` + i=1 (ik − 1) ≤ k 2 ` + k`2 .
Note that the cost incurred by the solution described in Lemma 4.1 hinges on the ability of the
gateway nodes to pack in a non-elementary fashion.
Hence it is not elementary in nature. Also, since it
uses the off-ramps, it is not a shortest path solution either. We shift our concern to solutions that either use
the shortest path or are elementary in nature. The
key intuition here is that such solutions will transmit
all the readings entering the gadget at level i only
through the SPC. While the solution in Lemma 4.1
was able to split the k(i − 1) full packets into ik partial packets and ride up the gadget (in some sense,
for free), the restricted solution will have to pay for
these packet hops up the SPC. We dissect this cost
in Lemma 4.3 and Lemma 4.4. Before that, we state
Lemma 4.2, a simple observation about the instance
E{`} .
Lemma 4.2. The tail nodes (except those of the
SPC segments) have exactly two shortest paths to the
sink. All other nodes (including the tail nodes of
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SPC segments) have exactly one shortest path to the
sink.
Proof. The tail nodes that are not in the SPC segments can go through the gadget in two ways. They
can either go via the off-ramps into the SPC, or go
through the paths for which they are the tails. All
other nodes, it is easy to see, have just one choice.
The SPT incurs a higher hop count than the algorithm described in the proof of Lemma 4.1. Lemmas 4.3 and 4.4 formalize this limitation of SPT. The
proofs of either lemmas show that their respective
assumptions (namely, shortest path and elementary
packing) force packets to take the SPC, which in turn
forces them to hop at least 2k 2 ` − k 2 log ` times.
Lemma 4.3. Any shortest path solution to the instance E{`} depicted in Figure 3 requires at least
2k 2 ` − k 2 log ` hops. This holds regardless of whether
the shortest path solution is deterministic or randomized.
Proof. Each gadget produces k 2 readings because
that many nodes are present in the gadget at that
level. This has two consequences. Firstly, the number of hops within a gadget, not counting the hops
of packets entering the gadget but counting the offramp hops, is at least k 2 . The total number of such
hops over all ` gadgets is k 2 `. Secondly, the k 2 readings originating in gadget i must each travel a distance of (k/(i + 1) + k/(i + 2) + · · · + k/`), where
each term accounts for the height of gadget i + 1 up
to gadget `. We call these the SPC hops because
these readings must travel up the SPC. Any alternate routing will violate the shortest path property.
Hence, we can argue (in similar lines as in Theorem 3.3) that any optimal shortest path solution will
form k full packets at the gateway node of gadget
i + 1. Hence, the total number of packet hops will be
k[(k/(i + 1) + k/(i + 2) + · · · + k/`)]. The total number
of SPC hops originating over all ` gadgets is
k2

[

(1/2 + 1/3 + 1/4 + · · · + 1/`) +
(1/3 + 1/4 + · · · + 1/`) + · · · + (1/`)]

`
X
i−1 ∼ 2
)] = k [` − log `].
= k 2 [(
i
i=2

Therefore, the total number of hops is at least k 2 ` +
k 2 [` − log `] = 2k 2 ` − k 2 log `.
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We note here that a randomized shortest path
solution does not have much flexibility because of
Lemma 4.2. The readings from the tail nodes have
two choices. However, any tail node that takes the
off-ramp into the SPC will contribute to the two types
of hops mentioned regardless of the choice it makes. If
it goes through the SPC, it might contribute to more.
Therefore, they are better off traveling through their
individual paths. Hence randomization does not help
in decreasing the number of hops.

Theorem 4.5. For any fixed  > 0, there is no
(2 − )-approximation algorithm for UCCP that follows
the shortest path property. This holds even if randomization is permitted.
Proof. Using the number of hops counted in Lemmas
4.1 and 4.3 in the asymptotic sense, the approximation ratio for any shortest path algorithm is at least
2k 2 ` − k 2 log `
`→∞
k 2 ` + k`2
lim

Lemma 4.4. Any elementary solution to the problem instance E{`} requires at least 2k 2 `−k 2 log ` hops.
This holds regardless of whether the shortest path solution is deterministic or randomized.
Proof. To prove this, all we need is to show that the
“best” elementary solution will essentially route packets to the sink in the same manner as described in
Lemma 4.3. In other words, we need to show that all
packets entering a gadget through the gateway node
must travel through the SPC to the sink. The instance E{`} is constructed such that only the gateway
nodes have degree greater than 2. Therefore, to ensure that an algorithm for E{`} is elementary, we only
need to ensure that gateway nodes observe the elementary packing property.
Consider the gateway node in gadget i + 1. The
readings routed through this gateway can be subdivided into those readings that must be routed through
the gateway and those that have an alternate route.
We first consider the readings that have an alternate
route and show that, for the purpose of analysis, they
can be assumed to take the alternate route rather
than through the SPC. The reading that have an alternate route are the readings that originate from nodes
in gadget i + 1 itself, but not in the segment of the
SPC in that gadget. Consider all the readings from
non-SPC paths in gadget i + 1. They form (i + 1)k − 1
k
paths and each path is of length i+1
. If these readings
moved in the tail-to-head direction along the path
they were in (instead of using the SPC), they would
k
require exactly i+1
((i + 1)k − 1) hops, which equals
the number of non-SPC nodes in gadget i + 1. This
implies that exactly one hop must be accounted for
each node’s reading. Since each node requires at least
one hop, routing this readings in any other way will
not improve the hop count. Further, this tail-to-head
routing does not violate the elementary packing principle. Hence, for any elementary solution, we can
always construct another solution in which the readings from nodes not in the SPC don’t use the segment
of the SPC in their gadget.
The readings that must go through the gateway
node are as follows.
1. It will receive ik 2 readings from gadgets 1
through i.
2. It has its own reading, and
3. it also receives 1 reading from the tail node in
the segment of the SPC in gadget i + 1.
The elementary packing property therefore requires
that exactly 1 partial packet (containing exactly 2
readings) will hop out of the gateway node. Quite
obviously, all the full packets (in any reasonable elementary algorithm) will follow the SPC. The partial
packet will also move up the SPC because if it were to
take the off-ramp and go up the gadget through any
other path, it will only incur extra hops.
Now that we have shown that the elementary packing property forces the routing to be similar to the one
shown in Lemma 4.3, we can invoke the mathematical
machinery in that lemma to conclude the proof.

=

u

log `
2 )
2
`→∞ k 2 (` + ` )
k
2(` − log2 ` )
lim
`→∞
`

lim

2k 2 (` −

(since k  `)
log `
= lim (2 −
)
`→∞
`
= 2.
Since the limit reaches 2 from below, the theorem
holds.
The following theorem also follows similarly except
that we must use Lemma 4.4 instead of Lemma 4.3.
Theorem 4.6. For any fixed  > 0, there is no (2−)approximation algorithm for UCCP that respects the elementary packing property. This holds even if randomization is permitted.
5

SPT on Tree and Grid Networks

We now turn our attention to the performance of
SPT on special cases based on the graph G.
Theorem 5.1. SPT is optimal for UCCP when the underlying graph G is a tree.
Proof. Since G is a tree, all the readings from the descendants of any vertex v (including v’s reading) will
have to pass through v. Suppose there are Rv such
readings. Then any algorithm will have to transmit at
k
least b Rkv c + d Rv mod
e, which is precisely the numk
ber of packet transmissions out of v in SPT. Therefore,
SPT is optimal with respect to the number of packet
hops.
Suppose the graph G is a grid with m rows and
n columns and the sink is the vertex at (1, 1), i.e.
at row 1 and column 1. Since we are interested in
the asymptotic behavior, we assume that m and n
are ω(k). Furthermore, without loss of generality, we
assume that m and n are multiples of k. We show
that SPT-G, an implementation of SPT with a specific underlying shortest path tree designed for grids,
is asymptotically optimal. Whether all underlying
shortest path trees lead to asymptotic optimality remains open.
The specific shortest path tree for SPT-G on an
(m × n) grid is as follows: we designate each edge in
G to be “vertical” (resp. “horizontal”) if it connects
vertices from the same column (resp. same row). All
vertical edges are included in the SPT tree; horizontal
edges are included iff they are from row 1. Intuitively,
the packets move up the columns until they reach the
first row. Once they reach the first row, they move towards the sink along the first row. Note that in keeping with our definition of SPT, once a packet becomes
full, it does not split. We formalize the performance
of SPT-G in Theorem 5.2.
Theorem 5.2. SPT-G is asymptotically optimal for
UCCP when the underlying graph G is an m × n grid,
provided m and n are in ω(k).
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Proof. We begin by evaluating hLB , the lower bound
on number of hops required by any algorithm. Consider a horizontal cut in G betweens rows i and i + 1.
There are (m − i)n readings below this cut. All these
readings must pass through this cut. Assume that
they pass through in full packets. Therefore at least
(m−i)n/k hops will pass through the cut. Considering
all such horizontal cuts, the number of hops crossing
Pm
these cuts must be at least i=1 (m −i)n/k = mn(m−1)
.
2k
Similarly, we can also construct vertical cuts which inrow-wise hops. Therefore, any
duce at least mn(n−1)
2k
algorithms will require at least hLB hops given by
hLB =

mn(m − 1) mn(n − 1)
mn(m + n − 2)
+
=
.
2k
2k
2k
(5.1)

Once the full packets reach the first row, they hop
along the row towards the sink. Each column generates at most m/k full packets. Therefore, the total
number of horizontal hops, h← is given by:
h← = (m/k)(1 + 2 + · · · + n − 1)
= (m/k)(n − 1)(n)/2
mn 2
≤
.
2k
Therefore, the total number of full hops for
SPT − G is at most
h↑ + h← =

mn(m + n)
.
2k

(5.3)

From Equations 5.1 and 5.3, it is clear that the
upper bound and the lower bound converge asymptotically.
6

Experimental Study

The lower bound for SPT is derived from pathological
problem instances. It is quite likely that it actually
does much better in practice. We would like to show
this via experimentation. For this purpose, we used
JAVA to implement SPT. To objectively compare SPT,
we computed three lower bounds on the number of
hops for each input instance. They are:

Figure 6: SPT-G on grid. The square vertex is the
sink. The full edges form the shortest path tree, while
the dotted edges are discarded.

LB1: The number of non-sink vertices |V |,
P
LB2:
v∈V d(v)/k, where d(v) is the shortest distance between v and the sink, and
PD
LB3:
i=1 ni /k, where D = maxv∈V d(v) and ni =
|{v : d(v) ≥ i}|.

Each input instance was generated as follows. We defined an N × N euclidean region and placed nodes
uniformly at random in this region. We normalized
the radio frequency range to be 1. Therefore, a single
hop link exists between two nodes that are within an
euclidean distance 1 from each other. We deployed
enough sensors such that the set of nodes and links
formed a connected graph. We varied the value of N
from 3 to 15 and for each value of N , we generated
50 input instances. We fixed k = 5. For each input
instance I, we calculated the ratio, r(I), of the number of hops in SPT over the largest of the three lower
bounds. Figure 6 depicts the results of this experiment.
Based on the experimental results, we make a few
observations. Firstly, the number of times the r(I)
values exceed 1.6 is very low. Secondly, such high
values of r(I) only occur in the relatively smaller instances. As the size of I is increased, r(I) is lower
with values around 1.3. Finally, We also note that
the standard deviation of the larger input instances
are lower implying that the r(I) values in practice
become stable as the input size increases. These ob(m − k) + (m − 2k) + · · · + (m − (m/k)k
servations clearly validate our claim that SPT requires
few
hops in more realistic input instances.
2
≤ (m /k) − k(1 + 2 + · · · + m/k)
(m/k)2
7 Conclusion and Future Work
≤ (m 2 /k) − k
2
Routing in sensor networks is quite complex owing
m2
=
.
to various constraints encountered in real instances.
2k
Our focus, therefore, was on a broad class of natural algorithms. This allows a network designer to
Since there are n columns in total, the number of
construct specific algorithms within this class that
hops up the columns, h↑ , is at most
fit her requirements. While algorithms in SPEP are
2
at least 2-approximate (asymptotically), our expernm
h↑ =
.
(5.2)
imental results indicate that they do quite well in
2k

SPT-G starts with moving the packets up along
columns. Once all the readings in a column are collected on the first row, the packets then move along
the row to the sink. In each column, as the packets move upward, a new full packet is formed every k
vertices. If we count all the partial hops in a single
column, they are at most m − 1 ≤ m. Since there are
n columns, there are at most mn partial hops. Since
the lower bound on the number of hops (from Equation 5.1) is O(mn(m + n)), the partial hops don’t have
any bearing on the asymptotic approximation ratio.
Therefore, we are interested in evaluating h↑ and h← ,
which are the number of full packet hops up (along
columns) and left (along rows) respectively.
There are at most m/k − 1 ≤ m/k full packets
formed in each column. The first full packet is formed
at row m − k and full packets are formed regularly at
an interval of k packets. From the vertex at which a
full packet is formed, it will have to travel up to row
1. Therefore, the number of full packet hops in each
column is at most
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practice. This leaves us with two questions for future
work. Firstly, is there an algorithm that is indeed a
(2 − )-approximation for UCCP? More interestingly,
is it an algorithm that is intuitive, easy to implement
and maintain, and worthy of competing with SPEP algorithms in practice?
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Abstract
In this paper, we present a methodology to model
the optimal binary search tree problem as a directed
acyclic graph to extract all possible optimal solutions. We provide a mechanism to find optimal binary search trees relative to different types of cost
functions, sequentially. We prove that for a set of n
keys our optimization procedure makes O(n3 ) arithmetic operations per cost function such as weighted
depth or average weighted depth.
Keywords: Binary search trees, dynamic programming, cost functions, sequential optimization
1

Introduction

The binary search tree is an important data structure (see Mehlhorn (1984) or Cormen et al. (2001)
for more discussion about binary search trees), which
can be used for a variety of applications including a
computerized translation of words from one language
to another (Cormen et al. 2001) or a lookup table
for words with known frequencies of occurrences (see
Knuth (1971)), etc.
A typical computerized word translator application uses keys as well as dummy keys. The keys mean
the words in a language to be translated and dummy
keys represent the words for which the system cannot
translate. Here, the usual problem is, for the given
probabilities of keys and dummy keys, to find a binary
search tree with minimum average depth.
We further generalize this problem: consider
weights of keys (which correspond to complexity of
key “computation”) and try to construct a binary
search tree with minimum average weighted depth.
We also study binary search trees with minimum
weighted depth to minimize the worst-case time complexity of the trees.
The novelty of this work is connected with the
following: we represent all possible binary search
trees by a directed acyclic graph G and apply to this
graph a procedure of optimization relative to average
weighted depth ψ. As a result we obtain a subgraph
Gψ of G which describes the whole set T of binary
search trees with minimum average weighted depth.
We further apply to this graph the procedure of optimization relative to weighted depth φ. As a result
we obtain a subgraph (Gψ )φ of Gψ which describes a
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia, January 2011.
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subset of the set of all binary search trees from T with
minimum weighted depth. The second step of optimization can improve the worst-case time complexity
of the constructed trees.
The approach presented in this paper is an extension of dynamic programming. Similar techniques
have been used extensively for optimization of decision trees (Moshkov & Chikalov 2000, 2003, Chikalov
et al. 2005, Chikalov 2001, Alkhalid et al. 2010) for a
wide range of cost functions.
This paper consists of nine sections. In Sect. 2,
we provide preliminary concepts to understand and
model binary search trees. In Sect. 3, we discuss the
cost functions in detail. We discuss the representation
of sets of binary search trees in Sect. 4. In Sect. 5,
we present the procedure of optimization. Section 6
shows an example and depicts how to carry the procedure of optimization for a single cost function. We
extend the optimization procedure for application of
different cost functions sequentially in Sect. 7. In
Sect. 8, we provide the computational complexity of
our procedure and we conclude the paper in Sect. 9.
2

Preliminaries

Let we have a sequence of n distinct keys
k1 , k2 , . . . , kn such that k1 < k2 < · · · < kn with
probabilities p1 , p2 , . . . , pn and n + 1 dummy keys
d0 , d1 , . . . , dn with probabilities q0 , q1 , . . . , qn such
that for i = 1, 2, . . . , n − 1, the dummy key di corresponds to all values between ki and ki+1 with d0
representing all values less than k1 and similarly dn
representing all values greater than kn . The sum of
probabilities is one, i.e.,
n
X
i=0

pi +

n
X

qi = 1.

i=0

A binary search tree consists of keys as the internal nodes and dummy keys as the leaves. A search for
some x is considered successful if x is one of the keys
ki and unsuccessful otherwise. Each key ki , 1 ≤ i ≤ n,
has an associated weight wi that is a positive number
which can be interpreted as the complexity of comparison of ki with x.
We consider the problem of optimizing binary
search trees and denote it by S(0, n) for k1 , . . . , kn
and d0 , d1 , . . . , dn . Furthermore, we consider the subproblems of initial problem S(i, j) for 0 ≤ i ≤ j ≤ n.
For i = j, the subproblem S(i, i) is the optimization problem for the binary search trees for only one
dummy key di .
For i < j, the subproblem S(i, j) is the optimization problem for binary search trees for the keys
ki+1 , . . . , kj and dummy keys di , di+1 , . . . , dj .
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di
Figure 1: The binary search tree from T (i, i).
kr

path from the root of t to h. Then ψ(S(i, j), t) =
P
h w(h) · Pr(h), where we take the sum on all keys
and dummy keys h from S(i, j). For this cost function
F (π, w, ψ1 , ψ2 ) = w · π + ψ1 + ψ2 . The cost function
is strictly monotonic.
4

t1

t2

Figure 2: The binary search tree tree(kr , t1 , t2 ).
We define inductively the set T (i, j) of all binary
search trees for S(i, j). For i = j, the set T (i, i)
contains exactly one binary search tree as depicted in
Figure 1.
For i < j we have
Sj
T (i, j) =
r=i+1 {tree(kr , t1 , t2 ) :
t1 ∈ T (i, r − 1), t2 ∈ T (r, j)},
where tree(kr , t1 , t2 ) is depicted in Figure 2.
3

Cost Functions

We consider the cost functions which are given in the
following way: values of considered cost function ψ
(nonnegative function), are defined by induction on
pair (S(i, j), t), where S(i, j) is a subproblem, 0 ≤
i ≤ j ≤ n, and t ∈ T (i, j). Let i = j and t be a tree
represented as in Figure 1 then ψ(S(i, i), t) = 0. Let
i < j and t be a tree depicted as in Figure 2 where
r ∈ {i + 1, . . . , j}, t1 ∈ T (i, r − 1), and t2 ∈ T (r, j).
Then
ψ(S(i, j), t) = F (π(i, j), wr , ψ(S(i, r − 1), t1 ),
ψ(S(r, j), t2 )),
where π(i, j) is the sum of probabilities of keys and
dummy keys from S(i, j), i.e.,
π(i, j) =

j
X
l=i+1

pl +

j
X

ql ,

l=i

wr is the weight of the key kr , and F (π, w, ψ1 , ψ2 ) is
an operator which transforms the considered tuple of
nonnegative numbers into a nonnegative number.
The considered cost function is called monotonic if
for arbitrary nonnegative numbers a, b, c1 , c2 , d1 and
d2 from inequalities c1 ≤ d1 and c2 ≤ d2 the inequality F (a, b, c1 , c2 ) ≤ F (a, b, d1 , d2 ) follows.
The considered cost function is called strictly
monotonic if it is monotonic and for arbitrary nonnegative numbers a, b, c1 , c2 , d1 and d2 from inequalities c1 ≤ d1 , c2 ≤ d2 , and inequality ci < di
(which is true for some i ∈ {1, 2}), the inequality
F (a, b, c1 , c2 ) < F (a, b, d1 , d2 ) follows.
Now we take a closer view of some cost functions.
Weighted depth. We attach a weight to each path
from the root to each node of the tree t which is
equal to the sum of weights of the keys in this path.
Then ψ(S(i, j), t) is the maximum weight of a path
from the root to a node of t. For this cost function
F (π, w, ψ1 , ψ2 ) = w+max{ψ1 , ψ2 }. The cost function
is monotonic.
Average weighted depth. For an arbitrary key or
a dummy key h from S(i, j) we denote Pr(h) its
probability and by w(h) we denote the weight of the
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Representing All Possible Binary Search
Trees

Now we describe a directed acyclic graph (DAG)
G0 , which allows us to represent all binary
search trees from T (i, j) for each subproblem
S(i, j), 0 ≤ i ≤ j ≤ n. The set of vertices of this
graph coincides with the set
{S(i, j) : 0 ≤ i ≤ j ≤ n}.
If i = j then S(i, i) has no outgoing edges. For i < j,
S(i, j) has exactly 2(j − i) outgoing edges. For r =
i + 1, . . . , j exactly two edges start from S(i, j) and
finish in S(i, r − 1) and S(r, j), respectively. These
edges are labeled with the index r, we call these edges
a rigid pair of edges with index r.
Let G be a subgraph of G0 which is obtained from
G0 by removal of some rigid pairs of edges such that
for each vertex S(i, j) with i < j at least one rigid
pair outgoing from S(i, j) remains intact.
Now for each vertex S(i, j) we define, by induction,
the set TG (i, j) of binary search trees corresponding
to S(i, j) in G. For i = j, we have TG (i, i) containing
only the trivial binary search tree as depicted in Figure 1. For i < j, let RG (i, j) be the set of indexes of
remaining rigid pairs outgoing from S(i, j), then
S
TG (i, j) =
r∈RG (i,j) {tree(kr , t1 , t2 ) :
t1 ∈ TG (i, r − 1), t2 ∈ TG (r, j)},
where tree(kr , t1 , t2 ) is as depicted in Figure 2.
One can show that TG0 (i, j) = T (i, j) for
0 ≤ i ≤ j ≤ n.
5

Procedure of Optimization

Let ψ be a cost function, we consider the procedure
of optimization of binary search trees corresponding
to vertices in G relative to ψ.
For each vertex S(i, j) of the graph G we mark
∗
this vertex by the number ψ(i,j)
, which can be interpreted as the minimum value of ψ on TG (i, j). We
∗
can compute the value ψ(i,j)
for i < j as:
∗
ψ(i,j)
=

min
r∈RG (i,j)

∗
∗
F (π(i, j), wr , ψ(i,r−1)
, ψ(r,j)
),

∗
where ψ(i,i)
= 0.
Let Ψ(i,r,j) be defined as following:
∗
∗
Ψ(i,r,j) = F (π(i, j), wr , ψ(i,r−1)
, ψ(r,j)
),

now we remove from G each rigid pair with the index
r starting in S(i, j) such that
∗
Ψ(i,r,j) > ψ(i,j)
.

Let Gψ be the resulting subgraph obtained from
G. It is clear that for each vertex S(i, j), i < j, at
least one rigid pair outgoing from S(i, j) is left intact.
∗
We denote TG,ψ
(i, j) the set of all trees from
TG (i, j) that have minimum cost relative to ψ.
Following theorem summarizes the procedure of
optimization for monotonic cost function.

Proceedings of the Seventeenth Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia

Theorem 1 Let ψ be a monotonic cost function.
∗
Then for every i and j, 0 ≤ i ≤ j ≤ n, ψ(i,j)
is
the minimum cost of binary search trees in TG (i, j)
∗
and TGψ (i, j) ⊆ TG,ψ
(i, j).
Proof is by induction on j−i. If i = j then TG (i, j),
∗
TG,ψ
(i, j), and TGψ (i, j) contain only one tree as depicted in Figure 1. Furthermore, the cost of this tree
∗
is zero as well as ψ(i,j)
= 0 by definition. So if j−i = 0
the considered statement holds. Let for some m ≥ 0
and for each pair (i, j) such that j − i ≤ m this statement hold.
Let us consider a pair (i, j) such that j −i = m+1.
Then
∗
ψ(i,j)
= min Ψ(i,r,j) ,
r∈RG (i,j)

since i < r ≤ j, r − 1 − i ≤ m and j − r ≤ m. By the
induction hypothesis the considered statement holds
for the pairs (i, r − 1) and (r, j) for each r ∈ RG (i, j).
Furthermore, for r ∈ RG (i, j), let
TGr (i, j) =

{tree(kr , t1 , t2 ) : t1 ∈ TG (i, r − 1),
t2 ∈ TG (r, j)} .

It is clear that
TG (i, j) =

[

TGr (i, j).

(1)

r∈RG (i,j)

Using monotonicity of the cost function we know
that Ψ(i,r,j) is the minimum cost of a tree from
∗
is
TGr (i, j). From here and (1) it follows that ψ(i,j)
the minimum cost of a tree in TG (i, j). In Gψ the
only rigid pairs outgoing from S(i, j) are those for
∗
which Ψ(i,r,j) = ψ(i,j)
, where r is the index of the
considered pair. Let RGψ (i, j) be the set of indexes r
of rigid pairs outgoing from S(i, j) in Gψ .
It is clear that the cost of each element in the set
TGr ψ (i, j) =

{tree(kr , t1 , t2 ) :
t1 ∈ TGψ (i, r − 1), t2 ∈ TGψ (r, j)}

∗
∗
is equal to Ψ(i,r,j) = F (π(i, j), wr , ψ(i,r−1)
, ψ(r,j)
),
since the cost of each tree in TGψ (i, r − 1) is equal
∗
to ψ(i,r−1)
and the cost of each tree in TGψ (r, j) is
∗
equal to ψ(r,j)
. Furthermore,

TGψ (i, j) =

[

TGr ψ (i, j),

r∈RGψ (i,j)

we have that each binary search tree in TGψ (i, j) has
∗
the cost equal to ψ(i,j)
.
Furthermore, in case of a strictly monotonic cost
function we have stronger result, summarized in terms
of the following theorem.
Theorem 2 Let ψ be a strictly monotonic cost func∗
tion. Then for every i and j, 0 ≤ i ≤ j ≤ n, ψ(i,j)
is the minimum cost of binary search trees in TG (i, j)
∗
and TGψ (i, j) = TG,ψ
(i, j).
Since ψ is a strictly monotonic cost function, ψ
is also a monotonic cost function. By Theorem 1,
∗
ψ(i,j)
is the minimum cost of binary search trees in
∗
TG (i, j) and TGψ (i, j) ⊆ TG,ψ
(i, j). We only need

∗
to prove that TG,ψ
(i, j) ⊆ TGψ (i, j). We prove this
statement by induction on j − i. If j − i = 0 then
∗
both sets TG,ψ
(i, j) and TGψ (i, j) contain the only
∗
tree as depicted in Figure 1. So TG,ψ
(i, j) = TGψ (i, j)
and the considered statement holds for j − i = 0. Let
for some m ≥ 0 and for each pair (i, j) such that
j − i ≤ m this statement hold.
Let us consider a pair (i, j) such that j −i = m+1.
Then (we use here the notation from the proof of
Theorem 1)
[
TG (i, j) =
TGr (i, j).
r∈RG (i,j)
∗
Let t ∈ TG,ψ
(i, j), then there exists r ∈ RG (i, j) such
r
that t ∈ TG (i, j) and t can be represented in the form
tree(kr , t1 , t2 ) (see Figure 2) where t1 ∈ TG (i, r − 1)
and t2 ∈ TG (r, j). Therefore, the minimum cost
∗
Ψ(i,r,j) of trees from TGr (i, j) is equal to ψ(i,j)
. Therefore, it follows that r ∈ RGψ (i, j).
Let us assume that the cost of t1 is greater than
∗
∗
ψ(i,r−1)
or the cost of t2 is greater than ψ(r,j)
. Since
ψ is strictly monotonic function we have that the cost
∗
of t is greater than ψ(i,j)
, which is impossible. Thus
∗
∗
t1 ∈ TG,ψ (i, r − 1) and t2 ∈ TG,ψ
(r, j). It is clear
that j − r ≤ m and r − 1 − i ≤ m. Therefore, by
∗
induction hypothesis TGψ (i, r−1) ⊇ TG,ψ
(i, r−1) and
∗
TGψ (r, j) ⊇ TG,ψ (r, j). From here it follows that t1 ∈
TGψ (i, r − 1), t2 ∈ TGψ (r, j) and t ∈ TGr ψ (i, j). Since
∗
r ∈ RGψ (i, j) we have t ∈ TGψ (i, j) and TG,ψ
(i, j) ⊆

TG,ψ (i, j).
6

Example

We consider an example of a simple optimization
problem with two keys k1 , k2 and three dummy keys
d0 , d1 and d2 with probabilities as p1 = 0.4, p2 = 0.3
and q0 = q1 = q2 = 0.1. We also associate weights
with keys: w1 = 6 and w2 = 4. We get the DAG
G = G0 (see Figure 3).
We apply the procedure of optimization to the
graph G and use the average weighted depth ψ as
the cost function. As a result we obtain the subgraph
Gψ of the graph G (see Figure 4) The binary search
tree as depicted in Figure 5 corresponds to the vertex S(0, 2) of the graph Gψ . This is the only optimal
binary search tree relative to ψ for the considered
problem.
7

Sequential Optimization

The optimization procedure presented in this paper
allows sequential optimization relative to different
cost functions. Let us consider one of the possible
scenario.
Initially we get a DAG G = G0 . We apply the
procedure of optimization to the graph G relative to
the average weighted depth ψ. As a result we obtain
the subgraph Gψ of the graph G. By Theorem 2, the
set of binary search trees corresponding to the vertex S(0, n) of Gψ coincides with the set of all binary
search trees which have minimum cost relative to ψ.
We denote this set by T .
For each vertex S(i, j), i < j, in Gψ at least one
rigid pair outgoing from S(i, j) is left intact. So we
can apply now the procedure of optimization to the
graph Gψ relative to the weighted depth φ. As a
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spect to the total number of keys. We also have provided a simple example in detail.

S(0, 2)
1

2
2

1

S(0, 0)

1

S(0, 1)

S(1, 2)

2

S(2, 2)
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Figure 3: Initial DAG G = G0 .
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S(2, 2)

2
1
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Figure 4: The graph Gψ .

d0

d2
d1

Figure 5: The binary search tree corresponding to the
vertex S(0, 2) in Gψ .
result we obtain the subgraph (Gψ )φ . By Theorem 1,
the set of binary search trees corresponding to the
vertex S(0, n) of (Gψ )φ is a subset of the set of all
trees from T which have minimum cost relative to φ.
8

Computational Complexity

Initially, we get a DAG G0 . After optimization relative to a sequence of cost functions we get subgraph G
of G0 , which is obtained from G0 by removal of some
edges (rigid pairs). It is clear that the number of subproblems S(i, j) for a problem with n keys is O(n2 ).
We study two types of cost functions, i.e., weighted
depth and average weighted depth.
Let us consider the procedure of optimization of
G relative to one of these cost functions ψ. This procedure (as outlined in this paper) requires to com∗
pute ψ(i,j)
for each subproblem S(i, j). It is enough
to make O(n) arithmetic operations to compute the
∗
value ψ(i,j)
and to remove all rigid pairs for which
∗
∗
Ψ(i,r,j) > ψ(i,j)
, if the values π(i, j), ψ(i,r−1)
, and
∗
ψ(r,j) are already known for each r ∈ RG (i, j). It is
clear that π(i, i) = qi and π(i, j) = π(i, i) + pi+1 +
π(i + 1, j), if j > i. So to compute all values π(i, j),
0 ≤ i ≤ j ≤ n, it is enough to make O(n2 ) operations of additions. Therefore the total number of
arithmetic operations required to obtain Gψ from G
is O(n3 ).
9

Conclusion

We have discussed in detail a procedure to sequentially optimize binary search trees relative to two different types of cost functions. Each step of optimization can be carried out in polynomial-time with re-
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Abstract
For a connected graph, a subset of vertices of least
size whose deletion increases the number of connected components is the vertex connectivity of the
graph. A graph with vertex connectivity k is said to
be k-vertex connected. Given a k-vertex connected
graph G, vertex connectivity augmentation determines a smallest set of edges whose augmentation to
G makes it (k + 1)-vertex connected. In this paper,
we report our study of connectivity augmentation
in 1-connected graphs, 2-connected graphs, and ktrees. For a graph, our data structure maintains
the set of equivalence classes based on an equivalence relation on the set of leaves of an associated
tree. This partition determines a set of edges to be
augmented to increase the connectivity of the graph
by one. Based on our data structure we present
a new combinatorial analysis and an elegant proof
of correctness of our linear time algorithm for optimum connectivity augmentation. While this is the
first attempt on the study of k-tree augmentation,
the study on other two augmentations is reported in
the literature. Compared to other augmentations reported in the literature, we avoid recomputation of
the associated tree by maintaining the data structure under edge additions.
Keywords: Connectivity, connectivity augmentation, 1-connected graphs, 2-connected graphs, and
k-trees.
1

Introduction

Finding optimum connectivity augmentation in
graphs is a classical topic of combinatorial optimization. Vertex connectivity augmentation of a graph
adds the smallest set of edges to reach a given vertex connectivity. A special case of this study is to
increase the connectivity by one. i.e., given a kconnected graph G, find a minimum number of edges
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia, January 2011.
Conferences in Research and Practice in Information Technology (CRPIT), Vol. 119, Alex Potanin and Taso Viglas, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

to be augmented to G to increase its connectivity
to k + 1. This was an open problem for the past
three decades, only recently, it was shown by Vegh
in (Vegh 2010) that it is polynomial time solvable.
Although, the complexity of this problem was open
for several years, special cases of this problem have
attracted many researchers. This study was initiated by Eswaran and Tarjan (Eswaran et al. 1976)
and in (Eswaran et al. 1976) they presented biconnectivity augmentation of 1-connected graphs. A
different algorithm for the same problem is given in
(Hsu et al. 1976, Rosenthal et al. 1977). Watanabe
and Nakamura (Watanabe et al. 1988) presented an
algorithm for finding a smallest augmentation to triconnect a graph. A linear time algorithm for the
same problem is proposed in (Hsu et al. 1991). Hsu
(Hsu 2000) presented an algorithm for four connecting a 3-connected graph. For fixed k, Jackson and
Jordan presented in (Jackson et al. 2005) a polynomial time algorithm to k-vertex connect a given
graph and the run time of the algorithm is O(n6 ).
For a graph G with arbitrary connectivity, they presented a min-max formula involving the number of
edges to be augmented to G so that G is k-vertex
connected. In what follows, the combinatorial analysis and the complexity of the vertex connectivity
augmentation in general are one of the most challenging open questions of this area. In other words,
whether the decision version of the problem, is in P
or NP is still open. Recently, Vegh in (Vegh 2010)
presented a polynomial time algorithm for optimum
(k + 1)-connectivity augmentation of k-connected
graphs. Analogous to vertex connectivity augmentation, edge connectivity augmentation is another well
studied problem in the literature. The general kedge connectivity augmentation problem was solved
by Watanabe and Nakamura (Watanabe et al. 1987).
The same problem was solved by Cai and Sun (Cai
et al. 1989). The other basic augmentation problems namely to make a digraph k-vertex connected
(Frank et al. 1995) and a digraph k-edge connected
(Frank 1992) are shown to be polynomial time solvable. Frank’s survey (Frank 1994) is an excellent
source for more results on connectivity augmentation. Interestingly, these problems are also of practical interest in network reliability and fault-tolerant
computing (Steiglitz et al. 1969, Frank et al. 1970,
Jain et al. 1986).
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Our Contribution: Given a graph, our framework
first finds the associated tree by understanding the
structural decomposition of graphs with respect to
vertex separators. For example, given a 1-connected
graph G, we construct the associated biconnected
component tree where each node is a cut vertex or
a biconnected component of G. The tree obtained
by this approach is unique. In all three augmentations reported in this paper, we focus our combinatorial analysis on the associated tree to decide an
optimum connectivity augmentation set. Our new
data structure maintains a partition of the set of
leaves of the tree and this partition determines the
edge to be augmented to the graph at each iteration.
In short, this partition guarantees a recursive subproblem and it is sufficient to maintain this partition
for finding an optimum connectivity augmentation
set in graphs. To the best of our knowledge such
a data structure has not been maintained to solve
augmentation problems, and we believe that this is
the main contribution of our paper.
To exemplify our framework, we present three case
studies. The three problems reported in this paper are, biconnectivity augmentation of 1-connected
graphs using biconnected component trees, triconnectivity augmentation of 2-connected graphs using
3-block trees, and (k +1)-connectivity augmentation
of k-trees using minimum vertex separator trees. For
each of the three augmentations reported here, we
first discuss lower bound results for optimum connectivity augmentation, and based on the new framework we provide a new proof of tightness and an
elegant linear time algorithm. Further, this paper is
the first attempt in studying k-tree augmentation,
for any k. While (Hsu et al. 1976, Hsu 2000) presented a linear time algorithm for the other two case
studies, our novelty is in the data structure that
yields an elegant linear time algorithm and an elegant combinatorial analysis.
Preliminaries: We follow standard graph theoretic
definitions and notation, see (West 2003, Golumbic
1980). Let G = (V, E) be an undirected non
weighted graph where V (G) is the set of vertices
and E(G) ⊆ {{u, v} | u, v ∈ V (G), u 6= v}. The
neighborhood of a vertex v in a graph G is the set
{u | {u, v} ∈ E(G)} and is denoted by NG (v). The
degree of a vertex v, denoted as degG (v) is the size of
NG (v). δ(G) denotes minimum degree in G. ∆(G)
denotes maximum degree in G. A path P on the
vertex set V (P ) = {u = v1 , v2 , . . . , vn = v} (where
n ≥ 2) has its edge set E(P ) = {{vi , vi+1 } | 1 ≤
i ≤ n − 1}. Such a path is denoted by Puv . Note
that a path on 2 vertices is just an edge. For a
connected graph G, a vertex separator of G is a set
S ⊆ V (G) such that the induced subgraph, denoted
by G − S, on the vertex set V (G) \ S has more than
one connected component. The vertex connectivity
of a graph G, written κ(G), is the minimum cardinality of a vertex set S (minimum vertex separator)
such that G − S is disconnected or has only one vertex. A graph is k-connected if its connectivity is
k. For a k-connected graph G, a connectivity augmentation set is a smallest set of edges whose augmentation to G makes it (k + 1)-connected. We use
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Emin (G) to denote such a set of minimum cardinality.
2

Biconnectivity Augmentation in Trees: A
New Approach

Given a tree, this section presents a new approach
to find an optimum augmenting set which makes the
tree biconnected. We first discuss the lower bound
on the size of optimum augmenting set, followed by a
new proof of tightness. In this proof, we identify an
equivalence relation on the set of leaves of the tree.
Using the partition of the set of leaves, namely, the
set of equivalence classes we describe an approach
to find an optimum biconnectivity augmenting set.
We also show that it is sufficient to maintain this
partition at each iteration of the algorithm. This
new framework also guarantees a tree at each iteration and hence we obtain a recursive sub-problem
efficiently. It is now natural to extend tree augmentation approach to augmentation in graphs which
have tree like structure. Since trees are a subclass
of singly connected graphs, a natural extension is
to study augmentation in singly connected graphs
by representing them by the associated trees. The
standard approach in the literature for biconnectivity augmentation of singly connected graphs is to
maintain a tree that captures the biconnected components, cut vertices, and bridges of a singly connected graph. After the choice of an edge to be
added is made, a new tree is computed, and the procedure stops when the tree becomes a single node.
Our framework avoids recomputation of the associated tree at each iteration and this new approach is
fundmentally different from the results reported in
(Eswaran et al. 1976, Hsu et al. 1976). This new data
structure and combinatorial analysis gave an insight
into the study of connectivity augmentation in other
graphs which have an associated tree like structures
to represent their vertex connectivity. In particular
our methods naturally extend to connectivity augmentation in k-trees, and this does not seem to be
easily feasible using the approach of Tarjan et. al.
(Eswaran et al. 1976) and Hsu et. al. (Hsu et al.
1976). We also present a new algorithm for triconnectivity augmentation of biconnected graphs using
our new data structure.
Lower Bound on Biconnectivity Augmentation in trees: Given a tree T we now present the
lower bound on optimum biconnectivity augmenting
set. It is a well known fact that in any 2-connected
graph, for any pair of vertices, there exists two vertex
disjoint paths between them. This fact is useful in
determining the lowerbound on the optimum biconnectivity augmenting set. Let l denote the number
of leaves in T . Clearly, to biconnect T we must augment at least d 2l e edges. Another lower bound is due
to the number of components created by removing
a cut vertex of T . Note that the number of components created by a cut vertex x of T is precisely the
degree of x in T . This shows that in any biconnectivity augmentation of T , for each cut vertex x, one
must find at least degT (x) − 1 new edges in the aug-
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menting set. Therefore, we must augment at least
∆(T ) − 1 edges to biconnect T . Therefore, by combining the two lower bounds, the number of edges
to biconnect T is at least max{d 2l e, ∆(T ) − 1}. This
lower bound is indeed tight as shown in (Eswaran
et al. 1976, Hsu et al. 1976).
In the next section, we present a new proof of tightness. In this proof, we identify an equivalence relation on the set of leaves of the tree, and show
that adding edges among appropriately chosen leaf
pairs naturally results in a recursive sub-problem
in which the lower bound value is one lesser. The
main contribution here is the identification of the
equivalence relation which consequently guarantees
easy construction of the recursive sub-problem. The
equivalence relation and therefore the set of equivalence classes yields an elegant algorithm to compute
Emin (G), an optimal biconnectivity augmenting set.
This approach is fundamentally different from the
results presented in (Hsu et al. 1976, Hsu 2002). We
present an algorithm by focussing our combinatorial arguments on the set of equivalence classes. We
further prove that the number of edges augmented
by our algorithm is precisely the lower bound mentioned in this section.
2.1

Equivalence Classes:
Definition and
Structural observations

We now define a relation R on the set L(T ) =
{x1 , x2 , . . . , xl } of leaves in T . Leaf x is related to
leaf y, y 6= x if there exists at most one vertex of degree at least 3 in Pxy and it is written as xRy. If x
is not related to y in R then it is written as xR̃y. In
other words, the path Pxy contains at least two vertices z and z 0 such that deg(z) ≥ 3 and deg(z 0 ) ≥ 3.
Proof of Lemma 2.1 is omitted in this paper.
Lemma 2.1 R is an equivalence relation.
Since R is an equivalence relation, R induces a set
Xec of equivalence classes on the set L(T ) of leaves in
T . The following fact highlights a structural property of each equivalence class in Xec . Fact: Each
equivalence class is associated with a unique vertex(representative) of degree at least 3 in T . By the
definition of our relation, leaf x and leaf y are related if there exists at most one vertex z of degree
at least 3 in Pxy . This implies that z is the first vertex of degree at least 3 in Pxy and every other vertex
in Pxz and Pyz is of degree at most 2 in T . Since
R partitions the set of leaves into set of equivalence
classes, we observe that, for each equivalence class
X ∈ Xec there is an associated unique vertex, denoted by w(X) such that w(X) is the nearest vertex
of degree at least 3 on the path from each element
of X. We refer to w(X) as the representative associated with X.
Before we present our algorithm we highlight one
more fact which describes a special tree. If the tree
T is such that T has exactly one vertex of degree at
least 3 then by the definition of R, we get exactly
one equivalence class containing all the leaves in T .
The tree in this case is a star like tree. We call such

a special tree as star.
A Generic Approach to Augmentation Algorithm: To decide upon the edge to be augmented
at each iteration, we perform the following: from
the set of equivalence classes, we identify two equivalence classes X and Y such that degree of its representatives are maximum and second maximum, add
the edge {u, v}, u ∈ X and v ∈ Y and update the
set of equivalence classes. The tail condition of this
procedure is when there is exactly one equivalence
class and we know from our earlier discussion that
there is exactly one special tree namely star and augmentation for star is done separately.
2.2

Augmentation
Classes

using

Equivalence

In this section, we present our linear time algorithm to find an optimum biconnectivity augmenting set in trees. Let Xec = {X1 , . . . , Xr } denote
the set of equivalence classes with w(Xi ) being the
associated representative of Xi ∈ Xec . Let M0 =
max{d 2l e, ∆(T ) − 1}. We use ∆(T ) and ∆ interchangeably and the tree to which it is associated will
be clear from the context. Let ∆i denote the value
of ∆(T ) at the end of i-th iteration of the algorithm.
Similarly, li denotes the number of leaves in the tree
at the end of the i-th iteration. At the end of i-th iteration of the algorithm, let Mi = max{d l2i e, ∆i −1}.
The following key lemma is presented in (Hsu et al.
1976) and this key observation leads to an optimum
algorithm reported in (Hsu et al. 1976). We present
our key observation in Lemma 2.3 and this observation yields an elegant combinatorial analysis for
finding optimum connectivity augmentation.
Lemma 2.2 (Hsu et al. 1976) Let T be a tree with
l ≥ 3. If ∆(T ) > d 2l e then there exists at most two
cut-vertices v1 , v2 ∈ V (T ) whose degree is ∆(T ).
From the above lemma we observe the following result and this observation is used in the proof of
Lemma 2.4
Lemma 2.3 Let T be a tree with l ≥ 3 and z be
a vertex in V (T ). If deg(z) = ∆ > d 2l e then
there exists an equivalence class X ∈ Xec such that
w(X) = z.
Proof Suppose there does not exist X such that
w(X) = z. Then there are at least two leaves in
each of the trees in the forest obtained by removing
z. Also, by our hypothesis each component is neither
an isolated vertex nor a path in T \{z}. This implies
that each component is a tree with at least two leaves
and each of these leaves, except the NT (z) is indeed a
leaf in T . Since deg(z) = ∆ > d 2l e, it follows that the
number of leaves is at least 2∆ > l. A contradiction.
Therefore, there exists an equivalence class X ∈ Xec
such that w(X) = z.
Lemma 2.4 Let T be a tree such that T is not a
star. Then M1 = M0 − 1.
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Algorithm 1 Biconnectivity Augmentation in
Trees: tree-augment(Tree T)
if there are exactly two leaves x and y then
Add the edge {x, y} and return the biconnected
graph
else
Compute the set Xec of equivalence classes
if |Xec | > 1 then
/* T is not a star */
Yec =non-star-augment(Xec )
star-augment(Yec )
else
/*T is a star */
star-augment(Xec )
end if
end if
———————————————————–
Algorithm 1(b) Biconnectivity Augmentation in star:
star-augment(eclass-list
Xec )
Let X = {x1 , . . . , xl } be the set of leaves in T such
that X ∈ Xec
Add |X| − 1 edges to T , i.e add {{xi , xi+1 } | 1 ≤
i ≤ |X| − 1, xi ∈ X}.
———————————————————–
Algorithm 1(c) Biconnectivity Augmentation
in non-star Trees: non-star-augment(eclasslist Xec )
1: while |Xec | ≥ 2 do
2:
Let X1 and X2 are two equivalence classes in
Xec such that deg(w(X1 )) ≥ deg(w(X2 )) ≥
deg(w(Xi )), i ≥ 2
3:
Add the edge {x, y}, x ∈ X1 , y ∈ X2 . Remove
x from X1 and y from X2 .
4:
Remove the path from x to w(X1 ) and y
to w(X2 ) from T /* This yields a tree
after augmentation */
5:
Update Xec
6: end while
7: return Xec /*Xec has single equivalence
class and the associated tree is star
*/
Proof Given that T is a tree such that T is not a
star implies that |Xec | ≥ 2. Since, the maximum degree does not increase from one iteration to the next,
and the number of leaves strictly reduces, clearly,
M1 ≤ M0 . We prove that M1 = M0 − 1 by contradiction. Suppose M1 6= M0 − 1. This implies that
M1 = M0 . We know that l1 = l0 −2. Since M1 = M0
and l1 = l0 −2 it must be the case that ∆1 −1 > d l21 e.
We prove this observation by contradiction. Suppose, ∆1 − 1 ≤ d l21 e = d l20 e − 1. Consequently, M1 =
max{∆1 − 1, d l21 e} = d l20 e − 1. Further, M1 = M0
implies that d l20 e − 1 = M1 = M0 ≥ d l20 e, and this
is a contradiction. Therefore, our observation that
∆1 − 1 > d l21 e is true. Further, since l1 = l0 − 2
and M1 = M0 , it must be that ∆1 = ∆0 . Therefore,
∆0 − 1 > d l20 e − 1 and hence ∆0 > d l20 e. Therefore,
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now applying Lemma 2.2 we know that there can
be at most two vertices v1 , v2 ∈ V (T ) of degree ∆0 .
Further, from Lemma 2.3 a cut-vertex of maximum
degree is the representative associated with an equivalence class. Since the biconnectivity augmentation
adds an edge between x ∈ X1 and y ∈ X2 such that
deg(w(X1 )) ≥ deg(w(X2 )) ≥ deg(w(Xi )), 2 ≤ i ≤ r,
it follows that the degrees of the associated representatives also reduce by one. Since the maximum
degree vertices have degree more than d 2l e, there are
at most two of them (by Lemma 2.2), both are associated representatives of two equivalence classes (by
Lemma 2.3), and the algorithm adds an edge between two vertices in these two equivalence classes,
it follows that the maximum degree reduces by 1.
That is, ∆1 = ∆0 − 1 and this contradicts our earlier conclusion that ∆1 = ∆0 . Therefore, our starting premise, M1 = M0 is wrong, M1 = M0 − 1.
Theorem 2.5 Let T be a tree. The minimum
biconnectivity augmentation of T uses M0 =
max{d 2l e, ∆ − 1} edges.
Proof The algorithm guarantees that at the end
of each iteration we always have a tree. Further,
we know from lemma 2.4 that if |Xec | ≥ 2, then
M1 = M0 − 1. Therefore, let us assume that whileloop of the function non-star-augment is called p
times, after which star-augment is called once. Then
Mp = M0 − p. In otherwords, in the tree obtained
after p calls to while-loop of non-star-augment there
is a single equivalence class. In such a situation,
we know from our earlier discussion that the resulting tree obtained from non-star-augment is a star.
We know that for star ∆p = lp , and by definition
Mp = ∆p − 1. star-augment function biconnects this
tree using Mp edges. Therefore, the total number of
edges added is Mp + p = M0 − p + p = M0 . It is also
easy to see by induction on p that the set of edges
added is a biconnectivity augmentation set. The
base case is when p = 0, and clearly, star-augment
biconnects the tree T . After the first iteration, the
resulting tree goes through a strictly smaller number of iterations, and we assume by induction on the
number of iterations that the algorithm returns a biconnectivity augmentation set using M0 − 1 edges.
The first iteration counts one more edge that ensures an additional path between the unaccounted
vertices of degree at most two, thus guaranteeing biconnectivity. Note that the unaccounted vertices are
two paths in the tree each originating at a distinct
leaf from two distinct equivalence classes, namely X1
and X2 .
2.3

Linear Time Implementation of nonstar-augment() using a Novel Data
Structure

The important steps to be analyzed in our algorithm
are computing the set of equivalence classes, finding
two equivalence classes such that degree of its representatives are maximum and second maximum, and
updating of equivalence classes after edge addition.

Proceedings of the Seventeenth Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia

We below mention possible situations that may arise
on execution of line (3) and line (4) of Algorithm 1(c)
and the specific tasks to be taken in updating the set
of equivalence classes.
• For an equivalence class X, if deg(w(X)) = 2
and |X| = 1 then by definition, w(X) is no
longer a representative vertex of X. The update
in this case is the identification of the new representative of X. The update is done by identifying a nearest vertex z of degree at least 3
from w(X). Since deg(z) ≥ 3, there must be
an equivalence class Y (possibly empty) such
that w(Y ) = z. We say that X merges with the
equivalence class Y . To identify such a z efficiently, we maintain an additional information
at each leaf x to ensure that the search for z
does not happen on the path from w(X) to x.
We call this additional information as parentindicator for each leaf x in T . For a leaf x ∈ X,
the parent-indicator of x is a vertex x0 such that
x0 ∈ NG (w(X)) and x0 ∈ Pxw(X) . The purpose
of parent-indicator is that the search for z must
avoid Px0 x as every vertex in Px0 x is of degree
two.
• The other possible situations are |X| = 0 or
|X| ≥ 2 or |X| = 1 and deg(w(X)) ≥ 3. In
this case, the update must reorganize the equivalence classes based on the degree of the representatives.
We propose an abstract data type(ADT) to maintain the set of equivalence classes. We call the ADT
as Equivalence-Class-List and using the operations
listed in Table 1, we present a linear time implementation of the above reorganization steps. We use two
basic data types namely, eclass-list to refer the data
type of Xec and node to refer the data type of a vertex x. Let L be an object of type eclass-list.
Data Structures Used: The main data structure
which is populated by Set-up-eclass() is a table of
records, which we call table-eclass. For each vertex of degree at least 3 in T there is a record in
table-eclass. Each record has three fields, the label of a vertex w of degree at least 3, the degree of
w in T , and the subset of leaves in the equivalence
class associated with w. The method Set-up-eclass()
fills entries in table-eclass by performing Depth First
Search(DFS) on T . During the DFS, for each vertex w, deg(w) ≥ 3, we find the equivalence class of
w. We also store the parent-indicator of each element in the equivalence class associated with vertex
w (i.e., for each leaf in T ). Since each vertex is visited at most twice during the DFS, construction of
table-eclass takes at most 2|E(T )| and hence O(n)
time. With this table, ADT methods Insert, Retrieve, and Parent-Representative-Indicator can be
implemented in constant time.
To index table-eclass to locate the record labelled w,
in constant time, we use index-table[ ] array to store
the position of w in table-eclass table. This implements the ADT method Locate in constant time.
The subroutines get-top-two-representative and
update-eclass implement line (2) and line (5), respectively of Algorithm 1(c). These subroutines make

use two additional data structures. The data structure initial-active-eclass[ ] array contains vertices x
in non-increasing order of their degrees such that
there is a non empty equivalence class associated
with x. This can be achieved by running radix
sort on the associated set and it runs in O(n) time.
sorted-vertex[i] which contains a list of vertices x of
degree i in T . Initially, sorted-vertex[i] is filled using
elements of initial-active-eclass[ ].
Run-Time Analysis: The overall time complexity
of non-star-augment algorithm is given as follows:
Depth First Search(DFS) on the given tree to fill
table-eclass incurs O(n) time. Running radix sort
and creating an entry in sorted-vertex[ ] takes O(n)
time. With supporting data structures, we incur
constant time effort for the subroutine get-top-tworepresentative. For the subroutine update-eclass, we
are analyzing the total effort involved over all iterations. If there is a merging then to identify the nearest vertex of degree at least 3, the total time spent
for the above operation over all iterations is O(n),
as we visit each vertex exactly once. This is possible because of parent-indicator information stored at
each leaf. If there is no merging then we incur constant time effort to reorganize the set Xec . As per
our algorithm, each vertex of degree at least 3 is visited at most the size of equivalence class associated
with that vertex. Since the sum of the size of all
equivalence classes is at most the sum of degrees in
the tree, the time spent in identifying the augmentation set is O(n). When the tree is star, star-augment
incurs an additional O(n) time. Therefore, the total
time complexity of tree-augment algorithm is O(n),
linear in the input size.
3

Application to Biconnectivity, Triconnectivity and k-tree Augmentations

In this section, we report our study of augmentation
in three graph classes using the equivalence classes
from the associated tree. We first, generalize tree
augmentation results and present an augmentation
in 1-connected graphs. Second, we discuss triconnectivity augmentation results in biconnected graphs.
Finally, we report augmentation in k-trees which are
a natural extension of trees.
3.1

Biconnectivity Augmentation
Equivalence Classes

using

As mentioned earlier, the approach is to represent
a 1-connected graph by an appropriate tree and
find an optimum augmentation set of 1-connected
graphs by using the results presented in Section
2. We represent the given 1-connected graph by a
tree, namely, the biconnected component tree. A
biconnected component is a maximal 2-connected
subgraph of a given graph. A biconnected component tree T is a tree constructed from the given
graph G as follows: each vertex in T denotes either
a biconnected component of G or a cut-vertex of
G. For a vertex x ∈ V (T ), the associated label
label(x) = {c}, c is a cut-vertex in G or label(x) = S,
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Table 1: Operations Defined on Equivalence-Class-List ADT
This creates the set of equivalence classes from the tree. This
is the first method to be called to populate the data structure
Locate(L, w)
Return from L, the location of equivalence class whose representative is w
Insert(L, pos, l)
Insert the leaf node l into the equivalence class whose position
in L is pos and return the updated list L
Retrieve(L, pos)
Return from L, an element of the equivalence class whose position is pos
Parent-Representative-Indicator(L, x)
Return from L, the parent-indicator of leaf x
Set-up-eclass()

S ⊆ V (G) such that G[S] is a maximal 2-connected
subgraph in G. V (T ) = B ∪ B 0 where B =
{x | label(x) is a biconnected component in G }
and B 0 = {x | label(x) is a cut vertex in G}.
The adjacency between a pair of vertices
in T is defined as follows: for x, y ∈ V (T ),
{x, y} ∈ E(T ) if one of the following is true
• x ∈ B and y ∈ B 0 such that label(y) ⊂ label(x)
• Both x, y ∈ B 0 and there is a {c, c0 } cut-edge in
G such that label(x) = {c} and label(y) = {c0 }
• x ∈ B and y ∈ B 0 such that label(x) is a
trivial biconnected component(|label(x)| = 1)
and there is a {u, v} cut-edge in G such that
label(x) = {u} and label(y) = {v}.
An example of a biconnected component tree is
shown in Figure 1. Lower Bound on Biconnectivity Augmentation in 1-connected Graphs:
We use the well known fact that in any 2-connected
graph, for any pair of vertices, there exists two vertex disjoint paths between them. Let X denote the
set of biconnected components having exactly one
cut-vertex in G. Note that by our construction of
T , each element of X corresponds to the label of a
leaf in T . Clearly, to biconnect G we must augment at least d |X|
2 e edges and therefore we need at
l
least d 2 e edges, l denotes the number of leaves in
T . Another lower bound is due to the number of
components created by removing a cut vertex of G.
Note the one-one correspondence between the number of components created by a cut vertex of G and
the degree of a vertex x ∈ B 0 . This shows that
in any biconnectivity augmentation of G, for each
x ∈ B 0 , one must find at least degT (x) − 1 new
edges in the augmenting set. Therefore, we must
augment at least ∆c (T ) − 1 edges to biconnect G,
where ∆c (T ) = max0 deg(x). Therefore, by combinx∈B

ing the two lower bounds, the number of edges to
biconnect G is at least max{d 2l e, ∆c (T ) − 1}. This
lower bound is indeed tight as shown in (Hsu et al.
1976, Eswaran et al. 1976).
Note the similarity between this lower bound and
the one presented in the previous section. ∆c (T )
appears here instead of ∆(T ). Because of similarity between the two lower bounds and the associated representation is a tree, all combinatorial analysis presented in the previous section naturally extends in the study of biconnectivity augmentation
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in 1-connected graphs. Hence, we get a new proof
of tightness which leads to a new linear time algorithm for finding biconnectivity augmentation set in
1-connected graphs. The equivalence relation and
therefore the set of equivalence classes yields an
elegant algorithm (Algorithm 2) that avoids completely the recomputation of the associated tree at
each iteration, unlike, the results presented in (Hsu
et al. 1976, Rosenthal et al. 1977). Let M0 =
max{d 2l e, ∆c (T ) − 1}. Observe that ∆c (T ) appears
in this expression instead of ∆(T ). With this observation we see that Lemmas 2.2,2.3, and 2.4 are true
in biconnected component tree T . We only present
a proof of Theorem 3.1.
Theorem 3.1 Let T be a biconnected component
tree. The minimum biconnectivity augmentation of
G uses M0 = max{d 2l e, ∆c − 1} edges.
Proof The algorithm guarantees that at the end
of each iteration we always have a tree. Further,
we know from lemma 2.4 that if |Xec | ≥ 2, then
M1 = M0 − 1. Therefore, let us assume that whileloop of the function non-star-augment of Section
2 is called p times, after which bc-star-augment is
called once. Then Mp = M0 − p. In otherwords,
in the tree obtained after p calls to while-loop of
non-star-augment there is a single equivalence class.
If that equivalence class is associated with a cutvertex of G then the resulting tree obtained from
non-star-augment is a c-star. We know that for cstar ∆pc = lp , and by definition Mp = ∆pc − 1. bcstar-augment function biconnects this tree using Mp
edges. Therefore, the total number of edges added is
Mp +p = M0 −p+p = M0 . If that equivalence class is
associated with a biconnected component of G then
the resulting tree obtained from non-star-augment
is a b-star. The total number of edges added in this
l
l−l
case is d 2 p e + d 2p e = d 2l e. It is also easy to see
by induction on p that the set of edges added is a
biconnectivity augmentation set. The base case is
when p = 0, and clearly, bc-star-augment biconnects
the graph G. After the first iteration, the resulting
tree goes through a strictly smaller number of iterations, and we assume by induction on the number of
iterations that the algorithm returns a biconnectivity augmentation set using M0 − 1 edges. The first
iteration counts one more edge that ensures an additional path between the unaccounted vertices of degree at most two, thus guaranteeing biconnectivity.
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Note that the unaccounted vertices are two paths in
the tree each originating at a distinct leaf from two
distinct equivalence classes, namely X1 and X2 .
The overall time complexity of our algorithm is given
as follows: Depth First Search(DFS) on the given
graph can be used to compute the biconnected component tree in O(n + m) time (Tarjan 1972). The
number of nodes in the biconnected component tree
is O(n). We know from previous section that nonstar-augment can be implemented in O(n) time.
Hence, the total time complexity of our algorithm
is O(n + m), linear in the input size.
3.2

Triconnectivity Augmentation
Equivalence Classes

using

We present an elegant linear time algorithm that
finds a minimum set of edges whose augmentation to a 2-connected graph makes it 3-connected.
We work with the standard 3-block tree of a 2connected graph (Hsu et al. 1991). Given a 2connected graph G, the vertex set of 3-block tree T ,
V (T ) = {x | label(x) is a triconnected component
in G or a 2-sized vertex separator or a polygon or
a vertex of degree 2 }. For convenience, we use the
following notation. V (T ) consists of four kinds of
vertices called σ vertices, π vertices, α vertices, and
β vertices. We create a σ vertex for each 2-sized vertex separator such that components separated by the
vertex separator is either a triconnected component
or a polygon, a π vertex for each polygon, a α vertex
for each vertex of degree 2, and a β vertex for each
triconnected component. A vertex of degree 2 (α
vertex) is the only trivial triconnected component.
Note that the set of α vertices is a subset of the set
of β vertices. The adjacency between a pair of vertices in V (T ) is defined as follows: for x, y ∈ V (T ),
{x, y} ∈ E(T ), if one of the following is true.
• x ∈ σ and y ∈ β and label(x) ⊂ label(y).
• x ∈ σ and y ∈ π and label(x) ⊂ label(y).
• x ∈ α and y ∈ σ such that label(y) = NG (x).
Note that we do not create a σ vertex for each pair
of non adjacent vertices in a polygon (π vertex), we
create a σ vertex for a pair in the polygon if it is
involved in the tutte split. More information about
tutte split and merge can be found in (Tutte 1966).
Let ∆σ (T ) = max deg(x) and l denote the number
x∈σ

of leaves in T . A 3-block tree is illustrated in Figure
2. Lower Bound on Triconnectivity Augmentation: Given a 2-connected graph G and a 3-block
tree T of G, the number of edges to triconnect G is
at least max{d 2l e, ∆σ (T ) − 1}. This lower bound is
indeed tight as shown in (Watanabe et al. 1988, Hsu
et al. 1991). We omit the proof here and a proof
similar to Section 3.1 can be given.
Note the similarity between this lower bound and the
one presented in Section 2. ∆σ (T ) appears here instead of ∆(T ). Because of similarity between the two
lower bounds and the associated representation is a
tree, all combinatorial analysis presented in Section

2 naturally extends in the study of triconnectivity
augmentation of 2-connected graphs. Hence, we get
a new proof of tightness which leads to a new linear
time algorithm (Algorithm 3) for finding triconnectivity augmentation set in 2-connected graphs. This
approach is fundamentally different from the results
presented in (Watanabe et al. 1988, Hsu 2000).
Sketch of the Algorithm: Compute the set Xec
of equivalence classes of 3-block tree T . If |Xec | ≥ 2
then find augmenting set using the subroutine nonstar-augment of Section 2. The tail condition is
when there is exactly one equivalence class and such
a tree is a star shaped tree. In this case, we get three
special trees depending on the label of the representative vertex z. z can be β (a triconnected component) or σ (a vertex separator of size 2) or π (a
polygon) vertex of T and accordingly we call T as tstar, s-star, and p-star, respectively. Augmentation
for tail condition is done separately. With this new
approach we simplify our triconnectivity augmentation algorithm by calling non-star-augment subroutine with 3-block tree as the input. A proof
similar to Theorem 3.1 can be given to prove that
the number of edges augmented by our algorithm
is max{d 2l e, ∆σ (T ) − 1} and the resulting graph is
3-connected. From (Hopcroft et al. 1973) we know
that 3-block tree can be constructed in linear time
and from Section 2, we know that triconnectivity
augmentation set can be obtained in linear time as
well. Therefore, overall time complexity to triconnect a biconnected graph is linear in the input size.
3.3

Augmentation in k-trees using Equivalence Classes

Given a k-tree G, we find a minimum set of edges
whose augmentation to G makes it (k+1)-connected.
We represent the given k-tree using a minimum vertex separator tree. For a given k-tree, minimum vertex separator tree is unique and it is different from
the standard tree decomposition tree. A k-tree is
defined recursively as follows: a k + 1 clique is a
k-tree, if G0 is a k-tree, the graph G = G0 ∪ {v}
such that NG (v) is a k-clique in G0 is a k-tree. A
vertex v ∈ V (G) is simplicial if NG (v) induces a
clique. Note that in every k-tree, every minimum
vertex separator(MVS) is a k-clique and hence ktrees are k-connected. Also every maximal clique is
of size k + 1. For a given k-tree G we construct a
Minimum Vertex Separator tree(MVS tree) T associated with G as follows: M (G) = {S ⊂ V (G) | S
is a minimum vertex separator in G} and K(G) =
{K ⊂ V (G) | K is a k + 1 clique in G}. For a
vertex x ∈ V (T ), the associated label label(x) is
a subset of V (G) such that label(x) ∈ M (G) or
label(x) ∈ K(G). Let VM = {x | label(x) ∈ M (G)}
and VK = {x | label(x) ∈ K(G)}. V (T ) = VM ∪ VK .
For x, y ∈ V (T ), adjacency between x and y is defined as follows: {x, y} ∈ E(T ) if x ∈ VM and
y ∈ VK such that label(x) ⊂ label(y).
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3.3.1

A lower bound on k-tree augmentation

Let l denote the number of leaves in T and s denote
the number of simplicial vertices in G. By our construction, it is easy to see that l = s. The degree of a
minimum vertex separator S ∈ M (G) is the number
of k + 1 cliques in G that contain S and it is denoted
by deg(S). deg(S) = |{K | K ∈ K(G) ∧ S ⊂ K}|.
Let S max = max deg(S). Let x ∈ VM is such
S∈M (G)
= S max .
max

that deg(x)
Also ∆k (T ) = deg(x) such
that deg(x) = S
. A proof of Lemma 3.2 and
Lemma 3.3 is omitted in this paper.
Lemma 3.2 For any optimum solution Emin (G) of
G, |Emin (G)| ≥ max{d 2s e, S max − 1}.
For the MVS tree T the above lower bound translates into max{d 2l e, ∆k (T ) − 1} edges. We observe
that the MVS tree is very similar to the biconnected component tree. A node x ∈ VM corresponds to an element in B 0 and x ∈ VK corresponds to an element in B. With this observation
we simplify our k-tree augmentation algorithm (Algorithm 4) by calling 1-connect-augment with MVS
tree as the input. Since MVS tree can be constructed in linear time from the construction order
of k-trees, ktree-augment() runs in linear time. Let
A = {{x, y} | x, y are leaves in T } be the set of
edges returned by our algorithm. Let Ea (G) the
corresponding set of edges in G, Ea (G) = {{u, v} |
{x, y} ∈ A and u ∈ label(x) is a simplicial vertex in
G and v ∈ label(y) is a simplicial vertex in G}.
Lemma 3.3 Let Gaug be the graph obtained from G
by augmenting Ea (G). Gaug is (k + 1)-connected.
Theorem 3.4 Let G be a k-tree. An optimum (k +
1)-connectivity augmentation of G uses |Ea (G)| =
max{d 2s e, S max − 1} edges.

T.S.Hsu &V.Ramachandran (1991), A linear time
algorithm for triconnectivity augmentation, In
Proc. of 32nd Annual IEEE Symp. on Foundations of Comp. Sci. pp.548-559.
T.S.Hsu (2000), On four connecting a triconnected
graph, Journal of Algorithms, 35, 202-234.
B.Jackson &T.Jordan (2005), Independence free
graphs and vertex connectivity augmentation,
Journal of Combinatorial Theory Series B, 94, 3177.
T.Watanabe
&A.Nakamura
(1987),
Edgeconnectivity augmentation problems, Computer
System Sciences, 35(1), 96-144.
G.R.Cai &Y.G.Sun (1989), The minimum augmentation of any graph to k-edge connected graph,
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A.Frank &T.Jordan (1995), Minimal edge-coverings
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Proof We know that our algorithm augments
|Ea (G)| edges. Therefore from Lemma 3.3 it follows
that G augmented with Ea (G) is (k + 1)-connected.
Hence the theorem.
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Algorithm 2 Augmentation in 1-connected graphs:
1-connect-augment(Graph G)
1: Compute the biconnected component tree T of
G
2: if there are exactly two leaves x and y in T then
3:
Add the edge {x, y} and return the biconnected graph
4: else
5:
Compute equivalence classes Xec = {X | X
is an equivalence class with associated vertex
w(X)}
6:
if |Xec | > 1 then
7:
/* T is not a star-like graph */
8:
Yec =non-star-augment(Xec ) /* Call to
non-star-augment() of Section 2,
returns Yec */
9:
bc-star-augment(Yec )
/* Yec has
exactly one equivalence class. The
associated tree is a star */
10:
else
11:
/*T is a star-like graph */
12:
bc-star-augment(Xec )
13:
end if
14: end if
15: For each edge {x, y} added into T , add {u, v} to
G such that u ∈ label(x) and v ∈ label(y) and u
and v are non-cut vertices in G
—————————————————–
Biconnectivity
Augmentation
in
stars:
bc-star-augment(List-of-eclass
Xec )
1: Let X = {x1 , . . . , xl } be the set of leaves in T
such that X ∈ Xec
2: if T is a c-star then
3:
/* T is star-like with a central
vertex corresponding to a cut-vertex
in G */
4:
Add |X| − 1 edges to T , i.e add {{xi , xi+1 } |
1 ≤ i ≤ |X| − 1, xi ∈ X}.
5: else
6:
/* T is star-like with a central
vertex corresponding to a
biconnected-component in G */
7:
if l is even then
8:
Add {{xi , xl−i+1 } | 1 ≤ i ≤ 2l } to T
9:
else
10:
Add {{xi , x(l−1)−i+1 } | 1 ≤ i ≤ l−1
2 } ∪
{x1 , xl } to T
11:
end if
12: end if

Algorithm 3 Augmentation in 2-connected graphs:
2-connect-augment(Graph G)
1: Compute the 3-block tree T of G
2: if there are exactly two leaves x and y in T then
3:
Add the edge {x, y} and return the triconnected graph
4: else
5:
Compute equivalence classes Xec = {X | X
is an equivalence class with associated vertex
w(X)}
6:
if |Xec | > 1 then
7:
/* T is not a star-like graph */
8:
Yec =non-star-augment(Xec ) /* Call to
non-star-augment() of Section 2,
returns Yec */
9:
tsp-star-augment(Yec )
/* Associated
tree is a star with a single
equivalence class */
10:
else
11:
/*T is a star-like graph */
12:
tsp-star-augment(Xec )
13:
end if
14: end if
15: For each edge {x, y} added into T , add {u, v} to
G such that u ∈ label(x) and v ∈ label(y) and u
and v are elements of β vertex and not elements
of σ vertex in G
——————————————————–
Triconnectivity
Augmentation
in
stars:
tsp-star-augment(List-of-eclass
Xec )
1: Let X = {x1 , . . . , xl } be the set of leaves in T
such that X ∈ Xec
2: if T is a s-star then
3:
/* T is star-like with a central
vertex corresponding to a σ vertex */
4:
Add |X| − 1 edges to T , i.e add
{{xi , xi+1 } | 1 ≤ i ≤ |X| − 1, xi ∈ X}.
5: else
6:
/* T is star-like with a central
vertex corresponding to a π vertex or
β vertex */
7:
if l is even then
8:
Add {{xi , xl−i+1 } | 1 ≤ i ≤ 2l } to T
9:
else
10:
Add {{xi , x(l−1)−i+1 } | 1 ≤ i ≤ l−1
2 } ∪
{x1 , xl } to T
11:
end if
12: end if

Algorithm 4 k-tree connectivity Augmentation:
ktree-augment(Tree T)
/* T is the MVS-tree of a k-tree G */
Perform (k + 1)-connectivity augmentation of G
using 1-connect-augment(T)
For each edge {x, y} added into T , add {u, v} to
G such that u ∈ label(x) and v ∈ label(y) and u
and v are simplicial vertices in G
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Abstract
We consider new variants of the vertex/edge domination problems on graphs. A vertex is said to dominate itself and its all adjacent vertices, and similarly
an edge is said to dominate itself and its all adjacent
edges. Given an input graph G = (V, E) and an integer k, the k-Vertex (k-Edge) Maximum Domination (k-MaxVD and k-MaxED, respectively) is to find
a subset DV ⊆ V of vertices (resp., DE ⊆ E of edges)
with size at most k that maximizes the cardinality of
dominated vertices (resp., edges). In this paper, we
first show that a simple greedy strategy achieves an
approximation ratio of (1 − 1/e) for both k-MaxVD
and k-MaxED. Then, we show that this approximation ratio is the best possible for k-MaxVD unless
P = N P. We also prove that, for any constant ε > 0,
there is no polynomial time 1303/1304+ε approximation algorithm for k-MaxED unless P = N P. However, if k is not larger than the size of the minimum
maximal matching, k-MaxED is 3/4-approximable in
polynomial time.
keywords: maximum domination, vertex domination, edge domination, approximability, inapproximability.
1
1.1

Hirotaka Ono2

Introduction
Problem and Motivation

In a graph structure G = (V, E), a vertex u can be
considered to dominate its adjacent vertices, which
is denoted by N (u), and itself by installing some
special equipment or facility on u. Similarly, an
edge e = (u, v) can be considered to dominate its
adjacent edges (i.e., edges defined by {(u, i) | i ∈
N (u)} ∪ {(v, j) | j ∈ N (v)}) and itself. The notion
of “domination” can be extended to a vertex set or
an edge set, which are called a dominating set and an
edge-dominating set, respectively. It is easy to dominate all the vertices or edges if we have a sufficient
number of equipments, but we cannot expect such a
situation in general. The well-known decision problems (Vertex) Dominating Set (VD, for short) and
Edge-Dominating Set (ED, for short) are considered by such a background. Suppose that we are given
a graph G = (V, E) and a positive integer k as an input. VD (resp., ED) is requested to answer “yes” if
G contains a dominating set DV ⊆ V (resp., an edge

∗
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dominating set DE ⊆ E) whose size is at most k,
“no” otherwise [GJ79].
To formulate optimization versions of the problems, we can consider several types of objective functions and constraints. A most popular one is to
minimize the size of a dominating set (resp., an
edge dominating set), which we refer by Minimum
Dominating Set (MinVD) (resp., Minimum EdgeDominating Set (MinED)). Another formulation focuses that from a minimal dominating set, we can
construct a spanning forest of a graph, in which each
connected component forms a star. Then, the objective function is the sum of the numbers of leaf nodes
in the stars. This formulation is called Spanning
Star Forest problem, which has an application in
bioinformatics fields [NSH+ 07].
In this paper, we consider yet another natural optimization version: Given a positive integer k, we
would like to find a subset DV of vertices (resp.,
DE of edges) with size k that maximizes the cardinality
of dominated vertices
S (resp., edges), that is,
S
N
(v)∪D
(resp.,
V
(u,v)∈DE ({(u, v)}∪{(u, i) |
v∈DV
i ∈ N (u)} ∪ {(v, i) | i ∈ N (v)})). We call the vertex
version of the problem k-Vertex Maximum Domination (k-MaxVD, for short) and the edge version kEdge Maximum Domination (k-MaxED, for short).
Note that, in k-MaxVD (resp., k-MaxED), a solution
is not always a vertex (resp., an edge) dominating set
in the ordinary sense, and they dominate only a part
of the whole vertices (resp., edges) in general. To
emphasize this, we sometimes use the terms partial
(vertex) dominating set and partial edge dominating
set to refer solutions of k-MaxVD and k-MaxED.
Since VD and ED are known to be N P-complete,
all of these optimization versions of the problems
trivially turn out to be N P-hard. However, since
the approximability heavily depends on the objective
functions, the upper/lower bounds of the approximation ratio are not obvious; in this paper, we focus
on the k-MaxVD and k-MaxED from the viewpoint of
(in)approximability.
1.2

Our contribution

In this paper, we consider (in)approximability of kMaxVD and k-MaxED, and obtain the following results: For k-MaxVD, there is a polynomial time
(1 − 1/e)-approximation algorithm, but no polynomial time constant factor approximation algorithm
whose factor is better than (1 − 1/e) unless P = N P.
That is, the optimal bound for the approximability
is obtained under P 6= N P. Since k-MaxVD forms
a special case of Maximum Coverage Problem
(MaxCP), the same approximability bound is straightforwardly obtained, but the inapproximability bound
is not. Nevertheless, we can show the same inapproximability bound as MaxCP is obtained via a gap55

CRPIT Volume 119 - Theory of Computing 2011

preserving reduction.
For k-MaxED, we show that there is also a polynomial time (1 − 1/e)-approximation algorithm, but
even if the maximum degree of input graphs is at most
7, there is no polynomial time approximation algorithm with any constant factor better than 1303/1304
for k-MaxED, unless P = N P. The approximability
can be improved into 3/4 in the case when k is at most
the size of minimum maximal matching of the graph,
which would be a natural setting for the k-MaxED
problem. In the results, although the (1 − 1/e)approximability is also based on the result of MaxCP,
the other is different; the 3/4-approximability is based
on a deterministic rounding for a relaxed semi-definite
programming of k-MaxED.
1.3

Related Work

In graph theory, the notion of dominating/covering
vertices/edges of graphs has been extensively studied
(see, e.g., [Har69, HHS98, Hoc97]). The minimization versions of dominating problems, MinVD and
MinED, are the classical N P-hard optimization problems, and thus there is much of literature studying
their (in)approximability: Since MinVD is a special
instance of Minimum Set Cover, it is approximable
within 1 + log n for an n-vertex graph. On the other
hand, unless P = N P, no polynomial-time algorithm
can generally provide a (1 − ε) log n approximation
guarantee for any ε [Fei98]. As for MinED, there is
a polynomial-time 2-approximation algorithm: One
can see that any maximal matching of a graph is
one possible edge dominating set of the graph. Furthermore, the smallest maximal matching has the
same size as the smallest edge dominating set [YG80].
Thus, all we have to do is just find a maximal matching in polynomial time since it can be at most two
times as large as the smallest maximal matching.
This 2-approximation algorithm is quite simple but it
is currently the best one. A general inapproximability
result was given by Chlebı́k and Chlebı́ková [CC06b],
who proved that it is N P-hard to approximate MinED
within 7/6. They also showed that it is N P-hard to
approximate MinED within (7 + ∆/n)/(6 + ∆/n) for
graphs with maximum degree at most ∆.
The maximization versions are also the fundamental optimization problems and furthermore they
have many real-life applications rising in facility location and layout problems, such as service centers, emergency vehicles, and wireless access points
(e.g., see [CR74, Hoc97, MZH83] and the references
therein for application examples). Also, for example, the biological data analysis such as the analysis of differential gene expression data [LLP+ 04] and
the selection of maximally informative set of SNPs
(single-nucleotide polymorphisms) [AYN+ 05, WJ08]
can be essentially formulated by the maximum dominating/covering vertex/edge problems. However, the
maximum versions have not been well studied yet;
there are only few results on the (in)approximability:
The k-Vertex Maximum Cover (k-MaxVC) was
first introduced by Petrank [Pet94], who proved that
there is no polynomial time (1 − ε) factor approximation algorithm for k-MaxVC unless P = N P for a
small positive ε. (Note that, however, the specific
value of ε has not been proved so far; in this paper we shall show that ε ≥ 1/163 holds even if the
maximum degree is at most 3 in Section 4, which
is an important by-product.) Ageev and Sviridenko
proved [AS04] that there is a 3/4 approximation algorithm for k-MaxVC, based on an LP relaxation.
Then, Han et al. [HYZZ02] showed that SDP-based
algorithms achieve improved approximation ratios for
some restricted k. As far as the authors know, however, there is no result for k-MaxVD and k-MaxED
56

so far. (Remark that Budgeted Maximum Graph
Coverage introduced in [KMPRW02] has a great resemblance to k-MaxVD and k-MaxED, but it must be
quite difficult to formulate our problems in the framework of Budgeted Maximum Graph Coverage.)
1.4

Organization

In Section 2 we present a simple greedy algorithm
of approximation ratio (1 − 1/e) both for k-MaxVD
and k-MaxED. In Section 3, we prove that it is N Phard to approximate k-MaxVD within ratio (1 − 1/e).
Section 4 discusses the inapproximability of k-MaxED;
we prove that it is N P-hard to approximate k-MaxED
within ratio 1303/1304 even if the maximum degree
of an input graph is at most 7. Finally, a polynomial
time 3/4 factor approximation algorithm for a typical
class of k-MaxED is presented in Section 5.
2

Approximability of Maximum Coverage
Problem

Both k-MaxVD and k-MaxED can be regarded as
special cases of Maximum Coverage Problem
(MaxCP), which is formalized as follows:
MaxCP:
Instance: A collection of sets S
=
{S1 , S2 , · · · , Sm } defined over a domain of
elements X = {x1 , x2 , · · · , xn }, a weight
function w : X → Q where Q is the set
of nonnegative rational numbers, and a
positive integer ` ≤ |S|.
Goal: Find a collection of sets S 0 ⊆ S whose
size is at most ` such that the total
weight
of elements covered bySS 0 , i.e.,
P
0
Si ∈S 0 Si ,
xi ∈X(S 0 ) w(xi ), where X(S ) =
is maximized.
For the MaxCP, a greedy heuristic is naturally considered:
Algorithm Greedy
Step 1. Let S 0 = ∅.
StepP2. For each S ∈ S \ S 0 , compute f (S, S 0 ) =
xi ∈S\X(S 0 ) w(xi ).
Step 3. Let S ∗ = argmaxS∈S\S 0 {f (S, S 0 )}, and let
S 0 := S 0 ∪ {S ∗ }. If |S 0 | = `, output S 0 and exit.
Otherwise, go to Step 2.
The greedy algorithm obviously runs in polynomial
time. As for the approximation performance, the following theorem is known.
Theorem 1 ([Hoc97]) The
greedy
algorithm
achieves an approximation factor of (1 − 1/e) for
MaxCP.

As mentioned above, both k-MaxVD and k-MaxED
are special cases of MaxCP: For an instance of kMaxVD, we can construct an instance of MaxCP by
considering X = V and ` = k, and defining S by
Si = N (vi ) ∪ {vi } and w(vi ) = 1 for all i = 1, . . . , n.
Also for an instance of k-MaxED, we can construct
an instance of MaxCP by considering X = E and
` = k, and defining S by Suv = {(u, i) | i ∈
N (u)}∪{(v, i) | i ∈ N (v)}∪{(u, v)} and w((u, v)) = 1
for all (u, v) ∈ E. Thus, both k-MaxVD and k-MaxED
have polynomial time (1 − 1/e)-approximation algorithms.
As for the inapproximability of MaxCP, the following result is known.
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Theorem 2 ([Fei98]) No polynomial time approximation algorithm with a constant approximation ratio better than (1 − 1/e) exists for MaxCP unless
P = N P, even if the weights of elements are restricted to 1.

By Theorems 1 and 2, the above simple greedy heuristic algorithm for MaxCP is optimal in the sense of
approximability under P 6= N P. However, this does
not immediately imply the optimality of the greedy
algorithm for k-MaxVD and k-MaxED.
3

Inapproximability of k-MaxVD

In this section, we discuss the hardness of approximation of k-MaxVD. As seen above, an instance of kMaxVD is easily formulated as an instance of MaxCP,
but the opposite direction is not trivial. Its difficulty
is in the restriction that the covering objects and the
covered objects are from an identical set in k-MaxVD.
However, we can still show that k-MaxVD has the
same bound on inapproximability under P 6= N P.
The bound is shown via a gap-preserving reduction
[AL95] from the variant of MaxCP whose weight is
uniform (MaxUCP, for short), which also has the inapproximability bound (1 − 1/e).
Let OP Tmcp (I) denote the weight of elements covered by a collection of sets output by an optimal
algorithm for the instance I of MaxUCP. Also, let
OP Tmvd (G) be the weight of the dominated vertices
of output by an optimal algorithm for graph G of kMaxVD.
Lemma 3 There is a gap-preserving reduction from
MaxUCP to k-MaxVD that transforms an instance I
of MaxUCP to a graph G = (V, E) of k-MaxVD such
that
(i) if OP Tmcp (I) = max, then OP Tmvd (G) ≥ `(q +
1) + p · max, and
(ii) if OP Tmcp (I) ≤ (1 − 1e )max, then OP Tmvd (G) ≤
`(q+1)
)(`(q + 1) + p · max), where
(1 − 1e + e(`(q+1)+p·max)
p and q are any positive integer larger than |I|.
Proof: Consider an instance I of MaxUCP; a collection of sets S = {S1 , S2 , · · · , Sm } defined over
a domain of elements X = {x1 , x2 , · · · , xn }, and
a positive integer `. Then, we construct the following graph, illustrated in Figure 1. Let VR =
{r1,1 , r1,2 , · · · , r1,q , r2,1 , r2,2 , · · · , rm,q−1 , rm,q } be a
set of mq nodes associated with |S| = m. Also,
let VS = {α1 , α2 , · · · , αm } be a set of m nodes
corresponding to the m sets, S1 through Sm , and
VX = {β1,1 , β1,2 , . . . , β1,p , β2,1 , . . . , βn,p } be a set of
np nodes, in which βi,1 , . . . , βi,p correspond to xi .
These VR , VS , and VX are pairwise disjoint, and let
V = VR ∪ VS ∪ VX . The set E of edges is defined
as follows: E1 = {(αi , ri,1 ), (αi , ri,2 ), · · · , (αi , ri,q ) |
i = 1, 2, · · · , m}, E2 = {(αi , βj,1 ), . . . , (αi , βj,p ) | xj ∈
Si for each i and each j}, and E = E1 ∪ E2 . Finally,
we set k = `. This reduction can be done in polynomial time if both p and q are bounded by some
polynomial of |I|.
(i) Suppose that OP Tmcp (I) = max and the optimal collection of sets is OP T = {Si1 , Si2 , · · · , Si` }
where {i1 , i2 , · · · , i` } ⊆ {1, 2, · · · , m}. Then, if we select a set D = {αi1 , αi2 , · · · , αik } of k (= `) nodes
as a partial dominating set, then we can obtain the
dominated set with size k(q + 1) + p · max, since the
nodes αij ’s are connected with exactly p·max β’s and
each αij is connected with exactly q r’s.

(ii) We show this by contradiction. We first
suppose that OP Tmcp (I) ≤ (1 − 1e )max but
`(q+1)
)(`(q + 1) +
OP Tmvd (G) > (1 − 1e + e(`(q+1)+p·max)
1
p · max) = (1 − e )p · max + `(q + 1) holds for some p
and q with p ≥ |I| and q ≥ |I|. Let D be an optimal partial dominating set of G. We partition D into
DR = D ∩ VR , DS = D ∩ VS and DX = D ∩ VX .
We then estimate the number of dominated vertices.
We can see that a vertex in DR can dominate only
itself and its adjacent VS vertex, that is, at most 2
vertices. Also a vertex βj,a in DX can dominate itself
and vertices αi satisfying xj ∈ Si , that is, at most
m + 1 vertices. Thus DR ∪ DX can dominate at most
2|DR | + (m + 1)|DX |. As for DS , it can be considered a subset of {S1 , S2 , . . . , Sm } in I, which covers
some elements of X. Let s denote the number of the
covered elements by DS . Then DS can dominate at
most (q + 1)|DS | + ps vertices. Thus D can dominate at most ps + 2|DR | + (m + 1)|DX | + (q + 1)|DS |
vertices, where |DR | + |DX | + |DS | = `. It follows
that ps + 2|DR | + (m + 1)|DX | + (q + 1)|DS | ≥
OP Tmvd (G) > (1 − 1e )p · max + `(q + 1). Since
`(q + 1) = (|DR | + |DX | + |DS |)(q + 1) > 2|DR | +
(m + 1)|DX | + (q + 1)|DS |, we have s > (1 − 1e ) · max,

which contradicts OP Tmcp (I) ≤ (1 − 1e ) · max.
Note that this proof holds also in the case when
q = m. By taking p large enough but in polynomial of
|I| (e.g., p = |I|2 ), we obtain the following theorem.
Theorem 4 There is no polynomial time approximation algorithm with any constant factor better than

(1 − 1e ) for k-MaxVD unless P = N P.
4
4.1

Inapproximability of k-MaxED
Degree Bounded Graphs

The goal of this section is to show that the hardness of approximation for the edge version k-MaxED
via a gap-preserving reduction [AL95]. Our first
hardness result is proved by the reduction from kMaximum Vertex Cover with Bounded Degree (k-MaxVC(∆)) problem, and holds even for
graphs with maximum degree bounded by 2∆ + 1:
k-MaxVC(∆):
Instance: A graph G = (V, E) with maximum
degree ∆, where V = {v1 , v2 , . . . , vn } is the
set of vertices and E = {e1 , e2 , . . . , em } ⊆
V × V is the set of edges, and a positive
integer ` ≤ m.
Goal: Find V 0 ⊆ V with |V 0 | = ` such that
|{(u, v) | u ∈ V 0 or v ∈ V 0 }| is maximized.
Theorem 5 ([Pet94]) k-MaxVC(∆) is APX -hard
for ∆ ≥ 3, that is, there exists a constant ε∆ such
that k-MaxVC(∆) has no polynomial time approximation algorithm whose approximation factor is better
than 1 − ε∆ unless P 6= N P.

It is important to note that the hardness parameter ε∆ of approximation comes from the gappreserving identity reduction from Minimum Vertex
Cover with Bound Degree (MinVC(∆)), and
the hardness result of approximation for MinVC(∆)
shown in [PY91]. The reduction implies that if an
algorithm ALG for k-MaxVC can find a vertex cover
with cardinality k of G that covers at least (1−ε∆ )|E|
edges in G, then ALG can also find a cover of all edges
57
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Figure 1: Constructed graph by the gap-preserving reduction from MaxUCP to k-MaxVD
with at most k + ε∆ |E| vertices for MinVC. Thus, the
approximation ratio of ALG for MinVC is obtained as
follows:
ALG
ε∆ |E|
ε∆ |V |∆
≤1+
≤1+
,
OPT
k
2k
where OPT denotes an optimal algorithm for MinVC.
The second inequality comes from |E| ≤ |V | · ∆/2.
By the lower bound 100/99 of approximation for
MinVC(3) shown by Chlebı́k and Chlebı́ková [CC06a]
and careful reading of their proofs, the following two
inequalities can be obtained:
ε3 ≥

k
2
·
,
297 |V |

and

k≥

958
· |V |.
1048

As a result, the approximation hardness in Theorem 5
is satisfied the following:
1 − ε3 ≤

162
309340
≤ 0.993845 ≤
.
311256
163

Theorem 6 ([Pet94, CC06a]) There is no polynomial time approximation algorithm with any constant
factor better than 162/163 for MinVC(3) unless P =
N P.

Now we consider the gap-preserving reduction
from MinVC(∆), which constructs a graph with maximum degree 2∆ + 1 of, say, k-MaxED(2∆ + 1) from
a graph with maximum degree ∆ of MinVC(∆). Let
OP Tvc (G) denote the size of an optimal solution of
an instance I of MinVC(∆), and OP Tmed (G) be the
size of an optimal solution for G of k-MaxED.
Lemma 7 There is a reduction from MinVC(∆) to
k-MaxED that transforms an instance G = (V, E) of
MinVC(∆) to a graph G0 = (V 0 , E 0 ) of k-MaxED such
that
(i) if OP Tvc (G) = max, then OP Tmed (G0 ) ≥ `(2∆ +
1) + max,
(ii) if OP Tvc (G) ≤ c · max where c ≤ 1, then
OP Tmed (G0 ) ≤ c+2∆+1
2∆+2 (`(2∆ + 1) + max), and
0

(iii) the maximum degree of G is at most 2∆ + 1.
Proof: Consider an instance G of MinVC(∆), a
vertex set V = {v1 , v2 , . . . , vn }, an edge set E =
{e1 , e2 , . . . , em } ⊆ V × V , and a positive integer `.
Then, we construct the following graph G0 = (V 0 , E 0 ),
where V 0 = V ∪ VC ∪ VL and E 0 = E ∪ EC ∪ EL are
defined by VC = {vi0 | vi ∈ V }, VL = {ui,1 . . . , ui,2∆ |
i = 1, . . . , n}, EC = {(vi , vi0 ) | i = 1, . . . , n} and
EL = {(vi0 , ui,1 ), . . . , (vi0 , ui,2∆ ) | i = 1, . . . , n}. This
reduction can be done in polynomial time.
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(i) Suppose that OP Tvc (G) = max and the optimal
subset of vertices is V ∗ = {v1∗ , v2∗ , · · · , v`∗ } where
{1∗ , 2∗ , · · · , `∗ } ⊆ {1, 2, · · · , n}. Then, we select an
edge set D = {(v1∗ , v10 ∗ ), (v2∗ , v20 ∗ ), . . . , (v`∗ , v`0 ∗ )} of `
edges as a partial edge dominating set. One can see
that D dominates `(2∆ + 1) + max edges since the
nodes vi∗ ’s are connected with exactly max edges in
E and each vi0∗ is connected with exactly 2∆ u’s.
(ii) We show this by contradiction. We first suppose that OP Tvc (G) ≤ c · max but OP Tmed (G0 ) >
c+2∆+1
2∆+2 (`(2∆ + 1) + max) holds. Let D be an optimal partial edge dominating set of G. We partition D
into Dorg = D ∩ E, DC = D ∩ EC and DL = D ∩ EL .
We then estimate the number of dominated edges.
We can see that an edge (vi0 , ui,j ) in DL dominates
itself, the other edges (vi0 , ui,j 0 ) and (vi , vi0 ), that is,
exactly 2∆ + 1 edges. An edge (vi , vj ) in Dorg can
dominate itself, its adjacent edges in E, that is, at
most 2∆ + 1 edges. Thus DL ∪ Dorg can dominate at
most (2∆ + 1)(|DL | + |Dorg |). As for DC , it can be
considered a subset of V , which covers some edges in
E. Let s denote the number of the covered edges by
DC . Then DC can dominate at most (2∆+1)|DC |+s
edges, because each edge (vi , vi0 ) in EC dominates itself and its adjacent (vi0 , ui,j )’s. Thus D can dominate at most (2∆ + 1)(|DL | + |Dorg | + |DC |) + s =
`(2∆ + 1) + s edges. It follows that
`(2∆ + 1) + s ≥ OP Tmed (G0 )
c + 2∆ + 1
>
(`(2∆ + 1) + max).
2∆ + 2
Since
(c + 2∆ + 1)(`(2∆ + 1) + max) −
(2∆ + 2)(`(2∆ + 1) + c · max)
= (2∆ + 1)(1 − c)(max − `)
≥ 0,
(the inequality holds by max ≥ ` and c ≤ 1), we have
`(2∆ + 1) + s > `(2∆ + 1) + c · max, which contradicts
OP Tvc (G) ≤ c · max.

By this lemma, we can show the following hardness
of approximation by the above reduction:
Theorem 8 Let c(∆) be a lower bound of the approximation factor for MinVC(∆), that is, there is no polynomial time approximation algorithm with any constant factor better than c(∆) unless P = N P. Then,
there is no polynomial time approximation algorithm
for
with any constant factor better than c(∆)+2∆+1
2∆+2
k-MaxED unless P = N P.

By setting ∆ = 3 and c(∆) ≤ 162/163, the following inapproximability for the bounded degree case of
k-MaxED can be obtained:
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Corollary 9 There is no polynomial time approximation algorithm with any constant factor better than
1303/1304 for k-MaxED even if the maximum degree
of an input graph is at most 7, unless P = N P. 
5

Approximability of k-MaxED

In this section, we present an approximation algorithm for k-MaxED that works in the case when k is at
most the size of minimum edge dominating set, which
is a natural setting for considering k-MaxED. The approximation factor of the algorithm is 3/4 = 0.75,
which improves the usual one, (1 − 1/e) ≤ 0.6322.
Our algorithm is based on a technique called pipage
rounding, which is proposed for an LP-relaxation algorithm of MaxCP by Ageev and Sviridenko [AS04].
Here we give a short introduction of the pipage
rounding. Suppose that the target problem is formulated as an n-dimensional binary mathematical programming in two ways; the two mathematical programming formulations have the same constraints and
different objective functions. The pipage rounding is
a rounding scheme that well utilizes the two objective functions F (x) and L(x). The values of F (x) and
L(x) should coincide at each binary point. L(x) gives
a relaxed optimal solution in the sense that a relaxed
version (typically, an LP-relaxation) of the mathematical programming with objective function L(x)
should be solved efficiently (i.e., in polynomial time),
and F (x) gives a criteria for good rounding. F (x) and
L(x) need to satisfy mainly two properties. (A) One
is that, for some c > 0, F (x) ≥ cL(x) holds for any
x ∈ [0, 1]n , which is used for giving an approximation
ratio. (B) The other is a certain convexity (monotonicity) of F (x); based on this, we can sequentially
round a fractional (optimal) solution of the mathematical programming of L(x) so that F (x) value of
the resulting solutions monotonically increases.
The algorithm works as follows: First, we solve
a relaxed version of the mathematical programming
with objective function L(x) in polynomial time. We
obtain a fractional optimal solution x∗ whose value is
L(x∗ ). We then round the fractional solution into
a binary solution based on the function values of
F (x). By the convexity (monotonicity), the resulting binary solution x0 satisfies that F (x0 ) ≥ F (x∗ ) ≥
cL(x∗ ). This implies that the algorithm is a polynomial time c-approximation algorithm. For more detail, see [AS04].
Now we design an approximation algorithm based
on the pipage rounding, but the domain of the rounding is different from the ordinary one. In the ordinary
one, the domain in which both (A) and (B) hold is
all x ∈ [0, 1]n , whereas the domain of our algorithm
is more restricted. We formulate k-MaxED as the following binary program:
max

F (x)
X
xe = k

subject to

(1)
(2)

e∈E

xe ∈ {0, 1}, e ∈ E,
(3)
Q
where F (x) =
e=(u,v)∈E we (1 −
i∈N (u) (1 −
Q
x(u,i) ) i∈N (v) (1 − x(v,i) )). By considering xe = 1
if e ∈ DE and xe = 0 otherwise, it is easy to see
that the optimal solutions of the problem defined by
(1) - (3) correspond to the optimal sets of k-MaxED.
Also, we consider another formulation of k-MaxED
by adopting
the objective function
L(x), where
P
P
L(x) =
w
×
min{1,
e=(u,v)∈E e
(u,i)∈N (u) x(u,i) +
P
(v,i)∈N (u) x(v,i) − x(u,v) }. It is also easy to see that
P

the optimal solutions of the problem defined by objective function L(x) and constraints (2) and (3) correspond to the optimal sets of k-MaxED.
Here, we consider the case when k is at most the
size of the minimum edge dominating set, which is
equal to the minimal maximal matching. This implies that the optimal sets of k-MaxED forms matchings, otherwise we can increase the value of solutions.
Thus even if we add the following constraint (4), the
optimal solutions still correspond to the optimal sets
of k-MaxED:
xe xe0 = 0,

∀v ∈ V, ∀e, e0 ∈ Γ(v),

(4)

where Γ(v) = {(u, v) | u ∈ N (v)}, i.e., the set of
edges connected to vertex v. We call this constraint
(4) matching constraint.
Here we consider the mathematical programming
that maximizes L(x) under (2), (4) and a relaxed (3),
i.e., xe ∈ [0, 1] for e ∈ E. This relaxed problem,
say, (RP) is not a linear programming due to (4).
Instead, (RP) can be transformed into a semidefinite
programming, which can be solved within an additive
error of ε in polynomial time, for a given any ε > 0
(ε is a part of the input, so the running time dependence on ε is polynomial in log 1/ε). This can be done
through the ellipsoid algorithm [GLS88]. Here is an
SDP-formulation of the problem (SDP).
max
subject to

def

L0 (x) =
X

X

we

e∈E

ze · y0 + 1
2

ye · y0 = 2k − m,

e∈E

ze · y0 ≤

X

(5)
(6)

ye0 · y0 ,

e0 ∈Γ(i)∪Γ(j)

∀e = (i, j) ∈ E (7)
(ye + y0 ) · (ye0 + y0 ) = 0,
(8)
ye , ze ∈ B,
∀e ∈ E
(9)
y0 ∈ B,
(10)
where B is the unit sphere in R2m+1 , that is, B =
{y ∈ R2m+1 | ||y||2 = 1}. Namely, ye ’s and ze ’s are
unit vectors in the R2m+1 space. In (SDP) and (RP),
(6) and (4) correspond to (2) and (8), respectively.
Note that ze in (7) (and (5)) is introduced to represent
min in L(x). After solving (SDP) in polynomial time,
we obtain an optimal solution y ∗ . Then it is easy to
see that we can obtain an optimal solution x∗ of (RP)
by setting
1 + ye∗ · y0∗
.
xe =
2
Due to the matching constraint, in an optimal solution x∗ = (x∗1 , x∗2 , . . . , x∗m ) of (RP), E ∗ = {e | x∗e > 0}
forms a matching of G.
We now show that the functions F (x) and L(x)
satisfy properties (A’): there exists c > 0 such that
F (x) ≥ cL(x) for each x = (x1 , x2 , . . . , xm ) ∈ [0, 1]E
satisfying that {e | xe > 0} is a matching of G,
and (B): the function φ(ε, x, i, j) = F (x1 , . . . , xi +
ε, . . . , xj − ε, . . . , xn ) is convex with respect to ε ∈
[− min{xi , 1 − xj }, min{1 − xi , xj }] for each pair of
indices i and j and each x ∈ [0, 1]E .
We first show that property (A) holds with c =
3/4. We consider F (x) and L(x) of x satisfying that
{e | xe > 0} is a matching of G. If xe = x(u,v) > 0,
the corresponding term in F (x) is
Y
Y
we × (1 −
(1 − x(u,i) )
(1 − x(v,i) )) = we xe ,
i∈N (u)

i∈N (v)
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and the corresponding term in L(x) is
X
X
we × min{1,
x(u,i) +
x(v,i) − x(u,v) }
(u,i)∈N (u)

(v,i)∈N (u)

= we xe .
Otherwise, (i.e., xe = x(u,v) = 0), edge e is dominated
by at most two edges, say, x(u,p) and x(v,q) . Then the
corresponding term in F (x) is
Y
Y
we × (1 −
(1 − x(u,i) )
(1 − x(v,i) ))
i∈N (u)

i∈N (v)

= we (1 − (1 − x(u,p) )(1 − x(v,q) )),
and the corresponding term in L(x) is
X
X
we × min{1,
x(u,i) +
x(v,i) − x(u,v) }
(u,i)∈N (u)

(v,i)∈N (u)

= we × min{1, (x(u,p) + x(v,q) )}.
Since it is known that the following inequality
1−

r
Y

(1 − yi ) ≥ (1 − (1 − 1/r)r ) min{1,

i

r
X

yi },

i=1

is valid for all 0 ≤ yi ≤ 1, i = 1, . . . , r (for the proof,
see [GW94]), F (x) ≥ (1 − (1 − 1/2)2 )L(x) = 3/4L(x)
holds for any x satisfying that {e | xe > 0} is a matching of G.
It is easy to see that property (B) holds, because
φ(ε, x, i, j) is a quadratic polynomial in ε, which is
convex.
By these, the concrete algorithm is described as
follows:
Algorithm Pipage k-MaxED
Step 1. Solve (RP) in polynomial time, and let x∗
be the optimal solution. Let x := x∗ .
Step 2. If x is a binary vector, output x as x0 , and
exit.
Step 3. Find two different components xi and xj
that are strictly larger than 0 and smaller than
1.
Step 4. If φ(min{1 − xi , xj }, x, i, j) ≥ F (x), then
let ε = min{1 − xi , xj }, otherwise let ε =
− min{xi , 1 − xj }. Let x := (x1 , . . . , xi +
ε, . . . , xj − ε, . . . , xn ). Goto Step 2.
Note that in Step 3, such components xi and xj
are always found due to constraint (2). Also, in
Step 4, either φ(min{1 − xi , xj }, x, i, j) ≥ F (x) or
φ(− min{xi , 1 − xj }, x, i, j) ≥ F (x) holds by property
(B). The above Steps 3 and 4 are called “pipage”
steps. Since the number of non-binary components
decreases at least by one, the pipage steps are iterated
at most n times, and the obtained solution x0 satisfies
F (x0 ) ≥ 3/4L(x∗ ), which implies that the algorithm
is a polynomial time 3/4-approximation algorithm.
Theorem 10 k-MaxED has a polynomial time 3/4approximation algorithm if k is at most the size of the
minimum edge dominating set.
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Abstract
Random walk is a powerful tool, not only for modeling, but also for practical use such as the Internet crawlers. Standard random walks on graphs have
been well studied; It is well-known that both hitting time and cover time of a standard random walk
are bounded by O(n3 ) for any graph with n vertices,
besides the bound is tight for some graphs. Ikeda
et al. (2003) provided “β-random walk,” which realizes O(n2 ) hitting time and O(n2 log n) cover times for
any graph, thus it archives, in a sense, “n-times improvement” compared to the standard random walk.
This paper is concerned with optimizations of hitting and cover times, by drawing a comparison between the standard random walk and the fastest random walk. We show for any tree that the hitting
time
√
of the standard random walk is at most O( n)-times
longer than one of the fastest random walk. Similarly, the cover
√ time of the standard random walk
is at most O( n log n)-times longer than the fastest
one, for any tree. We also show that our bound for
the hitting time is tight by giving
examples, while we
√
only give a lower bound Ω( n/ log n) for the cover
time.
Keywords: Random walk, Markov chain, Hitting
time, Cover time.
1
1.1

Introduction
Standard random walk

Given a ﬁnite undirected and connected graph G =
(V, E) the transition probability matrix P0 of the
standard random walk is deﬁned by, for u, v ∈ V ,
{ 1
v ∈ N (u),
puv = deg(u)
0
otherwise,
where N (u) and deg(u) are the set of vertices adjacent
to vertex u and the degree of u respectively.
For a random walk on G with a transition probability P in general, let HG (P ; u, v) denote the hitting
time from u ∈ V to v, that is the expected number of transitions necessary for random walk starting
from u to reach v for the ﬁrst time under P , and let
HG (P ) denote the hitting time of G, that is deﬁned
by HG (P ) = maxu,v∈V HG (P ; u, v). The cover time
CG (P ; u) from u is the expected number of transitions

Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia, January 2011.
Conferences in Research and Practice in Information Technology (CRPIT), Vol. 119, Alex Potanin and Taso Viglas, Ed.
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necessary for random walk starting from u to visit all
vertices in V under P , and the cover time CG (P ) of
G is deﬁned as CG (P ) = maxu∈V CG (P ; u).
Let n = |V | and m = |E|. Then the cover time
of the standard random walk of any graph G with n
vertices and m edges holds CG (P0 ) ≤ 2m(n − 1) (leliunas et al., 1979; Aldous, 1983), whose results were
later reﬁned by Feige (1995) as
(1 − p(1))n log n ≤ CG (P0 ) ≤ (1 + o(1))

4 3
n .
27

There is a graph L (called a Lollipop) such that
HL (P0 ) = (1 − o(1))

4 3
n ,
27

and CL (P0 ) ≥ HL (P0 ), and thus both the hitting
and the cover times of standard random walks are
Θ(n3 ) (Gilks et al., 1995).
1.2

Related work

Ikeda et al. (2003) proposed a random walk with a
transition probability matrix P1 = (puv )u,v∈V deﬁned
by
{
−1/2
∑ deg(u)
u ∈ N (u),
−1/2
w∈N (u) deg(w)
puv =
0
otherwise.
for any u, v ∈ V , and showed for any graph G with
order n that the hitting and the cover times of the
random walk are bounded by O(n2 ) and O(n2 log n),
respectively. In addition, they proved that the hitting and the cover times of any random walk on path
graph are bounded by Ω(n2 ). It should be noted that
the above random walk is deﬁned only by using local
degree information.
When we are allowed to use (global) information
on G to deﬁne a transition probability, instead of local
degree information, we may obtain a faster random
walk. In fact, it is easy to see that, for any graph G,
there exists a random walk whose cover time is O(n2 ),
by considering a random walk on its spanning tree.
It remains to be seen if there exists a random walk
using “local information” only, such that its cover
time is O(n2 ) for any graph. (Ikeda et al., 2003)
1.3

Results

Our motivation is an optimization of the hitting and
the cover times of random walks on graphs by designing a transition probability matrix. Generally, there
is a graph which has n-times faster random walk than
the standard random walk. For example, The hitting and the cover times of β-random walk on lollipop
graph where β = 1/2 are both Θ(n2 ) while ones of the
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standard random walk are Θ(n3 ). On the other hand,
the standard random walk is the fastest one on some
graphs(e.g., path graph). In this paper, we consider
that the optimization of random walks on trees.
In Section 2, we give the deﬁnition of random walk
on graph and present some early studies. In Section 3,
we show that for any random walk on any tree, the
cover is bounded by Ω(n log n). Then, we investigate the ratio between the standard random walk and
the optimal random walk of the hitting and the cover
times. Let P ∗ be a transition probability matrix of
which the hitting or the cover time becomes miniHG (P0 )
CG (P0 )
mum. For any tree T , the ratio of H
and C
∗
∗
G (P )
G (P )
has smaller upper bound than n. In Section 4, we
√
HT (P0 )
show H
= O( n), which is tight. In Section 5,
∗
T (P )
√
CT (P0 )
= O( n log n) using the results in
we show C
∗
T (P )
Section 3 and 4.
2

Preliminaries

Suppose a graph G = (V, E) is ﬁnite, undirected, simple and connected with the order n = |V | and the size
m = |E|. Let l be a diameter of G. For u ∈ V , let
N (u) = {v | (u, v) ∈ E} and deg(u) = |N (u)| be the
set of vertices adjacent to a vertex u ∈ V and the
degree of u, respectively.
We say P = (puv )u,v∈V is a transition probability
matrix of a random walk on G∑if puv > 0 for (u, v) ∈
E, puv = 0 for (u, v) ∈
/ E and v∈V puv = 1.
Assume that each undirected edge e = (u, v) has
a weight wuv . We can obtain a weighted walk whose
transition probability is deﬁned by
wuv
puv = ∑
.
v 0 ∈N (u) wuv 0

Theorem 4 For any G and P ,
CG (P ) ≥ min HG (P ; u, v) · h(n − 1),
u,v∈V

CG (P ) ≤ max HG (P ; u, v) · h(n − 1),
u,v∈V

holds, where h(n) is the
harmonic number, which
∑n-th
n
is deﬁned by h(n) = i=1 1i , that is h(n) is almost
ln n.
3

Lower bounds of cover times on trees

In this section, we prove that for any tree with n
vertices and for any transition probability matrix, the
cover time of a random walk is Ω(n log n), which we
will use in Section 5 to derive an upper bound of
CG (P0 )
CG (P ∗ ) . First, we show that the tight lower bound of
the cover time of a random walk on the star graph is
n · h(n) ≈ n log n. Then, we show that the cover time
of the fastest random walk on an arbitrarily ﬁxed tree
with n vertices is not less than the cover time of the
fastest random walk on the star graph with n vertices.
3.1

Lower bound on the cover time of a star

A star graph is a tree whose diameter is 2. Let
a star graph with n vertices be denoted by Sn =
({u1 , · · · , un }, {(u1 , ui ) | i = 2, · · · , n}), in which
n−1 vertices are connected to a vertex u1 as pendantvertices. We ﬁrst show that for any random walk on
Sn , the cover time is Ω(n log n).

If all weights are 1, the weighted walk is the standard
random walk.
We assume that each edge (u, v) ∈ E is a resistance
whose value is ruv = 1/wuv . For any u, v, let Ruv be
the eﬀective resistance between u and v. Let w =
∑
(u,v)∈E wuv .
Theorem 1 (Chandora et al., 1997) Arbitrarily
given weighted graph G, if a transition probability matrix P is defined by the edge weight, then
HG (P ; u, v) + HG (P ; u, v) = 2wRuv for any u, v ∈ V .
Any irreducible random walk on tree is represented
as a weighted walk. From Theorem 1, we obtain the
following.
Proposition 2 Assume that the shortest path from
u to v is u = v1 , v2 , · · · , vk = v. For any u, v on a
tree T ,
HT (P ; u, v) + HT (P ; v, u) = 2w

k−1
∑
i=1

1
.
wvi ,vi+1

Proof. Since T is a tree, Ruv depends only on the sum
of the edge resistance on a unique path from u to v.
∑k−1
1
Therefore Ruv = i=1 wv ,v
.

i

i+1

Theorem 3 l(n − 1) ≤ HT (P0 ) ≤ 2l(n − 1).
Proof. In the standard random walk, all of the edge
weights are 1. Thus HT (P0 ; u, v) + HT (P0 ; v, u) ≤
2l(n − 1). For any u, v ∈ V , and the equality
holds when u and v deﬁnes the diameter l. Thus
max{HT (P0 ; u, v), HT (P0 ; v, u)} ≤ l(n − 1) for u, v
with the distance l. HT (P0 ) ≤ 2l(n − 1) is clear. 
The following Matthew’s theorem (Ikeda et al.,
2003; Matthews, 1988) is known, which bounds the
cover time by the hitting time.
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Figure 1: Star graph

Figure 2: A graph with
two pendant-vertices

To prove this, we consider transition probabilities between vertex v0 and two pendant-vertices v1 , v2
connected to v0 in a general setting. Let G = (V, E)
be a graph that has two pendant-vertices v1 and v2 .
These pendant-vertices are both connected to vertex
v0 . Let P be a transition probability matrix of a
random walk on G, and p1 and p2 denote the transition probabilities from v0 to v1 and from v0 to v2 ,
respectively. Fix the probabilities in P other than p1
and p2 , and we consider another transition probability P (q1 , q2 ) in which p1 and p2 are replaced by q1
and q2 satisfying that 0 ≤ q1 ≤ 1, 0 ≤ q2 ≤ 1 and
q1 + q2 = p1 + p2 .
Lemma 5 The cover time CG (P (q1 , q2 )) is minimized by q1 , q2 satisfying that q1 = q2 .
Proof. Let V 0 = V \ {v1 , v2 }, and let pi be the transition probability from v0 to wi ∈ {N (v0 ) ∩ V 0 } for
i = 3, · · · deg(v0 ).
The hitting times from v0 to pendant-vertices v1
and v2 are represented as follows:
1
(1 + q2 + H̃),
q1
1
HG (P (q1 , q2 ); v0 , v2 ) = (1 + q1 + H̃),
q2

HG (P (q1 , q2 ); v0 , v1 ) =

(1)
(2)

def

∑deg(v0 )
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where H̃ =
pi HG (P (q1 , q2 ); wi , v0 ) and pi
i=3
denotes the transition probability of P from v0 to wi .
We consider the following two cases:
(i) Starting at u ∈ V 0
Hitting times between two vertices other than v1 and
v2 do not depend on q1 and q2 . This implies that the
expected number of transitions of the token to visit
all vertices other than v1 and v2 is ﬁxed. Thus, the
cover time is minimized when the expected number
of transitions for the token to visit both v1 and v2
achieves the minimum. Let C 0 denote the expected
number of transitions when the token starting from
v0 takes to visit v1 and v2 . We consider three cases on
covering process of v1 and v2 . First, if the token visits
v1 with probability q1 in the ﬁrst step, then it visits
v2 with 1 + H(v0 , v2 ) expected steps. Second, if the
token visits v2 with probability q2 in the ﬁrst step,
then it visits v1 with 1 + H(v0 , v2 ) expected steps.
Finally, for i = 3, . . . , deg(v0 ), if the token visits wi
with probability pi in the ﬁrst step and return v0 with
H(wi , v0 ) expected steps, then it visits v1 and v2 with
C 0 expected steps. Therefore C 0 is represented by
C 0 = q1 (2 + H(v0 , v2 )) + q2 (2 + H(v0 , v1 ))
∑

deg(v0 )

+

pi (1 + H(wi , v0 ) + C 0 )

i=3

(q12 + q22 )(1 + H̃) + q13 + q23
p̃ + H̃
+
, (3)
(1 − p̃)q1 q2
1 − p̃
def ∑deg(v0 )
pi . In the following, we consider
where p̃ =
i=3
to ﬁnd q1 and q2 minimizing C 0 , meaning that the
cover time C(P (q1 , q2 ); u) is minimum. Since q1 +q2 =
1 − p̃ by the deﬁnition of p̃, we have
=2+

Theorem 7 The cover time of the standard random
walk on star graph Sn is 2n · h(n − 1), where h(i) is
the i-th harmonic number.
Corollary 8 For any random walk of transition
probability matrix P on star graph Sn with n vertices,
CSn (P ) = Ω(n log n).
3.2

Comparison of cover times on trees

As mentioned at the beginning of Section 3, we will
show in this subsection that Sn is the graph that has
the fastest cover time random walk among the trees
of n vertices. To this end, we ﬁrst present a way to
“compare” two graphs having a similar structure.
Let us consider two graphs GA = (V, EA ) and
GB = (V, EB ), which have almost the same structure described as follows. Suppose that GA and GB
have a common maximal induced sub graph, say G0 =
(V0 , E0 ). Both the induced sub graphs of GA and GB
on V \V0 ∪{x} are isomorphic and form the star graph
Sk+1 = ({v1 , . . . , vk+1 }, {(v1 , vi ) | i = 1, . . . , k + 1}).
Only the diﬀerence is that x = vk+1 in GA but x = v1
in GB . Here we rename the stars of GA and GB as
follows:
SA = ({y, z1 , · · · , zk }, {(y, x)} ∪ {(y, zi ) | i = 1, . . . , k}),
SB = ({y, z1 , . . . , zk }, {(y, x)} ∪ {(x, zi ) | i = 1, . . . , k}).
Lemma 9 For any transition probability matrix P
for GA and u ∈ V0 , there is a transition probability
matrix P 0 for GB such that CGA (P ; u) ≥ CGB (P 0 ; u).

q12 + q22 = (q1 + q2 )2 − 2q1 q2 = (1 − p̃)2 − 2q1 q2 ,
q13 + q23 = (1 − p̃)((1 − p̃)2 − 3q1 q2 ).
Since p̃ is ﬁxed, Equation (3) is minimized when q1 q2
takes the maximum, i.e., q1 = q2 .
(ii) Starting at u ∈ {v1 , v2 }
We
abbreviate
H(P (q1 , q2 ); v0 , v1 )
and
H(P (q1 , q2 ); v0 , v2 ) to H(v0 , v1 ) and H(v0 , v2 ),
respectively.
The cover time C(P (q1 , q2 ; u)) is
minimized when max{H(v0 , v1 ), H(v0 , v2 )} takes the
minimum. Let qm be max{q1 , q2 }, then
max{H(v0 , v1 ), H(v0 , v2 )} =

1 + qm + H̃
1 − p̃ − qm

(4)

holds. Equation (4) is minimized when qm takes the
minimum, that is q1 = q2 .

Lemma 5 can be generalized to the case in which
v0 is connected with k pendant-vertices for any positive integer k ≥ 2. Let G = (V, E) be a graph that
has k pendant-vertices v1 , · · · , vk , and all of these
pendant-vertices are connected to vertex v0 . Given
a transition probability matrix P on G, we can deﬁne P (q1 , q2 , . . . , qk ) similarly to P (q1 , q2 ), that is,
P (q1 , q2 , . . . , qk ) is the transition probability matrix
obtained from P by replacing the transition probabilities from v0 to vi in P with a variable qi . Then we
have the following.
Lemma 6 The cover time CG (P (q1 , q2 , . . . , k)) is
minimized at q1 = · · · = qk .
By applying Lemma 6 to a star graph, we can see
that the standard random walk is the fastest random
walk for star graph in terms of the cover time. Since
the cover time of the standard random walk on the
star graph can be evaluated as the coupon collector
problem, we obtain the following:

Figure 3: GA

Figure 4: GB

Proof. In order to show the lemma, it is suﬃcient
(A)
to consider the case when P = (puv )u,v∈V on GA
gives the minimum cover time. Thus we assume that
transition probabilities in P to pendant-vertices are
(A)
(A)
uniform by Lemma 6. Let pxy = p, pyx = q, for
simplicity.
(A)
(A)
p(A)
yz1 = pyz2 = · · · = pyzk =

1−q
.
k

For this P , we construct P 0 = (puv )u,v∈V as follows:
(B)

p(B)
uv

 (A)
puv


 (A)
γp
xv
=
0

p
/(k
+ 1)


1

u, v ∈ V0 \ {x},
u = x, and v ∈ V0 ,
u = x, and v ∈ {y, z1 , . . . , zk },
v = x, and u ∈ {y, z1 , . . . , zk },

where p0 and 0 ≤ γ ≤ 1 are tuned later.
From now on, we show that there exists P 0 satisfying that
CGA (P ; u) ≥ CGB (P 0 ; u)
with tuned P 0 and γ.
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For GA and P , let ρ be the expected number of
steps that it takes for the token starting from x to
visit a vertex in V0 \ {x}. Then we have
ρ=

2p
.
q(1 − p)

(5)

Similarly, we deﬁne ρ0 for GB and P 0 , then P 0 satisﬁes
that
2p0
.
(6)
ρ0 =
1 − p0
Since G0 and its transition probability are common
for (GA , P ) and (GB , P 0 ), it suﬃces to show ρ ≥ ρ0
for the claim. Let s be the expected number of times
that the token visits x to cover the vertices in V \ V0
in GA and P . We can see that
sρ =

2k · h(k) 2
+ ,
1−q
q

= 2 (k · h(k) + 1) + 2

(

q · k · h(k) 1 − q
+
1−q
q

.

sρ0 = 2(k + 1) · h(k + 1),
(
)
1
,
= 2(k + 1) h(k) +
k+1
= 2(k · h(k) + 1) + 2h(k),
0

q·k
1−q

√

n − 1, then

√
HT (P0 )
2l(n − 1)
≤
≤2 n−1
HT (P ∗ )
l2
holds, since √
HT (P ∗ ) ≥ l2 .
(ii)If l < n − 1, then
√
HT (P0 )
2l(n − 1)
≤
<
2
n−1
HT (P ∗ )
n−1
holds, since HT (P ∗ ) ≥ n − 1.
√
HT (P0 )
In both cases, H
≤ 2 n − 1 holds.

∗
T (P )
In the rest of this section, we show a tight example
of speeding up of the hitting
√ time. That is a broom
graph whose diameter is Θ( n).
Definition 14 A broom graph Bk,l = (V, E) is defined by V = VT ∪ VS and E = ET ∪ ES , where

)

For this s, we can set p0 and γ such that

Then this implies that ρ ≥ ρ0 ; If

Proof. (i)If l ≥

VT
VS
ET
ES

= {vi | 1 ≤ i ≤ l + 1},
= {uj | 1 ≤ j ≤ k},
= {(vi , vi+1 ) | 1 ≤ i < l},
= {(vl+1 , uj ) | 1 ≤ j ≤ k}.

Figure 5 is example of broom graph B3,3 .

≥ 1, clearly

ρ > ρ . On the other hand, if
< 1, also ρ > ρ0 ,
1−q
since k < q and h(k) < k. Thus we have CGA (P ) ≥
CGB (P 0 ).

q·k
1−q

Figure 5: Broom graph B3,3

By applying Lemma 9 to a tree T repeatedly, we
obtain the following theorem and corollary.
Theorem 10 For any tree T with n vertices and
any transition probability matrix P on T , CT (P ) ≥
CSn (P0 ) holds, where P0 is the transition probability
matrix of the standard random walk on Sn .
Corollary 11 The cover time of any random walk
for any tree is Ω(n log n).
4

Limitation of speeding up on hitting time

In this section, we show for any tree T that the ratio
of the hitting time of standard random walk HT (P0 )
and optimal
hitting time HT (P ∗ ) is upper bounded
√
by O( n).
To begin with, we show the following:
Lemma 12 For any tree T and transition matrix P ,
HT (P ) ≥ max{n − 1, l2 }.
Proof. Without loss of generality we may assume w =
n − 1. Then, there exists an edge whose weight is at
most one since the number of edges is n−1. Therefore,
maximum resistance Rmax is at least one. Hence, we
obtain HT (P ) ≥ n − 1 from Proposition 2.
Since the diameter is l, it is clear that HT (P ) ≥ l2 .
These inequalities are satisﬁed coincidentally. The
hitting time is at least max{n − 1, l2 }.

Theorem 13 For any tree T ,

√
HT (P0 )
≤ 2 n − 1.
∗
HT (P )

Proposition
15 For a broom graph Bk,l with l =
√
n − 1, k = n − l − 1, there exist√a random walk P1
such that HBk,l (P0 )/HBk,l (P1 ) ≥ n − 1/8.
Proof. We deﬁne edge weights of Bk,l by
{
1 + k e ∈ ET ,
we = 1 2l
e ∈ ES ,
2
then the total weight w is n − 1. At that time, Rmax
is Ru1 vl+1 + max{Rv1 vl+1 , Ru2 vl+1 }. Now,
Ru1 ul+1 =

l
1+

k
2l

and Ru1 vl+1 = Ru2 vl+1 = · · · = Ruk vl+1 = 2, respectively.
√
Now set l = n − 1, then Rmax = 4 since
Rv0 ul+1 =

2(n − 1)
√
< 2 = Ru2 vl+1 .
n−1+ n−1

From Proposition 2, H(P 0 ) ≤ 2wRmax ≤ 8(n − 1).
From Theorem 3, H(P0 ) ≥ (n−1)1.5 . Thus, we obtain
that
√
H(P0 )
(n − 1)1.5
n−1
≥
=
.
H(P1 )
8(n − 1)
8
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5

Limitation of speeding up on cover time

In this section, we provide that for any tree T , the ratio of the cover time of standard random walk CT (P0 )
and√optimal cover time CT (P ∗ ) is upper bounded by
O( n).
Lemma 16
(1) CT (P0 ) ≤ min{2(n − 1)2 , 2l(n − 1) log(n − 1)}.
(2) CT (P ∗ ) ≥ max{l2 , 2(n − 1) log(n − 1))}.
Proof. (1). For any graph, the cover time of a standard random walk is upper bounded by 2m(n −
1) (leliunas et al., 1979; Aldous, 1983). Since a tree
has just n−1 edges, the cover time is at most 2(n−1)2 .
On the other hand, Theorems 3 and 4 indicate that
2l(n − 1) log(n − 1) is an upper bound of the cover
time of the standard random walk.
(2) Since the hitting time can be a lower bound
of the cover time clearly, Lemma 12 gives a lower
bound max{n − 1, l2 } of the cover times. On the
other hand, Theorem 10 gives another lower bound
CS (P0 ) = 2(n − 1) log(n − 1) of the cover time of any
random walk on any tree.

Theorem 17 For any tree T ,
√
CT (P0 )
≤ 2(n − 1) log(n − 1).
∗
CT (P )
Proof. From Lemma 16,

holds.
(i) If 2l log(n − 1) ≤ n − 1 and 2(n − 1) log(n − 1) ≤
l2 , then
CT (P0 )
2l(n − 1) log(n − 1)
≤
,
CT (P )
l2
√
≤ 2(n − 1) log(n − 1),
holds.
(ii) If 2l log(n−1) ≤ n−1 and 2(n−1) log(n−1) >
l2 , then
CT (P0 )
2l(n − 1) log(n − 1)
≤
,
CT (P )
2(n − 1) log(n − 1)
√
< 2(n − 1) log(n − 1),
holds.
(iii) If 2l log(n−1) > n−1 and 2(n−1) log(n−1) ≤
l2 , then
CT (P0 )
2(n − 1)2
≤
,
CT (P )
l2
(7)

holds. In case√that n is large enough, Equation (7) is
smaller than 2(n − 1) log(n − 1).
(iv) If 2l log(n−1) > n−1 and 2(n−1) log(n−1) >
l2 , then
n − 1 < 2l log(n − 1),
√
< n − 1(2 log(n − 1))1.5 ,
holds. This inequality implies that n − 1 ≤ log (n −
1). Hence case (iv) does not appear when n is large
enough.
√
CT (P0 )
Therefore, C
≤ 2(n − 1) log(n − 1) in all
∗
T (P )
cases.

3

Conclusion

In this paper, we investigated speeding up random
walk on trees. We ﬁrst proved that for any tree with n
vertices and for any transition probability matrix, the
cover time is Ω(n log n). Then, we presented the hitting and the cover time ratio of √
standard random
√ walk
to optimal random walk is O( n) and O( n log n),
respectively. In particular, the ratio of hitting time
is tight. Whether that the standard random walk is
slow or fast, bad or good depends on the intended
use.
There still remains some problems. The tight case
of the cover time is not found. We would like to design
better random walks than the standard random
walk
√
whose ratio compered
to
optimum
are
o(
n)
for
the
√
hitting time and o( n log n) for the cover time. An
extension of arguments to more generally graph is a
future work. It is open if there always exists a fastest
walk for hitting time which is also fastest for cover
time, and vice versa.
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Abstract
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a firefighter may be placed on a vulnerable vertex to protect it. At each subsequent time step the fire also spreads
to all vulnerable vertices that are adjacent to a burning vertex. At some time, when the fire can no longer spread, the
process ends and all the vertices which are not on fire are
considered to be saved.
The firefighter problem was first considered by Hartnell (Hartnell 1995). The objective was to determine a
deployment of firefighters which maximizes the sum of
weights of saved vertices. Later, several other variants of
the firefighter problem have also been studied.
Anshelevich et al. (Anshelevich et al. 2009) generalized the classical firefighter problem to include the possibility of placing up to B firefighters at a single time step.
They also considered the dual problem where the objective
is to minimize the budget constraint B in order to save a
given set of nodes T ⊆ V . Furthermore, they also introduced the so called spreading model (Anshelevich et
al. 2009) for the firefighter problem and its dual. In the
spreading model, if a node u is protected and v is a vulnerable neighbor of u at time step t, then at the next time
step t + 1, the node v also becomes protected. Note that in
this model a firefighter prevails over possible neighboring
nodes on fire and the adjacent vulnerable node is protected
in the subsequent step.
The introduction of the spreading model stems from
the fact that the firefighter problem can also model a diffusive process, such as an infection, which spreads through
a network. The objective is to stop this infection by using
targeted vaccinations (see e.g. (Anshelevich et al. 2009)).
Hence, the firefighting problem in the spreading model is
highly relevant to health care efficiency.

1

1.1 Related work

The firefighter problem models the situation where an infection, a computer virus, an idea or fire etc. is spreading
through a network and the goal is to save as many as possible nodes of the network through targeted vaccinations.
The number of nodes that can be vaccinated at a single
time-step is typically one, or more generally O(1). In a
non-standard model, the so called spreading model, the
vaccinations also spread in contrast to the standard model.
Our main results are concerned with general graphs in
the spreading model.
√
We provide a very simple exact 2O( n log n) -time algorithm. In the special case of trees, where the standard and
spreading model are equivalent, our algorithm is substantially simpler than that exact subexponential algorithm for
trees presented in (Cai et al. 2008). On the other hand,
we show that the firefighter problem on weighted directed
graphs in the spreading model cannot be approximated
within a constant factor better than 1 − 1/e unless NP ⊆
DTIME(nO(log log n) ).
We also present several results in the standard model.
We provide approximation algorithms for planar graphs
in case when at least two vaccinations can be performed
at a time-step. We also derive trade-offs between approximation factors for polynomial-time solutions and the time
complexity of exact or nearly exact solutions for instances
of the firefighter problem for the so called directed layered
graphs.

Introduction

The firefighter problem has received significant attention
recently (Anshelevich et al. 2009, Cai et al. 2008, Finbow
et al. 2007, Hartnell 1995). We model the underlying network by a directed or undirected graph G = (V, E) with a
distinguished vertex s called the source node (or the root),
and nonnegative vertex weights. Each vertex v ∈ V is either on fire, protected, or vulnerable, where the latter implies that v is neither protected nor on fire. At time 0 a fire
breaks out at the source node, at each subsequent time step

⋆ Research supported in part by VR grant 621-2005-4806.
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The firefighter problem appeared to be NP-hard even when
restricted to trees (Finbow et al. 2007). It is hard to
approximate within nα in polynomial-time for general
undirected graphs, for any α < 1 while it admits an
(1−e−1 )-approximation in polynomial-time for trees (Cai
et al. 2008). The greedy heuristic on trees which places
a firefighter on a vulnerable vertex that saves the largest
number of vertices is known to achieve 21 -approximation
factor
(Hartnell & Li 2000). Even a subexponential,
√
2O( n log n) -time, exact algorithm has been designed for
trees on n vertices (Cai et al. 2008).
In the spreading model, the firefighter problem is much
more feasible. For general graphs it can be approximated
within 1 − e−1 in polynomial-time (Anshelevich et al.
2009).
2 Our contributions
To begin with, we observe that essentially all the known
approximability results for the firefighter problem on trees
(Cai et al. 2008, Hartnell & Li 2000) as well as those on
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general graphs in the spreading model (Anshelevich et al.
2009) immediately follow from the known corresponding
results for the so called maximum coverage problem with
groups (Chekuri & Kumar 2004).
Our main results are concerned with general graphs in
the spreading model.
√
We provide a very simple exact 2O( n log n) -time algorithm. In the special case of trees, where the standard and
spreading model are equivalent, our algorithm is substantially simpler than that exact subexponential algorithm for
trees presented in (Cai et al. 2008).
On the other hand, we show that the firefighter problem
on weighted directed graphs in the spreading model cannot be approximated within a constant factor better than
1 − 1/e unless NP ⊆ DTIME(nO(log log n) ).
We also present several results in the standard model.
Firstly, we obtain two approximation results in terms
of the degree of the source vertex for planar graphs, assuming that at least two firefighters can be placed in a single step.
Secondly, we derive two trade-offs between approximation factors for polynomial-time solutions and the time
complexity of exact or nearly exact solutions for instances
of the firefighter problem for the so called directed layered
graphs studied in (Anshelevich et al. 2009).
3

Preliminaries: A reduction to a variant of Maximum Coverage Problem

A restriction of the cardinality variant of the problem
of Maximum Coverage with Group Budgets (MCG)
has been defined in (Chekuri & Kumar 2004) as follows. There are given subsets S1 , S2 , ..., Sm of a ground
set X, disjoint subsets G1 , ..., Gl of {S1 , ..., Sm } called
groups and a positive integer k. The objective is to find
H ⊆ {S1 , ..., Sm } such that |H| ≤ k, |H ∩ Gi | ≤ 1 for
i = 1, ..., l and the number of elements in X covered by
sets in H is maximized.
Chekuri and Kumar proved the following fact in
(Chekuri & Kumar 2004).
Fact 1 The standard greedy heuristic for minimum set
cover (stopped when k sets are already included in the
cover) yields 21 approximation for the restriction of the
cardinality variant of MCG. This problem can be also approximated within 1 − e−1 by linear programming techniques.
Corollary 1 The firefighter problem with budget B on
trees as well as the firefighter problem with budget B for
general (directed or undirected) graphs in the spreading
model can be approximated within 1 − e−1 in polynomial
time. Also, the standard greedy heuristic that iterates picking a vertex that saves the largest number of not yet saved
vertices yields 12 approximation in both cases.
Proof: Given an instance of the firefighter problem with
budget B on trees, we define a corresponding instance of
the cardinality variant of MCG as follows.
We root the input tree T at the distinguished vertex and
for each other vertex v define Sv as the set of all descendants of v, including v, in the tree. Thus, the ground set is
the set of all vertices of T different from the source vertex,
and the family of sets consists of the aforementioned sets
Sv . We partition the family into groups by accounting into
the same group all sets Sv where v share the same level of
T . Finally, we set the parameter k to B.
Any feasible solutions to the resulting instance of
MCG which covers q vertices is in one-to-one correspondence with a placement of firefighters in T which saves q
vertices (place the firefighters on those v for which Sv are
in the set cover) and vice versa (account to the cover all
Sv where a firefighter is placed on v).
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This proves the corollary for the firefighter problem on
trees.
The proof for general (directed or undirected) graphs G
in the spreading model is analogous. It relies on the observation that the set of vertices saved by a placement of firefighters in the spreading model is a union of the sets saved
by single firefighter placements included in the placement.
Let d be the maximum distance of a vertex from the fire
source in the graph. For 1 ≤ r ≤ d, and each vertex v of
G, we define Svr as the set of all vertices of G that become
directly or indirectly saved if we place a firefighter on the
vertex v in the r-th step. Note that v is included into Svr
and this set can be easily computed in time polynomial
in the size of G. For each r, the sets Svr form a separate
group.

4 Firefighting in the spreading model
4.1 A subexponential-time algorithm
Our subexponential-time algorithm for general graphs in
the spreading model relies on the two following lemmata.
Lemma 1 After the j -th step, all vertices within distance
at most j from the source vertex in the spreading model
are either burnt or (directly or indirectly) saved.
Proof: Let v be a vertex at distance of j from the source.
If the fire has not reached v during the j steps then for any
shortest path from the source to v, there is a step 1 ≤ t ≤ j
at which the t + 1st vertex on the path has been directly or
indirectly saved. It follows from the assumed model that
v must be saved too.

√
Lemma 2 After the 2 n + 1-st
√ step in any optimal solution all vertices at distance of 2 n + 1 from the source are
saved.
Proof:
Suppose that there is a vertex v at distance of
√
2√n + 1 from the source that is not saved after the
2 n + 1-st step. It follows from Lemma 1 that it is burnt
after this√step. Thus, there must be a shortest path P of
n + 1 from the source to v that is totally burnt
length 2 √
after the 2 n + 1-st step.
√
On the other √
hand, among the n firefighters placed
during the first n steps, there exists at least√one, say
placed at t-th step that saves uniquely at most n of the
vertices in the optimal solution.
Now, if we move the firefighter placed in the t-th step
to the t + 1-st vertex
√ on P (counting
√ from the source) then
− t ≥ n + 1 new vertices and
we save at least 2 n + 1√
let to burn at most those n vertices previously uniquely
saved by this firefighter. We obtain a contradiction with
the optimality of the solution.

Corollary 2 Any optimal solution in the spreading model
for a graph with n vertices
and a distinguished source ver√
tex places at most 2 n + 1 firefighters.
√
Proof: By Lemma 2, directly√after the 2 n + 1-st step,
all the vertices at distance of 2 n + 1 from the source are
saved. Hence, the more remote vertices will be saved too.
This implies that that there is no need to place firefighters
in the next steps.

Now, we are ready to derive our main result in this
section.
Theorem 1 An optimal solution in the spreading model
for a graph with n vertices and√a distinguished
source ver√
tex can be found in time O(n2 n+3 ) = 2O( n log n) .
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Proof: By Corollary 2, it is√sufficient to enumerate all
valid placements of at most 2 n + 1 firefighters, for each
of them compute the number of saved vertices, and chose
the placement maximizing
the number of saved vertices.
√
There are O(n2 n+1 ) such placements and the computation of the number of saved vertices for a given placement
takes time O(n2 ).

4.2 A lower bound
The budgeted maximum coverage problem (BMC for
short) is as follows. For a budget k and a family S of
sets defined over a domain of n weighted elements, each
set having an associated cost, find a subset S ′ of S such
that the total cost of sets in S ′ does not exceed k and the
total weight of elements covered by S ′ is maximized.
Khuller et al. proved the following approximability
hardness result on BMC (Khuller et al. 1999).
Fact 2 The unit cost version of the budgeted maximum coverage problem cannot be approximated within
a constant factor better than 1 − 1/e unless NP ⊆
DTIME(nO(log log n) ).
Lemma 3 There is a polynomial-time many-one reduction φ of the unit cost version of the budgeted maximum
coverage problem to the firefighter problem on weighted
directed graphs in the spreading model such that for an instance I of the maximum coverage problem the maximum
number of the elements covered under budget k is equal
to the maximum weight of saved vertices in φ(I) minus 1
(or even equal in case all elements are covered).
Proof: Let S be the family of sets in I. Form a layered
directed graph G(I) with a distinguished source vertex s
as follows. In the bottom layer put vertices in one-to-one
correspondence with the elements in the domain. In the
next layer put vertices in one-to-one correspondence with
the sets in S. Direct from each of them edges to all vertices
in the bottom layer corresponding to elements covered by
the associated set in S. Now, connect the source s with
each of the vertices v on the next to the bottom layer by
a unique directed path of length k from s to v. Set the
weights of the vertices on the bottom level to one and the
weights of all remaining vertices to zero.
Consider a solution to I covering q elements with k
sets. Suppose first that it does not cover all elements.
Place a firefighter on each of the unique paths connecting
the source with a vertex on the next to the bottom level
corresponding to a set in the solution to I so no two firefighters are placed at the same distance from s and no firefighter is placed on s. Such a placement is possible since
vertices
the paths have length k and it saves q + k(k+1)
2
of total weight q. Finally, we can save one more vertex of
weight 1 corresponding to an uncovered element by placing a firefighter on it in the last k + 1st step.
On the other hand, since placement of a firefighter on
an ancestor of a vertex is never worse than such a placement on the vertex, we may easily transform an optimal
solution to G(I) to a normalized one which places k firefighters on the unique paths connecting the source s with
the next to the bottom layer during the first k steps. Such
a normalized placement saves at most k(k+1)
vertices on
2
these paths and, say t, vertices on the bottom layer. In the
last, k + 1st step, it places a firefighter on a not yet saved
vertex at the bottom level. It follows that the total weight
of saved vertices is t+1. By picking the k sets corresponding to the vertices on the next to the bottom level saved by
the k firefighters placed in the first k steps, we obtain a
family of k sets covering t elements.
In case, a (optimal) solution to I covers all n elements
we do not need to place any firefighter in the k + 1st step.
Then, on the other hand, the firefighters placed in the first

k steps of any normalized optimal solution to G(I) induce
a family of k sets covering t ≥ n − 1 elements while the
total weight of saved vertices is n.

Fact 2 combined with the proof of Lemma 3 yields the
following lower bound.
Theorem 2 The firefighter problem on weighted directed
graphs in the spreading model cannot be approximated
within a constant factor better than 1 − 1/e unless NP ⊆
DTIME(nO(log log n) ).
5 Firefighting in the standard model
5.1 A simple subexponential-time algorithm for trees
Since in the case of trees, there is no difference between
the standard model and the spreading model, our simple subexponential-time algorithm for general graphs in
the spreading model also works for trees in the standard
model. This yields both a much simpler subexponential
algorithm as well as analysis for the firefighter problem
on trees than those presented in (Cai et al. 2008).
Furthermore, if we adopt the derivation of the subexponential algorithm in the spreading model to the standard
firefighter model constrained to trees then we can decrease
the constant in the exponent of the upper bound derived in
the spreading model substantially.
The following counterpart of Lemma 1 is obvious.
Lemma 4 In the standard model for trees with a distinguished source vertex, after the j -th step, all vertices
within distance at most j from the source vertex are either
burnt or (directly or indirectly) saved.
The following counterpart of Lemma 2 can be simply
obtained by replacing Lemma 1 with Lemma 4 in the body
of the proof.
√
Lemma 5 After the 2 n + 1-st step in any optimal solution in the standard model for a tree with√a distinguished
source vertex, all vertices at distance of 2 n + 1 from the
source are saved.
Similarly, the proof of the following counterpart of
Corollary 2 can be obtained by replacing Lemma 2 with
Lemma 5 in the body of the proof.
Corollary 3 Any optimal solution in the standard model
for trees with n √
vertices and a distinguished source vertex
places at most 2 n + 1 firefighters.
Finally, the proof of the following counterpart of Theorem 1 can be obtained by replacing Corollary 2 with
Corollary 3 in the body of the proof of Theorem 1 and
observing that computing the number of saved vertices for
a given placement of firefighters requires time linear in n
in case of trees.
Theorem 3 An optimal solution in the standard model for
a tree with n vertices and√a distinguished source vertex can
be found in time O(( n4 ) n n3/2 ).
Proof: By Corollary 3, it is sufficient
to enumerate all
√
valid placements of at most 2 n + 1 firefighters, for
each of them compute the number of saved vertices and
chose the placement maximizing the number of saved vertices. We may w.l.o.g
consider only the placements that
√
for i = 1, ..., 2 n + 1 place at most one firefighter at
distance of exactly i from the source. The number
of
√
√
2 n+1
1))
≤
the
latter
placements
is
at
most
(n/(2
n
+
√
√
1
n n+ 2 2−2 n−1 . It remains to observe that the computation of the number of saved vertices for a given placement
takes time O(n).
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5.2 Approximate firefighting on planar graphs
Planar graphs and their planar embeddings termed as
plane graphs seem to be a very natural model of a network for the applications of the firefighter problem. If we
allow for placement of more than one firefighter in a single step, we can obtain non-trivial approximation results
based on the good separator properties of planar graphs.
We can rephrase Lemma 2 from (Lipton & Tarjan
1979) for our purposes in terms of plane graphs as follows.
Lemma 6 Let G be a plane graph with nonnegative vertex costs summing to W. Suppose G has a rooted spanning
tree T of radius r. Then the vertices of G can be partitioned into three sets A, B, C such that no edge joins a
vertex in A with a vertex in B , neither A nor B has total
cost exceeding 2W/3, and C consists of vertices on two
paths towards the root of T starting from vertices v and
u on a common face and ending at their lowest common
ancestor. Furthermore, C can be completed to a simple
cycle by the diagonal joining v with u, and the vertices in
A lie outside the cycle while those in B inside the cycle.
Theorem 4 The firefighter problem on planar graphs with
a source vertex r of degree deg(r) and budget B ≥
max{2, ⌈deg(r)/2⌉} + 1 can be approximated within 13
in polynomial-time.
Proof: Let G be a planar graph on n vertices with a source
vertex r in which fire starts and let G′ be its planar embedding.
Construct the breadth-first search tree BT of G′ with
the root at r. By Lemma 6, there are two vertices v, u in
BT such that the set C of vertices on the paths Pv , Pu
from v and u to the lowest common ancestor of v and u in
BT splits G′ into two parts each having at least 1/3 of the
total weight of G′ .
Now if the aforementioned lowest common ancestor is
different from r, for j = 1, 2, ... iterate the following step:
Place firefighters on the at most two vertices of Pv and Pu
that are at distance of j from r.
It follows from Lemma 6 that the part of G′ between these
two paths of total weight at least 1/3 of that of G is saved
in this way.
Suppose in turn that the lowest common ancestor is
at r. In case the number children of r between Pv and
Pu is smaller than deg(r)/2 then in the first step, i.e., for
j = 1, we place at most ⌈deg(r)/2⌉ + 1 firefighters on the
aforementioned children and the two children on Pv and
Pu , and then proceed analogously as in the previous case.
Finally, in case the aforementioned number of children is
greater than deg(r)/2 we proceed as follows. We place at
most ⌈deg(r)/2⌉ + 1 firefighters on all the children of r
outside the cycle induced by the paths Pv and Pu and the
children of r on these two paths and proceed analogously
as in the consecutive steps. In this way, we save all the
vertices outside the cycle whose total weight is at least 31
of that of G.

Theorem 5 The firefighter problem on a planar graph G
with a source vertex r of degree deg(r) and budget B ≥ 2
1
can be approximated within 3deg(r)
in polynomial-time.
Proof: Let G′ be a planar embedding of G. Form a breadfirst search tree BT of G′ rooted at r. Let w be a child of
r which maximizes the total weight of the subtree BTw of
BT rooted at w. Note that the total weight of vertices of
1
BTw is at least deg(r)
of the total weight of vertices in G′
different from r. Consider the subgraph Gw of G′ induced
by vertices of BTw .
By Lemma 6, there are two vertices v, u in BTw such
that the set C of vertices on the paths Pv , Pu from v and
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u to the lowest common ancestor of v and u in BTw splits
Gw into two parts each having at least 1/3 of the total
weight of Gw .
For j = 1, 2, ... place firefighters on the at most two
vertices of Pv and Pu that are at distance of j from r.
It follows from Lemma 6 that the part of Gw between
these two paths of total weight at least 1/3 of that of Gw
is saved in this way.

5.3 Tradeoffs for firefighting on directed layered
graphs
The dual, budget variant of the firefighter problem for
the so called directed layered graphs have been studied
in (Anshelevich et al. 2009).
A directed layered graph G with a source s is one
whose vertices can be partitioned into l layers such that
s is the only vertex in the 0 layer and for each directed
edge (u, v) there is 0 < i ≤ l where u belongs to the layer
i − 1 and v belongs to the layer i.
Note that for a vertex on a layer i placements of firefighters in time steps greater than i cannot help in saving
the vertex.
Definition 1 The (standard) firefighter problem for a directed graph G with a source vertex and the upper bound
B on the number of vertices on which firefighters can be
placed at a single time step is denoted by F FB (G).
By enumerating all feasible solutions to F F1 (G), we
obtain the following lemma.
Lemma 7 Let G be a layered directed graph on n vertices, with l layers and a source vertex. An optimal
solution to F F1 (G) can be computed
in time O(n2 +

n
l
2
Πj=1 |Vj (G)|) ≤ O(n + l ), where Vj (G) is the set
of vertices of G on the layer j.
By the following lemma and the known results on the
approximability hardness of the classical firefighter problem for general undirected graphs, the hard instances have
to have small radius. In the lemma, the eccentricity of a
vertex means the maximum length of a shortest directed
path from the vertex to another vertex in the graph.
Lemma 8 Let G be a directed graph on n vertices with a
source vertex and let d be the eccentricity of the source.
F F1 (G) can be approximated within n/d.
Proof: Let P be a shortest directed path from the source
vertex to a most distance vertex from it in G. Note that P
has length d. In time step i, place a firefighter on the i-th
vertex of P. Observe that all the d vertices on P different
from the source vertex will be saved.

By Lemmata 7, 8, we obtain the following tradeoff between the approximability and the exact time complexity
in case of the classical firefighter problem on layered directed graphs.
Theorem 6 Let G be a layered directed graph on n vertices with a source vertex. For each positive integer k ≥ 2,
F F1 (G) can be approximated within n/k in polynomial
time or an optimal solution to F F1 (G) can be computed
in time O(nk ).
Proof: Let d be the eccentricity of the source in G. If
k < d then by Lemma 8, we obtain an approximation
within n/k in polynomial time. Otherwise, we obtain an
optimal solution in time O(nk ) by Lemma 7.

The following combinatorial lemma valid for any directed graph with a source will be useful.
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Lemma 9 Let G be a directed graph on n ≥ 4 vertices
with a source vertex and let α > √
1. If the eccentricity of
the source√in G not less than ⌈α n⌉ then there is i ∈
{1, ..., ⌈α n⌉} such that the number of vertices of G at
distance of i from the root is at most ⌊2i/α2 ⌋.
Proof: If the theorem does not hold then the number
of verticesPof G
√ different from the source vertex is not
⌈α n⌉
2i/α2 which in turn is not less than
less than i=2
√
√
2
α2 × ((⌈α n⌉ + 1)⌈α n⌉/2 − 1). Since the latter value
is clearly greater than n, we obtain a contradiction.


Hartnell, B. & Li, Q. (2000), ’Firefighting on trees: how
bad is the greedy algorithm?’, Graph Theory and Computing, Congr. Numer. 145, 187–192.
Khuller, S., Moss, A. & Naor, J. S. (1999), ’The budgeted
maximum coverage problem’, Information Processing
Letters 70, 39–45.
Lipton, R. J. & Tarjan, R. E. (1979), ’A separator Theorem
for Planar Graphs’, SIAM Journal on Applied Mathematics 36(2), 177–189.

By using Lemma 9, we can also obtain another tradeoff
for layered directed graphs between very close approximability in subexponential time and constant approximability
in polynomial time.
Theorem 7 Let G be a layered directed graph on n vertices with a source vertex. For any integer k > 0, an
optimal solution to F√F1 (G) can be approximated within
(1 − k1 ) in time nO( n) or it can be approximated within
1
2
k in time O(n ).
Proof: We may assume without loss of generality
that the
√
number of layers in G is not less than ⌈α n⌉ since
oth√
O( n)
erwise F F1 (G) can be solved exactly in
time
n
by
√
Lemma 7. Apply Lemma 9 with α = 2 to G. Let i be
the number of the layer of G which has at most i vertices.
Consider an algorithm which places during the first i time
steps firefighters on the vertices on the i-th layer. If the
number of vertices of G on the layers j ≥ i is at least k1
of the optimum then the algorithm yields an k1 approximation. Otherwise, more than 1 − k1 of the saved vertices are
placed on the layers 1 through i − 1 in an optimal solution to F F1 (G). Thus, there is at least one placement of at
n
most i−1
feasible placements of firefighters on these levels which saves at least 1− k1 of the optimal number of ver√
tices. Such a placement can be detected in time nO( n) .
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Abstract
Generalised nonblocking is a weak liveness property
to express the ability of a system to terminate under given preconditions. This paper studies the notions of equivalence and refinement that preserve generalised nonblocking and proposes a semantic model
that characterises generalised nonblocking equivalence. The model can be constructed from the transition structure of an automaton, and has a finite
representation for every finite-state automaton. It
is used to construct a unique automaton representation for all generalised nonblocking equivalent automata. This gives rise to effective decision procedures
to verify generalised nonblocking equivalence and refinement, and to a method to simplify automata while
preserving generalised nonblocking equivalence. The
results of this paper provide for better understanding
of nonblocking in a compositional framework, with
possible applications in compositional verification.
1

Introduction

Blocking or conflicts are common faults in the design of concurrent programs that can be very subtle and hard to detect (Dietrich et al. 2002, Wong
et al. 2000). They have long been studied in the field
of discrete-event systems (Cassandras & Lafortune
1999, Ramadge & Wonham 1989), which is applied
to the modelling of complex, safety-critical systems.
To improve the reliability of such systems, techniques
are needed to detect the presence or verify the absence
of blocking in models of an ever increasing size.
In discrete-events theory, the absence of blocking
is formalised using the nonblocking property, which
is used very successfully for synthesis (Cassandras
& Lafortune 1999, Ramadge & Wonham 1989). A
lot of research has been conducted to study the
compositional semantics (Kumar & Shayman 1994,
Malik et al. 2006) of nonblocking and its verification (Flordal & Malik 2009, Su et al. 2010). Despite
its widespread use, the expressive powers of nonblocking are limited. To overcome its weaknesses, nonblocking has been modified and extended in several
ways (Fabian & Kumar 1997, de Queiroz et al. 2004,
Malik & Leduc 2008).
This paper is concerned about generalised nonblocking (Malik & Leduc 2008), which adds to standard nonblocking the ability to restrict the set of
states from which blocking is checked. This is useful for the verification of software components and of
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia, January 2011.
Conferences in Research and Practice in Information Technology (CRPIT), Vol. 119, Alex Potanin and Taso Viglas, Ed.
Reproduction for academic, not-for profit purposes permitted
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certain conditions in Hierarchical Interface-Based Supervisory Control (Leduc et al. 2005, Leduc & Malik
2010).
In (Malik & Leduc 2009), a set of abstraction rules
is proposed to simplify automata in such a way that
generalised nonblocking equivalence is preserved. Although the approach provides a useful means for compositional verification, the abstraction rules are incomplete and limited in their reduction potential. In
an attempt to develop more effective abstraction, this
paper analyses generalised nonblocking using processalgebraic testing theory (Hennessy 1988, De Nicola
& Hennessy 1984). It characterises generalised nonblocking equivalence and refinement using a processalgebraic semantic model, and provides an algorithm
to construct a canonical automaton representation
that can be used as a unique abstraction for all generalised nonblocking equivalent automata. These results pave the way towards more general means of
abstraction than the local abstraction rules of (Malik
& Leduc 2009), and in addition make it possible to
reason about refinement.
The paper uses similar methods and ideas as previously used for standard nonblocking (Malik et al.
2006) and fair testing (Brinksma et al. 1995, Natarajan & Cleaveland 1995), yet the results are quite different. Generalised nonblocking semantics requires no
interdependency between the possible completions associated with different states of an automaton. This
leads to a simpler semantic model than in the case of
standard nonblocking or fair testing, with finite representations and more straightforward algorithms.
This paper is organised as follows. Sect. 2 introduces the necessary background of nondeterministic automata and defines generalised nonblocking.
Then Sect. 3 introduces a testing equivalence and preorder for generalised nonblocking, presents a semantic model, and proves results about its adequacy and
finiteness. Afterwards, Sect. 4 describes the canonical automaton as a standardised normal form with
respect to generalised nonblocking, and proposes an
algorithm to construct it. Finally, Sect. 5 adds some
concluding remarks.
2

Preliminaries

This section introduces the notations used throughout this paper. Dynamic systems are modelled using
multi-coloured automata, with the possibility of nondeterminism, which naturally arises from abstraction
and hiding (Hoare 1985, Roscoe 1997). System behaviour is described using languages, with notations
taken from the background of discrete event systems
and automata theory (Ramadge & Wonham 1989,
Hopcroft et al. 2001).
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2.1

Events and Languages

Event sequences and languages are a simple means
to describe discrete system behaviours (Ramadge &
Wonham 1989, Cassandras & Lafortune 1999). Their
basic building blocks are events, which are taken from
a finite alphabet Σ. In addition, the silent event τ ∈
/Σ
is used, with the notation Στ = Σ ∪ {τ }.
Σ∗ denotes the set of all finite traces or strings of
the form σ1 σ2 . . . σn of events from Σ, including the
empty trace ε. A subset L ⊆ Σ∗ is called a language.
The concatenation of two traces s, t ∈ Σ∗ is written
as st. Traces and languages can also be catenated, for
example sL = { st ∈ Σ∗ | t ∈ L }. The prefix-closure
of a language L is L = { s ∈ Σ∗ | st ∈ L for some t ∈
Σ∗ }. Natural projection Pτ : Σ∗τ → Σ∗ is the operation that deletes all silent (τ ) events from traces.
2.2

Multi-coloured Automata

Nondeterministic multi-coloured automata are used
to model dynamic system behaviours. Nondeterminism is essential for the abstraction techniques in this
paper. Multi-coloured automata extend the traditional concept of marked states to multiple simultaneous marking conditions, by labelling states with different colours or propositions. The generalised nonblocking condition is defined using these propositions.
The following definition appears in (Malik & Leduc
2008), and is based on similar ideas in (Clarke et al.
1999, de Queiroz et al. 2004).
Definition 1 A multi-coloured automaton is a tuple
G = hΣ, Π, Q, →, Q◦ , Ξi where Σ is a finite set of
events, Π is a finite set of propositions or colours,
Q is a set of states, → ⊆ Q × Στ × Q is the state
transition relation, Q◦ ⊆ Q is the set of initial states,
and Ξ : Π → 2Q defines the set of marked states for
each proposition in Π. G is called finite-state if the
state set Q is finite.
The transition relation is written in infix notation
σ
x → y, and is extended to traces in Σ∗τ in the standard
s
way. For a state set Q1 ⊆ Q, the notation Q1 → x2
s
means that x1 → x2 for some x1 ∈ Q1 , and likewise
s
s
Q1 → Q2 means x1 → x2 for some x1 ∈ Q1 and x2 ∈
s
Q2 . Also, x → y denotes that x → y for some trace
s
s
s ∈ Σ∗τ , and x → means x → y for some state y ∈ Q.
s
s
Finally, G → x stands for Q◦ → x.
To support hiding of silent events, another transition relation ⇒ ⊆ Q × Σ∗ × Q is introduced, where
s
x ⇒ y denotes the existence of a trace t ∈ Σ∗τ such
t
s
that Pτ (t) = s and x → y. That is, x → y denotes a
s
path with exactly the events in s, while x ⇒ y denotes
a path with an arbitrary number of τ events shuffled
s
with the events of s. Notations such as Q1 ⇒ Q2 ,
s
x ⇒ y, and x ⇒ are defined analogously to →.
For a state or state set x, the continuation language is defined as
s

L(x) = { s ∈ Σ∗ | x ⇒ } ,

(1)

and likewise for π ∈ Π the π-marked language is
s

Lπ (x) = { s ∈ Σ∗ | x ⇒ Ξ(π) } .

(2)

The language and the π-marked language of the automaton G are L(G) = L(Q◦ ) and Lπ (G) = Lπ (Q◦ ).
An automaton G = hΣ, Π, Q, →, Q◦ , Ξi is deterministic if it has at most one initial state, i.e., |Q◦ | ≤
σ
σ
1, if x → y1 and x → y2 always implies y1 = y2 ,
76

and if G has no transitions labelled τ . Given a possibly nondeterministic automaton G, the well-known
subset construction can be used to obtain a languageequivalent deterministic automaton (Hopcroft et al.
2001). More precisely,
det(G) = hΣ, Π, PQ, → det , Q◦det , Ξdet i ,

(3)

where
σ

• X →det Y for X, Y ⊆ Q and σ ∈ Σ if and only
σ
if Y = { y ∈ Q | X ⇒ y } and Y 6= ∅;
ε

• Q◦det = {{ x ∈ Q | Q◦ ⇒ x }} \ {∅};
• Ξdet (π) = { X ⊆ Q | X ∩ Ξ(π) 6= ∅ }.
The automaton det(G) is deterministic and satisfies
L(det(G)) = L(G) and Lπ (det(G)) = Lπ (G) for each
π ∈ Π.
2.3

Operations

The process-algebraic operations of synchronous composition and hiding are used in this paper to compose
automata. Synchronous composition models the parallel execution of two or more automata, and is done
using lock-step synchronisation in the style of (Hoare
1985).
Definition 2 Let G = hΣ, Π, QG , →G , Q◦G , ΞG i and
H = hΣ, Π, QH , →H , Q◦H , ΞH i be multi-coloured automata. The synchronous product of G and H is
G k H = hΣ, Π, QG × QH , →, Q◦G × Q◦H , Ξi

(4)

where
σ

(xG , xH ) → (yG , yH )

σ

if σ ∈ Σ, xG →G yG , and
σ
xH →H yH ;
τ
τ
(xG , xH ) → (yG , xH ) if xG →G yG ;
τ
τ
(xG , xH ) → (xG , yH ) if xH →H yH ;
and Ξ(π) = ΞG (π) × ΞH (π) for each π ∈ Π.
This definition assumes that the two composed automata share the same event and proposition alphabets. This is sufficient for the purpose of this paper. Automata with different alphabets can also be
composed by lifting them to common alphabets first:
when an event σ is added to the alphabet Σ, selfloop
σ
transitions x → x are added for all states x ∈ Q, and
when a proposition π is added to Π, it is defined that
Ξ(π) = Q.
It is easily confirmed that synchronous composition is a commutative and associative operation.
Hiding is the process-algebraic operation that generalises natural projection of languages when nondeterministic automata are considered. Events that are
not of interest are replaced by silent (τ ) transitions
or ε-moves (Hopcroft et al. 2001).
Definition 3 Let G = hΣ, Π, Q, →, Q◦ , Ξi be a
multi-coloured automaton, and let Υ ⊆ Σ. The result
of hiding Υ in G is
G \ Υ = hΣ \ Υ, Π, Q, → \ Υ, Q◦ , Ξi ,

(5)

where → \ Υ is obtained from → by replacing all
events in Υ with the silent event τ .
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Figure 1: Generalised nonblocking vs. standard nonblocking.
2.4

Generalised Nonblocking

It is a desirable for control systems to be free from
livelock and deadlock. This is typically expressed and
checked by designating certain states of an automaton as success or terminal states and checking their
reachability. In discrete event systems theory, this
idea is called the nonblocking or nonconflicting property, which requires that a terminal state be reachable
from every reachable system state (Ramadge & Wonham 1989).
Nonblocking is generalised in (Malik & Leduc
2008), using two propositions α and ω. The intended
meaning is that ω represents terminal states, while α
specifies a set of states from which terminal states are
required to be reachable.
Definition 4 Let G = hΣ, Π, Q, →, Q◦ , Ξi be a
multi-coloured automaton with α, ω ∈ Π.

• G is ω-nonblocking or standard nonblocking, if for
all states x ∈ Q such that G ⇒ x it also holds
that x ⇒ Ξ(ω). Otherwise, G is ω-blocking.
• G is (α, ω)-nonblocking, or generalised nonblocking if for all states x ∈ Ξ(α) such that G ⇒ x
it also holds that x ⇒ Ξ(ω). Otherwise, G is
(α, ω)-blocking.

Example 1 Consider the automata in Fig. 1. States
marked α are grey, and states marked ω are black.
Automaton G1 is both ω-nonblocking and (α, ω)-nonblocking, G2 is ω-blocking and (α, ω)-nonblocking,
and G3 is both ω-blocking and (α, ω)-blocking.
Clearly, if an automaton is ω-nonblocking, it is
also (α, ω)-nonblocking, but the converse is not true
in general. The relationship between generalised nonblocking and standard nonblocking along with some
applications is discussed in (Malik & Leduc 2008).
3

G′1 :

G1 :

Generalised Nonblocking Equivalence

The straightforward approach to verify whether a
composed system
G1 k G2 k · · · k Gn

(6)

is (α, ω)-nonblocking consists of explicitly constructing the synchronous product and checking for each
state marked α whether it has a reachable state
marked ω. This can be done using CTL model checking, and models of substantial size can be analysed
if the state space is represented symbolically (Clarke
et al. 1999). Yet, the technique remains limited by the
amount of memory available to store representations
of the synchronous product.
In an attempt to alleviate this state-space explosion problem, compositional verification (Flordal &
Malik 2009) seeks to rewrite individual system components and, e.g., replace G1 in (6) by a simpler version G′1 , to analyse the simpler system
G′1 k G2 k · · · k Gn .

G′′1 :
a

b, c

T1 :

a

a

b

c

a
b

Figure 2: Generalised nonblocking equivalence.
This reasoning requires that G1 and G′1 are related in some way. For example, automaton G1 in
Fig. 2 may be replaced by G′1 while preserving the
generalised nonblocking property of the system (6).
If the remainder G2 k · · · k Gn of the system has an
α-marked initial state, the composed system is (α, ω)nonblocking if and only if it can reach an ω-marked
state after executing the trace ab or ac, regardless of
whether G1 or G′1 is used.
On the other hand, generalised nonblocking is not
preserved if G1 is replaced by G′′1 in Fig. 2. If G2 k· · ·k
Gn has an α-marked initial state and can only reach
an ω-marked state after executing the trace ab, like
automaton T1 in Fig. 2, then (6) is (α, ω)-nonblocking
while (7) is (α, ω)-blocking.
3.1

The Generalised Nonblocking Preorder

A notion of process equivalence to perform abstractions preserving generalised nonblocking is described
in (Malik & Leduc 2008). This section generalises
these definitions and introduces a preorder, which
makes it possible to reason not only about equivalence
but also about refinement. The definitions are based
on the traditional testing framework (Hennessy 1988,
De Nicola & Hennessy 1984) that defines preorders
and equivalences relating processes based on their responses to tests. In the context of generalised nonblocking, a test can be an arbitrary automaton, and
the test’s response is the observation whether the test
is (α, ω)-nonblocking in combination with the given
automaton or not. Two automata are considered as
equivalent, if the responses of all tests are equal.
Definition 5 Let G and H be two multi-coloured
automata with α, ω ∈ Π.
• G is less (α, ω)-conflicting than H, written
G .(α,ω) H, if for every multi-coloured automaton T such that H kT is (α, ω)-nonblocking, GkT
also is (α, ω)-nonblocking.
• G and H are (α, ω)-conflict equivalent, written
G ≃(α,ω) H, if G .(α,ω) H and H .(α,ω) G.
The relation .(α,ω) defines the generalised nonblocking preorder. An automaton G is less (α, ω)conflicting than H if there are fewer tests T that are
(α, ω)-blocking in combination with G than in combination with H. Two automata are (α, ω)-conflict
equivalent if they are (α, ω)-blocking in combination
with exactly the same tests. If G1 ≃(α,ω) G′1 , then
G1 can be replaced by G′1 in (6) without affecting the
generalised nonblocking property of the composition.
Example 2 Automata G1 and G′1 in Fig. 2 are
(α, ω)-conflict equivalent, while G1 and G′′1 are not,
because G1 k T1 is (α, ω)-nonblocking and G′′1 k T1 is
(α, ω)-blocking. Furthermore, it can be shown that
G1 .(α,ω) G′′1 .

(7)
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3.2

Congruence Properties

An important question concerning preorders such
as .(α,ω) is their relationship to process-algebraic operations. For compositional verification, the equivalence used must be well-behaved with respect to synchronous composition and hiding. These so-called
congruence properties have been established in (Malik
et al. 2006) for standard nonblocking and in (Malik &
Leduc 2008) for generalised nonblocking equivalence,
and can easily be extended to the generalised nonblocking preorder.
Definition 6 Let . be a preorder on the set of multicoloured automata.
• . is a pre-congruence with respect to k if, for all
multi-coloured automata G, H, and T such that
G . H, it follows that G k T . H k T .

• . respects (α, ω)-nonblocking if, for all multicoloured automata G and H such that G . H,
if H is (α, ω)-nonblocking then G also is (α, ω)nonblocking.

Proposition 1 .(α,ω) is a pre-congruence with respect to k.
Proof. Let G, H, and T be such that G .(α,ω) H,
and let T ′ be an arbitrary multi-coloured automaton
such that (H k T ) k T ′ is (α, ω)-nonblocking. Then
clearly, Hk(T kT ′ ) = (HkT )kT ′ is (α, ω)-nonblocking,
and since G .(α,ω) H it follows that (G k T ) k T ′ =
Gk(T kT ′ ) is (α, ω)-nonblocking. Since T ′ was chosen
arbitrarily, it follows that G k T .(α,ω) H k T .

Proposition 2 .(α,ω) respects (α, ω)-nonblocking.
Proof. Note that there exists a multi-coloured automaton U such that G k U = G for every multicoloured automaton G. Let G .(α,ω) H, and let H
be (α, ω)-nonblocking. Then H kU = H is (α, ω)-nonblocking. Since G .(α,ω) H, it follows that G = GkU
is (α, ω)-nonblocking.

Thus, the generalised nonblocking equivalence is a
congruence with respect to synchronous composition
and respects (α, ω)-nonblocking. This is enough to
justify the correctness of a compositional verification
approach such as the one outlined at the beginning of
Sect. 3.
Similarly to standard nonblocking (Malik et al.
2006), the generalised nonblocking preorder turns
out to be the coarsest pre-congruence with respect
to synchronous composition that respects (α, ω)-nonblocking. In other words, any preorder that relates multi-coloured automata according to their generalised nonblocking behaviour and preserves synchronous composition is contained in the generalised
nonblocking preorder. Therefore, the generalised nonblocking preorder is the best possible process refinement for reasoning about generalised nonblocking.
Proposition 3 Let . be a pre-congruence with respect to k which respects (α, ω)-nonblocking. Then
G . H implies G .(α,ω) H.
Proof. Let G . H, and let T be a multi-coloured automaton such that H k T is (α, ω)-nonblocking. Then
G k T . H k T since . is a pre-congruence with respect to k. Since . respects blocking it follows that
G k T is (α, ω)-nonblocking. Since G, H, and T were
chosen arbitrarily, it follows that G .(α,ω) H.
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3.3

Characterising the Preorder

In addition to the test-based definition of a process
preorder, it is desirable to have a characterisation that
can be derived from the state structure of an automaton (van Glabbeek 2001). This section introduces the
generalised nonconflicting completion semantics as an
algebraic model of the generalised nonblocking preorder and equivalence, which can be derived from the
state and transitions of a multi-coloured automaton in
such a way that the model can be represented finitely
for every finite-state automaton. This model will be
used in the following section to construct a canonical
automaton.
The following definition restates the generalised
nonblocking preorder as a state-based criterion. To
check whether an automaton G is less (α, ω)-conflicting than another automaton H, it is enough to collect
the ω-marked languages of all α-marked states of G
and check whether H contains larger languages associated with the same α-markings. This idea is formalised by the concept of being state-wise less (α, ω)conflicting, which turns out to be equivalent to the
generalised nonblocking preorder.
Definition 7 Let G = hΣ, Π, QG , →G , Q◦G , ΞG i and
H = hΣ, Π, QH , →H , Q◦H , ΞH i be multi-coloured automata with α, ω ∈ Π. G is said to be state-wise
less (α, ω)-conflicting than H if the following property holds for every s ∈ Σ∗ : for every xG ∈ ΞG (α)
s
such that G ⇒ xG there exists xH ∈ ΞH (α) such that
s
H ⇒ xH and Lω (xH ) ⊆ Lω (xG ).
Proposition 4 Let G = hΣ, Π, QG , →G , Q◦G , ΞG i
and H = hΣ, Π, QH , →H , Q◦H , ΞH i be multi-coloured
automata with α, ω ∈ Π. G is state-wise less (α, ω)conflicting than H if and only if G is less (α, ω)-conflicting than H.
Proof. First assume that G is state-wise less (α, ω)conflicting than H, and let T = hΣ, Π, QT , →T , Q◦T ,
ΞT i be an automaton such that H k T is (α, ω)-nons
blocking. Let G k T ⇒ (xG , xT ) ∈ ΞG (α) × ΞT (α).
s
Clearly G ⇒ xG ∈ ΞG (α), and since G is state-wise
less (α, ω)-conflicting than H, there exists a state
s
xH ∈ ΞH (α) such that H ⇒ xH and Lω (xH ) ⊆
s
Lω (xG ). Thus, H k T ⇒ (xH , xT ) ∈ ΞH (α) × ΞT (α),
and since H k T is (α, ω)-nonblocking, there exists a
t
trace t ∈ Σ∗ such that (xH , xT ) ⇒ ΞH (ω) × ΞT (ω).
t
Then, t ∈ Lω (xH ) ⊆ Lω (xG ), which implies xG ⇒G
t
ΞG (ω), and therefore (xG , xT ) ⇒ ΞG (ω) × ΞT (ω).
Since s, xG , and xT were chosen arbitrarily, it follows that G k T is (α, ω)-nonblocking.
Second, assume that G is less (α, ω)-conflicting
s
than H. Let s ∈ Σ∗ and G ⇒ xG ∈ ΞG (α). Construct
a deterministic automaton T = hΣ, Π, QT , →T , Q◦T ,
ΞT i such that L(T ) = Σ∗ , Lα (T ) = {s}, and Lω (T ) =
Σ∗ \ sLω (xG ). Since T is deterministic, there exists a
s
unique state xT ∈ QT such that T ⇒ xT , which satω
∗
isfies xT ∈ ΞT (α) and L (xT ) = Σ \ Lω (xG ). Then
s
G k T is (α, ω)-blocking, because G k T ⇒ (xG , xT ) ∈
ω
ω
ΞG (α) × ΞT (α) and L (xG ) ∩ L (xT ) = ∅. Since G is
less (α, ω)-conflicting than H, it follows that H k T is
(α, ω)-blocking. This means that there exist u ∈ Σ∗ ,
u
yH ∈ QH , and yT ∈ QT such that H kT ⇒ (yH , yT ) ∈
ω
ω
ΞH (α) × ΞT (α) and L (yH ) ∩ L (yT ) = ∅. Then
yT ∈ ΞT (α), and by construction of T it follows that
s
u = s and yT = xT . This implies H ⇒ yH ∈ ΞH (α)
ω
∗
ω
ω
and L (yH ) ∩ (Σ \ L (xG )) = L (yH ) ∩ Lω (xT ) =
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ω
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L (yH ) ∩ L (yT ) = ∅, i.e., L (yH ) ⊆ Lω (xG ). Thus,
yH satisfies the requirements given for xH in Def. 7,
so G is state-wise less (α, ω)-conflicting than H

Prop. 4 is the key to constructing a processalgebraic model of generalised nonblocking. Essentially, generalised nonblocking can be characterised
by the sets of ω-marked languages associated with the
α-marked states or, more precisely, with the traces
leading to α-marked states.
Definition 8 Let G = hΣ, Π, Q, →, Q◦ , Ξi be a
multi-coloured automaton with α, ω ∈ Π. The generalised nonconflicting completion semantics for G is
defined as
CC (α,ω) (G) = { (c, C) ∈ Σ∗ × PΣ∗ | There ex- (8)
c
ists x ∈ Ξ(α) such that G ⇒ x
and Lω (x) ⊆ C } .
If (c, C) ∈ CC (α,ω) (G), then C is called a nonconflicting completion for c in G.
Assume G contains an α-marked state x reachable
c
via trace c ∈ Σ∗ , i.e., G ⇒ x ∈ Ξ(α). Then the
ω
marked language L (x) of x clearly is a nonconflicting
completion for c in G, i.e.,
(c, Lω (x)) ∈ CC (α,ω) (G) .

(9)

Furthermore, all superlanguages of Lω (x) are also
nonconflicting completions,
(c, C) ∈ CC (α,ω) (G)

for all C ⊇ Lω (x) .

(10)

If G is finite-state, then there exists only a finite number of α-states x and thus only a finite number of associated ω-marked languages Lω (x). This means that
all nonconflicting completions can be obtained as supersets of the ω-marked language of some state x, of
which there are only finitely many. Therefore, the
following closure operations are used.
Definition 9 For CC ⊆ Σ∗ × PΣ∗ , the upward closure CC↑ and the reduced form CC↓ are
CC↑ = { (c, C ′ ) ∈ Σ∗ × PΣ∗ | There exists
(c, C) ∈ CC such that C ⊆ C ′ } ;

CC↓ = { (c, C) ∈ CC | For all (c, C ′ ) ∈ CC
with C ′ ⊆ C it holds that C ′ = C } .

(11)
(12)

Example 3 The generalised nonconflicting completion semantics of automaton G1 in Fig. 2 is
CC (α,ω) (G1 ) = {(ε, {ab, ac})}↑ .

(13)

Example 4 The generalised nonconflicting completion semantics of automaton G4 in Fig. 3 is
CC (α,ω) (G4 ) = { (an , a+ b) | n ≥ 0 }↑ .

(14)

The ω-marked language of the α-marked state q0 is
Lω (q0 ) = a+ b, and since this state can be reached
after any number of a events, this language is associated with all traces an for n ≥ 0. The ωmarked language of the second α-marked state q1 is
Lω (q1 ) = a∗ b ⊇ Lω (q0 ), and as a superlanguage of the
already listed language, it is automatically included
in the upward closure.

Not every nonconflicting completion semantics CC
can be reconstructed from its reduced form CC↓ . In
infinite structures, it is not guaranteed for (c, C) ∈
CC that there exists a minimal subset C ′ ⊆ C such
that (c, C ′ ) ∈ CC. However, if the set of nonconflicting completions C that appear in CC is finite, then
the existence of minimal subsets is guaranteed. Thus,
if G is a finite-state automaton, then it indeed holds
that
CC (α,ω) (G)↓↑ = CC (α,ω) (G) .
(15)

The following main result of this section states
that the generalised nonconflicting completion semantics indeed characterises the generalised nonblocking
preorder. If an automaton G is less (α, ω)-conflicting
than automaton H, then the generalised nonconflicting completion semantics of G is contained in that
of H.

Proposition 5 Let G = hΣ, Π, QG , →G , Q◦G , ΞG i
and H = hΣ, Π, QH , →H , Q◦H , ΞH i be multi-coloured
automata with α, ω ∈ Π. Then G .(α,ω) H if and
only if CC (α,ω) (G) ⊆ CC (α,ω) (H).
Proof. First let G .(α,ω) H and (c, C) ∈ CC (α,ω) (G).
c
Then there exists xG ∈ ΞG (α) such that G ⇒ xG and
ω
L (xG ) ⊆ C. By Prop. 4, G is state-wise less (α, ω)conflicting than H, so there exists xH ∈ ΞH (α) such
c
that H ⇒ xH and Lω (xH ) ⊆ Lω (xG ) ⊆ C. This
already implies (c, C) ∈ CC (α,ω) (H).
Second let CC (α,ω) (G) ⊆ CC (α,ω) (H). By Prop. 4,
it is sufficient to show that G is state-wise less
(α, ω)-conflicting than H. Therefore, let s ∈ Σ∗
s
and xG ∈ ΞG (α) such that G ⇒ xG . Then
ω
(s, L (xG )) ∈ CC (α,ω) (G) ⊆ CC (α,ω) (H). By definition of CC (α,ω) (H), there exists xH ∈ ΞH (α) such
s
that H ⇒ xH and Lω (xH ) ⊆ Lω (xG ). Thus, xH satisfies the conditions of Def. 7, so G is state-wise less
(α, ω)-conflicting than H.

3.4

Relationship to Standard Nonblocking

In (Malik et al. 2006), the nonconflicting completion semantics is introduced as an algebraic model
for standard nonblocking. The model is similar in
structure to the generalised nonconflicting completion
semantics introduced above, however it cannot easily
be constructed out of the states and transitions of an
automaton, so tests are referred to instead.
Definition 10 (Malik et al. 2006) Let G = hΣ, Π, Q,
→, Q◦ , Ξi be a multi-coloured automaton with ω ∈ Π.
The nonconflicting completion semantics of G is
CC(G) = { (c, C) ∈ Σ∗ × PΣ∗ | For every au- (16)
tomaton T such that G k T is ωc
nonblocking and T ⇒ x, there ext
ists t ∈ C with x ⇒T ΞT (ω) } .
The idea of the nonconflicting completion semantics of an automaton G is that each nonconflicting
completion represents a requirement that needs to be
satisfied by any test that is to be nonblocking in combination with G. If the test can execute the trace c
associated with a nonconflicting completion C, then,
in order to be nonblocking in combination with G,
the test must be able to terminate with at least one
of the traces t ∈ C.
The following result shows that the generalised
nonconflicting completion semantics can be explained
in the same way: if a pair (c, C) is contained in the
79
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q0

T4 :

a

a

b
q1

q2
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aab, aaab, aaaab, . . . in its initial state. It follows that
CC(G4 ) contains all the pairs (ε, {an a∗ b}) for n ≥ 1.

b
r1

r2

Figure 3: Standard nonconflicting completion semantics may be not well-founded.
semantics, then every test that can enter an α-marked
state after trace c must be able to terminate with at
least one of the traces in C, in order to be (α, ω)-nonblocking in combination with G.
Proposition 6 Let G = hΣ, Π, Q, →, Q◦ , Ξi be a
multi-coloured automaton with α, ω ∈ Π. The generalised nonconflicting completion semantics can be
alternatively characterised as
CC (α,ω) (G) = { (c, C) ∈ Σ∗ × PΣ∗ | For every (17)
automaton T such that G k
T is (α, ω)-nonblocking and
c
T ⇒ x ∈ ΞT (α), there exists
t
t ∈ C with x ⇒T ΞT (ω) } .
Proof. Let (c, C) ∈ CC (α,ω) (G) and T = hΣ, Π, QT ,
→T , Q◦T , ΞT i such that G k T is (α, ω)-nonblocking
c
and T ⇒ xT ∈ ΞT (α). Since (c, C) ∈ CC (α,ω) (G),
c
there exists x ∈ Ξ(α) such that G ⇒ x and Lω (x) ⊆
c
C. Then G k T ⇒ (x, xT ) ∈ Ξ(α) × ΞT (α), and since
G k T is (α, ω)-nonblocking there exists t ∈ Σ∗ such
t
t
that (x, xT ) ⇒ Ξ(ω) × ΞT (ω). This implies xT ⇒T
ω
ΞT (ω) and t ∈ L (x) ⊆ C.
Now let (c, C) ∈ Σ∗ × PΣ∗ , and assume that for
every automaton T = hΣ, Π, QT , →T , Q◦T , ΞT i such
c
that G k T is (α, ω)-nonblocking and T ⇒ x ∈ ΞT (α),
t
there exists t ∈ C such that x ⇒T ΞT (ω). Consider
a deterministic automaton T = hΣ, Π, QT , →T , Q◦T ,
ΞT i such that L(T ) = Σ∗ , Lα (T ) = {c}, and Lω (T ) =
c(Σ∗ \ C). There exists exactly one state xT ∈ ΞT (α),
c
which also satisfies T ⇒ xT and Lω (xT ) = Σ∗ \ C,
t
so there does not exist t ∈ C such that xT ⇒ ΞT (ω).
By assumption it follows that GkT is (α, ω)-blocking.
Then there exists a state y ∈ Ξ(α) × ΞT (α) such that
GkT ⇒ y and Lω (y) = ∅. By construction of T , there
c
exists x ∈ Ξ(α) such that y = (x, xT ) and G k T ⇒
ω
ω
y = (x, xT ), and furthermore ∅ = L (y) = L (x) ∩
Lω (xT ) = Lω (x)∩(Σ∗ \C), which implies Lω (x) ⊆ C.
It follows that (c, C) ∈ CC (α,ω) (G) by definition. 
This shows that the standard and generalised nonconflicting completion semantics are closely related
to each other. Yet, there are also important differences. While the generalised nonconflicting completion semantics only is closed via upward closure, in
standard nonblocking there are interdependencies between states that lead to further closure properties.
Example 5 (Malik et al. 2006) In order to be ωnonblocking in combination with automaton G4 in
Fig. 3, a test must initially be able to accept at least
one of the traces ab, aab, aaab, . . . Therefore, CC(G4 )
contains the pair (ε, {a+ b}). Furthermore, any such
test must be able to execute a in its initial state, and
any test executing a initially must also be able to
cope with G4 being put back to its initial state q0
by executing the selfloop in q0 . Therefore, such a
test also has to accept at least one of the traces
80

This example shows that, even for a finite-state
automaton, the standard nonconflicting completion
semantics is not necessarily well-founded, and in general cannot be described by listing a finite set of minimal nonconflicting completions. For generalised nonblocking, this is possible. Due to the presence of αmarkings, there always is the possibility for a test to
be not α-marked for certain states.
Example 6 Consider automaton G4 in Fig. 3 in
combination with test T4 . Clearly, G4 k T4 is (α, ω)nonblocking, because the only reachable α-marked
state of the synchronous product G4 k T4 is the initial
state, from which both automata can terminate by executing trace ab. However, the test T4 cannot execute
any trace t ∈ {an a∗ b} for n > 1, so unlike the case of
standard nonblocking, (ε, {aaa∗ b}) ∈
/ CC (α,ω) (G4 ).
The presence of α-markings makes the nonconflicting completions for different traces independent from
each other. This leads to a simpler semantic model
with a finite characterisation. It also means that some
abstractions possible for standard nonblocking are not
applicable to generalised nonblocking.
4

Canonical Automaton

For compositional reasoning, it is necessary to modify
automata in such a way that generalised nonblocking
equivalence is preserved. This is facilitated by the
fact that the generalised nonconflicting completion
semantics can be represented finitely. This section
explains how the generalised nonconflicting completion semantics can be used to construct a canonical
form for any given finite-state automaton, which is
generalised nonblocking equivalent to the original automaton, and such that the canonical forms of any
two generalised nonblocking equivalent automata are
equal.
4.1

Construction from Semantics

To ensure uniqueness, the canonical form is constructed directly from the generalised nonconflicting
completion semantics. More precisely, it is shown in
the following how to construct a canonical automaton CA(CC) for any given model
CC ⊆ Σ∗ × PΣ∗ .

(18)

Afterwards, an algorithm will be given to compute
the canonical automaton for any given multi-coloured
automaton G.
The canonical automaton consists of two parts,
called the upper and lower automaton. The upper
automaton of CC essentially is a minimal deterministic recogniser of the language covered by CC,
L(CC) = { c ∈ Σ∗ | There exists C ⊆ Σ∗ such (19)
that (c, C) ∈ CC } .
The lower automaton consists of minimal deterministic recognisers of all the nonconflicting completions
in CC, which are linked to transitions from the corresponding states in the upper automaton.
To ensure uniqueness, the upper automaton needs
to be minimised in such a way that traces leading
to equal nonconflicting completions in the future are
mapped to the same state of the upper automaton.
The following definition provides the necessary equality for any given model CC.
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Definition 11 Let CC ⊆ Σ × PΣ∗ . Two traces
c1 , c2 ∈ Σ∗ are said to be equivalent modulo CC, written c1 ≡cc c2 , if for all t ∈ Σ∗ and all C ⊆ Σ∗ , it holds
that (c1 t, C) ∈ CC if and only if (c2 t, C) ∈ CC.
Given this definition, the state set of the upper
automaton is
Ucc = L(CC)/≡cc ,

(20)

Proposition 7 Let CC ⊆ Σ∗ × PΣ∗ . Then

and the transitions of the upper automaton are
σ

[s]cc →U,cc [sσ]cc

for all sσ ∈ L(CC).

(21)

Here, [s]cc = { s′ ∈ L(CC) | s ≡cc s′ } denotes the
equivalence class of s modulo ≡cc , and for L ⊆ Σ∗ ,
the notation L/≡cc = { [s]cc | s ∈ L } represents its
partition into equivalence classes.
The lower automaton consists of deterministic
recognisers for all the nonconflicting completions. It
includes states accepting each of the following languages,
Vcc = { Cω/t | There exists c ∈ Σ∗ such that (22)
(c, C) ∈ CC, and t ∈ C } .
Here, L/s = { t ∈ Σ∗ | st ∈ L } denotes the continuation language of L ⊆ Σ∗ after s ∈ Σ∗ . To ensure
minimality and thus uniqueness, it is convenient to
identify the states of the lower automaton with the
languages in Vcc . Accordingly, the transitions of the
lower automaton are
σ

L →V,cc L/σ

for all L ∈ Vcc and σ ∈ Σ ∩ L. (23)

A lower-automaton state in L ∈ Vcc is marked ω if
and only if ω ∈ L. This ensures that the ω-marked
languages of these states are equal to the languages
they represent, i.e.,
Lω (Lω) = L for each Lω ∈ Vcc .

transitions. The potential for reduction becomes clear
in Example 7 below.
The following result confirms that the canonical
automaton construction preserves generalised nonblocking in that the generalised nonconflicting completion semantics of the canonical automaton is equal
to the upwards closure of the model CC, from which
the automaton was constructed.

(24)

To complete the lower automaton, each nonconflicting
completion in CC is associated with its own α-marked
state. The α-marked states may only be accessed
from the upper automaton and therefore need to be
distinct from any lower-automaton state. Therefore,
the following additional states are used,
α
Vcc
= { (C, α) | There exists c ∈ Σ∗ such that (25)
(c, C) ∈ CC } .

Given these state sets and transitions, the canonical automaton for CC is constructed as follows,
CA(CC) = hΣ, {α, ω}, QCA , → CA , Q◦CA , ΞCA i (26)
where
α
• QCA = Ucc ∪ Vcc ∪ Vcc
;

• →CA = →U,cc ∪ →V,cc ∪
{ ([c]cc , τ, (C, α)) | (c, C) ∈ CC } ∪
α
{ ((C, α), τ, Cω) | (C, α) ∈ Vcc
};
• Q◦CA = {[ε]cc } \ {∅};

α
• ΞCA (α) = Vcc
;

• ΞCA (ω) = { C ∈ Vcc | ω ∈ C }.
The canonical automaton has a simple regular
form, but it is not necessarily minimal. For example,
the α-marked states can be merged into their successors, if those successors do not have other incoming

CC (α,ω) (CA(CC)) = CC↑ .

(27)

Proof. First, let (c, C) ∈ CC (α,ω) (CA(CC)). Then
c
there exists x ∈ ΞCA (α) such that CA(CC) ⇒ x
ω
and L (x) ⊆ C. By construction, this means that
α
x ∈ Vcc
, so x = (C ′ , α) for some (c′ , C ′ ) ∈ CC.
Also by construction of the upper automaton, since
c
c
CA(CC) ⇒ x = (C ′ , α), it follows that CA(CC) →
τ
[c]cc → (C ′ , α), which implies (c, C ′ ) ∈ CC. Furthermore by construction of the lower automaton,
C ′ = Lω (C ′ ω) = Lω ((C ′ , α)) = Lω (x) ⊆ C, so it
follows from (c, C ′ ) ∈ CC that (c, C) ∈ CC↑ .
Second, let (c, C) ∈ CC↑ . Then there exists
′
C ⊆ C such that (c, C ′ ) ∈ CC. By construction of
c
τ
the upper automaton, CA(CC) → [c]cc → (C ′ , α) ∈
ΞCA (α), and by construction of the lower automaton,
τ
(C ′ , α) → C ′ ω and Lω ((C ′ , α)) = Lω (C ′ ω) = C ′ ⊆
c
C. Thus, given CA(CC) ⇒ (C ′ , α) ∈ ΞCA (α) and
ω
′
L ((C , α)) ⊆ C, it follows by definition of CC (α,ω)
that (c, C) ∈ CC (α,ω) (CA(CC)).

The canonical automaton can be constructed for
any model CC, but the result is only finite-state if
the set of nonconflicting completions in CC is finite,
and the upper automaton has a finite-state representation. These conditions can be ensured when
CC is obtained from the generalised nonconflicting
completion semantics of a finite-state automaton. In
this case, the upper automaton is finite-state because
of the finite number of α-states from which nonconflicting completions can originate, and although the
set of nonconflicting completions is typically infinite
due to upwards closure, it is enough to construct the
canonical automaton using only minimal nonconflicting completions.
Definition 12 The canonical form of a finite-state
multi-coloured automaton G is
CA(G) = CA(CC (α,ω) (G)↓ ) .

(28)

As explained above, the canonical form of an automaton G is finite-state as long as G is finite-state.
Given the previous results, it is not difficult to show
that the canonical form is unique for all generalised
nonblocking equivalent automata.
Proposition 8 Let G and H be two finite-state
multi-coloured automata. Then
G ≃(α,ω) H if and only if CA(G) = CA(H) . (29)
Proof. First assume that G ≃(α,ω) H. It follows that
CC (α,ω) (G) = CC (α,ω) (H) by Prop. 5, which implies
CA(G) = CA(CC (α,ω) (G)↓ ) = CA(CC (α,ω) (H)↓ ) =
CA(H) by definition.
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Second assume that CA(G) = CA(H). From the
fact that G is finite-state and Prop. 7, it follows that

• ΞV (ω) = { X ⊆ Rω | X ∩ Ξ(ω) 6= ∅ }.

CC (α,ω) (G) = CC (α,ω) (G)↓↑

= CC (α,ω) (CA(CC (α,ω) (G)↓ ))
= CC (α,ω) (CA(G))

= CC (α,ω) (CA(H))

= CC (α,ω) (CA(CC (α,ω) (H)↓ ))
= CC (α,ω) (H)↓↑
= CC (α,ω) (H) .

By Prop. 5, this implies G ≃(α,ω) H.

(30)


Prop. 8 shows that the canonical automaton can
be used for identification of generalised nonblocking equivalent automata. To determine whether
two finite-state automata are generalised nonblocking
equivalent, it is enough to construct their canonical
automata and check whether they are equal.
Canonical automata can also be used to test the
generalised nonblocking preorder. To check whether
G .(α,ω) H, it is possible to inspect all α-marked
states of the synchronous product of the canonical
forms of G and H and compare the associated languages. For every ω-marked language of an α-marked
state of G, there needs to be a sublanguage associated
with some corresponding α-marked state of H. The
languages can be compared polynomially since they
are represented deterministically in the canonical automata. However, the test for language inclusion requires only a deterministic representation for one of
the two languages compared, and it is enough to construct only the canonical automaton of H to check
whether G .(α,ω) H.
4.2

Algorithmic Construction

In the previous section, the canonical automaton has
been constructed from a semantic model CC, and its
uniqueness has been established. This section proposes an algorithm that, given a finite-state multicoloured automaton G = hΣ, Π, Q, →, Q◦ , Ξi, computes its canonical form CA(G).
The first step in the computation of the canonical
automaton is the construction of the lower automaton, because it contains the languages associated with
all α-marked states, which are needed to ensure minimality of the upper automaton.
The lower automaton consists of the minimal deterministic recognisers of all the ω-marked languages
of all α-marked states of G. To construct it, the first
step is to remove from G all states from where no
ω-marked can be reached, that is, its state set is restricted to
Rω = { x ∈ Q | x → Ξ(ω) } .

(31)

Then subset construction (Hopcroft et al. 2001) is
used to construct a deterministic recogniser V det of
all nonconflicting completion languages of G. The
subset construction starts with initial state sets corresponding to each α-marked state and continues until all reachable state sets have been explored. More
precisely,
V det = hΣ, {ω}, PRω , → V , Q◦V , ΞV i

(32)

where
σ

• X →V Y for X, Y ⊆ Rω and σ ∈ Σ if and only
σ
if Y = { y ∈ Rω | X ⇒ y } and Y 6= ∅;
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• X ∈ Q◦V if and only if X = { x ∈ Rω | xα ⇒ x }
for some xα ∈ Ξ(α);
This automaton is then minimised using Hopcroft’s
algorithm (Hopcroft 1971) to obtain a unique and
minimal lower automaton V . For each initial state x◦
of the minimised lower automaton, a new α-marked
state xα is created and linked via a τ -transition to x◦ .
These α-marked state comprise the state set V α . In
order to link this automaton to the upper automaton
later, a map is kept that links the α-marked states
of G to their corresponding states in V α .
Next, the upper automaton is constructed. In order to ensure that it accepts precisely the language
L(CC (α,ω) (G)) = Lα (G), the state set of G is restricted to states from where an α-marked can be
reached, i.e., to
Rα = { x ∈ Q | x → Ξ(α) } .

(33)

Then a second subset construction is used to obtain
a deterministic recogniser U det of Lα (G).
In order to establish uniqueness with respect
to ≡CC (α,ω) (G) , for each state set X ⊆ Rα in this subset construction, the associated set of minimal nonconflicting completions,
CC (α,ω) (X) = { C ⊆ Σ∗ | There exists c ∈ Σ∗ (34)
c
such that G ⇒ X and (c, C) ∈
CC (α,ω) (G)↓ } ,
needs to be determined. Therefore, each state set X
in the subset construction is associated with the set of
all initial states of the lower automaton V that have
been associated with some α-marked state contained
in X. The ω-marked languages of these states are
checked for language inclusion, and the initial states
associated with non-minimal languages are removed
from the set of languages associated with X. The
ω-marked languages of the remaining states make up
the set CC (α,ω) (X).
Now the automaton U det is minimised subject to
an initial partition based on the sets (34). Two subset
states X, Y ⊆ Rα can only be merged if
CC (α,ω) (X) = CC (α,ω) (Y ) .

(35)

This is done using Hopcroft’s algorithm (Hopcroft
1971) with an initial partition based on the minimised sets of α-marked states, which satisfies (35).
The result is a unique minimal upper automaton with
states partitioned in the coarsest possible way that respects ≡cc .
The final step in the construction of the canonical
automaton is to link the upper and lower automata.
Each state [X] of the minimised upper automaton is
linked via a τ -transition to all the α-marked states
in V α that have been associated with some α-marked
state of G contained in one of the state sets associated
with the merged state [X].
Example 7 Fig. 4 demonstrates the process of construction of the canonical form CA(G) of automaton G.
The first step is to apply subset construction starting from the three α-marked states q4 , q8 , and q11 .
This results in the deterministic automaton V det
also shown in Fig. 4. Its three initial states {q8 },
{q11 }, and {q4 , q5 , q8 } correspond to the three αmarked states of G, from which the subset construction originates—the α-marked state q4 is expanded
to {q4 , q5 , q8 } because of its outgoing τ -transitions.
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d

a, b
v37

v458

a, b, d

a, b, d

CA′ :
a, b
u01

b

d
{q8 }

d
c

{q0 , q1 , q2 , q3 , q7 }

{q3 , q6 , q7 , q9 }

c
{q3 , q7 , q9 }
d

v458

V:
v8

c

a

a, b
a

{q4 , q5 , q8 }

c

u458

a, b, d
d

τ
v8α

{q4 , q5 , q8 , q10 , q11 , q12 }

Figure 4: Example construction of canonical automaton.
Next, the intermediate lower automaton V det is
minimised using Hopcroft’s algorithm, resulting in
the lower automaton V . After merging, this automaton has only two initial states: state v8 corresponds
to the original α-marked states q8 and q11 , while v458
corresponds to the original α-marked state q4 . It can
already be seen that the ω-marked language of v8 is
contained in the ω-marked language of v458 .
Next, to construct the upper automaton, subset
construction is applied to G to obtain its deterministic form U det . Owing to the fact that α- and ωmarked states are reachable from all states of G, this
automaton is very similar to the intermediate lower
automaton V det . The α-marked states of U det are
{q4 , q5 , q8 } and {q4 , q5 , q8 , q10 , q11 , q12 }. These states
are both associated with the lower-automaton initial
states v8 and v458 , however since Lω (v8 ) ⊆ Lω (v458 ),
only v8 is considered. Both α-marked states are associated with equal sets of lower-automaton initial
states, so they may be merged during minimisation.
And indeed, minimisation results in the automaton U
with only one α-marked state u458 .
Finally, the upper and lower automata are linked,
resulting in the canonical automaton CA(G). The
only α-marked state of the upper automaton is u458 ,
which is to be associated with v8 in the lower automaton. Therefore, the new α-marked state v8α is created
and linked via silent transitions to u458 and v8 .
It becomes clear that the canonical automaton, although unique, is not minimal. Since v8α has only
one outgoing τ -transition that leads to state v8 with
no other incoming transitions, states v8α and v8 can
be merged while preserving generalised nonblocking
equivalence. Furthermore, the language of lowerautomaton state v37 is equal to the language of upperautomaton state u01 , and since for lower-automaton

states only the language is relevant, v37 can be replaced by u01 . This results in the automaton CA′ ,
which is generalised nonblocking equivalent to CA(G)
and to G.
The algorithm to construct the canonical automaton is exponential. The upper and lower automaton are obtained through subset construction, and
the number of states of the canonical automaton is
bounded by
α
|Ucc | + |Vcc | + |Vcc
| ≤ 2|Q| + 2|Q| + |Ξ(α)|

= O(2|Q| ) .

(36)

To estimate the number of transitions, note that the
upper and lower automaton are deterministic automata linked by two τ -transitions for each α-marked
state. Thus, the number of transitions of the canonical automaton is bounded by
α
|Σ||Ucc | + |Σ||Vcc | + 2|Vcc
| = O(|Σ|2|Q| ) .

(37)

The construction of the upper automaton requires
tests for language inclusion to see whether languages
associated to different α-marked states are contained
in each other. There are up to 21 |Ξ(α)|(|Ξ(α)| − 1)
pairs of α-marked states that need to be compared,
and each test in the worst case requires construction of a synchronous product of two deterministic
automata with 2|Q| states each. The time complexity of the language inclusion check is determined by
the number of transitions of the synchronous product,
which is bounded by |Σ|(2|Q| )2 = |Σ|4|Q| . In practice,
the test can often be completed much faster, because
identical states of G can be recognised in the subset construction, and because the test can stop early
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when language inclusion is not satisfied. Still, the
worst-case time complexity of the algorithm to construct the canonical form is
O(|Σ||Ξ(α)|2 4|Q| ) = O(|Σ||Q|2 4|Q| ) .

(38)

Despite its exponential complexity, subset construction is known to be well-behaved in many practical cases. In (Ware & Malik 2008), subset construction has been used for compositional verification of
safety properties of very large discrete-event systems
models. Such results suggest that the canonical automaton may be a useful tool for compositional verification of generalised nonblocking.
5

Conclusions

The generalised nonconflicting completion semantics
has been presented as a process-algebraic model that
characterises automata according to their generalised
nonblocking behaviour. The semantics can be constructed from the transition structure and has a finite representation for any given finite-state automaton. The generalised nonconflicting completion semantics has been used to define a canonical form of
automata, a unique automaton that is the same for
all generalised nonblocking equivalent automata. An
algorithm to construct the canonical form has been
given.
The results presented in this paper provide an algorithmic means to identify generalised nonblocking
equivalent automata and to perform refinement with
respect generalised nonblocking. In future work, the
authors would like to study possible applications in
the area of compositional verification, and to extend
the results to standard nonblocking.
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Abstract

dealing with obligations caused by acting contrary to

It can be desirable to specify policies that require

tly. Contrary-to-Duty (CtD) obligations are impor-

a system to achieve some outcome even if a cer-

tant for modelling a robust system, as it is often im-

tain number of failures occur.

The temporal logic

portant to state that the system should achieve some

of robustness RoCTL* extends CTL* with opera-

goal and also that if it fails it should in some way

tors from Deontic logic, and a novel operator re-

recover from the failure.

ferred to as Robustly (French, M Cabe-Dansted &

tended as a general solution for representing all forms

Reynolds 2007).

duty such as If you murder, you must murder gen-

c

While RoCTL* is not in-

It is known that RoCTL* can be

of CtD obligations, RoCTL* can represent those obli-

translated into CTL*, but that the translation must

gations that most commonly appear in robust sys-

be have at least a singly exponential blowup per

tems. Combinations of temporal and deontic logics,

nested Robustly operator (M Cabe-Dansted, Pinchi-

such as RoCTL*, can represent the correct response

nat, French & Reynolds 2009).

We now present a

to failures that have occurred in the past. Addition-

translation that has asymptotically a singly exponen-

ally, the Robustly operator allows RoCTL* to discuss

tial blowup per nested Robustly operator, matching

CtD obligations which are stronger than the original

the known lower bound. This translation uses a com-

obligation. For further discussion of CtD obligations

bination of automata and LTL. This combination is

and motivations for RoCTL*, as well as a summary

useful not due to greater theoretical expressivity than

of existing results, see (M Cabe-Dansted 2010).

c

c

LTL, but instead because RoCTL* is more naturally

We present a number of examples of use of the

expressed as a combination of automaton and LTL

RoCTL* logic, applying it to a simple resource prob-

operators than LTL operators alone; this combina-

lem and a simplied version of the Coordinated At-

tion allows us to avoid the need for a round trip from

tack problem. The coordinated attack problem is in-

automata to LTL and back for each nested Robustly

cluded to show how RoCTL* can be used to model

operator.

robustness to loss of data packets. A common exam-

Keywords:
1

ple in the Belief Desire Intention (BDI) literature is

Automata, RoCTL*, LTL, Robustness.

a robot that must return to its base when low on
fuel, see for example (Marsh 2007).

Introduction

The

RoCTL*

logic

c

simplied version of such a problem, with BDI op-

(M Cabe-Dansted,

French

&

Reynolds 2007, French et al. 2007) is an extension
of CTL* introduced to represent issues relating to robustness and reliability in systems.

It does this by

adding an Obligatory operator and a Robustly operator.

The resource

problem we present could be considered a greatly

The Obligatory operator species how the

systems should behave by quantifying over paths in
which no failures occur. The Robustly operator species that something must be true on the current path
and similar paths that deviate from the current
path, having at most one more failure occurring. This

n addin simple

notation allows phrases such as even with
tional failures to be built up by chaining
unary Robustly operators together.

We have previ-

ously given examples of robust systems that can be
concisely represented in RoCTL* (French et al. 2007).
The RoCTL* Obligatory operator is similar to
the Obligatory operator in Standard Deontic Logic
(SDL, or KD), see for example (van der Torre &
Tan 1998). However, in RoCTL* the operator quanties over paths rather than worlds. SDL has many
paradoxes. Some of these, such as the Gentle Murderer paradox spring from the inadequacy of SDL for
∗
I would like to thank my supervisors Tim French and Mark
Reynolds for the guidedance in this eld of research and thank the
anonymous referees for their many useful comments. This Project
is supported by the Australian Government's International Science
Linkages program.

erators removed; the problem of extending RoCTL*
with BDI operators will not be considered in this paper. The interaction between the Obligatory opera-

c

tor and AllPath operator matches exactly (M CabeDansted 2010) an existing epistemic logic where belief
in

φ

is modelled as knowledge that

φ

is true if some

reasonable assumptions are true . This suggests an alternate interpretation for the semantics of RoCTL*,
where AllPath is interpreted as Knowledge, Obligatory is interpreted as Belief  and Robustly provides
a concept of a stronger belief where we know that
our belief is true even if an additional assumption is
violated.
We know that there is a translation of RoCTL*

c

into CTL* (M Cabe-Dansted et al. 2009). It is furthermore known that any translation of RoCTL* into
CTL* must have at least a singly exponential blowup
per nested Robustly operator, but it was not otherwise known how long the translated formulae are.
In this paper we present a translation of RoCTL*
into CTL* that asymptotically has at most one exponential blowup per nested Robustly operator. The

c

paper (M Cabe-Dansted et al. 2009) relied on the expressive equivalence of LTL to counter-free automata.
However, expressive equivalence does not reveal anything about the length of he translated formulae. In
this paper we note that the deviations considered by
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RoCTL* all have a nite prex, and so we can use

F:

the 2-exponential translation of Deterministic Finite

We call the members of

A set of accepting states

Σ∗

⊆S

words. Each transition

This translation

of a path through an automaton is labelled with an

is still more than 1-exponential. For this reason we

1
0
· · · → sn is a
s1 →
e of Σ. We say s0 →
path of A i for all 0 ≤ i < n the tuple hsi , ei , si+1 i is
in δ . The label of the path is the word he0 , e1 , . . . , en i.

Automata (DFA) in (Wilke 1999).

dene a combination of LTL and automata, so that
we can leave the automata in the translated formulae
until the nal step of the translation.
We call this combination of LTL and automata

ALT L.

The

to RoCTL*,

ALT L

logic is not closely related

the only operators in common with

RoCTL* are those of LTL. In particular, it does not
have a Robustly operator. Thus the eectiveness of

ALT L

in representing RoCTL* suggests that it may

be useful in other areas as well.
We now compare

ALT L

to other combinations

of automata and temporal logics, and discuss why

ALT L

was useful in proving the main result of this

paper.

There have been previous temporal logics

based on automata, see for example (Kupferman,
Piterman & Vardi 2001). However, these logics tend
to be motivated by the suggestion (Wolper 1983)
that LTL be extended to allow counting properties
to be expressed. The logic proposed in (Kupferman
et al. 2001) excludes the Next and Until operators
from LTL, as these operators have strictly less expressivity than the automata and so are not required
to maintain the expressivity of LTL. By comparison

ALT L

keeps the Next and Until operators.

This is

because, despite the limited expressivity of LTL and
CTL* compared to automata, many properties can be
naturally expressed in LTL. For example, CTL* can
be easier to use than the more expressive

µ-calculus

(Dam 1994). However, other properties can be more
naturally expressed with automata even though they
can be expressed in CTL*. For example, it is more
natural to express the Robustly operator as a translation on automata than as a translation on CTL* formulae. We use

ALT L

for its ability to naturally and

succinctly express properties rather than for its theoretical expressivity. Indeed, in this paper we limit the
automata in

ALT L

to counter-free automata, giving

ALT L the same expressivity as LTL.

In this paper we

only present those results relating to

ALT L

that are

required for the translation of RoCTL* into CTL*;
however, it appears that the use of combinations of
automata and temporal logics to allow more natural
and succinct expression of certain properties warrants
further investigation.
In Section 2 we present preliminary denitions
relating to automata.

In Section 3 we dene the

RoCTL* logic. In Section 4 we dene the

ALT L logic,

show that is decidable and give a partial translation
into automata. In Section 5 we use

ALT L

to present

a satisfaction and truth preserving translation from
RoCTL* to CTL*. In Section 6 we discuss fragments
of RoCTL* that we can easily and succinctly translate
into CTL*. Finally, we will summarise these results
in Section 7.

2

In this section we will dene some basic terms and
properties of automata that will be used later in this
We focus on showing that we can translate

between counter-free automata and LTL formulae.

Denition 1.

(Σ, S, Q0 , δ, F )

A

Finite State Automaton (FSA) A =

contains

Σ: set of symbols (alphabet)
S : nite set of automaton states
Q0 : set of initial states ⊆ S
δ : a transition relation ⊆ (S × Σ × S)

86

We say that a path through an automaton is a run i

s0 ∈ Q0 .

We say that a run of an FSA is accepting if

it ends in an accepting state. We dene the language

L(A)

recognised by an automaton to be the set of all

words for which there is an accepting run.

Denition 2.

We let

A

of paths through

Denition 3.

A

Lp,q (A) be
p to q .

the set of all labels

from

counter-free

automaton is an au-

tomaton such that for all positive integers

s ∈ S and words u in Σ∗ , if um ∈ Ls,s
Ls,s (Diekert & Gastin 2008).

Denition 4.

We

(Σ, S, Q0 , δ, F ) is
s in S and e in Σ
that (s, e, t) ∈ δ .

say

that

a DFA i

|Q0 |

an

m,

states

then

u ∈

A

=

FSA

is 1 and for every

there exists exactly one

t∈S

such

We now dene a standard determinisation for
FSAs.

Denition 5.

Given

a

nite

automaton

A =

(Σ, S, Q0 , δ, F ),

we dene the deterministic nite au-

tomaton (DFA)

Â = (Σ, Ŝ, {Q0 } , δ̂, F̂ )

• Ŝ = 2S . Each ŝ ∈ Ŝ represents
of A that A could be in now.
•

For each

ŝ, t̂ ∈ Ŝ ,

the tuple

the maximal subset of

S

as follows:

the set of states

ŝ, e, t̂

satisfying

δ̂ i t̂ is
∀t ∈ t̂ : ∃s ∈
is in

ŝ : hs, e, ti ∈ δ .
• ŝ ∈ F̂

i there is an

s ∈ ŝ

such that

s ∈ F.

Lemma 6. If A is counter-free then the determinisa-

tion Â produced by the above procedure is counter-free.
Proof.

Â is not counter-free. Thus there
ŝ such that um ∈ L̂ŝ,ŝ but u ∈
/ L̂ŝ,ŝ .
Note that we have a cycle such that the word u
takes us from ŝ0 = ŝ to ŝ1 , from ŝ1 to T
ŝ2 and so on
back to ŝ0 = ŝ, or more formally: u ∈
i<m Lŝi ,ŝi+1
and u ∈ Lŝm−1 ,ŝ0 . Note also that ŝ ⊆ S , and we see
m
that u
∈ Ls,s for all s ∈ ŝ. As A is counter-free is it
also the case that u ∈ Ls,s for all s ∈ ŝ. As u ∈ Ls,s
and s ∈ ŝ0 it follows that s ∈ ŝ1 ; we may repeat this
argument to show that as s ∈ ŝ1 it must also be the
case that s ∈ ŝ2 and so on. Thus ŝ0 ⊆ ŝ1 ⊆ · · · ⊆ ŝ0
and so ŝ0 = ŝ1 = · · · = ŝ0 . We see Lŝ0 ,ŝ1 = Lŝ,ŝ and
since u ∈ Lŝ0 ,ŝ1 it follows that u ∈ Lŝ,ŝ , but we have
assumed that u ∈
/ L̂ŝ,ŝ . Hence by contradiction, Â is
exists

Say that

u, m

and

counter-free.
We will use the fact that the determinisation is

Preliminaries

paper.

en−1

e

e

element

counter-free to generalise the following theorem to
non-deterministic automata.

Theorem 7. Translating a counter-free DFA into an

LTL formula results in a formula of length at most
O(n ln n)
m22
where m is the size of the alphabet and n
is the number of states (Wilke 1999).
One minor note is that (Wilke 1999) uses stutterfree operators so their

N (αU β);

(αU β)

is equivalent to our

however, this is trivial to translate.

As the determinisation from Denition 4 has
states where

n

2n

is the number of states in the origi-

nal FSA, Lemma 8 below follows from Lemma 6 and
Theorem 7.
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Lemma 8. Translating a counter-free FSA into an
LTL formula
results in a formula of length at most
n
2O(2 n)
m2
where m is the size of the alphabet and n
is the number of states.
Denition

9.

Given

an

A

automata

=

(Σ, S, Q0 , δ, F ), we use As as shorthand for
(Σ, S, {s} , δ, F ) where s ∈ S . We say that an
automata A accepts a word from state s if the
s
automata A accepts the word.

3

RoCTL* has a set

V

of atomic propositions or

syntax

φ : = p | ¬φ | (φ ∧ φ) | (φU φ) | N φ | Aφ | Oφ | Nφ
p

varies over

V.

The

¬, ∧, N, U

and

A

,

are the

familiar Not, And, Next, Until and AllPath
operators are from CTL*. Here we dene CTL* formulæ as being those RoCTL* formulae that do not
contain O or N. The abbreviations >,⊥, ∨, F , G,
W , E → and ↔ are dened as in CTL* logic, that
is: ⊥ ≡ (p ∧ ¬p); > ≡ ¬⊥; φ ∨ ψ ≡ ¬ (¬φ ∧ ¬ψ);
F φ ≡ >U φ; Gφ ≡ ¬F ¬φ; φW ψ ≡ (φU ψ) ∨ Gφ;
φ → ψ ≡ (¬φ ∨ ψ); φ ↔ ψ ≡ (φ → ψ) ∧ (ψ → φ).
As with SDL logic, we dene P ≡ ¬O¬. Finally,
we dene the abbreviation 4 ≡ ¬N¬. The O , P , N
and 4 operators are read as Obligatory, Permissible,

Robustly

and

Prone

respectively.

The Obligatory operator allows us to specify how

the system

should behave.

As with CTL* the AllPath

operator quanties over all paths and thus species
behaviours that the system will exhibit regardless of
whether it is functioning correctly or not.

The Ro-

bustly operator is in some sense the reverse of a deontic operator as it is meant to represent the statement
Even if an additional failure occurs. We will dene
the semantics of these operators later. We note that
the meaning of Even if an additional failure
sumes

φ;

φ

sub-

it would be strange to say that a machine

is robust because it will full its function even if an
additional failure occurs, but that it will not full
its function if no (additional) failure occurs. As such

Nφ → Oφ

(and

Nφ → φ)

We denote  φ is a subformula of

state formula

i

N

and

O

3.1 Structures
Denition 11. We let V
set

V

using the no-

We say that a RoCTL* formula

outside the scope of an

U
or

φ

is

operators do not occur

A

be our set of variables. The

v,

S
S

is

serial

such that

a

in

S

R on
b in

there exists

aRb.

Denition 13.

A

structure M = (S, R, g)

is a 3-

S , a serial binary
S , a valuation g on the set of worlds S .
The valuation g is a map from a set of worlds S to the
power set of the variables. The statement p ∈ g(w)
means roughly the variable p is true at world w .
tuple containing a set of worlds
relation

R

on

σi+2

σi+3

π

After

diverges

σ,

σ>i .

We require that a deviation not introduce any

it avoids any failures that may have been on

failures except for the deviating event itself, hence
is failure-free.

Figure 1: Example of an

i-deviation π

from

σ.

Denition 14.

We call an ω -sequence σ
=
hw0 , w1 , . . .i of worlds a fullpath i for all i in N we
have wi Rwi+1 . For all i in N we dene σ≥i to be the
fullpath hwi , wi+1 , . . .i, we dene σi to be wi and we
dene σ≤i to be the sequence hw0 , w1 , . . . , wi i. We let
σ≤−1 be the empty set. Where x = hx0 , x1 , . . . , xn i is
a nite sequence of worlds we dene x · σ to be the result of prexing σ with x, that is x · σ is the following
fullpath:

hx0 , x1 , . . . , xn , w0 , w1 , . . .i
Where

hx0 i · σ .

x0

is a world, let

Denition 15.
we have

Denition 16.
all fullpaths in
the set of all

w.
M

Where

M

be equivalent to

We say that a fullpath

M = (S, R, g)
v∈
/ g (σi ).

CTL-structure

i>0

x0 · σ

.

We dene

M

is

apM (w)

starting with

failure-free

σ

through a

failure-free

w

to be the set of

and

fullpaths in

i for all

M

spM (w) to be
starting with

is obvious from the context we will omit

and just write

ap(w) and sp(w) respectively.

Denition 17.

For two fullpaths σ and π we say
π is an i-deviation from σ i σ≤i = π≤i and
π≥i+1 ∈ sp(πi+1 ). We say that π is a deviation from
σ i there exists a non-negative integer i such that
π is an i-deviation from σ . For a fullpath σ we let
dpM (σ) be the set of deviations from σ through M .
that

Note that

sp (σ0 ) ⊆ dp (σ) ⊆ ap (σ).

For an ex-

π from a fullpath σ , see Figure

1.

Denition 18.

We say that a CTL-structure

RoCTL-structure i for each world
of fullpaths

sp (w) is non-empty.

3.2 RoCTL* Semantics
Denition 19. We dene truth
mula

φ

w

of

M,

M

is a

the set

of a RoCTL* for-

on a fullpath

informally this is

We say that a binary relation

(total) if for every

σi+1

from

used to indicate that a violation has just occurred.

Denition 12.

πi+2

which can be a success or failure.

operator.

contains a special variable

σi

ample of an i-deviation

φ ≤ ψ.

Denition 10.
a

ψ

σ1

¬v · · ·
s···
πi+3

s

The diagonal arrow represents the unexpected event,

are valid in the semantics

we will dene.
tation

σ0

atoms.

The formulæ of RoCTL* are dened by the abstract

¬v

πi+1

π≥i+1

RoCTL*

where

s

σ = hw0 , w1 , . . .i
in RoCTL-structure

M, σ  N φ
M, σ  φU ψ

M

recursively as follows:

M, σ≥1  φ
∃i ∈ N s.t. M, σ≥i  ψ
and ∀j ∈ N (j < i =⇒ M, σ≥j  φ)
M, σ  Aφ i ∀π ∈ ap(σ0 ) (M, π  φ)
M, σ  Oφ i ∀π ∈ sp(σ0 ) (M, π  φ)
M, σ  Nφ i ∀π ∈ dp(σ) (M, π  φ and M, σ  φ) .
i
i
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>, p, ¬

The denitions for

expect from classical logic.

¬N¬,

∧

are as we would

4 ≡

that

M, σ  4φ

i

∃π ∈ dp(σ) (M, π  φ
i-deviation

automata than the original path.
nient to have an operator

M, σ  φ) .

for some nite

Λ

Thus it is conve-

similar to

4

that only

quanties over deviations as follows:

M, σ  Λφ

∃π ∈ dp(σ) (M, π  φ) .

i

4φ as φ ∨ Λφ, and N as ¬4¬.
φ is valid in RoCTL* i for
all structures M in M, for all fullpaths σ in M we
have M, σ  φ. When M is obvious from the context, we will just write σ  φ. As the Robustly opWe can then represent

We say that a formula

erator represents the statement even if an additional
failure occurs, this also includes the case where no
additional failures occurs and no failures occur. As

N

also quanties over the current path and over

all failure-free paths. However,

N

and

4

are in some

sense the opposite of deontic operators as these are
primarily used to represent the eect of a degradation of the system.

Denition 20.

We say that a function

mulæ to formulæ is
and

φ

truth-preserving

it is the case that

We say that

φ,

mulae

For this reason we need a

We now introduce notation to translate fullpaths
or

it is easier to represent the deviation using nite

such

In this paper we will be comparing automata and
temporal logic formulae.

way of translating between words and paths.

Since a deviation is an

i,

and

We see that since

τ

τ

from for-

M, σ
M, σ  φ ⇐⇒ M, σ  τ (φ).
i for all

is satisability preserving if for all for-

the formula

φ

is satisable i

τ (φ)

into words of an automaton.

Denition 22.

M , a fullM , and a set of state formulae
Φ we let gΦ (σ≤n ) = (w0 , w1 , . . . , wn ) where wi =
{φ : φ ∈ Φ ∧ M, σi  φ} for each non-negative integer
i.
path

σ

3.3

Examples

Here

we

present

two

examples

of

how

the

c

(M Cabe-Dansted 2010).

Example 23.

We have a cat that does not eat the

hour after it has eaten. If the cat bowl is empty we
might forget to ll it. We must ensure that the cat
never goes hungry, even if we forget to ll the cat bowl
one hour. At the beginning of the rst hour, the cat
bowl is full. We have the following atoms:

b

The cat bowl is full at the beginning of this hour

d

This hour is feeding time

We can translate the statements above into RoCTL*
statements:
1.

AG(d → ¬N d):

If this hour is feeding time, the

next is not.
2.

AG((d ∨ ¬b) → 4N ¬b):

If it is feeding time

or the cat bowl was empty, a single failure may

φ : = p | ¬φ | (φ ∧ φ) | (φU φ) | N φ | Aφ
The semantics of CTL* is the same as RoCTL*, ex-

will

RoCTL* logic can be used. For more examples, see

is satis-

able.

For a xed structure

through

result in an empty bowl at the next step
3.

AG((¬d ∧ b) → N b):

If the bowl is full and it

cept that all CTL-structures are structures of CTL*

is not feeding time, the bowl will be full at the

while only those CTL-structures that are RoCTL-

beginning of the next hour.

structures of RoCTL*.

Thus a formula that is sat-

isable on CTL-structures may not be satisable on
RoCTL-structures. We can specify that

sp(w) is non-

4.

AGEN ¬v.

Lemma 21. Where τ (φ) is a truth-preserving trans-

lation from RoCTL* to CTL*, Γ (φ) is both truth
and satisability preserving, where Γ (φ) ≡ τ (φ) ∧
AGEN ¬v.
Proof. Consider some RoCTL-structure M . Since

sp (w) is non-empty for any world w of M , there exists some fullpath σ ∈ ap (w) such that M, σ  N ¬v.

M, w  EN ¬v. Since this is true for any arbitrary w we also see that M, w  AGEN ¬v. Thus
for all fullpaths π we have M, π  τ (φ) ⇐⇒ M, π 
Γ (φ), and so Γ is truth-preserving.
If φ is satisable we see that there exists a RoCTLstructure M and fullpath σ through M such that
M, σ  φ. Hence M, σ  τ (φ), and as before
M, σ  Γ (φ). Thus Γ (φ) is satisable.
Say Γ (φ) is satisable in CTL*. Then there exists some CTL-structure M and fullpath σ through
M such that M, σ  Γ (φ). We can assume without loss of generality that all worlds in M are reachable from σ0 , and so for every world w in we have
M, w  EN ¬v. Thus for every world w we can pick
a fullpath σ starting at w such that σ  GN ¬v,
and so sp (w) is non-empty.
By denition M is
a RoCTL-structure, and as M, σ  Γ (φ) we have
M, σ  τ (φ). Finally, M, σ  φ, and so φ is satisHence

able in RoCTL*.
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It is obligatory that, even if a sin-

gle failure occurs, it is always the case that the
bowl must be full at feeding time.

empty for all worlds reachable from the current world
in CTL* with the CTL* formula

ONG (d → b):

5.

b:

The cat bowl starts full.

Having formalised the specication it can be proven
that the specication is consistent and that the policy implies

ONGON b,

indicating that the bowl must

be lled at every step (in case we forget at the next
step), unless we have already failed twice.
mula

AGON b → ONG (d → b)

The for-

can also be derived,

indicating that following a policy requiring us to always attempt to ll the cat bowl ensures that we will
not starve the cat even if we make a single mistake.
Thus following this simpler policy is sucient to discharge our original obligation.

Example 24.

In the coordinated attack problem we

have two generals

X

and

organise an attack with

Y.

Y.

General

X

wants to

A communication protocol

will be presented such that a coordinated attack will
occur if no more than one message is lost.
The coordinated attack problem requires that the
both generals know that the other will attack despite
the possibility that any message could be lost. This
is known to be impossible, see for example (van der
Grijn 2004). We will show how we can specify a policy
on RoCTL* that species a weaker variant of the coordinated attack problem where we can achieve a coordinated attack provided no more than one message
is intercepted (and both generals are willing assume
that no more than one message will be lost).
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AG (sX → ON rY ):

If

X

sends a message,

Y

ALT L formulae,

Note that since automata can be

should

(in an ideal world) receive it at the next step.

the following denition also gives us a denition of

Note that it may not actually be the case that

equivalence between formulae and automata.

the message arrives as it may be intercepted.

Denition 26.

AG (¬sX → ¬N rY ): If X does not send a message
now, Y will not receive a message at the next

We say that a pair of formulæ

≡ ψ)
M:

are equivalent (φ

σ

paths

through

i for all structures

M

φ, ψ
and

step.

AG(fX → AGfX ):

If

X

M, σ  φ ⇐⇒ M, σ  ψ

X

commits to an attack,

cannot withdraw.

AG(fX → ¬sX ):

If

X

We will now give a partial translation from
has committed to an attack, it

is too late to send messages.

A (¬fX W rX ): X cannot commit to an attack until
X has received a message (which would contain
plans from Y ).
A (¬rX W sY ): X

.

will not receive a message until

ceptance condition
produce

AΛφ

Y.

Similar constraints to the above also apply to

X

from

Denition 27.

F since F
Aφ .

is discarded when we

We dene the length of an

ALT L

formula recursively as follows:

|φ ∧ ψ| = |φU ψ|
|¬φ| = |N φ|
|p|
|(Σ, S, Q0 , δ, F )|

Y

sends one.

low we add a constraint requiring

ALT L

formulæ into automata; we will not dene the ac-

Be-

to be the general

|φ| + |ψ|
|φ| + 1
1
|S|

=
=
=
=

planning the attack

A (¬sY W rY ): General Y will not send a message until Y has received a message.

In some translations we encode state-formulae
(e.g.

Aψ )

into atoms (labelled

complexity

?

|φ|

ALT L

of an

pAψ ).

No protocol exists to satisfy the original coordination

cept that we dene the complexity

problem, since an unbounded number of messages can

labelled

be lost. Here we only attempt to ensure correct behaviour if one or fewer messages are lost.

A (sX U rX ):

General

X

will send plans until a re-

sponse is received.

AG (rX → fX ): Once general X receives
X will commit to an attack.

a response,

the semantics of RoCTL* we may prove that the polis consistent and that it implies correct be-

haviour even if a single failure occurs:

decidable.
Proof. From Lemma 8 we can replace each automata
in a

ALT L formula φ with an equivalent LTL formula.
φ' equivalent to φ.

This will result in an LTL formula
decide

4.1

A partial translation from ALT L into automata

Here we dene a translation of an
into an automaton

thorough specication of the Coordinated Attack
problem, see for example (Halpern & Moses 1990).

Aφ ;

Here we dene a possible extension of LTL allowing
automata to be used as operators, and briey show to

Denition 25.

We dene

into an automaton

ALT L

Aφ .

formulae recur-

we

automata

varies over

V

and

A

V

,

can be any counter-free

V

2 as input, that is Σ = 2 . The
ALT L are dened similarly to LTL, with
the addition that M, σ  A i the automata A accepts
gΦ (σ), or in other words.
FSA that accepts

semantics of

M, σ  A

i

∃i

s.t.

gV (σ≤i ) ∈ L (A)

The closure

clφ

of the formula

φ

is

lowing requirements:

φ ∈ clφ

2. For all

ψ ∈ clφ,

δ≤ψ

if

then

ψ ∈ clφ, ¬ψ ∈ clφ
ψ = ¬δ and δ ∈ clφ.

3. For all
that
4. If

A ∈ clφ

The states of

φ ::= p | ¬φ | (φ ∧ φ) | (φU φ) | N φ | A
p

φ

formula

dened as the smallest set that satises the four fol-

sively according to the following BNF notation,

where

ALT L

However, we do not dene

AΛφ from Aφ . In this secsφ and tφ to represent arbitrary states
use x and y to represent arbitrary states of
in φ.

Denition 29.

1.

4 ALT L

φ

Aφ .

a traditional acceptance condition as this is not re-

of

Indeed, we will shown that such issues can be de-

formula

φ.

tion we will use

cided in nite time (French et al. 2007). For a more

ALT L

.

quired when constructing

φ̂ → ONF (fX ∧ fY ) .

convert an

?

|ψ|

Lemma 28. The satisability problem for ALT L is

Having the formal statement of the policy above and

φ̂

to be

We can then use any decision procedure for LTL to

A (¬rY W (rY ∧ (sY ∧ N sY ∧ N N fY ))): Once general Y receives plans, Y will send two messages
to X and then commit to an attack.

icy

pψ

We dene the

φ similarly, ex?
|pψ | of an atom

formula

then

Aφ

Ax ∈ clφ

δ ∈ clφ.

or there exists

for all states

x

δ
of

such

A.

are sets of formulae that could hold

along a single fullpath.

Proposition 30. The size of the closure set is linear

in |φ|.

Denition 31.

[MPC] We say that

sφ ⊆ clφ is Max-

MPC)

imally Propositionally Consistent (

α, β ∈ sφ

(M1)

if

β = ¬α

then

β∈a

i

i for all

α∈
/ sφ ,
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(M2)

if α ∧ β ∈ clφ
(α ∈ sφ and β ∈ sφ )

(α ∧ β) ∈ sφ ↔

then

is the set of all

is MPC

(S2)

if

αU β ∈ sφ

(S3)

if

¬ (αU β) ∈ sφ

(S4) sφ

α ∈ sφ

then

then

or

ALT L

sφ

whether

β ∈ sφ

β∈
/ sφ

is non-contradictory, i.e.

Note that

V

sφ

is satisable.

is decidable, so we can compute

is contradictory.

We now dene a stan-

dard temporal successor relation for LTL formula.

Denition 33. [rN ]

The temporal successor

tφ

i the following conditions are

rN

re-

lation on states is dened as follows: for all states

sφ ,

(sφ , tφ )

put

rN

in

satised:

(R1) N α ∈ sφ

α ∈ tφ

implies

(R2) ¬N α ∈ sφ

implies

(R3) αU β ∈ sφ

and

(R4) ¬(αU β) ∈ sφ
Denition 34.

α∈
/ tφ

β∈
/ sφ

implies

α ∈ sφ

and

αU β ∈ tφ

implies

¬(αU β) ∈ tφ

We dene the transition relation

δφ ⊆ Sφ × Σ × Sφ
of Sφ × Σ × Sφ is a

as follows:
member of

a member

δφ

hsφ , e, tφ i

i

(T1) hsφ , tφ i ∈ rN
(T2)

For each

(T3)

If

p ∈ V,

it is the case that

p ∈ e

i

p ∈ sφ
x

A

Ax ∈ sφ ,

is not an accepting state of

, then there must exist a state

that

(T4)

x

and

Ay ∈ tφ

and

hx, e, yi

y

of

Ax

is a transition of

such

Ax .

¬Ax ∈ sφ , then for each state y of Ax such
x
that hx, e, yi is a transition of A it must be the
y
case that A ∈
/ tφ .
If

Denition

35.

The

automata

(Σ, Sφ , Q0 , δφ ),
{a : a ∈ Sφ ∧ φ ∈ a}.
tuple

where

Q0

Aφ

is

the

is

the

set

Note that the tuple above does not include an acceptance condition.

Aφ is used only
AΛφ . The automata AΛφ
σ≤i = π≤i of an i-deviation π

The automata

to generate the automata
reads the nite prex
from

σ

and then reads a state formula indicating that

we can deviate. This in essence splits the deviation
into a prex and sux. For this reason we do not dene a standard acceptance condition, instead we will
say that

sφ ∈ Sφ

Aφ

(π, i) i there exists a state
sφ
V
π≤i−1 , and π≥i  sφ . Or

accepts a pair

such that the automaton can reach state

after reading the prex
formally:

Denition 36.
Aφ

M,

π

each case got a contradiction. By contradiction this

though some

and non-negative integer

accepts a pair

Lemma 37. For any fullpath π , integer j , pair of

states sφV
, tφ such that hsφV
, gV (πj ) , tφ i ∈ δφ we have
π≥j+1  tφ =⇒ π≥j  sφ .

90

π≥j
π≥j
ψ is the shortest such formula. We now consider each
possible form of ψ , in each case recall that ψ ∈ sφ ,
V
π≥j+1  tφ and hsφ , gV (πj ) , tφ i ∈ δφ .
ψ = ¬¬α From M1 and ψ ∈ sφ we get α ∈ sφ and
since α is shorter than ¬¬α it follows that π≥j  α
and so π≥j  ¬¬α. However, by assumption π≥j 2 ψ .
ψ = p: From T2 we know that as p ∈ sφ , we
have p ∈ gV (πj ) and so π≥j  p. But by assumption
π≥j 2 ψ .
ψ = ¬p: From M1 we know that p ∈
/ sφ , and from
T2 we have p ∈
/ gV (πj ) and so π≥j  ¬p.
ψ = α ∧ β : As sφ is MPC we see that α, β ∈ sφ .
As we have assumed that ψ is the shortest formula
that provides a counterexample we see that π≥j  α
and π≥j  β . Hence π≥j  α ∧ β .
ψ = ¬ (α ∧ β): As sφ is MPC we see that α ∧ β ∈
/
sφ . It follows that α ∈
/ sφ or β ∈
/ sφ . Without loss
of generality, assume α ∈
/ sφ . Thus π≥j 2 α and
π≥j 2 (α ∧ β). Hence π≥j  ¬ (α ∧ β).
ψ = N θ: We see that if π≥j 2 N θ then π≥j+1 2 θ,
but we see that from R1 that θ ∈ tφ . By contradiction θ cannot be of the form N θ .
ψ = ¬N θ: We see that if π≥j 2 ¬N θ then π≥j+1 
θ, but we see that from R2 that θ ∈
/ tφ .
ψ = αU β : We see that if αU β ∈ sφ then from S2
either α ∈ sφ or β ∈ sφ . Since π≥j 2 αU β it follows
that π≥j  ¬β . As ¬β is shorter than ψ we have
¬β ∈ sφ and so β ∈
/ sφ . Since β ∈
/ sφ , from R3 we
have αU β ∈ tφ and so π≥j+1  αU β . As α ∈ sφ and
α is shorter than ψ we see that π≥j  α. As π≥j  α
and π≥j+1  αU β we see that π≥j  αU β .
ψ = ¬ (αU β) We see that if ¬ (αU β) ∈ sφ then
from S3 we have β ∈
/ sφ and thus ¬β ∈ sφ . As ¬β
is shorter than ψ we have π≥j  ¬β . Since π≤j 2
¬ (αU β) we have π≥j  αU β ; as π≥j  ¬β it follows
that π≥j  α. Thus α ∈ sφ , and from R4 we know
¬ (αU β) ∈ tφ and hence π≥j+1  ¬ (αU β). As π≥j 
¬β it follows that π≥j  ¬ (αU β). By contradiction,
ψ cannot be of the form ¬ (αU β).
ψ = Ax : If x is an accepting state of Ax , then we
x
see that A is satised on all fullpaths through M ,
including π≥j and so x is not an accepting state. We
x
see from T3 that there exists a state y of A such that
y
x
A ∈ tφ and
V hx, gV (πj ) , yi is a transition of A . As
π≥j+1  tφ we see π≥j+1  Ay . We can prepend
the state x and the symbol gV (πj ) to the accepting
y
x
path for A to construct an accepting path for A , so
x
we see that π≥j  A .
ψ = ¬Ax : Since π≥j 2 ψ we see π≥j  Ax .
x
Thus there must exist a state y of A
such that
hx, gV (πj ) , yi is in the transition relation of Ax and
π≥j+1  Ay . However, from T4 and
V M1, we see
y
that ¬A
∈ tφ , and since π≥j+1 
tφ , we have
π≥j+1  ¬Ay .
We have considered all possible forms of ψ and in
lemma must be true.

Given a fullpath

i, we say that
V(π, i) i there exists a state sφ ∈ Sφ
such that π≥i 
sφ , and there exists a path of Aφ
labelled gV (π≤i−1 ) which ends in the state sφ .
structure

For contradiction
V assume that this
V lemma is
Then π≥j+1 
tφ and π≥j 2
sφ . Since
V
2 sφ then there exists some ψ ∈ sφ such that
2 ψ . We assume without loss of generality that

false.

Denition 32. The set of states Sφ
subsets sφ ⊆ clφ satisfying:
(S1) sφ

Proof.

We will now state the lemma demonstrating the
correctness of the translation.

Lemma 38. For any fullpath π though M , and non-

negative integer i, the automata Aφ accepts the pair
i π  φ.

(π, i)
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Proof.

We rst show that this lemma holds for i = 0.
(=⇒) We let sφ be the maximal subset of clφ such
that for each ψ ∈ sφ we have π  ψ . We see that sφ
satises S14 and so sφ ∈ Sφ . We see φ ∈ sφ and so
V
sφ ∈ Q0 . Clearly π  sφ .
(⇐=) By denition eachVsφ ∈ Q0 includes φ and
so clearly if π 2 φ then π 2
sφ .
Say that the lemma holds for i = j , where j is
some non-negative integer.

We now show that the

i = j + 1.
(⇐=) Say that π  φ. Since the lemma holds
for i = j , we see that there exists a state sφ ∈ Sφ
V
such that π≥j 
sφ and there exists a path of Aφ
labelled gV (π≤j−1 ) which ends in the state sφ . We
let tφ be the maximal subset of clφ such that for each
ψ ∈ tφ we have π≥j+1  ψ . Again, we see that tφ
satises S14 and so tφ ∈ Sφ . We now show that
hsφ , gV (πj+1 ) , tφ i ∈ δφ .
V
T1 Say that N α ∈ sφ , then since π≥j+1  sφ it
is clear that π≥j+1  α. Since either α or its
V
negation is in tφ and π≥j+1 
tφ , we see that
α in tφ . We see that rN is a standard temporal
lemma holds for

successor function, and so a similar argument can

R24.

be made for

T2

π≥j+1  p i p ∈ gV (πj+1 ). Since
p or ¬p in tφ , we again see that p ∈ tφ i
p ∈ gV (πj+1 ).
we have

either

T3

It is clear that if an automaton accepts a word
abcd· · · z starting at a state

y

exist state

x

then there must

from which the automata accepts

the word bcd· · · z, and such that

hx, a, yi is in
V tφ contains eithery
 tφ and π≥j+1  A

the transition relation. Again,

Ay

or

¬Ay .

T4

π≥j+1
Ay ∈ tφ .

Since

it is clear that

y from which the automata accepts
bcd· · · z, and hx, a, yi is in the transi-

exists a state

tion relation then the automata accepts a word

¬Ax ∈ sφ , then π≥j  ¬Ax
and so π≥j+1 2 A for any y reachable from x in
Ax by reading the symbol gV (πj+1 ). Yet again,
V
tφ contains either Ay or ¬Ay . Since π≥j+1  tφ
y
y
and π≥j+1 2 A it is clear that ¬A ∈ tφ .
abcd· · · z. Say that

y

π 2 φ, but that the automata Aφ
accepts the pair (π, j + 1). Then there exists a path
through Aφ labelled gΦ (π≤j ) ending at a state tφ such
V
that π≥j+1 
tφ ; let sφ be the state immediately
preceding tφ along that path. Since π 2 φ and the
V
lemma holds for i = j we see that π≥j 2
sφ . From
(=⇒)

Say that

Lemma 37, we get a contradiction.

Denition 39.

We say that an

ALT L

formula is

counter-free if all automata contained in the formula
are counter-free.

to some counter-free automata (Diekert

& Gastin 2008), note that it is not the case that no
non-counter free automata is equivalent to an LTL
formula.

For example, the following automata ac-

cepts the same paths that satisfy
counter free as

pp ∈ La,a

We cannot assume that

φ

because

Aφ

is counter free simply

is equivalent to an LTL formula. We will

now prove that

Aφ

is counter-free. Although we have

not dened a traditional acceptance condition for

Aφ ,

for the purposes of the next lemma we will say that
the automata accepts a word

(π, i)

for all

gV (π)

i

Aφ

accepts

i ≥ 0.

Lemma 40. If φ is counter-free then the automata

is counter-free.
Proof. Each state is a set of ALT L formula, by taking
Aφ

the conjunction of these formulae we get an
formula

ψ.

Each automata

A1

A2

in

ψ

ALT L

comes from some

A1 diers from A2 only in
1
the initial states. Since A is counter-free we see that
A2 is counter-free. Since each automata in ALT L is
automata

in

φ,

and

counter-free we can nd an equivalent LTL formula,
and so

ψ

is equivalent to some LTL formula

ψ0 .

Aφ is not counter-free then there exists a positive
m, state sφ ∈ SΦ and word u in Σ∗ such that
m
u ∈ Lsφ ,sφ and u ∈
/ Lsφ ,sφ . Since the states are nonsφ
contradictory we know that Aφ accepts some word w .
For any state tφ there exists some formula θ such that
t
¬θ ∈ sφ and θ ∈ tφ or visa-versa. As such Aφφ does
not accept the word w . Since u ∈
/ Lsφ ,sφ and um ∈
sφ
Lsφ ,sφ we see that Aφ does not accept u · w but it
m
does accept u · w . By induction we discover that for
sφ
all non-negative i the automaton Aφ does not accept
uim+1 · w but it does accept uim · w. We see that any
If

counter, yet

s

Aφφ

is equivalent to an LTL formula and

so the language must be accepted by some counterfree automata. By contradiction we know that

Aφ

is

counter-free.

5

Translation from RoCTL* to CTL*

We now present a translation from RoCTL* into
CTL*. In Section 4.1 we presented a translation from

ALT L into an automaton Aφ ; In Section 5.1 we show
how to translate the Λ operator by constructing AΛφ
from Aφ , we likewise translate 4φ as φ ∨ AΛφ . In
Section 5.2 we combine these translations to provide
a translation of RoCTL* into

ALT L

and then into

CTL*.

5.1 Aφ to AΛφ
In this section we will show how to construct an automaton
alent to

AΛφ from Aφ such that where Aφ is equivφ, the automaton AΛφ is equivalent to Λφ.

Note that the remainder of input from the current

Although we know that every LTL formula is
equivalent

p

automaton that accepts this language must have a

This is the converse of T3. We see that if there
the word

b

integer

We see from the semantics that, for each atom

p,

p
a

but

Gp,

p∈
/ La,a .

yet it is not

path is irrelevant once the deviation has occurred.
Thus we may dene

AΛφ

as accepting nite words

terminated by a state formula indicating that a deviation has occurred, and hence dene

AΛφ

as a nite

automaton.

Aφ = 2V , S, Q0 , δ, F is a counter-free automaton for φ, we create a nite automaton AΛφ =
2V , SΛ , Q0 , δΛ , FΛ for Λφ, where
Where
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1.

Ψ = {ψs : s ∈ S}, where ψs

is the following state

formula:

^

s ∧ N N G¬v

Σ∗ ,



s,

If

we can deviate here.

2. We add a state

sF

indicating that there existed

an accepting deviation from this path and so we
shall accept regardless of further input.

This

input relates to the original path rather than
the deviation and is thus irrelevant.

SΛ = S ∪ sF
3.

δΛ

and

As such,

FΛ = {sF }.

is the relation that includes

but at each

sF

when

a deviation is possible and remain in that state
regardless of the input along the current path.

δΛ

is the minimal relation satisfying:

(a) If for every tuple

hs, e, ti

in

δ

s∈S

pψs ∈ eΛ

we have

eΛ

(c) For each

eΛ ∈ 2V such
hs, eΛ , sF i in δΛ .

and each

in

2V

we have

Denition 43.
f4 (φ)

5.2

to be

Here we dene a translation

ALT L.

translate the

hsF , eΛ , sF i

son & Lei 1985, Clarke, Emerson & Sistla 1986).
This translation likewise replaces state formulae with

M to be some structure such that for all
w, formulæ ψ and all atoms labelled pEψ , we
have M, w  pEψ i there exists a path σ starting at w such that M, σ  ψ . Recall that Aφ =
2V , S, Q0 , δ, F is the translation of φ into an auV
tomaton, and AΛφ = 2 , SΛ , Q0 , δΛ , FΛ is the automaton constructed from Aφ .
Here we present a lemma demonstrating that the
is correct.

Lemma 41. For any fullpath σ and ALT L formula

lation from Denition 43. The translation

%(φ ∧ ψ) = % (φ) ∧ % (ψ)
%(¬φ) = ¬%(φ)
%(Aφ) = pA%(φ)
%(Oφ) = pA(N G¬v→%(φ))
%(Nφ) = ¬f4 (¬% (φ))
%(N φ) = N %(φ)
%(φU ψ) = %(φ)U %(ψ)

Theorem 44. The translation % of RoCTL* into
ALT L is truth-preserving
pAψ are assumed to hold
where Aψ holds.

Proof.

gV (σ0 )

→ s1

gV (σ1 )

→ · · · → sF for AΛφ .
AΛφ above that
pψsi ∈ gV (σi ). Thus σ≥i  pψsi and so there exists a fullpath π such that π≤i = σ≤i and π≥i 
V
si ∧ N N G¬v. Hence π≥i+1 is failure-free
V and so
π is an i-deviation from σ . Since π≥i 
si and
We know from the construction of

gV (σ0 )

gV (σ1 )

→ s1 → · · · si−1 is a path of Aφ we see
that Aφ accepts (π, i). From Lemma 38 we know
π  φ.
s0

Lemma 42. The automaton AΛφ is counter-free.
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σ 
σ  Oφ i

as

N G¬v

satised precisely

c

mally in (French et al. 2007, M Cabe-Dansted 2010).
From these facts it is easy to see that

tion of

M, π  φ; then there exists an integer i
σ≤i = π≤i and π≥i+1 is failure-free. Since
π  φ we know from Lemma 38 that V
Aφ accepts (π, i),
ending in some state s. As π≥i 
s and π≥i+1 is
V
failure-free we see that π≥i 
s ∧ N N G¬v, and
hence pψs ∈ gV (πi ) and so hs, gV (πi ) , sF i ∈ δΛ . Thus
M, σ  AΛφ .
(=⇒) Say that M, σ  AΛφ . Thus there is an

It is clear that

on the failure-free paths, this is proven more for-

such that

such that

if the atoms of the form
precisely at those worlds

It is easy to see from Lemma 41 that

f4 (φ) i σ  4φ.
σ  A (N G¬v → φ)

it is the case that M, σ  AΛφ i there exists a
deviation π from σ such that M, π  φ.
Proof. (⇐=) Say that there exists a deviation π from
φ

% is dened

recursively as follows:

preserving.

s0

O operf4 trans-

ator found in (French et al. 2007), and the

et al. 2009), but we

We x

accepting run

from RoCTL* into

(Edmund M. Clarke, Grumberg & Peled 1999, Emer-

in

worlds

σ

%

commonly used in model checking, see for example

that

that we can use nite automata.

Λ

we dene

that path includes state formula as atoms; this is

Λ operator instead of the 4 operator so

translation of

φ,

formula

It is well known that we can express a

The translation above is broadly similar to the translation found in

ALT L

RoCTL* to ALT L and CTL*

δΛ .
c
(M Cabe-Dansted

For any

φ ∨ AΛφ .

atoms. It uses the standard translation of the

the tuple

hs, e, ti ∈ δΛ . This is to ensure that wherever gV (σ) is a run of Aφ , it is also the case
that gV (σ) is a run of AΛφ .
(b) For each

from

CTL* formula as an LTL formula over a path, where

δ

state also gives the option to branch into

That is,

s ∈ S and words u in
um ∈ Ls,s then u ∈ Ls,s .
s = sF then every word u is in Ls,s . If s 6= sF
every path from s to s in AΛφ is also a path
s to s in Aφ , and Aφ is counter-free.

if

then

is roughly equivalent to saying if we are in

state

Recall that a counter-free automaton is an au-

tomaton such that for all states

E
ψs

Proof.

%

is truth-

Lemma 45. The complexity of f4 (φ) is singly expo-

nential in |φ|.
Proof. We see
φ

into

from Denition 32 that the transla-

Aφ

results in an automaton that has a

number of states singly exponential in

AΛφ
automata Aφ ,
tomaton

|φ|.

The au-

has exactly one more state than the
and so the number of states in

is also singly exponential in

|φ|.

AΛφ

From Denition 27,

ALT L formula AΛφ is the number
AΛφ , and so |AΛφ | is singly exponential
?
in |φ|. As f4 (φ) = AΛφ ∨ φ we see that |f4 (φ)| is
singly exponential in |φ|.
the length of the

of states in

Corollary 46. The translation into ALT L is at most
i-exponential in length,
nested N operators.

Denition 47.

for formulae with at most i

We dene a translation

RC

from

RoCTL* into CTL* such that for each RoCTL* formula

φ

we let

RC (φ)

and each automata in

ALT L formula % (φ)
pAψ replaced with Aψ ,

be the

with each atom of the form

% (φ)

replaced with the trans-

lation into an equivalent LTL formula referenced in
Theorem 7.
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The following theorem follows from Theorem 44.

Theorem 48. The translation RC into CTL* is

truth-preserving.

sp (w) is non-empty for each world w (see

Lemma 21 for more detail), we have the following
corollary.

Corollary 49. The translation RCSAT is sat-

isfaction preserving (and truth preserving) where
RCSAT (φ) ≡ RC (φ) ∧ AGEN ¬v.
Theorem 50. The translation RC is at most (i + 3)exponential in the length, for formulae with at most i
nested N operators.
Proof. From Lemma 45, we see that there is at most
a singly exponential blowup per

N operator. Once we
ALT L for-

have translated the whole formula into an
mula

ψ , we know from Lemma 8 that we can translate

the automata into LTL formulae with a 3-exponential
blowup.
The automata are translated into LTL recursively,
but the blowup remains 3-exponential. Say
formula being translated.

φ

is the

We see that the number

states in each automaton is no more than the complexity

|% (φ)|

?

% (φ).

of

Thus each time we recurse

we multiply the length of the translated formula by a
number 3-exponential in

?

|% (φ)|

which together still

results in a 3-exponential blowup (note, for example
the formula
exponential

6



n

so

Nn

is also no harder to translate than a single

operator. This is signicant because one of the motivations of RoCTL* was to be able to express the state-

As the RoCTL-structures are precisely those structures where

Nn φ ≡ ¬4n ¬φ,
N

the order of complexity. Note that

i

2
in n).

is singly exponential in

n,

not

i-

n additional failures
φ. The related statement If n failures
occur then φ is ever easier to translate into CTL* as
ONn φ ≡ A (γ n → φ).
Let the N-complexity of a formula φ be dened as
ments of the form If less than
occur then

follows:

|φ|N =

.

It is clear that there exists some function
that for all RoCTL* formula

φ

φ

of length

n

f

such

the trans-

f (n) or less. As
4 does not look inside state formulæ it is clear that |c (φ)| ∈ O (f (|φ|N ) |φ|). In other
lation of

into CTL* is of length

the translation of

words, for any fragment of RoCTL* where the length

|φ|N

of path-formulæ contained within a

N operator is

bounded there is a linear translation from this fragment to CTL*.

As a result the complexity proper-

ties of RoCTL* formulæ with bounded

|φ|N

are simi-

lar to CTL*; we can decide the satisability problem
in doubly exponential time and the model checking
problem in time singly exponential in the length of
the formula and linear in the size of the model, see
(Edmund M. Clarke et al. 1999) for an example of a
model checker for CTL*.
We can rene both above results by noting that
the construction of
formulæ.

AΛφ

does not look inside state

Thus a fragment of RoCTL* which has a

bounded number of

Easily Translatable Fragments of RoCTL*

max |ψ|

Nψ≤φ

(unbroken by

A

or

Nn nested within a path-formula
O) has an elementary translation

into CTL*.

c

In (M Cabe-Dansted & Dixon 2010), we discussed

Although the translation is non-elementary in the

a fragment of RoCTL* called State-RoCTL.

worst case we note that real world formulae often fall

fragment could naturally express many interesting ro-

into an easily translatable fragment of RoCTL*. The

bustness properties, but had a linear satisfaction pre-

most common use for nested Robustly operators is to

serving translation into CTL.

directly chain

n

This

The truth-preserving

Robustly operators together to ex-

translation of State-RoCTL into RoCTL* was tech-

n additional failures.

nically exponential, but had a linear number of unique

We also note that when describing the behaviour of a

sub-formulae and so has a natural and ecient com-

system, the specication of the system takes the form

pressed format;

of a number of clauses each of which are reasonably

translation provided a polynomial-time model check-

short, see Examples 23 and 24.

ing procedure.

press the statement Even with

We will now show

for example, the truth-preserving

that such formulae are easy to translate into CTL*,
and that it is easy to use CTL* decision procedures
on such formulae.
It is easy to represent the statement  v occurs at

n

most

times in future worlds in LTL, we will call

n

0

γ . So for example, γ ≡ N G¬v,
γ 1 ≡ N (¬vU N G¬v), and so forth. Note that
|γ n | ∈ O (n). We see that translating Λn φ is no more
n
complex than translating Λφ; we can translate Λ φ
the same way as we translated Λφ as above, but we
replace ψsi with
^

E
si ∧ N γ n−1 .
this statement

We see that

4φ

φ holds
44φ means

means

fullpath or a deviation,

on the original
that

φ

holds on

the original path or a deviation, or a deviation from
a deviation. In general
some path at most

n

4 φ

φ

means that

holds on

n deviations from the current path.

Thus:

Conclusion

In this paper we have presented a truth-preserving
translation from RoCTL* into CTL* that is

(i + 3)-

exponential in the length of the formula, for formulae
that are limited to

c

i

nested Robustly operators.

In

(M Cabe-Dansted et al. 2009), we showed that there
is no translation that is less than

(i − 2)-exponential

in the length of the formula. This demonstrates that
asymptotically each Robustly operator induces an exactly one additional exponential blowup in the length
of the formula.
Despite RoCTL* being much more succinct than
CTL*, translating RoCTL* formulae into CTL* can
be feasible. In Section 6 we have discussed a number
of fragments of RoCTL* that are easier to translate
into CTL*.

Additionally we have previously shown

that a fragment of RoCTL* called State-RoCTL is
has an ecient translation into CTL.
The 3-exponential blowup is likely to be more of

n

n

4 φ ≡ φ ∨ Λφ ∨ · · · ∨ Λ φ

.

Thus we see that the length of the translation of

4n φ

7

is linear in

n,

and thus has no overall eect on

a problem in practice than the i-exponential blowup.
The most natural reason to nest multiple Robustly
operators is to represent the statement even if
failures occur.

n

However, as discussed in Section 6
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N
Aφ

this case can be as easily translated as a single

on Principles of programming languages', ACM,

operator.

New York, NY, USA, pp. 8496.

and

Oφ

Additionally, the translation replaces

operators with atoms, so the exponentials do

N

not build up if the nestings of
ken with

A

or

O

operators.

operators are bro-

For the

c

French, T., M Cabe-Dansted, J. C. & Reynolds, M.

i-exponential

4720

blowup to dominate, we would need to nest three

N

Springer, pp. 193205. Presented at FroCoS'07.

operators in a non-trivial way, such a formula

would need to have a non-trivial number of symbols
and so the 3-exponential blowup could already make
translating such a formula unfeasible.

Halpern, J. & Moses, Y. (1990), `Knowledge and common knowledge in a distributed environment',

Journal of the ACM (JACM) 37(3), 549587.

Additionally,

there is much stronger motivation for reasoning about
RoCTL* formulae of non-trivial length than for non-

N

trivial nestings of

amples for RoCTL*

operators.

The motivating ex-

c
(M Cabe-Dansted

Kupferman, O., Piterman, N. & Vardi, M. Y. (2001),
Extended temporal logic revisited,

2010), have

12th

dozens of symbols (which could cause problems for
a 3-exponential translation), but none have 3 nontrivially nested

N

operators.

aerial

of

to avoid the 3-exponential blowup.

CTL* but which are most naturally expressed as a

expressed in CTL*, for other properties it is easier
to provide a succinct representation using automata.

ALT L

This suggests that

may be provide a useful

syntax for representation of properties in elds other
than those discussed in this paper. Another avenue
of research that remains open is to extend RoCTL*
to other elds, such as epistemic logics and BDI.
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Abstract
In this paper we study the subset construction that
transforms nondeterministic finite automata (NFA)
to deterministic finite automata (DFA). It is well
known that given a n-state NFA, the subset construction algorithm produces a 2n -state DFA in the worst
case. It has been shown that given n, m (n < m ≤
2n ), there is a n-state NFA N such that the minimal DFA recognizing L(N ) has m states. However
this construction requires O(n2 ) number of transitions in the worst case. We give an alternative solution to this problem that requires asymptotically
fewer transitions. We also investigate the question
of the complementation of NFA. In this case also, it
known that given n, m (n < m ≤ 2n ), there exists
a n-state NFA N such that the minimal NFA recognizing the complement of L(N ) needs m states. We
provide regular languages such that given n, k (k > 1
and n > k), the NFA recognizing these languages
need n states and the NFA recognizing their complement needs (k + 1)n − (k + 1)2 + 2 states. Finally
we show that for given n, k > 1, there exists a O(n)state NFA A such that the minimal NFA recognizing
the complement of L(A) has between O(nk−1 ) and
O(n2k ) states. Importantly however, the constructed
NFA’s have a small number of transitions, typically in
the order of O(n) or O(n2 /log2 (n)). These are better
than the comparable results in the literature.
Keywords: Finite automata, state complexity, the
subset construction, determinization, exponential
blow-up, complementation.
1

Introduction

The subset construction is one of the fundamental
constructions in automata theory that converts nondeterministic finite automata into equivalent deterministic automata. Under the subset construction,
the states of the constructed DFA are subsets of the
underlying NFA. Therefore, if the underlying NFA
has n states the then resulting equivalent DFA has at
most 2n states. Hence, the cost of determinization is
an exponential blow-up in the number of states (Rabin & Scott 1959). In (Moore 1971) it was shown that
this blow-up in the number of states is sharp. This
sharpness result implies hardness for the complementation problem as well. Namely, for any n there exists
an n state NFA recognizing a language L such that 2n
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia, January 2011.
Conferences in Research and Practice in Information Technology (CRPIT), Vol. 119, Alex Potanin and Taso Viglas, Ed.
Reproduction for academic, not-for profit purposes permitted
provided this text is included.

number of states are needed for a DFA to recognize
the complement of the language L.
In general, the study of the descriptional complexity of regular languages is one of the active areas of
current research in the theory of finite automata (Yu
2005). An important measure for the descriptional
complexity of regular languages is state complexity.
Recall that given a regular language L, its NFA-state
complexity (DFA-state complexity) is the number of
states in a minimal NFA (minimal DFA) that recognizes L. There have been a series of results that study
the state complexity of the Boolean operations, the
concatenation and the Kleene-star operation on regular languages. For instance, in (Holzer & Kutrib
2003b) it is shown that n + m + 1 states are necessary
and sufficient to recognize the union of regular languages L1 and L2 , recognized by n state and m state
NFA, respectively. Similarly, in (Holzer & Kutrib
2003b) it is shown that n · m states are necessary
and sufficient to recognize the intersection of regular languages L1 and L2 , recognized by n state and m
state NFA, respectively. The papers (Holzer & Kutrib
2003b) and (Jirásek et al. 2005) study the state complexity of other operations. Also, there has recently
been some work on the study of average state complexity of regular languages and operations thereon.
Another measure for the descriptional complexity
of regular languages is the transition complexity. For
a given regular language L, its transition complexity
is the number of transitions in the minimal NFA recognizing L. Transition complexity of a regular language seems to be a better measure of the descriptional complexity of a regular language since the transitions of the minimal NFA are needed to completely
specify a regular language. Moreover, the transition
complexity of a regular language L may be exponentially greater than the NFA-state complexity of L.
The papers (Gramlich & Schnitger 2007, Schnitger
2006) investigate the transition complexity of regular languages. Our paper fits in the realm of these
investigations.
In this paper we revisit the subset construction
that transforms NFA to DFA and investigate the
problems around the following questions: (1) Given n
and m such that n ≤ m ≤ 2n , does there exist a regular language whose NFA-state complexity is n and its
DFA-state complexity is m? In (Jirásek et al. 2007)
and (Jirásková 2008), it has been shown that it is possible to fill in this exponential gap. Here we seek to
provide a solution to this problem which has asymptotically fewer transitions than the constructions of
(Jirásek et al. 2007) and (Jirásková 2008). (2) Given
n and m with n ≤ m ≤ 2n , does there exist a regular
language whose NFA-state complexity is n such that
the NFA-state complexity of the complement of the
language is m? This question is answered in the affirmative by (Jirásek et al. 2005) and (Jirásková 2008).
Again we would like to provide an alternative solu95
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tion which has has asymptotically fewer transitions.
Below we outline some of the known results related
to these questions.
In (Piotr Berman 1977) it is shown that for every n
there exists a language L whose NFA-state complexity
is n but DFA state complexity is 2n−1 . Interestingly
the complement of this language is recognized by an
NFA with O(n) states. In other words, the complementation problem for the language L is easy in the
class of nondeterministic finite automata. In (Holzer
& Kutrib 2003b) a language M is constructed whose
NFA-state complexity is n but whose NFA-state complexity for the complement of M is 2n−2 . In other
words, the complementation problem for the language
M is hard in the class of nondeterministic finite automata. A natural question arises whether one can
fill in the exponential gap.
In (Jirásek et al. 2005) for every n and m such that
n ≤ m ≤ 2n a regular language L is constructed such
that its NFA state complexity is n and the NFA-state
complexity of the complement is m. These results also
show that for every n and m such that n ≤ m ≤ 2n
there exists a regular language whose NFA-state complexity is n and whose DFA-state complexity is m.
However, these precise bounds are obtained in the
expense of increasing the alphabet size exponentially
on n. The authors of (Jirásek et al. 2005) pose the
problem if the sizes of the alphabets can be controlled.
For instance, can the sizes of alphabets be dependent
on n linearly or be of a fixed size. In (Jirásek et al.
2007), the authors prove that for for every m, n such
that n ≤ m ≤ 2n , there exists a n-state NFA whose
DFA state complexity is m for a fixed four letter alphabet. Furthermore in (Jirásková 2008), the authors
prove that for every m, n such that n ≤ m ≤ 2n , there
exists a n-state NFA A such that the NFA state complexity of the complement of L(A) is m for a fixed
five letter alphabet. The question of whether similar
results can be achieved using a binary alphabet is still
open.
In this paper we present asymptotic solutions to
the problems posed. The languages we construct are
over either binary alphabets or alphabets that depend
on n linearly. These languages exhibit the same behavior as the languages in (Jirásek et al. 2007) but
the bounds on the number of states are not sharp and
the size of the alphabet varies linearly with n. However the n-state NFA constructed in (Jirásek et al.
2007) have O(n2 ) transitions in the worst case. The
n-state NFA constructed by us have asymptotically
fewer transitions than the NFA constructed by the
authors of (Jirásek et al. 2007) in the worst case.
More precisely, we construct the following languages:
1. For every k > 1 there exists a regular language
Ln over a k-letter alphabet, where n > k, such
that a minimal NFA recognizing Ln needs exactly n states and the minimal DFA recognizing
Ln needs exactly (k + 1) · n − c states and O(n)
transitions, where c = (k + 1)2 − 2 (Theorem 1).

2. For every n = k + m there exists a regular language Ln over the binary alphabet such that
the minimal NFA recognizing Ln needs exactly
n states and the minimal DFA needs exactly p · n
states and O(n) transitions (Theorem 2). Unlike
in (Jirásek et al. 2007), we use a binary alphabet
instead of a four letter alphabet.
3. For every k > 1 there exists a regular language Ln over a k-letter alphabet such that the
minimal NFA A recognizing Ln needs n states,
where n > k, and the minimal DFA recognizing Ln has asymptotically nk states. The NFA
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n
A has O( log
) transitions which is asymptoti2n
cally fewer than the O(n2 ) transitions required
by the NFA described in (Jirásek et al. 2007) in
the worst case (Theorem 3).

4. For every k > 1 there exists a regular language
Ln over the k-letter alphabet, where n > k, such
that the minimal NFA recognizing Ln needs exactly n states and the minimal NFA recognizing
the complement of Ln needs exactly (k + 1)n − c
states and O(n) transitions, where c = (k+1)2 −2
(Theorem 4).
5. For every k > 1 there exists a regular language
Ln over the k-letter alphabet, where n > k,
such that the minimal NFA A recognizing Ln
needs exactly n states and the minimal NFA recognizing the complement of Ln needs between
O(nk−1 ) and O(n2k ) states. Moreover, in the
n2
worst case A has O( log
) transitions in the
2n
worst case, which is asymptotically fewer than
the O(n2 ) transitions of the NFA described in
(Jirásková 2008) (Theorem 5).
The outline of this paper is as follows. The next
section gives basic definitions and introduces a necessary notation. In our proofs we use Myhill-Nerode
theorem that is also stated in the next section. Section 3 is devoted to proving Theorems 1 and 2. Section 4 proves Theorem 3. In Section 5 we provide a
proof of Theorems 4 and 5.
2

Basic Notations and Definitions

A deterministic finite automaton (DFA) A is a 5-tuple
hS, Σ, δ, s0 , F i such that:
1. S is a finite set of states.
2. Σ is an alphabet.
3. δ : S × Σ → S is the transition function.
4. s0 ∈ S is the initial state.

5. F is the set of accepting states.
A nondeterministic finite automaton (NFA) A is a 5
tuple hS, Σ, δ, s0 , F i such that:
1. S is a finite set of states.
2. Σ is an alphabet.
3. δ : S × Σ → 2S is the transition function.
4. s0 ⊆ S is the set of initial states.
5. F is the set of accepting states.
For an alphabet Σ, let Σ∗ denote the set of all
words over the alphabet, let λ denote the empty string
and Σ+ = Σ∗ \{λ}. For σ ∈ Σ, σ m denotes letter σ
concatenated m times, σ + = σ ∗ \{λ} and σ 0 = λ.
We define δ + : S × Σ+ → 2S recursively by:
1. δ + (s, σ) = δ(s, σ) and

2. δ + (s, w · σ) = δ(δ + (s, w), σ)
where s ∈ S, σ ∈ Σ and w ∈ Σ+ . Here, for each
X ⊂ S, we set δ(X, σ) = ∪s∈X δ(s, σ).
A run of the automaton A on the word v = σ1 σ2 ...
σn is a sequence of states s0 , s1 ...sn−1 , sn , such that
s0 is the initial state and si+1 ∈ δ(si , σi ). If for this
run sn ∈ F then we say that the run is accepting. The
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automaton accepts the word v if it has an accepting
run on v. The language accepted by an automaton A,
denoted by L(A), is as follows:
{w | the automaton A accepts w}.
Consider a language L ⊆ Σ∗ . We define an equivalence relation ≡L for pair of words u, w ∈ Σ∗ . We
say that u and v are ≡L -equivalent, written u ≡L w,
if u · z ∈ L ⇐⇒ w · z ∈ L for all z ∈ Σ∗ . The well
known Myhill-Nerode Theorem states (Nerode 1958)
(Hopcroft & Ullman 1979):
Theorem (Myhill-Nerode) For a regular language L, the number of equivalences classes of ≡L
is equal to the number of states of the minimal DFA
accepting L.
We will be using this theorem in our proofs to
follow.
3

Regular Languages with Linear State Complexity upon determinization

Let Σ = {0, 1, . . . , k −1} be an alphabet of k symbols,
we define the following language:
Lk,m ={ux | x ∈ σ + , σ ∈ Σ, u ∈ Σ∗ , and
|u| ≡ m − 1(mod m)}.
The following NFA Ak,m = hS, Σ, δ, sI , F i accepts
Lk,m and has m + k states.

word of length less than m is in the language, the state
pm is an accepting state and states p0 , p1 , . . . , pm−1
are non-accepting states. If there exist pi and pj with
i < j ≤ m such that pi = pj . Then a cycle of length
i where i < m exists, without running through the
cycle, a word u where |u| < m is accepted. However
no word of length less than m is in Lk,m . Hence we
have reached a contradiction and p0 , p1 , . . . , pm are all
distinct states. If there exists pi (i < m) such that
pi ∈ s(w · α) for some α 6= 0. Then the word w · α · u
where |u| < m will be accepted. However w · α · u
is not in Lk,m . Hence the states {p0 , p1 , . . . , pm−1 } ∩
s(w · α) = ∅ for α ∈ Σ and C has another m states.
Overall, C has at least m + k states.
The following DFA B k,m = hS 0 , Σ, δ 0 , s0I , F 0 i accepts Lk,m with (k + 1)m + (1 − k) states. Intuitively,
the automaton by reading an input string w counts
the lengths of the prefixes of w modulo m, and once
the length equals m − 1 modulo m the automaton
starts verifying that the rest of the string is from σ +
for some σ ∈ Σ.
1. S = {s00 , s01 , . . . , s0k−1 } ∪ {s00,1 , . . . , s00,k−1 } ∪ . . . ∪
{s0k−1,1 , . . . , s0k−1,k−1 } ∪ {s0F }.
2. s0I = s00
3. F 0 = {s0F } ∪ {s0i,j | i ≤ k − 1 and 1 ≤ j ≤ k − 1}.

4. For σ ∈ Σ, we have the following transition functions:
 0
si+1 if i < m − 1
1. S = {s0 , s1 , . . . , sm+k−1 } and
0 0
δ
(s
,
σ)
=
i
Σ = {0, 1, . . . , k − 1}.
s0σ,1 if i = m − 1

2. sI = {s0 } and F = {sm , sm+2 , ..., sm+k−1 }.
 s0i,j+1 if σ = i and 1 ≤ j < k − 1
0
0
(
s0
if σ 6= i and i ≤ j < k − 1
δ (si,j , σ) =
{si+1 }
if i < m − 1, σ ∈ Σ
 sj0
if j = k − 1
F
{s0 , sm+σ + 1} if i = m − 1, σ ∈ Σ
3. δ(si , σ) =
{si }
if i ≥ m, σ = i − m − 1
The automaton B 2,4 is shown in Figure 2.

At state sm−1 the automaton Ak,m nondeterministically guesses the form of the remaining
word to be either σ + or uσ + (|u| ≡ m − 1(mod m)),
where σ ∈ Σ. The nondeterministic automaton A2,4
is shown in Figure 1. It is not hard to see that Ak,m
has n + k transitions.
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Figure 1: The nondeterministic automaton A2,4
Lemma 1. NFA Ak,m with m+k states is a minimal
NFA accepting Lk,m .
Proof. Let NFA C= hS 0 , Σ, δ 0 , s0I , F 0 i be a minimal
NFA accepting Lk,m . For a word w where w =
(10)∗ (0), |w| = m − 1 and a symbol σ ∈ Σ, the
word w · σ · σ ∈ Lk,m , and there is an accepting run
for C in w · σ · σ. Let s(w · σ) = {s ∈ S 0 | s ∈
δ 0+ (s0 , w · σ) ∧ δ 0+ (s, σ) ∩ F 0 6= ∅}. Assume for the
sake of contradiction that s(w · σ) ∩ s(w · α) 6= ∅ where
σ 6= α and σ, α ∈ Σ. Then the word w · σ · α ∈
/ Lk,m
will be accepted, and we have reached a contradiction. Hence there are k symbols in the alphabet σ,
NFA C has at least k states.
Let p0 , p1 , . . . , pm+1 be tha accepting run of Ak,m
on w ·0 where w = (10)∗ (0) and |w| = m−1. Since no

Figure 2: The deterministic automaton B 2,4
Lemma 2. The minimal DFA recognizing Lk,m has
exactly (k + 1)m + (1 − k) states.
Proof. For the proof we use Myhill-Nerode theorem
and count the number of ≡Lk,m equivalence classes.
First consider a word x ∈ Σ∗ where |x| ≥ m, we can
write it in the form x = u · w where u, w ∈ Σ∗ and
|u| ≡ m − 1(mod m) and 1 ≤ |w| ≤ m. There are two
cases for the word w:
Case 1: w ∈ σ i where σ ∈ Σ and 1 ≤ i ≤ m. For
this case we want to show that the number of ≡Lk,m
equivalence classes is k · (m − 1) + 1. To show this we
distinguish the following two possibilities for w = σ i :
1. |w| < m: Consider any other word x0 such that x0
is of the form u0 ·w0 where |u0 | = m−1 modulo m
and w0 is of the form αj with α ∈ Σ and 1 ≤ j ≤
97
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m. Then either |w| = |w0 | or |w| 6= |w0 |. First we
consider the case when |w| = |w0 |. In this case it
must be that σ 6= α. It is not hard to see that for
z = σ m−|w| we have x·z ∈ Lk,m . However, x0 ·z ∈
/
Lk,m because |αi σ m−i | = m and α 6= σ. Hence,
x 6≡Lk,m x0 . Now we consider the case when
|w| 6= |w0 |. Without loss of generality, we may
assume |w| > |w0 |. Next consider z = β m−|w|+1 ,
where β ∈ Σ with β 6= α. For this z we have
x · z ∈ Lk,m because it is of the form uσ i β m−i β
and |uσ i β m−i | = m − 1 modulo m. However,
x0 · z ∈
/ Lk,m . Thus, this possibility proves that
there are exactly k · (m − 1) number of ≡Lk,m
equivalence classes represented by the words of
the form x = u · w where |u| ≡ m − 1(mod m)
and w = σ i with σ ∈ Σ and 1 ≤ i ≤ m.

2. |w| = m: Consider any word x0 of the form x0 =
u0 · w0 , where |u0 | = m − 1 modulo m. It is not
hard to see that x ≡Lk,m x0 since for all z ∈ Σ∗
we have x · z ∈ Lk,m ⇐⇒ x0 ∈ Lk,m . Now we
want to show that x is not ≡Lk,m equivalent to
any word y of the form y = u0 · αi where α ∈ Σ,
1 ≤ i < m and |u0 | ≡ m − 1 (mod m). Take
β ∈ Σ such that β 6= α. Then it is clear that
x · β ∈ Lk,m , but y · β ∈
/ Lk,m .

Thus, Case 1 proves that there are k · (m − 1) + 1
equivalence ≡Lk,m -classes.

Case 2: Assume that w is not of the form σ i for
σ ∈ Σ and 1 ≤ i ≤ m − 1). We want to show that
there are m number of ≡Lk,m equivalence classes all
distinct from the equivalence classes provided in Case
1.
Consider a word x0 of the form x0 = u0 · w0 , where
u0 and w0 are components of x0 and satisfy the same
conditions as the u and w components of x. Then
either |w| = |w0 | or |w| =
6 |w0 |. First we consider the
0
case |w| = |w |. It is not hard to see that x ≡Lk,m x0
since for all z ∈ Σ∗ that x · z ∈ Lk,m ⇐⇒ x0 · z ∈
Lk,m . This is due to the choices of u, u0 , w and w0 .
Next we consider the case |w| =
6 |w0 | and assume that
0
m−|w|+1
|w | < |w|. For z = 0
, we have x · z ∈ Lk,m
and x0 · z ∈
/ Lk,m . Therefore x 6≡Lk,m x0 .
Now we need to show that x is not ≡Lk,m to any
word from Case 1. Consider y = u0 · σ i where u0 ∈
Σ∗ , 1 ≤ i ≤ m and |u0 | ≡ m − 1(mod m). Take
z = σ m−|x|−1 , it is not hard to see that y · z ∈ Lk,m
but x · z ∈
/ Lk,m . Hence y 6≡Lk,m x, and in this case
Lk,m has m − 1 distinct equivalence classes.
Next we consider a word x ∈ Σ∗ where |x| < m,
there are two cases:
Case 1: We consider all 1 ≤ |x| < m. Then it
is not hard to see that for all z ∈ Σ∗ that x · z ∈
Lk,m ⇐⇒ 0m−1 · x· ∈ Lk,m . Therefore x ≡Lk,m
0m−1 · x and we have already counted the equivalence
classes.
Case 2: We consider the case when x = λ. Consider a word x0 ∈ Σ∗ \{λ}. If x0 ∈ Lk,m , we set z = λ.
It is clear that x · z ∈
/ Lk,m , but x0 · z ∈ Lk,m . There0
0
fore x 6≡Lk,m x . If x ∈
/ Lk,m , then let i = |x|(mod m)
such that 0 ≤ i < m. Now set z = 0m−i+1 . It is clear
that x·z ∈
/ Lk,m but x0 ·z· ∈ Lk,m and thus x 6≡Lk,m x0 .
Therefore λ is an equivalence class on its own.
We have shown that Lk,m has (k + 1)m + (1 −
k) equivalence classes. Therefore, by Myhill Nerode
theorem the minimal DFA accepting Lk,m has exactly
(k + 1)m + (1 − k) states.
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We now reformulate our results above in terms of
linear blow-up of the determination process of nondeterministic finite automata.
Theorem 1. [Linear Blow-Up Theorem 1] For every
k > 1 there exists a regular language Ln over a kletter alphabet, where n > k, such that a minimal
NFA recognizing Ln needs exactly n states and the
minimal DFA recognizing Ln needs exactly (k+1)·n−c
states, where c = (k + 1)2 − 2. Moreover, the minimal
NFA recognizing Ln needs O(n) transitions.
Proof. The language Ln is Lk,m where n = k + m.
Lemma 1 shows that this language requires exactly n
states to be recognized by a minimal NFA. Theorem 2
shows that this language requires exactly (k +1)·n−c
states to be recognized by a minimal DFA. From the
definition of the NFA recognizing Lk,m , it is not hard
to see that it has exactly n + k states.
One would like to sharpen the theorem above to
build a regular language Ln such that the minimal
NFA recognizing Ln has exactly n states and the minimal DFA recognizing Ln has exactly k · n states. Below we present another class of languages in which
this sharpness can be achieved for infinitely many n.
Let Σ = {0, 1} and k, m ∈ N+ . We define the
following language
Uk,m = {u · 0 · w | u, w ∈ Σ∗ , |u| ≥ m and |w| = k}.
Intuitively, Uk,m is the set of all words v such that
|v| ≥ (m + k + 1) and the k + 1th letter from the right
is 0.
The following NFA Ak,m = hS, Σ, δ, sI , F i accepts
Uk,m with m + k + 2 states.
1. S = {s0 , s1 , ..., sm+k+1 }, Σ = {0, 1}.

2. sI = s0 , F = {sm+k+1 }.


 si+1 if 0 ≤ i < m or
m < i ≤ m + k and σ ∈ Σ
3. δ(si , σ) =
if i = m, σ ∈ Σ

 ssi
if i = m and σ = 0
i+1
Intuitively, the automaton Ak,m , after processing the
prefix of an input word of length greater than m, nondeterministically guesses that the rest of the string
has length k once a 0 is read. Then the automaton
verifies that the guess was correct.
The nondeterministic automaton A3,6 which has
11 states is shown in Figure 3. It is not hard to see
that Ak,m has m + k + 2 transitions.
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Figure 3: NFA A3,6 with 11 states
Lemma 3. A minimal NFA accepting Uk,m has exactly m + k + 2 states.
Proof. Assume for a contradiction that there exists
an NFA C= hS 0 , Σ, δ 0 , s0I , F 0 i accepting Uk,m with at
most m + k + 1 states. Consider 0m+1 w ∈ Σ∗ where
|w| = k. Let r = p0 , p1 , ..., pm+k+1 be an accepting
run of C on 0m+1 w. There are m + k + 2 states in this
run and hence there is at least one state p appearing
twice in r. Thus, a cycle of length smaller than m +
k + 1 exists. Let string v0 , v1 ∈ Σ∗ be such that
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p ∈ δ (s00 , v0 ) ∩ δ 0 (pi , v1 ), and string v2 be such that
δ(pi , v2 ) ∩ F 0 6= ∅. Therefore δ 0 (s00 , v0 v2 ) ∩ F 0 6= ∅.
However, |v0 v2 | < m+k+1 and therefore v0 v2 ∈
/ Uk,m .

Hence we have reached a contradiction.

Next we show the minimal number of states a DFA
requires to accept Uk,m is 2k+1 + m. Intuitively, the
deterministic automaton needs to remember the first
m states of the NFA Ak,m . Afterwards, once 0 is read,
the DFA needs to remember all the strings of length
at most k. This is formally proven in the lemma:
Lemma 4. The minimal DFA recognizing Uk,m has
2k+1 + m states.
Proof. For the proof we use Myhill-Nerode Theorem
and count the number of ≡Uk,m equivalence classes.
Consider a word x ∈ Σ∗ , there are three cases:
Case 1: |x| ≤ m: Consider any other word y ∈ Σ∗
where |y| ≤ m. There are two possibilities, either
|x| = |y| or |x| 6= |y|. First we consider the case
|x| 6= |y|. Without loss of generality we may assume
|x| > |y|. The word x · 1m−|x| · 0k+1 ∈ Uk,m and
y · 1m−|x| · 0k+1 ∈
/ Uk,m . Hence, corresponding to each
0 ≤ i ≤ m we have one distinct equivalence class
giving us m + 1 classes.
Now consider |x| = |y|. It is clear for z ∈ Σ∗ that
x · z ∈ Uk,m ⇐⇒ y · z ∈ Uk,m . Thus, x ≡Uk,m y
and we have already counted the equivalence classes.
There is a total of m + 1 equivalence classes in this
case.
Case 2: m+1 ≤ |x| ≤ m+k+1: In this case either
x = u·0·w or x = u·1·w where u, w ∈ Σ∗ and |u| = m.
First we consider x = u · 0 · w. Take any other word
y = u0 · 0 · w0 where u0 , w0 ∈ Σ∗ and |u0 | = m. If w 6=
w0 , then let w1 be the suffix such that w = w0 · σ · w1
and w0 = w00 · σ 0 · w1 (σ, σ 0 ∈ Σ and σ 6= σ 0 ). Without
loss of generality we may assume σ = 0 and σ 0 = 1. It
is clear that x · 1k−i+1 ∈ Uk,m and y · 1k−i+1 ∈
/ Uk,m ,
and hence x 6≡Uk,m y. Therefore Uk,m has another
20 +21 +. . .+2k = 2k+1 −1 equivalence classes. When
w = w0 for all z ∈ Σ∗ it is clear that x · z ⇐⇒ y · z
and we have already counted the equivalence classes.
Next we consider x of the form u · 1 · w (u, w ∈
Σ∗ and |u| = m). If w ∈ 1∗ , then it is clear that
x ≡Uk,m u. Otherwise, let w1 be such that w = 1∗ · 0 ·
w1 . Then x ≡Uk,m 0m+1 · w1 . In both cases we have
already counted the equivalence classes. Thus Uk,m
has another 2k+1 − 1 equivalence classes in Case 2.
Case 3: |x| > m + k + 1: We first consider x ∈
Uk,m . Then x = u · 0 · w where u, w ∈ Σ∗ and |w| = k.
It is clear that x ≡Uk,m 0m+1 · w. Now we consider
x ∈
/ Uk,m , then x = u · 1 · w where u, w ∈ Σ∗ and
|w| = k. If w ∈ 1∗ then x ≡Uk,m u, else w can be
written as 1∗ · 0 · w1 where w1 ∈ Σ∗ . It is clear that
x ≡Uk,m 0m+1 · w1 . In this case, we have already
counted the equivalence classes.
From the above arguments, we have shown that
Uk,m has 2k+1 + m equivalence classes. Hence, by the
Myhill-Nerode theorem, the minimal DFA accepting
Uk,m has 2k+1 + m states.
k+1

−pk−2p
Let p be a natural number. We fix m = 2 p−1
and assume that m is also a natural number. For
instance, when p = 2 we have m = 2k+1 − 2k − 4. For
such chosen m and p we have the following theorem
that sharpens Theorem 3.

Theorem 2 (Linear Blow-Up Theorem 2). For every n = k + m there exists a regular language Ln over
the binary alphabet such that the minimal NFA recognizing Ln needs exactly n states and the minimal
DFA needs exactly p · n states. The minimal NFA
recognizing Ln has O(n) transitions.
Proof. The desired language Ln is Uk,m . We have
shown in Lemma 3 that n = m + k + 2. Furthermore,
we have shown in Theorem 4 that the minimal DFA
accepting Uk,m needs m + 2k+1 states. Since m =
2k+1 −pk−2p
, the minimal DFA accepting Uk,m needs
p−1
p(m+k+2) states. From the definition of the NFA for
Uk,m , it is not hard to see that it has O(n) transitions.
4

Regular Languages with Polynomial State
Complexity upon determinization

Let Σ = {0, 1, . . . , (k − 1)} be an alphabet of k symbols. For m ∈ N+ , we define the following languages:
Vk = 0∗ 1∗ . . . (k − 1)∗ .
Vk,m = {u | u ∈ Vk and |u| = m}.

Rk,m = {u · 0 · w | u ∈ Vk and w ∈ Vk,m }.
Lemma 5. The number of states sufficient for a NFA
accepting Rk,m is km + 2.
Proof. The following NFA Ak,m accepts Rk,m with
km + 2 states. Let Ak,m = hS, Σ, δ, sI , F i be such
that:
1. S = {s0 , s1 , . . . , sk−1 } ∪ sk ∪ {s0,1 , . . . , s0,m−1 } ∪
. . . ∪ {sk−1,1 , . . . , sk−1,m−1 } ∪ {sF }.
2. sI = s0 and F = {sF }.

3. For σ ∈ Σ and s ∈ S, the transition function is:

{sσ , sk } if i ≤ k − 1 and σ ≥ i
δ(si , σ) =
{sσ,1 }
if i = k

{si,j+1 } if j < m − 1 and i = σ
δ(si,j , σ) = {sσ,j+1 } if j < m − 1 and i < σ

{sF }
if j = m − 1 and i ≤ σ

Lemma 6. For a fixed k, the NFA recognizing Rk,m
has O(n) transitions, where n = km + 2.
Proof. Let NFA Ak,m = hS, Σ, δ, sI , F i be the NFA
recognizing Rk,m as defined in Lemma 5. For a state
s ∈ S, let t(s) be the number of states s has transitions to. First we consider the case t(si ) where
i ≤ k. For state si where i ≤ k − 1, state si
has transitions to states si , si+1 , . . . , sk and hence
t(si ) = k + 1 − i. Therefore the total number of transitions s0 , s1 , . . . , sk+1 have are
k−1
X
i=0

t(si ) = (k + 1) + k + . . . + 2 =

k(k + 3)
2

Furthermore, it is not hard to see that t(sk ) = k.
Hence we have accounted for k(k+3)
+ k transitions.
2
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Now we consider a state si,j where i ≤ k − 1 and
j ≤ m − 1. The state si,j has transitions to states
si,j+1 , . . . , sk−1,j+1 and hence t(si , j) = k − i. Hence
we have
k−1
X m−1
X
i=0 j=1

0
0

1
1

0
2

1
0
0

0,1 0

0,2
1

1
1,1

1

0,1

F

1
1,2

Figure 4: NFA A2,3 with 8 states
Lemma 7. For the language Vk,m , where 1 ≤ m and
k is the size of the alphabet, the cardinality of Vk,m is
Qk−1 (m+i)
.
i=1
i
Proof. We show this by an induction on k. For the
base case k = 2, it is not hard to see that
Q2−1
|V2,m | = (m + 1) = i=1 (m+i)
.
i
Assume it is true for k = n − 1 that
Qn−2
|Vn−1,m | = i=1 (m+i)
.
i
Words in Vn,m are of the form un−1,m−i ·ni where 0 ≤
i ≤ m and un−i ∈ Vn−1,m−i . Thus, the cardinality of
Vn,m is:
|Vn,m | = |Vn−1,m | + |Vn−1,m−1 | + ... + |Vn−1,0 | =
Qn−2 (m+i)
Qn−2
Qn−1
+ . . . + i=1 (0+i)
= i=1 (m+i)
.
i=1
i
i
i

Lemma 8. For the language Vk,m , where 1 ≤ m and
k is the size of the alphabet
Pm
Qk (m+i)
.
i=0 |Vk,i | =
i=1
i
Proof. We have previously shown in Lemma 7 that
Qk−1
|Vk,m | = Pi=1 (m+i)
. Hence we have the following
i
m
relation:
|V
|
=
|Vk,0 | + |Vk,1 | + ... + |Vk,m | =
k,i
Qk−1 (i+0) i=0
Qk−1 (i+m) Qk m+i
+ . . . + i=1 i = i=1 i .
i=1
i
Lemma 9. The minimal DFA accepting Rk,m needs
Qk m+i
i=1 i + (km + 3) states.
Proof. We count the number of distinct ≡Rk,m equivalence classes. Rk,m is represented by the regular expression 0∗ · 1∗ · . . . · k ∗ · 0 · u where u ∈ Vk,m .
Consider a word x ∈ Σ∗ , there are two cases:
Case 1 : ∃z ∈ Σ∗ such that x · z ∈ Rk,m . There are
the following sub-cases:

1

0

2

0

0,1 0

1

1,1

1

*

0

0

9
* 1
0

12
1
0
1
0

10
* 1
0

13
* 1
0

15
*

0

0,2
1

0

*

The nondeterministic automaton A2,3 is shown in
Figure 4.

1

1

8

(k + 1)k(m − 1)
t(si,j ) = (m−2)(1+. . .+k) =
2

Note that state sF has no transitions.
Hence in total Ak,m has k+1
2 km − c transitions,
.
Therefore
the Ak,m recognizing
where c = k(k+1)
2
Rk,m has O(n) states.
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0

0,1 F
1
1

1,2

1
0

0

11
1

14
1

16
1

17
All transitions marked ∗ go to State 2.

Figure 5: Determinstic Automaton B 2,3
1. x ∈ 0 · u such that u ∈ Vk,i (0 ≤ i ≤ m): In this
case, corresponding to every u ∈ Vk,i we have
a distinct ≡Rk,m -equivalence class containing the
word 0 · u. Consider distinct words 0 · u and 0 · u0 ,
where u ∈ Vk,n and u0 ∈ Vk,j (0 ≤ n, j ≤ m).
Without loss of generality we may assume that
n ≤ j.
First, consider the case when n < j. If j = m,
then 0 · u0 ∈ Rk,m but 0 · u ∈
/ Rk,m and thus
0 · u 6≡Rk,m 0 · u0 . If j 6= m then let σ ∈ Σ be
the last symbol that occurs in u0 . Then 0 · u0 ·
σ m−j ∈ Rk,m but 0 · u · σ m−j ∈
/ Rk,m and hence
0 · u 6≡Rk,m 0 · u0 .
Next consider the case when n = j. Let u = 0+ ·v
and u0 = 0+ ·v 0 where v, v 0 ∈ (Σ\{0})∗ . Since u 6=
u0 , we have |v| =
6 |v 0 |. Without loss of generality,
0
assume that |v| > |v 0 |. Then 0·u0 ·σ m−|v | ∈ Rk,m
0
but 0 · u · σ m−|v | ∈
/ Rk,m where σ is the last
symbol of v 0 . Thus 0 · u 6≡R2,m 0 · u0 .
Pm
Qk
By Lemma 8, we have i=0 |Vk,i | = i=1 (m+i)
i
Qk (m+i)
and therefore we have i=1 i distinct equivalence classes corresponding to each word of the
form 0 · u.

2. x ∈ v·0·u where v ∈ (1∗ ·. . .·k ∗ )\{λ} and u ∈ Vk,i
(0 ≤ i ≤ m): Let x = v·0·lj and consider another
word w ∈ v · 0 · pj where l, p ∈ Σ \ {0} and l < p
(1 ≤ j ≤ m−1). Then x 6≡Rk,m w since x·lm−j ∈
Rk,m but w · lm−j ∈
/ Rk,m . Also x, w 6≡Rk,m
0 · u0 (u0 ∈ Vk,i ) since 0 · u0 · 0 · 0m ∈ Rk,m but
x · 0 · 0m ∈
/ Rk,m (similarly w · 0 · 0m ∈
/ Rk,m ).
Hence, corresponding to each 1 ≤ j ≤ m − 1
we have k distinct equivalence classes giving us
k · (m − 1) equivalence classes. We further have
one equivalence class for all words of the form
v · 0. For u ∈ Vk,m , all x ∈ v · 0 · u form another
equivalence class.
Note that x ∈ v · 0 · u · σ (σ ∈ Σ and u ∈ Vk,i
for 0 ≤ i ≤ m − 1) is equivalent to all words of
the form v · 0 · σ i+1 and we have already counted
these equivalence classes.
Thus, there are a total of k · (m − 1) + 2 distinct
equivalence classes in this case.
3. x ∈ 0+ · v where v ∈ (1∗ · . . . · k ∗ ) \ {λ}: If
|x| ≤ m + 1, then x is of the form 0 · u for
u ∈ Vk,|x|−1 and we have already counted the
equivalence class corresponding to x.
If |x| > m + 1, let x = 0 · 0n · v such that n ≥ 0. If
|v| > m, then it is easy to see that x ≡Rk,m σ |v|
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where σ is the last symbol of x. Therefore let
|v| ≤ m. If n + |v| ≤ m, then x is of the form
0 · u where u = 0n · v ∈ Vk,n+|v| . If n + |v| >
m, then x ≡Rk,m 0 · 0m−|v| · v. In either case
we have already counted the equivalence classes
corresponding to x. Hence, all x ∈ 0+ · v belong
to previously enumerated equivalence classes.
4. x ∈ σ + (σ ∈ Σ \ {0}): For every σ ∈ Σ \ {0}, all
words of the form σ + form a distinct equivalence
class. Consider words li and pj such that l, p ∈
Σ \ {0} and l < p (i, j ≥ 1). Then li · l · 0m+1 ∈
Rk,m but pj · l · 0m+1 ∈
/ Rk,m and li 6≡Rk.m pj .
Hence we have k − 1 equivalence classes in this
case.

2. For α = 2n − n + 1, the minimal NFA recognizing
n2
Ln and having a blowup of O(α) has O( log
)
2n
transitions. This is asymptotically fewer than the
O(n2 ) transitions required by the NFA with DFAstate complexity α that was described in (Jirásek
et al. 2007) .
Proof. As shown in Lemma 5 and Lemma 9, km + 2
states are sufficient for a NFA accepting Rk,m and
Qk
the minimal DFA accepting Rk,m has i=0 m+i
+
i
(km+3) states. Since n > k, this implies the minimal
DFA accepting Rk,m has O(nk ) states. Our desired
language Ln then is Rk,m with n = km + 2. The
second part of the theorem follows from Lemmas 10
and 11.

5. x = λ: λ forms a distinct equivalence class.
Case 2 : ∀z ∈ Σ∗ we have x · z ∈
/ R2,m : All such x
form one distinct equivalence class.
From the above arguments, we can see that there
Qk
are i=1 (m+i)
+ (k · m + 3) distinct ≡Rk,m equivi
alence classes. Thus, by the Myhill-Nerode theorem the minimal DFA accepting Rk,m has exactly
Qk (m+i)
+ (k · m + 3) states.
i=1
i
The next two lemmas analyse the transition complexity of the language Rk,m and show that the transition complexity of Rk,m is asymptotically less than
the number of transitions of the NFA of (Jirásek et al.
2007) in the worst case.
Lemma 10. For α = 2n − n + 1, the n-state NFA
A constructed in (Jirásek et al. 2007), such that the
DFA complexity of L(A) is α, has O(n2 ) transitions
where the alphabet is {a, b, c, d}.

Proof. Let α = 2n − n + 1. In this case the
states in NFA A constructed in (Jirásek et al.
2007) has the following transitions for symbol
d: δ(1, d) = {0, 2}, δ(2, d) = {0, 2, 3}, . . . , δ(n −
3, d) = {0, 2, 3, . . . , n − 2} and δ(n − 2, d)=δ(n −
1, d)=δ(n, d) = {0, 1, 2, 3, . . . , n − 1}.
It is not hard to see that A has O(n2 ) transitions
for the symbol d. There are O(n) number of transitions for the symbols a, b, c and hence A has O(n2 )
transitions in total.
Lemma 11. For α = 2n −n+1, the n-state NFA B k,m
recognizing Rk,m such that the DFA state complexity
n2
of Rk,m is O(α) has O( log
) transitions.
2n
Proof. For k = logn (2n − (n − 1)), the DFA state
complexity of Rk,m is O(α) according to Lemma 9.
State si where i < k − 1 has k + 1 − i outgoing
transitions and state sk has k outgoing transitions.
States of the form si,j where 1 ≤ i ≤ k − 1 have k − i
outgoing transitions each. Hence B k,m has 12 m(k +
1)(k + 2) transitions. We have n = km + 2 as shown
in Lemma 6 and hence B k,m has O(k · n) transitions.
Since k = logn (2n − (n − 1)), we have k = logn2 n − c
2

(c > 0). Hence B k,m has O( logn

2

n)

transitions.

Theorem 3 (Polynomial blow-up theorem). For every k > 1 there exists a regular language Ln over a
k-letter alphabet such that
1. The minimal NFA recognizing Ln needs n states,
where n > k, and the minimal DFA recognizing
Ln has O(nk ) states.

5

Complementation

In this section, we investigate the complementation
problem for NFA. The complementation operation for
DFA is efficient and the DFA recognizing the complement of a n-state DFA has at most n states. However
for every n ≥ 1 and the binary alphabet, there exists a n-state NFA such that the minimal NFA recognizing its complement needs 2n states (Moore 1971).
The authors of (Jirásková 2008) show that for every
n, m > 1 with log n ≤ m ≤ 2n there exists a n-state
NFA such that the minimal NFA accepting its complement has m states with a fixed five letter alphabet
. However, in the worst case the number of transitions
in the n-state NFA is O(n2 ).
For a fixed k > 1, we first show that for every
n > k, there exists a O(n) state NFA such that the
minimal NFA for the complement has k · n + c states
where k is the alphabet size and c is a constant. Next
we show that for every n, k ≥ 2, there exists a O(n)state NFA such that the minimal NFA accepting its
complement has between O(nk−1 ) and O(n2k ) states
where the alphabet is of size k. We would like to point
out that the n-state NFA that we describe in this
section have asymptotically fewer transitions than the
NFA of (Jirásková 2008).
5.1

Linear blow-up

Let Σ = {0, 1, . . . , k −1} be an alphabet of k symbols.
Recall the language Lk,m we defined in Section 3.
Lk,m ={ux | x ∈ σ + , σ ∈ Σ, u ∈ Σ∗ , and
|u| ≡ m − 1(mod m)}.

We proved that the minimal DFA recognizing Lk,m
has exactly (k + 1)m + (1 − k) states. Then it is clear
that the DFA recognizing the complement of Lk,m has
at most (k + 1)m + (1 − k) many states. Our goal is to
show that a succinct representation of this language
using NFA still needs exactly (k + 1)m + (1 − k) many
states.
Lemma 12. A minimal NFA recognizing the complement of Lk,m has at least (k + 1)m + (1 − k) states.
Proof. Let NFA A=hS, Σ, δ, sI , F i be a minimal NFA
accepting Lck,m , the complement of the language
Lk,m . For u, v ∈ Σ∗ , define S(u, v) = {s ∈ S | s ∈
δ + (sI , u) and δ + (s, v) ∩ F 6= ∅}.
First, we show that A needs at least k(m − 1) + 1
non-accepting states. Consider a word 0m−1 ·σ i where
1 ≤ i ≤ m and σ ∈ Σ. There are two cases for i:
Case 1 : i < m: Consider any other word 0m−1 ·αj
where 1 ≤ j ≤ m − 1 and α ∈ Σ. There are two
possibilities for i and j:
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1. i = j: In this case α 6= σ. It is easy to see
that 0m−1 · σ i · αm−i ∈ Lck,m . Assume for a
contradiction that S(0m−1 · σ i , αm−1 ) ∩ S(0m−1 ·
αj , αm−1 ) 6= ∅. Let s ∈ S(0m−1 · σ i , αm−1 ) ∩
S(0m−1 · αj , αm−1 ). Then δ + (sI , 0m−1 · αj ·
αm−i ) ∩ F 6= ∅ and hence 0m−1 · αj · αm−i is
accepted by A. This is a contradiction since
0m−1 · αj · αm−i ∈
/ Lck,m .
2. i 6= j: Let β ∈ Σ \ {α}. Clearly 0m−1 · αj ·
β m−i+1 ∈ Lck,m . Assume for the sake of contradiction that S(0m−1 · σ i , β m−i+1 ) ∩ S(0m−1 ·
αj , β m−i+1 ) 6= ∅. Then there must be an s ∈
S(0m−1 · σ i , β m−i+1 ) ∩ S(0m−1 · αj , β m−i+1 ) and
therefore δ + (sI , 0m−1 ·σ i ·β m−i+1 )∩F 6= ∅. Hence
A accepts the word 0m−1 · σ i · β m−i+1 . This is a
contradiction since 0m−1 · σ i · β m−i+1 ∈
/ Lck,m .
Since we have k(m − 1) words of type 0m−1 · σ i , we
have shown that A needs at least k(m − 1) distinct
states.
Case 2 : i = m: Let β ∈ Σ \ {σ}. Consider any
other word 0m−1 ·αj where 1 ≤ j ≤ m − 1. Then
clearly 0m−1 ·αj · β ∈ Lck,m . Assume for contradiction
that S(0m−1 ·αj , β) ∩ S(0m−1 ·σ m , β) 6= ∅. Then there
must be an s ∈ S(0m−1 ·αj , β) ∩ S(0m−1 ·σ m , β) and
hence δ + (sI , 0m−1 · σ m · β) ∩ F 6= ∅. Therefore, A
accepts 0m−1 · σ m · β which is a contradiction since
0m−1 · σ m · β ∈
/ Lck,m . Hence A has at least one more
state.
From the two cases above, we conclude that A has
at least k(m − 1) + 1 states. We would now like to
show that A has at least m more states.
Consider a word 0i for 0 ≤ i ≤ m − 1. Consider
another word 0j for 0 ≤ j ≤ m − 1 such that i 6= j.
Without loss of generality assume that i < j. Clearly
0i · 0m−1−j · 0 ∈ Lck,m . Assume for the sake of contradiction that S(0i , 0m−1−j · 0) ∩ S(0j , 0m−1−j · 0) 6= ∅.
Then there exists a state s ∈ S(0i , 0m−1−j · 0) ∩
S(0j , 0m−1−j ·0) and hence δ + (sI , 0j ·0m−1−j ·0)∩F 6=
∅. Thus A accepts 0j · 0m−1−j · 0 and this is a contradiction since 0j · 0m−1−j · 0 ∈
/ Lck,m .
i
Now consider a word 0 (0 ≤ i ≤ m −
1) and another word 0m−1 αj (1 ≤ j ≤
m − 1 and α ∈ Σ).
Clearly we have 0i ·
m−i−1
c
α
∈ Lk,m . Assume for contradiction that
S(0i , αm−i−1 ) ∩ S(0m−1 αj , αm−i−1 ) 6= ∅ and there
is s ∈ S(0i , αm−i−1 ) ∩ S(0m−1 αj , αm−i−1 ). Hence
δ + (sI , 0m−1 · αj · αm−i−1 ) ∩ F 6= ∅ and therefore A
accepts 0m−1 · αj · αm−i−1 . This is a contradiction
since 0m−1 · αj · αm−i−1 ∈
/ Lck,m .
From the above arguments, we can conclude that
A has at least m more states as required. Hence we
have shown that A has at least k(m − 1) + 1 + m =
(k + 1)m + (1 − k) states.
Theorem 4 (Linear blow-up for complementation).
For every k > 1 there exists a regular language Ln
over k-letter alphabet, where n > k, such that
1. The minimal NFA recognizing Ln needs exactly n
states and the minimal NFA recognizing the complement of Ln needs exactly (k + 1)n − c states,
where c = (k + 1)2 − 2.
2. The minimal NFA recognizing Ln needs O(n)
transitions.
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Proof. The language Ln is Lk,m where n = k + m.
We have shown in Lemma 1 a minimal NFA accepting Ln needs exactly n states. In Theorem 3 we have
shown the minimal DFA accepting Ln needs exactly
(k + 1)n − c states, hence the complement of Ln can
be accepted by a (k + 1)n − c states DFA. Furthermore in Lemma 12, we have shown that (k + 1)n − c
states are necessary for a minimal NFA accepting the
complement of Ln . Hence this proves (k + 1)n − c
states are necessary and sufficient for a minimal NFA
recognizing Lcn . We have shown in Theorem 1 the
minimal NFA accepting Ln has O(n) transitions.
5.2

Polynomial Blow-up

First consider the language Vk,m = {u | u ∈ 0∗ ·
. . . · (k − 1)∗ and |u| = m}. Then it is clear that the
following NFA A = (S, Σ, δ, sI , F ) with k(m − 1) + 2
states recognizes Vk,m :
1. S
=
{s0 } ∪ {s0,1 , . . . , s0,m−1 } ∪ . . . ∪
{sk−1,1 , . . . , sk−1,m−1 } ∪ {sF } and Σ
=
{0, 1, . . . , k − 1}.
2. sI = s0 and F = {sF }.

3. For 0 ≤ i < k and σ ∈ Σ, δ(s0 , σ) = {sσ,1 }.

4.

δ(si,j , σ) =


{sσ,j+1 } if j < m − 1 and i ≤ σ
{sF }
if j = m − 1 and i ≤ σ

The NFA recognizing V2,4 is shown in Figure 6. It
is not hard to see that the NFA for Vk,m has O(k 2 m)
transitions.
0

0

0,1

0

0,2

0

1

1

0,3

F

1
1

1,2 1

1,1 1

0

1,3

Figure 6: The NFA accepting V2,4
Later we will need to use the following language:
Gk,m,α = {β · u | β · u ∈ Vk,m and β ∈ {0, . . . α −
1}} where α ∈ {1, . . . , k − 1}. The following NFA C
recognizes Gk,m,α :
1. S = {s0,0 , . . . , s0,m } ∪ . . . ∪ {sα−1,0 , . . . , sα,m } ∪
{sα,1 , . . . , sα,m } . . . ∪ {sk−1,1 , . . . , sk−1,m }.
2. The initial states are {sσ,0 | σ ∈ Σ} and F =
{sσ,m | σ ∈ Σ}.
3. For i, σ ∈ Σ and 0 ≤ j < m:

δ(si,j , σ) = {sσ,j+1 } where i ≤ σ
The NFA recognizing G2,2,1 is shown in Figure 7.
It is not hard to see that the NFA for Gk,m,α has
α(m + 1) + (k − α)m states and O(k 2 m) transitions.
0,0

0

0,1 0

0,2
1

1
1,1 1

1,2

Figure 7: The NFA accepting G2,2,1
Lemma 13. For every k, m > 1, there exists a O(m)state NFA B such that NFA accepting the complement
of L(B) has at least O(mk−1 ) states.

Proceedings of the Seventeenth Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia

(b) For 0 ≤ j ≤ k − i − 1 and 1 ≤ j 0 ≤ m − 1,
i
Ai
sC
σ,j 0 ∈ δ(sj,j 0 , σ) for every σ ∈ {0, . . . , j +
i − 1}.

Proof. Consider the language Hk,m = (Σ∗ · 0 · y · (Σ \
{0}) · Σ∗ ) + (Σ∗ · 1 · y · (Σ \ {1}) · Σ∗ ) + . . . + (Σ∗ · (k −
1) · y · (Σ \ {k − 1}) · Σ∗ ) where the following conditions
hold:

7. For i = 0, the following is true:

1. |y| = m and

(a) For 1 ≤ j ≤ k − 1 and 1 ≤ j 0 ≤ m − 1,
0
A0
sC
σ,j 0 −1 ∈ δ(sj,j 0 , σ) for every σ ∈ {0, . . . , j −
1}.

2. y = y1 ·y2 such that a·y1 , y2 ·b ∈ 0∗ ·1∗ ·. . .·(k−1)∗
for some symbols a 6= b.
Intuitively, the NFA recognizing Hk,m behaves as
follows: It guesses the position of a symbol a ∈ Σ and
then starts verifying whether the next m + 1 symbols
are in Vk,m . If at position i in this verification, the
automaton reads a symbol α such that the symbol
at position i − 1 is β > α then the automaton tries
to verify whether the last m − i + 1 symbols are in
Vk,m−i+1 and the (m + 1)th symbol is b 6= a.
Formally, let the following be the NFA’s recognizing Vk,m , . . . , Vk−i,m , . . . , V1,m respectively (i.e. Ai
recognizes Vk−i,m where 0 ≤ i ≤ k − 1):
0

0

The NFA recognizing H2,4 is shown in Figure 8.
Since the NFA recognizing Vk,m has k(m − 1) + 2
states and the NFA for Gk,m,α has α(m+1)+(k−α)m
states, it is not hard to see that the NFA recognizing
Hk,m has O(k 2 m) = O(m) states.
A0 accepting V2,4
0

sA
1

0

0

0

0

1
1

sA
0,1

1
0

A
s1,1

0

0

0

1
1

sA
0,2
A
s1,2

0

0

sA
0,3
0

0

A
s1,3

i

i

i

Ai = (S A , Σ \ {0, . . . , i − 1}, δ A , sI Ai , F A )
k−1

1

0

0

0

1

1

1

Let C 0 = (S C , Σ, δ C , sI C 0 , F C ) be the NFA recognizing Gk,m−2,k−1 and the following be the NFA’s recognizing Gk,m−1,1 , . . . Gk,m−1,k−2 (i.e. C i recognizes
Gk,m,i where 1 ≤ i ≤ k − 2) .
C 1 = (S C , Σ, δ C , sI C 1 , F C )
...
k−2

, Σ, δ C

k−2

, sI C k−2 , F C

k−2

k−1

)

k−1

Also, let C k−1 = (S C , Σ\{k − 1}, sδ C , sI C k−1 ,
k−1
F C ) be the NFA recognizing Gk−1,m−1,k−1 .
The following NFA Dk,m accepts Hk,m :
k−1

1. S = {s0 } ∪ S A
0
S C ∪ {sF }.

0

∪ . . . ∪ SA ∪ SC

k−1

1

∪ . . . SC ∪

2. I = {s0 } and F = {sF }.

3. For every σ ∈ Σ, δ(s0 , σ) = {s0 , sI Aσ } and
δ(sF , σ) = {sF }.
i

4. For s ∈ S A (1 ≤ i ≤ k) and σ ∈ Σ, δ(s, σ) =
i
j
δ A (s, σ). Similarly for s ∈ S C (0 ≤ j ≤ k − 1).

5. For every 0 ≤ i ≤ k − 1, the following conditions
hold:
(a) sF ∈

i
δ(sA
F , σ)

for every σ ∈ Σ \ {i}.
i

(b) For i > 0, sF ∈ δ(sC
α,m−1 , σ) for every α in
the alphabet of Ci and σ ∈ Σ \ {i}. For
0
i = 0, sF ∈ δ(sC
α,m−2 , σ) for every α ∈ Σ
and σ ∈ Σ \ {0}.

6. For every 1 ≤ i ≤ k − 1, the following conditions
hold:
i

(a) For σ ∈ {0, . . . , i − 1}, sC
σ,0 ∈ δ(sI Ai , σ).
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1
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Figure 8: The NFA accepting H2,4
Let A = (S, Σ, δ, sI , F ) be a NFA recognizing
c
Hk,m
. Consider any word w ∈ Vk,m+1 . Then
c
w · w ∈ Hk,m
since any symbols in w · w that are
separated by m positions are identical. We define
S(w) = {s ∈ S | s ∈ δ + (sI , w) and δ + (s, w) ∩ F 6= ∅}.
Consider any other word w0 ∈ Vk,m+1 . Assume for
the sake of contradiction that S(w) ∩ S(w0 ) 6= ∅.
Then there is a state s ∈ S(w) ∩ S(w0 ) and we have
δ + (sI , w · w0 ) ∩ F 6= ∅ and δ + (sI , w0 · w) ∩ F 6= ∅.
Hence A accepts w · w0 and w0 · w.
However w and w0 are distinct words and differ
for at at least one position 1 ≤ p ≤ m + 1. Hence
w · w0 is of the form x1 x2 . . . xp−1 a . . . xm+1 x01 x02 . . .
x0p−1 b . . . x0m+1 such that a 6= b. There are two cases:
1. xm+1 ≤ x01 : Since w, w0 ∈ Vk,m , it is not hard to
see that axp+1 . . . x0p−1 ∈ 0∗ · 1∗ · . . . · (k − 1)∗ and
b ∈ 0∗ · 1∗ · . . . · (k − 1)∗ . Hence w · w0 is of the
form Σ∗ · a · y · b · Σ∗ where y1 = xp+1 . . . x0p−1 and
y2 = λ and a · y1 , y2 · b ∈ 0∗ · 1∗ · . . . · (k − 1)∗ .
2. xm+1 > x01 : In this case axp+1 . . . xm+1 ∈ 0∗ · 1∗ ·
. . .·(k −1)∗ and x01 . . . x0p−1 b ∈ 0∗ ·1∗ ·. . .·(k −1)∗ .
Hence, w · w0 is of the form Σ∗ · a · y · b · Σ∗
where y1 = xp+1 . . . xm+1 and y2 = x01 . . . x0p−1
and a · y1 , y2 · b ∈ 0∗ · 1∗ · . . . · (k − 1)∗ .

c
In both cases w · w0 ∈
/ Hk,m
but the word is accepted by A. A very similar argument can be made
for w0 · w. We have arrived at a contradiction. By
Lemma 7 there are O(mk−1 ) words in Vk,m+1 and
hence A has at least O(mk−1 ) states.

In the following theorem we give an upper bound
for the DFA recognizing the complement of the language Hk,m .
Lemma 14. For every k, m > 1, the DFA recognizing the complement of the language Hk,m has at most
O(m2k ) states.
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Proof. We use the Myhill-Nerode theorem to prove
this bound. First we observe that for any words u, v ∈
Hk,m , we have u ≡ v.
Now consider any word w ∈
/ Hk,m such that w 6= λ.
Then w must be of the form Σ∗ · a · y where a ∈ Σ
and 0 ≤ |y| ≤ m. Here y is the maximal length word
such that y = y1 · y2 and a · y1 ∈ 0∗ · . . . (k − 1)∗ .
Consider any other word w0 ∈
/ Hk,m such that w0 ∈
∗
Σ · a · y. Then it is not hard to see that w ≡ w0 since
w · x ∈ Hk,m iff w0 · x ∈ Hk,m for any x ∈ Σ∗ . There
are at most O(m2k ) words of the form a · y and hence
there are at most O(m2k ) equivalence classes.
Lemma 15. For n > 0 and α = 2n − n + 1, the NFA
A constructed in (Jirásková 2008) with n-state such
that the NFA accepting the complement has α states
has O(n2 ) number of transitions.
Proof. The NFA A constructed in (Jirásková 2008)
with n states has exactly has an alphabet of five symbols a, b, c, d, f . The number of transitions for symbols a, b, c, d are exactly the same as those for the NFA
constructed in (Jirásek et al. 2007) which is O(n2 )
by lemma 10. The symbols f only adds O(n) number of transitions. Hence, the NFA A constructred in
(Jirásková 2008) has O(n2 ) number of transitions.
Lemma 16. For n > 0 and α = 2n − n + 1, the
O(n)-state NFA Dk,m accepting Hk,m , such that the
n2
c
NFA accepting Hk,m
has O(α) states, has O( log
)
2n
transitions.
c
Proof. In order for the minimal NFA for Hk,m
to
have O(α) transitions, we must have k ∈ O( logn2 n ).
The NFA Dk,m has O(k 3 m) number of transitions
since the NFA’s for Vk,m and Gk,m,α have O(k 2 m)
transitions each. Also Dk,m has O(k 2 m) states by
lemma 13. Hence Dk,m has O(kn) transitions where
n ∈ O(k 2 m). Since k ∈ O( logn2 n ), it is clear that Dk,m
2

n
has O( log
) transitions.
2n

The following theorem follows from lemmas 13, 14,
15 and 16 proved above.
Theorem 5. For every k, m > 1, there exists a NFA
A with O(m) states such that:
1. The minimal NFA recognizing the complement of
L(A) has between O(mk−1 ) and O(m2k ) states.
2

n
2. In the worst case, the NFA A has O( log
)
2n
transitions which is asymptotically fewer than
the O(n2 ) transitions of the NFA described in
(Jirásková 2008).
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Abstract
We prove that the modulus function MODm of n variables can be computed by a threshold circuit C of energy e and size s = O(e(n/m)1/(e−1) ) for any integer
e ≥ 2, where the energy e is deﬁned to be the maximum number of gates outputting “1” over all inputs
to C, and the size s to be the number of gates in C.
Our upper bound on the size s almost matches the
known lower bound s = Ω(e(n/m)1/e ).
1

Introduction

Neuronal signals play fundamental role in information processing of the brain. A neuron emitting a
signal is said to be “ﬁring.” Recent biological studies report the following fact about the energy consumption of the neuronal ﬁring: the energy cost of
a neuronal ﬁring is high while energy supplied to
the brain is limited, and hence neural networks must
have low ﬁring activity (Attwell & Laughlin, 2001;
Lennie, 2003). Consequently, many neuroscientists
consider that the metabolic limit must inﬂuence the
way in which information is processed, and the brain
has countered this metabolic constraint by adopting
energy-eﬃcient circuit designs (Földiak, 2003; Laughlin & Sejnowski, 2003; Olshausen & Field, 2004; Vinje
& Gallant, 2000). Uchizawa, Douglas and Maass consider the problem posed above from the view point
of theoretical computer science, and introduce a new
complexity measure called the energy complexity of
threshold circuits (Uchizawa et al., 2006), where a
threshold circuit, is a combinatorial circuit consisting
of threshold gates, and is a theoretical model of neural circuit (Minsky & Papert, 1988; Parberry, 1994;
Sima & Orponen, 2003; Siu et al., 1995). Based on
the biological fact above, the energy e of a threshold circuit C is deﬁned as the maximum number of
threshold gates outputting “1” over all inputs to C.
In previous research, several facts are known on the
computational power of threshold circuits with small
energy (Uchizawa et al., 2006, 2009a; Uchizawa &
Takimoto, 2008; Uchizawa et al., 2009b). Particularly , Uchizawa et al. (2006) ﬁnd a non-trivial circuit structure that beneﬁts energy-eﬃciency, and provide threshold circuits of polynomial size and energy
O(log n) for a fairly large class of Boolean functions
∗
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of n variables. However, their construction is not specialized for a particular task, and hence it sometimes
gives a redundant circuit.
In this paper, we consider one of the fundamental
and well-studied Boolean functions in the theory of
circuit complexity, the modulus function, as a particular task. The modulus function MODm of n variables for two positive integers m and n is deﬁned as
follows: MODm (x) = 0 if the number of “1”s in an
input x ∈ {0, 1}n is a multiple of m and, otherwise,
MODm (x) = 1. Although the modulus function may
be far from real tasks that neural networks in the
brain perform, we believe that considering such a simple and fundamental task makes an important step
for understanding what circuit structure beneﬁts the
energy-eﬃciency of threshold circuits. Uchizawa et
al. (2009b) proved that size and energy of a threshold circuit computing the modulus function cannot
be simultaneously small: Any threshold circuit C of
energy e computing MODm of n variables has size
( ( ) )
n 1/e
.
(1)
s=Ω e
m
We prove in this paper that MODm of n variables can
be computed by a threshold circuit of energy e and
size
( ( )
)
n 1/(e−1)
s=O e
(2)
m
for every integer e ≥ 2. Comparing the right-hand
side of Eq. (1) with one of Eq. (2), we can ﬁnd the
diﬀerence between the terms only in the exponent of
n/m. Thus, our upper bound almost matches the
lower bound, and implies that there exists a tight
tradeoﬀ between size and energy of threshold circuits
computing modulus function. We obtain the result
by construction of the desired threshold circuits, and
hence it exhibit a circuit design of energy-eﬃcient
threshold circuits.
In addition, we consider an extreme case where
threshold circuits have energy e = 1. In this case,
we prove that any threshold circuit C computing the
PARITY of n variables must have an exponential
number of gates in n. On the other hand, Eq. (2)
implies that PARITY (i.e., MOD2 ) can be computed
by a threshold circuit of size s = O(n) and energy
e = 2. Thus, we know from these facts that there exists a signiﬁcant gap of computational power between
threshold circuits of e = 1 and ones of e = 2.
The rest of the paper is organized as follows. In
Section 2, we deﬁne some terms on threshold circuits
and the modulus function. In Section 3, we ﬁrst provide our main theorem. We then give a technical
lemma, and prove the theorem using the lemma. In
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Section 4, we prove the technical lemma given in Section 3. In Section 5, we give the lower bound for
threshold circuits of energy one. In Section 6, we
conclude with some remarks.

3

2

Theorem 1. Let m, n be any two positive integers,
and let e ≥ 2 be any integer. Then there is a threshold
circuit computing MODm of n variables such that its
energy is at most e and its size is at most
⌈(
)1/(e−1) ⌉
( ( )
)
n+1
n 1/(e−1)
=O e
. (3)
(e − 1)
m
m

Preliminaries

A threshold circuit C is a combinatorial circuit of
threshold gates, and is expressed by a directed acyclic
graph. Let n be the number of input variables to C.
Then each node of in-degree 0 in C corresponds to
one of the n input variables x1 , x2 , . . . , xn , and the
other nodes correspond to threshold gates. We deﬁne
the size s(C) of a threshold circuit C as the number
of threshold gates in C.
C
Let g1C , g2C , . . . , gs(C)
be the gates in a threshold
circuit C. For each gate giC , 1 ≤ i ≤ s(C), let z(x) =
(z1 (x), z2 (x), . . . , zki (x)) ∈ {0, 1}ki be the ki inputs
of giC with weights w1 , w2 , . . . , wki and a threshold ti
for x ∈ {0, 1}n . Then the output giC (z(x)) of the
gate giC is deﬁned as follows:


ki
∑
giC (z(x)) = sign 
wj zj (x) − ti  ,
where sign(z) = 1 if z ≥ 0 and sign(z) = 0 if z <
0. Simply, giC (z(x)) is denoted by giC [x]. Let f :
{0, 1}n → {0, 1} be a Boolean function of n variables.
Let gsC be a gate of out-degree 0 in C, and let the
output gsC [x] of gs be the output C(x) of C. Thus,
C(x) = gs [x] for every input x ∈ {0, 1}n . The gate
gsC is called the top gate of C. A threshold circuit C
computes a Boolean function f : {0, 1}n → {0, 1} if
C(x) = f (x) for every input x ∈ {0, 1}n .
We deﬁne the energy e(C) of a threshold circuit C
as
s(C)
∑
e(C) = max n
g C [x].
x∈{0,1} i=1 i
Thus, the energy e(C) is the maximum number of
gates outputting “1” over all inputs x ∈ {0, 1}n to C.
Trivially, we have 0 ≤ e(C) ≤ s(C).
For an input variable x = (x1 , x2 , . . . , xn ) ∈
{0, 1}n , we deﬁne |x| as the hamming weight of the
inputs x, that is,
n
∑

xi .

i=1

Then, for an integer m ≥ 2, the modulus function
MODm of n variables is deﬁned as follows: For every
input variable x = (x1 , x2 , . . . , xn ) ∈ {0, 1}n ,
{
1 if |x| is not a multiple of m;
MODm (x) = 0 otherwise.
If n ≤ m − 1, then MODm (x) = 1 for all inputs x
except x = (0, 0, . . . , 0). Thus, a circuit consisting of
a single threshold gate with weight ones for all the inputs and threshold one computes MODm . One may
thus assume that n ≥ m in the remainder of the paper.
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Our main result is the following theorem that yields
an energy-eﬃcient threshold circuit computing the
modulus function.

Uchizawa et al. (2009b) prove that the size s and
energy e of a threshold circuit C computing MODm
of n variables cannot be simultaneously small, as described in the following theorem.
Theorem 2 (Uchizawa et al. 2009b). Let C be a
threshold circuit computing the function MODm of n
variables. Then the size s and energy e of C satisfy
(
)e
2c · s
n
1
·
+1≤ √
(4)
m−1
e
2πe
where c ∼
= 2.718 is a constant.

j=1

|x| =

Energy-Eﬃcient Circuits

By a simple modiﬁcation of Eq. (4), we can obtain
from Theorem 2 the following lower bound on the size
of threshold circuits computing MODm of n variables.
Corollary 1. Let C be any threshold circuit of energy
e computing MODm of n variables. Then
( ( ) )
n 1/e
s(C) = Ω e
.
(5)
m
Observe the asymptotic terms in the right-hand side
of Eqs. (3) and (5). We can ﬁnd the diﬀerence between the terms only in the exponent of n/m: the
term in Eq. (3) has 1/(e−1), while the term in Eq. (5)
has 1/e. Hence, the upper bound in Theorem 1 almost matches the lower bound in Corollary 1.
In the rest of the section, we prove Theorem 1. We
say that a threshold circuit C is regular if the inputs of
every gate in C includes all the inputs x1 , x2 , . . . , xn
with weight ones. In other words, every gate in C
receives all the unweighted inputs x1 , x2 , . . . , xn . The
following technical lemma plays key role in our proof.
Lemma 1. Let m, n, n′ be positive integers such that
n ≥ n′ + 1. Let C ′ be a regular threshold circuit computing MODm of n′ variables. Then, there is a regular
threshold circuit C computing MODm of n variables
such that e(C) ≤ e(C ′ ) + 1 and
⌉
⌈
n+1
′
− 1.
s(C) ≤ s(C ) + ⌊ n′ +1 ⌋
m
m
We will prove the lemma in the next section. Using
the lemma, we prove Theorem 1 below.
Proof of Theorem 1. Let e be an arbitrary integer
at least 2. We prove the theorem by constructing a
regular threshold circuit C computing MODm of n
variables such that e(C) ≤ e and
⌈(
)1/(e−1) ⌉
n+1
.
(6)
s(C) ≤ (e − 1)
m

Proceedings of the Seventeenth Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia

We provide our construction by induction on e ≥ 2.
That is, we construct a threshold circuit of energy
e + 1 from a threshold circuit of energy e. We start
from the case of e = 2 as the basis.

then γ e ≥ (n + 1)/m, and hence
⌈
⌉
n+1
− 1 ≤ γ.
mγ e−1

Basis: e = 2.
Consider a regular threshold circuit C ′ consisting
of a single threshold gate g with threshold t = 1 and
m − 1 input variables. Clearly, e(C ′ ) = 1, s(C ′ ) = 1,
and C ′ computes MODm of n′ = m − 1 variables.
Therefore, Lemma 1 implies that there is a regular
threshold circuit C computing MODm of n variables
such that e(C) ≤ e(C ′ ) + 1 and
(⌈
⌉
)
n+1
′
−1 .
s(C) ≤ s(C ) +
m

Therefore, by Eqs. (7), (10) and (11), we have
⌉
⌈
n+1
′
−1
s(C) ≤ s(C ) +
mγ e−1
≤ (e − 1)γ + γ
≤ eγ
⌈(
)1/e ⌉
n+1
= e
.
m

Since e(C ′ ) = 1, we have e(C) ≤ e(C ′ ) + 1 = 2 = e.
Since s(C ′ ) = 1, we have
(⌈
⌉
)
n+1
s(C) ≤ s(C ′ ) +
−1
m
⌉
⌈
n+1
=
m
⌈(
)1/(e−1) ⌉
n+1
= (e − 1)
.
m
Inductive Step: e ≥ 3.
By the induction hypothesis, there is a regular threshold circuit C ′ computing MODm of n′ =
mγ e−1 − 1 variables for each positive integer γ where
e(C ′ ) ≤ e and
⌈(
)1/(e−1) ⌉
n′ + 1
′
s(C ) ≤ (e − 1)
m
⌈(
)1/(e−1) ⌉
(mγ e−1 − 1) + 1
≤ (e − 1)
m
≤ (e − 1)γ.

(7)

We will construct a regular threshold circuit C computing MODm of n variables, and show that C has
the energy
e(C) ≤ e + 1
and the size

⌈(

s(C) ≤ e

n+1
m

(8)

)1/e ⌉
.

(9)

Since C ′ computes MODm of n′ = mγ e−1 − 1 variables, by Lemma 1 there is a regular threshold circuit
C computing MODm of n variables such that
e(C) ≤ e(C ′ ) + 1 = e + 1
and

⌉
n+1
s(C) ≤ s(C ) +
− 1.
mγ e−1
′

We choose

⌈(
γ=

)1/e ⌉
,

Proof of Lemma 1

In the section, we prove Lemma 1.
Let m, n, n′ be positive integers such that n ≥
n′ +1. Let C ′ be a regular threshold circuit computing
MODm of n′ variables, and s = s(C ′ ). We denote by
g1′ , g2′ , . . . , gs′ the threshold gates in C ′ . One may assume without loss of generality that g1′ , g2′ , . . . , gs′ are
topologically ordered with respect to the underlying
directed acyclic graph of C ′ , and that each gate gi′ ,
1 ≤ i ≤ s, receives exactly (i − 1) + n′ inputs from the
′
and the n′ inputs
outputs of the gates g1′ , g2′ , . . . , gi−1
x1 , x2 , . . . , xn′ . If there is some gate gi′ , 1 ≤ j ≤ i − 1,
such that gi′ has no input from the output of gj′ , then
one connects input of gi′ with weight 0 for the output of gj′ . Therefore, for each index i, 1 ≤ i ≤ s, let
′
′
′
wi,1
, wi,2
, . . . , wi,i−1
be the weights of the gate gi′ for
′
, respectively,
the outputs of the gates g1′ , g2′ , . . . , gi−1
′
′
and denote by ti the threshold of gi . Since C ′ is regular, each of the gates g1′ , g2′ , . . . , gs′ has weight ones
for the n′ input variables. Thus, the output of the
′
gate gi′ for each input x′ ∈ {0, 1}n can be recursively
computed by the following threshold function:

if i = 1;
sign (|x′ | − t′1 )




)
(

i−1
∑ ′ ′ ′
(12)
gi′ [x′ ] =
′
′
sign |x | +
wi,j gj [x ] − ti



j=1


otherwise.
We show that, for any positive integer n ≥ n′ + 1,
MODm of n variables can be computed by a regular
threshold circuit C of energy e(C) ≤ e(C ′ ) + 1 and
size s(C) ≤ s(C ′ ) + β, where
⌈
⌉
n+1
β=
−1
αm
⌊

and
α=

⌈

n+1
m

4

(10)

(11)

⌋
n′ + 1
.
m

We construct the desired threshold circuit C from C ′ ,
as described below.
To obtain C, we add new input variables
xn′ +1 , xn′ +2 , . . . , xn to C ′ , and connect each of the
new input variables to each of the gates g1′ , g2′ , . . . , gs′
with weight one. Besides, for each index i, 1 ≤ i ≤ β,
we add a new threshold gate ĝi with weight ones
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for the inputs x1 , x2 , . . . , xn and a threshold αmi to
C ′ , and connect the output of the gate ĝi to the
gates g1′ , g2′ , . . . , gs′ with weight −αmi. For each index i, 1 ≤ i ≤ s, we denote by gi the gate in C
that corresponds to the gate gi′ in C ′ , and denote by
x = (x1 , x2 , . . . , xn ) ∈ {0, 1}n an input to C. Then,
the output of the gate gi for an input x ∈ {0, 1}n is
now represented as
(
)

β

 sign |x| − ∑ αmj · ĝ [x] − t′


j
1


j=1







if i = 1;




(

i−1
∑ ′
gi [x] =
(13)
sign
|x|
+
wi,j gj [x]



j=1

)



β

∑

′

−
αmj · ĝj [x] − ti



j=1





otherwise.
Moreover, for each index i, 2 ≤ i ≤ β, we connect the
output of the gate ĝi to the gates ĝ1 , ĝ2 , . . . , ĝi−1 with
weight −αmi. Thus, we have
(
)

β
∑


 sign |x| −
αmj · ĝj [x] − αmi



j=i+1
ĝi [x] =
(14)

if 1 ≤ i ≤ β − 1;





sign (|x| − αmβ)
if i = β.
for x ∈ {0, 1}n . Clearly, C is a regular circuit, and
⌉
⌈
n
+
1
− 1.
s(C) ≤ s(C ′ ) + β = s(C ′ ) + ⌊ n′ +1 ⌋
m
m
Below we prove that C computes MODm of n variables, and e(C) ≤ e(C ′ ) + 1.
Let x ∈ {0, 1}n be an arbitrary input to C. Note
that 0 ≤ |x| and
|x| ≤ n

⌈

Proof of Claim. For each index i, 1 ≤ i ≤ β, let

β
∑



|x|
−
αmj · ĝj [x] − αmi


j=i+1

pi (x) =
(16)

if 1 ≤ i ≤ β − 1,





|x| − αmβ
if i = β.
Clearly, pi [x] is the value in the sign function of the
right hand side of Eq. (14) for x ∈ {0, 1}n , that is,
ĝi [x] = sign(pi (x)). We evaluate pi (x), and prove (i),
(ii) and (iii).
(i)

ĝi [x] = 0 for each i, i∗ + 1 ≤ i ≤ β.
If i ≤ β − 1, then by Eqs. (15) and (16)
∗

pi (x) ≤ αm(i + 1)−1−

≤ αm(i∗ + 1 − i)−1
≤ −1.

pi (x) = |x| − αmβ
≤ αm(i∗ + 1) − 1 − αmβ
≤ −1.

(18)

Since i∗ + 1 ≤ β, Eqs. (14), (17) and (18) imply that
ĝi [x] = sign(pi (x)) = 0.
(ii)

ĝi [x] = 1 if i = i∗ .

In this case, we have 1 ≤ i∗ ≤ β. By (i) above, if
i∗ ≤ β − 1,
β
∑

αmj · ĝj [x] = 0,

j=i∗ +1

and hence we have by Eqs. (15) and (16)
pi∗ (x) = |x| − αmi∗
≥ αmi∗ − αmi∗
= 0.
Thus Eq. (14) implies that ĝi∗ [x] = sign(pi (x)) = 1.

for any input x ∈ {0, 1} . Let
⌋
⌊
|x|
∗
,
i =
αm
n

(iii) ĝi [x] = 0 for each i, 1 ≤ i ≤ i∗ − 1.
In this case, we have 2 ≤ i + 1 ≤ i∗ ≤ β, and hence
β
∑

then trivially
∗

αmi ≤ |x| ≤ αm(i + 1) − 1.

ĝj [x] ≥ ĝi∗ [x].

j=i+1

(15)

By (ii) above, we have gi∗ [x] = 1, and hence

We prove the following claim.
Claim 1. The following (i), (ii) and (iii) hold.
∗

ĝi [x] = 0 for each i, i + 1 ≤ i ≤ β;

(ii) ĝi [x] = 1 if i = i∗ ;
∗

(iii) ĝi [x] = 0 for each i, 1 ≤ i ≤ i − 1.
In other words, if 0 ≤ |x| ≤ αm − 1, none of
ĝ1 , ĝ2 , . . . , ĝβ outputs one; otherwise, only the gate ĝi∗
outputs one.
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(17)

If i = β, then by Eqs. (15) and (16) we similarly have

⌉

n+1
−1
αm
≤ αm(β + 1) − 1

(i)

αmj · ĝj [x]−αmi

j=i+1

≤ αm ·

∗

β
∑

−

β
∑

αmj · ĝj [x] ≤ −αmi∗ · ĝi∗ [x]

j=i+1

= −αmi∗ .

(19)

Since i + 1 ≤ β, we have i ≤ β − 1. Therefore, by
Eqs. (16) and (19)
pi (x) ≤ |x| − αmi∗ − αmi.

(20)
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By Eqs. (15) and (20), we have
pi (x) ≤ αm(i∗ + 1) − 1 − αmi∗ − αmi
≤ αm − 1 − αmi
≤ −1
and hence Eq. (14) implies that ĝi [x] = sign(pi (x)) =
0.
We are now ready to prove the lemma by the claim.
There are the following two cases to consider.
Case 1: 0 ≤ |x| ≤ αm − 1.
In this case, the claim implies that none of
ĝ1 , ĝ2 , . . . , ĝβ output one. Besides, we have
⌊ ′
⌋
n +1
αm − 1 =
m − 1 ≤ n′ .
m
Therefore, Eqs. (12) and (13) imply that, for every
index i, 1 ≤ i ≤ s, the output of gi for x ∈ {0, 1}n
′
equals to the output of gi′ for an input x′ ∈ {0, 1}n
′
such that |x | = |x|. Thus the number of gates outputting one is at most e. Since C ′ computes MODm ,
C(x) equals to MODm (x).
Case 2: αm ≤ |x| ≤ αm(β + 1) − 1.
In this case, the claim implies that only the gate
ĝi∗ of ĝ1 , ĝ2 , . . . , ĝβ outputs one, and hence Eq. (13)
implies that, for every index i, 1 ≤ i ≤ s, the output
of gi can be represented as


i−1
∑
′
gi [x] = sign |x| +
wi,j
gj [x] − αmi∗ − t′i  . (21)
j=1

Eq. (15) implies that

and n0 be the cardinality of X0 . Clearly, n0 = 2n−1 .
We prove that s ≥ n0 = 2n−1 as follows.
For the sake of contradiction, assume that s ≤
n0 − 1. Since the top gate gs outputs zero for any
input z ∈ X0 , we have, for each input z ∈ X0 , either
exactly one of g1 , g2 , . . . , gs−1 outputs one or none of
the gates outputs one. Since s ≤ n0 − 1, the pigeon
hole principle implies that there exists a pair of inputs
x = (x1 , x2 , . . . , xn ), y = (y1 , y2 , . . . , yn ) ∈ X0 that
satisﬁes one of the following conditions:
(i) there exists only an index k, 1 ≤ k ≤ s − 1,
such that the gate gk outputs one for each of the
inputs x and y;
(ii) none of the gates g1 , g2 , . . . , gs outputs one for
each of the inputs x and y.
For each of (i) and (ii), we derive a contradiction as
follows.
We ﬁrst consider (i). Let the gate gk have weights
w1 , w2 , . . . , wn for the n input variables and a threshold t. Since only the gate gk outputs one for each of
x and y, we clearly have
n
∑
i=1

5

Theorem 3. If a threshold circuit C of energy one
computes PARITY of n variables, then the size s of
C is at least 2n−1 .

wi xi +

i=1

n
∑

wi yi − 2t ≥ 0.

(22)

i=1

Since x ̸= y, there exists an index j such that xj ̸= yj .
Consider a pair of inputs x′ and y ′ obtained from x
and y by exchanging the jth components of x for that
of y:
x′ = (x1 , x2 , . . . , xj−1 , yj , xj+1 , . . . , xn )

(23)

y ′ = (y1 , y2 , . . . , yj−1 , xj , yj+1 , . . . , yn )

(24)

and

Both |x| and |y| are even and we have either 0 = xj ̸=
yj = 1 or 1 = xj ̸= yj = 0, and hence |x′ | and |y ′ |
are odd. Thus, only the top gate gs outputs one for
each of x′ and y ′ , and consequently gk outputs zero
for each of x′ and y ′ , which implies that
n
∑

wi xi − wj xj + wj yj − t < 0

i=1

and
n
∑

wi yi − wj yj + wj xj − t < 0.

i=1

Thus,
n
∑
i=1

Proof. Let C be a threshold circuit of size s and energy e = 1 that computes PARITY of n variables.
We denote by g1 , g2 , . . . , gs the threshold gates in C,
and let gs be the top gate of C. Let

wi yi − t ≥ 0.

i=1

n
∑

Circuits of Energy One

In this section, we consider an extreme case where
threshold circuits have energy e = 1. While we know
from Theorem 1 that PARITY (i.e., MOD2 ) of n variables can be computed by a threshold circuit of size
s = O(n) and energy e = 2, we can prove that any
threshold circuit of energy e = 1 computing PARITY
of n variables must have an exponential number of
gates in n, as follows.

n
∑

Thus,

0 ≤ |x| − αmi∗ ≤ αm − 1,
and hence, for every index i, 1 ≤ i ≤ s, we have that
gi [x] for x ∈ {0, 1}n equals to the output of gi′ for an
′
input x′ ∈ {0, 1}n such that |x|−αmi∗ = |x′ |. Thus,
at most e gates of the gates g1 , g2 , . . . , gs output one,
and consequently the number of gates outputting one
in C is at most e+1. The circuit C ′ computes MODm
of n′ variables, and |x| − αmi∗ is a multiple of m if
and only if |x′ | is a multiple of m. Hence, C(x) equals
to MODm (x).

wi xi − t ≥ 0 and

wi xi +

n
∑

wi yi − 2t < 0.

(25)

i=1

We obtain a contradiction from Eqs. (22) and (25)
We next consider (ii), and derive a contradiction
in a similar way to (i). Let the top gate gs have
weights w1 , w2 , . . . , wn for the n input variables and

X0 = {z ∈ {0, 1}n | |z| is even},
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a threshold t. Since none of the gates outputs one for
x and y, we clearly have
n
∑

wi xi − t < 0 and

i=1

n
∑

wi yi − t < 0.

Laughlin, S. B. & Sejnowski, T. J. (2003),
‘Communication in neuronal networks’, Science
301(5641), 1870–1874.

i=1

Thus,
n
∑

wi xi +

i=1

n
∑

Lennie, P. (2003), ‘The cost of cortical computation’,
Current Biology 13, 493–497.
wi yi − 2t < 0.

(26)

i=1

Let j be an index such that xj ̸= yj , then consider
a pair of inputs x′ and y ′ obtained from x and y
by switching the jth components of the inputs as in
Eqs (23) and (24). Clearly, |x′ | and |y ′ | are both odd.
Thus, the top gate gs outputs one for each of x′ and
y ′ , which implies that
n
∑

and

i=1

Thus,
wi xi +

i=1

n
∑

wi yi − 2t ≥ 0.

(27)

i=1

We obtain a contradiction from Eqs. (26) and (27)
Theorems 1 and 3 imply that there exists a significant gap of computational power between threshold
circuits of e = 1 and ones of e = 2.
6

Conclusions

In the paper, we design energy-eﬃcient threshold circuits computing the modulus function MODm , and
show that MODm of n variables can be computed by
a threshold circuit of size s = O(e(n/m)1/(e−1) ) and
energy e for any integer e ≥ 2. The upper bound
on the size s = O(e(n/m)1/(e−1) ) almost matches the
known lower bound Ω(e(n/m)1/e ). We also show that
any threshold circuit of energy e = 1 needs at least
2n−1 threshold gates to compute PARITY of n variables.
A Boolean function f : {0, 1}n → {0, 1} is called
symmetric if f (x) depends only on the number of 1s
in x for every input x ∈ {0, 1}n . Thus, the modulus
function is symmetric. A generalization of the result
to symmetric functions remains open.
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Abstract
Area-time lower bounds are derived for the VLSI computation of the (n1 × n2 × . . . × nd )-point multidimensional DFT (MDDFT) over different types of rings
and different types of input/output protocols.

First, an AT 2 = Ω (N log |R|)2 bound is obQd
tained for any finite ring R, where N = k=1 nk ,
for any word-local protocol. The bound was previously known for the special case when R = ZM , the
ring of integers modulo M .

Second, an AT 2 = Ω (N b)2 word-local bound is
derived when R is the complex field, the components
of the input are fixed-point numbers of b bits, and the
precision of the output components guarantees that
the resulting approximate transform is injective. No
area-time lower bound was previously known for the
DFT over the complex field.

Third, an AT 2 = Ω (N log |R|)2 bound is derived
when R = GF (pm ) is a finite field of polynomials of
degree m with coefficients in Zp , for certain classes of
non word-local protocols. This is the first area-time
lower bound derived for the DFT with I/O protocols
that are not word-local.
Keywords: area-time tradeoff, digital signal processing, information exchange, multidimensional DFT,
VLSI computation theory.
1

Introduction

The Fourier Transform plays a central role in the analysis of linear systems, in signal processing, in ordinary
and partial differential equations, in the uncertainty
relations of quantum mechanics, in the theory of error correcting codes, and several other areas. Furthermore, for several important computations, such
as various forms of convolutions, polynomial multiplication, and integer multiplication, the most efficient
algorithms known today are based on the Discrete
Fourier Transform (DFT). Naturally, the DFT and
its computation have been investigated extensively.
As computational systems evolve toward higher
levels of parallelism, their performance is increasingly
dominated by data movement. This has motivated
the investigation of various measures of communication complexity of computational problems and alSupport for the authors was provided in part by MIUR of
Italy under project AlgoDEEP, by the University of Padova
under Projects CPDA099949 and STPD08JA32, and by the
Autonomous Province of Trento under the AURORA Project.
Copyright c 2011, Australian Computer Society, Inc. This
paper appeared at the 17th Computing: the Australasian Theory Symposium (CATS2011), Perth, Australia. Conferences
in Research and Practice in Information Technology (CRPIT),
Vol. 119, A. Potanin and T. Viglas, Eds. Reproduction for
academic, not-for profit purposes permitted provided this text
is included.

gorithms. One such measure is the information exchange. Let Π be a computational problem and V
a set of the variables that encode the input and the
output of Π: the information exchange IV (m) is defined as the minimum number of bits that two processors must exchange in order to solve Π under the
constraint that exactly m of the variables of V are
assigned to one of the two processors (each input and
output variable being assigned to exactly one processor).
The information exchange has interesting relations
with the area-time complexity in the VLSI model
of computation (Abelson & Andreae 1980, Thompson 1980, Brent & Kung 1981, Ullman 1984). Bilardi & Preparata (1986) showed that the area A
and the time T of a VLSI circuit
satisfy the rela
tion AT 2 = Ω |V|IV (m)2 /m , under reasonable assumptions on the I/O protocol of the VLSI circuit.
Typically, a judicious choice of V and m is required,
based on some insight on the structure of the computational problem. In (Wu 1984, Hornick & Sarrafzadeh 1987), area and information exchange are
related via the bound A = Ω (IV (m)), under appropriate assumptions.
The pioneering work of Thompson (1979) has established the first lower bound to the information
exchange I of the one-dimensional DFT for signals
with N components that take value in the ring ZM
of the integers modulo M . Specifically, Thompson
showed that I ≥ b(1/4)N log2 N c, when the output
components are equally split between the two processors. Correspondingly, AT 2 = Ω N 2 log2 N . The
result assumes that all bits that encode the same input or output component must be assigned to the
same processor. This restriction is known as the wordlocal assumption. Thompson’s bound has been extended – and somewhat strengthened, by replacing
a log N factor by a log M factor – by Bilardi et al.
(1989) who showed that, for the (n1 × n2 × . . . × nd )point MDDFT (multidimensional DFT) over ZM ,
I ≥ ((N − 1)/4) log2 M , where N = n1 n2 · · · nd .
Here, the input variables are equally split between
the two processors, in a word-local
way. Correspond
ingly, AT 2 = Ω N 2 log2 M .
The above results rely on the property that any
N/2 × N/2 submatrix of the MDDFT has rank at
least N/4. For a finite ring R, this guarantees that
the range of such a submatrix contains at least |R|N/4
distinct outputs. Unfortunately, the connection between rank and number of distinct outputs is not immediate in the case of finite precision, hence the mentioned results do not cover the complex field. This is
a significant limitation, since the complex field is by
far the most frequently utilized ring in DFT applications. Motivated by these considerations, in Section 3 we develop a new approach, based on counting
arguments that combine the injectivity and the time111
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modulation/frequency-shift property of the Fourier
transform. This approach leads to two results.

• An AT 2 = Ω (N log |R|)2 bound for any finite
ring R, for any word-local protocol.

• An AT 2 = Ω (N b)2 word-local bound for the
complex field, when the components of the input
are fixed-point numbers of b bits and the precision of the output components guarantees that
the resulting approximate transform is injective.
The result for finite rings could actually be derived by
adaptations of the approach of Bilardi et al. (1989),
where only the case R = ZM had been considered.
Instead, the result for the complex field is novel and
does not appear to yield to the earlier approach.
All VLSI circuits proposed thus far in the literature for the DFT and the MDDFT are word-local.
Whether a better area-time performance could be
achieved by non word-local solutions is an interesting question. Indeed, this is known to be the case
for some computational problems, such as sorting n
keys of k bits each, when k grows more than logarithmically with n (Bilardi & Preparata 1985, 1986,
Cole & Siegel 1988). To date, the only result for the
DFT without the word-local restriction is an area
lower bound, A = Ω (N log M ), derived in (Duris
et al. 1985) for the one-dimensional DFT over the
ring ZM , assuming the standard binary representation with dlog2 M e bits for the ring elements.
In Section 4, we turn our attention to the removal
of the word-local assumption, which makes the study
of the information exchange considerably harder. To
gain some appreciation of the issues involved, consider
that, in the word-local case, the representation chosen for the elements of the ring has no impact on the
information exchange. The situation is different in
the general case. For example, if R = Zq1 q2 , with the
q1 and q2 relatively prime, each element of R can be
represented by a pair of integers, according to the Chinese Reminder Theorem. Then, the DFT over Zq1 q2
factors into a DFT over Zq1 and one over Zq2 , with
no information exchange between the two. No such
decomposition of the computation is possible if the
elements of Zq1 q2 are represented as integers modulo
q1 q2 . This observation generalizes to the decomposition of an arbitrary finite ring as a direct product of
local rings (Dubois & Venetsanopoulos 1980).
To begin the exploration of non word-local protocols we have chosen to consider the important special
case where the ring is a finite field. All finite fields of
size pm are algebraically isomorphic to each other and
typically denoted as GF (pm ). However, the DFT on
isomorphic fields may well exhibit different information exchange, if word-locality is not assumed. Hence,
more specifically, we shall consider those representations of GF (pm ) where elements are viewed as polynomials of degree m, specified via their coefficients
which belong to GF (p) = Zp . These polynomials
are added and multiplied modulo a given polynomial
of degree m, irreducible over GF (p). The DFT over
GF (pm ) has important applications in coding theory,
particularly in connection with BCH error correcting
codes (see Blahut (1983), Chapters 7-9). A number
of algorithms for its computation have been proposed
(Preparata & Sarwate 1977, Wang & Zhu 1988, Fedorenko 2006).
In Section 4.1, we introduce semi word-local protocols, where the constraint that all bits must be
handled by the same port is assumed for the output
components of the transform (word-local output), but
only for the individual coefficients of the input components. We obtain the following result.

• If R = GF (pm ) is a finite field of polynomials,
then AT 2 = Ω (N log |R|)2 , for any semi wordlocal protocol.
This result provides some insight on how information
moves across different coefficients of different degrees
when the DFT is computed. Also novel is the lower
bound technique, which exploits the characterization
of the DFT provided by the convolution theorem.

In Section 4.2, we consider the field GF p2 , where
each element is represented by a pair of coefficients in
GF (p). We consider the protocol that assigns to one
processor the first coefficient of the pair, for each input and output component, and assigns the second
coefficient to the other processor. (Thus, neither the
input nor the output is word-local). Although somewhat specialized, this case exhibits a rich behavior. If,
in each dimension, the size nk of the transform divides
p − 1, then the information exchange is null (I = 0);
else, it is linear in the input size (I = Ω (N log p)).
The latter bound is derived by a technique exploiting
properties of the DFT on input signals with symmetries that are related to the notion of conjugate element within a field.
To complete the paper roadmap, in Section 2 we
review the necessary basic notions and in Section 5
we present concluding remarks. While this paper focuses on area-time lower bounds, extensive work has
been carried out on VLSI algorithms and architectures for the DFT, often providing matching upper
bounds. VLSI circuits have been proposed for both
the one-dimensional (Thompson 1980, 1983, Bilardi &
Sarrafzadeh 1987, Bilardi et al. 1989, Yeh 2002) and
the multidimensional (Chowdary & Steenaart 1984,
Gertner & Shamash 1987, Chakrabarti & JáJá 1991,
Alnuweiri 1994, Marino & Swartzlander 1999) DFT.
2

Basic Notions

2.1

The MDDFT

In a general, abstract formulation, the Fourier transform operates on signals of the form x : G → R,
where G is a group and R is a commutative ring with
identity. In this paper, R will be either finite or the
complex field. As for G, we will consider an arbitrary finite abelian group. Due to a well-known isomorphism result (Lidl & Pilz 1998, Theorem 10.26),
∆
G∼
= Z = Zn1 × Zn2 × . . . × Znd . The group operation is addition of d-tuples, with the k-th component
taken modulo nk . Hereafter, we will simply write Z
instead of Zn1 × Zn2 × . . . × Znd , when there is no ambiguity about n1 , n2 , . . . , nd . A d-dimensional signal
is a function x : Z → R.
An element ω ∈ R is a primitive n-th root of unity
if ω 0 , ω 1 , . . . , ω n−1 are all distinct and ω n = 1. If, for
k = 1, 2, . . . , d, nk has a multiplicative inverse νk in
R, and the ring R is endowed with a primitive nk -th
root of unity ωk , then the linear transformation
nX
1 −1

...

j1 =0

nX
d −1

(1)

jd =0

is called an (n1 × n2 × . . . × nd )-point MDDFT. We
refer to x(j), j ∈ Z, as the signal and to X(i), i ∈ Z,
as dits transform. The size of the MDDFT is N =
Q
k=1 nk . Equation 1 can be inverted, and the signal
x(j) recovered, by the linear transformation
ν1 . . . νd

nX
1 −1
i1 =0
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x(j1 , . . . , jd )ω1−i1 j1 . . . ωd−id jd

...

nX
d −1
id =0

X(i1 , . . . , id )ω1i1 j1 . . . ωdid jd .
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If R is a finite ring, then the existence of
the transform is equivalent to the condition that
LCM (n1 , . . . , nd ) divides a certain integer O[R] associated with the ring (Dubois & Venetsanopoulos 1978).
If R = ZM , then O[R] =
GCD (g1 − 1, . . . , gl − 1), where g1 , . . . , gl are the
prime factors of M ; if R = GF (pm ), then O[R] =
pm − 1 (Pollard 1971, Bonneau 1973, Agarwal & Burrus 1975).
As it is well known, if R is the complex field, for
every n > 0 the set√of primitive n-th roots of unity
is given by {exp (2π −1`/n) : GCD (`, n) = 1}, then
the transform exists for any choice of n1 , n2 , . . . , nd .
However, we can only compute approximate versions
of the transform and therefore we need to be specific about the precision of the computation. Let
us call (a, b)-format a fixed-point representation of
complex numbers where both the real and the imaginary part are specified by a sign, a bits to the left
of the binary point, and b bits to the right of the binary point. We call (a, b; a0 , b0 )-complex MDDFT the
approximate version of the MDDFT where: (i) the
components of the input signal are given in an (a, b)format, and (ii) the components of the output are
an (a0 , b0 )-format truncation of the infinite-precision
transform of the input. The next proposition gives
sufficient conditions for the invertibility of the approximate transform.
Proposition 1 The (a, b; a + dlog2 N e + 1, b + 1)complex MDDFT is an invertible transformation.
Proof We recall that the Euclidean norms of a signal x and its (exact) transform X satisfy the relation ||X||2 = N ||x||2 . If x is in (a, b)-format,
then ||x||2 ≤ 22a+1 N , hence ||X||2 ≤ 22a+1 N 2 , or
||X|| ≤ 2a+1/2 N . Thus, a + dlog2 N e + 1 bits to the
left of the binary point are sufficient to prevent overflow in the representation of the output.
We now want to show that, if u and v are different N -point signals in (a, b)-format, then the (a +
dlog2 N e + 1, b + 1)-format truncation of their transforms U and V are also different. We will use two
simple facts.
1. If two complex numbers y and w in (a, b)-format
are different, then |y − w|2 ≥ 2−2b .
2. If two complex numbers Y and W are such that
|Y − W |2 ≥ 2−2b , then the (a, b + 1)-format truncations of Y and W are also different (assuming
a large enough to avoid overflow).
We observe now that, by fact (1), u 6= v implies ||u −
v||2 ≥ 2−2b . Thus, ||U − V ||2 = N ||u − v||2 ≥ N 2−2b
so that, at least for some i ∈ Z, |U (i) − V (i)|2 ≥
2−2b , or |U (i) − V (i)| ≥ 2−b . By fact (2), the latter
relation implies that the (a+dlog2 N e+1, b+1)-format
truncations of U and V must be different.

2.2

Note on the VLSI Model of Computation

The results of this work are of interest, in particular, for the VLSI model of computation. For a general discussion of this model, the reader is referred to
the literature (Abelson & Andreae 1980, Thompson
1980, Brent & Kung 1981, Ullman 1984). Here, we
briefly review only some assumptions regarding the
input/output (I/O) protocol, as they play a crucial
role in the correspondence between area, time, and
information exchange.
The I/O protocol is semellective (each input is
received exactly once), unilocal (each input is received at exactly one input port), and time- and place-

determinate (each I/O variable is available in a prespecified sequence at a pre-specified port, for all in-
stances of the problem). The relation AT 2 = Ω I 2
is valid for unilocal and place-determinate protocols.
The relation A = Ω (I) is valid for semellective and
time-determinate protocols.
The word-local assumption and the word-serial assumption are also often considered. An I/O protocol is word-local if, for any cut partitioning the chip,
o (N ) input (output) words have some bits entering
(exiting) the chip on each side of the cut (Hornick
& Sarrafzadeh 1987). An I/O protocol is word-serial
if, at any time instant, o (N ) input (output) words
have some, but not all, of their bits read (written).
Word-local lower bounds to the information exchange
in the two-processor setting yield AT 2 lower bounds
for word-local VLSI circuits and A lower bounds for
word-serial VLSI circuits.
3

Word-Local Lower Bounds for finite Rings
and the Complex Field

In this section, we derive a lower bound on the information exchange of the MDDFT and then apply
the results mentioned above to obtain AT 2 and A
lower bounds for the MDDFT. Occasionally, an AT 2
lower bound has been erroneously claimed in the literature for either the DFT or the MDDFT, as an alleged corollary of Proposition 1 of (Vuillemin 1983),
unfortunately stated (Vuillemin 1983, p. 294) for the
multiplication of a variable vector by a fixed matrix,
whereas the proof does assume a variable matrix. Indeed, multiplication by a fixed matrix is not generally
a transitive function (just consider the identity matrix). In conclusion, Vuillemin’s result does not apply
to the MDDFT. A lower bound argument must then
be specifically tailored to the MDDFT; the argument
in this section is based on its invertibility and its timeshift property.
Let P1 and P2 be two processors cooperating in
the computation of the transform X(i) of the signal
x(j), with a word-local input/output protocol. For
∆
h = 1, 2, we define Ah = {j : x(j) is input by Ph } and
∆
Bh = {i : X(i) is output by Ph }. Our objective is to
lower bound I, the number of bits exchanged by P1
and P2 , under the constraint |A1 | ≥ |A2 | ≥ b|Z|/2c =
bN/2c.
For A ⊆ Z, we denote by rh (A) the number of distinct values taken by the set of transform components
{X(i) : i ∈ Bh } corresponding to the input signals in
∆
the class CA = {x : x(j) = 0 for j ∈ Z − A}. For
A ⊆ Z and s ∈ Z, we also let A + s = {j + s : j ∈ A},
where the k-th component of the addition j + s is
taken modulo nk .
Lemma 1 For an (a, b; a+dlog2 N e+1, b+1)-complex
MDDFT, we have that rh (A + s) ≥ 16−2N rh (A), for
any A ⊆ Z and s ∈ Z.
Proof We say that x1 , x2 are Bh -distinguishable if
their truncated transforms satisfy X10 (i) 6= X20 (i), for
some i ∈ Bh . We say that x1 , x2 are strongly Bh distinguishable if their truncated transforms satisfy
|X20 (i) − X10 (i)| ≥ 8 · 2−b , for some i ∈ Bh . By the
definition of rh (A), CA contains rh (A) signals that
are pairwise Bh -distinguishable. By a counting argument, for any given signal, there are at most 162N
signals that are not strongly Bh -distinguishable from
it. Hence, there is a subset DA ⊆ CA of at least
16−2N rh (A) signals that are pairwise strongly Bh -
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distinguishable. The set
∆

DA+s = {y : there is an x ∈ DA such that
y(j) = x(j − s) for all j ∈ Z}
is a subset of CA+s . The thesis of the lemma is a
consequence of the bound |DA+s | ≥ 16−2N rh (A) and
of the following claim.
Claim The members of DA+s are pairwise Bh distinguishable.
Proof of Claim: For m = 1, 2, we let xm be a signal
0
in DA , Xm its exact transform, and Xm
its truncated transform. Also for m = 1, 2, we let ym be
the signal in DA+s such that ym (j) = xm (j − s),
Ym the exact transform of ym , and Ym0 the truncated transform. The goal is to show that the strong
Bh -distinguishability of x1 and x2 implies the Bh distinguishability of y1 and y2 .
The argument relies on the time-shift property of
MDDFT: if, for all j ∈ Z, y(j) = x(j − s), then,
∆
for all i ∈ Z, Y (i) = X(i)w(i, s), where w(i, s) =
Qd
−ik sk
. From the expression for Y (i), with
k=1 ωk
some straightforward algebra we obtain
Y20 (i) − Y10 (i) = (X20 (i) − X10 (i)) w(i, s)−
[ (X20 (i) − X2 (i)) w(i, s)+
(X1 (i) − X10 (i)) w(i, s)+
(Y2 (i) − Y20 (i)) + (Y10 (i) − Y1 (i))].
The latter equation, together with the bounds
0
|w(i, s)| = 1, |Xm
(i) − Xm (i)| ≤ 2−b , and |Ym0 (i) −
−b
Ym (i)| ≤ 2 , yields
|Y20 (i) − Y10 (i)| ≥ |X20 (i) − X10 (i)| − 4 · 2−b .
From the strong Bh -distinguishability of x1 and x2 ,
there is an i ∈ Z such that the right hand side of
the above equation is positive, and hence so is the
left hand side. In conclusion, y1 and y2 are Bh distinguishable.

Lemma 2 Let A, A2 ⊆ Z. There exists an s ∈ Z
such that |(A + s) ∩ A2 | ≥ |A||A2 |/|Z|.
Proof If j ∈ A, then j+s ∈ A2 for exactly |A2 | values
of s. Thus,
X
|(A + s) ∩ A2 | = |A||A2 |.
s∈Z

Some s must achieve an intersection of size no less
than the average, which is |A||A2 |/|Z|.

Theorem 1 For word-local protocols, the information exchange of a (0, b; dlog2 N e + 1, b + 1)-complex
b
MDDFT satisfies the relation I ≥ b−32
4 N − 2.
Proof From the invertibility of the transform, it
follows that r1 (A1 )r2 (A1 ) ≥ 22b|A1 | ≥ 2bN . If
r1 (A1 ) ≤ 23bN/4 , then r2 (A1 ) ≥ 2bN/4 . In this case,
I ≥ log2 r2 (A1 ) ≥ (b/4)N , and the theorem is proved.
If r1 (A1 ) > 23bN/4 , then we argue as follows. From
Lemma 2, there is an s ∈ Z such that
|(A1 + s) ∩ A2 | ≥ |A1 ||A2 |/|Z| = dN/2ebN/2c/N
≥ (N − 1)/4.
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Also,
|(A1 + s) ∩ A1 | = |A1 | − |(A1 + s) ∩ A2 |
≤ dN/2e − (N − 1)/4
≤ (N + 1)/4.
From Lemma 1, r1 (A1 + s) ≥ 16−2N r1 (A1 ) >
2(3b−32)N/4 . We now observe that there are at most
22b·|(A1 +s)∩A1 | ≤ 2b(N +1)/2 ways to choose the values
of the x(j)’s for j ∈ ((A1 + s) ∩ A1 ). Therefore, for at
least one such choice, at least 2(3b−32)N/4 /2b(N +1)/2 =
2(b−32)N/4−b/2 distinct output values are produced for
the output set {X(i) : i ∈ B1 } by changing only the
input variables {x(j) : j ∈ ((A1 + s) ∩ A2 )}. We can
b
then conclude that I ≥ b−32

4 N − 2 , as desired.
For simplicity, we have stated Theorem 1 for a
(0, b; dlog2 N e + 1, b + 1)-complex MDDFT. By a simple scaling consideration, the result can be easily extended to arbitrary input formats, as long as the output format guarantees invertibility.
Lemma 3 For the MDDFT on a finite ring R, we
have that rh (A + s) = rh (A), for any A ⊆ Z and
s ∈ Z.
Proof We say that x1 , x2 are Bh -distinguishable
if their transforms satisfy X1 (i) 6= X2 (i) for some
i ∈ Bh . By the definition of rh (A), there is a set
DA ⊆ CA of exactly rh (A) signals that are pairwise
Bh -distinguishable. It is easily seen that the set
∆

DA+s = {y : there is an x ∈ DA such that
y(j) = x(j − s) for all j ∈ Z}
is a subset of CA+s .
Claim The members of DA+s are pairwise Bh distinguishable.
This claim is, again, a consequence of the time-shift
property: if y(j) = x(j − s), then Y (i) = X(i)w(i, s),
∆ Qd
where w(i, s) = k=1 ωk−ik sk . Since all the ωk ’s have
a multiplicative inverse in R, so does w(i, s). Hence,
if for some i ∈ Bh X1 (i) 6= X2 (i), then Y1 (i) 6= Y2 (i).
From the above claim, it follows that rh (A + s) ≥
rh (A). From a symmetric argument, it follows that
rh (A) ≥ rh (A + s), hence the thesis of the lemma. 
Theorem 2 For word-local protocols, the information exchange of an (n1 × n2 × . . . × nd )-point
MDDFT on a finite ring R satisfies the relation I ≥
N −2
8 log2 |R|.
Proof The proof develops along the same lines of
the proof of Theorem 1, with 22b replaced by |R|, and
Lemma 3 invoked in place of Lemma 1.

Since the truncated complex-MDDFT is not linear, in order to maintain the same structure for the
proofs of Theorem 1 and Theorem 2, we have not
made use of the linearity of the transform even in
the case of finite rings. By exploiting linearity along
the lines of the argument of Bilardi et al. (1989), the
lower bound on I in Theorem 2 can be improved by
a constant factor.
In an abstract approach (Nicholson 1971), the
Fourier transform for signals x : G → R is defined
as an isomorphism between R[G], the group algebra
of the group G over the ring R, and RN , the pointwise
algebra of N -tuples from R, where N is the order of
G. This is an algebraic formulation of the well-known
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convolution property, and is more general than the
definition given in Section 2, Equation 1. In fact, if R
decomposes into more than one local ring, then only
some of the isomorphisms between R[G] and RN take
the form of Equation 1, as implicit in the work of
Dubois & Venetsanopoulos (1978). Theorem 2 can
be extended to the more general notion of transform.
Omitting the details, we observe that the time-shift
property holds in general, with the factor w(i, s) representing the transform of the signal whose value is 1
when the argument is s, and 0 otherwise.
From Theorems 1 and 2, and from the general relations relating the information exchange to area and
time reported in Sections 1 and 2, we obtain the following lower bounds on area and area-time tradeoff.
Theorem 3 For any VLSI system computing an
(n1 × n2 × . . . × nd )-point (0, b; blog2 N c + 1, b + 1)complex MDDFT, with b ≥ 8, area and time satisfy
the following lower bounds:
1. A = Ω (N b) if the I/O protocol is word-serial;

2. AT 2 = Ω N 2 b2 if the I/O protocol is word-local.
Theorem 4 For any VLSI system computing an
(n1 × n2 × . . . × nd )-point MDDFT over a finite ring
R, area and time satisfy the following lower bounds:
1. A = Ω (N log M ) if the I/O protocol is wordserial;

2. AT 2 = Ω N 2 log2 M if the I/O protocol is
word-local.
When R = ZM and n1 , n2 , . . . , nd are relatively
prime, the conditions on the existence of the transform mentioned in Section 2 imply that M ≥ N + 1.

Then Theorem 4 implies that AT 2 = Ω N 2 log2 N .
This result was previously established in (Thompson
1979), by different arguments, for the special case
d = 1, and then generalized to d relatively prime factors in (Hornick & Sarrafzadeh 1988) by an area-time
reduction technique (Hornick & Sarrafzadeh 1987)
based on the Good-Thomas prime-factor algorithm.
4

Lower Bounds for Finite Fields

In this section, we explore non word-local protocols.
We focus on finite fields, which are rings of great interest and with considerable structure. We denote by
GF (pm ) the finite field of pm elements, where p is a
prime integer and m a positive integer, which exists
and is unique up to (field) isomorphisms. We consider representations of GF (pm ) where each element
Pm−1
is viewed as a polynomial a(z) = k=0 ak z k of degree m, specified via the
m-tuple of its coefficients
m
(a0 , . . . , am−1 ) ∈ GF (p) = Zm
p . Polynomial addition (+) and multiplication (·) are taken modulo a
given polynomial of degree m, g(z), irreducible over
GF (p). In the following two subsections, we study
the information exchange of the DFT over GF (pm ),
for certain classes of non word-local protocols.
4.1

Semi Word-Local Protocols

It is natural to consider, as an intermediate step, a
weakening of the word-local constraint by assuming
it just for the coefficients rather than for the entire
polynomial. Specifically, we say that a protocol is
coefficient-local if all the bits that represent the same
coefficient of any input or output component are handled by the same processor. We begin by presenting

a lower bound to the coefficient-local information exchange of the (multidimensional, cyclic) convolution
of signals with values in GF (pm ). We then derive a
lower bound for the DFT, under suitably restricted
protocols, by making use of both (i) the convolution
property of Fourier transforms and (ii) a relation we
will establish between the information exchange of
an invertible linear transform and that of its inverse.
(The inverse Fourier transform intervenes in the convolution property.)
Proposition 2 Let u, x : Z → GF (pm ) two ddimensional signals. Let P1 and P2 be two processors
cooperating in the computation of the cyclic convolution v : Z → GF (pm ) of u and x, defined as
X
v(i) =
u(j) · x(i − j).
j∈Z

Pm−1
k
Let x(j) =
k=0 xk (j)z . Consider a coefficientlocal I/O protocol such that the set of variables
X = {xk (j) : 0 ≤ k < bm/3c and j ∈ Z}
is equally split between P1 and P2 . Then, there exist
values h ∈ {0, 1, . . . , 2bm/3c−1} and s ∈ Z such that,
if u is fixed as u(j) = z h δj,s , where δ is the Kronecker
symbol, the information exchange satisfies


1 bm/3cN
log2 p.
(2)
I≥
2
2
Proof The proof technique is a variant of shift arguments used for similar problems (Abelson & Andreae
1980, Brent & Kung 1981, Vuillemin 1983). Consider
the set of output variables
V = {v` (i) : bm/3c ≤ ` < 2bm/3c and i ∈ Z}.
It is easily seen that if xk (j) ∈ X and v` (i) ∈ V,
then setting u(j) = z `−k δj,i yields v` (i) = xk (j). Since
0 ≤ ` − k < 2bm/3c, we have a set S of 2bm/3cN signals among which to select u. Let now X1 and X2 the
subsets of X respectively handled by P1 and P2 . Similarly define V1 and V2 . As u varies in S, each pair of
coefficients in (X1 ×V2 )∪(X2 ×V1 ) contributes exactly
once to the information exchange Iu of the convolution with fixed u and variable x. Hence, considering
that the information content of one coefficient is log2 p
bits, we have:
X
Iu ≥ |(X1 × V2 ) ∪ (X2 × V1 )| log2 p
u∈S

≥ (N bbm/3c/2c)(N bm/3c) log2 p,
where we have considered that |X1 |, |X2 | ≥
N bbm/3c/2c and that |V1 | + |V2 | = N bm/3c. Dividing by the cardinality of S we conclude that,
onj average,
k the information exchange is at least
1 bm/3cN
log2 p, whence the statement of the
2
2
proposition.

A first, interesting corollary of the preceding
proposition is an area-time lower bound for the convolution itself.
Theorem 5 For any VLSI system computing an (n1 × n2 × . . . × nd )-point convolution
over GF (pm ), with  a coefficient-local protocol,
AT 2 = Ω (N m log p)2 .
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Next, we show that, in vector spaces over a finite
field, a linear transform and its inverse have nearly
the same information exchange, for suitable I/O protocols. This result will be applied to the DFT over
GF (pm ), regarded as a linear transform (on the vecNm
tor space GF (p) ) between the input coefficients
{xk (j) : 0 ≤ k < m and j ∈ Z} and the output coefficients {X` (i) : 0 ≤ ` < m and i ∈ Z}.
Proposition 3 Let F be a finite field and let T :
Fq → Fq be an invertible linear transform. Let the
input (resp., output) vector be partitioned into two
subvectors w1 and w2 (resp., W1 and W2 ). Consider
an I/O protocol where w1 and W1 are handled by P1
and w2 and W2 are handled by P2 . Then, the information exchange IT −1 of the inverse transform is
related to that of the direct transform IT as
IT −1 ≤ 2IT .
Proof We begin by writing T in block-matrix form:
W1 = T11 w1 + T12 w2
W2 = T21 w1 + T22 w2
It is easy to argue (see also (Thompson 1979)) that,
to compute the above equations, it is necessary and
sufficient that P1 receive from P2 information specifying T21 w1 and that P2 receive from P1 information
specifying T12 w2 . Let r(A) denote the rank of matrix
A. Since there are exactly |F|r(A) distinct vectors in
the image of A, we have:
IT = (r(T12 ) + r(T21 )) log2 |F|.

(3)

To bound IT −1 from above, we assume now that P1 is
given W1 , P2 is given W2 , and develop an algorithm
such that P1 produces w1 and P2 produces w2 . We
make use of the following straightforward definitions
and relations:

r(T11 ) + ν(T11 )
r(T22 ) + ν(T22 )
r(T11 ) + r(T21 )
r(T22 ) + r(T12 )

T

−1

q1
q2
q1
q2

By subtracting the sum of the first two equations from
the sum of the latter two ones, we obtain the relation
r(T21 ) + r(T12 ) ≥ ν(T11 ) + ν(T22 ),
which, in combination with Equation 4, yields
IT −1 ≤ 2(r(T12 ) + r(T21 )) log2 |F|,
which, together with Equation 3, yields the bound
stated by this proposition.

We are now ready to tackle the DFT. The approach
consists in realizing a convolver based on the computation of the DFT and its inverse, thus linking the information exchange of the DFT to that of the convolution, for which we have derived a lower bound earlier
in this section. For reasons that will become apparent
in the context of the proof, we consider coefficientlocal protocols where all the output coefficients of the
same word are handled by the same processor, and
call them semi word-local. In other words, in a semi
word-local protocol the output is word-local but the
input is just coefficient-local.
Theorem 6 For semi word-local protocols, the information exchange of an (n1 × n2 × . . . × nd )-point
MDDFT on a finite field GF (pm ) satisfies the relation I = Ω (N log |GF (pm ) |) = Ω (N
 m log p). Correspondingly, AT 2 = Ω (N m log p)2 .
Proof P
We denote by x the input of the DFT and let
m−1
x(j) = k=0 xk (j)z k . As in the proof of Proposition
2, we consider a coefficient-local I/O protocol such
that the set of variables
is equally split between P1 and P2 . If v is the convolution of u and x, then by the convolution property,
the transforms satisfy

(0, W2 )

w1 = w11 + w12

V (j) = U (j) · X(j)

w2 = w21 + w22
w11 ,

Clearly, P1 can autonomously compute
but must
receive w12 from P2 . A compact encoding of w12 can
be obtained by observing that, as a consequence of
the definition of w12 , we have T11 w12 + T12 w22 = 0 or,
equivalently,
T11 w12 = −T12 w22 .
The right-hand side of the above equation belongs to
the range of T12 , which can be encoded via r(T12 )
elements of F, by providing its representation in a
chosen basis of such range. This identifies w12 up to an
additive vector belonging to the kernel of T11 , hence
it can be encoded via ν(T11 ) elements of F, where
ν(A) denotes the dimension of the null space of matrix
A. In summary, it is sufficient for P2 to send P1 a
number r(T12 ) + ν(T11 ) of F elements. A symmetric
argument applies to the information flowing in the
other direction, leading to the bound
IT −1 ≤ [r(T12 ) + ν(T11 ) + r(T21 ) + ν(T22 )] log2 |F|.
(4)
Since T is invertible, any subset of columns of its matrix is linearly independent. Then, from standard linear algebra results, we obtain the following relations,

∀j ∈ Z.

(5)

We now fix u to be the signal whose existence is established in Proposition 2. Processors P1 and P2 can
then compute v by the following steps. Observe that,
since u is fixed, its transform U can be precomputed
off-line and “hardwired” into the algorithm.
1. Compute the transform X of x.
2. Compute the transform V by Equation 5.
3. Compute the convolution v by antitrasforming
V.
The information exchange is then bounded by IDF T
in the first step; it is 0 in the second step, since, for
each j, both U (j) are X(j) are handled by the same
processor; it is bounded by IDF T −1 ≤ 2IDF T in the
third step (applying Proposition 3 to the DFT, with
F = GF (p) and q = N m). Thus, overall, the information exchange I to compute the convolution by
fixed u is bounded as
I ≤ 3IDF T .
Combining the latter with Equation 2, we get


1 bm/3cN
IDF T ≥
log2 p,
6
2
whence the stated result.
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=
=
≥
≥

X = {xk (j) : 0 ≤ k < bm/3c and j ∈ Z}

∆

(w11 , w21 ) = T −1 (W1 , 0)
∆
(w12 , w22 ) =

where q1 (q2 ) is the dimension of w1 (w2 ):
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4.2

Proof Clearly, a = <(a) + =(a), where

A non Word-Local Protocol

To gain some understanding on general protocols, we
need to investigate how information moves across different sets of coefficients of the field elements. In
this section, we begin with the simplest case where
R = GF p2 , with
 p an odd prime. Then, the input

x : Z → GF p2 and the output X : Z → GF p2 of
the transform are vectors of linear polynomials whose
components can be written as
x(j) = x0 (j) + x1 (j) · z,
X(i) = X0 (i) + X1 (i) · z.
We focus on the two-processor protocol where, for
each i, j ∈ Z, P1 handles the coefficients x0 (j) and
X0 (i), and P2 handles x1 (j) and X1 (i). We will establish that I = Ω (N log
 p) by showing how to view
each element of GF p2 as the sum of a “real” and
an “imaginary” part, pretty much as with complex
numbers. Furthermore, we will introduce an involutory permutation σ over the signal domain Z, and
the related concepts of even (odd) signal, which is left
unchanged (changes sign) under σ. As it turns out,
the transform of an odd, real signal is odd and imaginary, thus transferring information from the real to
the imaginary part, which are closely related (though
not exactly equal) to the first and the second coefficient of the field elements. For the formal developments, we need a number of concepts introduced
below.

Definition 1 The conjugate of element a ∈ GF p2

∆
is a∗ = ap . We say that a ∈ GF p2 is real if a∗ = a,
and is imaginary if a∗ = −a.
It can be shown that a and b are conjugate according
to Definition 1 if and only if they are conjugate according to the standard field-theoretic definition, i.e.,
a and b have the same minimal polynomial.

Lemma 4 Let a, b ∈ GF p2 . Then, we have:
• A: (a∗ )∗ = a.

∆

<(a) = (a + a∗ )/2,

∆

=(a) = (a − a∗ )/2.

By applying Properties A and B of Lemma 4 it can
be shown that <(a) is real and =(a) is imaginary. To
prove that the representation is unique, suppose that
a = aR + aI = aR0 + aI 0 , where aR and aR0 are real
and aI and aI 0 imaginary. We can then write
aR0 + (−1) · aR = aI + (−1) · aI 0 .
Now, (−1) is real since (−1)∗ = (−1)p = −1. In
the above equality, the right hand side is real (by D)
and the left hand side is imaginary (by F and E).
Then, by G, aR0 − aR = aI − aI 0 = 0, hence the two
representations for a must be equal.

The next lemma provides us with valuable properties of real and imaginary elements,in terms of any
polynomial representation of GF p2 .

Lemma 6 In GF p2 , there are exactly p real elements and p imaginary
elements. An element a =

a0 +a1 ·z of GF p2 is real if and only if a1 = 0. Two
imaginary elements b = b0 + b1 · z and c = c0 + c1 · z
are equal if and only if b1 = c1 .
Proof Since the real elements are, by definition,
roots of a polynomial of degree p, they are at most p in
number; the same argument holds for the imaginary
elements. Then, there must be exactly p of each, since

their pairs do generate all p2 elements of GF p2 , by
Lemma 5.
The real elements coincide with the subfield of field
integers GF (p). In fact, the multiplicative identity is
real (1p = p) and so must be its p integer multiples, by
Property D of Lemma 4. The identity is represented
by 1 + 0 · z, hence the integer obtained by summing
a0 identity terms is represented by a0 + 0 · z.
Let b and c be imaginary. Obviously, if b = c,
then b1 = c1 . Conversely, if b1 = c1 , then c − b =
(c0 − b0 ) + 0 · z, whence c − b = 0, since the result is
simultaneously real (no linear coefficient) and imaginary (the difference of two imaginary elements). 
Next, we introduce some classes of signals with respect to which the Fourier transform exhibits properties useful to investigate the information exchange.

• B: (a + b)∗ = a∗ + b∗ .
• C: (a · b)∗ = a∗ · b∗ .
• D: If a and b are both real, then a + b and a · b
are real.
• E: If a and b are both imaginary, then a + b is
imaginary and a · b is real.
• F: If a is real and b is imaginary, then a · b is
imaginary.
• G: a is both real and imaginary if and only if
a = 0.
2

2

Proof A: we have (a∗ )∗ = ap and ap −1 = 1, hence
the thesis. B: in any finite field of characteristic p,
(a + b)p = ap + bp . C: straightforward from (a · b)p =
ap · bp .
D,E,F (addition/multiplication): from B/C and the
definition of real and imaginary elements.
G: If a = 0, then a∗ = 0p = 0 = a = −a, hence a is
both real and imaginary. Conversely, if a∗ = a = −a,
then a = 0 since p > 2.


Lemma 5 Every element a ∈ GF p2 can be
uniquely expressed as the sum of a real element and
an imaginary element.

Definition 2 Let σ be the permutation of the signal
domain such that, for every j = (j1 , . . . , jd ) ∈ Z,
∆

σ(j) = (p · j1

mod n1 , . . . , p · jd mod nd ).

A signal x : Z → GF p2 is even if x(σ(j)) = x(j),
and is odd if x(σ(j)) = −x(j), ∀j ∈ Z.
Now, consider the entries of the Fourier matrix
∆
w(i, j) = ω1−i1 j1 ω2−i2 j2 · · · ωd−id jd , where, as usual,
i = (i1 , . . . , id ) ∈ Z and j = (j1 , . . . , jd ) ∈ Z. A
key property relates σ to w(i, j), i.e.:
w(i, σ(j)) = w∗ (i, j).
To see that the property holds, just recall Definition 2
for σ and observe that
−ik (pjk

ωk

mod nk )

−ik (pjk )

= ωk

= (ωk−ik jk )p = (ωk−ik jk )∗ .

We say that x is real (resp., imaginary) if all its
components are real (imaginary). We introduce four
classes of signals: real and even (RE), real and odd
(RO), imaginary and even (IE), imaginary and odd
(IO). The MDDFT of these classes enjoys properties
similar to those well known in the complex field.
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Lemma
 7 Let X be the MDDFT of x : Z →
GF p2 .
• A: if x is RE, then X is RE.
• B: if x is RO, then X is IO.
• C: if x is IE, then X is IE.
• D: if x is IO, then X is RO.
Proof By summing expression 1 for the MDDFT
with its version resulting from permuting the terms
of the summation by σ, we derive the expression
X(i) =

1X
[x(j)w(i, j) + x(σ(j))w(i, σ(j))]
2
j∈Z

=

1X
[x(j)w(i, j) + x(σ(j))w∗ (i, j)].
2
j∈Z

In a similar fashion, one obtains
X(σ(i)) =

1X
[x(j)w∗ (i, j) + x(σ(j))w(i, j)].
2
j∈Z

When x is even, X is clearly even as well and it can
be rewritten as
X
X(i) =
x(j)< (w(i, j)) .
j∈Z

If x is also real, then so is X by Property D of
Lemma 4. Similarly, if x is imaginary then X is imaginary as well. This concludes the proof of A and C.
When x is odd, X is odd and can be rewritten as
X
X(i) =
x(j)= (w(i, j)) .

In other words, X0 (i) can be computed when only the
x0 coefficients are known, and X1 (i) can be independently computed with the sole knowledge of the x1
coefficients. Since P1 handles x0 (j) and X0 (i), and
P2 handles x1 (j) and X1 (i), we conclude that P1 and
P2 can produce their output without exchanging any
information, whence I = 0.
If there exists k̄ such that nk̄ does not divide p − 1,
we observe that, when x varies among the real and
odd signals, P2 receives no information on x from its
inputs, as x1 (j) = 0 for all j’s. On the other hand,
by Property B of Lemma 7, X is imaginary and, by
Lemma 6, it is fully reconstructable from its X1 coefficients, hence X (and consequently its inverse transform x) must essentially be known to P2 by the end
of the computation. Then, the information transfer
from P1 to P2 satisfies the bound
I ≥ log2 (p(N −ζ(n1 ,n2 ,...,nd ))/2 ),

where the argument of the logarithm is the number of
distinct signals in RO, expressed in terms of the number ζ(n1 , n2 , . . . , nd ) of input components that must
be null in any odd signal. We are then left with the
task of bounding ζ from above. Clearly, ζ gives the
number of fixed points of permutation σ. Since a
fixed point must leave unchanged all d coordinates of
a point in Z, our function can be factored as
ζ(n1 , n2 , . . . , nd ) = ζ(n1 )ζ(n2 ) . . . ζ(nd ),
where ζ(n), 1 ≤ n ≤ p2 − 1, can be viewed as the
number of n-th roots of unity that are real: in fact,
a ∈ GF p2 is real if and only if a∗ = a.
Clearly, ζ(n) ≤ n, for any n. Furthermore, we will
prove below that, if n does not divide p − 1, then
ζ(n) ≤ n/2. Using the latter bound on ζ(nk̄ ) and
the former bound on all other factors, the preceding
equation yields
ζ(n1 , n2 , . . . , nd ) ≤ n1 n2 · · · nd /2 = N/2.

j∈Z

If x is also real, then X is imaginary; if x is odd, then
X is real (proving B and D).

We are now ready to combine concepts and observations introduced in this section to arrive at its main
result.
Theorem 7 Let X(i) = X0 (i) + X1 (i) · z be the i-th
component of the (n1 × n2 × . .. × nd )-point MDDFT
of the signal x : Z → GF p2 with j-th component
x(j) = x0 (j) + x1 (j) · z.
Let I be the information exchange of a twoprocessor system where, for each i, j ∈ Z, P1 handles
x0 (j) and X0 (i), and P2 handles x1 (j) and X1 (i).
If each nk divides p − 1, then I = 0. Otherwise,
I ≥ N4 log2 p.
Proof If nk divides p − 1 for 1 ≤ k ≤ d, consider a
primitive (p − 1)-st root of unity α and observe that
∆
αhk , with hk = (p − 1)/nk , is a primitive nk -th root
of unity: in fact, it is straightforward to see that α0 ,
αhk , α2hk , . . . , α(nk −1)hk are distinct (the exponents
are all less than p − 1) roots of unity, and αnk hk =
αp−1 = 1. Since α is real (see the considerations on
real elements in the proof of Lemma 6), all the nk th roots of unity are real and belong to the subfield
GF (p) of field integers. The property is true for 1 ≤
k ≤ d, hence w(i, j) ∈ GF (p) ∀i, j ∈ Z and Equation 1
for the MDDFT can be rewritten as
X
X
X0 (i) + X1 (i) · z =
x0 (j)w(i, j) + z ·
x1 (j)w(i, j).
j∈Z
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(6)

j∈Z

When plugged into Equation 6, the latter bound results in I ≥ N4 log2 p, as in the theorem statement.
It remains to prove that, if n does not divide p − 1,
then ζ(n) ≤ n/2. A real n-th root of unity must also
be a (p − 1)-st root, whence it must also be a g-th
∆
root, with g = GCD (n, p − 1). Then n = f g, with
f ≥ 2, because n does not divide p − 1. In conclusion,
ζ(n) ≤ g = n/f ≤ n/2, as claimed.

A variant of Theorem 7 where the output coefficients
are swapped between the two processors can be similarly proven, based on RE input signals.
5

Conclusions

In this paper we have extended the understanding of
the information exchange and the related area-time
tradeoffs for the computation of the DFT. The main
contributions lie in two direction. First, we have
developed bounds for the complex DFT, which escaped previous analysis. Second, we have made some
progress towards removing the word-local assumption
in the I/O protocol. The lower bounds of Sections
3, 4.1, and 4.2 all exploit different properties of
the DFT which are, respectively, the time-shift, the
convolution, and the conjugate symmetry properties,
thus shading light from different perspectives.
Considerable work remains to be done before the
subject can be considered well understood. The full
removal of the word-local assumption appears still
challenging and is likely to require the exploitation
of deeper algebraic properties of the ring where the
signals and their transform take values.
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Abstract
Let k be a natural number. We introduce k-threshold
graphs. We show that there exists an O(n3 ) algorithm
for the recognition of k-threshold graphs for each natural number k. k-Threshold graphs are characterized
by a ﬁnite collection of forbidden induced subgraphs.
For the case k = 2 we characterize the partitioned 2threshold graphs by forbidden induced subgraphs. We
introduce restricted, and special 2-threshold graphs.
We characterize both classes by forbidden induced
subgraphs. The restricted 2-threshold graphs coincide with the switching class of threshold graphs. This
provides a decomposition theorem for the switching
class of threshold graphs.
1 Introduction
A graph is a pair G = (V, E) where V is a ﬁnite,
nonempty set and where E is a set of two-element
subsets of V. We call the elements of V the vertices
or points of the graph. We denote the elements of
E as (x, y) where x and y are vertices. We call the
elements of E the edges of the graph. For two sets
A and B, we use A + B and A − B to denote A ∪ B
and A \ B respectively. For a set A and an element x,
denote A ∪ {x} and A \ {x} as A + x and A − x respectively. If e = (x, y) is an edge of a graph then we call
x and y the endpoints of e and we say that x and y
are adjacent. The open neighborhood of a vertex x is
the set of vertices y such that (x, y) ∈ E. We denote
open neighborhood by N(x). Deﬁne the closed neighborhood of x by N(x) + x. We use N[x] to denote the
closed neighborhood of x. Deﬁne ∆(x) = V − N[x].
We call ∆(x) the anti-neighborhood of x. The degree
of a vertex x is the cardinality of N(x). Let W ⊆ V
and let W 6= ∅. The graph G[W] induced by W has
W as its set of vertices and it has those edges of E
that have both endpoints in W. If W ⊂ V, W 6= V,
then we write G − W for the graph induced by V \ W.
In case W consists of a single vertex x we write G − x
instead of G − {x}. We usually denote the number of
vertices of a graph by n.
A path is a graph of which the vertices can be linearly ordered such that the pairs of consecutive ver-

Figure 1: C4 , P4 and 2K2
tices form the set of edges of the graph. We call the
ﬁrst and last vertex in this ordering the terminal vertices of the path. We denote a path with n vertices by
Pn . To denote a speciﬁc ordering of the vertices we
use the notation [x1 , . . . , xn ]. Let G be a graph. Two
vertices x and y of G are connected by a path if G has
an induced subgraph which is a path with x and y as
terminals. Being connected by a path is an equivalence relation on the set of vertices of the graph. The
equivalence classes are called the components of G.
A cycle consists of a path with at least three vertices
with one additional edge that connects the two terminals of the path. We denote a cycle with n vertices
by Cn . The length of a path or a cycle is its number
of edges.
2 k-Threshold graphs
Threshold graphs were introduced in (Chvátal et al.
1973) using a concept called ‘threshold dimension.’
There is a lot of information about threshold graphs
in the book (Mahadev & Peled 1995), and there are
chapters on threshold graphs in the book (Golumbic
2004) and in the survey (Brandstädt et al. 1999).
There are many ways to deﬁne threshold graphs.
We choose the following way (Chvátal et al. 1973,
Brandstädt et al. 1999). An isolated vertex in a graph
G is a vertex without neighbors. A universal vertex
is a vertex that is adjacent to all other vertices. A
pendant vertex is a vertex with exactly one neighbor.
Deﬁnition 1. A graph G = (V, E) is a threshold graph
if every induced subgraph has an isolated vertex or a
universal vertex.
A graph G is a threshold graph if and only if G has
no induced P4 , C4 , nor 2K2 (Chvátal et al. 1973).
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Figure 2: A house, a C5 , a gem, a butterﬂy, and a bull
A decomposition tree for a graph G = (V, E) is a
pair (T , f) where T is a rooted binary tree and where f
is a bijection from the vertices of G to the leaves of T .
Let G be a threshold graph. We can construct a
decomposition tree for G as follows. For each internal
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node, including the root, the right subtree consists of
a single leaf. Each internal node is labeled with a ⊕operator or a ⊗-operator. Consider an internal node
and let W be the set of vertices that are mapped to
leaves in the left subtree. The ⊕-operator adds the
vertex that is mapped to the leaf in the right subtree
as an isolated vertex to the graph induced by W. The
⊗-operator adds the vertex that is mapped to the leaf
in the right subtree as a universal vertex to the graph
induced by W.
Let C = {1, . . . , k} be a set of k colors. A coloring
of a graph G = (V, E) is a map c : V → C.
Deﬁnition 2. A graph G = (V, E) is a k-threshold
graph if there is a coloring of G with k colors such that
for every nonempty set W ⊆ V the graph G[W] has a
vertex which is either isolated, or a vertex x which is
adjacent to exactly all vertices of color i in W − x for
some color i.
A k-threshold graph G has a decomposition tree
(T , f) where T is a rooted binary tree and f is a bijection from the leaves of T to the vertices of G. Each
leaf has one color chosen from a set of k colors. For
each internal node the right subtree consists of a single leaf. Each internal node including the root is labeled with a ⊕-operator or a ⊗i -operator. The ⊕operator adds the vertex that is mapped to the leaf
in the right subtree as an isolated vertex. The ⊗i operator makes the vertex of the right leaf adjacent
exactly to the vertices of color i in the left subtree.
Consider the class of k-threshold graphs. Notice that the class is hereditary; that is, if G is a kthreshold graph then so is every induced subgraph
of G. Any hereditary class of graphs is characterized
by a set of forbidden induced subgraphs. These are
the minimal elements in the induced subgraph relation that are not in the class. For example, a graph
is a threshold graph if and only if it has no induced
2K2 , C4 or P4 . In the following theorem we show that
this characterization is ﬁnite for k-threshold graphs
for any ﬁxed number k.
Theorem 1. Let k be a natural number. The class of kthreshold graphs is characterized by a ﬁnite collection
of forbidden induced subgraphs.
Proof. To prove this theorem we use the technique
introduced by Pouzet (Pouzet 1985).
Let T1 , T2 , . . . be a collection of rooted binary trees
with points labeled from some ﬁnite set. We write
Ti ≺ Tj if there exists an injective map h from the
points of Ti to the points of Tj such that
1. the label of a point a in Ti is equal to the label of
the point h(a) in Tj , and
2. for every pair of points a and b in Ti , their lowest
common ancestor is mapped to the lowest common ancestor of h(a) and h(b) in Tj , and
3. if a and b are points of Ti with lowest common
ancestor c such that a is in the left subtree of c
and b is in the right subtree of c then h(a) is in
the left subtree of h(c) and h(b) is in the right
subtree of h(c) in Tj .
Let T1 , T2 , . . . be an inﬁnite sequence of rooted binary trees with points labeled from some ﬁnite set.
Kruskal’s theorem (Kruskal 1960) states that there exist integers i < j such that Ti ≺ Tj .
Assume that the class of k-threshold graphs has
an inﬁnite collection of minimal forbidden induced
subgraphs, say G1 , G2 , . . .. In each Gi single out one
122

vertex ri and let G0i = Gi − ri . Then G0i is a kthreshold graph. For each i consider a decomposition
tree (Ti , fi ) for G0i as described above. We add one
more label to each leaf of Ti . This label is 1 if the vertex that is mapped to that leaf is adjacent to ri and it
is 0 otherwise.
When we apply Kruskal’s theorem to the labeled
binary trees Ti that represent the graphs G0i we may
conclude that there exist i < j such that G0i is an
induced subgraph of G0j . By virtue of the extra label
we have also that Gi is an induced subgraph of Gj .
This is a contradiction because we assume that the
graphs Gi are minimal forbidden induced subgraphs.
This proves the theorem.
¤
Higman’s lemma (Higman 1952) preludes
Kruskal’s theorem. It deals with ﬁnite sequences over
a ﬁnite alphabet instead of trees. Instead of Kruskal’s
theorem we could have used Higman’s lemma to
prove Theorem 1.
Let Ok be the set of forbidden induced subgraphs
for k-threshold graphs. The set Ok is called the obstruction set for k-threshold graphs.
The most natural way to express and classify
graph-theoretic problems is by means of logic. In
monadic second order logic a (ﬁnite) sentence is a
formula that uses quantiﬁers ∀ and ∃. The quantiﬁcation is over vertices, edges, and subsets of vertices
and edges. Relational symbols are ¬, ∈, =, and, or,
⊆, ∪, ∩, and the logical implication ⇒. Some of these
are superﬂuous. Although the minimization or maximization of the cardinality of a subset is not part of
the logic, one usually includes them.
A restricted form of this logic is where one does
not allow quantiﬁcation over subsets of edges. The
C2 MS-logic is such a restricted monadic secondorder logic where one can furthermore use a test
whether the cardinality of a subset is even or odd.
Courcelle proved that problems that can be expressed in C2 MS-logic can be solved in O(n3 ) time
for graphs of bounded rankwidth (see (Courcelle &
Oum 2007, Hliněný et al. 2008)). Consider a decomposition tree (T , f) for a graph G = (V, E). Let ` be a
line in this tree. Let V` be the set of vertices that are
mapped to the leaves in the subtree rooted at `. The
cutmatrix of ` is the submatrix of the 0/1-adjacency
matrix of G that has rows indexed by the vertices of
V` and that has columns indexed by the vertices of
V − V` . A graph has rankwidth k if every cutmatrix
has rank over GF[2] at most k. For each natural number k there exists an O(n3 ) algorithm that constructs
a decomposition tree for a graph G of rankwidth k if
it exists (Hliněný & Oum 2008).
Let (T , f) be a decomposition tree for a k-threshold
graph. Then every cutmatrix is of the following
shape:
(
)
I 0
0 0
where I is a submatrix of the k × k identity matrix. By
‘having this shape’ we mean that we left out multiple
copies of the same row or column. It follows that
k-threshold graphs have rankwidth k.
Theorem 2. Let k be a natural number. There exists
an O(n3 ) algorithm which checks whether a graph G
with n vertices is a k-threshold graph.
Proof. k-Threshold graphs have rankwidth k. C2 MSProblems can be solved in O(n3 ) time for graphs of
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bounded rankwidth (Courcelle & Oum 2007, Hliněný
& Oum 2008, Oum 2005). The deﬁnition of kthreshold graphs can be formulated in this logic.
An other proof goes as follows. Let Ok be the
obstruction set for k-threshold graphs. We can formulate the existence of a graph in Ok as an induced
subgraph in C2 MS-logic. Note that this proof is nonconstructive; Kruskal’s theorem does not provide the
forbidden induced subgraphs.
¤
3 Special 2-threshold graphs
There are many drawbacks to the solution given in
the previous section. The algorithm that constructs a
decomposition tree of bounded rankwidth is far from
easy. By the way, it is described in terms of matroids
instead of graphs. Furthermore, the constants that
are involved quickly grow out of space when k increases.
Notice that threshold graphs can be recognized by
sorting the vertices according to increasing degrees.
Either the vertex with highest degree is a universal
vertex or the vertex with lowest degree is an isolated
vertex. Delete such a vertex which is either isolated
or universal and repeat the process. The graph is a
threshold graph if and only if this process ends with
a single vertex.
In the remainder of this paper we restrict our attention to the case where k = 2. We consider colorings of vertices with two colors, say black and white.
If G is a 2-threshold graph with a black-and-white
coloring of the vertices then the black vertices induce
a threshold graph and the white vertices induce a
threshold graph.
Deﬁnition 3. A 2-threshold graph is special if it has a
black-and-white coloring and a decomposition tree with
only ⊕- and ⊗w -operators.
A clique in a graph is a nonempty subset of vertices
such that every pair in it is adjacent. An independent
set in a graph is a nonempty subset of vertices with
no edges between them.
A graph is bipartite if there is a partition of the
vertices into two independent sets. One part of the
partition may be empty. A bipartite graph is complete
bipartite if any two vertices in different parts of the
partition are adjacent.
A threshold order of a graph is a linear ordering
[v1 , . . . , vn ] of the vertices such that for every pair vi
and vj with i < j
N(vi ) ⊆ N(vj )
and N[vi ] ⊆ N[vj ]

if vi and vj are nonadjacent
if vi and vj are adjacent.

A graph is a threshold graph if and only if it has a
threshold order (Mahadev & Peled 1995). This implies that the vertices of a threshold graph can be partitioned into a clique (the higher degree vertices) and
an independent set (the lower degree vertices). Note
however, that this partition is not exactly unique.
Theorem 3. A graph G = (V, E) is a special 2threshold graph if and only if it has no induced 2K2 , C5 ,
net, house, gem, octahedron, or a 4-wheel with a pendant vertex adjacent to the center, or a diamond with a
pendant vertex attached to each vertex of degree three.
Proof. It is easy to check that the listed subgraphs
are in the obstruction set. We prove the sufﬁciency.
If a connected graph has no P5 nor C5 then it has
a dominating clique (Bacsó & Tuza 1991, Brandstädt

Figure 3: A octahedron, a net, a 4-wheel with a
pendant adjacent to the center, and a diamond with
a pendant vertex adjacent to each vertex of degree
three
et al. 1999). That is, it has a clique C such that every
vertex outside C has at least one neighbor in C. Since
the graph has no 2K2 it has also no P5 and, since there
is also no C5 there is a dominating clique.
Since there is no 2K2 there is at most one component with more than one vertex. If there is a component with more than one vertex then assume that
there is a decomposition tree for that component.
Otherwise start with a decomposition tree that consists of a single leaf and map any of the isolated vertices to that leaf. Color the vertex black. We add the
isolated vertices one by one as black vertices as follows. Add a new root to the decomposition tree with
a ⊕-operator. Add the isolated vertex as a right child
and the original root as a left child.
Henceforth assume that G is connected.
Let C be a dominating clique of maximal cardinality. Among the dominating cliques of maximal cardinality choose C such that the number of edges with
one endpoint in C and the other endpoint in V − C is
maximal.
We claim that V = C or that G − C is bipartite. For
that, it is sufﬁcient to show that there is no triangle.
Assume that there is a triangle {x, y, z} in V − C. Let
X, Y and Z be the vertices in C that are adjacent to x,
y and z respectively, but that are not adjacent to any
other vertex of the triangle {x, y, z}. Let
X2 = (N(y) ∩ N(z) ∩ C) \ N(x)
and deﬁne Y2 and Z2 similarly. Let N be the set of
vertices in C adjacent to all three of x, y and z. Since
there is no gem, there are no edges between X and
Y2 , nor between X and Z2 , nor between Y and X2 ,
nor between Y and Z2 , nor between Z and X2 , nor
between Z and Y2 . Since C is a clique at least one of
every pair of these is empty. Since there is no house,
there are no edges between X and Y, nor between
X and Z, nor between Y and Z. Thus at least one of
every pair is empty. Assume that Y = Z = ∅. If X 6= ∅
then Y2 = Z2 = ∅.
There is at most one vertex in C which is not adjacent to x or y or z, otherwise there is a 2K2 . Assume
that there is such a vertex p. Then X = ∅, otherwise there is a 2K2 ; let ² ∈ X then the edges (², p)
and (y, z) form a 2K2 . At least one of X2 , Y2 and Z2
is empty otherwise there is an octahedron. Say that
X2 = ∅. Obviously, C 6= {p} since C is a dominating
clique and p is not adjacent to x, y or z. Assume that
there is a vertex p0 6∈ C that is adjacent to p but not
adjacent to x. Then p0 is adjacent to y and to z otherwise there is a 2K2 . If p0 is adjacent to some vertex of
Y2 and to some vertex of Z2 then there is an octahedron. Assume that p0 is not adjacent to any vertex of
Y2 . If Y2 6= ∅, then there is a gem in Y2 + {z, x, y, p0 }.
Thus Y2 = ∅. If there is a vertex in Z2 that is adjacent
to p0 then there is a gem contained in Z2 +{p0 , z, y, p}.
So p0 is nonadjacent to all vertices of Z2 . If Z2 6= ∅,
then there is a gem induced by Z2 + {y, p0 , z, x}. Thus
Z2 = ∅. It follows that all vertices of C − p are adjacent to x, to y and to z. If some vertex of N is adjacent
to p0 then there is a gem contained in N + {p, p0 , y, x}.
Thus p0 is nonadjacent to all vertices of N. Now there
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is a house induced by N + {y, p0 , p, x}, which is a contradiction.
Now assume that all neighbors of p are also adjacent to x. We can replace p in C by x. This gives
a dominating clique C0 of the same cardinality as C.
The number of edges with one endpoint in C and the
other endpoint in V − C increases since x is furthermore adjacent to y and z.
Assume that every vertex in C is adjacent to at
least one vertex of x, y and z. Assume X 6= ∅. Then
it contains only one vertex X = {p} otherwise there is
a 2K2 . Furthermore, Y2 = Z2 = ∅. Consider a neighbor p0 6= x of p. If p0 is not adjacent to y and not
adjacent to z there is a 2K2 namely {(y, z), (p, p0 )}. If
p0 is adjacent to y and not adjacent to z there is a
house or a gem induced by {z, p, p0 , x, y}. Thus every
neighbor of p is a neighbor of both y and z. Notice
that N + X2 6= ∅, otherwise y and z have no neighbor in C. If we replace p in C by {y, z} we obtain
a dominating clique of larger cardinality which is a
contradiction.
Assume that X = ∅. Since there is no octahedron
at least one of X2 , Y2 and Z2 is empty. Without loss of
generality assume that X2 = ∅. Then C + {x} is also
a (dominating) clique which contradicts the maximal
cardinality of X.
This proves the claim that either V − C is empty or
that G[V − C] is bipartite.
Since there is no 2K2 the bipartite graph is a difference graph (Hammer et al. 1990). Every induced
subgraph without isolated vertices has a vertex in
each side of the bipartition that is adjacent to all the
vertices in the other side of the bipartition.
Assume that there is a component with more than
one vertex. There is a unique partition of the vertices
into two independent sets. Call these sets B (black)
and W (white). We prove that G[B + C] and G[W +
C] are threshold graphs. Assume that there are two
black vertices x and y that have private neighbors x0
and y0 in C. That is, x0 is a neighbor of x but not of y
and y0 is a neighbor of y but not of x. Since x and y
are in a component of G[B+W] there is an alternating
path P = [x, x1 , . . . , xk , y] of black and white vertices.
Assume k = 1. If x1 is not adjacent to x0 and not
adjacent to y0 there is a C5 which is a contradiction.
If x1 is adjacent to exactly one of x0 and y0 then there
is a house. If x1 is adjacent to both x0 and y0 then
there is a gem.
We proceed by induction. Assume that there is a
black vertex xi in P that is adjacent to exactly one of
x0 and y0 . Then we obtain a contradiction by considering one of the two subpaths [x, x1 , . . . , xi ] and
[xi , . . . , xk , y]. Assume that every black vertex in P,
except x and y, is adjacent to both or to neither of
x0 and y0 . Assume that there exist two white vertices
xi and xj in P such that xi is adjacent to x0 but not
to y0 and xj is adjacent to y0 but not to x0 . Since xi
and xj are both white they are not adjacent. Then we
obtain a contradiction by considering the subpath of
P with terminals xi and xj . So we can assume that all
the white vertices in P are adjacent to both or neither
of x0 and y0 or, that they all have the same neighbor in {x0 , y0 }. Assume that all the white vertices are
adjacent to x0 but not to y0 . If the black vertex x2
is not adjacent to x0 then {x0 , x, x1 , x2 , x3 } induces a
house. If x2 is adjacent to x0 then this set induces a
gem. The case where all the white vertices are adjacent to y0 but not to x0 is similar. Assume that all
the white vertices are adjacent to both or neither of
x0 and y0 . Every edge of P must have at least one
endpoint adjacent to one of x0 or y0 otherwise there
is a 2K2 . Assume that all the white vertices are adjacent to both x0 and y0 . Then {x0 , x, x1 , x2 , x3 } induces
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a gem or a house. Let xi be the ﬁrst white vertex in
P that is not adjacent to x0 nor to y0 . Assume i = 1.
Then {x0 , y0 , x, x1 , x2 } induces a house or there is a C5
or a 2K2 . The case where i = k is similar. Assume
that 1 < i < k. Then xi−2 , xi−1 and xi+1 are adjacent
to x0 . Now {x0 , xi−2 , xi−1 , xi , xi+1 } induces a house.
This proves the claim that G[B + C] and G[W + C]
are threshold graphs.
We prove that the neighborhoods of the black vertices and the neighborhoods of the white vertices are
ordered by inclusion. Assume that there exist two
black vertices x and y with private neighbors x0 ∈ C
and z ∈ W. Since there is no 2K2 the vertex z is
adjacent to x0 . Because C is a dominating clique the
vertex y has a neighbor y0 ∈ C. The vertex y is not
adjacent to x0 and this implies that y0 6= x0 . Since the
neighborhoods in C of the black vertices are ordered
by inclusion and since y is not adjacent to x0 , x is adjacent to y0 . If z is adjacent to y0 then {y0 , x, x0 , z, y}
induces a gem. If z is not adjacent to y0 then this set
induces a house. Similarly it holds true that no two
white vertices have private neighbors.
This proves the claim that the neighborhoods of
the black vertices and the neighborhoods of the white
vertices are ordered by inclusion.
Consider a vertex x ∈ C that has white neighbors and black neighbors. We prove that every white
neighbor is adjacent to every black neighbor. Let α be
a black neighbor and let β be a white neighbor and
assume that α and β are not adjacent. Since α and
β are in a component of G − C there is an alternating path P = [α, x1 , . . . , xk , β] of black and white vertices. Since the neighborhoods of the black vertices
are ordered by inclusion there is at most one black
vertex xi on this path i.e., i = 2. Similarly, there is
at most one white vertex xj on this path, i.e., j = 1.
The black vertex α is not adjacent to β and the black
vertex x2 is adjacent to β and either N(α) ⊆ N(x2 )
or N(x2 ) ⊆ N(α). This implies that N(α) ⊂ N(x2 ).
Thus x2 is adjacent to x. Similarly x1 is adjacent to x.
Thus P + x induces a gem, which is a contradiction.
Let x and y be two vertices in C that have neighbors in B. We prove that
if ∅ 6= N(y)∩B ⊂ N(x)∩B then N(x)∩W ⊆ N(y)∩W.
Assume that x has a neighbor p in B that is not adjacent to y. Let q be a neighbor of y in B. Let r be
a neighbor of x in W that is not adjacent to y. Since
G[B + C] is a threshold graph and since p is not adjacent to y the vertex q is adjacent to x. By the previous
observation the vertices p and q are both adjacent to
r. This implies that {x, y, q, r, p} induces a gem.
Let C∗ ⊆ C be the set of vertices in C that have no
neighbors in B or in W. We prove that C∗ = ∅. Assume that C∗ 6= ∅. Then |C∗ | = 1 otherwise there
is a 2K2 since there is an edge in G[B + W]. Let
C∗ = {c}. Let p be a black vertex with a minimal
neighborhood and let q be a white vertex with a minimal neighborhood. Assume that p and q are not adjacent. Let p0 ∈ C be a neighbor of p and let q0 ∈ C
be a neighbor of q. Then p0 6= q0 otherwise p and
q are adjacent. Let a be a black vertex with a maximal neighborhood and let b be a white vertex with a
maximal neighborhood. Then a and b are adjacent.
Assume that a 6= p and b 6= q. The vertex a is adjacent to p0 and the vertex b is adjacent to q0 . If a
is not adjacent to q0 and b is not adjacent to p0 then
{a, b, q0 , p0 , c} induces a house. If a is adjacent to q0
then a is adjacent to q and {q0 , q, a, p0 , c} induces a
gem. Assume that a = p, i.e., assume that there is
only one black vertex. Then p is adjacent to q because G[B + W] is connected. This contradicts the
assumption that p and q are not adjacent. Assume
that p and q are adjacent. Then G[B + W] is complete
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bipartite. Assume that p 6= q . If p is not adjacent
to q0 and q is not adjacent to p0 then {c, p, q, q0 , p0 }
induces a house. If p is adjacent to q0 and q is not
adjacent to p0 then {q0 , q, p, p0 , c} induces a gem. Assume that p is adjacent to q0 and that q is adjacent to
p0 . Then all the black vertices and all the white vertices are adjacent to p0 and to q0 . Assume that there
is a black vertex a 6= p and a white vertex b 6= q.
Then {a, b, p, q, p0 , c} induces a 4-wheel with a pendant. Assume that there is only one black vertex p.
Assume that there is a vertex δ ∈ C − C∗ which is not
adjacent to p. Then δ is adjacent to a white vertex b
and {p0 , c, δ, b, p} induces a gem. Assume that there
is an isolated vertex x in G − C adjacent to c. Then
{(p, q), (c, x)} is a 2K2 . Thus N(c) ⊂ N(p). Replace
c by p. Then we obtain a dominating clique C0 with
the same cardinality as C but there are more edges
with one endpoint in C0 and the other endpoint in
V − C0 since p is furthermore adjacent to q. This contradicts the assumption that C maximizes the number of edges with one endpoint in C and the other
in V − C. Assume p0 = q0 . Then G[B + W] is complete bipartite. If there are black and white vertices
a 6= p and b 6= q then {a, b, p, q, p0 , c} induces a 4wheel with a pendant. Assume that there is only one
black vertex p. If there is a vertex δ ∈ C − C∗ that is
not adjacent to p then δ is adjacent to a white vertex
b. Then {p0 , c, δ, b, p} induces a gem. There is no isolated vertex in G − C adjacent to c otherwise there is
a 2K2 . As above we can replace c by p and obtain a
dominating clique C0 of the same cardinality as C but
with more edges than C with one endpoint in C0 and
the other endpoint in V − C0 .
This proves the claim that every vertex of C has a
neighbor in B + W.
Deﬁne an ordering on the vertices of C + B + W as
follows. Let x ¹ y if
1. x ∈ B and y ∈ B and N(y) ⊆ N(x),
2. x ∈ B and y ∈ C and y ∈ N(x),
3. x ∈ B and y ∈ W and y ∈ N(x),
4. x ∈ C and y ∈ C and N(x) ∩ B ⊆ N(y) ∩ B and
N(y) ∩ W ⊆ N(x) ∩ W,
5. x ∈ C and y ∈ W and y ∈ N(x),
6. x ∈ W and y ∈ W and N(x) ⊆ N(y),
and the inverse conditions for the remaining pairs.
For every pair x and y in C + B + W either x ¹ y or
y ¹ x. We proved that the relation is transitive. It is
not necessarily antisymmetric. Deﬁne an equivalence
relation on the vertices as follows. Two vertices of
C + B + W are equivalent if they are in the same set
of the partition and, if they have the same open or
closed neighborhood. Then the relation ¹ induces a
linear order on the equivalence classes. Notice that
we could deﬁne the reversed order likewise.
Let I be the subset of vertices in C that have no
black neighbors. Let J be the subset of vertices in
C that have no white neighbors. The vertices of I
appear before all the black vertices in the linear order
and the vertices of J appear after all the white vertices
in the linear order. Thus I ∩ J = ∅ since G[B + W] is
connected. Also I 6= ∅ and J 6= ∅ since C is a maximal
clique.
Let x be an isolated vertex in G − C. We prove that
N(x) is contained in I or it is contained in J. Let p
be a black vertex with a minimal neighborhood and
let q be a white vertex with a minimal neighborhood.
Assume that p and q are not adjacent. Let p0 ∈ C
be a neighbor of p and let q0 ∈ C be a neighbor of
q. Then p0 6= q0 and p is not adjacent to q0 and q is
not adjacent to p0 . Assume that there is an isolated

vertex x in G − C adjacent to p0 and to q0 . Let a be
a black vertex with a maximal neighborhood and let
b be a white vertex with a maximal neighborhood.
Then a and b are adjacent. The vertex a is adjacent
to p0 and the vertex b is adjacent to q0 . If a is not
adjacent to q0 and b is not adjacent to p0 then there
is a house {a, b, q0 , p0 , x}. If a is adjacent to q0 then a
is adjacent to q and there is a gem {q0 , q, a, p0 , x}. If
there is only one black vertex p then p is adjacent to
q since G[B + W] is connected. This contradicts the
assumption that p and q are not adjacent. Assume
that p and q are adjacent. Then G[B + W] is complete
bipartite. Assume that p0 6= q0 . If p is not adjacent
to q0 and q is not adjacent to p0 then {p, q, p0 , q0 , x}
induces a house. If p is adjacent to q0 but q is not
adjacent to p0 then {q0 , q, p, p0 , x} induces a gem. Assume that p is adjacent to q0 and that q is adjacent to
p0 . There is a vertex δ1 ∈ C that is adjacent to p but
not to q and there is a vertex δ2 ∈ C that is adjacent
to q but not to p. If δ1 is adjacent to x then there is
a gem {p0 , x, δ1 , p, q}. If δ2 is adjacent to x then there
is a gem {q0 , x, δ2 , q, p}. If δ1 is not adjacent to x and
δ2 is not adjacent to x then there is a 4-wheel with a
pendant attached to its center {p, δ1 , δ2 , q, p0 , x}. The
same contradiction follows when p0 = q0 .
Assume that x is not adjacent to any neighbor of
p and that x is not adjacent to any neighbor of q. Assume that p and q are not adjacent. Let p0 ∈ C be a
neighbor of p and let q0 ∈ C be a neighbor of q. Let
δ ∈ C be a neighbor of x. Then {p, q, x, p0 , q0 , δ} is a
net. Assume that p and q are adjacent. Let δ1 ∈ C
be a neighbor of p that is not a neighbor of q and let
δ2 ∈ C be a neighbor of q that is not a neighbor of p.
Let δ ∈ C be a neighbor of x. Then {δ, δ1 , δ2 , q, p} induces a house. This proves that x has common neighbors in C with exactly one of p and q. Assume that x
has no common neighbors with q. We proceed by induction on the number of white vertices. Remove q.
By induction it follows that x has no common neighbors with any white vertex.
This proves the claim that N(x) is contained in I
or in J for any isolated vertex x of G − C.
We prove that the neighborhoods of isolated vertices of G − C that have neighbors in I are ordered
by set inclusion. Consider three isolated vertices x, y
and z of G − C that have neighbors in I. Assume that
x and y have private neighbors x0 and y0 in C. Assume that z is adjacent to x0 and to y0 . There exists a
vertex δ ∈ C that is not adjacent to z. If x is adjacent
to δ there is a gem {x0 , x, δ, y0 , z}. If y is adjacent to
δ there is a gem {y0 , y, δ, x0 , z}. If δ is not adjacent to
x and not to y there is a diamond with two pendant
vertices {z, x0 , y0 , δ, x, y}. Assume that z is not adjacent to x0 and that z is not adjacent to y0 . Assume
that z has a neighbor z0 that is not adjacent to x and
that is not adjacent to y. Then {x0 , y0 , z0 , x, y, z} is a
net. If z has a neighbor z1 that is adjacent to x but
not to y and a neighbor z2 that is adjacent to y but
not to x then there is a gem {z1 , x, x0 , z2 , z}. Assume
that z is adjacent to x0 but not adjacent to y0 . Assume
that x has a neighbor x00 that is not adjacent to z and
that z has a neighbor z0 that is not adjacent to x. Then
{x0 , z, z0 , x00 , x} is a gem. Thus the neighborhood of z
is comparable with the neighborhood of exactly one
of x and y and it is disjoint with the neighborhood of
the other one.
This proves the claim that the neighborhoods of
the isolated vertices with neighbors in I are ordered
by set inclusion. A similar proof shows that the neighborhoods of the white vertices and of the isolated vertices with their neighborhoods in I and, the neighborhoods of the black vertices and of the isolated vertices
with their neighborhoods in J are ordered by set inclusion.
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Color the vertices of C white and equip them with
a ⊗w -operator. If there is a component in G − C
with more than one vertex then color the vertices of
B black and equip them with a ⊗w -operator. Color
the vertices of W white and equip them with a ⊕operator. Color the isolated vertices of G − C that
have their neighbors in I white and equip them with
a ⊕-operator. Color the isolated vertices of G − C
that have their neighbors in J black and equip them
with a ⊗w -operator. If G − C has no component with
more than one vertex then let I and J be maximal disjoint neighborhoods in C. We proved that there is a
linear ordering of the vertices that satisﬁes the neighborhood conditions.
This proves the theorem.
¤
Remark 1. A class of graphs that is closely related
to the special 2-threshold graphs is the class of probe
threshold graphs (Bayer et al. 2009, Chandler et al.
2009). The obstruction set for probe threshold graphs
appears in (Bayer et al. 2009) (without proof). That
the classes are different is illustrated by the complement
of 2P3 . This graph is not a probe threshold graph but
it is a special 2-threshold graph. The gem is an example of a probe threshold graphs that is not a special
2-threshold graph.
Lemma 1. The special 2-threshold graphs have
rankwidth one. They can be recognized in linear time.
Proof. A graph G is distance hereditary if in every
induced subgraph G[W] for every pair of vertices in
a component of G[W] the distance between them is
the same as in G (Howorka 1977). The distancehereditary graphs can be characterized as follows.
Every induced subgraph has an isolated vertex, or
a pendant vertex, or two vertices x and y such that
every other vertex z is adjacent to both x and y or
to neither of them. A pair of vertices like that is
called a twin. It is easy to check that the special
graphs satisfy this property. The distance-hereditary
graphs are exactly the graphs of rankwidth one (Oum
2005). A rank-decomposition tree can be found in
linear time (Hammer & Maffray 1990). We can formulate the existence of an induced subgraph that is
isomorphic to one of the graphs in the obstruction set
in monadic second-order logic without quantiﬁcation
over edge-sets. This proves the lemma.
¤
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Figure 4: The set of forbidden induced subgraphs of
2-threshold graphs contains the gem, 3K2 , C5 , C6 , C7 ,
P7 , 2C4 , 2P4 , C4 + P4 and the graphs listed above.

Lemma 2. If G is 2-threshold then the following statements hold true.

both edges have one black endpoint and one white
endpoint. It is easy to check that there is no elimination ordering for a 2K2 that is colored like that. Thus
C2 is monochromatic which implies that C2 induces
a threshold graph.
Now assume that x and y are both black. Consider
a decomposition tree for C2 + {x, y}. Assume that x is
closer to the root than y. Then the operator of x is a
⊗b -operator since x is adjacent to y. All the operators
that appear closer to the root than the operator of y
are either ⊕ or ⊗w otherwise they are adjacent to
y. All the vertices further from the root than y are
white, otherwise they are adjacent to x. So we may
replace any ⊗b -operator that is further from the root
than the operator of y by a ⊕-operator. Thus the tree
for C2 now only has ⊕- and ⊗w -operators; i.e., the
graph induced by C2 is a special threshold graph. ¤

(a) G has at most two components with at least two
vertices.

Let G1 = (V1 , E1 ) and G2 = (V2 , E2 ) be two
graphs. The union of G1 and G2 is the graph

(b) If G has two components with at least two vertices,
then one is a threshold graph and the other is a
special 2-threshold graph.

G1 + G2 = (V1 + V2 , E1 + E2 ).

4 Partitioned black-and-white threshold graphs
In this section we turn our attention to the partitioned
2-threshold graphs, that is, we assume that the coloring is a part of the input.

Proof. Assume that G has more than two components with at least two vertices. Then G has an induced 3K2 . It is easy to check that 3K2 is not a 2threshold graph.
Assume that there are two components C1 and C2
with at least two vertices. Let x and y be adjacent
vertices in C1 . First assume that x is black and y
is white. Assume that C2 has a black vertex and a
white vertex. Then it has an edge with one black
endpoint and one white endpoint. We ﬁnd a 2K2 and
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The join of G1 and G2 is the graph obtained from the
union by adding an edge between every vertex of V1
and every vertex of V2 . We denote the join by G1 ×G2 .
Lemma 3. Let G be a 2-threshold graph. The graph
induced by every nonempty neighborhood is one of the
following.
(a) a threshold graph, or
(b) the union of two threshold graphs, or
(c) the join of two threshold graphs.
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Proof. Consider a black-and-white coloring of the
vertices and a decomposition tree for G. Let x and
y be two vertices. We write x ≺ y if x is closer to the
root than y in the decomposition tree. We write o(x)
for the operator in the tree that is adjacent to x.
Let x be a vertex and assume that x is black. We
consider three cases.
Case 1: o(x) = ⊗b . In this case N(x) = T1 + T2 where
T1 and T2 are deﬁned as follows.
T1 = { y ∈ V | y ≺ x and o(y) = ⊗b }
T2 = { y ∈ V | x ≺ y and y is black }.
Notice that every vertex of T1 is adjacent to every vertex of T2 . All vertices of T2 are black thus
T2 induces a threshold graph. The black vertices
of T1 are a clique and the white vertices are an
independent set. Every white vertex is adjacent
to those black vertices that are further from the
root. This implies that T1 is a threshold graph (if
it is nonempty) (Mahadev & Peled 1995).
Case 2: o(x) = ⊕. In this case the neighbors of x are
the vertices of T1 described above.
Case 3: o(x) = ⊗w . Now N(x) = T1 + T2 where T1
and T2 are deﬁned as follows.
T1 = { y ∈ V | y ≺ x and o(y) = ⊗b }
T2 = { y ∈ V | x ≺ y and y is white }.
In this case there are no edge between vertices
of T1 and vertices of T2 . If T2 6= ∅ then the graph
induced by T2 is a threshold graph since all vertices are white. We proved above that T1 is also
a threshold graph.
A similar analysis holds when x is a white vertex. This
proves the lemma.
¤
The complement of a graph G = (V, E) is the
graph that has V as its vertices and that has those
pairs of vertices adjacent that are not adjacent in G.
We denote the complement of G by Ḡ.
Let G be a graph. A vertex of G is good if its neighborhood is empty or, a threshold graph or, the union
of two threshold graphs or the join of two threshold
graphs. The graph G is good if every vertex of G is
good. By Lemma 3 a 2-threshold graph is good. Consider a vertex x in G. A local complementation at x is
the operation which complements the graph induced
by N(x). Note that the class of good graphs is hereditary and closed under local complementations.
Theorem 4. A graph G is good if and only if G has no
induced gem or, C4 + K1 with a universal vertex or, the
local complement of this with respect to the universal
vertex or, 3K2 with a universal vertex or, an octahedron
with a universal vertex.
Proof. It is easy to check that the universal vertex of
each of the mentioned graphs is not good. We prove
the converse. Let x be a vertex with a nonempty
neighborhood. Since there is no gem the graph induced by N(x) is a cograph. Assume that this graph
is disconnected. Let C1 , . . . , Ct be the components of
the graph induced by N(x). There is no 3K2 in the
graph induced by N(x) so there are at most two components with more than one vertex. Since there is no
4-wheel with a pendant vertex attached to its center
the graph induced by each component Ci has no C4 .
Assume that Ci has an induced 2K2 . Since the graph
induced by Ci is connected and since there is no P4
in G[Ci ] this graph has a butterﬂy. Then G has an induced subgraph that is isomorphic a butterﬂy with a
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Figure 5: Forbidden induced subgraphs of partitioned
black-and-white threshold graphs
universal vertex. The butterﬂy is the complement of
C4 + K1 .
Now assume that the graph induced by N(x) is
connected. Consider the graph obtained by complementing N(x). By the argument above x is good in
this graph. This implies that x is also good in G. ¤
Theorem 5. A partitioned graph is a 2-threshold
graph if and only if it does not contain any of the graphs
of Figure 5 as an induced subgraph.
Proof. It is easy to see that none of the graphs in Figure 5 is a 2-threshold graph. We prove the converse.
Let G be a partitioned graph with none of the graphs
of Figure 5 as an induced subgraph. It can be checked
that none of the graphs in Figure 4 is an induced subgraph of the underlying unpartitioned graph.
The case where there are two components with at
least two vertices is easy to check. Assume that G is
connected. We prove that there exists a vertex x such
that N(x) or N[x] is exactly the set of all the white
vertices or all the black vertices in G. Assume that G
has a house H = [1; 2, 3, 4, 5] where [2, 3, 4, 5] is the
induced 4-cycle in H and vertex 1 is the rooftop of
H adjacent to vertices 2 and 5. Assume that vertices
1, 2, 3 and 5 are colored black and that vertex 4 is
colored white. Let S ⊆ V − H be the set of vertices
that are adjacent to 1, 2, 3 and 5, and nonadjacent
to 4. Add vertex 2 also to S. We claim that S contains
a vertex x such that N(x) or N[x] is the set of all black
vertices in G. It can be checked that every black vertex is in S or is adjacent to a vertex in S. The graph
G[S] is a threshold graph since G has no octahedron,
or gem or a K2 × 2K2 . The black vertices in S are a
clique and the white vertices are an independent set.
It is now easy to check that there exists a vertex x ∈ S
such that N(x) or N[x] is the set of black vertices in G.
The other colorings of the house can be dealt with
in a similar fashion.
Assume that G contains no house. Assume that
there is a 2K2 ; (p, q) + (r, s). Assume that p and q are
black and that r and s are white. Consider a shortest
path between {p, q} and {r, s}. Assume that this is a
P6 ;
P = [p, q, a, b, r, s].
Then a is black and b is white. Assume that q has a
white neighbor α and that r has a black neighbor β.
Then
N(α) ∩ P = {p, q, a}

and N(β) ∩ P = {b, r, s}.

Furthermore, α and β are adjacent.
{q, a, b, α, β} induces a house.

Then

127

CRPIT Volume 119 - Theory of Computing 2011

Assume that q has only black neighbors. It is easy
to check that there is a vertex x ∈ N[q] such that N(x)
or N[x] is the set of black vertices.
Other cases can be dealt with in a similar manner.
Assume that there is no house and no 2K2 . Then
G is special. It is easy to check that the claim holds
true in that case. This proves the theorem.
¤
5 The switching class of threshold graphs
If we allow a ⊗-operator, which adds a universal vertex, then we obtain a slightly bigger class of graphs.
We call these graphs extended 2-threshold graphs. It
is easy to see that if G is an extended 2-threshold
graph then so is its complement.
We obtain a class of graphs that is contained
in the 2-threshold graphs if we allow only ⊗w operators and ⊗b -operators. We call these graphs
restricted 2-threshold graphs. It is easy to see
that also the restricted 2-threshold graphs are selfcomplementary. We prove in this section that the
restricted 2-threshold graphs are exactly the graphs
that are switching equivalent to threshold graphs.
Deﬁnition 4. Let G = (V, E) be a graph and let S ⊆ V.
Switching G with respect to S is the operation that
adds all edges to G between nonadjacent pairs with one
element in S and the other not in S and that removes
all edges between pairs with one element in S and the
other not in S.
Switching is an equivalence relation on graphs.
The equivalence classes are called switching classes.
The work on switching classes was initiated by
van Lint and Seidel (van Lint & Seidel 1966, Seidel
1991).
Theorem 6. If G is in the switching class of a threshold
graph then G is a restricted 2-threshold graph.
Proof. Assume that G is obtained by switching a
threshold graph H with respect to some set S of
vertices. Consider the decomposition tree for the
threshold graph H. Color the vertices of S white and
color the other vertices black. Change the ⊗- and ⊕operators in the tree as follows.
1. If a vertex x is black and o(x) = ⊗ then change
o(x) to ⊗b .
2. If a vertex x is black and o(x) = ⊕ then change
o(x) to ⊗w .
3. If a vertex x is white and o(x) = ⊗ then change
o(x) to ⊗w .
4. If a vertex x is white and o(x) = ⊕ then change
o(x) to ⊗b .
It is easy to see by induction on the height of the decomposition tree that these operations change the decomposition tree into a decomposition tree for G. ¤
Cameron examined the switching class of
cographs (Cameron 1994). A graph is a cograph
if every induced subgraph with at least two vertices is either disconnected or its complement is
disconnected (Corneil et al. 1981). Thus the class of
cographs contains the threshold graphs. The switching class of cographs are characterized as the graphs
without induced C5 , bull, gem, or cogem (Hung &
Kloks 2010). In other words, a graph is switching
equivalent to a cograph if and only if it has no
induced subgraph that is switching equivalent to C5 .
Thus these graphs are also forbidden for the graphs
that are switching equivalent to a threshold graphs.
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Figure 6: Forbidden subgraphs of the switching class
of threshold graphs. Each of them is switching equivalent to 3K2 , C5 or C4 + 2K1 .
Theorem 7. A graph G = (V, E) is switching equivalent to a threshold graph if and only if G has no induced
subgraph which is switching equivalent to 3K2 , C5 or
C4 + 2K1 .
Proof. It is easy to check the necessity. We prove the
sufﬁciency. Since the graph has no induced subgraph
which is switching equivalent to C5 the graph G is
switching equivalent to a cograph H. If H is connected then we can switch it to a disconnected cograph by switching it with respect to one of the components of the complement. Henceforth we assume
that H is disconnected. Let C1 , C2 , . . . be the components of H. There are at most two components
with more than one vertex, otherwise the graph has
an induced 3K2 . Furthermore, there can be at most
one component which is not a threshold graph already. First assume that every component is a threshold graph. Then switch the graph with respect to a
maximal clique in one of them. It is easy to check
that this produces a threshold graph. Assume that C1
does not induce a threshold graph.
By induction we can assume that there is a subset
S of C1 such that switching H[C1 ] with respect to S
produces a threshold graph T . The threshold graph T
has a universal or isolated vertex x. We may assume
that x 6∈ S, otherwise we can switch H[C1 ] with respect to C1 − S. If x is isolated in T then S = NH (x)
and if x is universal in T then S = C1 − NH [x].
Assume that S = NH (x). If C1 = NH [x] then H[C1 ]
is a threshold graph. Assume that C1 − NH [x] 6= ∅.
Let ∆ = C1 − NH [x]. For every pair of vertices a and
b in ∆ their neighborhoods in S are ordered by inclusion, otherwise the switch produces a C4 , or P4 or
2K2 . Since H[C1 ] is connected and has no induced P4
every vertex of ∆ has a neighbor in S. Let S0 ⊆ S be
the subset of vertices in S that have a neighbor in ∆.
Then every pair with one element in S0 and one element in S − S0 is adjacent, since there is no P4 in
H[C1 ]. The switch makes every vertex of S − S0 adjacent to every vertex of ∆. Since the C4 is forbidden at
least one of S − S0 and S0 + ∆ is a clique.
Assume that there is an edge (p, q) in ∆ and assume that p has a neighbor p0 in S that is not a neighbor of q. Then [q, p, p0 , x] is a P4 in H which is forbidden. Thus all vertices of every component of ∆ have
the same neighbors in S. Call the sets of vertices of S0
that have the same neighbors in ∆ the classes of S0 .
Call the unions of those components of ∆ that have
the same neighbors in S0 the classes of ∆.
Assume that there are two classes P and Q in S0
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and assume that P is adjacent to a class P0 of ∆ which
is not adjacent to Q. Let Q be adjacent to a class Q0
of ∆. Then P is also adjacent to Q0 . Since [P0 , P, Q0 , Q]
has no induced P4 , every vertex of P is adjacent to
every vertex of Q. Furthermore, since there is no C4
in the switched graph, at least one of the classes P
and Q is a clique. Thus all of S0 except possibly one
class is a clique.
Since there is no 2K2 in the switched graph at most
one of the components of ∆ has more than one vertex. Furthermore, if there is a component with more
than one vertex then it has the least number of neighbors in S0 among all components of ∆, otherwise the
switch produces a 2K2 .
Every pair of nonadjacent classes in S0 and ∆ become adjacent in the switched graph. Thus at least
one of them is a clique. If there is a class in S0 that is
not a clique then it is adjacent to all except possibly
one class of ∆ otherwise, there is a C4 in the switched
graph. Consider a component P in ∆ that has more
than one vertex and a class Q in S0 that is not a clique.
If P and Q are not adjacent then they are adjacent in
the switched graph, thus P is a clique. If P and Q are
adjacent then Q is an independent set, otherwise the
switched graph has a 2K2 .
If S−S0 is not a clique, then S0 +∆ is a clique in the
switched graph. Thus S0 and ∆ are disjoint cliques in
H1 [C1 ]. This contradicts that C1 is a component of
H and H[C1 ] is not a threshold graph. Thus S − S0 is
empty or else it is a clique.
Assume that there is a class P in ∆ which contains
an edge. Let Q be the class in S0 that is adjacent to P.
Then Q is an independent set, otherwise there is a
2K2 in the switched graph. This class Q is adjacent
to all vertices of ∆, since P has the least neighbors in
S0 among all classes in ∆. Thus Q is an independent,
universal set of H[C1 ].
Assume that there is a component P in ∆ that
contains an edge. Let Q be the neighborhood of P
in S0 . Then S − Q = ∅ otherwise, H contains a graph
which is switching equivalent to 3K2 . Assume that
S − Q = ∅ and that Q is an independent set. If Q
contains more than one vertex then V −C1 is a clique.
Switch H with respect to
Q + (V − C1 ).
This gives a threshold graph.
Assume that ∆ is an independent set. Let Q be a
class in S0 which is not a clique. Then every vertex of
Q is adjacent to all other vertices of C1 except possibly one vertex in ∆. If there is a vertex in ∆ which is
not adjacent to Q then H contains a C4 + 2K1 which
is a contradiction. Thus Q is adjacent to all vertices
of C1 − Q.
First assume that Q is an independent set. Switch
H with respect to
Q + (V − C1 ).
The set Q becomes a set of isolated vertices. The
vertex x is adjacent to the clique S − Q. The graph
induced by ∆ + (S − Q) is a threshold graph. The set
V − C1 becomes a clique of vertices adjacent to all
vertices in C1 − Q. Thus H switches to a threshold
graph.
Assume that Q is not an independent set. Switch
H with respect to
Q + (V − C1 ).
This gives two disjoint threshold graphs Q and V −Q.
As shown at the start, we can switch the graph to a
threshold graph.
The case where S = C1 − N[x] is similar.
¤

Theorem 8. A graph is switching equivalent to a
threshold graph if and only if it is a restricted 2threshold graph.
Proof. It is easy to check that none of the forbidden
induced subgraphs of the switching class of threshold
graphs is restricted 2-threshold.
¤
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Brandstädt, A., V. B. Le, and J. P. Spinrad (1999),
Graph classes: A survey, SIAM Monographs on Discrete Mathematics and Applications, Philadelphia.
See also their database:
http://wwwteo.informatik.uni-rostock.de/isgci/index.html

Cameron, P. J. (1994), ‘Two-graphs and trees’, Discrete Mathematics 127, pp. 63–74.
Chandler, D. B., M.-S. Chang, T. Kloks, and S.-L. Peng
(2009), Probe graphs. Manuscript.
A draft of this manuscript is online available:
http://www.cs.ccu.edu.tw/˜hunglc/ProbeGraphs.pdf
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Abstract
We show two improvements on time complexities of
the all pairs shortest path (APSP) problem for directed graphs that satisfy certain properties. The
idea for speed-up is information sharing by n single
source shortest path (SSSP) problems that are solved
for APSP. We consider two parameters, in addition
to the numbers of vertices, n, and edges, m.√ First
we improve the time complexity of O(mn + n2 log c)
to O(mn + nc) for the APSP problem with the
√ integer edge costs bounded by c. When c ≤ O(n log n),
this complexity is better than the previous one. Next
we consider a nearly acyclic graph. We measure the
degree of acyclicity by the size, r, of a given set of
feedback vertices. If r is small, the given graph can
be considered to be nearly acyclic. We improve the
existing time complexity of O(mn + r3 ) for the all
pairs shortest path problem to O(mn + rn log n) by
some kind of information sharing. This complexity is
better than the previous one for all values of r under
a reasonable assumption of m ≥ n.
Keywords: All pairs shortest paths, priority queue,
sharing information, small edge costs, nearly acyclic
graph
1

Introduction

We consider the all pairs shortest path (APSP) problem for a directed graph with non-negative edge costs
under the standard computational model of additioncomparison on distances and random accessibility by
an O(log n) bit address. The complexity for this
problem under the standard computational model is
O(mn + n2 log n) with a priority queue such as a Fibonacci heap (4) or 2-3 heap (9), where delete-min is
O(log n), and decrease-key and insert are O(1). We
improve the second term of the time complexity of
the APSP problem for two special types of graphs
under this computational model. The problem is well
illustrated by the equation AP SP = n × SSSP +
information sharing.
One is a directed graph with limited edge costs.
When the costs are integers bounded by small c,
we√improve the existing time complexity of O(mn +
n2 log c) to O(mn + nc). To deal with a graph
whose edge costs are non-negative integers bounded
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 17th Computing: The Australasian Theory Symposium (CATS 2011), Perth, Australia,January 2011.
Conferences in Research and Practice in Information Technology (CRPIT), Vol. 119, Alex Potanin and Taso Viglas, Ed.
Reproduction for academic, not-for-profit purposes permitted
provided this text is included.

by c, Ahuja, Melhorn, Orlin, and Tarjan (1) invented the radix heap that supports the set of n
delete-min, √
m decrease-key and n insert operations
in O(m + n log c) time, meaning the SSSP can be
solved in the same amount of time. If we apply this
algorithm n times for
√ the APSP problem, the time
becomes O(mn + n2 log c).
For the priority queue we use a simple bucket system such that the number of buckets is c and the
number of delete-min operations is at most nc for
both SSSP and APSP problems. If edge costs are between 0 and c for SSSP, the tentative distances from
which we choose the minimum distance for a vertex to
be included into the solution set take values ranging
over a band of length c. If c is small, we can reduce
the time for delete-min by looking at the small range
of values. We observe the same idea works for the
APSP problem in a better way.
The other is a directed graph which is nearly
acyclic with general edge costs of non-negative real
numbers. There can be many definitions for nearacyclicity. Here we define it by the size r of the feedback vertex set, denoted by T . If r is small, we say
the given graph is nearly acyclic. For the priority
queue in SSSP as part of APSP, we use a Fibonacci
heap or 2-3 heap to choose minimum distance vertices one by one and modify the distances to other
candidate vertices. The size of queue is n, whereas in
the 1-dominator decomposition described below the
size can be smaller. We traverse edges forward and
backward. When we traverse backward, we can define
the single sink problem; we compute shortest paths
from all vertices to a specified vertex, called a sink.
If we solve r single sink problems for each vertex in
T as a sink, and share the result when we solve n single source problems, we can achieve O(mn + rn log n)
time for the APSP problem, which is better than the
existing complexity of O(mn + r3 ).
A special type of feedback vertices are the roots
in the 1-dominator decomposition (7), (8). The 1dominator decomposition is a collection of maximal
acyclic parts Av dominated by root vertex v. To determine shortest distances from the source to other
vertices for the SSSP problem, we can maintain only
those root vertices in a priority queue. The distance to non-root vertices can be determined with
less time complexity. Then we show the complexity
O(mn + r2 log r) for the APSP problem in (8) can be
derived as a special case of our framework. In (8), the
APSP problem was solved for the graph derived from
the set of roots.
It is still open whether the APSP problem can be
solved in O(mn) time. The best bounds for a general
directed graph are O(mn + n2 log log n) with an extended computational model by Pettie (6) and o(mn)
for an unweighted undirected graph by Chan (2). The
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rest of the paper is as follows: In Section 2, we introduce a simple data structure of the bucket system. In Section 3, we define shortest path problems;
single source and all pairs. In Section 4, we show
the bucket system works well for the APSP problem
by determining shortest distances directly on vertex
pairs. In Section 5, we define the sweeping algorithm
on an acyclic graph. In Section 6 we review the theory of 1-dominator decomposition and its application
to the APSP problem. In Section 7, we define nearly
acyclic graph with a set of size r of feedback vertices, and show the APSP problem can be solved in
O(mn + rn log n) time. Section 8 is the conclusion.
2

Simple data structure

In this section we introduce a well known data structure of priority queue for developments in subsequent
sections. The priority queue allows insert, decreasekey, and delete-min, and called the bucket system.
Specifically, a bucket system consists of an array of
pointers, which point to lists of items. Let list[i] be
the i-th list. If the key of item x is i, x appears in
list[i]. The array element, list[i], is called the i-th
bucket. If there is no such x, list[i] is nil. In the
bucket system, array positions play the role of key
values. To insert x is to append x to list[i] if the key
of x is i. To decrease the key of x, we decrease the
key value, say, from i to j, and move x from list[i] to
list[j]. To find the minimum, we scan the array from
the previous position of the minimum and find the
first non-nil list, say, list[i], then delete the first item
in list[i]. Since all key values of the items in the list
are equal, we can delete all the other items in O(1)
time each. Clearly the time for insert and decreasekey are both O(1). The time for delete-min depends
on the interval to the next non-nil list. Since we are
interested in the total time for all delete-mins, we can
say the time for all delete-mins is the time spent to
scan the array plus time spent to delete items from
the lists. If the size of array is limited to c > 0, and
n delete-min operations are done, the time is O(cn).
If the length of the range of key values at any stage
is bounded by c, and the possible key values are larger
than c, to save space, we can maintain a circular structure of size c for the array list.
3

Shortest path problems

To prepare for the later development, we describe the
single source shortest path algorithm in the following.
Let G = (V, E) be a directed graph where V is the set
of vertices and E ⊆ V ×V is the set of edges. The nonnegative cost of edge (u, v) is denoted by cost(u, v).
We assume cost(v, v) = 0 and cost(u, v) = ∞, if there
is no edge from u to v. We specify a vertex, s, as the
source. The shortest path from s to vertex v is the
path such that the sum of edge costs of the path is
minimum among all paths from s to v. The minimum
cost is also called the shortest distance. In Dijkstra’s
algorithm (3) given below, we maintain two sets of
vertices, S and F . The set S is the set of vertices to
which the shortest distances have been finalized by
the algorithm. The set F is the set of vertices which
can be reached from S by a single edge. We maintain
d[v] for vertex v in S or F . If v is in S, d[v] is the
(final) shortest distance to v. If v is in F , d[v] is the
distance of the shortest path that lies in S except for
the end point v. Let OU T (v) = {w|(v, w) ∈ E}, and
IN (v) = {u|(u, v) ∈ E}. The solution is in array d at
the end.
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Algorithm 1
1 for v ∈ V do d[v] := ∞;
2 d[s] := 0; F := {s}; // s is source
3 Organize F in a priority with d[s] as key;
4 S := ∅;
5 while S 6= V do begin
6
Find v in F with minimum key and
delete v from F ;
7
S := S ∪ {v};
8
for w ∈ OU T (v) do begin
9
if w is not in S then
10
if w is in F then
11
d[w] := min{d[w], d[v] + cost(v, w)}
12
else begin
d[w] := d[v] + cost(v, w);
F := F ∪ {w}
end
13
Reorganize F into queue with new d[w];
14 end
15 end.
Line 6 is delete-min, line 11 is decrease-key, and
line 12 is insert. In this and next section, we assume
edge costs are integers and cost(v, w) ≤ c for all v, w ∈
V for a positive integer c.
To have a small range for the key values in F , we
state and prove the following well known lemma.
Lemma 1 For any v and w in F , we have |d[v] −
d[w]| ≤ c
Proof
Take arbitrary v and w in F such that d[v] ≤ d[w].
Since w is directly connected with S, we have some u
in S such that d[w] = d[u] + cost(u, w). On the other
hand, we have d[u] ≤ d[v] from the algorithm. Thus
we have d[w] − d[v] = d[u] − d[v] + cost(u, w) ≤ c.
From this we see that the time for Algorithm 1
is O(m + cn), and space requirement is O(c + n) if
we use a circular structure for list. If we maintain c
buckets in a Fibonacci or 2-3 heap, we can show the
time is O(m + n log c).
If we use IN (v) at line 8, and cost(u, v) in lines
11 and 12, we are solving the problem in reverse order from sink s. We call this version, Algorithm 2,
the single sink (shortest path) problem, which will be
used in Section 7.
Algorithm 2
1 for v ∈ V do d[v] := ∞;
2 d[s] := 0; F := {s}; // s is the sink.
3 Organize F in a priority with d[s] as key;
4 S := ∅;
5 while S 6= V do begin
6
Find v in F with minimum key
and delete v from F ;
7
S := S ∪ {v};
8
for u ∈ IN (v) do begin
9
if u is not in S then
10
if u is in F then
11
d[u] := min{d[u], d[v] + cost(u, v)}
12
else begin d[u] := d[v] + cost(u, v);
F := F ∪ {u}
end
13
Reorganize F into queue with new d[u];
14 end
15 end.
4

All pairs shortest path problem

If we use Algorithm 1 n times to solve the all pairs
shortest path problem with the same kind of priority
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queue, the time would be O(mn + n2 c). In this section we improve this time complexity to O(mn + nc).
Precisely speaking
this complexity can be O(mn +
√
min{nc, n2 log c}), as we can switch between the
bucket system and the radix heap depending on the
value of c. We call Dijkstra’s algorithm vertex oriented, since we expand the solution set S of vertices
one by one. We modify the hidden path algorithm
(5), which we call pair-wise, since we put pairs into
the solution set one by one. Let (u, v) be the shortest edge in the graph. Then obviously cost(u, v) is
the shortest distance from u to v. The second shortest edge also gives the shortest distance between the
two end points. Suppose the second shortest is (v, w).
Then we need to compare cost(u, v) + cost(v, w) and
cost(u, w). If cost(u, v) + cost(v, w) < cost(u, w), or
(u, w) does not exist, we abbreviate the path (u, v, w)
by < u, w > and call it a pseudo edge with cost
cost(u, v) + cost(v, w). It is possible to keep track of
actual paths, but we focus on the distances of pseudo
edges. As the algorithm proceeds, we maintain many
pseudo edges with costs which are the costs of the corresponding paths. We maintain pseudo edges with the
costs defined in this way as keys in a priority queue.
The hidden path algorithm is slightly modifed in the
following. An edge e = (u, v) is optimal if cost(u, v)
is the shortest distance from u to v, that is, if edge
(u, v) is returned by the delete-min operation in the
following algorithm.
Algorithm 3
1 for (u, v) ∈ V × V do d[u, v] := ∞;
// array d is the container for the result.
2 for (u, v) ∈ E do d[u, v] := cost(u, v);
F := {< u, v > |(u, v) ∈ E};
3 Organize F in a priority queue with
d[u, v] as a key for e =< u, v >;
4 S := {(v, v)|v ∈ V };
5 while |S| < n2 do begin
6
Let e =< u, v > be the minimum
pseudo edge in F ;
7
Delete e from F ; S := S ∪ {e};
8
if < u, v > is an edge then begin
9
Mark e = (u, v) optimal;
10
for t ∈ V do update(t, u, v);
11
end;
12
for w ∈ V such that (v, w) is optimal do
update(u, v, w);
13 end;
14 procedure update(u, v, w) begin
15
if < u, w >∈
/ S then begin
16
if < u, w > is in F then
d[u, w] := min{d[u, w], d[u, v] + cost(v, w)}
17
else begin d[u, w] := d[u, v] + cost(v, w);
F := F ∪ {< u, w >} end;
18
Reorganize F into queue with the new key ;
19
end
20 end
We perform decrease-key or insert in the procedure
update, which takes O(1) time each. U pdate is to extend a pseudo edge with an optimal edge appended
at the end. Note that update at line 10 is necessary because when pseudo edge < t, u > was updated,
the edge (u, v) might not have been an optimal edge
yet. The total time taken for all updates is obviously O(m∗ n), where m∗ is the number of optimal
edges. We perform delete-min operations at lines 67. If c < n2 , several pseudo edges with the same
cost may be returned from the same bucket. In this
case, those pseudo edges are processed in batch mode

without calling the next delete-min. The correctness
is seen from the fact that if a pseudo edge is returned
at line 6, the corresponding path is an extension of
a pseudo edge in S with an extension by an optimal
edge at the end. The following lemma is similar to
Lemma 1, from which subsequent results can be derived. It guarantees the number of different key values
in the priority queue is bounded by c.
Lemma 2 For any < u, v > and < w, y > in F , we
have |d[u, v] − d[w, y]| ≤ c
Proof Let < u, v > and < w, y > in F be such that
d[u, v] ≤ d[w, y]. Let < w, y > be an extension of
some pseudo edge < w, x > in S with an optimal
edge (x, y), we have d[w, y] = d[w, x] + cost(x, y). On
the other hand, we have d[w, x] ≤ d[u, v] from the
algorithm. Thus we have d[w, y] − d[u, v] = d[w, x] −
d[u, v] + cost(x, y) ≤ c.
We have the following obvious lemma.
Lemma 3 The number of different shortest distances
for the all pairs shortest path problem for the graph
with edge cost bounded by c is at most c(n − 1).
Theorem The all pairs shortest path problem can be
solved in O(m∗ n + nc) time, where m∗ is the number
of optimal edges, satisfying m∗ ≥ n.
For small c ≤ m∗ , the time becomes O(m∗ n). If
∗
c ≤ m, since
√ m ≤ m, the time becomes O(mn). If
c > O(n log n), we can switch to the radix heap.
The complexity of deletes in line 7 is O(n2 ), which is
absorbed into O(m∗ n) if m∗ ≥ n. We can assume this
if the graph is connected when direction of edges is removed. Algorithm 3 can be regarded as simultaneous
execution of SSSP’s.
In the paper (5), pseudo edges are extended backward. We can extend pseudo edges into both directions, forward and backward. This version will reduce the number of delete-min operations, but it is
not known whether we can improve the asymptotic
complexity.
5

Acyclic graphs and sweeping algorithm

To discuss a nearly acyclic graph, we start with an
algorithm for the simpler case of an acyclic graph.
Let G = (V, E) is an acyclic graph. Edge costs are
non-negative real numbers from this point onwards.
Algorithm 4 Sweeping algorithm
1 Topologically sort V and assume
without loss of generality V = {v1 , · · · , vn }
where (vi , vj ) ∈ E ⇔ i < j;
2 d[v1 ] := 0;
//v1 is the source. This value, 0, will be modified in
//Algorithm 6
3 for i := 2 to n do d[vi ] := ∞;
4 for i := 1 to n do
5
for vj such that (vi , vj ) ∈ E do
6
d[vj ] := min{d[vj ], d[vi ] + cost(vi , vj )}.
Obviously the time for this algorithm is O(m + n).
Similarly to Algorithm 2, we can define a single sink
algorithm for an acyclic graph, which sweeps the
graph in reverse topological order.
In the next section, we try to find acyclic structures from the given graph, and apply the above algorithm to those structures.
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6

1-dominator decomposition

We review the theory of acyclic decomposition developed in (7) for use in the next section. Let G = (V, E)
be given. We say Av is an acyclic structure dominated
by v if Av − v induces an acyclic subgraph of G, every
vertex in Av is reachable from v, and every path from
outside of Av to any vertex in Av must go through v.
Av can be defined as the fixed point by the following
iterative definition.
Av ← {v};
Av ← Av ∪ {w|IN (w) ⊆ Av ∧ IN (w) 6= ∅};
The set V can be decomposed into Av1 , ..., Avr such
that they are mutually disjoint and maximal, which
is called the 1-dominator decomposition of G. Each
vi is called the root of the maximal acyclic structure
Avi . The following recursive algorithm actually computes acyclic structures Av ’s. The above definition
looks like a breadth-first approach. The following algorithm, called ”forward DFS”, computes Av ’s one
by one in the depth-first fashion. When the algorithm visits a vertex, it decreases the counter, which
is initialized to the number of incoming edges, and
backtracks. If the counter becomes 0, the algorithm
goes through the vertex, or unlocks it. We can define
backward acyclic structures and “backward DFS” by
using IN instead of OU T . By default we mean forward.
Algorithm 5 Forward-DFS
1 procedure DFS(v);
2 begin
3 for each w in OU T (v) do begin
4
if w 6= v0 then begin
5
count[w] := count[w] − 1;
6
if count[w] = 0 then begin
7
is root[w] := f alse;
8
Add w to Av0 ;
9
DF S(w);
10
end
11
end
12 end
13 end
14 begin /* main program * /
15 for each v in V do begin
16
is root[v] := true;
17
Av := {v};
18 end
19 for each v in V do begin
20
for each w in V do count[w] := |IN (w)|;
21
v0 :=v; count(v0 ):=count(v0 )+1;
//prevents re-traversal of v0
22
DF S(v);
23 end
24 end // v is a root if is root[v] = true
If w is included in the set Av0 by this algorithm, we
say w is dominated by v0 .
Lemma 4 (8) If w ∈ Av , then Aw ⊆ Av . For u 6= v,
if Au and Av are maximal, Au ∩ Av = φ.
Some Aw may be included by another Av later, in
which case is root[w] becomes false at line 7. After
computation is over, the collection of maximal Av ’s
are set-wise unique in the sense that there may be
Au = Av for some u 6= v. The time for this algorithm is O(mn). In (8), an O(m) time algorithm
for this decomposition is described. For our claim
of time complexity, this algorithm is sufficient. The
following algorithm computes the single source problem from source s with O(m + r log r) time, given the
1-dominator decomposition.
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We maintain only the roots and s in the priority
queue. A border vertex w in Av is one whose outgoing edges, if any, go to the roots w of other maximal
Aw . The set EOU T (v) (E for extended) is the set of
roots to which there are edges from border vertices of
Av . In the sweeping algorithm for Av in Algorithm 6,
all out-going edges are processed in topological order
of Av , including those going from border vertices to
the roots of other maximal acyclic sturctures.
This algorithm takes O(m+r log r) time since each
edge is processed in line 8, the total size of EOU T ’s
is O(m) and only at most r vertices are maintained
in the queue. If we use this algorithm for n sources,
the APSP problem can be solved in O(mn + nr log r)
time, which will be improved in the next section. We
can also define a single sink version of this algorithm
with backward acyclic structures, which will be used
in the next section.
Algorithm 6
1 d[s] := 0;
2 F := {s}; // A Fibonacci or 2-3 heap is used
for the priority queue.
3 Organize F in a priority queue with d[s] as key;
4 S := ∅;
5 while S 6= V do begin
6
Find v in F with minimum key and
delete v from F ;
7
S := S ∪ Av ; // In the next, d[v] is used
for the initial distance from v.
8
Perform Sweeping Algorithm on Av from v
as source;
9
for w ∈ EOU T (v) do begin
10
if w ∈
/ S then //w is the root of another Aw .
11
if w ∈
/ F then F := F ∪ {w};
12
Reorganize F into queue with new d[w];
13 end
14 end.
7

Near acyclicity by feedback vertices

A more general definition of a nearly acyclic graph
is by the set of feedback vertices, T . Let r = |T |.
By definition, the induced graph, G′ , from the complement T ′ = V − T becomes an acyclic graph. If
r is small, the given graph is nearly acyclic. Note
that the set of the roots obtained in the 1-dominator
decomposition is a set of feedback vertices.
Next we define the reduced graph GT = (T, ET ),
where T is the set of feedback vertices, and ET is the
set of edges defined as follows: an edge (vi , vj ) for
vi , vj ∈ T exists if there is a path from vi to vj and
its cost is that of the shortest path from vi to vj that
goes only through the acyclic part T ′ except for end
points vi and vj . If there is no path this cost can be
defined as infinity.
The costs of (vi , vj ) ∈ ET from each vi to all other
vj are computed by applying the sweeping algorithm
with the source vi on the original graph that is modified in such a way that the edges from v ∈ T other
than from vi are cut off. In (8), the APSP problem for GT is solved, and the solution is shared by n
single source problems. If a standard cubic time algorithm is used for APSP, this causes the complexity
of O(mn + r3 ) since the number of edges |ET | can be
O(r2 ). In case that T is the set of roots from the 1dominator decomposition, |ET | can be bounded by m,
resulting in the total complexity of O(mn + r2 log r).
Now the new APSP algorithm is described. We
solve single sink problems for all vertices in T , and
the result is shared by n single source problems. In
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other words, we do not use the graph GT . We define a generalized single source (GSS) problem (10)
by changing the initialization in the SSSP algorithm.
Instead of setting d[s] = 0 and d[v] = ∞ for all other
v, we set all d[v] to arbitrary values, say xv and start
the main iteration. This is equivalent to assume a hypothetical source v0 and set the edge cost of (v0 , v) to
xv . We can generalize other algorithms, single sink,
forward and backward sweeping algorithms into the
GSS versions. Let graph GA be the graph obtained
from G by removing all incoming edges to vertices in
T . From the definition of T , GA is an acyclic graph.
The APSP algorithm follows. We call the algorithm the 1-dominator version if the roots of the 1dominator decomposition is used for T , and the feedback vertex version when a set of feedback vertices is
used for T . Let D[u, v] be the shortest distance from
u ∈ V to v ∈ T after the single sink problems are
solved in line 1. Array D also serves as the container
for the final result.

Added in revision. We came to know the fastest
bucket system for delete-min, decrease-key and insert
with small integers for SSSP is by Thorup (11). The
time is O(m + n log log c). Regarding the comment
after Lemma 3, we can switch to Thorup’s bucket
system, when c > O(n log log n).

Algorithm 7 All pairs shortest paths
1 for each v in T solve the single sink problem for
sink v;
2 for each u in V begin
3
Compute shortest distances from u to all v ∈ T ′
by performing the forward sweeping
algorithm on T ′ ;
4
for each v in T do d[v] := D[u, v];
5
Compute shortest distances to all v ∈ T ′
by performing the GSS forward sweeping
algorithm on GA with the current d;
6
for each v in T ′ do D[u, v] := d[v];
7 end

[3] Dijkstra, E.W., A note on two problems in connexion with graphs, Numer. Math. 1 (1959) 269271. 1343-1345.

Line 1 takes O(mr + rn log n) time for general T ,
and O(mr + r2 log r) time for T from the 1-dominator
decomposition. In those two cases, Algorithm 2 and
the single sink version of Algorithm 6 are used respectively. This effort is shared by the following single
source problems. Line 3 takes O(mn) time in total. Line 4 takes O(rn) time in total. Lines 5 and
6 take O(mn) time in total. Thus the total time is
O(mn + rn log n) for the general feedback vertex version and O(mn+r2 log r) for the 1-dominator version.
Other times, such as those for 1-dominator decomposition, topological ordering of T ′ , are absorbed in
these complexities. It is possible to change directions
of edges all through the algorithm. The definition of
r must be modified accordingly.
8

Concluding remarks

We improved the time bounds for the all pairs shortest path problem for special types of graphs by sharing some information among single source problems.
In one type, the edge costs are bounded by a small integer c. In this case, a simple bucket system is shared.
We assumed the distance values continuously occupy
the band of length c. If the values are sparse, there is
a room for further speed-up.
The other type is a nearly acyclic graph where we
have a small size r of the set of feedback vertices. In
this case the result of r single sink problems is shared
by n single source problems in a restricted form.
One such set of feedback vertices is the set of root
vertices in the 1-dominator decomposition, which is
treated as a special case of general feedback vertices.
It remains to be seen how much we can extend
the concept of nearly acyclic graph by identifying
an appropriate feedback vertex set. Note that the
minimum feedback vertex set is NP-complete.
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Abstract
In this paper, we discuss a data association problem arising from multitarget tracking. We formulate
the problem as a multi-dimensional assignment problem and propose a polynomial time 1.8-approximation
algorithm for simple case. We also propose a 3.7approximation algorithm for general cases.
Keywords: multitarget tracking, data association
problem, multi-dimensional assignment problem, approximation algorithm
1

Introduction

Multiple target tracking is a subject devoted to the estimation of the trajectory of targets. The main problem in multiple target tracking is a data association
problem of determining which sensor measurements
emanate from which target. In this paper, we discuss a data association problem arising from multiple
target tracking.
At time t = 1 a sensor is turned on to observe
the region. At each time instance t ∈ {1, 2, . . . , k},
the sensor produces a report denoted by Vt . We assume that each report consists of measurements of n
targets. The actual type of measurement varies with
the sensor. For example, a 2-dimensional radar measures range and azimuth of each potential target, a
3-dimensional radar that measures range, azimuth,
and elevation, a 3-dimensional radar with Doppler
measures these and the time derivative of range. We
have a set of reports {V1 , V2 , . . . , Vk } such that each
report consists of n measurements of targets without
a knowledge that which measurement emanates from
which target. The problem then is to determine which
measurements go with which targets.
The formulation of a data association problem requires the speciﬁcation of edges {i, j} deﬁned by a
pair of measurements i and j. An edge {i, j} represents an assignment between measurement i from
report Vt and measurement j from report Vt′ where
t ̸= t′ . Each edge e = {i, j} has a weight we which
is computed based on the dynamics of targets modeled from physical laws of motion. In this paper, we
assume that edge weights satisfy triangle inequalities.
For each target, a subset of measurements emanating
from the target consists of k measurements and meets
every report Vt (t ∈ {1, 2, . . . , k}) in exactly one measurement. The data association problem is to ﬁnd a

partition of all the measurements such that each subset in the partition meets every report in exactly one
measurement and which minimizes the sum of weights
of edges connecting pairs of measurements in a mutual subset. The data association problem arising
from target tracking appears in some papers (Poore
1994, Poore & Rijavec 1994, Poore & Gadaleta 1996,
Storms & Spieksma 2003, Kuroki & Matsui 2009).
In the next section, we give a mathematical formulation of our problem as a multi-dimensional assignment problem.
2

Multi-dimensional Assignment Problem

Let F = {V1 , V2 , . . . , Vk } be a given set of reports.
Given a positive integer d, we introduce a relation
e d with a set of k vertices F = {V1 , V2 , . . . , Vk }
graph G
ed deﬁned by
and an edge set E
ed = {{Vi , Vj } | 1 ≤ i < j ≤ n, j − i ≤ d}.
E
e 2 with k = 12 verFigure 1 shows relation graph G
tices.
V1

V3

V2

V5

V4

V7

V6

V9

V8

V11

V10

V12

e 2 (k = 12).
Figure 1: Relation graph G
We assume that each report Vi ∈ F consists of
n vertices (measurements), i.e., |V1 | = |V2 | = · · · =
|Vk | = n. Now we introduce a graph for representing the set of measurements. A k-partite graph
Gd (V1 , V2 , . . . , Vk ; E) is obtained from relation graph
e d by replacing
G
(1) each vertex Vt with a set of n vertices, and
(2) each edge with a complete bipartite graph Kn,n .
Figure 2 gives an example of k-partite graph where
d = 2, k = 12 and n = 3.
More precisely, Gd (V1 , V2 , . . . , Vk ; E) is deﬁned by
vertex sets V1 , V2 , . . . , Vk , and an edge set
∪
{{u, v} | u ∈ Vi , v ∈ Vj }.
Ed =
ed
{Vi ,Vj }∈E

c
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We introduce non-negative edge weights w : Ed → Z+
satisfying triangle inequalities.
We denote the vertex set V1 ∪ V2 ∪ · · · ∪ Vk of
Gd (V1 , V2 , . . . , Vk ; E) by Vb . For any vertex subset
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Step 3: Output a feasible partition {Q1 , . . . , Qn },

Figure 2: k-partite graph G2 (k = 12, n = 3).
Q ⊆ Vb , Gd [Q] denotes a subgraph of Gd induced by
Q and w[Q] denotes the sum total of weights of edges
in Gd [Q]. A vertex subset Q ⊆ Vb is called feasible
if and only if Q meets every Vi ∈ F in exactly one
vertex (i.e., |Q ∩ Vi | = 1 for each Vi ∈ F). When a
family of feasible subsets Q = {Q1 , Q2 , . . . , Qn } is a
partition of Vb (more precisely, Q1 ∪ · · · ∪ Qn = Vb and
Qi ∩ Qj = ∅ if i ̸= j), we say that Q is a feasible partition. In this paper, we discuss a multi-dimensional
assignment (MDA) problem of ﬁnding a feasible partition Q = {Q1 , Q2 , . . . , Qn } which minimizes the sum
of weights w[Q1 ] + · · · + w[Qn ].
We propose approximation algorithms for MDA
problem. Section 4 proposes a 1.8-approximation algorithm when d = 2. We also discuss a theoretical advantage of our algorithm in Section 5. Section 6 deals
with general case that d ≥ 3 and proposes 3.69486approximation algorithm.
The MDA problem has been actively investigated. If k = 2 or d = 1, we have an ordinary
(2-dimensional) assignment problem, which is eﬃciently solvable using the Hungarian method. When
k = 3 and d = 2, Crama and Spieksma showed
that the problem becomes NP-hard and proposed
a simple (4/3)-approximation algorithm (Crama &
Spieksma 1992). When k − 1 ≤ d, the relation
graph becomes complete. In case that the relation
graph is complete, Bandelt, Crama and Spieksma
proposed a (2 − 2/k)-approximation algorithm (Bandelt, Crama, & Spieksma 1994). For the remained
cases, no approximation algorithm is known to our
knowledge. When a set of vertices are embedded in
a Euclidean space and the weight of an edge is the
square of Euclidean distance between end vertices,
Kuroki and Matsui proposed an approximation algorithm based on a second-order cone programming
relaxation (Kuroki & Matsui 2009). For more detailed references of the MDA problem, see survey papers (Burkard & Çela 1999, Spieksma 2000).
3

Simple Heuristic Algorithm

In this section, we propose a simple heuristic algorithm, which becomes a basic subprocedure in our
approximation algorithms. Given a spanning tree T
e d , we deﬁne a heuristic algoof the relation graph G
rithm HT(T ) as follows.
Algorithm HA(T ):
Step 1: For each edge e = {Vi , Vj } in T , we ﬁnd a
minimum weight perfect matching M (e) in the
induced bipartite subgraph Gd [Vi ∪ Vj ] of Gd .
Step 2: We construct a graph (Vb , ∪e∈T M (e)) and
decompose the vertex set Vb into a family of connected components {Q1 , Q2 , . . . , Qn }.
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In the rest of this paper, Q(T ) denotes a feasible
partition obtained by executing HA(T ). The sum of
weights w(Q1 ) + · · · + w(Qn ) is denoted by w(Q(T )).
We discuss the approximation ratio of HA(T ).
First, we introduce an upper bound of w(Q(T )).
We construct a graph (with parallel edges) from the
e d by replacing each non-tree edge
relation graph G
e
e ∈ Ed \ T with a unique path in T connecting end
points of e. Denote the multiplicity of an edge e in the
graph by aT (e). For any edge e ∈ T , a graph induced
by T \ {e} has two connected components and a set
ed connecting them forms a cutset of G
ed ,
of edges in E
e
which is denoted by c(T, e) ⊆ Ed . It is well-known
ed → Z+ satisﬁes
that the multiplicity aT : E
{
ed \ T,
if e ∈ E
aT (e) = 0,
(1)
|c(T, e)|, if e ∈ T.
Then, we have the following theorem.
Lemma 3.1 An approximation ratio of Algorithm
HA(T ) is less than or equal to maxe∈Eed aT (e).
Proof: For each edge e = {Vi , Vj } in T , M (e) denotes
a minimum weight perfect matching in the bipartite
induced subgraph Gd [Vi ∪ Vj ] of Gd . We denote the
sum of weights of
∑ edges in M (e) by w(M (e)). It is
easy to see that e∈Eed w(M (e)) gives a lower bound
of the optimal value z ∗ of a given MDA problem.
Since the edge weights of Gd satisfy triangle
inequalities,
it is easy to show that w(Q(T )) ≤
∑
w(M
(e))a
T (e), and thus we have that:
e
e∈Ed
w(Q(T ))

≤

∑

w(M (e))aT (e)

ed
e∈E


≤



∑



(
)
w(M (e)) max aT (e)

ed
e∈E

ed
e∈E

≤ z ∗ max aT (e).
ed
e∈E

From the above, the approximation ratio of HA(T ) is
bounded by maxe∈Eed aT (e).
¤

4

e2
Approximation Algorithm for G

In this section, we discuss a case that d = 2.
First, we give a spanning tree such that the heuristic algorithm described in the previous section becomes a 3-approximation algorithm. Let
e I = {{V1 , V2 }, {V2 , V3 }, . . . , {Vk−1 , Vk }}
E
and

eO = E
e2 \ E
eI .
E

Spanning tree T∗ : Let T∗ be a spanning tree (Hamile 2 induced by E
eI .
ton path) on G
Figure 3 shows an example of T∗ and a graph with
parallel edges whose multiplicities are deﬁned by (1).
Then we have the following.
Corollary 4.1 An approximation ratio of Algorithm
HA(T∗ ) is less than or equal to 3.
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V10
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V8

V4

V10

V3

Figure 3: Spanning tree T∗ and corresponding graph
with parallel edges.
Proof: It is easy to see that
{
eI ,
3, if e ∈ T∗ = E
aT∗ (e) ≤
e
eO .
0, if e ∈ Ed \ T∗ = E

Figure 4 shows examples of three spanning trees and
graphs with parallel edges whose multiplicities are deﬁned by (1).
It is easy to see that













V1

¤

which forms a path in a graph with an inﬁnite vertex
e2 . We deﬁne a
set {Vi | i ∈ Z}. We set Pbi = Pi ∩ E
spanning tree Ti (i = 0, 1, 2) by
{
Pbi ,
if i = 0, 1
Ti =
Pbi ∪ {{V1 , V2 }, {Vk−1 , Vk }}, if i = 2.

aTi (e) ≤

V10

V8

V12

V5

V7

V9

V11

e2 \ Ti ,
e∈E
eO ,
e ∈ Ti ∩ E
e I ) \ {{V1 , V2 }, {Vk−1 , Vk }},
e ∈ (Ti ∩ E
(e, i) = ({V1 , V2 }, 0)
or (e, i) = ({Vk−1 , Vk }, 1),
0, if (e, i) = ({V1 , V2 }, 1)
or ({Vk−1 , Vk }, 0),
2, if e ∈ {{V1 , V2 }, {Vk−1 , Vk }}
and i = 2.
if
if
if
if

Now, we describe our algorithm.
Algorithm A1:
Step 1: For each spanning tree T ∈ {T∗ , T0 , T1 , T2 },
we execute heuristic algorithm HA(T ) and obtain
four feasible partitions Q(T∗ ), Q(T0 ), Q(T1 ) and
Q(T2 ).

V6

V10

V8

V12

T1
V3

V1

Spanning tree Ti (i = 0, 1, 2): First, we introduce an
inﬁnite set
}
{
{V2+6j+i , V1+6j+i }, {V1+6j+i , V3+6j+i },
∪
{V3+6j+i , V5+6j+i }, {V5+6j+i , V4+6j+i },
Pi =
{V4+6j+i , V6+6j+i }, {V6+6j+i , V8+6j+i }
j∈Z

0,
3,
5,
3,

V6

V4

V2

Next, we introduce three additional spanning trees
e 2 appearing in Figure 4. In the rest of this secon G
tion, we assume that k is a multiple of 6. We can
drop this assumption easily.














V11

V12

V2

and so maxe∈Eed aT∗ (e) ≤ 3.

V9
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V1
V2
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V4
V3

V2

V7

V6
V5

V4

V9

V10

V8
V7

V6

V11

V9

V12
V11

V10

V8

V12
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V1

V3

V2

V1

V5

V4

V3

V2

V7

V6

V5

V4

V9

V6

V10

V8

V7

V11

V9

V8

V12

V11

V10

V12

Figure 4: Spanning trees Ti (i = 0, 1, 2) and graphs
with parallel edges.
It is easy to see that the computational eﬀort of our
algorithm is bounded by a polynomial of the problem
input size.
In the rest of this section, we estimate the approximation ratio of Algorithm A1. Recall that for each
e2 , w(M (e)) denotes the optimal
edge e = {Vi , Vj } ∈ E
value of minimum weight perfect matching problem
deﬁned on the bipartite ∑
induced subgraph G[Vi ∪ Vj ].
Thus, it is obvious that e∈Ee2 w(M (e)) gives a lower
bound of the optimal value of a given MDA problem.
The feasible partition Q∗ obtained by Algorithm A1
satisﬁes that
w(Q∗ )
= min{w(Q(T∗ )), w(Q(T0 )), w(Q(T1 )), w(Q(T2 ))}
( )
( )
1
3
≤
w(Q(T∗ )) +
w(Q(T0 ))
10
10
( )
( )
3
3
w(Q(T1 )) +
w(Q(T2 ))
+
10
10
( 1
)
3
∑
( 10 )aT∗ (e) + ( 10
)aT0 (e)
≤
w(M (e))
.
3
3
+( 10
)aT1 (e) + ( 10
)aT2 (e)
ed
e∈E

Step 2: We output a feasible partition, denoted by
Q∗ , in {Q(T∗ ), Q(T0 ), Q(T1 ), Q(T2 )} which attains the value
min{w(Q(T∗ )), w(Q(T0 )), w(Q(T1 )), w(Q(T2 ))}.
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eO ,
It is obvious that for each edge e ∈ E
(

1
10

)

(

)
3
aT∗ (e) +
(aT0 (e) + aT1 (e) + aT2 (e))
10
3(3 + 3 + 0)
0
+
= 18/10.
≤
10
10

Then a solution obtained by Algorithm(T ) satisﬁes
that
∑
min w(Q(T )) ≤
xT w(Q(T ))
T ∈T

≤

∑

 xT

T ∈T

e I \ {{V1 , V2 }, {Vk−1 , Vk }}, we
When e is an edge in E
can show that
( )
( )
1
3
aT∗ (e) +
(aT0 (e) + aT1 (e) + aT2 (e))
10
10
3
3(5 + 0 + 0)
≤
+
= 18/10.
10
10
If e is either {V1 , V2 } or {Vk−1 , Vk }, we have that
( )
( )
3
1
aT∗ (e) +
(aT0 (e) + aT1 (e) + aT2 (e))
10
10
3
3(2 + 3 + 0)
≤
+
= 18/10.
10
10

=

∑


w(M (e))aT (e)

ed
e∈E

(

∑

= 

w(M (e))

(

max

ed
e ′ ∈E

(

∑

T ∈T

∑

max

ed
e ′ ∈E

w(M (e))

(

≤ z

xT aT (e)
)))
′

xT aT (e )

T ∈T

(

ed
e∈E
∗

))

(

ed
e∈E

∑

∑

T ∈T

(

∑


(

w(M (e))

ed
e∈E

≤

T ∈T



(

max

ed
e ′ ∈E

∑

))
′

xT aT (e )

T ∈T

))
′

xT aT (e )

= z ∗ max (Ax|e ),
ed
e∈E

where z ∗ denotes the optimal value and (Ax|e ) deed .
notes an element of vector Ax indexed by e ∈ E
The above inequalities imply that
Thus, the approximation ratio of A(T ) is bounded
( 1
) by the maximum of elements in the vector Ax. Con3
∑
( 10 )aT∗ (e) + ( 10
)aT0 (e)
∗
versely, if we have a non-negative vector x′ ∈ RT satw(Q ) ≤
w(M (e))
3
3
)aT1 (e) + ( 10
)aT2 (e) isfying 1⊤ x′ = 1, we can construct Algorithm A(T ′ )
+( 10
e2
e∈E
( )∑
by setting T ′ = {T ′ ∈ T | x′ (T ′ ) > 0} whose ap18
∗
proximation
ratio is bounded by the maximum of ele≤
w(M (e)) ≤ 1.8z ,
ments in Ax′ . For example, when d = 2, Theorem 4.2
10
e2
e∈E
showed that a weight vector deﬁned by
{
where z ∗ denotes the optimal value of a given MDA
1/10, if T ′ = T∗ ,
′
′
problem. Thus, we have shown the following.
x (T ) =
3/10, if T ′ ∈ {T0 , T1 , T2 },
0,
otherwise,
Theorem 4.2 Algorithm A1 is a polynomial time
1.8-approximation algorithm.
satisﬁes that the maximum of elements in
Ax′ is bounded by 1.8 and thus Algorithm
5 Lower Bound of Approximation Ratio
A({T∗ , T0 , T1 , T2 }) becomes a 1.8-approximation
algorithm.
In this section, we discuss a theoretical advantage of
We can ﬁnd a best weight vector x for estimating
Algorithm A1.
the approximation ratio of Algorithm A(T ) by solving
Algorithm A1 is a 1.8-approximation algorithm
the following linear programming problem
which uses four spanning trees. It is natural to ask an
existence of a set of spanning trees which gives a simP(k): minimize
η
ilar approximation algorithm with a better approxsubject to
Ax − 1η ≤ 0,
imation ratio. We introduce an artiﬁcial algorithm
1⊤ x = 1,
ed .
with a given set of spanning trees T ′ on G
x ≥ 0,
Algorithm A(T ′ ):
For each spanning tree T ∈ T ′ , we execute heuristic algorithm HA(T ) and obtain a feasible partition
Q(T ). We output a feasible partition which attains
the value minT ∈T ′ w(Q(T )).
Clearly, if we use the set of all the spanning trees,
e d , the best posdenoted by T , in the relation graph G
sible approximation ratio is obtained. Unfortunately,
the number of spanning trees in T grows exponentially with respect to k, and thus Algorithm A(T ) is
an exponential time algorithm. In the following, we
estimate an approximation ratio of Algorithm A(T )
in a similar way with the proof of Theorem 4.2.
ed ,
Let A be a matrix whose rows are index by E
columns are indexed by T , and satisﬁes that a column vector indexed by T ∈ T is aT , which denotes
the edge-multiplicities deﬁned by (1). We introduce
a non-negative weight vector x ∈ RT satisfying that
the sum total is equal to 1 (i.e., x ≥ 0 and 1⊤ x = 1).
140

where k is the number of vertices in the relation graph
e d . If we denote the optimal value of Problem P(k)
G
by η ∗ (k), the approximation ratio of Algorithm A(T )
is less than or equal to η ∗ (k). Here we note that
Problem P(k) is equivalent to a standard formulation
of a problem to ﬁnd a Nash equilibrium of 2 persons
zero sum game.
In the rest of this section, we assume that d = 2
and show the following theorem.
Theorem 5.1 When d = 2, the optimal value η ∗ (k)
of Problem P(k) satisﬁes that
(1.8)

k−3
≤ η ∗ (k) ≤ 1.8 and lim η ∗ (k) = 1.8.
k→∞
k−1

The above theorem implies that Algorithm A1 attains
the best possible approximation ratio asymptotically
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and so the set of four spanning trees employed in Algorithm A1 is asymptotically best.
A dual problem of P(k) is deﬁned by
D(k): maximize

From the above, we have that
∑
∑
y ′⊤ aT =
y ′ (e)aT (e) +
y ′ (e)aT (e)
eO
e∈E

ξ
y A − 1ξ ≥ 0,
y ⊤ 1 = 1,
y ≥ 0.

subject to

The weak duality theorem says that any dual feasible
solution (y, ξ) of D(k) satisﬁes ξ ≤ η ∗ (k). We introduce a dual feasible solution which gives an asymptotically tight lower bound of η ∗ (k).
′

Thus, the solution (y ′ , ξ ′ ) is dual feasible.

is feasible to Problem D(k).
Proof: Clearly, y ′ is non-negative and sum total is
equal to 1. Thus, we only need to show that

Now we show Theorem 5.1
Proof of Theorem 5.1: Theorem 4.2 shows that a vector (x′ , η ′ ) deﬁned by
{
1/10, if T ′ = T∗ ,
′
′
x (T ) =
3/10, if T ′ ∈ {T0 , T1 , T2 }, and η ′ = 1.8
0,
otherwise,
is feasible to P(k) and so η ∗ (k) ≤ 1.8.
Lemma 5.2 and the weak duality theorem imply
that η ∗ (k) ≥ ξ ′ = (1.8) k−3
k−1 and thus

∀T ∈ T , y ′⊤ aT ≥ ξ ′ .
We denote the number of edges in T ∩ E
is obvious that

Thus, we have

eO
e∈E

≥

0.4
y (e)aT (e) =
k−2

|c(T, e)|

e O ∩T
e∈E

0.4
ζT − 2
(ζT − 2)3 = (1.2)
.
k−2
k−2

e 2 includes exactly
Since every elementary cycle in G
I
e , it is easy to show that
two edges in E
e I \ T, ∃f ∈ E
e I ∩ T, e1 ∈ c(T, f ).
C1: ∀e1 ∈ E
e O \ T, ∃f ′ , ∃f ′′ ∈ E
e I ∩ T,
C2: ∀e2 ∈ E
e2 ∈ c(T, f ′ ), e2 ∈ c(T, f ′′ ) and f ′ ̸= f ′′ ,
Figure 5 shows examples of above properties.
V1

V3

V2

V5

e1 f

f’

V4

V6

e2 V

V7

9

f”

V11

V10

V8

k→∞

V12

Figure 5: Examples of Properties C1 and C2.

k→∞

k−3
= 1.8.
k−1

From the above, we have a desired result.

6

∑

′

1.8 ≥ lim η ∗ (k) ≥ lim (1.8)

by ζT . It

e O \{{V1 , V3 }, {Vk−2 , Vk }}, e ∈ T → |c(T, e)| ≥ 3.
∀e ∈ E
∑

¤

′

Lemma 5.2 When d = 2, a dual solution (y , ξ ) deﬁned by
 0.6
eI ,

, if e ∈ E

k−3
k−1
′
and ξ ′ = (1.8)
y (e) =
0.4

k−1

eO ,
, if e ∈ E
k−2

eO

eI
e∈E

ζT − 2
3k − 2ζT − 5
≥ (1.2)
+ (0.6)
k−2
k−1
(1.2)(ζT − 2) + (0.6)(3k − 2ζT − 5)
≥
k−1
k−3
= ξ′
= (1.8)
k−1

⊤

¤

Algorithm for General Case

In this section, we propose an approximation algorithm for general case that d ≥ 3. In the rest of this
paper, we assume that k ≥ 2d + 1. We introduce a
set of pairs of integers
D = {1, 2, . . . , d + 1} × {1, 2, . . . , d},
In our algorithm, we generate (d + 1)d spanning trees
e d and execute the heuristic
{T (r, s) | (r, s) ∈ D} of G
algorithm proposed in Section 3. Figure 6 shows 12
e d has
spanning trees to be generated when d = 3 and G
10 vertices. A precise deﬁnition of required spanning
trees appears in the following algorithm.
T(1,1)

T(3,1)

T(2,1)

T(4,1)

T(1,2)

T(3,2)

T(2,2)

T(4,2)

T(1,3)

T(3,3)

T(2,3)

T(4,3)

The pair of properties implies that
∑
eI
e∈E

y ′ (e)aT (e) =

0.6
k−1

∑

|c(T, e)|

Figure 6: Required spanning trees when d = 3.
(Black vertices denote anchor vertices.)

e I ∩T
e∈E

)
0.6 ( e I
eO \ T |
|E | + 2|E
≥
k−1
0.6
=
(k − 1 + 2(k − 2 − ζT ))
k−1
3k − 2ζT − 5
= (0.6)
k−1

Algorithm B:
Step 1: For each pair (r, s) ∈ D, we execute the following. We deﬁne a set of vertices
Fr = {Vi ∈ F | i = r

mod (d + 1)},
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called anchor vertices, and set of edges
e ′ (r, s) ={{Vi , Vj } ∈ E
ed | Vi ∈ Fr and i < j}
E
∪{{Vj , Vr } | j < r}
ed | Vi ∈ Fr }.
∪{{Vi−s , Vi } ∈ E
Construct a spanning tree T (r, s) with vertex
e ′ (r, s). Execute Algoset F and edge set E
rithm HA(T (r, s)) and obtained a feasible partition Q(r, s).
Step 2: Let (r∗ , s∗ ) ∈ D be a pair satisfying
w(Q(r∗ , s∗ )) = min w(Q(r, s)). We denote
Q(r∗ , s∗ ) by Q1 .

(r,s)∈D

Step 3: We reverse the order of indices of vertices in
F, i.e., put Vi to Vk+1−i for each i ∈ {1, 2, . . . , k}.
Execute Steps 1, 2 and denote an obtained feasible partition (of original graph) by Q2 .
Step 4: Output a feasible partition Q ∈ {Q1 , Q2 },
satisfying w(Q) = min{w(Q1 ), w(Q2 )}.
Now we discuss an approximation ratio of the
above algorithm. We introduce a non-negative vector x = (x1 , x2 , . . . , xd+1 ) deﬁned by
(
)( )
1
1
xr =
(7/2)d − (5/2) + r
θ
where θ is a normalizing constant deﬁned by
θ=

d+1
∑
r=1

1
.
(7/2)d − (5/2) + r

It is obvious that the vector x satisﬁes that the sum
total is equal to 1 and x1 > x2 > · · · > xd+1 . By
using this weight vector, we have that
∑ xr
w(Q1 ) = min w(Q(r, s)) ≤
w(Q(r, s))
d
(r,s)∈D
(r,s)∈D


∑
∑
x
 r
≤
w(M (e))aT (r,s) (e)
d
e
(r,s)∈D
e∈Ed


∑
∑ xr
w(M (e))
=
aT (r,s) (e) .
d
ed
e∈E

(r,s)∈D

ed
Case 1: Consider the case that e = {Vi , Vj } ∈ E
satisﬁes i < j ≤ d + 1. The edge {Vi , Vj } is contained
in a tree T (r, s) if and only if r ∈ {i, j}. We can show
that

d − 1 + i,
if r = j,



d(d
+
1)/2,
if r = i


and i + d + 1 − s = j,
aT (r,s) (e) ≤
2d,
if r = i



and i + d + 1 − s ̸= j,


0,
otherwise.
It implies that
∑ xr
aT (r,s) (e)
d
(r,s)∈D

xj
xi d(d + 1) xi
d(d − 1 + i) +
+ (d − 1)2d
d(
d
2
)d
d+1
≤ xi d − 1 + i +
+ 2d − 2
2
1
= xi ((7/2)d − (5/2) + i) = .
θ
≤

142

ed
Case 2: Consider the case that e = {Vi , Vj } ∈ E
satisﬁes i < j and d + 1 < j. A tree T (r, s) includes
e = {Vi , Vj } if and only if either Vi or Vj is an anchor
vertex (a vertex contained in the set Fr ). We can
show that
 d(d + 1)/2, if V ∈ F
j
r



and i = j − s,


 d(d + 1)/2, if Vi ∈ Fr
aT (r,s) (e) ≤
and i + d + 1 − s = j,


2d,
if Vi ∈ Fr



and i + d + 1 − s ̸= j,

0,
otherwise.
From the above, we have that
∑ xr
aT (r,s) (e)
d
(r,s)∈D

x1 d(d + 1) x1 d(d + 1) x1
+
+ (d − 1)2d
d( 2
d
2
)d
d+1 d+1
≤ x1
+
+ 2d − 2
2
2
1
1
= x1 (3d − 1) =
(3d − 1)
(7/2)d − (3/2) θ
(
)
6d − 2
1
=
/θ ≤ .
7d − 3
θ
≤

Consequently, feasible partition Q1 satisﬁes
( )
∑
1
1
w(Q1 ) ≤
w(M (e))
≤ z∗ .
θ
θ
ed
e∈E

Since k ≥ 2d + 1, feasible partition Q obtained by
Algorithm B satisﬁes that
1
w(Q) = min{w(Q1 ), w(Q2 )} ≤ (w(Q1 ) + w(Q2 ))
2
(
)
∑
1 1 6d − 2 1
≤
w(M (e))
+
2 θ 7d − 3 θ
ed
e∈E
(
)
13d − 5
≤ z∗
/θ.
14d − 6
Thus, an approximation
ratio of Algorithm B is
(
)
bounded by 13d−5
/θ.
Table
1 shows our upper
14d−6
bound of approximation ratio when d ∈ {3, 4, 5}.
Table 1: Approximation ratio of Algorithm B.
d
3
4
5
..
.
∞

1/θ
2.59502
2.87223
3.05690
..
.
< 3.97908

upper bound of ratio
2.45086
2.69990
2.86584
..
.
< 3.69486

Lastly, we discuss general case that d ≥ 3. The
upper bound of an approximation ratio satisﬁes that
(
)
(
) ∑
d+1
13d − 5
1
13d − 5
/θ =
/
14d − 6
14d − 6
(7/2)d − (5/2) + r
r=1
)
) (∫ (9/2)d−(3/2)
(
13d − 5
dz
≤
/
14d − 6
z
(7/2)d−(3/2)
(
) (
)
13d − 5
9d − 3
=
/ ln
.
14d − 6
7d − 3
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) (
)
/ ln 9d−3
by h(d). It is easy to
Denote
7d−3
show that h(d) is a non-decreasing function and thus
( ) (
)
9
13
/ ln
≤ 3.69486.
h(d) ≤ lim h(d) =
d→∞
14
7
(

13d−5
14d−6

From the above discussion, we have the following.
Theorem 6.1 If the number of vertices of relation
e d is greater than or equal to 2d + 1, the
graph G
approximation
ratio of Algorithm B is bounded by
(
)
13d−5
14d−6 /θ ≤ 3.69486 where
θ=

d+1
∑
r=1

7
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Conclusion

In this paper, we consider a data association problem
arising from multi-target tracking. We formulated the
problem as a multidimensional assignment problem
deﬁned on a multipartite graph Gd . We described a
simple heuristic algorithm using a spanning tree in
ed .
the relation graph G
When d = 2, we construct a speciﬁed set of four
spanning trees which gives a 1.8-approximation algorithm. We also show that the proposed set of spanning trees is asymptotically best.
For a general case that d ≥ 3, we proposed an
approximation algorithm whose approximation ratio
is bounded by 3.7.
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Abstract
We consider the problems of finding a caterpillar tree
in a graph. We first prove that, unless P=NP, there is
no approximation algorithms for finding a minimum
spanning caterpillar in a graph within a factor of
f (n); where f (n) is any polynomial time computable
function of n, the order of the graph. Then we
present a quadratic integer programming formulation
for the problem that can be a base for a branch
and cut algorithm. We also show that by using
Gomory cuts iteratively, one can obtain a solution
for the problem that is close to the optimal value
by a factor of 1/, for 0 <  < 1. Finally, we show
that our formulation is equivalent to a semidefinite
programming formulation, which introduces another
approach for solving the problem.
Keywords: Caterpillar Trees, Optimization, Approximation Algorithm, Integer Programming, Semidefinite Programming.
1

Introduction

In this paper we study the Minimum Spanning Caterpillar Problem (MSCP) and the Largest Caterpillar
Problem (LCP). By a caterpillar we mean a tree that
reduces to a path by deleting all its leaves. We refer
to the remaining path as the spine of the caterpillar.
The edges of a caterpillar H can be partitioned into
two sets, the spine edges, S(H), and the leaf edges,
L(H). An instance of the MSCP is denoted by a triple
(G, s, l), where G = (V, E) is an undirected graph and
s : E → N and l : E → N are two (cost) functions.
For each caterpillar H as a subgraph of G we define
the cost of H by
X
X
c(H) :=
s(e) +
l(e0 ).
e∈S(H)

e0 ∈L(H)

In the MSCP one wants to find a caterpillar in a
graph with the minimum cost that contains all vertices, as shown in Figure 1. In the LCP the goal is
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Figure 1: A graph and its minimum spanning caterpillar, where each (s, l) label on an edge represents
the spine and leaf costs.

to find a caterpillar with the largest number of vertices. Note that while every connected graph has a
spanning tree, there are some graphs that do not have
a spanning caterpillar. It is not hard to prove that
both problems are NP-hard for general graphs by reductions from the Hamiltonian Path Problem.
In some applications in addition to finding an optimal cost spanning caterpillar, we also need to satisfy
some restrictions on the final output. For example
one may wish to have a caterpillar whose total spine
cost is bounded by a fixed number, or one may wish
to have an upper bound on the largest degree of a
caterpillar.
Caterpillars appear in many applications. For example, in network design, one may wish to find a
cost effective linearly arranged backbone to place the
communication routers. We may also consider the
MSCP as a facility transportation problem, where we
are allowed to divide the task of distributing facilities
among one global and costly distributer and some local and cheap ones. Here the global distributer follows
the spine path to deliver facilities and the local ones
use the leaf edges. The goal is to find a transportation
route that has the minimum overall cost.
In chemical graph theory caterpillars are considered as a model for benzenoid hydrocarbon molecules,
see El-Basil [1990]. They also appear in bioinformatics in designing algorithms for RNA structure alignment and comparing evolutionary trees, see Csuros
et al. [2007] and Lozano et al. [2008]. For more applications in combinatorics and mathematics (in general) we refer the reader to Székely and Wang [2005]
and Tan and Zhang [2007]
Simonetti et al. [2009] present an exact nonpolynomial time algorithm that finds a minimum
spanning caterpillar. Their method is based on an
Integer Linear Programming (ILP) formulation by
transforming the MSCP to the Minimum Steiner Arborescence Problem. In another paper we present a
linear time algorithm for the special case when the
input graph is restricted to the bounded treewidth
graphs when the associated tree decompositions are
given as part of the inputs, see Dinneen and Khosra145
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vani [2010].
The organization of this paper is as follows. In
the next section we give our hardness result for approximating the minimum spanning caterpillar in a
graph. In Section 3 we present our quadratic integer programming formulation for the problems and
some restricted versions of them. In Section 4 we
present a heuristic algorithm for the MSCP by using
the Gomory cutting plane method iteratively. We also
show that for every  > 0, our algorithm guarantees
to achieve a 1/ factor approximation. Semidefinite
programming gives another alternative for solving the
problems, which is the theme of Section 5.
2

Hardness of Approximation

In this section we show that by assuming P 6= NP
it is not possible to find an approximation algorithm
for the MSCP within a factor of a polynomial-time
computable function of the number of vertices of
the graph. Our proof is based on a reduction from
the Hamiltonian Path Problem to an instance of the
MSCP. We show if there is such an approximation
algorithm for MSCP then there is a polynomial time
algorithm for deciding the Hamiltonian Path Problem. Our proof follows the same idea as Sahni and
Gonzalez [1976].
Theorem 1 Let f (n) be a polynomial time computable function. The MSCP has no approximation
algorithm within a factor of f (n), unless P = NP
Proof. Let G = (V, E) be an instance of the Hamiltonian Path Problem with |V | ≥ 3. We reduce it to
an instance (G0 , s, l) of MSCP. Here G0 is made from
a copy of G with one extra vertex vext which is connected to all vertices of the copy of G. Then we define
two cost functions s and l such that to every edge e
that belongs to the copy of G, the function s assigns
the value of s(e) = 1 and the function l assigns the
value of l(e) = f (n)(n − 1), where n = |V | is the
number of vertices of G.
To assign cost functions to the edges incident to
vext we choose a fixed vertex vf ix in our copy of G.
Then both functions assign the value 0 to the edge
(vf ix , vext ), and they assign the value of f (n)(n − 1)
to the other edges incident to vext . We add the extra
vertex vext to ensure that graph G0 has at least one
spanning caterpillar.
Now we show that if one has an f (n)approximation algorithm for the MSCP then it can
be used to decide if G has a Hamiltonian path in
polynomial time. We first run the approximation algorithm on G0 , then it will return a solution T that
has c(T ) ≤ f (n)OPT. Where OPT is the overall
cost of a minimum spanning caterpillar in G0 . Now
if G has a Hamiltonian path then OPT = n − 1 and
c(T ) ≤ f (n)(n − 1). Note that in this case vext is
attached to the Hamiltonian path in the copy of G by
(vf ix , vext ). If G has no Hamiltonian path then the
resulting spanning caterpillar either has at least one
leaf edge from the copy of G, or it uses two incident
edges of vext , so we have
f (n)(n − 1) < OPT ≤ c(T ).

Theorems 1 justifies our effort in the rest of the
paper to concentrate on finding heuristic algorithms
for solving the MSCP. Since, assuming P 6= NP, there
is no polynomial-time approximation algorithm for
the problem.
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Figure 2: A graph and its rooted spanning caterpillar.

3

Integer Programming Formulation

Having an integer linear programming formulation is
the first step in applying the branch and cut method
for solving an optimization problem. In this section
we introduce an integer quadratic programming formulation that can be applied to both problems. As we
shall show later, by adding proper constraints, we can
use this formulation for solving some restricted versions of the problems. Though our basic formulation
in not linear, it is known that any integer quadratic
programming problem can be transform to a linear
one by adding extra variables and constrains in a mechanical way; see Walukiewicz [1991]. We first explain
the formulation for the MSCP. Note that without loss
of generality we can assume that all instances of the
MSCP are complete graphs.
Let G = (V, E) be a graph and let (G, s, l) be an
instance of the MSCP. We convert G to a directed
graph H = (N, A), N = V , with replacing each edge
e ∈ E with a pair of anti-parallel arcs, f, f − ∈ A (with
opposite directions). In this case, we can consider a
caterpillar in H as a rooted tree that has a directed
path as its spine; see Figure 2. Where each spine
vertex has one incoming arc and one or more outgoing
arcs and every leaf vertex has one incoming arc and
no outgoing arc.
For each vertex v ∈ N , we denote by in(v) and
out(v) the incoming and the outgoing arcs of v, respectively. Also for each f ∈ A we denote by f −
the anti-parallel arc associated with f . The costs of
anti-parallel arcs are the same as the cost of their corresponding (undirected) edge, which depend on their
role as spine or leaf arcs. For each arc f ∈ A we denote its spine cost s(f ) by sf and its leaf cost l(f ) by
lf .
Here we first present our integer programming formulation for the MSCP with a fixed root r. To each
arc f ∈ A we assign two variables, xf and yf . In each
solution a variable xf is 1 if f is chosen as a leaf edge
and a variable yf is 1 if it is chosen as a spine edge,
otherwise they are 0. Also to each vertex v ∈ N we
assign variable zv that represents the level of v in the
rooted caterpillar. In particular, we have zr = 0. Our
goal is to minimize the objective function


X
X

lf xf +
sf yf  .
f ∈A

f ∈A

In what follows M is a large positive integer, say, a
number greater than the order of the graph. We show
the integer programming constraints in Figure 3.
The next theorem shows that each integral feasible
solution, that satisfies these constraints, represents a
spanning caterpillar.
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≤ 1, ∀f ∈ A,

(1)

= 1, ∀v ∈ N \ r,

(2)

= 1, ∀v ∈ N,

(3)

yf  ≤ 0, ∀v ∈ N,

(4)

xf + yf + xf − + yf −
X
X
yf +
xf
f ∈in(v)

X

f ∈in(v)

yf +

f ∈out(v)

X

xf

f ∈in(v)


X

xf − M 

f ∈out(v)


X

X

yf +

f ∈in(v)

f ∈out(v)

(5)
X
f =(u,v)∈in(v)

yf (zv − zu ) +

X

xf (zv − zu ) = 1, ∀v ∈ N \ r,

f =(u,v)∈in(v)

zr = 0,
xf , yf

∈

zv

∈

(6)
(7)

∀f ∈ A,
{0, 1},
∀v ∈ N,
{0, . . . , n − 1}.

(8)

Figure 3: The constraints in the integer programming formulation for the MSCP.
Theorem 2 Constraints 1-8 make a valid formulation for the MSCP.
Proof. The first constraint shows that from the pair
of anti-parallel arcs that have the same end vertices,
only one may be chosen in a feasible solution. The
second and the third constraints say that each vertex
on the spine has at most one incoming spine arc and
one outgoing spine arc while it has no incoming leaf
arc. Constraint 4 says that if a vertex is chosen as a
leaf then it has no outgoing leaf arc, but if it is chosen
as a spine vertex then there is no restriction on the
number of its outgoing leaf arcs. Constraint 5 alongside Constraint 6 guarantee that each feasible solution
is a connected tree that is rooted at r. Constrains 7
and 8 enforce the integrality of a feasible solution.
On the other hand, let T be a spanning caterpillar
of a graph G. Also let e be an edge of T , if e is a
spine edge then we assign yf = 1 and xf = 0, if e is
a leaf edge then we set yf = 0 and xf = 1. For any
other edge f of the graph that does not belong to T ,
we have xf = yf = 0. Now it is easily seen that these
values make a feasible solution for our formulation.

When in our integer programming formulation we
replace the Constraints 7 and 8 on the integrality of
variables by weaker constraints that for all f ∈ A,
xf ≥ 0 and yf ≥ 0 and also for all v ∈ N , zv ≥ 0,
then we say that we have a relaxation of the integer
programming problem. While solving an integer linear programming problem is NP-hard, its relaxation
(a linear programming problem) can be solved in linear time.
Note that with some changes we can use the same
formulation for the LCP. First, we need to change the
objective to


X
maximize 
(xf + yf ) ,
f ∈A

then we have to change the equality relations in Constrains 2, 3 to inequalities. Constraint 5 needs more
changes to ensure the connectivity and to prevent cycles from appearing in feasible solutions. We leave
the details to the reader.

Now we consider more constraints to formulate the
restricted versions of the problems. The first one is
when we have a restriction on the number of spine
edges, as an upper bound U . We can impose this by
adding the following constraint
X
yf ≤ U.
(9)
f ∈A

If the restriction is on the overall cost of spine then
we have
X
sf yf ≤ U.
(10)
f ∈A

Also the following set of inequalities restricts the degree of each vertex to be a value no more than a fixed
δ > 0.
X

(yf + xf ) ≤ δ,

∀v ∈ A. (11)

f ∈in(v)∪out(v)

In the rest of the paper and with respect to our result
on the hardness of approximation of the MSCP, we
will concentrate on finding a heuristic algorithm for
the problem.
4

An

1




-Approximation for the MSCP

It is know that each quadratic programming problem
can be transformed to a linear programming (LP) formulation in a mechanical way by introducing more
variables and constraints. We refer the reader to the
text by Walukiewicz [1991]. So in this section we assume that we have an integer linear programming formulation (ILP) for the problem. By this assumption,
we can solve the relaxation by any available method
in polynomial time, and then we will apply Gomory
cuts iteratively to find an approximation solution to
the problem.
A Gomory cutting method adds a linear constraint
to the set of constraints of an integer linear programming problem such that it does not exclude any feasible integer solution. The process is repeated until
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an integer optimal solution is found. It is proven that
the Gomory cutting method always terminates with
an integer solution that is optimal. Note that here the
number of steps required may be exponential. We use
the Gomory cutting method to present a heuristic algorithm for the MSCP. The outline of the algorithm
is as follows.

where L is the set of leaf edges and S is the set of the
spine edges of the caterpillar.
Now by using this information we show that the
resulting caterpillar has a cost that is less than 1 OPT.
First of all we have
X
X
OPTA =
lf +
sf .
f ∈L


Algorithm: 1 -Approximation via Gomory cut

f ∈S

By rewriting the right-hand side summations we
have

Input: Graph (G, s, l) and  > 0
X
Output: A Caterpillar T

lf +

f ∈L

X

sf =

f ∈S

X

1. Construct the integer programming formulation.

X

2. Find an optimal solution, OPT, for the relaxation.


=

Theorem 3 There is an algorithm that for any ,
0 <  < 1, computes a 1/ factor approximation for
the MSCP.
Proof. Here we prove that by following the algorithm mentioned above, we eventually reach to the
desired approximation. Let OPTA be the cost of the
final caterpillar that spans the graph and has arcs
with costs at least .
First, note that if for a vertex v ∈ N there is an
arc f ∈ in(v), such that xf ≥  > 0, then we have


1−
.
1 − xf ≤ xf

Also if there is an arc f such that yf ≥  > 0 we have


1−
1 − yf ≤ yf
.

Now by using these inequalities for the edges of a
caterpillar we have
X

lf (1 − xf ) +

f ∈L
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1−


X

sf (1 − yf ) ≤

f ∈S






X


f ∈L

lf x f +

X
f ∈S

sf yf  ,


X

lf x f +

f ∈L

X

sf yf  +

f ∈S




X



lf (1 − xf ) +

f ∈L

4. If all other vertices are attached to this spine
with x values that are greater or equal to ,
then the resulted caterpillar has a cost less than
( 1 )OPT and stop.
Else Use the Gomory cutting plane method to
add one more constraint.

The convergence of Gomory cuts guarantees that
the desired approximation is achievable within a finite number of iterations. What follows is our formal
justification.

(yf + (1 − yf ))sf

f ∈S

3. Find a directed path starting from r such that
the y values of the arcs of the path are not less
than , where 0 <  < 1. To this end choose
an outgoing arc from r with y value at least .
Then follow this process until reaching a vertex
that has no outgoing arc with that property.

5. Solve the resulting linear programming problem
and go to Step 3.

(xf + (1 − xf ))lf +

f ∈L

X

sf (1 − yf )

f ∈S





X
1 −  X
lf xf +
sf yf 
≤ 1+

f ∈L

f ∈S

≤

1
OPT.



There are many software tools for solving LP problems and this is an advantage for our method. On
the other side, using Gomory cuts has its own drawbacks. Since there is no guarantee on the rate of
convergence to the optimal (integral) solution. Also,
converting the quadratic integer programming formulation to an LP one, introduces many new variables
and constraints that increases the size of the input.
In the next section we show that the MSCP can
be considered as a semidefinite programming problem. So we do not need to introduce many new variables and constrains. This point of view gives another
alternative for obtaining a heuristic algorithm.
5

Semidefinite Programming Transformation

A semidefinite programming problem is the problem
of optimization of a linear function of a symmetric and
positive semidefinite matrix subject to linear equality
constraints; for exact definition see Alizadeh [1995].
One can solve a semidefinite programming problem
within a constant approximation factor.
Semidefinite programming has been applied to
solve some problems in combinatorial optimization.
For example Goemans and Williamson [1995] obtained a 0.878 factor randomized approximation algorithm for the Maximum Cut Problem by using this
method.
As we show in the former section the MSCP can be
formulated as a quadratic integer program. Now we
convert the problem to a vector program. In a vector
program the objective function and all constraints are
represented as linear combinations of inner products
of vectors. It is know that each vector program is
equivalent to a semidefinite program, see Goemans
and Williamson [1995] and Vazirani [2001].
Theorem 4 The quadratic formulation of the MSCP
has a semi definite equivalent formulation.
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vfx · vt + vfy · vt + vfx− · vt + vfy − · vt ≤ 1, ∀f ∈ A,
X y
vf · vt ≤ 1, ∀v ∈ N,

(12)
(13)

f ∈in(v)

X

vfy · vt ≤ 1, ∀v ∈ N,

(14)

vfy · vt ≤ 1, ∀v ∈ N,

(15)

vfy · vt ≤ 1, ∀v ∈ N,

(16)

f ∈out(v)

X

vfx · vt +

f ∈in(v)

X

X
f ∈in(v)

X

vfx · vt +

f ∈in(v)

f ∈out(v)

X

X


X

vfx · vt − M 

f ∈out(v)


vfy · vt +

f ∈in(v)

vfy · vt  ≤ 0, ∀v ∈ N,

(17)

f ∈out(v)

(18)
X

vfy

·

(vvz

−

f =(u,v)∈in(v)

uzv )

+

X

vfx

·

(vuz

−

uzv )

= 1, ∀v ∈ N \ r

f =(u,v)∈in(v)

vrz · vt = 0.

(19)

Figure 4: The constraints in the vector programming formulation of the MSCP.
Proof. We assign vectors vex = (xe , 0, . . . , 0), vey =
(ye , 0, . . . , 0), and vuz = (zv , 0, . . . , 0) to variables
xe , ye , and ze , respectively. We also have an extra
vector variable vt = (1, . . . , 1, t). Now we write the
objective function and all constraints in the former
section by linear combinations of inner products of
these vector variables.
Finally we want to minimize


X
X

lf (vfx · vt ) +
sf (vfy · vt ) ,
f ∈A

f ∈A

subject to the constraints given in Figure 4.
The validity of the assertion follows from the fact
that any vector programming problem is equivalent to
a semidefinite programming problem and vice versa.

6

Conclusion and Open Problems

We introduced the Minimum Spanning Caterpillar
Problem. We showed that the problem has no approximation algorithm with a polynomial time computable function as an approximation factor, unless
P = NP. By this result we end the search for
any proper approximation algorithm. Then we introduced our quadratic integer programming formulation for the problem and we gave some arguments
on its strength and weakness for finding heuristic algorithms, by using Gomory cuts or semidefinite programming.
There are some natural open problems left, such
as:
1. We know that the Traveling Salesman Problem
(TSP) also has the same property with respect
to having no approximation algorithm within
a polynomial time computable factor, while its
metric version has a constant factor approximation. Now the question that arises is: “Can one
find a constant factor approximation algorithm
for a metric version of the MSCP?”
2. When compared to our method of using Gomory
cuts, does a branch and cut algorithm behave
better in practice?

3. Is the LCP (Largest Caterpillar Problem) has a
better approximation algorithm? We refer the
reader to the relation between the TSP and the
longest path problem.
4. It is knows that the longest path problem has
polynomial time solutions for some classes of
graphs like block graphs: Uehara and Uno [2004],
and bipartite permutation graphs: Uehara and
Valiente [2007]. We are interested in knowing
the computation complexity of the MSCP and
the LCP on those classes of graphs.
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Abstract
Universal Turing machines are a well-known concept
in computer science. Most often, universal Turing
machines are constructed by humans, and designed
with particular features in mind. This is especially
true of recent efforts to find small universal Turing
machines, as these are often the product of sophisticated human reasoning. In this paper we take a different approach, in that we investigate how we can
search through a number of Turing machines and
recognise universal ones. This means that we have
to examine very carefully the concepts involved, including the notion of what it means for a Turing machine to be universal, and what implications there are
for the way that Turing machines are coded as input
strings.
1

Introduction

Universal Turing machines (Turing 1936) are a wellknown concept in computer science, and are most
commonly used as a mathematical model of computation. Often, especially in textbooks, the intuitive,
informal idea of a universal machine is all that is addressed (and for that matter, all that is necessary), in
order to be able to prove undecidability results. With
the benefit of 70-odd years of hindsight (and around
60 years of general purpose computing), the idea itself does not seem particularly difficult to grasp, and
is often presented as an intuitively natural step from
previous work.
Since Turing’s original work, and particularly in
recent times, there has been ongoing interest in finding small universal Turing machines (Minksy 1962,
Watanabe 1972, Rogozhin 1996, Neary and Wood
2007). One particularly well-known effort is that of
Minsky (Minksy 1962), who showed the existence of
a 7-state 4-symbol machine that was universal. However, as Minsky himself pointed out, it is not at all
obvious how one would ‘program’ this universal machine, nor indeed whether it is possible to identify
this machine as universal just by inspecting it. Since
then, a number of existence and non-existence results
have been shown. These include the results that there
are no universal Turing machines with 1 state, nor
with 2 states and 2 symbols (Minksy 1962), nor 3
states with 2 symbols (Pavlotskaya 1978). There are
also some results on more sophisticated measures of
simplicity that merely the number of states (Calude
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2008). Woods and Neary (Woods and Neary 2009)
have given an excellent survey of the known results.
The notion of universal computation has become
widespread within the culture of computer science1 ,
and the idea is often only discussed informally. This is
usually done in the context of introducing the concept
of universality in order to prove some undecidability
results, such as the undecidability of the halting problem for Turing machines. However, the formal notion
of universality is more difficult to find in the literature, and perhaps surprisingly, there is more than one
precise notion. Essentially this difference is whether a
universal machine has to precisely simulate the entire
computation of the original machine (Fischer 1965),
or whether it is sufficient to simulate the calculation
of the output of the original machine from its input
(Herman 1968). In the latter case, the universal machine does not need to simulate every step of the original computation, but can skip some steps, provided
that the final resultt is the same. This difference can
be thought of as a reflection of the differences between intuitive notions of computation, i.e. whether
a computation computes an output, or carries out a
process.
A different perspective on the problem of finding universal machines was given by Wolfram (Wolfram 2002), who performed an automated search
for universal Turing machines (and for universality
amongst other computational models such as cellular
automata). This involved generating a large number
of Turing machines and applying some criterion for
evaluating whether or not it was universal. In Wolfram’s case, this criterion was whether or not the output of the machine was ‘inherently complex’ or not,
i.e. it was not a straightforward, regular pattern, but
contained some seemingly random elements.
Whilst this approach is commendable, and is similar in spirit to automated searches to find values for
the busy beaver function (Rado 1963, Lin and Rado
1964, Brady 1983, Marxen and Buntrock 1990), the
criterion used essentially relies on human judgement,
and was not specifically defined, which makes the results difficult to analyse (and reproduce). However,
it does appear to be the first systematic attempt to
search for universal machines, rather than to construct them.
A further issue raised by Wolfram’s search is that
his universal machines necessarily do not terminate;
in order to simulate a terminating computation, the
final configuration of the terminating computation is
repeated indefinitely in the simulation. This adds an
extra dimension to the discussion of universality, in
that it needs to be established in advance whether
this is a reasonable property, or whether it is appropriate to insist that a terminating computation can
only be simulated by a terminating computation on
1
Dare one say that the concept of universal machines has become universal? :-)
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the universal machine.
In this paper, we discuss how to perform a systematic search for universal Turing machines, but with
more explicit criteria. This means we need to examine the notion of universal machine rather closely. In
particular, we need to be precise about exactly what
it means to be universal, and what precise criteria
can be applied in an automated search. However, as
we shall see, this is quite a large undertaking; not
only are there various issues in the definition of universality to be dealt with, including the definitions of
appropriate encoding functions, there are also a number of difficulties in defining a universality criterion
which is sufficiently precise to be able to completely
determine the universality of a given machine. In particular, it seems likely that the best that we can hope
for is a pseudo-universality test, similar in spirit to
pseudo-primality tests, which can be used to definitively determine that a given number is not prime,
but can only establish primality with a level of uncertainty.
The main contribution of this paper is to set up a
framework in which to investigate universality properties of classes of machines. This paper is organised as
follows. In Section 2, we provide a detailed discussion
of the issues involved in the definition of universality,
and in Section 3 we give our explicit choices of Turing
machine and related formal issues. In Section 4, we
discuss how to generate the classes of candidate machines, and in Section 5 we discuss issues relating to
the encoding of machines. In Section 6 we provide a
summary of this discussion in terms of a list of issues
to be resolved, and in Section 7 we discuss various
outstanding issues. Finally in Section 8 we present
our conclusions and areas of further work.
2
2.1

Discovering Universal Machines
Definitions of Universality

Alan Turing introduced the formal model of computation which is now known as Turing machines (Turing 1936), and showed that it is possible to construct
a universal Turing machine. This machine takes another Turing machine as input and is able to simulate
the computation of the original machine with a suitable input to the universal machine. Whilst the main
purpose for Turing’s introduction of the universal machine was to show the halting problem for Turing machines is undecidable, there has been interest since
then in finding small universal Turing machines. This
has generally been done by construction, i.e. by finding particular machines which are increasingly small.
As mentioned above, there are various results known
about small universal Turing machines, and there
is ongoing work aimed at ‘closing the gap’ between
the largest known classes of machines in which there
are no universal machines, and the smallest known
universal Turing machines (Woods and Neary 2009).
Whilst the ongoing search for small universal Turing
machines is a fascinating and ongoing research topic,
it is not the focus of this paper. Here we are concerned with how we can discover universal machines
within a given set of machines.
In order to perform a search along the lines of
Wolfram’s, there are a number of issues that need
to be addressed. A first observation is that this
search will be similar to searches undertaken to solve
the busy beaver problem (Rado 1963, Lin and Rado
1964, Brady 1983, Marxen and Buntrock 1990, Harland 2006, 2007). The busy beaver problem is to find
the largest number of 1’s that can be printed by a terminating Turing machine with no more than n states
on the blank input (often referred to as the productivity of the machine). Hence the search for a busy
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beaver (and related concepts such as the placid platypus (Harland 2006, Bátfai 2009)) involves generating
all machines in the class, evaluating whether or not
each machine terminates on the blank input2 , and
finding the maximum productivity of the terminating machines. It is well-known that the busy beaver
function is not computable (Rado 1963); however, as
there are only a finite3 number of machines of a given
size, it is possible to compute the value of the busy
beaver function for any given input value.
To apply a similar process to finding universal machines, we need to be able to determine whether a
given machine is universal or not. This is a different
perspective from the way that universal machines are
usually presented in textbooks, as universal machines
are normally produced by construction, together with
an appropriate encoding function. However, in order to search for universal machines amongst series
of Turing machines, it is necessary to develop a particular criterion for evaluating the universality or otherwise of a given machine.
One issue that arises in the contemplation of such
a criterion is that not only is it comparatively rare to
find a formal definition of a universal Turing machine,
but that there are at least two such definitions. One
may be termed result-oriented, in that given a Turing machine M with an input w, a universal machine
U need only “agree” with the result of the computation of M on w (Neary and Wood 2007, Priese 1979,
Herman 1968, Davis 1956, 1957). In other words, a
machine U is universal if for any machine M and input w to M , there is an input w0 to U such that the
result of the computation of U on w0 is an encoding
of the output of M on w. In particular, it is not necessary for each step of the computation of U on w0
to ‘mimic’ every step of the computation of M on w.
Note that w0 is anything but arbitrary; typically w0 is
constructed in a very precise manner from M and w.
The other definition, which may be termed processoriented, insists that each step of the computation of
M on w is in fact mimicked by the computation of
U on w0 , so that for each configuration in the computation of M on w, there is a corresponding unique
configuration in the computation of U on w0 (Fischer
1965). It is not hard to see that a machine which is
universal in the process-oriented sense must also be
universal in the result-oriented sense, as in the former
case, we certainly require that the final configuration
in the computation of M on w corresponds to the
final configuration of the computation of U on w0 .
The variance between these definitions is perhaps
not all that surprising, in that in order to define a
universal machine, it is necessary to give a precise
definition of computation, and at least in an intuitive sense, computation can be thought of as either
a process which takes a given input and computes a
specific output, or as a process which follows a particular series of steps, and which may not necessarily
terminate (and in fact not terminate by design, rather
than as a consequence of the existence of undecidable
problems). This same variance of opinion is at the
heart of the two different definitions of universality
(although it must be said that the result-oriented approach seems to have achieved a recent consensus).
This view is perhaps best summarised in the quotation below.
“... the purpose of the simulation is to reproduce the
input-output relation of the simulated machine.”
– Gabor Herman, (Herman 1968), page 813.
2

Note that as there are only a finite number of machines involved, this is a decidable problem; see the discussion on the finite
decision anomaly in §7.
3
but hyperfactorial, i.e. O(nn )
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However, if we think of computation as a process,
which includes the possibility of non-termination,
then it seems more natural to adopt the processoriented definition. In particular, the result-oriented
definition treats all non-terminating computations as
the same (and uninteresting), which may not seem
intuitive for software systems such as web servers, or
operating systems, or other software which does not
fit neatly into what one may call an algorithmic view
of computation. In addition, the result-oriented approach has the effect of ignoring differences between
computations which produce the same output. For
example, if we only consider the input-output behaviour of programs, then all sorting algorithms are
effectively considered to be the same. To be fair,
the result-oriented view isn’t always this extreme, in
that it is not unreasonable to allow a universal machine to ‘skip’ a few steps in the original computation.
However, it seems difficult to define precisely what is
meant by such harmless skipping without also allowing the entire computation of M on w to be simulated
by a single step of U on w0 . Of course it is unlikely
that such a universal machine exists (i.e. one that simulates the computation of M on input w with a single
step); the point here is that before we can begin to
search for such machines, we need to consider carefully what exactly we are looking for. Also, one lesson
that can be learned from the search for busy beavers
is that human construction of machines is generally
no match for those that can be found by systematic
searches, particularly when there are restrictions on
the size of the machines that may be used. Hence it
would seem best to avoid as much as possible relying
on assumptions that certain properties are ‘unlikely’.
To exaggerate to make the point, the productivities of
the 6-state 2-symbol busy beaver candidates seemed
‘unlikely’ until they were found.4
2.2

Termination

Another issue that needs to be addressed is whether
or not a universal machine must mimic the termination behaviour of the original machine. More particularly, must the simulation of a terminating computation terminate? (and, for that matter, must the
simulation of a non-terminating computation also not
terminate?). As mentioned above, it is not possible
for Wolfram’s machines to terminate, as there is no
halt transition. This raises the issue of whether a
universal machine must be of the same ‘type’ as the
macr hines it simulates. There is an intuitive sense
in which a universal machine must be able to simulate its own computations (as otherwise it is in some
sense not universal, as there is at least one machine
whose computations it doesn’t simulate). However,
this can also be viewed as asking over what class of
machines the universal machine is expected to operate. In terms of simulating all computations for all
machines in a given class, it is not obvious that the
only class of interest is all possible machines. For example, it may be of interest to consider only machines
of a certain computational complexity, or which perform a specific set of algorithms (such as arithmetic
operations, or sorting algorithms). It is certainly natural to require that a universal machine be able to
simulate all possible machines, including itself, but
again this may be making assumptions which, while
they appear natural, may not be justified. Another
way to put this is that universality, in its intuitive
sense, is one extreme; it may be that a given machine will simulate some computations and not others, and so a universal machine may be considered as
one kind of meta-machine (i.e. a machine which takes
4

another machine as input). It is intriguing to consider
other possibilities for interesting meta-machines, but
in this paper we will consider only universal machines
(whichever precise definition is used). We will refer to
universal machines whose termination behaviour precisely matches that of every machine which is input to
it as faithful; in other words, a faithful universal machine must terminate when the machine it simulates
terminates, and not terminate when the machine it is
simulating does not terminate.
2.3

Encoding Machines

Another issue that needs to be considered is how the
machine to be simulated is encoded as an input to
the universal machine. As noted by Herman (Herman 1968) (see below), it is important that the coding function serve only to translate the machine into
a form that can be read by another machine.
“This is to stop the encoding and decoding of
algorithm to carry out the real computational work”
– Gabor Herman, (Herman 1968), page 813.
Similar concerns are discussed by Colmerauer
(Colmerauer 2004). This occurs in his description
of his development of a very sophisticated universal
Turing machine, which is notable not only for being explicitly defined and well-documented, but also
in the amount of effort put into its design, making it arguably the most sophisticated universal Turing machine known. Colmerauer’s concerns are not
about making universal Turing machines small, but
about providing an appropriate metric for measuring
the overhead involved in simulating one machine by
another. Specifically, Colmerauer aims to construct
a universal machine which minimises this particular
metric. The details of this machine are beyond the
scope of this paper, but much of Colmerauer’s analysis is relevant, and so we will discuss its important
aspects.
Colmerauer also discusses the encoding function in
some detail, and is in particular concerned about coding functions that may ‘cheat’, such as by recognising
particular machines, and encoding these differently
from other machines. It seems natural that one way
to avoid any such problems is to place some particular requirements on coding functions. In particular,
it seems reasonable to require that the function itself must be defined homomorphically, i.e. in terms of
its effects on the states, symbols and other elements
of the machine, and let these definitions determine
the overall encoding of the machine. This makes it
impossible for the encoding recognise particular machines, or to perform ‘the real computational work’,
as all it is doing is to translate the nuts-and-bolts of
one machine into the input language of another.
Another important observation that Colmerauer
makes is that the encoding itself is bound up in the
definition of universality. In particular, the design
process for building a universal machine usually commences with defining an appropriate encoding, which
is then used throughout the universal machine. It is
difficult to imagine a machine that has been defined
with one encoding in mind being sufficiently robust
to also be universal for a different encoding, no matter how similar. Put another way, we can hardly expect a machine to retain the seemingly brittle and
scarce property of universality if we were to change
the encoding on which it depends, but not the machine itself. For these reasons Colmerauer refers to
a universal machine and its encoding function as a
universal pair.

The best known such productivity is currently 1018,276 (!!).
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It is also notable that Colmerauer defines what we
may call a particular architecture for the way in which
the universal machine works. In a nutshell, given a
machine M and an input w, which is assumed to be
using the same symbols as the universal machine U ,
the input to U which is used to simulate the computation of M on w is code(M )w where code() is the encoding function. The important point to note is that
we have made a particular assumption about the way
in which the universal machine will read and organise
its input (and in particular that the initial state of U
will be pointing to the first symbol to the left of the
string code(M )w). When universal machines are constructed by hand, this is entirely natural; when we are
searching for universal machines amongst a number of
machines, it is not so obvious that it is appropriate
to be so specific about how the machine is organised.
For example, what if there is a machine which expects its input in the form w code(M )? This may
seem to be a rather vacuous objection, in that clearly
the universal machine needs to be able to access the
information about M and w somehow. However, we
again need to be careful about making unwarranted
assumptions.
This may indicate that an appropriate response is
to not specify exactly what the input to the universal
machine should be. In this case, a machine U would
be universal if for each machine M and input w there
is a w0 such that M on w is simulated by the computation of U on w0 . However, this may allow some
trivial machines to be universal, as if w0 is just the
output of M on w (assuming M terminates on w),
and U is the machine which halts immediately, then
clearly the output of U on w0 is the same as the output of M on w. Note also that this is only an issue for
the result-oriented approach; in the process-oriented
approach, even if w0 is an encoding of the result of M
on w, we are still required to perform a computation
of U on w0 for which each state of the computation
of M on w is represented by a unique configuration
in the computation of U on w0 .
Hence it seems reasonable to require that the input
w0 to U be an encoding of M and w. The main issue
arises when the test for universality fails (which we
expect will be most of the time). In particular, it is
not obvious whether it is reasonable to try other permutations of the input or not (such as w code(M )).
It should also be noted that it is possible to have
variations on universality such as weak universality
(Woods and Neary 2009), in which an infinite number of copies of a particular string are kept on the
tape. Whilst we do not pursue this and similar options here, it is worth noting that such variations can
be thought of as one aspect of what we have termed
the architecture of the universal machine.
2.4

Pseudo-universality

Perhaps the most interesting aspect of Colmerauer’s
architecture is the following reasoning. Colmerauer
defines a universal machine U as one that for any
M and w, U on code(M )w simulates M on w for
some appropriate function code(). Now as M can be
any Turing machine, M could in fact be U , and so if
M = U , we must have that for any w, U on code(U )w
simulates U on w, and so U q on code(U )code(U )w
simulates U on code(U )w which simulates U on w.
By extending this argument, we have that U on
codek (U )w simulates U on w for all k ≥ 1.
Colmerauer then uses this property to define his
metric. In our case, the interesting aspect of this
observation is that we can use this property together
with an analysis of busy beaver candidates to arrive
at a “pseudo-universality” test. As U on codek (U )w
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simulates U on w for all k ≥ 1, then when w is the
blank tape (written here as t), then we have U on
codek (U )t simulates U on t for all k ≥ 1. In other
words, for a universal machine U , U on codek (U )t
simulates the computation of U on the blank input,
which is exactly what is tested for in the busy beaver
analysis. Hence we arrive at the following definition.
Definition 1 A deterministic Turing machine M
is pseudo-universal with respect to code() if M on
codek (M )t simulates M on t for all k ≥ 1.
Clearly any universal machine will be pseudouniversal, but not necessarily vice-versa. This is intentionally similar to pseudo-primality tests, which
are based on necessary (but not sufficient) properties
of primes. In this case we need only find some j for
which M on codej (M )t does not simulate M on t to
show that M is not pseudo-universal. As we expect
universal machines to be rare, and any machine universal with respect to code() will be pseudo-universal,
we expect a relative small number of machines to pass
the pseudo-universality test. In this way, Colmerauer’s property leads to one notion of a criterion for
testing for universality (or more specifically, for nonuniversality). It seems natural to measure the quality of the pseudo-universality test by measuring the
number of machines that are pseudo-universal but not
universal (and clearly the fewer there are, the better
the test is).
3

Formal definitions

Before examining some of the issues discussed above
in more detail, we give some formal definitions, including a precise specification of the Turing machines
that we will be using.
We use the following definition of a Turing machine (Sudkamp 2005).
Definition 2 (Sudkamp) A Turing machine is a
quadruple (Q ∪ {h}, Γ, δ, q0 ) where
• Q is a finite set of states (and h 6∈ Q)
• h is a distinguished state called a halting state
• Γ is the (finite) tape alphabet
• δ is a partial function from Q × Γ to Q ∪ {h} ×
Γ × {l, r} called the transition function
• q0 ∈ Q is a distinguished state called the start
state
In this paper, Q is {a, b, c, d, . . .} unless otherwise
specified, where a is the initial state (i.e. q0 is labelled
a).
Note that this is the so-called quintuple transition variation of Turing machines, in that a transition
must specify for a given input state and input character, a new state, an output character and a direction
for the tape in which to move. Hence a transition can
be specified by a quintuple of the form
(State, Input, Output, Direction, NewState)
For this reason we will often refer to a transition
in a given machine as t(S, I, O, D, N S).
Some varieties of Turing machines only allow a
transition to write a new character on the tape or to
move, and not both; for such machines, clearly only
a tuple of 4 elements is required. For our purposes,
the important thing to note is that given some notational convention for identifying the start state and
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halting state (here we denote the start state as a and
the halting state as h), a Turing machine can be characterised by the tuples which make up the definition
of δ.
Note also that there are no transitions for state h,
and that as δ is a partial function, there is at most
one transition for a given pair of a state and a symbol
in the tape alphabet.
Definition 3 Let (S, I, O, D, N S) be a transition in
a Turing machine M . We say this is a halting transition if N S = h.
We call a Turing machine M
• normal if there is exactly one halting transition
in M .
• exhaustive if δ is a total function from Q × Γ
to Q ∪ {h} × Γ × {l, r}, i.e. that ∀q ∈ Q ∀γ ∈
Γ ∃q 0 ∈ Q ∪ {h}, γ 0 ∈ Γ and D ∈ {l, r} such that
δ(q, γ) = hq 0 , γ 0 , Di.
Note also that machines which are exhaustive but
not normal are either guaranteed not to terminate (as
there is no transition into the halting state and every
combination of state and input symbol has a transition defined for it), or have multiple halting transitions, of which at most only one can ever be used,
making the other halting transitions spurious. In our
terminology, Wolfram’s machines are exhaustive, but
not normal. We in general will be interested in normal machines, but not necessarily exhaustive ones.
We denote by an n-state Turing machine one in
which |Q| = n. In other words, an n-state Turing
machine has n “real” states and a halt state.
As we will often be discussing universality, which
necessarily involves taking one Turing machine as the
input machine and another as the (potentially) universal machine, we will use the term input machine
to refer to a machine whose computation is to be simulated and candidate machine to refer to the potentially universal machine. In other words, when discussing whether the computation of M1 on w is simulated by M2 on code(M1 )w (or whatever input is
appropriate), we refer to M1 as the input machine
and M2 as the candidate machine.
Following the busy beaver linguistic precedent5 ,
we will call universal machines universal unicorns.
4

Searching Classes of Machines

When generating classes of machines to be tested, it
is tempting to directly re-use the classes already generated for the busy beaver searches. However, these
classes are understandably optimised for searching for
busy beaver machines. As the number of machines of
a given size is hyperfactorial (i.e. O(nn )), it is clearly
important to minimise the number of machines that
need to be searched.
One way in which this is done for busy beaver machines is to make strong use of the fact that the initial
input is blank. Given that the tape is symmetric, the
direction moved by the initial transition may be arbitrarily chosen, and is usually chosen as r.6
Let us assume that there are only two tape symbols, including blank, which we denote as {0, 1} where
0 is the blank (this convention is standard in the busy
5

Also known as the law of alliterative adjectives.
Hence any machine in this class has a sinister sibling machine
in which the direction moved by each transition, including the first,
is reversed. The original machine and its sinister sibling will clearly
behave identically apart from the direction of motion of the tape
head.
6

beaver literature). If we denote the initial transition as t(a, 0, O, r, N S) (note that I must be 0 for
the first transition used, as the input is blank), then
if N S = a, then the machine will loop infinitely to
the right, no matter what the value of O is, as the
computation is started on a blank tape. Hence it is
sensible to insist that N S = b,7 , and so we have the
first transition as t(a, 0, O, r, b). Now either O = 0 or
O = 1. If O = 0, then note that the first step of the
machine does not change the tape at all. Hence we
could replace this machine with the one that results
from swapping the state a with the first state S for
which we have t(S, 0, 1, D, N S), i.e. the first state for
which I = 0 and O = 1. If there is no such state, then
the machine cannot print any 1’s, and hence is not of
interest. The new machine is then one that prints a
1 as a result of the first transition, and which otherwise has the same productivity as the original. This
means that for busy beaver machines, we can always
assume the first transition is t(a, 0, 1, r, b).
Another consideration is that busy beaver machines are assumed to be normal and exhaustive. Being normal ensures that there is a way for the machine
to terminate, which is obviously vital for busy beaver
machines. Being exhaustive is a property that helps
with maximising productivity. A terminating machine that is not exhaustive is in some sense wasteful.
For example, consider a machine which contains the
transition t(c, 0, 1, r, h) but has no transitions for state
b with input 1 and state c with input 1 (which may
be considered as having three halting transitions). By
halting when the machine first encounters 0 in state
c, the machine is in some sense “missing out” when
compared to a machine which defines a new transition
for 0 in state c, and then continues, in the knowledge
that there are still at least two possibilities for the
halt transition (i.e. 1 in state c and 1 in state b).
In other words, if there are less than n × m transitions, say k, then there is another machine with the
same k transitions and with another added which will
have higher productivity8 . Hence, whilst there is an
explicit halt transition in these machines, the generation of the machines is carefully constrained to ensure
that each machine contains exactly n × m transitions.
Effectively this means that there are ‘only’ n × m − 2
transitions that need to be generated, as the first one
is fixed, and when there is only one transition left
to be specified, not only must this be the halt transition, it can always be assumed to be of the form
t(S1 , I1 , 1, r, h), where h is the halt state (i.e. there are
no transitions from state h). The direction is again
arbitrary (as the machine halts after this transition,
the position of the tape pointer is irrelevant), and as
it is desired to maximise the number of non-blank
symbols printed by the machine, it is always sensible
for the output to be 1.
A third issue is the technique that is generally
used to generate machines known as tree normal form
(TNF) (Lin and Rado 1964). This may be thought
of as exploiting the property that machines are normal and exhaustive, in that machines are generated
by computing with partially defined machines and
adding transitions when a combination of state and
input is encountered which is not yet defined in the
machine. Initially the machine consists of just the
transition t(a, 0, 1, r, b). Executing the partial machine on a blank tape gives us the configuration 1{b}0
(where we use the convention that the tape pointer is
7
Note that when generating such machines, we use the methodology that the first state that is not a is b, the first state that is
neither a nor b is c, and so forth. Otherwise, we run into unnecessary combinatorial explosions.
8
Whilst this informal argument seems reasonable, it should be
said that to the best of the author’s knowledge, this argument has
not been formalised.
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pointing to the cell immediately to the right of {b}).
As we have no transition defined for the state b with
input 0, we choose values for O, D and N S, and add
the transition t(b, 0, O, D, N S) to the machine. We
then update the configuration according to the newly
generated transition and continue. This process continues until we have only two possible transitions left.
Once we allocate one of these, we then know that the
final remaining combination of state and input (say
Sh and Ih ) must be for the halting transition, and
so we complete the machine by adding the transition
t(Sh , Ih , 1, r, h).
When searching for universal unicorns, the assumptions on which these simplifications are based
do not apply. Firstly, the input is not always going to
be blank, and so the first transition will not always be
t(a, 0, 1, r, b). Secondly, it is not obvious that a universal machine will be exhaustive, i,.e. contain n × m
transitions9 , and so we will need to allow the generation of machines which have between 2 and n × m
transitions in them. Also, the halt transition cannot be assumed to be of the form t(S1 , I1 , 1, r, h), as
the final state of the machine may require the tape
pointer to move either left or right or to output an
arbitrary symbol in order to terminate with an appropriately encoded state of the machine. Finally the
TNF method, which works very well for busy beaver
machines, cannot be used here, both because we cannot assume that the input is blank (and hence we
do not know which transition will be used first) and
also because we do not assume that the machine must
be exhaustive. The latter objection could be overcome by allowing the halting transitions to be chosen ‘freely’, rather than always being the last to be
chosen. However, the former objection is more fundamental, as the TNF technique is very much predicated
on the knowledge of a single fixed input, which will
clearly not apply to a universal machine.
Hence whilst the results of the search for busy
beavers will provide some useful data against which
to compare results, the search space is smaller, and so
we will need to perform a larger search for universal
unicorns. In particular, we will need to ‘freely’ generate machines, rather than in the sequential manner
implied by the TNF process. For example, the TNF
process for 4 states and 2 symbols generates 527,590
machines to be tested. In the universal case, we will
require 8 transitions, each of which will have 2 (for
O) × 2 (for D) × 5 (for NS) = 20 possibilities. Note
that there are 5 possibilities for N S, as it is possible for any given transition to be the halting transition. This means that there are 208 = 28 × 108 =
25, 600, 000, 000 machines to be searched. It may be
possible to reduce this number by some clever analysis (such as not allowing the first transition used to be
the halting transition), but in any case it is clear that
this will involve a substantially larger search than the
busy beaver case.
5

Encoding Machines

A key issue, as we have seen, is the precise properties
of the encoding function. In this section we discuss
various issues related to this function.
5.1

Coding Functions

A natural place to start looking for such functions
is to see what functions have been used in the literature. In particular, there are a large number of
textbooks which discuss universal Turing machines,
9
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and whilst most such treatments give only an informal description of a universal Turing machine, most
such accounts explicitly define a coding function.
A good example is one given by Sudkamp (Sudkamp 2005) (3rd edition, pp. 327-328). Sudkamp informally describes a 3-tape universal Turing machine,
in which Tape 3 contains the simulated tape of M and
hence has w on it at the beginning of computation,
Tape 2 has the current state and Tape 1 has the encoded version of M . This machine is described rather
than explicitly given. However, our main interest here
is the coding function, which is as follows (both the
original machine and universal machine use the input
alphabet {0, 1} and the tape alphabet {B, 0, 1}). We
will define the encoding in terms of three functions
inputs(), states() and ops(), as below.
inputs(0) = 1
inputs(1) = 11
inputs(B) = 111

states(q0 ) = 1
states(q1 ) = 11
...
states(qn ) = 1n+1

ops(L) = 1

ops(R) = 11

A transition t(S, I, O, D, N S) is encoded as the
concatenation of the encoding of each of its elements,
with a 0 inserted between each element. Hence a transition is encoded as below.
states(S)0inputs(I)0states(N S)0inputs(O)0ops(D)
0 is used to separate components of a transition,
00 is used to separate transitions, and 000 is used to
indicate the start and end of the encoded machine.
Hence if M = [t1 , . . . tn ], then we have (writing
tr (ti ) for the encoding above):
code(M ) = 000tr (t1 )00tr (t2 )00 . . . 00tr (tn )000
Note that this may be classified as a unary code,
in that a variable number of 1’s is used to specify
which of the different states, inputs and directions is
meant, and the 0 is used only as a separator. It is
interesting to note that many textbooks have either
a similar code (i.e. some variation of a unary code),
or a code which involves a large number of symbols,
which is designed to simplify the construction of the
universal machine. Given that we will be testing a
given machine for universality, we are not in a position
to choose the number of symbols that may be used,
and so we will have to allow for a number of possible
codes.
5.2

Unary Codes

With this example code in mind, it is not hard to
specify some general conditions for unary codes to
ensure some minimal ‘sensible’ properties.
Let S be the set of states used in all machines in
M (so that for any M ∈ M, the states of M ⊆ S).
Let names(S) be an ordered sequence of names for
elements of S; for convenience, we will assume that
names(S) is the sequence s1 , s2 , s3 , . . .. If S is finite
then clearly so is names(S). Hence for any s ∈ S,
there is an i such that name(s) = si . We denote by
n(s) the sequence s1 , s2 , . . . si . Let Ops be the set
of all operations used in all machines in M . Usually
Ops = {l, r}.
A coding function is then defined in terms of
three components: a mapping on S, a mapping on
∆ and a mapping on Ops, denoted as states, inputs and ops respectively. We also assume that the
coding function is generated homomorphically from
its definition on individual transitions. This eliminates some of Colmerauer’s ‘cheat’ cases, in that
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there can be no definitions like “if the machine is
U then the empty string else ...”. This means that
if M has the transitions t1 , . . . tn , then code(M ) =
code(t1 )code(t2 ) . . . code(tn ).
To avoid ’lazy’ codes, which for example encode
the input symbol 1 as an entire machine, we insist on
the following properties:

Hence if we denote the separator between elements
of a transition as Sep1 , between transitions as Sep2 ,
and at the start and end of a machine as Sep3 , we
have the following four cases:
1. Sep1 = 0, Sep2 = 00, Sep3 = 000 (as in Sudkamp)

• For all s ∈ S, |states(s)| ≤ |n(s)| + 1

2. Sep1 = Sep2 = 0, Sep3 = 00

• For all i ∈ ∆, |inputs(i)| ≤ |∆| + 1

3. Sep1 = 0, Sep2 = Sep3 = 00

• For all o ∈ Ops, |ops(o)| ≤ |Ops| + 1

4. Sep1 = Sep2 = Sep3 = 0

This means that codes can be at worst unary,
and generally better than that. For example, if our
“target” universal machine has tape alphabet Σ =
{x, y}, then a maximally “worst” permissible coding
would be one that maps the states {s1 , s2 , . . . sn } to
{yx, yyx, yyyx, . . . y n x}.
Given such a unary code, it is not hard to see
that we do not need to consider the particular way
in which the symbols are used. If the language has
at least three symbols (including the blank symbol),
which we will denote as {B, 0, 1}, then it is not hard
to see that the it does not matter whether we choose
0 as the ‘separator’ and 1 as the ‘counter’, as above,
or 1 as the separator and 0 as the counter. In particular, if M is a Turing machine and we denote the
former alternative as code(), then for any machine M
which is universal with respect to code(), then there
is a machine M − which is universal with respect to
code− (), where code− () is the same as code(), except
that the roles of 0 and 1 are interchanged, and M − is
M under the following transformation:
For each transition t(S, I, O, D, N S) in M , we have
a transition t(S, swap(I), swap(O), D, N S) in M − ,
where swap(0) = 1 and swap(1) = 0.
When the language contains only two symbols (including a blank), then the same transformation can
be performed. In fact, if we denote the language (perhaps confusingly!) as {B, 1}, then it is arguably simpler to use 1 as the separator and B as the counter, as
then the representation of a machine on an otherwise
blank tape will be
111B1B1BB1BB1B11BB...111
Whichever version is preferred, we can identify a
‘canonical’ unary code in this way, knowing that if
there is a universal machine for one version of the
code, then there will be a universal machine for the
other version. There is some potential for variance
amongst the way that transitions are separated and
whether the 000 at the start and end of the machine
is strictly necessary. However, it is clear that one
does not need more symbols used in this way than
in Sudkamp’s code, and arguably less. In addition,
we clearly require at least one ‘separator’ between elements of an encoded transition and at least one at
the beginning and end of the machine. This means
that any savings on such separators will be at most
one symbol per transition plus 4 overall (as the 000
and 000 at the start and end of the machine could be
just 0 and 0). As there are three different kinds of
separator needed (between elements of a transition,
between transitions, and at the start and end of a
machine), there are four variations of this code that
seem reasonable to try:
1. All separators are distinct (as above)
2. Two are the same and one is not

It is possible that there could be other codes, such
as using Sep1 = 000000, but we are assuming that
this would not be used in preference to one of the
shorter codes above. This means that we could reasonably limit the search for a universal Turing machine to one of the above four cases, and to the case
when 0 is the separator symbol and 1 is the counter
symbol.
5.3

Binary Codes

A natural generalisation of unary codes is to use binary ones. To represent an n-state m-symbol machine
in an alphabet containing k symbols, we require the
following:
Element
Possible cases

S
n

I
m

O
m

D
2

NS
n+1

Note that n + 1 possibilities are needed for N S rather
than n as we need to allow for the halting state. This
means that each transition will require
dlogk ne+dlogk me+dlogk me+dlogk 2e+dlogk (n+1)e
symbols to encode it, and so each machine requires
up to
nm(dlogk ne + dlogk (n + 1)e + 2dlogk me + 1)
symbols (note that dlogk 2e = 1 as k ≥ 2). We are
assuming that there are no separators necessary here;
either we add them as above, or we can assume that
these are not necessary if n and m are known in advance. Knowing n and m in advance means that we
can determine the exact number of symbols used to
represent each of the elements of a transition, the
length of each encoded transition and the maximum
number of transitions, and hence no separators are
needed.
Hence given k symbols, in principle one can look
at codes of dimension 1, 2, . . . k. It is tempting to
say that a code of dimension k − 1 is unlikely to be
used if one of dimension k is possible; put a little
more starkly, why would anyone use a unary code if
a binary one could be used? Whilst this is a reasonable attitude for humans creating universal machines,
when it comes to searching a given class for universality, it seems highly appropriate to allow for such
‘improbable’ codes. One lesson that can be drawn
from the search for busy beavers is that humans are
not very good at constructing machines with complex
behaviours and a limited number of states, and so we
should be very careful about what assumptions are
made (and be very precise in stating exactly what
they are).
Now if our candidate machine M is used as an
input machine, then we can assume that k = m. This
means that each machine will require at most
nm(dlogm ne + dlogm (n + 1)e + 3)

3. All separators are the same
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symbols, as logm m = 1. Now if we assume that n <
m, and so n + 1 ≤ m, this becomes nm(1 + 1 + 3) =
5nm.
This shows that machines which have more symbols than states can be encoded more compactly than
machines with more states than symbols. This in itself is not a particularly deep observation; however,
this may help to explain a rather mysterious property of the busy beaver machines, which is that the
n-state 2-symbol machines seem to be a less complex
class than the 2-state n-symbol machines. Consider
the table below.
States
2
3
2
4
2
3
5
2

Symbols
2
2
3
2
4
3
2
5

Productivity
4
6
9
13
2,050
374,676,383
≥ 4098
≥ 1.7 × 10352

Steps
6
21
38
107
3,932,964
119,112,334,170,342,540
≥ 47, 176, 870
≥ 1.9 × 10704

This greater productivity may reflect the greater
compactness of representation possible. More particularly for the search for universal machines, this
suggests that we are more likely to find universal machines in the 2-state n-symbol class than the n-state
2-symbol class.
6

Process

So in order to perform an automated search for universality, we need to do the following:
1. Determine the appropriate definition of input
machines. This will include whether or not the
machine is deterministic, how many tapes, and
tape heads it has, whether the tape (or tapes) is
infinite in one direction only or both directions,
and whether or not an explicit halting transition
is required.
2. Determine the appropriate definition of candidate machines. Generally this would be the same
class of machines as the input machines, but this
method will allow for possibilities such as Wolfram’s universal machines, which always do not
terminate, and terminating machines are simulated by infinitely repeating the encoding of the
final configuration of the terminating machine.
3. Determine whether or not universal machines
are required to be faithful. This may often be
implicit from the class of machines chosen in 2
above, but it seems appropriate to insist that an
explicit statement be made.
4. Determine the precise notion of universality; in
particular, it should be stated whether this notion is result-oriented or process-oriented.
5. Determine the architecture. This involves choosing the general strategy of how the input machine will be presented to the candidate machine,
such as how many copies of the input machine are
used, and where the copy or copies will be placed
on the tape. We will assume that only one copy
is used unless explicitly stated otherwise.
6. Determine the encoding. If there are k symbols in
the language of the candidate machine, it seems
that it will be necessary to try at least one i-ary
code for each 1 ≤ i ≤ k.
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7. Determine an appropriate criterion to be applied
to the class of candidate machines. This is likely
to be a necessary but not sufficient test (like the
pseudo-universality discussed above).
We refer to 1-6 above as the universality context
in which the universality criterion is evaluated.
If we find a machine which passes the test in 7,
then either we have found a universal machine, or
at least a likely candidate for one, which may require further analysis. Machines which fail the test
can be definitively stated to be not universal for this
universality context, and for any reasonable criterion
and universality context, it seems reasonable to expect that most machines will fail. However, in order
to state that a machine is not universal for any universality context will clearly take significantly more
work.
The above process will be used to design implementations which generate appropriate classes of machines and test them for universality. We have commenced work on such an implementation, but it is not
yet complete.
It should be noted that such empirical searches
will always have limitations; in this case, it would
appear to be the variety of different universality contexts, and in particular, the variety of possible encoding functions. However, it is hoped that even some
partial success in this way will help shed some light
on the issue of how small universal machines can be
expected to be.
7

Implementation

We are developing a prototype implementation which
will initially use the following universality context:
1. normal exhaustive machines
2. normal exhaustive machines
3. faithful machines
4. process-oriented universality
5. Colmerauer’s architecture
6. Sudkamp’s encoding
We will use the pseudo-universality criterion of
Definition 1 in this universality context.
We will first apply this universality criterion in this
universality context to the class of 2-state 2-symbol
machines. Whilst it is known that there are no universal machines in this class, this will give us some
indication of how precise our criterion for pseudouniversality is. As we are clearly unable to directly
test M on codek (M ) for all k ≥ 1, we will test all
values of k up to some maximum value, such as 10.
The most difficult task will be to evaluate whether
the computation of M on t is simulated by the computation of M on codei (M ). As we are requiring candidate machines to be faithful, one first test we can
apply is whether the termination behaviour of M on
t and M on codei (M ) ‘match’. In other words, if
M on t terminates, then so should M on codei (M );
otherwise, M is clearly not universal. Similar comments apply if M on t does not terminate but M
on codei (M ) does. When both terminate, we may
also conclude that M is not universal if the length of
computation of M on t is longer than that of M on
codei (M ). As we are using process-oriented universality, for any universal machine M , the computation
of M on codei (M ) must be at least as long as that of
M on t (and possibly longer).
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Further analysis will presumably require a more
direct comparison of the computation of M on t and
M on codei (M ), to check that each configuration of
M on t appears in encoded form in the computation
of M on codei (M ).
8

Issues

A number of issues remain to be settled. We discuss
a few of them here.
Is universality decidable?
This is not a question that appears to have been addressed previously, to the best of the author’s knowledge. It would seem likely that the answer is no,
i.e. that the universality of a given machine, for any
universality context, is undecidable. Note that this
is a more general problem than the one being addressed above, as this problem does not restrict the
size of the machine M . In other words, if M is the
class of all Turing machines of any size (however Turing machines are defined), the problem is to determine whether an algorithm exists or not to determine
whether any given M ∈ M is universal (however universality is defined).
Similar questions arise about the simulation of M
on t by M on codek (M ), i.e. whether or not it is possible to give an algorithm for any M ∈ M to determine
whether the computation of M on t is simulated by
M on codek (M ). This problem has some minor variations, such as whether this holds for a given value
of k, or whether it holds for some k, or for all k. It
is well-known that it is undecidable whether M on
t terminates or not (Sudkamp 2005). However, note
that this problem involves a relative judgement, in
that it is not whether the computation of M on t
terminates or not, but whether this computation is
simulated by M on codek (M ). This means that the
decidability of this problem is not obviously inconsistent with the undecidability of the termination of M
on t. On the other hand, it seems intuitively likely
that this problem is undecidable. Similar remarks apply to the more general question of whether it is decidable that the simulation of M1 on w is simulated
by M2 on code(M1 )w.
Note that even if all of these problems are undecidable, this does not render our quest hopeless. As we
are evaluating machines of a fixed size, there are only
a finite number of machines under consideration at
any particular time. This means that we are addressing a decidable instance of the more general problem.
In particular, even if the general problem of testing for
universality (i.e. over all possible Turing machines) is
undecidable, testing for universality over a finite set
of machines is decidable.
It should be noted that a property that we call
the finite decision anomaly will apply here. This
is that any decision problem over any finite set is decidable, as there are only a finite number of possible
decisions – in particular, for a set of n elements and a
decision with 2 outcomes, there are 2n possible decisions, and for each one of these there is an algorithm
that appropriately assigns ‘yes’ or ‘no’ for each element of the set. For the universality test, this means
that for any class of machines Mn of size no more than
n, there is always a decision procedure for universality.10 Hence even if the general test for universality
is undecidable, then it is still possible to determine
universality up to any given size of machine. This
would be entirely analogous to the busy beaver problem, for which the general problem is undecidable,
but for any given k, there is an algorithm to compute
10

Although, somewhat paradoxically, knowing this gives us absolutely no information as to what the decision procedure may be.

the corresponding busy beaver value. Hence although
there is no general algorithm, there is an algorithm
for any given input value. This may be thought of as
a concept of infinity which is particularly apt for theoretical computer science, in that for any finite value
k we can compute the busy beaver value, but there is
no single algorithm which will compute this value for
an arbitrary n.
What proportion of machines are universal?
If we denote by Mn the set of all Turing machines of
size ≤ n, for a given universal context, we may define
the universal proportion as the ratio
|UMn |
|Mn |
where UMn is the set of all universal machines in Mn .
This leads us to ask a number of questions. For a
given set of machines Mn , is there at least one universal context for which the universal proportion is nonzero? Is there more than one such universal context?
What is the maximum universal proportion within a
given universal context but across all applicable encoding functions? What is the maximum universal
proportion across all universal contexts?
Criteria for universality
We have seen how Colmerauer’s property can be used
to derive a pseudo-universality test. Another possibility is to determine some other ‘test’ machine M and
input w and to determine whether U on code(M )w
simulates M on w. It is tempting to choose M and w
so that the computation of M on w is rather complex,
on the grounds that if the corresponding computation
of U on code(M )w is not as complex, then U cannot
be universal. However, this means that the evaluation of universality is potentially quite complicated.
Hence finding such an M and w will require some
care.
Busy beavers on universal machines
If we have a universal machine U , then U on code(M )
simulates M on t. Hence if M is a machine of size
≤ k, then code(M ) is also of a limited size, and so we
can evaluate the busy beaver value for M ’s class of
machines by evaluating a finite number of inputs to
U . This suggests an alternative method for evaluating
busy beaver machines may be to find an appropriate
encoding and use it to find inputs for U . This is very
much in the spirit of Bátfai (Bátfai 2009), who has
shown how by ‘recombining’ machines and slightly
modifying the class of machines used (such as allowing a transition to leave the tape pointer stationary,
and not allowing for an explicit halting transition)
it is possible to generate machines with greater productivities than the known busy beaver champions.
This suggests that it may be interesting to evaluate
busy beaver candidates by representing them as an
appropriately size-restricted set of inputs to a universal machine (such as Colmerauer’s machine). In
particular, it seems natural to ask what is the smallest universal machine which is capable of simulating
busy beaver machines. As a given size of machine will
require only inputs of up to a given size (and hence
a finite number overall), a ‘fully universal’ machine
may not be required, but only a machine which can
simulate machines of up to a given size on the blank
input. Whether the minimal such machine is smaller
than the smallest universal machine remains an open
question.
9

Conclusions and Further Work

We have seen how the process of discovering universal machines, rather than constructing them, leads to
a number of issues that need to be addressed before
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an automated search can be carried out. We consider
this the first step in a long process of experimentation
to examine various classes of machines and apply various criteria for universality. Part of this process will
be to examine various universality contexts and to
investigate the differences between them, such as the
proportion of universal machines found.
The question of the decidability of universality remains to be settled. Assuming this is answered in
the negative, it then leads to the question of what
criteria for pseudo-universality may be appropriate.
We have discussed one such criterion, but there are
presumably several others.
Another intriguing possibility is to consider twodimensional Turing machines, i.e. machines which
use a rectangular working space, rather the onedimensional tape. In principle, such machines do not
extend the capabilities of one-dimensional Turing machines. However, this does not preclude the possibility that universal machines may be smaller for such
machines, or have some other differences that make
them easier to discover.
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Abstract
We study distributed broadcasting protocols with few
transmissions (‘shots’) in radio networks of unknown
topology. In particular, we examine the case in which
a bound k is given and a node may transmit at most
k times during the broadcasting protocol. We focus on oblivious algorithms, that is, algorithms where
each node decides whether to transmit or not with no
consideration of the transmission history. Our main
2
contributions are (a) a lower bound of Ω( nk ) on the
broadcasting time of any oblivious k-shot broadcasting algorithm and (b) an oblivious broadcasting protocol that achieves a matching upper bound, namely
√
2
O( nk ), for every k ≤ n and an upper bound of
√
O(n3/2 ) for every k > n. We also initiate the study
of the behavior of general broadcasting protocols by
showing an Ω(n2 ) lower bound for any adaptive 1-shot
broadcasting protocol.
Keywords: distributed algorithms, k-shot broadcasting, oblivious protocols, ad hoc radio networks.
1

Introduction

Energy efficiency has become a central issue in wireless networks, due to the constantly increasing use of
autonomous devices with limited power resources. A
lot of recent research focuses on how to accomplish
communication tasks in an energy-efficient manner
without compromising the system performance too
much. Much of the work so far has been devoted to
the problem of adjusting the transmission ranges of
nodes so that the energy cost is minimized.
However, if nodes transmit at a fixed power level it
makes sense to consider the number of transmissions
as an energy consumption measure. Such a study was
initiated by Gasieniec et al. [10], where broadcasting
protocols with few transmissions (‘shots’) per node
were considered for radio networks with known topology. Here, we study the problem in radio networks of
in which nodes have no knowledge of the topology of
the network.
We assume that a bound k is given and a node
may transmit at most k times during the broadcasting
∗
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protocol (k-shot broadcasting); note that the bound k
may well represent the number of transmissions that
the power supply of a node can handle. We also assume that the communication is synchronous, that is,
nodes may transmit or receive only at discrete time
slots; each such simultaneous transmission is called a
communication step. At each step a node may decide
to act either as a transmitter or a receiver. Whenever
a node transmits all its neighbors receive the message.
If, however, two neighbors of a node v transmit simultaneously then a collision occurs and v hears nothing
but noise, which is indistinguishable from background
noise (therefore we assume that collision detection is
not available).
We examine in particular the task of broadcasting.
In the beginning, there is a unique node (the source
node) which holds a message m, and the goal of a
broadcasting protocol is to disseminate m to every
node of the graph in a minimum number of steps.
We consider two types of protocols: adaptive and
oblivious protocols; the former refers to protocols
where a node may decide whether to transmit or not
by taking into account any information it has received
during the previous steps, while the latter term refers
to protocols where a node makes transmission decisions with no consideration of the transmission history. Even though adaptive protocols are more powerful, oblivious algorithms are much easier to implement and demand minimal processing time for each
node.
In this paper we mainly focus on oblivious protocols for k-shot broadcasting and study the way in
which the limitation on the number of transmissions
interacts with the time complexity the protocol. We
also initiate a framework for extending our results to
adaptive protocols.
Related work. Distributed broadcasting in radio
networks of unknown topology with no limitation in
the number of shots has been extensively studied in
the literature.
The problem was first introduced by Chlamtac and
Kutten [4]. Bar-Yehuda, Goldreich and Itai [1] gave
the first randomized protocol, which completes broadcasting in O(D log n+log2 n) expected time when applied to graphs with n nodes and diameter D. Several
papers followed [9, 14] that led to a tight upper bound
of O(D log(n/D) + log2 n).
As for the deterministic case, a lower bound of
Ω(n log n) for general networks was given by Brusci
and Del Pinto in [3], improved (for small D) to
Ω(n log D) by Clementi et al. [8]. Chlebus et al. [5]
gave the first broadcasting protocol of sub-quadratic
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time complexity O(n11/6 ). This bound was later improved to O(n5/3 log3 n) by De Marco and Pelc [17]
and then by Chlebus et al. [6], who gave an algorithm with time complexity O(n3/2 ) based on finite
geometries. Chrobak, Ga̧sieniec and Rytter [7] further improved the bound to O(n log2 n). Finally,
De Marco [16] gave the best currently known upper bound of O(n log n log log n), thus leaving a sublogarithmic gap between the upper and lower bound.
It should be noted that all the aforementioned algorithms with time complexity better than O(n3/2 )
are non-constructive; more specifically, the algorithms make use of combinatorial structures whose
existence is shown via the probabilistic method. The
best constructive bound so far is that of Indyk [11]
who presented a somewhat slower constructive version of the protocol of [7], achieving O(n logO(1) n)
time complexity. It is also noteworthy that all algorithms proposed so far for deterministic distributed
broadcasting in directed graphs are oblivious; this
seems to be inherently related to the fact that the
nodes have no knowledge about the graph topology.
For undirected networks, Chlebus et al. [5] gave a
deterministic O(n)-time broadcasting algorithm with
spontaneous wake-up, that is, nodes may transmit
even before receiving the source message. In case the
nodes do not use spontaneous wake-up, an optimal
O(n log n)-time broadcasting algorithm was presented
in [14].
As mentioned above, broadcasting with a limited
number of shots was first proposed in [10]. It has
also been considered in [12], where randomized algorithms were proposed; in both cases, only broadcasting in known networks was studied. Another approach to limiting the number of shots was presented
in [2], where the authors propose randomized algorithms which use few shots for each node and achieve
nearly optimal broadcasting time.
Our contribution. To the best of our knowledge,
the present paper is the first that addresses the issue
of deterministic k-shot broadcasting in general radio
networks of unknown topology.
2
We show (a) a lower bound of Ω( nk ) on the broadcasting time of any oblivious k-shot broadcasting
algorithm and (b) an oblivious broadcasting protocol that achieves a matching upper bound, namely
√
2
O( nk ), for every k ≤ n and an upper bound of
√
O(n3/2 ) for every k > n. This bound implies the
following tradeoff between time complexity and the
number of maximum transmissions per node:

√
2
for k ≤ n,
Θ(n )
#shots × #steps = Ω(n2 )
and
√

3/2
O(k · n ) for k > n.
In order to prove the lower bound, we develop
a technique which, given an oblivious protocol, constructs a graph (a collision graph) which succeeds in
blocking the progress of broadcasting for sufficiently
many steps. It should also be noted that the lower
bound holds even in the case of oblivious broadcasting
in symmetric (undirected) networks.
Our algorithm which matches the lower bound is
based on the O(n3/2 )-time algorithm of [6]. An unexpected consequence of our results is that we may
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√
impose a n-shot restriction on the algorithm of [6]
without affecting its performance.
Finally, for the case of 1-shot broadcasting, we
prove that the lower bound Ω(n2 ) holds even for adaptive algorithms that are as strong as possible (in the
sense that they can make use not only of their own history but also of the complete history of other nodes).
2

Model and Preliminaries

Following [6], [5] we model a radio network as a
directed graph. This means that if between two
nodes u and v there exists an edge (u, v) but not
the opposite edge (v, u), then node u can transmit
to node v, but not vice versa. Furthermore, we assume that the nodes have unique labels from the set
V = {1, 2, . . . , n}, where n is the number of nodes in
the network. Initially, a node is aware only of its own
label and whether it is the source node or not. This
means that it has no knowledge, full or partial, about
the topology of the underlying graph. We also assume
that every node knows the size n of the network.
We consider protocols under the assumption that
a node may transmit only after it has received the
source message, i.e. there are no spontaneous transmissions. Moreover, we assume that the nodes are
not capable of detecting collisions, that is, if an attempt to transmit to a node v was unsuccessful, then
v is not able to sense it.
We say that a broadcasting algorithm (or protocol)
completes broadcasting when all nodes of the network
have received the source message. For our purposes,
the running time or broadcasting time of an algorithm
is a function of the size of the network n and is defined
as the worst-case number of steps needed to complete
broadcasting over all possible network topologies of
size n.
We now define the notion of oblivious k-shot protocols. As mentioned earlier, a protocol is oblivious if
nodes do not take into account any information that
may be gained during the execution of the protocol.
Formally, an oblivious protocol can be succintly described as a sequence of transmission sets, which are
subsets of the node set V . We call such a sequence
a schedule. Once a node receives the message at step
t, it wakes up and transmits at the first k steps after
t in which it appears in the transmission set. This
model (in the unlimited shot sense) captures an important class of broadcasting algorithms, since most
known algorithms for deterministic broadcasting in
networks with unknown topology fall into this class
([6], [5], [7], [9], [16]).
Finally, we introduce some useful notation. We
refer to a path graph S as a chain and denote by
V (S) the set of its nodes. For simplicity, we denote
by |S| the number of nodes in S. We also say that a
graph G starts with a chain S when S is a subgraph
of G, no node in S but the last is connected to nodes
in V \ V (S) and the source is the first node of the
chain. We define the concatenation of two chains S1
and S2 , denoted by S1 ◦ S2 , as the graph consisting of
S1 and S2 with the last node of S1 connected to the
first node of S2 , and no other edge between S1 and
S2 . We will also denote by S ◦ w the concatenation of
chain S with the chain consisting of a single node w.
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A Lower Bound for Oblivious k-shot
Broadcasting

3

2

In this section we prove an Ω( nk ) lower bound for any
oblivious k-shot broadcasting protocol. We first need
to introduce some more notation.
We denote by shots(v, T ) the minimum between k
and the number of times v appears in a transmission
set after step T . Note that shots(v, T ) is the number
of times node v will transmit if it receives the message
at step T . Let also ti (v, T ), where i ≤ shots(v, T ),
be the step where node v appears for the i-th time in
a transmission set after step T . Moreover, we define

t (v, T )
if i ≤ shots(v, T ),
t≤i (v, T ) = i
tshots(v,T ) (v, T ) otherwise.
We say that a sequence of nodes S = hv1 , . . . , v|S| i
occurs in a schedule S if there is a subsequence S ′ =
hT1 , . . . , T|S| i of transmission sets in S such that for
all i = 1, . . . , |S|, it holds that vi ∈ Ti . The first
occurrence of sequence S after some step T is defined
in a similar way, where in addition we ask for T1 to
appear after step T and for T|S| to appear as early as
possible in the schedule. We denote by t1 (S, T ) the
step where T|S| appears.
Now, let us consider an oblivious k-shot broadcasting protocol P. We will show that for any such
protocol there is a graph SP , which we explicitly construct, that delays the progress of broadcasting as
much as the claimed bound. In order to show this,
we will prove two lemmata.
Lemma 3.1. Consider a sequence S and let T =
t1 (S, 0). Consider also any set Q ⊆ V \ V (S). Then,
there exists a node w ∈ Q such that
t≤k (w, T ) ≥ T + |Q| − 1
Proof. We first define a bipartite graph G = (A, B, E)
as follows. The upper set A corresponds to the nodes
in the set Q′ = Q \ {vt }, where vt is an arbitrary
node in Q. Let L = maxu∈Q′ t≤k (u, T ), that is, the
last step in which some node from Q′ transmits if
it receives the message at step T . We set node w
to be the node that maximizes L. The lower set B
corresponds to steps from {T + 1, . . . , L} in which
some node from Q′ transmits. If node u transmits at
step t, we add an edge between u ∈ A and t ∈ B (see
Figure 1 for an example of the construction).
Q′ = {1, 2, 3}, k = 2
1

2

3

L

T +1
{2, 4}

!!"# $"% A

{3, 1}

{2, 1}

&'("# $"% B

{3, 5, 4}

Figure 1: Example of the construction of the bipartite graph for a 2-shot protocol: nodes 1, 2, 3 are on
the upper set A and the schedule after step T is
{2, 4}, {3, 1}, {5}, {2, 1}, {3, 5, 4}, . . . . We have that
L = T + 5.

We say that an induced subgraph H of G is conflicting if for any node w ∈ V (H) the following two
properties hold:
1. If w ∈ A, then all neighbors of w in G also belong
to V (H)
2. If w ∈ B, then degH (w) > 1
Note that in H, no vertex of B has only one neighbour, which means that all transmission sets included
in H contain at least two nodes.
Let us now state and prove the following property:
G contains no conflicting subgraphs.
Indeed, suppose that G has some conflicting subgraph H = (A′ , B ′ , E ′ ). Consider the graph Gt with
the following topology: graph Gt starts with the chain
corresponding to S and the last node vS of S is connected to all nodes in A′ . Moreover, vt is connected to
every node in A′ and has no other neighbors. At step
T , vS transmits and all nodes in A′ get the message.
However, nodes in A′ transmit only at steps in B ′ ,
according to the first property of H. Since every step
in B ′ has at least two neighboring nodes in A′ , the
corresponding transmission set contains at least two
nodes possessing the source message and therefore a
conflict occurs at every such step. Moreover, by the
end of step L, every node in A′ either has transmitted
k times or has no more transmissions available. Thus,
vt never gets the message, which is a contradiction.
Based on this property, it is easy to see that G has
at least one vertex u ∈ B with degG (u) = 1 (otherwise
G would be a conflicting subgraph itself). Suppose
now that we remove u along with its only neighbor
to obtain graph G′ . Notice that G′ is an induced
subgraph of G and for any node u ∈ A ∩ G′ , all its
neighbors belong to V (G′ ). Consequently, G′ cannot
be a conflicting subgraph, thus there exists some vertex u′ ∈ B such that degG′ (u′ ) = 1. This process
may continue |Q| − 1 times (since each time we remove at most one node from A), until all nodes in A
are chosen. Intuitively, this process maps each node
to a unique step in B. Thus, |B| ≥ |Q| − 1, therefore
L ≥ T + |Q| − 1.
Lemma 3.2. Consider a sequence S and let T =
t1 (S, 0). Then, there exists a sequence R of length at
most k such that
t1 (R, T ) ≥ T + n − |S| − k
Proof. Let Q = V \ V (S). We first construct a set
W = {w1 , w2 , . . . , wk } ⊆ Q of size k as follows. We
apply lemma 3.1 to S and Q; thus, there exists a node
w1 such that t≤k (w1 , T ) ≥ T + |Q| − 1. Generally, for
any i ≤ k, we apply lemma 3.1 to S and set Qi =
Q\{w1 , . . . , wi−1 }, in order to obtain a node wi such
that t≤k (wi , T ) ≥ T + |Qi | − 1 = T + |Q| − i. Thus,
the set W we obtain has the following property: for
any w ∈ W , it holds that t≤k (w, T ) ≥ T + |Q| − k.
In the sequel, we will show that we can extend
S using nodes in W as follows: we first choose the
node r1 which maximizes t≤1 (r1 , T ), then we choose
the node r2 which maximizes t≤2 (r2 , T ), and so on.
Of course we need to take care of extreme cases, for
example when all nodes except r1 have t≤2 (u, T ) ≤
t1 (r1 , T ). We next show formally this claim.
We use the nodes from W to construct a sequence R = hr1 , . . . , rk i of length k. We will allow that some places in R are empty by setting, e.g.
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for the i-th place, ri = ε. The construction proceeds as follows: in order to compute ri , we calculate the value Mi = maxv∈W \{r1 ,...,ri−1 } {t≤i (v, T )}.
If Mi ≤ maxj<i {Mj }, then we set ri = ε. Otherwise, we set ri to be the node which maximizes Mi .
Intuitively, ri node with the latest i-th transmission
among the remaining nodes of W .
We will show that t1 (R, T ) = maxi {Mi }. In order to prove this, we will prove by induction that
t1 (hr1 , . . . , ri i, T ) = maxj≤i {Mj }.
For the induction base, we observe that r1 first
appears at step M1 , thus the proposition trivially holds. Now, let us examine the sequence
hr1 , . . . , ri+1 i. By the induction hypothesis, we know
that t1 (hr1 , . . . , ri i, T ) = maxj≤i {Mj }. We now distinguish two cases.
• ri+1 = ε: Then, we have t1 (hr1 , . . . , ri+1 i, T ) =
t1 (hr1 , . . . , ri i, T ). Moreover, due to the construction, it holds that Mi+1 ≤ maxj<i+1 {Mj }.
Thus, maxj≤i+1 {Mj } = maxj≤i {Mj } and, using
the induction hypothesis, the proposition holds.
• ri+1 6= ε:
In this case, it holds that
ti+1 (ri+1 , T ) = Mi+1 and that Mi+1 >
maxj<i+1 {Mj }. Thus, maxj≤i+1 {Mj } = Mi+1 .
Furthermore, the previous i occurrences of ri+1
are not later than step maxj≤i {Mj } by construction. Consequently, t1 (hr1 , . . . , ri+1 i, T ) =
Mi+1 = maxj≤i+1 {Mj }.
Now, let us consider the last node rj of R such
that rj 6= ε. Clearly, it holds that ∀i 6= j : Mj ≥ Mi
and that t1 (R, T ) = maxi {Mi } = Mj = t≤j (rj , T ).
In the case where j = k, we have that t≤j (rj , T ) =
t≤k (rk , T ). Otherwise, since ri = ε for i > j, no node
in {wj+1 , . . . , wk } occurs after step t≤j (rj , T ), thus
t≤j (rj , T ) ≥ t≤k (p, T ) for any p ∈ {wi+1 , . . . , wk }.
In any case, there exists a node q ∈ W such that
t1 (R, T ) ≥ t≤k (q, T ). However, t≤k (q, T ) ≥ T +|Q|−k
by construction of set W . Consequently, t1 (R, T ) ≥
T + |Q| − k = T + n − |S| − k.
We now use repeatedly lemma 3.2 in order to prove
the main result of this section.
Theorem 3.3. For any oblivious k-shot broadcasting
protocol P, there exists a graph SP where P needs
2
Ω( nk ) steps to complete broadcasting.
Proof. Consider the source node v0 . W.l.o.g. we may
assume that v0 appears in the first transmission set
and thus t1 (hv0 i, 0) = 1. Then, from lemma 3.2 with
S = hv0 i, there exists a sequence S1 of length at most
k such that T1 = t1 (hv0 i ◦ S1 , 0) ≥ n − k.
Now, we may apply lemma 3.2 with S = hv0 i ◦ S1
so as to find a sequence S2 , where T2 = t1 (hv0 i ◦ S1 ◦
S2 , 0) ≥ T1 + n − 2k − 1 and S2 has length at most
k. We may continue this process until all nodes have
been chosen. Thus, we can construct a sequence SP
of nodes which occurs for the first time at step
⌊k⌋
X
n

j=1

(n − jk − 1) + Ω(1) = Ω(

n2
)
k

The chain SP corresponding to this sequence S is the
claimed graph.
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4

An Oblivious Algorithm for k-shot Broadcasting

We will present an oblivious algorithm (Oblivious kShot) which is based on the algorithm presented in
[6] and performs optimal k-shot broadcasting in time
√
√
2
O( nk ) for any k ≤ n. For k ≥ n, the algorithm
completes broadcasting in O(n3/2 ) steps, matching
the time performance of the algorithm in [6].
Let
√ p be the smallest prime greater than or equal
to ⌈ n⌉. We map a node with label i to the point
hi div p, i mod pi. A line La,b with direction a (a =
0, . . . , p) and offset b (b = 0, . . . , p − 1) is defined as
the following set of points:

La,b =



{hx, yi : x ≡ b (mod p)}
{hx, yi : y ≡ a · x + b (mod p)}

if a = p,
otherwise.

It is easy to observe that the sets defined have the
following useful properties, which will be crucial in
analyzing the running time of the algorithm.
• There are p disjoint lines in each direction, one
for each offset.
• The total number of distinct lines is p · (p + 1).
• Each line contains exactly p nodes.
• Each node belongs to p + 1 lines, one in each
direction.
• Two lines of different directions have exactly one
node in common.
• For any two different nodes, there is exactly one
line that contains both of them.
The algorithm multiplexes two different procedures, the classic Round-Robin procedure where
nodes transmit alone, one after the other (transmission sets as singletons), and the Line-Transmit procedure, where lines are used as transmission sets.
Note that we do not need to set specific termination
conditions, because the k-shot restriction guarantees
termination.
Procedure Round-Robin
while not finished do
for v = 1, 2, . . . , p2 do
node v transmits
end
end
Procedure Line-Transmit
while not finished do
for a = 0, . . . , p do
/* STAGE */
for b = 0, . . . , p − 1 do
all nodes in La,b transmit
end
end
end
p
We define K = ⌈ k−2
⌉ and the procedures are multiplexed such that a step of the Line-Transmit is
followed by K steps of the Round-Robin procedure
(see Figure 2).
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Algorithm 3: Oblivious k-Shot
p
⌉;
K = ⌈ k−2
while not finished do
perform a Line-Transmit step ;
perform K Round-Robin steps ;
end
%&'()*%&+,(
K
...

La,1

La,2
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La,3
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Figure 2: The multiplexing of the procedures LineTransmit and Round-Robin.
Before we analyze the time complexity of the algorithm, we need to examine whether the Oblivious kShot algorithm will accomplish broadcasting in any
graph. Notice that it suffices to prove that every node
transmits alone at least once.
Lemma 4.1. In Oblivious k-Shot, every node
transmits at least once as the only node in the network.
Proof. Assume that node v receives the message at
some step t. We will show that v transmits at least
once at some step of the Round-Robin procedure.
In order to obtain a contradiction, let us assume that
v transmits all k times during the Line-Transmit
procedure. Since each node transmits exactly once
during a stage, this means that v transmits at k consecutive stages.
We will now compute the number of RoundRobin steps during these k stages. Note that each
stage has p line transmissions and after each line
transmission K Round-Robin steps are performed.
Thus, we have at least (p · (k − 2) + 1) · K > p ·
p
⌉ ≥ p2 Round-Robin steps. Clearly,
(k − 2) · ⌈ k−2
this means that v would appear at least once at a
Round-Robin step during this period, which yields
a contradiction.
Let us now examine the time complexity of this
broadcasting protocol. We say that we make one unit
of progress in two cases: (a) each time a node receives the message (in this case we say that the node
becomes active) and (b) when all neighbors of a node
receive the message (in this case that the node becomes passive). Achieving progress 2n−1 means that
every node has received the message and thus broadcasting is complete.
We next prove a useful lemma. Let r < k be a
constant which we will fix later so as to optimize the
analysis.
Lemma 4.2. Let F be the set of active nodes at the
beginning of stage c. If |F | ≤ k/r, then the average progress per stage during the next r · |F | stages is
constant.
Proof. Let us consider the set of consecutive stages
C = {c, c + 1, . . . , c + r · |F | − 1}. If every node in

F becomes passive during C, then the progress is at
least |F |, and thus the average progress per stage is
|F |
1
at least r·|F
| = r.
Otherwise, there exists some node v ∈ F that
remains active after C. Note first that v has not
completed its k shots during C, for otherwise by
lemma 4.1, it would have broadcasted alone and thus
would have become passive. Therefore, node v transmits during all stages of C.
Then, there must exist (r − 1) · |F | stages during
which v transmits as the
√ only node from F . This is
because r · |F | ≤ k ≤ n ≤ p and hence any node
from F may collide at most once with v during C
(due to line properties). This means that there must
exist at least (r − 1) · |F | nodes outside F that collide
with v during C. All these nodes have obtained the
message during C, which implies an average progress
|
= 1 − 1r .
per stage of at least (r−1)·|F
r·|F |
Thus, the average progress per stage is at least
min{ 1r , 1 − 1r }, which is a constant.
It is easy to see that the average progress is maximized when r = 2. Then, we have that if |F | ≤ k/2,
the average progress per stage is at least 1/2.
Theorem 4.3. Oblivious k-Shot completes k-shot
√
2
broadcasting in O( nk ) steps for k ≤ n and O(n3/2 )
√
steps for k > n.
Proof. We will calculate the time needed to make
progress 2n − 1. Clearly, if at any stage the number
of active nodes is more than k/2, then the RoundRobin procedure guarantees that the progress over
the next O(n) steps is at least k/2. Thus, the average progress per step is Ω(k/n). Otherwise, the
number of active nodes will be at most k/2 and thus
the progress per stage will be at least 1/2 by using
lemma 4.2 with r = 2. Since each stage, together with
the corresponding Round-Robin transmissions, has
p · (K + 1) = O(n/k) steps, the average progress per
step is again Ω(k/n). Consequently, we have that the
2
total time complexity will be O( nk ).
√
For any number of shots greater than n, one
√
may use Oblivious k-Shot restricted to k = n
shots, thus obtaining an O(n3/2 ) broadcasting algorithm.
5

Beyond Oblivious Broadcasting

In this final section, we present an Ω(n2 ) lower bound
which holds for any adaptive algorithm for the special
case of 1-shot broadcasting. The bound holds not
only for directed, but also for symmetric graphs.
We first need a formal definition of an adaptive
broadcasting protocol. We will use the model proposed by Kowalski and Pelc [15]. We denote by
Ht (v) the message history of node v until the end
of step t. Specifically, Ht (v) is a sequence of pairs
(M1 , M2 , . . . , Mt ). M1 is either the pair (0, ∅) (we
call this empty history) or the pair (s, m), where m is
the message of the source node and s is the label of
the source node. If node v does not receive a message
at step i, then Mi = (0, ∅). Otherwise, Mi is the pair
(w, Hi−1 (w)), where w is the label of the node from
which node v received a message at step i.
A broadcasting protocol can now be defined by
a function π(v, t, Ht−1 (v)), which takes values in the
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set {receive, send}. The function decides whether
node v with message history Ht−1 (v) acts as a receiver (receive) or as a transmitter (send) at step
t. If v acts as a transmitter, it sends the message
(v, Ht−1 (v)). Note that it is enough to restrict our
attention to sending only the entire history of the
transmitter, since the receiver can always deduce any
information from the received history.
Let us consider any deterministic 1-shot broadcasting protocol P which completes broadcasting in
any graph with n nodes. We construct a graph GP
such that broadcasting is slowed down as much as
possible. We start by considering the family G0 of
all possible connected graphs with n nodes. The construction proceeds by considering the steps of protocol P, at each step refining the family of graphs. We
will show that by the end of the construction, we are
left with a graph in which P completes broadcasting
in Ω(n2 ) steps.
We divide the construction into n − 3 phases and
denote by Gi the family of graphs by the end of phase
i. The construction is based on the following lemma.
Lemma 5.1. Assume that the family Gi−1 includes
only graphs which start with a chain S with i nodes
(i ≤ n − 3) and the last node vS of S transmits no
earlier than step T . Then, there exists a node w ∈
S = V \ V (S) such that the family Gi includes only
graphs which start with chain S ◦ w and w transmits
no earlier than step T + n − i.
Proof. For simplicity, we set H0 = Gi−1 . We also denote by H0w ⊆ H0 the family of graphs in H0 where
node w is connected to vS . Without loss of generality, let us assume that node vS transmits its history HT −1 (vS ) at step T . In any graph G ∈ H0w ,
node w receives the same history HT −1 (vS ) at step
T and has received only empty history before step
T . Thus, for any graphs Ga , Gb ∈ H0w , it holds that
HT (w, Ga ) = HT (w, Gb ) = HT (w). Since protocol P
determines the action of any w at step T + 1 from
π(w, T + 1, HT (w)), the action of any node w is the
same for any graph in H0w and we denote it by πS (w).
Assume that for wi , wj ∈ S it holds that πS (wi ) =
πS (wj ) = send. Then, consider any graph Gij ∈
w
H0wi ∩ H0 j such that wi and wj are the only nodes
connected to a node vt . At step T + 1, the nodes wi
and wj transmit simultaneously, a collision occurs and
thus vt never gets the message, a contradiction (see
Figure 3). Thus, there exists at most one node w1 ∈ S
such that πS (w1 ) = send. In this case, we refine the
family of graphs to the family H1 = H0 \ H0w1 and
set S 1 = S \ {w1 }. Otherwise, when no node from S
transmits, we set H1 = H0 and S 1 = S.
!+ (",'!!'(! "!#$ T

from V (S) transmit at step T + 1. Consequently, all
the nodes in S 1 may receive a message only from vS
and thus the history (and action) of any node w ∈ S 1
is the same for any graph in H1w . Using the same
argument as before, there exists at most one node w2
such that π(w2 , T + 2, HT +1 (w2 )) = send. Then, we
further refine the family of graphs to H2 = H1 \ H1w2
and set S 2 = S 1 \ {w2 } (or H2 = H1 , S 2 = S 1 if
no node transmits at T + 2). We may apply this
argument repeatedly at least n − i − 1 times, each
time further refining the family of graphs. The final
family Gi = Hl (l ≥ n − i − 1) consists of graphs
where the only node of S l = {wl+1 } is connected
to vS ; thus, every graph in Gi starts with the chain
S ◦ wl+1 . Moreover, wl+1 does not transmit earlier
than step T + l + 1 in any graph of Gi .
Theorem 5.2. For any 1-shot broadcasting protocol
P, there exists a graph GP where P needs Ω(n2 ) steps
to complete broadcasting.
Proof. We will prove the lower bound using induction
on the number of phases. Specifically, we will show
that family Gi includes only graphs starting with a
chain of i + 1 nodes and that the lastP
node of the
i
chain does not transmit before step 1 + j=1 (n − j).
At the end of phase 0, the chain consists only of
the source node, which transmits at step 1. Thus, the
claim holds trivially. Using the induction hypothesis, we know that the family Gi includes only graphs
which start with a chain of i + 1 nodesP
and the last
i
node transmits no earlier than step 1 + j=1 (n − j).
Applying lemma 5.1, the construction refines the family Gi to Gi+1 , where every graph of Gi+1 starts with a
chain of (i + 1) + 1 nodes and the last node transmits
Pi
no earlier than step 1 + j=1 (n − j) + (n − i − 1) =
Pi+1
1 + j=1 (n − j).
After phase n − 3, the family Gn−3 includes only
three graphs (for each configuration of the remaining
two nodes). In one of the graphs (graph GP ), the protocol needs one more step to complete broadcasting.
Thus, in GP the protocol completes broadcasting no
earlier than step
1+

n−3
X
i=1

(n − i) + 1 =

n(n − 1)
−1
2

The proof of this theorem is constructive. Thus,
for any 1-shot broadcasting protocol P, we can actually construct a graph G where P needs at least Ω(n2 )
steps to complete broadcasting.

wi
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Figure 3: A collision graph: a conflict occurs when
nodes wi and wj transmit simultaneously. Since vt
has no other neighbors and the protocol is 1-shot, vt
never gets the message.
Clearly, for every graph in H1 , no node from S
transmits at step T + 1. This means that only nodes
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In this paper, we initiate the study of deterministic
k-shot broadcasting in radio networks with unknown
topology. We manage to show
√ an exact energy-time
tradeoff for values of k ≤ n. It remains an open
question of whether it is possible to match the lower
√
2
bound of Ω( nk ) for k > n.
It is also interesting to examine whether the lower
bound can also be generalized to hold for adaptive
k-shot protocols for any value of k. Finally, it would
be desirable to drop the requirement that the number
of nodes n is known to the nodes. It seems that the
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standard doubling technique cannot work in this case,
because of the k-shot restriction.
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Östlin, and John Michael Robson. Deterministic radio broadcasting. In Ugo Montanari, José
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