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Preface

Welcome to Perth and the 12th Australasian User Interface Conference, the forum for user interface researchers and practitioners at the Australasian Computer Science Week 2011. AUIC provides an opportunity for user interface researchers in the areas of HCI, CSCW, and pervasive computing to meet with
colleagues and with other computer scientists, and aims to strengthen the community of researchers in
Australasia.
The papers presented in these proceedings have been rigorously reviewed. Each paper received at least
three reviews. Out of 18 submitted papers, 8 papers were selected for presentation and publication. The
breadth and quality of the papers reflects the dynamic and innovative Australasian research environment.
We offer our sincere thanks to the people who made this year’s conference possible: the authors and
participants, the program committee members and reviewers, the ACSW organizers, and the Australian
Computer Society.

Christof Lutteroth
The University of Auckland
Haifeng Shen
Flinders University
AUIC 2011 Programme Chairs
January 2011
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Welcome from the Organising Committee

On behalf of the Australasian Computer Science Week 2011 (ACSW2011) Organising Committee, we welcome you to this year’s event hosted by Curtin University. Curtin University’s vision is to be an international
leader shaping the future through its graduates and world class research. As Western Australia’s largest
university, Curtin is leading the state in producing high quality ICT graduates. At Curtin Computing, we
offer both world class courses and research. Our Computing courses cover three key areas in IT (Computer
Science, Software Engineering and Information Technology), are based on the curricula recommendations
of IEEE Computer Society and ACM, the largest IT professional associations in the world, and are accredited by the Australian Computer Society. Curtin Computing hosts a top level research institute (IMPCA)
and offers world class facilities for large scale surveillance and pattern recognition.
We welcome delegates from over 18 countries, including Australia, New Zealand, USA, U.K., Italy,
Japan, China, Canada, Germany, Spain, Pakistan, Austria, Ireland, South Africa, Taiwan and Thailand.
We hope you will enjoy the experience of the ACSW 2011 event and get a chance to explore our wonderful
city of Perth. Perth City Centre is located on the north bank of the Swan River and offers many fun
activities and a wealth of shopping opportunities. For panoramic views of Perth and the river, one can visit
Kings Park or enjoy a relaxing picnic in one of the many recreational areas of the park.
The Curtin University campus, the venue for ACSW2011, is located just under 10km from the Perth
City Centre and is serviced by several Transperth bus routes that travel directly between Perth and Curtin
University Bus Station, as well as several other routes connecting to nearby train services.
ACSW2011 consists of the following conferences:
–
–
–
–
–
–

Australasian Computer Science Conference (ACSC) (Chaired by Mark Reynolds)
Australasian Computing Education Conference (ACE) (Chaired by John Hamer and Michael de Raadt)
Australasian Database Conference (ADC) (Chaired by Heng Tao Shen and Athman Bouguettaya)
Australasian Information Security Conference (AISC) (Chaired by Colin Boyd and Josef Piepryzk)
Australasian User Interface Conference (AUIC) (Chaired by Christof Lutteroth)
Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Jinjun Chen
and Rajiv Ranjan)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Kerryn Butler-Henderson and Tony Sahama)
– Computing: The Australasian Theory Symposium (CATS) (Chaired by Taso Viglas and Alex Potanin)
– Australasian Computing Doctoral Consortium (ACDC) (Chaired by Rachel Cardell-Oliver and Falk
Scholer).
The nature of ACSW requires the co-operation of numerous people. We would like to thank all those
who have worked to ensure the success of ACSW2011 including the Organising Committee, the Conference
Chairs and Programme Committees, our sponsors, the keynote speakers and the delegates. Many thanks go
to Alex Potanin for his extensive advice and assistance and Wayne Kelly (ACSW2010 chair) who provided
us with a wealth of information on the running of the conference. ACSW2010 was a wonderful event and
we hope we will live up to the expectations this year.

Assoc. Prof. Mihai Lazarescu and Assoc. Prof. Ling Li
Department of Computing, Curtin University
ACSW2011 Co-Chairs
January, 2011

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2011 in Perth. CORE, the peak body representing academic computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings, which
are a unique opportunity for our community to network and to discuss research and topics of mutual interest. The original component conferences ACSC, ADC, and CATS, which formed the basis of ACSWin
the mid 1990s now share this week with six other events - ACE, AISC, AUIC, AusPDC, HIKM, ACDC,
which build on the diversity of the Australasian computing community.
In 2011, we have again chosen to feature a small number of plenary speakers from across the discipline:
Heng To Shen, Gene Tsudik, ans Dexter Kozen. I thank them for their contributions to ACSW2011. I also
thank the keynote speakers invited to some of the individual conferences. The efforts of the conference
chairs and their program committees have led to strong programs in all the conferences again, thanks. And
thanks are particularly due to Mihai Lazarescu and his colleagues for organising what promises to be a
strong event.
In Australia, 2009 saw, for the first time in some years, an increase in the number of students choosing
to study IT, and a welcome if small number of new academic appointments. Also welcome is the news that
university and research funding is set to rise from 2011-12. However, it continues to be the case that perplace funding for computer science students has fallen relative to that of other physical and mathematical
sciences, and, while bodies such as the Australian Council of Deans of ICT seek ways to increase student
interest in the area, more is needed to ensure the growth of our discipline.
During 2010, CORE continued to negotiate with the ARC on journal and conference rankings. A key
aim is now to maintain the rankings, which are widely used overseas as well as in Australia. Management of
the rankings is a challenging process that needs to balance competing special interests as well as addressing
the interests of the community as a whole.
COREs existence is due to the support of the member departments in Australia and New Zealand, and I
thank them for their ongoing contributions, in commitment and in financial support. Finally, I am grateful
to all those who gave their time to CORE in 2010; in particular, I thank Alex Potanin, Jenny Edwards,
Alan Fekete, Aditya Ghose, Leon Sterling, and the members of the executive and of the curriculum and
ranking committees.

Tom Gedeon
President, CORE
January, 2011

ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2012. Volume 34. Host and Venue - RMIT University, Melbourne, VIC.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
AUIC
APCCM
AusPDC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computer Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Australasian User Interface Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and AUIC 2011 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

Curtin University of Technology,
www.curtin.edu.au
CORE - Computing Research and Education,
www.core.edu.au

Perth Convention Bureau,
www.pcb.com.au

Australian Computer Society,
Project:
Identity
Date:
November 09
www.acs.org.au

Client: Computing Research & Education
Job #: COR09100
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Abstract
This paper discusses and demonstrates the interplay
between system security and user interface convenience in CAPTCHA design, and in particular, mobile device CAPTCHA design. A CAPTCHA is a
computer-based security test used to distinguish human users from artificial users, preventing automated
abuse of networked resources. As mobile network
services improve, we can anticipate that future mobile network services will come under attack from automated programs. Importantly, while CAPTCHA
techniques have existed for Internet services for some
time, only limited work has been carried out to establish CAPTCHAs suitable for mobile device interfaces. The Drawing CAPTCHA (2006) is one of the
most well known systems of this type. Unfortunately,
though it is straightforward, it is not secure. To
demonstrate this, an image-processing technique is
newly proposed that breaks the Drawing CAPTCHA.
A new CAPTCHA approach is then introduced here
which is intended specifically for mobile devices. Experimental results suggest that this new CAPTCHA
design is user-friendly as well as secure.
Keywords: CAPTCHA, Mobile devices, Security UI
1

Introduction

In recent years, the development of the information
technology sector has meant that peoples day-to-day
use of the Internet has continually increased; and the
convenience of Internet services has increased in kind.
Unfortunately, abusive users such as hackers can exploit these internet resources for their own purposes
by using automated bots (simulated users) that can
reduce the performance of online systems for legitimate users. In order to avoid this situation, it is
important to be able to distinguish between valid human users and invalid computer bots on the Internet.
The Completely Automated Public Turing Test to
Tell Computers and Humans Apart (CAPTCHA) was
created to meet this need. A CAPTCHA is a form of
Turing Test that distinguishes human users and computer bots automatically (Pope & Kaur 2005). The
test is designed so that human users can answer any
questions or challenges easily, but computer-program
based imitators face considerably greater difficulty.
By considering the quality or correctness of a response, a judging computer can determine whether
the tested user is a human or a computer bot.
Copyright c 2011, Australian Computer Society, Inc. This
paper appeared at the 12th Australasian User Interface Conference (AUIC 2011), Perth, Australia, January 2011. Conferences in Research and Practice in Information Technology
(CRPIT), Vol. 117, Christof Lutteroth and Haifeng Shen, Ed.
Reproduction for academic, not-for profit purposes permitted
provided this text is included.

Figure 1: Example of a typical reading-based
CAPTCHA system.
This makes CAPTCHAs an interesting form of
user interface in two senses. Firstly, the CAPTCHA
interface is the essence of the application; remove the
interface and there is nothing left over. Secondly,
these interfaces attempt to optimally inconvenience
one class of users - ideally to the point where recognising or interpreting the interface is entirely intractable;
while simultaneously targeting the traditional HCI
goal of maximal convenience for regular users.
Internet-based CAPTCHAs are generally of two
forms: reading-based CAPTCHAs, and image-based
CAPTCHAs. Fig. 1 shows an example of a readingbased CAPTCHA. This kind of CAPTCHA is usually
composed of warped English characters and Arabic
numerals, overlaid by straight or curved lines that are
generated randomly and act as image noise. The challenge is to identify the characters that are obscured by
image noise and warping, and enter them into a text
box. An automated bot has difficulty deciphering the
underlying characters, since until recently there have
been no character recognition techniques that can understand what the characters are in the presence of
so much noise. On the other hand, humans can answer the question correctly using their natural abilities when faced with the task of character recognition
in a noisy environment. Humans use innate skills such
as visual continuity and learned knowledge (e.g. familiarity with computer fonts) in order to distinguish
letters and numerals by their shapes. In the example
shown in Fig. 1, a human user could type the correct
answer “BA7WVr8TX” very easily. If a user responds
to this kind of test correctly, the system employing
the CAPTCHA test to protect its online resources
will consider the user to be human. Otherwise, the
user is considered to be potentially an automated bot;
attempts to use resources will be rejected.
Academic research into CAPTCHAs has the form
of a friendly arms race. Typically, one group of researchers act as malicious users that attempt to defeat the latest CAPTCHA systems automatically, e.g.
(Mori & Malik 2005, Moy et al. 2004, Chellapilla et al.
2005, Chellapilla & Simard 2005). Meanwhile, an opposing group of researchers try to design new defensive CAPTCHA techniques in response to established
or anticipated attacks (Coates et al. 2001, Hoque et al.
2006, Baird & Bentley 2005, Misra & Gaj 2006). An
effective CAPTCHA system should balance the needs
of both computer security and human-friendliness.
Unfortunately, in practice, balancing these two opposing needs is difficult (Huang et al. 2008).
3
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Figure 2: Example of the Drawing CAPTCHA for
mobile devices. The user must connect the three red
diamonds with lines, to form a triangle. A correct
solution is indicated with arrowed black lines.

Figure 3: Overview of an algorithm for breaking the
Drawing CAPTCHA.
Internet-based CAPTCHAs suitable for home PCs
are relatively mature as a technology; but there is still
a need to effectively address the problem of designing CAPTCHAs suitable for the hardware interface
of common mobile devices. Consequently, this paper
proposes a new form of image-based CAPTCHA interface design, well-suited for mobile devices. The design utilizes the convenience of the touch-screen interfaces of mobile devices, and it is intended to be particularly approachable for younger or non-technical mobile device users. The CAPTCHA relies on implicit
human knowledge of 3-D world objects and scenes,
and the natural ability to recognize both overlapping
images and 2-D projections of 3-D objects.
The rest of this paper is organized as follows. Section II introduces the detail of the related Drawing
CAPTCHA system. Section III presents the proposed
erosion-based CAPTCHA-breaking algorithm which
operates against the Drawing CAPTCHA system.
Section IV introduces the proposed new “CAPTCHA
Zoo” scheme for mobile devices and presents our analysis. Finally, Section V provides our conclusions.
2

Related Work: The Drawing CAPTCHA

The majority of CAPTCHA techniques are designed
for use on home computers or laptops. However, increasingly people are accessing network resources using smaller mobile devices as well as regular computers. The development of a CAPTCHA userverification mechanism suitable for mobile devices is
therefore an issue which merits research attention.
In particular, the capabilities of touch-screen userinterfaces in mobile devices have proven very convenient for users. People can use their fingers directly on the screen surface to handle all device operations, from dialling voice calls and browsing websites to playing games and manipulating graphics.
In 2006, a CAPTCHA mechanism for mobile devices was proposed in (Shirali-Shahreza et al. 2006)
which was appropriate for use on a touch-screen device, named the Drawing CAPTCHA. A Drawing
CAPTCHA is an image-based CAPTCHA whereby
users draw appropriate lines on a screen in order to
pass the CAPTCHA challenge.
Fig. 2 shows an example of a Drawing CAPTCHA
that is intended for use on a mobile phone. This
system generates a gray-colored dotted background
to begin with as an obfuscation measure against
4

image-processing attacks. A significant number of
large square dots and a small number of even larger
diamond-shaped dots are then randomly drawn on
the screen. The user is asked to connect the diamondshaped dots. Therefore, the user must first find three
diamond-shaped dots; and secondly, connect them to
each other by drawing lines. There is no need to connect the dots in a sequence. If a user can respond
appropriately, they are considered to be human, but
if not, they are considered to be potentially an abusive automated program, and denied access.
This approach has two obvious advantages. Humans are currently considerably better able to recognize visually presented shapes in the presence of noise
than computers. Secondly, the interface - drawing
lines - is well suited to the touch-screen of many 3G
mobile devices. It may be observed that it is rather
more convenient for a user to draw lines with their finger or a pointing device, than enter characters using
a small virtual keyboard on the screen or using the
small set of buttons available as part of the numerical keypad on most mobile devices. Unfortunately,
the shapes involved are often too small to allow convenient human operation, particularly on small mobile
device screens. In addition, the shapes used (squares
and diamonds) provide clues that can allow imageprocessing techniques to break the CAPTCHA. To
demonstrate this problem, this paper now proposes
an effective image-processing based erosion algorithm
that breaks instances of the Drawing CAPTCHA.
3

Erosion-based Breaking Algorithm for the
Drawing CAPTCHA

The relative sizes of the different dots within the
Drawing CAPTCHA give us useful clues that allow
us to attack it. Since the sizes of background dots
and the ‘noise/clutter’ square dots are smaller than
the diamond-shaped dots, they can be filtered out by
several erosion operations. Erosion is an established
image-processing technique whereby line borders are
erased by one pixels depth per iteration. This paper proposes a three-phase CAPTCHA-breaking algorithm that defeats the Drawing CAPTCHA by exploiting the vulnerability of the relative size property
to erosion algorithms. Fig. 3 shows the structure of
the proposed algorithm. The first phase involves binarization, whereby the original greyscale or colored
bitmap image is transformed to a high contrast black
and white image. Next, the binarized image is transformed by multiple iterations of an erosion process,
which has the effect of erasing both the background
dots and also the cluttering square dots. Finally, the
labeling phase finds all of the remaining connected
components in the image and considers the largest to
be candidate diamond-shaped dots. This attack differs from Chellapilla’s attacks in three ways. Firstly,
the domain - we attack a graphical CAPTCHA rather
than a text-based CAPTCHA. Here, it is not so important to preserve fine shape detail. Secondly, the
manner of attack. We do not need to engage in
enlargement or iterative dilation. Erosion by itself
rapidly isolates the diamonds. Finally, our attack
lacks OCR. A weakness of the Drawing CAPTCHA
is that the targets are simple, identical objects.
Fig. 4 demonstrates the attack against two example CAPTCHAs. Fig. 4a shows an original Drawing CAPTCHA challenge image with three diamondshaped dots and 100 square dots. Fig. 4b shows the
results of the first and second phases of the proposed
erosion-based breaking algorithm, when three iterations of erosion have been performed. It is easy
to see that the locations of the three largest connected components in Fig. 4b are the locations of
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(a) Original (1).

(b) Binarized & eroded.

Figure 5: Example of a CAPTCHA Zoo challenge.

(c) Original (2).

(d) Binarized & eroded.

Figure 4: Applying the breaking algorithm to two
original Drawing CAPTCHA instances.
the diamond-shaped dots in the original image, and
the algorithm operates successfully. However, this is
not always the case. Fig. 4c gives another example
where some of the cluttering square dots have overlapped in the bottom-right corner, resulting in a very
large connected component whose size is even larger
than that of the diamond-shaped dots - shown in
Fig. 4d. The proposed breaking algorithm does not
work successfully in the case demonstrated by the second example. The overlapping square dots would be
incorrectly considered to be a diamond-shaped dot
by the proposed breaking algorithm. To explore the
performance of the erosion-based breaking algorithm,
another 20 instances of Drawing CAPTCHAs were
generated and attacked. Each instance contained 3
diamonds and had the form shown in the samples
above. The correct rate of identification of diamonds
was 91% (55 of 60). 5 diamonds were not identified correctly; consequently we can see that 15 of 20
sample CAPTCHAs were completely broken. This
represents a 75% breaking rate. Breaking rates of
even 10% make CAPTCHAs ineffective against automated attacks; consequently this attack means that
the Drawing CAPTCHA can now be considered unsuitable for future real world use.
4

Proposed Image-based CAPTCHA

One of advantages humans possess over computers is
the capacity to recognize similar objects within images, despite various types of distortion and transformation. We utilized this property of the human visual
system in order to design a new type of CAPTCHA
interface named “CAPTCHA Zoo”, intended particularly for mobile devices and especially for younger
users of mobile devices. It operates as follows.
A challenge image is created by first generating a
background image textured with grass to obfuscate
the image environment and make image-processing
attacks more difficult. We chose this under the assumption that the human visual system will be well
adapted to picking out shapes from naturally colored and arranged backgrounds, such as large areas of
grass. Two visually similar kinds of animals (target
animals, to be identified by the user, and noise/clutter
animals, to obfuscate the challenge) are then randomly drawn over the background. The number of

target animals is much smaller than the number of
noise/clutter animals. All animals are generated from
3D models with variation in color, lighting, and rotation. Further, animals may overlap one another as
well as the textured background. This degree of obfuscation is important, because of known weaknesses
of existing approaches.
For example, CAPTCHA techniques based on the
use of 2-D photographic imagery of animals are vulnerable both to dictionary attacks (i.e. there may be
a limited number of possible challenge images) and to
attacks based upon invariants (e.g. a photograph of a
cat’s face might be distinguishable by the relative position and coloration of its eyes and nose). Equally,
CAPTCHA techniques based upon presenting a rotated 2-D projection of a single 3-D animal model
under fixed lighting and coloring, and without further
visual clutter or obfuscation, might be vulnerable to
attack either by noticing points of invariance between
projections, or perhaps by reversing the 3-D rotation
transformation and matching against a known pose.
Here, in the case where the attacker’s problem is
to recognize several parts of a varied arrangement
of partly-overlaid projections of 3D models, under
the conditions of varying color, lighting and rotation
transforms (and potentially texture transforms), in
the presence of visual clutter, we note a general solution does not presently exist. However, most humans
can solve this task very conveniently and easily, as it
is a natural skill present within the human visual system. Animals are objects which humans are naturally
well-adapted to recognize under a variety of colorings,
angles, and lighting conditions, and within complex,
visually cluttered environments. An essentially infinite range of 2D projections, lightings and colorings
can be generated here from a small number of models.
The overlapping of the animals with each other and
with a noisy background represents a further level of
obfuscation that takes this visual recognition problem well beyond the capacity of demonstrated imageprocessing based CAPTCHA-breaking attacks seen to
date. Users are asked to point out the locations of the
target animals by pressing on the appropriate part of
the touch screen. Fig. 5 gives a simple demonstrative
example of CAPTCHA Zoo, using dogs and horses.
Here, horses are the target animal, and dogs are the
noise/clutter animal intended to confuse non-human
users. Users pass the test by pointing out the locations of all three horses.
As it happens, this new form of CAPTCHA is very
relevant to current themes in image-processing research. Visual object recognition has become a leading research topic within image processing. In fact,
some advanced techniques have been proposed to recognize animal types in recent years, though they have
focussed primarily on 2D images such as photographs.
In 2007, Elson et. al introduced a technique with
a success rate of about 83% in distinguishing cats
and dogs (Elson et al. 2007). Although the recognition rate of that technique was high, it does not
5
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Table 1: CAPTCHA Zoo usability testing results.
m
n
Passing rate
Time (seconds)

15
3
92%
0.45

15
4
90%
0.72

15
5
89%
0.80

25
3
94%
0.48

25
4
90%
0.60

25
5
91%
0.80

35
3
97%
0.49

35
4
96%
0.59

35
5
94%
0.76

Table 2: Drawing CAPTCHA and Mobile Text CAPTCHAs usability testing results.
Passing rate
Time (seconds)

Drawing CAPTCHA
84%
4.24

Badongo
94%
4.16

provide any leverage against this model. Breaking
this newly proposed model is much more difficult; in
Elson’s work, every image only had one cat or one
dog, whereas here, every image has multiple animals
of different types, colors and orientations, which tend
to overlap. Consequently it should be very difficult
for an image-processing algorithm to isolate the target animals from CAPTCHA Zoo images, in practice.
An experimental analysis of the properties of this
CAPTCHA was conducted using human subjects, as
follows. Let the total number of animals and the number of target animals be denoted as m and n, respectively. The results of an experiment studying the effects of m and n is presented in Table 1. Three choices
of m are shown: 15, 25, or 35; and three choices of n:
3, 4, or 5. The rate of correct responses by humans
(passing rate), and the amount of time necessary for
recognition are used to measure the performance of
this new CAPTCHA type under varying parameters.
A total of 30 humans took part in this experiment as
subjects. CAPTCHA Zoo’s performance is strongly
affected by the choice and combination of m and n.
Three interesting phenomena result from this experiment. The first is that when the number of total
animals is fixed, i.e., the value of m is fixed, a greater
value of n results in a slightly reduced passing rate.
In other words, an increase in the number of target
animals has a very small but noticeable negative effect upon the human ability to pass the CAPTCHA.
For example, when m=15, the passing rate is 92%,
90%, and 89% when the value of n is 3, 4, and 5,
respectively. There are similar results when m is 25
or 35. A much more noticeable second phenomenon
is the effect upon time taken to pass the CAPTCHA
with n varying and m held constant; we see that the
time taken to pass the CAPTCHA rises dramatically
as n rises and the number of target animals to be selected increases. However is not clear whether this is
due solely to the added time taken to enter the locations of target animals, or whether it is due also to
an increased difficulty of recognition; further analysis
would be needed to clarify this issue and unfortunately this would require a new study in this case.
The third phenomenon discovered is that under the
constraint of a fixed value of n, i.e., when the number
of target animals is fixed, the passing rate does not
decrease and the time taken does not increase as the
value of m increases. Notice that rising m and fixed n
means an increase only in the number of noise/clutter
animals. Consequently, we believe that the human visual system is not perturbed by a modestly increasing
level of noise in this problem, under the tested conditions. This is an interesting phenomenon, as in general, raising the amount of noise/clutter usually has a
very negative impact upon the usability of traditional
CAPTCHAs because of the sensitivity of text characters to disruption by noise. Further study would be
needed to determine the limits of this phenomenon.
6

Gimpy
94%
4.72

MSN-type
95%
4.24

Yahoo-type
95%
4.38

Figure 6: An example of a simplified text-based
CAPTCHA suitable for mobile devices.
5

Comparison with the Drawing CAPTCHA
and text-based CAPTCHAs.

We made an experimental comparison between
CAPTCHA Zoo, the Drawing CAPTCHA, and textbased CAPTCHA challenges. We had noticed that
existing text CAPTCHA systems presented in a web
browser were awkward for users to select, zoom and
respond to. We therefore invented an appropriate
text CAPTCHA interface for mobile devices, which
we used in combination with the obfuscation styles
of several famous text CAPTCHA systems to try to
enable fair comparison between the different types of
CAPTCHA.
This Mobile Text CAPTCHA system has the following format: a four character text CAPTCHA containing a randomly chosen restricted range of caseinsensitive characters, with a reduced-alphabet onscreen keyboard integrated into the CAPTCHA itself
to simplify user text entry (some onscreen keyboards
would overlap the challenge image). The security of
such a CAPTCHA is less than that of a traditional
desktop PC text CAPTCHA because of the reduced
length and alphabet. However, we feel the increased
suitability of this interface for a mobile screen allows
a fairer comparison of usability between text-based
CAPTCHAs and CAPTCHA Zoo. An example challenge is shown in Fig. 6.
Our Mobile Text CAPTCHA interface was used
with samples representing each of four well known
text systems (Badongo, Gimpy, MSN, Yahoo).
Five challenges and 55 users were tested for each
CAPTCHA system. The Drawing CAPTCHA was
also tested during the same experiment. Table 2 indicates the results.
The passing rates for CAPTCHA Zoo and the Mobile Text CAPTCHA are similar; but the time taken
to pass a CAPTCHA Zoo challenge appears to be
noticeably smaller. However, we expect there may
be more effective ways to present text CAPTCHAs
for mobile devices than the Mobile Text CAPTCHA
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we suggest here. We also found that the Drawing
CAPTCHA has longer average responses times than
CAPTCHA Zoo and a lower passing rate.
6

Elson, J., Douceur, J., Howell, J., Saul, J., (2007):
Asirra: a CAPTCHA that exploits interest-aligned
manual image categorization. In Proc. ACM CCS
2007. Alexandria, Virginia, USA: ACM.

Conclusions

This paper has made two main contributions. The
first is the proposal of an erosion-based CAPTCHAbreaking algorithm that successfully attacks the
Drawing CAPTCHA for mobile devices. The second is a new CAPTCHA system for mobile devices
(and particularly for younger users of mobile devices)
called CAPTCHA Zoo, which is based on the parameterized 2D projection of 3D models of natural animals
onto a natural background. This second contribution
represents a challenge for automated bot agents that
we feel is presently insurmountable by CAPTCHAbreaking techniques. CAPTCHA Zoo has been shown
experimentally to be convenient for humans even under varying parameters. These contributions improve
the security of online systems that are accessed by mobile devices without having a negative impact upon
the usability or accessibility of such systems. We hope
the results of this research will discourage attacks on
systems accessed by mobile devices, and will open
some new avenues for research into CAPTCHA interfaces that are suitable for mobile devices.
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Abstract
Metabolic networks have been drawn manually for many
years, and over time have developed representational
conventions that make them familiar to biologists. With
increasing current biological discoveries, these networks
need to be frequently updated and modified, and
automatic visualization algorithms are thus becoming a
necessity. Many existing automatic graph layout
algorithms exist, and it is not known whether such generic
algorithms are sufficiently useful for biologists, or
whether algorithms that specifically consider the existing
representational conventions are necessary. No prior task
efficiency evaluation studies have been performed on
biological network visualizations. This paper reports on
an experiment comparing the task efficiency of
biologically relevant motif-search tasks using three
layouts, two of which were produced using existing
generic graph layout algorithms (Force Directed,
Hierarchical), and one which was specifically designed to
take existing metabolic representation conventions into
account (MetaViz). Despite the search task favouring the
easy identification of node connectivity in the Force
Directed layout, the results showed no efficiency
difference between Force Directed and MetaViz. We
conclude that embodying the representational conventions
in an automatic algorithm is not an impediment to task
efficiency, and that some minor improvements to
MetaViz would enhance its usefulness for biologists even
further. .
Keywords: Metabolic networks,
drawing, bioinformatics

evaluation,

graph
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1
1.1

Introduction
Motivation

Providing a helpful visualization tool in biology often
requires finding a balance between usability and user
expectations in terms of representational conventions. As
in other fields, (e.g. integrated circuits (VLSI)), biologists
have over many years defined representational constraints
for biological network drawings (Michal 1998). For
instance, in Figure 1 (Michal 1998), Gerhard Michel
(who is best known for his wall chart of biochemical
pathways (Michal, 1993)) defined some appropriate
representational constraints and manually drew this view
of a metabolic network. Representations of metabolic
networks can be used to find sets of connected
biochemical reactions (motifs) (Lacroix, et al., 2006), to
highlight quantitative values on nodes and edges (Paley &
Karp 2006), or to follow metabolite fluxes. It is important
to note that the representations like the one shown in
Figure 1 were not designed specifically for any particular
tasks.
Drawing these networks by hand has become
impossible since automatic experiments and genome
annotations currently generate networks containing
hundreds of nodes and edges (Karp, et al., 2000).
Biological network drawing algorithms have therefore
been defined (Becker & Rojas 2001, Wegner & Kummer
2005, Bourqui, R., et al., 2007), in particular being
designed to generate drawings in accordance with
biologists’ representational conventions.
Much work has also been done on the generation of
visualizations of abstract networks within the graph
drawing research community (Battista, et al., 1999,
Kaufmann & Wagner 2001). The issue addressed in this
paper is whether such existing generic algorithms should
be recommended to biologists for the display of
metabolic networks, or whether domain-specific layout
algorithms that respect the representational conventions
familiar to biologists should be used instead. This is an
important question: if it is the case that generic
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algorithms produce equivalent performance to domainspecific ones, this would indicate an advantage in
developing methods that follow existing biologists’
representational conventions. On the other hand, if
generic algorithms produce better performance, biologists
may abandon their commitment to these conventions in
the interests of efficiency.

Fig. 1. Manual representation of a biochemical
network (regulation mechanisms of cholesterol
synthesis (Michal, 1998)).
This paper reports on an empirical study which
compared the effectiveness of three layout algorithms
when used with a motif-search task. Two of the layouts
(Force Directed, Hierarchical) are popular existing
generic layout algorithms; the third (MetaViz) is a layout
specifically designed to include representational
conventions familiar to biologists.

instance, mammals and plants have different metabolic
networks since only plants can generate energy using the
photosynthesis pathway. Many metabolic networks exist
and are updated regularly; automatic graph drawing
algorithms for these pathways are therefore necessary.
Most of the work on metabolism visualization has
been done at the pathway level (Becker & Rojas 2001,
pp. 461–467, Schreiber 2003, pp. 105–110, Wegner &
Kummer 2005). But in many metabolic studies it is
necessary to visualize all the pathways and their
connections at the same time (e.g. to put experimental
data into context (Paley & Karp 2006)). Visualization is
also necessary for topological analysis of metabolic
networks, for example when looking for set of connected
reactions (motifs) spanning over different pathways
(Lacroix, et al., 2006, pp. 360–368). Simple pathway
visualization is not sufficient for such tasks but neither is
network visualization without pathway information.
Indeed, to be useful for mapping experiments, it is
necessary to represent the entire network structure while
keeping the contextual information provided by its
division into metabolic pathways. Note that this is one of
the requirements for biological network visualization
proposed by Saraiya et al. (2004). In the case of the motif
search task, the drawing needs to provide a faithful image
of the network structure. This is a challenging problem
which we addressed by the development of the MetaViz
layout method (Bourqui, R., et al., 2007).
MetaViz provides a domain specific solution for
drawing the graph with its connected pathways. For our
evaluation, we compared MetaViz with two generic
layout methods.
To our knowledge, no prior work has been done on
evaluation of biological networks layouts with respect to
task efficiency. Saraiya et al. (2004) performed an
informal heuristic evaluation of five popular pathway
analysis systems, from which they identified
requirements for pathway visualization systems. They did
not, however, conduct a task-based experiment producing
performance data.

2

Layouts

Fig. 2. The different abstractions of metabolic
modelling. At the most detailed level, a metabolic
reaction turns a metabolite (biochemical compound)
into another one under the action of an enzyme (A). A
set of metabolic reactions make up a metabolic
pathway (B) which is a subgraph of the entire
metabolic network (C).

In this article, we present an empirical comparison of
three different algorithms. First, we chose two classical
graph drawing algorithms: a force directed algorithm and
a hierarchical layout. Finally, we used our own algorithm
which was specifically designed for metabolic network
visualization (Bourqui R., et al., 2007).

1.2

Pathways are the building blocks of metabolic networks,
and biologists need to visualize these features (Bourqui
R., et al., 2007). Moreover some topological patterns like
cycles are important since they correspond to particular
biological processes (e.g. Krebs cycle for energy
synthesis). Thus, a pre-processing step is defined before
using any of the three layout algorithms; we applied a
clustering algorithm (Bourqui, R., et al., 2007) to detect
pathway and topological information. The result of this
process is a quotient graph where nodes (metanodes)
contain metabolic pathways or topological patterns. Two
metanodes are linked by an edge (metaedge) if at least

Background

Our collaboration with biologists led us to focus on a
particular biological research topic: metabolism.
Metabolism is the set of biochemical reactions (figure
2.A) that are used to perform vital biological functions
such as energy generation. Each metabolic function is
modelled by a set of interconnected reactions
corresponding to a small graph called a metabolic
pathway (figure 2.B). Since the output of a pathway is
often the input of another pathway it is possible to merge
all these pathways into a single metabolic network (figure
2.C). Each organism has its own metabolic network. For
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Quotient graph modelling
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two nodes (one in each metanode) are linked in the
original network. The main disadvantage of quotient
graph visualization is that it is not possible to know how
many edges are represented by a given metaedge and
which nodes within the metanodes are linked. Quotient
graphs were used as the input to the three layout
algorithms.

2.2

Force directed layout

The second type of algorithm we used is a hierarchical
algorithm. This kind of algorithm embeds nodes on
horizontal layers to highlight the hierarchical organization
of data. This is followed by a heuristic which tries to
minimize edge crossings by computing an ordering of the
nodes on each layer. This type of algorithm is widely
used in biological pathway drawings (Dogrusoz, et al.,
2004, Karp, et al., 2002, Schreiber 2003). Like the force
directed approach, many hierarchical algorithms exist
(e.g. Sugiyama & Misue 1991, Auber 2003, Eiglsperger,
et al., 2004); we chose the algorithm proposed by Auber
(2003) which is an improvement of the well known
Sugiyama algorithm (Sugiyama & Misue 1991). Figure 4
shows the result of this hierarchical algorithm on a
quotient graph.

2.4

MetaViz layout

Fig. 3. Result of the force directed layout on the
quotient graph.
Force directed layouts are widely used since they provide
visually pleasing results which show the structure of the
graph clearly. They behave as simulated physical systems
which try to map the path distance between nodes in the
network to euclidean distance and thus produce intuitive
representations. There are several variations of this
approach (e.g. Eades 1984, Frick, et al., 2004, Gajer &
Kobourov 2000). We chose GEM (Frick, et al., 2004)
since it gives particularly good results in term of stretch
(i.e. the ratio between graph and euclidean distances) and
is computationally efficient for the size of graphs we
wished to use. To prevent node-node overlap, we first
modified the algorithm by setting the ideal length of an
edge to the sum of half the size of its extremities, and
then used an algorithm (Dwyer, et al., 2005) to remove
any remaining overlaps. Figure 3 shows an example of a
quotient graph drawn using this method.

2.3

Hierarchical layout

Fig. 4. Result of the hierarchical layout on the
quotient graph.

Fig. 5 Result of the MetaViz layout on the quotient
graph
MetaViz (Bourqui, R., et al., 2007) is based on the Mixed
Model algorithm of Gutwenger and Mutzel (1998). To
adapt the Mixed Model algorithm to include metabolic
network drawing conventions, we made three main
modifications.
First, as we used the Mixed Model to draw the
quotient graph, the algorithm was modified to take into
account the varying sizes of metanodes.
Second, the Mixed Model is a planar graph drawing
algorithm, so we needed to planarize the quotient graph.
This problem is well-known and is NP-Hard (Lui &
Geldmacher 1977). Many techniques exist, either by
augmentation or by deletion of edges or nodes (Liebers
2001). The disadvantage of an augmentation based
technique is that it may add up to |V|4 nodes, with the
drawing becoming difficult to understand. We therefore
used the following heuristic: vertices of higher degree are
removed one by one until the graph becomes planar. All
removed nodes are then reinserted. Removed edges are
re-added one by one as long as the graph is planar. The
result of this process is then drawn by the modified
Mixed Model algorithm. Finally, we add the edges
removed during the planarization step. These edges are
laid out on the external face of the drawing and with at
most three bends per edge, in an orthogonal manner. This
routing was inspired by hand-drawn representations of
biological networks (e.g. Figure 1).
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The third modification is related to the ordering of
nodes. The Mixed Model algorithm has two steps:
1. The first step builds an ordered partition of the set of
nodes. This partition is called shelling ordering. The
principle used is that nodes that are on the external
face of the graph are successively removed.
2. The second step is the recomposition of the graph
according to the shelling ordering. To guarantee
there is neither edge-edge crossing nor node-edge
overlapping, the ordering is traversed in reverse
order.
One of the metabolic network drawing conventions is
that a reaction (or a compound) of a given metabolic
pathway is embedded close to the other reactions (and
compounds) of the pathway. The third modification of the
Mixed Model therefore was the addition of a pathway
constraint to the decomposition phase. If SO = {V1,V2,
...,Vr} is the shelling ordering, where each Vi is a set of
nodes, when a vertex u is added into a set Vi , 1 ≤ i < r,
we would like those nodes in the same pathways as u to
be in Vi or Vi+1. However, the Mixed Model shelling
ordering rules may prevent this. We therefore put these
constrained nodes into the next possible Vj where j > i.
Those nodes will then be more likely to be drawn next to
each other. Figure 5 shows the result of the MetaViz
layout on a quotient graph.

3
3.1

Motifs

Networks and tasks

Fig. 6. Example of a motif where reactions are
ordered in different ways. All three sets represent the
same motifs. A motif is not necessarily a path.
Clustering (Bourqui, R., et al., 2007) was applied on
each of these three networks to create the quotient graph,
and three versions of each network were created, one for

#occurrences in #occurrences
graph A
in graph B
Within

Methodology

We chose three different metabolic networks of different
organisms. These networks are built with version 10.0 of
the BioCyc database. Our collaborator, Ludovic Cottret,
used perl scripts and pathway tools software (Karp, et al.,
2000, Karp, et al., 2002, Krummenacker, et al., 2005) to
obtain information on the reactions, compounds and
metabolic pathways involved in the metabolism of three
different genus of bacteria called Buchnera: Buchnera
APS (graph A), Buchnera aphidicola BP (graph B) and
Buchnera aphidicola SG (graph C). We chose organisms
with similar size metabolic networks (503 nodes/526
edges, 558 nodes/538 edges, and 562 nodes/559 edges)
and similar topologies so that the experimental tasks
would not be of widely differing complexity (Bourqui et
al. (2007) provide a more detailed description of the
metabolic data).
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each of the three layout conditions. This resulted in nine
graph drawings in total: these are referred to by their
graph identifier (A, B, C) and their layout condition
(GEM, Hierarchical, MetaViz).
The task is a biologically relevant one: the
identification of motifs in networks. A motif is an
unordered set of reactions such that each reaction of the
motif shares (at least) one of its reactant or product with
(at least) another reaction of the motif. Figure 6 shows an
example of occurrence of the motif 1.2.1.12, 4.1.2.13,
5.3.1.1. Finding repeated motifs often indicate that gene
duplications occurred during organism evolution.
Using the algorithm provided by Lacroix et al. (2006)
we selected three motifs containing three reactions. To
prevent our experimental participants being able to learn
the answers, we chose motifs where the number of
occurrences of the motif in the networks varied between 0
and 3 in the different organisms. We also selected motifs
which could be found either within pathways or spanning
over different pathways.
Table 1 shows the number of occurrences of each
motif contained in each network (graph A, B and C),
within a single metanode or shared by several metanodes.
#occurrences
in graph C

Shared Within Shared Within Shared

0

2

0

2

0

0

1

1

1

1

1

1

0

1

0

1

0

0

Table 1: Number of occurrences of each motif
contained by each network (graph A, B and C) within
a single metanode or shared by several metanodes.

3.2

Experimental Design

Our evaluation used three layout algorithms, three
different networks and three different motifs. Each task
was therefore a combination of network, layout, and
motif, with 27 tasks in total. The tasks were presented in
random order.
Before commencing the experimental tasks, the
participants completed 12 practice tasks chosen randomly
from the 27 tasks. All participants preformed the same 12
practice tasks and therefore had the same experience at
the beginning of the real experiment. During the first five
practice tasks, the participants were helped by the
experimenter and taught how to search for the relevant
reactions. They were given feedback on their answers to
these five tasks (Figure 7.(5)). For the following seven
tasks, the participants were not aware that these were
practice tasks and did not form part of the experimental
data collection. The 27 experimental tasks were then
presented in random order, and user-controlled rest
breaks were included regularly throughout the duration of
the experiment to address any problems of fatigue.
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Fig. 7. Screenshot of the evaluation software. Buttons 1 and 2 allowed participants to select relevant reactions,
with button 2 automatically highlighting the neighbourhood of the node in pink. Button 3 removed the pink
highlighting. Button 4 was used to validate the answer and to move onto the next task. During the first five tasks,
the participants had a feedback of their previous task, as a percentage of right answers (shown at 5).

3.3

Experimental task

Figure 7 shows a screenshot of the evaluation software.
The visualization panel is located on the right, with the
motif to search for on the left. To help the participants in
their search, three hint nodes were highlighted in red in
the network. These nodes were reactions potentially
involved in the motif (e.g. all the nodes whose label starts
with 6.3.4). The task consists in finding which of these
hint nodes are part of (at least) one occurrence of the
motif (here 6.3.4.*, 3.5.4.9, 6.3.2.17). The hints were
necessary so as to prevent the user needing to search the
whole of a very large network. Pilot tests revealed that
the motif search task was still sufficiently challenging,
despite the presence of these hints.
Using button 2 and clicking on a node automatically
highlights in pink those nodes at distance of at most 2
from the selected node, and all edges and metaedges
linking these nodes. Therefore to verify if a red
highlighted hint reaction R is relevant, the participant had
to click on it to see the reactions sharing at least one
metabolite with R (Figure 8). It could be the case that
only one other reaction R′ of the motif is found when
looking at R’s neighborhood. However, if R is the first
reaction of a reaction cascade (a path), then the third
reaction of the cascade would be at distance 4 from R.
The participant would then need to look at the
neighborhood of R′ to verify if R is relevant or not.
The participant then used the button 1 to select
relevant reactions matching the motif (Figure 7). When
the participants thought that they had found all the
relevant nodes, the button 4 was used to validate this
selection and to move on to the next task.

Fig. 8. Using button 2 and clicking on the reaction
labelled 6.3.4.3 automatically highlights nodes at
distance of at most two, and the edges and metaedges
linking them. Here the reaction 6.3.4.3 is a relevant
reaction since the other reactions of the motif (3.5.4.9
and 6.3.2.17) are highlighted in pink.

3.4

Experimental process

22 participants were recruited from Glasgow and
Bordeaux Universities. Seven had some knowledge of
bioinformatics; the others did not. The choice to exclude
biologists from our sample was deliberate, and was
motivated by an interview we had with 20 biologists.
They were asked to order the three layouts according to
their aesthetic expectations of metabolic network
drawings. In 71% of the cases MetaViz was ranked first,
in 29% it was ranked second, and it was never ranked
third. Those participants who chose MetaViz indicated
that it was the layout most familiar to them. Since we
were interested in differences in task performance using
these three layouts, independent of any prior familiarity,
we deliberately did not include any biologists in our

13

CRPIT Volume 117 - User Interfaces 2011

sample, as we did not want to bias our results toward the
MetaViz layout.
As this is a within-subject experiment, and
participants’ performance in one condition is compared
with their own performance in another condition, any
variation or similarity in the nature of participants does
not affect the data analysis. The inclusion of practice
tasks and task randomization helped counter any data bias
due to the learning effect (whereby there is improved
performance on the later tasks due to increasing task
familiarity). Each experiment, including time spent at the
beginning on the tutorial and the worked example, and on
the questionnaire at the end, took approximately one
hour. No problems were experienced during the
experiments and all participants appeared to engage in the
tasks seriously.

4

There is no statistical difference in performance
between the MetaViz and GEM layouts, despite the
average for Metaviz (75.18s) being greater than that
of GEM (71.8s).
There was no statistical difference in performance
between the three networks A, B and C (F=0.72<F(2,42,
α =0.05)=3.23): this is as expected, as we chose networks
of similar size and complexity. There was difference in
the
performance
between
the
three
motifs
(F=17.4>F(2,42,α=0.05)=3.23), with the first motif
(6.3.4.*, 3.5.4.9, 6.3.2.17) being more difficult than both
of the other two motifs. This is unsurprising, as this first
motif included the most occurrences involving nodes
shared between quotient nodes (see Table 1). No
additional interesting results were obtained when the
different layouts were compared within the data for each
motif.

Results and analysis

The response time data for each task was measured as the
time from the display of the network and the motif, to the
time the participants pressed the “Validate” button to
record that they had finished that task.
The error data was recorded as a 0 or 1, where 1
represents the case where the participant did not identify
any of the present motifs correctly. Thus, a high value for
both data measures (time and errors) implies poor
performance. However, as the participants were allowed
as much time as they wished to locate the motifs (or
indicate an absence of motifs), there were very few errors
in the responses. Hence, only the response time data is
analyzed here.

4.1

2.

Performance
Condition

and

results

by

Layout

4.2

Preference results by Layout Condition

The post-task questionnaire asked the participants the
following questions:
Q1. Which drawing is the best for the task?
Q2. Which drawing is worst for the task?
Q3. In which drawing is a highlighted edge easiest to
follow?
Q4. In which drawing is a highlighted edge the most
difficult to follow?
Q5. In which drawing is the neighbourhood of a node
easiest to identify?
Q6. In which drawing is the neighbourhood of a node
the most difficult to identify?
Participants were also invited to write textual
comments on each of the three layouts.

The average response time for the three layout conditions
over all three networks and all three motifs is shown in
Figure 9.

Fig. 10. Preference responses to the three post-task
“best” questions, as percentages.
Fig. 9. The average response time in seconds for the
three layout conditions, over all networks, and over all
motifs. Lines indicate statistical significance between
conditions at the 95% confidence level.
A two-tailed ANOVA test revealed statistical
significance in performance over all conditions
(F=9.14>F(2,42,α=0.05)=3.23).
Tukey
pair-wise
comparisons at the 95% confidence level led to the
following conclusions:
1. The Hierarchical layout produces worst time
performance than both the MetaViz and GEM
layouts: an average of 80.14s (Hierarchical) versus
71.8s (GEM) and 75.18s (MetaViz).
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Fig. 11. Preference responses to the three post-test
“worst” questions, as percentages.
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Figures 10 and 11 show the percentage of the 22
participants who selected the layout conditions as best
and worst, according to the six questions asked.
Representative open comments from the participants
regarding each of these layouts are shown in Table 2.
Positive comments

Negative comments

“short edges”,
GEM

17

“node/edge
9

“edges spaced out”

overlaps”
“long edges”,

Hierarchical

6

“no edge overlaps”

21
“large graph area”
“long edges”,

MetaViz

5

“orthogonal lines”

16

“edges close
together”

Table 2. Representative positive and negative
comments about the three layouts.
We aggregated the quantitative preference data so that
each participant effectively associated a score (between 1
and 3) to each of the three layouts. Using the time data
for each participant for each layout, we performed a
correlation analysis to see if there was any
correspondence between preference and performance.
There was no significance in this correlation data
(0.051<r(20, α = 0.05)=0.4227), indicating that the
participants’ preferred layout was not the one that they
performed best on (and vice versa for their least preferred
layout).

5

Discussion

Our expectation was that the generic Force Directed
layout (Eades 1984, Frick, et al., 1994) would produce
superior results in a motif-search task over both the other
two algorithms because of the way in which it highlights
connectivity.
Figure 12 shows three detailed views of the same
metabolic network. Each view is obtained using one of
the three algorithms, and is shown at the same zoom
level. To highlight the connectivity of a node, we
coloured all the paths of length two from that node. Using
the same scaling factor (as in Figure 12), all the nodes at
distance two from the focus node are visible under the
GEM algorithm; this is not the case with the two other
algorithms. With the Hierarchical and Metaviz
algorithms, users would have to navigate the view (zoom
in/out and pan) to view all the highlighted edges.
This example shows why we anticipated that for
connectivity tasks GEM would provide better efficiency
results. Force directed methods like GEM are designed to
embed nodes that are close in terms of path length near to
each other with respect to euclidean distance. In contrast,
the Metaviz and Hierarchical layouts focus more on
structuring the layout, node distributions, and avoiding
edge crossings.

The data supports, to some extent, the hypothesis that
GEM is superior, as the GEM layout results in better
performance than the Hierarchical layout.
We were surprised, however, at the success of the
MetaViz layout, whose performance was statistically as
good as GEM. On looking at the MetaViz layout again,
we believe this is because MetaViz as used with these
networks has a clean appearance, with clear orthogonal
lines and no edge or node overlaps. We also believe that
the adaptation of the shelling ordering based on pathway
constraints resulted in more compact node distributions,
with higher information density in parts of the drawing.
This is unlike the Hierarchical drawing, where the nodes
are more dispersed. Thanks to our participant selection,
we can affirm that the success of MetaViz cannot be
attributed to prior biological knowledge or familiarity, as
there were no biologists amongst our participants.
The preference data is the most telling when it comes
to comparing the three layouts, as GEM is consistently
rated the best (and never the worst), and Hierarchical is
consistently rated the worst (and never the best). MetaViz
is considered neither the best nor the worst.
There is an interesting anomaly in the reversal of the
data between GEM and MetaViz for the overall “worst”
question, Q2, where GEM is ranked the second worst
(and therefore, by implication, the second best) by 31.8%
versus 13.6%. Observation of the questionnaires showed
that many of those participants who rated GEM the worst
highlighted problems such as node/edge overlapping in
their open comments.
The preference ranking order for the three layouts is
therefore clearly GEM (best), MetaViz (middle),
Hierarchical (worst). This contrasts with the performance
data where GEM and MetaViz produce similar results.
We anticipated that GEM would be preferred because
of the elegant layout aesthetics of the spring model and its
depiction of close connections: this is supported by the
textual remarks of the participants who commented
favourably on the short edges and visual spread of nodes
and edges.
However, our performance data shows that the
MetaViz is just as effective as GEM, despite the fact that
its layout does not appear to favour a connectivity task.
Thus, as biologists typically prefer layouts similar to the
MetaViz (which match the visualizations that they are
familiar with), our data shows that doing so is not
detrimental to their motif search efficiency when
compared with the elegant GEM model favoured by
researchers in graph layout.

6

Conclusions

When designing a metabolic network visualization tool
the choice of the drawing algorithm is important since
biologists expect particular representational conventions.
Existing graph drawing algorithms like Force Directed
and Hierarchical may prove useful in such tools. Our
hypothesis was that on connectivity tasks users would be
more efficient using Force Directed drawings. However
our experimental results show that there is no efficiency
difference between a diagram designed with biological
conventions (Metaviz) and a Force Directed layout.
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Fig. 12. Detail of a metabolic network drawn using GEM, Hierarchical and MetaViz algorithms. All the paths of
length two going out of the red node are highlighted in purple.
We can conclude from these results that the efforts
spent on layout algorithms that conform to biological
representational conventions are worthwhile, because not
only will such representations match biologists’
expectations, they can be as efficient as generic springlayout algorithms.
These results need, of course, to be interpreted within
the context of this experiment and its limitations and
parameters. The experiment used three networks of a
particular size and three particular motifs. Using more
than one network and more than one motif assists in
producing generalizable results, but these are still
constrained by the necessary limitations of the formal
experimental method.
Using the formal experimental method allowed us to
collect specific, measureable and controlled performance
data associated with each of our three representations,
thus enabling us to compare their effectiveness rigorously
using statistical methods. While the experimental task we
used may only be part of the activities typically
performed on such visualisations, wider, more extensive
exploration and communication tasks would not have
been possible within this formal method. A more
exploratory usability study could be envisaged which
investigates these visualisations when used by experts
with more extensive and richer real-world tasks: this
would be an interesting further study. Such exploratory
studies, however, do not produce clear and controlled
data that can easily be analysed using statistical methods.
Since our aim was to evaluate the effect of drawing
algorithms on user efficiency in a common biological
motif searching task we chose non-biologist users: by
removing the expectation of the participants having any
domain knowledge, we could be sure that the task
performance data truly represented the complexity of the
visual motif-search task, and was not influenced by any
prior biological knowledge. We anticipate that the same
evaluation with biologists would confirm these results,
and may show that MetaViz is superior since it includes
representational conventions biologists would expect.
In addition, this experiment has provided us with
useful qualitative data in the form of positive and
negative comments about MetaViz. Integrating the
suggestions made in our next version would ensure a
much improved algorithm. For example, increasing the
information density, removing white space and reducing
the overall area of the diagram would address many
negative comments received. These improvements will
lead to even better experimental results.
16
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Abstract
As part of the ongoing debate about the role of aesthetic
design of interfaces, this paper presents an aesthetic
evaluation tool which quantifies the layout characteristics
of a web page according to fourteen different metrics. By
using the rich medium of web pages as our input, we have
significantly extended the prior work done in this area
which has typically focussed on simple interfaces. We
report the results of an experiment to determine whether
users‟ judgements of „aesthetic appeal‟ and „perceived
usability‟ match the numeric metric results. We found that
aesthetic appeal (but not perceived usability) was
captured by a metric that considered the placement of all
objects on the screen, and that the placement of images is
a strong predictor of both aesthetic appeal and perceived
usability. We suggest practical implications of this work
for web page designers. .
Keywords: aesthetics, layout, empirical study, perception.

1

Introduction

There is an increasing recognition of the role of visual
aesthetics in interface design. Tractinsky (2004) relates
interface aesthetics to three facets of architecture:
strength, utility and beauty, saying that the first two facets
have been a focus of system design for some time (in the
form of system functionality and usability), and that the
latter is becoming more important. Even Norman who is
known for criticizing elegantly designed artefacts for
their poor usability (Norman 2002) has acknowledged the
importance of system beauty (Norman 2004).
Some evaluation studies have been performed on
assessing the aesthetics of interfaces (e.g. Hartmann
(2006), Hassenzahl (2004), Kuroso and Kashimura
(1995)), and some theoretical work has been done on
frameworks for the investigation of system aesthetics and
on relevant and useful terminology (e.g. Hartmann and
Suttcliffe (2005), Tractinsky (2004)).
When designing an interactive system, the set of
functional requirements are specified in terms of inputs,
processes and desired outputs. It is much more difficult to
specify „aesthetic‟ requirements in a rigorous and
Copyright © 2011, Australian Computer Society, Inc. This
paper appeared at the 12th
Australasian User Interface
Conference (AUIC 2011), Perth, Australia. Conferences in
Research and Practice in Information Technology (CRPIT),
Vol. 117. C. Lutteroth and Haifneg Shen, Eds. Reproduction for
academic, not-for-profit purposes permitted provided this text is
included.

quantifiable manner. Recent research has demonstrated
that the aesthetic appearance of an interface is important,
not just with respect to users‟ preferences (Pandir and
Knight (2006)) and perception of usability (Kuroso and
Kashimura (1995)), but with respect to their performance
in visual search tasks (Salimun et al., 2010).
This paper brings together two aspects of visual
aesthetics research: the means of measuring „aesthetic
appeal‟ in an objective manner (based on the work of Ngo
et al. (e.g. Ngo, Teo and Byrne 2000)) and user ranking
studies of the visual appearance of web pages (similar to
work done by Pandir and Knight (2006)). This paper
describes our adaptation and implementation of metric
formulae for web pages, and our experiment to determine
the extent to which these formulae relate to user
perception. Our aim is to investigate whether the use of
objective, measurable aesthetic formulae can help in
producing aesthetically pleasing web pages.

2
2.1

Background
Visual aesthetics research

A limited, yet influential study by Kurosu and Kashimura
(1995) provided initial data on the visual aesthetics of
screen design in relation to both “apparent” and
“inherent” usability. They used seven independent
variables relating to interface design decisions for
Automated Teller Machines (e.g. location of the main
display, numerical sequence on the keypad), and found
strong relationships between participants‟ judgments of
usability and their aesthetic judgment. Tractinsky
duplicated this experiment in Israel (1997), investigating
whether Kuroso and Kashimura‟s results were affected by
cultural or methodological bias. The former study‟s
results were validated, with some cultural bias found.
Since these two influential studies, an increasing
amount of research (both empirical and theoretical) has
addressed the aesthetic design of interfaces. In most
cases, the goal of the research is guidelines for the design
of aesthetically pleasing interfaces.
Many studies have used web pages as their stimuli. De
Angeli et al. (2006) conducted an experiment comparing
two different interface styles (menu-based and interactive
metaphors) on web sites with equivalent information.
They found that participants‟ perception of the quality of
the information was affected by the interaction style.
Hartmann (2006) found that aesthetics affected
perceptions of web page usability and content, but that
the results were affected by users‟ backgrounds and tasks.
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Knight and Pandir (2004) used existing web sites in
relation
to
“pleasingness”,
“complexity”,
and
“interestingness”, and found, in accordance with the
theoretical approach of Berlyne (as discussed in Knight
and Pandir 2004) which suggests that moderate arousal is
most pleasurable, that the most pleasing web pages were
not the most interesting nor the most complex. In their
next study, Pandir and Knight (2006) demonstrated that
when participants ranked web home pages, complexity
was not a predictor of aesthetic pleasure. ParizottoRibero and Hammond (2004) used Gestalt theories as the
basis of their screen layout experiment of five layout
guidelines, presenting „good‟ and „bad‟ versions for
participants to choose from; it is not clear whether their
stimuli were abstract schematic diagrams or actual
content-rich interfaces.
Some researchers have also attacked the daunting
problem of defining “aesthetics” and proposing
theoretical frameworks for aesthetic evaluation.
Tractinsky‟s model (2004) defines a process from design
characteristics, through aesthetic processes and
evaluation, to outcomes (e.g. attitudes. motivation etc.).
Hartmann and Sutcliffe‟s model (2005) links components
of aesthetic judgment, identifying the relevant areas for
potential study. Both groups of researchers acknowledge
the importance of context and content in influencing
aesthetic judgments, identify aspects of interaction design
that could affect such judgments and are worthy of
investigation, and describe the possible data that could be
collected from such studies.
Lavie and Tractinsky (2004) provide an extensive list
of aesthetic terminology to support subsequent
experiments, and distinguish between “empirical studies
of aesthetics” involving controlled studies with
manipulation of visual variables, and an “exploratory
approach” involving evaluation of existing stimuli. Most
existing work falls into the latter category: while this has
produced interesting results, without being able to relate
the data back to quantitative or well-defined qualitative
descriptions of the stimuli, the results remain descriptive
rather than explanatory.
As part of all this research is a wide-ranging and
continuing debate on definitions of beauty, aesthetics,
goodness, usability, attractiveness etc., and the processes
of perceiving beauty (visceral, behavioral and reflective)
(Norman 2004).

2.2

Objective measurements of spatial layout

In this paper, we focus on the work done by David Ngo
(e.g. Ngo et al. (2000); Ngo and Byrne (2001), Ngo
(2001), Ngo, Teo and Byrne (2003)) who defined
formulae for objectively quantifying different layout
aspects of an interface. These formulae produce values
between 0 and 1, each an indicator of the presence of an
aesthetic feature of the interface (e.g. symmetry, balance).
Ngo uses the term „aesthetic‟ for his metrics, even
though in effect they characterise simply the placement of
objects in 2D space. The traditional definition of
„aesthetics‟ with respect to the visual sense is much richer
than simple object placement, encompassing the use of
colour, texture and contrast. While we therefore prefer the
term „visual layout‟ for these measures, we use „aesthetic
layout‟ so as to remain consistent with Ngo‟s work.
20

Ngo proposed four initial metrics (Ngo et al. 2000)
(Balance, Equilibrium, Symmetry and Sequence), and
conducted a pen-and-paper empirical study with graphic
designers to validate them, showing that these metrics
correlated with users‟ perception of aesthetics. These
findings were promising, as they demonstrated that the
study of aesthetics could be translated to screen layout in
terms of objective measures, and that measures could be
designed so as to match perception.
Later, Ngo extended his measures to fourteen, with
thirteen characteristics of an interface, and a linear
combination of these characteristice to calculate the 14th
metric „Order and Complexity‟. He validated these
measures (Ngo and Byrne 2001) and investigated whether
they could be used to determine users‟ acceptance of data
entry screens. In the first experiment he asked seven
designers to rank 57 screens; from these results he
proposed a regression formula. He then proved that this
formula could predict (within a small range) the rankings
of new participants on different screens.
Ngo himself has questioned whether the different
metrics should be weighted equally in the „Order and
Complexity‟ overall aesthetic calculation (Ngo, Teo, and
Byrne 2000). Harrington et al. (2004) consider aesthetic
layout for documents (rather than interfaces), and use a
different set of measures for which they propose and
justify a non-linear aggregation method.
This paper extends this use of Ngo‟s measures in two
significant ways: we use web pages, a much richer type
of interface than any of those used in Ngo‟s studies. In
doing so, we adapt the use of the measures so as to
appropriately deal with different types of visual object.
While the main aim of our experiment is to validate the
application of these metrics to web page design in terms
of the perception of aesthetic appeal, we also consider
perceived usability and the effect of colour.

2.3

The Metrics

The complete list of metric formulae can be found in Ngo
and Byrne (2001); brief definitions from Ngo (2001) are
in the appendix. Here we present three example metrics
so as to demonstrate their purpose and application.

2.3.1

Balance

Balance is the distribution of optical weight in a picture:
larger objects appear heavier than smaller ones. Good
balance has equal weight of screen elements left and
right, top and bottom. Fig 1(a) is a web page with poor
1
balance, while Fig 1(b) has good balance.

Fig 1: Two pages used in our empirical study: (a) with
low balance value (L); (b) with high balance value (B).
1

These, and all other web pages used as examples in this paper
were used in our empirical study. They are identified by A-O,
and are listed in the appendix.
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The formula for the balance metric is:
is the extent to which the objects are related
in size, with
and
are, respectively, the
vertical and horizontal balances with
and
is a relative measure of the space
between groups and that of the margins with

where ai, alayout, and aframe are the areas of object i, the
layout, and the frame, respectively; nsize is the number of
sizes used; and n is the number of objects on the frame.

with
where L, R, T, and B stand for left, right, top and
bottom respectively;
is the total weight of side j; aij is
the area of object i on side j; dij is the distance between
the central lines of the object and the frame; and nj is the
total number of objects on the side.

2.3.2

Simplicity

Simplicity is „directness and singleness of form‟ (Ngo
and Byrne, 2001). The metric involves counting the
number of alignment points (the rows and columns on the
screen that are used as starting positions for objects): high
simplicity has few alignment points. Fig 2(a) is a page
with low simplicity, while Fig 2(b) has high simplicity.

Fig 2: Two of the pages used in our empirical study:
(a) page with low simplicity value (G); (b) page with
high simplicity value (D).
The formula for simplicity is:

where nvap and nhap are the numbers of vertical and
horizontal alignment points; and n is the number of
objects on the frame.

2.3.3

Unity

Unity is the extent to which elements are perceived
together as a whole. The metric is based on the similarity
of the size of the objects, and the space left between
them. Fig 3(a) is a web page with low unity, while Fig
3(b) has high unity.
The formula for unity is:

Fig 3: Two of the pages used in our empirical study:
(a) page with low unity value (I); (b) page with high
unity value (A).

3

Implementation of the visual layout metrics
for web pages

These metric definitions were intended for single screens
of an interactive system (Ngo refers to them as “multiscreen interfaces”), and are based on the positions of
rectangular interface elements (for example, a window
pane, or a button) on the screen. However, a browser is
an example of a “multi-pane interface” (Ngo, Teo and
Byrne, 2003), as different pages can be accessed from the
same browser system. In this project, we confined our
efforts to single web pages within the browser software,
not considering the interface elements of the browser
itself. And, by only using single-page web pages (i.e.
those that fill the visual pane of a browser and do not
need to be scrolled), Ngo‟s multi-screen interface layout
metrics could be directly applied: there is a single
rectangular area within which visual elements are placed.
The calculation of the metrics required that a web page
be taken as input to a program, and the numeric values for
each of the metrics produced as output. To do this, the
rectangular areas of all the component visual elements on
the page were identified, as the metrics are solely based
on the size and position of rectangular elements. The
input could have been represented as either an image file
(a screen dump of the web page) or as its source HTML
code. In the former case, image processing algorithms
would have been required to identify the elements. We
chose rather to use the HTML code as we knew that it
would clearly and unambiguously represent each of the
visual elements, whereas we could not rely on the image
processing approach being able to correctly distinguish
the element edges.
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We implemented a Firefox extension in JavaScript that
scans the DOM of the currently loaded web page and
calculates the values for 10 individual metrics as well as
the composite „Order and Complexity‟ metric. The
remaining three metrics were difficult to unambiguously
interpret and fully implement from the formulae given in
Ngo‟s papers. We do not think that the omission of these
three invalidates our work, as the 11 implemented metrics
cover a wide range of layout features.
A web page can be loaded, the extension executed via
a menu option, and the values for these eleven metrics are
then displayed to the user (as well as being stored in a
local file). In implementing this extension, two different
types of issues needed to be considered: system issues
(relating to the architecture of the program: web site
rendering, web standards, getting the information from a
web page, etc.) and theory issues (relating to the process
of adapting the Ngo measures for a web site, interpreting
the formulae, etc.)

3.1

System Considerations

Despite the existence of browser „standards‟, different
browsers render the same page differently. In this project,
the visual appearance of a page is important. If the same
HTML document gives the same metric values, yet looks
different in different browsers, then the extent to which
these metric values truly represent the objective visual
layout of the web page would be questioned. This
problem being unsolvable, we confined ourselves to
Mozilla Firefox as the only browser with which our
implementation of these metrics would work, so as to at
least control the variable rendering process over all the
web pages we used in our experiment.
Firefox offers a well-supported framework for
extension development: Firefox extensions are packaged
enhancements that enable functionally not originally
included. Firefox extensions are also easy to distribute:
the files are packaged into an XPI file, which is simply a
renamed archive. When a user downloads the file, Firefox
will automatically install the extension, which can be
used when the user restarts the browser. Firefox does not,
however, fully comply with current rendering standards,
so web sites could end up being rendered differently than
their intention. For the purposes of this project, the
intention of the web page designer does not matter: it is
the actual visual appearance in the browser that is
important.
The standards problem also extended to the use of
HTML itself: very few web sites conform to the strict
HTML standard (Beatty et al., 2008), which meant that
the extension could not rely on web standards for
conformity and meant that the extension had to take into
account that the same type of content might be
represented differently in different web sites.

3.2

3.3

The Implementation

The data used by the formula was collected by a DOM
walkover using JavaScript. For each component, the
following data was collected:
 Type: category of the component: text, image or
control.
 X position: x co-ordinate of the top-left hand corner
of the component.
 Y position: y co-ordinate of the top-left hand corner
of the component.
 Width: the components‟ width.
 Height: the components‟ height.
 Area: area of the component.

Theory Considerations

Ngo defined his measures as a set of abstract
mathematical formulae, the application of which he
demonstrated in his papers using sketched embedded
rectangles to represent screens and visual screen
elements. The formulae refer to “screen components” or
“visual objects” and although his definition of a
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“component” is never made clear, his example interfaces
imply that components are the common constructs of a
desktop application's interface: window panes and
buttons. The few real examples in his paper are very
simple screens comprising buttons, radio buttons and text
entry fields.
We felt that this simple all-inclusive definition of a
component was too narrow for the richness of web page
visual elements, where much of the appearance of the
page is the presentation of information, rather than the
provision of interactive objects. Web sites consist of a
large range of elements which can be broadly broken
down into three categories: text, images and controls.
Text and images are rectangular areas that contain text or
a picture, while controls are elements similar to those
used in Ngo‟s examples: buttons, text-entry fields etc.
These are typically represented in HTML in form
elements.
We have categorised components according to their
visual appearance (rather than their function), as befits an
analysis of visual layout: links are considered text (rather
than control) and images are always images (even if they
respond to a mouse-click).
Many of the metrics refer to three types of screen
space: the frame, the layout and the objects (Ngo and
Byrne (2001)). The object definition can easily be carried
over to mean the visual elements, and we interpreted
layout and frame by analysing Ngo‟s examples: the frame
is the entire area of an interface, while the layout is the
bounding box of all the visual elements.

Fig 4: One of our experimental web pages (H),
showing the visual components identified within the
page as image (A), text (B) and control (C).
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Figure 4 shows the components indentified in one of
our of our experimental web pages: A areas are identified
as images, B as text, and C as controls.
The measures were taken directly from Ngo‟s paper
"Modelling interface aesthetics" (2003). The Firefox
extension calculates 14 metric values for the page in its
browser panel:
 Order and Complexity for all the components (the
“overall” measure)
 Equilibrium, Density, Economy, Proportion,
Cohesion, Balance, Sequence, Unity, Simplicity,
Homogeneity for all components
 Order and Complexity for the set of the text
components
 Order and Complexity for the set of the image
components
 Order and Complexity for the set of the control
components
Table 1 shows the 14 metric values for the web page
shown in Fig 4.
metric value (0-1)
Overall

0.3675

Equilibrium

0.9332

Density

0.2183

Economy

0.1963

Proportion

0.7394

Cohesion

0.6720

Balance

0.5171

Sequence

0.8999

Unity

0.1784

Simplicity

0.1993

Homogeneity

0.1218

Text

0.3603

Images

0.3874

Controls

0.2931

Table 1: The 14 metric values for web page in Fig 4.

3.4

Limitations and constraints

One of the main limitations of this approach is the
inability to analyse components that exist within
components (e.g. text wholly contained within an image,
blank images included simply as space-fillers, large
vertical spacing between paragraphs of text within one
text component which give the visual appearance of two
text components etc.) The original metrics do not
consider this possibility, probably due to the simplicity of
the examples to which were applied, where these cases
did not occur. The JavaScript walkover of the DOM does
not permit the visual content of any component to be
identified (not even its colour). The image analysis option
discussed above may have been able to allow for this
more detailed analysis.
All the elements identified in the DOM analysis are
considered to be rectangles, even though in the visual
rendering of the web page, overlapping elements may

take the visual appearance of another shape. The metrics
were defined to treat all elements as rectangles, so nonrectangular visual areas are inappropriate for the
calculation of the metrics.
When viewing a web page, only the information in the
browser panel can be seen at any one time, and scrolling
is needed to reveal hidden parts of the page. It is
reasonable, therefore, to consider (and measure) only that
which can be seen at one time. For the purposes of this
project, this meant confining our analysis to pages in
which all components were visible on screen at one time.
An obvious extension to our system would be the ability
for the DOM to be only partially analysed, taking into
account only those elements visible at one time.

4
4.1

Evaluation
Research questions

Using this implementation of these formulae for visual
layout of web pages allowed us to address the following
research questions in a user study:
 Q1. Do the metrics model users‟ perception of
„aesthetic appeal‟?
 Q2. Do the metrics model users‟ perception of
„usability‟?
While our two primary questions are focussed on the
metrics, the data collected allowed us to investigate a
complementary question:
 Q3. Is there a relationship between users‟ perception
of „aesthetic appeal‟ and „usability‟?
While the metrics do not in any way encode the use of
colour, as colour is such a prominent feature of web
pages, we conducted the same experiment twice, once in
black and white, and once in colour. Thus all three
questions above were investigated twice, and a further
supplementary question could be addressed:
 Q4. Does colour affect users‟ perceptions of
„aesthetic appeal‟ and „usability‟?

4.2

The web pages

We chose a set of 15 different web pages for the study.
As the metrics are designed for a single-screen layout, the
content of all these web pages was all visible in one
screen – none of them required scrolling. The variety of
pages was chosen so as to cover a wide range of topics,
and so that there were some that were text-heavy (e.g. the
news item from the University of Auckland homepage
(F)), image-heavy (e.g. the Borders home page (B)),
control-heavy (e.g. the Seek homepage (K) ) and a variety
of all the components (e.g. Telecom (M) , Gmail (O)).
Each web page was screen-grabbed once in black and
white and again in colour, and printed in 1280 x 800 pixel
resolution. All 15 web pages are listed and labelled A-O
in the appendix, and are shown there or throughout this
paper.
For each web page, we calculated the 14 metrics
detailed in section 3.3 above and produced 14 „ideal‟
rankings from 1-15 for the pages.
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overall ranking (Order and Complexity) over all
components (1 ranking);
 a ranking for each of the ten individual metrics over
all components (10 rankings);
 a ranking for each of text, image and control
components (3 rankings).
For example, the ASB page (G, figure 2(a)) is ranked
against the other 14 web pages as shown in table 2.
rank (1-15)
Overall

7

Equilibrium

1

Density

12

Economy

15

Proportion

14

Cohesion

13

Balance

3

Sequence

15

Unity

3

Simplicity

15

Homogeneity

14

Text

7

Images

8

Controls

4

Table 2: The metric ranks for the ASB page (G).
In comparison with the other pages, therefore, the
ABS page (G) is particularly good in equality, unity and
balance, but not so good on simplicity, economy and
sequence. It ranks middling with respect to the layout of
its text and image components, and well with respect to
the placement of its controls.

4.3

The participants

The 21 participants were friends, family and colleagues
of the student experimenters. They spanned a varying
level of education (from high school to tertiary
education), the age range was from 18-80, there was
approximate equal gender representation and a wide
range of occupations was represented. No participants
had any particular background in visual design.

4.4

Method

The 15 web pages were printed out on card, each in both
black and white, and in colour.
First the black and white pictures were laid out on a
table, and participants were asked to arrange them in a
linear order from Most Aesthetically pleasing, to Least
Aesthetically pleasing. No ties were permitted. After a
random shuffle of the pictures, the participants were then
asked to arrange them in linear order from Most Usable to
Least Usable. Again, no ties were permitted.
These black and white images were removed from the
participant, and the same two tasks were performed with
the randomly arranged colour pictures of the web sites.
Participants were not permitted to refer to their black and
white rankings when ranking the colour pictures.
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4.5

Data collection

For each participant, we collected four values for each
web page:
 the rank given for its black and white aesthetic
appeal (BWA)
 the rank given for its black and white perceived
usability (BWU)
 the rank given for its colour aesthetic appeal (CA)
 the rank given for its colour perceived usability (CU)

4.6

Analysis

4.6.1

The appropriateness of the metric values

Here we consider the following questions:
 Q1. Do the metrics model users‟ perception of
„aesthetic appeal‟?
 Q2. Do the metrics model users‟ perception of
„usability‟?
We calculated the mean rank for each web page over
all participants, with respect to the four measures of black
and white aesthetics (BWA), black and white usability
(BWU), colour aesthetics (CA), colour usability (CU)
(Figs 5 and 6). In both figures, the pages are ordered from
A to O along the x axis, with A being the web page
ranked highest (rank 1) using the overall metric formula,
and O being ranked lowest (rank 5). The bar chart
representation (Fig. 5) allows us to see the extent to
which the participants‟ ranking matched the overall
metric ranking: an upward bottom-left to top-right trend
would be expected. The line chart representation (Fig. 6)
allows us to see which particular web pages stand out as
having been ranked very differently from what the
formulae would predict.
We performed bi-variate correlations between the
mean rank values calculated over all participants and the
ranks determined by the metrics, so as to investigate
whether there was any relationship between them. Table
3 shows all the significant correlations found. There were
no significant findings for Text, Controls, Equilibrium,
Sequence, Unity and Homogeneity.
BWA

CA

Overall

0.71 (**)

0.66(**)

-

BWU
-

CU

Images

0.72(**)

0.74(**)

0.52(*)

0.65(**)

Density

0.55(*)

-

-

-

Economy

-

-

0.52(*)

-

Proportion

0.58(*)

0.51(*)

-

0.55(*)

Cohesion

-

0.64(*)

0.53(*)

0.70(*)

Balance

0.62(*)

0.64(*)

-

-

Simplicity

-

-

0.55(*)

-

Table 3: Correlations between mean participant
rankings and those determined by the objective
metrics. (**) indicates significance at p<0.01; (*)
indicates significance at p<0.05; - indicates no
significance.
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N

O
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J
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O
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Fig 5: The mean ranks over all participants for all 15 web pages, according to perceived aesthetic appeal and
usability, for black and white, and colour.

Fig 6: The mean values, over all participants, for each of the 15 web sites according to perceived aesthetic appeal
and usability, for black and white, and colour.

4.6.2 Aesthetics and perceived usability

4.6.3 Colour

Here we consider the following question:
 Q3. Is there a relationship between users‟ perception
of „aesthetic appeal‟ and „usability‟?

Here we consider the following question:
 Q4 Does colour affect users‟ perceptions of
„aesthetic appeal‟ and „usability‟?

We performed a bi-variate correlation analysis between
the aesthetics and usability rankings, separately for black
and white and colour. We found that only for colour was
there a small but significant relationship: r= 0.164,
p=0.015.

We performed a bi-variate correlation analysis between
the black and white and colour rankings, separately for
aesthetics and usability. We found highly significant
relationships for each: for aesthetics (0.880, p<0.001) and
usability (0.913, p<0.001).
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5
5.1

Discussion
Aesthetic Appeal

Aesthetic appeal is strongly captured by the overall
metric value (Order and Complexity), for both black and
white, and colour. Some single metrics capture aesthetic
appeal on their own (Density, Proportion, Cohesion and
Balance), with Proportion and Balance doing so for both
black and white and colour.
Aesthetic appeal is very strongly captured by the
placement of images on the screen, more so than when all
components (including text and controls) are considered.

5.2

Perceived usability

The perception of usability is not captured by the overall
metric, although when just the images are considered,
there is a significant correlation. The cohesion metric on
its own (over all components) gives a similar result to that
of the images. This is surprising: it is not clear why
perceived usability is affected by the fact that objects
have similar aspect ratios. Simplicity, proportion and
economy each individually capture perceived usability.
Simplicity and economy only feature as significant results
for black and white usability; we are surprised that these
results did not carry over to colour usability.

5.3

Aesthetics, usability and colour

In our results aesthetic appeal does not match perceived
usability; the only significant relationship was small. We
are surprised at these findings, as they appear to
contradict those of Kurosu and Kashimura (1995) and
Tractinsky (1997), but speculate that this is because the
web site images we used are much richer than their more
simplistic interfaces.
Colour is not a dominant factor in judgement of either
aesthetic appeal or perceived usability.
There was no significance for all text and all controls,
indicating that these metrics, when applied only to text or
controls, do not capture aesthetics or perceived usability.

5.4

Unusual individual results

Page F had a mean rank of approximately 11 for all four
participant measures, even though its calculated overall
rank is 6. This page is text heavy (see appendix 8.2). As
we have discovered that the metrics capture aesthetic
appeal and usability best with regard to the placement of
images, this result does not come as a surprise. It may be
that the equal weighting that we gave to text, images and
control in the overall calculation is not appropriate.
The other page that stands out as giving obviously
different ranking is A (Fig 3(b)), which is objectively
ranked 1, yet had mean ranks of approximately 9 for
BWU, CU and CA. This page has no obvious control
elements, so it is unsurprising that the usability ranks are
high, and its gray background appears to reduce its
aesthetics appeal when it is presented in colour.
Both pages G (Fig. 2(a)) and I (Fig. 3(a)) produce
lower mean rankings for both black and white and colour
aesthetic appeal judgements than their objective ordering
would predict: both of these pages are image heavy
(while not conforming to constituent metrics like
Balance, Simplicity and Unity).
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5.5

Future work

Ngo himself queried whether the overall Order and
Complexity metric should equally weight the constituent
metrics (Ngo, Teo and Byrne, 2000): our results indicate
that some metrics are better predictors than others, but we
are not in a position with these results to suggest
appropriate weightings. Additional empirical studies need
to be performed. As part of this further study,
implementing the remaining three metrics would be
useful.
Our implementation is confined to web pages that fit
on a single screen. A future implementation could
provide metrics based on the current viewing window of
a scrolling page. This would mean that the metric values
would change as the user scrolls, and that a mechanism
for integrating the values over all possible viewports
would need to be derived.
In common with many visual aesthetics empirical
studies, we asked our participants for their perception of
the usability of the web pages. There is no guarantee that
their perceived usability matches actual usability. Taskbased experiments are required to determine whether
these metrics can measure objectively the actual usability
of a web site.
A more complex extension of this work would entail
an automatic layout tool that proposes optimal
positioning for a set of web page elements with respect to
the metrics. An advanced end user tool could even allow
the user to select their own aesthetic preferences,
resulting in a personally optimised layout.

6

Conclusions

Aesthetic appeal and perceived usability are important
because both encourage users‟ engagement in a site.
Our results show that these objectively calculated
metrics can be useful in assessing the overall aesthetic
appeal and perceived usability of a web page design even
if only the images and an overall metric are used. Web
designers can therefore make good use of these metrics as
a design tool, allowing for interim quantitative feedback
during the design stage.
The practical implications of this work are:
 Our tool gives quantitative and useful
information to a web page designer on the
aesthetic layout quality of a single-screen web
page.
 This information could be used to ensure
consistency and/or contrast in layout between
web pages in a single web site.
 The tool could serve as a foundation for the
„critiquing tool‟ proposed by Ngo and Byrne
(2001) whereby the program can make explicit
suggestions about element placement during
design.
Our work has shown that it is possible to quantify the
aesthetic appeal of a web page. We suggest that there is a
market for tools that embody such aesthetic metrics so as
to encourage and guide useable and aesthetically
appealing design.
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7

A. http://www.procricket.co.nz
B. http://www.borders.co.nz
C. http://www.procricket.co.nz/index.php?page=Ou
rPlayers
D. http://www.google.co.nz
E. http://www.unisat.auckland.ac.nz/uoa/home/unis
at-1
F. http://www.auckland.ac.nz/uoa/home/news/temp
late/news_item.jsp?cid=197964
G. http://www.asb.co.nz
H. http://www.se.auckland.ac.nz
I. http://www.tematacheese.co.nz/
J. http://www.foodtown.co.nz
K. http://www.seek.co.nz
L. http://web.ece.auckland.ac.nz/Jahia/pid/8
M. http://www.hotmail.com/
N. http://www.telecom.co.nz
O. http://www.gmail.com
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8
8.1

Appendices
The layout metrics

These brief definitions of Ngo‟s metrics are taken from
Ngo (2001). The complete formulae can be found in Ngo
and Byrne (2001).2
 Balance is computed as the difference between total
weighting of components on each side of the
horizontal and vertical axis.
 Equilibrium is computed as the difference between
the centre of mass of the displayed components and
the physical centre of the screen.
 Symmetry* is the extent to which the screen is
symmetrical in three directions: vertical, horizontal
and diagonal.
 Sequence is a measure of how information in a
display is ordered in a hierarchy of perceptual
prominence corresponding to the intended reading
sequence.
 Cohesion is the extent to which the screen
components have the same aspect ratio.
 Unity is the extent to which visual components on a
single screen all belong together.
 Proportion is the comparative relationship of the
dimensions of components to certain proportional
shapes.
 Simplicity is the extent to which component parts are
minimised and the relationships between the parts are
simplified.
 Density is the extent to which the percentage of
component areas on the entire screen is equal to the
optimal level.
 Regularity* is the extent to which the alignment
points are consistently spaced.
 Economy is the extent to which the components are
similar in size.
 Homogeneity is a measure of how evenly the
components are distributed among the quadrants.
 Rhythm* is the extent to which the components are
systematically ordered.

8.2

E

F

J

K

M

N

O

Test Page stimuli

The test pages are listed below, in order of overall metric
value, together with images of those sites not appearing
elsewhere in this paper. All images were captured on
13/08/2009.
2

C

* indicates those metrics not implemented for this
particular project.
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Abstract
In this paper we propose a taxonomy for crowd based
interaction paradigms, and categorise the literature
according to this taxonomy. The conventional definition of crowds needs to be reconsidered in the light of
advances in communication technology such as smart
phones and cloud based infrastructures. We have extended the definition to encompass virtual dispersed
crowds by considering the core components of crowd
based activities. We found that much of the existing work offers simplistic reactive control in exchange
for economical, highly synchronous, co-operative activities. We argue that the same co-operative component and economy can be obtained with rich reflective
control. By combining the cloud, smart phones, and
tools, this gap can be exploited to create a new class
of rich, thought provoking, economical, crowd computing.
Keywords: Crowd computer interaction, crowd computing, crowd and the cloud, collective behaviour
1

Introduction

Humans are an inherently community-based species;
we associate with nations, societies, and clubs. Our
interaction with society at large is often at times of
shared activity: events like the Olympics are able to
engage the passions of entire nations. There exists
little technology that attempts to engage communities in crowd activity. Work in the emerging field of
crowd computer interaction attempts to address this
shortcoming.
Crowd computer interaction first came to prominence in 1991 during the SIGGRAPH Electronic Theatre show with the deployment of Cinematrix Interactive Entertainment System (Carpenter, 1993). Each
audience member was given a double sided paddle
with a green face on one side and a red one on the
other; cameras tracked the paddles in real-time allowing for collaborative audience activities. In this way
the audience was able to collectively control a single
paddle in a game of pong, vote on an issue, or move
through a maze (Maynes-Aminzade et al., 2002; Bregler et al., 2005). The system was invented to get
around the expense and the required preparedness of
wiring seats with controllers, or the need to hand out
expensive wireless controllers to audience members
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 12th Australasian User Interface Conference (AUIC2011), Perth, Australia, January 2011. Conferences
in Research and Practice in Information Technology (CRPIT),
Vol. 117, Christof Lutteroth and Haifeng Shen, Ed. Reproduction for academic, not-for profit purposes permitted provided
this text is included.

(Carpenter, 1993). Much of the subsequent work in
this area has built on this foundation of throwaway
sensors deployed to a co-located crowd (or in some
work no controller at all) and a large shared screen
for feedback.
Crowds present a unique problem space for the
deployment of technology. This is because of the organisation and composition of individuals within the
crowd, and the sheer scale presented by the possible
numbers of participants. The organisational structure of the crowd takes on a looser form than groups
(Turner and Killian, 1972): crowds are far more adhoc in their nature, and in most cases there is no clear
leadership. Crowd membership is not as stringently
regulated as groups with participation often open to
anyone who is able to take part. The relaxed form
of membership and the large number of people leads
to a collection of many different cultures and identities. Within the larger crowd aggregate are many
small sub-crowds and groups with their own idiosyncrasies and traditons (Reicher, 2002). Behaviours appropriate to the traditions of one sub-crowd may not
be appropriate for another. How the crowd works as
a whole to work around these differences, or how it
might attenuate or exaggerate issues remains a new
area of inquiry for technology solutions deployed into
this arena.
In this paper we considered how two new technologies, smart phones and cloud computing, can change
crowd participation.
The recent proliferation of smart phones equipped
with accelerometers, compasses, microphones, and
gyroscopes eliminates the need to build, develop, or
distribute sensors. This paired with the rich interfaces provided by the devices opens up the possibility of richer crowd experiences. Application marketplaces have provided the ability to quickly distribute
applications to client phones, eliminating the original
problem of sensor deployment cost.
Cloud computing provides the second piece of the
puzzle: the cloud computing paradigm reduces entry
barriers with reduced infrastructure costs and quick
access to computing power and storage (Greengard,
2010). The potential benefits of cloud computing
to crowd computing are vast. By their very nature,
crowd applications benefit from the elasticity offered
by the cloud (Owens, 2010): the ability to scale up
a modest infrastructure for short durations at a very
modest cost fits the typical crowd application scenario
beautifully.
The combination of smart phones and cloud computing opens the possibility for rich, economical
crowd computer interaction without the need for colocation.
This paper first proposes a new definition of
crowds for the purpose of crowd computer applica29
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2

Definitions

Some definitions are in order before a taxonomy can
be approached.
First and foremost, what is meant by the ‘crowd’
needs to be defined. Formally, the American Psychology Association defines a crowd as “a sizable gathering of people who temporarily share a common focus
and a single location” (VandenBos, 2007, pg 247).
This definition is rather ambiguous for the purposes
of designing applications for crowds. What is a ‘sizable gathering’ ? How long is ‘temporarily’ ? With
the advent of technologies that support large numbers of people in a shared activity without spatial
constraints (Twitter, 2010; Blizzard Entertainment,
2010), the boundaries of what has traditionally been
deemed a crowd are challenged.
A novelty for research into crowd based interaction
is the unique form of behaviour found in crowd based
settings. Turner and Killian (1972) define collective
behaviour as all those behaviours found in collectives
that are not based on the traditional behaviour of society (Turner and Killian, 1972). In conventional settings an individual is subject to the social norms of
society, the workplace, or teams: established operating procedures guide what behaviour is appropriate.
They go on to suggest crowd behaviour is similar to
that of groups in that members interact with one another with a sense that they constitute a unit; the
behaviours of members are clearly influenced by the
other members, and social norms are arrived at by all.
Where crowd behaviour differs from group behaviour
is the formation of these social norms. Unlike groups,
crowds have a looser structure with regards to membership and leadership: member participation is unregulated by any existing structure, and leaders are
those that the crowd chooses to follow at a given moment. While groups have procedures that are based
on society at large, crowds have a far more spontaneous form of behaviour that stems from the looseness
of structure; some norms may reflect those in society,
others might outright reject them. There may in fact
be competing social norms in a crowd. The interest
of crowds for technology deployment are supporting
crowd activities for large numbers of people with this
collective behaviour.
For the purposes of this paper, a crowd is defined
as a large collective of people under a synchronous
shared influence, where each member is connected to
one another via some communication medium, and
all members have the potential to participate in the
collective activity.
This definition raises points that need to be addressed:
• collective activity: refers to the defining activity
of the crowd; viewed as the focal point for a given
crowd. This is linked to both explicit membership
identity (I am part of the crowd watching the All
Blacks vs Wallabies game at Eden Park), and implicit membership identity (I am part of the crowd
watching the All Blacks vs Wallabies game at Eden
Park singing the New Zealand national anthem).
Sub-crowds are often identified by specifying the
activity with greater precision. In the preceding example, Australian supporters in the stadium crowd
are often not able to participate in singing the anthem due to social pressure; they are hence not
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part of the singing the New Zealand national anthem sub-crowd, though they still spectate its output. They still retain membership in the greater
stadium crowd along with those participating in
the anthem.
• large collective: the crowd size has been defined
ambiguously on purpose: existing work in this area
has crowds ranging from less than a hundred participants through to the tens of thousands. What
distinguishes crowds from traditional groups is the
presence of collective behaviour. The size of the
collective must therefore be large enough for this
behaviour to be a property of the crowd. The modifier large also hints at the requirements of any potential system being able to cope with tens of thousands of members, while also being able to support
smaller gatherings.
• communication medium: each crowd member is
connected in some way to every other crowd member via some medium. In this way, each member is
able to have some input into the collective activity.
In co-located settings, this medium is most often
made up of visual and aural channels: crowd members can be seen and heard by others in the crowd,
and their participation forms a part of what is seen
as the crowd.
• synchronous shared influence: the influence
refers to the output of the collective activity; each
member has an awareness of their role in the crowd
and is affected in some way by the output of the
crowd. All crowd members semantically share the
same influence simultaneously, but perhaps via different mediums.
• potential to participate: all crowd members
must be able to contribute input towards the activity’s output; any choice to not actively participate
is based solely on the individual’s choice not to participate. Other limiting factors including physical
(e.g. no means of participating), social (e.g. peer
pressure), and temporal (e.g. outside of the activity’s timeframe) limitations may prevent an individual from being considered part of the crowd.

Output (∑ action effects)
Shared Influence

tions based on the developments in communication
technologies. A taxonomy based on the key components of crowd activity is then presented, followed by
a categorisation of applications in the literature. A
discussion of the trends and gaps found in the categorisation follows before the conclusion of the paper.

Actions

Participants

Spectators

Crowd
Communication Medium

Figure 1: Components of a crowd activity.
The above definition specifies that those with the
potential for participation are members of the crowd.
Spectators of a crowd activity already satisfy the criteria for shared influence (spectators are influenced
by the output). Hence, it is implied that all spectators of a crowd activity are also members of the crowd
as long as they have the potential for involvement in
the activity. This potential for participation implies
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that spectators share the communication medium of
participants and so are able to input into the activity. Every crowd activity (collective activity) involves
a set of actions made by participants. The complete
action set defines the crowd activity. Each action has
at least one consequential action effect. Figure 1 puts
the components of a crowd activity together according to the above definition.
As an example, the well known stadium activity
of the “Mexican wave” has two actions: standing up
with one’s arms outstretched, and remaining seated.
Both of these actions are crucial to the recognisable
activity: participants who are not part of the wave
must remain seated until the wave reaches their part
of the crowd, and stand only for the instant at which
the wave reaches their seat section. The effect of each
action is visible in the output of the activity, namely
the movement of the wave around the stadium. All
crowd members are able to spectate the output of the
crowd by watching the participant constructed wave
move around the stadium.
3

Taxonomy

A taxonomy provides a useful method of exploring
the domain space: prior and ongoing work can be
related to the domain as a whole. This is especially
useful in the crowd computer interaction domain as
there has been little work in the area of classification
of applications in the domain space.
The taxonomy presented here builds on the observations made from existing work, with the help of
sociological and psychological research into the phenomenon of crowds.
3.1

Intention

In classifying the interaction individuals have both
with and within the crowd, an important distinction
must be made between the actions and the associated
intentions, due to the occurrence of collective intention in crowd activity.
In the case of a single individual, an intention leads
neatly into an associated action. However, in the case
of crowd or group intentionality, experience tells us
that a shared intention comes into play. One proposition terms this shared intention ‘collective intention’
(Searle, 1990). Searle argues that a collective intention is not the mere result of individual intentions, but
that it is a distinct primitive construct of its own. An
individual specifies the intention with the form ‘we
intend’ to do such and such, as opposed to ‘I intend’.
Searle further stipulates that ‘I-intentions’ then derive from the collective ‘we-intentions’: a collection
of soccer players has the intention ‘we intend to perform play X’, with each player having an individual
intention of the form ‘we intend to perform play X by
means of my action Y’.
Although this is still an ongoing discussion in philosophy, the concept of ‘we-intentions’ is useful in
describing the intuition that collective intentionality
manifests different behaviour in group settings than
a mere collection of single individual intentions.
At the top level, crowd activities can be separated
based on the intention makeup of the crowd during
the activity:

These objectives are performed inside the activity domain: members recognise themselves as actors within
some common activity. Street crowds are an example
of this form of activity that many of us are familiar with; as actors within the crowd, each person has
their own intentions to get to their intended destinations, or perhaps even to just wander the streets.
On entering the crowd, they enter into the shared influence of the crowd activity, namely the flow of the
crowd. Whether or not they wish to be in the crowd,
each actor recognises themselves as part of the crowd
as they pass through it.
Activities of this type are by no means always
made up incidentally in the same way as street
crowds; participants may wish to engage in some
shared activity by which the presence of others in the
activity is required for the experience, but the intentions of participants is individual. Within a stadium
crowd a member might wave a banner of support for
their team: this action requires the presence of other
crowd members for the action to have the intended
effect, but does not require all crowd members have
the same intention.
Shared intention activities are defined by crowd
members sharing the same intention. The activity
class can be further divided based on the type of the
shared intention:
• Co-operative intentioned activities are those where
every participant (or most participants) of the
crowd have the same we-intention. These activities involve all participants working together to
solve some common objective.
• Separate intentioned activities involve every participant having the same I-intention. An example of this class of activity would be a competitive pull on some shared resource. Voting systems
also fall into this class; although individual members may vote for separate outcomes, the activity of voting is a shared I-intention. Activities of
this class might also appear to be shared activities
from observation: crowd technologies that aggregate the input of all participants to control some
shared control (an example here would be the pong
game from (Carpenter, 1993)), might result in individual crowd members having I-intentions (I intend to move the paddle left) if the crowd does
not communicate within itself. However, if crowd
members co-ordinate themselves through communication such as yelling, and cheering, the activity
becomes a co-operative one.
3.2

Interaction setting

The interaction form describes the configuration of
the actions contained within a single interaction with
the system. A single interaction is defined as starting
from the point of first input until the point of output presentation. Each interaction setting describes
both the origin and the destination for the action(s)
(Whitworth and Plimmer, 1997):

• Shared: crowd members share the same intention

• One-to-many (1:N): each interaction involves
the input of a single crowd member with output
(action effects) presented to many crowd members.
In this way the action is amplified. An example is
the activity of hitting a beach ball around a crowd:
each strike of the beach ball is made by a single (or
a marginally small subsection) of the crowd with
the action effects of the raised ball visible by all.

Activities that are made up from members of the
crowd with different I-intentions (or in some cases weintentions) are treated first. In this class of activity, individuals have their own goals and objectives.

• Many-to-many (N:M): each interaction involves
the input of many crowd members with output presented to many other crowd members. An example of this is crowd pong (Maynes-Aminzade et al.,

• Individual: crowd members have many different
I-intentions
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2002), where all crowd members act together to
control a single paddle. In this instance a single
interaction involves the input of all participants,
with the output directed to all crowd members.
• Many-to-one (N:1): for each interaction, the input of many is presented to a single crowd member
(or a very small subset of the crowd). The action effects are therefore aggregated. This can be
seen in stadiums where a crowd member is singled
out on a large display, and adjusts their behaviour
based on the feedback of the crowd.
3.3

Interaction style

Describes the style of interaction encouraged or required by the activity.
• Reflective: the input into the activity is based
on reflection and real creative input; the activity
encourages participants to reflect before they contribute to the output. Reflective actions allow purposeful and creative input into the system: members might use strategy to plan their action, or the
input might require creativity in expression or content. An example of this can be found in the use of
Twitter during events: each ‘tweet’ requires careful reflection to properly express the thoughts of
the participant before the expression is presented
to the crowd.
• Reactive: the input is based on quick reaction
to some stimuli: crowd members are encouraged
to act quickly for their contribution to the output. Reactive actions are based on coordination
and speed: members need to quickly process the
stimuli and react accordingly. Activities like crowd
pong (Maynes-Aminzade et al., 2002) require that
all participants lean in time to control the onscreen
paddle; participants must time their lean carefully
to move the paddle into the path of the oncoming
ball.
3.4

member to another depends on three factors related
to the communication channels between them (Whitworth and Plimmer, 1997):
• Channel type: describes the media type of the
channel. Primary channels relate to the senses;
these include visual, audial, and tactual amongst
others. Symbology is a secondary channel that
relates to the symbology found in communication
such as language.
• Number of channels: the number of communication channels in the media space.
• Channel bandwidth: describes the information
content capacity and speed of the channel. High
bandwidth channels convey a large amount of information quickly, while low bandwidth channels
convey information at a slower rate.
Co-located crowds have a large number of high
bandwidth channels of different media types due to
the richness of the shared media space. Dispersed
crowds may also have these same channels, but at a
lower bandwidth. Alternatively, they might only have
a subset of these channels, and some channels might
require mediation by technology.
4

Categorisation of existing research

With the lens of the taxonomy in place, existing work
in the crowd computer interaction domain can be categorised and compared. This section will place existing work into each of the identified dimensions of the
taxonomy with justification.
4.1

Intentionality

Social Exposure

The degree to which an individual in the crowd is
‘socially exposed’ depends on three factors:
• Visibility of the action effects: this factor describes how visible the action effect is to other
members of the crowd. Highly visible effects are
those that are accessible by all members, while effects with low visibility are accessible by only a few
members.
• Strength of the association between an individual and their action effects: a strong association allows crowd members who can see the
effect to be able to always find the individual who
performed the action. A weak association requires
some effort to be made by crowd members who can
perceive the effect, while no association means that
an individual can never be linked to their actions.
• Duration of the action effects: a long duration
means that the effects of the action are visible for a
long period of time, while a short duration means
that the effects of an action are quickly removed
from the activity.
3.5

Crowd member connectivity

This describes the ‘closeness’ of crowd members in
terms of communication channels: crowd members
are close if they share a large amount of information
amongst themselves. The information relayed by one
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Figure 2: A game of crowd pong is played using crowd
leaning as the input to control the paddle (MaynesAminzade et al., 2002). This is a classic example of a
shared input system: co-operative intentions are created by requiring the crowd to co-ordinate themselves
as if a single unit.
Co-operative intentions can be classified into
three themes.
First, Aggregate control: the Cinematrix system
(Carpenter, 1993) and its derivatives (Fisher et al.,
1997; Dannenberg and Fisher, 2001) have applications
that aggregate the input of all participants (using the
average) and map this to a single control. Applications like crowd pong and collectively steering a car
(Carpenter, 1993; Maynes-Aminzade et al., 2002) require the crowd to co-ordinate themselves by turning
their paddles to either the red or green side in some
required proportion: the system reads the input of all
paddles in real-time and moves the paddle or vehicle
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based on the aggregate of the crowd. The cell membrane game of Fisher et al. (1997), based on the same
technology of Cinematrix, requires that the audience
balance the ion content of cells by keeping the aggregate value of the paddles at some equilibrium. The
same idea is found in the work of Maynes-Aminzade
et al. (2002) and derivatives (O2, 2009; Terdiman,
2007) who instead aggregate crowd input using machine vision to capture crowd leaning (see figure 2).
Second, Shared control: requires the crowd coordinate a single control around crowd members. The
games of Missile command (Maynes-Aminzade et al.,
2002), Time Bomb (Sieber et al., 2008), and Squidball (Bregler et al., 2005) use large inflatable balls
as the input of the system. The spatial property of
the crowd is utilised to encourage crowd members to
co-ordinate control: members act to move the ball
around the crowd to achieve the required input. The
Missile Command game uses the shadow of a beach
ball as the cursor for the game: crowd members must
hit the ball with a certain velocity and direction to
successfully destroy the missiles shown on screen. The
Time Bomb game divides the audience in two and
requires that members closest to the virtual beach
ball (shown on a screen that projects a mirror image
of the audience) hit it to the opposing side. Squidball requires that the crowd move sixteen helium filled
weather balloons to different locations in the crowd
to score points. In each of these instances, the crowd
needs to work co-operatively to co-ordinate control of
the input.
Third, Power-by-numbers: the numbers found in
the crowd are utilised to achieve a shared goal. The
Red Nose Game (O’Hara et al., 2008) requires that
participants push together virtual red blobs shown on
a projection of the crowd displayed on a large public screen (see figure 3). Crowds of one city compete with those in others by attempting to put the
red nose back together as quickly as possible. Cooperative intentions are created here as more participants join in to complete the shared goal: members work together to bring the pieces back into a
whole as quickly as possible. In a similar way the
multi-user connect-the-dots game (Maynes-Aminzade
et al., 2002) requires that audience members position
dots emitted by lasers in the required configurations;
members must work together to complete the task.
“Connect-the-dots required each audience member to
position his laser over a different dot, and since it
required the audience to cooperate in order to succeed it was a more social game” (Maynes-Aminzade
et al., 2002, pg 5). The traditional Mexican Wave has
been augmented with technology to encourage crowd
co-operation. The crowd system created by Uplause
(Uplause, 2009) requires that members work together
to create an effective wave.
In each of these approaches the crowd is encouraged to work co-operatively by requiring the coordination of all members to achieve the shared goal.
Properties of the crowd such as the number of crowd
members and the spatial layout of the crowd are used
effectively to encourage the shared we-intentions.
Separate intention is evident primarily in voting
systems. Participants all have the same intention
during each interaction: vote for some preference.
Although the preference may differ between crowd
members, the intention for interaction is the same
(I-intend to vote), as opposed to individuals having
different intentions during each interaction. The literature presents variations on the voting theme. The
Cinematrix system (Carpenter, 1993) and the work of
Maynes-Aminzade et al. (2002) each present methods
by which the crowd can vote on selected issues, using
paddles and lasers respectively. The cheering system
of Barkhuus and Jørgensen (2008) allows crowd mem-

bers to vote with applause and cheering. The voting metaphor can be extended to other systems like
the Hewlett-Packard DJ (HPDJ) system of GrahamRowe (2001) whereby the DJ system automatically
picks songs based on how the crowd reacts to them;
a genetic algorithm is used to judge which songs have
been successful based on who remains on the dance
floor among other metrics. During each interaction
with the DJ system, crowd members vote with their
reaction to the system. Likewise the dance tempo
system of Feldmeier (2003) allows crowd members to
vote for the tempo of the song by the amount of activity they engage in during their dancing (a sensor measures the amount of force in the dancing). Although
crowd members might have their own intentions during the activity, they share the same I-intention when
they interact with the system.
Other systems whereby the participants are presented with a goal, but not required to co-operate
to achieve it are also shared intentioned activities.
Shared I-intentions can be seen in activities like the
Whack-a-Mole and picture reveal games of MaynesAminzade et al. (2002): “In a game like Whack-aMole, each audience member is involved in the activity for himself, much like a game of soccer played by
young children in which everone clusters around the
ball” (Maynes-Aminzade et al., 2002, pg 5). The former game requires that crowd members shine a laser
on an image of a mole that shows on screen, while the
latter has crowd members removing the black layer
obscuring a hidden image using their laser pointers.
Individual intention, the final type of intention,
is represented by crowd activities with no unifying
goal or objective. A pattern seen in all the existing
work classified with individual intentions is the open
ended input each activity provides.
The collective paint application of MaynesAminzade et al. (2002) allows participants to draw
with laser pointers on a shared canvas. In this
instance, crowd members might create co-operative
sub-activities if they engage with one another; however, in the general case without system intervention, participants form their own creative intentions
(I-intend to draw such and such). The distinction
is made from shared intentioned voting activities as
crowd members engage with freedom as to the goal
of the action, as opposed to voting systems where the
goal is singular (to vote).
The interactive dance club (Ulyate and Bianciardi,
2002) allows participants to influence the music and
lighting of the dance club environment by using ‘interactive zones’ situated around the club. Each zone
encourages crowd members to engage with unique interfaces to influence the various parts of the environment. Each individual has their own intentions as
to how they will influence the shared environment:
much like the canvas in the paint application, the environment around the crowd becomes the canvas and
the interaction zones the paintbrush.
The Pirates! game (Falk et al., 2001) is a collective
activity very much in the spirit of traditional games
like hide and seek: players act as ship captains and
move around a shared arena with their own quests
and objectives. The pervasive game augments the
physical arena with a virtual environment (Falk et al.,
2001). Although individuals have their own goals and
objectives throughout the game, the activity itself is
created by the involvement of all crowd members.
4.2

Interaction setting

Many-to-many interactions, whereby many participants contribute to the output in a given interaction,
are the most prolific in the identified existing work.
The aggregated input systems of Cinematrix based
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applications (Carpenter, 1993; Fisher et al., 1997;
Dannenberg and Fisher, 2001) and crowd leaning applications (Maynes-Aminzade et al., 2002; O2, 2009;
Terdiman, 2007) take input from many members for
a given interaction and display this on a shared display. The same is true for others of Maynes-Aminzade
et al. (2002): connect-the-dots, whack-a-mole, picture
reveal, paint; and the Red Nose Game (O’Hara et al.,
2008), which use individual participant input instead
of aggregation. The interactive dance club (Ulyate
and Bianciardi, 2002) operates in a similar way with
the environment (lights, music) as the shared output
instead: participants interact with different stations
simultaneously, and in many cases share a station
with others.
The voting systems require the input of all participants before the output is created during a given
interaction: therefore the cheering meter (Barkhuus
and Jørgensen, 2008), real-time voting systems (Carpenter, 1993; Maynes-Aminzade et al., 2002), dance
tempo (Feldmeier, 2003), and the HPDJ (GrahamRowe, 2001) all have the many to many interaction
style.
The Pirates! game (Falk et al., 2001) requires the
input of many participants during each interaction;
although it can be played as a single player, the activity is only considered a crowd activity with many
participants (which is the intended usage (Falk et al.,
2001)). The input of many participants, both the virtual manipulation as well as the physical presence, is
taken in within each interaction with the system: the
output (game environment as well as the physical environment created by the presence and movement of
the players) is then given to all participants.
One-to-many interaction is most represented in
co-located applications where crowd members shared
a single input mechanism amongst themselves. Single crowd member actions are broadcast to the crowd
as a whole during one interaction with the system.
The missile command game (Maynes-Aminzade et al.,
2002), the time bomb game (Sieber et al., 2008), and
Squidball (Bregler et al., 2005) all use an inflated ball
(virtual in the case of the time bomb game) to control
the application displayed on the large screen; members in the crowd control the application one at a
time (or in small isolated groups) while the rest of
the crowd spectates. Although the crowd may act
as one unit (shared we-intention), the interaction is
made by a single crowd member.
Twitter (Twitter, 2010), when used in a real-time
capacity, also uses the one to many interaction setting. Participants post their message to the rest of
the crowd during a single interaction with the activity; the crowd output (message stream) is manipulated by single individuals during a given interaction
with the system.
4.3

Interaction style

Reflective style applications allow participants to reflect on the system state before they interact. Reflection allows strategy, expression, and/or creativity for
each interaction with the system.
The Pirates! game (Falk et al., 2001) gives each
participant objectives that they must complete to
move forward in the game. Players search for treasure, compete in battles, and trade with other players
to increase both their rank in the game (measured
with experience points), and the amount of money
they have for upgrading ships. Participants are able
to reflect on the system state during every interaction
with the system by observing their individual display
and interacting accordingly: there is no pressure to
react to a stimuli without consideration of the state.
Even in the case of sea battles, whereby one player
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engages another in proximity, participants are able to
reflect on the state of their ship and resources while
they engage in the battle, and strategically plan their
attack or defence.
The voting applications using the Cinematrix system (Carpenter, 1993), or laser pointers (MaynesAminzade et al., 2002) are reflective in that they allow participants to consider and reflect on the options available during each interaction: in the work of
Maynes-Aminzade et al. (2002) participants are given
a topic to vote on and those with laser pointers in the
crowd shine their laser beams on their choice, bringing in prior knowledge from their own experiences as
well as the knowledge presented by those yelling in
the crowd. In a similar way, the cheering system of
Barkhuus and Jørgensen (2008) allows participants to
reflect during the performance of the artist that they
are to judge, and then bring this knowledge into their
interaction with the system.
The remaining applications identified with reflective interfaces use expression as their primary reflective mechanism. The use of Twitter (Twitter, 2010)
during real-time events allows participants to reflect
on the current thread of conversation on the topic and
respond accordingly with their own thoughts and feelings. Again there is no pressure to immediately interact without first reflecting on the crowd output. The
interactive dance club of Ulyate and Bianciardi (2002)
allows participants to manipulate the music and lighting in the dance environment in a very creative way:
participants are free to explore the musical and visual
canvas by modifying the various components of the
music and lighting. The paint application of MaynesAminzade et al. (2002) allows creativity in much the
same way: participants are free to express themselves
through the images they draw on screen.
Reactive interfaces, in contrast, require participants react quickly with speed and/or co-ordination
to the system state. Work classically identified as
crowd computer interaction mostly centre around reactive interfaces, with interaction made in the moment. Games like crowd pong (Carpenter, 1993;
Maynes-Aminzade et al., 2002); collectively driving
a car, connect-the-dots, whack-a-mole, picture reveal
(Maynes-Aminzade et al., 2002); and the Mexican
wave (Uplause, 2009) require participants react to the
output shown on screen (and with the crowd itself for
the Mexican wave), and react accordingly for successful input.
The activities that use an inflated ball for control
(Bregler et al., 2005; Maynes-Aminzade et al., 2002;
Sieber et al., 2008) all require the participant(s) currently engaging with the interface to react to the oncoming ball and steer it in the required direction.
In the Red Nose game (O’Hara et al., 2008) participants are presented with a fragmented red blob that
they have to piece back together by pushing the various sections into one. Although participants are able
to observe and perhaps reflect on the system state
on-screen at any time, the primary interaction mode
involves quickly reacting to the position of the largest
blob, and moving the closest blob towards it: the simplicity of the task means that the reflection time is
minimal at best as other participants will quickly act
to move the blob if it is not moved immediately by
the player.
The dance tempo system of Feldmeier (2003) allows participants to influence the music and lighting
using distributed sensors that detect force: the system measures the amount of activity in the dancing
and adjusts the music and lighting accordingly. Participants react to the current state of the music and
lighting as they dance, and attempt to influence the
intensity up or down with their sensor movement.
The HPDJ system (Graham-Rowe, 2001) involves
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participants reacting to the music in an indirect way.
The HPDJ system measures the response to the various music tracks it attempts in engaging the crowd.
Participants are presented with a stimuli (the music) and evaluate this in real-time by reacting with
their activity. The dancers don’t reflect on the input and judge, as with the other voting systems, as
the reactions are mostly involuntary: if the track has
a beat that suits a given participant, they will react
positively with their dancing; otherwise they might
decrease their activity or leave the dance floor altogether.
4.4

Social exposure

Figure 3: The Red Nose game (O’Hara et al., 2008)
pictured here has the participants highly socially exposed as their actions are clearly visible and highly
associated to the actions they make.
Participants in the Time Bomb game (Sieber et al.,
2008) are highly socially exposed as their actions are
highly visible, and a clear association can be made between the action and the participant. A large screen
in front of the audience displays a mirror image of
the crowd; overlaid on top of this is a virtual time
bomb (with behaviour like a beach ball) that can be
manipulated by the audience using gestures. The audience is divided into two competing teams with the
objective to have the bomb explode on the opposing
teams side of the tiered seating. During each interaction with the system, a single crowd member becomes
highly visible as they attempt to swat the bomb away.
The member is able to be readily linked with their
action as they are displayed on the large screen near
the focal point of the crowd as they hit the bomb.
Although the duration of the actual action is short,
the effects of the action are potentially longer lasting
as members remember fumbles or successful saves. In
a similar way participants in the missile command
game (Maynes-Aminzade et al., 2002) are also considered highly socially exposed as crowd members hit
a real beach ball around the audience to control the
action on-screen. This game requires more in the way
of precision as the player must hit the ball with both
the right force and direction to successfully prevent
the missile from hitting the city.
Real-time tweets expose the participants due to
the nature of the Twitter service (Twitter, 2010):
each tweet is identified by the user who created it and
becomes a highly visible part of the event’s Twitter
stream; the action effects are a highly visible component of the crowd output. The duration of the tweet
in the event’s Twitter stream can vary based on the
number of participants actively engaging at any given
time; however, even when the stream is quickly flowing due to a high volume of tweets, crowd members
can still choose to focus in on a particular tweet at
any given moment as the lifetime of the tweet is much

longer than the lifetime of the activity.
The Red Nose game (O’Hara et al., 2008) is considered to have high social exposure due to the configuration of the crowd. The proportion of participants
is much lower than the number of spectators as the
activity has limitations on the amount of space in
front of the screen, as well as the reluctance of others
to participate. The exposure plays a big role in this
reluctance, with by-standers noting an evaluation apprehension based on a fear that they would be judged
by others as they interacted with the system (O’Hara
et al., 2008). The low number of participants makes
actions highly visible and easily associated with those
playing the game.
Like the Time Bomb (Sieber et al., 2008) and missile command games (Maynes-Aminzade et al., 2002),
Squidball (Bregler et al., 2005) has participants socially exposed as they hit the helium filled balls.
However, as the activity uses sixteen balls that are
dispersed throughout the crowd, the focus of crowd
members is divergent. The visibility of the action effects is therefore somewhat diminished compared to
the other ball based activities.
The interactive dance club (Ulyate and Bianciardi,
2002) has a number of ‘interactive zones’ that allow
small numbers of participants to interact with the
system. The small clusters of participants together
influence the environment of the dance club. The visibility of the manipulations is moderate as the focus
of the crowd is divergent due to the many zones and
displays situated around the club. The association of
action effects to participants is moderate to high depending on the interaction made and the zone in use:
zones like the ‘tweak zone’ allow only one participant
to engage at a time with a high association between
them and the effect, while others like the ‘infrared
zone’ track a large group of participants.
Applications with low social exposure make up the
bulk of the existing work. Many of the applications
have large numbers of participants interacting simultaneously with the effects of a single individual only
a minor part of the crowd output. This diminishes
the association of the action effects to the participant
thus causing only low social exposure. This is true of
the Cinematrix system and its derivatives (Carpenter, 1993; Fisher et al., 1997; Dannenberg and Fisher,
2001), the dance tempo system of Feldmeier (2003),
HPDJ (Graham-Rowe, 2001), the cheering meter of
Barkhuus and Jørgensen (2008), and the Mexican
wave (Uplause, 2009). The use of lasers in connectthe-dots, whack-a-mole, picture reveal, paint, and the
voting systems of Maynes-Aminzade et al. (2002) almost eliminate the link between participants and the
action effects.
The Pirates! game (Falk et al., 2001) has its participants spread throughout the game arena: as such
many actions are only visible to those in the direct
vicinity of the participant. The visibility of actions is
therefore reduced as only small subsets of the crowd
see the effects of the participant at a given time.
4.5

Crowd member connectivity

The majority of the existing work is based on the colocation of crowd members. In these settings, the full
spectrum of communication channels are available at
high bandwidth due to crowd members being in close
physical proximity.
The real-time use of Twitter (Twitter, 2010) is the
exception to other identified work; it is considered to
have low member connectivity as only a single high
bandwidth symbolic channel is provided between participants. The utilisation of this bandwidth depends
entirely on the ability of participants to structure the
content of their messages as succinctly as possible.
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5

Discussion

This section discusses the categorisation developed in
the previous section, and builds on observations made
from existing work.
A trend seen in activities identified as having cooperative intentions is the use of crowd properties to
create the co-operative environment. Three mechanisms have been identified from the existing work
that utilise these properties in engaging crowds cooperatively:
• Work-as-one: crowd members are treated by the
system as a single entity. This forces the crowd
to work together as if a single person to achieve
the shared goal. Examples of this are found in the
systems that aggregate crowd input, such as the
crowd leaning system of Maynes-Aminzade et al.
(2002); and those that use a shared input device,
like the beach ball system of Sieber et al. (2008).
The success of this mechanism is due to the need
to co-ordinate and communicate in order to achieve
the required unity.
• Power-by-numbers: the activity is made easier
or possible as more members participate. Crowd
members must pool their collective resources to
achieve the shared goal: this requires communication and team based thinking.
• Division-of-labour:
resources or properties
unique to individual crowd members must be exploited by the crowd to achieve the shared goal. In
the existing work, the spatial properties of crowd
members reflects this mechanism: in the Missile
Command game (Maynes-Aminzade et al., 2002),
crowd members closest to the ball are required to
hit it to prevent the oncoming missiles from reaching the cities. The layout of the crowd is exploited
here to fully engage and unify the crowd; at any
given moment a participant may be required to
participate for the benefit of the crowd.
A second trend seen in much of the existing work
is the use of reactive interface styles: the visceral immersion provided by this form of interaction creates
activities that are able to engage all crowd members
regardless of their background or expertise. One of
the primary motivations for simplistic interfaces is
the need to avoid crowd segregation based on technology or system knowledge: the requirement to engage
many co-located individuals in an activity they have
had no previous time to explore demands the learning
curve be minor for full crowd involvement. The use
of reactive interfaces in audience configurations is entirely appropriate due to the requirement for simple,
economical, and engaging activities.
Visceral interaction works well to break social barriers; crowd members are able to become fully immersed in the activity and relate to one another at
a low common social denominator, the shared experience. The co-operative intentions seen in the activities with reactive interaction styles suggests this
strategy works well to unify the crowd in co-located
settings.
However, limiting ourselves to this form of crowd
activity alone prevents further exploration of the domain. What might the creativity of a thousand minds
working in unison create? What is the consensus
of the crowd on that offside play? These questions
among others provide ample motivation for exploring
reflective interaction styles further.
Of the activities identified with a reflective interaction style in the literature, all have associated with
I-intentionality; crowd members reflect on their input
with individual goals without regard for the crowd as
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a whole. Observing the reactive applications identified with co-operative intentions, we see that all of
the work relies on crowd members being highly synchronous. In order to allow reflection, each individual would need to be able to observe the view of the
output for variable periods of time (reflection time).
Reducing the high synchronicity requirement raises
issues that should be explored in this space: how will
the crowd maintain unity if members are out-of-sync,
or individual action times are elongated to support
the required reflection? The application of the cooperative mechanisms identified from reactive activities might prove a good starting point for this avenue
of enquiry.
Low social exposure is a third trend seen in existing work: crowd members and their actions are
kept hidden within the crowd as a whole. This is
especially true of shared input activities where each
member plays only a small role in the collective input. Other activities like the Red Nose game (O’Hara
et al., 2008) and BallBouncer (Sieber et al., 2008)
have highly visible actions that are strongly linked to
participants which provide strong motivating forces
for involvement.
Part of the thrill of engaging in crowd activities is
the sense of being a part of something big; in most
cases this is simply the knowledge that participation
led to some effect in the activity and/or the associated
‘kudos’ of having been at an event (e.g. attending the
World Cup final). In other cases this does not suffice: a criticism of the Cinematrix system (Carpenter,
1993) was that the “approaches bury the individual
in a crowd where the person’s connection with the
action on the screen is marginal at best and held in
disbelief at worst” (Dannenberg and Fisher, 2001, pg
3).
Social exposure can act to incentivise crowd members to participate in both positive and negative ways.
Crowd activities like BallBouncer (Sieber et al., 2008)
encourage participation by accountability: each member is clearly visible on shared display, and so members are held accountable if they don’t attempt to hit
the virtual beach ball shown on screen. Conversely,
crowd members are seen by their team in a positive
light when they work hard for the team, or help score
a critical point. The Red Nose game (figure 3) provides incentive for participation through the novelty
of the activity, as well as the potential embarrassment
if called out by the compere (O’Hara et al., 2008). In
these instances both positive and negative forces act
to incentivise participation and engagement.
Conversely, unwanted social exposure can prevent
some crowd members from participating. Care must
be taken with activities that have high social exposure to limit embarrassment and allow for differing
degrees of participation (Reeves et al., 2010). Giving
the choice of social exposure to crowd participants allows the best of both worlds as crowd members are
able to choose to bask in the kudos of their achievements, or squash their fumble into obscurity.
Almost all of the identified work bases itself on the
traditional definition of crowds, with members sharing a single location: as members share the same media space, the connectivity between each of them is
very high. This benefits applications in the literature
as the crowd is able to co-ordinate itself well with the
rich communication medium provided by co-location.
However, the high connectivity also has drawbacks
in that the channels between participants are uncontrolled. Reducing the connectivity between crowd
members by slowing the bandwidth of channels, or
reducing the number of channels, allows a reduction
in the synchronicity constraint of the system. This
leads to a number of advantages. The reduced load
on crowd members allows for richer reflective input
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systems: there is now time to reflect on the system
state and so a greater degree of complexity can be
introduced. Twitter (Twitter, 2010) allows reflective
symbolic communication to occur while also allowing
synchronised activity as observed during ‘tweeting’
about natural disasters (Sakaki et al., 2010). However, the greatest benefit is the ability for crowd members to determine how much involvement they have
in the activity and which part of the crowd they consider themselves a part of. This flexibility fits the
heterogeneity of crowd members well (Reeves et al.,
2010).
Applications built for virtual crowds have the potential to also offer similar synchronous activity found
in co-located settings, while engaging a larger and
a potentially more diverse crowd; the facilitation of
communication channels over technology solutions is
a potential direction of enquiry for crowd applications. Can we create compelling activities that allow members from a diverse range of backgrounds,
nationalities, and locations to work together?
From the categorisation of existing work, two application class gaps are apparent:
• individually intentioned reactive interactions: this class of application requires that crowd
members react to some stimuli with speed and coordination to solve their own goals. This could potentially be achieved by having crowd members react to the shared influence in different ways to meet
their goals.
• shared intentioned reflective interactions:
applications of this class allow crowd members to
reflect on their input into a co-operative goal, or
act to compete against others with the same shared
goal.
The latter application class is a good fit for the
virtual crowd, owing to the ability to control the communication medium between participants. Individual
views of the output could allow crowd members to
reflect on their contribution to some shared activity,
or perhaps strategise on their own goals in a competitive one. The move away from co-located settings
opens up the potential for richer and more complex
interfaces: crowd members have time to reflect and
up-skill before they fully participate. Members could
be presented with their own personal training programme or sandbox before engaging in the activity
with others. The ability to control social exposure
could allow for a greater degree of experimentation
on the part of crowd participants; an important property for reflective interaction styles as interaction now
has purpose, as opposed to the reactive interactions
of games like crowd pong (Carpenter, 1993; MaynesAminzade et al., 2002), and crowd members are more
accountable for their interactions.
The virtual crowd provides the possibility of richer
reflective interaction: there is no longer the issue of
crowd segregation due to technology as each member
is equipped with the required interface for the system,
and the synchronicity constraints of the system can
be reduced to provide reflection time.
The virtual crowd presents the following requirements for any potential supporting technology infrastructure:
• The ability to connect a large number of participants simultaneously: crowd members have
to rely on the system to facilitate the connections
previously created by virtue of co-location. Eliminating the requirement for co-location increases
the potential number of participants; the spatial
boundaries of typical crowd settings no longer apply in the virtual domain. In addition, the interface

that participants use to interact with the system
needs to be pervasive enough that a sizeable crowd
can form.
• Rich communication channels: the system
would need to replace communication channels lost
from the move away from co-location. Rich communication channels would be needed to support
co-operative intentions as they require that the
crowd communicate within itself.
• Real-time: any potential system would need to
support the necessary synchronicity of the crowd
so that all members are under the same influence
simultaneously.
• Economy: one of the major benefits provided
by existing solutions like Cinematrix (Carpenter,
1993) and the machine vision system of MaynesAminzade et al. (2002) is the economical way in
which they engage the crowd. This benefit needs
to be carried over to virtual crowds to justify their
creation and support.
• Distribution: mechanisms for distributing the
crowd application to potential participants are required.
The requirements above dictate a solid infrastructure that is able to meet the demands of large number
of connected participants, while remaining economical enough to justify the supported activities. The
cloud computing paradigm provides two features that
address this requirement: large scale economical computing, and elasticity. A solid infrastructure is attainable through cloud service providers at a very modest
cost; one of the biggest benefits of the cloud is the reduced entry barriers it brings to large scale computing (Greengard, 2010). Elasticity allows applications
to be scaled up and down rapidly as demand on the
application grows or shrinks (Owens, 2010). The utility model of the cloud fits the virtual crowd well as
crowds tend to meet only temporarily.
Modern smart phones provide a number of advantages as the interface for crowd based applications:
they are pervasive; they contain a myriad of sensors
such as accelerometers, microphones, with modern
phones also sporting compasses and gyroscopes; they
have a large amount of computing power; and they
are tightly linked to their owners, providing a private
interface. The application marketplaces associated
with modern phones provide strong distribution networks for applications on the devices.
The combination of the cloud and modern smart
phones has the potential to allow the realisation of
co-operative reflective interaction in the crowd computing domain.
6

Conclusion

The traditional definition of crowd is challenged by
emerging communication technologies. The use of
cloud based technologies such as Twitter (Twitter,
2010) in real-time capacities shows that the colocation of participants is no longer necessary for
the collective behaviour commonly associated with
the traditional form of crowd. This paper proposes
that the crowd be defined by the core components of
collective behaviour, synchronicity, shared influence,
communication channels, and potential for participation in a shared activity. The activity is proposed as
the identity of the collective for the purposes of any
crowd based application. The proposed taxonomy
presents five dimensions considered important for the
categorisation of crowd applications: intentionality,
interaction setting, interaction style, social exposure,
37
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and crowd member connectivity. Using these dimensions, a gap was identified in the existing work: all
of the identified work that encourages shared intentions is based around reactive interfaces, utilising the
co-location of crowd members. The virtual crowd motivates the exploration of reflective interactions for cooperative and competitive crowd based applications;
participants can be given more reflective time by controlling the communication channels between members. The cloud computing paradigm provides an infrastructure that is able to support the virtual crowd
economically. Combining the cloud with sensor-rich
modern smart phones provides the necessary ingredients to create compelling reflective activities that
allow members from a diverse range of backgrounds,
nationalities, and locations to play together.
7
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Abstract
This paper provides a description of outdoor visualisation
of environmental corrosion data. This system was
developed to aid in the visual understanding of data from
wireless sensors used to monitor large structures. Due to
the laborious manual inspections required for large
structures (such as bridges), wireless environmental
sensors have been designed to automate this process. Our
system visualizes this information in its real-world
context using the Tinmith mobile outdoor augmented
reality system. We provide an overview of the
visualizations, outlining a user study that was conducted
to determine the effectiveness of the visualizations in
providing the user with context-sensitive information,
along with the preliminary results of this study. The paper
concludes with an overview of future work on the system
and final thoughts.
Keywords: Visualisation, Augmented Reality, Corrosion,
Wireless Sensor, Environment Visualisation.

1

Introduction

This paper presents a system for visualizing
environmental corrosion with mobile, outdoor augmented
reality (AR). Current methods for regular maintenance
inspections of large structures involve a time consuming,
manual examination by a site inspector to evaluate the
structure’s condition and integrity. By placing wireless
corrosion sensors at key points around the structure, we
can automate the inspection at certain points on the
structure. The issue then becomes how we can manage
the immense volume of data generated by these sensors
and put it into an effective and intuitive format. This
paper describes and elegant and intuitive tool for assisting
the inspection of structures by visualizing this data in its
real world context.
AR is the supplementing of virtual information and
functionality into the real world (Azuma, 1997, Azuma et
al., 2001). Given the nature of mobile AR’s ability to
allow a user’s movement over large geographical areas,
one application is the use of AR in large scale, outdoor
environments (Feiner et al., 1997, Gerhard et al., 2004,
Thomas et al., 1998).
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We extend the definition of visualization (the use of
computer support in interactive, visual representations to
increase understanding and cognition (Card et al., 1999)
to situated (in-situ) visualization, where visualizations are
relevant to the context in which they are displayed (White
et al., 2007). The use of context sensitive visualization
aids in the understanding of the surrounding environment
by the user. Following previous efforts examining the use
of situated scientific visualization in AR (White et al.,
2007, Rauhala et al., 2006, Belhumeur et al., 2008), the
possibility of increased cognitive perception is present
(Rauhala et al., 2006)
In this paper we describe the visualisation project,
which aims to use mobile outdoor augmented reality to
visualize the information from the sensors in an intuitive
and easy to understand manner. An overview of the
system is provided, along with an outline of the aids
provided by visualizations, followed by a user study
evaluating the effectiveness of the visualizations. A set of
proposed changes, defined by the results of the user
study, are then presented.

2

Background

Large structures (such as bridges) require regular
maintenance inspections to ensure their physical integrity
and safety. These inspections currently involve the
inspector physically walking around the structure and
examining each component and section as they move
around, making notes regarding the structure’s condition
at that position. These structures currently contain an
increasing number of visible and invisible components,
which may remain hidden from inspectors without aids to
increase observation (White et al., 2007).
Previous work has sought to improve upon these
manual inspections by automating the collection of
environmental conditions which may impact on the
structure (Fan and Biagioni, 2004, Yuxi et al., 2009). The
University of South Australia has worked with
Australia’s
Defence
Science
and
Technology
Organisation (DSTO), under a grant from the Cooperative
Research Centre for Integrated Engineering Asset
Management (CIEAM), to develop a wireless
environmental sensor system to enable the installation of
numerous wireless sensors over a structure (Kong, 2009).
The sensors enable the monitoring, at regular intervals, of
the environmental conditions at that position. Each sensor
consists of a corrosion sensor, humidity sensor and
internal and external thermometers. Currently, this data is
only available in numerical form, creating two issues. The
first is the inspector must have the ability to translate this
information from the spreadsheet, into meaningful
inferences regarding which areas of the structure have
been affected, whilst deducing possible relationships
39
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between numerous sensors and attributes over temporal
intervals. The second is the fact that by presenting the
data separately to the structure to which it represents, the
data loses important contextual information that is
associated with the sensors’ real world position.
An example is the SiteLens system (White et al.,
2007, White, 2009, White and Feiner, 2009), which
provides the ability to take carbon dioxide logs, taken
during earlier visits to a construction site, and view them
through a hand-held PC using the magic-lens technique.
Carbon dioxide (CO2) levels are represented in a number
of different forms (floating spheres, cylinders and ‘smog’
clouds) (Figure 1) allowing the user to observe not only
what the level is at a given point (as could be traditionally
be done in the office), but also the possible causes for
such a reading. For example, there may be a bus stop
nearby which is used for scheduled breaks for the drivers,
leading to increases in CO2 at that position.

Figure 1: SiteLens showing CO2 levels as floating
spheres (left) and smog clouds (right)
Similarly, a proof of concept handheld mobile AR
system (Gunnarsson et al., 2006) demonstrates the
feasibility and effectiveness of real time AR sensor
visualization. By using ARToolkit markers (Abawi et al.,
2004), sensor values could be positioned on top of the
user’s viewport. The interpolation of sensor data was
used to indicate the approximate values for surrounding
areas (Figure 2), a point of differentiation with the
previous systems which displayed only individual values.
The SensAR
handheld augmented reality system
(Goldsmith et al., 2008) also used ARToolkit markers to
overlay sensor information in real-time, using visual
metaphors to aid in the representation of the data.

handheld system, with additional information inferred
from an overlaid colour scheme on top of the terrain
(Figure 3).

Figure 3: The ARVino viewport with visualisation
utilising colour codes to identify geographic areas
A number of previous systems have used
visualizations in conjunction with a virtual representation
of an associated building/structure. This inclusion of a
virtual structure provides increased contextual meaning to
the visualization. Malkawi and Choudhary (1999)
demonstrated
a virtual reality (VR) system that
visualised the heat transfer within a structure, given a set
of parameters for the structure itself. Similarly, Rad and
Khosrowshahi (1997) demonstrated a system that visually
deteriorated (via discoloration, lighting and texture
effects) a virtual building according to a set of formulae
that defined the decay of the building over time. By
adjusting the formulae’s parameters, the visualizaiton
would deteriorate the building’s representation to refelect
its estimated condition, given an amount of time.
Following on from the in-situ visualization of
environmental factors demonstrated by the SiteLens and
handheld interpolated visualisation system, our
investigations aim to provide large scale, outdoor in-situ
visualizations focusing on associating the sensor data
with the surrounding structure. The use of in-situ
visualisations ensures the integrity of important
contextual data which may be impacting on the
environmental conditions surrounding a sensor. The
visualisations also enable the user to easily extrapolate
relationships between sensors which may not be easily
understood in numerical format.

3

Figure 2: Showing humidity overlay and interpolation
based on marker tracking
The ARVino system (King et al., 2005) enabled the
visualisation of viticulture information on top of visible
terrain. ARVino supported the visualization of
geographical information system (GIS) data in mobile
AR, enabling users to view geographic areas through a
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Environmental Corrosion Sensors

Following the development of the previously discussed
systems, our system utilises numerous wireless sensors
distributed across a structure. The sensors are networked
using RF in a master/slave architecture; with slaves
(sensing nodes) recoding the values at requested intervals.
A master node is connected via TCP/IP to a data logging
application running on a PC. The purpose of the master
node is to synchronise the start of sampling by the slave
nodes and download their data, at regular intervals, over
an RF channel. Each slave contains sensors for corrosion
and humidity along with internal and external
temperature sensors. The initial set-up for this project
utilized four slave nodes, two each on the corners of two
buildings located opposite one-another (Figure 10). All
slaves reported to a single master node.
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Main Sensor

sets in mobile AR, along with an overview of the
developed visualizations.

5.1

Corrosion
Sensor

Figure 4: Sensing client node showing main sensor
box with external corrosion sensor (metallic strips).

4

Tinmith Platform

The visualization system operates on the Tinmith AR
platform (Piekarski and Thomas, 2003). Tinmith is an
outdoor, mobile AR system that utilises a video seethrough display to augment the user’s viewport. Figure 5
depicts the Tinmith helmet that includes the HMD,
orientation sensor, GPS antenna and camera. By utilising
these devices, the system can track which direction the
user is looking, and render viewable objects at their
correct real world longitudinal and latitudinal
coordinates.

Functionality Requirements

During the early stages of development, a number of key
features and requirements were outlined for the
development of the AR visualisation system:
• Support the ability for an ‘overview’ mode, where
the user can simply view the structure and observe
any noticeable data anomalies.
• Provide ‘drill down’ functionality for providing
detailed information about a sensor and its
attributes.
• Be able to draw a user’s attention to an area of
concern.
• Be able to highlight similar areas of on the structure
that match a certain criteria (e.g. all north-facing
walls).
The first three points were identified to be
implemented as part of the visualization, with the last as
additional functionality in the system. The large, temporal
nature of the sensor data requires an effective solution for
navigating the data whilst in the field.

5.2

Hand Held Data Navigation

To provide intuitive navigation of large datasets over long
intervals, we chose the use of a physical control board
that provides a complimentary input method to navigate
the data. An initial demonstration of the concept was
achieved through the use of Phidgets1. Using a multi-line
text display along with two hardware ‘sliders’ and a
rotation sensor, we were able to create a hardware control
panel for the system (Figure 6).

Figure 5: Tinmith head-mounted display with sensors
The visualization system is loaded at runtime as a
dynamic (shared object) library, essentially acting as a
‘plug-in’. Previous mobile AR applications using the
Tinmith platform, such as ARQuake (Thomas et al.,
2000), were developed as part of the core system, which
required modification of the source code. Our system is
unique, in its modular approach to developing Tinmith
applications. This modular approach provides two key
functions; the system can be developed separately
without continuous modification to the base Tinmith
system (as has been done with previous applications), and
the visualization plug-in can easily be utilised by any
other OpenGL based augmented or virtual reality
systems.

5

AR Corrosion Visualisation

This section provides an overview of the system
requirements, issues with navigating large temporal data

Figure 6: The Phidget control panel
By adjusting the top slider, users can navigate the date
of the data set being displayed, with the second slider
changing the time of day. As the sliders are adjusted, the
LCD display is updated to reflect the currently selected
date and time. In conjunction with the display, the
immersive nature of AR led to two virtual representations
of sliders which appear onscreen, mimicking the position
of the real world sliders. These two inputs provide a
quick, intuitive and easy-to-use method for navigating
large data sets.
1

Phidgets Inc., www.phidgets.com
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Due to the dual reality nature of AR, the user may
need to adjust their focus to either the purely physical
structures or virtual AR corrosion data or somewhere
between. By using a rotation sensor, the user can adjust
the level of transparency of the virtual overlay. This
control panel enabled two modes of operation where the
user could simply observe the structure as is, with the
system highlighting areas of interest, or quickly adjust the
sliders to view changes of structure over time.

5.3

representation shows all four attributes (Figure 8) with
external temperature, internal temperature, humidity and
corrosion, respectively from top to bottom.
External
Temperature
Internal
Temperature

Box Visualization

There are two representations used to represent corrosion
– the Plasma and Crystal effects – with two other
representations – the Box and Gauge – used to represent
the values of the sensor’s temperatures and humidity. The
Crystal and Box representations were combined to form
one representation that supported the visualization of all
four sensor attributes, as the Gauge representation does.
Due to rendering limitations of the backpack, the
complexity of the Crystal had to be reduced to
accommodate faster rendering times. This resulted in a
less random, more symmetric crystal formation as can be
observed in Figure 7.

External
Temperature
Internal
Temperature
Humidity
Corrosion

Humidity
Corrosion
Figure 8: The ‘Gauge’ representation
Similar to the Box representation, a metaphor was
present in the design of the Gauge. Internal temperatures
are represented as the inner ‘top’ gauge. The same
metaphor was applied to the external temperature, being
shown as the ‘external’ gauge. For the humidity and
corrosion, both are shown as the bottom gauge.

5.5

Plasma Visualization

One of the primary factors behind the development of
the Plasma effect was to support the interpolation
between recorded sensor points on the structure, allowing
the user to view a basic estimate of how corrosion at a
single point may be affecting surrounding areas. Despite
the colour brown being associated with corrosion, the
choice to use red for the plasma effect was done to
highlight the severity of highly corroded areas, given its
use as a cultural warning colour.

Figure 7: The ‘Box/Crystal’ representation
The Box/Crystal showed internal temperature as the
inner-most box, external temperature as the middle box
and humidity as the outside box/border. Temperatures use
a blue (0o) to red (40o) colour range. Humidity changes
from black (0%) to blue (100%). The corrosion crystal
‘grows’ on the outside, to indicate that surrounding areas
may also be affected.
An encapsulated box metaphor was chosen for Box
representation. Internal temperatures are represented as
the inner-most colour for the Box representation. The
same metaphor was applied to the external temperature,
shown as the external (larger) box. For the humidity, the
outer-most/border of the Box was designed to represent
the humidity surrounding the sensor. Corrosion for was
designed to be shown as an external entity, shown outside
of the Box representation.

5.4

Gauge Visualization

The Gauge representation was developed due to
concerns relating to the precision possible with the Box
representation. We thought that by showing the user the
value’s position on attribute’s range, they would be able
to perform a more precise reading. The Gauge
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Figure 9: The ‘plasma’ representation
To enable ‘drill down’ functionality, the system was
designed to use the Box representation as the standard
visualization. However, upon a user focusing their view
on a given sensor (with a dwell time of one second); the
representation would rotate 180o horizontally around its
axis to show the Gauge sensor for more precise reading.
This enabled the Crystal effect of the Box to be used to
highlight areas of interest, which could then be examined
in further detail. It was originally envisioned that by
‘clicking’ a focused sensor, a dialog box would allow the
user to review the sensor’s other information (such as
exact position, orientation, battery level and graphs
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providing history and trend overviews). Despite the
dialog box having been implemented for the sensor
readings and graphs, the listing of additional attributes
(e.g. battery level) remains as future work.
Semi-opaque building overlays are also rendered.
These overlays provided three functions. The primary
function was to act as a virtual anchor, linking the
position of sensors in the virtual world with their real
world positions (which may not be 100% accurate due to
tracking errors). The overlays also provide a virtual
canvas on which interpolation of the Plasma effect
between sensor points could be shown. The overlays also
allow the system to highlight areas of interest based on
given criteria. As a demonstration of the concept, the two
buildings’ walls were divided into four groups, North,
South, East and West facing walls. However, these
groups could be modified to represent any other common
attribute (such as the use of a common building material
or non-regular orientation, etc.).

users view. Each reading of a sensor was for an attribute
not previously read from that sensor. By the end of the
study, the participant had read the inside temperature,
outside temperature, humidity and corrosion level of each
sensor. The ordering of representations and the selection
of sensors was randomised.

6

The participants were then taken inside and asked to
complete a questionnaire. Following the initial questions
covering their demographics and experience with AR and
wearable computers, participants were asked how
intuitive they felt each representation was how accurately
they felt they could read values from each one and which
one they felt drew their attention to areas requiring focus
(high corrosion). The questionnaire concluded with a
section for miscellaneous comments. This follows
guidelines outlining the evaluation of visualizations using
both quantitative and qualitative methods (North, 2006)
There were 14 participants, aged 20 to 31, with the
majority (12) aged between 20 and 25. Of all participants,
only three participants were female. Eight participants
had no prior experience with augmented reality, three had
some prior experience, and another three that had used it
extensively. Only three participants had used a wearable
computer before, one of which had used them
extensively.

User Study

To evaluate the effectiveness of the visualizations, a user
study was conducted. The intuitiveness of each
representation was evaluated with participants seated
indoors. Participants were asked to indicate what they
believed each indicator of the Box and Gauge
visualizations represented (prior to having the
representations explained to them). Each sensor attribute
was allocated a number 1-4. Users were able to indicate
what they initially thought the sensor represented by
placing each number next to the four attributes on the
Box and Gauge representations. Following this, the
participant was informed of the intended meaning of each
sensor. Three samples, on paper, of the Box, Gauge and
Plasma sensors at three levels (all attributes at 0%, 50%
and 100% of their maximum) were shown to participants
to confirm their understanding of the each set of values
and how the values on each representation changed.
Following the initial overview, participants moved
outside and wore the Tinmith backpack and helmet to
view four simulated sensors located across two buildings
facing each other (Figure 10). The sensors were entirely
simulated for the purpose of the study; no real sensor data
was used. The associated simulated data set was
structured to evaluate the readability of information
across the whole spectrum of the representation’s range,
with one value from each quarter of the sensor’s range,
e.g. values between 0% and 25%, 26% and 50%, etc. The
data set consisted of four sets of readings for each sensor.
The sensors were located at distances of 62m, 39m, 20m
and 16m from the user, who was in a fixed location. All
sensors were located 4m above ground level.
Using the simulated data set, participants were asked
to look at each one of the sensors and read a given sensor
attribute (e.g. humidity). If the participant could not read
a value (e.g. too far away), a null value was accepted. A
reading was repeated once for each sensor, before
showing the next set of readings on the same four
sensors. This was repeated four times for each of the Box
(1x0.5m meters), Gauge (1x1 meter) and Plasma (4x4
meters) representations. The real world sizes of the
representations were based on what was thought to be
appropriate to facilitate reading without cluttering the

Sensor
62m

R

Sensor

Building
D

39m
Sensor

Building
16m

Sensor

20m
Participant

Figure 10: User study showing the user location
relative to the simulated sensors

7

Results

We analysed the results using the error of participants’
answers as a percentage of the valid range
(v=absolute(solution-participantAnswer)/attributeRange).
For example, a correct answer translates to a 0% error
margin. It should be noted that where no answer could be
given for a reading by the participant, this translated to
100% rate of error.
Due to the Plasma representation only representing
corrosion, two sets of calculations were carried out. The
first looked at humidity and internal and external
temperatures across all distances for the Box
(Mean=24%, SD=6%) and Gauge (Mean=16%, SD=5%)
representations. The second data set compared corrosion
across all distances for the Box (Mean=10%, SD=10%),
Gauge (Mean=14%, SD=12%) and Plasma (Mean=16%,
SD=3%) representations. ANOVAs were carried out for
both data sets; there was a significant effect (p<0.005) for
the humidity and temperature data sets.
By performing post-hoc t-tests against the Box and
Gauge for external temperature for each distance, a
significant effect (p<0.005) was found in favour of the
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Gauge representation. Excluding the furthest (62m)
reading, a significant effect (p<0.005) was also found for
the internal temperature using the Gauge representation.
Due to the small size of the internal temperature attribute
on the Gauge, only two of 14 participants gave a reading
at 62m. There was a similar result for humidity, with a
significant effect (p<0.005) found in favour of the Gauge
representation; however both representations suffered at
62m.
T-tests for corrosion across all three representations
for all distances revealed a significant effect (p<0.005) in
favour of the Box at distances of 20m and 39m when
compared to the Plasma. However no effect was found
when compared to the Gauge representation. This could
be attributed to the fact that the Crystal is only capable of
displaying seven levels of corrosion. The small range
could have meant participants would be able to accurately
read a value.
User feedback indicated a strong preference for the
Gauge representation for reading data, with equal
preference for the Box or Plasma effect in being used to
draw attention to areas of interest. One participant
summarised that the use of multiple colour scales next to
one another (Box representation) led to the problem
where nearby scales would influence others nearby (e.g. a
purple tone will appear more blue if it is placed next to
another blue scale, as is the case with the Box
representation). Another comment received through
feedback, was although not being affected personally; one
participant raised the issue of colour blindness in both
understanding and reading multiple representations.
It should be noted that the low 800x570 resolution of
the head mounted display would have impacted on the
reading of visualizations at a distance. This is especially
true for the Gauge representation, which required fine
detail.

8

Figure 11 The updated 'traffic light' plasma effect
shown on the two user study buildings
A dialog box can provide the ‘drill down’ information,
along with a graph showing the change of the attributes
over time. The graph is live, such that as the user changes
the current date/time, the graph is ‘scrolled’ horizontally.
The data for the currently visualized date/time is located
in the middle of the graph, highlighted by a white bar
(Figure 12), showing both future and historical trends.

Proposed Changes

Following the results of the study, the Gauge was shown
to be an effective representation for reading three of the
four attributes for distances up to 40m. Despite no
significant result for representing corrosion, the
ambiguous nature of the colour scales was demonstrated
through both results and user feedback. This ambiguity
and the requirement for visualizations to be read at
distances beyond what the Box and Gauge supported, led
to modifications of the Plasma representation.
The Plasma effect, despite having issues with an
ambiguous colour scale (mean accuracy of 16%), has
been adjusted to reflect threshold values. Instead of
representing a continuous scale, the corrosion level can
be classified as low, medium or high. This reduces the
attribute’s range that we must visualize. It is suggested
that by applying a traffic-light (red, yellow, green) colour
scheme to the Plasma effect, we can provide users with
three distinct categories of classification for corrosion
levels. This use of the plasma effect as opposed the Box
or Gauge simplifies the visualization, as only one
attribute is being displayed. As commented by one of the
participants in the study, the use of only one attribute
made the Plasma representation easier to understand.
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To provide details for the other attributes, along with
‘drill down’ functionality, an opaque status bar is
displayed on bottom of the user’s view. Unlike dialog
boxes, the status bar does not obstruct the user’s current
view, allowing them to maintain focus on the current task
at hand. Given there is no direct indicator for the
placement of sensors, a semi-transparent box (1x1x1m) is
used to represent the presence of a sensor. Upon the user
focusing on a sensor, that sensor’s box is highlighted (as
can be observed in Figure 11 as the red box) and the exact
numeric values of its attributes are shown in the status
box on the bottom of the screen.

Figure 12: The dialog box providing trend data

9

Conclusion

In this paper we have presented an overview of the
Augmented
Reality
Visualization
of
Outdoor
Environmental Corrosion system using outdoor, mobile
augmented reality. We have proposed a number of
visualizations which have been shown to be effective (via
means of a user study) for distances below 40m. The
Gauge representation has been shown to be effective in
visualising three of the four sensor attributes for distances
up-to 40m. This was supported by participant feedback,
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with all participants preferring the Gauge for reading
data. However, participant feedback indicated equal
preference for the Box and Plasma visualisations for
indicating areas of interest. We have also presented the
use of a physical control board, via the use of Phidgets, to
support the navigation of large data sets in mobile
context.
Following the final pilot study, we hope to have a set
of visualizations which have been shown to be effective
across a wide range of distances.
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Abstract
Comprehension of low-level issues, such as malware
threats, often relies on dated user interfaces that actually inhibit navigation and exploration of large code
bases. These user interfaces often fail to exploit visualization techniques that could significantly alleviate
cognitive overhead. An initial usability survey reveals
that better and easier analysis of control flow is particularly critical for malware program comprehension.
By developing tools that couple high-level views of
control flow relationships with more detailed views of
call sequences, we demonstrate how improved user interfaces can leverage visualization techniques. These
tools go beyond the ubiquitous call graph and have
the ability to scale in ways that promote their use for
comprehending large, complex systems.
1

There is no information on control or data flow. The
analyst cannot follow a call, see the ordering of the
calls or even know if a call occurs more than once—all
of which are critical for comprehension. Additionally,
this display is very limited in IDA Pro. For example,
there is no way to locate a specific function; it has to
be done manually.
To address some of these issues, the Assembly Visualization and Analysis (AVA) project was started in
collaboration with CA. The main goal of this project
is to design, implement and evaluate program comprehension tools for large, low-level monolithic systems
written in assembly (mainframe IBM HLASM, x86).
Preliminary work proposes a new user interface for
these tools designed to reduce the cognitive overload
inherent in malware comprehension (Baldwin et al.
2009). The contributions of this paper are:
1. a usability survey evaluating work flow and associated tools for malware comprehension

Introduction

Reverse engineering is complex and time-consuming,
particularly when obfuscated in malware. The current lack of modern visualizations in assembly language tool support further exacerbates this problem.
Whereas engineers of higher-level systems often rely
on tools for effectively navigating codebases and analyzing design, corresponding support for lower-level
systems is severely lacking.
For example, consider the ways in which a typical
call diagram is presented to developers in a state of
the art disassembler and debugger: IDA Pro (HexRays SA 2010). Figure 1 shows a function call graph
generated by executing the Mariposa bot (Sinha et al.
2010) and analyzing the memory dump.
One of the first things to note is that this is a static
view that does not show an actual execution trace.
This work was funded by DRDC contract W770182702/001/QCA and by CA Labs. It is now funded by
a DND/NSERC grant (DNDPJ 395197 - 09).
Copyright c 2011, Australian Computer Society, Inc. This
paper appeared at the 12th Australasian User Interface Conference (AUIC 2011), Perth, Australia, January 2011. Conferences in Research and Practice in Information Technology
(CRPIT), Vol. 117, Christof Lutteroth and Haifeng Shen, Ed.
Reproduction for academic, not-for profit purposes permitted
provided this text is included.

2. requirements derived from the survey for new
user interface (UI) features required for assembly language comprehension
3. our own UI support in a tool called Tracks, which
allows developers to interact effectively with a
sequence diagram to follow the flow of control in
sync with IDA Pro debugging or static analysis
It is our hope that Tracks will help reduce the
cognitive overload associated with malware analysis
and other software reverse engineering tasks. This
will be user tested in the AVA project.
This paper is organized as follows. Section 2 discusses related work. Section 3 presents the survey results and Section 4 focuses on one tool that we have
created: Tracks. Section 6 provides a case study for
Tracks using the Mariposa bot. Section 7 gives an
analysis of these visualization techniques along with
current limitations of the Tracks prototype. The paper closes with future work and a conclusion.
2

Related Work

There has been little work in the area of control flow
visualization for malware analysis and assembly in
general. Most notably, Quist & Liebrock (2009) provides VERA (Visualization of Executables for Reversing and Analysis), a graph that uses basic blocks as
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Figure 1: Mariposa function call graph from IDA Pro (with zoom-in)
nodes to support dynamic analysis. In most tools, the
visualization is limited to a static function call graph
and its associated static control flow graph for each
function (Hex-Rays SA 2010, Zynamics 2010). There
is no link with dynamic information. Other tools are
limited to text interfaces with very limited access to
modern development environment’s UI features.
For languages other than assembly, (Bohnet &
Döllner 2006) shows the value of visually exploring
call graphs to find features in large C/C++ systems
(over 1 million lines of code). Their approach is a
control flow graph that combines dynamic and static
analysis techniques. Our work differs from these two
by focusing on sequence diagrams for assembly code.
One tool that is discussed in further detail in the
design and implementation section is Diver (Bennett
et al. 2007). Diver is an open source, extensible, sequence viewer that is capable of viewing control flow
from various sources. Its user interface was designed
to be scalable to huge control flow sequences and has
been shown to be useful for large Java call graphs.
Other control flow tools exist for higher-level languages such as Code Bubbles (Bragdon et al. 2010),
an IDE for Java allowing the creation of bubbles containing methods that are linked when the user selects
a static call in the source code. They also provide
bubbles for notes and status flags for easy documentation, a topic that came up often in our survey. But,
for assembly, there is very little visualization support.
3

Malware Analysis Survey

To compile the most important problems for malware
comprehension and what might be valuable opportunities for visualization, we surveyed fifteen malware
analysts with different levels of experience.
The survey questions were an exploration of assembly code comprehension and work flow processes
in general, combined with more specific questions.
These specific questions were asked in response to several interviews that we did with analyzers at DRDC
Valcartier and Concordia University, as well as with
developers at CA Labs. Some of the questions were
also based off of previous work such as the existence of
beacons and important features of debugging. These
are discussed in more detail below.
3.1

About the Respondents

The first section of the survey established the characteristics of the developers. Table 1 outlines the pro48

Asked

Reported

Experience
Most familiar
Programming
Language (PL)

79%
93%
67%
47%
27%
47%
40%
20%
47%
40%
33%
20%

Favorite PL

Favorite tools

(11/15)
(14/15)
(10/15)
( 7/15)
( 4/15)
( 7/15)
( 6/15)
( 3/15)
( 7/15)
( 6/15)
( 5/15)
( 3/15)

10+ Years
C/C++
Java
Assembly
Python
C/C++
Java
Python
IDA Pro
Eclipse
Visual Studio
Text Editor

Table 1: About the respondents

files of our respondents1 .
3.2

Assembly Experience

Table 2 summarizes the results for assembly experience, where SD is the standard deviation. Respondents reported being slightly less adept at writing assembly then they were at understanding it, averaging around 2.9 and 3.5 respectively on a 1 - 5 Likert
scale (Likert 1932). 80% of respondents thought that
assembly is more difficult to understand than other
languages. We also asked if there were more difficult languages than assembly, what their most familiar assembly dialect was and how they worked with
assembly.
They were also asked what the most difficult task
they had to perform was as well as which took the
longest. The top reported most difficult task and
time-consuming task was following data and control
flow. The tasks that were the most time consuming were trying to locate a certain behavior within the
code, control flow analysis, data flow analysis, deobfuscation and decryption.
3.3

Current Tools

The tool primarily used for malware analysis was IDA
Pro at 87% (13/15). Table 3 outlines the tools used
and their strengths and weaknesses. The most reported deficiency with current tools was that there
1

Users could list more than one in these categories.
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Asked

Reported

Asked

Reported

Experience
writing
Experience
understanding
Is assembly
more difficult?
If so, why?

2.9 (out of 5) / 0.92 SD

Primary
malware
tool
Secondary
tools

87%
7%
7%
33%
27%
20%
20%
13%
13%
13%
20%
13%
13%
13%

Are any more
difficult?
Most familiar
How assembly
is mostly used
Most difficult
task

Most
time-consuming
task

3.5 (out of 5) / 0.74 SD
80% Yes (12/15)
33% (5/15) Many low-level operations
20% (3/15) Big picture obscured
13% (2/15) Translation to high-level
13% (2/15) Reliance on conventions
47% (7/15) No
33% ( 5/5) Functional PLs
7% (1/15) Prolog
100% (15/15) x86
47% (7/15) Malware understanding
33% (5/15) Program understanding
20% (3/15) Reverse engineering
27% (4/15) Control flow
20% (3/15) Data flow
13% (2/15) Deobfuscation
13% (2/15) Decryption
20% (3/15) Locate behaviour
13% (2/15) Control flow
13% (2/15) Data flow
13% (2/15) Deobfuscation
13% (2/15) Decryption

Table 2: Assembly experience

Deficiencies

Best
features

(13/15) IDA Pro
(1/15) PVDasm
(1/15) NASM
(5/15) Hex editors (e.g. 010)
(4/15) WinDbg
(3/15) IDA Pro plugins
(3/15) Lack of integration
(2/15) Instruction assistance
(2/15) Documentation
(2/15) Convert to higher-level
(3/15) IDA Pro Graph View
(2/15) IDA Pro extensibility
(2/15) IDA Pro search patterns
(2/15) Inspect and modify
heap/registers/stack

Table 3: Current tool use
Asked

Reported

Beacons

27% (4/15) Function Calls
(Control Flow)
27% (4/15) Data Usage
27% (4/15) Coding Conventions
20% (3/15) Function Definitions
100% (6/6) Yes

Task-focused
interface
Zoom

33% (5/15) Functions
20% (3/15) Modules

Table 4: Browsing and navigation
is no integration between them, no way to link their
best features. This is an issue we hope to address
within AVA.
It is important to note that the industry proposes
other good tools for malware analysis such as Norman’s Sandbox Analyzer Pro (Norman ASA 2010),
Sunbelt’s CWSandbox (Sunbelt Software, Inc. 2010)
and HBGary’s Responder (HBGary 2010). These
tools, however, are usually extremely expensive (in
the tens of thousands of dollars (USD)) and were out
of reach for our respondents.
3.4

Browsing and Navigation

When trying to form a bird’s eye view of the system,
it is important to provide varying degrees of granularity. For this reason, we targeted questions as to
what beacons exist in assembly. A beacon is a recognizable, familiar feature in the code that acts as a
cue to the presence of certain structures. Beacons are
used to move from high-level abstractions or concepts
to lower-level details (Brooks 1983). Table 4 summarizes the answers for beacons and other aspects that
could be used for navigation, thereby reducing cognitive overhead. Coding conventions include load/store,
used to make a function call for example.
3.5

Debugging

We wanted to compare existing theories of comprehension about debugging with assembly (Erdös &
Sneed 1998). Table 5 shows how important such debugging features were, on a Likert scale of 1 - 5.
These results show that the top two most important features pertain to control flow, further highlighting its importance in this domain. One area of
concern in a few sections of the survey is the ability
to change input values and run the system again.

3.6

Control Flow

The first question about control flow asked about
static control flow scenarios. Two scenarios were used
in the questions. The first is a static control flow that
shows all of the functions that could possibly be called
from a current function. The second is a history view
which diagrams the functions the user has navigated
to within IDA Pro. We asked if the developers could
see any other static scenarios. They did not list any
but did show concern for how loops, recursion and
random locations would be handled.
We also wanted to know how useful reversed control flow would be. Reversed control flow means that
given a function, one can step backwards to see what
paths led there. We asked how useful each was on a
Likert scale of 1 - 7. We use a 7-point scale for greater
accuracy on this question because it is not asked in
Feature
Where is a particular subroutine/procedure
invoked?
How does control flow reach a particular
location?
Where is a particular variable set, used or
queried?
What are the arguments and results of a
function?
Where is a particular data object accessed?
What are the inputs and outputs of a
module?
Where is a particular variable declared?

χ

SD

4.80

0.41

4.60

0.51

4.60

0.63

4.47

0.83

4.33
4.13

0.82
0.92

3.53

1.51

Table 5: Debugging features
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Asked

Reported

Asked

Reported

Static concerns
Dynamic concerns

20% (3/15) Loops and recursion
7% (1/15) Multi-threaded traces
7% (1/15) Compare traces
7% (1/15) Branch frequency
6.40 (out of 7) 0.87 SD
6.15 (out of 7) 1.07 SD
87% (13/15) Yes
47% (7/15) System call patterns
13% (2/15) Compare traces
12% (2/15) How to reach
Execution Point
(jump conditions)

Existing tool
support

Better integration
Instruction definitions
Documentation support
Higher-level representation
Function calls
Coding conventions
Data usage
Function definitions
Modules
Documentation
(Notes, bookmarks, tagging)
Save debugging state
Reset values/rerun
Data flow
Static simulation
Multi-threaded support for IDA Pro
System call patterns
Loops and recursion
Compare traces
Data to reach execution point
Branch frequency
Multi-threaded traces
State diagrams
Activity diagrams
Package diagrams

Forward control flow
Reversed control flow
Reversed flow useful
Information to mine

Browsing and
navigation

Task-focused
Debugging

Table 6: User requirements for control flow

other ways elsewhere. Forward control flow was rated
at 6.4 and reversed at 6.15. We also asked “yes or no,
is reversed flow useful?” 87% said that it was.
Next we looked at dynamic control flow. We asked
if the developers could see any other dynamic scenarios other than an execution trace. They did not
but were interested in how it would deal with multithreaded traces. That is being able to compare traces
and seeing how often a branch is taken.
Finally we asked what information developers
might want to mine from the control flow data. Table 6 summarizes these results.
3.7

Requirements Summary

Table 7 summarizes all of the previous requirements
for malware analysis.
Although this paper focuses on the control flow
aspect of the requirements, we hope to address multiple areas of user-interface design in the AVA project
(e.g. better integration, code base browsing and navigation, better debugging support, state diagrams).
4

Tracks: Interfacing with Control Flow

One of the most difficult challenges identified in our
survey is to follow the control flow in assembly due to
the inherently unstructured nature of assembly code.
Thus, our first step in developing a modern user interface was to improve visualization and interaction
for call graphs.
To address this issue, Tracks was built using Diver
(Myers 2010), an open source tool developed by the
Chisel Group at the University of Victoria and is discussed in more detail in Subsection 5.1.
Diver is primarily designed to show Java code and
provides features for extremely large traces. For example, users may set any of the functions as the root
of the diagram to reduce the amount of information
displayed. There are breadcrumbs at the top of the
diagram to navigate back to the previous view. There
is also an outline pane to quickly navigate around the
diagram and the state of the diagram can be saved.
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UML
diagrams

Table 7: User requirements for malware analysis

UML Diagrams

Since sequence diagrams have shown promise for control flow, as discussed in this paper, an interesting
question was whether or not there are other UML diagrams that might also be useful. 33% (5 out of 15) of
the developers felt that state diagrams would be useful. 13% (2 out of 15) thought that activity diagrams
would be useful. A lone response suggested package
diagrams, with packages representing modules.
3.8

Control flow

Tracks is synchronized with IDA Pro. If the user
double clicks on an activation, IDA Pro displays that
function. If the user double clicks on a call, IDA Pro
shows where the call is made. It is also possible to
automatically synchronize the navigation as we step
through the diagram.
A sample sequence diagram is shown in Figure 2.
At the top of this figure, a panel shows which file
a function is defined in. Here we can see that
LocalFree comes from KERNEL32.dll. When an imported function is selected, its control flow data, if it
exists, is parsed and added to the diagram.
There are three separate views for call graphs:
static and dynamic control flows, and navigation. We
now explain each of these views in further detail.
4.1

Static Control Flow

In order to visualize static control flow, we need data
for all the function calls. This call data was retrieved
using a custom IDA Pro plugin iterating through each
address of each function, checking for cross references
and external calls.
Tracks reads this data and shows a tree containing
all of the functions defined within a module. Selecting
a function displays its static call graph, as shown in
Figure 2. The user can then expand the function calls
of interest. Functions with an I icon are functions
imported from another file (e.g. a library).
4.2

Dynamic Control Flow

This view is synchronized with IDA Pro such that
it receives messages whenever a new function is executed during a debugging session. If the diagram
is opened from a function in the tree view, a breakpoint is set at that function in the target program
(optional). The user has two choices for this diagram: to diagram all of the calls (enables step tracing
within IDA Pro), or to diagram just the calls that are
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5.1

Figure 2: Tracks for the calculator executable
stepped into. When diagramming only the calls that
are stepped into, hitting a breakpoint adds that function call to the User lifeline. There is also an option
to trace calls within imported modules.
Additionally, a loop count number can be set so
that if a cycle (or loop) is encountered this number
of times, it is collapsed (or colored as a loop). In
this context, loops refer to iterations within a single
function and cycles refer to iterations of a pattern of
function calls. Loops are detected within the IDA Pro
plugin and cycles are detected within Tracks.
For loops, whenever a command that jumps is executed, the address is checked and recorded. If the
jumps occur within the same function and to the same
address n times, where n is the preference for loop
count, then a message is sent to Tracks to color the
activation red.
Conversely, cycles are detected by Tracks using a
simple algorithm to detect graph cycles. This algorithm works on an array of function calls, represented
as strings, to find repeating strings. If a cycle is detected, it is immediately collapsed. A message is then
sent to IDA Pro to stop sending messages for the cycle
along with the address pattern to ignore. Examples
of loops and cycles are shown later in this paper.
4.3

Navigation History

This diagram is similar to the dynamic control flow
diagram in that it is built dynamically and uses the
User ’s lifeline as the root. The difference is that function calls are added to the diagram as the user navigates through IDA Pro. Selecting a function in IDA
Pro adds it as a call from the User ’s lifeline. Then,
selecting a cross reference (or call) from within that
function adds it as a call from that function’s lifeline.
Conversely, selecting a function that is not a cross
reference adds it as a call from User.
This feature can be used, for example, to understand a particular path in the program and to document this understanding.
5

Tracks: Design and Implementation

This section discusses the implementation of the
Tracks sequence diagram tool.

Diver: The Sequence Explorer

To create Tracks, we extended Diver, an open-source
and extensible sequence diagram tool built using the
Eclipse framework (The Eclipse Foundation 2010a).
The design of Diver has two primary goals: model
independence and interactivity/navigability.
Model independence means that the viewer is not
tied to any particular model or data format in its
back-end. The viewer has been employed to visualize
program control flow from various sources, such as
control flow of assembly language (in this research),
dynamic traces from instrumented Java programs
(Bennett et al. 2008) and the call structures of static
Java source code. This has been accomplished using a
framework compatible with the Eclipse JFace viewer
framework (The Eclipse Foundation 2010b).
The second goal of interactivity and navigability
was inspired by the fact that sequence diagrams can
quickly become very large and extremely complex.
The viewer has features to help overcome this problem. A short listing of the features includes: animated
layout, highlighting of selected elements and related
sub-calls, grouping of related calls (such as loops),
hiding/collapsing of call trees and package or module
structures, customizable colors and labels for visual
elements such as activation boxes and messages, keyboard navigation through components and the ability
to focus the sequence diagram on different subparts
of the call structure. These features were studied and
evaluated by Bennett et al. (2008).
5.2

Tracks Extension

In order to create the Tracks extension, we first defined XML models that contained all of the static and
dynamic control flow information extracted by our
IDA Pro plugin. Next, we defined our own content
and label providers for the sequence diagrams so that
they could be read and built in the diagram. For navigation history and dynamic diagrams, we build the
diagrams dynamically and save to a different XML
model because in this case, a function makes different calls at different times. We also added additional
functionality such as the function tree view, saving diagram state, detecting cycles within the diagram, renaming functions, showing external calls and adding
custom functionality for events such as navigation and
setting breakpoints.
Note here that Tracks supports multiple IDA Pro
instances. This was necessary because IDA Pro is
single-threaded and we may need to debug more than
one executable at a time (e.g. a program and its libraries). We will also see later that Mariposa, for
example, injects code into explorer.exe which then
needs to be debugged separately in another IDA Pro
instance. This means that Tracks can show a complete dynamic control flow graph, but it also means
that if you double click on an element, Tracks navigates to the correct IDA Pro instance.
5.3

Integration with IDA Pro

To pass messages between IDA Pro and Tracks, we
needed to create an IDA Pro plugin that was able to
listen to events and generate the required data as well
as perform actions. We send these messages using
sockets since IDA Pro plugins are written in C++
and Tracks is written in Java.
Figure 3 shows a sample of messages that can be
exchanged between the two applications. The first
message from Tracks is to initiate contact with IDA
Pro, which causes it to send back the path to the
XML file describing the static control flow. Next the
Tracks framework can receive navigation, debugging
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1
2
3
4
5
6
7
8
9
10
11

loc 13FFA6 :
xor
dword ptr [ ecx ] , 0CA1A51E5h
nop
add
ecx , 4
nop
nop
cmp
ecx , o f f s e t dword 41D4C0
jl
short loc 13FFA6
nop
push
offset loc 41D047
retn

Listing 1: Decryption loop in assembly code

Figure 3: Messages between IDA Pro and Tracks
and renaming events from IDA Pro, which contain
additional information about functions. This information includes the index of the call (8 in this case),
the function’s address, the function’s name and the
file being debugged (in this case, calc.exe). The
executable file name is needed when there are multiple IDA Pro instances in order to update the display
in the right instance of IDA Pro. This message can
also include the name of the external file where the
function resides. Additionally, we can send events to
all IDA Pro instances such as enable/disable tracing
messages, enable/disable tracing calls within a library
module, update preference count for loops, disable
tracing of a specific loop and send goodbye messages.
6

Case Study: Tracks and Mariposa

Mariposa is a botnet, a collection of computers under
the control of a single malicious entity. The most dangerous capability of this botnet is that it can download and execute arbitrary programs, which means
the bot master can infinitely extend the functionality of the malicious software. This also reduces or
eliminates the detection rates of traditional host detection methods. Due to this capability, 1500 variants of Mariposa have been detected so far and an
estimated 12.7 million computer systems have been
compromised (circa October 2009). We used information from Thompson (2010) and Sinha et al. (2010)
to create the following three use cases, which show
meaningful interactions through sequence diagrams.
The bot has three phases: obfuscation, decryption and injection. The obfuscation phase hides the
intended functionality of the code. The decryption
phase decrypts code and data that is used in the injection phase. The final phase, injection, is where
Mariposa injects code into a legitimate system process in order to compromise the operating system.
We now look at some of these particular interactions in detail and show how the Tracks sequence diagrams can aid in identifying these interaction patterns. We use the Mariposa variant with the MD5
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Figure 4: Decryption loop in the sequence viewer
hash 3E3F7D8873985DE888CE320092ED99C5.
There are two areas of interest: the detection of
loops/cycles and the patterns of system calls as a
means to detect malicious intent.
6.1

Obfuscation Phase

Obfuscation is the art of transforming the application into one that is functionally identical to the original but which is much more difficult. . . to understand (Collberg et al. 1997). Commonplace within
malware, the Mariposa bot includes one such obfuscation, a large cycle that does nothing but useless
computations, 889,976,605 times! The purpose is to
confuse the person who is debugging the software and
also, possibly, to confuse automated unpacking tools
or malware analyzers. This obfuscation shows up as
a cycle in Tracks, discussed in more detail in the injection phase (Subsection 6.3). After this loop, control flow is transferred to an address pushed onto the
stack, which begins the decryption phase.
6.2

Decryption Phase

After the obfuscation phase, Mariposa must decrypt
its own actual payload code.
The first decryption layer XORs2 the range of data
between addresses 0x41D000 and 0x41D4C0 with the
constant 0x0CA1A51E5. The address 0x41D047 is then
pushed to the stack as a return value to transfer control flow to this address at function return. The assembly code for this first decryption layer is shown in
Listing 1 and the corresponding sequence diagram is
shown in Figure 4. Remember that large loops occurring within a single function are colored red to show
that a large loop occurs, which may be suspicious.
6.3

Injection Phase

There has been much work in the security field to
detect intrusion through sequences of system calls
2

An XOR is a logical bitwise exclusive OR.

Proceedings of the Twelfth Australasian User Interface Conference (AUIC2011), Perth, Australia
1
2
3
4
5
6
7
8
9
10

loc 13591F :
lea
ecx , [ ebp+v a r 1 2 8 ]
push
ecx
mov
edx , [ ebp+v a r 1 3 4 ]
push
edx
mov
eax , [ ebp+var 12C ]
mov
ecx , [ eax+6Ch]
call
ecx
test
eax , eax
jnz
loc 135899

Listing 2: Assembly code for finding each process

(Hofmeyr et al. 1998, Shankarapani et al. 2010). The
idea being that short sequences of system calls executed by running processes can be a good discriminator between what is a normal process and what is an
abnormal one. For example, finding code that modifies the registry that is not an installer or code that
injects bytecode into another process could indicate
malicious activity. Such code injection is a technique
to hide malicious processes within a legitimate process
and is a popular method for compromising an operating system. We hope that this type of information
can be discovered more easily through the sequence
viewer, at first manually by the user but automatically in the future.
In this section we look at system call patterns involved in Mariposa’s injection process and their functionality once infected.

Several interesting things occur within the injected
process, as seen in Figure 6. These include ensuring
that the files that will reinfect the system on startup
are present and that their values are set in the registry
and communication with the server is set. Here we
only discuss this last step.
The infected process connects to the command
and control server. The events that take place here
are creating a socket with 32 ioctlsocket and then
32 inet addr converts the domain names into proper
addresses. Next, the bot retrieves host information
from the host name by calling 32 gethostbyname.
The 32 htons function converts an unsigned short
number from the host to a TCP/IP network byte
order (big endian). In order to authenticate with
the server, an encrypted magic word is sent. Figure 6 shows a collapsed loop at this point in the diagram. This loop is responsible for encrypting the
magic word. Once the magic word is encrypted, it is
sent using the 32 sendto function. It then receives a
reply from the server using the 32 recvfrom function
(not shown). The injected process is then ready to
decrypt and decode received commands.
7

Analysis: Is Value Added by Tracks?

Having found a process to inject, the program calls
OpenProcess to get a handle to this process. It then
calls VirtualAllocEx to allocate memory within the
target process, NtWriteVirtualMemory to inject the
code and CreateRemoteThread to execute it. A diagram is not shown here due to space constraints.

Table 8 compares the ways in which IDA Pro and
Tracks address the requirements from our survey.
Relative to IDA Pro, it is our belief that the visualization in Tracks reduces cognitive overhead by better
supporting navigation, showing a more intuitive control flow and allowing zoom/collapse interaction with
visual cues. Additionally, added features integrated
into this visual framework—system call patterns, dynamic traces, loops and recursion, call ordering and
traces involving more than one executable— advance
the state of the art without increasing cognitive overhead. The data is available to compare traces and
analyze branch frequency in Tracks, whereas no data
is easily available for export directly from IDA Pro.
VERA (Quist & Liebrock 2009) provides a highlevel dynamic view of basic blocks, loops and color
coding to describe where the code is located. It also
provides some navigation links to IDA Pro. It currently provides a high-level view of the code to quickly
pinpoint areas of interest, but it is not really useful
after this point. The user is back in IDA Pro to understand the finer details. In contrast to VERA, Tracks
provides three separate views of control flow in the
form of conceptual sequence diagrams that support
function names and calls as well as system calls. We
believe these three views can be quite useful to speed
up comprehension and document that understanding.
Code Bubbles (Bragdon et al. 2010) includes static
call graphs, navigation support and also a debugger.
However, while many of the features of Code Bubbles
are useful, its focus is more on the code within the
bubbles. There is no view that contains just the calls.
It also does not focus on extremely large traces which
we must contend with in assembly code.
For these reasons, we believe that Tracks can
be quite useful and we will try to demonstrate this
through user studies in future work.

6.3.3

7.1

6.3.1

Preparing for Injection

The first step of injection is to prepare the data that is
used by the injected code. This includes the creation
of directories, getting the operating system version
(need to check if CreateRemoteThread can be called)
and creating files.
The next step is to find the process to inject into.
To do so, CreateToolhelp32Snapshot is used to retrieve a snapshot of the processes that are running
in the system. Process32First is called to retrieve
the first of these processes and then Process32Next
is called until the required process name is found.
There are 107 lines of code total lines of code for this
step, which cannot be shown due to space constraints.
Listing 2 shows the code for the function that calls
Process32Next. As we can see, the call is made on
Line 8. However, since the address is stored in the
register, it is not easily apparent statically that this
is a call to Process32Next. This information becomes
apparent while debugging and stepping through the
call. It is even more apparent in the sequence diagram, as shown in Figure 5.
6.3.2

Injection

Injected Process

Once the process has been injected, we can follow
the control flow from the address where the injection occurred. In this study, we have actually injected winlogon.exe instead of explorer.exe. We
did so because injecting into explorer.exe makes
working on the computer extremely difficult. We used
winlogon.exe because it is also a system process and
it has a same-length name, which Mariposa checks for.

Current Limitations

Important limitations remain in regards to using
Tracks with IDA Pro, most notably, anti-debugging
traps. Anti-debugging traps are used to detect if a
program is running under the control of a debugger
and to prevent this runtime debugging. Ideally, one
would be able to run the executable with the sequence
viewer open and afterwards investigate the entire call
graph. Unfortunately with the anti-debugging traps
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Figure 5: Finding the process to inject
within Mariposa, this is an impossibility, since we
cannot single step over the code. Therefore it is up to
the user to know how to debug the executable. This
means that they have to have some prior knowledge
about the system and cannot gain this prior knowledge directly from the sequence diagrams. We hope
that better anti-anti-debugging tools will solve some
of these issues. VERA addresses this through the
Ether hypervisor framework, which is an avenue that
could be investigated.
Another limitation is the ability to properly trace
stack locations while step tracing. Manually stepping
through each instruction during a debugging session,
we are able to log correctly since IDA Pro generates
the names. However, when step tracing and executing
code on the stack, the names are not generated.
8

Future Work

There are many future avenues for future work in user
interface strategies for Tracks and in related issues for
comprehension. We first discuss what changes will be
made in regards to Tracks, followed by other tools
that we plan to implement and plans for user studies.
8.1

Sequence Viewer

From our survey, we can identify six areas of future
work: 1- recognizing system call patterns, 2- creating documentation, 3- showing reversed control flow,
4- comparing traces, 5- finding the data required to
reach execution points and 6- calculating branch frequency.
The system call patterns can be a good indicator
as to whether or not a program is malicious. For
example, we could mark a cycle as Decryption. Like
Code Bubbles, we feel that it is important, when faced
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with so much information, to be able to make notes
and flag items from within the tool. This is something we would like to contend with both in Tracks
and future tools. Being able to provide a reversed
control flow path was of great interest to show how
to potentially reach a particular function. Comparing two traces to see how the program executes differently from one run to the next is also very important
as well. It can show which data to use to execute a
particular scenario. Lastly, branch frequency would
indicate how often some code is run. This can be
helpful to locate performance bottlenecks.
8.2

Further Tools

We discussed the need to reset the debugging state.
The way analysts figure out how to run malware is an
interative and tedious process, due to the difficulty in
running past anti-debugging traps to specific points
in the program execution. Even with all of the traps
known, one has to be extremely careful re-running
the system. A state diagram that allows the user
to run the system automatically to a state such as
Injection would save a lot of time and frustration.
Additional tools we decide to implement in the
AVA project will support both the needs defined in
our survey as well as those defined by the mainframe
developer community, regardless of the underlying
brand of assembly.
8.3

User Studies

An ongoing area of future work will be user studies.
After our initial survey, we will recruit participants for
user studies at multiple points during the research. It
is important to see how users work with current tools
in order to realize what the pain points are. We also
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Figure 6: Communication with the server
Control Flow Aspect
API call patterns

IDA Pro
Static control flow with local
functions only. No search or
navigation capability.

Loops and recursion

No call ordering and no
indication if calls is made more
than once
No support.
No support.

Compare traces
Data required to Reach
Execution Points
Branch frequency
Multi-executable traces

No support.
No support.

Tracks
Static or dynamic control flow with both local and external functions. Functions can
be located through a tree view and customized perspective.
Shows the order of calls, including each
time a call is made. Also shows recursion,
loops and cycles.
No support. Data is available.
No support.
No support. Data is available.
Can merge call paths into one Tracks diagram from multiple IDA Pro instances.

Table 8: Comparison of IDA Pro and Tracks control flow tools

need to know whether or not the tools we build actually assist with the development and understanding
of systems written in assembly. User studies will help
determine how a work in progress, such as Tracks, will
need to evolve as well as how it actually performs in
comparison to the existing tools.

user interfaces applied to low-level systems. Tracks is
the first of several tools we plan to develop, attempting to bridge the gap between high-level tool support
and low-level analysis tasks.

9

We would like to thank for their support Dr. Mourad
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Conclusions

One of the goals of the AVA project is to develop tools
and user interfaces that will assist reverse engineers
working in cyber security. In order to best establish
requirements for these user interfaces, we have performed a survey covering a wide range of issues involving assembly language comprehension. Partially
in response to that survey, we have developed Tracks,
which leverages progressive user interface techniques
to improve support for control flow analysis. Tracks
introduces additional features including following dynamic tracing in a sequence diagram, providing navigational aids, loop and cycle detection and integrating
with IDA Pro.
Our analysis reveals ways in which work in the cyber security community can be enhanced through the
application of visualization techniques and interactive
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Abstract
Management of complex medication regimens by older
people poses a significant challenge wherein use of
information technology could play a role in improving
clinical efficacy and safety of treatment. The use of
computing devices, however, presents a special challenge
to older people given their physical and cognitive
limitations. Robotic platforms show promise for
extending the functionality of the user interface to make
personalized interaction engaging and empowering, and
for proactively reaching out to older users to support their
healthcare delivery. We believe that a robot combining a
touch screen and voice based interface could offer an
effective platform to meet these requirements. This paper
reports on a feasibility study of such a system for helping
older people with their medications. We exposed 10
relatively independent residents of an aged care facility to
our robot running a medication reminding application
while they took their medications. The interaction was
followed by a questionnaire and structured interview to
elicit their opinions and feedback. We found the
application to be well received as all users could
successfully complete the session, and most subjects
found it easy to use, appropriately designed and felt
confident using it. A number of technical errors were
uncovered, and the results suggest opportunities to refine
the equipment and dialog design to provide a better
robotic medication assistant.
Keywords:
Aged care; Medication safety; Robotic
assistance; Touch screen; Voice interaction

1

Introduction

Higher prevalence of chronic and degenerative conditions
in older age often requires use of multiple medications on
a regular basis. The quality use of medications is
important to improve clinical outcomes and overall
quality of life. However, older people are often unable to
effectively manage the regimen of medication due to a
number of reasons including forgetfulness and apathy.
The complexity of medication regimens is another reason
often cited for medication non-adherence among older
Copyright © 2011, Australian Computer Society, Inc. This
paper appeared at the 12th Australasian User Interface
Conference (AUIC 2011), Perth, Australia. Conferences in
Research and Practice in Information Technology (CRPIT),
Vol. 117. C. Lutteroth and Haifeng Shen, Eds. Reproduction
for academic, not-for profit purposes permitted provided this
text is included.

adults. Many strategies have been deployed to improve
adherence to medication in the elderly (Banning 2009),
but Morris and Schulz (1993) have pointed out that taking
medication is not only a pharmacological process but also
a psychological, interpersonal and social process as well.
It is increasingly being suggested that patient-centred
care may promote more empowerment and autonomy,
both generally and with respect to compliance with
medication, in particular for old people and nursing
home residents (Hughes 2008). However, implementing
patient centric models of care would require resources of
time and people, both of which tend to be constrained.
Therefore, it may be worthwhile exploring technologies
that could deliver desired outcomes by meeting usability
needs of intended users and restoring their confidence in
being self supported.
Despite rapid development of applications to support
older people to self manage their health conditions in
recent years; the presentation of information and the use
of devices needs to be carefully considered for this age
group. The limitations posed by declining cognitive
capacities, and by increasing sensory and physical
disabilities, have important implications for an interface
design (Sutter and Müsseler 2007). For example, long
sightedness, lens implants, progressive macular
degeneration and other visual disturbances limit
readability. Changes in motor skills, including slower
response times, coordination problems, shaky hands and
progressive arthritis leading to stiffness and greater
variability in movement (Nic 2009) make it difficult for
older people to use current input devices, such as a mouse
or keyboard. Hearing difficulties and use of hearing aids
that distort sound make it difficult to understand spoken
dialogues. Several studies (Czaja and Lee 2002) have
also shown that cognitive abilities such as working
memory, attention and spatial abilities are important
predictors of performance of computer-based tasks.
Working memory that enables learning of new tasks or
recall of complex processes and attention capacity that
enables concurrent activity handling or switching of
attention between competing displays of information are
often challenged in elderly people. A static desktop
computer offers limited opportunities for a timely or
regular delivery of information in this context.
Touch screen based interfaces that make the
interaction simple, directed and goal oriented, can offer a
potential alternative to address some of these challenges
(Murata and Iwase 2005). To extend the information
presentation capabilities of a touch screen based user
interface, we chose a robotic platform. Robots have
recently been shown to make interaction with computers
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interesting, engaging and personalized, and to
successfully engage older users (Marcel et al. 2008).
Robots also offer a unique opportunity to add an
interpersonal element to inform, empower and support
older users and also leverage formation of an affective or
social relationship (Looije et al. 2010).
In this paper our approach to human-computer
interaction on a touch screen computer mounted on a self
navigating robot is presented. Before discussing the
intervention in section 3, the findings from the literature
are discussed in section 2. In section 4 the testing of the
user interface is described wherein older adults living in a
residential aged care facility used a medication reminding
module. This is followed by the discussion and
conclusions in sections 5 and 6.

2

Related work

This research was informed by the previous research and
insights gained around the use of technology for older
people, with reference to healthcare and medication
management in particular.

2.1

UI for older people

Appropriateness of input devices and user interfaces for
older people has been studied widely. Older people are
reported to deal better with gesture based and touch
screen systems than with standard keyboard mouse
systems (Tobias 1987), (Hollinworth 2009). Familiarity
with gestures has been reported to improve usability
(Stößel et al.) and touch screen systems have been shown
to have better usability for older people (Fisk et al. 2009).
In this scenario it could be argued that routine use of
ATM machines by older people makes them familiar with
touch screen based user interface and this could be
leveraged.
Older adults have also been reported to prefer
multimedia presentations over simple text display
(Ogozalek 1994). Therefore for the given scenario it was
thought more appropriate to create a voice, text and
image based interactive user interface. More details about
which are discussed in section 3.

2.2

Human robot interaction and healthcare

In the past decade, the methodical, scientific study of
human-robot interaction has looked at perceptions of
various portions of a robot’s appearance, personality, and
behaviours (Fong et al. 2003). Healthcare robotics is
currently an active research field where studies in Human
Robot Interaction have been contextualized for nursing
home environments and healthcare domains (Pineau et al.
2003). More recently (Looije et al.) have reported
persuasive behaviours of a robot tend to promote health
self management in older people.

2.3

Dialoguing in healthcare

The appropriate use of automated dialogue systems in
healthcare has also been researched widely. The studies
on automated dialogues delivered to patients using
telephonic support (Migneault et al. 2006) found that
personalization and tailoring of dialogues based on
principles of behavioural psychology improves
acceptance and delivers optimum clinical results.
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Bickmore and Giorgino. (2006) have identified several
characteristics applicable to dialogues in healthcare such
as criticality, privacy, continuity, empowerment and
initiative, which support patient safety and respect. The
structure of the dialogues for this study was designed
incorporating the above in addition to special emphasis
on motivational support and providing freedom of choice
at every step of the reminding process.

2.4

Medication support systems

Typically a nursing home resident routinely consumes an
average of 7 scheduled plus 3 as-needed medications;
however, more than a fourth of these individuals take 9 or
more medications (Ruppar et al. 2008). Not surprisingly
poor adherence to prescribed medication is a common
problem. Older adults often report forgetting as a
common reason for missed doses (Conn et al. 1994). This
is true regardless of the presence or absence of cognitive
impairment. In order to support this forgetfulness many
electronic devices have been developed to prompt and
monitor medication administration. In a systematic
literature review automated voice activated measures
have been shown to have a significant impact on
adherence and outcomes (van Eijken et al. 2003) and so
does education and social support. In another review
(DiMatteo 2004) reports that practical social support
offers maximum advantage to improve medication
adherence. Use of a social robot to offer reminders and
serve as a medication assistant could therefore be very
usefully deployed.
Moreover, it has been shown that some forms of
remote monitoring for correct medication administration
significantly improves medication adherence (Friedman
et al. 1996). Therefore it would be appropriate for the
robot to inform the family members, caregivers,
pharmacists and/or doctors about the medication
administration events after seeking permission of the
user. Furthermore, informing healthcare professionals
about the issues or problems with medication could
improve timely correction of errors and safety. Use of
inappropriate medication in the elderly is common and
often results in adverse events due to physiological
changes associated with aging (Fick et al. 2003),
therefore safe prescribing should be supported in addition
to promoting adherence.

3

Intervention

The robot used for the purpose of testing is shown in
Figure 1. The form factor and functionality of this robot
was derived from earlier studies by the researchers at
University of Auckland (Broadbent et al. 2009).
As seen in Figure 1, the robot consists of a movable
head, rotatable torso, and a mobile platform. Two
speakers near the touch screen and a video camera on the
top of the screen constitute additional input/output
devices. Low-level control functions and navigation are
handled by a single-board computer running the Linux
operating system. Service applications are running on a
similar computer under the Microsoft Windows XP
operating system. The two computers are connected via
an Ethernet connection.
Ultrasonic sensors for obstacle avoidance are located
in the mobile platform (the lower part of the robot in
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Figure 1). A tray is fixed to the torso in order to carry
measuring devices used by some of the service
applications. These external devices are connected to the
robot via a USB hub.
Touch screen
Tray

1
2
3
4
5
6
7
8
9
10

UI Characteristics
Use of touch screen as an input device
Dual output (text and voice)
Integration with assistive technology
Ethical considerations
Network computing
Adaptive and adaptable interface
Presenting self guidance
Automated dialogue system
Mixed initiative user interface
Logging and reporting functions

Table 1: Healthbot user interface design principles

Navigation system

Figure 1: The Healthbot robot

3.1

Architecture

The robot used for this study is a joint development of the
University of Auckland/Auckland UniServices in New
Zealand, with ETRI and Yujin Robot Co. Ltd., in South
Korea. The architecture of the robot consists of four
layers: robot hardware, a robot software framework
(RSF), a robot application programming interface
(RAPI), and service applications. Robot hardware, RSF
and RAPI were developed by Yujin Robot Co. Ltd.
The robot hardware consists of a differential drive
mobile platform, two single-board computers, sonar
sensors, microphone, speakers, touch-screen mounted on
an actuated head, camera, and USB ports. In the past year
we have designed, implemented and conducted a field
test on the dialog and event management system for the
robot that allows it to undertake reconfigurable spoken
and text/touch screen dialog with the patient for key
healthcare and support tasks (Jayawardena C. et al. 2010).
The user interface was customized for the purpose of
medication management module trial. In the context of a
medication reminder, the robot can provide the patient
with reminders to take their dispensed medications and
engage in dialog to collect information about any issues
that may be inhibiting adherence to the medication plan.
The system is based on interoperability with the local
pharmacy software patient medication record format and
a W3C Simple Object Access Protocol (SOAP) service
oriented architecture interfacing the robot to a Web-based
electronic medical record over 802.11 wireless
communications and employing XML based dialog
specifications.

3.2

The user interface

Although each alternative has its tradeoffs, considering
the nature of the challenge, we designed the interface
using the principles/elements captured in Table 1,
discussed further in the remainder of this section.

Use of fingers to flick a switch or to indicate a choice
on a menu of buttons is perhaps the simplest and
commonest way that humans have been interacting with
technology. We preferred use of touch inputs over speech
recognition given the current status of Automated Speech
Recognition technology which has serious limitations for
ambient voice recognition for use in elder care, as
summarized in a recent literature review (Young 2010). It
is not only frustrating to use but also highly error prone.
Therefore, we decided to defer the use of this input option
for this study.
The display of text and options simultaneously with
spoken dialogue creates reinforcement where gaps in
either visual or hearing abilities get supported. The visual
display is simplified to present a single piece of
information or instruction at a time, thus minimizing the
challenge with respect to attention and memory.
The system presents a single task/instruction per
screen (driven by Abode Flash programming) written in
bold letters against a bright contrast followed by not more
than three large clearly labelled soft buttons to improve
clarity of choice selection and reduce response time
compensating for motor skill limitations (Murata and
Iwase 2005). The soft buttons change colours and make a
distinct sound confirming haptic input. The audio
reproduction of displayed dialogue is enabled (through
customized speech generation software) in relatively loud
volume (which is adjustable) through the mounted
speakers alongside the touch screen.
Integration with assistive technology becomes possible
by virtue of mounting the screen on a mobile robotic
platform. Although the robot is intended to be able locate
and self-navigate to the user in its final design, it was
manually driven for this short trial. It would be able to
drive itself close to the person (as well as to a selfcharging station), carry medications in its tray and take
the initiative to start interactive sessions by virtue of
mixed-initiative design. In the future, integration with
other smart home technologies could also be attempted.
The touch screen computer is wirelessly connected to
a remote server that holds relevant personal and clinical
information in a secure manner. The information is
released only after the confirmation of user identity and
appropriateness of schedule (e.g. right information at the
right time as indicated by the prescriber). The patient
identity that is received from the front end client results in
a query to the server database for relevant information.
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This information in turn is sent back to the client for
customizing the interaction.
Incorporation of an adaptive and adaptable interface
allows personalization and customization of the system.
User identification is made possible by face recognition,
resulting in loading of information relevant to the person
in real time. Hence the system can customize display
information/dialogues according to the person’s given
preferences, clock, calendar, pre-programmed schedule
(of prescribed medication according to the physician) and
can, in real time, read from and write to the remote
database (e.g. the electronic health record). The
preferences, sequence of activities and schedules can be
customized locally or even remotely.
Presenting a self guiding interface that prompts or
guides the user for intended actions at the end of each
dialogue or screen (e.g. ‘please press the “done” button
below when you...’) attempts to resolve ambiguity. The
presented information or task during a session assumes
success of completion but builds redundancy for failure
(e.g., ‘Have you already done...? If not then press...’).
The system attempts to correct unintended errors and
encourages user to continue interaction (‘Oops! There
seems to be some problem. Would you like to try...
again?’). By clearly mentioning the features and options
available to the user up front and guiding in the face of
mistakes, we hope to minimize user anxiety about what is
expected of him/her at each stage (Marqui A. et al. 2002).
An automated interactive dialogue system was used to
enable the abovementioned features (see Figure 2). It was
based on branching tree logic encoded in our XML dialog
notation), where depending on a particular choice
indicated by the user the screens progress along the
logically appropriate branch. The automated dialogues
around medication management are based on behaviour
change theories (Bickmore et al. 2005) and are tailored in
real time to each instance of interaction. The user is
addressed by preferred name, encouraging them along the
lines of motivational counselling to ensure successful and
safe use of medication.
Ethical considerations must form an important part of
Pred efined even ts
1.M eals
2. T im e reached
3. Positive user ID confirm ed

any interventions as intimate as those involved in aged
care, and in light of the vulnerability of this population. It
is possible to design a technological intervention in the
healthcare domain to become intrusive and
disempowering to the users by virtue of passive
monitoring and delivering instructions expecting
compliance (Tiwari et al. 2010). This ethical concern is
addressed by careful choice of dialogues that build skills
instead of encouraging dependence (e.g., ‘Please read the
label on your bottle and confirm if it reads...’). The
presentation of information empowers use to make a
choice at each stage putting him/her in the position of
control (e.g., ‘Would you like me to inform...’).
Healthcare services also demand being sensitive to issues
like safety, accuracy, trusts and teamwork; making it
essential to keep healthcare providers and caregiver in the
loop of information. It could be made possible by offering
the users to enable their medication use information to be
shared securely online with the healthcare team and/or
concerned family members, especially when things go
wrong (e.g. choosing wrong medication, running out of
supply, refusal to comply, etc).
Resolving the ambiguities around initiation and course
of dialogue depends upon user goals and focus of
attention. The recording of task completion (or failure of
it) requires the use of mixed initiative interface as
described by Horvitz (1999). In order to minimize
reasoning about whether to act or not to assist a user with
an autonomous service, we can also consider the action of
asking users about their goals. For example, the user is
also able to self-initiate and complete the medication task
even without invoking the reminder function, where the
dialogue begins by asking “Have you already done....?”
Logging and reporting functions enable recording of
the dialogue path taken by the user, list medications taken
by date and time and perform video logging of actual
intake. These data are stored to a remote server and
presented over a web interface to healthcare providers
authorized by the user, so that they could observe the
events and intervene if necessary. User can also send a
text message to a caregiver through the dialogue system

Start
Medication Rem inder

Screen 1

Good “m orning” “M rs . Jones” H ave you taken your “breakfast tim e” m edication already ?

Yes

No
Well Done! See you later

After Tim e delay
Shall w e do it together ?
Screen 2
Yes

Great! C ould you please bring your
m edication and a glass of w ater ? Press
the ready button w hen you have them

Screen 3

A little later

OK, I will com e back in 10 m inutes

No

Exit m odule

M ay I ask you the reasons for this ?

Yes

R eady

Figure 2 – An example of the branching tree logic
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to physically assist in case something is not going right
(the system may offer to initiate this, e.g., ‘Oh! That is
not correct, should I call someone to help you?’). In the
future, assistance via tele-presence could also be enabled.

4

Evaluation

The aim of this study was to assess the usability,
feasibility and appropriateness of a medication
management support system mounted on a robot. We
obtained ethics approval from the institutional ethics
committee. The trial was conducted in an Aged Care
Facility (ACF) in suburban Auckland that houses
approximately 400 residents in a range of
accommodations and levels of dependence. We sought
assistance from their management with random selection
of candidates who would be willing to participate in this
trial. After circulating a notice we received names of 19
residents who would be interested in participation and,
after initial introductions, 10 people expressed willingness
to participate.
After sharing the participant information sheets and
signing of consent forms we sought approval to collect
current prescription data from their pharmacies to
populate our database. The export files from pharmacy
systems was generated and read by the robot software to
incorporate relevant contents into the dialogue.

4.1

Participant profile

As shown in Table 2 below, the 10 participants were
distributed across 4 different independent residential
blocks in the ACF, and ranged from 69 to 94 years of age
with half of them above 80 yrs and mean age 80.5. The
evenly distributed five males and five females included
two couples.

boxes or stored as loose bottles (that included strips,
lotions, inhalers and creams). Some of them received
directly pre-packed sachets (through a robotic dispensing
system – not related to the robot assessed in this study) or
blister packaged medication where all pills for a
particular day and time were packed together for
convenience.
Being an exploratory study, it was conceived that a
small sample size should give us the insights to guide our
further solution development directions and that this was
more appropriate than pursuing a larger number of
respondents at this stage in the hope of achieving
statistically significant measures for hypothesis testing.
All the participants were scheduled to meet with the
robotic medication assistant on a convenient morning
when the robot shown in Figure 1 would visit them to
remind about their medication. The robot was
accompanied by a technician and the first author (a
trained physician).
The participant profiles might contribute a selection
bias because the voluntary expression of interest in
participation could draw more interested and capable
people. In fact 4 out of 10 participants had already
participated in earlier trials conducted under same project.

4.2

Video analysis

The recordings were made of users interacting with the
robot as it moved into their living quarters at the
scheduled time. The users had agreed not to take their
morning medications earlier that day and took them when
prompted by the robot.

Back & quit buttons
Dialogue display

Age
in
yrs

Gender

Pharmacy**

Patient

Location*

1

BS

73

Female

i

2

LT

79

Female

iii

3

RM

77

Female

ii

4

RM

80

Male

ii

5

RM

69

Male

ii

6

LT

77

Female

i

7

LT

94

Male

ii

8

BS

87

Male

ii

9

LT

87

Male

ii

10
LT
82
Female ii
*BS, LT & RM are abbreviated names of 3 multistorey buildings in
the ACF complex. ** i, ii and iii are 3 geographically separate
pharmacies

Table 2: the Participant profile
The participants had their living quarters spread across
various multi-storeyed buildings (abbreviated building
names -BS, RM & LT) and received their medications
regularly from 3 different pharmacies (i, ii & iii).
Respondents organized their medications either in pill

Options Menu
with soft buttons
Speakers

Figure 3 – The session in progress
Figure 3 shows a resident making a selection in
response to the robot. As seen in the figure the touch
screen has 3 sections. On the top corners of all screens are
back and quit buttons. The white text box with black text
in the upper two thirds of the screen displays the dialogue
that is spoken in large bold fonts. Large clearly marked
soft menu button below that offer the menu of choices.
The number of choices does not exceed a maximum of
three on any given screen. The GUI is kept simple and
clear to minimize cognitive load while maintaining ease
of use for older people. Text display in large fonts and
bright contrast improves readability, while the clearly
marked large soft buttons simplify indicating choices.
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Participant

Age

Medication
s organized
as

Cognitive
status

Computer
literacy

Previous
participatio
n in robot
trial

Error
s
made
by
user

System
errors

Backtracking

Total
time
(min.)

1

73

Pouch

Average

None

No

2

3

0

5

2

79

Bottles

Good

Yes

Yes

0

5

0

3.2

3

77

Packaged

Average

None

No

1

3

0

2

4

80

Pill box

Good

Yes

Yes

0

3

0

2.3

5

69

Bottles

Good

Yes

Yes

0

6

0

6

6

77

Bottles

Average

None

No

1

7

1

9.3

7

94

Bottles

Good

Yes

No

1

6

1

4.7

8

87

Pill box

Good

Yes

Yes

0

4

0

2.7

9

87

Bottles

Good

Yes

No

3

7

0

5.5

10

82

Pouch

Good

Yes

No

1

4

1

2.1

Table 3 – Results of video analysis
The results of video analysis are presented in Table 3.
To keep the interview time short and not cause significant
delay in medication intake, the researcher made
subjective observations about their cognitive status and
suitability of the robot for these people from a general
clinical perspective. Since the issue of medication is
sensitive to the patient’s safety, the researcher not only
explained the process, and supervised and supported the
users during the session, but also took noted areas
needing improvements, reason/s for getting stuck or
backtracking and reason/s for errors.
The results of video analysis showed that although all
users were able to complete the interaction successfully
irrespective of age or cognitive status, the presence of the
researcher and his prompting was an influencing factor in
this exploratory study, and we are not sure as to how the
sessions would have progressed unsupervised. We took
the approach that to learn the most about areas for
improvement the researcher would prompt the users
through sticking points after noting the nature of the error
that caused the problem.
Interestingly, there was no significant relationship
observed between occurrences of errors or time taken to
complete the session, in relationship to age, computer
literacy or previous exposure to the robot. This
observation highlights the fact that in this study, mild
cognitive impairment and/or unfamiliarity with
computers or robots did not impair the medication
reminder function’s usability.
One relationship that stands out was between the way
medications were organized and the errors generated, as
well as time taken. Users who had medications loosely
arranged in bottles and strips (5 out of 10), unsurprisingly
took almost twice as much time than those who had them
organized as pouches/blister packaging or used pill boxes
(mean task completion time 5.7 minutes vs. 2.8 minutes).
The same group was almost twice as likely to encounter
errors as those who had their pills organized in pill boxes,
sachets or blisters (64.6% of total errors were in the
bottles and strips group vs 35.4% errors in others).
The results may not be surprising but the reasons were
variable. The main problem was related to our screen
design where we had categorized methods of pill
organization and user could choose only one option. Most
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users had their pills organized in multiple ways and were
confused as to which option was most appropriate to
choose. We had failed to anticipate this as we had been
informed that use of the robotically packed sachets was
the norm in this ACF. Other sources of errors (across all
categories) are shown in Table 4.

Errors made by users

System /design errors

Typographic
errors
Medication
identification
errors
Inappropriate
choice of option

6

Confusing options

14

1

Voice
errors

6

2

Soft button (touch
screen) errors
Pronunciation errors
Inappropriate utterance
Other system errors

generation

12
3
3
10

Table 4: List of errors recorded
Mainly there were problems with face recognition,
typographic errors while entering names (the backup to
face recognition), inability to handle “null or error”
values entered into the system (wrong name, wrong
timing, network failure etc.) and some were processing
failures including voice generation problems and soft
button operation failures.
Most of the system or design errors were perceived by
the engineering teams as not too difficult to correct in the
next iteration. Some of the errors in the navigation system
(ignored in this study) or voice generation problems could
require hardware assistance from original equipment
manufacturers.

4.3

Questionnaire analysis

Participants were asked to respond on a 5-point Likert
scale to the questions shown below in as a part of figure
4. On the Likert scale 1 indicated strong agreement and 5
indicated strong disagreement. Responses were clubbed
for the sake of clarity, where 1 & 2 (Strongly Agree and
Agree), 4 & 5 (Disagree and Strongly Disagree) and 3
(Neutral) represent three bars in figure 4.
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I needed to learn a lot of things before I could get going with this system
I felt very confident using the system

Agree

I found the system very cumbersome to use
Disagree
I would imagine that most people would learn to use it very quickly
Equivocal
Such a system would make us feel confident about our health
Various functions in this system were appropriately designed
I would need technical support to be able to use this system
It would be easy to practically use this system in our living quarters
System would be easy to understand and use by people like me
I may like to use this robotic reminder system frequently

0

1

2

3

4

5

6

7

8

9

10

Figure 4 – Questionnaire analysis
X Axis represents number of respondents, Y Axis represents the questions asked
Owing to the small sample size, the results provide no
clear association between age, type of medication
packaging, pharmacy or residential location and the
responses. The responses may hint, however, towards the
following two important observations:
Firstly, our assumptions about the appropriateness of
the user interface design for the older people were
affirmed – the system was well received. Most users
found the system easy to use, appropriately designed and
felt confident about using it. This is reaffirmed by the
observation that most users did not find the system
cumbersome, neither did they feel they needed to learn a
lot before using the system nor felt that they needed
support during its use.
Secondly, the results were mixed with respect to
whether the users would like to use the system regularly,
regarding the practicality of a robot moving around in
their living quarters and whether it would build
confidence about their health. They were also not sure if
their other peers would learn it easily probably because
respondents were aware of the varying degree of
cognitive capability in their peers in the facility.

4.4

Structured interview

With a view to explore further the overall impressions of
the users and to identify some of the design needs for
future developments we conducted a structured interview.
The subjective opinions could be coded and inferred as
definitive answers. Figure 5 summarises the questions
asked and the responses in a single graph.
The data indicate some themes which could be
considered important indicators for future design work.
The respondents tended to be strongly opinionated
towards one way or the other as seen in the data showing
minimal “Maybe” responses. There was almost
unanimous desire for a smaller static device instead of the
large moving robot given the practicality of this in a small
living space such as the ACF apartments, as well as
relatively good mobility of respondents and obtrusiveness
of the robot. However, this could not be generalized to

more dependent and physically challenged users who
might have a different view. Moreover we are not sure if
the same response would be valid for a multifunctional
robot as opposed to a single application tested in this
study. Most users liked the idea of a robot bringing their
medication along as it comes to remind them. The
limitation in utility of this idea being fetching the glass of
drinking water to swallow the pills, for which users will
have to get up anyway. Most respondents strongly wanted
some form of side effect surveillance system because
many of them have had side effects from their
medications where they were unsure what was happening
and even the doctors failed to detect them for months. A
few patients reported coming across side-effect
information somewhere and asking the doctor specifically
and only then it was recognized and addressed.
Refill reminding was another big issue, where the
users indicated that they would benefit greatly from being
reminded in advance. It was reported that many times
prescribers take a long time to give appointments and
some of them come to the clinic on specific days. If the
residents forget the exact day then they may have to wait
without medication till next week for the doctor to
become available at the ACF clinic. There was almost
unanimous desire by the respondents to keep their family
members and/or caregivers in the loop about the
medication processes. They indicated that this was not
only for the sake of keeping family informed but also to
ensure that someone is there to respond in case something
was going wrong.
On the other hand the users found the idea of being
quizzed or being pursued about remembering details of
their medications as bothersome and futile exercise. They
were also less interested in knowing about other residents
who are on the same medication and how they were
doing.
Unexpectedly,
the
respondents
almost
unanimously disliked the idea of changing the mechanical
robotic voice to a more familiar human voice (e.g. voice
of a family member or of their pharmacist).
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Would you like us to build in the dispensing function as well?
Would you prefer a smaller static device that has similar features?
Would you like the robot to ask about possible side effects?
Would you ever like to ask the robot, the detailed drug information
Would you like to robot tocheck if you remember important information?
Would you like it to send information back to pharmacist or doctor?

Maybe

Would you like it to display messages from your pharmacist or doctor?

No
Yes

Would you like the robot to prompt you for refill appointments ?
Would you like it toinform how other people on the same medication doing?
Would you like the robot to inform your family member or caregiver ?
Would you like the robot to display your other health records?
Would you feel better if we would replace robots voice with a known voice ?

Figure 5 – Analysis of interview questions
X Axis represents number of respondents, Y Axis represents the questions asked
The reason might have been to retain the subservient
connotation of a mechanical device, which needs to be
studied further.

5

Discussion

This study was conducted in the context of medication
management to take advantage of preference for self
determination and independence of making choices in
relatively independent aged care facility residents, at the
same time addressing issues around compliance and
safety of medication use.
Reviewing the literature around quality use of
medication in the elderly several issues are highlighted. It
is easy to delegate a passive reminding function to a
talking pill box or automated dispenser, but they are not
sufficient to enable engaging interaction, provide detailed
instructions/education, invoke affect and social support,
build trust by addressing safety, troubleshoot errors, and
report and call for human help in real time – functions
which many older people often need. By virtue of its
mobility,
anthropomorphic
presence,
wireless
connectivity and an empowering mixed-initiative user
interface, a robotic platform offers potential opportunities
that were not possible earlier with simple standalone
reminder devices and pill management systems..
The use of a touch screen interface supported a well
structured dialogue sequence that enabled timely and
personalized medication reminding. The medication
administration process traditionally follows the “five
rights”- right medication, right time, right person, in the
right dose and by right route (Julianne and Terri 1996).
By reading current pharmacist dispensing data we
promoted consistency between dialogues spoken by the
robot and the dispensed medication. Many times the
prescribed medications are substituted by the pharmacist
(e.g. branded to generic) or changed after discussing his
concerns with the prescriber. A discrepancy between the
medication name “being displayed” and medication “in
hand” could provoke significant anxiety and user
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dissatisfaction. Therefore dialogue for reminding specific
medications needs to be carefully designed.
A user recognition system backed up by self
confirmation of identity provided assurance that the robot
is interacting with an authorised person who has specific
set of medications at the time of interaction.
The time of interaction (breakfast, lunch, tea and
bedtime) was read from the pharmacy data and reconciled
with the scheduler application that carried date and time
functions. However the data was incomplete to ensure we
could parse individual medication (e.g., ‘empty stomach’
and ‘with food’ medications are taken separately despite
both potentially being prescribed for breakfast time) and
needed manual correction. Also the information on
medication forms (pills, syrups etc.) and organization
(packaged or loose medication) was missing. These
variables would need finer grained customization.
The users were prompted to read the labels and
confirm (by matching it with the prescribed instructions
on the screen) if they got the right medications. On the
one hand, we thought that prompting to read labels would
offer cognitive exercise instead of promoting passive
dependence on an assistive technology (and was
appreciated by competent users), however on the other
hand it proved challenging for people with cognitive
impairments. Probably we need another layer of
customization that prioritizes dialogues according to
cognitive status and takes advantage of pre-packaged
dispensing systems for challenged users. We also found
that often people bypass compliance with the instructions
of taking their long term medications (e.g. rinse your
mouth after oral steroid puff) but detailed description at
each instance of reminding could encourage the right
behaviour. In this study it was observed that people were
reading instructions more carefully and commenting “Oh
I never read that one before” but further video analysis is
warranted to categorise some of the patient behaviours
(e.g., the learning about this fine grained observation of
adherence to best practices).
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The system also enabled a user to refuse compliance to
medication at any given instance. It did try to probe a bit
deeper into the reasons of refusing to take the medication
in order to determine if the user was not feeling well or
the medication was being perceived inappropriate. This
has important implications in terms of the need to inform
a human caregiver (if user agrees to it) for safety reasons,
but also to inform the prescriber if prescribing behaviour
needs to be modified to suit individual preference. This
was seen as an important step because medication noncompliance tends to be as high as 60% in older people,
the reasons for which are poorly understood (Van
Dulmen et al. 2007). This function was intended to
improve our understanding of the phenomenon of noncompliance in the elderly so that refinement of strategies
could be informed.
Ability to complete the interaction (albeit with
assistance in the case of this first feasibility study) and
reporting high on user friendliness of the system supports
our hypothesis that older people can successfully navigate
through a touch screen based system to assist them with a
complex self-care task (i.e. medication intake). Perhaps
the most useful insight came from observing a respondent
who was cognitively impaired but was able to complete
the interaction with progressive improvement in
performance. This behaviour suggests the possibility that
the use of robots may enhance cognitive performance and
could train users for skill building, instead of making
them more dependent on assistive technology. This needs
to be studied further, but has wide implications for use of
technology in elder care.
On the down side, we underestimated the limitations
of passively parsing the pharmacy data to inform the
dialogue process and the need to customize it in a finergrained manner. We also failed to address null values and
system failures where we assumed that all interactions
would proceed smoothly. It is essential to resolve
ambiguities in the face of missing data or system failures
to avoid confusing vulnerable users. This leaves our
engineering teams with issues to address and to resolve in
the next iteration of the application.
The research also points towards the future
development of applications by reflecting the users’
strong desire for issuing refill reminders, keeping family
members and caregivers in the loop, minimizing
obtrusiveness and for development of modules for active
screening of side effects.
This is probably the first time touch screen based
robotic applications have been studied in the context of
medication management for older people. The study
informs that application of user interface design
principles mentioned earlier in the paper, and can make it
easier for older people to manage complex tasks. The
study also points the direction with respect to where
errors may happen and prompts us to seek better ways of
resolving them.
The implications discovered in this study are limited
by the small number of respondents, lack of
randomization and the partially researcher supported
interaction. However, the feasibility study has informed
us to be better prepared for a larger scale trial. The next
stage of our research project will focus on a trial of longer
exposure of ACF residents to the robot.

6

Conclusion

This study investigated the feasibility of use of a touch
screen based robotic system by older adults and analysed
their interaction in addition to eliciting their opinions and
suggestions around medication assistance. The older
adults could complete the tasks successfully, felt
confident while using the system and actually found it
easy and simple. Although there was a large number of
errors, most of them seem possible to be addressed by
making the application more robust, particularly in terms
of capability to resolve ambiguities around missing
information items.
Further studies should consider a robot with built-in
medication dispenser and with more intelligent dialogue
design (e.g., more ability to seek clarification of
unexpected situations such as users reporting medications
at variance with the electronic record). They should also
be conducted on a larger sample size with random
selection of users who are minimally supported or
prompted to elicit subtler usability issues. There is also
an opportunity to explore a wider range of applications
that exploit the user friendliness of touch screen based
automated dialogue systems in healthcare.

7
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Abstract
The creation of complex virtual worlds has expanded from
the domain of designers and animators to that of general
users with no background in computer graphics. Example applications are military simulations, urban planning,
landscape design, search and rescue simulations, and social media technologies such as “Second Life”. In many
cases the user wants to create content containing hundreds
or thousands of similar objects. Modelling and placing
each individual object is infeasible and new ways must be
found to allow users to easily specify the distribution of a
large number of objects.
In this paper we introduce a sketch-based approach for
crowd modelling, which is intuitive and suitable for different input devices such as mice, sketch pads, and touch
screens (Windows 7). We derive design requirements by
analysing real environments and by testing users’ abilities to characterise crowds and collections/accumulations
of objects. Based on these requirements we formulate a
model-by-example approach in which users sketch a sample distribution of objects and our tool computes the complete “population” of objects over a domain specified with
a sketched contour. In order to deal with different distribution patterns we first characterise the input and then use
clustering and texture synthesis to replicate the characteristics over the domain. Initial results demonstrate that the
tool gives plausible results for random, regular and clustered input and that it can be used in a wide variety of
modelling applications.
1

Introduction

The use of virtual worlds and simulations is expanding
rapidly and is now including such diverse applications as
entertainment (games, movies), civil engineering, urban
planning, visual impact studies, landscape design, social
media, education and training, and military and civil defense simulations. In many of these applications large
collections of objects are required such as crowds of people, forests of trees, or cities with thousands of houses and
skyscrapers. Modelling and placing these objects by hand
is time consuming and cumbersome and new tools for this
process must be found.
Sketch-based interfaces for modelling are particularly attractive since they are intuitive (pen-and-paper
metaphor), encourage creativity (Gross & Do 1996) and
enable users to concentrate on the overall problems rather
than details (Wong 1992). The past decade has seen a
tremendous increase in the design and use of sketch-based
interfaces, e.g., for 3D modelling (Igarashia et al. 1999,
Copyright c 2011, Australian Computer Society, Inc. This paper appeared at the 12th Australasian User Interface Conference (AUIC 2011),
Perth, Australia, January 2011. Conferences in Research and Practice
in Information Technology (CRPIT), Vol. 117, Christof Lutteroth and
Haifeng Shen, Ed. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

Joshi et al. 2010, Olsen et al. 2009), animation (Thorne
et al. 2004, Li et al. 2006, Takahashi et al. 2005, Davis
et al. 2003), gaming (Kloonigames Ltd. 2008), diagramming and interface design (Coyette et al. 2007, Schmieder
et al. 2010, Plimmer et al. 2010), medical imaging (Ropinski et al. 2008), and robotics (Skubic et al. 2005, Sakamoto
et al. 2009, Barber et al. 2010).
In this paper we investigate the use of sketch-based
interfaces for crowd modelling. The term “crowd” is
used here in a wider sense and refers to any large collection/accumulation/aggregation of objects. We investigate users’ mental model of “crowds” and determine ways
to characterise them. We then use these characteristics
to model crowds by sketching example distributions over
a user defined domain and then replicating the sketched
characteristics using cluster analysis and texture synthesis
techniques.
Section 2 reviews relevant previous work in sketchbased modelling, crowd modelling and texture synthesis.
Section 3 derives the requirements for our application.
Section 4 presents the design of the system. We evaluate
our application in section 5 and conclude the paper with
section 6, which also gives an overview of future work.
2
2.1

Literature Review
Crowd Modelling

A large variety of publications exists on crowd modelling
and simulation. In general the authors are interested in
the behaviour of a crowd given an initial configuration.
The arguably most natural way to achieve this is to use an
agent-based method where each character is given its own
personal characteristics and goals. The concept has been
initially used to simulate groups of animals (Reynolds
1987), but also proved effective for simulating human
crowds (Funge et al. 1999, Sung et al. 2005). Agentbased methods are the key concept of the popular “MASSIVE” crowd simulator (Massive Software 2009), which
is used among others in movie production, traffic simulations, and advertisements. In some situations more control
of global behaviour is necessary and mathematical, physically and statistically based methods have been employed.
Examples include Bayesian decision processes (Metoyer
& Hodgins 2004) and the use of partial differential equations from continuum mechanics for describing local and
global behaviour patterns of crowds (Treuille et al. 2006).
Very few resources are available on how to create the
initial configuration of crowds and object collections. Professional crowd simulation tools usually offer interfaces
for randomly generating crowds over a user defined domain by specifying the size and/or density of characters (WorldOfPolygons.com 2006). A spray interface for
distributing grass, trees and other objects over a terrain
has been presented by van der Linden (2001). Many
applications define the positions of large groups of objects using application specific physically or statistically
motivated techniques. For example, “Terragen” uses en67
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vironmental parameters and directional controls to modify a fractal noise texture specifying the location of vegetation (Planetside Software, 2006). Procedural methods have been used for city simulations (Greuter et al.
2003). Diffusion-advection equations are useful for timedependent processes with distance constraints such as traffic patterns (Garcia 2000).
2.2

Sketch-Based Modelling

Over the past decade a large variety of sketch-based
modelling applications has been devised. We are using
the crowd modelling software presented in this paper in
“LifeSketch”, a sketch-based framework for rapid prototyping of complex animated 3D environments (Yang &
Wünsche 2010, Wünsche et al. 2010).
The principal problem in sketch-based modelling of
3D objects is that the user specified sketch is twodimensional, whereas the modelled object is threedimensional. This necessitates the introduction of geometric constraints limiting the number of possible 3D shapes
corresponding to the 2D input sketch.
For the modelling of “blobby” shapes silhouettes, contours, cross-sections and skeletons have been used as geometric constraints. For example, for the popular “Teddy
algorithm” users draw the outline of a 3D shape, which
is subsequently generated by sampling and triangulating
the contour, computing a skeleton, and rotating the sample points around the skeleton (Igarashia et al. 1999).
Karpenko et al. use implicit surfaces to “inflate” contours
to 3D bodies. As a result different sketched components
can be easily blended together (Karpenko et al. 2002).
Similar ideas are employed in ShapeShop (Schmidt et al.
2006) and MIBlob which uses implicit surfaces to inflate
contours traced in medical images (de Araújo et al. 2004).
Two interesting application of silhouette-based algorithms are garment and tree modelling. For tree modelling the user sketches the outline of the crown of the
tree and the algorithm computes a fitting branching structure based on existing templates and a probabilistic distribution (Chen et al. 2008). Garments can be modelled
by sketching their outline and the algorithm automatically
fits them to the body shape (Turquin et al. 2007). Gain
et al. (2009) enable users to model 3D terrains by drawing
the silhouette, spine and bounding curves of both extruding (hills and mountains) and embedding landforms (river
courses and canyons). McCord et al. (2008) model orchids
by sketching the cross sections, outlines and deformations
of a flowers components.
The reviewed work demonstrates that sketch-based
modelling is a powerful and popular approach for prototyping 3D scenes. We are not aware of any sketch-based
interface for modelling crowds.
2.3

Texture Synthesis

The user study in the next section will demonstrate that
a “model-by-example” technique is a promising approach
for enabling users to design large and diverse crowds using just a few sketches. The underlying concept is similar to exemplar-based texture synthesis where a large image is generated from a smaller example image (“exemplar”). We will employ such texture synthesis techniques
and hence present here a short overview of the most important methods.
A large variety of texture synthesis techniques exists,
but none is suitable to generate all types of textures. Procedural techniques (Perlin 1985, Turk 1991, Witkin & Kass
1991, Worley 1996) are hard to control and, compared
to exemplar-based methods, limited in the variety of materials that can be modeled. They often work well for
stochastic textures and their applicability can be increased
by combining them with statistical sampling e.g., (Guo
et al. 2000).
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Parametric exemplar-based methods, as proposed in
(Heeger & Bergen 1995, De Bonet 1997, Dischler et al.
1998, Portilla & Simoncelli 2000, Bar-Joseph et al. 2001),
rely on models of global statistical properties which serve
as constraint function while matching statistics of the input and target texture. They are usually only successful in
synthesizing homogeneous and stochastic exemplars.
Pixel-based methods (Efros & Leung 1999, Wei &
Levoy 2000, Ashikhmin 2001) generate one pixel of the
output texture at a time and hence offer a high level of
control. The algorithm proposed in (Lefebvre & Hoppe
2005, 2006) performs an iterative optimization to minimize the difference of the synthesis result to the original exemplar, where the distance is measured using the
sum of squared differences (SSD) of local neighborhoods.
Most pixel-based methods consider only a local neighbourhood for generating new pixels in the output texture
and hence are unable to capture global structures and semantics (e.g., a tomato having only one stem) (Manke &
Wünsche 2010). Optimization-based approaches use local similarity measures of pixel neighborhoods to define
a global texture energy function that is minimized (Kwatra et al. 2005). One example is histogram equalisation to
ensure that input and output texture have the same colour
distribution (Kopf et al. 2007). The algorithm generates
very high quality results, but is considerable slower than
comparable pixel-based techniques (Kopf et al. 2007).
Patch-based methods paste random patches of the exemplar into the output texture and optimize the transitions
between overlapping patches (Praun et al. 2000, Efros &
Freeman 2001, Kwatra et al. 2003). They can hence be
considered an extension of pixel-based methods. Since in
each step a patch is added to the texture they can often
capture local semantics better, but they offer less control
over the results (Wei et al. 2009). A special case of patchbased methods are tiling-based techniques, such as “Wang
tiles” which uses carefully constructed square tiles with
matching boundaries which can then be used to generate
new textures (Cohen et al. 2003).
3
3.1

Requirement Analysis
Analysis of Real Environments

In order to find a suitable interface for specifying a large
variety of crowds and collections of objects we evaluated hundreds of images obtained with Google using
the keywords “crowd”, “herd”, “flock of birds”, “forest”,
“park”, “river boulders”, “containers”, “city” and “village”. We found that in all cases the overall look of the
crowd/collection could be characterised by the shape of its
domain (the occupied region) and the pattern how components are distributed over it. The principal distribution patterns of objects are regular, random and clustered.
Each pattern has numerous subpatterns, e.g., “regular” can
mean a regular grid (soldiers standing in line) or objects
lined up along a curve (houses along a street in a suburb). We also found more complex patters, which could
be regarded as regular, and combinations of any of those
patterns. An example are flocks of geese where the main
shape formed by the geese is boomerang like, but some
geese are distributed seemingly randomly among them.
Based on this analysis a tool offering predefined crowd
patterns is too limited for out purposes and a “model-byexample” approach is most promising, where the users
specifies an example distribution and the program replicates this distribution in a natural manner.
3.2

Pre-Design Study

In order to determine how users characterise large crowds
and collections of objects with just a few strokes we performed a user study.
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Task 1
Task 2
Task 3
Task 4
Task 5
Task 6
Task 7
Task 8
Task 9
Task 10
Task 11
Task 12
Task 13
Task 14
Task 15
Task 16
Task 17
Task 18

C1
17.65
58.82
82.35
11.76
47.06
5.88
35.29
23.53
41.18
29.41
17.65
5.88
5.88
47.06
52.94
11.76
23.53
5.88

Contour Type
C2
C3
C4
41.18
0
0
29.41
5.88
11.76
11.76
5.88
0
29.41
5.88
5.88
29.41
11.76
5.88
35.29
17.65
47.06
29.41
11.76
0
41.18
11.76
0
35.29
17.65
5.88
29.41
5.88
5.88
41.18
5.88
5.88
29.41
29.41
11.76
47.06
17.65
0
29.41
5.88
0
17.65
17.65
5.88
23.53
5.88
0
11.76
5.88
0
35.29
35.29
23.53

C5
35.29
5.88
0
52.94
11.76
29.41
23.53
23.53
5.88
35.29
35.29
35.29
29.41
17.64
11.76
47.06
52.94
17.65

Stroke Distribution Pattern
D1
D2
D3
D4
82.35
17.65
5.88
0
94.12
5.88
41.18
0
5.88
94.12
5.88
17.65
100
0
5.88
0
17.65
82.35
0
0
88.24
5.88
58.85
5.88
70.59
29.41
11.76
0
52.94
47.06
23.53
0
47.06
52.94
29.41
0
41.18
58.82
23.53
0
100
0
17.65
0
70.59
29.41
23.53
0
88.24
11.76
17.65
0
94.12
5.88
17.65
0
11.76
88.24
11.76
0
94.12
5.88
17.65
0
88.24
5.88
17.65
0
82.35
5.88
64.71
5.88

Undesired Inputs
S
G3
G4
17.65
11.76
29.41
17.65
47.06
5.88
5.88
0
17.65
11.76
29.41
17.65
5.88
17.65
17.65
0
47.06
11.76
52.94
35.29
11.76
47.06
47.06
11.76
23.53
41.18
5.88
35.29
29.41
17.65
23.53
29.41
0
23.53
23.53
11.76
35.29
52.94
17.65
17.65
41.18
11.76
29.41
35.29
11.76
35.29
17.65
29.41
52.94
29.41
11.76
29.41
41.18
17.65

Resulting Number of Objects
Mean
Median
Standard Deviation
100
219.82
269.54
48
67.24
71.41
110
170.88
184.56
70
283.18
468.63
120
198.12
202.95
47.5
66.00
42.65
19
48.65
78.16
45
70.12
97.32
42
180.00
472.41
60
100.88
151.65
75
146.47
197.30
70
120.00
140.9
12
24.18
30.08
36
68.71
60.98
73
119
114.49
47
115.44
196.03
32
61.31
69.34
42.5
66.29
72.95

Table 1: Results of the pre-design user study. The rows represent the tasks 1–18 and the first twelve columns the
percentage of participants using the type of contour, symbol and stroke distribution specified in subsection 3.2.2. The
last three columns specify the mean, median and standard deviation of the estimated number of strokes which would fill
the domain if continuing the user’s example distribution.
3.2.1

User Study Design

The users were given eighteen tasks and were asked for
each task to:

16. Sketch 1000s of sea shells on a beach.
17. Sketch 100s or large boulders in a river bed.

1. Indicate the area covered by the objects using a single
sketch.

18. Sketch dozens of small island groups in the South
Pacific Ocean. Each island group should have at most
8 islands.

2. Indicate the distribution of objects using a small region filled with around 5-20 short strokes indicating
how the whole area would be covered by the objects.

3.2.2

The users were told to do the sketching as fast as possible
(less than 20 seconds per task) and they were told to imagine that somebody else would complete the placement of
all objects for them based on their sketch. The eighteen
tasks were:
1. Sketch a crowd of 1000s of people at a festival.
2. Sketch a group of 100s of student in the school yard
during a break between classes.
3. Sketch an army of 1000s of soldiers marching in a
parade.
4. Sketch a large natural forest with 10000s of trees.
5. Sketch a (human-planted) plantation forest with
10000s of trees.
6. Sketch a botanical garden with dozens of small areas
of trees, where each area contains at most 10 trees.
7. Sketch 100s of farms distributed over a wide area,
e.g., central Otago.
8. Sketch a small village with about 100 houses.
9. Sketch a large city area with 100s of Skyscrapers
(e.g., Manhattan).

Results

The study had 17 participants, 8 male, 8 female and for
one participant the gender was not specified. Two of the
participants were in the 15-20 age bracket, 13 between 2030 years old, and two 30-40 years old. All but one of the
participants were either university students or had completed a university degree. The fields of study/occupation
were Computer Science (10), Chemistry (2), Mathematics
(2), Commerce (1), Science (1) and Education (1).
For each question we recorded the type of contour
specifying the domain and the distribution of strokes. The
main types of contours we discovered were:
C1 Rectangular contour
C2 Circular/ellipsoidal contour
C3 No contour
C4 Contours for cluster
C5 Irregular contour
Note that these characterisations are neither complete nor
mutually exclusive. For example, triangular contours,
which were use once by one participant, are not covered
by any of the above cases. Contours for clusters can be
combined with any of the other contour types.
The main stroke distribution patterns were
D1 Random strokes/symbols

10. Sketch a modern suburb with hundreds of houses.

D2 Regular strokes/symbols

11. Sketch a flock of 100s of sheep.

D3 Clustered
strokes/symbols
recorded as above)

12. Sketch dozens of flocks of geese migrating to warmer
areas.
13. Sketch 100 tigers in a large jungle. Assume that
tigers are territorial, i.e., they like to keep a large area
for themselves.
14. Sketch 100s of toys lying in a child’s room.
15. Sketch hundreds of containers stored in a port.

(regular/irregular

D4 Clusters, but no strokes indicating positions within
clusters (regular/irregular recorded as above)
In addition we found that many participants used symbols
(S) instead of strokes, especially when indicating large objects such as houses and farms. We also recorded when
participants filled most (G4) or all of the domain (G3)
with strokes/symbols. The results of the study are summarised in table 1.
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It can be seen that most users prefer to sketch a rectangular or circular/ellipsoidal domain. The main exceptions
were task 4, 16 and 17, which all refer to natural objects
(natural forest, beach and river). In contrast human made
objects, such as a crowd of people or a village were usually sketched with a rectangular or circular shape, even
though in reality they inhibit highly irregular domains.
A potential problem is that many users also use contours to indicate clusters. The use of contours for this purpose varies widely between scenarios. For example, for
the botanical garden almost 80% of partcipants sketching
clusters surrounded them with extra contours. In other
cases such as task 18 (island groups) less than 30% of
participants sketching clusters surrounded them with extra
contours. The main difference is that real garden beds are
usually clearly differentiated from the surrounding area,
whereas island groups have no boundary to the surrounding ocean.
In five instances users did not use closed contours. All
of these cases occurred for task 17 (river). For task 16
(beach) one user only drew a single curve to outline the
beach/water boundary as illustrated in figure 2 (i). Both
cases are problematic since the domain of the intended
collection of objects is not clearly defined and hence it
would be difficult to complete for another user or computer algorithm. In two cases (task 1 and task 2) users
drew a contour within another contour, e.g., to indicate a
stage which is free of the audience.
In summary users do not seem to have a good mental
model of the shape of the domain occupied by a collection of objects. Users created the most realistic contours
for domains with clearly defined boundaries and scenes
they are likley to have seen numerous times, e.g., an army
of marching soldiers. In general users showed a reluctance to sketch irregular domains. Even for a natural forest more than 40% of users chose a rectangular or circular domain. In order to enable users to come up with the
best crowd model an application should allow changes of
crowd contours and recognise any erroneously drawn contours. At the very least clear visual feedback needs to be
given on the recognised domain contour and the resulting
object distribution.
In terms of sketched stroke distribution patterns table 1
suggests that in most cases users make appropriate choices
between regular and irregular distributions. For example,
100% of users use an irregular pattern for the natural forst
and 82% a regular pattern for the plantation forest. In contrast, the use of clusters seems to be less intuitive. Even
in cases where clusters were explicitly specified, such as
tasks 6 and 18, less than 65% os participants sketch clusters of strokes. However, for task 4 where no word indicates the use of clusters more than 41% intuitively use
them. In 16 instances users drew only two clusters which
is not sufficient to determine the 2D arrangement of clusters. There were also 16 instances of users drawing some
clusters of size one, so any synthesis method devised by
us must allow such clusters.
In summary most users are able to intuitively choose
between regular and irregular distributions. The use of
clusters seems to be less intuitive and hence, like before,
it is important to give clear visual hints how a synthesized
distribution is related to the sketched example distribution.
Observing the three rightmost columns of table 1 we
can see that most participants do not have a good feeling
for the size and density of an example distribution required
to achieve a certain number of objects over a domain. The
number of objects specified in the eighteen tasks varied
between 100s and 10000s whereas the estimated number
of objects resulting from user input usually varied between
50 and 300.
However, there is a strong correlation between the density of objects in reality and in the sketched distribution.
Humans in a crowd and trees in a forests stand close together and consequently participants drew strikes close together resulting in a large estimated number of objects.
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In contrast tigers in a jungle or farms in New Zealand
have large distances between individual objects, and consequently participants left large spaces between strokes resulting in much less objects than required. Note that from
a logical perspective the sketch density should only depend on the required number of objects since a sketch only
indicates a position in space and not the size of an object.
We suspect that this problem can be partially alleviated by
drawing points instead of strokes. The main reason for
using strokes in the user study was that it is intuitive for
pen-and-paper input and it is easier to recognise than small
dots.
Many users filled most or all of the domain with the
example distribution especially for task 6 (botanical garden), task 13 (tigers) and task 18 (small islands). Again it
seems that a large size of objects or large distances inbetween objects encourages users to keep large gaps between
strokes.
Another unexpected result was that many users used
shapes and symbols to indicate objects, especially where
the object had a large spatial extend such as in task 7
(farms), task 8 (houses), and task 17 (large boulders).
Figure 1 demonstrates examples of expected sketch input and figure 2 illustrates unexpected results.
3.3

Summary

The analysis of real environments and the pre-design study
suggest that a feasible way to define a large variety of
crowds and collections of objects is by defining its domain and an example distribution. The program must be
able to differentiate between different types of distributions, such as regular, irregular and clustered, and must
be able to replicate the characteristics of any such pattern
without merely repeating it. Replicating the characteristics means that the relative positions, directions, inherent
patterns, cluster sizes, and distribution densities should be
similar, but not necessarily completely identical. For example, when modelling groups of students it would look
unnatural if all groups have only, say, two different sizes.
The original input pattern must be part of the final distribution since the user defined point locations might have
an important meaning and removing them might be confusing.
The example distribution is best defined by simple
mouse clicks rather than strokes, since our pre-user study
indicates that users associate stroke size with object size,
which can influence the user’s perception of scale (i.e.,
the distance between strokes). Clicking on points is also
slightly more efficient and less cumbersome than drawing
strokes. The program must be stable, i.e., not crash with
unexpected input, and the visual feedback should indicate
to the user how the input should be modified if the result
is not the desired one.
4

Design

The problem of generating a distribution of objects over
a domain based on an example distribution is similar to
the exemplar-based texture synthesis problem, i.e., to algorithmically construct a large image from a given smaller
image such that image characteristics are preserved. The
current state of the art in that field is summarised in (Wei
et al. 2009).
We can consider the example point distribution input
by the user as a black-and-white input texture where black
dots represent object locations. The problem then reduces
to synthesising a new texture over the rest of the domain.
Several difficulties arise:
• Most texture synthesis techniques are only good for
certain types of textures, e.g., regular textures or
stochastic textures.
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Figure 1: Examples of expected user input: (a) Task 3 - marching soldiers form a regular pattern within a rectangular
shape. (b) Task 2 - students aggregate in small groups in a school yard with some individual students. (c) Task 4 - a
natural forest has an irregular shape and trees are distributed densely and randomly within it.

Figure 2: Examples of unexpected user input: (a) Task 6 - Extra contours for each cluster of trees. (b) Task 8 - A circular
contour for a village and rectangular symbols for houses. (c) Task 15 - Connected symbols to indicate containers in a
port (d) Task 1 - The sketched example distribution fills most of the region and its shape has an intended meaning (i.e.,
people aggregating around a stage). Objects are indicated by crosses instead of strokes. (e) Task 13 - Sparsely distributed
strokes filling the whole region indicate tigers in a jungle [strokes have been redrawn digitally to enhance visibility]. (f)
Task 1 - Shape of a crowd is described using a contour with a hole. (g) Task 12 - Regular stroke distribution along a curve
and clusters overlapping in multiple coordinate directions [strokes have been redrawn digitally to enhance visibility]. (h)
Task 5 - Intended regular pattern, but stroke number varies and rows are horizontally offset. (i) Task 16 - Beach region
not clearly specified and the area to be occupied by seashells is undefined [strokes have been redrawn digitally to enhance
visibility].
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• It is difficult to reproduce the characteristics of an
input texture with clusters since this would require
a very large neighbourhood for any similarity measure used in the synthesis. This would dramatically
slow down the synthesis process. Global optimization techniques might alleviate this problem, but are
too slow (Kopf et al. 2007). In order to enable interactive modelling the texture synthesis techniques
must be performed in near real-time.
• If we use an exemplar-based method, what is a suitable input texture?
• The texture synthesis must leave the original user input unchanged
• Most leading texture synthesis techniques are extremely complex and non-trivial to implement, so
ideally we would like to employ an open source
method.
In order to resolve these problems our algorithm uses
the following steps:
1. Perform a cluster analysis and determine the number
of clusters in the user’s input
2. If the user input contains only one cluster then determine whether it is regular or stochastic, extract a
suitable exemplar, and call a suitable exemplar-based
texture synthesis method.
3. If the user input contains multiple clusters, then determine the properties of each cluster and the distribution of clusters and synthesise additional clusters
with similar characteristics.
We now explain the varies steps of this algorithm in
more detail.
4.1

Cluster analysis

In order to determine the number of clusters in the user input we employ a cluster analysis algorithms and calculate
the size and distribution of clusters. A complication occurs due to the fact that the user input can contain clusters
of size one (see figure 1 (b)).
4.1.1

K-means and K-means++ Algorithm

The arguably most popular algorithm used in scientific and industrial applications is the k-means algorithm
(Arthur & Vassilvitskii 2007), which aims to partition n
observations into k clusters in which each observation belongs to the cluster with the nearest centre. We use the
Lloyd-algorithm which initially chooses k points as the
initial centres (means) of the clusters. In each iteration
the remaining points are assigned to the closest centres
and for each thus created cluster a new mean is calculated,
usually as arithmetic mean of the clustered points. The iteration continues until the centres (means) do not change
anymore. The resulting algorithm minimises the squared
error function
k

J=

∑ ∑

||X j − µi ||2

j=1 X j ∈Si

of the distances between cluster points and cluster centers.
Here Si , i = 1, . . . , k are the k-clusters and ||X j − µi || is the
distance measure between a data point X j and the cluster
centre µi . For each cluster the new centre is computed
The results of the k-means algorithm are influenced by
three key parameters: The number of clusters k, the distance metric employed (usually Euclidean distance) and
the initial choice of cluster centres. When the amount
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of data is small, as in our case, the initial positions significantly effect outcomes. Another potential problem is
that each point has the same weight factor and as a result
the arithmetic mean is not robust when clusters are mixed
with single points as illustrated in figure 1 (b). Possible
improvements are discussed in (Xu & Wunsch II 2005).
The speed and accuracy of the k-means algorithm can
be improved by carefully choosing centres in the initialisation using a probability function which takes into account
the shortest distance of a potential centre point to the closest center already chosen (Arthur & Vassilvitskii 2007).
This gives points far away from existing centres a higher
probability to be chosen. The thus resulting K-Means++
algorithm has been proven to be superior both in theory
and practice (Shindler 2008) and has been successfully applied in geography applications (Lee et al. 2008).
4.1.2

Determining the Correct Number of Clusters

Based on surveys of existing clustering algorithms (Xu &
Wunsch II 2005, Shindler 2008) we decided that the kmeans++ algorithm using the Lloyds k-means algorithm is
the best solution to deal with differently sized and shaped
clusters and isolated points.
An important question in our application is the number
of clusters in the initial user input. This is not known a priori and, in fact, there might be no definite answer as indicated in some of the images of figure 2. Some references
in the literature recommend to estimate cluster numbers
using k-Fold Cross-Validation (Statsoft Ltd. 2010).
In our case we believe that this technique is not suitable based on the limited input size and, in most cases,
low number of clusters. In particular, in many cases the
input will consist of a single cluster and identifying such
cases correctly is critical. We choose instead an information theoretical approach which is similar to Sugar &
James (2003). In the original article the authors aim to
be able to differentiate overlapping clusters with different
density distributions. In our case we assume that users
always sketch clusters such that their boundaries do not
overlap. We hence compute the optimal number of clusters by computing the k-means++ algorithm for any number for 1 ≤ k ≤ n where n is the number of input points.
For each clusterisation we define a minimum spanning
tree. The optimal value of k is found if the tree edges
between clusters are longer than the edges within clusters
(see figure 3). While the resulting clustering might not be
optimal in a mathematical sense, we found that it best reflects the way users draw clusters (see section 3). If the
tree edges are all roughly similarly long for small values
of k, then we consider the input to represent a single cluster.
4.2

Replicating an Input Point Distribution

After the correct number of clusters has been determined,
it must be decided whether the user input is regular or
stochastic. We do this by analysing the orientation of
the edges of the minimum spanning tree. If the edges
area aligned similarly, e.g., roughly horizontal and vertical, than the distribution is considered regular. If the tree
edges have no predominant pattern than the distribution is
considered irregular.
For a regular input distribution we choose the smallest enclosing square and use the thus created texture image as exemplar for a Wang tiling texture synthesis algorithm (Cohen et al. 2003). The algorithm finds the smallest repetitive texture, and simply tiles them together. We
found that this algorithm preserves structures in the input
texture well. A drawback reported in the literature is that
repetitive patterns can be recognised for more stochastic
input textures (Zhang & Kim 2007). Since we only employ the algorithm for near regular inputs this does not
seem to represent a problem.
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Figure 3: Illustration of the algorithm determining the optimal number of clusters. The k-means++ algorithm will be
called with 1 ≤ k ≤ n, where n is the number of input points. For each clusterisation we define a minimum spanning tree.
The optimal value of k is found if the tree edges between clusters are longer than the edges within clusters. In the above
figure the optimal value would be k = 5.

Figure 4: Left: Sketch of a tree and of a clustered point distribution. Right: The synthesised point distribution and the
resulting scene of a landscape with small “patches” of trees.

Figure 5: Left: Sketch of a tree and of a regular point distribution. Right: The synthesised point distribution and the
resulting scene of a landscape with a forest plantation.

Figure 6: Left: Sketch of a tree and of an irregular point distribution and a domain for the synthesized points. Right: The
synthesised point distribution and the resulting scene of a landscape with a natural forest.
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For irregular distributions we choose the exemplar texture analogously, but then apply a Chaos Mosaic algorithm (Guo et al. 2000).
For a clustered input we compute the mean and standard deviation of the size of all clusters and of the distances of the points in them to the respective centers. We
then generate new clusters based on these probability distributions. The clusters are then randomly placed subject
to a minimum distance criterion. Currently we are unable
to replicate regular clusters, but might be able to do that
by utilising the previous described texture synthesis algorithms and then extracting appropriately sized patches.

Ashikhmin, M. (2001), Synthesizing natural textures, in
‘Proceedings of I3D ’01’, ACM Press, pp. 217–226.

5

Barber, C. M., Shucksmith, R. J., MacDonald, B. &
Wünsche, B. C. (2010), Sketch-based robot programming, in ‘Proceedings of IVCNZ 2010’. [in press].

Results

We have implemented the above described algorithms using Microsoft Visual C++ and OpenGL. So far we have
only integrated the generation of sketched tree objects
with our crowd generation software. Work is underway
on the full integration of “LifeSketch” in order to allow
generation of large collections of arbitrary objects such
as buildings and characters. Figures 4–6 demonstrate that
our application gives realistic results for regular, irregular
and clustered input. All textures are synthesised in realtime.
More work is necessary to generalise the synthesis algorithms, i.e., to allow clusters with regular point distributions, and to deal with structured input which is not inherently regular as illustrated in image 2 (g). Also the
structure of clusters should be considered, i.e., to allow
regularly arranged clusters. This could be achieved by
considering cluster centres as input texture and then first
synthesising locations of new clusters and then their actual
shape.
6

Conclusion and Future Work

We have presented a user study evaluating the representation of different types of crowds and collections of objects
using sketch input. The results demonstrate that a differentiation into regular, irregular and clustered patterns
is intuitive and effective. Problems exist with abstracting
size of objects and their spatial distribution: when dealing
with small objects which are widely spaced users tend to
draw widely spaced sketches even though a sketch represents just a location in space. Our tool uses point input and
further studies need to explore whether the same problem
will exist when using our “LifeSketch” software.
Based on the results of the users study we designed a
novel algorithm for synthesising large point distributions
from sketched user input. The algorithm uses a combination of a minimum spanning tree algorithm, k-means++ algorithm, and probabilistic approach for characterising example point distributions. New point distributions are generated using different texture synthesis algorithms which
take into account the inherent structure of the input textures. Preliminary results suggests that a wide variety of
complex environments containing large collections of objects can be modelled that way.
More work needs to be done to increase the range of
reproducible input distribution patterns. Also we want to
fully integrate our crowd modelling software into “LifeSketch” and perform user testing to determine its effectiveness, intuitiveness and ease-of-use. We are keen to use
the same tasks as in section 3 and to investigate whether
users produce the same sketch input as on paper and how
an interactive approach assists with generating the desired
results.
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Salesin, D. (2003), A sketching interface for articulated figure animation, in ‘Proceedings of the
2003 ACM SIGGRAPH/Eurographics symposium
on Computer animation (SCA ’03)’, Eurographics
Association, pp. 320–328.
http://graphics.
stanford.edu/papers/sketch_interface/Davis_
149_SketchingAnimation_SCA2003.pdf.
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