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Preface

The 16th “Computing: The Australasian Theory Symposium - CATS” is an annual conference held in the
Australia-New Zealand region, dedicated to theoretical computer science. CATS is part of the Australasian
Computer Society Week (ACSW), an international annual conference event, supported by the Computing
Research and Education Association (CORE) in Australia. ACSW 2010 is hosted by the School of Information Technology at the Queensland University of Technology (QUT) in Brisbane, Australia, January
18-21, 2010.
CATS is an international, fully refereed conference publishing original research in all areas of theoretical
computer science. The program committee in 2010 included members from Australia, New Zealand, USA,
Canada, Japan, China and Hong Kong, UK, India, Switzerland, and Taiwan. In 2010 the conference received
28 submissions, of which 12 were accepted for publication, resulting in an acceptance rate of just below
43%. Each submission received three or four independent reviews from program committee members or
sub-reviewers, and was discussed by the program committee. We would like to thank all the program
committee members and sub-reviewers for their work, as well as all the authors for their contribution in
making CATS a successful theory event.

Taso Viglas
The University of Sydney
Alex Potanin
Victoria University of Wellington
CATS 2010 Programme Committee Chairs
January 2010
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Welcome from the Organising Committee

On behalf of the Australasian Computer Science Week 2010 (ACSW2010) Organising Committee, we
welcome you to this year’s event hosted by the Queensland University of Technology (QUT). Striving to
be a ”University for the Real World” our research and teaching has an applied emphasis. QUT is one of
the largest producers of IT graduates in Australia with strong linkages with industry. Our courses and
research span an extremely wide range of information technology, everything from traditional computer
science, software engineering and information systems, to games and interactive entertainment.
We welcome delegates from over 21 countries, including Australia, New Zealand, USA, Finland, Italy,
Japan, China, Brazil, Canada, Germany, Pakistan, Sweden, Austria, Bangladesh, Ireland, Norway, South
Africa, Taiwan and Thailand. We trust you will enjoy both the experience of the ACSW 2010 event and also
get to explore some of our beautiful city of Brisbane. At Brisbane’s heart, beautifully restored sandstone
buildings provide a delightful backdrop to the city’s glass towers. The inner city clusters around the loops
of the Brisbane River, connected to leafy, open-skied suburban communities by riverside bikeways. QUT’s
Garden’s Point campus, the venue for ACSW 2010, is on the fringe of the city’s botanical gardens and
connected by the Goodwill Bridge to the Southbank tourist precinct.
ACSW2009 consists of the following conferences:
– Australasian Computer Science Conference (ACSC) (Chaired by Bernard Mans and Mark Reynolds)
– Australasian Computing Education Conference (ACE) (Chaired by Tony Clear and John Hamer)
– Australasian Database Conference (ADC) (ADC) (Chaired by Heng Tao Shen and Athman Bouguettaya)
– Australasian Information Security Conference (AISC) (Chaired by Colin Boyd and Willy Susilo)
– Australasian User Interface Conference (AUIC) (Chaired by Christof Lutteroth and Paul Calder)
– Australasian Symposium on Parallel and Distributed Computing (AusPDC) (Chaired by Jinjun Chen
and Rajiv Ranjan)
– Australasian Workshop on Health Informatics and Knowledge Management (HIKM) (Chaired by Anthony Maeder and David Hansen)
– Computing: The Australasian Theory Symposium (CATS) (Chaired by Taso Viglas and Alex Potanin)
– Asia-Pacific Conference on Conceptual Modelling (APCCM) (Chaired by Sebastian Link and Aditya
Ghose)
– Australasian Computing Doctoral Consortium (ACDC) (Chaired by David Pearce and Rachel CardellOliver).
The nature of ACSW requires the co-operation of numerous people. We would like to thank all those
who have worked to ensure the success of ACSW2010 including the Organising Committee, the Conference
Chairs and Programme Committees, our sponsors, the keynote speakers and the delegates. Special thanks to
Justin Zobel from CORE and Alex Potanin (co-chair of ACSW2009) for his extensive advice and assistance.
If ACSW2010 is run even half as well as ACSW2009 in Wellington then we will have done well.

Dr Wayne Kelly and Professor Mark Looi
Queensland University of Technology
ACSW2010 Co-Chairs
January, 2010

CORE - Computing Research & Education

CORE welcomes all delegates to ACSW2010 in Brisbane. CORE, the peak body representing academic
computer science in Australia and New Zealand, is responsible for the annual ACSW series of meetings,
which are a unique opportunity for our community to network and to discuss research and topics of mutual
interest. The original component conferences ACSC, ADC, and CATS, which formed the basis of ACSWin
the mid 1990s now share the week with seven other events, which build on the diversity of the Australasian
computing community.
In 2010, we have again chosen to feature a small number of plenary speakers from across the discipline:
Andy Cockburn, Alon Halevy, and Stephen Kisely. I thank them for their contributions to ACSW2010. I
also thank the keynote speakers invited to some of the individual conferences. The efforts of the conference
chairs and their program committees have led to strong programs in all the conferences again, thanks.
And thanks are particularly due to Wayne Kelly and his colleagues for organising what promises to be a
strong event.
In Australia, 2009 saw, for the first time in some years, an increase in the number of students choosing
to study IT, and a welcome if small number of new academic appointments. Also welcome is the news that
university and research funding is set to rise from 2011-12. However, it continues to be the case that perplace funding for computer science students has fallen relative to that of other physical and mathematical
sciences, and, while bodies such as the Australian Council of Deans of ICT seek ways to increase student
interest in the area, more is needed to ensure the growth of our discipline.
During 2009, CORE continued to work on journal and conference rankings. A key aim is now to
maintain the rankings, which are widely used overseas as well as in Australia. Management of the rankings
is a challenging process that needs to balance competing special interests as well as addressing the interests
of the community as a whole. ACSW2010 includes a forum on rankings to discuss this process. Also in
2009 CORE proposed a standard for the undergraduate Computer Science curriculum, with the intention
that it be used for accreditation of degrees in computer science.
COREs existence is due to the support of the member departments in Australia and New Zealand, and I
thank them for their ongoing contributions, in commitment and in financial support. Finally, I am grateful
to all those who gave their time to CORE in 2009; in particular, I thank Gill Dobbie, Jenny Edwards, Alan
Fekete, Tom Gedeon, Leon Sterling, and the members of the executive and of the curriculum and ranking
committees.

Justin Zobel
President, CORE
January, 2010

ACSW Conferences and the
Australian Computer Science Communications

The Australasian Computer Science Week of conferences has been running in some form continuously
since 1978. This makes it one of the longest running conferences in computer science. The proceedings of
the week have been published as the Australian Computer Science Communications since 1979 (with the
1978 proceedings often referred to as Volume 0 ). Thus the sequence number of the Australasian Computer
Science Conference is always one greater than the volume of the Communications. Below is a list of the
conferences, their locations and hosts.
2011. Volume 33. Host and Venue - Curtin University of Technology, Perth, WA.
2010. Volume 32. Host and Venue - Queensland University of Technology, Brisbane, QLD.
2009. Volume 31. Host and Venue - Victoria University, Wellington, New Zealand.
2008. Volume 30. Host and Venue - University of Wollongong, NSW.
2007. Volume 29. Host and Venue - University of Ballarat, VIC. First running of HDKM.
2006. Volume 28. Host and Venue - University of Tasmania, TAS.
2005. Volume 27. Host - University of Newcastle, NSW. APBC held separately from 2005.
2004. Volume 26. Host and Venue - University of Otago, Dunedin, New Zealand. First running of APCCM.
2003. Volume 25. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue
- Adelaide Convention Centre, Adelaide, SA. First running of APBC. Incorporation of ACE. ACSAC held
separately from 2003.
2002. Volume 24. Host and Venue - Monash University, Melbourne, VIC.
2001. Volume 23. Hosts - Bond University and Griffith University (Gold Coast). Venue - Gold Coast, QLD.
2000. Volume 22. Hosts - Australian National University and University of Canberra. Venue - ANU, Canberra,
ACT. First running of AUIC.
1999. Volume 21. Host and Venue - University of Auckland, New Zealand.
1998. Volume 20. Hosts - University of Western Australia, Murdoch University, Edith Cowan University and
Curtin University. Venue - Perth, WA.
1997. Volume 19. Hosts - Macquarie University and University of Technology, Sydney. Venue - Sydney, NSW.
ADC held with DASFAA (rather than ACSW) in 1997.
1996. Volume 18. Host - University of Melbourne and RMIT University. Venue - Melbourne, Australia. CATS
joins ACSW.
1995. Volume 17. Hosts - Flinders University, University of Adelaide and University of South Australia. Venue Glenelg, SA.
1994. Volume 16. Host and Venue - University of Canterbury, Christchurch, New Zealand. CATS run for the first
time separately in Sydney.
1993. Volume 15. Hosts - Griffith University and Queensland University of Technology. Venue - Nathan, QLD.
1992. Volume 14. Host and Venue - University of Tasmania, TAS. (ADC held separately at La Trobe University).
1991. Volume 13. Host and Venue - University of New South Wales, NSW.
1990. Volume 12. Host and Venue - Monash University, Melbourne, VIC. Joined by Database and Information
Systems Conference which in 1992 became ADC (which stayed with ACSW) and ACIS (which now operates
independently).
1989. Volume 11. Host and Venue - University of Wollongong, NSW.
1988. Volume 10. Host and Venue - University of Queensland, QLD.
1987. Volume 9. Host and Venue - Deakin University, VIC.
1986. Volume 8. Host and Venue - Australian National University, Canberra, ACT.
1985. Volume 7. Hosts - University of Melbourne and Monash University. Venue - Melbourne, VIC.
1984. Volume 6. Host and Venue - University of Adelaide, SA.
1983. Volume 5. Host and Venue - University of Sydney, NSW.
1982. Volume 4. Host and Venue - University of Western Australia, WA.
1981. Volume 3. Host and Venue - University of Queensland, QLD.
1980. Volume 2. Host and Venue - Australian National University, Canberra, ACT.
1979. Volume 1. Host and Venue - University of Tasmania, TAS.
1978. Volume 0. Host and Venue - University of New South Wales, NSW.

Conference Acronyms
ACDC
ACE
ACSC
ACSW
ADC
AISC
AUIC
APCCM
AusPDC
CATS
HIKM

Australasian Computing Doctoral Consortium
Australasian Computer Education Conference
Australasian Computer Science Conference
Australasian Computer Science Week
Australasian Database Conference
Australasian Information Security Conference
Australasian User Interface Conference
Asia-Pacific Conference on Conceptual Modelling
Australasian Symposium on Parallel and Distributed Computing (replaces AusGrid)
Computing: Australasian Theory Symposium
Australasian Workshop on Health Informatics and Knowledge Management

Note that various name changes have occurred, which have been indicated in the Conference Acronyms sections
in respective CRPIT volumes.
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ACSW and CATS 2010 Sponsors

We wish to thank the following sponsors for their contribution towards this conference.

CEED,
www.corptech.com.au

CORE - Computing Research and Education,
www.core.edu.au

Queensland University of Technology,
www.qut.edu.au

Client: Computing Research & Education
Job #: COR09100

Project:
Date:

CSIRO ICT Centre,
www.csiro.au/org/ict.html

Identity
November 09

SAP Research,
www.sap.com/about/company/research
Australian Computer Society,
www.acs.org.au
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Non-clairvoyant Scheduling for Weighted Flow Time and Energy
on Speed Bounded Processors
Sze-Hang Chan1
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Abstract
We consider the online scheduling problem of minimizing total weighted flow time plus energy on a processor that can scale its speed dynamically between 0
and some maximum speed T . In the past few years
this problem has been studied extensively under the
clairvoyant setting, which requires the size of a job to
be known when it is released [1, 4, 5, 8, 12, 15, 16, 17].
For the non-clairvoyant setting, despite its practical
importance, the progress is relatively limited. Only
recently an online algorithm LAPS is known to be
O(1)-competitive for minimizing (unweighted) flow
time plus energy in the infinite speed model (i.e.,
T = ∞) [10, 11]. This paper makes two contributions to the non-clairvoyant scheduling. First, we resolve the open problem that the unweighted result of
LAPS can be extended to the more realistic model
with bounded maximum speed. Second, we show
that another non-clairvoyant algorithm WRR is O(1)competitive when weighted flow time is concerned.
Keywords: online algorithms, speed scaling, energyefficient scheduling, weighted flow time
1

Introduction

Energy consumption has become an important concern for the design of modern microprocessors. Manufacturers like Intel and IBM are now producing proT.W. Lam is partly supported by HKU Grant 7176104.
P. Zhang is partly supported by NSFC 60970003.

c
Copyright °2010,
Australian Computer Society, Inc. This paper appeared at the 16th Computing: the Australasian Theory
Symposium (CATS2010), Brisbane, Australia. Conferences in
Research and Practice in Information Technology (CRPIT),
Vol. 109, A. Potanin and A. Viglas, Ed. Reproduction for academic, not-for profit purposes permitted provided this text is
included.

cessors that can support dynamic speed scaling, which
would allow operating systems to manage the power
by scaling the processor speed dynamically. Running
jobs slower saves more energy, yet it takes longer time.
Taking speed scaling and energy usage into consideration makes job scheduling more complicated than
before. The challenge arises from the conflicting objectives of optimizing some quality of service (QoS)
of the schedule and minimizing the energy usage.
The theoretical study of speed scaling was initiated by Yao, Demers and Shenker [21]. They considered a model where a processor can vary its speed s
between 0 and infinity dynamically, and it consumes
energy at the rate sα , where α is a constant (commonly believed to be 2 or 3 [2, 19]). Under this infinite speed model, Yao et al. studied the deadline
scheduling and gave an online algorithm that is O(1)competitive for minimizing the energy for completing
all jobs. Algorithms with better ratios were later obtained by Bansal, Kimbrel and Pruhs [7] and Bansal,
Chan,
√ Pruhs and Katz [6]. The best ratio now is
4α /2 eα for general α and is about 6.7 when α = 3.
The infinite speed model is a convenient model to
work with. Among others, it allows an online algorithm to catch up arbitrarily fast and recover any
over-conservative decision on speed. However, this is
not a practical model. Recently, Chan et al. [9] and
Bansal et al. [4] have obtained several interesting results on speed scaling for a speed bounded processor,
where the maximum speed T is a fixed constant.
Flow and energy. The study of speed scaling
and energy-efficient scheduling goes beyond deadline
scheduling. When scheduling jobs without deadlines,
a commonly used QoS measure is the total flow time
of jobs. The flow time (or simply the flow) of a job
is the time elapsed since the job is released until it is
completed. Note that job preemption is allowed, and
a preempted job can be resumed later at the point
of preemption. Assume jobs are equally important,
it is natural to find a schedule that minimizes the
total flow time (which is also referred to as the to-

3
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tal/average response time in the literature). When
jobs have varying importance or weights, it is more
meaningful to minimize the total weighted flow time.
Minimizing flow time and minimizing energy usage are orthogonal objectives. To understand their
tradeoff, Albers and Fujiwara [1] initiated the study
of minimizing a linear combination of flow and energy.
The intuition is that, from an economic viewpoint,
users are willing to pay a certain (say, ρ) units of energy to reduce one unit of flow time. By changing the
units of time and energy, one can further assume that
ρ = 1 and thus would like to minimize flow time plus
energy, or in general, weighted flow time plus energy.
Clairvoyant scheduling for flow plus energy.
The problem of minimizing flow plus energy has attracted a lot of attention [1, 4, 5, 8, 10, 15, 16, 17].
These works mainly focus on the clairvoyant setting
which assumes that the size of a job is known when
the job is released. The work of Albers and Fujiwara [1] focused on jobs of unit size. Bansal, Pruhs
and Stein [8] were the first to consider jobs of arbitrary sizes. In the infinite speed model, they gave an
algorithm that is O(( lnαα )2 )-competitive for minimizing weighted flow plus energy. Bansal, Chan, Lam
and Lee [4] later adapted the BPS algorithm to the
bounded speed model. The competitive ratio remains
O(( lnαα )2 ) when the algorithm uses a processor with
ln α
)T .1 Very recently,
maximum speed (1 + ln α−ln
α
Bansal, Chan and Pruhs [5] improved the analysis of
BPS; their work implies that BPS is indeed O( lnαα )competitive; again, the maximum speed is relaxed as
before. It is worth-mentioning that the recent lower
bound result on weighted flow [3] implies that without
relaxing the maximum speed, no online algorithm can
be constant competitive (in terms of α) for weighted
flow plus energy. However, the extra speed requirement does not apply to unweighted flow.
A drawback of the BPS algorithm is that it scales
the speed according to the fraction of unfinished work
and thus makes the speed keep changing over time.
This is practically undesirable. Recently, focusing on
(unweighted) flow plus energy, Lam et al. [17] studied a different speed scaling algorithm AJC (Active
Job Count), which scales the speed as a function
of the number of active jobs. In other words, AJC
changes the speed only at discrete times (at job arrival and completion). Technically, Lam et al. derived a potential analysis to directly account for integral flow (instead of via fractional flow) and show
that AJC when coupled with the job selection algorithm SRPT (shortest remaining processing time)
is indeed O( logα α )-competitive for (unweighted) flow
plus energy. This result holds in both the infinite and
bounded speed models. For the latter, unlike BPS,
AJC does not demand relaxation of maximum speed.
1
In general, when using a processor with maximum speed (1 +
²)T for any ² > 0, the competitive ratio is max{(1 + 1/²), (1 +
²)α }(2 + o(1))α/ ln α.

4

Recently, Bansal, Chan and Pruhs [5] adapted AJC
and gave a tighter analysis; they showed that the competitive ratio is 3 for minimizing (unweighted) flow
plus energy (even when α is as small as 3, this result
is still better than the O( logα α ) bound, which is equal
to 3.25). Again, no extra maximum speed is needed.
For weighted flow plus energy, it remains an open
problem whether AJC (or any scaling algorithm that
changes the speed discretely) can lead to a competitive guarantee.
Non-clairvoyant scheduling for flow plus energy. All of the above results assume clairvoyance. In the non-clairvoyant setting, the size of a
job is not known when the job is released; it is only
known when the job is completed. This is a natural assumption from the viewpoint of operating systems. Non-clairvoyant flow time scheduling (on a
fixed-speed processor) has been an interesting problem itself (e.g., [14, 18]). Chan et al. [10] initiated
the study of non-clairvoyant speed scaling. Under
the infinite speed model, they consider an algorithm
LAPS which scales the speed as AJC and selects some
most recently released jobs to share the processor.
LAPS is shown to be 4α3 (1 + (1 + 3/α)α ) = O(α3 )competitive for (unweighted) flow plus energy. Furthermore, they showed that no algorithm can be
O(α1/3−² )-competitive for any ² > 0, illustrating that
the non-clairvoyant setting is more difficult than the
clairvoyant setting. Recently, Chan et al. [11] improved the analysis of LAPS and reduce the competiα2
tive ratio to O( log
α ). Yet, not much is known for the
bounded speed model, let alone weighted flow plus
energy.
Our contributions. This paper considers nonclairvoyant scheduling on a processor whose maximum speed T is a fixed constant. In the first part,
we adapt the algorithm LAPS to run on such a processor and show that it is 8α2 = O(α2 )-competitive
for (unweighted) flow plus energy when the maximum
1
)T . Note that unlike
speed is relaxed to (1 + α−1
the clairvoyant setting, even for unweighted jobs, extra maximum speed is necessary to achieve constant
competitiveness. This inherits from the lower bound
result on non-clairvoyant (fixed-speed) scheduling by
Motwani, Philips and Torng [18].
In the clairvoyant setting, existing results on the
bounded speed model take advantage of a local property that the online algorithm in concern accumulates
at most O(T α ) jobs more than the optimal offline
algorithm [4, 5, 17]. With this local property, it is
relatively easy to adapt the analysis in the infinite
speed model. In the non-clairvoyant setting, such a
local property is no longer valid for algorithms like
LAPS. To analyze these algorithms in the bounded
speed model, we exploit a more “global” accounting
of the rate of change of flow plus energy. Instead of
using the above property, we integrate the maximum
speed constraint into the potential analysis.
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The second result of this paper concerns the
more difficult general case where jobs have arbitrary
weights. Under the bounded speed model, we give the
first competitive algorithm called WRR (Weighted
Round Robin) for weighted flow plus energy; the competitive ratio is O(3α /²) when using a processor with
maximum speed (3 + ²)T , where 0 < ² ≤ α3 . Motivated by AJC, WRR uses a generalized AJC for speed
scaling; i.e., the speed is a function of the total weight
(instead of the number) of active jobs. Recall that all
existing clairvoyant results [4, 8] on weighted flow plus
energy are based on the BPS algorithm, which scales
the speed continuously. Our result of WRR gives, as
a by-product, the first competitive clairvoyant algorithm for weighted flow plus energy that changes the
speed discretely, but the competitive ratio is worse
than that of BPS if α is large.
2

Definitions and Notations

We study job scheduling on a single processor. Jobs
arrive over time in an online fashion; we have no information about a job before it arrives. For any job
j, we use r(j) and p(j) to denote its release time and
work requirement (or size). In some case, each job
j may have a weight w(j). We consider the nonclairvoyant setting, in which when a job j arrives, we
only know its weight w(j) (if any) but not its size
p(j). And p(j) is known only when j is completed.
At any time, the processor can scale its speed between 0 and a maximum speed T . When running at
speed s, the processor processes s units of work per
unit time and consumes energy at the rate sα , where
α > 1 is a fixed constant. Preemption is allowed; a
job can be preempted and later resumed at the point
of preemption without any penalty.
Flow and energy. Consider any job set I and
some schedule S of I. At any time t, for any job j,
we let q(j, t) be the remaining work of j at t. A job
j is an active job if it has been released but not yet
completed, i.e., r(j) ≤ t and q(j, t) > 0. The flow
F (j) of a job j is the time elapsed since j arrives and
until
P it is completed. The total flow F is equal to
j∈I F (j), which is equivalent to
Z ∞
n(t) dt
0

where n(t) is the total number
R ∞ of active jobs at time
t. The energy usage E is 0 (s(t))α dt, where s(t)
is the processor speed at time t. The objective is
to minimize the sum of total flow and energy usage,
denoted by G = F + E.
In general, when jobs have different weights, we
generalize the notion of total flow
Pas follows. The
total weighted flow Fb is equal to j∈I w(j)F (j), or
equivalently,
Z
∞

w(t) dt
0

where w(t) is the total weight of active jobs at time
t. The objective becomes minimizing total weighted
b = Fb + E.
flow plus energy, denoted by G
3

Minimizing unweighted flow plus energy
with bounded maximum speed

In this section, we consider jobs without weights
and aim at minimizing total flow plus energy in the
bounded speed model. We adapt the non-clairvoyant
algorithm LAPS (Latest Arrival Processor Sharing)
which was first given in [10] for the infinite speed
model. When using a processor with maximum speed
1
, this algorithm is O(α2 )(1 + δ)T , where δ = α−1
competitive for flow plus energy. Below is the definition of LAPS, which assumes using a processor with
maximum speed (1 + δ)T for some δ > 0.
Algorithm LAPS. Let 0 < β ≤ 1 be any
real. Consider any time t. The processor
speed is set to sa (t) = min((na (t))1/α , (1 +
δ)T ), where na (t) is the total number of
active jobs at t. The processor processes
the dβna (t)e active jobs with the latest release time (ties are broken by job ids) by
splitting the processor speed equally among
these jobs.
We compare LAPS with an optimal offline algorithm OPT using a processor with maximum speed
T . Our main result is the following theorem.
1
1
and β = 2α
, LAPS
Theorem 1. When δ = α−1
2
is 8α -competitive for (unweighted) flow plus energy,
using a processor with maximum speed (1 + δ)T .

To prove Theorem 1, our analysis exploits amortization and potential functions (e.g., [8, 9]). Let Ga (t)
and Go (t) denote the flow plus energy incurred up
to time t by LAPS and OPT, respectively. We drop
the parameter t when it is clear that t is the current
time. To show that LAPS is c-competitive for some
constant c ≥ 1, it suffices to define a potential function Φ(t) such that the following conditions hold: (i)
Φ = 0 before any job is released and after all jobs are
completed; (ii) Φ is a continuous function except at
some discrete times (e.g., when a job arrives, or when
a job is completed by LAPS or OPT), and Φ does
not increase at such times; (iii) at any other time,
dGo (t)
dGa (t)
+ γ dΦ(t)
dt
dt ≤ c ·
dt , where γ is a positive constant (to be set to 4α). Condition (iii) is also known
as the running condition.
Potential function Φ(t). Consider any time t.
Let na (t) and no (t) be the number of active jobs in
LAPS and OPT, respectively. Let j1 , j2 , . . . , jna (t) be
all the active jobs in LAPS, which are ordered by release times such that r(j1 ) ≤ r(j2 ) ≤ · · · ≤ r(jna (t) )
(ties are broken by job ids). For any job j, let
qa (j, t) and qo (j, t) be the remaining work of job j
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in LAPS and OPT, respectively. For each ji , let
xi = max{qa (ji , t) − qo (ji , t), 0} which is the amount
of work of ji in LAPS that is lagging behind OPT. We
call a job ji lagging if xi > 0. The potential function
Φ(t) is defined as follows.
na (t)

Φ(t) =

X
i=1

ci · xi
½

where ci =

i1−1/α
if i1/α ≤ (1 + δ)T ;
i/((1 + δ)T ) otherwise.

We call ci the coefficient of ji . Note that ci is a
concave function of i and monotonically increasing.
We first check Conditions (i) and (ii). Condition
(i) holds since Φ = 0 before any job is released and
after all jobs are completed. Now we check Condition
(ii). When a job j arrives, j must be non-lagging and
the coefficients of all existing jobs of LAPS remain the
same, so Φ does not change. When OPT completes
a job, Φ does not change. When LAPS completes a
job, the coefficient of any other job either stays the
same or decreases, so Φ does not increase.
It remains to check the running condition (Condition (iii)). Consider any time t when Φ does not have
discrete change. Let sa and so be the current speeds
α
a
of LAPS and OPT, respectively. Then dG
dt = na + sa
α
o
and dG
dt = no + so . Let ` be the number of lagging
jobs that LAPS is processing. Note that ` ≤ dβna e.
For convenience, we further define another real number φ ≤ β such that (β − φ)na is an integer equal to
dβna e − `. Note that φ can be less than zero if ` = 0.
To bound the rate of change of Φ, we consider how
Φ changes in an infinitesimal amount of time (from
t to t + dt), first due to LAPS only (Lemma 2), and
then due to OPT (Lemma 3). We denote the rate of
dΦo
a
change of Φ due to LAPS and OPT by dΦ
dt and dt ,
dΦa
dΦo
dΦ
respectively. Note that dt = dt + dt .
Lemma 2.

dΦa
dt

≤ − βφ (1 − β + φ2 )na .

Proof. LAPS is processing dβna e jobs and ` of them
are lagging jobs. For each of these lagging jobs ji , its
lagging size xi is changing at the rate of −sa /dβna e
(we only consider the change due to LAPS). For a
non-lagging jobs ji , xi does not change.
First, consider the case that ` ≥ 1.
To
a
,
upper bound dΦ
the
worst
case
is
that
the
`
dt
lagging jobs have the smallest coefficients among
the dβna e latest released jobs, i.e., the jobs are
{jna −dβna e+1 , · · · , jna −dβna e+` }. On the other hand,
as ci is concave, for any integers a < b, we have
Pb
i=a ci /(b − a + 1) ≥ (ca + cb )/2. Then
na −dβna e+`
dΦa
dt

≤−

X

i=na −dβna e+1

ci ·

sa
dβna e

`
sa
≤ − (cna −dβna e+1 + cna −dβna e+` )
.
2
dβna e

6

1/α

Recall that sa = min(na , (1 + δ)T ). By the definition of ci , we have ci sa ≥ i for any 1 ≤ i ≤ na .
Furthermore, ` = dβna e − (β − φ)na and hence
na − dβna e + ` = na − (β − φ)na . Thus,
dΦa
dt

³
´
`
≤ − 2dβn
((na − dβna e + 1) + (na − dβna e + `))
ae
´
³
´³
−dβna e+(β−φ)na
(na −βna )+(na −(β−φ)na )
≤
dβna e
2
(β−φ)na
βna )(1 −
− β + φ2 )na .

≤ (−1 +
=

− βφ (1

β + φ2 )na

(∵ (β − φ) ≥ 0)

It remains to consider the case that ` = 0. In this
a
case, dΦ
dt = 0. Since 0 < β ≤ 1, we have (1 − β +
φ
1
1
2 )na = 2 ((1 − β)na + (na − (β − φ)na )) ≥ 2 (na −
1
(β − φ)na ) = 2 (na − dβna e + `) ≥ 0. Note also that
φna = βna − dβna e + ` ≤ 0, i.e., φ ≤ 0. Then − βφ (1 −

β + φ2 )na ≥ 0 =

dΦa
dt .

Lemma 3. Assume that δ =
1 α
1
α )na + α so .

1
α−1 .

Then

dΦo
dt

≤ (1 −

o
Proof. To upper bound dΦ
dt , the worst case is that
OPT is processing the job jna with the largest coeffio
cient cna . Thus, dΦ
dt ≤ cna so .

1/α

1−1/α

If na ≤ (1 + δ)T , we have cna = na
and
1−1/α
o
≤
n
s
.
hence dΦ
We
apply
the
Young’s
Ina
o
dt
equality [20], which is stated in Lemma 5 below, by
1−1/α
and y = so .
setting p = 1/(1 − α1 ), q = α, x = na
1−1/α
1
1 α
o
≤
n
s
≤
(1
−
)n
+
s
Then dΦ
a
o
a
dt
α
α o.
1/α

If na

> (1 + δ)T , we have cna =

na
(1+δ)T

. Recall

o
that so ≤ T and δ =
We conclude that dΦ
dt ≤
´
³
´
³
na
na
= (1 − α1 )na . The lemma thus
(1+δ)T so ≤ 1+δ
follows.

1
α−1 .

We are now ready to prove the running condition,
which together with Conditions (i) and (ii), implies
Theorem 1.
1
1
, β = 2α
, and
Lemma 4. Assume that δ = α−1
γ = 4α. At any time when Φ does not have discrete
dΦ
2 dGo
a
change, dG
dt + γ dt ≤ 8α · dt .

Proof. LAPS is processing dβna e−` non-lagging jobs,
which are also active jobs in OPT. Thus, no ≥
α
a
dβna e−` = (β−φ)na . Note that dG
dt = na +sa ≤ 2na ,
α
α
o
and dG
dt = no + so ≥ (β − φ)na + so . By Lemmas 2
dGa
dΦ
2 dGo
and 3, dt + γ dt − 8α · dt ≤ 2na + γ · (1 − α1 )na +
φ
φ
γ α
2
2 α
α so − γ β (1 − β + 2 )na − 8α (β − φ)na − 8α so . We
1
and γ = 4α. Then the above inequality
set β = 2α
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becomes
dGa
dt

2
+ γ dΦ
dt − 8α ·

dGo
dt

≤ (4 − 8α2 )sα
o + na (2 + (4α − 4) −
φ(8α2 − 4α + 4α2 φ) − (4α − 8α2 φ))
≤ na (−2 − 4α2 φ2 + 4αφ)
= na (−1 − (2αφ − 1)2 )
≤ 0 .

Below is the formal statement of Young’s Inequality, which is used in the proof of Lemma 3.
Lemma 5 (Young’s Inequality [20]). For positive reals p, q, x, y where p1 + 1q = 1, xy ≤ p1 xp + 1q y q .
4

Minimizing weighted flow plus energy with
bounded maximum speed

In this section, we consider jobs with arbitrary
weights and give a non-clairvoyant algorithm WRR
(Weighted Round Robin) that is O(3α /²)-competitive
for weighted flow plus energy, when using a processor with maximum speed (3 + ²)T , where 0 < ² ≤ α3 .
Note that when ² = α3 , the competitive ratio becomes
O(α3α ). The algorithm WRR scales its speed based
on the total weight of active jobs and shares the processor among the active jobs according to the ratio
of their weights. Below is the formal definition of
WRR, which assumes using a processor with maximum speed (3 + ²)T for any ² > 0.
Algorithm WRR. Consider any time t.
The processor speed is set to sa (t) = (3 +
²)·min((wa (t))1/α , T ), where wa (t) is the total weight of active jobs at t. The processor
processes all active jobs such that each active job j receives processor speed equal to
s(t) · (w(j)/wa (t)).
We compare WRR against an optimal offline algorithm OPT that uses a processor with maximum
speed T . Our main result is the following theorem.
As a remark, when ² = α3 , the competitive ratio is
(6α + 4)(1 + 3α (1 + α1 )α ) = O(α3α ).
Theorem 6. Using a processor with maximum speed
(3 + ²)T , where 0 < ² ≤ α3 , WRR is c-competitive for
weighted flow plus energy, where c = ( 18
² + 4)(1 + (3 +
α
α
+
²)α ) ≤ ( 18
4)(1
+
3
e)
=
O(3
/²).
²
The rest of this section is devoted to proving Theob a (t) and G
b o (t) be the weighted flow plus
rem 6. Let G
energy incurred up to time t by WRR and OPT, respectively. We drop the parameter t when it is clear
that t is the current time. Similar to Section 3, to

prove that WRR is c-competitive, we derive a potential function Φ(t) that satisfies the following conditions: (i) Φ = 0 before any job is released and after
all jobs are completed; (ii) Φ is a continuous function except at some discrete times where Φ does not
increase; (iii) Running condition: at any other time,
b

ba (t)
dG
dt

dGo (t)
+ γ dΦ(t)
dt ≤ c ·
dt , where γ is a positive constant (to be set to (2 − α1 )(1 + (3 + ²)α )).
Potential function Φ(t). Consider any time t.
For any job j, let qa (j, t) and qo (j, t) be the remaining work of j at t in WRR and OPT, respectively. An active job j in WRR is lagging if WRR
has processed less on j than OPT at time t. Let
L = {j1 , j2 , . . . , j` } be the set of lagging jobs in WRR,
ordered in descending order of their lagging size xi
(recall that xi = qa (ji , t) − qo (ji , t)). In other words,
x1 ≥ x2 ≥ · · · ≥ x` . We define the potential function
Φ(t) as follows.

Φ(t) =

X̀

ci · xi

i=1

 Ã
!1−1/α
i
i

X
X




w(j
)
if
w(jk ) ≤ T α ;
k

k=1 Ã
! k=1
where ci =
i

X

w(j
)
2α
k


otherwise.

 2α − 1
T
k=1

We call ci the coefficient of ji . Note that ci is monotonically increasing with i, but ci is not a concave
function.
We first check Conditions (i) and (ii). Condition
(i) holds since Φ = 0 before any job is released and
after all jobs are completed. Now, we show that Condition (ii) holds. When a job ji joins L or leaves L
(e.g., WRR completes ji ), xi must be zero and ji must
be at the end of L, so the coefficients of all other jobs
do not change and Φ does not change. When two jobs
ji and jj change their order in L, it must be the case
that xi = xj and thus the value of Φ does not change.
It remains to check the running condition (Condition (iii)). Consider any time t when Φ does not
have discrete change. Let wa and wo be the total
weight of active jobs at t in WRR and OPT, respecP`
tively. Let w` = i=1 w(ji ) be the total weight of
jobs in L. Note that w` ≤ wa . Furthermore, let sa
and so be the current speeds of WRR and OPT, reba
G
= wa + sα
spectively. As stated in Section 2, ddt
a and
bo
dG
dt

= wo + sα
o . We will divide the analysis into cases
depending on whether w` is small or big.
To bound the rate of change of Φ, we consider
how Φ changes first due to OPT only (Lemma 7) and
then due to WRR (Lemma 8). We denote the rate of
dΦa
o
change of Φ due to OPT and WRR by dΦ
dt and dt ,
dΦo
dΦa
respectively. Note that dΦ
dt = dt + dt .
o
Lemma 7. If w` ≤ T α , dΦ
dt ≤
2α
α dΦo
w` > T , dt ≤ ( 2α−1 )w` .

1 α
α so

+ ( α−1
α )w` ; if

7
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o
Proof. To upper bound dΦ
dt , observe that the worst
case is when OPT is processing the job j` with the
largest coefficient c` . Then xi is increasing at the rate
of so (we only consider the change due to OPT) and
1−1/α
α
o
hence dΦ
dt ≤ c` so . When w` ≤ T , c` = w`
1−1/α
o
so . We apply the Young’s
and thus dΦ
dt ≤ w`
Inequality (Lemma 5 in Section 3) with p = α, q =
1−1/α
α/(α − 1), x = so and y = w`
. Then we have

if w` > T α ,

dΦa
dt

2−1/α sa
( wa );

α
≤ −( 2α−1
)w`
w2

α
≤ −( 2α−1
)(3 + ²)( w`a ).

a
Proof. To upper bound dΦ
dt , note that each job ji ∈ L
i)
is being processed at the rate of sa · w(j
wa (we only
consider the change due to WRR), and thus xi is
i)
changing at the rate of −sa · w(j
wa . To ease discussion,
Pi
let yi = k=1 w(jk ). Note that y0 = 0, y` = w` , and
for any 1 ≤ i ≤ `, yi − yi−1 = w(ji ).
First, consider w` ≤ T α . In this case, for each job
1−1/α
ji ∈ L, ci = yi
.

dΦa
dt

=

P`

=−

1−1/α

i=1 yi

³
· −sa ·

w(ji )
wa


2α w(ji )yi 
2α − 1 T
i=g+1

¶
sa
·
wa
´ ³ ´
³R
R y`
yg 1−1/α
2α
x dx · wsaa
≤ − 0 x
dx + (2α−1)T
yg
´ ³ ´
³
2−1/α
α
α
)yg
+ (2α−1)T
(y`2 − yg2 ) · wsaa
= − ( 2α−1
¶ µ
¶
µ
(3 + ²)T
α
(yg2 + y`2 − yg2 ) ·
≤ −
(2α − 1)T
wa
µ

2α
)( wT` ). Since so ≤ T ,
When w` > T α , c` = ( 2α−1
dΦo
2α
dt ≤ c` so ≤ c` T ≤ ( 2α−1 )w` .
dΦa
dt

¶
µ
w(ji )
ci · −sa ·
=
wa
i=1

g
X
X̀
1−1/α
= −
w(ji )yi
+
X̀

i=1

1
dΦo
α−1
≤ sα
+(
)w` .
dt
α o
α

Lemma 8. If w` ≤ T α ,

dΦa
dt

´

sa X̀ 1−1/α
y
· (yi − yi−1 )
wa i=1 i

(since yi − yi−1 = w(ji ))
Z
sa X̀ yi 1−1/α
x
dx
≤−
wa i=1 yi−1
(since x1−1/α is monotonically increasing)
Z
sa y` 1−1/α
x
dx
≤−
wa 0
2−1/α

sa y`
(
)
wa 2 − 1/α
α
2−1/α sa
)w
( )
= −(
2α − 1 `
wa
=−

Now, consider w` > T α . In this case, wa ≥ w` >
1/α
α
T and hence sa = (3 + ²) · min(wa , T ) = (3 + ²)T .
α
Note that y` = w` > T . We let g < ` be the largest
integer such that yg ≤ T α . Then

(since yg1/α ≤ T and sa = (3 + ²)T )
y2

α
)(3 + ²)( w`a )
= −( 2α−1

= −(

α
w2
)(3 + ²)( ` ) .
2α − 1
wa

We are ready to show the following running condition, which together with Conditions (i) and (ii),
implies Theorem 6.
Lemma 9. Assume that γ = (2 − α1 )(1 + (3 + ²)α ).
At any time when Φ does not have discrete change,
bo
ba
dG
dG
dΦ
18
α
dt + γ dt ≤ c · dt , where c = ( ² + 4)(1 + (3 + ²) ).
Proof. The analysis is divided into three cases depending on whether wa > T α and whether w` > T α .
In each case, we further divide the analysis depending
on whether w` > (1 − β)wa , where β = ²/(6 + 2²). It
is useful to note that (3 + ²)(1 − β)2 ≥ 3.
Case 1: wa ≤ T α . In this case, sa = (3 + ²) ·
1/α
1/α
min(wa , T ) = (3 + ²)wa . Since w` ≤ wa , we also
α
have w` ≤ T .
If w` > (1 − β)wa , then by Lemmas 7 and 8,
ba
dG
dt

γ α
α−1
α
+ γ dΦ
dt ≤ (wa + sa ) + α so + γ · ( α )w`
2−1/α

α
)w`
− γ · ( 2α−1

1/α−1

(3 + ²)wa

α−1
≤ (1 + (3 + ²)α )wa + αγ sα
o + γ · ( α )wa
1/α−1

α
)((1 − β)wa )2−1/α (3 + ²)wa
− γ · ( 2α−1
¡
α−1
α
≤ αγ sα
o + (1 + (3 + ²) ) + γ · ( α )
¢
α
)(1 − β)2−1/α (3 + ²) wa .
− γ · ( 2α−1

Choosing γ = (2 − α1 )(1 + (3 + ²)α ), we have (1 +
α
). By the definition of β and
(3 + ²)α ) = γ · ( 2α−1
the fact that 0 < β < 1, we have (1 − β)2−1/α (3 +
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²) > (1 − β)2 (3 + ²) ≥ 3. Furthermore, observe that
α−1
2α
2α−1 > 1 > α . Therefore,
1
α
α−1
) − γ(
)(1 − β)2− α (3 + ²)
α
2α − 1
α
)(1 + 2 − 3)
≤ γ( 2α−1

1 + (3 + ²)α + γ(

=0

Choosing γ = (2 − α1 )(1 + (3 + ²)α ) and then using
the same argument as in Case 1, we can show that
bo
ba
dG
dG
dΦ
dt + γ dt ≤ c · dt .
Case 3: wa > T α and w` > T α . In this case,
1/α
sa = (3 + ²)T ≤ (3 + ²)wa .
If w` > (1 − β)wa , then by Lemmas 7 and 8,
ba
dG
dt

Since αγ = α1 · (2 − α1 )(1 + (3 + ²)α ) ≤ 2(1 + (3 + ²)α )
γ
α
and c = ( 18
² + 4)(1 + (3 + ²) ), it follows that c ≥ α

w2

α
)(3 + ²) w`a
− γ · ( 2α−1

bo
dG
dt .

ba
dG
dt

γ α
+ γ dΦ
and thus
dt ≤ α so ≤ c ·
If w` ≤ (1 − β)wa , we simply adapt the bound of
dΦa
dΦa
dt in Lemma 8 as dt ≤ 0. Since any active job in
WRR that is not lagging must also be an active job
in OPT, wo ≥ wa − w` ≥ wa − (1 − β)wa ≥ βwa .
Choosing γ = (2 − α1 )(1 + (3 + ²)α ) and recalling that
β = ²/(6 + 2²), by Lemma 7,
ba
dG
dt

2α
α
+ γ dΦ
dt ≤ (1 + (3 + ²) )wa + γ · ( 2α−1 )w`

γ α
α−1
α
+ γ dΦ
dt ≤ (1 + (3 + ²) )wa + α so + γ · ( α )w`
α
≤ αγ sα
o + ((1 + (3 + ²) ) + γ) wa
¡
α
≤ αγ sα
o + (1 + (3 + ²) )
¢
+ (2 − α1 )(1 + (3 + ²)α ) wa
α wo
≤ αγ sα
o + 3(1 + (3 + ²) ) β

=

γ α
α so

≤c·

2α
)wa
≤ (1 + (3 + ²)α )wa + γ · ( 2α−1
2

α
a)
)(3 + ²) ((1−β)w
− γ · ( 2α−1
wa

Choosing γ = (2 − α1 )(1 + (3 + ²)α ), we have
α
). By the definition of
(1 + (3 + ²)α ) = γ · ( 2α−1
b

d Ga
dΦ
β, (1 − β)2 (3 + ²) ≥ 3. Therefore,
´ dt + γ dt ≤
³
3α
α
2α
) + γ · ( 2α−1
) − γ · ( 2α−1
) wa = 0 ≤ c ·
γ · ( 2α−1
bo
dG
dt .
a
If w` ≤ (1 − β)wa , we simply use the bound dΦ
dt ≤
0. Recall that in this case, wo ≥ βwa . Choosing γ =
(2 − α1 )(1 + (3 + ²)α ) and recalling that β = ²/(6 + 2²),
by Lemma 7,

α
+ ( 18
² + 4)(1 + (3 + ²) )wo

bo
dG
dt

ba
dG
dt

.
α

2α
α
+ γ dΦ
dt ≤ (1 + (3 + ²) )wa + γ · ( 2α−1 )w`

≤ 3(1 + (3 + ²)α )wa
≤ 3(1 + (3 + ²)α ) wβo

α

Case 2: wa > T and w` ≤ T . In this case,
1/α
sa = (3 + ²) · min(wa , T ) = (3 + ²)T . Since w` ≤ T α
and wo is at least the total weight of non-lagging jobs
in WRR (because if a job is non-lagging in WRR, it
must be active in OPT), we have wa ≤ wo + w` ≤
wo + T α .
If w` > (1 − β)wa , then by Lemmas 7 and 8,

In conclusion, the running condition is satisfied in all
the three cases.

ba
dG
dt

5

γ α
α−1
α α
+ γ dΦ
dt ≤ (wa + (3 + ²) T ) + α so + γ · ( α )w`
2−1/α (3+²)T
wa
α α

α
)w`
− γ · ( 2α−1

≤ ((wo + T α ) + (3 + ²) T )
α−1
α
+ αγ sα
o + γ · ( α )T
α
)((1 − β)wa )2−1/α (3+²)T
− γ · ( 2α−1
wa
¡
α−1
α
+
(1
≤ wo + αγ sα
+
(3
+
²)
)
+
γ(
o
α )
¢
α
2−1/α
α
(3 + ²) T
− γ( 2α−1 )(1 − β)

(since wa > T α ).
Choosing γ = (2 − α1 )(1 + (3 + ²)α ) and then using
the same argument as in Case 1, we can argue that
ba
G
+
the coefficient of T α is non-positive. Therefore, ddt
γ α
γ dΦ
dt ≤ wo + α so ≤ c ·

bo
dG
dt .

a
If w` ≤ (1 − β)wa , we simply use the bound dΦ
dt ≤
α
0. Note that wa > T and wa ≥ w` . By Lemma 7,
we have

ba
dG
dt

γ α
α−1
α α
+ γ dΦ
dt ≤ (wa + (3 + ²) T ) + α so + γ · ( α )w`
γ α
α
≤ α so + ((1 + (3 + ²) ) + γ) wa .

α
= ( 18
² + 4)(1 + (3 + ²) )wo

≤c·

bo
dG
dt

.

Conclusion

In this paper we have given two non-clairvoyant
scheduling algorithms for minimizing flow plus energy. The first algorithm (LAPS) is 8α2 -competitive
for (unweighted) flow plus energy, when using a proα
T . The second alcessor with maximum speed α−1
α
gorithm (WRR) is O(3 /²)-competitive for weighted
flow plus energy, when using a processor with maximum speed (3 + ²)T , where 0 < ² ≤ α3 . We believe
that LAPS can be generalized to minimize weighted
flow plus energy, and the competitive ratio would remain O(α2 ).
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Abstract
This paper presents the first approximation algorithms and the first inapproximability results for minmax path cover problems, where a capacity constraint
restricts the number of customers that can be serviced by every trip of the paths in the cover. Depending on different applications, every path in the
cover may either be restricted to contain only one
trip, or be allowed to contain multiple trips but with
a return to the depot between every two consecutive
trips. We develop a 5-approximation algorithm for
the problem with multiple trips allowed, and a (7+²)approximation algorithm for any ² > 0 for the problem with single trips only. For both problems, we
show that unless NP = P, it is impossible to achieve
any performance ratios less than 3/2.
Keywords: approximation algorithm, capacity constraint, min-max, path cover, single/multiple depots
1

Introduction

Due to several large-scale emergencies that have occurred recently, routing for relief efforts has drawn
great attention. In this case, the latest service completion time becomes critical. Such a new strategic
goal on the routing of vehicles can be formulated into
a min-max path cover problem. Depending on different applications, vehicles may either be allowed
to take multiple trips with replenishment at the depot between every two consecutive trips [4], or be
restricted to have one trip only [5], with each trip restricted to serve a limited number of customers due
to the capacity of vehicles.
This motivates the following two problems to
be studied in this paper, the Min-max Capacitated
Path Cover Problem with Multiple Trips (CPCPMT),
and the Min-max Capacitated Path Cover Problem with Single Trips (CPCPST). The problem
instance of them can be represented by a tuple
(G, r, J, w, h, k, Q), where G = (V, E) is a complete
undirected graph, and r ∈ V denotes the depot of vehicles, and J = V \ {r} represents a set of customers.
The function w forms a metric, giving a non-negative
edge weight to each edge in E, to indicate the edge
traveling time. The function h gives a non-negative
vertex weight h(v) for each vertex v ∈ V , to represent
the customer service handling time, where h(r) is defined to be zero without loss of generality. Integers k,
∗
†
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and Q represent the number of identical vehicles, and
the capacity of each vehicle, respectively, such that
every trip of the k vehicles can only service at most
Q customers.
For any subgraph H of G, we use V (H), J(H), and
E(H) to represent the vertex set, the customer set,
and the edge set of H, respectively, and use w(H), and
h(H) to denote the total edge weight, and the total
vertex weight of H, respectively. Thus, for any set
of paths, denoted by P, its latest service completion
time can be represented by the maximum total edge
and vertex weights of any path in P, which are defined
as the cost of P, and denoted by:
cost(P) = max{w(P ) + h(P )}.
P ∈P

Given any instance I = (G, r, J, w, h, k, Q), both
the min-max CPCPMT and the min-max CPCPST
are to minimize cost(P) of a set P of k paths, denoted
by P = {P1 , P2 , ..., Pk }, such that all the customers
in J are serviced by P, while each path in P starts
from the depot r, and contains trips that service at
most Q customers each. In the min-max CPCPST,
each path in P contains only one trip. Therefore,
we assume that kQ ≥ |J| in order to guarantee that
the instance has at least one feasible solution. In the
min-max CPCPMT, however, each path can contain
multiple trips, but needs to return to the depot r
between every two consecutive trips.
Throughout this paper, we use P ∗ = {P1∗ , . . . , Pk∗ }
to denote an optimum solution to I, and use opt(I)
to denote cost(P ∗ ), where I is any instance of the
min-max CPCPMT or the min-max CPCPST.
Related work. In vehicle routing literature, most of
the work studied problems to determine tours (rather
than paths), and to minimize the total traveling time
(rather than to minimize the latest service completion
time) [10, 6], for which heuristic algorithms were developed but with no guarantees of any constant performance ratios [14, 3, 4]. Altinkemer [1], however,
developed an approximation algorithm that achieves
a performance ratio of 5/2 for a problem aiming to
minimize the total traveling time of a tour for a single vehicle with multiple trips allowed.
The most related work in literature is Campbell
and Venenbussche [5], which studied some special
cases of the min-max CPCPST, but ignored the vertex weights. The focus of their work is on evaluating the worst case performance, under the min-max
objective, for solutions that minimizes the total traveling time. From their results, one can derive a 2approximation algorithm, and a 4-approximation algorithm, respectively, for special cases with k = 1 and
Q = ∞, and with Q = ∞, respectively.
Other related literature studied the min-max uncapacitated tour (or tree) cover problems, where feasible solutions are a set of k tours (or trees) [2, 13, 8].
11
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For example, Frederickson [9] proposed a (5/2 − 1/k)approximation algorithm for a k-Traveling Salesmen
Problem (k-TSP), to determine a set of tours to
service all customers under the min-max objective,
which is equivalent to a min-max tour cover problem.
As far as we know, no approximation algorithms
with constant performance ratios are known for the
min-max CPCPMT and the min-max CPCPST.
Moreover, inapproximability results are unknown
for the two problems, and even for their related
problems in literature.
Our results. Our main results and their significance
are the following:
1. We have developed a 5-approximation algorithm
for the min-max CPCPMT, and a (7 + ²)approximation algorithm for any ² > 0 for the
min-max CPCPST, which are their first constant
ratio approximation algorithms. (See Section 4
and Section 5.)
2. We have derived the first inapproximability results for the min-max CPCPMT and the minmax CPCPST, by showing that it is impossible
to achieve any performance ratios less than 3/2
in polynomial time, unless NP = P. (See Section 2.)
3. Based on our work on the min-max CPCPST
and the min-max CPCPMT, we jave developed
approximation algorithms and inapproximability
results for the extensions in which vehicles start
their trips from multiple depots. (See Section 6.)
Algorithms, developed in this paper, are based on a
novel use of a tour splitting procedure in Section 2,
which extends the work of Frederickson [9] by taking
vertex weight into consideration.
2

Inapproximability Results

The following theorem states an inapproximability
bound of 3/2 for the min-max CPCPST:
Theorem 1. Unless NP = P, there is no
polynomial-time (3/2 − ²)-approximation algorithm
for the min-max CPCPST, for any ² > 0, even if
h(v) = 0 for all v ∈ V .
Proof. Suppose there exists a (3/2−²)-approximation
algorithm for the min-max CPCPST with ² > 0. We
are going to show that this algorithm can be used to
solve the 3DM in polynomial time, defined as follows,
unless NP 6= P.
Given any 3DM instance, consider a CPCPST instance I = (G, r, J, w, h, k, Q), which is defined as
follows. Let G = (V, E) be a complete S
undirected
m
graph on V , where V = {r} ∪ W ∪ X ∪ Y ∪ i=1 {qi,j :
1 ≤ j ≤ 6}, and r is the depot, and J = V \ {r} is
e = Sm E
e
the customer set. Let E
i=1 i , where for each
ei conelement Mi = (x, y, z) ∈ M, the edge subset E
ei ,
sists of the 16 edges shown in Figure 1. For each E
set w(qi,1 , qi,2 ) = w(qi,4 , qi,5 ) = w(qi,3 , qi,6 ) = 0, and
ei to be 1. For
set the edge weight of remainders in E
e
each edge (u, v) ∈ E \ E, define w(u, v) as the total
edge weight of the shortest path from u to v in the
e It can be verified that w forms a
subgraph (V, E).
metric. Moreover, we set each vertex weight to be 0,
and let k = 2m + n and Q = 3.
Define F(4, 2) as the set of paths P of G such that
|V (P )| = 4 and w(P ) ≤ 2, and that P starts from
the depot r. Consider each path P ∈ F (4, 2). We
can denote P by (rv1 v2 v3 ), where vj for 1 ≤ j ≤ 3
12

Figure 1: A component for each tuple Mi = (w, x, y)
used in transforming any 3DM instance to a min-max
CPCPST instance with h(v) = 0 for all v ∈ V .

are three different customers in J. Notice |E(P )| = 3,
and w(r, v) ≥ 1 for any v ∈ J. To satisfy w(P ) ≤ 2,
w(r, v1 ) must be 1, because as shown in Figure 1, G
has no adjacent edges with edge weight both equal to
0. For each 1 ≤ i ≤ m, consider the following eight
paths:
Pi,1 = (rqi,1 qi,2 w),
Pi,3 = (rxqi,3 qi,6 ),
Pi,5 = (rqi,4 qi,5 y),
Pi,7 = (rqi,1 qi,2 qi,3 ),

Pi,2
Pi,4
Pi,6
Pi,8

= (rqi,2 qi,1 w),
= (rxqi,6 qi,3 ),
= (rqi,5 qi,4 y),
= (rqi,4 qi,5 qi,6 ).

It can be verified {Pi,j : 1 ≤ i ≤ m, 1 ≤ j ≤ 8} is
a subset of F(4, 2). Moreover, {Pi,1 , Pi,2 : 1 ≤ i ≤
m} consists of all paths in F(4, 2) that contain w,
{Pi,3 , Pi,4 : 1 ≤ i ≤ m} consists of all paths in F(4, 2)
that contain x, and {Pi,5 , Pi,6 : 1 ≤ i ≤ m} consists
of all paths in F(4, 2) that contain y.
We are now going to show that the 3DM instance
has an exact matching if and only if the (3/2 − ²)approximation algorithm for the min-max CPCPST
returns a feasible solution to I with cost at most 2.
On one hand, if the 3DM instance has an exact
matching M0 , we can construct P by including paths
Pi,2j for 1 ≤ j ≤ 3, for all Mi ∈ M0 , and including
paths Pi,j for 7 ≤ j ≤ 8, for all Mi ∈ M \ M0 . Thus,
|P| = 3|M0 | + 2(|M| − |M0 |) = k.
It can be verified that P covers all vertices in V ,
and cost(P) = 2. Thus the (3/2 − ²)-approximation
algorithm must return a feasible solution to I with
cost at most 2.
On the other hand, if the (3/2 − ²)-approximation
algorithm returns a feasible solution P, to the minmax CPCPST instance I, with cost(P) ≤ 2, then we
construct M0 by including all elements Mi ∈ M that
have Pi,3 ∈ P or Pi,4 ∈ P, where 1 ≤ i ≤ m.
To prove that M0 is an exact matching for the
3DM instance, we can first verify that each path P ∈
P contains exactly 3 customer vertices. Thus, P ⊆
F(4, 2), and no two different paths in P can share
the same vertex in J. Furthermore, we can verify
that |M 0 | = n and no two elements of M 0 agree in
any coordinate by contradiction.
Therefore, M 0 is an exact matching, which completes the proof.
Based on the proof of Theorem 1, we can also
obtain the following inapproximability result for the
min-max CPCPMT.
Theorem 2. Unless NP = P, there is no
polynomial-time (3/2 − ²)-approximation algorithm
for the min-max CPCPMT, for any ² > 0, even if
h(v) = 0 for all v ∈ V .
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3

Tour Splitting

Approximation Algorithm for the Min-max
CPCPMT

4

In order to develop approximation algorithms for the
min-max CPCPST and the min-max CPCPMT, we
devise a tour splitting procedure in Algorithm 1.
Given a tour C, we first revise the edge weight of
each (u, v) ∈ E(C) in Step 1 as
w0 (u, v) = w(u, v) + h(u) + h(v)
to include the vertex weight approximately. For each
segment S of C, let w0 (S) denote the total revised
edge weight of S. Algorithm 1 then splits the tour
into segments in Step 2, such that the total revised
edge weight of each segment are bounded by a given
positive number B.
Algorithm 1 (Tour Splitting Procedure).
Input: a tour C in which no customer in J appears
more than once, a positive number B, and a start
point s.
Output: a set S of segments of C.

In this section, we present a 5-approximation algorithm for the min-max CPCPMT, in which every path
of the vehicles is allowed to contain multiple trips, but
needs to return to the depot between every two consecutive trips.
Algorithm 2 (CPCPMT).
Input: an instance I = (G, r, J, w, h, k, Q).
Output: a set P of k paths.
1. (a) Find a minimum spanning tree T ∗ of G.
Obtain a tour C 0 that consists of all customers in J, by doubling each edge of T ∗ ,
finding an Eulerian cycle, and short-cutting
the depot r and any duplications of vertices
in the cycle. Set the start point s as r. Relabel the customer vertices of C 0 in a clockwise direction by v1 , v2 , ..., and v|J| .
(b) For each iteration i, where i = 1, 2, ..., Q,
split the portion of the tour from vi+1
to vb(|J|−i)/QcQ+i into segments that consist of Q customers each. It may form
two additional segments, i.e., the first segment that contains vertices v1 to vi , and
the last segment that may contain vertices
vb(|J|−i)/QcQ+i+1 to v|J| . Connect the two
endpoints of each segment to the depot r.
This leads to a new tour, denoted by Ci ,
which contains multiple trips with each trip
starting from the depot r and consisting of
at most Q customers.
(c) Among all the tours Ci obtained in Step
1(b) for 1 ≤ i ≤ Q, let C denote one with
the minimum total edge and vertex weight.

1. For each edge (u, v) ∈ E(C), revise the edge
weight as w0 (u, v) = w(u, v) + h(u) + h(v).
2. From the start point s of C, relabel all the vertices along C in a clockwise direction by v1 , v2 ,
..., and v|V (C)| , in which v1 = v|V (C)| = s. Set
π(0) = 0 and t = 0.
3. Repeat the following, until the revised total edge
weight of the segment (vπ(t)+1 vπ(t)+2 . . . v|V (C)| )
of C is less than or equal to B.
(a) Increase t by 1.
(b) Let vπ(t) denote the last vertex along C in
a clockwise direction from vπ(t−1)+1 , such
that w0 (vπ(t−1)+1 vπ(t−1)+2 . . . vπ(t) ) ≤ B.
4. Set π(t) = |V (C)|, and so vπ(t) = v|V (C)| .
Split C into t segments by setting Si =
(vπ(i−1)+1 vπ(i−1)+2 . . . vπ(i) ), for 1 ≤ i ≤ t. Return S = {Si , 1 ≤ i ≤ t}.
Algorithm 1 runs in polynomial time, and holds
the following two properties.
Firstly, notice that no customer in J appears in C
more than once, and h(r) = 0. By the definition of
w0 , as shown in Step 1 of Algorithm 1, we know:
w0 (C) = w(C) + 2h(C).

(1)

2. Apply the Algorithm 1 on the tour C and a
bound B, to split C into a set S of segments,
where B is set as follows.
¯
B = 2|J|d/(Qk)
+ 2[w(T ∗ ) + h(G)]/k, (2)
X
d¯ =
w(r, v)/|J|.
(3)
v∈J

3. For each segment in S , connect one of its endpoints to the depot r, which forms a set P of
paths. If |S| < k, then add k − |S| empty paths
to P.
4. Return P.

Secondly, for the segment set S returned by Algorithm 1, its cost (under w and h), denoted by
cost(S) = max1≤i≤|S| {w(Si ) + h(Si )}, is bounded by
B, due to the following Lemma 1.

To prove the correctness of Algorithm 2, we
present a following upper bound on the total edge
and vertex weight of the tour C obtained by Step 1.

Lemma 1. Algorithm 1 splits C into a set S of segments, such that:

Lemma 2. In Algorithm 2, the tour C obtained by
Step 1 satisfies:

1. cost(S) ≤ B, and
2. |S| ≤ d[w(C) + 2h(C)]/Be.
Proof. Firstly, according to Step 3 of Algorithm 1,
w0 (Si ) ≤ B must be satisfied for 1 ≤ i ≤ |S|. Notice
that Si = (vπ(i−1)+1 vπ(i−1)+2 . . . vπ(i) ), which implies
w0 (Si ) = w(Si ) + 2h(Si ) − h(vπ(i−1)+1 ) − h(vπ(i) ).
Since h(Si ) ≥ h(vπ(i−1)+1 ) + h(vπ(i) ), we obtain
w(Si ) + h(Si ) ≤ w0 (Si ). Thus, cost(S) ≤ B.
Secondly, according to Step 3(b) of Algorithm 1,
B < w0 (Si ) + w0 (vπ(i)+1 , vπ(i) ) must be satisfied for
1 ≤ i ≤ |S| − 1. Hence, (|S| − 1)B < w0 (C). By
(1), since |S| is an integer, we obtain |S| ≤ d[w(C) +
2h(C)]/Be.

¯ + 2w(T ∗ ) + h(G).
w(C) + h(C) ≤ 2|J|d/Q

(4)

Proof. From Step 1(a) of Algorithm 2, we know
w(C 0 ) ≤ 2w(T ∗ ) by the triangle inequality of w.
When Step 1(b) constructs the Q tours Ci for 1 ≤
i ≤ Q, each customer v ∈ J has been connected to
the depot r for at most twice, and each edge of C
has appeared in the Q tours at most Q times. Thus,
by summing up all the total edge and vertex weight
of the Q tours, and by the definition of d¯ in (3), we
obtain:
Q
X

[w(Ci ) + h(Ci )] ≤ 2|J|d¯ + 2Qw(T ∗ ) + Qh(G).

i=1
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Since w(C) + h(C) ≤ w(Ci ) + h(Ci ) for 1 ≤ i ≤ Q,
we have:
Q[w(C) + h(C)] ≤ 2|J|d¯ + 2Qw(T ∗ ) + Qh(G),
which leads to (4).
Based on Lemma 2, we can prove the correctness
of Algorithm 2 as follows.
Lemma 3. For any min-max CPCPMT instance I,
Algorithm 2 returns a feasible solution to I in polynomial time.
Proof. The polynomial time complexity is easy to be
verified. We prove as follows that the path set P
returned by Algorithm 2 is a feasible solution to I.
From Lemma 1, we have |S| ≤ d[w(C) +
2h(C)]/Be. Thus, according to the value of B chosen
in (2), and by Lemma 2 and h(C) ≤ h(G), we obtain
|S| ≤ k, which implies |P| = k due to Step 3. Due
to Step 3 of Algorithm 2, each path in P starts from
the depot r. Notice that the tour C obtained in Step
1 of Algorithm 2 covers all the customers in J, and
so does P, because paths in P contains all segments
split from C in Step 2. Moreover, notice that C contains multiple trips with each trip containing at most
Q customers, and so does each segment split from C.
This implies that every trip in paths in P contains
at most Q customers. Thus, P satisfies the capacity
constraint, and is a feasible solution to the min-max
CPCPMT instance I.
To analyze the performance ratio of Algorithm 2,
we derive as follows a lower bound on opt(I) for any
given instance I.
Lemma 4. For any min-max CPCPMT instance I,
opt(I) satisfies
opt(I) ≥ max{

|J|d¯ w(T ∗ ) + h(G)
,
}.
Qk
k

(5)

Proof. Consider an optimal solution P ∗
=
For each path Pi∗ , where
{P1∗ , . . . , Pk∗ } to I.
1 ≤ i ≤ k, let y(i) denote the number of its trips. For
its j-th trip, where 1 ≤ j ≤ y(i), let vj∗ denote the
customer with largest edge weight from the depot r
in the trip. Thus, we have
y(i)
X

w(r, vj∗ ) ≤ w(Pi∗ ) + h(Pi∗ ), for 1 ≤ i ≤ k.

j=1

X

w(r, v)]/Q ≤

v∈J(Pi∗ )

y(i)
X

w(r, vj∗ ), for 1 ≤ i ≤ k.

j=1

Thus, noticing
we obtain
¯
|J|d/Q
≤

Pk
i=1

y(i)
k X
X

P
v∈J(Pi∗ )

w(r, vj∗ )

w(r, v) = |J|d¯ by (3),

k
X
≤
[w(Pi∗ ) + h(Pi∗ )]

i=1 j=1

i=1

≤ k · opt(I).
Moreover, notice that
of G, implying
w(T ∗ ) + h(G) ≤

(6)
S

Pi∗

spans all the vertices

k
X
[w(Pi∗ ) + h(Pi∗ )] ≤ k · opt(I).
i=1

Together with (6), this leads to (5).
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Theorem 3. Algorithm 2 achieves a performance
ratio of 5 in polynomial time for the min-max
CPCPMT.
Proof. Consider any min-max CPCPMT instance I.
By Lemma 3, Algorithm 2 returns a feasible solution P to I in polynomial time. For the segment
set S constructed in Step 2 of Algorithm 2, from
¯
Lemma 1 and (2), we know cost(S) ≤ 2|J|d/(Qk)
+
2[w(T ∗ ) + h(G)]/k. Thus, according to Lemma 4, we
have cost(S) ≤ 4opt(I). Notice that each path in P
is constructed by connecting a segment in S to r, in
Step 3 of Algorithm 2. Due to the triangle inequality
of w, w(r, v) ≤ opt(I) for each vertex v ∈ V , which
implies cost(P) ≤ 5opt(I). Thus, the performance
ratio of Algorithm 2 is 5.
5

Approximation Algorithm for the Min-max
CPCPST

In this section, we present a (7 + ²)-approximation
algorithm for any ² > 0 for the min-max CPCPST, in
which every path of the vehicles is forced to contain
only one trip.
The approximation algorithm relies on Algorithm 3. Given any λ > 0, and any instance I of
the min-max CPCPST, Algorithm 3 either returns
“λ is too small” (implying λ < opt(I)), or returns a
feasible solution to I with cost at most 7λ, in polynomial time, (as shown in Lemma 5). Thus, since opt(I)
is bounded by the interval [maxv∈J w(r, v), 2w(G) +
h(G)], we can apply a binary search to obtain a close
value λ, such that Algorithm 3 will return a feasible solution with cost at most 7λ, and that for any
² > 0, Algorithm 3 will return and guarantee that
(λ − ²) is too low. Hence, a polynomial time (7 + ²)approximation algorithm can be obtained.
Algorithm 3 (CPCPST).
Input: an instance I = (G, r, J, w, h, k, Q), and λ > 0.
Output: “λ is too small”, or a set P of paths.
1. If maxv∈J w(r, v) > λ, return “λ is too small”.
2. Find a minimum spanning tree T ∗ of G. Obtain a tour C that consists of all customers in
J, by doubling each edge of T ∗ , finding an Eulerian cycle, and short-cutting the depot r and any
duplications of vertices in the cycle.
3. Apply Algorithm 1 on the tour C and a bound
B, to split the tour C into a set S of segments,
where B = 2λ. By Lemma 1, each segment in
cost(S) ≤ 2λ. If |S| > k, return “λ is too small”.
Otherwise, if |S| < k, then add (k − |S|) empty
segments to S.

Since each trip can service at most Q customers,
[

Hence, we can establish the performance ratio of
Algorithm 2.

4. Set the path set P = ∅. For each iteration i,
where i = 1, 2, ..., k − 1,
(a) Find Smin , and Smax , which denote the segments in S that contain the least, and the
most number of customers, respectively.
(b) If |V (Smax )| ≤ Q, then, stop the iteration,
and go to Step 5.
(c) Otherwise, |V (Smax )| > Q, and then, from
one of its endpoints, relabel the vertices
along Smax by v1 , v2 , ..., v|V (Smax )| . Notice
that |V (Smin )| < Q, (as shown in the proof
of Lemma 5.) Let j = Q − |V (Smin )|, which
satisfies 1 ≤ j ≤ |V (Smax )|. Connect one
endpoint of Smin to the segment (v1 . . . vj )
of Smax through v1 , and then, connect the
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other endpoint of Smin to the depot r,
which forms a path Pi . Add Pi to the path
set P. Replace Smax in S with its remaining
segment (vj+1 vj+2 . . . v|V (Smax )| ). Remove
Smin from S.
5. For each segment remaining in S, connect one
of its endpoints to the depot r, to form a path,
which is then added to the path set P.
6. Return P.
The correctness of Algorithm 3 is shown in
Lemma 5 as follows.
Lemma 5. Given any min-max CPCPST instance
I, and given any λ > 0, if Algorithm 3 returns “λ is
too small”, then λ < opt(I); otherwise, Algorithm 3
returns a feasible solution P to I with cost(P) ≤ 7λ.
Proof. If Algorithm 3 returns “λ is too small” in Step
1, then there exists at least one vertex v ∈ J with
w(r, v) > λ. Due to the triangle inequality of w, we
have w(r, v) ≤ opt(I), which implies λ < opt(I)
If Algorithm 3 returns “λ is too small” in Step 3,
then by Lemma 1, k < d[w(C) + 2h(G)]/(2λ)e. According to Step 2 of Algorithm 3, and by the triangle
inequality of w, we have w(C) ≤ 2w(T ∗ ), which implies k < d[w(T ∗ ) + h(G)]/λe. To show λ < opt(I),
consider an optimal solution P ∗ = {Pi∗ : 1 ≤ i ≤ k}
Sk
to I. Since i=1 Pi∗ spans all the vertices of G, we
Pk
have w(T ∗ ) + h(G) ≤ i=1 [w(Pi∗ ) + h(Pi∗ )], which
is less than or equal to k · opt(I). Thus, we obtain
λ < opt(I).
Otherwise, Algorithm 3 returns a path set P. According to Steps 3 and 4, we can see that for each iteration in Step 4, it always satisfies that |P|+|S| = k,
and that each path in P contains exact Q customers.
Thus, in Step 3(c), where |V (Smax )| > Q, it must
hold that |V (Smin )| < Q, because kQ ≥ |J|.
Let us now verify the capacity constraint for P.
When Step 4 of Algorithm 3 stops its iterations, it
can be seen that each path Pi in P satisfies |V (Pi )| =
Q. Furthermore, we can show that every segment
remained in S contains at most Q customers.
Moreover, by Step 5, each path in P must start
from the depot r. By Step 2, P must service all the
customers in J. Notice that in each iteration in Step
4, it always satisfies that |P| + |S| = k. Thus, the
resulting path set P after Step 5 satisfies |P| ≤ k.
Therefore, P is a feasible solution to I.
Finally, we are going to prove that the cost of P is
at most 7λ. By Lemma 1, the cost of S, constructed in
Step 3, is not greater than 2λ. Thus, in each iteration
of Step 4, we have total edge and vertex weight of any
portion of Smax is not greater than 2λ. Since weight
of the edge that connects Smin and (v1 ...vj ) in Step
4(c) is not greater than 2λ, and weight of the edge
that connects Smin to r in Step 4(c) is not greater
than λ. Thus, for every path constructed in Step 4, its
total edge and vertex weight are not greater than 7λ.
Hence, cost(P) ≤ 7λ. The proof is completed.
From Lemma 5, and according to the arguments
in beginning of this section, we can directly obtain
a (7 + ²)-approximation algorithm, for any ² > 0,
by a binary search, which establishes the following
theorem.
Theorem 4. For any ² > 0, there exists a polynomial
time (7+²)-approximation algorithm for the min-max
CPCPST.

6

Extensions for Multiple Depots

In this section, we develop approximation algorithms
and inapproximability results for the extensions of the
min-max CPCPMT and the min-max CPCPST, in
which vehicles can start their trips from multiple depots. Our study contributes to a growing body of
literature on the multiple depot vehicle routing problems, such as [11, 7, 12], which, however, mainly focus
on minimizing the total traveling time rather than on
optimizing the min-max objective.
In the situation with multiple depots, a
problem instance can be represented by I =
(G, D, J, w, h, k, Q), where G = (V, E) is a given complete undirected graph, D ⊆ V denotes the set of depots, J = V \ D denotes the customer set, and w,
h, k, and Q are edge weight, vertex weight, the vehicle number, and the vehicle capacity. We can assume
h(d) = 0 for each depot d ∈ D without loss of generality.
Thus, both the min-max CPCPMT with multiple depots (CPCPMT-MD in short), and the minmax CPCPST with multiple depots (CPCPST-MD in
short) are to minimize cost(P) of a set P of k paths,
denoted by P = {P1 , P2 , ..., Pk }, such that all the
customers in J are serviced by P, while each path in
P starts from a depot in D, and contains trips that
service at most Q customers each. In the min-max
CPCPST-MD, each path in P is restricted to contain
only one trip. We thus assume kQ ≥ |J| to ensure
the feasibility of the given instance. In the min-max
CPCPMT-MD, each path is allowed to contain multiple trips, but between every two consecutive trips,
the path needs to return to a depot in D, which can
be different from the depot where the path begins.
6.1

Inapproximability Results for Multiple
Depot Extensions

In the following, we prove the inapproximability results for the min-max CPCPST-MD, and the minmax CPCPMT-MD, respectively.
Theorem 5. Unless NP = P, there is no
polynomial-time (2 − ²)-approximation algorithm for
the min-max CPCPST-MD, for any ² > 0, even if
h(v) = 0 for all v ∈ V .
Proof. Based on a similar reduction from 3DM to an
instance of the min-max CPCPST-MD, we can verify
this theorem.
Based on the proof of Theorem 5, we can further
derive the following inapproximability result for the
min-max CPCPMT-MD.
Theorem 6. Unless NP = P, there is no
polynomial-time (2 − ²)-approximation algorithm for
the min-max CPCPMT-MD, for any ² > 0, even if
h(v) = 0 for all v ∈ V .
6.2

Approximation Algorithm for the Minmax CPCPMT-MD

In the following, we develop a (7 + ²)-approximation
algorithm for the min-max CPCPMT-MD, which relies on Algorithm 4. Given any λ > 0 and any instance I of the min-max CPCPMT-MD, Algorithm 4
either returns that “λ is too small” (implying λ <
opt(I)) or returns a feasible solution P to I with cost
at most 7λ.
Considering an induced graph G(J), let E(λ) denote the subset of edges in G(J) with edge weight less
than or equal to λ. Let Gj (λ) for 1 ≤ j ≤ m(λ) denote each of the m(λ) connected components of the
15
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subgraph (J, E(λ)). Since D and J are disjoint, Gj (λ)
contains no depots in D.
Algorithm 4 (CPCPMT-MD).
Input: Instance I = (G, D, J, w, h, k, Q) and λ > 0
Output: “λ is too small” or a path set P.

Proof. We can follow the proof of Lemma 4 for
each Gj (λ). More specifically, we can replace G
with Gj (λ), J with J(Gj (λ)), P ∗ with Pj∗ , d¯ with
d¯j defined in (7), k with kj∗ , and w(r, v) with
mind∈D w(d, v) in the proof of of Lemma 4, to obtain

1. If there exists v ∈ J such that mind∈D w(v, d) >
λ, then return “λ is too small”.
2. For each connected component Gj (λ) of the subgraph (J, E(λ)), where E(λ) denote the subset of
edges in G with edge weight less than or equal to
λ, and 1 ≤ j ≤ m(λ), do the followings:
(a) Find a minimum spanning tree Tj∗ of Gj (λ),
and construct a tour, denoted by Cj0 , in
Gj (λ) by doubling each edge of Tj∗ , finding
an Euclidian cycle, and short-cutting any
duplications of vertices in the cycle.
(b) For each iteration i, where i = 1, 2, ..., Q, do
the followings:
i. Follow Step 1(b) of Algorithm 2 to split
the tour Cj0 , from vi+1 and in a clockwise direction, into segments with each
containing at most Q customers.
ii. For each two consecutive segments σ
and σ 0 , split from Cj0 by Step 2(b).i, let
(v, v 0 ) denote the edge in Ci0 that joins
the endpoints of σ and σ 0 , and then connect both v and v 0 to the nearest depot
of v in D. This leads to a new tour,
denoted by Cj,i , that contains multiple
trips with each trip starting from a depot in D, and consisting of at most Q
customers.
(c) Among all the tours Cj,i obtained in Step
2(b), let Cj be the one with minimum total
edge and vertex weight.
(d) Apply Algorithm 1 on Cj and B = 6λ to
split Cj into a set Sj of segments.
Pm(λ)
3. If j=1 |Sj | > k, returns “λ is too small”.
4. For 1 ≤ j ≤ m(λ), connect an endpoint of each
segment in Sj to its nearest depot in D, which
forms a set P of paths. If |S| < k, then add
k − |S| empty paths to P.
5. Return P.
Consider any instance I of the min-max
CPCPMT-MD. To prove the correctness of Algorithm 4, consider each connected component Gj (λ)
of the subgraph (J, E(λ)), where 1 ≤ j ≤ m(λ). Let
Pj∗ denote the subset of paths in the optimum path
cover P ∗ with each path containing at least one vertex
of Gj (λ). Let kj∗ denote the number of paths in Pj∗ .
We next derive as follows a lower bound on opt(I).
Lemma 6. For each connected component Gj (λ) of
the subgraph (J, E(λ)), where 1 ≤ j ≤ m(λ), define
P
v∈J(Gj (λ)) mind∈D w(v, d)
¯
.
(7)
dj =
|J(Gj (λ))|
If opt(I) ≤ λ, then
opt(I) ≥

16

|J(Gj (λ))|d¯j
.
Qkj∗

(8)

|J(Gj (λ))|d¯j /Q ≤ kj∗ · opt(I).
which leads to (8) directly.
Thus, the correctness of Algorithm 4 can be proved
as follows.
Lemma 7. Given any min-max CPCPMT-MD instance I, and given any λ > 0, if Algorithm 4 returns “λ is too small”, then λ < opt(I); otherwise,
Algorithm 4 returns a feasible solution P to I with
cost(P) ≤ 7λ.
Proof. If Algorithm 4 returns “λ is too small” in Step
1, there exists at least a vertex v ∈ J such that
mind∈D w(v, d) > λ. Due to the triangle inequality
of w, we can see λ < opt(I).
Otherwise, if Algorithm 4 returns “λ is too small”
Pm(λ)
in Step 3, then
j=1 |Sj | > k. By contradiction,
suppose opt(I) ≤ λ. Consider each connected component Gj (λ) in Step 2, where 1 ≤ j ≤ m(λ). Notice that by eliminating depots in each path in Pj∗
by shortcuts, and adding at most kj∗ − 1 edges with
weight not greater than λ, one can obtain a tree that
spans all vertices in Gj (λ), implying that in Step 2(a),
X
[w(P ) + h(P )] + kj∗ λ ≤ 2kj∗ λ (9)
w(Tj∗ ) + h(Tj∗ ) ≤
P ∈Pj∗

In Step 2(b).ii, for each two consecutive segments σ
and σ 0 , which are split from Cj0 in Step 2(b).i, consider the edge (v, v 0 ) in Cj0 that joins σ and σ 0 , and
let d(v) denote the nearest depot of v in D. By the
triangle inequality, we have w(d(v), v 0 ) + w(d(v), v) ≤
w(v, v 0 ) + 2w(d(v), v). Thus, according to Step 2(b),
and noticing w(Cj0 ) ≤ 2w(Tj∗ ), by following an argument similarly to the proof of Lemma 4, we have:
w(Cj ) + 2h(Cj ) ≤ 2|J(Gj )|d¯j /Q + 2[w(Tj∗ ) + h(Tj∗ )].
Thus, if opt(I) ≤ λ, then by Lemma 6, equation (9),
Lemma 1, and equation (1), we obtain
2|J(Gj )|d¯j /Q + 2[w(Tj∗ ) + h(Tj∗ )]
e ≤ kj∗ ,
6λ
Pm(λ
Pm
which implies i=1 )|Sj | ≤ i=1 kj∗ = k, leading to
the contradiction. Hence, λ < opt(I).
Otherwise, Algorithm 4 returns a set P of paths
in Step 5. Similarly to the proof of Lemma 3, it can
be verified that P is a feasible solution to the given
instance I of the min-max CPCPMT-MD. Due to
B = 6λ and Lemma 1, we have cost(Sj ) ≤ 6λ for
each Sj obtained in Step 2(d). According to Step 1,
each edge that joins a vertex to its nearest depot in
D must have a weight not greater than λ in Step 4.
Hence, cost(P) ≤ 7λ, which completes the proof.
|Sj | = d

Similarly to Section 5, from Lemma 7 and Algorithm 4, we can obtain a (7+²)-approximation for any
² > 0, by binary search. Thus, the following theorem
is established.
Theorem 7. For any ² > 0, there exists a polynomial
time (7+²)-approximation algorithm for the min-max
CPCPMT-MD.

Proc. 16th Computing: The Australasian Theory Symposium (CATS 2010), Brisbane, Australia

6.3

Approximation Algorithm for the Minmax CPCPST-MD

For the min-max CPCPST-MD, we develop as follows a bi-criteria approximation algorithm. For any
² > 0, it achieves a bi-criteria performance ratio of
(5 + ², 2), which, as a weaker notion of approximation guarantees, implies that the path cover returned
has total edge and vertex weight not greater than
(5 + ²)opt(I), and has the total number of paths contained not greater than 2k.
Algorithm 5 (CPCPST-MD).
Input: Instance I = (G, D, J, w, h, k, Q) and λ ≥ 0
Output: “λ is too small” or a path set P.
1. If there exists v ∈ J such that mind∈D w(v, d) >
λ, then return “λ is too small”.
2. For each connected component Gj (λ) of the subgraph (J, E(λ)), where E(λ) denote the subset of
edges in G with edge weight less than or equal to
λ, and 1 ≤ j ≤ m(λ), do the following:
(a) Find a minimum spanning tree Tj∗ of Gj (λ),
and construct a tour, denoted by Cj0 , in
Gj (λ) by doubling each edge of Tj∗ , finding
an Euclidian cycle, and short-cutting any
duplications of vertices in the cycle.
(b) Revise Algorithm 1 to split Cj0 into a
set Sj of segments, where the Step 3(b)
of Algorithm 1 is revised to find the
last vertex vπ(t) such that the segment
w0 (vπ(t−1)+1 , . . . , vπ(t) ) has total revised
edge weight less than or equal to B =
4λ, and contains at most Q customers,
i.e., w0 (vπ(t−1)+1 , . . . , vπ(t) ) ≤ B and
|J(vπ(t−1)+1 , . . . , vπ(t) )| ≤ Q.
Pm(λ)
3. If j=1 |Sj | > 2k, returns “λ is too small”.
4. For each segment in Sj , and for 1 ≤ j ≤ m(λ),
connect any endpoint of it to the nearest depot
in D, which forms a set P of paths. Return P.
By following an argument similarly to the proof of
Lemma 7, we can prove Lemma 8 for the correctness
of Algorithm 5.
Lemma 8. If Algorithm 5 returns “λ is too small”,
then λ < opt(I); otherwise Algorithm 5 returns a path
cover P with cost(P) ≤ 5λ and |P| ≤ 2k.
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Abstract
A graph 𝐺 is an 𝛼 angle crossing (𝛼AC) graph if every
pair of crossing edges in 𝐺 intersect at an angle of at
least 𝛼. The concept of right angle crossing (RAC)
graphs (𝛼 = 𝜋/2) was recently introduced by Didimo
et al. [7]. It was shown that any RAC graph with
𝑛 vertices has at most 4𝑛 − 10 edges and that there
are inﬁnitely many values of 𝑛 for which there exists
a RAC graph with 𝑛 vertices and 4𝑛 − 10 edges. In
this paper, we give upper and lower bounds for the
number of edges in 𝛼AC graphs for all 0 < 𝛼 < 𝜋/2.
1

Introduction

The problem of making good graph drawings of relational data sets is a fundamental problem and has
been studied extensively, see the books [5; 12; 14; 16].
One measure of a graph drawing algorithm’s quality is
the number of edge crossings it draws [8; 13; 14; 15].
While some graphs cannot be drawn without edge
crossings, some graphs can. These are called planar
graphs. According to this metric, “good” algorithms
draw graphs with as few edge crossings as possible.
This intuition has some scientiﬁc validity: experiments by Purchase et al. [17; 18; 20] have shown that
performance of humans in path tracing tasks is negatively correlated to the number of edge crossings and
to the number of bends in the drawing.
However, recently Huang et al. [9; 10; 11] showed,
through eye-tracking experiments, that crossings that
occur at angles of greater than 70∘ have very little effect on humans’ abilities to interpret graphs. Therefore, graph drawings with crossing are not bad, as
long as the crossings occur with large angles between
them. This motivated Didimo et al. [7] to introduce
the so-called right angle crossing (RAC) graphs. A
graph 𝐺 is a RAC graph if any two crossing segments
are orthogonal with each other.
In this paper we generalize the concept to 𝛼 angle
crossing (𝛼AC) graphs. A graph 𝐺 is an 𝛼AC graph if
every pair of crossing edges in 𝐺 intersect at an angle
of at least 𝛼. Clearly, 𝛼AC graphs are more general
than planar graphs and RAC graphs, but how much
more so? One measure of generality is the maximum
number of edges such a graph can represent. Euler’s
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Formula implies that a planar graph with 𝑛 vertices
has at most 3𝑛 − 6 edges. How many edges can an
𝛼AC graph have?
1.1

Previous Work

Didimo et al. studied 𝜋/2-angle crossing graphs,
called right angle crossing (RAC) graphs, and showed
that any RAC graph with 𝑛 vertices has at most
4𝑛 − 10 edges and that there exist inﬁnitely many
values of 𝑛 for which there exists a RAC graph with
𝑛 vertices and 4𝑛 − 10 edges. Recently, Angelini et
al. [4] considered some special cases for drawing RAC
graphs, for example, acyclic planar RAC digraphs and
upward RAC digraphs. They showed that there exist
acyclic planar digraphs not admitting any straightline upward RAC drawing and that the corresponding decision problem is NP-hard. They also gave a
construction of digraphs whose straight-line upward
RAC drawings require exponential area.
For 𝛼 > 𝜋/3, an 𝛼AC graph has no three edges
that mutually intersect since, otherwise, one of the
pairs of edges must intersect at an angle that is at
most 𝜋/3. Geometric graphs with no three pairwise
crossing edges are known as quasiplanar graphs [3].
Ackerman and Tardos [2, Theorem 5] have shown
that any quasiplanar graph on 𝑛 vertices has at most
6.5𝑛 − 20 edges.
For 𝛼 > 𝜋/4, an 𝛼AC graph has no four pairwise
crossing edges. Ackerman [1] has shown that any such
graph has at most 36𝑛 − 72 edges. It remains an open
problem whether, for any 𝑘 ≥ 5, a graph with no 𝑘pairwise crossing edges has a linear number of edges.
The best known upper bound of 𝑂(𝑛 log 𝑛) on the
number of edges in such a graph is due to Valtr [19,
Theorem 3].
1.2

New Results

The current paper gives upper and lower bounds on
the number of edges in 𝛼AC graphs. In Section 2
we show that, for any 0 < 𝛼 < 𝜋/2, the maximum number of edges in an 𝛼AC graph is at most
(𝜋/𝛼)(3𝑛 − 6). In Section 3, we give constructions
that essentially match this upper bound when 𝛼 =
𝜋/𝑘 − 𝜖, for 𝑘 = 2, 3, 4, 6 and any 𝜖 > 0. Finally,
in Section 4 we use a charging argument similar to
the one used by Ackerman and Tardos [2] to prove
that, for 2𝜋/5 < 𝛼 < 𝜋/2, the number of edges in an
𝛼AC graph is bounded by 6𝑛 − 12.
2

A Uniform Upper Bound

In this section, we give an upper bound of (𝜋/𝛼)(3𝑛−
6) on the number of edges in an 𝛼AC graph. This upper bound captures the intuition that an 𝛼AC graph
can be viewed as the union of 𝜋/𝛼 planar graphs.
The only trouble with this intuition is that 𝜋/𝛼 is
19
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(a)

(b)

(c)

Figure 1: The lower bound constructions in the proofs of Theorem 2 and Theorem 4.
not necessarily an integer so we have a problem of
determining the number of edges in a fraction of a
planar graph.
Theorem 1 Let 𝐺 be an 𝛼AC graph with 𝑛 vertices, for some 0 < 𝛼 < 𝜋/2. Then 𝐺 has at most
(𝜋/𝛼)(3𝑛 − 6) edges.
Proof. Deﬁne the direction of an edge 𝑥𝑦 whose lower
endpoint is 𝑥 (in the case of a horizontal edge, take
𝑥 as the left endpoint) as the angle ∕ 𝑤𝑥𝑦 where 𝑤 =
𝑥 + (1, 0). The direction of an edge 𝑥𝑦 is therefore a
real number in the interval [0, 𝜋). Now, take a random
rotation 𝐺′ of 𝐺 and partition the edges of 𝐺′ into
groups 𝐺1 , . . . , 𝐺𝑟 where 𝑟 = ⌈𝜋/𝛼⌉, and 𝐺𝑖 , 1 ≤ 𝑖 ≤
𝑟, contains all edges of 𝐺′ whose direction is in the
interval [𝛼(𝑖 − 1), 𝛼𝑖).
Note that no two edges of 𝐺𝑖 cross each other,
so each 𝐺𝑖 is a planar graph that, by Euler’s Formula, has at most 3𝑛 − 6 edges. Furthermore, since
𝐺′ is a random rotation, the expected number of
edges in 𝐺𝑟 is (𝜋 mod 𝛼)/𝜋 ⋅ ∣𝐸(𝐺)∣. In particular,
there must exist some rotation 𝐺′ of 𝐺 such that
∣𝐸(𝐺′ )∣ ≤ (𝜋 mod 𝛼)/𝜋 ⋅ ∣𝐸(𝐺)∣. Therefore,
𝐸(𝐺) ≤ ⌊𝜋/𝛼⌋(3𝑛 − 6) + (𝜋 mod 𝛼)/𝜋 ⋅ ∣𝐸(𝐺)∣ . (1)

grid point (𝑖, 𝑗) and the remaining points evenly
spread out with an inter point distance of 𝜖/𝑐(𝑚 − 1).
Otherwise, if (𝑖 + 𝑗) mod 2 = 1 then the vertices,
1
𝑠1𝑖,𝑗 , . . . , 𝑠𝑚
𝑖,𝑗 , in 𝑆𝑖,𝑗 lie on a line with slope −1 with 𝑠𝑖,𝑗
at (𝑖 + 𝜖/2𝑐, 𝑗 − 𝜖/2𝑐) and the remaining points evenly
spread out with an inter point distance of 𝜖/𝑐(𝑚 − 1),
as shown in Figure 1(b).
A vertex 𝑠𝑘𝑖,𝑗 in 𝑆𝑖,𝑗 is connected to the vertices
𝑘
𝑠𝑖−2,𝑗 , 𝑠𝑘𝑖+2,𝑗 , 𝑠𝑘𝑖,𝑗−2 and 𝑠𝑘𝑖−2,𝑗+2 , if they exist. It is
𝑘+1
′
also connected to the vertices 𝑠𝑘−1
𝑖′ ,𝑗 ′ and 𝑠𝑖′ ,𝑗 ′ , for 𝑖 =
′
′
′
𝑖 − 1, 𝑖 = 𝑖 + 1, 𝑗 = 𝑗 − 1 and 𝑗 = 𝑗 + 1, if they exist.
It is easy to verify that choosing 𝑐 large enough will
guarantee that the angle between any pair of crossing
edges is at least 𝜋/2 − 𝜖.
It remains to count the number of edges. Note
that the degree of every vertex 𝑠𝑘𝑖,𝑗 is 12 if 1 < 𝑘 < 𝑚
√
and 3 ≤ 𝑖, 𝑗 ≤ 𝑛/𝑚 − 2. The total number of such
vertices is:
√
√
( 𝑛/𝑚 − 4)2 ⋅ (𝑚 − 2) = 𝑛 − 𝑂(𝑛/𝑚 + 𝑛𝑚).
Since 𝑚 = 𝑛1/3 the total degree is 12𝑛 − 𝑂(𝑛2/3 )
which immediately gives the bound stated in the theorem.

Rearranging (1) yields
∣𝐸(𝐺)∣ ≤

⌊𝜋/𝛼⌋(3𝑛 − 6)
= (𝜋/𝛼)(3𝑛 − 6) ,
1 − (𝜋 mod 𝛼)/𝜋

as required.
3

Proof. The construction is based on the hexagonal
lattice as illustrated in Figure 2. The proof is similar
to the proof of Theorem 2.

Lower Bounds

Theorem 2 For any 𝜖 > 0, there exist (𝜋/2 − 𝜖)𝐴𝐶
graphs that have 𝑛 vertices and 6𝑛 − 𝑂(𝑛2/3 ) edges.
Proof. Let 𝑚 = 𝑛1/3 be√a positive integer and asinteger. The
sume for simplicity that 𝑛/𝑚
√ is an √
construction is based on the 𝑛/𝑚 × 𝑛/𝑚 square
grid and is illustrated in Figure 1(a)–(b). At each
grid point (𝑖, 𝑗) place a group, denoted 𝑆𝑖,𝑗 , of 𝑚 vertices. The diameter of a group is at most 𝜖/𝑐, where
𝑐 is a large constant.
√
√
Let (0, 0) and ( 𝑛/𝑚, 𝑛/𝑚) be the bottom left
grid point and the top right grid point, respectively.
Consider a group 𝑆𝑖,𝑗 of 𝑚 vertices at grid point (𝑖, 𝑗).
If (𝑖 + 𝑗) mod 2 = 0 then the vertices, 𝑠1𝑖,𝑗 , . . . , 𝑠𝑚
𝑖,𝑗 ,
1
in 𝑆𝑖,𝑗 lie on a line with slope −1 with 𝑠𝑖,𝑗 at the
20

Theorem 3 For any 𝜖 > 0, there exist (𝜋/3 − 𝜖)𝐴𝐶
graphs that have 𝑛 vertices and 9𝑛 − 𝑜(𝑛) edges.

Theorem 4 For any 𝜖 > 0, there exist (𝜋/4 − 𝜖)𝐴𝐶
graphs that have 𝑛 vertices and 12𝑛 − 𝑜(𝑛) edges.
Proof. The construction is based on the square lattice as illustrated in Figure 1(c). The proof is similar
to the proof of Theorem 2.
Theorem 5 For any 𝜖 > 0, there exist (𝜋/6 − 𝜖)𝐴𝐶
graphs that have 𝑛 vertices and 18𝑛 − 𝑜(𝑛) edges.
Proof. The construction is based on the hexagonal
lattice as illustrated in Figure 2. The proof is similar
to the proof of Theorem 2.
Open Problem Can the lower bounds in this section be generalized to a general bound?
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(a)

(b)

Figure 2: The lower bound construction in the proof of Theorem 3.
4

Charging Arguments

In this section we derive upper bounds using charging arguments similar to those used by Ackerman and
Tardos [2] and Ackerman [1]. Let 𝐺 be an 𝛼AC graph.
We denote by 𝐺′ the planar graph obtained by introducing a vertex at each point in which a pair of edges
in 𝐺 crosses (thereby subdividing) two edges of 𝐺.
For a face 𝑓 of 𝐺′ , we denote by ∣𝑓 ∣ the number
of steps taken while traversing the boundary of 𝑓 in
counterclockwise order so that, if we walk along an
edge twice during the traversal, then it contributes
twice to ∣𝑓 ∣. Let 𝑣(𝑓 ) denote the number of steps of
this traversal during which a vertex of 𝐺 (as opposed
to a vertex introduced in 𝐺′ ) is encountered. For each
face 𝑓 of 𝐺′ deﬁne the initial charge of 𝑓 as
ch(𝑓 ) = ∣𝑓 ∣ + 𝑣(𝑓 ) − 4 .
Ackerman and Tardos show, using two applications
of Euler’s formula, that
∑
ch(𝑓 ) = 4𝑛 − 8 .
𝑓 ∈𝐺′

We call a face 𝑓 of 𝐺′ a 𝑘-shape if 𝑣(𝑓 ) = 𝑘 and 𝑓
is a shape. For example, a 2-pentagon is a face of 𝐺′
with ∣𝑓 ∣ = 5 and 𝑣(𝑓 ) = 2.
As a warm-up, and introduction to charging arguments, we oﬀer an alternate proof to the upper bound
presented by Didimo et al. in [7].
Theorem 6 A RAC graph with 𝑛 ≥ 4 vertices has
at most 4𝑛 − 10 edges.
Proof. Let 𝐺 be a maximal RAC graph on 𝑛 vertices, and deﬁne 𝐺′ and ch as above. We claim that,
for every face 𝑓 of 𝐺′ , ch(𝑓 ) ≥ 𝑣(𝑓 )/2. To see this,
observe that the claim is certainly true if ∣𝑓 ∣ ≥ 4. On
the other hand, if ∣𝑓 ∣ = 3 then, by the RAC property,
𝑣(𝑓 ) ≥ 2, so it is also true in this case. Therefore,
∑
∑
ch(𝑓 ) ≥
𝑣(𝑓 )/2 =
4𝑛 − 8 =
𝑓 ∈𝐺′

=

∑

𝑓 ∈𝐺′

deg(𝑣)/2 = ∣𝐸(𝐺)∣ ,

𝑣∈𝐺

which proves that 𝐸(𝐺) ≤ 4𝑛 − 8.
To improve the above bound, observe that, since
𝐺 is maximal all vertices on the outer face, 𝑓 , of 𝐺′

are vertices of 𝐺. If ∣𝑓 ∣ ≥ 4 then ch(𝑓 ) ≥ 𝑣(𝑓 )/2 + 2,
so in this case, proceeding as above, we have
4𝑛 − 8 − 2 ≥ ∣𝐸(𝐺)∣
and we are done. Otherwise, the outer face of 𝐺′
is a 3-triangle and ch(𝑓 ) = 𝑣(𝑓 )/2 + 1/2. Consider
the internal faces of 𝐺′ incident to the three edges
of 𝑓 . Because 𝐺 is maximal, and 𝑛 ≥ 4, there must
be three such faces and each of these three faces, 𝑓 ′ ,
has 𝑣(𝑓 ′ ) ≥ 2. Furthermore, at most one of these
faces is a 2-triangle.1 S A straightforward case analysis
shows that the other two faces must have ch(𝑓 ′ ) ≥
𝑣(𝑓 ′ )/2 + 1/2, with equality if and only if 𝑓 ′ is a 3triangle. Therefore, we have
4𝑛 − 8 − 3/2 ≥ ∣𝐸(𝐺)∣
which, implies that ∣𝐸(𝐺)∣ ≤ 4𝑛 − 10 since ∣𝐸(𝐺)∣ is
an integer.
Next, we prove an upper bound for 𝛼 > 2𝜋/5 that
improves on the 6.5𝑛 − 20 upper bound that follows
from Ackerman and Tardos’ bound on quasiplanar
graphs.
Theorem 7 Let 𝐺 be an 𝛼AC graph with 𝑛 vertices,
for 𝛼 > 2𝜋/5. Then 𝐺 has at most 6𝑛 − 12 edges.
Proof. We will redistribute the charge in the graph
𝐺′ to obtain a new charge ch′ such that ch′ (𝑓 ) ≥
𝑣(𝑓 )/3 for every face 𝑓 of 𝐺. In this way, we get
∑
4𝑛 − 8 =
ch(𝑓 )
𝑓 ∈𝐺′

=

∑

ch′ (𝑓 )

𝑓 ∈𝐺′

≥

∑

𝑣(𝑓 )/3

𝑓 ∈𝐺′

=

∑

deg(𝑣)/3

𝑣∈𝐺

= 2∣𝐸(𝐺)∣/3 ,
which we rewrite to get ∣𝐸(𝐺)∣ ≤ 6𝑛 − 12.
The charge ch′ (𝑓 ) is obtained as follows. Let 𝑓 be
any 1-triangle of 𝐺′ . (Note that ch(𝑓 ) = 0.) That
1
This is proven by a simple geometric argument that shows for
any triangle 𝑓 , two right-angle triangles that are interior to 𝑓 and
each share an edge with 𝑓 must overlap.
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Figure 3: Pentagrams lead to 0 pentagons with negative charge.
is, 𝑓 is a triangle formed by two edges 𝑒1 and 𝑒2 that
meet at a vertex 𝑥 of 𝐺 and an edge 𝑒 that crosses
𝑒1 and 𝑒2 . Imagine walking along the bisector of 𝑒1
and 𝑒2 (starting in the interior of 𝑓 ) until reaching a
face 𝑓 ′ such that 𝑓 ′ is not a 0-quadrilateral. To see
why such an 𝑓 ′ exists, observe that if we encounter
nothing but 0-quadrilaterals we will eventually reach
a face that contains an endpoint of 𝑒1 or 𝑒2 and is
therefore not a 0-quadrilateral.
Adjust the charges at 𝑓 and 𝑓 ′ by subtracting 1/3
from ch(𝑓 ′ ) and adding 1/3 to ch(𝑓 ). It is helpful to
think of the charge as leaving 𝑓 ′ through the last edge
𝑒′ traversed in the walk. Note that neither endpoint
of 𝑒′ is a vertex of 𝐺. This implies that for a face 𝑓 ′ ,
the amount of charge that leaves 𝑓 ′ is at most
{ ′
∣𝑓 ∣
if 𝑣(𝑓 ′ ) = 0
′
ℓ(𝑓 ) ≤
(2)
′
′
∣𝑓 ∣ − 𝑣(𝑓 ) − 1 otherwise.
Let ch′ be the charge obtained after performing this
redistribution of charge for every 1-triangle 𝑓 . We
claim that ch′ (𝑓 ) ≥ 𝑣(𝑓 )/3. To see this, we need only
run through a few cases that can be veriﬁed using (2)
and the following observations:
1. If ∣𝑓 ∣ ≥ 6, then ℓ(𝑓 ) ≤ ∣𝑓 ∣/3, so ch′ (𝑓 ) ≥ 𝑣(𝑓 ) ≥
𝑣(𝑓 )/3.
2. If ∣𝑓 ∣ = 5, then 𝑣(𝑓 ) ≥ 1 since, otherwise, 𝑓 has
two edges on its boundary that cross at an angle
of less than or equal to 2𝜋/5.
3. If ∣𝑓 ∣ = 4, and 𝑓 is a 0-quadrilateral then ℓ(𝑓 ) =
0, by construction.

Figure 4: Pentagrams can have 0 extra charge at their
vertices and 0 extra charge at the vertices of a pentagon.

Figure 5: The Ackerman-Tardos proof cannot even
prove a bound of 6𝑛 for crossing angles of 𝜋/2 − 𝜖.
We also tried to follow the Ackerman-Tardos proof
more closely. Namely, we distribute the charge so
that ch′ (𝑓 ) ≥ 𝑣(𝑓 )/5 and then prove that there is
leftover charge at the faces around each vertex. For
this to give a bound of 6𝑛 we would need the extra
charge at each vertex to be 8/5. Unfortunately, the
limiting case in Ackerman-Tardos is 7/5 and this is
realizable even with crossing angles arbitrarily close
to 𝜋/2. (See Figure 5.)
Finally, we can take a more global approach. Discharging rules deﬁne a directed graph among the faces
(and possibly vertices) of 𝐺′ . An edge 𝑎𝑏 indicates
that a charge of 𝑥 travels from 𝑎 to 𝑏, for some number 𝑥 (𝑥 = 1/3 in our argument). The graph has to
respect some ﬂow rules. For example, in Theorem 7
we have

4. If ∣𝑓 ∣ = 3, and 𝑓 is a 1-triangle then ch′ (𝑓 ) = 1/3,
by construction.

outdeg(𝑎) − indeg(𝑎) ≤ 3(∣𝑓 ∣ + 2𝑣(𝑓 )/3 − 4) ,

5. If ∣𝑓 ∣ = 3 then 𝑣(𝑓 ) ≥ 1 since, otherwise, 𝑓 has
two edges on its boundary that cross at an angle
less of at most 𝜋/3 < 2𝜋/5.

where indeg and outdeg denote the in and out degree.
The goal would be to deﬁne discharging paths recursively and then show that the recursion terminates
(i.e. that the resulting graph is acyclic) and that the
ﬂow rule is satisﬁed.

This completes the proof.
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Notes

Theorem 7 appears to be true even for 𝛼 > 𝜋/3, but
we have not been able to prove it. The problem occurs
because 0-pentagons can ﬁnish with a charge of −2/3
or −1/3. (See Figure 3.)
A proof could maybe look for extra charge near
the vertices of the pentagram that created this pentagon, but it is easy to make gadgets so that the faces
surrounding those vertices have no extra charge. Another option is to look for extra charge near the vertices of the pentagon itself. Again, it is not too hard
to to make them have no extra charge. (See Figure 4.)
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Abstract
We investigate the relationship between the directional and the undirectional complexity of read-once
Boolean formulas on the randomized decision tree
model. It was known that there is a read-once
Boolean formula such that an optimal randomized algorithm to evaluate it is not directional. This was first
pointed out by Saks and Wigderson (1986) and an
explicit construction of such a formula was given by
Vereshchagin (1998). We conduct a systematic search
for a certain class of functions and provide an explicit
construction of a read-once Boolean formula f on n
variables such that the cost of the optimal directional
randomized decision tree for f is Ω(nα ) and the cost
of the optimal randomized undirectional decision tree
for f is O(nβ ) with α−β > 0.0101. This is the largest
known gap so far.
Keywords: Computational Complexity, Randomized
Decision Tree, Read-Once Formula, Directional Algorithm
1

Introduction and Results

Boolean decision tree is one of the most simple models
to compute Boolean functions. In this model, a basic
operation is evaluating an input variable and the algorithm branches according to the observed value. The
deterministic decision tree complexity of a Boolean
function f , denoted by D(f ), is the number of variables examined by the most efficient decision tree for
f on the worst case input to that tree.
A randomized Boolean decision tree is a probability distribution on the deterministic decision trees
that computes f . The randomized decision tree complexity for a Boolean function f , denoted by R(f ),
is the maximum (over all input settings) average (according to the distribution) number of variables evaluated in the optimal distribution. Both models of
decision trees have been studied extensively in many
contexts (see e.g., a good survey by Buhrman and de
Wolf (2002)).
In this paper, we investigate the randomized decision tree complexity for read-once functions. Recall that a Boolean function is called read-once if it
can be represented by a Boolean formula consisting
of AND/OR gates of unbounded fan-in in which each
input variable appears exactly once. It is folklore that
D(f ) = n for every read-once function on n variables.

This work is partially supported by Grant-in-Aid for Scientific
Research (C) 21500005.
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An outstanding open question is to give a lower bound
on the minimum of R(f ) over all read-once Boolean
functions. It is³ conjectured
that R(f ) = Ω(nα )
√ ´
where α = log2 1+4 33 = 0.753 · · · for every readonce Boolean function n variables (Saks &Wigderson
(1986)). The current best lower bound is R(f ) =
Ω(n0.51 ) due to Heiman & Wigderson (1991). It was
also shown that R(f ) = Ω(n/2d ) for every function f
that can be computed by a depth-d read-once threshold formula by Heiman et al. (1993).
In general, the problem for estimating the randomized decision tree complexity for a given Boolean function is a very difficult task. A natural intermediate
step is to investigate a restricted class of algorithms.
In this work, we focus on the restriction called directional, which was first introduced by Saks &Wigderson (1986). An algorithm is directional if it reads a
variable in a sub-formula, then it has to evaluate the
sub-formula completely before reading another variable that appears in a different sub-formula. For the
read-once function of complete binary AND/OR tree,
Saks &Wigderson (1986) showed that the randomα
ized decision
³ √tree´ complexity R(f ) is Θ(n ) where
1+ 33
, and the optimal algorithm is diα = log2
4
rectional. On the other hand, it is also known that
there is a read-once function such that a directional
algorithm is not optimal for evaluating it. This was
first pointed out by Saks &Wigderson (1986) without
giving an example of such a formula.
In order to discuss the directional algorithms,
there is a point that should be clarified. Consider a
formula f = f1 ∧f2 ∧f3 ∧f4 using an AND gate of fanin four, a directional algorithm for evaluating f can
evaluate fi ’s in any order. On the other hand, if we
represent f by (f1 ∧ f2 ) ∧ (f3 ∧ f4 ), then a directional
algorithm cannot evaluate in the order, say, f1 , f3 ,
f2 , f4 . These two cases are distinguished by whether
we allow a consecutive use of AND gates or OR gates
in a formula to represent a Boolean function. The
first case, in which we don’t allow a consecutive use
of AND gates (OR gates, resp.), is referred as the
alternating setting, and the other case is referred as
the non-restricted setting. In the alternating setting,
we restrict to formulas in which the AND and OR
gates appear alternately. Note that the class of directional algorithms in the alternating setting is wider
than that in the non-restricted setting.
Vereshchagin (1998) first provided an explicit construction of a read-once formula on n variables that
has the gap Ω(n0.0058 ) between the randomized decision tree complexity and the cost of the optimal
directional algorithm in the alternating setting, and
also remarked that the exponent can be improved to
0.0077. As pointed out by Vereshchagin (1998), if the
largest gap is not significantly greater than this, then
we can restrict ourselves with directional algorithms
25
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for computing read-once functions being sure that our
loss is very small. This would be nice since the optimal directional algorithm is easy to find (see Saks
&Wigderson (1986) or Vereshchagin (1998)).
Motivated by this, we investigate the relationship
between the directional and unrestricted complexity
for read-once functions more extensively. In particular, we conduct a systematic search for a certain
class of formulas to see the merit of using undirectional algorithms. As a result, we give an explicit
construction of a formula on n variables that has the
gap Ω(n0.0101 ) in the alternating setting and the one
that has the gap Ω(n0.0110 ) in the non-restricted setting. Our construction is essentially the recursion of a
certain depth-two formula of the form “AND of ORs”.
We also discuss the limit of such a CNF based construction. These are the main contributions of this
work and are described in Section 3.
Before closing this section, we describe some related work. For non read-once functions, one of the
most well studied functions is the recursive majorityof-three function. The directional algorithm is not
optimal for this function (Saks &Wigderson (1986),
see also Jayram, Kumar & Sivakumar (2003)). The
deterministic decision tree complexity is Θ(3h ), the
directional complexity is Θ((8/3)h ), and the randomized decision tree complexity is between Ω((7/3)h )
and o((2.655 · · ·)h ) = o((8/3)h ), where h is the number of recursions. The last lower bound was recently
shown by Jayram, Kumar & Sivakumar (2003). In
recent years, the problem on the query complexity
in the quantum setting and its relation to the classical setting have also extensively studied (see e.g.,
Barnum & Saks (2004), Reichardt & Špalek (2008),
Reichardt (2009a,b) and the references therein).
2

Decision Trees

Let X = {x1 , . . . , xn } be a set of Boolean variables,
and f be a Boolean function on X. A deterministic
decision tree is a rooted ordered binary tree T . Each
internal node of T is labeled with a variable xi ∈ X,
and each leaf is labeled with a value 0 or 1. For every
internal node, one of the two outgoing edge is labeled
by 0 and the other is labeled by 1. When an input
x ∈ {0, 1}n is given, a path from the root to a leaf in T
is specified in a natural way. The output T (x) for this
input is the value on the reached leaf. The depth of a
decision tree is the number of edges in a longest path
from the root to a leaf. The decision tree complexity
of f , denoted by D(f ), is the smallest depth among
all decision trees that compute f , i,e, T (x) = f (x) for
every input x.
A randomized decision tree is a distribution on
the deterministic decision trees that compute f . The
complexity is measured by averaging. The randomized decision tree complexity, denoted by R(f ), is the
maximum (over all input settings) average (according
to the distribution) number of variables evaluated in
the optimal distribution.
Example 1 Let MAJ3 denote the majority function
on 3 variables x1 , x2 and x3 . It is obvious that
D(f ) = 3 since for every two variables there is an
assignment to these variables such that the output is
undetermined. We will explain that R(f ) ≤ 8/3. Let
µ be a uniform distribution over the six ways of ordering of {x1 , x2 , x3 } to evaluate. When an input is
(x1 , x2 , x3 ) = (0, 0, 0) or (1, 1, 1), then we only need
two queries in any ordering. For any other input,
we need to evaluate the third variable if and only
if the results of the first two queries are different,
which is occurred with probability 2/3. So the cost
26

for such an input is 1/3 · 2 + 2/3 · 3 = 8/3. This implies R(f ) ≤ max{2, 8/3} = 8/3. Note that in fact
R(f ) = 8/3.
¤
3

Gap between Directional and Undirectional

In this section, we investigate the relationship between the directional and the undirectional complexity for a certain class of read-once functions.
A randomized directional algorithm A for evaluating f = f1 ∧ · · · ∧ fk (or f = f1 ∨ · · · ∨ fk ) is
specified by a set of randomized directional algorithms A1 , . . . , Ak for evaluating f1 , . . . , fk , respectively, and a probability distribution on the set of
permutations of 1, . . . , k. A is performed by selecting a permutation σ of 1, . . . , k according to this distribution and evaluating f1 , . . . , fk in σ order using
A1 , . . . , Ak until the value of f is known. For example, for f = (f1 ∧ f2 ) ∨ (f3 ∧ f4 ), a directional
algorithm cannot evaluate sub-functions in the order, say, f1 , f3 , f2 , f4 . Let d(f ) denote the minimum expected number of variables tested on a worst
case input over all randomized directional algorithms.
Similarly, let d0 (f ) (d1 (f ), respectively) denote the
analogous quantity when the input x is restricted so
that f (x) = 0 (f (x) = 1, respectively). Note that
d(f ) = max{d0 (f ), d1 (f )} (Saks &Wigderson (1986,
Lemma 3.1)). If we only use AND and OR gates of
fan-in two, then the complexity of the best directional
algorithm is completely determined.
Theorem 2 (Saks &Wigderson (1986)) For any
read-once formula f with AND/OR gates of fan-in
two, the cost of the optimal directional algorithm is
given by the following:

if f is a single variable,

 1,
d0 (g) + d0 (h),
if f = g ∨ h,
d0 (f ) =

 Ψ(d0 (g), d0 (h), d1 (g), d1 (h)),
if f = g ∧ h,

if f is a single variable,

 1,
d1 (g) + d1 (h),
if f = g ∧ h,
d1 (f ) =
Ψ(d
(g),
d
(h),
d
(g),
d
(h)),

1
1
0
0

if f = g ∨ h,
where
½

a0 a1 + b0 b1 + a1 b1
Ψ(a0 , b0 , a1 , b1 ) = max a0 , b0 ,
a1 + b1

¾
.
¤

As noted by Saks &Wigderson (1986), this can
naturally be extended to the unbounded fan-in case.
If f = f1 ∨ · · · ∨ fk , then d0 (f ) = d0 (f1 ) + · · · + d0 (fk ),
and if f = f1 ∧ · · · ∧ fk , then d1 (f ) = d1 (f1 ) + · · · +
d1 (fk ). However, the expression of d1 (f ) for f =
f1 ∨ · · · ∨ fk and that of d0 (f ) for f = f1 ∧ · · · ∧ fk
is not so simple. So we only describe the following
lemma, which is sufficient for our purpose. Here and
hereafter [k] denotes the set {1, . . . , k} for a positive
integer k.
V
Lemma 3 Suppose that f = i∈[k] fi for a positive
integer k. If there is an index i ∈ [k] such that for
every j ∈ [k]\{i},
X
d0 (fi ) ≥ d0 (fj ) +
d1 (f` )
`∈[k]\{j}

holds, then d0 (f ) = d0 (fi ).
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Proof. We show here the proof of the case k = 3.
The proofs of another cases are similar. Let f =
f1 ∧ f2 ∧ f3 . Without loss of generality, we assume
that d0 (f1 ) ≥ d0 (f2 ) + d1 (f1 ) + d1 (f3 ) and d0 (f1 ) ≥
d0 (f3 ) + d1 (f1 ) + d1 (f2 ).
A directional algorithm A for evaluating f is specified by the probability distribution on the set of permutations on {1, 2, 3} that represents the order of
subfuntions evaluated by A. For three distinct integers k1 , k2 , k3 ∈ {1, 2, 3}, let pk1 k2 k3 denote the probability that the order of functions evaluated by A is
fk1 , fk2 and fk3 . An easy calculation shows that d0 (f )
is given by


d (f ) + (p213 + p231 + p321 )d1 (f2 )


 0 1 +(p



+
p
+
p
)d
(f
),
231
312
321 1 3


min max
p0 s






d0 (f2 ) + (p123 + p132 + p312 )d1 (f1 )
+(p132 + p312 + p321 )d1 (f3 ),
d0 (f3 ) + (p123 + p132 + p213 )d1 (f1 )
+(p123 + p213 + p231 )d1 (f2 )






(1)

where the minimization is over p∗ ’s such that the
sum of them is equal to 1. If we put p213 = p231 =
p312 = p321 = 0, which means that A first evaluates
f1 , then we have d0 (f ) ≤ d0 (f1 ). Since it is trivial
that d0 (f ) ≥ d0 (f1 ) by Eq. (1), we can conclude that
d0 (f ) = d0 (f1 ). This completes the proof.
¤
In this work, we choose the class of depth-two formulas of the form “AND of ORs” as a building block
of our construction.
Definition 4 Let k be a positive integer and V =
(v1 , . . . , vk ) be a sequence of k integers such that v1 ≤
· · · ≤ vk . Let fV denote a read-once function on the
variable set {xi,j | i ∈W[k], j ∈ [vi ]} defined as fV :=
V
j∈[vi ] xi,j . For a sequence V ,
i∈[k] fi , where fi :=
∗
V denotes the largest integer among all integers in
V , and ||V || denotes the sum of all integers in V ,
Pk
i.e., ||V || := i=1 vi and it is equal to the number of
variables in fV .
As to the construction by Vereshchagin (1998) we
use a trick that the directional complexity of (f1 ∧
f2 ) ∧ f3 may be different from that of f1 ∧ (f2 ∧ f3 ).
A function that has a big discrepancy seems to be
good for our purpose. Some more precisely,
want
´
³ weworst
d(fV
)
a depth-two formula fV such that log||V ||
R(fV )
is large, where d(fVworst ) denotes the largest value of
the directional complexity d(fVT ) among all AND/OR
formula fVT consisting only of gates of fan-in two that
computes fV . Through an experimental computation
using a computer, we found that every good candidate
has a common property.
Definition 5 A sequence V = (v1 , . . . , vk ) with v1 ≤
· · · ≤ vk is said to be good if vk is odd, vk−1 = vk2−1
and d(fV ) = d0 (fV ) = d1 (V ) = V ∗ .
¤
Example 6 A sequence V = (1, 3, 7) is good. Below we verify this as an illustrative example. Let
ORu denote the OR of u variables. It is easy to
see that the optimal directional algorithm for ORu
is to evaluate variables in a random order until the
value 1 is found, and so we have d0 (ORu ) = u and
d1 (ORu ) = (u + 1)/2. Since d1 (fV ) = d1 (OR1 ∧
OR3 ∧OR7 ) = d1 (OR1 )+d1 (OR3 )+d1 (OR7 ), we have
d1 (fV ) = 1 + 2 + 4 = 7. By Eq. (1) and d0 (OR7 ) = 7,
we have d0 (fV ) ≥ 7. By using Eq. (1) again with
p123 = 1 and p132 = p213 = p231 = p312 = p321 = 0,
we have d0 (fV ) ≤ 7, and hence d0 (fV ) = 7. This concludes that d(fV ) = d0 (fV ) = d1 (fV ) = 7 = V ∗ . On
the other hand, it is easy to calculate (by using Theorem 2) that d0 ((OR1 ∧OR7 )∧OR3 ) = 51/7 = 7.28 · · ·,
and d1 ((OR1 ∧ OR7 ) ∧ OR3 )) = 7.
¤

In the following, we fix the sequence V =
(11, 12, 12, 39, 79). Below we verify that this sequence
is also good.
Consider a directional algorithm to evaluate fV as
fV0 := (OR11 ∧OR12 ∧OR12 )∧(OR39 ∧OR79 ). We use
Eq. (1) with a uniform distribution (i.e., p∗ = 1/6)
to show that
d0 (OR11 ∧ OR12 ∧ OR12 )
≤ max{11 + 6.5, 12 + 6.25} = 18.25 < 19.
By Theorem 2, Lemma 3 and the facts that
d0 (ORu ) = u and d1 (ORu ) = (u + 1)/2, we have
d1 (OR11 ∧ OR12 ∧ OR12 ) = 6 +

13 13
+
= 19,
2
2

d0 (OR39 ∧ OR79 ) = 79,
d1 (OR39 ∧ OR79 ) = 20 + 40 = 60,
and hence by Theorem 2, we have
V ∗ = 79 ≤ d0 (fV ) ≤ d0 (fV0 ) = 79,
d1 (fV ) =

5
X
vi + 1
i=1

2

= 79.

This completes the proof for d(fV ) = d0 (fV ) =
d1 (fV ) = 79 = V ∗ .
Definition 7 For a Boolean function on n variables
and an integer k ≥ 0, let f (k) denote a Boolean function on nk variables defined as follows: f (0) is a single
variable and
f (k) = f (f (k−1) (x1 , . . . , xnk−1 ),
. . . , f (k−1) (xnk −nk−1 +1 , . . . , xnk )),
for k ≥ 1.
Below we give an explicit construction of a Boolean
function that has a large gap between the directional
complexity and the undirectional complexity.
Our function is the recursive function that uses the
following depth-four (AND-OR-AND-OR) formula as
a building block. Let
f = ((f1 ∧ f2 ∧ f3 ∧ f5 ) ∨ z) ∧ f4 ,
W
where fi = j∈[vi ] xi,j . Recall that we put V =
(11, 12, 12, 39, 79), and so f has ||V || + 1 = 154 input
variables. Note that the construction by Vereshchagin (1998) is the recursive function that uses a certain
formula of depth 6 as its building block.
Theorem 8 Let f (k) be a Boolean function defined
as above, and let N be the total number of input variables in f (k) . Then d(f (k) )/R(f (k) ) = Ω(N 0.0101 ).
Proof. We first show that R(f (k) ) = O(80k ). Since
R(f (k) ) ≤ R(f )k , it is sufficient to show that R(f ) ≤
80. This can easily be verified by considering the following algorithm evaluating f : Evaluate first z. The
worst case is z = 0. In this case, the remaining function is equivalent to fV . An undirectional algorithm
described above (in the proof of the goodness of V )
can evaluate this function with cost at most 79.
We now show the lower bound on d(f (k) ). Let
W
(k)
−→
fi denote the function j∈[vi ] f (k) (−
x→
i,j ), where xi,j
27
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represents the list of nk input variables for f (k) . SimV
(k)
ilarly, g (k) denotes i∈{1,2,3,5} fi , and h(k) denotes
(k)

g (k) ∨ f (k) . Note that f (k+1) = h(k) ∧ f4 . Recall
that every function is read-once.
Below we need the inequality d0 (f (k) ) ≥ d1 (f (k) ),
which can be verified by an induction on k. The base
case k = 0 is trivial since d0 (f (0) ) = d1 (f (0) ) = 1.
The induction step is verified from Eqs. (3) and (4)
743
by observing that 497256
6341 (∼ 78.4) > 10 (= 74.3) and
397
38927
6341 (∼ 6.14) > 80 (∼ 4.96).
(k)
It is easy to see that d0 (fi ) = vi d0 (f (k) ),
(k)
vi −1
d0 (f (k) ) + d1 (f (k) ).
d1 (fi ) =
Since
V (k)
P 2 (k)
d1 ( i fi ) = i d1 (fi ), we have
d1 (g (k) ) = 55d0 (f (k) ) + 4d1 (f (k) ).
For every j ∈ {1, 2, 3}, we have
X
(k)
(k)
d1 (f` )
d0 (fj ) +
`∈{1,2,3,5}\{j}

≤ 61.5d0 (f (k) ) + 3d1 (f (k) ).
Since d0 (f (k) ) ≥ d1 (f (k) ), the RHS of the above
inequality is at most 64.5d0 (f (k) ) < 79d0 (f (k) ) =
(k)
d0 (f5 ). Hence we can apply Lemma 3 with i = 5 to
get
d0 (g (k) ) = 79d0 (f (k) ).
By Theorem 2, we have
d0 (h(k) ) = d0 (g (k) ∨ f (k) )
= d0 (g (k) ) + d0 (f (k) ) = 80d0 (f (k) ),
n
d1 (h(k) ) =
d0 (g (k) )d1 (g (k) ) + d0 (f (k) )d1 (f (k) )
o n
o
+d0 (g (k) )d0 (f (k) ) / d0 (g (k) )+d0 (f (k) )

(k)

Here we use the facts d0 (g (k) ) ≤ d1 (g (k) ) + d0 (f4 )
(k)
(k)
and d0 (f4 ) ≤ d1 (f4 ) + d0 (g (k) ) to derive the first
equality, and use d0 (f (k) ) ≥ d1 (f (k) ) to derive the
second last inequality. We can conclude that


d0 (f (k+1) )


d1 (f (k+1) )



38927
497256
(k)
d
(f
)
0
6341
6341

 . (5)
≥ 
397
743
(k)
d
(f
)
1
10
80
Now we define d00 (k) and d01 (k) recursively as follows:
d00 (0) = d01 (0) = 1 and
Ã 0
!
d0 (k + 1)
d01 (k + 1)

= 

497256
6341

38927
6341

743
10

397
80

Ã


d00 (k)
d01 (k)

!
.

(6)

Obviously, d00 (k) and d01 (k) give the lower bounds on
d0 (f (k) ) and d1 (f (k) ), respectively. Since the eigenvalues of the matrix in Eq. (6) are γ1 = 84.1772 · · ·
and γ2 = −0.7955 · · ·, we have d0 (f (k) ) ≥ d00 (k) =
Θ(γ1k ), and d1 (f (k) ) ≥ d01 (k) = Θ(γ1k ), and hence
d(f (k) ) = Ω(γ1k ) = Ω(N log||V || (γ1 ) ) = Ω(N 0.88008··· ),
where N denotes the total number of input variables
of f (k) . On the other hand, we have shown that
R(f (k) ) = O(80k ) = O(N log||V || (80) ) = O(N 0.86997··· ).
This implies d(f (k) )/R(f (k) ) = Ω(N 0.0101 ), completing the proof of the theorem.
¤

It should be noted that our upper bound R(f (k) ) =
O(80k ) for f (k) is not far from optimal. We can show
553
317
that R(f (k) ) = Ω(79k ) since f (k) will be the OR of
d0 (f (k) ) +
d1 (f (k) ).
(2)
=
10
80
79k variables under a suitable partial restriction.
The choice of the sequence V is totally based on
Eq. (2) follows from the fact that the RHS of (2)
numerical
computation using a computer. Given any
is greater than max{d1 (g (k) ), d1 (f (k) )}. This holds
good sequence V , we can easily follow the proof of the
(k)
since d0 (f (k) ) ≥ d1 (f (k) ). Finally, we have
above theorem. The randomized complexity R(fV )
(k)
(k)
is O((V ∗ + 1)k ) for any good V . The computation of
d1 (f (k+1) ) = d1 (h(k) ∧ f4 ) = d1 (h(k) ) + d1 (f4 )
the matrix in Eq.(5) is just a routine work. In fact,
553
317
it is uniquely determined by only the values of k and
d0 (f (k) ) +
d0 (f (k) )
=
vk , i.e., the length of a sequence and the maximum
10
80
(k)
(k)
fan-in of OR gates. This makes the exhaustive search
+ 19d0 (f ) + d1 (f )
feasible. If we restrict ourselves to good sequences
743
397
(k)
(k)
then it is conceivable that there is no better sequence
d0 (f ) +
d1 (f ),
(3)
=
even if we consider a longer (or shorter) sequence or
10
80
a sequence including a larger integer.
d0 (f (k+1) )
For the non-restricted setting we choose the sen
(k)
(k)
quence V = (2, 8, 9, 23, 47). The building block is
=
d0 (h(k) )d1 (h(k) ) + d0 (f4 )d1 (f4 )
now a depth-three (AND-AND-OR) formula
o n
o
(k)
(k)
(k)
(k)
+d1 (h )d1 (f4 ) / d1 (g ) + d1 (f4 )
n 62157
f = (f1 ∧ f2 ∧ f3 ∧ f5 ) ∧ f4 ,
(7)
38927
d0 (f (k) )2 +
d0 (f (k) )d1 (f (k) )
=
W
10
80
where fi = j∈[vi ] xi,j . This is a read-once function
o n 743
o
317
397
d1 (f (k) )2 /
d0 (f (k) ) +
d1 (f (k) )
+
on ||V || = 89 variables.
80
10
80
It is easy to check that R(f ) ≤ 47 by considern 62157
38927
(k) 2
(k)
(k)
ing
an undirectional algorithm that evaluates f as
d0 (f ) +
d0 (f )d1 (f )
≥
((OR8 ∧ OR9 ) ∧ OR2 ) ∧ (OR31 ∧ OR47 ). Note that,
10
80
o n 6341
o
in fact, R(f ) = 47 since f contains OR47 as a sub317
d1 (f (k) )2 /
d0 (f (k) )
+
function. By an analogous argument to the proof of
80
80
Theorem 8, we have R(f (k) ) = O(47k ) and d(f (k) ) ≥
497256
38927
(k)
(k)
d0 (f ) +
d1 (f ).
(4)
>
Ω((49.3951 · · ·)k ).
This gives a slightly larger
6341
6341
28
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)/O(N 0.85776 ) =
gap d(f )/R(f ) = Ω(N
0.0110
Ω(N
).
It is interesting to see whether this exponent (∼
0.01) can significantly be improved by considering
a construction based on a formula generated by a
non-good sequence. Let f be a read-once Boolean
function that represented by a CNF formula. Let
d(f worst ) (d(f best ), resp.) be the largest (smallest, resp.) value of the directional complexity d(f T )
among all AND/OR formula f T consisting only of
gates of fan-in two that computes f .
As long as we follow the argument described in
the proof of Theorem 8, the best ³achievable´ exponent
d(f worst )
would be at most α = log||V || d(fVbest ) . By an
V
exhaustive search for k ≤ 5 and 1 ≤ v1 ≤ · · · ≤ vk ≤
100, we found that the sequence V = (1, 1, 5, 11) gives
the largest value α = 0.0167 · · ·. This is again a good
sequence. An easy computation shows d(fVbest ) = 11
and d(fVworst ) = d((((OR1 ∧ OR1 ) ∧ OR11 ) ∧ OR5 ) =
6
. This suggests that an approach based on the
11 + 11
recursive use of a depth-two formula would not yield
a significant improvement.
A final remark is on why we don’t use this sequence in our construction. If we use this sequence V = (1, 1, 5, 11) to define a building block
of the construction (instead of Eq. (7)), then the
matrix form
µ corresponding
¶ to Eq. (6) is calcu75/11 49/11
lated to
, and its largest eigen7
4
(k)

(k)

0.86882
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Abstract
In the String-to-String Correction problem we
are given two strings x and y and a positive integer k, and are asked whether it is possible to transform y into x with at most k single character deletions and adjacent character exchanges. We present
a first simple fixed-parameter algorithm for Stringto-String Correction that runs in O∗ (2k ). Moreover, we present a search tree algorithm that exhibits a novel technique of bookkeeping called charging, which leads to an improved algorithm whose running time is in O∗ (1.62k ).
1

Introduction

In computational biology, information retrieval, linguistics, and a variety of other application areas, efficient algorithms for string editing problems are in
high demand. One major type of string editing problems is what is called string sorting or string correction.
String sorting is needed, for example, in computational biology when determining the combinatorial genome rearrangement distance of two given
genomes (see [15] for a recent survey on algorithmic
approaches). Here, a given string (permutation) of
numbers is to be sorted in a minimum number of operations, which often include more complex operations
like substring inversions and adjacent block transpositions. The problem also finds application in text
mining, mainly because transpositions are common
typing errors (see [17] for a survey, and [5, 18] for
other relevant applications).
Although a lot of attention was given to string
sorting problems in the context of genome rearrangements, by far not all relevant models are studied or
sufficiently solved. While string sorting by inversions
(or reversals) only is solvable in polynomial time for
signed permutations [1, 12, 13], the problem is N Pcomplete for unsigned permutations [4] and cannot
be approximated within 1.0008 unless P = N P [3].
Approaches for solving this problem include an exact
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LP formulation [14] and a 1.375-approximation algorithm [2]. The classical complexity of sorting (unsigned) permutations by (adjacent block) transpositions is open. A 1.375-algorithm is the best known
solution [7]. Further, a 2-approximation algorithm is
known when sorting unsigned permutations by reversals and transpositions [11].
In this paper we study a variant of the string sorting problem where deletions and single character interchanges (a special case of adjacent block transpositions) are the allowed operations.
Before introducing the problem, we note that
string sorting can equivalently be viewed as the string
correction problem: given two strings, decide on the
number of operations necessary to transform the second string into the first. The string correction problem is solvable in polynomial time when the allowable
operations are (1) simple edits (i.e., single character
deletions, single character insertions, single character replacements, and adjacent character exchanges
[16]), (2) only single character deletions [19], and (3)
only adjacent character exchanges [16]. The problem
turns out to be N P-complete, however, when operations are restricted to single character deletions and
adjacent character exchanges [19]. It is this classical
variant that we study here.
String-to-String Correction [10]
Given: an alphabet Σ, two strings x, y ∈ Σ∗
Parameter: an integer k
Question: Is there a way to transform y into x by a
sequence of at most k edit operations, where such an
operation can be only a single character deletion or
an adjacent character exchange (also known as transposition or swap) within y?
We are not aware of any prior work on parameterized
or approximation algorithms for this specific problem.
Our Framework: Parameterized Complexity.
A parameterized problem P is a subset of Σ∗ × N,
where Σ is a fixed alphabet and N is the set of all
non-negative integers. Therefore, each instance of
the parameterized problem P is a pair (I, k), where
the second component k is called the parameter. The
language L(P ) is the set of all YES-instances of P .
We say that the parameterized problem P is fixedparameter tractable [6] if there is an algorithm that
decides whether an input (I, k) is a member of L(P )
in time f (k)|I|c , where c is a fixed constant and f (k) is
a function independent of the overall input length |I|.
We can also write O∗ (f (k)) for this run-time bound.
Notice that parameterized algorithms are particularly
useful when the parameter values are expected to be
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small. This can be generally assumed for problems
where the parameter can be seen as an error count,
as with typing errors in our particular problem.
Our Contributions.
Foremost, we present a fixed-parameter algorithm
running in time O∗ (1.62k ) for String-to-String
Correction. We also present a related F PT result (namely, an O∗ (2.4143k ) algorithm) for the similar string edit problem, namely for the problem variant where insertions, swaps and deletions are allowed
when transforming one string into another. In doing so, we introduce a novel paradigm called charging
that allows to improve on the estimates of the upperbounds of search tree sizes. Within our problem, we
know in certain situations that a symbol a must move
at least ℓ steps to the right by swapping operations.
We cannot perform these swaps right now, because it
could be better to first move some symbols further to
the right that are currently to the right of a. Therefore, we annotate a by replacing it with (a, ℓ). We call
this specific replacement operation charging. Since we
know that we have to perform these swaps later on,
we can reduce the parameter budget k already at this
stage by ℓ. We have not seen this specific technique
elsewhere and believe it can be useful for other string
problems, as well. We note that similar but much
simpler idea is the idea of bonus points introduced in
[8]. However, the parameter budget reductions in [8]
were due to later polynomial-time phases of the algorithm. Here, the charge is used up by reduction rules
that can trigger within each branching step.
The Presentation of the Paper.
The paper is structured as follows. Section 2 discusses some basic properties of String-to-String
Correction. In Section 3 we prove that the problem is fixed-parameter tractable showing an algorithm
with a running time O∗ (2k ). In Section 4 we describe
a refined fixed-parameter algorithm running in time
O∗ (1.62k ). We conclude the paper with several discussions and comments.
2

Basic Properties and Terminology

We observe that any instance of String-to-String
Correction with |x| > |y| is a NO-instance. Hence,
a feasible solution to a given instance gives an injective mapping M : {1, . . . , |x|} → {1, . . . , |y|} explaining which positions of x can be found where in string
y: Assuming x = x1 · · · xn and y = y1 . . . ym , where
n ≤ m and xi , yj ∈ Σ for all 1 ≤ i ≤ n, 1 ≤ j ≤ m, M
satisfies ∀1 ≤ i ≤ n : yM(i) = xi with M (i) 6= M (j)
for i 6= j.
We remark that it is sufficient to compute such a
mapping M corresponding to a feasible solution as,
once given the mapping, we can delete every character in y which was not mapped to by M from x.
Then, using the result in [16], we can solve Stringto-String Correction for x and the shortened y
for swaps only in polynomial time.
Let φ(y, a) give the index of the f irst occurrence of character a ∈ Σ in y. For |y| > 0, let
τ (y), the tail, denote the string obtained from y by
deleting its first character. Let σ(y, i) denote the
string obtained from y by swapping the two characters yi and yi+1 . Let δ(y, i) denote the string resulting from y by deleting character yi . Observe
that |σ(y, i)| = |y| and |δ(y, i)| = |y| − 1. A sequence ω = ω1 · · · ωk of edit operations yields the
transformed string ω(y) = ωk (. . . (ω1 (y)) . . . ). Then
clearly |y| ≥ |ω(y)| ≥ |y| − k.

32

3

A simple algorithm

The following preliminary lemmas allow us to process the string y of an input instance (x, y, k) in
a left-to-right manner, and to assume that a solution exists only if there is a solution M such that
M (1) = φ(y, x1 ) (i.e., the first symbol in x can be
matched with its first occurrence in y).
Lemma 1. Let x, y ∈ Σ∗ be an input of a
String-to-String Correction instance. Let J =
φ(y, x1 ). Then, in any optimum solution, the symbols
y1 . . . yJ−1 are either to be deleted or swapped to the
right, finally beyond the J th letter yJ .
Proof. Every symbol from the prefix y1 . . . yJ−1 must
disappear, since x1 must be the first symbol in the
transformed string resulting from y. There are two
ways to realize this: for each character y1 . . . yJ−1 ,
we either delete it from y or we swap it with the
adjacent character to its right. Swapping them to
the left, or keeping some of them without any swap
operation, does not lead to a solution since they all
disagree with x1 . So they must be moved to the right
of yJ (or further), and swapping them first to the left
and then to the right can be avoided in an optimum
solution.

Lemma 2. Let x, y ∈ Σ∗ be an input of String-toString Correction and let J = φ(y, x1 ). Then we
can assume that all deletion-operations on the symbols
y1 . . . yJ−1 can be performed before any operations involving the characters in substring yJ . . . ym .
Proof. Assume otherwise that a solution is obtained
by performing swap operations to the right of yJ
and moving new symbols to the left of yJ . Then
by Lemma 1, these symbols will have to be swapped
back, incurring an additional (unnecessary) cost.

Lemma 3. Let x, y ∈ Σ∗ be an input of Stringto-String Correction and let ω be an optimum
sequence of operations to transform y into ω(y) = x.
Then, there is no ωi = σ(y, j) with yj = yj+1 . (In
other words, consecutive identical symbols are never
swapped in an optimum solution.)
Proof. Assume there exists such an optimum sequence of operations ω ′ = ω1′ ω2′ . . . ωk′ with ω ′ (y) =
x and there exists an operation ωi′ in ω ′ such
that ωi′ = σ(y, j) with yj = yj+1 . For ω ′′ :=
′
′
ω1′ ω2′ . . . ωi−1
ωi+1
. . . ωk′ we have that ω ′′ (y) = x with
′′
|ω | < k, contradicting optimality of ω ′ .
Algorithm 1 A simple search tree algorithm for
String-to-String Correction: sS2S
Input: two strings x, y ∈ Σ∗ , an integer k
Output: TRUE if y can be transformed into x with
at most k edit operations; FALSE otherwise.
if |x| = 0 then
return (|y| ≤ k)
if φ(y, x1 ) = 1 then
return sS2S(τ (x), τ (y), k)
{Branch on φ(y, x1 ) − 1}
if sS2S(x, δ(y, φ(y, x1 ) − 1), k − 1) then
return TRUE
return sS2S(x, σ(y, φ(y, x1 ) − 1), k − 1)
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Proposition 1. Let x, y ∈ Σ be an input of
String-to-String Correction. If y can be transformed into x, then there is an optimum solution
yielding a mapping M with M (1) = φ(y, x1 ).
∗

Proof. Let J = φ(y, x1 ). If M ′ (1) 6= J in some optimum solution M ′ , then there is an i > 1 such that
M ′ (1) = i and i > J. It follows that all symbol to
the left of yi are either deleted or moved to the right
of yi (Lemma 1). If yJ is to be deleted, then deleting
yi and keeping yJ would give an alternative solution
whose cost is no larger than the cost corresponding
to M ′ . On the other hand, if yJ is moved to the right
of yi , then we would reach a point where two consecutive occurrences of the same symbol are swapped
(e.g., yJ and yi ), yielding a contradiction to M ′ being
a mapping for an optimal solution (Lemma 3).

Corollary 1. If the first symbols of x and y agree,
that is φ(y, x1 ) = 1, then the two instances (x, y, k)
and (τ (x), τ (y), k), of String-to-String Correction, are equivalent, that is (x, y, k) is a YESinstance for String-to-String Correction if and
only if (τ (x), τ (y), k) is a YES-instance for Stringto-String Correction.
The last proposition suggests the simple search-tree
algorithm sS2S (Algorithm 1). The correctness of this
algorithm follows by a simple induction using the previous lemmas and observations. This allows us to
conclude:
Proposition 2. String-to-String Correction
is fixed-parametertractable; more precisely, it can be
solved in time O∗ (2k ).
Finally, observe the following case where we can prune
the search tree: If φ(y, x1 ) > k+1, we can answer NO,
since it takes at least k operations to take care of the
prefix y1 . . . yφ(y,x1 ) (see Lemma 1).
4

Improving on search trees

We now describe an algorithm that is more complex
than Algorithm 1, but that yields a noticeable, improved running time. The improvement is mostly due
to a novel annotation scheme that is potentially useful
also for the analysis of other algorithms: by so-called
charging and uncharging of operations, we can reduce
the budget (the parameter k in this case) in certain
situations by charging characters with swap operations that can be later performed “for free,” as they
are prepaid.
Moreover, we will see that whenever we decide
to delete a (currently processed) character a at position I < φ(y, x1 ), we can also delete any occurrence
of symbol a at the positions before I. Recall that
the first character of x is matched to J = φ(y, x1 )
(cf. Proposition 1) and all characters to the left of
yJ must either be deleted or swapped to the right
(Lemma 1).
We annotate characters from y with elements in
{0, 1, 2, −} where a symbol (a, i), i ≥ 0, denotes an occurrence of character a ∈ Σ that has been determined
not to be deleted; instead this a is to be swapped at
least i times to the right. If i = −, then (a, i) is not to
be deleted and cannot be swapped to the right. Note
that the negative charge (i = −) is used to model the
mapping of the first occurrence of x1 within y.

We introduce the charging operation µ(y, j, i) that
replaces character yj at position j with the annotated
form (yj , i). Note that µ may also be used to change
the charge; in that case, (yj , ℓ) is replaced by (yj , i)
upon applying µ(y, j, i).
Note that from now on sequence y may be annotated, that is some characters can be charged. Further, also an annotated occurrence (a, i) of a in y will
be called an occurrence of a in y. We also say that y
contains a. When we only look for symbols a within
y, we speak of uncharged occurrences. If a ∈ Σ occurs
twice in a string x ∈ Σ∗ , we also say that the two
occurrences of a define a twin occurrence of a in x.
4.1

Reduction rules to handle annotations

We next introduce a number of reduction rules where
reduction rule i is applied if none of the preceding
reduction rules can be applied to the instance. These
reduction rules serve as preprocessing step of our recursive algorithm (Algorithm 2). We describe each
reduction rule assuming an original instance x, y, k
and a new instance x′ , y ′ , k ′ .
1. If a symbol a occurs more times in x than in y,
then answer NO.
2. If a symbol a occurs in y but not in x then x′ = x,
y ′ is obtained by deleting all ℓ occurrences of a
from y and k ′ = k − ℓ.

3. Let x1 = a and let J be the position of the (first)
occurrence of (a, −) in y. If a symbol b occurs
only once in y, namely at position j < J and if
it is still uncharged, then x′ = x, y ′ = µ(y, j, 0),
and k ′ = k.
4. If y contains the successive neighbours
(a, i)(b, −), where i ∈ {1, 2} and a 6= b, at
positions j and j + 1, then x′ = x, y ′ is obtained
by swapping the two characters and decreasing
a’s charge, that is by replacing yj with (b, −)
and yj+1 by (a, i − 1) and k ′ = k.
5. Let x1 = a and let J be the position of the (first)
occurrence of (a, −) in y. If y contains the successive neighbours (b, i)b, i 6= −, at positions j
and j + 1, j < J, then x′ = x, y ′ is obtained from
y by charging b’s occurrence at position j +1, i.e.,
y ′ = µ(y, j + 1, 0) and k ′ = k.
6. If x starts with aαb, a 6= b, where α is some string
not containing b, and y starts with β(b, 0)(a, i)
with i ∈ {0, −}, where β contains no a, then
x′ = x, y ′ = µ(y, |β| + 1, 1) and k ′ = k − 1.

7. If x1 = a and if j is the position of the first occurrence of character a in y with yj ∈ {(a, 1), (a, 2)},
then answer NO.
8. If x1 = y1 or y1 = (x1 , 0) or y1 = (x1 , −), then
x′ = τ (x), y ′ = τ (y) and k ′ = k.
9. If x1 = a, x2 = b, x3 = b, y1 equals (possibly
charged) character b, y2 = a and (y3 = b or y3 =
(b, 0)), then x′ = δ(x, 3), y ′ = δ(y, 3) and k ′ = k.
10. Let x1 = a and let J be the position of the first
occurrence of (a, −) in y. If yj = b and if yi =
(b, s) with j < i < J, then charge yj with 1, i.e.,
x′ = x, y ′ = µ(y, j, 1) and k ′ = k − 1.

11. If x1 = a and y contains (b, −) (before any kind
of a-occurrence) followed by character (a, −) as
a (not necessarily contiguous) subsequence where
a 6= b, then answer NO.
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Lemma 4. The reduction rules are sound.
Proof.

1. By problem definition.

2. Similarly.
3. Since b is unique in y, it is not to be deleted.
Further, at its current position, it should move
right.
4. Neither the annotated a nor b can be deleted
from y. (a, i) with i > 0 must swap right, (b, −)
should swap left or stay. Moreover, after the
swap the charge of a has to be decreased by 1.
5. This is a consequence of Lemma 3.
6. The (annotated) character y1 = (b, 0) is not to
be deleted, because it is charged with zero. Since
it cannot be matched with x1 , (b, 0) must swap
with the right, which is expressed by increasing
b’s charge.
7. Since character (a, i) is a’s first occurrence in
y it has to be matched with x1 . However, the
charge disallows this since the character is forced
to swap at least ones with a right neighbor character.
8. Since M (x1 ) = 1 and no charge of y1 forces y1 to
be swapped.
9. According to Proposition 1, M (1) = 2. Character y1 either must be deleted or swapped
with character y2 . In the first case, Reduction
Rule 8 would be applied afterwards twice, resulting into an instance consisting of x′′ = τ (τ (x)),
y ′′ = τ (τ (δ(y, 1))) and k ′′ = k − 1. Note
that deleting y1′ in instance (x′ , y ′ , k ′ ) results
into the same instance after reducing, namely
τ (x′ ) = τ (δ(x, 3)) = x′′ and τ (δ(y ′ , 1)) =
τ (δ(δ(y, 3), 1)) = y ′′ . In the case of swapping y1
and y2 we again can reduce to x′′ = τ (τ (τ (x))),
y ′′ = τ (τ (τ (σ(y, 1)))) and k ′′ = k. Also here,
deleting the third character in x and y first before swapping does not make a difference in the
resulting sequence.
10. Recall that every character in the prefix up to
the character before (a, −) in y has to be either deleted or swapped passed (a, −). Assume it
would be better to delete character b at position
j in y. But then it would be cheaper to delete b at
position i instead, since there is a smaller traveldistance to pass. Since b at position i is not to
be deleted, deleting yj yields a contradiction.
11. The (b, −) preceding (a, −) should not travel
right but at the same time is not to be deleted.
Thus (a, −) can never be transported to the y1 .
4.2

The search tree algorithm

The basic branching strategy of the more sophisticated branching algorithm S2S is inherited from
Alg. 1. Again, symbols that we branch on are either deleted or swapped to the right. The algorithm
is enriched with the concept of charging and extensively uses reduction rules as described before. Note
that whenever we try to branch on a symbol that
is already charged, we can safely ignore the branch
of the case when that symbol is to be deleted, since
we already decided earlier not to delete that symbol.
Details of the algorithm can be found in Alg. 2. The
correctness and run time are treated in the next subsection.
34

4.3

The correctness and run time of Algorithm S2S

To verify the correctness of Algorithm S2S (Alg. 2) we
first observe that J > 1 whenever we branch. The correctness of the reductions (lines 1–12) follows from the
soundness of the reduction rules, lemmas and propositions above. Note that, if no reduction applies, the
algorithm branches, distinguishing the cases J = 2
and J > 2. We next verify the correctness of the
different branching cases in the algorithm.
Lemma 5. Let x1 = a occur at position J in y. If
branching takes place at position J − 1, then yJ−1 is
uncharged (before branching).
Proof. Let x1 = a occur at position J in y. Due
to charging, we first turn it into (a, −), our general
situation that we encounter when we branch. This
is justified by Proposition 1. Consider branching at
J − 1. Assume that yJ−1 = (d, i) for some i > 0. Reduction Rule 4 then lets all positively charged symbols that are immediate left neighbours to a swap
places with a, this way decreasing J. Finally, either
J = 1 is reached, a case again handled by reduction,
or yJ−1 ∈ {(d, 0), d}. If yJ−1 = (d, 0), no branching
takes place (since reduction rule 6 and then reduction
rule 4 would trigger). In the second case, we actually
do branch.
Algorithm 2 A search tree algorithm for Stringto-String Correction: S2S
Input: Two strings x, y ∈ Σ∗ , an integer k.
Output: TRUE if y can be transformed into x with
at most k edit operations; FALSE otherwise.
if |x| = 0 then
return (|y| ≤ k)
Exhaustively perform the reduction rules.
J ← φ(y, x1 ) {determine the first occurrence of the
character x1 in y.}
if J > k + 1 then
return FALSE
if yJ = x1 then
{yJ is uncharged}
return S2S(x, µ(y, J, −), k) {minus-charge first
occurrence of x1 in y and recurse}
{yJ ∈ {(x1 , −), (x1 , 0)}}
if J = 2 then
if (y1 is not an occurrence of character x1 ) or
(positions 1 and 3 of y are a twin occurrence)
then
{Branch on y1 }
if S2S(x, δ(y, 1), k − 1) then
return TRUE
else
return S2S(x, µ(y, 1, 2), k − 2)
else
{Branch on y3 }
if S2S(x, δ(y, 3), k − 1) then
return TRUE
else
y ← µ(y, 1, 1); k ← k − 1
return S2S(x, µ(y, 3, 1), k − 1)
else
{J > 2; elimination phase of twin occurrences of
Σ in y1 . . . yJ−1 .
Please find the pseudocode for this case in
Alg. 3.}
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For the ease of notation, we will use in the following
the uncharging morphism h that maps d and (d, i) for
i ∈ {−, 0, 1, 2} onto d.
The case J = 2:
Let us first analyze the case J = 2, with the subcase
x1 = a, x2 = b, h(y1 ) = d and h(y2 ) = a. We can
depict this case by the array:


x
= a b ...
h(y) = d a . . . .
Note that y2 = (a, −) or y2 = (a, 0) due to Rule 7.
By reduction, y1 = d: Namely, if y1 = (d, 0), Reduction Rule 6 would turn y1 into (d, 1), since a 6= b. If
y1 = (d, i) for i = 1, 2, then Reduction Rule 4 would
swap y1 and y2 . If y1 = (d, −), Reduction Rule 11
would answer NO.
Consider the subcase that b 6= d. We branch on
J − 1 = 1 of type 2. Namely, when keeping d, d must
be swapped both over a and over the first occurrence
of b in y; this justifies the charge. This is therefore a
(1, 2)-branch.
Algorithm 3 The pseudocode for the case J > 2.
{J > 2; elimination phase of twin occurrences of Σ
in y1 . . . yJ−1 }
if y1 . . . yJ−1 contains a twin occurrence of some
(uncharged) e ∈ Σ then
Let R be the rightmost position in y1 . . . yJ with
yR = e.
{By RR 10, we know any other e in y1 . . . yR−1
is not charged. We branch on R:}
if S2S(x, µ(y, R, 1), k − 1) then
return TRUE
else
y ← delete all occurrences of e in y1 . . . yR from
y
{Assume t occurrences of e were deleted from
y in the line above}
return S2S(x, y, k − t)
else
{At this stage, if e ∈ Σ occurs at two positions
in y1 . . . yJ then at most e’s leftmost position is
not charged}
d ← yJ−1 {Then, by RR10, RR6 and RR4, d is
not charged.}
if there is another uncharged symbol c in
y1 . . . yJ−2 then
let I be c’s position in y
else if there exists character (c, 0) before position J in y then
Let I be the rightmost position with yI = (c, 0)
else
I←1
if the leftmost position of c in x precedes the
leftmost position of d in x or I = 1 then
if S2S(x, δ(y, J − 1), k − 1) then
return TRUE
else
if yI = (c, 0) or yI = c then
y ← µ(y, J − 2, 1); k ← k − 1
return S2S(x, µ(y, J − 1, 1), k − 1))
else
if S2S(x, δ(y, I), k − 1) then
return TRUE
else
return S2S(x, µ(y, I, 2), k − 2)
Consider the subcase x1 = a, x2 = b, x3 = c,
h(y1 ) = b, y2 = (a, −), h(y3 ) = b. (The case (a, 0) is
again treated similarly.) Pictorially, we consider:




x
= a b c ...
h(y) = b a b . . . .

Again, y1 = b. If c = b, Reduction Rule 9 would
apply. Hence, we assume c 6= b in what follows. In
the branch that keeps the first occurrence of b, i.e.,
turning it first into (b, 0), this is turned into (b, 1)
by Rule 6 and then swapped with (a, −) by Reduction Rule 4, finally reducing it to (b, 0) by cutting off
(a, −) using Rule 8. Again by reduction (Rule 10),
the second occurrence of b in h(y) is then turned into
(b, 0). Reduction Rule 8 will then delete the prefix
ab from x and the prefix (a, 0)(b, 0) from y. Finally,
the first symbol (b, 0) in y will be changed into (b, 1)
by reduction (see Rule 5), since c 6= b, justifying the
(1, 2)-branch.
Consider the subcase x1 = a, x2 = b, x3 = c,
h(y1 ) = b, y2 = (a, −), h(y3 ) = d. Assume d 6= b due
to the previous case. Pictorially, we consider:


x
= a b c ...
h(y) = b a d . . . .
Again, y1 = b. Possibly, d = c in the following
discussion.
There must be two occurrences of b in h(y), since
otherwise a reduction rule would apply (see Rule 3).
Consider the case that y3 is not deleted. (This also
applies to the case when y3 is already charged and
no branching takes place.) We argue that we have to
swap the first occurrence of b in y, i.e., y1 , at least
once to the right, justifying the according charge. If
we would delete y1 , we would have to swap the second
b in h(y) finally with the current y3 (possibly, more
swaps are necessary), leading to ≥ 2 edits. If we swap
y1 instead, we could arrive at the same situation by
deleting the second occurrence of b in y, but with no
more cost. Notice that there must be a yet uncharged
occurrence of b by Reduction Rule 3. This justifies the
additional swap, reflected by charging y1 .
Eliminating twin occurrences:
Consider now the elimination phase of twin occurrences in y1 . . . yJ−1 . Since we have decided that yJ
is converted to some (a, −), all symbols to the left
of (a, −) must be finally deleted or swapped to the
right. Assume there are two (or more) occurrences
of e in y1 . . . yJ−1 before the elimination phase, say,
yℓ = yr = e with ℓ < r. Consider the case when
exactly one of the e’s is deleted (and the other is
swapped beyond (a, −) = yJ ). To minimize the “distance” to (a, −), it is always no worse to delete yℓ
and swap yr than the other way round. Therefore, if
one occurrence of e is deleted, also all occurrences of
e to its left can be deleted. This is the reason why
the branching is correct. Since we only branch when
there is a twin occurrence of e, clearly, a (1, 2)-branch
is obtained, since in the case when the rightmost eoccurrence is not deleted, it can be charged with at
least one as it has to be swapped beyond (a, −). Moreover, by contraposition, if yℓ is swapped, yr should be
swapped, as well. This explains why the deterministic decision for charging e with zero is correct, once
we know that an occurrence of e to its left is charged.
Hence, after the elimination phase of twin occurrences, if e ∈ Σ occurs at two positions in h(y1 . . . yJ ),
then at most its leftmost position j might satisfy
yj = h(yj ).
The case J > 2:
Let c, d be the rightmost two uncharged symbols of
y1 . . . yJ−1 . Due to the twin elimination phase, they
are different (and also different from a = h(yJ )).
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Hence, both c and d must occur in x (otherwise,
Reduction Rule 2 would apply). As argued before,
yJ−1 = d. There are two subcases to be taken care
of: Either (1) x = aαcβd with no occurrence of c, d in
α and no occurrence of d in β, or (2) x = aαdβc with
no occurrence of c, d in α and no occurrence of c in β.
So, the case distinction is according to the question
whether c precedes d in x or vice versa.
In case (1), we branch at yJ−1 = d. We claim
that when d is not deleted, the (not necessarily immediately) preceding symbol c ∈ Σ at position I is
not deleted, either. Namely, if c was deleted, then
another occurrence of c must be swapped with d to
produce the sequence given in x, which does not have
a better correction cost than swapping c over (a, −)
(after swapping d) and possibly deleting another coccurrence. Due to the swapping, we can charge d and
c by one. The same discussion applies if yI = (c, 0).
In particular, the same charging is possible. We discuss the last possibility, when I = 1 is chosen. How
can yI get charged? If it is charged because of an earlier branch of this type, then clearly all symbols left to
some (f, −)-symbol chosen in that earlier branch have
been charged and will hence be swapped finally with
(f, −) with the help of the reduction rules. Therefore,
its charge will have been dropped to zero, in contrast
to our assumption that yI = y1 = (c, 1) was chosen.
So, this sort of fallback does never apply.
In case (2), we branch at yI . Assume first that
yI = c or yI = (c, 0). Due to the structure of x,
c = h(yI ) must be swapped at least twice to the
right when we decide to swap it. Hence, it is correct
to charge it with two if yI = c or yI = (c, 0). In the
case yI = (c, i) with i = 1, 2 we have i = 1, so that
the branching of case (1) was applied.
Via a straightforward analysis of the used branching vectors in Algorithm S2S (Alg. 2) we can conclude:
Theorem 1. Algorithm S2S (Alg. 2) solves Stringto-String Correction in time O∗ (1.6182k ).
5

Further Observations

Observe that the problem of turning a given string
y into another given string x by at most k swaps
or insertions of symbols can be seen as the problem of turning x into y by using at most k swaps
or deletions. Therefore, the swap-insertion string-tostring edit problem is also N P-hard and allows an
O∗ (1.6182k ) algorithm. By considering the possibility of matching the first symbol of y with a newly
inserted symbol (at the left end) of x as a first case,
we receive also FPT -results when allowing all three
operations.
Corollary 2. The string-to-string edit problem
can be solved in time O∗ (1.6182k ) when allowing
swaps and insertions, and it can be solved in time
O∗ (2.4143k ) when allowing swaps, insertions, and
deletions.
Proof. Let us first consider the case when swaps
and insertions are the allowed operations. Clearly,
|y| ≤ |x|. So, instead of solving the task of turning
y into x with swap and insertion operations, we try
to turn x into y with the help of at most k swaps
and deletes. As mentioned before, this gives us a
matching M : {1, . . . , |y|} → {1, . . . , |x|}. We can
interpret this mapping M as follows: (a) Compute
the cheapest sequence of transpositions (swaps) that
realizes the permutation of the string y indicated by
M ; this can be done in polynomial time by dynamic
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programming. Let y ′ be the resulting string. Clearly,
y ′ is a (non-contiguous) subsequence of x. (b) Insert
the missing |x|−|y| letters into y ′ to obtain x. Since a
similar procedure can be used to obtain an optimum
solution (with respect to the given M ) for the swapdelete edit problem (turning x into y) with needs the
same number of operations as the swap-insert edit
problem (turning y into x) described above, it is clear
that the number of operations that we need for the
original swap-insert edit problem is bounded by k,
since M was obtained with this bound.
Now consider the case when all three operations
are allowed. Clearly, the first symbol of x must be
found somehow in the variant of y we are going to
construct.
Claim. If the first symbol x1 of x is matched against
a symbol that is inserted into y, then it is, w.l.o.g.,
inserted at the left end of y.
Namely, assume x1 is inserted somewhere else in y,
say immediately to the left of symbol J. This means
that all symbols to the left of J should be deleted
in y, since it would be surely cheaper to first swap
those symbols to the right and then insert a symbol
compared to the other sequence of operations. But,
if all symbols to the left of J are deleted, then this
gives the same result as inserting x1 at the left end
of y and then deleting the following J − 1 symbols in
subsequent branches. Note that this possibility would
be automatically considered later in the recursion.
With the help of this claim, it is clear that we
could consider as a first possibility to insert x1 to
the left end of y. When we do not insert x1 at that
point, we would not insert x1 anywhere into y in order to match it against the first symbol of x, so that
we should match x1 against the first occurrence of
that symbol within y, say with yJ . The arguments
given for justifying the main algorithm of this paper
do now apply, showing that we reduce the parameter budget either by one (insertion case), or by one
(deletion case), or by two (swap case). The according
recursion that estimates the search tree size is therefore
T (k) ≤ 2T (k −1)+T (k −2),

T (0) = c0 ,

T (1) = c1
√ 2
2) =
for some
√ positive constants c0 ≤ c1 . Since
√ (1+
k
2(1 + 2) +
1,
we
can
set
T
(k)
=
(1
+
2)
,
c
=
1≤
0
√
c1 = 1 + 2, and the claim regarding the running
time follows.
Since we never used the fact that swaps and deletion operations cost the same, we can also use our
algorithm when costs are associated to the edit operations, yielding a running time that is no worse.
6

Conclusions

We presented the first fixed-parameter algorithm
solving String-to-String Correction parameterized by the number of permitted edit operations
(namely, single character deletions or swaps). A main
contribution of this paper can be seen as exhibiting
the technique of charging parts of a problem instance,
so that it is possible to already deduce the budget and
hence prove a better run time than a simpler O∗ (2k )algorithm. These kind of annotations should be useful
in other problems, in particular string problems.
Some parts of Algorithm S2S (Alg. 2) and its analysis are dependent on the alphabet size, which is unlimited in the problem formulation. However, it is
quite reasonable to assume a fixed upper bound on
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its size. For example, what about the restriction to
binary alphabets? Are faster algorithms available?
There are some obvious properties that we did not
make use of in our algorithm. For example, the total number of deletions is |y| − |x|, which could be
smaller than k. So if this number of deletions is already performed during the search, we can proceed
by performing swappings only. In this latter case, the
problem is solvable in polynomial time via dynamic
programming. If, on the other hand, the “swappings
budget” (i.e., k − (|y| − |x|) is consumed, then we
also proceed by a polynomial-time detection of symbols that are to be deleted. We believe that such an
either-or approach would lead to a faster algorithm
in practice. However, we know of no methodology
that would allow to include this in a mathematical
analysis of the search tree size; refer to [9] for a more
general discussion on the estimate of search tree sizes.
Moreover, by the fact that a swap can be replaced by
a pair of delete and insert operations, and since the
question whether x can be turned into y by using at
most 2k delete or insert operations can be solved in
polynomial time, a simple early-abort criterion can
be added to our search tree algorithm.
Let us conclude with a quotation from the survey by Navarro [17]: “Although transpositions are
of interest (especially in case of typing errors), there
are few algorithms to deal with them.” We hope the
present paper inspires renewed interest in this area.

[10] M. R. Garey and D. S. Johnson. Computers and
Intractability: A Guide to the Theory of NPCompleteness. W. H. Freeman, 1979.
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Gábor Erdélyi
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Abstract
We study the control complexity of fallback voting. Like
manipulation and bribery, electoral control describes ways
of changing the outcome of an election; unlike manipulation or bribery attempts, control actions—such as
adding/deleting/partitioning either candidates or voters—
modify the participative structure of an election. Computational complexity can be used to protect elections from
control attempts, i.e., proving an election system resistant
to some type of control shows that the success of the corresponding control action, though not impossible, is computationally prohibitive.
We show that fallback voting, an election system combining approval with majority voting (Brams & Sanver
2009), is resistant to each of the 14 common types of candidate control, and also to three types of voter control. The
only election systems previously known to be fully resistant to candidate control are plurality (Bartholdi III et al.
1992, Hemaspaandra et al. 2007) and sincere-strategy
preference-based approval voting (SP-AV) (Erdélyi et al.
2009). However, plurality has fewer resistances to voter
control than fallback voting, and SP-AV (as modified by
Erdélyi et al. (2009)) is arguably less natural a system than
fallback voting.
Keywords: Computational complexity, computational social choice, voting, electoral control.
1

Introduction

Voting is a way of aggregating individual preferences (or
votes) to achieve a societal consensus on which among
several alternatives (or candidates) to choose. This is
a central method of decision-making not only in human
societies but also in, e.g., multiagent systems where autonomous software agents may have differing individual
preferences on a given number of alternatives. Voting
has been studied intensely in areas as diverse as social
choice theory and political science, economics, operations
research, artificial intelligence, and other fields of computer science. Voting applications in computer science include the web-page ranking problem (Dwork et al. 2001),
similarity search (Fagin et al. 2003), planning (Ephrati
& Rosenschein 1993), and recommender systems (Ghosh
Supported in part by the DFG under grants RO 1202/11-1 and
RO 1202/12-1 (within the European Science Foundation’s EUROCORES program LogICCC: “Computational Foundations of Social
Choice”).

et al. 1999). For such applications, it is important to understand the computational properties of election systems.
Various ways of tampering with the outcome of elections have been studied from a complexity-theoretic
perspective, in particular the complexity of changing
an election’s outcome by manipulation (Bartholdi III
et al. 1989, Bartholdi III & Orlin 1991, Conitzer et al.
2007, Hemaspaandra & Hemaspaandra 2007, Faliszewski,
Hemaspaandra, Hemaspaandra & Rothe 2009c), control
(Bartholdi III et al. 1992, Hemaspaandra et al. 2007, Faliszewski, Hemaspaandra, Hemaspaandra & Rothe 2009a,
Hemaspaandra et al. 2009, Erdélyi et al. 2009, Faliszewski, Hemaspaandra, Hemaspaandra & Rothe 2009c),
and bribery (Faliszewski, Hemaspaandra & Hemaspaandra 2009, Faliszewski, Hemaspaandra, Hemaspaandra &
Rothe 2009a), see also the surveys by Faliszewski, Hemaspaandra, Hemaspaandra & Rothe (2009b) and Baumeister et al. (2009).
In control scenarios, an external actor—commonly referred to as the “chair”—seeks to either make a favorite
candidate win (constructive control) or block a despised
candidate’s victory (destructive control) via actions that
change the participative structure of the election. Such
actions include adding, deleting, and partitioning either
candidates or voters; the 22 commonly studied control actions, and their corresponding control problems, are described formally in Section 2.
We study the control complexity of fallback voting, an
election system introduced by Brams & Sanver (2009) as
a way of combining approval and preference-based voting. Brams & Sanver (2009) show that fallback voting
has a number of desirable social choice properties. For
example, it is monotonic (raising a candidate in the voters’ rankings or approving a previously disapproved candidates never hurts, yet can help him or her to win).
We prove that this system is resistant (i.e., the corresponding control problem is NP-hard) to each of the 14
common types of candidate control. In addition, we show
that fallback voting is resistant to three types of voter
control. The only election systems previously known
to be fully resistant to candidate control are plurality
(Bartholdi III et al. 1992, Hemaspaandra et al. 2007) and
sincere-strategy preference-based approval voting (SPAV) (Erdélyi et al. 2009), a variant of yet another voting
system proposed by Brams & Sanver (2006) to combine
approval and preference-based voting. However, plurality
has fewer resistances to voter control than fallback voting,
and SP-AV is arguably less natural a system than fallback
voting (see the discussion at the end of Section 2.2).
2 Preliminaries

Copyright c 2010, Australian Computer Society, Inc. This paper appeared at the 16th Computing Australasian Theory Symposium (CATS2010), Brisbane, Australia. Conferences in Research and Practice in Information Technology (CRPIT), Vol. 109, A. Potanin and A. Viglas, Ed.
Reproduction for academic, not-for profit purposes permitted provided
this text is included.

2.1 Elections and Electoral Control
An election is a pair (C,V ), where C is a finite set of
candidates and V is a collection of votes over C. How
the votes are represented depends on the election system used. Many systems (such as majority, Condorcet,
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and Copeland voting as well as the class of scoring protocols including plurality, veto, and Borda voting; see,
e.g., (Brams & Fishburn 2002)) represent the voters’ preferences as strict, linear orders over the candidates. In
approval voting (Brams & Fishburn 1978, 1983, Brams
1980), however, a vote over C is a so-called approval strategy, a subset of C containing all candidates approved of by
this voter, whereas he or she disapproves of all other candidates. As is standard, we assume that collections V of
votes over C are given as lists of ballots, i.e., if V contains,
say, five votes expressing the same preference (be it as a
linear order or as an approval strategy or both) then this
vote occurs five times in V .
An election system is a rule determining the winner(s)
of a given election (C,V ). For example, in plurality-rule
elections, the winners are precisely those candidates in C
who are ranked first place by the most voters. In (simple)
majority-rule elections, the winner is that candidate in C
(if one exists) who is ranked first place by a strict majority
of the votes (i.e., by more than kV k/2 voters). In approval
voting, every candidate scores one point for each approval
by a voter, and whoever has the most points wins.
All our control problems come in two variants: The
constructive case (Bartholdi III et al. 1992) focuses on the
chair seeking to make a favorite candidate win; the destructive case (Hemaspaandra et al. 2007) is concerned
with the chair seeking to make a despised candidate not
win. Due to space, we describe these control problems only very briefly. Detailed, formal problem descriptions, along with many motivating examples and scenarios
where these types of control naturally occur in real-world
elections, can be found, e.g., in (Bartholdi III et al. 1992,
Hemaspaandra et al. 2007, Faliszewski, Hemaspaandra,
Hemaspaandra & Rothe 2009a, Hemaspaandra et al. 2009,
Erdélyi et al. 2009, Baumeister et al. 2009). As an example, we state one such problem formally:
Name: Constructive Control by Adding a Limited Number of Candidates.
Given: An election (C ∪ D,V ), C ∩ D = 0,
/ a distinguished
candidate c ∈ C, and a nonnegative integer k. (C is the
set of originally qualified candidates and D is the set
of spoiler candidates that may be added.)
Question: Does there exist a subset D′ ⊆ D such that
kD′ k ≤ k and c is the unique winner (under the election system at hand) of election (C ∪ D′ ,V )?
Constructive Control by Adding an Unlimited Number
of Candidates is the same except there is no limit k on the
number of spoiler candidates that may be added. The destructive variants of both problems are obtained by asking
whether c is not a unique winner of (C ∪ D′ ,V ). The constructive control by deleting candidates problem is defined
analogously except that we are given an election (C,V ), a
candidate c ∈ C, and a deletion limit k, and ask whether
c can be made a unique winner by deleting up to k candidates from C. The destructive version of this problem is
the same except that we now want to preclude c from being a unique winner (and we are not allowed to delete c).
Constructive Control by Partition (or Run-Off Partition) of Candidates takes as input an election (C,V ) and a
candidate c ∈ C and asks whether c can be made a unique
winner in a certain two-stage election consisting of one (or
two) first-round subelection(s) and a final round. In both
variants, following Hemaspaandra et al. (2007), we consider two tie-handling rules, TP (“ties promote”) and TE
(“ties eliminate”), that enter into force when more candidates than one are tied for winner in any of the firstround subelections. In the variant with run-off and under
the TP rule, the question is whether C can be partitioned
into C1 and C2 such that c is the unique winner of election (W1 ∪ W2 ,V ), where Wi , i ∈ {1, 2}, is the set of winners of subelection (Ci ,V ). In the variant without run-off
(again under TP), the question is whether C can be partitioned into C1 and C2 such that c is the unique winner of
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election (W1 ∪ C2 ,V ). In both cases, when the TE rule is
used, none of multiple, tied first-round subelection winners is promoted to the final round (e.g., if we have a runoff and kW2 k ≥ 2 then the final-round election collapses
to (W1 ,V ); only a unique first-round subelection winner is
promoted to the final round). It is obvious how to obtain
the destructive variants of these eight problems formalizing control by candidate partition. Summing up, we now
have defined 14 candidate control problems.
Constructive Control by Adding Voters is the problem
of deciding, given an election (C,V ∪ V ′ ), V ∩ V ′ = 0,
/
where V is a collection of registered voters and V ′ a pool
of as yet unregistered voters that can be added, a candidate
c ∈ C, and an addition limit k, whether there is a subset
V ′′ ⊆ V ′ of size at most k such that c is the unique winner
of election (C,V ∪V ′′ ). Constructive Control by Deleting
Voters asks, given an election (C,V ), a candidate c ∈ C,
and a deletion limit k, whether it is possible to make c the
unique winner by deleting up to k votes from V . For the
TP rule, in Constructive Control by Partition of Voters the
question is, given an election (C,V ) and a candidate c ∈ C,
whether V can be partitioned into V1 and V2 such that c
is the unique winner of election (W1 ∪ W2 ,V ), where Wi ,
i ∈ {1, 2}, is the set of winners of subelection (C,Vi ). It
is obvious how this problem definition changes when the
TE rule is used, and also how the destructive variants of
these four voter control problems are obtained. Summing
up, we now have defined eight voter control problems and
thus a total of 22 control problems. These problems are
due to Bartholdi III et al. (1992) and Hemaspaandra et al.
(2007) (see also Faliszewski, Hemaspaandra, Hemaspaandra & Rothe (2009a)), and their complexity has been studied for a variety of election systems, with the goal of using
complexity as a barrier that makes attempts of changing
the outcome of an election via control, although not impossible, at least computationally prohibitive.
As mentioned earlier, each of the control problems defined above models a natural real-world scenario (see, e.g.,
(Bartholdi III et al. 1992, Hemaspaandra et al. 2007, Faliszewski, Hemaspaandra, Hemaspaandra & Rothe 2009a,
Hemaspaandra et al. 2009) for a comprehensive, detailed
discussion of why these scenarios are realistic and for
many concrete examples concerning political elections,
such as gerrymandering (i.e., deliberately modifying voting district boundaries) modeled as control by partition of
voters, disenfranchisement and other types of vote suppression modeled as control by deleting voters, “get-outthe-vote” drives modeled as control by adding voters,
etc.). Due to space, we omit presenting such examples
and dicussion here, except for one case: control by partition of candidates. In the Eurovision Song Contest, which
has been broadcast annually since 1956 on live television
in Europe and other parts of the world (e.g., in more than
130 countries in 2006), each participating country submits a song (that has previously been selected in a national
competition) and casts votes for the other countries’ songs.
The active member countries of the European Broadcasting Union (EBU) are eligible to participate in this competition. Since 2000, however, four EBU member countries have a privileged status because they are the four
biggest financial contributors to the EBU: France, Germany, Spain, and the United Kingdom—the “Big Four”—
are automatically qualified for the final round of the Eurovision Song Contest, whereas the other candidates have to
participate in the semi-finals first to determine who among
them enters the final round. Formalized as a Constructive
Control by Partition of Candidates instance, the participating countries are partitioned into C = C1 ∪ C2 , where C1
contains the semi-finalists and C2 contains the Big Four,
such that all winners of the semi-finals (as modeled by the
TP rule) move forward to the final round to run against the
Big Four.
Given a control type Φ, some election systems have
the advantageous property that it is never possible for the
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chair to reach his or her goal of exerting control of type Φ.
In such a case, the system is said to be immune to Φ; otherwise, the system is said to be susceptible to Φ. We say
an election system E is resistant to Φ if E is susceptible to
Φ and the control problem corresponding to Φ is NP-hard.
If, however, E is susceptible to Φ and the control problem
corresponding to Φ is in P, we say E is vulnerable to Φ.
2.2 Fallback Voting
Brams & Sanver (2006, 2009) proposed two hybrid systems that combine approval voting and systems based on
linear preferences. Erdélyi et al. (2009) studied the control complexity of SP-AV—sincere-strategy preferencebased approval voting, as they dubbed their variant of the
election system originally proposed by Brams & Sanver
(2006). SP-AV combines, in a certain sense, approval with
plurality voting. In this paper, we investigate the election
system FV—fallback voting (Brams & Sanver 2009)—
with respect to electoral control. FV can be thought of as
combining, in a certain sense, approval with majority voting. Unlike in SP-AV, in FV only the approved candidates
are ranked by a tie-free linear order.
Definition 2.1 (Brams & Sanver (2009)) Let (C,V ) be
an election. Every voter v ∈ V provides a subset Sv ⊆ C
indicating that v approves of all candidates in Sv and disapproves of all candidates in C − Sv . Sv is called v’s approval strategy. In addition, each voter v ∈ V provides a
tie-free linear ordering of all candidates in Sv .
If Sv = {c1 , c2 , . . . , ck } and v ranks the candidates in Sv
by c1 > c2 > · · · > ck , where c1 is v’s most preferred candidate, c2 is v’s second most preferred candidate, etc., and
ck is v’s least preferred candidate (among the candidates
v approves of), we denote the vote v by
c1 c2 · · · ck | C − S v ,
where the approved candidates to the left of the approval
line are ranked and the disapproved candidates in C − Sv
are written as an (unordered) set to the right of the approval line. For each c ∈ C, let
score(C,V ) (c) = k{v ∈ V | c ∈ Sv }k
denote the number of c’s approvals in (C,V ), and let
scorei(C,V ) (c) be the level i score of c in (C,V ), which is
the number of c’s approvals when ranked between the (inclusively) first and ith position. Winner determination in
FV is based on determining level i FV winners as follows:
1. On the first level, only the highest ranked approved
candidates are considered in each voters’ approval
strategy. If a candidate c ∈ C has a strict majority
on this level (i.e., score1(C,V ) (c) > kV k/2), then c is the
(unique) level 1 FV winner of the election.
2. On the second level, if there is no level 1 winner, the
two highest ranked approved candidates (if they exist) are considered in each voters’ approval strategy.
If there is exactly one candidate c ∈ C who has a strict
majority on this level (i.e., score2(C,V ) (c) > kV k/2),
then c is the (unique) level 2 FV winner of the election. If there are at least two such candidates, then
every candidate with the highest level 2 score is a
level 2 FV winner of the election.
3. If there is no level 1 or level 2 FV winner, we in this
way continue level by level until there is at least one
candidate who was approved by a strict majority on
the current level, say level i. If there is only one such
candidate, he or she is the (unique) level i FV winner
of the election. If there are at least two such candidates, then every candidate with the highest level i
score is a level i FV winner of the election.

4. For each c ∈ C, if c is a level i FV winner of (C,V )
for some (smallest) i ≤ kCk then c is said to be an FV
winner of (C,V ). Otherwise (i.e., if for no i ≤ kCk
there is a level i FV winner), every candidate with
the highest score(C,V ) (c) is an FV winner of (C,V ).
Note that if there exists a level 1 FV winner, he or she
is always the election’s unique FV winner.
As mentioned in the introduction, another hybrid system combining approval and preference-based voting was
also proposed by Brams & Sanver (2006). The reason
we said its variant SP-AV (as modified by Erdélyi et al.
(2009)) is less natural than fallback voting is that, in order to preserve “admissibility” of votes (i.e., 0/ 6= Sv 6= C
for each v ∈ V , as required by Brams & Sanver (2006)
to preclude trivial approval strategies), SP-AV employs an
additional rule to (re-)coerce admissibility (in particular,
if in the course of a control action an originally admissible vote becomes inadmissible). This critical point has
been discussed in detail by Baumeister et al. (2009). In a
nutshell, this rule, if applied, has the undesirable property
that it changes the approval strategies of the votes originally cast by moving the approval line by one position.
The effect of this rule is that SP-AV can be seen as a hybrid between approval and plurality voting, and it indeed
possesses each resistance either of these two systems has
(Erdélyi et al. 2009). In contrast, here we study the original variant of fallback voting, as proposed by Brams &
Sanver (2009), in which votes once cast do not change,
regardless of the control action taken. That is, we don’t
require votes to be admissible, i.e., both empty (Sv = 0)
/
and full (Sv = C) approval strategies are allowed.
3 Results
3.1 Overview
Theorem 3.1 and Table 1 show the results on the control
complexity of fallback voting.
Theorem 3.1 Fallback voting is resistant, vulnerable,
and susceptible to the 22 types of control defined in Section 2 as shown in Table 1.
3.2 Susceptibility
Among the 22 control types we consider, approval voting has nine immunities (Hemaspaandra et al. 2007), see
Table 1. Some of these immunities immediately follow
from the unique version of the Weak Axiom of Revealed
Preference (Unique-WARP, for short), which says that if a
candidate c is the unique winner of an election (C,V ) then
c is also the unique winner of each election (C′ ,V ) such
that C′ ⊂ C and c ∈ C′ (where, for convenience, we use
the same symbol V but view the preferences in V as being
restricted to the candidates in C′ ; this convention is also
adopted when we speak of subelections in the context of
candidate-control problems).
Unlike approval voting but just as SP-AV, fallback voting does not satisfy Unique-WARP.
Proposition 3.2 Fallback voting does not satisfy UniqueWARP.
Proof. Consider the election (C,V ) with candidate set
C = {a, b, c, d} and voter collection V = {v1 , v2 , . . . , v6 }:
(C,V )
v1 = v2 = v3 : a c
| {b, d}
v4 = v5 : b d c | {a}
v6 : d a c | {b}
There is no level 1 FV winner, and the unique level 2
FV winner of the election (C,V ) is candidate a with
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Control by
Adding an Unlimited Number of Candidates
Adding a Limited Number of Candidates
Deleting Candidates
Partition of Candidates
Run-off Partition of Candidates
Adding Voters
Deleting Voters
Partition of Voters

FV
Constructive
R
R
R
TE: R
TP: R
TE: R
TP: R
R
R
TE: R
TP: S

Destructive
R
R
R
TE: R
TP: R
TE: R
TP: R
V
V
TE: S
TP: S

SP-AV
Constructive
Destructive
R
R
R
R
R
R
TE: R
TE: R
TP: R
TP: R
TE: R
TE: R
TP: R
TP: R
R
V
R
V
TE: R
TE: V
TP: R
TP: R

AV
Constructive
I
I
V
TE: V
TP: I
TE: V
TP: I
R
R
TE: R
TP: R

Destructive
V
V
I
TE: I
TP: I
TE: I
TP: I
V
V
TE: V
TP: V

Table 1: Overview of results. Key: I means immune, S means susceptible, R means resistant, V means vulnerable, TE
means ties eliminate, and TP means ties promote. Results new to this paper are in boldface. Results for approval voting
are due to Hemaspaandra et al. (2007) and results for SP-AV are due to Erdélyi et al. (2009).
score2(C,V ) (a) = 4. By removing candidate b from the election, we get the subelection (C′ ,V ) with C′ = {a, c, d}.
(Recall that, after removing b, V is viewed as restricted
to C′ ; e.g., voter v4 in V is now changed to d c | {a} .)
There is again no level 1 FV winner in (C′ ,V ). However, there are two candidates on the second level with
a strict majority, namely candidates a and c. Since
score2(C′ ,V ) (c) = 5 is greater than score2(C′ ,V ) (a) = 4, the
unique level 2 FV winner of the subelection (C′ ,V ) is candidate c. Thus, FV does not satisfy Unique-WARP. ❑

candidate a. By partitioning the candidates as described
above, c becomes the unique FV winner of the election.
Thus, FV is susceptible to constructive control by partition of candidates (with or without run-off and for each in
both tie-handling models, TE and TP).
❑

Indeed, as we will now show, fallback voting is susceptible to each of our 22 control types. Our proofs make
use of the results of (Hemaspaandra et al. 2007), stated
there as Theorems 4.1, 4.2, and 4.3. These results provide
general proofs of and links between certain susceptibility
cases. We start with susceptibility to candidate control.

Proof.
Consider the election (C,V ), where C =
{a, b, c, d} is the set of candidates and V = {v1 , v2 , v3 , v4 }
is the collection of voters with the following preferences:

Lemma 3.3 Fallback voting is susceptible to constructive
and destructive control by adding candidates (in both the
“limited” and the “unlimited” case), by deleting candidates, and by partition of candidates (with or without runoff and for each in both model TE and model TP).
Proof. From Theorem 4.3 of (Hemaspaandra et al.
2007) and the fact that FV is a voiced voting system,1 it
follows that FV is susceptible to constructive control by
deleting candidates, and to destructive control by adding
candidates (in both the “limited” and the “unlimited”
case).2
Now, consider the election (C,V ) given in the proof
of Proposition 3.2. The unique FV winner of the election is candidate a. Partition C into C1 = {a, c, d} and
C2 = {b}. The unique FV winner of subelection (C1 ,V ) is
candidate c, as shown in the proof of Proposition 3.2. In
both partition and run-off partition of candidates and for
each in both tie-handling models, TE and TP, candidate
b runs against candidate c in the final stage of the election. The unique FV winner is in each case candidate c.
Thus, FV is susceptible to destructive control by partition
of candidates (with or without run-off and for each in both
model TE and model TP).
By Theorem 4.2 of (Hemaspaandra et al. 2007), FV is
also susceptible to destructive control by deleting candidates. By Theorem 4.1 of (Hemaspaandra et al. 2007), FV
is also susceptible to constructive control by adding candidates (in both the “limited” and the “unlimited” case).
Now, changing the roles of a and c makes c our distinguished candidate. In election (C,V ), c loses against
1
An election system is said to be voiced if the single candidate in any onecandidate election always wins.
2
Following Bartholdi III et al. (1992), Hemaspaandra et al. (2007) considered
only the case of control by adding a limited number of candidates—the “unlimited”
case was introduced only in (the conference precursors of) (Faliszewski, Hemaspaandra, Hemaspaandra & Rothe 2009a). However, it is easy to see that all results
about control by adding candidates stated in Theorems 4.1, 4.2, and 4.3 of (Hemaspaandra et al. 2007) hold true in both the limited and the unlimited case.
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We now turn to susceptibility to voter control.
Lemma 3.4 Fallback voting is susceptible to constructive and destructive control by adding voters, by deleting
voters, and by partition of voters (in both model TE and
model TP).

v1 :
v2 :
v3 :
v4 :

a
d
b
b

(C,V )
c | {b, d}
c | {a, b}
a c | {d}
a | {c, d}

We partition V into V1 = {v1 , v2 } and V2 = {v3 , v4 }. Thus
we split (C,V ) into two subelections:
v1 : a c
v2 : d c
v3 :
v4 :

(C,V1 )
| {b, d}
| {a, b}

and

(C,V2 )
b a c | {d}
b a | {c, d}

Clearly, candidate a is the unique level 2 FV winner
of (C,V ). However, c is the unique level 2 FV winner of
(C,V1 ) and b is the unique level 1 FV winner of (C,V2 ),
and so a is not promoted to the final stage. Thus, FV is
susceptible to destructive control by partition of voters in
both tie-handling models, TE and TP.
By Theorem 4.3 of (Hemaspaandra et al. 2007) and the
fact that FV is a voiced voting system, FV is susceptible
to destructive control by deleting voters. By Theorem 4.1
of (Hemaspaandra et al. 2007), FV is also susceptible to
constructive control by adding voters.
By changing the roles of a and c again, we can see that
FV is susceptible to constructive control by partition of
voters in both model TE and model TP. By Theorem 4.2
of (Hemaspaandra et al. 2007), FV is also susceptible to
constructive control by deleting voters. Finally, again by
Theorem 4.1 of (Hemaspaandra et al. 2007), FV is susceptible to destructive control by adding voters.
❑

3.3 Candidate Control
All resistance results in this section follow via Lemma 3.3,
showing susceptibility, and a reduction from the wellknown NP-complete problem Hitting Set (Garey & Johnson 1979), showing NP-hardness of the corresponding
control problem. Hitting Set is defined as follows:
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Name: Hitting Set.
Instance: A set B = {b1 , b2 , . . . , bm }, a collection S =
{S1 , S2 , . . . , Sn } of nonempty subsets Si ⊆ B, and a
positive integer k ≤ m.
Question: Does S have a hitting set of size at most k,
i.e., is there a set B′ ⊆ B with kB′ k ≤ k such that for
each i, Si ∩ B′ 6= 0?
/
We now show that fallback voting is resistant to all
types of constructive and destructive candidate control defined in Section 2. To this end, we present a general
construction that will be applied (in Theorems 3.7, 3.8,
and 3.9 below) to all these control scenarios except constructive control by deleting candidates (which will be
handled via a different construction in Theorem 3.10).
Construction 3.5 Let (B, S , k) be a given instance of
Hitting Set, where B = {b1 , b2 , . . . , bm } is a set, S =
{S1 , S2 , . . . , Sn } is a collection of nonempty subsets Si ⊆ B,
and k is a positive integer. Without loss of generality, we
may assume that n > 1 (since Hitting Set is trivally solvable for n ≤ 1) and that k < m (since B is always a hitting
set of size k if m = k when S contains only nonempty sets).
Define the election (C,V ), where C = B ∪ {c, d, w} is
the candidate set and where V consists of the following
6n(k + 1) + 4m + 11 voters:
1. There are 2m + 1 voters of the form:
c | B ∪ {d, w}.
2. There are 2n + 2k(n − 1) + 3 voters of the form:
c w | B ∪ {d}.
3. There are 2n(k + 1) + 5 voters of the form:

1. If S has a hitting set B′ of size k, then w is the unique
FV winner of election (B′ ∪ {c, d, w},V ).
2. Let D ⊆ B ∪ {d, w}. If c is not a unique FV winner of
election (D ∪ {c},V ), then there exists a set B′ ⊆ B
such that

(a) D = B′ ∪ {d, w},
(b) w is the unique level 2 FV winner of election
(B′ ∪ {c, d, w},V ), and
(c) B′ is a hitting set for S of size at most k.
Proof. For the first part, suppose that B′ is a hitting set
for S of size k. Then there is no level 1 FV winner in election (B′ ∪ {c, d, w},V ), and we have the following level 2
scores:
score2(B′ ∪{c,d,w},V ) (c) = 4n(k + 1) + 2(m − k) + 9,

score2(B′ ∪{c,d,w},V ) (d) = 2n(k + 1) + 2(m + k + 1),

score2(B′ ∪{c,d,w},V ) (w) = 4n(k + 1) + 2(m − k) + 10,

score2(B′ ∪{c,d,w},V ) (b j ) ≤ 2n(k + 1) + 2 for all b j ∈ B′ .
It follows that w is the unique level 2 FV winner of election (B′ ∪ {c, d, w},V ).
For the second part, let D ⊆ B ∪ {d, w}. Suppose c is
not a unique FV winner of election (D ∪ {c},V ).
(2a) Other than c, only w is approved by a strict majority
of voters and only w can tie or beat c by the number of approvals in (D ∪ {c},V ). Thus, since c is
not a unique FV winner of election (D ∪ {c},V ), w
is clearly in D. In (D ∪ {c},V), candidate w has no
level 1 strict majority, and candidate c has already on
level 2 a strict majority. Thus, w must tie or beat c on
level 2. For a contradiction, suppose d ∈
/ D. Then

w c | B ∪ {d}.

score2(D∪{c},V ) (c) ≥ 4n(k + 1) + 2m + 11.

4. For each i, 1 ≤ i ≤ n, there are 2(k + 1) voters of the
form:3
d Si c | (B − Si) ∪ {w}.

The overall score of w is

5. For each j, 1 ≤ j ≤ m, there are two voters of the
form:
d b j w | (B − {b j }) ∪ {c}.

which contradicts our assumption, that w ties or beats
c on level 2. Thus, D = B′ ∪ {d, w}, where B′ ⊆ B.

6. There are 2(k + 1) voters of the form:
d w c | B.

score(D∪{c},V ) (w) = 4n(k + 1) + 2m + 10,

(2b) This part follows immediately from part (2a).
(2c) Let ℓ be the number of sets in S not hit by B′ . We
have that
score2(B′ ∪{c,d,w},V ) (w)

It is easy to see that there is no level 1 FV winner
in election ({c, d, w},V ) and that we have the following
level 2 scores in this election:
score2({c,d,w},V ) (c) = 2(m − k) + 6n(k + 1) + 9,

score2({c,d,w},V ) (d) = 2n(k + 1) + 2(m + k + 1), and

= 4n(k + 1) + 10 + 2(m − kB′k),

score2(B′ ∪{c,d,w},V ) (c)

= 2(m − k) + 4n(k + 1) + 9 + 2(k + 1)ℓ.

From part (2a) we know that

score2({c,d,w},V ) (w) = 4n(k + 1) + 2m + 10.
Thus, c is the unique level 2 FV winner of ({c, d, w},V ).
The proofs of Theorems 3.7, 3.8, and 3.9 below will
make use of the following lemma.
Lemma 3.6 Consider the election (C,V ) constructed according to Construction 3.5 from a Hitting Set instance
(B, S , k).
3

As a notation, when a vote contains a set of approved candidates, such as
c D a | C − (D ∪ {a, c}) for a subset D ⊆ C of the candidates, this is a shorthand
for c d1 · · · dℓ a | C − (D ∪ {a, c}) , where the elements of D = {d1 , . . . ,dℓ } are
ranked with respect to a (tacitly assumed) fixed ordering of all candidates in C.

score2(B′ ∪{c,d,w},V ) (w) ≥ score2(B′ ∪{c,d,w},V ) (c),
so
4n(k + 1) + 10 + 2(m − kB′k)
≥ 2(m − k) + 4n(k + 1) + 9 + 2(k + 1)ℓ.
The above inequality implies
1>

1
≥ kB′ k − k + (k + 1)ℓ ≥ 0,
2

so kB′ k − k + (k + 1)ℓ = 0. Thus ℓ = 0, and it follows
that B′ is a hitting set for S of size at most k.
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This completes the proof of Lemma 3.6.

❑

Theorem 3.7 Fallback voting is resistant to constructive
and destructive control by adding candidates (both in the
limited and the unlimited version of the problem).
Proof.
Susceptibility holds by Lemma 3.3. NPhardness follows immediately from Lemma 3.6, via mapping the Hitting Set instance (B, S , k) to the instance
1. (({c, d, w} ∪ B,V ), w, k) of Constructive Control by
Adding a Limited Number of Candidates,
2. (({c, d, w} ∪ B,V ), c, k) of Destructive Control by
Adding a Limited Number of Candidates,
3. (({c, d, w} ∪ B,V ), w) of Constructive Control by
Adding an Unlimited Number of Candidates, and
4. (({c, d, w} ∪ B,V ), c) of Destructive Control by
Adding an Unlimited Number of Candidates.

the final stage (if there are any opponents at all) each are
candidates from B whose score is at most 2n(k + 1) + 2, w
is the only candidate in the final stage with a strict majority of approvals. Thus, w is the unique FV winner of the
resulting election.
From right to left: Suppose w can be made a unique
FV winner via any of our four control scenarios. Since
c is not an FV winner of the election, there is a subset
D ⊆ B ∪ {d, w} of candidates such that c is not a unique
FV winner of the election (D ∪ {c},V ). By Lemma 3.6,
there exists a hitting set for S of size at most k.
For the four destructive cases, we simply change the
roles of c and w in the above argument.
❑
Construction 3.5 does not work for constructive control by deleting candidates in fallback voting. By deleting
c the chair could make w a unique FV winner, regardless
of whether or not S has a hitting set of size k. The following theorem provides a different construction that shows
resistance in this case as well.

where in each case c, d, and w are the qualified candidates
and B is the set of spoiler candidates.
❑

Theorem 3.10 Fallback voting is resistant to constructive
control by deleting candidates.

Theorem 3.8 Fallback voting is resistant to destructive
control by deleting candidates.

Proof. Susceptibility holds by Lemma 3.3. To show
NP-hardness, let (B, S , k) be a Hitting Set instance with
B = {b1 , b2 , . . . , bm } a set, S = {S1 , S2 , . . . , Sn } a collection of nonempty subsets Si ⊆ B, and k ≤ m a positive
integer. Define the election (C,V ) with candidate set

Proof. Susceptibility holds by Lemma 3.3. To show
the problem NP-hard, let (C,V ) be the election resulting
from a Hitting Set instance (B, S , k) according to Construction 3.5, and let c be the distinguished candidate.
We claim that S has a hitting set of size at most k if
and only if c can be prevented from being a unique FV
winner by deleting at most m − k candidates.
From left to right: Suppose S has a hitting set B′ of
size k. Delete the m − k candidates B − B′ . Now, both
candidates c and w have a strict majority on level 2, but
score2({c,d,w}∪B′ ,V ) (c) = 4n(k + 1) + 2(m − k) + 9,

score2({c,d,w}∪B′ ,V ) (w) = 4n(k + 1) + 2(m − k) + 10,
so w is the unique level 2 FV winner of this election.
From right to left: Suppose that c can be prevented
from being a unique FV winner by deleting at most m −
k candidates. Let D′ ⊆ B ∪ {d, w} be the set of deleted
candidates (so c ∈
/ D′ ) and D = (C − D′ ) − {c}. It follows
immediately from Lemma 3.6 that D = B′ ∪ {d, w}, where
B′ is a hitting set for S of size at most k.
❑
Theorem 3.9 Fallback voting is resistant to constructive
and destructive control by partition of candidates and
by run-off partition of candidates (for each in both tiehandling models, TE and TP).
Proof. Susceptibility holds by Lemma 3.3, so it remains
to show NP-hardness. For the constructive cases, map the
given Hitting Set instance (B, S , k) to the election (C,V )
from Construction 3.5 with distinguished candidate w.
We claim that S has a hitting set of size at most k if
and only if w can be made a unique FV winner by exerting
control via any of our four control scenarios (partition of
candidates with or without run-off, and for each in either
tie-handling model, TE and TP).
From left to right: Suppose S has a hitting set B′ ⊆ B
of size k. Partition the set of candidates into the two subsets C1 = B′ ∪ {c, d, w} and C2 = C − C1 . According to
Lemma 3.6, w is the unique level 2 FV winner of subelection (C1 ,V ) = (B′ ∪ {c, d, w},V ). Note that w’s score in
the final stage is at least 2(m − k) + 4n(k + 1) + 9. Since
(no matter whether we have a run-off or not, and regardless of the tie-handling rule used) the opponents of w in
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C = B ∪C′ ∪ D ∪ E ∪ {w},
where C′ = {c1 , c2 , . . . , ck+1 }, D = {d1 , d2 , . . . , d p }, E =
{e1 , e2 , . . . , en }, w is the distinguished candidate, and the
number of candidates in D is s = ∑ni=1 si with si = n +
k − kSi k, so s = n2 + kn − ∑ni=1 kSi k. Define V to be the
following collection of 2(n + k + 1) + 1 voters:
1. For each i, 1 ≤ i ≤ n, there is one voter of the form:
Si Di w | (B − Si) ∪ (D − Di ) ∪C′ ∪ E,
where Di = {d1+∑i−1 s j , . . . , d∑i
j=1

j=1 s j

}.

2. For each j, 1 ≤ j ≤ k + 1, there is one voter of the
form:
E (C′ − {c j }) c j | B ∪ D ∪ {w}.
3. There are k + 1 voters of the form:
w | B ∪C′ ∪ D ∪ E.
4. There are n voters of the form:
C′ | B ∪ D ∪ E ∪ {w}.
5. There is one voter of the form:
C′ w | B ∪ D ∪ E.
Note that there is no unique FV winner in the above
election; the candidates in C′ and w are all level n + k + 1
FV winners.
We claim that S has a hitting set of size k if and only
if w can be made a unique FV winner by deleting at most
k candidates.
From left to right: Suppose S has a hitting set B′ of
size k. Delete the corresponding candidates. Now, w is the
unique level (n + k) FV winner of the resulting election.
From right to left: Suppose w can be made a unique
FV winner by deleting at most k candidates. Since k + 1
candidates other than w have a strict majority on level n +
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k + 1 in election (C,V ), after deleting at most k candidates,
there is still at least one candidate other than w with a strict
majority of approvals on level n + k + 1. However, since
w was made a unique FV winner by deleting at most k
candidates, w must be the unique FV winner on a level
lower than or equal to n + k. This is possible only if in all
n votes of the first voter group w moves forward by at least
one position. This, however, is possible only if S has a
hitting set B′ of size k.
❑

3.4 Voter Control
All vulnerability results in this section follow via
Lemma 3.4, showing susceptibility, and a polynomialtime algorithm for the corresponding control problem. All
resistance results in this section follow via Lemma 3.4,
showing susceptibility, and a reduction from the wellknown NP-complete problem Exact Cover by ThreeSets (Garey & Johnson 1979), which is defined as follows:
Name: Exact Cover by Three-Sets (X3C).
Instance: A set B = {b1 , b2 , . . . , b3m }, m ≥ 1, and a collection S = {S1 , S2 , . . . , Sn } of subsets Si ⊆ B with
kSi k = 3 for each i, 1 ≤ i ≤ n.
Question: Is there a subcollection S ′ ⊆ S such that
each element of B occurs in exactly one set in S ′ ?
Our first result for voter control says that fallback voting is resistant to constructive control by adding voters and
to constructive control by deleting voters.
Theorem 3.11 Fallback voting is resistant to constructive
control by adding voters and by deleting voters.
Proof.
Susceptibility holds by Lemma 3.4 in both
cases. We first prove NP-hardness—and thus resistance—
of Constructive Control by Adding Voters. Let (B, S ) be
an X3C instance, where B = {b1 , b2 , . . . , b3m } is a set with
m > 1 and S = {S1 , S2 , . . . , Sn } is a collection of subsets
Si ⊆ B with kSi k = 3 for each i, 1 ≤ i ≤ n. (Note that X3C
is trivial to solve for m = 1.)
Define the election (C,V ∪V ′ ), where C = B ∪ {w} ∪ D
with D = {d1 , . . . , dn(3m−4) } is the set of candidates, w is
the distinguished candidate, and V ∪ V ′ is the following
collection of n + m − 2 voters:4
1. V is the collection of m − 2 registered voters of the
form:
B | D ∪ {w}.

2. V ′ is the collection of unregistered voters, where for
each i, 1 ≤ i ≤ n, there is one voter of the form:
Di Si w | (B − Si ) ∪ (D − Di),
where Di = {d(i−1)(3m−4)+1, . . . , di(3m−4) }.
Since w has no approvals in (C,V ), w is not a unique FV
winner in (C,V ).
We claim that S has an exact cover for B if and only
if w can be made a unique FV winner by adding at most m
voters from V ′ .
From left to right: Suppose S contains an exact cover
for B. Let V ′′ contain the corresponding voters from V ′
(i.e., voters of the form Di Si w | (B − Si) ∪ (D − Di )
for each Si in the exact cover) and add V ′′ to the
election. It follows that score(C,V ∪V ′′ ) (d j ) = 1 for all
d j ∈ D, score(C,V ∪V ′′ ) (b j ) = m − 1 for all b j ∈ B, and
score(C,V ∪V ′′ ) (w) = m. Thus, only w has a strict majority of approvals and so is the unique FV winner of the
election.
4

This construction—just as that for SP-AV (Erdélyi et al. 2009)—is based on
the corresponding construction for approval voting (Hemaspaandra et al. 2007).

From right to left: Let V ′′ ⊆ V ′ be such that kV ′′ k ≤ m
and w is the unique winner of election (C,V ∪V ′′ ). Since
w must in particular beat every b j ∈ B, it follows that
kV ′′ k = m and each b j ∈ B can gain only one additional
point. Thus, the m voters in V ′′ correspond to an exact
cover for B.
Next, we show that FV is resistant to constructive control by deleting voters. Let (B, S ) be an X3C instance as
above. Define the election (C,V ), where C = B ∪ {c, w} ∪
D is the set of candidates with D = {d1 , d2 , . . . , d3nm }, w is
the distinguished candidate, and V is the following collection of 2n + m − 1 voters:
1. For each i, 1 ≤ i ≤ n, there is one voter of the form:
Si c | (B − Si ) ∪ D ∪ {w}.
2. For each i, 1 ≤ i ≤ n, there is one voter of the form:
Bi Di w | (B − Bi) ∪ {c} ∪ (D − Di),
where, letting ℓ j = k{Si ∈ S | b j ∈ Si }k for each j,
1 ≤ j ≤ 3m, Bi = {b j ∈ B | i ≤ n − ℓ j } and Di =
{d(i−1)3m+1, . . . , d3im−kBi k }.
Note that Di = 0/ if kBi k = 3m. Note also that w is
always ranked on the (3m + 1)st place.

3. There are m − 1 voters of the form:
c | B ∪ D ∪ {w}.
Note that score(w) = score(bi ) = n for all i, 1 ≤ i ≤
3m, score(d j ) = 1 or score(d j ) = 0 for all d j ∈ D, and
score(c) = n + m − 1, and since only c has a strict majority
(which is reached on level 4), c is the unique level 4 FV
winner of the election.
We claim that S has an exact cover for B if and only
if w can be made a unique FV winner by deleting at most
m voters.
From left to right: Suppose S contains an exact cover
for B. By deleting the corresponding voters from the first
voter group, we have the following scores: score(w) = n,
score(bi ) = score(c) = n − 1 for all i, 1 ≤ i ≤ 3m, and
score(d j ) = 1 or score(d j ) = 0 for all d j ∈ D. Since there
are now 2n − 1 voters in the election, only candidate w
has a strict majority, so c is the unique FV winner of the
election.
From right to left: Suppose w can be made a unique FV
winner by deleting at most m voters. Since w’s approvals
are all on the (3m + 1)st position, neither c nor any of the
bi can have a strict majority on any of the previous levels.
In particular, candidate c must have lost exactly m points
after deletion, and this is possible only if the m deleted
voters are all from the first or third voter group. On the
other hand, each bi ∈ B must have lost at least one point
after deletion, and this is possible only if exactly m voters
were deleted from the first voter group. These m voters
correspond to an exact cover for B.
❑
In contrast to the constructive voter-control cases of
Theorem 3.11, fallback voting is vulnerable to destructive control by adding voters and to destructive control by
deleting voters. In fact, the proof of Theorem 3.12 shows
something slightly stronger: FV is what Hemaspaandra
et al. (2007) call “certifiably vulnerable” to these two destructive voter-control cases, i.e., the algorithm we present
in this proof for destructive control by adding voters even
computes a successful control action if one exists (instead
of only solving the corresponding decision problem).5
5
And the same holds for the algorithm showing that FV is vulnerable to destructive control by deleting voters, which is not presented here due to space.
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Theorem 3.12 Fallback voting is vulnerable to destructive control by adding voters and by deleting voters.
Proof. Susceptibility holds by Lemma 3.4 in both cases.
We present a polynomial-time algorithm for solving the
destructive control by adding voters case. We will make
use of the following notation. Given an election (C,V ), let
maj(V ) = ⌊kV k/2⌋ + 1 and define the deficit of candidate
d ∈ C for reaching a strict majority in (C,V ) on level i,
1 ≤ i ≤ kCk, by
def i(C,V ) (d) = maj(V ) − scorei(C,V ) (d).
∪ V ′)

The input to our algorithm is an election (C,V
(where C is the set of candidates, V is the collection of
registered voters, and V ′ is the collection of unregistered
voters), a distinguished candidate c ∈ C, and an integer ℓ
(the number of voters allowed to be added). The algorithm
either outputs a subset V ′′ ⊆ V ′ , kV ′′ k ≤ ℓ, that describes
a successful control action (if any exists), or indicates that
control is impossible for this input.
We give a high-level description of the algorithm. We
assume that c is initially the unique FV winner of election
(C,V ); otherwise, the algorithm simply outputs V ′′ = 0/
and halts, since there is no need to add any voters from V ′ .
Let n = maxv∈V ∪V ′ kSv k. Clearly, n ≤ kCk. The algorithm proceeds in at most n + 1 stages, where the last
stage is the approval stage and checks whether c can be
dethroned as a unique FV winner by approval score via
adding at most ℓ voters from V ′ , and all preceding stages
are majority stages that check whether a candidate d 6= c
can tie or beat c on level i via adding at most ℓ voters
from V ′ . Since the first majority stage is slightly different from the subsequent majority stages, we describe both
cases separately.
Majority Stage 1: For each candidate d ∈ C − {c},
check whether d can tie or beat c on the first level via
adding at most ℓ voters from V ′ . To this end, first check
whether
ℓ
≤
;
2
score1(C,V ) (d) ≥ score1(C,V ) (c) − ℓ.
def 1(C,V ) (d)

(3.1)
(3.2)

If (3.1) or (3.2) fails to hold, this d is hopeless, so go to the
next candidate (or to the next stage if all other candidates
have already been checked in this stage). If (3.1) and (3.2)
hold, find a set Vd′ ⊆ V ′ of largest cardinality such that
kVd′ k ≤ ℓ and all voters in Vd′ approve of d on the first level
but disapprove of c on the first level. Check whether
score1(C,V ∪V ′ ) (d) ≥ score1(C,V ∪V ′ ) (c)
d

(3.3)

d

If (3.3) fails to hold, this d is hopeless, so go to the next
candidate (or to the next stage if all other candidates have
already been checked in this stage). If (3.3) holds, check
whether d has a strict majority in (C,V ∪ Vd′ ) on the first
level, and if so, output V ′′ = Vd′ and halt. Otherwise, find a
′ ⊆ V ′ such that kV ′ ∪V ′ k ≤ ℓ and all voters
largest set Vcd
d
cd
′
′ k≥
in Vcd approve of both c and d on the first level. If kVcd
1
′′
′
′
def (C,V ∪V ′ ) (d), output V = Vd ∪ Vcd and halt. Note that,
d
′ , (3.3) implies that
by choice of Vcd
score1(C,V ∪V ′ ∪V ′ ) (d) ≥ score1(C,V ∪V ′ ∪V ′ ) (c).
d

cd

d

cd

′ ), d ties or beats c and has a strict
Thus, in (C,V ∪Vd′ ∪Vcd
′ k <
majority on the first level. Otherwise (i.e., if kVcd
def 1(C,V ∪V ′ ) (d)), this d is hopeless, so go to the next candid
date (or stage).
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Majority Stage i, 1 < i ≤ n: This stage is entered only
if it was not possible to find a successful control action in
majority stages 1, . . . , i − 1. For each candidate d ∈ C −
{c}, check whether d can tie or beat c up to the ith level
via adding at most ℓ voters from V ′ . To this end, first check
whether
ℓ
;
2
scorei(C,V ) (d) ≥ scorei(C,V ) (c) − ℓ.
def i(C,V ) (d) ≤

(3.4)
(3.5)

If (3.4) or (3.5) fails to hold, this d is hopeless, so go to the
next candidate (or to the next stage if all other candidates
have already been checked in this stage). If (3.4) and (3.5)
hold, find a set Vd′ ⊆ V ′ of largest cardinality such that
kVd′ k ≤ ℓ and all voters in Vd′ approve of d up to the ith
level but disapprove of c up to the ith level. Check whether
scorei(C,V ∪V ′ ) (d) ≥ scorei(C,V ∪V ′ ) (c)
d

(3.6)

d

If (3.6) fails to hold, this d is hopeless, so go to the next
candidate (or to the next stage if all other candidates have
already been checked in this stage). If (3.6) holds, check
whether d has a strict majority in (C,V ∪ Vd′ ) on the ith
level, and if so, check whether
scorei−1
(c) ≥ maj(V ∪Vd′ ).
(C,V ∪V ′ )

(3.7)

d

If (3.7) fails to hold, output V ′′ = Vd′ and halt. Otherwise
(i.e., if (3.7) holds), though d might dethrone c by adding
Vd′ on the ith level, it was not quick enough: c has already
′ ⊆ V ′ such
won earlier. In that case, find a largest set Vcd
that
′ k ≤ ℓ,
1. kVd′ ∪Vcd
′ approve of both c and d up to the ith
2. all voters in Vcd
level, and
′ are chosen such that c is approved
3. the voters in Vcd
of as late as possible by them (i.e., at levels with a
largest possible number, where ties may be broken
arbitrarily).

Now, check whether
′
scorei−1
(c) ≥ maj(V ∪Vd′ ∪Vcd
).
(C,V ∪V ′ ∪V ′ )
d

(3.8)

cd

If (3.8) holds, then d is hopeless, so go to the next candidate (or to the next stage if all other candidates have
already been checked in this stage). Otherwise (i.e., if
′ k ≥ def i
(3.8) fails to hold), check whether kVcd
(C,V ∪Vd′ ) (d).
If so (i.e., d has now a strict majority on level i), output
′ and halt. Note that, by choice of V ′ , (3.6)
V ′′ = Vd′ ∪Vcd
cd
implies that
scorei(C,V ∪V ′ ∪V ′ ) (d) ≥ scorei(C,V ∪V ′ ∪V ′ ) (c).
d

cd

d

cd

′ ),
∪Vd′ ∪Vcd

Thus, in (C,V
d ties or beats c and has a strict
majority on the ith level (and now, we are sure that d was
′ k < def i
not too late). Otherwise (i.e., if kVcd
(C,V ∪Vd′ ) (d)),
this d is hopeless, so go to the next candidate (or stage).
Approval Stage: This stage is entered only if it was not
possible to find a successful control action in majority
stages 1, . . . , n. First, check if


kV k + ℓ
+ 1.
(3.9)
score(C,V ) (c) <
2
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If (3.9) fails to hold, output “control impossible” and halt,
since we have found no candidate in the majority stages
who could tie or beat c and have a strict majority when
adding at most ℓ voters from V ′ , so adding any choice of at
most ℓ voters from V ′ would c still leave a strict majority.
If (3.9) holds, looping over all candidates d ∈ C − {c},
check whether there are score(C,V ) (c) − score(C,V ) (d) ≤ ℓ
voters in V ′ who approve of d and disapprove of c. If this
is not the case, move on to the next candidate, since d
could never catch up on c via adding at most ℓ voters from
V ′ . If it is the case for some d ∈ C − {c}, however, add
this set of voters (call it Vd′ ) and check whether
score(C,V ∪V ′ ) (c) < maj(V ∪Vd′ ).
d

(3.10)

If (3.10) holds, output V ′′ = Vd′ and halt. Otherwise (i.e.,
if (3.10) fails to hold), check whether
ℓ − kVd′ k ≥ kV0/′ k
(3.11)


kV ∪Vd′ k
≥ 2 score(C,V ∪V ′ ) (c) −
,
d
2
where V0/′ is contained in the set of voters in V ′ who disapprove of both candidates c and d. If (3.11) does not hold,
move on to the next candidate, since after adding these
voters c would still have a strict
 majority. Otherwise (i.e.,

kV ∪V ′ k
if (3.11) holds), add exactly 2 score(C,V ∪V ′ ) (c) − 2 d
d

′
′′
′
′
voters from V0/′ (denoted by V0,+
/ ). Output V = Vd ∪ V0,+
/
and halt.
If we have entered the approval stage (because we were
not successful in any of the majority stages), but couldn’t
find any candidate here who was able to dethrone c by
adding at most ℓ voters from V ′ , we output “control impossible” and halt.
The correctness of the algorithm follows from the remarks made above. Crucially, note that the algorithm proceeds in the “safest way possible”: If there is any successful control action then our algorithm finds some successful control action. It is also easy to see that this algorithm
runs in polynomial time. (Note that we didn’t optimize it
in terms of running time; rather, we described it in a way
to make it easier to check its correctness.)
The deleting-voters case follows by a similar algorithm
(and is omitted here due to space).
❑

Theorem 3.13 Fallback voting is resistant to constructive
control by partition of voters in model TE.
Proof. Susceptibility holds by Lemma 3.4. To prove
NP-hardness, we reduce X3C to our control problem. Let
(B, S ) be an X3C instance with B = {b1, b2 , . . . , b3m },
m ≥ 1, and a collection S = {S1 , S2 , . . . , Sn } of subsets
Si ⊆ B with ||Si || = 3 for each i, 1 ≤ i ≤ n. Our construction, like the corresponding one for SP-AV (Erdélyi
et al. 2009), is based on the corresponding construction for
approval voting (Hemaspaandra et al. 2007). Define the
election (C,V ), where C = B ∪ {c, x, y, w} ∪ Z is the set of
candidates, Z = {z1 , z2 , . . . , zn }, and w is the distinguished
candidate. Define the value ℓ j = k{Si ∈ S | b j ∈ Si }k
for each j, 1 ≤ j ≤ 3m. Let V consist of the following
4n + 2m − 1 voters:
1. For each i, 1 ≤ i ≤ n, there is one voter of the form:
c Si | (B − Si) ∪ {x, y, w} ∪ Z.
2. For each i, 1 ≤ i ≤ n, there is one voter of the form:
(Z − {zi }) Bi w | (B − Bi) {c, x, y, zi },

3. For each i, 1 ≤ i ≤ n, there is one voter of the form:
c zi | B ∪ {x, y, w} ∪ (Z − {zi }).
4. There are n + m voters of the form:
x | B ∪ {c, y, w} ∪ Z.
5. There are m − 1 voters of the form:
y | B ∪ {c, x, w} ∪ Z.
Note that for each i ∈ {1, . . . , n} and for each j ∈
{1, . . ., 3m}, we have score(C,V ) (b j ) = score(C,V ) (zi ) =
score(C,V ) (w) = n, score(C,V ) (c) = 2n, score(C,V ) (x) = n +
m, and score(C,V ) (y) = m − 1. Thus, there is no candidate
with a strict majority on any level in election (C,V ) and,
in particular, candidate w is not a unique FV winner.
We claim that S has an exact cover for B if and only if
w can be made a unique FV winner of the resulting election by partition of voters in model TE.
From left to right: Suppose S contains an exact cover
S ′ for B. Partition V in the following way. Let V1 consist
of:
• the m voters of the first group that correspond to
the exact cover (i.e., those m voters of the form
c Si | (B − Si) ∪ {x, y, w} ∪ Z for which Si ∈ S ′ ),
• the n voters of the third group (who approve of c
and zi ), and
• the n + m voters of the fourth group (who approve of
only x).
Let V2 = V −V1 . In subelection (C,V1 ), no candidate has a
strict majority on any level, and c and x tie for first place on
the first level, both with score n + m = kV1 k/2. Thus, there
is no candidate proceeding forward to the final round. In
subelection (C,V2 ), only candidate w has a strict majority,
so w is the only participant in the final round of the election and thus has been made a unique FV winner by this
partition of voters.
From right to left: Suppose that w can be made a
unique FV winner by exerting control by partition of
voters in model TE. We can argue for FV as Erdélyi
et al. (2009) do for SP-AV (see also (Hemaspaandra et al.
2007)): Let (V1 ,V2 ) be such a successful partition. Since
we are in model TE, w has to be the unique winner of
one of the subelections, say of (C,V1 ). Each voter of
the form c zi | B ∪ {x, y, w} ∪ (Z − {zi }) has to be in V2 ,
for otherwise there would be a candidate zi ∈ Z with
score(C,V1 ) (zi ) = score(C,V1 ) (w) = n, and zi would get his
or her approvals on an earlier level than w. Thus, w
would not be the unique winner of subelection (C,V1 ).
On the other hand, there can be only m voters of the
form c Si | (B − Si) ∪ {x, y, w} ∪ Z in V2 , for otherwise
c would have the highest score in subelection (C,V2 ),
namely score(C,V2 ) (c) > n + m, and c would reach this
score already on level 1. Thus, c would be the unique
winner of subelection (C,V2 ), and would also beat w in
the run-off because none of the candidates c and w would
have a strict majority in election ({c, w},V ), but c would
beat w by approval score. So there are at most m voters of
the form c Si | (B − Si) ∪ {x, y, w} ∪ Z in V2 . However,
there must be exactly m such voters in V2 and these m voters correspond to an exact cover for B, since otherwise
there would be a candidate b j ∈ B that has the same score
in subelection (C,V1 ) as w, namely n points, and b j would
get his or her approvals on an earlier level than w, contradicting the assumption that w is the unique FV winner of
subelection (C,V1 ).
❑

where Bi = {b j ∈ B | i ≤ n − ℓ j }.
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4

Conclusions and Open Questions

We have shown that Brams and Sanver’s fallback voting
system (Brams & Sanver 2009) is, like plurality voting
and SP-AV, fully resistant to candidate control. Regarding voter control, all eight cases are susceptible, and we
have shown resistance to constructive control by adding,
by deleting, and by partition of voters in model TE, and
vulnerability to destructive control by adding and by deleting voters. Three cases of control by partition of voters
remain open: constructive control by partition of voters in
model TP and destructive control by partition of voters in
model TE and model TP. It would be interesting to know
whether FV is resistant or vulnerable to these three types
of control.
Plurality voting is one of the other two systems
for which full resistance to candidate control is known
(Hemaspaandra et al. 2007), but it has fewer resistances
to voter control than fallback voting. SP-AV (the other
system with known full resistance to candidate control)
does have a larger number of proven resistances (Erdélyi
et al. 2009) to voter control than fallback voting. However,
as has been argued in the introduction, it is less natural a
system than fallback voting. Also, it is still possible that
fallback voting might turn out to have even one more resistance to control than SP-AV in total.
Of course, resistance to control is not the only—and
probably not even the most important—criterion to guide
one’s choice of voting system. Many other properties of
voting systems (especially their social choice weaknesses
and strengths) are important as well and perhaps even
more important. For example, representing votes in plurality is a slightly simpler task than in fallback voting or
SP-AV: Plurality voters simply give a ranking of the candidates and the candidates with the most top positions win,
whereas fallback and SP-AV voters provide both their approvals/disapprovals of the candidates and a ranking of the
candidates (of all candidates in SP-AV and of only the approved candidates in fallback voting). Also, winner determination in fallback voting and in SP-AV is a slightly
more complicated—though still easy—task than in plurality voting. Regarding the social choice benefits of FV,
we mention that it satisfies, e.g., both rank and approvalmonotonicity and we refer to (Brams & Sanver 2009) for
a more detailed discussion of FV’s other desirable social
choice properties.
Supposing one does care about control resistance,
when choosing a voting system one’s choice will most
likely (along with the system’s social choice properties,
of course) depend on the types of control one cares most
about in the intended application. In this regard, it is interesting to note that the two voter-control resistances of
plurality voting (namely, to constructive and destructive
control by partition of voters in model TP (Hemaspaandra et al. 2007)) are in different scenarios than the three
voter-control resistances of fallback voting shown in this
paper. Thus, plurality and fallback voting may be seen as
“complementing” each other. Also, when comparing voting systems, one should weigh the nine immunities, four
resistances, and nine vulnerabilities to control approval
voting is known to possess (Hemaspaandra et al. 2007)
against FV’s at least 17 (and possibly even 20) resistances
and at least two (and possibly up to five) vulnerabilities to
control.
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Abstract
A class of graphs is Kruskalian if Kruskal’s theorem
on a well-quasi-ordering of finite trees provides a finite characterization in terms of forbidden induced
subgraphs.
Let k be a natural number. A graph is a k-cograph
if its vertices can be colored with colors from the
set {1, . . . , k} such that for every nontrivial subset
of vertices W there exists a partition {W1 , W2 } into
nonempty subsets such that either no vertex of W1
is adjacent to a vertex of W2 or, such that there exists a permutation π ∈ Sk such that vertices with
color i in W1 are adjacent exactly to the vertices with
color π(i) in W2 , for all i ∈ {1, . . . , k}. We prove that
k-cographs are Kruskalian. We show that k-cographs
have bounded rankwidth and that they can be recognized in O(n3 ) time.
1

Introduction

Progress on tree-decompositions of graphs, such as
rank– and cliquewidth-decompositions, makes it a
point of interest to investigate classes of graphs for
which the cutmatrices in the decomposition take on
a certain shape. It would be nice if one could tell by
the shape of the cutmatrices whether a class of graphs
has a finite characterization in terms of forbidden induced subgraphs.
To make matters clear, we need a few definitions.
Definition 1. A tree-decomposition of a graph G is a
pair (T , f) where T is a ternary tree and where f is a
bijection from the leaves of T to the vertices of G.
Definition 2. Let (T , f) be a tree-decomposition of a
graph G = (V, E). Let e be a line in T and consider the
two sets A and B of leaves of the two subtrees of T − e.
The cutmatrix Me is the submatrix of the adjacency
matrix of G with rows indexed by the vertices of A and
columns indexed by the vertices of B.
Definition 3. (Oum 2005) A graph has rankwidth k
if it has a tree-decomposition such that every cutmatrix
has binary rank at most k.
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Definition 4. Consider a 0, 1-matrix M. Let M0 be the
maximal submatrix of M with no two rows equal and
no two columns equal. The shape of M is a class of
matrices equivalent to M0 under permuting rows, permuting columns, and taking the transpose.
A graph is a cograph if it has no induced P4 , that
is, a path with 4 vertices. It follows from a characterization by Corneil et al. that a graph is a cograph
if and only if it has a tree-decomposition such every cutmatrix
is shape-equivalent to a submatrix of

1 0 (Corneil et al. 1981).
Another example of a class of graphs that is characterized by shapes of cutmatrices is the class of
distance-hereditary graphs, i.e., the class of graphs
with rankwidth at most one (Howorka 1977, Oum
2005). Distance-hereditary graphs are those graphs
that have a tree-decomposition such that every cutmatrix
 has a shape equivalent to a submatrix of
1 0 (Chang et al. 1997). An obvious consequence
00
is that the complements of the distance-hereditary
graphs have a tree-decomposition
with every cutma
trix equivalent to 11 10 .
A third example is the class of graphs that have
a tree-decomposition such that every
cutmatrix is

equivalent to a submatrix of 10 01 . This turns out
to be the class of graphs without C5 , bull, gem, or
co-gem (Chandler et al. 2009, Hung & Kloks 2009).
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Figure 1: A house, a hole, a domino, a gem, and a
bull. A graph is distance hereditary if it has no induced house hole, domino or gem. The co-gem is the
complement of the gem; that is the union of a P4 with
a single vertex.
A basic difference between the classes of cographs
and distance-hereditary graphs is that the set of forbidden induced subgraphs is finite for the class of
cographs while it is infinite for the class of distancehereditary graphs. We note that distance-hereditary
graphs have a finite characterization in terms of
vertex-minors (Oum 2005).
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Definition 5. Let k be a natural number. A graph
G = (V, E) is a k-cograph if there exists a coloring of
the vertices with colors from {1, . . . , k} such that for every subset of vertices W ⊆ V with |W| > 2 there exists
a partition {W1 , W2 } into two nonempty subsets such
that either
i. no vertex of W1 is adjacent to a vertex of W2 , or
ii. there exists a permutation σ of the colors such that
vertices of color i in W1 are adjacent exactly to the
vertices of color σ(i) in W2 , for all i ∈ {1, . . . , k}.
In this paper we look at a class of graphs for which
Kruskal’s theorem provides a proof that they can be
characterized by a finite collection of forbidden induced subgraphs.
Note that, for k = 1, the 1-cographs are the ordinary cographs; this is Gallai’s characterization (Gallai 1967). Note that k-cographs are also (k + 1)cographs; we may simply leave some color class
empty. If C is a nonempty color class, i.e., a nonempty
set of vertices with the same color, then the subgraph
induced by C is a cograph.
One of our main results is that for each k there
exists a finite characterization for the class of kcographs in terms of forbidden induced subgraphs.
We prove that in Section 3. We end this section with
some of our notational customs and with one significant observation.
For two sets A and B we write A + B and A − B
instead of A ∪ B and A \ B. We write A ⊆ B if A
is a subset of B with possible equality and we write
A ⊂ B if A is a subset of B and A 6= B. For a set A
and an element x we write A + x instead of A + {x}
and A − x instead of A − {x}. It will be clear from the
context when x is an element instead of a set.
A graph G is a pair G = (V, E) where V is a finite,
nonempty set, of which the elements are called the
vertices of G, and where E is a set of two-element subsets of V, of which the elements are called the edges
of G. A graph consisting of a single vertex is called
trivial. We denote edges of a graph as (x, y) and we
call x and y the endvertices of the edge. For a vertex
x we write N(x) for its set of neighbors and we write
N[x] = N(x)+x for the closed neighborhood
of x. For
S
a subset W ⊆ V we write N(W) = x∈W N(x) − W
for its neighborhood and we write N[W] = N(W)+W
for its closed neighborhood. Usually we use n = |V|
to denote the number of vertices of G and we use
m = |E| to denote the number of edges of G.
For a graph G = (V, E) and a subset S ⊆ V of
vertices we write G[S] for the subgraph induced by S,
that is, the graph with S as its set of vertices and with
those edges of E that have both endvertices in S. For a
subset W ⊆ V we write G−W for the graph G[V −W].
For a vertex x we write G − x rather than G − {x}. We
usually denote graph classes by calligraphic capitals.
A twin is a module with two vertices. The twin is
false if the vertices are not adjacent and it is true if the
vertices are adjacent. A module is a set M of vertices
such that
x, y ∈ M

⇒

N(x) − M = N(y) − M.

Cographs can be characterized as those graphs
for which every nontrivial induced subgraph has a
twin (Brandstädt et al. 1999). We show that the class
of k-cographs is closed under creating twins.
Lemma 1. ‘Creating a twin’ of a vertex x in a graph G
is the operation of adding a new vertex x0 and adding
edges incident with x0 such that x0 and x become twins.
Assume that G is a k-cograph and let G0 be obtained
from G by creating a twin. Then G0 is also a k-cograph.
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Proof. Let G0 be obtained by creating a twin x0 of a
vertex x in G. Consider a k-coloring as in Definition 5
and give x0 the same color as x. Let W be a subset
of vertices of G0 with at least two elements. If W =
{x, x0 } then let W1 = {x} and let W2 = {x0 }. If x and x0
are false twin, then no vertex of W1 is adjacent to a
vertex of W2 . If vertices x and x0 are true twins in G0 ,
then consider any permutation σ that maps the color
of x onto itself, for example the identity map. Then
a vertex with color i from W1 is adjacent to exactly
the vertices with color σ(i) of W2 for all i = 1, . . . , k
because x and x0 are adjacent. Thus the condition of
Definition 5 is satisfied.
Now assume that W contains the vertex x0 but not the
vertex x. Then consider the same subset of vertices in
the graph G but with x0 replaced by x. By definition
there exists a partition {W1 , W2 } satisfying the conditions of Definition 5. Assume x ∈ W1 . Then consider
the same partition of W in G0 but with the vertex x
in W1 replaced by x0 . Since x and x0 have the same
color and they are twins, the condition of Definition 5
is satisfied.
If W contains x but not x0 then there is nothing to
prove; we can take the same partition of W in G0 as
in G.
Finally, if W contains both x and x0 and at least one
other vertex, then remove the vertex x0 from the set.
In the implied partition {W1 , W2 } assume that x ∈
W1 . Add the vertex x0 also to W1 . The claim follows,
and this proves the lemma.

2

k-Cotrees

In this section we show that for any natural number
k, k-cographs can be recognized in O(n3 ) time.
A k-cotree for a graph G = (V, E) is a pair (T , f)
where T is a rooted binary tree and f is a 1-1 mapping from the leaves of T to V; the set of vertices of
G. Each leaf is labeled with a color from {1, . . . , k}.
Each internal node of T , including the root, is labeled
either as a union node, or by some permutation of
{1, . . . , k}. Two vertices x and y in G are adjacent
if and only if the lowest common ancestor is labeled
with a permutation σ that matches the colors of x
and y.
The following lemma echoes the classic (Corneil
et al. 1981).
Lemma 2. A graph is a k-cograph if and only if it has
a k-cotree representation.
Proof. First assume that G is a k-cograph. Consider a
coloring of the vertices as prescribed in Definition 5.
We construct a k-cotree as follows.
Let {V1 , V2 } be a suitable partition of V. Construct a
root node r. If no vertex of V1 is adjacent to a vertex
of V2 , then label r as a union node. Otherwise, label
r with the permutation that matches the color classes
of V1 with the color classes of V2 . If V1 , or if V2 consists of a single node then create a leaf and label it
with the color of that vertex. Otherwise, recursively
construct k-cotrees for G[V1 ] and for G[V2 ] and make
the roots of those two trees adjacent to r. By construction, two vertices x and y are adjacent in G if
and only if their lowest common ancestor is labeled
with a permutation that matches their colors.
Consider a graph G = (V, E) and let (T , f) be a binary
k-cotree that represents G. The labels at the leaves
provide a coloring of the vertices. Let W ⊆ V be
a nontrivial subset of vertices and consider the lowest common ancestor p in T of the leaves that are
mapped to the vertices of W. The two subtrees at p
partition W into two nonempty subsets W1 and W2
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and the permutation σ at p makes vertices with color
i in the left subtree adjacent to the vertices with color
σ(i) in the right subtree. This shows that the graph is
a k-cograph.

Lemma 3. Let G = (V, E) be a k-cotree and let (T , f)
be a k-cotree representation of G. Consider the treedecomposition (T 0 , f) obtained from (T , f) by removing
the root and by making the two children of the root
adjacent in T 0 . Then every cutmatrixof (T 0 , f) is shapeequivalent to a submatrix of Ik 0 , where Ik is the
k × k identity matrix.
Proof. Let p be a child of the root r of T . Let e be the
line in T that connects p to r. If r is labeled as a union
node, then the cutmatrix of e is a zero matrix. Otherwise, assume that r is labeled with a permutation σ.
Then the cutmatrix at e is equivalent to a submatrix of
the permutation matrix that matches vertices of color
i in the subtree at p to vertices with color σ(i) in the
other subtree. Note that some color classes may be
empty.
Now consider an arbitrary node q, not equal to r, and
let q1 and q2 be two children of q in T . Let Q be the
set of vertices of G mapped to leaves in the subtree of
q. Let Q1 ⊂ Q be the set of leaves in the subtree at q1 .
We consider the cutmatrix of the line e0 that connects
q1 with q, with rows indexed by the vertices of Q1 .
Let e be the line that connects q with its parent. By induction, we may assume that vertices of Q that have
the same color, have the same neighbors in the rest of
the graph and that vertices of Q that have different
colors have no common neighbors in the rest of the
graph. Consider a subset of vertices of Q1 with the
same color. They have the same neighbors in V − Q.
By definition of a k-cotree they have the same neighbors in Q2 and thus they have the same neighbors in
V − Q1 . Furthermore, vertices in Q1 with different
colors have no common neighbor in V − Q and they
have also no common neighbor in Q2 .
Summarizing, vertices of Q1 with the same color have
the same neighbors in V − Q1 and vertices of Q1
with different colors have no common neighbors in
V − Q1 . Since there are only k colors, this shows
that the shape of the cutmatrix at e0 is equivalent to
a submatrix of Ik 0 . This proves the lemma.

Lemma 4. k-Cographs have rankwidth at most k.
Proof. By definition, a graph has rankwidth k if it
has a tree-decomposition such that every cutmatrix
has binary rank at most k. By Lemma 3, k-cographs
have such a tree-decomposition.

Theorem 1. For every natural number k, there exists
an O(n3 ) algorithm that recognizes k-cographs.
Proof. The definition of a k-cograph can be expressed in monadic second-order logic. Since the
graphs have bounded rankwidth this proves the
claim (Oum 2005).

In a recent paper we introduced the concept of
simple-width (Hung & Kloks 2009). A graph has
simple-width k if it has a tree-decomposition such
that every cutmatrix is shape-equivalent to some matrix with at most k rows and at most k columns. It is
easy to see that
r(G) 6 s(G) 6 2r(G) ,
where r(G) is the rankwidth of G and s(G) is the
simple-width of G. The benefit of simple-width lies
in the fact that characterizations of graph classes, defined in terms of permitted shapes of cutmatrices, are

easier to obtain. In the mentioned paper we characterize graphs with simple-width 2. Note that no
characterization is known of graphs with rankwidth
at most two.
3

Forbidden induced subgraphs

In this section we show that for every natural number
k, k-cographs can be characterized by a finite set of
forbidden induced subgraphs.
Let’s call a k-cograph partitioned if it comes
equipped with a (good) k-coloring of the vertices.
Theorem 2. Let k be a natural number. Partitioned
k-probe cographs are well-quasi-ordered by the induced
subgraph relation.
Proof. A cotree is a binary tree with a bijection from
the leaves to the vertices of the graph and internal
nodes labeled as join- or union-operators (Corneil
et al. 1981). Two vertices are adjacent in the graph
if and only if their lowest common ancestor is a
join-node. Kruskal’s theorem (Kruskal 1960, Higman 1952) states that trees, with points labeled by
a well-quasi-ordering, are well-quasi-ordered with
respect to their lowest common ancestor embedding. Pouzet observed that this implies that cographs
are well-quasi-ordered by the induced subgraph relation (Pouzet 1985) (see also (Damaschke 1990,
Thomassé 2000)). For partitioned k-cographs we
equip each leaf with a label that is a color from
{1, . . . , k}. Each internal node receives a label which
is either a union label or a permutation of the colors.
Two vertices are adjacent if their lowest common ancestor is a permutation-node and if their colors are
matched by the permutation at that node. Kruskal’s
theorem implies the claim.

It is interesting to notice that Theorem 2 implies
that k-cographs do not have long induced paths. This
implication can be deduced as follows. Let [P1 , P2 , . . .]
be an infinite sequence of k-colored paths of increasing length and assume that they are all partitioned
k-cographs. Construct graphs Pi0 by creating a false
twin with the same color of each of the two endpoints
of Pi . Then each Pi0 is also a partitioned k-colored cograph since this class of graphs is closed under creating false twins. The sequence [P10 , P20 , . . .] is an infinite
sequence and Pi0 is not an induced subgraph of Pj0 as
long as i 6= j. This contradicts Theorem 2.
Theorem 3. Let k be a natural number. The class of
partitioned k-cographs can be characterized by a finite
set of forbidden induced, colored subgraphs.
Proof. Consider a sequence [G1 , G2 , . . .] of k-colored
graphs which are not partitioned k-cographs. Assume that for each vertex x in Gi = (Vi , Ei ) the
subgraph induced by Vi − x is an induced k-cograph
(i = 1, 2, . . .). Assume also that each Gi is equipped
with a ‘root’ ri which is a vertex of Gi and assume
that all roots r1 , r2 , . . . have the same color.
For i = 1, 2, . . ., consider k-cotrees of Gi − ri as in
Theorem 2. Extend the labels at the leaves with an
additional label-entry 0 or 1 that indicates whether
the vertex, that is mapped to the leaf, is adjacent to
ri or not. Consider the well-quasi-ordering of these
labeled trees by the lowest-common-ancestor ordering. Kruskal’s theorem implies that there must exist
i < j such that Gi is an induced subgraph of Gj . This
proves the theorem.

We close this section with a similar proof for the
unpartitioned case.
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Theorem 4. Let k be a natural number. The class of
k-cographs is characterized by a finite set of forbidden
induced subgraphs.
Proof. Let [G1 , G2 , . . .] be an infinite sequence of
graphs that are not in the class of k-cographs. Assume furthermore that each Gi satisfies the property
that Gi − x is a k-cograph for any vertex x of Gi . Single out one vertex ri in each Gi and label each vertex
of Gi − ri with a 0 or a 1, depending whether it is
adjacent to ri or not. Consider furthermore a (good)
k-coloring for each Gi − ri . Thus we obtain a sequence of k-colored graphs [G1 − r1 , G2 − r2 , . . .] with
an additional 0/1-label at each vertex. By Kruskal’s
theorem there must exist i < j such that the the labeled graph Gi − ri is an induced subgraph of Gj − rj .
Since we may assume that no two graphs Gi and Gj
are equal, this proves the theorem.

Note that Theorem 4 gives an alternative proof for
the fact that k-cographs can be recognized in O(n3 )
time. Let Ok be the (finite) set of forbidden induced subgraphs for k-cographs. Thus a graph is a
k-cograph if and only if it has no element of Ok as
an induced subgraph. Because Ok is finite, this is a
monadic second-order characterization. Note however, that in this case the proof is nonconstructive;
Kruskal’s theorem does not provide the set Ok .
4

Explicit results

Let’s satisfy some of our cravings for practicalities;
some discouraging news to start with.
Theorem 5. A graph G is a 2-cograph if and only if it
has no induced C5 , gem, C7 , C8 , C9 , C10 , and P10 .
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Figure 2: Some forbidden induced subgraphs for 2cographs; C5 and the gem. The C7 , C8 , C9 , C10 , and
P10 are also forbidden but are not depicted.
Proof. (Sketch). Consider the class G of graphs that
have a tree-decomposition such that everycut matrix
is shape-equivalent to a submatrix of 10 01 .
It has been established that a graph G is in G if
and only if G has no induced C5 , gem, co-gem nor
bull; i.e., the switching graph of C5 (Cameron 1994,
Hung & Kloks 2009). Note that 2-cographs are obtained from graphs in G by creating false twins of certain subtrees; that is, 2-cographs are obtained from
graphs of G by a series of replacements, where induced subgraphs of G are replaced by a union of subgraphs of G such that vertices with the same color
have the same neighbors outside. Since 2-cographs
are closed under creating false twins, we only need
to check which forbidden induced subgraphs for G are
2-cographs and which remain forbidden for the class
of 2-cographs. It is easy to check that the bull, cogem, P6 , P7 , P8 , and P9 are 2-cographs. This proves
the theorem.

We find it surprising that the list is so long, already
for the case of 2-cographs. One good, and very useful
thing that comes out of it is this:
Corollary 1. 2-Cographs are perfect.
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We end this report with the description of an easy
recognition algorithm for 2-cographs.
Theorem 6. There exists an O(n4 ) algorithm for the
recognition of 2-cographs.
Proof. A 2-cograph G can be seen as a ‘P4 -free structure,’ which we define next.
Consider a 2-cotree (T , f) with leaves colored black
and white. If G is nontrivial, then there exist two
leaves with a common ancestor in T . Either the two
leaves are twins, or they are pairs of vertices x and y
with different colors; that is, x and y have no common neighbors.
Consider a subtree with three or four leaves. If G has
enough vertices than such a subtree exists. In the case
of a subtree with 3 leaves, one pair of leaves have a
common ancestor q and there is point p which has
two children, namely q and the third leaf. In the second case there are two pairs of leaves, each with a
common ancestor. Assume that G has no twins. Consider the first case. Let x and y be the two leaves with
a common ancestor and let z be the third leaf. Then x
and y have different colors, thus they have no common neighbors outside {x, y}. Either the vertex z has
the same neighbors as x, or it has the same neighbors
as y outside {x, y, z}. A similar situation occurs when
the subtree has 4 leaves.
Define a structure with two kinds of ‘points.’ The first
type of points are the pairs of vertices with different
colors that have a common ancestor in T . The second
type of points are the single vertices that do not occur
in points of the first type.
The structure is defined by the property that every
sub-structure, induced by a subset of the points, has a
‘structure-twin.’ Such a twin in the structure is either
(i) a pair of points that are vertices of G that are
twins in G; or
(ii) two points; one a pair {x, y} and the other a vertex z such that either z and {x, y} are disjoint or
such that z is adjacent to exactly one of x and y.
Furthermore, either x and z or y and z have the
same neighbors outside {x, y, z}; or
(iii) two points; both pairs, say {x, y} and {p, q}. Either they are disjoint, or they are pairwise connected. Furthermore, either {x, p} and {y, q}, or
{x, q} and {y, p} have the same neighbors outside {x, y, p, q}, and these two neighborhoods
are disjoint.
Obviously, a graph is a 2-cograph if and only if there is
a corresponding ‘P4 -free structure,’ that is a structure
with no induced P4 of points. Two points are adjacent
in the structure if there is an induced subset of points
for which the points are adjacent structure-twins, that
is, they are structure-twins and there is at least one
edge in G between the corresponding subsets of vertices. The recognition problem for 2-cographs boils
down to the identification of the points of a corresponding structure.
Our algorithm builds a P4 -free structure, if it exists. It
mimics the building of a 1-cotree by grouping twins;
in that algorithm one repeatedly searches for a twin,
and then removes one of the two vertices from the
graph.
We start with a collection of feasible subtrees consisting of all single vertices and of all pairs of colored
vertices that have no common neighbors. Each subtree is represented, either by a point which is a pair
of vertices, or by a point which is a single vertex. For
each subtree the algorithm maintains a list of leaves.
Two subtrees T1 and T2 merge if the points are
structure-twins. Consider two subtrees represented
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by structure-twins. Consider the graph G induced by
the vertices in the two points and the vertices that do
not appear in the leaves of T1 and T2 nor in the lists
of vertices that are ‘covered’ (see below).
a. If T1 and T2 are twins, and if T1 has two colors
and T2 only one, then we say that T1 ‘covers’ T2 .
For each subtree the algorithm maintains a list of
vertices that are covered by it. In this case the
set of leaves of T2 is added to the list of vertices
covered by T1 . In this case no subtree is deleted
from the list.
b. If both points that represent T1 and T2 are single
vertices that are twins in G then delete one of the
two subtrees from the list. Make a union of the list
of leaves.
c. If two subtrees are structure-twins such that both
have pairs of vertices with different colors, then
delete one of them from the list. Make a union of
the list of leaves and of the list of vertices that are
covered.
Note that a 2-cotree is a subtree Ti such that every
vertex of G appears as a leaf of Ti , or is covered by Ti .
To prove the correctness one may observe that, in the
first case there exists a 2-cotree, with T1 and T2 as
subtrees, if and only if there exists a 2-cotree that
contains T1 as a subtree. In the second and third case,
one easily observes that there exists a 2-cotree that
contains T1 and T2 , if and only if there exists a 2cotree that contains one of them as a subtree.
There are O(n2 ) basic building blocks, and since a
2-cotree has O(n) nodes, the algorithm builds a 2cotree in O(n3 ) steps or decides that no such tree
can exist because there are no more possible mergers. The update of the list of vertices that are covered
by a subtree takes O(n) time in each step. This proves
the theorem.

5

Concluding remark

Chang et al. show that distance-hereditary graphs
can be regarded as tree-decompositions where subtrees are equipped with a ‘twinset.’ The adjacencies
between subtrees are joins or unions of the twinsets (Chang et al. 1997). The twinsets are cographs.
As mentioned at the start of this report, cographs
have tree-decompositions with cutmatrices equivalent to submatrices of 1 0 and distance-hereditary
graphs have tree-decompositions
 with cutmatrices
equivalent to submatrices of 10 00 .
Consider the class of graphs that have a treedecomposition such that every cutmatrix has a shape
equivalent with some submatrix of
!
1 0 0
0 1 0 .
0 0 0
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These graphs could be defined as graphs built from
subtrees that are equipped with a ‘2-twinset.’ These
2-twinsets are induced 2-cographs.
Finally, to characterize the graphs with rankwidth
at most 2, one needs to consider tree-decompositions
where cutmatrices have shapes equivalent to a submatrix of
!
1 1 0
1 0 0 .
0 0 0
This class contains the ‘probe distance-hereditary
graphs.’ A graph is probe-distance hereditary if it is
a distance-hereditary graph minus the edge-set of an
arbitrary induced subgraph (Chandler et al. 2009).
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Abstract
A graph G = (V, E) is called a probe graph of
graph class G if V can be partitioned into two sets
P (probes) and N (nonprobes), where N is an independent set, such that G can be embedded into a
graph of G by adding edges between certain nonprobes. A graph is distance hereditary if the distance between any two vertices remains the same
in every connected induced subgraph. Distancehereditary graphs have been studied by many researchers. In this paper we give an O(nm)-time algorithm for recognizing probe graphs of distancehereditary graphs.
1 Introduction
A probe graph P is a two-tuple (G, L) where G is a
graph and L is a function from VG to the set {P, N, U}
of labels. We use PG and PL for the ﬁrst and second
tuple of P , respectively, and use PV and PE for the
sets of vertices and edges of PG , respectively. We also
use PP , PN , and PU for the sets of vertices v ∈ PV with
PL (v) = P, PL (v) = N, and PL (v) = U, respectively.
A probe graph P is fully (resp. partially) partitioned if
PU = ∅ (resp. PU 6= ∅). A probe graph P is unpartitioned if PP = PN = ∅. We call probe graph P 0 a
subgraph of a probe graph P if PG0 is a subgraph of
PG and PL0 (v) = PL (v) for v ∈ PV0 . Let X be a subset
of PV . A subgraph of P induced by X is the subgraph
P 0 of P with PG0 = PG [X], i.e., PG0 is the subgraph of
PG induced by X. For v ∈ PV , use P −v to denote the
probe subgraph of P induced by PV − v. We also use
P − X for the subgraph of probe graph P induced
by PV − X for a subset X of PV . We call a vertex
v ∈ PV a probe, a nonprobe, and a prime if PL (v) = P,
PL (v) = N, and PL (v) = U, respectively.
A probe graph P is feasible if PN is an independent set of PG . We say a probe graph P ∗ is an embedding of probe graph P if PV∗ = PV , PE ⊆ PE∗ ,
PN ⊆ PN∗ , PP ⊆ PP∗ , P ∗ is fully partitioned, i.e.,
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PU∗ = ∅, PN∗ is an independent set of PG , and for
(u, v) ∈ PE∗ − PE we have PL∗ (u) = PL∗ (v) = N. Let G
be a class of graphs. We call probe graph P a probe G
graph if there exists an embedding P ∗ of P such that
PG∗ ∈ G. If probe graph P is not feasible, then it does
not have any embedding by deﬁnition and hence it
is not a probe G graph for any graph class G. The
recognition of fully partitioned (resp. unpartitioned)
probe G graphs is to determine whether a fully partitioned (resp. unpartitioned) probe graph has an embedding in G.
Zhang et al. (1994) introduced the recognition of
fully partitioned probe interval graphs for solving
the problem called physical mapping with connection
of the human genome project. Later, the recognition of probe graphs of different graph classes appeals to many researchers (Golumbic & Lipshteyn
2004, Chang et al. 2005, Chandler et al. 2006, Berry
et al. 2007, Chandler et al. 2007, Le & de Ridder 2007,
Chandler et al. 2008, McConnell & Nussbaum 2009).
The recognition of fully partitioned probe G
graphs is a special case of the graph sandwich problem (Golumbic et al. 1995). Given G1 = (V, E 1 ) and
G2 = (V, E 2 ) where E 1 ⊆ E 2 , the graph sandwich
problem asks whether there exists a graph G = (V, E),
E 1 ⊆ E ⊆ E 2 , where G is in a speciﬁc graph
class G. For example, the interval sandwich problem
asks ”Is there an interval graph G = (V, E) where
E 1 ⊆ E ⊆ E 2 ?”. The partitioned probe graph recognition problem is equivalent to the graph sandwich
problem in which G1 = G and E 2 = E 1 + {(u, v) |
PL (u) = PL (v) = N}.
Probe distance-hereditary graphs were introduced by Chandler et al. (2006). They gave an O(n2 )time algorithm to recognize fully partitioned probe
distance-hereditary graphs. Instead of studying the
recognition of fully partitioned (or unpartitioned)
probe distance-hereditary graphs directly, we study
the recognition of partially partitioned probe distancehereditary graphs. The recognition of partially partitioned probe distance-hereditary graphs is equivalent to the recognition of fully partitioned distancehereditary graphs if PU = ∅ and is equivalent
to the recognition of unpartitioned probe distancehereditary graphs if PP = PN = ∅. In this paper, we
give an O(nm)-time algorithm to recognize partially
partitioned probe distance-hereditary graphs.
2 Preliminaries
For a vertex v of G, the open neighborhood of v, denoted by NG (v), consists of all vertices adjacent to v
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Table 1: Some results and open problems on probe
graphs.
Graph class
probe chordal
probe strongly chordal
probe chordal bipartite
probe interval
Probe DHG
probe cographs
Probe bipartite DHG
probe ptolemaic
probe comparability
probe co-comparability
probe permutation
Graph class
probe chordal
probe strongly chordal
probe chordal bipartite
probe interval
Probe DHG
probe cographs
Probe bipartite DHG
probe ptolemaic
probe comparability
probe co-comparability
probe permutation

Fully partitioned
O(|P|m) (Golumbic & Lipshteyn
2004, Berry et al. 2007)
Poly. (Chandler et al. 2007)
Poly. (Chandler et al. 2007)
O(n + m) (McConnell & Nussbaum
2009)
O(n2 ) (Chandler et al. 2006)
O(n + m) (Le & de Ridder 2007)
O(n2 ) (Chandler et al. 2006)
O(nm) (Chang & Hung 2009)
O(nm) (Chandler et al. 2008)
O(n3 ) (Chandler et al. 2008)
O(n2 ) (Chang et al. 2009)
Unpartitioned
O(m2 ) (Berry et al. 2007)
Open
Open
Poly. (Chang et al. 2005)
O(nm) [this paper ]
O(n + m) (Le & de Ridder 2007)
O(nm) (Chang et al. 2009)
O(n3 ) (Chang & Hung 2009)
Open
Open
Open

in G. We use NG [v] for NG (v) + v, called the closed
neighborhood of v. For a subset X of V , we use
NG (X) = ∪x∈X NG (x) − X to denote the neighborhood of X in G. A subset X of V is called a module in
G if for every x ∈ X NG (x) − X = NG (X). Two vertices u 6= v are false twins in G if NG (u) = NG (v) and
are true twins if NG [u] = NG [v]. We say they are twins
if NG (u) − v = NG (v) − u. A vertex v in G is called
a pendant vertex if the degree of v is one. A vertex v
in G is called a universal vertex if the degree of v is
|V | − 1. A vertex v in G is simplicial if NG (v) induces
a complete subgraph of G. In a graph G = (V, E),
two disjoint subsets S and T of V are fully adjacent if
every vertex of S is adjacent to all vertices in T . Two
sets A and B are incomparable if A∩B 6= ∅, A−B 6= ∅,
and B − A 6= ∅. For two vertices u, v ∈ V , we use
dG (u, v) to denote the distance of u and v in a graph
G = (V, E).
We say a graph G is a distance-hereditary graph
(DHG for short) if the distance between any two vertices remains the same in every connected induced
subgraph of G. It is a classical result that distancehereditary graphs can be captured by forbidden induced subgraphs (Bandelt & Mulder 1986). For the
house, hole, domino, and gem, we refer to Fig. 1.
A hole is a k-cycle where k ≥ 5.
Theorem 1. (Bandelt & Mulder 1986) Let G be a graph.
The following conditions are equivalent:
1. G is distance hereditary.
2. G contains no house, hole, domino, or gem as an induced subgraph.
3. Every connected induced subgraph of G with at least
two vertices has a pendant vertex or a twin.
4. For every pair of vertices x and y with d(x, y) = 2,
there is no induced x, y-path of length greater than
two.
Cographs are a subclass of distance-hereditary
graphs. The following property of cographs is used
in the paper.
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Theorem 2. (Brandstädt et al. 1999) The following conditions are equivalent:
1. G is a cograph;
2. Every induced subgraph of G with at least two vertices has at least one pair of twins;
3. G is P4 -free.

Figure 1: A house, a hole, a domino, and a gem.
In (D’Atri & Moscarini 1988) the notion of a hanging of G by a vertex v was introduced.
Deﬁnition 1. (D’Atri & Moscarini 1988) The hanging
Φ of G = (V, E) by v is an (` + 1)-tuple (L0 , L1 , . . . , L` )
where ` = maxu∈V dG (u, v), L0 = {v}, and Li = {u ∈
V | dG (u, v) = i} for 1 ≤ i ≤ `.
Deﬁnition 2. Let Φ = (L0 , L1 , . . . , L` ) be a hanging
of G. For x ∈ Li , 0 < i ≤ `, use NΦ− (x) for NG (x) ∩
Li−1 . Denote the subgraph of G induced by ∪i≤j≤` Lj
by Gi for 0 ≤ i ≤ `. By deﬁnition, G = G0 . Let x
and y be vertices in Li with 1 ≤ i ≤ `. We say that
(i) x properly contains y, denoted by x À y, if NΦ− (x)
properly contains NΦ− (y); (ii) x and y are equivalent,
denoted by x ≡ y, if NΦ− (x) = NΦ− (y); and (iii) x is
minimal (resp. maximal) if there does not exist any other
vertex z ∈ Li such that x À z (resp. z À x).
Remark 1. Let C be a component of Gi where 0 < i ≤ `.
By deﬁnition of hanging, NG (C) ⊆ Li−1 .
Theorem 3. (D’Atri & Moscarini 1988) A connected
graph G is distance hereditary if and only if for every
hanging Φ = (L0 , L1 , . . . , L` ) of G and every pair of vertices x, y ∈ Li (1 ≤ i ≤ `) that are in the same component of Gi , we have NΦ− (x) = NΦ− (y). In other words,
for a component C of Gi , NG (C) and C ∩ Li are fully
adjacent.
Theorem 4. (Hammer & Maffray 1990) Suppose Φ =
(L0 , L1 , . . . , L` ) is a hanging of a connected distancehereditary graph G. For any two vertices x, y ∈ Li
with 1 ≤ i ≤ `, NΦ− (x) and NΦ− (y) are disjoint or
NΦ− (x) ⊆ NΦ− (y) or NΦ− (y) ⊆ NΦ− (x).
The following corollary can be seen from the
above two theorems.
Corollary 1. Suppose Φ = (L0 , L1 , . . . , L` ) is a hanging of a connected distance-hereditary graph G. For any
two components C1 and C2 of Gi with 1 ≤ i ≤ `,
NG (C1 ) and NG (C2 ) are disjoint or NG (C1 ) ⊆ NG (C2 )
or NG (C2 ) ⊆ NG (C1 ).
Theorem 5. (Hammer & Maffray 1990) Suppose Φ =
(L0 , L1 , . . . , L` ) is a hanging of a connected distancehereditary graph G. For each 1 ≤ i ≤ `, there exists
a minimal vertex v. In addition, if v is minimal then
NG (x) − NΦ− (v) = NG (y) − NΦ− (v) for every pair of
vertices x and y in NΦ− (v).
By Theorem 3 and Theorem 5, we get the following corollary.
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Corollary 2. Suppose Φ = (L0 , L1 , . . . , L` ) is a hanging of a connected distance-hereditary graph G. For each
1 ≤ i ≤ `, Gi has a minimal component C, i.e., NG (C)
does not properly contain NG (C 0 ) for any component C 0
of Gi . In addition, if C is a minimal component of Gi then
NG (C) is a module of G.
Corollary 3. Suppose G is a biconnected distancehereditary graph and Φ = (L0 , L1 , . . . , L` ) is a hanging
of G. Let C be a component of Gi where 1 < i ≤ `. Then
NG (C) contains a pair of twins.
Proof. For every component C of Gi , there exists a
minimal component C ∗ such that NG (C ∗ ) ⊆ NG (C).
For every component C of Gi , NG (C) induces a cograph. Otherwise by Theorem 2 there exists a P4 in
G[NG (C)]. The P4 with any x ∈ C induces a gem, a
contradiction. Because G is biconnected, |NG (C ∗ )| >
1. By Corollary 2, NG (C ∗ ) is a module of G. Since
NG (C ∗ ) induces a cograph in G, there exists two vertices NG (C ∗ ) that are twins in the subgraph induced
by NG (C ∗ ). They are twins in G.
¤
In the rest of this section, we give some observations on a probe distance-hereditary graph and its
distance-hereditary embedding.
Proposition 1. Suppose P is a probe distance-hereditary
graph and P ∗ is a distance-hereditary embedding of P .
Then the following statements are true:
1. Any two probes in P ∗ that are false twins in P ∗ are
false twins in P .
2. Any two probes in P ∗ that are true twins in P ∗ are
true twins in P .
3. Any two nonprobes in P ∗ that are false twins in P ∗
are false twins in P .
4. Any two nonprobes in P ∗ that are true twins in P ∗
are false twins in P .
Lemma 1. If P is a probe distance-hereditary graph, then
the universal vertex of any induced gem of PG is a probe
in any distance-hereditary embedding of P .
Proof. Suppose the universal vertex of any induced
gem is a nonprobe. Then all the other vertices in the
gem are probes. Hence the same ﬁve vertices will
induce a gem in any embedding of P , a contradiction.
¤
The next lemma shows that also any induced house
can be assigned a designated vertex.
Lemma 2. If P is a probe distance-hereditary graph, then
the simplicial vertex of any induced house of PG is a nonprobe in any distance-hereditary embedding of P .
Proof. An induced house in PG can have only two
nonprobes in any distance-hereditary embedding
of P . If they are two vertices of the square, then
adding an edge creates a gem, which is a contradiction.
¤
Theorem 6. If P is a probe distance-hereditary graph and
the subgraph of PG induced by a set D of six vertices is a
domino, then in any distance-hereditary embedding of P ,
D has exactly two nonprobes which are at distance three
in the subgraph of PG induced by D.

Proof. Any maximal independent set in a domino
has either two or three vertices. Assume there
are three nonprobes in a distance-hereditary embedding of P . Then the three nonprobes have pairwise distance two in PG . If only one edge is added,
this creates a house. If two or three edges are
added in the embedding it creates a house or a gem.
Hence a domino has two nonprobes in any distancehereditary embedding of P . If they are at distance
two, a house is created in the embedding. Hence
there are exactly two nonprobes in any distancehereditary embedding of P and they are at distance
three in PG .
¤
Corollary 4. If P is probe distance-hereditary and the
subgraph of G induced by a set D of six vertices is a
domino, then the two vertices that have degree three in
the subgraph of PG induced by D are probes.
Deﬁnition 3. Two disjoint vertex sets X and Y are called
probe adjacent if X can be partitioned into two nonempty sets X1 and X2 and Y can be partitioned into
two non-empty sets Y1 and Y2 such that every vertex in
X1 (resp. Y1 ) is adjacent to all vertices of Y (resp. X)
and every vertex in X2 (resp. Y2 ) is adjacent to all vertices of Y1 (resp. X1 ) but not adjacent to any vertex of
Y2 (resp. X2 ).
Lemma 3. Let P be a probe graph and P ∗ be a distancehereditary embedding of P . Suppose X and Y are two
disjoint vertex sets of PG of size greater than one and X
and Y are fully adjacent in PG∗ . If both X and Y have
vertices with labels both P and N in P ∗ , then X and Y are
probe adjacent in G. Besides, a vertex x ∈ X (resp. Y ) is
a probe in P ∗ if and only if x is adjacent to all vertices in
Y (resp. X).
Proof. By deﬁnition.

¤

Theorem 7. Suppose P is a probe graph and u is a universal vertex of PG . Then P is a probe distance-hereditary
graph if and only if one of the following conditions is satisﬁed:
(i) PL (u) = P and P − u is a probe cograph.
(ii) PL (u) = N and P − u is a cograph.
(iii) PL (u) = U and P − u is a probe cograph.
Proof. If P has a distance-hereditary embedding P ∗ ,
then P ∗ −u is a cograph, i.e., P −u is a probe cograph.
Otherwise there exists an induced P4 in P ∗ − u and
the P4 with u induces a gem in P ∗ , a contradiction. If
u is a nonprobe, then all vertices in P − u are probes.
Hence P − u must be a cograph.
Suppose P − u is a probe cograph. Let P 0 be a cograph embedding of P −u. We create a new graph P ∗
from P 0 by letting u be adjacent to all vertices of P 0 .
It cannot introduce any induced P4 in P ∗ including u
since u is a universal vertex. Hence P ∗ is a cograph
embedding of P and a distance-hereditary embedding of P . Suppose P − u is a cograph. There is no
induced P4 including u since u is a universal vertex.
Thus P is a cograph and also a distance-hereditary
graph if u is a universal vertex and P − u is a cograph.
¤
Corollary 5. Suppose P is a probe graph and u is a universal vertex of PG . Then P is a probe distance-hereditary
graph if and only if P is a probe cograph.
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3 The algorithm
In this section, we give an O(nm)-time algorithm
to recognize probe distance-hereditary graphs. This
algorithm is a recursive one. We denote the input probe graph by P . The algorithm ﬁrst checks
whether P is feasible. If P is not feasible, then it is
not a probe distance-hereditary graph. Set PL (u) = P
for all vertices of u ∈ PU that are adjacent to v ∈ PV
with PL (v) = N. This can be done in linear time.
In the following assume P is feasible, i.e., all neighbors of a nonprobe must be probes. The algorithm
checks to which of the following classes the input
probe graph P does belong and takes action accordingly:
P 1. PG has twins. If it has one, reduce the size of
P according to Lemma 4 and 5 and solve the
problem recursively. The two lemmas and the
reduction steps will be described in Section 3.1.
P 2. |PV | ≤ c for some constant c. Solve the problem
by brute force in O(1) time.
P 3. P is fully partitioned. Use the O(n2 )-time algorithm in (Chandler et al. 2006).
P 4. PG is biconnected and without twins. Call Algorithm B, to be given in Section 3.2, to solve
the problem.
P 5. PG is not biconnected and without twins. Call
Algorithm R, to be given in Section 3.3 to solve
the problem recursively.
It is easy to see the correctness of the algorithm if
the algorithm for each class of input is correct. We
analyze the time complexity of the algorithm in Section 3.4.
3.1 Twins
In this subsection we ﬁrst prove two lemmas and
show how to use them to solve the problem recursively.
Lemma 4. Suppose P is a probe graph and u and v are
true twins in PG satisfying one of the following conditions.
1. PL (u) = PL (v) = P or U.
2. PL (u) = P, PL (v) = N or U.
Let P 0 = P − v if PL (u) = P. If PL (u) = PL (v) = U,
let P 0 be the probe graph obtained from P − v by changing
the label of u from U to P, i.e., PG0 = PG − v, PL0 (u) = P,
and PL0 (x) = PL (x) for x ∈ PV − u − v. Then P is a
probe distance-hereditary graph if and only if P 0 is a probe
distance-hereditary graph.
Proof. If P has an embedding P ∗ , then P ∗ − v is an
embedding of P − v. Thus P ∗ − v is an embedding
of P 0 . Next we show that P has a distance-hereditary
embedding if P − v has one. Assume that P 00 is a
distance-hereditary embedding of P 0 .
Suppose that PL (u) = P. We obtain P ∗ from P 00 by
attaching v as a true twin of u and relabel v as a probe
in P ∗ if PL (v) = U. Since u is a probe, we have
NP 0 (u) = NP 00 (u) and hence NP ∗ (v) = NP (v). By
Theorem 1, P ∗ is a distance-hereditary embedding
of P .
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Suppose that PL (u) = PL (v) = U. Since u and v are
adjacent in P , one of u and v is not a nonprobe in any
embedding of P . Without loss of generality assume
that u is a probe. Since PL0 (u) = P, NP 0 (u) = NP 00 (u).
We obtain P ∗ from P 00 by attaching v as a true twin
of u and relabel v as a probe in P ∗ . By Theorem 1, P ∗
is a distance-hereditary embedding.
¤
Lemma 5. Suppose P is a probe graph and u and v are
false twins in PG satisfying one of the following conditions.
1. PL (u) = PL (v) = P, N, or U.
2. PL (u) = P, PL (v) = N or U.
3. PL (u) = N, PL (v) = U.
Then P is a probe distance-hereditary graph if and only if
P − v is a probe distance-hereditary graph.
Proof. If P has a distance-hereditary embedding P ∗ ,
then P ∗ − v is an embedding of P − v. Next we show
that P has a distance-hereditary embedding if P − v
has one. Suppose P − v has an embedding P 0 . We
then obtain P ∗ from P 0 by attaching v as a false twin
of u. Let PL∗ (v) = PL0 (u) if PL (v) = U. If PL∗ (u) =
P, we see NP (u) = NP ∗ (u) and NP (v) = NP ∗ (v).
Suppose PL∗ (u) = N and PL (v) = N or U. Assume
NP ∗ (u) = NP (u)+X, all vertices in X are nonprobes.
We obtain P ∗ from P 0 by attaching v as a false twin
of u and letting PL∗ (v) = N if PL (v) = U. Hence
NP ∗ (v) = NP ∗ (u) = NP (u) + X. By Theorem 1, we
see P ∗ is a distance-hereditary embedding of P . ¤
The proofs of the above two lemmas explicitly
point out how to reduce the size of input probe
graph P and imply the problem can be solved recursively. In (Lanlignel & Thierry 2000), an O(n2 )-time
algorithm was developed for removing all twins in a
given graph. The following lemma summarizes the
result of this subsection.
Lemma 6. Given a graph, removing vertices that have a
twin until it is not possible can be done in O(n2 ) time.
3.2 Kernel probe graphs and Algorithm B
In the subsection we deal with the case that input
graph P is of class P 4. This is the most crucial
part of the algorithm. We will show that whether
such a probe graph P is a probe distance-hereditary
graph can be recognized in O(n2 ) time. There are
two stages in Algorithm B. At the ﬁrst stage of Algorithm B, we check whether P is a probe cograph. A
probe cograph can be recognized in linear time (Le
& de Ridder 2007). If P is not a probe cograph,
we do the second stage of Algorithm B. First arbitrarily pick an edge (x, y) of PE . In any distancehereditary embedding of P , either x is a probe or y
is a probe. Hence we reduce the problem to the case
that there is a vertex p ∈ PV with PL (p) = P. We call
a probe graph P satisfying the following four conditions a kernel probe graph: (i) PG is biconnected, (ii)
PG has no twins, (iii) there is a vertex p ∈ PV with
PL (p) = P, and (iv) P is not a probe cograph. Given
a kernel probe graph P and a probe p, our goal is to
determine whether P is a probe distance-hereditary
graph. We say that a kernel probe graph P is welllabeled if there is a vertex p such that PL (p) = P and
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PL (x) 6= U for every vertex x in the open neighborhood of p in PG . Let Φ = (L0 , L1 , . . . , L` ) be the
hanging of PG by p. Since P is not a probe cograph,
by Corollary 5 there is no universal vertex in PG ,
` > 1. For clarity of the notation, use G for PG . The
second stage of Algorithm B checks to which class of
probe graphs the input kernel probe graph P does
belong and takes action accordingly:
C 1. P is well-labeled.
C 2. P is not well-labeled.
To handle the case that P is of class C 2, i.e., not welllabeled, the algorithm again checks to which class of
probe graphs the input kernel probe graph P does
belong and takes action accordingly:
D 1. there is a component C in G2 with |C ∩ L2 | ≥ 2.
If ` > 2, there must be a component C in G2
with |C ∩ L2 | ≥ 2 since G is biconnected.
D 2. ` = 2, |C| = 1 for every component C in G2 and
there is a vertex q ∈ L2 with PL (q) = P.
D 3. ` = 2, |C| = 1 for every component C in G2 and
every vertex in L2 is not a probe.
In the following assume that P is a kernel probe
graph and P ∗ is a minimal distance-hereditary embedding of P . For simplicity, use G and G∗ for
PG and PG∗ , respectively. Let p be a probe of P ∗ ,
Φ = (L0 , L1 , . . . , L` ) and Ψ = (Z0 , Z1 , . . . , Zh ) be the
hangings of G and G∗ by vertex p, respectively. The
above notation will be used in lemmas and theorems
in the rest of this subsection. Now we give some observations on both the hangings of G and G∗ by a
probe p.
Lemma 7. Suppose C is a component of G∗i with 1 <
i ≤ h. Then NG∗ (C) contains probes and nonprobes in
P ∗ . In addition, if |C ∩ Zi | > 1 then C ∩ Zi also contains
probes and nonprobes in P ∗ .
Proof. First we prove that NG∗ (C) contains probes
and nonprobes in P ∗ . By Corollary 3, NG∗ (C) contains a pair of twins, u and v. If the labels of u and
v in P ∗ are the same, then u and v are twins of G.
This contradicts the assumption that G has no twins.
Hence one of u and v is a probe and the other is a
nonprobe in G∗ . Next we show that C ∩ Zi also contains probes and nonprobes in G∗ if |C ∩ Zi | > 1.
There are two cases:
1. i = h or i < h and C ∩ Zi+1 = ∅. Notice that
C ∩Zi = C in this case. Since a vertex in NG∗ (C)
is adjacent to all vertices in C, C induces a cograph in G∗ . There is a pair of twins in G∗ [C].
Since C and NG∗ (C) are fully adjacent in G∗
they are also twins of G∗ . If both of them have
the same label in P ∗ then they are also twins in
G, a contradiction. Thus one of them is a probe
and the other is a nonprobe in P ∗ .
2. i < h and C∩Zi+1 6= ∅. Let C 0 be a component of
G∗i+1 with C 0 ⊂ C. Then NG∗ (C 0 ) ⊆ (C ∩ Zi ). By
the ﬁrst statement of this lemma, NG∗ (C 0 ) contains probes and nonprobes in P ∗ . Hence C ∩ Zi
also contains probes and nonprobes in P ∗ .
¤
Corollary 6. For x ∈ Zi where 1 < i ≤ h,
contains probes and nonprobes in P ∗ .

−
NΨ
(x)

Proof. Since G∗ is biconnected and distance heredi−
tary, |NΨ
(x)| > 1. Obviously, x ∈ C for some component C of G∗i . By Lemma 7, NG∗ (C) contains probes
and nonprobes in P ∗ . By Theorem 3, x is adjacent to
−
all vertices in NG∗ (C) in G∗ . Hence NΨ
(x) contains
probes and nonprobes in P ∗ ..
¤
Lemma 8. ` = h > 1 and Li = Zi for 0 ≤ i ≤ ` = h.
Proof. Since P is not a probe cograph, there is no
universal vertex in G∗ . Because p is not a universal
vertex of G∗ , h > 1. Since G∗ is obtained from G
by adding edges, ` ≥ h. Clearly, L0 = Z0 = {p}. Because p is a probe, L1 = Z1 . By induction hypothesis,
assume that Lj = Zj for 0 ≤ j < i. By the assumption, dG (y, p) = dG∗ (y, p) for every y ∈ Lj . We complete the proof by showing that every vertex x ∈ Zi
is also in Li . Let x be a vertex in Zi . By deﬁnition,
dG∗ (x, p) = i. Notice that dG∗ (x, p) ≤ dG (x, p) since
G∗ is obtained from G by adding edges between nonprobes. By Corollary 6, x is adjacent to a probe y in
Zi−1 = Li−1 . Hence dG (x, p) = dG (y, p) + 1 = i and
x ∈ Li .
¤
Theorem 8. For 1 < i ≤ ` and x ∈ Li , x is a probe
in P ∗ if and only if in G x is adjacent to some vertices in
Li−1 that are nonprobes in P ∗ .
Proof. By Lemma 8, x ∈ Zi since x ∈ Li . By Corollary 6, in G∗ every vertex in Zi is adjacent to vertices
in Zi−1 that are nonprobes in P ∗ . Since x is a probe,
NG (x) = NG∗ (x). By Lemma 8, Li−1 = Zi−1 . Hence
in G x is adjacent to vertices in Li−1 that are nonprobes in P ∗ . On the other hand, x must be a probe
in P ∗ if in G x is adjacent to some vertices that are
nonprobes in P ∗ .
¤
Algorithm W. Now we are ready to show the algorithm for the case that P is of class C 1, i.e., a
well-labeled kernel probe graph. We refer to the algorithm for handling this case as Algorithm W. We
will see that Algorithm W serves as a major subroutine to be used later. The algorithm is as follows.
By deﬁnition, the labels of vertices in NG [p] are either P or N. Compute P 0 from P as follows. Let
PG0 = PG and let PL0 (y) = PL (y) for all y ∈ NG [p].
For every i from i = 2 to i = ` and every y ∈ Li
with PL (y) = U, let PL0 (y) = P if in G y is adjacent
to some vertex z ∈ Li−1 with PL0 (z) = N; and let
PL0 (y) = N otherwise. By Theorem 8, we see that
P is a probe distance-hereditary graph if and only if
P 0 is a probe distance-hereditary graph. Apparently
P 0 is fully partitioned. Use the O(n2 )-time algorithm
in (Chandler et al. 2006) to determine whether P 0 is a
probe distance-hereditary graph. It is not hard to see
that Algorithm W runs in O(n2 ) time.
In the following we give observations to be used
for handling probe graphs of class C 2.
Lemma 9. Suppose P ∗ is a minimal distance-hereditary
embedding of P . Then the following statements hold:
(1) A component of Gi is a component of G∗i for 0 ≤ i ≤
`.
(2) For any component C of Gi with 1 ≤ i ≤ `, C ∩ Li =
C ∩ Zi .
(3) For any component C of Gi with 1 ≤ i ≤ ` and
|C ∩ Li | > 1, NG (C) = NG∗ (C).
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Proof. First we prove Statement (1). By Lemma 8,
h = ` and Li = Zi for 0 ≤ i ≤ h = `. In addition, G∗ is obtained from G by adding edges. Hence
a component of G∗i , 0 ≤ i ≤ h, is a component of Gi
or the union of some components of Gi . Since both
G and G∗ are biconnected, all G0 , G1 , G∗0 , and G∗1
have only one component. Hence the lemma holds
for i = 0 and i = 1. For 1 < i ≤ `, we prove
the statement by contradiction showing that if some
component C of G∗i is not a component of Gi then
P ∗ is not a minimal distance-hereditary embedding
of P . Suppose C is a component of G∗i that properly
contains a component D of Gi . Let P 0 be an embedding of P obtained from P ∗ by removing edges connecting a vertex in C − D and another vertex in D.
Use G0 for PG0 . Clearly NG∗ (C) = NG∗ (D) ∩ Zi−1 =
NG∗ (C − D) ∩ Zi−1 = NG0 (D) = NG0 (C − D). If P 0 is
still a distance-hereditary embedding of P , then P ∗
is not minimal. In the following we prove that P 0
is still a distance-hereditary embedding of P by contradiction again. Assume that P 0 is not a distancehereditary embedding of P , i.e., G0 is not a distancehereditary graph. There is an induced forbidden
subgraph in G0 . Let F be the set of vertices that induces a hole or a domino or a gem or a house in G0 .
Because the induced forbidden subgraph is formed
by removing edges connecting a vertex in D and another vertex in C −D, |D∩F | ≥ 1 and |(C −D)∩F | ≥
1. Since all induced forbidden subgraph are biconnected, |F ∩ NG0 (C)| = |F ∩ NG∗ (C)| ≥ 2. Without
loss generality assume that x1 , x2 , x3 , and x4 are vertices in F where x1 ∈ (C − D), x2 ∈ D, and x3 , x4 ∈
NG∗ (C). By deﬁnition, x1 and x2 are not adjacent in
G0 . By assumption, x1 , x2 ∈ Zi and x3 , x4 ∈ Zi−1 .
Clearly {x1 , x2 } and {x3 , x4 } are fully adjacent both
in G∗ and in G0 . Depending on whether x3 and x4
are adjacent or not, in G0 the four vertices x1 , x2 , x3 ,
and x4 induce either a cycle of length four or a cycle
of length four with a chord. Therefore it is impossible for F to induce a hole. If x3 and x4 are adjacent,
then F must induce a gem. Otherwise F induces a
house or a domino.
1. x3 and x4 are adjacent and F induces a gem. By
observation, the universal vertex of the gem is
either x3 or x4 . Without loss of generality assume x3 is the universal of the gem. Then the
ﬁfth vertex x5 of F is adjacent to x3 and one of
x1 or x2 . In other words, x5 is adjacent to a vertex in Zi and another vertex in Zi−1 . Therefore
x5 ∈ Zi or x5 ∈ Zi−1 . If x5 ∈ Zi , then x5 is
also adjacent to x4 . If x5 ∈ Zi−1 , then x5 is also
adjacent to both x1 and x2 . It contradicts that F
induces a gem.
2. x3 and x4 are not adjacent and F induces a
house. Then the ﬁfth vertex x5 of F is the simplicial vertex of the house. It is adjacent to a
vertex in Zi and another vertex in Zi−1 . By arguments similar to those for proving the above
case, it contradicts the assumption that F induces a house.
3. x3 and x4 are not adjacent and F induces a
domino. The ﬁfth vertex x5 and the sixth vertex
x6 of F are adjacent and one of them is adjacent
to a vertex in Zi and the other is adjacent to a
vertex in Zi−1 . Thus at least one of them is in Zi
or in Zi−1 . In G0 if it is in Zi then it is adjacent to
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both x3 and x4 and if it is in Zi−1 then it is adjacent to both x1 and x2 . In other words, F does
not induce a domino, a contradiction.
Next we prove Statement (2). By Statement (1),
C is also a component of G∗i . By Lemma 8, Zi = Li
for 0 ≤ i ≤ `. Hence C ∩ Zi ⊆ C ∩ Li . Since G∗ is
obtained from G by adding edges, C ∩ Li ⊆ C ∩ Zi .
Therefore C ∩ Zi = C ∩ Li .
Finally, we prove Statement (3). Clearly the statement is true if i = 1. In the following assume
1 < i ≤ `. By Statement (1) of this lemma, C is also
a component of G∗i . By Statement (2) of this lemma,
C ∩ Zi = C ∩ Li . Since |C ∩ Zi | > 1, by Lemma 7 both
NG∗ (C) and C ∩ Zi contains probes and nonprobes.
Let x ∈ C ∩ Zi be a probe in G∗ . Since G∗ is distance
−
hereditary, NG∗ (C) = NΨ
(x) by Theorem 3. Because
Zi = Li for 0 ≤ i ≤ ` (see Lemma 8) and x is a probe
−
in P ∗ , NΨ
(x) = NΦ− (x). Since G∗ is obtained from G
by adding edges, we have NG (C) ⊆ NG∗ (C). Thus
−
NG∗ (C) = NΨ
(x) = NΦ− (x) ⊆ NG (C) ⊆ NG∗ (C).
This proves the statement.
¤
Theorem 9. Suppose P ∗ is a minimal distancehereditary embedding of P and C is a component of Gi
with |C ∩ Li | > 1 and 1 < i ≤ `. A vertex x ∈ C ∩ Li
(resp. NG (C)) is a probe in P ∗ if and only if x is adjacent
to all vertices in NG (C) (resp. C).
Proof. By Statement (2) of Lemma 9, C ∩ Zi =
C ∩ Li . Hence |C ∩ Zi | > 1. By Statement (3) of
Lemma 9, NG (C) = NG∗ (C). Since G∗ is biconnected, |NG∗ (C)| > 1. Since G∗ is distance hereditary, NG∗ (C) and C ∩ Zi are fully adjacent by Theorem 3. By Lemma 3, the theorem holds.
¤
Next we show how to use the above lemmas and
theorems to handle the case that P is of class C 2.
Algorithm for D 1. In this case there is a component C in G2 with |C ∩ L2 | ≥ 2. By Lemma 9 and
Theorem 9, a vertex x ∈ C ∩ L2 (resp. NG (C)) is
a probe in P ∗ if and only if x is adjacent to all vertices in NG (C) (resp. C). Compute P 0 from P as follows. Let PG0 = PG and PL0 (y) = PL (y) for every
y ∈ PV − (C ∪ NG (C)). For every y ∈ (C ∪ NG (C)),
let PL0 (y) = PL (y) if PL (y) 6= U. For every y ∈ NG (C)
with PL (y) = U, let PL0 (y) = P if in G y is adjacent
to all vertices z ∈ C ∩ L2 and let PL0 (y) = N otherwise. If we let PL0 (y) = PL (y) for all primes y ∈ C,
we see that P is a probe distance-hereditary graph if
and only if P 0 is a probe distance-hereditary graph
by Theorem 9. But we will go further. Clearly all
vertices in NG (C) are not primes now. From i = 2
to i = `, for every y ∈ C ∩ Li with PL (y) = U, let
PL0 (y) = P if in G y is adjacent to some nonprobes
in Li−1 and let PL0 (y) = N otherwise. By Theorem 9,
we see that P is a probe distance-hereditary graph if
and only if P 0 is a probe distance-hereditary graph
after we relabel primes of P in C. In P 0 , there must
be a probe p0 in C ∩ L2 . Besides PL0 (y) 6= U for every y ∈ NG (p0 ). Thus P 0 is a well-labeled kernel
probe graph. We then call Algorithm W to determine
whether P 0 is a probe distance-hereditary graph. It
takes linear time to ﬁnd a component C of G2 with
|C ∩ L2 | > 1 and obtain P 0 in linear time. Thus the
algorithm for D 1 runs in O(n2 ) time.
Algorithm for D 2. In this case ` = 2 and there is
a component C of G` that C = {q} and PL (q) = P.
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If NG (q) = L1 , then q is a false twin of p, a contradiction. Thus L1 − NG (q) 6= ∅. Let (L00 , L01 , . . . , L0k )
be the hanging of G by q. Then p and all vertices in
L1 − NG (q) are in L02 and are in the same component
of G − NG [q]. Hence P is also of class D 1 and the algorithm is ﬁnished by calling the algorithm for D 1.
Thus the algorithm for D 2 runs in O(n2 ) time.
Algorithm for D 3. In this case ` = 2, |C| = 1 for every component of G2 , and every vertex in L2 is not a
probe. Let q be a vertex in L2 and be of minimum degree among vertices in L2 . By deﬁnition, PL (q) = U
or PL (q) = N. Let P̂ be the probe graph (PG , P̂L )
where P̂L (q) = P and P̂L (x) = PL (x) for x ∈ PV − q.
Let P̌ be the probe graph (PG , P̌L ) where P̌L (q) = N,
P̌L (y) = P for y ∈ NG (q), and P̌L (x) = PL (x) for x ∈
PV − NG [q]. If PL (q) = U, then P is a probe distancehereditary graph if and only if one of P̂ and P̌ is
a probe distance-hereditary graph. It is easy to see
that we can use the algorithm for D 2 to test whether
P̂ is a probe distance-hereditary graph. In the following we focus on checking whether P̌ is a probe
distance-hereditary graph. Notice that P̌G = G. In
the following we use G to refer to P̌G . Since G has no
twins, NΦ− (q) 6= NΦ− (q 0 ) for any q 0 ∈ L2 and q 0 6= q.
We distinguish the following two classes of the input
graph:
N 1. There exists a vertex q 0 ∈ L2 , q 0 6= q, that NΦ− (q 0 )
and NΦ− (q) are incomparable, i.e., NΦ− (q 0 ) ∩
NΦ− (q) 6= ∅, NΦ− (q 0 ) − NΦ− (q) 6= ∅, and NΦ− (q) −
NΦ− (q 0 ) 6= ∅.
N 2. For all q 0 ∈ L2 , q 0 6= q, either NΦ− (q) ⊂ NΦ− (q 0 ),
or NΦ− (q) and NΦ− (q 0 ) are disjoint.
To which of the above two classes P̌ does belong can
be determined in O(n+m) time. We refer to the algorithms for input probe graphs of classes N 1 and N 2
as Algorithm N 1 and Algorithm N 2, respectively.
Algorithm N 1. Let y1 , y2 ∈ NΦ− (q) where y2 ∈
NΦ− (q 0 ) and y1 ∈
/ NΦ− (q 0 ). Let z ∈ NΦ− (q 0 ) but
−
z ∈
/ NΦ (q). Notice that y1 and y2 must be probes
in any distance-hereditary embedding of P̌ . Suppose y1 and y2 are not adjacent in G. Consider the
hanging (Ľ0 , Ľ1 , . . . , Ľk ) of G by y1 . By deﬁnition,
dG (y1 , q 0 ) ≥ 2. Thus k ≥ 2. Clearly dG (y1 , y2 ) = 2.
If dG (y1 , q 0 ) = 2, then both y2 and q 0 are in Ľ2 and
in the same components of the graph obtained by removing NG [y1 ]. If dG (y1 , q 0 ) > 2, then k > 2. We
see that P̌ is of class D 1. Hence whether P̌ is a
probe distance-hereditary graph can be determined
in O(n2 ). In the following assume that y1 and y2 are
adjacent in G. Hence dG (y1 , q 0 ) = 2. Suppose z is not
adjacent to y1 . Then, dG (y1 , z) = 2. Hence z and q 0
are in Ľ2 and in the same components of the graph
obtained by removing NG [y1 ]. Clearly P̌ is of class
D 1 and we can ﬁnish this case in O(n2 ) time. In addition, assume z and y1 are adjacent in the following.
Consider the following subcases:
(a) z is adjacent to y2 in G. {y1 , y2 , z, q, q 0 } induces a
gem as shown in Fig. 2(a) where y2 is the universal vertex and qy1 zq 0 is the P4 of the gem. Suppose q 0 is a nonprobe in the embedding. For destroying this gem we must add edge (q, q 0 ) in the

embedding. Besides z must be a probe. Then
{y2 , p, y1 , q, q 0 } induces another gem, where y2 is
the universal vertex and py1 qq 0 is the P4 , in the
embedding and we have no way to destroy it by
adding edges between nonprobes. Thus q 0 must
be a probe in any distance-hereditary embedding
of P̌ . Let P 0 be the probe graph (P̌G , PL0 ) where
PL0 (q 0 ) = P and PL0 (x) = P̌L (x) for x ∈ PV − q 0 .
It is easy to see that P 0 is of class D 2. Hence
this case can be done in O(n2 ) time by calling the
algorithm for D 2.
(b) z is not adjacent to y2 in G. {q, y1 , y2 , q 0 , z}
induces a house as shown in Fig. 2(b) where
y1 y2 q 0 zy1 is the C4 of the house. Suppose q 0 is
a nonprobe in the embedding. Similar to the
above case, edge (q, q 0 ) must be added to destroy
this house in the embedding and hence creating
a gem induced by {y2 , p, y1 , q, q 0 }, where y2 is the
universal vertex and py1 qq 0 is the P4 , in the embedding and we have no way to destroy it by
adding edges between nonprobes. Thus q 0 must
be a probe in any distance-hereditary embedding
of P̌ . By arguments similar to those given in the
above case, we can ﬁnish this case in O(n2 ) time.
Algorithm N 2. Let Y denote the set of vertices in
L1 − NΦ− (q) that are adjacent to some but not all vertices of NΦ− (q). Let X denote the set of vertices in
L1 − NΦ− (q) that are adjacent to all vertices of NΦ− (q).
Notice that all vertices in NΦ− (q) are probes in any
distance-hereditary embedding. Hence NΦ− (q) induces a cograph in G. There is a pair of twins in the
subgraph of G induced by NΦ− (q). If Y = ∅, then they
are also twins of G, a contradiction. Assume Y 6= ∅
in the following. Let y be any vertex in Y . By deﬁnition there are y1 , y2 ∈ NΦ− (q) such that y is adjacent
to y2 but not adjacent to y1 . The subgraph of G induced by {p, y1 , y2 , y, q} is either a house or a gem as
shown in Fig. 2(c) depending on whether y1 and y2
are adjacent in G. The only way to destroy the house
or the gem is to make y a nonprobe and to add edge
(y, q) in the embedding. Thus all vertices in Y must
be nonprobes in any distance-hereditary embedding.
Let x be a vertex in X. If x is adjacent to some vertex in Y , then x must be a probe in any embedding.
Suppose x is not adjacent to any vertex in Y . After adding edge (y, q), {y2 , x, p, y, q} induces a gem,
where y2 is the universal vertex and xpyq is the P4 , in
the embedding. For destroying the gem, x must be
a nonprobe in any distance-hereditary embedding.
Let Q = {q 0 | q 0 ∈ L2 , q 0 6= q, NΦ− (q) ⊆ NΦ− (q 0 )}. If
q 0 ∈ Q is adjacent to some vertex in Y , then it must be
a probe in any distance-hereditary embedding. Suppose q 0 ∈ Q is not adjacent to any vertex of Y . Similar
to the case for vertex x ∈ X not adjacent to any vertex in Y , we can show that q 0 must be a nonprobe in
any distance-hereditary embedding. From the arguments above we see that every vertex in NG (NG (q))
has a unique label among all distance-hereditary embeddings of P̌ . Let P 0 be the probe graph (PG , PL0 )
where PL0 (y) = N for y ∈ Y , PL0 (x) = N for x ∈ X
not adjacent to any vertex in Y , PL0 (x) = P for x ∈ X
adjacent to some vertex in Y , PL0 (q 0 ) = N for q 0 ∈ Q
not adjacent to any vertex in Y , PL0 (q 0 ) = P for q 0 ∈ Q
adjacent to some vertex in Y , and PL0 (u) = P̌L (u) for
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u ∈ PV −(X +Y +Q). From the above arguments, we
see that P̌ is a probe distance-hereditary graph if and
only if P 0 is a probe distance-hereditary graph. Let
p0 be some vertex in NG (q). We see that p0 is a probe
in P 0 and PL0 (u) 6= U for every u ∈ NG (p0 ). Thus P 0
is well-labeled with respect to p0 (C 1). Hence we can
call Algorithm W to complete the job in O(n2 ) time.
p
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y2 z
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y2 z

x
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q q0
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Figure 2: Some induced subgraphs in P where a dotted line denotes two vertices are possibly adjacent or
possibly not adjacent.
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The following lemma summarizes the results of
this subsection.
Lemma 10. Whether a probe graph of class P 4 is a probe
distance-hereditary graph can be determined in O(n2 )
time.
3.3 Non-biconnected probe graphs without twins
and Algorithm R
In this subsection we show how to solve the problem recursively when the input probe graph P has
no twins and is not biconnected. Our algorithm is
based upon the following two lemmas.
Lemma 11. Suppose P is a connected probe graph and
P ∗ is a minimal distance-hereditary embedding of P .
Then a vertex is a cut vertex of P ∗ if and only if it is a
cut vertex of P .
Proof. Suppose P has k biconnected components C1 , C2 , . . . , Ck .
Let PG∗ be the graph
∗
k
∗
(PV , ∪j=1 PE [Ci ])). It is easy to see that a vertex is a cut vertex of P ∗ if and only if it is a cut
vertex of P . We then prove the lemma by showing
that P ∗ is indeed a distance-hereditary embedding
of P . If P 0 is a distance-hereditary embedding of P
and P 0 6= P ∗ , then P 0 is not minimal, a contradiction. Thus P 0 = P ∗ if P ∗ is a distance-hereditary
embedding of P .
Now we prove that P ∗ is a distance-hereditary embedding of P . Suppose that P ∗ is not a distancehereditary embedding of P . That is, P ∗ has a
forbidden induced subgraph of distance-hereditary
graphs. Let F be the vertex set of a forbidden
induced subgraph. Since P ∗ [Ci ] is a distancehereditary embedding of P [Ci ], F is not a subset of
any Ci for 1 ≤ i ≤ k. Notice that F induces a hole, a
gem, a house, or a domino. All these four forbidden
induced subgraphs are biconnected. Thus F must be
a subset of some Ci , a contradiction. This completes
the proof.
¤
Lemma 12. Let P be a probe graph. If there exists a cut
vertex v in P and C is a component of PG − v, then P is a
probe distance-hereditary graph if and only if P −C has an
embedding P 0 and P [C + v] has an embedding P 00 where
either PL0 (v) = PL00 (v) = P or PL0 (v) = PL00 (v) = N.
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Proof. If P has a distance-hereditary embedding P ∗ ,
then P ∗ [C + v] is a distance-hereditary embedding of
P [C + v] and P ∗ − C is a distance-hereditary embedding of P − C.
Suppose that PL (v) = P or N. By Lemma 11, P ∗ =
P 0 + P 00 is a distance-hereditary embedding of P .
Suppose that PL (v) = U. If P [C + v] has no distancehereditary embedding that v is a probe or a nonprobe, then P is not a probe distance-hereditary
graphs. If P [C + v] has a distance-hereditary embedding P̂ that v is a probe but has no distancehereditary embedding that v is a nonprobe, then P
has a distance-hereditary embedding if and only if
P − C has a distance-hereditary embedding that v
is a probe. Conversely, if P [C + v] has a distancehereditary embedding P̌ that v is a nonprobe but
has no embedding that v is a probe, then P has a
distance-hereditary embedding if and only if P − C
has a distance-hereditary embedding that v is a nonprobe. If P [C + v] has a distance-hereditary embedding P̂ that v is a probe and P [C + v] has a distancehereditary embedding P̌ that v is a nonprobe, then
P has a distance-hereditary embedding if and only if
P − C has a distance-hereditary embedding.
¤
The proof of the above lemma is constructive. It
points out a recursive way to solve the problem. We
now describe Algorithm R in detail. Let v be a cut
vertex of PG and C be a component of PG − v such
that C does not contain any other cut vertex of PG .
In other words, C + v induces a biconnected component of PG . There are two cases:
1. PL (v) = P or N. By Lemma 12, P is a probe
distance-hereditary graph if and only if both P [C +v]
and P −C are probe distance-hereditary graphs. Call
Algorithm C to check whether P [C + v] has an embedding and recursively call the main algorithm to
check whether P − C has an embedding.
2. PL (v) = U. Let P̂ be the probe graph (PG [C +
v], P̂L ) where P̂L (v) = P and P̂L (x) = PL (x) for
x ∈ C. Let P̌ be the probe graph (PG [C + v], P̌L )
where P̌L (v) = N, P̌L (x) = P for x ∈ NG (v) ∩ C,
and P̌L (x) = PL (x) for x ∈ C − NG (v). Let P 0 be the
probe graph (PG [V − C], PL0 ) where PL0 (v) = P and
PL0 (x) = PL (x) for x ∈ V −C −v. Let P 00 be the probe
graph (PG [V − C], PL00 ) where PL00 (v) = N, PL00 (x) = P
for x ∈ (P − C) ∩ NG (v), and PL00 (x) = PL (x) for
x ∈ V − C − NG [v]. Call Algorithm C to check
whether P̂ and P̌ have embeddings. There are four
subcases:
(a) If neither P̂ nor P̌ is a probe distance-hereditary
graph, then P is not a probe distance-hereditary
graph.
(b) If both P̂ and P̌ are probe distance-hereditary
graphs, then P is a probe distance-hereditary
graph if and only if P − C is a probe distancehereditary graph. Recursively call the main algorithm to check whether P − C has an embedding.
(c) If P̂ is a probe distance-hereditary graph but P̌ is
not, then P is a probe distance-hereditary graph
if and only if P 0 is a probe distance-hereditary
graph. Recursively call the main algorithm to
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check whether P has a distance-hereditary embedding.

Lemma 4 and 5 from P [C + v], P̂ , and P̌ , the resulting
probe graph R is a pseudo-kernel probe graph.

(d) If P̂ is not a probe distance-hereditary graph but
P̌ is, then P is a probe distance-hereditary graph
if and only if P 00 is a probe distance-hereditary
graph. Recursively call the main algorithm to
check whether P 00 has a distance-hereditary embedding.

Proof. Note that PG [C + v] satisﬁes one of the conditions of Theorem 10 and v is not a prime. Assume
u is the twin of v. By the steps of removing twins according to Lemma 4 and 5, if v is a probe, we remove
u; if v is a nonprobe and u is a nonprobe or a prime,
we remove u; if v is a nonprobe and u is a probe,
we remove v. After removing twins, if the resulting
probe graph R is biconnected, by Theorem 10 it is a
kernel probe graph. Assume R is non-biconnected,
by Theorem 10 one of u and v is the only cut vertex of R. Moreover, the only cut vertex in R is not a
prime.
¤

We call a probe graph P a pseudo-kernel probe graph
if it satisﬁes one of the following three conditions:
(i) P is biconnected without twins, (ii) P is biconnected and has only one pair of twins. One of the
pair of twins is not a prime, (iii) P is non-biconnected
without twins and has only one cut vertex. The cut
vertex is not a prime.
Suppose v is the cut vertex of PG used to decompose PG into PG [C + v] and PG − C in Algorithm R.
We have the following observations. For simplifying
the notation, we use G and GC + v to denote PG and
PG [C + v] respectively.
Theorem 10. Suppose G is a non-biconnected graph
without twins. There exists a biconnected component
GC + v of G that only contains a cut vertex v of G. Then
one of the following statements holds.
(i) There are no twins in GC + v.
(ii) There is only one pair of twins in GC + v, v is one
of the pair of twins. After removing one of the pair
of twins from GC + v, the resulting graph has no
twins and either it is biconnected or it has only one
cut vertex which is one of the pair of twins in GC +v.
Proof. Since G has no twins, no x, y ∈ GC are twins
in GC + v. After the decomposition, only the neighborhood of the vertex used to decompose the graph
is changed. Hence v must be one of the pair of twins,
and there exists only one vertex u in GC that u and v
are twins in GC + v.
Suppose there exists a pair of twins x and y in GC .
Removing v from GC + v only changes the neighborhood of vertices in NGC [u], where u and v are twins
in GC + v. Hence one of x, y ∈ NGC [u]. If u = x and
y ∈ NGC (u), y and v are twins in GC + v, a contradiction. If u = x and y 6∈ NGC [u], y and v are twins in
GC + v, a contradiction. Suppose x 6= u and y 6= u.
If x, y ∈ NGC (u), they are twins in GC + v, a contradiction. If x ∈ NGC (u) but y 6∈ NGC [u], then they are
not twins in GC since y is not adjacent to u, contradiction. Hence there are no twins in GC . Similarly,
we can show that there are no twins in GC + v − u.
Suppose GC is non-biconnected. If u is not a cut
vertex, let x 6= u be a cut vertex of GC . Let C1 and C2
be two components of GC − x. Since GC + v is biconnected, v is adjacent to some vertex of C1 and some
vertex of C2 in GC + v. Since u and v are twins in
GC + v, in GC u is adjacent to some vertex of C1 and
some vertex of C2 , a contradiction to the assumption
that x 6= u is a cut vertex. Hence u is the only cut
vertex in GC . Similarly, we can show v is the only
cut vertex of GC + v − u.
¤
Corollary 7. The probe graph P [C + v] produced in
Case 1. of Algorithm R and the probe graphs P̂ and P̌
produced in Case 2. of Algorithm R are pseudo-kernel
probe graphs. In addition, if u and v are the only pair of
twins in PG [C + v], after removing a twin according to

Now we are ready to describe Algorithm C. The
input of Algorithm C is a two-tuple (P, v) where P
is a pseudo-kernel probe graph and v is a vertex in
P with PL (v) = P or N. Note that if PG is biconnected, it has at most one pair of twins and v is one
of the twins. If PG is non-biconnected, v is the only
cut vertex in PG .
Algorithm C. We distinguish the following four
classes of the input graphs.
E 1 |PV | ≤ c for some constant c. Solve the problem
by brute force in O(1) time.
E 2 P is biconnected without twins. Call Algorithm B to solve the problem in O(n2 ) time.
E 3 PG is biconnected and v has a twin u. It is easy
to see that u can be found in linear time by simply checking whether the neighborhood of the
other vertices is the same as v. By Lemma 4
and 5, we can remove one of u and v from P ,
and check whether the resulting probe graph is
a probe distance-hereditary graph. We have the
following two cases:
(i) PL (v) = P. Recursively call Algorithm C to
check (P − u, v).
(ii) PL (v) = N. If PL (u) = N or U, recursively
call Algorithm C to check (P − u, v). If
PL (u) = P, recursively call Algorithm C to
check (P − v, u).
E 4 PG is non-biconnected without twins, v is the
only cut vertex in PG . Let C1 , C2 , . . . , Cr be biconnected components of PG . Since v is the only
cut vertex in PG , Ci ∩ Cj = {v} for 1 ≤ i < j ≤ r.
For each Ci , i = 1, 2, . . . , r, call Algorithm C to
check (P [Ci ], v).
Lemma 13. Whether a pseudo-kernel probe graph is a
probe distance-hereditary graph can be checked in O(nm)
time.
Proof. Let g(n) denote the time complexity of Algorithm C. We claim that g(n) ≤ c1 nm. The input
graph of class E 1 can be recognized in O(1) time.
The input graph of class E 2 can be recognized in
O(n2 ) time. The input graph of class E 3 can be recognized in g(n−1)+c0 (n+m) time where c0 (n+m) is
the time spent for decomposing the input graph into
biconnected components and removing a twin from
it. It is easy to see that g(n − 1) + c0 (n + m) ≤ c1 nm
if c1 ≥ 2c0 . The input of class E 4 can be recognized
in Σri=1 g(ni ) + c0 (n + m) time where ni = |Ci | and
C1 , C2 , . . . , Cr are biconnected components in PG .
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Σri=1 g(ni ) + c0 (n + m)
Σri=1 c1 ni mi + c0 (n + m)
c1 (n − 1)m + c0 (m + m)
c1 nm − (c1 − 2c0 )m
c1 nm where c1 ≥ 2c0 .

g(n) =
≤
≤
≤
≤

Brandstädt, A., Le, V. B. & Spinrad, J. P. (1999), Graph
classes: A survey, SIAM Monographs on Discrete
Mathematics and Applications, Philadelphia.
¤

Chandler, D. B., Chang, M.-S., Kloks, T., Liu, J. &
Peng, S.-L. (2006), Recognition of probe cographs
and partitioned probe distance hereditary graphs,
Proceedings of AAIM 2006, LNCS 4041, 267-278.

In this subsection we analyze the time complexity of
the algorithm.

Chandler, D. B., Guo, J., Kloks, T. & Niedermeier,
R. (2007), Probe matrix problems: totally balanced matrices, Proceeding of AAIM 2007, LNCS
4508, 368–377.

This completes the proof.
3.4 Time complexity

Theorem 11. There exists an O(nm)-time algorithm to
check if a probe graph P is a probe distance-hereditary
graph.
Proof. By using the data structure described in (Lanlignel & Thierry 2000), we can repeat the step of
removing twins until input probe graph P has no
twins in O(n2 ) time. If P is biconnected after removing all twins, then call Algorithm B to complete
the algorithm. Suppose P is not biconnected after
removing all twins. We go on performing the recursive step that decomposes P into two subgraphs
PG [C + v] and PG − C (Algorithm R). The algorithm
calls Algorithm C to test P [C + v] (Case 1 of Algorithm R) or P̂ and P̌ (Case 2 of Algorithm R) and
goes on testing the subgraph P − C obtained recursively. Note that removing all twins from P − C
only takes O(n + m) time. After removing C from P
only the neighborhood of the cut vertex v is changed.
Since P has no twins, there is only one pair of twins
in P −C and v is one of the twins. Let t(n) be the time
of the whole algorithm. Then t(n) = t1 (n0 ) + O(n2 )
where n0 is the number of vertices in the input probe
graph after removing all twins and t1 (n0 ) is the time
spent by the algorithm after removing all twins. Let
C1 , C2 , . . . Ck be the biconnected components produced by Algorithm R in each recursive call. For
each Ci we call Algorithm C at most two times. Assume |Ci | = ni for i = 1, . . . , k. Let mi denote the
number of edges in PG [Ci ]. We use g(ni ) to denote
the time spent by Algorithm C for i = 1, . . . , k.
t1 (n0 ) = 2g(n1 ) + t1 (n0 − n1 + 1) + c0 (n0 + m0 )
= 2g(n1 ) + . . . + 2g(nk ) + c0 k(n0 + m0 )
= 2Σki=1 g(ni mi ) + c0 k(n0 + m0 )
= 2Σki=1 c1 ni mi + c0 k(n0 + m0 )
0

2c1 n Σki=1 mi + c0 k(n0 + m0 )
2c1 n0 m0 + c0 n0 (m0 + m0 )
c2 n0 m0 where c2 ≥ 4c1
0 0

≤
≤
≤
= O(n m )

Since t(n) = t1 (n0 ) + O(n2 ) and t1 (n0 ) = O(n0 m0 ),
we have t(n) = O(nm). This completes the proof of
the theorem.
¤
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Abstract
The 4-partition problem is defined as partitioning
the vertex set of a graph G into at most 4 parts
A, B, C, D, where each part is not required to be
nonempty, and is a stable set, a clique, or has no
restriction; and pairs of distinct parts are completely
nonadjacent, completely adjacent, or arbitrarily adjacent. The list 4-partition problem generalizes the
4-partition problem by specifying for each vertex x, a
list L(x) of parts in which x is allowed to be placed.
The only list 4-partition problem not classified as
either polynomial time solvable or NP-complete is the
list stubborn problem (up to complementarity): A
and B are stable sets, D is a clique, each vertex of A
is nonadjacent to each vertex of C. We polynomially
reduce the general list stubborn instance to a particular instance with a structured graph and only two
types of lists. Additionally, we show that this particular list 4-partition problem is polynomially equivalent to a nonlist problem, named twofold stubborn problem.
Keywords: Complexity, graph theory, matrix partitions, list partitions.
1

Introduction

Consider a partition of the vertices of a given graph
into subsets satisfying constraints internally (a set
may be required to be stable or a clique) and externally (two sets may be required to be completely nonadjacent or completely adjacent). For a given symmetric k × k matrix M over {0, 1, ∗}, an M -partition
is a partition of the vertex set into at most k parts
A1 , A2 , . . . Ak , corresponding to the rows and columns
of M , such that: for i 6= j, if Mij = 0 (resp., 1,
Copyright c 2010, Australian Computer Society, Inc. This
paper appeared at the Computing: The Australasian Theory
Symposium (CATS2010), Brisbane, Australia. Conferences in
Research and Practice in Information Technology (CRPIT),
Vol. , , Ed. Reproduction for academic, not-for profit purposes
permitted provided this text is included.

∗), then ‘no edges’ (resp., ‘all edges’, ‘no restriction’)
are required between vertices in part i and vertices
in part j; if Mii = 0 (resp., 1, ∗), then part i is
required to be a stable set (resp., clique, arbitrary
subgraph). Feder, Hell, Klein and Motwani (2003)
introduced the M -partition problem and generalized it to the list M -partition problem, where additionally to being given a graph G and a symmetric k × k matrix M over {0, 1, ∗}, for each vertex v
of G, we are given a list L(v) that is a nonempty
subset of {AS
1 , A2 , . . . , Ak }, but not necessarily the
lists satisfy v∈V L(v) = {A1 , . . . , Ak }. The list
M -partition problem asks: “Does G admit an M partition in which each vertex v is assigned to a part
in L(v)?”.
Every list M -partition problem with M of dimension k = 4 was classified by Feder, Hell, Klein and
Motwani (2003) as either solvable in quasi-polynomial
time or NP-complete. Here, quasi-polynomial time
t
is an O(nc log n ) time complexity, where t and c are
positive constants and n is the number of vertices
in the input graph. There is no NP-complete problem that is known to have a quasi-polynomial-time
solution, and it is generally believed that problems
solvable in quasi-polynomial time are unlikely to be
NP-complete. Cameron, Eschen, Hoàng and Sritharan (2007) showed that all list 4-partition problems solved in quasi-polynomial time by Feder, Hell,
Klein and Motwani (2003) are actually polynomialtime solvable, with the sole exception of the list
stubborn problem (and its complement), for which
the best known complexity remains quasi-polynomial
time. Denote by A, B, C, D the parts of a four dimensional M -partition problem. We remark that in
a general 4-partition problem, any of the four sets A,
B, C, D may be empty. The list stubborn problem is the list M -partition problem where MA,A = 0,
MB,B = 0, MD,D = 1, MA,C = MC,A = 0, and all
other entries are asterisks (∗). Equivalently, parts A
and B are stable sets, part D is a clique, and each vertex of A is nonadjacent to each vertex of C. According
to (Cameron, Eschen, Hoàng and Sritharan 2007), a
polynomial-time solution for the stubborn problem,
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if one exists, appears to be difficult and to require
methods different from those presented in (Feder,
Hell, Klein and Motwani 2003).
Let M , N be 3×3 matrices, F and H be graphs on
the same vertex set V . The twofold 3-partition
problem asks: “does V admit a 3-partition such that
it is an M -partition for graph F and it is an N partition for graph H? In this work, we introduce
the twofold stubborn problem, where we seek for
a twofold 3-partition of V into parts X, Y and Z,
according to matrix M , with MX,X = 0, MY,Y = ∗,
MZ,Z = 1, and matrix N , with NX,X = NY,Y = 0,
NZ,Z = ∗.
The compatible 3-coloring problem has been
defined in (Feder & Hell 2006) and (Hell & Nesetril
2008) with a similar motivation to eliminate the need
for lists. It is shown in (Feder & Hell 2006) that
the list stubborn problem and the compatible 3coloring problem are closely related and also that
the compatible 3-coloring problem is at least as
hard as the list stubborn problem. In (Feder, Hell,
Kràl and Sgall 2005), it was shown that each of these
log n
two problems can be solved in O(nO( log log n ) ) time,
thus improving the bound of O(nO log n ) established
in (Feder, Hell, Klein and Motwani 2003).
The compatible k-coloring problem is stated
as follows: Given a complete graph G whose edges are
colored by 0, 1, . . . , k − 1, decide whether G admits a
compatible vertex coloring by colors 0, 1, . . . , k − 1 so
that for every edge e = uv of the graph, e, u, v cannot
be simultaneously colored by the same color, that is,
the situation c(e) = c(u) = c(v) is not allowed, where
c(e), c(u), c(v) denote the colors of e, u, v, respectively.
We remark that if the twofold stubborn problem has a solution, then an associated compatible
3-coloring problem also has a solution. Given the
graphs F and H on the same vertex set V , construct
an instance G of the compatible 3-coloring problem in the following way: the vertex set of G is V ,
and an edge e is colored by 0 if it does not exist in
F nor in H, by 1 if it exists only in F , and by 2 if
it exists both in F and in H. An edge that exists
only in H can receive any color. Let (X, Y, Z) be a
solution of the twofold stubborn problem. Then
G[X] contains only edges colored by 0, G[Y ] contains
edges colored by 0 or 1, and G[Z] contains only edges
colored by 1 or 2. This means that vertices in X can
receive color 1, vertices in Y color 2, and vertices in
Z color 0, yielding a compatible vertex coloring.
The advances on the list stubborn problem we
report in this work are: we polynomially reduce a
general list stubborn instance to a particular instance with a structured graph and only two types of
lists; and show that this particular list 4-partition
problem is polynomially equivalent to the twofold
stubborn problem.
The problem considered in the paper can be seen
as a framework that embodies several important partition problems in graph theory. One application of
such a framework is the classification of such partition problems according to their time complexity. In
this context, the main, and relevant, contribution of
the present paper is to show that the only list 4partition problem not classified as polynomial time
solvable or NP-complete is polynomially equivalent to
the nonlist twofold stubborn problem.
2

Reducing the list stubborn problem

The list stubborn problem reduces to solving a
polynomial number of simplified list partition
problems, each defined on a graph with a particular
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structure and only two types of lists. The reduction
consists of the steps:
1. Cleaning up lists. Repeatedly apply the following operation until no longer possible or the list
of some vertex becomes empty: if there exists a vertex v with singleton list L(v) = A, B or C then for
every neighbor w of v remove, respectively, A and C,
B or A from L(w); and if there exists a vertex v with
L(v) = D then for every non-neighbor w of v remove
D from L(w). At the end, if some list becomes empty
then return NO, otherwise no conflicts exist. Remark
a vertex with a singleton list must be placed in the
corresponding part, so the current list problem has
as input the set of vertices that currently have non
singleton lists.
2. Eliminating A from lists containing AC. Suppose L(v) contains AC for some v. If there exists
a solution where v is placed in A, then v could be
moved to C to obtain another solution, because v is
not adjacent to A \ {v}. Hence, we can assume that v
is not placed in A in a final solution. Remove A from
every list containing AC. If some singleton lists are
generated, apply Step 1 again.
3. Enumerating cliques. At this point, the current non singleton lists are AB, AD, BC, BD, CD,
ABD, BCD. Consider the subgraph G0 induced by
the vertices whose lists contain no C. Clearly, G0
must be a (2, 1)-graph, a graph that can be partitioned into at most two stable sets and one clique.
The list (2, 1)-partition problem P 0 for G0 (defined by the current lists AB, AD, BD, ABD of the
vertices in V (G0 )) can be solved in polynomial time,
see (Feder, Hell, Klein and Motwani 2003). If P 0 has
no solution then return NO. Otherwise, we can obtain in polynomial time a solution (A1 , B1 , D1 ) for
P 0 , where A1 , B1 are stable sets and D1 is a clique in
G0 . Observe that any other solution (A2 , B2 , D2 ) for
P 0 must satisfy |D2 ∩D1 | ≥ |D1 |−2 and |D2 \D1 | ≤ 2,
since D1 , D2 are cliques and A1 ∪ B1 , A2 ∪ B2 induce bipartite graphs. This means that, considering
the collection {(Ai , Bi , Di )} of all possible solutions
for P 0 , the number of distinct Di ’s is polynomially
bounded. Therefore, starting from D1 , we can enumerate the candidate cliques for a solution in time
O(n4 ) by looking at the subsets D ⊆ V (G0 ) such that
|D ∩ D1 | ≥ |D1 | − 2, |D \ D1 | ≤ 2, and D is a clique
in G0 . For each such D containing only vertices with
lists AD, BD or ABD, vertex v is placed in part D if
and only if v ∈ D. Set L(v) = D for every v ∈ D and
apply Step 1 for cleaning up lists which means that
are no longer vertices with lists AD, BD or ABD. So
Step 3 takes a problem with lists AB, AD, BC, BD,
CD, ABD, BCD and branches into O(n4 ) list problems with lists AB, BC, CD, BCD. Perform Steps
3.1 to 3.6 (these steps are nested into Step 3).
3.1. Contracting vertices with lists AB. Let G00 be
the bipartite subgraph induced by the vertices with
lists AB. Let G00 [X ∪ Y ] be a connected component
of G00 , and let x ∈ X. In every solution, if x is placed
in A (resp. B) then every x0 ∈ X\{x} must also be
placed in A (resp. B). Thus, we can contract all
the vertices in X into a single vertex x with L(x) =
AB. (When contracting, set N (x) = ∪v∈X N (v).)
Likewise, we can contract vertices in Y into a single
vertex y with L(y) = AB. If X or Y is empty, say
X = ∅, then Y = {y}; in this case, create a new
vertex x adjacent to y and set L(x) = AB. At the end
of this step, vertices with lists AB form an induced
matching. This property will be preserved through
the next steps.
3.2. Eliminating lists CD. We transform lists
CD into lists BCD as follows. For each vertex v
with L(v) = CD, create in current graph G new ver-
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tices xv , yv , zv and new edges vxv , vyv , xv yv , yv zv . Set
L(v) = BCD, L(xv ) = BC, L(yv ) = L(zv ) = AB.
Vertex zv is created to preserve the property that vertices with lists AB form an induced matching. After
the transformation, v is not allowed to be placed in
B, but can still be placed in C or D. Current lists
are now AB, BC, BCD. See Figure 1.
3.3. Checking triangles AB-AB-BCD. For every
triangle uvw with L(u) = L(v) = AB and L(w) =
BCD, set L(w) = D (w cannot be placed in B or C).
Next, apply Step 1 for cleaning up lists. At the end of
this step, for every edge uv with L(u) = L(v) = AB
and every w with L(w) = BCD, w is adjacent to at
most one of u and v. This property will be preserved
through the next steps.
3.4. Checking triangles AB-AB-BC. If there
exists a triangle uvw with L(u) = L(v) = AB and
L(w) = BC, return NO. Otherwise, for every edge
uv with L(u) = L(v) = AB and every w with
L(w) = BC, w is adjacent to at most one of u and v.
3.5.
Eliminating lists BC.
If G contains
vertices with lists BC, include in G new vertices a, b, c, d, e, f, u, v, w and new edges such that
abvu, cdwv, ef wu are induced C4 ’s. Link u, v, w by
edges to every original vertex of G with list BCD.
Finally, set L(u) = L(v) = L(w) = BCD, set
L(a) = L(b) = L(c) = L(d) = L(e) = L(f ) = AB
and include D to the list of every vertex x with list
BC. Say that x has an augmented list. Observe that
at least two vertices of u, v, w, say u and v, cannot be
placed in B. Since a or b must be placed in A, say a,
we have that u must necessarily be placed in D. Since
no vertex x with augmented list is adjacent to u, we
have that x cannot be placed in D, as desired. This
eliminates lists BC and does not affect the set of solutions for the problem. Lists become now AB, BCD.
See Figure 2.
3.6. Creating pendant vertices. For every v with
L(v) = AB, create two pendant vertices v 0 , v 00 adjacent to v such that L(v 0 ) = L(v 00 ) = BCD. This
operation will be useful in the proof of Theorem 1.
At the end of Step 3.6, the current graph G is
equipped with only two types of lists, AB and BCD,
such that: (i) vertices with lists AB form an induced
matching; (ii) for every edge uv with L(u) = L(v) =
AB and every w with L(w) = BCD, w is adjacent to
at most one of u and v; (iii) every vertex with list AB
is adjacent to two pendant vertices with lists BCD.
Call this particular list 4-partition problem the
reduced list stubborn problem.
3

Equivalence between the list stubborn
problem and the twofold stubborn problem

In the twofold stubborn problem, we seek for a
twofold 3-partition of vertex set V into parts X, Y
and Z, according to two matrices M , with MX,X = 0,
MY,Y = ∗, MZ,Z = 1, and N , with NX,X = NY,Y =
0, NZ,Z = ∗. Let G be an instance of the reduced
list stubborn problem and define suitable graphs
F and H, as follows. Let F = GBCD be the subgraph
of G induced by the vertices with lists BCD. Define
a graph H with V (H) = V (GBCD ) such that there
exists an edge between u, z ∈ V (H) if and only if there
exists a path uxyz in G with L(x) = L(y) = AB.
Note that uz ∈ E(H) implies that u and z cannot
be placed in a same part of the set {B, C}. In other
words, Graph H captures the behavior vertices with
lists BCD must have in relation to vertices with lists
AB.
Theorem 1

If the twofold stubborn problem

can be solved in polynomial time, then the list stubborn problem can be solved in polynomial time.
Proof: We show that there is a solution of the reduced list stubborn problem for graph G if and
only if there is a solution of the twofold stubborn
problem for graphs GBCD , H. Suppose there exists a
solution (A, B, C, D) of the reduced list stubborn
problem for graph G. Set X = B ∩ V (GBCD ), Y =
C, Z = D to get a solution (X, Y, Z) of the twofold
stubborn problem for graphs GBCD , H. GBCD [X]
is an edgeless graph and GBCD [Z] is a complete
graph. Let u, v ∈ X. Since both u and v belong to
B, by construction of H we have uv ∈
/ E(H). Thus
H[X] is an edgeless graph. If x, y ∈ Y = C, again by
construction of H we have xy ∈
/ E(H), that is, H[Y ]
is an edgeless graph.
Suppose there exists a solution (X, Y, Z) of the
twofold stubborn problem for graphs GBCD , H.
Analyze first the vertices in V (G) \ V (GBCD ), all of
which have lists AB. Let xy ∈ E(G) such that L(x) =
L(y) = AB. Clearly, NG (x) \ {y} ⊆ V (GBCD ). Let
Sx = (NG (x) \ {y}) ∩ (X ∪ Y ). By construction of
H, all the vertices of Sx are adjacent in H to the
pendant vertices y 0 , y 00 linked to y. In addition, since
Z is a clique in GBCD and y 0 y 00 ∈
/ E(GBCD ), one
of y 0 , y 00 belongs to X ∪ Y , which means that either
Sx ⊆ X or Sx ⊆ Y . In the former case include x in
A and y in B, and in the latter include x in B and
y in A. Proceed in this way for all the edges whose
extreme vertices have lists AB. Since the vertices
in V (G) \ V (GBCD ) form an induced matching, the
subsets A and B constructed in this way are stable
sets in G. This procedure ensures that no vertex in
B is adjacent to a vertex in X, and no vertex in A
is adjacent to a vertex in Y . Since X is a stable set
in GBCD , include all the vertices of X in B, and set
C = Y, D = Z to get (A, B, C, D) a solution of the
reduced list stubborn problem for graph G.
Theorem 2 If the twofold stubborn problem is
NP-complete, then the list stubborn problem is
NP-complete.
Proof: Let F, H be an instance of the twofold
stubborn problem. Construct G0 , instance of the
list stubborn problem: V (G0 ) = V (H)∪{xuv , yuv |
uv ∈ E(H)}, E(G0 ) = E(F ) ∪ {uxuv , vyuv , xuv yuv |
uv ∈ E(H)}. Set L(v) = BCD for every v ∈ V (H),
and set L(xuv ) = L(yuv ) = AB for every uv ∈
E(H). The construction is terminated. It is not difficult to see that the pair F, H is a yes-instance of
the twofold stubborn problem if and only if G0
equipped with the lists above is a yes-instance of the
list stubborn problem.
Corollary 3 The list stubborn problem is polynomially equivalent to the twofold stubborn problem.
We remark that the related twofold 3partition problem is NP-complete: matrix M , with
MX,X = MY,Y = ∗ and MZ,Z = 1, and matrix N ,
with NX,X = NY,Y = 0 and NZ,Z = ∗, via a simple reduction from 3-colorability: given a graph
G, define graphs F, H such that F = G and H = G;
then V = V (G) can be partitioned into 3 independent
sets X, Y, Z if and only if V can be partitioned into
subsets X, Y, Z such that Z is a clique in F = G and
Y, Z are independent sets in H = G.
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4

Final Remarks

Resolving the complexity of the list stubborn problem is an interesting open problem, as all other list
4-partition problems have been classified as polynomial or NP-complete (Cameron, Eschen, Hoàng and
Sritharan 2007). The present paper does not resolve
the question, but it shows that the list stubborn
problem is polynomially equivalent to two problems.
The first is the list stubborn problem with just
types of lists, the lists AB and BCD and a very restricted structure. The second is the twofold stubborn problem: given two graphs F and H on the
same vertex set, partition the vertices into sets X,
Y and Z such that X and Z are an independent set
and a clique, respectively, in F , and X and Y are
independent in H.
The particular instance of the list stubborn
problem where four vertices have the singleton lists,
say: L(x) = {A}, L(y) = {B}, L(z) = {C} and
L(w) = {D}, and all remaining n − 4 vertices have
the list {ABCD} can be considered. Remark that
by solving O(n4 ) such list problems, one may decide
whether a given graph G admits a partition into four
nonempty parts A, B, C, D.
This approach was used for the classification of the skew partition problem as polynomial (de Figueiredo, Klein, Kohayakawa and Reed
2000). The skew partition problem asks for a
partition of the vertex set into four nonempty parts
A, B, C, D such that each vertex of A is adjacent to
each vertex of B, and each vertex of C is nonadjacent
to each vertex of D. Remark that the skew partition satisfies only external constraints.
In (Dantas, de Figueiredo, Gravier and Klein
2005), all 4-partition problems into four nonempty
parts A, B, C, D satisfying only external constraints
were classified into NP-complete or polynomial with
the sole exception of the 2K2 -partition, where each
vertex of A is adjacent to each vertex of B, and each
vertex of C is adjacent to each vertex of D. Remark that the list 2K2 -partition problem was classified as NP-complete (Feder, Hell, Klein and Motwani 2003).
As remarked in (Dantas, de Figueiredo, Gravier
and Klein 2005), a solution for the particular instance of the list stubborn problem where four
vertices have the singleton lists, say: L(x) = {A},
L(y) = {B}, L(z) = {C} and L(w) = {D}, and
all remaining n − 4 vertices have the list {ABCD}
can be obtained in polynomial time. First, note
that lists ABD, AB, AD may be discarded, since
a vertex containing A in its list must contain
also C. Now, given the remaining non singleton
lists {ABCD, ABC, ACD, BCD, AC, BC, BD, CD},
a solution is obtained by placing all vertices containing C in their nontrivial lists into part C, and by
verifying whether the remaining graph (the subgraph
induced by the vertices with list BD) is a split graph
which can be done by applying 2-SAT.
Up to now there are no 4-partition problems for
which the list problem is classified as NP-complete
whereas the nonlist nonempty part problem is classified as polynomial. Remark that the 2K2 -partition
and the stubborn partition are the remaining candidates to be complexity separating problems.
The generalization list stubborn sandwich
problem, where two graphs G1 = (V, E 1 ), G2 =
(V, E 2 ) such that E 1 ⊆ E 2 , and for each vertex a list
of parts in which the vertex is allowed to be placed are
given, and we look for a sandwich graph G = (V, E)
such that E 1 ⊆ E ⊆ E 2 with a stubborn partiton
satisfying the lists requirements, was proved to be
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Abstract
Backward simulation relations provide a technique for
verifying computer systems modelled as labelled transition systems. Recent experience suggests that backward simulation relations are useful in the verification
of some highly concurrent systems. Proofs by backward simulation are complicated by the need to show
that the simulation relation is total over all reachable
states of the system being verified. Some reachable
states exhibit complex dependencies between components of the state. We present a technique that reduces proving totality on all reachable states, to proving totality on a subset of the reachable states that are
very simple. The technique exploits a very weak property of concurrent systems that we call completability:
a system is completable if every operation can finish,
but not every operation is required to finish in every
execution.
1

Introduction

Transition systems of various sorts are often used to
specify the behaviour of complex systems. Using the
same formalism to model the implementations of such
systems leads to the use of trace inclusion as a natural
correctness condition, where traces capture the interesting parts of executions, and are typically obtained
by projecting out some of the actions contained in the
execution or some part of the states the system passes
through.
The most common way to prove trace inclusion is
to show that for any execution of the implementation we can construct an execution of the specification which has the same trace and preserves a simulation relation between concrete and abstract states.
It is well known that this technique, known as forward simulation, is not sufficient to verify all possible
cases of trace inclusion, and that sometimes a complementary technique, known as backward simulation,
is required [6, 10].
Verifications requiring backward simulation are often regarded as a theoretical oddity, and some verification methodologies ignore them entirely. Our experience, however, shows that backward simulations
are often required in verifying highly concurrent algorithms [4, 2, 5], where because of subtle interactions
between processes, the outcome of an attempted operation may be determined later in the implementation
than it is in the specification.
Copyright c 2010, Australian Computer Society, Inc. This paper appeared at the 16th Computing: the Australasian Theory
Symposium (CATS), Brisbane, Australia. Conferences in Research and Practice in Information Technology (CRPIT), Vol.
109, A. Potanin and A. Viglas, Eds. Reproduction for academic, not-for profit purposes permitted provided this text is
included.

The proof obligations for backward simulation are
quite similar to those for forward simulation, with
suitable adaptations for the change in direction: we
need to show that the simulation relation relates initial states of the implementation to initial states of
the specification, and that the simulation relation is
preserved by appropriately related pairs of actions or
action sequences. For backward simulation, however,
it is also necessary to prove that the simulation relation is total, in order to ensure that construction of
the abstract execution can begin. In some backward
simulations, this condition can be quite difficult to
prove, because of the need to deal with states where
an arbitrary collection of processes may all be at varying stages in the execution of their operations. This
problem becomes particularly acute in cases where
there are nontrivial dependencies between the local
states of each process. One frequently encounters
such dependencies when reasoning about highly concurrent data structures.
In this paper, we give an alternative condition,
which we call quasi-totality, that provides a significantly easier way to prove the totality condition in
important cases. Briefly, a labelled transition system
A is extendible to a given set of states T if every finite
execution of A can be extended to one which ends in a
state in T . If we can choose T so that the simulation
relation is total on T , then we say that the simulation
relation is quasi-total. In verifying highly concurrent
implementations of data types, we choose T to be the
set of quiescent states (i.e., those where no operation
has begun, but not finished), for which it is easy to
show quasi-totality.
Our work is focussed on the verification of nonblocking concurrent objects. That is, objects for
which no operation can prevent any other operation
from finishing, even when operations are allowed to
fail part-way through. For such objects, extendibility
to quiescent states is a necessary condition of correctness, and is typically straightforward to verify. For
this reason, we believe that quasi-totality constitutes
a useful simplification for an important class of verifications using backward simulation.
The rest of the paper is organised as follows. We
begin, in Section 2, by introducing formal definitions of labelled transition systems, traces, etc., then
in Section 3, we present the proof obligations for
backward simulation. In Section 4, we introduce an
extends-to relation on sets of states, which we use to
formalise the idea that any finite execution can be
extended to one that ends in a state with a given
property. In Section 5, we and define our notion of
quasi-totality. In Section 6, we illustrate the use of
this technique, by outlining a verification of Bloom’s
construction of a “many reader, two writer” register
from a pair of “many reader, one writer” registers.
We conclude in Section 7.
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2
2.1

Preliminaries
Sequences

We regard a sequence as a function over some prefix of
N. We write hi for the empty sequence, hx0 , . . . , xn i
for the sequence containing x0 , . . . , xn in the order
presented, and α◦β for the concatenation of sequences
α and β. If S is a set then S ∗ is the set of finite
sequences with elements from S.
2.2

Labelled transition systems

A labelled transition system (LTS) is a tuple L =
(S, S0 , A, E, →), where S is a set of states, S0 ⊆ S is
a set of initial states, A is a set of actions, E ⊆ A is a
set of external actions, and → ⊆ S ×A×S is the transition relation. We write s, a →L s0 for (s, a, s0 ) ∈ →.
Actions that are not external (i.e. A \ E) are called
internal actions. For an LTS L = (S, S0 , A, E, →),
let states(L) = S, init(L) = S0 , acts(L) = A,
external(L) = E, and internal(L) = A \ E.
An execution fragment of an LTS L is an alternating sequence of states and actions e = hs0 , a0 , s1 , · · · i,
ending in a state if e is finite, such that si , ai →L si+1
for si , si+1 ∈ states(L) and ai ∈ acts(L). An execution of L is an execution fragment hs0 , a0 , s1 , · · · i,
such that s0 ∈ init(L). If e is an execution fragment of L, then trace(e) is the sequence of external
actions appearing in e. A trace of L is the trace of
some execution of L. We write s, α →L s0 to mean
that there is some e, an execution fragment of L, such
that α = trace(e), the first state of e is s, and the last
state of e is s0 . The set of reachable states of L, denoted reach(L), is the set of states appearing in an
execution of L. That is, reach(L) is the set of states
s ∈ states(L) such that there is some execution of
L whose last state is s. The behaviour of an LTS is
defined in terms of its traces. For two LTSs, A and
C, we say that C is trace included in A iff every trace
of C is a trace of A.
We describe our LTSs using state variables, which
we access using dot notation, so that if s is a state and
x is a state variable, then s.x is the value of x in s.
For distinct state variables, x0 , . . . , xn , the expression
s ⊕ {x0 7→ v0 , . . . , xn 7→ vn }

admit traces in which there are unmatched invocations. We call such invocations pending operations.
We model objects in such a way that any two executions ending in the same state have the same set
of pending operations.1 Thus, we say that an operation is pending in a state if the operation is pending
in traces of the executions leading to the state. We
say that a state is quiescent if there are no pending
operations.
3

Backward Simulation

Our definition of backward simulation is adapted
from [10]. Let C and A be two LTSs such that
external(C) ⊆ external(A).
A relation R ⊆
states(C) × states(A) is a backward simulation from
C to A if the following conditions hold:
• Every state of A related by R to an initial state
of C is an initial state of A. Formally,
∀c ∈ init(C), a ∈ states(A) •
R(c, a) =⇒ a ∈ init(A)

(1)

• R is preserved by external actions:
∀c, c0 ∈ reach(C), act ∈ external(C),
a0 ∈ states(A) •
c, act →C c0 ∧
R(c0 , a0 ) =⇒
∃a ∈ states(A) •

(2)

a, act →A a0 ∧ R(c, a)
• R is preserved by internal actions:
∀c, c0 ∈ reach(C), act ∈ internal(C),
a0 ∈ states(A) •
c, act →C c0 ∧
R(c0 , a0 ) =⇒
∃a ∈ states(A), α ∈ internal(A)∗ •

(3)

a, α →A a0 ∧ R(c, a)
• R is total on the reachable states of C:

denotes the state like s, but with the value of each
variable xi set to vi .
2.3

Objects and Operations

We are particularly interested in working with LTSs
that represent objects that expose some set of operations to a set of concurrently executing processes.
The traces of such objects are sequences of invocations
and responses, where each invocation or response is
indexed by some port. Each invocation/response pair
represents an operation executed at the given port, in
the interval between the invocation and the response.
The ports are often used to represent processes or
threads that use the object. Ports may also be used
to represent roles or privileges with respect to the object, which may be passed dynamically between processes or threads. (The example in Section 6 is of this
kind.)
We say that a response r matches an invocation
i in a trace α if r and i are at the same port p, and
there is no p-indexed invocation or response in α between i and r. We model objects in such a way that
every response in every trace matches an invocation,
and two invocations never occur at any port without
an intervening response. However, in order to model
operations that have begun but not completed, we
72

∀c ∈ reach(C), ∃a ∈ states(A) • R(c, a)

(4)

Conditions (1-3) allow us to build an abstract execution α with the same trace as a concrete execution
γ, so long as if γ ends in state c, then there is some
state a such that R(c, a). The proof, which we omit,
proceeds by induction on the length of the concrete
execution.
The existence of the required abstract state for all
concrete executions is guaranteed by the totality condition, condition (4). Thus, conditions (1-4) together
guarantee trace inclusion from C to A.
Note that the totality condition requires that all
reachable states of C have related abstract states. As
we shall see in Section 6, it can be inconvenient or
difficult to construct for each reachable state a related
abstract state. We use the extendibility property to
relax the required totality condition. In particular,
we show how we can choose a simple subset of the
reachable states of C for which we can easily show
the existence of related abstract states.
1
In our models, each port is associated with a program-counter
value in each state, which describes whether there is a pending operation at that port, and if there is, what stage in its execution that
operation has reached. Collectively, the program-counter values of
each state determine the set of pending operations appearing in
executions that end in that state.
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4

Extendibility and Completability

We can show, using well-founded induction, that

Our technique is based on a safety property, which
we call extends-to. We say that for LTS L, the set of
states S extends-to the set of states T , denoted S 99KL
T , iff for all s ∈ S ∩ reach(L), there exists some execution fragment hs0 , a0 , . . . , sn i of L such that s0 = s
and sn ∈ T . If L satisfies states(L) 99KL T for some
set T , then we say L is extendible to T .
Note that the property S 99KL T makes no guarantees about whether a state in T will actually appear in
any given execution. For this reason, extends-to is a
weaker property than the related temporal notions of
leads-to (often denoted ) and eventually (often denoted ♦).2 Leads-to and eventually are progress properties, and proofs of these properties depend on the
use of fairness assumptions (except in trivial cases).
Extends-to is a safety property, and no such fairness
assumptions are required in its proof.
We are particularly interested in extends-to properties of the form states(L) 99KL T , where T is the
set of quiescent states. If L satisfies this property,
then we say that L is completable. An object may
be completable even if individual operations are not
themselves guaranteed to complete. Completability is
strictly weaker than any nonblocking progress property. However, completability is not unique to objects
with nonblocking progress properties. An object that
uses blocking or mutual exclusion can still have the
completability property, so long as deadlock is not
possible. Thus, completability is a very weak correctness property, amounting to the assertion that all
operations are capable of finishing. For this reason,
we feel that establishing that an object is completable
should be considered a natural component of a verification.
For some objects, completability obviously holds.
In particular, objects in which no operation involves
loops or recursion are completable, provided there is
no possibility of deadlock. The example presented in
Section 6 is of this kind. However, in general it is
useful to have some rules for proving completability
and other extendibility properties.
Extendibility is closed under the obvious reflexive
and transitive closure conditions. Thus, for all S ⊆
states(L),
S 99KL S

(5)

and for all S, T, U ⊆ states(L),
S 99KL T ∧ T 99KL U =⇒ S 99KL U

(6)

Reflexivity and transitivity only enable us to prove
extends-to properties that can be realised within a
fixed number of steps. We use well-founded partial orders (wfpos)3 to prove extends-to results that require
a finite but indefinite number of steps to realise.
Let (O, ≤) be a well founded partial order, let f :
states(L) → O, and let
0

0

min(O, ≤) ={o ∈ O | ∀o ∈ O • ¬o < o}
atf (o) ={s ∈ states(L) | f (s) = o}
belowf (o) ={s ∈ states(L) | f (s) < o}
2
Leads-to and eventually are defined over execution fragments,
rather than individual states. So strictly speaking, these notions
are not directly comparable to extends-to. However, it would be
straightforward to define extends-to over execution fragments by
applying our present definition to the first state of such a fragment.
We could then make these comparisons precise.
3
A wfpo is a partial order in which there are no infinite descending chains x0 > x1 > . . ..

(∀o ∈ O • o ∈
/ min(O, ≤) =⇒ atf (o) 99KL belowf (o))
=⇒
∀o ∈ O, ∃o0 ∈ min(O, ≤) • atf (o) 99KL atf (o0 )
(7)
(7) allows us to prove
(∀o ∈ O • o ∈
/ min(O, ≤) =⇒ atf (o) 99KL belowf (o))
=⇒
states(L) 99KL {s | ∃o0 ∈ min(O, ≤) • s ∈ atf (o0 )}
(8)
which is useful in proving completability and other
statements about the possibility of termination.
4.1

Extendibility and Temporal Logic

Extendibility can be thought of as a temporal property, which describes what is possible in the future of
an execution. Thus, extendibility invites comparison
with properties definable in temporal logic. There is
not sufficient space to give a comprehensive or formal treatment. However, we briefly describe how extendibility relates to linear-time temporal logic (LTL)
and computation-tree logic (CTL). We assume that
the reader has some familiarity with the syntax and
semantics of these logics.
LTL formulae describe properties of executions
fragments of transition systems. Assertions in LTL
about what can happen in the future of an execution
are about what eventually does happen. Contrast
this with extendibility, which can be thought of as an
assertion about what might happen, but is not guaranteed to do so. Put differently, LTL assertions do
not distinguish executions in which something did not
happen but could have happened, from executions in
which something did not happen but couldn’t have
happened. For essentially this reason, extendibility is
not definable in LTL.
CTL formulae describe properties of states, and
the execution fragments of the given transition system
that begin in each state. Because of this, CTL is able
to express extendibility. In CTL, the formula AG P
asserts that the property P is true in every state of
every execution starting with the current state. The
formula EF P asserts that there is some execution
starting with the current state, such that P is eventually true in that execution. Let InitL be a CTL
formula characterising the initial states of L, and let
PS (resp. PT ) be a CTL formula characterising the
states in the set S (resp. the set T ). Then S 99KL T
can be expressed in CTL as
InitL =⇒ AG (PS =⇒ (EF PT ))
5

Quasi-totality

Using extendibility, we can relax condition (4) so that
we only need to prove totality of R over some set
T ⊆ states(C), such that states(C) 99KC T . The idea
is that T should be chosen to exclude problematic or
complicated elements of reach(C).
Let R ⊆ states(C)×states(A) and T ⊆ states(C).
Conditions (1-3) imply trace inclusion when combined
with the following quasi-totality condition:
Definition 1 (Quasi-totality) R is quasi-total for
C iff there exists some T ⊆ states(C) such that
states(C) 99KC T

(9)
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and
∀c ∈ T, ∃a ∈ states(A) • R(c, a)

(10)

a, writeInvp (v) → a0 ⇐⇒
a.pcp = idle ∧
a0 = a ⊕ {pcp 7→ doWrite(v)}

Lemma 1 Let R be a relation satisfying (1-3) above,
and such that R is quasi-total for C. Then
∀c ∈ reach(C), ∃a ∈ states(A) • R(c, a)

(11)

Proof Fix a state c ∈ reach(C). The quasi-totality
of R implies that there is some T ⊆ states(C) and
γ = hs0 , act0 , . . . , sn i such that s0 = c and sn ∈ T ,
and states(C) 99KC T . We prove by induction on
the length of γ that there is some a ∈ states(A) such
that R(c, a). This is sufficient to prove the lemma.
If γ = hci, then c ∈ T , so let α = hai, where a is
an abstract state such that R(c, a), whose existence
is guaranteed by (10). Now, let γ = hc, acti ◦ γ 0 , and
let c0 be the first state of γ 0 . By hypothesis, there is
some state a0 such that R(c0 , a0 ). If act is internal,
then by condition (3), there is some state a such that
R(c, a). Likewise, if act is external, then by condition
(2), there is some such state a. This completes the
proof.
Lemma 1 allows us to conclude that the existence
of a relation R satisfying conditions (1-3) and a set T
satisfying (9-10) is enough to show that the traces of
C are all traces of A.
6

Bloom’s Register

We illustrate the utility of our approach with an example. Bloom [1] describes a construction of a register that allows any number of concurrent read operations, and up to two concurrent write operations. We
call such a register a two-writer register. The construction assumes the existence of two registers, each
of which allows any number of concurrent read operations, and one write operation at a time. We call such
registers single-writer registers. The original proof of
this construction [1] is complicated, and is not based
on any clear and well-understood verification methodology. The construction was first used as an example
of an “assertional” verification technique by Hesselink
[9], who employed a correctness criterion specialised
for the verification of registers offering read and write
operations.
6.1

The Specification

We specify the set of correct behaviours of registers providing read and write operations (henceforth
read/write registers) using the LTS A, whose transition relation is presented in Figure 1. The register
ranges over values from some set V . The external actions of A represent invocations and responses of read
and write operations, each indexed by a port from the
set P = N. That is,4
external(A) = P × ({writeInv(v) | v ∈ V } ∪
{readResp(v) | v ∈ V } ∪ (12)
{readInv, writeResp})
Note that a write operation can be called at any port,
so that A is more general than the two-writer register. A has two sets of internal actions, each indexed
by a port number: doReadp and doWritep (v), for each
v ∈ V and p ∈ P . Each “do” action indexed by port p
represents the instant when the operation associated
with p “appears to take effect”, from the perspective
of an external observer of the system. This point is
4
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We write all actions with the port as a subscript.

a, readInvp → a0 ⇐⇒
a.pcp = idle ∧
a0 = a ⊕ {pcp 7→ doRead}
a, writeRespp → a0 ⇐⇒
a.pcp = writeResp ∧
a0 = a ⊕ {pcp 7→ idle}
a, readRespp (v) → a0 ⇐⇒
a.pcp = readResp(v) ∧
a0 = a ⊕ {pcp 7→ idle}
a, doWritep (v) → a0 ⇐⇒
a.pcp = doWrite(v) ∧
a0 = a ⊕ {pcp 7→ writeResp, reg 7→ v}
a, doReadp → a0 ⇐⇒
a.pcp = doRead ∧
a0 = a ⊕ {pcp 7→ readResp(a.reg)}
Figure 1: The transition relation of the LTS A, specifying the behaviour of a read/write register.
known as the linearisation point [8] of the operation,
and the traces of A are linearisable. Linearisability
is the standard notion of correctness for read/write
registers, and shared-memory concurrent objects in
general. Informally, a trace is linearisable if each operation “appears to take effect” at some point between the operation’s invocation and response. More
formally, an execution is linearisable with respect to
a sequential specification (such as read/write registers), if there is some sequential order on the operations that is allowed by the sequential specification,
and such that if an operation o completes in the concurrent execution before another operation o0 begins,
then o occurs before o0 in the sequential order. It can
be shown that our LTS A captures precisely the set
of linearisable traces for read/write registers.5
Each port number has an associated program
counter variable pcp , which is used in such a way that
each operation at port p first takes an invocation action, then a “do” action, then a response action. Between operations we set pcp to a value indicating that
the port p is “idle”. Furthermore, each doWrite action sets a variable reg to the value being written,
and each doRead action reads the current value of
reg, and arranges for that value to be “returned” at
the next response action. A state a is in start(A) iff
for all p ∈ P , pcp = idle. (So we do not specify an
initial value for the register.)
6.2

The Implementation

Figure 2 presents the transition relation of the LTS
C modelling Bloom’s construction. The external actions of C are the external actions of A, except that
the indexes of the writeInv and writeResp actions
are constrained to be in the set {0, 1}. Bloom’s construction assumes two single-writer registers, denoted
Reg[0] and Reg[1], each of which allows any number
of concurrent read operations, and one write oper5
In fact, A is a canonical automaton [11] for read/write registers.

Proc. 16th Computing: The Australasian Theory Symposium (CATS 2010), Brisbane, Australia

c, writeInvp (v) → c0 ⇐⇒
c.pcp = idle ∧
c0 = c ⊕ {pcp 7→ wr0(v)}
c, readInvp → c0 ⇐⇒
c.pcp = idle ∧
c0 = c ⊕ {pcp 7→ rd0}
c, writeRespp → c0 ⇐⇒
c.pcp = writeResp ∧
c0 = c ⊕ {pcp 7→ idle}
c, readRespp (v) → c0 ⇐⇒
c.pcp = readResp(v) ∧
c0 = c ⊕ {pcp 7→ idle}
c, wr0p (v) → c0 ⇐⇒
c.pcp = wr0(v) ∧
c0 = c ⊕ {pcp 7→ wr1(π1 (c.Reg[p ⊗ 1]), v)}
c, wr1p (b, v) → c0 ⇐⇒
c.pcp = wr1(b, v) ∧
c0 = c ⊕ {pcp 7→ writeResp,
c.Reg[p] 7→ (b ⊗ p, v)}
c, rd0p → c0 ⇐⇒
c.pcp = rd0 ∧
c0 = c ⊕ {pcp 7→ rd1(π1 (c.Reg[0]))}
c, rd1p (b0) → c0 ⇐⇒
c.pcp = rd1(b0) ∧
c0 = c ⊕ {pcp 7→ rd2(b0, π1 (c.Reg[1]))}
c, rd2p (b0, b1) → c0 ⇐⇒
c.pcp = rd2(b0, b1) ∧

6.3

c0 = c ⊕ {pcp 7→
readResp(π2 (c.Reg[b0 ⊗ b1]))}
Figure 2: The transition relaton of the LTS C, modelling Bloom’s Construction. In this model, the port
numbers of the actions writeInv, writeResp, wr0 and
wr1 must be less than 2.
ation at a time. Each register contains a pair, one
component of which is a value from V , the other is a
value in {0, 1}, referred to as the register’s tag. At any
point in time, the value of the two-writer register is
obtained from the register indicated by the modulo-2
sum of the two tags. (We write addition modulo2 using the operator ⊗, to avoid confusion with the
operation of modifying state variables.) Thus, if the
value in c.Reg[0] is (b0 , v0 ), and the value in c.Reg[1]
is (b1 , v1 ), then define
cur(c) = b0 ⊗ b1
V alue(c) = vcur(c)

tag from the “other” register, and then modifies its
“own” register. Observe that in the special case where
no operations overlap, after each write operation indexed by w ∈ W riters, we have w = cur(c). Thus,
in this special case, each write operation successfully
modifies the value of the two-writer register.
Each read operation is indexed by a port number
in the set Readers = {n | 2 ≤ n}. Each read operation proceeds by reads the tag of Reg[0], then the
tag of Reg[1], and returning the value in the register
indexed by the modulo-2 sum of these values. Thus,
each read operation that does not overlap with a write
operation returns the current value of the two-writer
register.
When operations overlap, the situation is more
complicated. We follow Bloom [1] in distinguishing
two kinds of writes. We say that a write operation
indexed by w ∈ {0, 1} is potent if, immediately after executing wr1, we have w = cur(c), and impotent otherwise. The linearisation point of each potent
write operation is its wr1 action.
Each read operation that returns a value written
by a potent write is linearised either at the read operation’s rd0 action, or in the case where the read
operation overlaps the potent write, just after the linearisation point of the potent write.
It can be shown that each impotent write overlaps
a potent write at the other port. We choose as the
linearisation point of each impotent write a point just
before the wr1 action of the first overlapping potent
write.
It can be shown that each read operation that returns a value written by an impotent write overlaps
both the impotent write and the potent write that
provides the impotent write’s linearisation point. The
linearisation point of each such read is a point between
the linearisation points of the impotent write and the
potent writes.

(13)
(14)

As before, each port has a program-counter, but
the program counter values contain more information.
We use a set of program counter values for each action, where each program-counter value carries zero
or more local variables for the port. These local variables are used to carry the argument for the current
operation, and tag values observed earlier in the operation.
Each write operation is indexed by a port in the
set W riters = {0, 1}. Each write operation reads the

Constructing a Backward Simulation

Condition (3) implies that if there is a backward simulation between C and A, then for each operation
there is some internal action of C which corresponds
to a sequence of internal actions of A that contains
the “do” action of the operation. The execution of
this internal action is a linearisation point for the operation. Thus, the linearisation points of an object’s
operations induce a scheme for choosing internal action sequences to satisfy condition (3). In turn, this
scheme induces an outline of the relation itself. Figure
3 illustrates how we choose abstract actions in an execution containing both potent and impotent writes.
Let wrP , wrI ∈ W riters and rdI , rdP ∈ Readers.
Note that the wr1 action of wrP is between the wr0
and wr1 actions of wrI . This makes wrP a potent
write, and wrI impotent. In this scenario, rdP reads
wrP ’s write, and rdI reads that of wrI . Because of
this, we associate wrP ’s internal action wr1 with the
sequence α containing “do” actions for all four ports.
We now present part of our backward simulation
relation for the verification of Bloom’s register construction. We do not present the entire relation, nor
argue that it is in fact a backward simulation. We
limit ourselves to describing some of the properties
that it must have. Collectively, these properties constitute a relation over concrete and abstract states
that is weaker than the actual backward simulation.
As an illustration of the simplifying power of using
the quasi-totality property rather than totality, we
compare the proofs of the quasi-totality and totality
properties for this weaker relation. For reasons discussed shortly, the quasi-totality proof is no harder
for the full simulation than for the relation described
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rdP
rd2
α
wrP
wr1
wrI
wr0

wr1

rdI
rd2
Figure 3: Timing diagram showing an interaction between two concurrent readers and two concurrent
writers. All operations are linearised at the wr1 step of process wrP , in the sequence given by α =
hdoWritewrI , doReadrdI , doWritewrP , doReadrdP i. The two columns of bullets at the left and right of the figure
represent the invocations and responses of the operations.
here, whereas the required stengthenings of this relation make the full totality proof longer and more
complicated.
The relationship between the values of Reg[0] and
Reg[1] in Bloom’s construction, and the current value
of the abstract register is very simple:
a.reg = V alue(c)

(15)

for all related c ∈ states(C) and a ∈ states(A),
∀p ∈ W riters, b ∈ {0, 1}, v ∈ V •
c.pcp = wr1(b, v) ∧
cur(c) 6= p ⊗ b ⊗ π1 (c.Reg[p ⊗ 1]) =⇒
a.pcp = writeResp
(21)

All other requirements on the backward simulation
constrain the pc values of each port in the concrete
and abstract states, and sometimes the relationship
between each pc value and the tags of the two registers. These requirements arise from conditions (3)
and (2) in the definition of backward simulation.
Condition (2) requires that we associate a
readResp or writeResp action of C with an action sequence of A containing the same action. For this to be
possible, our backward simulation must ensure that
for all related c ∈ states(C) and a ∈ states(A),

This is so that we can choose an abstract action sequence containing the doWritep action at p’s linearisation point. Furthermore, we must be able to show
that when p ∈ W riters takes its wr0 action, p’s program counter value in the abstract state is doWrite(v)
for the value v being written by p. Otherwise, we will
not be able to prove that condition (19) holds for the
prestate of every wr0 action. The poststate of the
wr0 action for port p has the property that

∀p ∈ P • c.pcp = idle =⇒ a.pcp = idle
(16)
∀p ∈ W riters • c.pcp = writeResp =⇒
(17)
a.pcp = writeResp
∀p ∈ Readers, v ∈ V • c.pcp = readResp(v) =⇒
a.pcp = readResp(v)
(18)

Therefore, our backward simulation relation should
imply that, for all related c ∈ states(C) and a ∈
states(A),

Similarly, we must associate a readInv or writeInv action with the same abstract action. Therefore, our
backward simulation must ensure that for all related
c ∈ states(C) and a ∈ states(A),
∀p ∈ W riters, v ∈ V • c.pcp = wr0(v) =⇒
a.pcp = doWrite(v)
∀p ∈ Readers, • c.pcp = rd0 =⇒
a.pcp = doRead

(19)
(20)

It can be shown that for each port p ∈ W riters, if
p reaches a state c where c.pcp = wr1(b, v) and
cur(c) 6= p ⊗ b ⊗ π1 (c.Reg[p ⊗ 1])
then p’s write is doomed to be impotent. Therefore,
our backward simulation must have the property that
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cur(c) = p ⊗ b ⊗ π1 (c.Reg[p ⊗ 1])

∀p ∈ W riters, b ∈ {0, 1}, v ∈ V •
c.pcp = wr1(b, v) ∧
cur(c) = p ⊗ b ⊗ π1 (c.Reg[p ⊗ 1]) =⇒
a.pcp = doWrite(v)
(22)
Recall that each p ∈ Readers is linearised at some
point during the execution of the write operation that
wrote the value returned by p, or else p does not overlap that write, and is linearised at its rd0 action. To
keep track of the situations under which these linearisations occur, our backward simulation must have
the property that for all related c ∈ states(C) and
a ∈ states(A),
∀p ∈ Readers •
c.pcp = rd2(b0, b1) =⇒
(a.pcp = readResp(π2 (cur(c) ⊗ 1)) ∧
(b0 ⊗ b1 = cur(c) ∨ ∃b • c.pcb0⊗b1 = wr1(b, v)))
∨
a.pcp = doRead
(23)
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This introduces a dependency between the local states
of the read ports, and the local states of the write
ports.
6.4

is more complicated for ports with other programcounter values. For all p ∈ W riters, if c.pcp = wr0(v)
or pcp = wr1(b, v) and
cur(c) = p ⊗ b ⊗ π1 (c.Reg[p ⊗ 1])

Totality Proofs

The complete simulation relation for Bloom’s construction requires several other constraints, which are
not important for our present purpose. We note only
that none of these properties add any additional constraint to any port p such that c.pcp = idle, nor do
they require any strengthening of the relationship between a.reg and c.Reg given in condition (15).
Let R be the relation defined by the conjunction
of conditions (15-23).
Lemma 2 R is quasi-total for C.
Proof Let
T = {c | ∀p ∈ P • c.pcp = idle}
and fix c ∈ T . Let a be the abstract state such that
a.reg = V alue(c), and
∀p • a.pcp = idle
Then R(c, a). To see this, all that must be checked are
conditions (15) and (16). To see that states(C) 99KC
T , observe that for each port p, if c.pcp 6= idle, then
p may take an action, and furthermore p may take at
most three actions before completing its operation.
This completes our proof.
Note that embedded in the (very simple) proof of
Lemma 2, is a proof that each operation completes
in finitely many of its own steps. This property is
known as wait-freedom [7], and it is the strongest
of the nonblocking progress properties. We reiterate
that all nonblocking progress properties are strictly
stronger than completability, and therefore we obtain
the completability part of the quasi-totality lemma as
an immediate consequence of the progress conditions
required of the concurrent objects whose verification
motivates this work.
It is also important to note that no matter what
we add to R to arrive at a simulation relation, so
long as we do not further constrain ports in the idle
state or modify the relationship between a.reg and
c.Reg, the difficulty of the quasi-totality proof does
not increase. We only need to check the same simple
properties. This is in contrast to the direct proof that
R is total over all the reachable states of C. As we
shall see, any extension to R would make this proof
longer, and potentially more complicated.
Lemma 3 (Totality of R) For all states c ∈
reach(C), there exists an a ∈ states(A) such that
R(c, a).
Proof Fix c ∈ reach(c). We must take more care
with our choice of abstract state a. First, as before,
a must satisfy
a.reg =V alue(c)
For each p such that
c.pcp ∈{idle, writeResp, readInv} ∪
{writeInv(v), readResp(v) | v ∈ V }
set a.pcp = c.pcp . These constraints are sufficient to
allow us to prove conditions (16-20). The situation

then set a.pcp = doWrite(v). Otherwise if c.pcp =
wr1(b, v), set a.pcp = writeResp. This allows us to
prove conditions (21-22). To satisfy condition (23),
we can get away with setting a.pcp = doRead whenever c.pcp = rd2(b0, b1).
Apart from the tedium arising from the need to
treat several different cases, there are two drawbacks
about the proof of full totality, relative to the proof
of quasi-totality. First, the difference in the effort required to mechanise the proofs of Lemmas 2 and 3 is
substantial. Our verification work is directed towards
the construction of proofs that can be checked by a
mechanical proof assistant, such as PVS [3]. PVS is
unable to infer which abstract state a should be constructed for a given concrete state c (and we expect
that other proof assistants would have a similar limitation). Therefore, the human operator must manually construct this state. This amounts to enumerating each case given above, but with greater detail
and formality. Second, it is not in general possible to
avoid dealing with dependencies between ports, as we
did in the case where c.pcp = rd2(b0, b1). For example, the (far more complicated) backward simulation
presented by Doherty and Moir [5] involves such unavoidable dependencies. In that case, it is necessary
to tailor the local abstract states of some processes
to satisfy requirements of other processes, and showing that these requirements can always be satisfied
involves sophisticated reasoning about the invariants
of the implementation. In fact, the difficulties associated with mechanising the proof of the totality lemma
had substantial impact on the design of the backward
simulation relation itself.
7

Concluding Remarks

We have presented a simplification for proofs that
use backward simulation. The simplification is technically straightforward, but has significant practical
implications for those involved in the verification of
highly concurrent data structures. Our previous work
[4, 2, 5] has shown that backward simulations arise
with unusual frequency in the context of these data
structures. The simplification that we have presented
is especially useful when the proofs must be mechanised.
Our simplification works by replacing the sometimes onerous totality condition by a weaker quasitotality condition. For the verifications that we are
interested in, this replacement is sound given a simple
but important correctness criterion, which we have
called completability. As we have noted, completability is weaker than other important correctness conditions, including deadlock freedom and all nonblocking
progress properties. Thus, our simplification can be
applied “for free” after establishing one or more of
these stronger properties.
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Abstract
The notion of receptiveness arises in the π-calculus
as a guarantee of determinacy in the behaviour of
callable entities and was first investigated by Sangiorgi.
The DπF process calculus, introduced by Francalanza and Hennessy, extends the π-calculus with
located processes and location and link failures. In
this paper we extend the notion of receptiveness to
DπF and give sound characterizations of the property
of linear uniform receptiveness in DπF in the form of
two type systems.
Our first type system ensures receptiveness, the
property that no pending output will ever be left
unattended. We achieve this by ensuring linearity
and by ensuring that the input and output remain at
the same location, such that location failure will effectively remove either both or none. Our second type
system allows for migration but ensures that input
capabilities remain within locations which are hidden
from the context and thus not subject to failures.
Keywords: π-calculus, type systems, location failures.
1

Introduction

The π-calculus has been used to describe and reason about many different computational phenomena.
In particular, it has been used describe callable entities such as functions (Milner 1990), objects (Kleist
& Sangiorgi 2002) and higher-order communications
(Sangiorgi 1996). In these settings it is important
that the behaviour of a call is determinate. This can
be ensured if a name n which refers to a callable entity
is uniform, so an input on channel n always leads to
the same continuation and receptive, so no calls will
be left unattended.
In (Sangiorgi 1999) Sangiorgi defines a number of
type systems that give sound characterizations of versions of this property of uniform receptiveness. Further, he shows that uniform receptiveness is important from the point of view of process calculus theory since this assumption makes it easier to reason
about behavioural equivalences: for instance, proofs
of transformations that introduce parallelism can be
simplified and the proof of the correctness of an optimized translation of higher-order process calculi into
the π-calculus can be simplified.
The notion of uniform receptiveness is also important from the point of view of implementation, since
Copyright c 2010, Australian Computer Society, Inc. This paper appeared at the 16th CATS Symposium (Computing: the
Australasian Theory Symposium), Brisbane, Australia. Conferences in Research and Practice in Information Technology
(CRPIT), Vol. 109, A. Potanin and T. Viglas, Ed. Reproduction for academic, not-for profit purposes permitted provided
this text is included.

uniform receptive names can be implemented more
efficiently than arbitrary names. An example application of this is found in the Pict language (Pierce
& Turner 2000) whose compiler is able to recognize
receptive names and use this knowledge to perform
code optimizations based on Sangiorgi’s results.
The problem of uniform receptiveness also arises in
the setting of distributed systems with localities. In
(Hennessy & Riely 2002), the π-calculus is extended
to deal with such features and the result is the distributive π-calculus Dπ. Later, Hennessy and Francalanza have studied a further extension, DπF, which
also allows one to extend describe link and location
failures (Francalanza & Hennessy 2005).
In this paper we examine how and to which extent
results concerning uniform receptiveness carry over
to the rich setting of the DπF-calculus, where failures
can occur.
Consider as a first example the scenario where a
number of user processes located at location l wish
to make a remote procedure call to a server process,
located at location k. To obtain transparency, an
interface process, which has knowledge of the server
location, is used to relay the request. In DπF this
example could be described as follows.
def

U (n, D) = a!hni.b?(m : val).Dhmi
def

H = ∗a?(p : val).go k.c!hpi.d?(q : val).go l.b!hqi
def

S = ∗c?(r : val).d!hf (r)i
def

N = l[[U hi, P i]] | l[[U hj, Qi]] | l[[H]] | k[[S]]
The system is defined as N , where P is some process
that needs the name f (i) and Q is some process that
needs f (j).
A user process, U , sends a value n over the channel
a and waits to receive another value over channel b.
The received value is then used as an argument in the
subsequent process D. The interface process, H, is a
replicated input process. Once a replication has been
unfolded, the replicated section can receive a value
over the channel a and then migrate to the location
k. Once there, it can emit the received value on the c
channel. Then it will wait for a response in the form
of a value sent over the d channel. When the value
has arrived, the process migrates back to l and emits
the received value on channel b. The server process
S is also replicated. A replication of S will result in
a process which awaits a value sent over the channel
c and, once having received a value over c, sends the
result of a function f (r) back over d, where r is the
value it received over c.
Unfortunately, since the two user processes use
the same channels for communication with H, the
return values may get mixed up. That is, the process
that has sent i may end up receiving f (j) instead of
f (i). This is due to nondeterminism; the following
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is valid in the DπF transition system, where the network representation ∆ describes the linkage structure
and available locations:
l[[b?(m : val).P hmi]]
| l[[b?(m : val).Qhmi]]
∆ . N −−
→∆.
| l[[b!hf (i)i]] | l[[b!hf (j)i]]
| l[[H]] | k[[S]]
∗

The resulting configuration can now reduce in a multitude of ways by input on the channel b. In other
words, b is not uniform. A uniform channel is one
such that input on the channel will always result in
the same continuation.
We can easily ensure that P receives f (i) and Q
receives f (j) by introducing private channels denoted
x, y, z and w in the following.

The remainder of our paper is organized as follows:
Section 2 introduces the syntax and semantics of the
DπF language. In Section 3 we present linear uniform
receptiveness based on (Sangiorgi 1999). Then, in
Section 4 we adapt the method and introduce our
first type system which we prove is sound, i.e. that
in a well typed DπF system all channels of a certain
type are linear uniform receptive. Finally, in Section
5 we revise the type system to accommodate another
interpretation of the soundness result.
2

A distributed pi-calculus with failures

Our point of departure is the DπF-calculus introduced by Francalanza and Hennessy in (Francalanza
& Hennessy 2005) which we present in this section.
To simplify our presentation of the type system, we
use a monadic version of the DπF-calculus. However,
def
U (n, D) = (νx : ch(val))(a!hn, xi.x?(m : val).Dhmi) the examples that follow employ a polyadic version
def
of the calculus. It is straightforward to transfer the
H
= ∗a?(p : val, y : ch(val)).go k.
results of our paper to this setting.
(νz : ch(val))(c!hp, zi.z?(q : val).
We add to the location types of DπF the chango l.y!hqi)
def
nel types presented in Section 2.2 and omit channel
S
= ∗c?(r : val, w : ch(val)).w!hf (r)i
names from the network representation, since we can
def
N
= l[[U hi, P i]] | l[[U hj, Qi]] | l[[H]] | k[[S]]
keep track of these names in our type environments.
This leaves the network representation to represent
(1)
the state of the network solely.
The latter example takes advantage of the fact that
a channel which is only used once for input is al2.1 Syntax
ways uniform. Channels which are only used once
We assume a countably infinite set of basic names
are called linear.
N = {a, b, . . . , i, j, k, . . . , u, v, . . . , x, y, z, . . .}. ProIt would be desirable to ensure that once a user
cesses P, Q in DπF are located at named locations,
process sends a request for a value, it would be guarand a system of located processes can be described
anteed to wait for the value on the new private chanusing the system constructs. We show the abstract
nel x, regardless of any actions made by the surroundsyntax of processes and systems below; T ranges over
ing context. That is, it would be convenient if the prithe set of types, defined in Section 2.2.
vate channels x and y were receptive at l. A channel
is receptive on a location if output can be delivered
there, as long as there is a possibility for output on
P, Q ::= 0
Process termination
the channel at that location.
| go u.P
Migration
Now consider the problems introduced by location
| u?(v : T ).P
Input
failures. The following transitions are possible under
| u!hvi.P
Output
the labelled transition system of DπF.
| kill
Location termination
∗
|
break
u
Link termination
∆ . N −−
→
| P |Q
Parallel composition
l[[x?(m : val).P hmi]]
|
(νu
:
T
)P
Name restriction
0
| l[[x ?(m : val).Qhmi]]
|
∗u?(v
:
T
).P
Replicated input
∆ . | k[[go l.x!hf (i)i]]
| [u = v]P, Q Match
| k[[go l.x0 !hf (j)i]]
| [◦ u]P, Q
Ping
| l[[H]] | k[[S]]
M, N ::= 0
Nil system
| M |N
Parallel composition
kill l
−−−−−
→
| (νu : T )N
Name restriction
l[[x?(m : val).P hmi]]
| k[[P ]]
Located process
0
| l[[x ?(m : val).Qhmi]]
∆ − l . | k[[go l.x!hf (i)i]]
We shall always omit trailing occurrences of 0.
| k[[go l.x0 !hf (j)i]]
Names used in a process or system are either
| l[[H]] | k[[S]]
bound or free. For any process or system P , we denote the sets of bound and names in P by bn(P )
and fn(P ), respectively. These sets are defined in the
Because the location l has been killed, no further
usual way, see e.g. (Hennessy & Riely 2002).
reductions can take place on l, so the process in
We will use the standard notation of capturel[[x?(m : val).P hmi]] will never be able to receive
avoiding name substitution and let P {x/y} denote
the value f (i). Additionally the context is capable
the process P where all occurrences of the free name
of performing a break action which means that the
y have been replaced with the name x.
link between two locations will disappear; this has
similar consequences for receptiveness.
These problems form the focus of our paper. We
2.2 Types
show how to adapt the type system of Sangiorgi (SanOur language of types extends that of Milner’s sorts
giorgi 1999) to ensure linear receptiveness in the DπFcalculus. In (Amadio et al. 2003), Amadio, Lhousfor the π-calculus (Milner 1999).
A normal channel name used for communicating
saine and Boudol proposed a method for obtaining
names of type T has the channel type T = ch(T ).
receptiveness in a distributed π-calculus. However,
their process calculus pre-dates the work on DπF and
In later parts of our paper we shall make a further
distinction between regular channel types and linear
consequently does not address the notion of failures.
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channel types. A name of linear channel type is used
to communicate names of type T at the location l and
has the type chll (T ). For a channel type Tc = ch(T ),
we write Tc ≤ ch or T ≤ chll if the object type T
is not important and for simplicity write Tc ≤ chl if
neither the location nor the object type is important.
A location name k has location type L = locS [C]
if it is used as a location, where S denotes the status
of the location as either a (alive) or d (dead), and C
is the set of locations which are connected to k in our
network model. We write L ≤ loc if the status and
connections of the location are not important.
We also use the basic type val for names which
are neither used as channels or locations and use a
set of types T containing all name types. The syntax
of the types used in this paper is
T

::=
|
|
|

ch(T )
chll (T )
val
locS [C]

Basic channel type
Linear channel type
Basic type
Location type

We define two operations on location types.

locS [C \ {l}] if T = locS [C]
T −l =
T
otherwise

such that dom(∆O ∪ ∆H ) ⊆ ∆N and ∆O ∩ ∆H = ∅.
Note that the status of links and locations on the
network is captured by this representation simply by
listing the live links, since l ↔ k ∈ ∆O ∪ ∆H indicates that l and k are alive. An isolated live location
l will be represented by a loop l ↔ l, which also indicates that migration from a location to itself is always
possible.
Definition 2 (Network predicates) We use the
following predicates to describe the state of the network.
∆`l

if l ∈ dom(∆O ∪ ∆H )

∆ `obs l

if l ∈ dom(∆O )

∆ ` locS [C]

if S = a and C ⊆ dom(∆O ∪ ∆H )

∆ `obs locS [C]

if S = a and C ⊆ dom(∆O )

∆`l↔k

if l ↔ k ∈ ∆O ∪ ∆H

∆ `obs l ↔ k

if l ↔ k ∈ ∆O

∆`l

k

and

locS [C ∪ {l}] if T = locS [C]
T +l =
T
otherwise
A type environment Γ ⊆ N × T is a finite set of pairs
(n, T ). We denote a type annotation in Γ as n : T .
We demand that Γ behaves as a function with finite
support, i.e. that for any name n, if n : T1 ∈ Γ and
n : T2 ∈ Γ then T1 = T2 . We can therefore justify
writing Γ(n) = T whenever n : T ∈ Γ.
We write Γ + n : T to mean Γ ∪ {n : T }. Finally,
we write x ∈
/ Γ if for any type T , x : T ∈
/ Γ.
2.3

Semantics

Our labelled transition semantics is adapted from
(Francalanza & Hennessy 2005). It describes internal
reductions of a system as well as the effect a context
can have on the system, including the ability of an
observer to kill a location or break a link.
The networks that DπF systems describe consist
of locations connected by links. A network representation ∆ contains the name of each location in the
network and information about links between them.
A link between two locations l, k is denoted l ↔ k.
Connections are bi-directional, so the link relation is
symmetric.
Given a location k and a set of locations L =
{l1 , . . . , ln }, we will sometimes write k ↔ L for the
set of links {k ↔ l1 , . . . , k ↔ ln }. We let dom(l ↔ k)
denote the set of names {l, k}, and expand this notation to sets of links in the natural way such that
Sk
dom(l1 ↔ k1 , . . . , ln ↔ kn ) = i=1 dom(li ↔ ki ).
Definition 1 (Network representation) A network representation ∆ is a triple h∆N , ∆O , ∆H i
where
• ∆N ⊆ N is the set of names of locations in the
network.
• ∆O is the set of live links on the network that are
observable by a context.
• ∆H is the set of live links that are hidden from
the context.

∆`L

k

if l1 ...ln exist such that
∆ ` l ↔ l1 , ∆ `i l ↔ li+1
for i = 1...n − 1 and ∆ ` ln ↔ k
if for any l ∈ L, ∆ ` l

k

Definition 3 (Network updates) We use the following notation to describe updates to a network state.

∆




if T ≤ ch, chl, val








h∆N ∪ {n}, ∆O , ∆H i




if T ≤ locd



∆ + n : T=
h∆N ∪ {n}, ∆O , ∆H ∪ (n ↔ C)i




if T = loca [C] and C ∩ dom(∆O ) = ∅








h∆N ∪ {n}, ∆O ∪ (n ↔ C) ∪ D, ∆H \ Di




if T = loca [C] and C ∩ dom(∆O ) 6= ∅



where D = {l ↔ k ∈ ∆H | ∆ ` C
l}
∆−l

= h∆N \ {l}, ∆O \ l ↔ ∆N , ∆H \ l ↔ ∆N i

∆ − l ↔ k = h∆N , ∆O \ {l ↔ k}, ∆H \ {l ↔ k}i
↑∆

= h∆N , ∆O ∪ ∆H , ∅i

In the labelled semantics, a configuration C is a
pair ∆ . N .
Definition 4 (Labelled semantics) The labelled
transition system of DπF has transitions of the form
µ
C −−
→ C0 where C and C0 are configurations and µ
is a label of one of the following forms.
• τ - An internal (unobservable) action.
• (n : U )a@l?(u : T ) - An observable input on
channel a at location l.
• (n : U )a@l!hn : T i - An observable output on
channel a at location l.
• kill l - The context kills the location l.
• break l ↔ k - The context breaks the link between
the locations l and k.
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In the input case, n : U represents the new name that
the context introduces and in the output case it represents the name that is made known to the context.
The labelled transition system is the least relation
up to structural equivalences (Table 1) closed under
the rules in Tables 2, 3 and 4.
We will write C →∗ C0 to represent the reflexive
and transitive closure of the labelled transition relation. We write C ⇒ C0 if C →∗ C0 by a sequence of
µ
µ
τ -transitions. Finally, we let C ==
⇒ C if C ⇒ −−
→ C0 .
3

Linear Uniform Receptiveness

In a DπF system a free name is receptive if the network can receive input over that name as long as output over the name can occur. A pleasant consequence
of receptiveness is that no output on a receptive channel will ever be left unattended. Uniform receptiveness captures a notion of determinacy: A channel
name is uniform, if input on this channel is always
handled in the same way.
Sangiorgi (Sangiorgi 1999) defines two forms of
receptiveness which guarantee uniformity in the πcalculus: ω-receptiveness, where receptive names can
only occur in input-replicated form and linear receptiveness, where receptive names must be linear. In
this paper we focus on the latter.
Since communication in DπF happens within a location, receptiveness is also location-specific, and a
name may very well be receptive at one location but
not at another. As an example, consider
P = a?(x : val).b?(y : val)
Q = b?(y : val)
and the system l[[P ]] | k[[Q]]. a is receptive at the location l and b is receptive at the location k, but b is
not receptive at the location l. To formalize the localized capabilities of DπF systems we use the notion
of barbs.
Definition 5 (Barbs) Given DπF system N , channel name a, network representation ∆, and location
name l,
• N has a strong output barb on a@l, writa@l!hx:T i

ten N ↓ a!@l, if ∆ . N −−−−−−−→
− or ∆ .
(x:T )a@l!hx:T i

N −−−−−−−−−−−→
−.
• N has a weak output barb on a@l, written N ⇓
a!@l, if ∆ . N ⇒ ∆0 . N 0 such that N 0 ↓ a!@l for
some network representation ∆0 .
• N has a strong input barb on a@l, written N ↓
a@l?(x:T )

a?@l, if ∆ . N −−−−−−−−
→ for some name x and
type T .
• N has a weak input barb on a@l, written N ⇓
a?@l, if ∆ . N ⇒ ∆0 . N 0 such that N 0 ↓ a?@l
for some network representation ∆0 , name x and
type T .
With the definition of barbs we can now define the
notion of receptiveness.
Definition 6 (Receptive names) Given a network representation ∆, a channel name a is receptive
on a location l in a system N , if whenever N ⇓ a!@l,
then also N ↓ a?@l.
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In the example (1) in Section 1, we can convince
ourselves that all the channel names are receptive in
the system N , if we disregard the possibility of the
context interfering. We can even convince ourselves
that the names x, y and z are linear receptive, and
therefore also uniform receptive.
The property of receptiveness has different consequences in Dπ, which does not model arbitrary failures, and DπF which does.
Definition 7 (Communication over a) Let ∆ be
a network representation ∆. Then N has a commuτ
nication over channel a if ∆ . N −−
→ ∆0 . N 0 for
0
0
some ∆ . N , where a is free in N and the proof of
the transition involves an application of (L-comm1) or (L-comm-2) with x instantiated to a. We then
τ with a

write ∆ . N −−−−−−→
−
Lemma 1 (Receptiveness in Dπ) Let a be a linear name in a Dπ system N and let ∆ be a network
representation ∆. If a is receptive, and N ⇓ a!@l then
τ

∗

τ with a

we have ∆ . N −−
→ ∆0 . N 0 −−−−−−→
− for some N 0 .
The proof of Lemma 1 is a straightforward induction on the number of transitions it takes for the weak
output barb to become a strong output barb. However, this result does not hold for the DπF-calculus
due to the presence of location and link failures.
4

Settled Obligations

As we saw in the introduction, since processes can migrate but locations may fail, the input on a receptive
name n can be caught at a dead site while the output
lives on. This is possible, since observable locations
can be killed at any time, and it implies that n cannot
be receptive.
An obvious way to circumvent this problem is to
enforce that any process which can perform an input
or output on a receptive name cannot migrate. This
means that in order to be receptive, such processes
must always remain at the same location and, if this
location were to be killed, both the input- and outputbarb would disappear and the statement in Definition
6 would be satisfied.
We will use a notion of obligations on linear names
to ensure that processes keep their promise of either
taking an input or giving an output on these names.
An obligation is a located name of the form a@l. Like
Sangiorgi (Sangiorgi 1999), we consider two sets of
these: a set of input obligations and a set of output
obligations.
Our type system has two typing judgments:
• Γ, I, O `l P , defined in Tables 5 and 6, states
that process P is well-typed when placed at location l, given type environment Γ, input obligations I and output obligations O
• Γ, I, O ` N , defined in Table 7, states that network N is well-typed, given type environment Γ,
input obligations I and output obligations O
The intended interpretation of a judgment Γ, I +
a@l, O + b@k ` N is that the system N can immediately receive input on channel a at location l exactly
once, may give output on the channel b at location k
at most once and will never use names of type chl in
Γ in a nonlinear or nonreceptive way.
The rules in Tables 5, 6 and 7 are for the most part
adaptions of Sangiorgi’s type rules from (Sangiorgi
1999) with additional rules for the constructs specific
to DπF. (wp-go), or rather the lack of a rule which
allows processes with input- or output obligations to
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(s-comm)
N |M
(s-assoc)
(N | M ) | M 0
(s-unit)
N | l[[0]]
(s-extr)
M | (νn : T )N
(s-flip)
(νn : T )(νm : U )N
(s-flip-2) (νn : T )(νm : U )N
(s-inact)
(νn : T )N

≡
≡
≡
≡
≡
≡
≡

M |N
N | (M | M 0 )
N
(νn : T )(M | N )
(νm : U )(νn : T )N
(νm : U − n)(νn : T + m)N
N

if
if
if
if

n∈
/ fn(M )
n∈
/ fn(U )
n ∈ fn(U ) and U, T ≤ loc
n∈
/ fn(N )

Table 1: The structural rules of DπF networks

(l-str)

µ

∆ . M −−
→ ∆0 . M 0

N ≡M

M0 ≡ N0

µ

∆ . N −−
→ ∆0 . N 0
µ

(l-rest)

∆ + n : T . N −−
→ ∆0 + n : U . M
µ

∆ . (νn : T )N −−
→ ∆0 . (νn : U )M
µ

(l-par-1)

∆ . N −−
→ ∆0 . N 0
µ

∆ . N | M −−
→ ∆0 . N 0 | M
µ

(l-par-2)

∆ . M −−
→ ∆0 . M 0
µ

∆ . N | M −−
→ ∆0 . N | M 0

Table 2: Labelled transitions for arbitrary actions.

Assuming ∆ `obs l
(l-obs-kill)

kill l

∆ . N −−−−−
→∆−l.N
(l-obs-break)

∆ `obs
break l↔k

l↔k

∆ . N −−−−−−−−→
− ∆−l ↔k.N
a@l!hn:T i

(l-obs-open)

∆ + n : T . N −−−−−−−→
− ∆0 . N 0

U =T

dom(∆O ∪ ∆H )

(n:U )a@l!hn:T i

∆ . (νn : T )N −−−−−−−−−−−→
− ∆0 . N 0
a@l?(n:T )

(l-obs-weak)

∆ + n : T . N −−−−−−−−
→ ∆0 . N 0

∆ + n : T `obs T

(n:T )a@l?(n:T )

∆ . N −−−−−−−−−−−→
− ∆0 . N 0
(n:V 0 )a@l!hn:U i

(l-obs-typ)

∆ + k : T . N −−−−−−−−−−−−→
− ∆ + n : V + k : T0 . N0

k ∈ fn(V 0 )

(n:V )a@l!hn:U i

∆ . (νk : T )N −−−−−−−−−−−→
− ∆ + n : V . (νk : T 0 )N 0
(l-obs-in)

a@l?(y:T )

∆ . l[[a?(x : T ).P ]] −−−−−−−−
→ ∆ . l[[P {y/x}]]
(l-obs-out)

where T

a@l!hx:T i

∆ . l[[a!hxi.P ]] −−−−−−−→
− ∆ . l[[P ]]

locS [D] where D = C ∩ dom(∆O ∪ ∆H )
def
dom(∆O ∪ ∆H ) =
T

if T = locS [C]
otherwise

Table 3: The labelled transitions for observer actions on DπF configurations.
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Assuming ∆ ` l
∆`l↔k

(l-go)

τ

∆ . l[[go k.P ]] −−
→ ∆ . k[[P ]]
∆6`l↔k

(l-ngo)

τ

∆ . l[[go k.P ]] −−
→ ∆ . l[[0]]
(n:T )a@l!hn:T i

(l-comm-1)

(l-rep)

↑ ∆ . M −−−−−−−−−−−→
− ∆00 . M 0

τ

∆ . N | M −−
→ ∆ . (νn : T )N 0 | M 0
a@l!hn:T i

(l-comm-2)

(n:T )a@l?(n:T )

↑ ∆ . N −−−−−−−−−−−→
− ∆0 . N 0

a@l?(n:T )

↑ ∆ . N −−−−−−−→
− ∆0 . N 0

↑ ∆ . M −−−−−−−−
→ ∆00 . M 0
τ

∆ . N | M −−
→ ∆ . N0 | M0
τ

∆ . l[[∗a?(x : T ).P ]] −−
→ ∆ . l[[a?(x : T ).P | ∗a?(x : T ).P ]]

(l-fork)
(l-match)

(l-mism)

(l-ping)

(l-misp)
(l-kill)

τ

∆ . l[[P | Q]] −−
→ ∆ . l[[P ]] | l[[Q]]
τ

∆ . l[[[u = u]P, Q]] −−
→ ∆ . l[[P ]]
u 6= v
τ

∆ . l[[[u = v]P, Q]] −−
→ ∆ . l[[Q]]
∆`l↔k
τ

∆ . l[[[◦ k]P, Q]] −−
→ ∆ . l[[P ]]
∆6`l↔k
τ

∆ . l[[[◦ k]P, Q]] −−
→ ∆ . l[[Q]]
τ

∆ . l[[kill]] −−
→ ∆ − l . l[[0]]

(l-break)

∆`l↔k
τ

∆ . l[[break k]] −−
→ ∆ − l ↔ k . l[[0]]
T 6≤ loc

(l-new)

τ

∆ . l[[(νu : T )P ]] −−
→ ∆ . (νu : T )l[[P ]]

(l-newl)

D = {k ∈ C | ∆ ` l

k}

τ

∆ . l[[(νk : locS [C])P ]] −−
→ ∆ . (νk : locS [D])l[[P ]]

Table 4: Labelled transitions for internal actions of DπF configurations.
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(b:U )a@l?(b:T )

migrate, is notable. Additionally, it is worth noting
that the type of a linear channel carries a location
name that denotes the location where input can be
delivered on that channel. This is necessary in order
to give processes the correct obligation upon receiving
linear channels, as shown with the rule (wn-inputl2).
We return to the example from Section 1 to see the
effect of these rules. We modify the example slightly,
giving the names x, y and z the new linear channel
type, as it is our intention to enforce receptiveness on
these channels.

4. If Γ(a) 6≤ chl and ∆ . N −−−−−−−−−−−→
− ∆ . N 0,
(b:T )a@l!hb:T i

or ∆ . N −−−−−−−−−−−→
− ∆ . N 0 where T 6≤ chl
then Γ + b : T, I, O ` N 0 .
τ

5. If ∆ . N −−
→ ∆0 . N 0 then either Γ, I, O ` N 0 or
there is a x@l such that Γ, I −x@l, O −x@l ` N 0 .
6. If Γ(x) ≤ chll and Γ(a) 6≤ chl and ∆ .
(a:U )x@l!ha:T i

Γ = {a : ch(val, chll (val)), c : ch(val, chlk (val)),
l : loc, k : loc, i : val, j : val}
we can verify that Γ, ∅, ∅ ` N .
def

U (n, D) = (νx : chll (val))(a!hn, xi
| x?(m : val).Dhmi)
def
H
= ∗a?(p : val, y : chll (val))
(νd : ch(val))(d?(s : val).y!hsi | go k.
(νz : chlk (val))(c!hp, zi | z?(q : val).
go l.d!hqi))
def
S
= ∗c?(r : val, w : chlt (val)).w!hf (r)i
def
N
= l[[U hi, Di]] | l[[U hj, Di]] | l[[H]] | k[[S]]
(3)
We can now state the main result about our first
type system. This soundness theorem states that for
any labelled network transition, a transition involving a name preserves typability. In case 4, note that
the type environment must be extended with the extruded name.
Also note that we need to assume that the context
is also well typed, such that the receptiveness of our
linear channels will not be lost.
Theorem 1 (Soundness) Given a DπF system N ,
sets of obligations I, O, a type environment Γ and a
network representation ∆, if Γ, I, O ` N then
1. If Γ(x) = chll (T ) and x@l ∈ I then for all t there
(t:U )x@l?(t:T )

is a unique N 0 such that ∆ . N −−−−−−−−−−−→
−
x@l?(t:T )

∆ . N 0 or ∆ . N −−−−−−−→
− ∆ . N 0.
2. If Γ(a) = ch(T ) where T ≤ chlk , x@k ∈
/ O and
(x:U )a@l?(x:T )

a@l?(x:T )

∆.N −−−−−−−−−−−→
− ∆.N 0 or ∆.N −−−−−−−−
→
0
∆ . N then Γ + x : U, I, O + x@k ` N 0 .
3. If Γ(x)

=

6≤

chll (T ), T

(a:U )x@l?(a:T )

0

chl and ∆ .

N −−−−−−−−−−−→
− ∆ . N then x@l ∈ I and
Γ + a : T, I − x@l, O ` N 0 .

x@l!ha:T i

N −−−−−−−−−−−→
− ∆ . N 0 , ∆ . N −−−−−−−→
−
∆ . N 0, ∆ . N

def

U (n, D) = (νx : chll (val))a!hn, xi.x?(m : val).
Dhmi
def
H
= ∗a?(p : val, y : chll (val)).go k.
(νz : chlk (val))(c!hp, zi.
z?(q : val).go l.y!hqi)
def
S
= ∗c?(r : val, w : chlt (val)).w!hf (r)i
def
N
= l[[U hii]] | l[[U hji]] | l[[H]] | k[[S]]
(2)
The system N defined above is not well typed for any
Γ, I, O. For instance, the system creates linear names
but cannot immediately afterwards receive on them.
Consider instead the altered example shown below.
The entirety of the changes lies in U and H, which
now creates linear names and then in parallel listen
on the name while another process will relay it. Using
this definition, and the type environment

a@l!hb:T i

a@l?(b:T )

∆.N −−−−−−−→
− ∆.N 0 , ∆.N −−−−−−−→
− ∆.N 0

a@l!hx:T i

−−−−−−−→
− ∆ . N 0 or ∆ .

(x:U )a@l!hx:T i

N −−−−−−−−−−−→
− ∆ . N 0 then x@l ∈ O and
Γ, I, O − x@l ` N 0 .
break l↔k

killl

7. If ∆ . N −−−−−−−−→
− ∆0 . N 0 or ∆ . N −−−−→
−
∆0 . N 0 then Γ, I, O ` N 0 .
The theorem is proved by induction on the transition rules in Tables 2, 3 and 4.
Let us relate Theorem 1 to the desired property of linear uniform receptiveness. Cases 2, 3, 4
and 6 ensure linear receptiveness by ensuring that if
Γ, I, O ` N , then for any name x where Γ(x) ≤ chl
we have
if x@l ∈ I then N ↓ x?@l
if N ⇓ x!@l then x@l ∈ O
Case 1 makes this receptiveness uniform and cases 5
and 7 are akin to a standard subject reduction theorem in that they ensure that obligations only disappear because of internal communication. Actually,
because of location failures, this simple interpretation
does not hold. Rather, every channel a of type chl is
receptive in the sense of Definition 6 and the uniformity expressed by case 1 holds.
5

Migrating Obligations

The type system of the previous section will rule out
any system with migrating processes with barbs on
linear channels, even if the channel is still receptive.
This is unnecessarily restrictive in the setting of a
distributed calculus. In our second type system we
allow migration but control which locations can be
killed.
To do this, we introduce a new location type and
enforce that input on linear channels must reside on
a location of this new type while processes without
input on linear names are free to migrate as they
please. Since input and output on linear names can
thus be separated on the network, we need to ensure
that these new locations which house the input cannot be killed.
We call the new location type locl such that
names that are used as locations can have the type
loclS [C] where S and C have the same meaning as
in the plain location type locS [C]. Further, we redefine the notation T ≤ loc to mean that either
T = locS [C] or T = loclS [C] for some S and C.
Finally, we introduce the changes to (wp-go),
(wp-kill) and (wn-input-l) shown in Figure 8.
These modifications ensure that only locations of type
locl allow for input on linear channels and that they
cannot be killed.
Note that we do not require that the composition
of the context and a network type gives us a receptive
network. Also note that an ill-typed context is always
able to kill any location which it can observe. In DπF
this is captured by the transition rule (l-obs-kill)
of Table 3. To ensure that the context does not kill
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a@l ∈
/O

(wp-input-l)

T 6≤ chl Γ(a) ≤ chll (T ) Γ + y : T, ∅, O `l P {y/x}
Γ, {a@l}, O `l a?(x : T ).P

Γ(a) ≤ ch(T ) a@l ∈
/O

(wp-input-l2)

x@k ∈
/ O T ≤ chlk Γ + y : T, ∅, O + y@k `l P {y/x}
Γ, ∅, O `l a?(x : T ).P

T 6≤ chl Γ(a) = ch(T ) Γ + y : T, ∅, O `l P {y/x}
Γ, ∅, O `l a?(x : T ).P

(wp-input)

a@l ∈
/O

(wp-output-l)
(wp-output-l2)
(wp-output)

a@l, x@k ∈
/O

Γ(a) = ch(T ) T ≤ chlk Γ(x) = T
Γ, ∅, O + x@k `l a!hxi.P

a@l, x@k ∈
/O

Γ(a) = ch(T ) Γ(x) = T 6≤ chl Γ, ∅, O `l P
Γ, ∅, O `l a!hxi.P

Γ(a) = T

(wp-rep)

Γ(a) = chll (T ) T ≤
6 chl Γ(x) = T x@k ∈
/ O for any k
Γ, ∅, O + a@l `l a!hxi.P

Γ, ∅, O `l P

Γ, ∅, O `l P

T 6≤ chl Γ + (x, T ), ∅, ∅ `l P
Γ, ∅, ∅ `l ∗a?(x : T ).P

Γ(a) = ch(T ) T ≤ chlk Γ + (x : T ), ∅, {x@k} `l P
Γ, ∅, ∅ `l ∗a?(x : T ).P

(wp-rep-l)

Table 5: Type rules for prefixed DπF processes.

(wp-nil)
(wp-new-l)
(wp-new)

(wp-par)
(wp-kill)

Γ, ∅, ∅ `l 0
x@k ∈
/ I ∪O
x@k ∈
/ I ∪O

U ≤ chlk (T ) Γ + (x : U ), I + x@k, O + x@k `l P
Γ, I, O `l (νx : chlk (T ))P
T 6≤ chl Γ + (x : T ), I, O `l P
Γ, I, O `l (νx : T )P

I 0 ∩ I 00 = ∅ = O0 ∩ O00 Γ, I 0 , O0 `l P Γ, I 00 , O00 `l Q
Γ, I 0 ∪ I 00 , O0 ∪ O00 `l P | Q
Γ, ∅, ∅ `l kill

(wp-go)

Γ(k) ≤ loc Γ, ∅, ∅ `k P
Γ, ∅, ∅ `l go k.P

(wp-break)

Γ(k) ≤ loc
Γ, ∅, ∅ `l break k

(wp-match)

Γ(x) = Γ(y) Γ, ∅, O `l P Γ, ∅, O `l Q
Γ, ∅, O `l [x = y]P, Q

(wp-ping)

Γ(k) ≤ loc Γ, ∅, O `l P Γ, ∅, O `l Q
Γ, ∅, O `l [◦ k]P, Q

Table 6: Type rules for DπF processes that are not prefix processes.
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(wn-proc)

Γ, I, O `l P Γ(l) ≤ loc
Γ, I, O ` l[[P ]]

(wn-par)

I 0 ∩ I 00 = ∅ O0 ∩ O00 = ∅ Γ, I 0 , O0 ` N Γ, I 00 , O00 ` M
Γ, I 0 ∪ I 00 , O0 ∪ O00 ` N | M
x@k ∈
/ I ∪O

(wn-new)
(wn-new-l)

T 6≤ chl Γ + (x, T ), I, O ` N
Γ, I, O ` (νx : T )N

x@k ∈
/ I ∪ O Γ + (x, T ), I + a@k, O + a@k ` N
Γ, I, O ` (νa : chlk (T ))N
Table 7: Type rules for DπF systems.

(wp-go’)

Γ(k) ≤ loc Γ, ∅, O `k P
Γ, ∅, O `l go k.P

(wp-kill’)

Γ(l) 6≤ locl
Γ, ∅, ∅ `l kill

(wp-input-l’)

x∈
/Γ

a@l ∈
/O

Γ(l) = locl T 6≤ chl Γ(a) ≤ chll (T )
Γ, {a@l}, O `l a?(x : T ).P

Γ + y : T, ∅, O `l P {y/x}

Table 8: Modified type rules for migration and location termination.
any location of type locl, we must keep such locations hidden. A bound location can become known to
the context if it is extruded on an observable channel.
However, it is not enough that no output of a name
with type locl occurs, because of the way in which
locations with observable links are added to the network representation as the following example shows.
Assume we have a system N and a network representation ∆ that are defined as follows:

If l and k are assumed to be of the type loc this
example will not be well-typed under the new rules,
as linear channels are used on locations of type loc.
In fact the only requirement for this example to be
well-typed is that both locations are of the type locl.
However, the entire system should not be hidden from
the context. Instead we modify the example so that
values are exchanged at a hidden location j.

N = (νk : loca {l})l[[a!hki]] and
∆ = h{l}, {l ↔ l}, {l ↔ j}i

U (n, D) = (νb : ch(val, chlh (val)))a!hbi.go j.
(νx : chlj (val))(b!hn, xi | x?(m : val).
go l.Dhmi)

def

By (l-obs-open) and (l-obs-out) the system N can
make an observable output

H

def

S

def

∆ . (νk : loca {l})l[[a!hxi]]
(k:loca {l})a@l!hk:loca {l}i

−−−−−−−−−−−−−−−−−−−→
−
∆ + k : loca {l} . l[[0]]
Note that using Definition 3 ∆0 = ∆ + k : loca {l} =
h{l}, {l ↔ l, l ↔ k, l ↔ j}, {∅}i.
Now the previously hidden location j is known to
the context and thus by (l-obs-kill)
0

killj

0

∆ . l[[0]] −−−−→
− ∆ − j . l[[0]]
Therefore, we need to ensure that output on channels
which can carry locations cannot occur on observable
locations. This is enforced by the new output rules
in Table 9.
The new output rules take the new location type
into account and ensure that outputs of type loc cannot happen on locations of type loc. Because of this
condition locations of type loc cannot reveal themselves to the context and thus unintentionally expose
a branch of hidden locations. It should be noted that
we do not impose any constraints on output if the location is of type locl since a location of this type is
always hidden. We will now use the new type system
on the example (1) of Section 1.

= ∗a?(d : ch(val, chlt (val))).go j.
d?(p : val, y : chlt (val)).go k.
(νq : ch(val, chlu (val)))c!hqi.q!hp, yi

= ∗c?(w : ch(val, chlu (val)))
w!hr : val, z : chlu (val)i.go j.z!hf (r)i

and let
def

N = (νj : locl)(l[[U hxi]] | l[[U hyi]] | l[[H]] | k[[S]])
Now, given
Γ = {l : loc, k : loc, a : ch(val,
chlt (val))), c : ch(val, chlu (val))}
and I = ∅ = O, we can apply the new rules to show
that Γ, I, O ` N . This example also illustrates the
possibilities opened with using the type system supporting migrating obligations over the type system
which does not. The obligation to communicate over
x is handed over from C to H and from H to S and
communication over linear channels only happens on
j, the sole location of the locl type in the network.
Despite the changes to the type system, it is
straightforward to verify that Theorem 1 still holds.
Now, since the locations of type locl are kept hidden from the context, location and link failure can no
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(wp-output-l’)

(wp-output-l”)
(wp-output’)
(wp-output”)

l ≤ locl a@l ∈
/O
Γ(a) = chll (T ) Γ(x) = T 6≤ chl
x@k ∈
/ O for any k
Γ, ∅, O + a@l `l a!hxi.P

Γ, ∅, O `l P

l 6≤ locl a@l ∈
/O
Γ(a) = chll (T ) T 6≤ chl, loc Γ(x) = T x@k ∈
/ O for any k
Γ, ∅, O + a@l `l a!hxi.P

Γ, ∅, O `l P

l ≤ locl a@l, x@k ∈
/O

Γ(a) = ch(T ) Γ(x) = T 6≤ chl Γ, ∅, O `l P
Γ, ∅, O `l a!hxi.P

l 6≤ locl a@l, x@k ∈
/O

Γ(a) = ch(T ) Γ(x) = T 6≤ loc, chl Γ, ∅, O `l P
Γ, ∅, O `l a!hxi.P

Table 9: Modified type rules for output.
longer result in the loss of input barbs on names of
type chl, which implies that the interpretation discussed in the previous section actually holds. That
is, for any name a of type chl apart from adhering to
the statement in Definition 6, it also holds that
x@l ∈ I ⇒ N ↓ x?@l

N ⇓ x!@l ⇒ x@l ∈ O

To sum up, the new type system ensures that all linear
channel names reside on a hidden location of type
locl, thus it can not be killed by the context. Since
the hidden locations stay hidden in our type system,
the context does not have to obey the type rules and
thus can behave without restraints which result in a
network with dynamic link and location failures.
6

Conclusions and further work

We have presented two type systems for enforcing linear uniform receptiveness in the DπF-calculus. The
first type system enforces uniform receptiveness by
imposing constraints on the migration of processes
with obligations to communicate over linear channels.
This approach, however, requires the context to be
subject to the type system. The second type system
instead imposes constraints on where processes may
communicate over linear channels and does not require the context to be subject to the type system,
but instead forbids communication of location names
at observable locations.
As far as we know, these type systems are the first
to guarantee linear uniform receptiveness in a process
calculus with locations.
An obvious future extension of our work would be
to expand our type system to a polyadic setting.
Another possible future line of the work would be
a type system enforcing the notion of ω-receptiveness
presented in (Sangiorgi 1999). Here, all inputs over
linear channels are replicated and all outputs over linear channels are only present once per channel. It
would also be interesting to investigate the possibilities for achieving uniform receptiveness in DπF using
location types only.
Finally, it would be interesting to apply the type
inference strategy introduced in (Lhoussaine 2004) to
our setting; this would provide us with a sound strategy for determining if a given DπF process is uniform
receptive.
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Abstract
The theoretical study of the relational model of data is
ongoing and highly developed. Yet the vast majority of
real databases include incomplete data, and the incomplete
data is widely modelled using special flags called nulls.
As noted many times by Date and others, the inclusion
of nulls is not compatible with the relational model and
invalidates many of the theoretical results as well as requiring a three-valued logic for query support. In category
theoretic applications to computer science, partial functions are frequently modelled by using a special value approach (the partial map classifier), or by explicit reference
to the domain of definition subobject. In a former edition
of the CATS conference the first author and his colleague
Rosebrugh proved a Morita equivalence theorem showing
that for database modelling the two approaches are equivalent, provided the domain of definition subobject is complemented. In this paper we study the uncomplemented
domain of definition approach (which is not equivalent to
using special values). Our main results show that using
uncomplemented domains of definition to model incomplete data is entirely compatible with the relational model
and so leaves the well-developed theory applicable to real
databases that use this approach. Furthermore, using uncomplemented domains of definition supports in-place updating, in stark contrast to special values, and, in a wide
variety of circumstances, ensures the existence of cartesian and op-cartesian models which, as shown in a recent
TCS article, are important for solving view update problems.
Keywords: Category theory, relational model, partiality,
database special values
1

Introduction

One of the more remarkable mismatches between theory
and practice is the distinction between the theory of the
relational data model, and real world databases. The relational model (Codd 1970, 1990) has been extensively
developed (for a survey see Date (2004)), but consistently
assumes that complete data is available. In contrast real
systems are replete with missing data, typically handled
Copyright c 2010, Australian Computer Society, Inc. This paper appeared at the 16th Computing: the Australasian Theory Symposium
(CATS), Brisbane, Australia. Conferences in Research and Practice in
Information Technology, Vol. 109. A. Potanin and A. Viglasi Eds. Reproduction for academic, not-for profit purposes permitted provided this
text is included.
The authors acknowledge gratefully financial support from the Australian Research Council and the Università degli Studi di Milano, and
the helpful advice of anonymous referees.

by adding a NULL which is used in place of the missing
values. The theory of the relational model has been vital
to the development of modern database systems. But the
ubiquity of missing data, and the lack of applicability of
the theory in the presence of NULLs, leave a significant
mismatch which is often glossed over.
Missing data is difficult to handle in the relational
model. As noted many times over the years, a tuple in
which one coordinate has a missing value is not a tuple at
all, and much of the theory of relations, and particularly
any attempts to use them to calculate queries, becomes invalid. Nor does the NULL value resolve the issue. The
null is either a member of all types, leading to positively
absurd query results, or it is in some sense a meta-value in
which case once again our tuples are not tuples. As noted
long ago (Maier 1983) “It all makes sense if you squint a
little and don’t think too hard.”
It is probably best to view many modern database systems as theoretically well-founded on the relational model
provided that the data that they store is complete. Then,
the notion of NULL is retro-fitted for practical purposes
to deal with the unpleasant fact that in the real world we
rarely have complete data to store. The result is a beautiful
theory about reliable systems that are not built, since the
systems that are needed include the retrofitted NULLs, and
the theory then no longer applies.
The authors and others (Johnson & Rosebrugh 2007,
Kasangian, Kelly & Vighi 2000) including Diskin,
Piessens, Buneman, Phoa, and White have over a number
of years been using insights from the branches of mathematics known as category theory and universal algebra
to study database design and specification. Partial functions may be viewed as one example of “missing data”,
and category theory uses two common techniques to deal
with partial functions (Johnstone 1977, page 28): The
representability of partial maps by a partial map classifier and the explicit representation of the domain of definition as a subobject of the domain of the partial function. The two approaches are generally thought of as being equivalent. Indeed, aspects of such an equivalence
are fundamental to the definition of partial map classifiers. However, in universal algebra, when one approach
or the other is used for specification, there is a little studied
difference as was demonstrated in the conditions required
for a Morita equivalence theorem (Johnson & Rosebrugh
2003). The fundamental difference arises because complements of the domains of definition are not basic types
— since they are not part of the specification, a simple
update can insert a new instance in the domain of definition, effectively extending the partial function. In contrast,
if complements of domains of definition were base types,
then inserting into the domain of definition would require
simultaneously deleting from its complement, and a single
natural transformation can’t do that.
In this paper we study the umcomplemented domain
of definition approach, and explore how it can be used
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at specification time to design systems that will support
partial data without using NULLs. Our main results show
that such an approach is compatible with the relational
model. In particular we work through many of the fundamental relation algebra operations and show how they can
be calculated category theoretically in the classical case,
and we develop appropriate analogues of those operations
for models which include possibly partial attributes, that
is which support missing data.
The plan of the paper is as follows. In the next section
we review the category theoretic representations of partial
data and establish notation that we will use throughout the
remainder of the paper. Section 3 considers the treatment
of possibly partial attributes using the explicit domain of
definition approach. In Section 4 we review how composition of apparently not composable morphisms is calculated using pullbacks, and observe that this is really just
the standard composition of relations. Then in Sections 58 we consider in turn each of the operations of select, restrict, project and join and some of their interactions treating them both for the classical case with categorical techniques and for models which support missing data. Finally
Sections 9 and 10 briefly review related work and draw
conclusions including outlining some very recent findings
adding further weight to the benefits of supporting missing
data using the techniques presented here.
2

Category theoretic representation of partial data

For elementary category theoretic notions readers are referred to the usual texts (Barr & Wells 1990, Mac Lane
1971, Walters 1991) although there are now many others
too. In this paper, in many cases, a reader’s intuition from
diagrams of sets and functions will suffice, so we will not
take the space to review the formal notions. Nevertheless,
it is important to remember that all of what follows has
a fully rigorous mathematical treatment, and that the abstraction from functions to arbitrary categories is precisely
what is required to properly support database specification.
Databases are frequently specified by indicating those
real world entities (for example employees, products,
equipment, etc) about which we might wish to store
known attributes (addresses, salaries; locations productnumbers; owners, capacity; etc). In addition relationships
between entities can also be stored (an employee might be
responsible for selling particular products, an employee
might be assigned the exclusive use of particular equipment, etc). The database itself might be thought of as
a collection of functions with domains given by the entities about which information is stored, and codomains
being the sets of possible values for their corresponding
attributes, along with other functions which encode the
relationships between the entities. As an example consider Figure 1 which can be thought of as a diagram of
sets and functions to be stored. Figure 1 is a fragment of
a flight control system database taken from the first author’s work with his colleague Rosebrugh. In this case
we have for simplicity not shown attributes which add a
number of arrows starting from each entity. For example,
a Runway has a direction, length, width, category, etc,
and each of these attributes would appear as an arrow with
domain Runway and various appropriate codomains (direction measured in compass degrees, length measured in
metres, etc).
The most common kind of missing information is an
unknown attribute value. For example, if an employee
moves house without notifying us we may discover that
his or her address is no longer valid, but not have any
knowledge of the new home address to replace it with.
The great bulk of incomplete information is like this, and
can be modelled by assuming that the attribute value functions are partial functions. So, we will briefly review the
two most common representations of partial functions in
90
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Figure 1: Part of a flight control system
category theory.
In this paper we will frequently indicate a partial function between an entity X and an attribute A by a barred
arrow
f :X9A
which should be read as “f is a possibly partial function
from X to A”. Such a function can be represented using two total functions, one the function f restricted to its
domain of definition, and the other the inclusion of that
domain of definition, say X 0 , into X. In other words
X9A
X  X0 → A
where the horizontal line can, as usual, be read as indicating that it is equivalent to give either the data above the
line (a partial function) or the data below the line (two total functions, one of which is monic as shown).
Notice the arrow with the extra tail? This is the standard notation for a monic arrow — in terms of sets and
functions it represents an injective function. We will frequently call the domain of an injective function a subobject and treat the injective function as the inclusion of the
subobject.
Incidentally, a span of functions is a standard representation for a relation. So, a possibly partial function
X 9 A is a relation X 0 from X to A which because of the
monic arrow is either 0-valued or 1-valued, i.e. for each
x ∈ X there are precisely 0 or 1 elements a ∈ A such that
xX 0 a.
Briefly we outline the alternative approach. In the category of sets the partial map classifier for functions into a
set A is the set A + 1, so
X9A
X →A+1
The extra element of the set A + 1 is analagous to the
NULL used in many database systems — we replace the
partial function f into A by a total function into A + 1 by
sending all the elements of X for which f is undefined to
the ‘special’ element 1.
In the remainder of this paper we will use the explicit
subobject of definition approach, the span of two arrows
one of which is monic, to represent possibly partial functions. And we repeat: despite common misconceptions,
earlier work has shown that in Morita terms, that is in
terms of the model theory and logic that they support, the
two approaches are not equivalent.
3

Database specification with partially defined attributes

In a range of applications, the authors and their colleagues
(particularly Rosebrugh and Dampney) have used cate-
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gory theoretic specification of database systems to analyse
and improve real systems, often as part of industrial consultancies. To systematise some of our techniques Johnson & Rosebrugh (2002) showed how to translate between
category theoretic representation techniques based on universal algebra and traditional relational database design.
Those techniques can be applied directly to convert categorical database specifications which include subobject of
definition representations of possibly partial attributes into
traditional relational databases that support missing data
but don’t use NULLs. This section will consider briefly
guidelines for incorporating possibly partial attributes and
identify issues of concern that will then be addressed in
the remainder of the paper.
Firstly, in specifying a database we can decide which
attributes will be required to be total, and which may be
permitted to be partial. To distinguish between the two
cases we simply have a single arrow X → A for attributes
A of X which are required to be total, and a span
X9A
X  X0 → A
for those attributes A of X which are permitted to be partial.
It is important that we have the choice. There are attributes which must never include missing data. The most
obvious such attributes are keys — those values which are
used to identify distinct instances of an entity. In addition, there may be other attributes which while not formally recorded as keys are for semantic reasons essential
for a particular entity. In both cases we simply specify that
the attribute is total.
On the other hand, very many, indeed most, attributes
can be partial, even if this may be thought to be undesirable. Usually we don’t plan how missing data might occur. We know that some missing data (for example missing key data) invalidates an entity instance’s existence in
the database, but other missing data arises simply through
exigencies in the world, and if it can be supported by the
database then it should be.
This suggests that to properly support missing data
most attributes in most databases, each of which would
normally be modelled by a single arrow, should be replaced by spans of arrows allowing an explicit subobject
of definition for the attribute.
Now, replacing each possibly partial arrow X 9 A
with a span X  X 0 → A might be expected to complicate an entity-relationship representation enormously, and
would also spoil composition (composable X → Y 9 A
becomes X → Y  Y 0 → A, a not composable zig-zag
of arrows). Furthermore the standard relational operations
(select, project, join and so on) will need to be redefined,
if possible, to take account of partiality.
The remainder of this paper will carefully consider
each of these issues. As usual, we will conduct our analysis in category theoretic terms and the implications for
databases can then be read off via the translations of Johnson & Rosebrugh (2002).
4

Composition involving partial attributes

The first concern is easily dealt with. In all our category
theoretic specifications we use pullbacks (see for example Barr & Wells (1990) for a definition and tutorial treatment). Indeed, even specifying that an arrow is monic, as
we need to do to indicate possible partiality using an explicit subobject of definition, is done with pullbacks. We
can calculate pullbacks whenever they might be required.
In the category of sets and functions, a pullback like X 0 in
the diagram below can be calculated as the subset of the
product of X and Y 0 determined by requiring that the two
components agree at Y . It is easy to see that special cases

of pullbacks include selections as shown in Section 5, and
the intersections that are used in Sections 6–8.
Now the composition above can be calculated using
a pullback. The zig-zag of arrows identified in the last
section is the lower half of the following diagram and the
square is to be a pullback.
0
| X HH
z
HH
zz
HH
HH
zz
z
H$
z
z|
XE
EE
uz
EE
uu
u
EE
uu
EE
" zuuu
Y

Y E0
EE
EE
EE
E"

A

Let us interpret that answer and check its validity. Why
is there an X 0 generated by the pullback and what does it
mean? Well, it only makes sense to compose the arrow
X → Y 9 A for those x ∈ X which are sent by the first
arrow to a Y value for which the partial arrow is defined.
So the result is a partial arrow X 9 A, and its domain
of definition is X 0 . Furthermore, the pullback calculates
as X 0 precisely those X values for which composition can
be defined. Lastly, X 0 really is a subobject of X using the
easy result that a pullback of a monic is monic.
It’s easy to modify this calculation to calculate composites of partial and total functions in the other order, or
indeed of two partial functions.
Of course many readers will recognise the above calculation as a special case of classical relational composition:
Two relations R and S are composed by forming the composite relation RS with the property that xRSy if an only
if there is a z with xRz and zSy. Such compositions can
always be calculated by pullback, and in the case we’ve
looked at in detail the first relation is in fact functional,
allowing it to be represented as a single arrow rather than
a span.
From now on we will calculate compositions of zigzags using pullbacks without further comment.
Next we consider the relational operations and how to
calculate each one in turn in normal circumstances (when
all attributes are total) and how to modify that calculation
in order to take account of possible partiality, that is, of
possibly missing data.
5

Select with and without partiality

The basic case of a database select operation is, given an
entity E and one of its attributes E → A, along with an
attribute value a ∈ A, to identify those instances of E
which have associated attribute value a. In category theoretic terms the specification of a single attribute value a is
given by an arrow 1 → A from the terminal object into A.
That arrow “picks-out” a as its image in A.
The select operation is again a pullback as shown (note
that arrows out of a terminal object are automatically
monic, and that pullbacks of monics are monic, and so
the object labelled select is guaranteed to be a subobject
of E):
select /
_

/E


1 /


/A

But now, how might that operation be changed if E → A
is replaced by a possibly partial attribute E 9 A? The
selection can after all only take place from among those
entity instances which have the attribute defined, so we
can calculate the selection in the presence of a possibly
partial attribute as follows.
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select /
_

/ E0 /


1 /


/A

/E

Of course, the result is a subobject of the domain of definition object E 0 , but since being a subobject is transitive,
or equivalently since monics compose to give monics, the
result is, as we would want, a subobject of E.
Easy extensions of the select operation using category theoretic techniques support the restriction operations (where clauses) and these are not changed by the
introduction of possibly partial attributes so we will not
treat them in more detail.
6

Project with and without partiality

The project operator amounts to choosing to ignore, or
“project off” certain attributes. For example, an entity E
with attributes A, B, C and D might, via the project operator, yield the same entity with only attributes A, B, and
C.
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7

In the fully defined context select and project work together without any further ado.
select /

1 /

As an alternative, we might choose to project onto the
attributes A and C, but ask that the projection result in a
relation in which for each instance of the entity E the two
attributes either both have defined values together, or are
not defined. In that case we use a pullback to determine
the common domain of definition of both A and C as a
subobject of E, as shown.
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Notice that the “intersection” subobject is a subobject, using again the transitivity of subobjects, of E, and on it
values of attributes A and C are defined by composing the
two lower leftward arrows and the two lower rightward arrows respectively. Thus A and C appear as possibly partial
attributes with a common domain of definition.
It’s very important that in the presence of partiality
there are analogues of the standard relational algebra operations. This section shows how, in the presence of partiality, there are richer choices and there may be several
different but useful analogues available.
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Notice that the composition with the inclusion of the select into the entity E ensures that the attributes B and C,
assuming that we choose to keep them in our projection,
are still attributes of the selected subobject of E.
On the other hand, writing S for the selected subobject of E, if an attribute B say is possibly partial the selected subobject does not necessarily have the domain of
definition of B, EB as a subobject. So, a priori B is not
inherited as a possibly partial attribute of S. Nevertheless,
calculating a second pullback, the upper diamond in the
following diagram, resolves the issue. The second pullback, being the intersection of the selected entities S and
the domain of definition EB of B, exhibits B as a possibly
partial attribute of S.
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If some or all of the attributes are possibly partial a similar
result arises as shown.
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Select and project together with partiality
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Similarly if in addition our projection retains the attribute C, and if C is originally a possibly partial attribute
of E, we obtain two possibly partial attributes of S as
shown.
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Once again, if our intention was to project onto the
attributes B and C so as to obtain commonly defined attribute values (see the last example in the previous section)
we would proceed by calculating yet another pullback in
the diagram above to find the intersection of the two intersection subobjects, and that would be the common domain of definition for the possibly partial attribute B and
C taken together.
8

Join with and without partiality

We turn now to joins. Forming a join over the attribute
value B say can be seen to be calculated by a pullback as
shown. We have included also attributes A of the relation
R and C of the relation S to illustrate the fact that in the
classical case both A and C appear as attributes of the
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join J.
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Now suppose that A is a possibly partial attribute of
R with RA the subobject of R giving the domain of definition of the attribute. How does the operation change?
Again we can calculate the join J. Again C is an attribute
of the join automatically. But a priori A is not an attribute
of J. Instead we need to calculate a second pullback to
find JA the subobject of J on which attribute A is defined.
This exhibits A as a possibly partial attribute of the join.
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So we can see how to treat attributes that are inherited,
whether possibly partial attributes or total attributes, by
the join. But what if the attribute that we are joining over,
B is possibly partial, say for relation R? Then rather than
forming the pullback over R we can only calculate it over
the domain of definition RB of B as shown.
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This is in fact what we would want. As you can see,
the join has been calculated over the defined values only.
(Indeed, joining over undefined values is one of the peculiarities that arises in the presence of NULLs that Date and
others have analysed in detail and railed against.)
Notice that the join still inherits attributes C, as usual,
and A via the relation R of which RB is a subobject.
9

Related work

Three approaches to partiality in database systems were
studied by Johnson & Rosebrugh (2003). Two of the approaches are those described in Section 3, one of which
corresponds to the approach taken here and another of
which corresponds to the use of nulls. The third approach
was an attempt in the style of domain theory to incorporate
missing value information in the value sets of attributes
themselves. The main theorem was a Morita equivalence
theorem for all three approaches provided that explicit
subobjects of definition are required to be complemented.

It is only in recent work exploring the dynamics of
database systems, especially in the light of view updating, that it has become apparent that subobjects of definition must not be complemented at specification time. Using such subobjects, as in this paper, is no longer Morita
equivalent to the other two approaches, and this is the first
paper to study in detail the resulting relational algebra operations.
A different version of the domain theoretic approach
appeared in (Libkin 1991). Further work will be required
to determine whether the Morita equivalence theorem applies to Libkin’s formulation, or whether it too extends
beyond the NULLs approach, and if the latter, whether it is
Morita equivalent to the approach described here.
Many other authors have decried the mistreatment of
the relational model forced upon practitioners by systems
which use NULL values. Date is the foremost author in
that group, and he reviews much of the other work (Date
2004). He also has proposals for distinguishing special
values from NULL values, and for restructuring query logics, but those ideas remain Morita equivalent to models
that incorporate NULL values.
Date has also suggested in an example a relational representation (but without explicit 0 or 1-valuedness) of an
Employee 9 Dept attribute. In a sense we are here taking that suggestion seriously and pushing it to its limits.
Another approach to partiality is presented in a sequence of papers on restriction categories. See (Cockett &
Lack 2009) and papers cited therein. As yet that approach
has not been seriously applied to databases.
10

Conclusion

This paper has examined in detail some of the effects
of permitting partiality, represented by explicitly modelling domains of definition, and hence of modelling partial functions as necessarily 0- or 1-valued relations. We
have concentrated on the relation algebra operations that
don’t involve difference since these are the ones that have
been demonstrated to be of practical importance in category theoretic modelling of real systems.
The main results that we note here are as follows. The
first two are demonstrated in detail in the paper and the
second two are recently completed findings which will be
reported in detail elsewhere.
1. Such an approach does no violence to the relational
model. In particular, select, restrict, project and join
work as expected with only minor modifications (extensions) to take account of spans
2. The new approach is mathematically well-founded
being based on elementary constructions from category theory
3. The new approach supports “in-place updating of
(non key) attribute values” something category theoretic models of data were long supposed not to do
4. We have also proved that in a wide variety of circumstances cartesian and op-cartesian models (Barr
& Wells 1990) exist when partiality via domain of
definition relations is supported. This means that the
category theoretic solutions to view update problems
(Johnson & Rosebrugh 2007) are even more widely
available.
In contrast, the use of NULLs or special values is extra relational (contrary to 1) and conflicts with category
theoretic view updating (contrary to 4).
In summary: Earlier approaches to incomplete data
have generally retrofitted NULLs or other special values
when they are unavoidable even if they are contrary to
the data model’s theoretical foundations. Instead we’ve
adopted the slogan
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If it’s not a key, an attribute should be allowed
to be partial unless there is a special semantic
reason to require it to be total
and explained how to support that within a relational
framework.
References
Barr, Michael & Wells, Charles (1990), Category theory
for computing science, Prentice Hall.
Cockett, J.R.B. & Lack, S. (2009), ‘Restriction categories
III: colimits, partial limits and extensivity’, Mathematical Structures in Computer Science, to appear.
Codd, E.F. (1970), ‘A relational model of data for
large shared data banks’, Communications of the ACM
13(6), 377–387.
Codd, E.F. (1990), The relational model for database
management version 2, Addison-Wesley.
Date, C.J. (2004), An introduction to database systems,
Addison-Wesley.
Johnson, Michael & Rosebrugh, Robert (2002), ‘Sketch
Data Models, Relational Schema and Data Specifications’, ENTCS 61, 1–13.
Johnson, Michael & Rosebrugh, Robert (2003), ‘Three
approaches to partiality in the sketch data model’,
ENTCS 78, 1–18.
Johnson, Michael & Rosebrugh, Robert (2007), ‘Fibrations and Universal View Updatability’, Theoretical
Computer Science 388, 109–129.
Kasangian, Stefano, Kelly, G.M. & Vighi, Veronica
(2000), ‘A bicategorical approach to information flow
and security’, Rendiconti di Circolo Matematico di
Palermo 64, 99–122.
Johnstone, P.T. (1977), Topos theory, Academic Press.
Libkin, L. (1991), ‘A relational algebra for complex objects based on partial information’, Springer LNCS
495, 29–43.
Mac Lane, Saunders (1971), Categories for the working
mathematician, Springer.
Maier, D. (1983), The theory of relational databases,
Computer Science Press.
Walters, R.F.C. (1991), Categories and computer science,
Cambridge University Press.

94

Proc. 16th Computing: The Australasian Theory Symposium (CATS 2010), Brisbane, Australia

Author Index

Abu-Khzam, Faisal, 31
Amano, Kazuyuki, 25
Chan, Sze-Hang, 3
Chang, Maw-Shang, 55

Lam, Tak-Wah, 3
Langston, Michael, 31
Lee, Lap-Kei, 3
Lee-Cultura, Serena, 31
Morin, Pat, 19

Dantas, Simone, 65
de Figueiredo, Celina M. H., 65
Doherty, Simon, 71
Dujmovic, Vida, 19

Nielsen, Johannes Garm, 79
Nogueira, Loana Tito, 65

Erdelyi, Gabor, 39

Potanin, Alex, iii
Protti, Fábio, 65
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