BMHHBH JOURNAL
Volume 30, Number 2, May 1998

MOBILE COMPUTING, DATABASES
AND APPLICATIONS
42

Mobile Computing: Overview and Current Status
A ZASLAVSKY, Z TAR1

53

A Performance Study of Mobile
TCP/IP Solutions
X QU, JX YU

65

Efficient Object-Oriented Query Optimisation
in Mobile Computing Environment
XD ZHOU, A ZASLAVSKY, A RASHEED, R PRICE

77

Data Caching with Incremental Update
Propagation in Mobile Computing Environments
H CHUNG, H CHO

87

Mobile Medical Database Approach
for Battlefield Environments
0 BUKHRES, M MOSSMAN, S MORTON

SPECIAL FEATURES
41

Guest Editorial

76

Australian Conference on Information Systems

96

Book Reviews

Hi

Published for Australian Computer Society Incorporated /
Print Post Approved PP255003/01660

A
A

JlfBgjKSfgftSi

|

wcw
V

‘(Cfr

Australian

Computer

JOURNAL%.

The Australian Computer Journal is an official
publication of the Australian Computer Society
Incorporated.
CONTRIBUTIONS
All material for publication should be sent to:
Mr David Wilson
School of Computing Sciences
University of Technology, Sydney
PO Box 123, Broadway NSW 2007, Australia
Prospective authors may wish to consult man
uscript preparation guidelines published in the
May 1997 issue. The paragraphs below
briefly summarise the essential details.
Types of Material: Four regular categories
of material are published: Papers, Short
Communications, Letters to the Editor and
Book Reviews.
Generally speaking, a paper will discuss
sig-nificant new results of computing
research and development, or provide a com
prehensive summary of existing computing
knowledge with the aim of broadening the
outlook of Journal readers, or describe
important computing experience or insight.
Short Communications are concise discus
sions of computing research or application.
A letter to the Editor will briefly comment
on material previously appearing in the
Journal, or discuss a computing topic of cur
rent interest. The term ‘computing’ is inter
preted broadly to include descriptions of
computer hardware and software, and major
computer applications such as information
systems, expert systems, computer networks
and office automation.
Refereeing: Papers and Short Communica
tions are accepted if recommended by
anonymous referees. Letters are published at
the discretion of the Editor, and Book
Reviews are written at the Editor’s invitation

Computer

journal V

upon receipt of review copies of published
books. All accepted contributions may be
subject to minor modifications to ensure uni
formity of style. Referees may suggest major
revisions to be performed by the author.
Proofs and Reprints: Page proofs of Papers
and Short Communications are sent to the
authors for correction prior to publication.
Fifty copies of reprints will be supplied to
authors without charge. Reprints of individual
papers may be purchased from Associated
Business Publications Pty Ltd, PO Box 267,
Umina, NSW 2257. Microfilm reprints are
available from University Microfilms
International, Ann Arbor/London.
Format: Papers, Short Communications and
Book Reviews should be typed in double
spac-ing on A4 size paper, with 2.5 cm mar
gins on all four sides. The original, plus two
clear bond paper copies, should be submit
ted. References should be cited in standard
journal form, and generally diagrams should
be ink drawn on tracing paper or board with
stencil or Letraset lettering.
Ideally, a hard copy, a 3'A” Apple disk in
QuarkXpress or, alternatively Microsoft
Word is required. Straight text papers may
be submitted in ASCII on 3 T” disk.
Papers and Short Communications should
have a brief Abstract, Key word list and CR
categories on the leading page, with authors’
affiliation as a footnote. The authors of an
accepted paper will be asked to supply a brief
biographical note for publication with the paper.
Copyright © 1998 Australian Computer
Society Inc.
Production Management:
Associated Business Publications Pty Ltd (ACN
002 328 154), PO Box 267, Umina 2257.
Telephone (02) 4341 3628. Fax (02) 4342 5624.
All advertising enquiries should be referred
to the above address.

Subscription/
Change of Address Form
Photocopies of this form are acceptable.

NAME.........................
CURRENT ADDRESS

Q Please enrol me as a subscriber for 1998.1 enclose a cheque or bank draft for $A50.00 local,
$A65.00 overseas.
□ Please record my new address as shown above. I attach the mailing label for the last received
issue.*
♦ATTACH LABEL HERE

Send all correspondence regarding subscriptions to the
Circulation Manager, PO Box Q534, QVB Post Office, Sydney NSW 1230 Australia.

Editor
DN. Wilson, Univeisity ofTechnology, Sydney
Associate Editors
B. Howarth, University of Technology, Sydney
A. Fekete, University of Sydney
G.C. Low, University of New South Wales
M.E. Orlowska, University of Queensland
E. Sonenberg, University of Melbourne
Associate Editor, Book Reviews
D. Williams, Quality Coal Consulting,
Carrington NSW
Editorial Committee
J.M. Bennett, R.A. Clarke, R.A. Cook,
A.Y. Montgomery, P.C. Poole, A.J.H. Sale,
C. K. Yuen
Office Bearers
P. Ralston, President
D. Street, Vice-President
P. Argy, Vice-President
T. Worthington, Immediate Past President
R.G. Heinrich, National Treasurer
A.E. Dyster, Chief Executive
PO Box Q534, QVB Post Office, Sydney 1230
Telephone (02) 9299 3666
Facsimile (02) 9299 3997
email: ingo@acs.org.au
URL: www.acs.otg.au
Publication Board Director
G. Stewart

SUBSCRIPTIONS
The annual subscription is $50.00 local,
$65.00 overseas. All subscriptions to the
Journal are payable in advance and should
be sent (in Australian currency) to the
Australian Computer Society Inc
PO Box Q534, QVB Post Office, Sydney 1230
A subscription form may be found below.
Members: The current issue of the Journal
is supplied to personal members. To ensure
receipt of all issues, members should advise
the Branch Honorary Secretary concerned,
or the National Secretariat, promptly, of any
change of address.
Membership: Membership of the Society is
via a Branch. Branches are autonomous in
local matters, and may charge different
membership subscriptions. Information may
be obtained from the following Branch
Honorary Secretaries. CANBERRA: PO Box
686, Dickson 2602. NSW: PO Box Q534,
QVB Post Office, Sydney 1230. Qld: PO
Box 1253, Milton 4064. SA: GPO Box 2423,
Adelaide 5001. WA: PO Box 301, Victoria
Park, WA 6001. Vic: Locked Bag 36, South
Melbourne 3205. Tas: Royal Engineers
Building, 2 Davey Street, Hobart 7000. NT:
GPO Box 213, Darwin 0801.
Printed by MAPS Litho Pty Ltd, Unit 3, 8
Aquatic Drive, Frenchs Forest, NSW 2086.

Guest Editorial
The MCDA workshop, acronym for Mobile Computing, Databases and Applications, is a series of national workshops in
Australia which have been organised every year in Melbourne since 1996. In 1997, this workshop was organised in conjunc
tion with the International Conference TOOLS (Technology of Object-Oriented Languages and Systems) Pacific ’97.
MCDA workshops provide an important forum for the dissemination and exchange of new ideas and research in distrib
uted mobile computing systems, database systems and advanced applications on mobile computing platforms. The goal of
the MCDA workshop is to bring together researchers and practitioners with mobile communications background, database
research interest, advanced applications and distributed computing systems research and development skills to discuss all
aspects of the emerging mobile computing paradigm.
The final proceedings of the workshop were published as a book “Mobile Computing, Databases, Applications”, A.
Zaslavsky, B. Srinivasan, H. Schmidt (Eds), Monash University, ISBN 0-7326-1293-4.
As for the previous workshop in 1996, MCDA ’97 was organised around three main streams. Each stream contains on
average five papers. These streams include mobile computing and networking, mobile databases, distributed mobile appli
cations and tools. Submitted papers have been reviewed by three program committee members. The papers presented in
this special issue of the Australian Computer Journal have been selected for publication based on the technical depth of the
contribution to the specific area of the workshop as well as to the practical impact of the results. Before publishing the
selected papers in this special issue, the organisers have asked the authors to update their papers (which have been pub
lished in the workshop proceedings) to include comments and feedback by the participants of the workshop as well as by
the workshop organisers.
The first paper, titled “Mobile computing: overview and current status”, is from Arkady Zaslavsky (Monash University)
and Zahir Tari (Royal Melbourne Institute of Technology). This paper presents the fundamental concepts of mobile com
puting technology, and it introduces the basic architectures to enable the reader better understand the remaining papers of
the special issue. The mobile computing environment is viewed as three-layer architecture, namely wireless networking
(e.g. TCP/IP), system level support (OS and mobile databases) and mobile applications. The second paper (Qu and Yu
from ANU) discusses solutions to the networking layer, while the third (Zhou et al, from Monash University) and fourth
(Chung and Cho from Yeungnam University, Korea) papers are related to the systems layer. The fifth paper (Bukhres et al,
Purdue University, USA) is concerned with the application layer.
The second paper, from Xun Qu and Jefrey Xue Yu from the Australian National University is titled “A Simulation Study
for Mobile TCP/IP Solutions” and addresses the extension of TCP/IP protocol to include mobile communication as the ker
nel of the model. In contrast to existing approaches for mobile communications, where a “mobility layer” is added to the
TCP/IP communication protocol, portable communication services are provided. These services are responsible for keeping
all current open connections alive and providing continuous communication services. The authors also describe an imple
mentation of these communication services using an appropriate socket layer on top of the TCP/IP layers. Performance
analysis is provided at the end to show the efficiency of th% proposed approach in order to achieve a low cost of distributing
the location information of mobile hosts and the forwarding of IP datagrams across the Internet.
The third paper, by X. D. Zhou, A. Zaslavsky, A. Rasheed and P. Price from Monash University is titled “Efficient ObjectOriented Query Optimisation in Mobile Computing Environment” and deals with efficiency of query execution in mobile
databases. The proposed solution is based on a two-dimensional energy-work query optimisation. The two dimensional opti
misation algorithm uses dynamic programming techniques and achieves a balance between saving energy consumption at
mobile hosts and the optimisation of the mobile query in the whole database.
The fourth paper, by Hyunisik Chung and Haengrae Cho from Yeungnam University, Republic of Korea, is titled “Data
Caching with Incremental Update Propagation in Mobile Computing Environments”. The authojs propose a cache coheren
cy scheme enabling incremental updates and use of derived caches. Since several copies of shared data can exist on a data
base server and at a number of mobile computers at the same time, the provided caching mechanism guarantees that the
cached data are maintained consistently.
The last paper, by Omran Bukhres, Mark Mossman (Polygram Holding Inc) and Stuart Morton (Purdue University) is
titled “Mobile Medical Database Approach for Battlefield Environments”. The proposed approach deals with the man
agement of all the transactions created by mobile hosts. An application of the proposed approach to battlefield environ
ment is discussed.
We hope that, after the reading of the selected papers, the reader will enjoy the depth of the proposed techniques in mobile
databases and distributed systems. We also hope that these papers will help to attract more efforts, resources and bright
young researchers to address the many exciting research problems of mobile distributed computing systems.
I
The editors
Dr. Zahir Tari, Royal Melbourne Institute of Technology (RMIT)
Dr. Arkady Zaslavsky, Monash University
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In recent years, mobile computing has become the focus of
vigorous research efforts in various areas of computer
science and engineering. These areas include wireless
networking, distributed systems, operating systems,
distributed databases, software engineering, applications
development, just to name a few. This paper introduces
the conceptual overview of mobile computing, its
achievements, challenges and opportunities. The current
status and ongoing research projects in mobile computing
worldwide are detailed. This paper also discusses the two
Australian workshops on mobile computing, databases
and applications held in 1996 and 1997.
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1 INTRODUCTION AND BACKGROUND
Mobile computing is associated with mobility of hard
ware, data and software in computer applications. Mobile
computing has become possible with the convergence of
mobile communications and computer technologies, which
include mobile phones, personal digital assistants (PDA),
handheld and portable computers, wireless local area net
works (WLAN), wireless wide area networks and wireless
ATMs. The increasing miniaturisation of virtually all sys
tem components is making mobile computing a reality
(Alonso and Korth, 1993; Forman and Zahorjan, 1994).
Mobile computing — the use of a portable computer capa
ble of wireless networking — is already revolutionising
the way we use computers.
Wireless networking has greatly enhanced the use of
portable computers. It allows users versatile communica
tion with other people and outright notification about
important events and convenient access to up-to-date
information, yet with much more flexibility than with
cellular phones or pagers. It also enables continuous
access to the services and resources of stationary com
puter networks. Wireless networking promises to do for
portable computers what traditional networks have done
for desktop personal computers. Networks enable stand
alone personal computers to participate in distributed
systems that allow users anywhere on the network to
access shared resources. With access to a wireless net
work, mobile users can download news or electronic
documents, query a remote database, send or receive
electronic mail, or even be involved in a real-time videoconference with other users.
The technical challenges that mobile computing must
resolve are hardly trivial. However, some of the challenges
in developing software and hardware for mobile comput
ing systems are quite different from those involved in the
design of today’s stationary networked systems (Forman
and Zahorjan, 1994). These challenges are discussed
below in more detail. Also the implications of host mobili
ty on distributed computations are quite significant.
Mobility brings about a new style of computing. It affects
both fixed and wireless networks. On a fixed network,
mobile users can establish a connection from different
locations. Wireless connection enables virtually unrestrict
ed mobility and connectivity from any location within the
radio coverage.
Mobile user location becomes a dynamically changing
piece of data. In this case, the user updates this informa
tion, while many others may access it to find out where the
mobile user is. In the mobile environment, the location of
a user can be regarded as a data item whose value changes
with every move. Establishing a connection requires
knowledge of the location of the party with whom we
want to establish a connection. This implies that locating a
person is the same as reading the location data of that per
son. Such read operations may involve an extensive search
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across the whole network as well as a database look up.
Writing the location may involve updating the location of
the user in the local database as well as in other replicas of
this data item (Imielinski and Badrinath, 1994).
One important characteristic of mobile computers is
that they have severe power restrictions. A battery repre
sents the largest single source of weight in a portable com
puter. While reducing battery weight is important, a small
battery can undermine the value of portability by causing
users to recharge frequently, carry spare batteries, or use
their mobile computers to a minimum. Minimising power
consumption can improve portability by reducing battery
weight and lengthening the life of a charge. Power can be
conserved not only by the design of energy-efficient soft
ware, but also by efficient operation (Doughs et al, 1994;
Zhou et al, 1998). Power management software can power
down individual components when they are idle; for
example, spinning down the internal disk or turning off
screen lighting. Applications may have to conserve power
by reducing the amount of computation, communication,
and memory, and by performing their periodic operations
infrequently to amortise the start-up overhead. The other
characteristic of mobile computing is that the cost of com
munication is asymmetric between the mobile host and the
stationary host. Since radio modem transmission normally
requires about ten times as much power as the reception
operation, power can be saved by substituting the trans
mission operation for a reception one. For example, a
mobile support station (MSS) might periodically broadcast
information that otherwise would have to be requested fre
quently. In this way, mobile computers can obtain this
information without wasting power to transmit a request.
The other important characteristic of mobile computing
is the frequent disconnection and dozing of mobile com
puters. The main distinction between the disconnection
and a failure is its elective nature. In traditional distributed
systems, the loss of connectivity is considered to be a fail
ure and leads to the network partitioning and other emer
gency procedures. Disconnections in mobile computing,
on the other hand, should be treated as planned failures,
which can be anticipated and prepared for. There may be
various degrees of disconnection ranging from a complete
disconnection to a partial or weak disconnection for exam
ple, a terminal is weakly connected to the rest of the net
work via a low bandwidth radio channel. The reasons for
disconnection may be due to costs involved, as it is expen
sive to maintain an idle wireless communication link.
Also, it could happen that there are no networking capabil
ities at the current location. In addition, for some technolo
gies, such as cellular modems, there is a high start-up
charge for each communication session (Badrinath et al,
1993; Satyanarayanan et al, 1993). Disconnections are
undesirable because they may impede computation.
Moreover, the increasing scale of distributed systems will
result in more frequent disconnections.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 2, MAY 1998

The other major issue in mobile computing is concerned
with security and privacy (Forman and Zahorjan, 1994).
Since mobile computers appear and disappear on various
networks, prevention of impersonation of one machine by
another is problematic. When a mobile computer is taken
away from its local environment, the data it sends and
receives are subject to possible theft and unauthorised
copying. A network that allows visiting mobile computers
to connect to it cannot perform the type of packet filtering
now used as a security mechanism, since certain foreign
packets will be legitimate packets destined for the visiting
mobile host. However, the administrator of the foreign
environment has security concerns as well. These concerns
are much greater than the current mode of mobile comput
ing in which a user in a foreign environment is logged into
a local guest account from which the user may have a com
munication session (for example, telnet protocol) to his/her
home environment. In the nomadic computing paradigm, a
guest machine may harm its host/server — either acciden
tally or maliciously (Asokan, 1994). The possibility of such
a harm is much greater than that likely by the typical user
of a guest account on a fixed network.
Another major issue is establishing a connection when
a mobile host may have no prior knowledge about the tar
geted network (Nzama et al, 1997). The point of entry in a
network is through the physical medium or interface to the
access point. The choices of physical medium include
radio, infrared, wire/coaxial cable and optical means.
Furthermore, a mobile host needs to communicate using
one of the host network’s protocols for meaningful
exchange of information to occur. In addition, networks
may have established security schemes. In order to join the
targeted network, information on the ‘code of behaviour’
is normally provided to the incoming member of the com
munity. This arrangement, characteristic of legacy com
puting systems, works well in a static environment. This
approach does not apply to mobile hosts, which migrate
within and across networks. It is important to note that
complexity of connectivity depends on the variety of
choices presented to the node. For example at the signal
level, there are several choices regarding the medium,
access method and encoding. Also, once a protocol is
known, there are several ways it can be used by the upper
layers. A mobile host to start communicating with a net
work needs to ‘speak the same language’ as the targeted
network. After all, the situation can be likened to visiting
an unknown country where one has no prior knowledge of
the language, customs, behaviour but somehow hopes to
communicate and ask for directions, food or any other ser
vices. Such a paradigm can be called “the ET (extraterres
trial) effect” (Nzama et al, 1997). A mobile computer that
intends to establish a connection to a foreign coAiputer
network is viewed as an outsider and may have no prior
knowledge of how to instigate communications. This is a
situation that will arise over and over again as people
43
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demand computing anywhere without geographic barriers
such as those partially achieved in GSM technology.
Wireless data networks are a natural extension and
enhancement to existing wireline computer networks and
services. Wireless data networks support mobile users who
may require remote access to their base computer net
works. Wireless data services and systems represent a
rapidly growing and increasingly important segment of the
telecommunications industry (McGladdery and Clifford,
1993; Motorola, 1995). For example, the three telecommu
nication carriers in Australia are spending billions of dol
lars in building wireless networks infrastructures in a bid
to attract the expected migration of wireline networked
information systems to the wireless applications’ arena.
Wireless communications for Personal Digital Assistants
(PDA) are potentially enormous new markets. Figure 1
(El-Wazer and Zaslavsky, 1997) shows the future growth
in worldwide mobile users numbers. When projected to
Australia, the growth is even higher given large distances
and relative scarceness of populated centres.
Worldwide Market
1992

2000
Perso'
Users

Mobile Office
Corpora^
Applicant

Field Service &
.logistic*

Field Service &
Logistics

Corporate
Applications
Mobile Olfit

200,000

Users

26,000,000

Users

Vertical Niches

► Mass Markets

Business Markets

► Consumer Markets

Figure 1: Future growth in worldwide mobile users numbers.

It is easy to notice that current computer applications fol
low the rapid advancements in the telecommunications indus
try. Eventually, information systems will be influenced by the
rapid evolution of the wireless segment of this industry. Since
mobility affects many assumptions upon which today’s dis
tributed systems are based, such systems will have to move to
where tomorrow’s technology can support them. Wireless
data technology is foreseen to be a main infrastructure plat
form for future applications, which are naturally distributed,
dynamic and require much flexibility and mobility.
In mobile computing systems, the underlying network
infrastructure is somewhat different to traditional distrib
uted systems. Designers of mobile information systems
have much less control over wireless networks since not
only the communication media is provided by telecommu
nications providers, but also base stations and servers are
part of a proprietary wireless network. For example, loca
tion of base stations is considered commercial information
and is unavailable to application developers. The layered
conceptual architecture of mobile computing systems is
illustrated in Figure 2. The following subsections will
focus on these three layers.
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Mobile Computing Applications

System Level Support (DBMS, OS, TP Monitors, etc)

Wireless and Fixed Computer/Communication Networks

Figure 2: Layered View on Mobile Computing Systems.

1.1 Wireless Networks and Hardware
The components of mobile computing infrastructure
are illustrated in Figure 3. The architectural model con
sists of two distinct sets of entities: mobile hosts and
fixed hosts. Some of the fixed hosts, called mobile sup
port stations (MSS) (Imielinski and Korth, 1996) or
home base nodes (HBN) (Yeo and Zaslavsky, 1994)
have a wireless interface to communicate with mobile
hosts. Mobile hosts can connect to any other fixed host
where they can register as a visitor. This node is called
the visitor base node (VBN). The VBN routes all trans
actions, messages and communication calls to and from
the mobile host to its appropriate HBN. The segment of
a larger computer network or a geographical area con
trolled by a corresponding HBN is called its zone of
influence. Fixed hosts and communication links
between them constitute the static or the fixed network,
and can be considered to be the trusted part of the
infrastructure. Thus, the general architecture for the
network with mobile hosts is a two tier structure: a
powerful and reliable fixed network with mobile sup
port stations and a large number of mobile hosts, which
are roaming within and across multiple heterogeneous
networks and are connected by slow and often unreli
able wireless links.
Mbps to Gbps

a Ben

■%,

Mobile GSM connection
9.6kJ)ps L

tS; ^—I /Air.]
Home Ba:
NodeN,

Home Base
NodeN,

19.2 kbps

Zone of Influence

Cellular Data

Zone of Influence

Wireless LAN

Figure 3: Mobile Computing Environment.
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Wireless communication services can be grouped into
relatively distinct groups (Motorola, 1995; El-Wazer and
Zaslavsky, 1997a). The grouping is done with respect to
the scale of mobility and to communication modes and is
summarised in Table 1 below.
Table 1: Wireless Communications groups.
Group

Categorised by:

Cordless Telephones

low mobility, low-power, twoway wireless voice communica
tions, with low mobility apply
ing to the range and the user’s
speed.

Cellular Mobile Radio Systems

providing high mobility, wideranging, two-way wireless com
munications, with high mobility
applying to vehicular speeds and
to widespread regional to
national coverage.

Wide-Area Wireless Data Systems
(Mobile Data Systems)

high mobility, wide-ranging,
low-data-rate digital communi
cations to both vehicles and
pedestrians.

High-Speed Wireless Local-Area
Networks
(WLANs)

low-mobility high-data-rate data
communications within a con
fined region, e.g. a campus or a
large building. An IEEE stan
dards committee, 802.11, has
been attempting to put some
order into this area.

Paging/Messaging Systems

one-way messaging over wide
areas

Satellite-Based Mobile Systems

provides two-way (or one-way)
limited quality voice and/or very
limited data or messaging to
very wide-ranging vehicles (or
fixed locations).

Wireless networks modulate radio waves or use pulsing
infrared light to communicate. Stationary transceivers link
the wireless communications to the wired network infra
structure. Wireless communications can be affected by the
surrounding physical environment, which may interfere
with the wireless signal, blocking signal paths and introduc
ing noise and echoes (Forman and Zahorjan, 1994).
Wireless communications are characterised by limited band
width, high error rates, and frequent spurious
connections/disconnections. These factors increase commu
nication latency. This is a result of re-transmissions, re
transmission time-out delays, error control processing, and
short disconnections. It might be hard to maintain quality of
service (QoS) while the mobile host moves across multiple
heterogeneous wireless networks. Mobility can also cause
wireless connections to be lost or degraded. Users may trav
el beyond the coverage of a wireless network or enter areas
of high interference. Unlike typical wired networks, the
number of devices in a wireless cell varies dynamically and
large concentrations of mobile users, say, at conventions,
hotels and public events, may overload network capacity.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 2, MAY 1998

Wireless data networks are in operation in most devel
oped countries and are increasingly becoming popular.
The current trend in this segment of the telecommunica
tions industry is towards open wireless data network stan
dards and protocols. The proprietary protocols are becom
ing open to developers and researchers. For example,
Motorola opened the RD-LAP protocol (Motorola, 1995);
the Mobitex protocol (BellSouth, 1996), which was devel
oped by Swedish Telecom and Ericsson, has always been
open; and the Cellular Digital Packet Data (CDPD) is
open to the public too.
The attitude towards wireless networks depends on the
type of wireless network. In a wireless voice service, for
example, the user usually appreciates the general charac
teristics and limitations of radio transmission and is toler
ant of occasional signal fades and brief dropouts
(Levesque and Pahlavan, 1996). In contrast, it is interest
ing to note that data services users are concerned with the
accuracy of delivered messages and data, the time-delay,
the ability to maintain service while travelling around, and
the cost of the service.
Wireless network technologies will continue to develop,
sophisticate and offer more services and greater flexibility
at lower costs. Users will be able to choose from a wide
range of technologies and “mix and match” wireless ser
vices with wireline communications in an effort to meet
their needs in the most cost-effective manner. An overview
of the widely popular network technologies is discussed in
(Motorola, 1995; Satyanarayanan, 1993; Levesque and
Pahlavan, 1996; McGladdery and Clifford, 1993; Ericsson,
1996; BellSouth, 1996). Here we summarise the most
important features and characteristics with the particular
emphasis on wireless technologies available in Australia.
Public Packet Data Networks (PPDN) are provided to
the public by service providers that offer wireless data
communications. Private networks, used by fleet operators
and support services such as emergency services, also use
this type of network (Motorola, 1995). Data transmission
only is provided on these networks which use an infrastruc
ture of base stations, network control centres, and switches
to transmit the data. Enterprise, systems and third-party ser
vice providers can connect host data systems to the net
work via wireline communications. Charges are based on
the amount of data transmitted, not the connect time.
Packet-switched data networks are more economical to
operate than similar circuit-switched networks. They allow
many devices to share few communication channels.
Transmission speeds vary from 4800 bps to 19.2 kbps.
However, the actual transmission time and throughput is
determined by the network load and overheads, and cannot
be precisely specified. Packet data networks are well suit
ed to short data transmissions where the overhead bf set
ting up a circuit is not warranted for the transmission of
data bursts lasting only seconds or less. Two widely used
packet data networks worldwide are Motorola’s DataTac
45
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(Motorola, 1995) and Ericsson’s Mobitex networks
(Ericsson, 1996; BellSouth, 1996).
Cellular digital packet data (CDPD) is a new technolo
gy that transmits data packets over existing analog cellular
networks. It is ideally suited for established voice cellular
analog network operators who wish to add wireless data
communication to their existing services. CDPD has the
same in-building coverage as the current voice cellular
analog networks. CDPD is widespread in the USA but
does not have much future in Australia as analog cellular
networks are currently being phased out and will be com
pletely replaced by digital networks in the next two to
three years. By the same token, it is unlikely that CDPD
will become popular in South East Asia, as digital wireless
networks play the dominant role there.
There are only three established wireless telecommuni
cation carriers in Australia to date: Telstra, Optus and
Vodafone (provides GSM service only). The networks
owned and operated by these carriers cover most of the
available worldwide wireless telecommunication technolo
gies. Telstra is the major provider in the telecommunica
tions industry in Australia. The discussion here focuses on
public wide-area wireless networks. Sound analysis, refer
ences and resources related to wireless LANs can be found
at the wireless LAN alliance (WLANA) home page
(http://www.wlana.eom//index.html).
There are two types of wireless data networks in
Australia: circuit-switched and packet-switched networks.
In circuit switched networks data is carried over a voice
system such as AMPS, GSM, some Satellite Services or
trunked mobile radio. Australia uses Advanced Mobile
Phone Service (AMPS) for its analogue network which
uses the 800 MHz band. The AMPS network is solely
operated by Telstra. However, under an agreement, Optus
uses the same AMPS network for its customers (Budde,
1995; AUSTEL, 1996). Under the Australian
Telecommunications Authority (AUSTEL)’s guidelines,
Australia will move completely to the new digital standard
GSM (Global System for Mobiles), which uses the Time
Division Multiple Access (TMDA) standard and operates
using the 900 MHz band, by the year 2000.
There are currently three GSM networks in Australia:
Telstra operates MobileNet GSM network supplied by
Ericsson; Optus Communications operates a second GSM
network supplied by Nokia; Vodafone, which provides
only GSM services in Australia, but not data services,
operates the third GSM network supplied by Ericsson.
There are three major two-way packet-switched net
works in Australia: MobileData operated by Telstra based
on Motorola’s DataTac 5000, Mobitex operated by United
Wireless based on Ericsson’s Mobitex (Ericsson, 1996), and
the satellite service Inmarsat-C which is operated by Telstra.
Telstra MobileData network is based on Motorola’s
DataTac 5000. It uses the Motorola open protocol RDLAP 19.2. The raw data rate is 19200 bps on 800 MHz, 25
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kHz channel. Net data rate is estimated at 14,400 bps.
Wireless modems are half-duplex, i.e., radio cannot
receive packets while transmitting. Telstra MobileData is
believed to cover 70% of the Australian population, most
ly in metropolitan areas. Telstra MobileData supports fleet
connectivity where one host application communicates
with up to thousands of wireless modems (terminals). On
Telstra MobileData there are three protocols involved:
Standard Context routing (SCR), Native Control Language
(NCL), and RD-LAP 19.2. MobileData users do not have
to deal at all with the latter protocol. This protocol com
municates between the wireless modem terminal and the
MobileData base station. Figure 4 (Motorola, 1995)
depicts the locations of the above mentioned protocols.
Network Management Centre

User Host

X.25 or
TCP/IP

RD-LAP19.2

User Devices
using NCL protocol

40

Figure 4: DataTac 5000 architecture.

Currently, the GSM networks in Australia can transmit
fax and data at 9600 bps. Packets over GSM networks can
be transmitted via the SMS (short message service) ser
vice, with a limited packet size of 140 Octets or 160 char
acters. There are plans to enhance the GSM technology. A
packet data service similar in functionality to CDPD is
being designed for GSM networks, but will not likely be
commercially available until 1999 at the earliest. GSM
will be able to provide packet data capacity now being
designed, known as General Packet Radio Services
(GPRS). This is a packet radio network service which will
provide higher-speed data services for mobile users up to
200 kbps (Ericsson, 1996). GSM phones will soon be able
to handle video-conferences and multi-media applications.
A new part of the GSM standard is being developed, the
High Speed Circuit Switched Data (HSCSD) (Ericsson,
1996) which will boost user capacity from 9600 bps to 64
kbit/s and higher.
These future enhancements to the GSM packet and
voice/data services will put a lot of pressure on the exist
ing two-way dedicated packet-switched data in Australia.
In two years time, circuit-switched future GSM will make
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packet-switched DataTac and Mobitex obsolete in terms of
speed, capacity, and efficiency. Wireless customers might
prefer to have only one handset for voice, data, fax, and
packet-switching, which will be a GSM handset.
Australia is a vast continent and has different types of
wireless customers. For instance, GSM suits customers in
the GSM coverage area while customers in rural areas of
Australia need satellite coverage. Therefore, many stan
dards have to be supported in Australia; also different
wireless telecommunication carriers will have different
coverage maps.
Many research projects in wireless telecommunications
are ongoing. For instance, connecting different carriers’
networks supplied by different vendors will prove to be
very challenging research problem from a technical and
marketing point of view. Internetworking different packet
networks such as DataTac and GPRS, by building multi
protocol gateways (El-Wazer and Zaslavsky, 1997b), is
also another interesting research area. Although the forth
coming 64 kbps circuit-switched GSM network may not
be enough for a real-time mobile multimedia application,
it will prove to be the long-awaited seed to start research
in this area. GPRS is expected to host fast packet-switched
type applications such as surfing the Internet.
Wide-area wireless networks (WANs) pose a series of
limitations that most current information systems are not
equipped to deal with. For example, the net data rate for
wide-area wireless networks is limited to a maximum of
14,400 bps in the DataTAC RD-LAP 19.2 kbps capable
protocol. The proposed 200 kbps GPRS over GSM net
works will also prove to be insufficient for efficient
information systems. The convergence of wireless LANs
and wireline WANs may become an answer for efficient
{wireless information systems. Researchers might need to*
look at this type of convergence as it means existing effi
cient information systems, designed on wireline net
works, will need minimal modifications to become wire
less. For instance, wireline TCP/IP based applications
can be ported to the wireless computing environment
with little modifications to host and client programs.
Wireline WANs with 100 Mbps fibre optic backbone
combined with efficient wireless LANs using data com
pression techniques will support real time wireless infor
mation systems.
1.2 Sjstem Level Support for Mobile Computing
1 he second layer of Figure 2 involves system level support
lor mobile computing. This support includes database man
agement systems (DBMS), distributed operating systems,
algorithms and models that enable mobility in distributed
computation across heterogeneous computer networks.
Changes and enhancements to operating systems, as
well as other system level additions are discussed in
Imielinski and Korth (1996), Imielinski and Badrinath
(1994). Marsh, Doughs and Caceres (1993). The major
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issues typically involved here, include disconnection man
agement, file system design, concurrency, query process
ing, transparent delegation of tasks and responsibilities,
data replication, and transaction models.
Support for disconnected operations is very important for
mobile computing systems as the moving host can frequent
ly disconnect from the network when dropping out of the
coverage areas. Unlike traditional distributed systems, this
should not be treated as a failure. Implicit support via the
OS, or explicit support embedded in the application should
enable continued processing on a local file system. Such dis
connected processing can also be based on advance caching
(Chung and Cho, 1998), when the application is mobility
aware and downloads enough data to survive between two
successive connection/disconnection cycles. The most well
known example of disconnected operation capable system is
the Coda file system (Kistler and Satyanarayanan, 1992,
http://www.cs.cmu.edu/afs/cs.cmu.edu/project/coda/Web/do
cscoda.html). After reconnection, the changes to files
are propagated to the file server and client’s updates
are synchronised with updates at the server side.
The Ficus file system (Heidemann et al, 1992,
http://ficus-www.cs.ucla.edu/ficus/) also supports discon
nected operation with certain limitations related to
read/write ratios.
Replication is necessary in a distributed mobile file sys
tem because of the very nature of a mobile host. Mobile
hosts cannot remain connected to the rest of the system all
the time. This is mainly due to two reasons; firstly, to save
resources on a mobile host and, secondly, a mobile host
can go out of a zone of influence thus causing disconnec
tion. Replication in mobile database systems is discussed
in Zaslavsky et al (1996) and in a number of papers from
the ECOOP’95 and ECOOP’96 Workshops on Mobility
and Replication (http://www.di.uminho.pt/~cbm/wmr-programme.html and http://www.diku.dk/distlab/workshops/wmr96/pgm.html).
Chrysanthis (1993) provides an axiomatic definition for
two transaction types, namely reporting transactions and
co-transactions to model the interaction between a mobile
host and its base node, but provides
no support for opera•j
tion during disconnection. Pitoura and Bhargava (1995)
revise the transaction concepts for mobile computing and
take into account the vulnerability of the computation per
formed at mobile hosts. They also introduce the concept of
transaction proxies to support database recovery. For each
transaction executed at a mobile host a dual transaction,
called a proxy, will be executed at the base node of that
mobile host. The proxy transaction only includes the
updates of the original transaction. Thus, any time a trans
action is submitted to a mobile host, its proxy is submitted
to its base node. In that sense proxy transactions Corre
spond to taking periodic backup of the computation which
is performed at a mobile host. The operation during dis
connection is not discussed.
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The twin-transaction model was introduced by Rasheed
and Zaslavsky (1997). This model suggests replicating not
only data items from mobile hosts, but also the process of
executing the transaction at both the mobile host and its
MSS. The twin-transaction model is application sensitive
since it achieves high availability at the expense of slight
ambiguity introduced as a result of executing a transaction
based on previous patterns of behaviour and history. The
proxy-transactions and twin-transactions are different in
essence. The former is generated when the mobile is con
nected and a transaction is submitted to it, whereas the latter
is generated no matter whether the mobile host is connected
or disconnected. Also proxy-transactions are used to take
periodical backups of the computation done on an MWS
whereas twin-transactions emulate the transaction process of
an MWS and stationary network and are used for synchroni
sation as well on reconnection.
Certain work has been done in the area of maintaining
data consistency in mobile distributed environments.
There are two type of transactions namely weak and
strong transactions. The weak transactions are left to have
inconsistency thereby not adhering to the ACID proper
ties of traditional transactions. Moreover, clusters over a
group of sites are defined and inconsistencies which are
present in the cluster are not propagated outside the clus
ter. An slight problem with the method proposed by
Pitoura and Bhargava (1995) is that each data item has
two versions on the mobile host. This may not be a viable
option as storage capacity is limited and disk space being
a valuable resource cannot be used to store two versions.
The essential trade-off to the disconnection problem is
between the cost of storing two versions versus communi
cation and bandwidth cost.
Chu et al (1992) discuss the issue of data availability
and use data inference to reduce the degree of replication
in the system. Maintenance of a knowledge base is
required when data is not available, possibly due to some
site failures. In the model it is proposed to allocate data
objects. The rules, which are based on application seman
tics, are required to reduce the search space. This model
presents an extension to traditional approaches to data
replication to increase reliability and availability without
requiring a higher degree of replication.
Many interesting issues of data management in mobile
computing environment still are very much open research
issues. For example, database recovery under partially
available information becomes hard to resolve. Power effi
cient query optimisation is another example of an open
research issue in mobile databases.
1.3 Applications Over Wireless Data Networks
The combination of networking and mobility will engen
der new types of information systems. These systems
can support collaborative environments for impromptu
meetings, electronic bulletin boards whose contents
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adapt to the current viewers, lighting and heating that
adjust to the needs of those present, Internet browsing,
hotel and flight reservation, navigation software to guide
users in unfamiliar places and tours, wireless security
systems, wireless electronic fund transfer point of sale
(EFTPOS) systems, remote E-mail, enhanced paging,
wireless facsimile transmission, remote access to host
computers and office LANs, information broadcast ser
vices, and law-enforcement agencies, to name just a few
applications (Ji and Zaslavsky, 1996). Some possible
scenarios are discussed below.
The field sales application moves the trading pit to the
site of the customer. It applies to the situation where all the
salespeople travel to sell. The system requirements are as
follows. Firstly, the terminals will likely to be portable
computers with radio modems. They have a large amount
of storage with sufficient processing power. Secondly, the
data access pattern is two-way communication. Order
entries, and database access and updates are required.
Thirdly, instant response is desirable though the transac
tions are not massive. Fourthly, the price is negotiable with
the wireless network operator. Finally, the transmission
medium implemented in the wireless network is transpar
ent to the user. The preferred one will be radio frequency
(RF) communication as the satellite network does not pro
vide in-building coverage.
Field service is different from the field sales applica
tion though they sound similar. In addition, GPS (Global
Positioning System) uses the wireless network so that
the positions of mobile users/vehicles are reported to the
central/regional office. The system requirements are as
follows. Firstly, the terminals used for this type of appli
cations are, in most cases, vehicle based. Secondly, the
data access patten is two-way communication: GPS data
to the central office, and remote access, updates of the
home databases, and order entries into the databases.
Thirdly, instant response is desired, but the system is not
transaction intensive. Fourthly, besides the normal
charges, there is likely a cost for GPS equipment.
Finally, the transmission medium would either be radio
or satellite.
The application scenario for emergency response is a
special one. Features for such an application area are hard
to define since they vary from one situation to another. For
example, bushfire control is different from flood control.
For illustration, we take the example of bushfire control.
Firstly, the wired network setup is almost impossible
although the wired network can be set up in the command
centre. The terminals needed would be the ones found in
field service applications, terminals installed in the fire
fighting vehicles. Secondly, the data access is two-way
communication as both access and updates of the distrib
uted databases are necessary. Thirdly, instant response and
high volume of data per time unit as maps are accessed
and updated frequently. Fourthly, the cost of using the net
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work is not a priority. Fifthly, the transmission medium in
this case has to be satellite(s) because other media do not
cover less populated areas unless a backbone network is
also wireless; for example a wireless ATM. Sixthly, the
network setup should be fast as time is critical. Finally, the
GPS functionality is also required for this situation as the
positions of all vehicles are reported to the commander
centre, which can be used to reflect the global picture of
the burning forests. The eventual internetworking scenario
is illustrated in Figure 5 (Direct Broadcast Satellite
Technology, 1996). Three satellite networks are intercon
nected: LEO (low earth orbit) for the communication
among fire fighting groups and the communication
between the control centre and the fire brigades; GEO
(geo-stationary orbit) for the communication between
remote databases and the command centre; and a special
satellite network for GPS. An alternative scenario may
involve a heterogeneous wireless network, which may
include a satellite link and several wireless LANs.

|LEO

GEO

GPS

Remote
Databas

Command Contoi

many others. There has been a considerable research
effort going on around the world with respect to mobili
ty. Table 1 gives a condensed summary of research
groups world-wide, which are looking into various
aspects of mobile computing. Figure 6 depicts the geo
graphical distribution of research efforts in mobile com
puting world-wide.
Mobile computing is enjoying rapidly growing inter
est and popularity. This is indicated by the fact that
almost any international conference in the areas of net
working, distributed systems and databases includes
now at least one session to discuss mobility issues and
impact. Recent conferences that have addressed mobile
computing include:
— 16th, 17th, 18th International Conferences on
Distributed Computing Systems
— 30th Hawaii International Conference on System
Sciences
—24th International Conference on Very Large Databases
(VLDB’98)
— 1st (1995, USA), 2nd (1996, USA), 3rd (1997,
Hungary) ACM/IEEE Annual International Conference
on Mobile Computing and Networking
—IEEE International Conference on Computer
Communications and Networks
—International Conferences on Data Engineering and
many others.

Figure 5: Internetworking for Bushfire Control Application.

2 CURRENT STATUS OF MOBILE COMPUTING
RESEARCH
Mobile computing is a rapidly emerging research and
development area. Examples of applications which are
in a great need of mobile access to computing resources
include agriculture, bushfire control, mass disasters,
wildlife monitoring, non-stop business activity and
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Figure 6: Geographical distribution of research in mobile computing.
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Mobile computing research in Australia can be viewed
from two perspectives: engineering and computing.
Engineering research normally involves telecommunica
tions, low-level networking (first three layers of the OSI
conceptual model), hardware design and development.
Computing research addresses systems support for mobile
computing, mobility issues in applications, networking
and protocols, programming environments for developing
mobile information systems. The first two Australian
Workshops on Mobile Computing, Databases and
Applications provided a forum to discuss various aspects
of mobile computing systems..Both these workshops were
organised in Melbourne in 1996 and 1997, respectively.
The topics covered included: mobile databases, mobile
computing and networking, OS and software support for
mobile computing, mobile applications and information
systems. These workshops attracted mostly Australian
academics, researchers and developers. The published
papers (Zaslavsky and Srinivasan, 1996; Zaslavsky et al,
1997) can be accessed through the WWW site:
http://www.ct.monash.edu.au/~mobidick/. It is planned to
continue with this forum and organise an International
Conference on Mobile Computing and Distributed
Applications (MCDA’98) in 1998. The most up-to-date
information can be found on the URL above.
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Table 1: Summary of Ongoing Research Projects in Mobile Computing.
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GROUP NAME

WHO

WHERE

WHAT

DATAMAN
(http://paul.rutgers.edu/~a
charya/dataman.htral)

T. Imielinski,
B.R. Badrinath

Rutgers Uni, NJ,
USA

Mobile Computing Issues with respect to data
management
Distributed Algorithms and Services
Data Broadcasting
Indirect Protocols
Data Replication Issues

INFOPAD
(http://infopad.eecs.berkeley.edu/)

EECS Dept.

Uni of
California,
Berkeley, USA

Developing a platform and prototype for providing
wireless access to multimedia data

LITTLE WORK
(http://www.citi.umich.edu/
mobile.html)

CITI (Centre for
Information
Technology
Integration)

Uni of Michigan,
Ann Arbor, USA

Investigating O.S. requirements for mobile computers

Mobile Communications Research
Group
(http://www.ee.surrey.ac.uk/
EE/CSER/csertex.html)

EE Dept CSER
(Centre for Satellite
Engineering)

University of
Surrey, UK

Satellite and personal communications system, Universal
Mobile Telecom Systems (UMTS)

Mobile Computing Lab
(http://www.cs.columbia.edu/mil)

Dan Duchamp

Columbia
University, USA

All aspects of mobile computing

Mobile SIG
(http://www.cl.cam.ac.uk/Research
/SRG/msig.html)

University of
Cambridge,
Computer
Laboratory

Cambridge
University, UK

From media access layer to O.S. support for mobile
computing, Distributed file systems

MONET (Mobile Internet)
(Http://fury.nosc.miI/)

Military

Navy, USA

Demonstrate the technologies required to develop a
department of defence network that is
interoperable with future public-carriers

Wireless/Mobile Networks, Mobile IP
(http://netlab.itd.nrl.navy.mil/
wireless.html)

Navy

Naval Research
Lab, Washington
DC, USA

Networks, Distributed Computing, Super Computing,
Optical Computing

Pathfinder, BBN
(http://malachite.bbn.com/Depart
ments/DistributedSystems/mobile.
html)

Bolt Beranek and
Newman Inc

USA

Communication Systems

Walkstation II Project
(http://www.it.kth.se/Tslab/ws/ws.
html)

KTH.
Teleinformatik

Stockholm,
Sweden

Mobile Multimedia communication via a global system
approach

WAMIS
(http://esto.sysplan.com/ESTO/WA
MIS/)

Wireless Adaptive
and Mobile
Information System

USA

Information Technology support to mobile systems.
Achieving revolutionary improvements in mobile
communications technology

Mobile Computing at the Uni of
Washington
(http://www.cs.washington.edu/
research/mobicomp/mobile.html)

CSE Dept.

USA

Mobisaic — An information system for a mobile and
wireless computing environment
(http://www.cs.washington.edu/homes/voelken/mobisaic/
mobisaic.html)
Wit — A system infrastructure for mobile handheld
computing
(http://snapple.cs. washington.edu:600/wit/wit.html)

MITL
(ftp://mitl.research.panasonic.
com/pub/tr)

Matsushita
Information
Technology Lab

USA

Mobile issues

SONY CSL
(http://www.csl.sony.co.jp)

Sony Corp

Japan, Tokyo

Protocols

Lancaster Univ
(ftp://ftp.comp.lancs.ac.uk/pub/mpg/
README)

Distributed
Multimedia
Research Group

UK

Multimedia Research Group
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Table 1: Summary of Ongoing Research Projects in Mobile Computing. (Continued).
GROUP NAME

WHO

WHERE

WHAT

Active Badge
(http://www.cam-orl.co.uk/ab.html)

Olivetti

UK

Locating Persons

Mobile-IP
(file://playground.sun.com/pub/
mobile-ip/mobile-ip-html)

IETF Mobile IP,
Working Group
(Internet
Engineering Task
Force)

USA

Adapt protocols to support mobility within the Internet
Mobile-Networks

Shoshin Mobile Computing Project
(http://ccnga.uwaterloo.ca. wireless/)

Maths Faculty,
Dept of Comp
Science

Univ of
Waterloo,
Canada

Quality of service and mobility management, traffic mod
elling, security etc

Mobile Computing Research at
Purdue University
(http://www.cs.purdue.edu/research
/cse/mobile)

Dept of Comp
Sciences & School
of Elec Engineering

USA

CrossPoint Project
Data Management in Mobile Distributed Environments
High Speed ATM/Broadband Integrated Networks
Mobile Environments in Telemedicine
Sciencepad Project

Mobile Computing Group at ANU

Comp.Sci

Australian
National
University

Data caching
Mobile TCP/IP performance

Mobile Computing Group at
Macquarie University

D. Skeller, N. Weste,
School ofMPCE

Macquarie
University,
Sydney

Mobile IP
Wirless LANs
Mobile databases

MOBIDOTS
(http://www.ct.monash.edu.au/~mob
idick/)

School of Comp.Sci
and Software Eng.

Monash Univ,
Australia

All aspects of Mobile Computing

3 CONCLUSIONS
This paper provides an overview of concepts, achieve
ments, research issues and challenges in mobile comput
ing. Mobile computing, as it stands today, offers many
exciting opportunities. However, the challenges that the
research community faces are quite significant. These1
challenges include mobility aspects, power, frequent con
nections/disconnections, bandwidth limitations, cost fac
tors, resource scheduling and management, advanced con
currency, replication and synchronisation algorithms.
Stronger support and attention from Australian govern
ment, academia and business would also be helpful in
addressing these challenges by Australian universities and
IT industry.
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In current TCP/IP-based systems, the complexity of
mobile communication stems from the IP routing and
addressing schemes. Most of the existing solutions support
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layer, or the TCP layer. We proposed a two-step mobile
solution: the portability is supported in the IP layer, and
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1 INTRODUCTION
Recently, demand is growing for supporting mobile com
munications in the Internet. Mobile communication
implies a continuous network connection and continuous
communication services (Ioannidis, Duchamp and Jr,
1991; Myles and Skellern, 1993). Continuousness means
that the communication services will not be interrupted by
any movement of mobile hosts, and shall remain the same
as the system is connected to a single fixed point in a dis
tributed environment. This requires the current TCP/IP
protocol suite to be enhanced. Based on the layer where
mobility is supported, different approaches have been
proposed in TCP/IP-based systems, such as the mobile
link solution (Patel, Bhattacharya, Rekhter and Krishna,
1995), the mobile IP solutions (Perkins, 1996; Ioannidis
et al, 1991; Ioannidis and Jr, 1993; Johnson, 1993;
Johnson, 1994; Perkins and Rekhter, 1992; Perkins and
Rekhter, 1993; Perkins, Myles and Johnson, 1994a;
Perkins, Myles and Johnson, 1994b; Teraoka, Yokote and
Tokoro, 1991), and the mobile TCP socket solution (Qu,
Yu and Brent, 1997).
The Mobile Data Link (MDL) solution (Patel et al,
1995) suggests that mobility be transparently supported
at the lowest Link layer, above which all running proto
col entities are not conscious of any mobile support. If a
mobile host is in its home network, all data link packets
will be sent and received in a normal way. If the mobile
host moves into a guest network, the home access point
and the guest access point will cooperate with each other
to forward data link packets to/from the mobile host by
encapsulating data link packets into UDP datagrams. As
derived from other mobile IP solutions, IMHP
(Ioannidis et al, 1991; Ioannidis and Jr, 1993) uses home
agents and foreign agents to route datagrams to mobile
hosts. All packets addressed to a mobile host are routed
to its home agent which then forwards these packets to
the mobile host.
However, we differentiate between mobile and
portable communication services (Qu et al, 1997). A
portable communication service is intermittent which
means that communication services will be provided at
foreign networks but no communication services are pro
vided during the period of moving. A mobile communi
cation service can keep all current open connections
alive and provide continuous communication services. In
(Qu, Macleod and Jiang, 1995; Qu and Yu, 1998), we
proposed the notions and concepts of portable communi
cation services, called portable-IP, and discussed the
implementation in detail. In brief, the portable-IP system
employs the existing protocols, such as DHCP and DNS,
and does not need any enhancements in the TCP/IP lay
ers. In (Qu et al, 1997), we proposed a mobile corrtnunication service, called mobile TCP/IP socket, on top of
our portable-IP system. A summary of these mobile solu
tions is given in Table 1.
S3

A PERFORMANCE STUDY OF MOBILE TCP/IP SOLUTIONS

Table 1: Three mobile solutions.
Solution
The Layer
MDL
IMHP
Network
S ocket/Portable-IP
Two-Step

Supported Protocols
TCP/IP, Novell, etc
-Guest Network

Since our mobile communication services can be imple
mented in the socket layer and on top of the TCP/IP layers,
our mobile solution achieves high compatibility with the cur
rent TCP/IP systems for the following three reasons. First,
we adopt the same API of the socket layer. Second, we do
not require any enhancements in TCP/IP to support mobility.
Finally, we do not require all networks to support special
routing mechanisms. In terms of performance, our mobile
solution can reduce both the propagation cost for distributing
the location information of mobile hosts and the forwarding
cost for forwarding IP datagrams across the Internet.
The remainder of the paper is organised as follows. In
Section 2, the outline of our system is given. Cost models are
discussed in Section 3. Section 4 discusses three mobile sys
tems being simulated, a simulation environment, and all para
meters used in our simulation study. The simulation results are
shown in Section 5. Finally, Section 6 concludes this paper.
2 SYSTEM OVERVIEW
The outline of our mobile system is schematically shown
in Figure 1. In order to support mobile/portable communi
cation services without enhancement of TCP/IP, we decou
ple the function of an IP address. The pair of DNS name
and the home-IP address of a mobile host is used as an
identifier to identify the mobile host. A local-IP address
will be assigned to the mobile host when it moves into a
new network, and is used for routing purposes.
As shown in Figure 2, in our portable-IP system (Qu et al,
1995; Qu and Yu, 1998), there exist three subsystems, name
ly, a portable host (PH), a home portable support system (HPSS), and a foreign portable support system (F-PSS).
—A PH needs to register itself with the F-PSS to obtain a
local-IP address and other system parameters (default
router, MSS etc.).
—The F-PSS can authenticate with the H-PSS of the PH.
—The PH will inform H-PSS of its new location and sys
tem parameters.
Mobile TCP Services at Socket API
Socket Layer

TCP

TCP

IP

portable services

Link Layer
unplug

Link Layer

move to new location

internet A
at previous location

Figure 1: A two-step solution.
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IP

plug in

The Internet
HREGP

Home Network

Figure 2: The Portable-IP system.

It is worth noting that the DNS databases in both the
home network and the foreign network of the mobile host
must be updated accordingly.
Host Hb, IPb

Host Ha, IPa
Process A

Process B

Pb

mobile socket

transport
IPbl

physical location

Figure 3: The mobile association.

The mobile TCP is supported in the socket layer as fol
lows. First, a mobile association is defined by the constant
home IP addresses: (Protocol, Home-IP-a, Port-a, Home-IP-b,
Port-b). Second, in the socket layer, a virtual port is intro
duced which is always invariant from the viewpoint of
applications. Third, a virtual port is created when an appli
cation opens a socket, and acts as a mediator between the
mobile association, (Protocol, Home-IP-a, Port-a, Home-IP-b, Port-b),
and the underneath TCP connection, (local-IP-a, Port-a, local-IP-b,
Port-b). In other words, a TCP connection will be set up
between two virtual ports when an association is estab
lished. Fourth, if a mobile host moves to a new location,
the old TCP connection will be lost due to the change of
IP address. However, a new TCP connection between the
two virtual ports will be automatically established and the
mobile association is always alive for applications. The
following three issues are fully discussed in (Qu et al,
1997): how to distinguish old connection from new con
nection, how to keep the mobile TCP socket I/O semantics
the same, and how to recognise non-mobile and mobile
TCP services.

internetB
at current location

3 COST MODELS
The two major costs for supporting mobility are: the cost to
propagate the location information of mobile hosts, and the
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cost to forward packets to mobile hosts. The propagation cost
and the forwarding cost for reconnection can vary depending
on the primary layer on which the mobility is supported. In
(Qu and Yu, 1997), a generic layering model is introduced in
order to provide an insight of the mobile solutions through
which we are able to address performance issues, regarding
the primary layers where mobile solutions are supported.

Tc

Ts

'

Tw

Td

Tc

Ts

Tm^

Td

Tw

Tc

' Tm"

Ts

Td

Tw------ - time

Figure 5: A generic moving pattern model.

Furthermore, as depicted in Figure 5, a Ti is a triplet
(Td,Ts,Tc), where Ts is the service time during which the
layer Lj can provide mobile services to the upper layers. Td
and Tc are the times for disconnection and reconnection,
respectively.
Suppose that the layer L; supports mobility. For each
layer j, 1 <j < i, we have:
— TU-1
TJ
■*- Wk
Sk
Tj
M iVk +' Tjrnk

—

rpj-l
■LWk

Following the above properties, the moving pattern Sj at
the layer Lj can be determined based on S°. Therefore, it
is important to note that S0 provides working patterns
based on which we can analyse different mobile solutions.
The throughput
The throughput at the layer Lj where mobility is support
ed, is defined as:
System at current location System at new location
Figure 4: A generic layering model.

A generic layering model
A generic layering model is shown in Figure 4. Let L( be
the lowest layer and Lm be the top layer. Suppose that
mobility is supported at the layer Ll. Then, the following
properties are satisfied. First, the mobility is supported at
the interface between the layer L; and Lf +i. Second, for anya
lower layer Lj, for j < i, Lj must support portable commu
nications. Third, for any upper layer Lk, for k > i, it
implies that Lk supports mobility. Finally, a mobile proto
col implies that it supports a portable protocol as well. In
TCP/IP protocol suite, the four layers, Lh Lj, L3 and L4 are
Link, Network, Transport, and Application layers.
A generic moving pattern model
The generic moving pattern model at the layer Lj can be
represented as a sequence of pairs:

where Tjt and Tm\ are the k-th working period and moving
period, respectively. It models that a mobile host will
physically be moving for Tj time units in which no net
work, services are available at the layer Lj, and will then
be connected at a new attach point for T,{. time units of ser
vices at the layer Lj. We use S° to refer to the geographical
movement of a mobile host regardless of the communica
tion protocol stacks.1
1

We assume that the MAC layer connection/handover times can be
absorbed by the moving time TS, of 50.
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Here, VJ is the total amount of data being transferred at
the layer L}. Obviously, the throughput, T], is affected by
the mobile protocols and the moving patterns S°. The
longer the average of moving periods is, the lower the
throughput of TJ is. Even though T„, will tremendously
affect the throughput given above, it will be the same for
all different mobile protocols in our simulation studies.
For simplicity, we ignore the Tm , and define the effective
throughput as follows.

V

vj
(1)

^2k&Si Tiuk

The maximum throughput at the application layer
Two main factors will affect tlje throughput TApp(= T4 ),
the bandwidths and the behaviour of the communication
protocols. However, the dominant factor is the bandwidth
which limits the maximum TApp.
The maximum TApp can be obtained as follows. Since
the data being transferred will be encapsulated into the
Protocol Data Units (PDU) for transmission which con
sists of the Protocol Control Information (PCI) and the
Service Data Unit (SDU) used in its immediate upper
layer PDU (Piscitello and Chapin, 1993), the ratio of the
payload at Layer L; is
\SDlJj\
\SDW\
Jj ~ \PCIi\ + \SDUJ\ ~ \PDUJ\
where

< 1. Because SDUj = PDU1 *1,
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\PDUj + 1\ =7i|P£>£/J'|
Therefore, given a bandwidth B, the maximum amount
of application data can be transferred is:

vApp

=

zGS4
4

=

T.(Wh)\pduI\
ies1 i-i
4

<

(EN^E57^,
6
j=i
ies°

(2)

where \PDUt I is the total amount of PDU being trans
ferred during the z-th working period. By combining (1)
and (2), the upper bound of the effective throughput TeApp
is:

Here, P‘ is determined by three parameters: the number
of forwarding points m, the behaviours of a mobile proto
col V, and a moving pattern S. Obviously, P‘ is indepen
dent of data volume, whereas C' is related to the data vol
ume being transferred. As given in equation (6), d is the
number of hops for transferring data between two ends.
Both c\j and c2j are the costs of sending and processing a
unit of data at the j-th hop, respectively. As can be seen
above, these two costs, P‘ and C', are correlated with each
other. If m increases, then P' will be high. However, the
possibility of finding suboptimal routes to mobile hosts
will be high as well. Therefore, C' can be reduced, since d
can be minimised. An ideal mobile solution is to keep both
P' and C ' as low as possible.
All the costs, c, and c2, can be estimated based on
bandwidths, delays, and consumption of the system
resources, as OSPF supports in its routing algorithm
(Stevens, 1994).

4

reApp < (n^)-5
;= l

(3)

The utilisation of mobile services
Since the times for disconnection and reconnection are so
important in mobile communications, the utilisation of
mobile services is defined as a ratio as follows.
^icsTs,
Twi

(4)

The communication cost and the propagation cost
In general, a mobile solution can employ multiple for
warding points in the Internet. If all the forwarding points
know where mobile hosts currently stay, then any of the
forwarding points can forward datagrams to mobile hosts.
Therefore, it is possible to find a suboptimal route from
any host to a mobile host via one of the forwarding points.
Furthermore, if the number of forwarding points increases,
then the actual cost of sending datagrams to mobile hosts
can be reduced to minimum, because datagrams do not
need to be forwarded to the home network of the mobile
host and then be forwarded to the mobile host. However,
in order to dynamically find optimal routes,location infor
mation needs to be frequently exchanged among all for
warding points. Let C' and P' denote the communication
cost for regular data and the propagation cost of exchang
ing location information for a mobile solution supported at
the layer L,- as follows.
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P‘

=

cl

=

F(m,P,S)
d
E(CL^/44-%)

(5)
(6)

4 A PERFORMANCE STUDY
4.1 Three mobile systems and their generic layering
models
We use C+ +SIM to simulate three mobile systems, name
ly, MDL, IMHP and our two-step solution.
—MDL: The MDL solution provides mobility at Link
layer, L,. There is an Access Point (AP) at each partici
pating network, which basically is a Link layer bridge
to connect wireless mobile hosts to a wired network.
After arriving at a new location, a mobile host needs to
register with its home Access Point (AP) and the local
AP. It will take Tc time units to resume mobile commu
nication services to TCP/IP protocol suite (Figure 6).
During Tc, four packets need to be exchanged between
the mobile host and its home and local APs. Since the
delay for registering with the local AP can be ignored,
Tc will approximately be a RTT between the mobile
host and its home AP.

Application
TCP/UDP
IP
MDL
Tc

Ts

Figure 6: The layering model of MDL.

—IMHP: IMHP is a layer 2 solution. Its layering model
is shown in Figure 7. A mobile host needs to register
with its Home Agent (HP). Therefore, Tc is approxi
mately one RTT.
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Application
TCP/UDP
IP
Link Layer
Tc

Ts

Figure 7: The layering model of IMHP.

—Two-Step Mobility: Our two-step mobile TCP socket is
a solution at layers 2 and 3, because it provides portable
and mobile supports on both network and transport lay
ers. In a similar fashion, a mobile host needs to register
with its home portable support system, and the mobile
socket connection will take time to make a new TCP
connection for an active TCP association. As depicted in
Figure 8, Tc is the sum of one RTT from MH to its home
portable support system for registration, and 1.5 RTT
from MH to FH for TCP reconnection as for TCP threeway handshake (Stevens, 1994).

The moving area will be specified by ranges of
RTT(Round Trip Time). For simplicity, we assume that the
length of link-1 is fixed.
The data being transferred between MH and FH will go
through different paths and will use different encapsula
tion methods. As shown in Figure 10(a), MDL uses HA to
forward data in both directions when MH is away from its
home network. All Link Layer packets will be encapsulat
ed into a UDP datagram and then sent out with IP header
and Link Layer header. IMHP uses triangle routes (Figure
10(b)). The packets from MH to FH and from FH to HA
are regular IP datagrams with Link Layer header, whereas
all IP datagrams from HA to MH will be re-encapsulated
by additional IP header according to IP-IP tunnelling pro
tocol. As shown in Figure 10(c), our two-step solution
employs direct routes between MH and FH. In addition,
all packets are sent using the current IP datagrams.
MH

Link/I P/UDP/Link

i
i

MII

FH

FH

Link/IP

Link/ll’/ll’

(a) MDL

Application

Link/IP

(b) IMHP

Mobile Socket

Link/IP

MH

FH

TCP/UDP

HA
(c) Two-Step

Link Layer

Figure 10: Theroutes used in the three mobile systems.

Ten Tcm
Figure 8: The layering model of the two-step solution.

To describe the differences between a direct route and a
triangle route (detour), we use a Detour Ratio factor which
is denoted a.
Rdir

Generally, Tc over the Internet varies from several mil
liseconds to several hundreds. However, Ts is considerably
long, and varies from seconds to hours.

moving area
Link 2

Link 3

Figure 9: A simulation environment.

4.2 A simulation environment
As shown in Figure 9, there are three components in our
simulation environment, namely, a mobile host (MH), its
home support system (HA, for either a Home Access Point
or a Home Agent), and a fixed server host system (FH).
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where Rdir and Rde, are the number of hops used in the
direct route and the triangle route, respectively. Bdir and
Bde, are the bandwidths used in the direct route and the tri
angle route, respectively. Since a longer path in the
Internet usually causes low throughput, we assume that the
ratio of Bdtr IBdl,, is approximately the same as Rdir /Rde,.
Table 2: System parameters.
Name

Description

V Am’
r».
RTT,
RTT 3,
RTT 3i,
ai
a,,
Bi
B„
L
Link

the total amount of application data
mean working time
average round trip delay between HA and FH
low boundary of RTT between HA and MH
high boundary of RTT between HA and MH
low boundary of detour ratio
high boundary of detour ratio
>
low boundary of bandwidth of link2 (between FH and MH)
high boundary of bandwidth of link2 (between FH and MH
mean length of packets
(PPP/HDLC/Ethernet)
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4.3 The parameters
The system parameters used in our simulation are given in
Table 2.
Given the amount of application data being transferred,
VApp, and a moving pattern, S°, we simulate how many
working periods, %,,, are needed to transfer all VApp. Since
the effective throughput given in the equation (1) is
as follows:
R(iir

Protocol

Length (bytes)

Link

PPP
HDLC
Ethernet

8
10
14

Network

IP

20

Transport

TCP

20

Table 5: PCI’s of the three mobile systems..

we need to estimate both the service time of a mobile solu
tion and the additional control information to be added.
The j'-th service time TsApp = Ti (the service time at the
layer L,- where mobility is supported). Therefore,
TSj = TJj - Vj, since we simply assume that Tjj = 0. The
different Tc values are given in Table 3.
•/;, Value
1 x RTT]

MDL
IMHP
2-Step

Layer

B(t ir

Q = ------ £2 -----R(tet
Bdet

Table 3: Connection times.
System

Table 4: The sizes of the protocol headers. Note that in most statis
tics, 7 bytes “preamble”, 1 byte “start delimiter” and 4 bytes CRC in
Ethernet Frame are excluded.

1 x RTTi
1 x RTTi + 1.5 x RTT3

System

PCI'

PCI2

pci3

PCI4

MDL
IMHP
2-Step

HL

Hip
2 H,f
H!p

HTr
Hr,

Hl + H!p + Hr,

Hi
Hi

n

T■<

i=l

=

£ T ■ B ■ (TWi

-

Tc,)

t=l

Here,
r

-

|V<W|
\pdu4\ \PDU'a\ \PDU'2\
11- j'pDUr\ ' \PDU3\ ' \PDU2\ ' I PDU1]

=

—----------—

\vapp\
| PDU1]

^ m-ZUi^cn
\L\

\L\

n

VAPP = £ yapp = £
i=1

0
0

Given both a protocol and an encapsulation method, the
Eui LPC/'I is a constant. In fact, \PCI'\ is the sum of header
and trailer of the i-th layer protocol. Although the length of IP
and the transport protocol (TCP) headers may vary according
to the number of options, for simplicity, we assume no
options included in all those headers. The F value we will
use in our simulation is calculated as follows.

The total amount VApp is needed to be transferred in
several working periods, n, as follows.
n

Hf r

< 1

where vapp is the amount of application data in a packet,
and
\PDUl | = (((|t)n?jp| + \PCI4\)+\PCI3\) +\PCI2\) +\PCIl\
I pdu-'\

where L is the mean length of a link layer packet. We
choose three different communication links: namely, the
serial point-to-point PPP link, the HDLC long distance
link (Stevens, 1994), and Ethernet. We assume that L are,
296 and 576 which are the Maximum Transmission Units
for PPP and HDLC links, respectively. But L is chosen as
285 on average for Ethernet based on our observations of a
3COM Ethernet Switching Hub (refer to the Appendix).
All the values of F are given in Table 6.
Table 6: F values.
Parameter

PPP

HDLC

Ethernet

MDL r
imhp r
2-Step F

0.68
0.77
0.84

0.83
0.88
0.91

0.62
0.74
0.81

\PDU3\
| PDU21

In Table 4, we list the sizes of headers used in different
protocols. Table 5 lists the PCI' for the three mobile sys
tems. Note that usually the whole application PDU is con
sidered as the application data, but the MDL method will
put whole original link layer packet as the application PDU
into a UDP datagram. Therefore, it has a large PCI4 value.
As for IMHP, we use the IP-IP encapsulation to calculate
PCI2. Here, the link from HA to MH is the bottleneck com
pared with the same bandwidth of link from FH to HA.
58

As discussed above, the effective throughput can be
simulated based on data volume VApp, a bandwidth B, the
mean length of a link layer packet L, RTTs and a moving
pattern S°.
As for the propagation costs, since we assume all the
three schemes only use a single forward point in this simu
lation study, the three mobile solutions will have similar
propagation cost as given in the equation (6).
However, it is obvious that the communication costs
along the route from FH to MH may vary widely when
different encapsulation methods and routes are used.
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Usually, Internet Service Providers (ISP) charge fees based
on the amount of link layer data traffic and the classes of
data traffics (local/domestic/international traffic). In order
to estimate the communication costs, we use a modified
version of the equation (6) in which ctj is the cost to trans
fer a unit of application data, and c2j is ignored because our
major concern is the amount of data being transferred. The
actual communication cost is calculated as follows,
d

yLink ^

j
a ■ c\ ■ y Lin/c

The effectiveness of T
In this experiment, we use Tn, = 60 seconds, and investi
gate different throughputs by fixing all the system parame
ters except F. Two sets of F values, for Link PPP and
HDLC, are used as given in Table 6. The results are
shown in Figure 13. It is obvious that the more efficient
encapsulation will gain better throughput. And, the faster
the link speed, the better performance can be obtained. In
Figure 13, the highest two lines are of the two-Step sys
tem, which means two-Step outperforms MDL and
IMHP, no matter whether Link Layer protocol (PPP or
HDLS) is employed.
Table 7: Values of the system parameters.

a • c'j • {P-L +
where a is a detour factor. If data can be transferred from
FH to MH directly, a = 1. VL"'k is the total amount of link
layer traffic for transferring VApp, and p is the number of
packets we need to send.

Name

Value

y APP

2Gbyte
1.3
1.8
512Kbps
PPP

a.
a;,

Bp Bp
Link

[-|V/tppl-|
\vavp |

2-Step -ci-

\Vapp\

r \L\ - Eh \pcp\ 1
It is worth of noting that p varies based on a mobile solu
tion. Hence, C varies accordingly. Vrec is the amount of
data for reconnection which is only needed in the two-step
solution.
5 SIMULATION RESULTS
We first analyse the various system parameters which will
have impacts on the throughput.
0.4
RTT(sec)

The effectiveness of RTT
In this study, we fixed all parameters but RTTs to see the
effectiveness of RTT. The RTT of link-1 and link-3 are the
same. Table 7 lists the values of the system parameters
being used. The selection of this set of parameters is based
on a typical ISDN link. Two Tw values are chosen as 3 and
30 seconds to simulate fast/slow movements of MH,
respectively. The results are shown in Figures 11 and 12.
From these figures, we can see that all mobile systems are
affected by RTT values; in particular, our two-Step solu
tion. In Figure 11, two-Step outperforms MDL and IMHP
when RTT is less than 400ms. If RTT is longer, MDL and
IMHP will outperform two-Step. However, if Ts = 30sec,
as shown in Figure 12, two-Step will outperform MDL
and IMHP in terms of throughput, even though the perfor
mance of the two-Step solution drops by 50% while RTT
is tuned from 500ms to 800ms. Since 30 second mean
working time is not really long, we expect that two-Step
outperforms MDL and IMHP in most cases.
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Figure 11: Fast movements of MHs, where Tw = 3 seconds.

MDL -o2-Step

RTT(sec)

Figure 12: Slow movements of MHs, where Tw - 30 seconds.
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Table 10: Values of the system parameters.

Table 8: Values of the system parameters.
Name

Value

Name

Value

y App

2 Gbyte
60 seconds
1.3
1.8
PPP/HDLC

V An’

2 Gbyte

RTT,

80ms
200ms
400ms
100Kbps
200Kbps
between (1.1, 1.3)
between (1.4, 1.6)

T„.
a.
Oh

Link

rtt3.

HDlC/MOL <HDIC/iWHP •HDLC/2-Slep oPPP/2-S!ep ->

500
600
Bandwidlh(Kbps)

Figure 13: The effectiveness of r.

The effectiveness of a
This experiment shows how the detour rate, a, will affect
throughput. The values of the system parameters for this
study are given in Table 9. As shown in Figure 14, our
two-Step solution will not be affected by detour ratio,
since direct route is always used. However, the higher
detour ratio will affect MDL and IMHP, and waste bandwidths of higher speed links.
Table 9: Values of the system parameters.
Name

Value

V Am>
T„.
a.
Oh
Link

2 Gbyte
60 seconds
between (1.2, 1.5)
between (1.5, 1.8)
HDLC

RTTS„
B,
B„
a.
a2
Link

PPP

Simulation of an WAN environment
In this experiment, an WAN environment is simulated. All
values of the system parameters are listed in Table 10. The
communication link between a fixed host and a forward
point is very close (RTTt = 80ms). The link between a
mobile host and its home forward point is long and slow
(RTTi is between 200ms and 400ms). The range of RTT3
implies the possible moving area of mobile hosts. The
bandwidth of link-2 is low between 100Kbps and 200Kbps.
We use two detour ratios to simulate an interstate internet
work environment. One is a small detour where
is
between 1.1 and 1.3. The other is a medium detour where
a2 is between 1.4 and 1.6.
The results are shown in Figures 15 and 16. Two-Step
outperforms the other two solutions if Tw is equal to or
greater than 1.5 seconds. If a mobile system stays in a net
work longer than 4 seconds, all the three systems become
stable. The detour has almost no effect on the two-Step
system, since direct routes are used. In contrast, a large
detour factor causes low throughput to the other two solu
tions. Given the same detour ratio, IMHP outperforms
MDL, because the double UDP/IP and link layer encapsu
lation waste communication bandwidths.

02/IMHP
2-Step

Bandwidth(Kbps)

Figure 14: The effectiveness of a, where D, = a, and D2 = a2.
60

2-Step -i

Tw{sec)

Figure 15: The effectiveness of <Xi, in an WAN environment.
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2-Slep -a-- .

2-Step -i

25
Tw(sec)

Tw(sec)

Figure 16: The effectiveness of a?, in an WAN environment.

Figure 17: A moderate environment using a,.

2-Step -I

Simulation of a moderate communication bandwidth
and RTT
In this experiment, we change both RTT3 and the bandwidth
to simulate a network with both moderate communication
bandwidth and RTT delay. The values we use are based on a
metropolitan network as shown in Table 11. Since the
smaller area in which all mobile hosts move around can
cause a larger detour, we set the detour ratios to be larger
than that used in our simulation for WAN environments.
From Figures 17 and 18, we understand that this envi
ronment shares similar characteristics of the WAN envi
ronment. However, the gap between two-Step and the oth
ers is reduced, which is caused by the additional connec
tion time for using portable-IP. Although the absolute
value of reconnection time is small, the waste of band-?
width is evaluated as Tc x B, The higher speed a mobile
host moves, the more bandwidth will be wasted. The sta
ble time is delayed until 10 seconds. If a mobile system
moves fast the performance of two-Step can be even
worse. However, this is not the case if the mean stay time
of a mobile host in a network is less than 4 seconds.

Table 11: Values of the system parameters.
Name

Value

y App

2 Gbyte

RTT,
RTT3,

80ms
100ms
250ms
500Kbps
800Kbps

RTT3h
B,
B„
ai
a2
Link

between (1.3, 1.5)
between (1.6, 1.8)
HDLC
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25
Tw(sec)

Figure 18: A moderate environment using a2.

Simulation of a high speed network with low RTT
In this experiment, we simulate a high speed network with
low RTT delay in which Ethernet segments are intercon
nected by routers within a campus. The values of the sys
tem parameters are listed in Table 12.
Table 12: Values of the system parameters.
Name

Value

y N>P

20 Gbyte
60ms
60ms

RTTi
rtt3I
rtt3I,
B,
B„
a
Link

120ms
1000Kbps
2000Kbps
between (1.5, 1.8)
Ethernet

The results are shown in Figure 19. The performahce of
the two-Step solution is much better than the other two,
even when mobile hosts migrate from one place to another
very quickly. Obviously, the wide bandwidth is the main
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factor for our solution to outperform the others. In com
parison with the previous simulation, the performance of
two-Step increases about 50% if the mean stay time is one
second. However, MDL and IMHP remain unchanged.

2-Step o-

2-Slep n

Tw(sec)

Figure 20: A high speed network with a moderate RTT.

Tw(sec)

Figure 19: A high speed network with a low RTT.

Simulation of a high speed network with moderate
RTT
In order to investigate the effectiveness of moving area,
we adopt a moderate RTT delay time, but use a fast com
munication link as in the previous simulation. All values
of the system parameters are listed in Table 13.

Table 13: Values of the system parameters.
Name

Value

y Al'P

2 Gbyte
80ms

RTT,
RTT.„
rttm

B,
B„
a
Link

150ms
350ms
800Kbps
1500Kbps
between (1.5, 1.8)
Ethernet

In Figure 20, we find that the performance of our two-Step
solution is significantly affected by RTT when mobile hosts
move quickly. In addition, compared to the previous exper
iment, the mean performance of all solutions is affected by
bandwidths. A larger bandwidth may cause worse perfor
mance which means that more bandwidth may be wasted.
When mobile hosts move quickly (Tu. is about 1.2 sec
onds), our solution is even with the others. This is expected
since a worse performance of two-Step occurs, if mobile
hosts move quickly.
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In summary, our two-step solution outperforms
the other two in both wide area and local network
environments. Only when the mobile system moves
veryquickly, can the two-step solution be worse than
IMHP or MDL. However that might be a rare case.
The detour and bandwidth factors are the other two
main factors affecting performance, but seem to be
less important.
Communication costs
In this simulation, the communication costs are
investigated based on equation 7 where c', is chosen
to be 1.
First, we investigate the relationship between com
munication cost and data volume. The environment is a
128K HDLC link and all values of the parameters are
as given in Table 14. The results are given in Figure
21. The communication costs of all three solutions are
a linear function to data volume. This means that even
in a very fast moving environment, the reconnection
traffic is only a very small portion and does not affect
the performance very much in terms of cost.
Second, we investigate the relationship between
moving speed and the communication cost. The
environment is described in Table 15, and results
are given in Figure 22. We find that the communica
tion cost of MDL and IMHP remain constant, but
two-Step will be affected by moving speed. The
faster the MH moves, the worse the system perfor
mance. However, when mobile hosts move fast, the
communication cost will be raised by frequent
reconnection. The cost will become stable after the
mean working time is larger than one second.
Therefore, the communication cost of two-Step is
much less than that of the other two systems and is
very stable in most cases.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 2, MAY 1998

A PERFORMANCE STUDY OF MOBILE TCP/IP SOLUTIONS

Table 14: Values of the system parameters.
Name

Value

r„
RTT,
RTTm

lOsec

RTT3i,
Bt, Bh
a
Link

Finally, we investigate different costs when different
Link Layer protocols are used. All values of the parame
ters are listed in Table 16. A 10MB data will be transferred
on a 128K link, all three Link Layer protocols are simulat
ed. The Table 17 shows the results. Again, more efficient
encapsulation can save communication costs, and twoStep outperforms the other two in all cases.

100ms
150ms
250ms
128Kbps
between (1.5, 1.8)
HDLC

Table 16: Values of the system parameters.

2-Step -n-

Name

Value

yNv

10M bytes
20sec

r„.
RTT,
RTTn

100ms
150ms
250ms

RTTi,,
Bi, Bn
a

128Kbps
between (1.1, 1.3)

Table 17: Costs v.s. the link Protocols.
System

PPP

HDLC

Ethernet

MD1
IMHP
2-Step

17.80
12.00
11.93

14.52
13.66
10.96

19.32
16.21
12.34

Data (MB)

Figure 21: Costs vs amount of data.
Table 15: Values of the system parameters.
Name

Value

yNr

10M bytes
lOsec
100ms
150ms
250ms
128Kbps
between (1.1, 1.3)

T„.
RTT,
RTT3,
RTTii,
Bi, Bn
a
Link

HDLC

2-Step -o

6 CONCLUSION
As a mobile solution supported at the highest layer, outtwo-steps solution provides a seamless mobile TCP com
munication environment. From the results of our simula
tions, it is obvious that in most cases our two-step solution
outperforms MDL and IMHP in terms of throughputs. The
two-step solution also achieves high compatibility, since it
does not impose any changes on the TCP/IP layers. In this
paper, we show that the throughput can be affected by the
behaviours of communication protocols. Avoiding triangle
routing can significantly save network traffic. Although
the two-step solution seems to have slightly low utilisation
of communication channels, its optimal routing without
extra protocol overhead can obtain much lower transmis
sion delay for individual packets so as to improve the
whole system performance. T
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Appendix: statistics of the Ethernet packet lengths
In Table 18, the statistics of a 3COM Switch 1000 switching hub are given. The following table shows the distributions of
packet lengths based on different sections. Note that the minimum length of an Ethernet packet is 60, 62 is used as the aver
age length of category “less 63”.

64

less 63
62

64-127
95

128-255
191

256-511
383

512-1023
767

1024-1518
1271

mean length

average
Port 1
Port2
Port 3
Port 4
Port 5
Port 6
Port 7
Port 8

54%
54%
46%
50%
48%
46%
49%
48%

19%
0%
26%
15%
18%
22%
15%
26%

8%
0%
3%
5%
6%
3%
5%
9%

5%
45%
5%
4%
4%
4%
3%
3%

4%
0%
3%
6%
5%
5%
8%
4%

10%
0%
17%
22%
19%
19%
19%
10%

243.7
205.8
317.2
193.9
353.5
363.0
368.5
240.9
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Convergence of object-oriented technologies with
advances in computer and communications technologies
will lead to new paradigms and approaches to building
object-based distributed systems, including mobile
computing systems. Portable and mobile computers
involved in mobile database query processing use battery
power. These mobile hosts have severe battery energy
problems and significant improvements in battery
technology are not yet forthcoming. Portable computers
run on different energy consumption modes (normal and
doze). This feature is used to save battery energy through
flexible and efficient query optimisation. This paper
discusses and proposes a two-dimensional energy-work .
query optimisation algorithm. The algorithm employs
dynamic programming techniques and achieves a balance
between saving energy consumption at mobile hosts and
minimising total work for query processing in the whole
database. A simulation of the algorithm is implemented
and analysed.
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1 INTRODUCTION
In the last few years, technologies of cellular communica
tions, wireless LANs, satellite services and portable com
puters have been rapidly expanding so that mobile users
can access information anywhere and anytime. This has
resulted in a new computing paradigm, termed mobile
computing (Racherla and Das, 1996). Wireless communi
cations are susceptible to higher error rates, lower band
width, more frequent spurious disconnection (Imielinski
and Viswanathan, 1994) and have a relatively limited bat
tery capacity. Energy-efficient data management, which
conserves mobile host energy usage, is one of the most
critical challenges in mobile computing since the battery is
the heaviest component of a portable computer and there
are no breakthroughs in this technology expected soon.
This paper proposes object-oriented (00) database
query optimisation algorithms designed to conserve the
battery by reducing total resource usage across the distrib
uted DBMS and energy consumption at the mobile hosts.
There are two types of computers in a mobile computing
environment: fixed hosts and mobile hosts (MH). Some
fixed hosts, called home base nodes (HBN), are equipped
with a wireless interface to communicate with MHs
through radio frequency channels. Each HBN has a geo
graphical coverage zone called its zone of influence. A
pre-defined set of MHs is governed by a HBN.
Communication between two MHs has to be via the local
HBN if the two MHs are in the same local zone of influ
ence (ZOI). Otherwise, the local HBN, the fixed network
and another HBN are involved if one of the MHs is not in
the local ZOI.
In order to provide better battery power management,
current portable computers usually operate in two modes:
Doze Mode and Full On Mode, controlled by the applica
tion software. When a computer operates on doze mode,
some devices such as hard disks, screen, etc. are suspend
ed to save energy. This provides opportunities to achieve
energy efficient data management through flexible distrib
uted query optimisation.
In conventional distributed database systems with no
energy problems, most query optimisation algorithms take
only total work measured as the number of I/O operations
or response time as their objectives. In mobile database
systems, saving battery power consumption while main
taining system performance becomes an important issue
and an ultimate goal. It is, therefore, desirable to adopt a
two-criteria optimisation objective, minimising both total
work in a distributed system and energy consumption at
the mobile hosts. However, these two optimisation criteria
are in conflict and thus balancing trade-offs are required.
This study of such optimisation criteria was based on a
distributed mobile 00 DBMS using the models proposed
by Banerjee et al (1987) and Kim (1990) as a basis. In
these models, objects that have the same set of attributes
and methods are grouped into a class and are called
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instances of the class. A class has a set of attributes, sim
ple or complex (user-defined). Classes can be related by
inheritance or by aggregation. An object-oriented schema
(OOS), which is a directed graph, is a logical description
of the object-oriented database. In an OOS, nodes repre
sent classes and edges represent inheritance or aggrega
tion relationships between classes. A query, formulated
against an OOS, can have simple predicates on a simple
attribute or complex predicates based on complex attrib
utes. A query which contains only simple predicates is
called a simple query and is required to traverse the class
against which the query is formulated and perhaps sub
classes in the inheritance hierarchy. For queries contain
ing a complex predicate, a complex query is additionally
required to traverse the aggregation hierarchy through its
nested attributes.
A query can be represented by a query graph (QG)
which is a subgraph of the OOS. According to the struc
ture of the QG, queries can be classified into different
types, such as cyclic query, tree query, or chain query.
Chain queries are generally the typical queries. Each node
in the QG for a chain query has no more than two edges
and the QG does not form a cycle (Vasundhara, 1992). The
class whose instance is to be fetched as the solution of a
query is defined as the target class. Single target class
queries can also be classified into three different types
based on the relative position of the target class in the QG
(root, leaf, or interior node) (Lee and Lee, 1995).
In an object-oriented database, a query must retrieve
either all attributes, that is, the object itself, from each
object selected, or a single attribute, that is, a set of object
identifiers (OID), which belong to the domain class of the
attribute (Banerjee et al, 1988). An object-oriented query
is essentially a message sent to a class object. If a query
result contains a subset of the attributes of the class, the
result cannot logically belong to any existing class in the
database and a new class must be defined by the query.
But this approach is expensive and certain languages
impose restrictions upon operations on classes. A useful
discussion of object-oriented query languages can be
found in (Bertino et al, 1992b).
Another consideration is the impact of inheritance hier
archies on the access scope of and indexing used for
queries, since the query scope may include object
instances along the inheritance hierarchy of the queried
class. For complex queries, this may include inheritance
hierarchies of complex predicates (complex attribute class
es) as well. This raises questions as to whether the tradi
tional concept of indexing the attribute of a single class (or
relation) should be extended across a whole class hierar
chy. Such class hierarchy indexes would be more efficient
for queries against more than one class in the hierarchy
(Bertino, 1991; Kemper and Moerkotte, 1990).
In a query processing methodology for OODBMS,
suggested by Straube and Oszu (1990), a declarative
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query is transformed into an optimised algebra expression
from which an access plan is generated. The focus of the
approach is on the access plan generation stage of query
optimisation. Query optimisation for relational systems
has been studied quite thoroughly in both theoretical and
application domains, while the same cannot be said for
OODBMS. As opposed to the standard formal data model
and simple algebra with limited query primitives, the
complex nature of object queries requires a more sophisti
cated object algebra to be defined (Straube and Oszu,
1990; Su et al, 1993). Therefore, traditional optimisation
and access plan generation techniques must be modified
for OODBMS.
Different approaches can be used for object query opti
misation, e.g. path traversal, associative operation or rulebased operation (Beeri and Kornatzky, 1990; Kemper and
Moerkotte, 1990). For path traversal, the nature of object
nesting suggests that to answer a query, all classes men
tioned in the QG have to be visited through the nested
attributes. A complex predicate in a query can be
expressed by a path expression through nested attributes.
Path expressions are available in many object-oriented
query languages. How to evaluate a nested predicate raises
the problem of how the QG is traversed. In addition, to
determine the best method of path traversal in the QG,
algorithms to retrieve objects of the class visited must also
be determined. There are basically two path traversal
methods: forward traversal, which visits the root first; and
reverse traversal, which visits the root last.
There are two main object instance access algorithms:
nested-loop, where each instance is processed separately
and passed up or down the QG; and sort-domain, where
all instances of a class node are processed at once before
being passed along the QG. In a nested-loop algorithm,
each instance is processed separately.
Query execution strategies can be determined by
combining path traversal methods and class instance
access algorithms. These strategies are forward nestedloop traversal (FNLT), forward sort-domain traversal
(FSDT), reverse nested-loop traversal (RNLT) and
reversal sort-domain traversal (RSDT). RNLT is likely
to perform better than FNLT if the number of objects in
the domain class is much smaller than the number of
objects in the parent node. Since objects of the parent
node are not uniquely identified by OIDs of the domain
class, accessing an object in the parent node with RNLT
is more costly than that object in the domain class when
applying FNLT. Therefore, in most cases FNLT is better
than RNLT (Sun et al, 1990). The advantage of the sortdomain algorithm over the nest-loop algorithm is that
each data page containing class instances is never
accessed more than once, which is clearly optimal;
however, the sort stage can incur extra cost. Therefore,
there is no one strategy that is better than others for all
possible queries.
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2 RELATED WORK
Distributed query optimisation approaches tend to min
imise resource consumption of query execution. The most
common measures of resource consumption include total
work (Sacco and Yao, 1982) and response time (Epstein et
al, 1978). Total work is the sum of all resources consumed
in processing the query, including CPU cost, local disk VO
cost, and inter-site communication cost. Response time is
the time elapsed for executing the query. The optimisation
criteria can be one dimensional or multi-dimensional, min
imising either total cost or response time or both.
There are very few publications in the literature cover
ing energy saving algorithms, especially at the data man
agement level. Imielinski et al (1993) and Imielinski et al
(1994b) discuss algorithms for broadcasting data through
wireless communication medium to a massive number of
mobile hosts that are powered by batteries. The work
demonstrates that properly organising and accessing
broadcast data can result in very significant improvements
in battery utilisation. Two methods, hashing and indexing,
are described. The strategy proposed for extending battery
life exploits trade-offs between tuning time, the time spent
listening to a channel, and data access time. Since mobile
hosts must be in full-on mode during tuning, tuning time
affects the power consumption of the mobile clients. The
general idea of extending battery life through trade-offs
between energy saving and other types of cost can be
adopted in the current context as well
Alonso and Ganguly (1992) and Ganguly and Alonso
(1993) investigate the possibility of increasing the effec
tive battery life of mobile hosts in a client/server mobile
database system by selecting energy-efficient query plans
during query optimisation. The complete database is
assumed to reside in the server, with a subset of the datd
replicated on the client site. Thresholds for residual bat
tery level and load level are imposed on each mobile host
and server respectively, and are considered as part of the
system state when compiling a query into a sequence of
candidate plans. The proposed model is actually a twodimensional work-energy query optimisation algorithm
that balances saving energy consumption at the mobile
host and minimising total work in the client/server system
using dynamic programming. The algorithm consists of
two stages. Initially, two separate optimisers are run for
the query and associated subqueries. A work optimiser
measures the energy consumed and optimal work done
while minimising the total work (best work track). An
energy optimiser measures the work completed and opti
mal energy consumed while minimising energy consump
tion (best energy track). In the second stage, a partial
order dynamic programming technique is used to evaluate
execution plans as acceptable or not according to a set of
pruning criteria.
The two stage approach for the mobile computing envi
ronment is adopted in this paper as well. However, certain
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modifications are required to account for the fact that the
protocol is peer-to-peer rather than client/server and the
data is distributed across all of the nodes rather than a
complete copy being maintained at the server site. In par
ticular, specifying a residual battery level for each mobile
host complicates the optimisation process and may actual
ly increase the overall energy consumption due to the need
to satisfy the residual level at each mobile host. Therefore,
residual battery levels are not considered here. The algo
rithm is also modified to account for the new data distribu
tion patterns.
Most of the research efforts in object-oriented query
optimisation have concentrated on finding efficient meth
ods of accessing data specified by a path expression for
centralised database systems (Mitchell, 1993) using index
ing (Bertino and Kim, 1989; Maier et al, 1986), data clus
tering, or transformation of the path expressions
(Lanzelotte et al, 1992).
Fewer research papers about distributed object-oriented
query optimisation have appeared in the literature. Jenq et
al (1990) propose a query optimisation technique based on
decomposing a QG for a tree query into clusters of nodes
and enumerating traversal orderings for these clusters
interactively using a bottom-up strategy. The clusters are
formed successively from the leaf nodes of the trans
formed QG. Lee and Lee (1995) discuss distributed query
optimisation strategies which focus on providing access
mechanism support. Various index techniques and path
dictionaries as well as alternative OID formats in distrib
uted environments are investigated.
Two similar distributed query optimisation algorithms
that employ dynamic programming techniques are pro
posed by Sun et al (1992) and Kim and Lee (1994). The
algorithm we propose in this paper can be classified as
belonging to the same group as those two algorithms.
Sun’ s algorithm is an analytical model considering only
chain queries. Wide ranges of issues are addressed in tan
dem to solve the chain query optimisation problem. These
issues include inheritance class hierarchies, replicated
data, differences in site processing speeds, differences in
target class position on the QG and so forth. One impor
tant characteristic of the algorithm is that it keeps the
sorted states of original classes as well as intermediate
results in order to reduce query-processing costs. This
idea is based on the fact that sort-merge join will be
cheaper if OIDs are already sorted in the joining attributes
and also that forward nested-loop traversal FNLT may
have a higher cost than others in some cases but it can
produce sorted intermediate results. This means that high
er costs may be required locally to achieve the best result
overall. Kim’s algorithm deals with tree queries, concen
trating less on optimisation issues than the Join operation.
Kim’s algorithm does not consider inheritance class hier
archies and assumes that the root node on the QG is the
target class.
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Although some of the issues and query types consid
ered differ in Sun’s versus Kim’s algorithms, the optimi
sation logic used is exactly the same as long as we com
pare only the join operations (disregarding sorted states).
Both algorithms are proposed in order to find efficient
path traversals of a query presented by path expressions
using dynamic programming techniques that break the
query into subqueries grouped by number of classes. The
optimal execution plans of a group of subqueries with k
classes are constructed as extensions of the optimal exe
cution plans of some other groups that have less than k
classes. In order to construct a subquery at any site,
either the subquery is moved to the site directly and
joined or the results of joining the subquery at another
site are transferred instead.
With some modification for mobile systems, the optimi
sation logic of these two algorithms can be adopted in
developing query optimisation algorithms in mobile data
base systems, including the energy-work optimisation
algorithm and the one-dimensional algorithms that serve
the two-dimensional one. Both of the above algorithms
assume a fully connected communication network, where
as mobile hosts can only communicate through a home
base node HBN.
In addition, both Sun’s and Kim’s algorithms consider
only work costs for each subquery. However, the twostage approach adopted for energy-work optimisation
requires that both work cost and energy cost be consid
ered. Minimising total work is taken as the optimisation
objective in both Sun’s and Kim’s algorithms. However,
when energy cost is considered for optimisation, their
cost models will not work any more. This is because the
cost units for work and energy are different. When an
operation is carried out at a HBN there is no energy con
sumed at the node; moreover, mobile host energy con
sumption for sending data to other sites or receiving data
from other sites is asymmetric. Therefore, the cost model
needs to be redesigned.
Cost models for centralised object-oriented databases
have been studied by Bertino and Foscoli (1992a) and
Kim et cil (1988). Both cost models attempt to provide
the cost estimation for various access paths for a path
expression. A comprehensive set of parameters to model
the topology of object references is defined in (Bertino
and Foscoli, 1992a). The parameters characterise class
inheritance, multi-valued attributes, null references,
reverse references and more. Kim et al (1988) adopt a
reduced set of parameters to model the common aspects
of object references. Reverse references and null refer
ences are not addressed.
The cost models give cost functions for determining the
costs of FNLT, FSDT, RNLT and RSDT. The costs are
estimated in terms of a number of disk page accesses. The
cost functions in (Kim et al, 1988) are based on the two
joining classes, but the cost functions in (Bertino and
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Foscoli, 1992a) are based on an entire aggregation hierar
chy. In distributed environments, classes involved in an
aggregation hierarchy are usually distributed across differ
ent sites; therefore, such cost functions do not best suit
distributed computing environments.
Various clustering and indexing techniques are consid
ered in the two cost models but will not be considered here
because they are more difficult (or expensive) to use in a
distributed object-oriented context. The cost functions for
nested-loop algorithms are basically the same in the two
cost models except for the different assumptions of clus
tering and indexing on the database systems; whereas the
cost functions for sort-domain algorithms given in
(Bertino, 1991) and (Kim, 1990) are quite different.
Before presenting the cost functions, some simplified
parameters are presented for using the cost functions.
Nip
NIC
NISp
NISC
Refs

the number of instances of the parent node
the number of instances of the child node
the size of the intermediate result of the parent
node after selection
the size of the intermediate result of the child
node after selection
the average number of references to instances of
its domain class contained in the complex
attribute of the parent node

Costs are estimated in terms of disk page accesses. For
the sake of simplicity, it is assumed that the total number
of accessed instances is equal to the number of accessed
pages. Respectively, the cost functions for FNLT and
RNLT are summarised as:
Cost = Nip + NISp *Refs and Cost = NIC + NISP * NIC
The cost functions given by [Kim90] for FSDT and
RSDT respectively are:
Cost = NIP + Sort(NISp)

and

Cost = NIP + NIC +
Sort(NISc)

where Sort(X) is the number of disk page accesses needed
to sort a list of OIDs of X. The FSDT cost function
(Bertino and Foscoli, 1992a) is slightly different.
Cost = NIP + NIC +Sort(NISp)

and

Cost = NIp + NIc
+ Sort(NISc)

Sort-merge join algorithms were originally developed
for relational databases. The standard technique is that the
two joining relations are first sorted on the values of the
join attributes, then the sorted relations are merged to get
the result (Merrett, 1983). In a standard sort-merge algo
rithm, the merge phase will retrieve each data page exactly
once, which is clearly optimal, but the sorting phase may
cost more. There are some variants of the standard algo
rithm (Negri and Pelagatti, 1991). These variants avoid
part of the sort effort by either sorting one relation com
pletely and another partially, or only sorting one relation.
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The difference in cost functions for sort-domain algo
rithms discussed in (Bertino and Foscoli, 1992a) and (Kim
et al, 1988) may be a matter of adopting different sortmerge techniques or assuming different storage strategies
for the DBMS.
This work adopts the cost functions (Kim et al, 1988) to
estimate the costs of the Join and Selection operations, but
certain modifications are needed. Estimating path access
cost in terms of disk page access is good enough in total
work determination, however, it may not be appropriate in
energy cost estimation. Energy consumption is usually
measured in terms of jouls. If the path access cost is con
verted to time, that will facilitate estimation of the energy
cost. In the cost functions discussed above, the CPU cost
has not been taken into account. In energy measurements,
the CPU is a major source of battery energy consumption,
therefore CPU cost cannot be omitted when considering
mobile systems.
Neither of the considered cost models addresses the
cost estimation in distributed environments. A cost func
tion for calculating data transmission cost is given in (Yu
et al, 1984). This provides a good estimation of such cost
and is expressed as: Cost = b + k*X, where b is the start
up cost of initiating transmission, k is a proportionality
constant, and X is the size of the data to be transmitted
expressed in bytes.
In modifying the above algorithms for mobile comput
ing environments, a number of simplifying assumptions
have been adopted. It is assumed that: the mobile database
system has only one ZOI; only chain queries are present;
there is no inheritance hierarchy involved in the query;
there are only single target queries; and the target class is
the root node in on the query graph QG.
3 QUERY OPTIMISATION IN MOBILE
COMPUTING ENVIRONMENTS
In object-oriented database terminology, there are two
types of join operations: implicit join and explicit join. An
implicit join constructs an intermediate result from only
the classes C and D, where D is the domain class of an
attribute in class C, to which the query applies. An explic
it join establishes results from arbitrary pairs of classes,
which share a domain. The chain query optimisation
focus of this research concerns only implicit joins
(referred to as join). Depending on the order of the classes
in a query to be implicitly joined, two types of join trees
(or plans) can result: deep join tree or brush join tree
(Jarke and Koch, 1984). For a deep join tree, one of the
two joining parties must be an original class. In contrast
with a deep join tree, two intermediate results can be
joined in a brush join tree. Both types of trees are used in
the proposed optimisation algorithms.
The dynamic programming approach to query optimisa
tion suggests that an optimal solution for a chain query
with n classes can be obtained by subdividing the chain
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 2, MAY 1998

query into a set of &-class subqueries (where l<k<n) and
finding optimal plans for subqueries.
Let NSQ(k, n) be the number of all subqueries of a kclass set of a chain query with n classes. It has been
found that NSQ can be calculated as: NSQ(k, n) = n - k
+ 1, where n is the number of classes involved in the
query and k is the number of classes of the k-class set
and 1 < k < n.
A query can be executed in many possible ways. A spe
cial directed graph, Query Execution Graph (QEG), is
used by many researchers (Jenq et al, 1990; Kim, 1990) to
describe query execution strategies. A Query Execution
Graph (QEG) shows information such as join order, join
method, join site, data flow and so forth.
3.1 One Dimensional Optimisation
In the algorithms proposed in this paper, three cost compo
nents are considered, namely CPU, local disk I/O and
inter-site communications. In a mobile computing envi
ronment, these costs can be calculated as work cost and/or
energy cost. A time unit is traditionally used as a measure
of cost in a system. The total work done by a mobile host
x (in time units) can be expressed as Work(x) = Tcpu + Tio +
Tcomm- Considering the fact that both join and selection
operations have CPU and I/O costs, it will be easier if Tcpu
and Ti0 are computed together. (Tcpu + Ti0) can be formulat
ed as (Tcpu + Tio) = Join(C,D) + Sel(C), where:
Join(C,D) = Min{FNLT(C,D), RNLT(C,D),
FSDT(C,D), RSDT(C,D)}
where FNLT(C,D), RNLT(C,D), FSDT(C,D) and
RSDT(C,D) are the minimal work costs for joining the
class C and D using the corresponding join strategy. At the
same time, Sel(C) = NIc*TCcpu + NIc*TC i0, if index is not
supported on class C. Sel(C) = NIc*Fic*TCcpu +
NIc*Fic*TCi0 if index is supported on the simple attribute
of class C on which the simple predicate is applied to the
query. Fic is the selectivity of the simple predicate.
The cost functions given in (Bertino and Foscoli,
1992a; Kim et al, 1988) and described above, can be mod
ified to estimate the costs for local join operations. A CPU
component is added and costs are converted into time
units (introducing TC). The modified cost functions can be
represented as shown below:
FNLT(C,D) = NIc*Refsc*TCcpu + (NIC* Refsc +
NIC)* TCi0
RNLT(C,D) = NIc*NId*TCcpo + (NIc*NId + NId)* TCi0
FSDT(C,D) = (NIC + NId + Sort(NISc))*TCcpu
+ (Sort(NISc) + NIC)* TCi0
RSDT(C,D) = (NIC + NId + Sort(NISd))* TCcpu +
(NId + Sort(NISd) + NIC)* TCi0
,
where the notation is explained above.
No modifications to the formula presented above for
the calculation of communication costs are required. The
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pseudocode of the work minimising algorithm is presented
in Figure 3 (in the Appendix).
Energy cost is measured in jouls. It is the time a specif
ic hardware resource is in use multiplied by the power
consumption rate of the hardware device. Let Energy(x) be
the energy consumed by a computer at site x, then:
Energy(x) = ERcpi, *Tcpu + ERio*Tio + ERsend*TsenC| +
ERreceive ^Treceive
ERt[0/c ‘ Tdo/e
where ER is the energy consumption rate of a device and
T is the time spent transmitting data or dozing. It should be
noted that a HBN is powered by alternating current and
does not consume battery energy. Thus, Energy(HBN) = 0.
Tcpi, and Ti0 have to be estimated separately as different
hardware components consume different amounts of ener
gy. However, they can be calculated similarly to those in
total work cost estimation. Instead of computing (Tcpu +
Ti0), Tcpu is the sum of the CPU costs of the selection and
join operations and Tio is the sum of I/O costs of the selec
tion and join operations. Tcomm in total work cost estima
tion is split into two parts here, Tsend and Treceive. Tse„d and
T-eceive can be estimated respectively as Tsend = b + k* Xsend
and Treceive = b + k* XreCeive where b and k are the same as
those in the total work cost model, Xsend is the size of the
data to be sent out, and Xreceivc is the size of the data to be
received from the other site expressed in bytes.
Tdoze is a run-time and system-dependent parameter. It
assumes that the power control software will automatically
turn the machine into doze mode and leave only the trans
ceiver listening to the incoming signals as long as there is
no local process on a mobile host. It will switch back into
full-on mode if a suspended process wakes up. The time
elapsed between these two states is just Td0Ze- The pseudo
code of the energy minimising algorithm is presented in
Figure 4 (in the Appendix).
3.2 Two Dimensional Optimisation
The work by Alonso and Ganguly (1992) and Ganguly
and Alonso (1993) is used as the basis for solving the twodimensional, energy-work optimisation problem. The two
one-dimensional optimisation algorithms are combined in
the design of the energy-work optimisation algorithm. The
energy-work optimisation algorithm is to save battery
energy consumption and to minimise total work. The goal
of saving energy consumption may cause an increase in
total work due to the need to transmit operations and data
between MHs and the HBN. To solve this problem, a rea
sonable bound is set on total work while energy consump
tion is minimised.
We define some notation and then give the formalised
optimisation criteria. The notation consists of three let
ters. The first letter designates the cost type, where W
means the total work cost and E means the energy cost.
The second letter designates the optimisation dimension,
where W means along the best work dimension and E
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means along the best energy dimension. The third letter
designates the cost status, where L means the work or
energy left to be consumed and C means the work or
energy that has been consumed.
WWC(x, Qisj) minimal total work done by the plan for
getting the result of subquery Qkj from site
x along the best work dimension,
EWC(x, Qkj) minimal energy consumed by the plan for
getting the result of subquery Qkj from site
x along the best work dimension,
WEC(x, Qkj) minimal total work done by the plan for
getting the result of subquery Qkj from site
x along the best energy dimension,
EEC(x, Qkj)
minimal energy consumed by the plan for
getting the result of subquery Qkj from site
x along the best energy dimension,
WWL(x, Qkj) work left to be done by extending the plan
for subquery Qkj- at site x to the plan for
getting the query Q„,i to the answer site
along the best work dimension.
EWK(x, Qkj) Energy left to be consumed by extending
the plan for subquery Qkj at site x to the
plan for getting the query QnJ to the
answer site along the best work dimension,
WEL(x, Qkj) work left to be done by extending the plan
for subquery Qkj at site x to the plan for
getting the query Q„,i to the answer site
along the best energy dimension,
energy left to be consumed by extending
EEL(x, Qy)
the plan for subquery Qkj at site x to the
plan for getting the query Q„,i to the answer
site along the best energy dimension.

Energy(optPlan(i,Qkj)) =

['
J
I

Energy(anyPlan(i,Qkj))
if Work(anyPlan(i,Qkj))<
DF*WWC(iQnj);
CO

Otherwise.

where Energy(p()) is the energy cost and Work(p()) is the
total work cost to execute a plan p(); WWC(i, QnJ) is the
total work cost for getting a query Q,u at site i along the
best work track; and DF is the system performance
degrading factor and ranges between 1 and some number.
By using this technique, the two-dimensional optimisa
tion problem has been transformed into a one-dimensional
optimisation with constraints. This circumvention is criti
cal for employing the dynamic programming technique. In
dynamic programming, a plan is the extension of its own
subplans. The two-dimensional optimisation algorithm
may keep a set of optimal plans. Therefore, plan extension
rules should be defined to govern the energy-work optimi
sation process.
The plan extension can go to two cost extremes, least
energy and least work. Since the energy and work optimisers are first executed to get the cost information for each
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subquery at each site before the energy-work optimisation
itself has actually taken place, it is possible to calculate the
maximum remaining costs to be consumed in the two cost
extremes for a subquery at a certain site. Having defined
the above notation, a set of identities are given below.
These identities are used for formulation of the plan exten
sion rules.
WWL(x, Qkj)
EWL(x, Qkj)
WEL(x, Qy)
EEL(x, Qkj)

WWC(answer site, „„.,) - WWC(x, Qkj)
EWC(answer site, Q„.,) - EWC(x, Qkj)
WEC(answer site, Q„.i) - WEC(x, Qtj)
EEC(answer site, Q„.i) - EEC(x, Qkj)

All plan extensions lie between the two cost extremes.
Only a subset of these plans that satisfies the optimisation
criteria stated are of interest. This subset can be reduced to a
minimal number of non-comparable but optimal plans by
using some plan extension rules. These rules are stated
below. In these rule definitions, p, pi and p2 designate plans
for obtaining a subquery Qkj at site x, where 1 < k < n.
Rule (4-1)

If work(p) > k* WWC(answer site, Q„,i) WWL(x, Qkj) then p is pruned.

Rule (4-2.1)

If energy(pl) < energy(p2) and vvork(pl) <
work(p2), then p2 can be pruned in favour of pi.

Rule (4-2.2)

If energy(pl) < energy(p2) and work(pl) <
DF*WWC(answer site,Q„.,) - WEL(x, Qkj), then
p2 can be pruned in favour of pi.

Rule (4-2.3)

If energy(pl) + EWL(x, QQ < energy(p2) +
EEL(x, Qy), then p2 can be pruned in favour of pi.

The logic of the energy-work query optimisation algo
rithm is similar to the one-dimensional algorithms. It also
employs dynamic programming and follows a bottom up
strategy, finding optimal plans for 1-class subqueries, then'
2-class subqueries and so on up to n-class subqueries. The
characteristics of the two-dimensional optimisation algo
rithm is that it keeps a set of non-comparable optimal plans
for each subquery instead of keeping only one optimal plan
as the one-dimensional algorithm does. The energy-work
optimisation algorithm consists of the following stages:
Stage One:
Stage Two:

generate all subqueries for a given query;
execute the energy optimiser to obtain all
optimal energy costs and associated work
costs for all subqueries at all sites; execute
the work optimiser to obtain all optimal
work costs and associated energy costs for
all subqueries at all sites;
Stage Three: initialise the one-class subqueries;
Stage Four: join operation;
Stage Five: transmission operation.
The whole algorithm is presented in pseudo-code in
Figure 5 (in the Appendix). Because the algorithm keeps
multiple optimal plans, some notation used in the
pseudocode needs to be redefined here.
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EnergyG(t, j, Qkj) the j-th optimal energy cost for getting
the subquery Qkj from site t;
EnergyJ(t, j, Qkj): the j-th optimal energy cost for con
structing the subquery Qkj from site t;
optGPlans(i, Qkj): the non-comparable optimal execution
plans for getting Qkj from site i;
optJPlans(i, Qkj): the non-comparable optimal execution
plans for constructing Qkj from site i.
Pi:
the i-th plan in an optimal plan set;
workG(t, j, Qkj): the j-th work cost for getting the result
of Qkj from site t along the best energy
track;
workJ(t, j, Qkj):
the j-th work cost for constructing the
result of Qkj from site t along the best
energy track;
The rest of the notation in the pseudocode of energywork algorithm have the same meanings as that in the
pseudocode of the one-dimensional algorithms.
4 SIMULATION
An event-driven simulation model was used to evaluate
and validate the algorithms. The model consists of a trans
action processing system and three types of events: transac
tions, connections, and disconnections. A number of para
meters such as mobile network speed, energy saving coeffi
cient (ESC), the number of nodes involved in the system,
data replication status and so forth can vary from time to
time and affect the outputs of the optimiser. This makes the
simulation result difficult to analyse. Therefore, some para
meters were fixed in some situations in the simulation.
Throughout all simulation experiments, the mobile network
speed and connection/disconnection ratio were fixed, with
values of 19.2 kbps (characteristic of cellular proposals like
Cellular Digital Packet Data) and 5:1 respectively.
4.1 One Dimensional Algorithms
The number of nodes involved in the system and energy sav
ing coefficient are fixed for each simulation experiment. For a
particular number of nodes, a set of ten queries with different
class replications is used to conduct the simulation. Each
query is run on the energy optimiiser as well as the work opti
miser. Optimal energy cost and associated work cost along the
best energy track, and the optimal work cost and the associat
ed energy cost along the best work track are therefore obtained
for the query. By comparing the energy cost obtained from the
work optimiser with the optimal energy cost obtained from the
energy optimiser, the energy saving in percentage of the ener
gy saving algorithm can be observed. The number of nodes
involved in the system varied from three to seven. For a par
ticular number of nodes, the ESC varied between 0.5 and 0.9.
The experimental results are summarised in Table 1. In the
table, a data cell gives the energy saving in percentages for a
particular query with an ESC; the last row gives the average
values for the corresponding columns.
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Table 1: Energy Saving (in %) of the Energy Saving Algorithm.
5 NODES

3 NODES

7 NODES

ESC=0.5 ESC=0.7 ESC=0.9 ESC=0.5 ESC=0.7 ESC=0.9 ESC=0.5 ESC=0.7 ESC=0.9
53

28

48

55
61

25
27

28
30
32

31
39

38
51

28
31

41
44

29
27

30

41

55
55
54

31
35
30.2

43
47
41.6

29
30
35
22

40
42

38
36

50
49

38
39
42

48
49
52

40
39

50
50

33

52
62

23
27
28

53.6

27.3

26
23
25
24

36
34

45
42

36
33

46
44

28
27

39
37

4!

26
24

36
34

48
46
44

49

38
37

48
47

25
23

35
33

46
42

38

58.4

25.1

35.3

45.2

■Average Row

Table 2: Work Increase (in %) of the Energy Saving Algorithm.
5 NODES

3 NODES

7 NODES

ESC=0.5 ESC=0.7 ESC=0.9 ESC=0.5 ESC=0.7 ESC=0.9 ESC=0.5 ESC-0.7 ESC=0.9
48

58
58
64

20

43
50
28

30
32

42
43

29
29
32

41
42
44

37
37.2

50

35
31
37

43.1

31
54
55
53
53
56
63
54.7

29
27
29
34

40
39
40

50

42

55
59
52

28
25

40
35

51
46

29
29

40
40
40.2

53

30
30

29

45
41

53
52

51
52.3

28
25
27

38
37

49
47

38
36
42

48
47
52

40
38
37

49
48

26

38
36

49
46

26.9

38

48.6

26
29
28
27
26
27

51

Average Row

An ESC multiplied by 100% indicates the maximal
energy saving in percentage that can be achieved for the
system. Observation from the Table shows that the actual
energy saving in the whole system is lower than the max
imum energy saving that can be reached, furthermore the
actual energy saving decreases when the number of
nodes involved in the system increases. This can be
expanded by noting that shipping data to other sites for
processing and receiving data from other sites will incur
some overhead.
Using the same experimental results from the two optimisers to compare the work costs obtained from the ener
gy optimiser with the optimal work costs obtained from
the work optimiser, the work increase in percentage of the
energy saving algorithm can also be observed. This find
ing is shown in Table 2. Here each data cell gives the cor
responding work increase percentage.
4.2 Two-dimensional Algorithm
A query involving three nodes, which was run on the one
dimensional optimisers, is executed again on the energywork optimiser. It should be noted that a set of optimal
plans for the query was generated by the energy-work
optimiser. The average figure of the output is used for
analysis. By comparing the energy cost obtained from the
work optimiser, as described in last subsection, with the
average optimal energy cost obtained from the energywork optimiser, the energy saving (in percentage) of the
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energy-work optimisation algorithm can be observed.
Similarly, by comparing the work cost obtained from the
energy optimiser with the average optimal work cost
obtained from the energy-work optimiser, the increase in
work as a percentage of the energy-work optimisation
algorithm can also be found. In executing the query, ESC
was fixed at 0.9 and the system-degrading factor DF was
varied between 1 and 2. The simulation experiment results
are depicted in Figure 1 and Figure 2 respectively.
The following observations have been made:
• When the system performance-degrading factor DF is
equal to 1, the energy-work optimisation algorithm
becomes the work minimising algorithm.
• When DF approaches a certain number DF' (for this
query DF' is equal to 1.6), the energy-work optimisa
tion algorithm becomes the energy saving algorithm.
• When DF is about half of DF', the energy-work algo
rithm will achieve a good result in energy saving with
out increasing the work too much.
In order to confirm the observations, all queries that
were run on the one-dimensional optimisers are re-exe
cuted on the energy-work optimiser with DF varying
between 1 and 2. In the experiments, the actual values of
DF' that make the energy-work optimisation algorithm
behave like the energy saving algorithm, varied from
query to query. However, the actual values of DF' do not

Energy
Saving0/.

—4—Energy-Work
Algorithm
—•—Energy Saving
Algorithm

#=f

Figure 1: Energy Saving (for a query) of the Energy-Work
Algorithm.

Work Increase
%

Energy-Work
Algorithm
Energy Saving
Algorithm

Figure 2: Work Increase (for a query) of the Energy-Work
Algorithm.
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Table 3: Energy Saving (in %) of the Energy-Work Algorithm.
3 NODES

7 NODES

5 NODES

ESC=0.5 ESC=0.7 ESC=0.9 ESC=0.5 ESC=0.7 ESC=0.9 ESC=0.5 ESC=0.7 ESC=0.9
14 28
14 30
17 33
11 22

20
25
15

12 27
12 29
16 32

16
18
22

15 30
15 30
14 34

20
21
22

13

38
41
47
31
37
37
43
40
42

27
28
32

53
54
60

13
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Table 4: Work Increase (in %) of the Energy-Work Algorithm.
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affect the analysis of the energy-work optimisation algo
rithm. The energy saving in percentage with respect to ‘/2
DF' and DF' is summarised in Table 3 and the percentage
increase of work with respect to '/2 DF' and DF' is sum
marised in Table 4. In these two tables, each data cell cor
responds to those in Table 3 and Table 4. The first figure?
in each data cell gives the result corresponding to V2 DF'
and the second figure gives the result corresponding to
DF'. The last rows give the average figures for the corre
sponding columns.
Due to space limitations, the comprehensive discussion
of the simulation and details of algorithms can be found in
(Zhou, 1997).
When DF was equal to 1 the results showed that the
energy-work optimisation algorithm always behaved like
the work minimising algorithm for all queries. This find
ing and the figures presented Tables 3-4 support the obser
vations drawn from Figure 1 and Figure 2.
5 CONCLUSION AND FUTURE WORK
The goal of this research project was to develop an objectoriented query optimisation algorithm that will work on
peer-to-peer mobile database systems and will save battery
energy consumption while simultaneously minimising
total work. Performance study and complexity issues of
the proposed algorithm are left for future work. However,
for a query with small number of classes (up to five) and a
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 2, MAY 1998

small number of sites (up to three) involved, the perfor
mance of the algorithm is acceptable.
Through designing the search method for the energywork optimisation algorithm, it has been found that a twodimensional optimisation problem can be converted to
optimisation that optimises along one-dimension with con
straints in another dimension. Rules are required to be
developed to make sure that the solution for the problem
will be a set of non-comparable but optimal plans. This
optimisation technique has general significance and can
also be employed for other optimisation problems that are
of more than two dimensions.
Extending the battery lifetime of the mobile hosts
involved in a mobile database system can be achieved
through flexible and efficient query optimisation. The gen
eral idea is to use the power management software to put
the mobile hosts in doze mode for as long as possible.
Simulation has shown that both the energy saving algo
rithm and the energy-work optimisation algorithm can
lead to significant savings in energy consumption. As the
number of nodes involved in the system increases, the
energy saving will decrease.
In future, a comprehensive architecture that consists of
a few HBNs and a wired network will be used to study the
characteristics of the energy-work optimisation algorithm.
Assumptions about the inheritance hierarchy, class meth
ods used in a query, position of the target class and query
type will also be relaxed to make the energy-work query
optimisation algorithm more generally applicable.
Another direction under consideration is to reduce the
complexity of the energy-work optimisation algorithm that
employs the dynamic programming technique. This goal
may be achieved by introducing heuristics to reduce the
search space or by re-designing the cost model to develop
some approximate algorithms to the current energy-work
optimisation algorithm. The algorithms presented here can
be used as a benchmark to form a comparison with the
algorithms based on approximation.
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APPENDIX
Input: A chain query with n classes located at s sites
Output: An optimal execution plan for the query with optimal work costs and associated energy costs,
for k:= I to n do
for j:= 1 to NSQfj, k) do
Qkj := Qk-i j kj [Cfc.j+jlt
SubquerySel := Qkj;
for i:= 0 to s do
for j:= 1 to n do
if Cj or its duplicates arc located at site i then
WorkGfi. Qy) := SclW(QIj);
encrgyGfi, Qi.,) := sclEfQI j);
optGPlanfi. Qt j) := transWPIanfi, i.Ql j);
else identify the site x where C, or its duplicates reside
WorkGfi, Q, j):= SclW(Cy) + TransWfx, i. Qu);
encrgyGfi, Qi j):= sclE(Cy) + transEfx, i, Qi j);
optGPlanfi. Qi ,j):= transWPIanfx, i. Ql.j);
for k:= 2 to n do
for j:= 1 to NSQ(j.k)do
for m:=0 to s do WorkJfm, Qkj):= 00 and WorkGfm, Qkj):=
for r:= I to JP(k) do
for t:= s do
jwc := WorkGfi, Qrj) + WorkGft, Qk.r „,) + JoinWfi, Qrj, Qk„, [+J);
Jee := energyG(t,Q,j) + encrgyGfi, Qk [.,♦,) + joinEfi, QtJ, Qk,.[*j);
if WorkJft, Qk j) > jwc then
WorkJft, Qt j):=jwc;
cnergyJft.Qk j):= jee;
optJPIanft, Qk j) := joi»WPlan(t,Qrj. Qk-r. r*j>:
for i:= 0 to s do
for x:= 0 to s do
lwc:= WorkJfx, QkJ) + TransWfx, i, QkJ);
tec:= energyJfx, Qk j) + transEfx, i, Qk j);
if WorkGfi. Qk j) > twe then
WorkGfi, QM):=lwc
encrgyGfi, Qkj)" lee;
optGPlanfi. Qkj) := iransWPIanfx. i. Qkj);
Required plan := optGPIanfanswer_site, Q,,j) with its costs.

Figure 3: Pseudocode of work minimising algorithm.

Input: A chain query with n classes located at s sites
Output: An optimal execution plan for the query with optimal energy costs and associated work costs,
for k:= I to n do
for j:= 1 to NSQ(j. k) do

Qkj:=Qk-lju[Ck.,+JJ;
subquerySet := Qkj;
for i:= 0 to s do
for j:= I to n do
if Cj or its duplicates are located al site i then
EnergyGfi. Qi j) := SelEfQl j);
workG(i.Qij) := selW(QIj);
optGPlanfi, Qi j) := transEPIanfi, i, QI j);
else identify the site x where
or its duplicates are located
EnergyGfi, Qi j):= SclE(C|j) + TransEfx, i, Qy);
workGfi, Qi ,):= selW(Cy) + transWfx, i, Qy);
optGPlanfi, Qi j):= iransEPIanfx, i, QI j);
for k:= 2 to n do
forj:=i to NSQfj, k) do
for m:=0 to s do EncrgyJfm. Qk.j):= 00
EncrgyGfm, Qkj):= «;
for r;= I to NJP(k) do
for t:=sdo
jee := EnergyGft, Q,j) + EncrgyGft, Qk.r.Mj) + loinEfi, Qrj. Qkr.r*j);
jwc := workGfi, Qf.,) + workGft,Qk.r,r*j) +join\V(i, Qrj, Qk,.r.,);
if EncrgyJft, Qk j) > jee then
EnergyJft, Qtj):=jec;
workJft, Qk j):=jwc;
optiPlanft, Qkj) :=joinEPIan(t,QfJ, Qk-(.(+J);
for i:= 0 to s do
forx:=0tosdo
tcc:= EnergyJfx, Qk j) + TransEfx, i, Qkj);
iwc:= workJfx, Qkj) +transWfx, i, Qkj);
ifEnergyGft, QkJ) > lee then
EnergyGfi, Qkj):= lee;
workGfi. Qkj):= twe;
optGPlanfi, QkJ) := transEPlanfx, i, Qk,j);
Required plan := optGPIan(answer_site, Q„j) with its cost.

Input: A chain query with n classes located at s sites
Output: A" set of optimal hut non-comparable execution plans for the query with corresponding optimal
energy costs and associated work costs,
for k:= 1 to n do
fnrj:= i to NSQfj, k) do
Qkj := Qk-1 j u {Ck.|tj];
subquerySet := Qkj;
execute the energy optimiser to gel optimal energy costs and assoc, work costs for each subquery at each site;
execute the work optimiser to get optima] work costs and assoc, energy costs for each subquery at each site;
for i:= 0 to s do
for j;= I to n do
if Cj or its duplicates arc located at site i then
EnergyGfi,!, QI j) := SclEfQI j);
workGfi, QI j) := selWfQl j);
optGPIansfi, QI j) := transEPIanfi. i, QI j);
else identify the site x where Cj or its duplicates arc located
EnergyGfi,I, QI j):= SelEfCl j) + TransEfx, i, Ql.j);
workGfi, QI j):= selWfCI j) + transWfx, i, Q) j):
optGPIansfi. QI j):= transEPlanfx, t, QI j);
for k:=2 to n do
for j:=l to NSQfj, k) do
for t:= to s do
for r;=l to NJPfk) do
wwl = wwefanswer site, Qn,l) - (wweft, Qrj) + wweft, Qk-r. r+j)):
cwl = ewefanswersite, Qn,l) - (eweft, Qr.j) + eweft, Qk-r, r+j));
wcl = weefanswer site, Qn,l) • (weeft, Qrj) + weeft, Qk-r, r+j));
eel = eeefanswer site, Qn.l) • (cccft, Qrj) + eeeft, Qk-r, r+j));
for g:=l to the number of optJPIans(Qrj)
for h:=l to the number of optJPlans(Qk.r.,»j)
jcc:=EncrgyG(l.g.Qf.)+EnergyG(t,h,Qk.r. „i)+JoinE(t,Qrj,Qk
jwc:=workG(t,g.Qrj)+workG(t,h,Qk-r. r+j)+joinW(t Qrj,Qk-r, r+j);
if jwc < DF* wwefanswer site, Qn.l) - wwl then
for Pi e optJPIansft, Qkj) do
iff
(jee < Energy(Pi) and jwc < WorkfPi)) or
(jee + cwr £ EnergyfP,) + ccr) or
(jee£ EnergyfP,) & jwc< DF*wwc{answer sitc,Qn ])- wer))
delete Pi from optJPIansft, Qkj);
optJPIansft, Qkj) :=joinPlanft,Qr.j, Qk-r, r+j);
EnergyJft,i,Qkj) :=jcc; workJft, i, Qkj) := jwc;
else
optJPIansfs, Qrj) ;= joinPlanfs.Qrj, Qk-r, r+j)
EnergyJft,i,Qk.j) := jee; workJft, i. Qkj) := jwc;
for d:=0 losdo
for x:=0 to s do
wwl = wwefanswer site, Qn.l) - wwcfx, Qkj);
ewl = ewefanswer site, Qn, 1) * ewefx, Qkj);
wel = weefanswer site, Qn, 1) - weefx, Qkj);
eel = eeefanswer site, Qn,I) - eecfx, Qkj);
for !':= I to the number of optJPlansfx, Qkj)
twe := workJfx, f, Qkj) + transWfx, d, Qkj);
tee := EnergyJfx, f. Qk.j) + TransEfx, d, Qkj);
lor Pi e optGPIansfd. Qkj) do
if f
(jcc£Energy(Pi) & jwcSWorkfPi)) or
(jec+cwr<Energy(P,)+eer) or
(jee £ Energy(p) and jwc£ k’Hvwcf answer site. Q„.i) - wer))
delete Pi from optGPIansfd, Qkj);
optGPIansfd, Qkj) := transPlanfx, <1, Qkj)
EncrgyGfd. i. Qkj) := tec; workGfd, i, Qkj) := twe;
else
optTPIanfs, Qrj) := transPlanfx, d. Qkj)
EncrgyGfd. i, Qkj) := tee; workGfd. i, Qkj) := twe;
Required Plans := oplGPIansfaimver site, Q0j)

Figure 5: Pseudocode of work-energy algorithm.

&

Figure 4: Pseudocode of energy saving algorithm.
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Users of mobile computers will soon have online access to
a large number of databases via wireless networks.
Because of limited bandwidth, wireless communication is
more expensive than wire communication. This implies
that caching offrequently accessed data items will be an
important technique that will reduce contention on the
narrow bandwidth wireless channel. In this paper, we
propose a new cache coherency scheme, named CCS-IUP
(cache coherency scheme with incremental update
propagation), that allows incremental update and use of
derived caches. CCS-IUP is novel in the sense that it tries
to avoid invalidating cached data; hence, the number of
cache misses may be reduced. Furthermore, in CCS-IUP,
the server propagates only relevant fractions (increments)
of the modifications that affect the cached data, so that it
can significantly reduce the amount of data transmission
over the wireless network.
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1 INTRODUCTION
Mobile computing — the use of a portable computer
capable of wireless networking — will very likely revo
lutionise the way we use computers (Forman and
Zahorjan, 1994; Imielinski and Badrinath, 1994). In par
ticular, the mobile computing environment will give
users with low powered palmtop machines the capability
of accessing databases over wireless channels (Alonso
and Korth, 1993; Imielinski and Badrinath, 1993). For
example, while on the road, passengers will access air
line schedules and weather information; investors will
access prices of financial instruments; salespeople will
access inventory data; and callers will access location
dependent data.
Sending access-requests from the mobile computer to
the online database server may be expensive due to the
limited uplink bandwidth, and also due to the fact that
sending messages is a significant drain on the portable
battery. This implies that each mobile user should access
databases in a way that minimises communication.
Furthermore, access to an online database may be
unavailable when the user is out-of-range of the wireless
network. These two problems can be alleviated by
appropriate data caching, i.e., cache data in the local
storage of mobile computers for later reuse (Barbara and
Imielinski, 1994; Huang, Sistla and Wolfson, 1994).
Data caching may lead to overall throughput improve
ment by making it possible to answer queries locally
without competing for the scarce wireless bandwidth.
For example, if a user frequently reads a data item x and
x is updated infrequently, then it is beneficial for the
user to cache a copy of x to his/her mobile computer.
This way, the reads access the local copy, and do not
require communication.
Data caching is not a performance panacea, however.
Because of data caching, several copies of a shared data
item can exist in a database server and a number of
mobile computers at the same time. Hence, to incorpo
rate data caching, cache coherency schemes (CCSs)
should be provided to guarantee that the cached data are
maintained consistently. CCSs in mobile environments
are more complicated than those of conventional clientserver DBMS (Delis and Roussopoulos, 1993; Franklin,
Carey and Livny, 1997). This is because (i) clients in
mobile environments are often disconnected for pro
longed periods of time due to the battery power saving
measures, and (ii) they are also frequently relocate
between different cells and connect to different database
servers at different times. As a result, the server may no
longer know which clients are currently located under its
cell and which of them are active.
I
1.1 Motivation
In mobile computing environments, there are two
approaches of CCSs: update invalidation (CCS-I) and
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update propagation (CCS-P). In CCS-I, which was pro
posed by Barbara and Imielinski (1994), cached data of
each client are invalidated if the client is informed that the
data were updated by others. To inform clients, the server
broadcasts a report (periodically or asynchronously) that
includes updated data items. This results from the fact that
the wireless medium provides an excellent platform for
broadcasting information to a massive number of users. In
CCS-P, which was proposed by Huang et al (1994), the
server propagates updated data to the client, if the client
caches the data. The propagation procedure can also be
incorporated with the broadcasting mechanism.
We can compare the two approaches according to the
number of bits that are transmitted in the channel both
ways: downlink (from the server to the clients), and uplink
(from the clients to the server). The tradeoff of the two
approaches is illustrated in Example 1.
Example 1 (Tradeoff of Two CCSs): Consider the com
munication scenario of a client and a server shown in
Figure 1. Initially the client starts off with an empty
cache. When an application of the client requests a query
Q, it must be sent to the server due to the empty cache.
The server executes Q and returns the result R to the
client. Then, the client caches R in its memory. Now, sup
pose that some update operations are performed by the
server and thus the result of Q is changed to R'. At this
time, CCS-I makes the server broadcast an invalidation
report that contains ID(/?), where ID(/?) is an identity of
R. Whereas, in CCS-P, the server sends the entire contents
of R'. Since the size of ID(/?) is usually smaller than that
of R', the amount of transmission in downlink can be
reduced in CCS-I. If the client requests Q again, the order
is reverted. In CCS-I, the client should send Q to the serv
er since the cache was invalidated. Furthermore, the new
result of Q (i.e. R') should be sent to the client again. In
CCS-P, however, Q can be processed locally since the
client caches R'. As a result, CCS-I might suffer from a
number of cache misses, which result in increasing data
transmission in uplink and downlink.
If the size of query result is small, the effect of invali
dating the entire result or sending the new result may not
be significant. In fact, both CCS-I and CCS-P assume
that queries are simple requests to read a numerical data
item (stock data, temperature) or a textual data item
(news). However, there may be a number of applications
where the assumption of a simple query does not hold.
For example, salespeople could request catalogue infor
mation for every household electrical appliance support
ed by his/her company. Investors may request a list of
stocks each of which price has dropped during a week. In
these applications, sending the entire query result must
be a very expensive operation; hence it should be avoid
ed as far as possible.
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(D Client requests a Query 0
„ ® Server returns a result R
D Invalidate R ox/ N
propagate R‘ (
'

. © Update notification messages

Q) Someone updates

data. The result of Q
is now changed to R’.

1 if invalidated, issue Q agaij^
5 If propagated, (
\
Q can be
V_
processed locally^

D-2 If invalidated, returns R"

Figure 1: Communication scenario between a client and a server
(example).

In this paper, we propose a CCS with incremental
update propagation (CCS-IUP) that allows incremental
update and use of derived caches. Unlike CCS-I, CCSIUP tries to avoid invalidating cached data; hence, the
number of cache misses may be reduced. Furthermore,
CCS-IUP propagates only relevant fractions (increments)
of the modifications. This significantly reduces data
transmission over the network as the server only transmits
the increments affecting the cached data, compared with
CCS-P where query results are continuously transmitted
in their entirety.
The rest of the paper is organised as follows. Section 2
presents the model of caching and broadcasting. Then we
describe the broadcasting algorithm and the cache recon
struction algorithm in Section 3 and Section 4, respective
ly. Section 5 presents optimisation strategies that should
be addressed to improve the performance of CCS-IUP.
Section 6 describes previous work that is related to the
paper. We conclude the paper in Section 7.
2 THE MODEL
The database is a set of base relations /?,. Each relation
consists of a number of records. To each record of a rela
tion Rj, a unique record identifier (RID) is assigned. Note
that the RID attribute may be hidden to the end user.
Assume we have a large number of clients (i.e. mobile
users) residing in a cell. Each client issues queries that may
be selections, projections, or joins on base relations. The
intelligent user interface such as spreadsheets may shield
the actual query formats. In this case, there are lower level
modules, called database drivers, that link the application
to the actual DBMS. Note that the result of such a query
may consist of a large number of records, unlike the
assumption of simple queries adopted in CCS-I and CCS-P.
The clients exhibit a large degree of data locality, querying
a particular subset of the database repeatedly. We assume
that the database is updated only by the server. This
assumption is not really necessary but it considerably sim
plifies the description of our algorithms.
Clients can cache a portion of the database. They can
do this in a disk (if they are equipped with it), or any stor
age system that survives power disconnections, such as
flash memories. We regard a cached data as a materialised
view that is created as a result of a query issuing in the
client. Queries specify their target set of objects using
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query predicates, as in the WHERE clause of a SELECTFROM-WHERE SQL query. We allow general SELECTPROJECT-JOIN queries over one or more relations, with
the restriction that RID attributes of all records of rela
tions participating in a query must be included in the
query result. We feel this is not overly restrictive, since a
query posed by the user that does not satisfy this con
straint may optionally be augmented by a client to
retrieve RID attributes from the server. Possible perfor
mance benefits are then (i) records need not be stored in
duplicate, and (ii) the materialised view may be selfmaintainable (Gupta and Mumick, 1995) with respect to
deletions to base relations. The latter benefit is mostly
desirable in the sense that views can be maintained using
only the materialised view (without base relations stored
in the database server).
The specification of the cached data can be formally
described as follows: Let R, and R, be two base relations
maintained in the server database. Then the cached data
can be one of the views VCT, V „, and V N that are derived
via relational operators selection a, projection it, and join C4:

selection view:

V«(P) = <?p{Ri)

projection view:

^ir(a)) = TTu,{Ri)

join view:

where P implies the selection predicate and co is an
attribute list of the projection. The view created by inter
section, union, and difference can be maintained similarly
with the join algorithm and is not included in this paper.
Figure 2 illustrates a stock trading database that con
sists of two base relations and three views of the relations.
Each view corresponds to V CT, V* and V N, respectively.
In Figure 2, we assume that the RID attribute of each view
represents the RID of the corresponding record of base
relations. This implies that a join view may include several
RID attributes. In Figure 2, V 3 has two RID
attributes, RIDC for “Company” relation and RIDS for
“Stock” relation.
By regarding the cached data as a view, we can recon
struct the view if any records of base relations are updat-

Stock

Company
RID
1
2
3
4
5
6
7
8

field

cname
IBM
HANIL
DEC
SEOUL
UNIVAC
KIA
TAEGU
PUSAN

computer
bank
computer
bank
computer
car
bank
bank

VN - Ri N Rj

capital

RID

sno

cname

1
2
3
4
5
6
7
8

100
101
102
103
104
105
106
107

IBM
DEC
HANIL
SEOUL
UNIVAC
TAEGU
KIA
PUSAN

300,000
20,000
100,000
30,000
50,000
70,000
10,000
10,000

V2: (projection view)
select sno, price
from
Stock;

Vf (selection view)
select *
from
Stock
where price < 100;

price
358.25
295.50
38.00
52.25
175.75
27.50
94.50
27.75

old-price
360.50
285.00
38.00
53.50
180.00
28.00
90.25
27.00

V3: (join view)
select sno, cname, price
from
Company, Stock
where Company.cname = Stockcna/ne
Company.field = “bank”',
and

v2
RID sno
RID sno
3
4
6
7
8

102
103
105
106
107

cname
HANIL
SEOUL
TAEGU
KIA
PUSAN

price
38.00
52.25
27.50
94.50
27.75

Vs

price

old-price
38.00
53.50
28.00
90.25
27.00

1
2
3
4
5
6
7
8

100
101
102
103
104
105
106
107

358.25
295.50
38.00
52.25
175.75
27.50
94.50
27.75

RIDC RIDS
2
4
7
8

3
4
6
8

sno

cname

102
103
105
107

HANIL
SEOUL
TAEGU
PUSAN

price
38.00
52.25
27.50
21-75

Figure 2: Stock trading database.
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ed. The reconstruction procedure performs with three
information: old view that was cached, query that created
the view, and information for updated records that were
broadcast by the server. The detailed algorithm is shown in
Section 4.
We assume that the server has no information about
which clients are currently under its cell and what are the
contents of their cache. This assumption is well suited in
mobile computing environments due to the high frequen
cy of disconnection and mobility of clients. The server
therefore should broadcast an update report that contains
one or a number of updated records. There are two alter
native methods for broadcasting: asynchronous and syn
chronous (Barbara and Imielinski, 1994). In the asyn
chronous method, the server broadcasts the update report
immediately after changes to the records of base rela
tions occur. Whereas, the synchronous method is based
on periodic broadcasting of the update report. The syn
chronous method is advantageous when a client is recon
nected after some periods of disconnection. The asyn
chronous method does not provide any latency guaran
tees for the querying client; if the client queries a data
item after the disconnection period then it either has to
wait for the next report (with no time bound on the wait
ing time) or has to submit the query to the server (cache
miss). In the case of the synchronous method, however,
there is a guaranteed latency due to the periodic nature of
the synchronous broadcast. Hence we adopt the synchro
nous broadcasting method.
In the synchronous broadcasting method, a client
has to listen to the update report first in order to con
clude whether its cache is valid. Note that this adds
some latency to query processing. If there are some
update operations on the base relations, the cache
should be reconstructed. The answer to a query will
therefore reflect any updates to the base relations dur
ing the interval in which the query was posed. Note
that this is the case even if the query predates the
update during the interval.
3 BROADCASTING ALGORITHM
CCS-IUP consists of two algorithms for broadcasting
and view reconstruction, respectively. The broadcasting
algorithm describes a communication protocol between a
server and clients. The view reconstruction algorithm
specifies how each client can reconstruct its cached view.
In this section, we describe the broadcasting algorithm of
CCS-IUP. The view reconstruction will be described in
Section 4.
Queries involving base relations are transmitted to and
processed initially by the server. When the result of a
query is cached into a view for the first time, this “new”
view is bound to the base relations used in extracting the
result. For each view V, the client keeps the following
four items to record such binding:
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• PR- the set of participating base relations of V
ATT - the set of attributes of V
•
COND - the applicable conditions on PR
• TS( V) - a timestamp
•

The notion of binding is well matched to the semantics
of SELECT-FROM-WHERE in SQL statement.
Specifically, the value of PR comes from the relation
names in the FROM clause, and the attribute list of the
SELECT clause can be used to fill ATT. Similarly, the
value of COND can be collected from the WHERE
clause. The condition is essentially the filtering mecha
nism that decides what are the qualifying records for this
client. The timestamp indicates that the view is correct at
time of the timestamp.
For example, suppose a client caches three views of
Figure 2. Then the binding information of each view can
be set as Figure 3. The value of COND of V2 is set to
NULL, because the WHERE clause is not defined. The
value of ATT of V| is set to **’ that means the view
includes every attribute of the base relation.
For each base relation participating in the cached view,
the client maintains an update propagation log and a timestamp. Let UPLj be the update propagation log of a base
relation R,. UPLj is partitioned as incremental deletion
logs (D-,) and incremental insertion logs (/,•). A modifica
tion of a record is treated as a pair of a deletion and an
insertion. Each record of D, is a pair of RID and TS, where
RID is an identifier of a deleted record and TS is a timestamp representing when the record was deleted. On the
other hand, each record of /,- includes every attribute of R,
and one additional attribute for timestamping (TS). The
timestamp of each relation indicates the time of the last
update propagation record. The value is initially set to 0.
View

PR

ATT

COND

TS

V1

{Stock}

*

price < 100

1,000

NULL

2,000

V2
V3

{Stock}
{Company,Stock}

{sno, price}
[sno, cname, price]

Company.cname = Stock.cname

3,000

and
Company./te/d = “bank”

Figure 3: Binding information of each view (example).

The server broadcasts the update report periodically at
times Tk . The update report consists of information about
records that have been changed in the last A seconds. The
value of A is set to an integral time of broadcasting period.
Note that the choice of the value of A has a significant
effect on the amount of data transmission. Intuitively, if
the value of A is too large then the size of the propagation
report could increase, because old update logs may be
broadcast a number of times together with the new update
logs. Furthermore, the large size of propagation report
may result in increased processing overhead for the client
to check the report. On the other hand, if the value of A is
too small, the client could face an increasing number of
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cache misses when it tries to reconnect. The detailed dis
cussion about the size of A can be found in Barbara and
Imielinski (1994).
The update report is defined formally as a list O of
which element is a 4-tuple (7?,, RID, VAL, TS) where
• Ri - the relation identifier that includes the record of
RID
• RID - the record identifier that was inserted or deleted
during the interval \Tk - A, Tk ]
• VAL - the value of record if it was inserted; otherwise
(i.e. deleted) it is null
• TS - a timestamp indicating when the record was updat
ed last
Upon receiving the list of <E>, the client compares R, to
its binding information to decide whether to keep each <E>
or not. Also the client has a list of queries Q, that have
been issued in the interval [Tk
Tk], The client also
keeps a variable 7) that indicates the last time it received a
report. The formal description of the broadcasting algo
rithm is shown in Figure 4.
If the difference between the current report timestamp
(Tk) and 7', is more than A then the client purges all the
caches it maintained. This is because the client has been
disconnected for a very long time, and thus there may be
some updates that were not broadcast to the client and the
current report does not include them. If the difference is
smaller than A, the client checks whether <t> needs to be
kept. The client can skip <t> if there are no views that cor
respond to O or $ has been reflected already. Otherwise,
<E> is appended to the appropriate incremental logs of the
base relation. After checking all <E>s, the client also updates
Ti. Now the client can process its queries that have been
issued during the interval. If the result of the query is no!
cached, then it should be forwarded to the server.
Otherwise, the query can be processed locally. Before pro
cessing the query, the cached view should be reconstructed
if the participating base relations have been updated. As a
result of view reconstruction, the timestamp of the view is
changed to the maximum timestamp of the base relations.
Example 2 illustrates the broadcasting procedure for the
stock trading database of Figure 2.
Example 2 (Broadcasting Procedure of CCS-IUP):
Suppose a client C caches three views of Figure 2, and the
binding information of each view is constructed as Figure
3. Furthermore, the timestamp of both base relations at
C is supposed to be 3900, which means that C keeps every
update log that has been made before 3900. Suppose that
an update report is broadcasted to C at 4500 (i.e. Tk =
4500) and the report consists of the following four logs:
: [Stock, 8, NULL, 4000]
<&2: [Stock, 8, (8, 107, ‘PUSAN’, 26.00, 27.00), 4200]
Os: [Company, 2, NULL, 4300]
®4: [Company, 2, (2, ‘HANIL’, ‘bank’, 25000), 4400]
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if (Tfc - Ti > A) { drop entire cache }

/* reconnected after long periods of disconnection */

else {
for every clement (/?,-,

RID, VAL, TS)

in $ {

if (3Ve such that the client caches Vc and
if (TS <

TS(Ri))

{ skip

}

R,

€

PRC)

{

/* The log has been reflected already */

else {
if ( VAL is null) Dc = Dc U {{RID, TS)}
else IC = ICU {{VAL, TS)}
TS{R<)

)

)

Tt = Tfc

— TS

/* increments the timestamp of base relation */

)
/* Reset the timestamp of the client to the current time */

)
for every query Qi {
if (the result of Qi is not cached)

/* cache miss */

{ request Qi to the server }
else {
Let V, be the cached result of Qi
if (3PRi such that D, ^ 0 or R £ 0) {

/* Base relation has been updated */

call view reconstruction
TS(ty) = MAX/i€p/t, (TS(fl))

/* view’s TS is set to maximum TS of relations */

}

Use Vj to answer Qi

)

)

Figure 4: Broadcasting algorithm of CCS-IUP.

In this case, C should keep every log of the update
report. This is because (i) each log corresponds to either
‘Stock’ relation or ‘Company’ relation both of which par
ticipate in the views cached in C, and (ii) the timestamp of
each log is greater than that of the base relation maintained in
C. Since <E>t and d>3 are deletion logs, they are appended to
the incremental deletion logs of the ‘Stock’ relation and
‘Company’ relation, respectively. On the other hand, <J>2
and <I>4 are appended to the incremental insertion logs of
the corresponding base relation. As a result of the log
appending, the timestamp information is changed.
Specifically, T5(Stock) is set to 4200, and TS(Company) is
set to 4400. The timestamp of C is also changed to 4500,
which is the value of Tk.
A novel optimisation strategy about the broadcasting
algorithm is that it is possible not to drop the entire
cache even though the difference between Tk and 7) is
more than A. This is achieved by adopting the notion of
update history window W, where W > A (Wu, Yu and
Chen, 1996; Cai, Tan and Ooi, 1997). The basic idea is
that the server also maintains update logs for as far back
as W seconds. If the disconnection time of a client
(Tk -Tt) is between A and W, then the client may
request missing logs from the server. After receiving the
logs, the client can incrementally reconstruct its cache.
If the disconnection time is larger than kV, then it
implies that the client’s cache is totally invalid and the
query has to be processed from scratch. As a result, the
cache miss ratio can be reduced significantly if the serv
er keeps update logs for large kV.
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4 VIEW RECONSTRUCTION ALGORITHM
CCS-IUP reconstructs the cached view if all of the follow
ing three conditions are satisfied: (i) an application of a
client issues a query, (ii) the result of the query is cached
in the client, and (iii) some records of the participating
base relations have been updated.
We first introduce some notation for incremental logs.
Given D; and 7f of a base relation 7?,, let Df mean
Krid{<5ts >ts (v*>(A)) and If mean %rid,valets >ts <y*)(7;))>
where V* represents Va(P > or V„(0)), respectively. As a
result, both Df and If include only update logs that are not
reflected in the view. Now, we can reconstruct the selec
tion view (y (*>>)) and the projection view (yrt0))) as follows:
Kr(P) = (Kr(/>) © Df) U

v„(„) = (V,M©W) U
where R © S = R - %R (7? tx S) . For both cases of recon
structing V a(P, and VH(W), we first remove the records of
Df found in the view, and then insert new (qualified)
records of /f to the view. This holds because the unary
relational operators of selection and projection can be dis
tributed over the union operator.
Note that projection requires more work for processing
both /,■ and D,. For the insertions, the incremental merge
has to make sure that it does not generate any duplicates.
For the deletions, it must either eliminate a record or not,
depending on the existence of duplicates of the record. In
CCS-IUP implementations, we recommend that each
client caches every duplicate of a projection. Then the
duplicate is eliminated when the query result is returned to
the user. This can simplify both the structure and the incre
mental maintenance of the client’s cached view.
Given D, and 7,- of a base relation R,, and D, and Ij of a
base relation Rj, we can reconstruct the join view (V *) as
follows: Let Df mean nR!D (are>re(yixi)(D,-)) and If
mean nr/d.val (Ore>ri<VM) (7,j).
VM

=

((RiQDf)UIf) M

=

({Iii M Rj) © (Df x DJ)) U ((Ri 0 Df) >0 IJ) U ((Rj © DJ) M If)

=

(V* © (Df X DJ)) U ((Ri © Df) M IJ) U ((Rj © DJ) M If)

Note that
cannot be reconstructed using the update
propagation logs only. In other words, the computation of
for Ri and Rj requires the contents of both base rela
tions (due to the second and third terms of the last equa
tion). There are two alternatives for solving the problem:
(i) to invalidate
in case of updates, and (ii) to cache
both R, and Rj together with
. Alternative (i) would
result in less storage overhead and lower communication
cost. However, it may suffer from frequent cache misses,
and thus
should be frequently transferred from the
server. Note that the size of
is usually much larger
than Rj and Rj. In addition, if the client caches both 7?,- and
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Rj, it can support other queries for the relations without
communication to the server. This is why we choose alter
native (ii). In Section 5, we describe special kinds of
updates which do not require base relations to reconstruct
the join views.
Example 3 illustrates the view reconstruction proce
dures for the stock trading database of Figure 2.
Example 3 (View Reconstruction Procedure of
CCS-IUP): Like Example 2, a client C is supposed to
cache three views of Figure 2. Suppose that the update
report of Example 2 is the only one that was broadcast
after the creation of each view. Then the incremental logs
of each base relation may be constructed as follows:
DSlock :,
Is,ock &Company •
ICompany •

[8, 4000]
[(8,107, ‘PUSAN’, 26.00, 27.00), 4200]
[2, 4300]
[(2, ‘HANIL’, ‘bank’, 25000), 4400]

The reconstruction of V, is rather simple. Since V! is a
selection view and is defined on the ‘Stock’ relation, both
D stock and Istock need to be checked. Remember that
TS( V i) is 1000 (see Figure 2). So DsfOCk and Istock are equal
to Dstock and ISt0ck, respectively. Since V, has a record with
RID 8, the record is removed from V, as a result of
(Vi © Dswck )• In case of Iswck- the value of the ‘price’
attribute is smaller than 100. So the log of Istock should be
appended to VFigure 5(a) shows the new V, after the
reconstruction.
The projection view V 2 can also be reconstructed like
the selection view. In this case, a record with RID 8 is
removed first and then a new log from Isf0Ck is inserted to
V 2. Figure 5(b) shows the new V 2 after the reconstruction.
As we have described previously, the join view V3 can
not be reconstructed without the base relations. So in this
example, we assume that C caches the base relations of
V3 when V3 is created in C . Then we can reconstruct V 3
by (i) removing records of V3 that correspond to Dstock or
Dcompany, and (ii) inserting the results of join operations on
Company' with 7j]ont and Stock' with Icompany ■ Company' is
created by deleting records of ‘Company’ that correspond
to Dcompany ■ Stock' can be created similarly with ‘Stock’
and Dstock- The reconstructed V3 is shown in Figure 5(c).
The view reconstruction algorithm is similar to the
incremental access method (IAM) for views, which was
proposed by Roussopoulos (1991). IAM has been devel
oped for implementing views in a centralised relational
DBMS. The main difference of IAM and the view recon
struction algorithm of CCS-IUP is the method of repre
senting views. In IAM, each view is represented as a col
lection of indices that point to the records of base relations
required to materialise the view. While this representation
method is well suited to centralised DBMS due to the low
storage overhead and smart handling of incremental
updates, it must result in lots of data transmission in
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(a) selection view

(b) projection view

(c) join view

Vt

v2

v3

RID sno

cname

102
103
105
106
107

HANIL
SEOUL
TAEGU
KIA
PUSAN

3
4
6
7
8

price
38.00
52.25
27.50
94.50
26.00

old-price
38.00
53.50
28.00
90.25
27.00

RID sno
1
2
3
4
5
6
7
8

100
101
102
103
104
105
106
107

price
358.25
295.50
38.00
52.25
175.75
27.50
94.50
26.00

RIDC RIDS
2
4
7
8

3
4
6
8

sno

cname

102
103
105
107

HANIL
SEOUL
TAEGU
PUSAN

price
38.00
52.25
27.50
26.00

Figure 5: The example views after reconstruction.

mobile computing environments. If the cached view con
tains only pointers to actual records of base relations
(stored in the server), materialising the view requires
transmitting the actual records from the server to the
client. This reduces or diminishes the benefits of caching.
Therefore, in CCS-IUP, each view stores the actual result
of a query as a snapshot. A previously constructed snap
shot can be retrieved directly without any data transfer.
5 OPTIMISATION
In this section, we consider optimisation strategies about
query processing and reducing downlink transmission that
should be addressed to improve the performance of CCS-IUP.
5.1 Query Processing
5.1.1 Cache Completeness
In CCS-IUP, queries are used to form predicates that1
describe the cache contents. Then the subsequent query at
the client may be satisfied in its local cache if we can
determine that the query result is entirely contained in the
cache. This issue is often called cache completeness,
which was introduced first by Keller and Basu (1996) in
the area of client-server DBMS. For example, suppose a
client caches a view V, of Figure 2, and the client should
process a query that selects a ‘Stock’ relation for which
the ‘price’ attribute is less than 50. Note that the query can be
processed with Vb since the condition of the query is
more restricted than the condition attached to V i (i.e.
COND( V i)). This implies that queries with more restrict
ed conditions can be processed without (expensive) wire
less communication.
To achieve cache completeness, we should be able to
check whether a query can be processed with a local
cached view. This problem may be translated into check
ing inclusion relationships between a condition of a query
and that attached to the view. One idea is to describe the
condition as a range of the maximum acceptable value
(MAV) and the minimum acceptable value (MIV). For two
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conditions Cj and C2 on the same attribute, C, is included
to C2 if MAV(Cj) < MAV(C2) and MIV(C)) > MIV(C2). A
similar idea has been introduced for predicate locking
used for concurrency control in traditional database sys
tems. However, predicate locking uses the notion of the
predicate by preventing two locks with intersecting predi
cates from being held concurrently. In the case of projec
tion, it should also be checked whether the attribute list of
a query is included in that of a view. However solving this
problem is rather simple, and thus we omit the detailed
description.
5.1.2 Join Processing with Partial Information
A view that takes the join of two or more relations (V
is not self-maintainable with respect to updates, i.e. the
view cannot be maintained without requiring access to any
base relations (Gupta and Mumick, 1995). Since it may
not be acceptable to invalidate
or to cache all of the
base relations, we should develop an optimised view
maintenance plan that consumes both network bandwidth
and storage capacity as little as possible. The plan should
address the following subproblems: (i) detection of irrele
vant updates, (ii) detection of autonomously computable
updates, and (iii) re-definition of the view. The following
describe each subproblem in more detail.
An update operation into a base relation is irrelevant to
a view if it causes no record to be updated, inserted or
deleted into the view (Blakeley, Coburn and Larson,
1989). Suppose a join view
of which bound informa
tion is PR tx (the set of participating base relations of
Vtxj), ATT^ (the set of attributes of
), and COND(x
(the applicable conditions on V^). An update operation of
a record r into a base relation R„ e PR&\ is irrelevant to
if and only if COND ^ (r) is unsatisfiable. For exam
ple, suppose a VM is defined as naM (g(;>3o(A M B)) ivhere
the relation schemes are A{a,b,c) and B(c,d,e). In this case,
if a record (20, 20, 20) is inserted into B, then it is irrele
vant to V t*| since the value of d is 20 which is not greater
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than 30. Note that irrelevant updates are worth being detect
ed since they can be omitted from the procedure of view
reconstruction without resulting in any inconsistencies.
If an update operation is not irrelevant to a view, then
some data from the base relations may be necessary to
update the view. An important case to consider is one in
which all the required data is contained in the view itself.
Updates of this type are called autonomously computable
updates (Blakeley et al, 1989; Tompa and Blakeley, 1988).
For example, suppose aVM is defined as nhiCjli (ah>e (A X B))
where the relation schemes are A(a,b,c) and B(c,d,e).
Suppose also the V^ contains a record (45, cu d\). If a
record {au 50, C\) is inserted into relation A, we can infer
that the
should have the additional record (50, ci, dt).
This inference can be made, using the current view main
tenance and the inserted record, by observing that if ei is
less than 45 then it is also less than 50. As a result, the two
base relations are not used and the insertion is
autonomously computable. Detecting autonomously com
putable updates is important since the new state of the
view can be computed solely from the view definition, the
current state of the view, and the updated record (i.e. with
out accessing base relations).
Even though the updated record is not irrelevant and
not autonomously computable, it is possible not to invali
date the entire view. Instead the definition of the view may
be changed to reflect that the view does not include the
inserted view. For example, suppose a
is defined as
tt-a.bj (A 1x1 B) where the relation schemes are A{a,b,c) and
B(c,d,e), and the key of A is a. If a record (20, 20, 20) is
inserted into A, it is not irrelevant and not autonomously
computable. In this case, the definition of V ^ is changed
as na.b,d(oa*2o(A X B)). Now a query na,b (c„>20(A X B))
can be executed by accessing V ^ only.
5.1.3 Query Trimming
The performance of CCS-IUP can be further optimised for
queries that cannot be processed with local caches only.
The basic idea is to reconstruct the WHERE clause of the
query so that the server sends only the query results that
are not cached in the client. For example, in Figure 2, a
query on V i with condition ‘price < 150’ may be recon
structed to a new query with ‘100 < price < 150’. Since
the cached data are not sent again from the server, the
amount of communication can be reduced. However, send
ing only the new query from the client may result in data
base inconsistency with regard to the concurrency control.
This problem can be resolved simply by sending both the
original query and the new query to the server, and the
server returns the result of the new query while concurren
cy control is performed on the original query.
5.2 Reducing Downlink Transmission
We now consider the issue of reducing the amount of
update reports broadcast from the server. The size of the
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update report in CCS-IUP is larger than that in CCS-I,
since CCS-IUP tries to propagate updates to each client; in
contrast, CCS-I just invalidates each client’s cache in the
case of updates. To reduce the size of update reports, the
server may keep track of each client’s cache information.
This is achieved by maintaining the queries requested
from each client. In this case, the server need not broad
cast updates that do not affect any caches in all clients.
One novel idea about this issue is to relax the consisten
cy of caches by allowing some degree of value divergence
from the data in the server. For example, if clients are
caching the stock information of Figure 2, it may be per
fectly acceptable to use values that are not completely up
to date, as long as they are within 0.5 percent of the true
prices. This allows updates to be broadcast from the server
to the clients more efficiently (e.g. when the server is
lightly loaded, or by batching updates together).
In this context, the notion of quasi-copies which was
introduced by Alonso, Barbara and Garcia-Molina
(1990) may be considered. A quasi-copy is a cached
value that is allowed to deviate from the central value
in a controlled way. However, the quasi-copy should be
guaranteed to meet a certain predicate (named quasi
caching predicate). Several types of inconsistency
predicate may be defined: delay condition (e.g. the
cache must not be more than one hour older than the
central value), and arithmetic condition (e.g. the
cache’s value must not be more than 10 percent of that
of the central value). With regard to the delay condi
tion, the update logs may not be broadcast promptly
when the update has occurred. This implies that a serv
er may broadcast the update report so that it can use
the communication bandwidth more efficiently and
server bottleneck may be prevented. The notion of
arithmetic condition allows the server to broadcast an
item only if it changes more than the prescribed limit.
This will also reduce the number of the update logs
that should be broadcast.
6 RELATED WORK
Several techniques to provide incremental updates at
clients have been recently investigated for relational
DBMSs with a central server and multiple clients con
nected through a LAN (Delis and Roussopoulos, 1993;
Keller and Basu, 1996). In both techniques, query results
(i.e. materialised views) are cached into each client. Then
a subsequent query at the client may be satisfied by its
cache if it is possible to determine that the query result is
entirely contained in the cache. To maintain each client’s
cache consistently, they assume that the server keeps
track of the cache descriptions of each client; hence, the
server can determine which clients should be informed of
updates to base relations. Furthermore, since the server
and the clients are connected through a LAN, sending
enough information for view derivation (Delis and
THE AUSTRALIAN COMPUTER JOURNAL. VOL. 30, No 2, MAY 1998
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Roussopoulos, 1993) or sending recomputed view after
invalidation (Keller and Basu, 1996) would not have pro
hibitive overhead. Note that this assumption does not
hold in the mobile computing environment because (i)
there may be a large number of mobile computers
attached to the database server, (ii) each mobile computer
is often disconnected or relocated, and (iii) wireless com
munication is more expensive than wire communication
due to limited bandwidth.
In the mobile computing environment, Cai et al,
(1997) have extended CCS-IUP proposed in the previous
version of this paper (Chung and Cho, 1996). They first
proposed two criteria, dissemination of update reports and
view reconstruction, for classifying the cache coherency
schemes. With regard to the dissemination of update
reports, there are two alternatives: update propagation
(UP) and update invalidation (UI). With regard to the
view reconstruction, only the client may perform the
reconstruction (C), or both the server and the client can
collaborate to reconstruct the view (CS). According to the
criteria, they propose the following four combinations:
UP-C, UP-CS, UI-C, UI-CS. Note that the basic idea of
UP-C is similar to that of CCS-IUP. On the basis of a sim
ulation study, they conclude that CS-based schemes may
perform better than C-based schemes due to powerful
processing capacity of the server and less downlink trans
mission. However, their simulation results are not com
pletely convincing in the sense that they did not consider
any of the query optimisation strategies described in
Section 5. Note that in C-based schemes there are more
chances to reduce uplink transmission with the query
optimisation strategies, since the client contains every
update log in C-based schemes. Furthermore, they did not
consider the case where there are a large number of
clients. In this case, the server may suffer from frequent
query requests in CS-based schemes.
7 CONCLUDING REMARKS
In this paper, we have proposed a new cache coherency
scheme, named CCS-IUP (cache coherency scheme with
incremental update propagation) for mobile computing
environments. Unlike the previous approaches in mobile
computing environments, where invalidating or propa
gating the entire cache in case of updates, CCS-IUP
allows incremental update and the use of derived caches.
As a result, CCS-IUP can reduce the number of cache
misses compared to the invalidating approach.
Furthermore, compared to the propagating approach,
CCS-IUP can significantly reduce the amount of data
transmission over the wireless network, since the server
transmits only the relevant fractions (increments) of the
updates that affect the cached data.
Any successful implementation must be based on a
good conceptual structure and design. In this paper, we
have attempted to address some major conceptual and
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 2, MAY 1998

design issues. We are developing an experimental testbed
to evaluate the viability of our approach, using a prototype
of a CCS-IUP based mobile computing environment.
Detailed design of our experiment is currently in progress.
Simulation studies to compare the performances of alter
native caching schemes for large numbers of clients and
queries are also planned.
Apart from the planned performance studies, many
other important issues remain unexplored in this
paper. Work currently in progress addresses imple
mentation questions of suitable indexing techniques
for conditions of queries and views, performance tun
ing, local index creation for cached views, and effec
tive transaction processing for the views.
Development of analytical system models, heuristics
for effective conservative and liberal approximations
of cache descriptions, and intelligent query-contain
ment algorithms for determining cache completeness
are topics for future work.
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With the advent ofportable computers and wireless
communication systems, much research has been devoted
to mobile computing and database query management.
The introduction ofportable computers into existing
database systems requires traditional transaction
mechanisms to be adapted to meet the needs of the mobile
user. These mobile users utilise hand-held and laptop
computers, which are called mobile hosts, that can access
the database from any location at any time. Unlike fixed
hosts, the mobile hosts can be “disconnected" from the
network for long periods of time. Moreover, advancements
in cellular and satellite technology have permitted
portable computers to communicate with existing
distributed computing networks. Users with palm-top
computers, known as mobile hosts (MHs), utilise wireless
connections to communicate with wired networks from a
number of locations at different times. In this paper, we
introduce a mobile database approach and an architecture
for a medical battlefield environment. When data is stored
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on mobile hosts, the mobility issue becomes increasingly
more complicated. To deal with this issue, we introduce a
transaction manager (MTM) that is responsible for all the
global transactions created by mobile hosts, which contain
a portion of the distributed database. A battlefield is a
very unique environment due to the fact that the medical
units are susceptible to damage and disconnection from an
attack by an enemy force. Prime Time III, which is being
supported by the Medical Advanced Technology
Management Office, is the operational name for the
telemedicine support for the US troop deployment in
Bosnia. A distributed patient-soldier database provides
patient-soldier medical information in real-time.
An application of the patient-soldier database is discussed
with respect to transaction management in the medical
battlefield environment.
Keywords: mobile databases, mobile hosts, replicated
soldier-patient database, mobile transaction management,
mobile computing architecture1

1 INTRODUCTION
Access to computer networks has been limited to wired
connections. When a user needs to move to a new location
(Bukhres and Morton 1997b), it is necessary to disconnect
from the network, travel to the new location, and then log
into the network through another wired connection. Much
research has been devoted to mobile computing and data
base query management with the advent of portable com
puters and wireless communication systems.
With the technological evolution of distributed databas
es and wireless communications, computer users are no
longer restricted to use wired connections to access a com
puter network. A mobile host is able to maintain a network
connection during movement; however, it introduces new
problems to transaction management due to the limited
bandwidth of wireless connections, power limitations of
the palm-top computers and unreliable storage of data.
The requirements that mobile computing add to a distrib
uted database environment include the need for a mobile
computer: (i) to access data regardless of its location; (ii)
to access data that can be stored on a database that is
mobile or static; (iii) to synchronise transactions submitted
by mobile and standard computer users; (iv) to co-ordinate
and manage distributed executing transactions that were
submitted before a mobile host disconnected from the net
work (Yeo and Zaslavsky, 1994c: Yeo and Zaslavsky,
1994a; Yeo and Zaslavsky, 1994b).
When a mobile host disconnects from the network, it
must be assured that the values of the data that it is using
are valid and that all updates are reflected in the database
(Pitoura and Bhargava, 1994b; Pitoura and Bhartgava,
1994a). In medical environments (civilian and military),
mobile access to patient data is becoming more important
as medical personnel become more dependent on medical
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patient databases. The more rapidly that a soldier receives
treatment, the better the chances of survival. Survival is
dependent upon the medical skill and experience of the
individuals who perform early intervention and the diag
nostic and interventional equipment available to facilitate
medical care (Zajtchuk and Sullivan 1995).
In this paper, we introduce a mobile computing
architecture for Prime Time III, which is the name of
the telemedicine support to the United States deploy
ment of troops in Bosnia. The proposed mobile archi
tecture permits medical personnel to treat a soldier in
the field. An important component of the mobile
architecture is a mobile transaction manager (MTM)
that co-ordinates the transactions initiated by mobile
hosts to query and update both mobile and static data
bases. The MTM works in conjunction with the base
station agents (BSAs) (Bukhres and Morton, 1997a;
Bukhres and Morton, 1997b) that are responsible for
the recovery, and commitment of mobile transactions
created by a mobile host. Also, the MTM interacts
with the global transaction manager (GTM) when it
needs to submit subtransactions to the databases of
the static network, and when the GTM needs to sub
mit sub-transactions to databases of the mobile net
work. The proposed architecture uses the Columbia
Mobile Host Protocol (MHP) (Ioannidis, Duchamp,
Maguire and Deering, 1992; Ioannidis and Duchamp,
1993) for communication between the mobile and sta
tic network to support transactions in a distributed
patient-soldier database architecture.
The scope of this paper involves an architecture
for mobile hosts in a battlefield (telemedicine) envi
ronment. Telemedicine is an application of digital
communication technology for the delivery of med
ical care. During the analysis phase of (Morton and
Bukhres, 1996a; Bukhres, Morton, Zhang,
Vanderdijs, Platt and Mossman, 1997) an ambulance
of the Indianapolis, Indiana Wishard Ambulatory
Service was carefully studied and doctors were inter
viewed. The ambulance study provided real-time
simulations, and the interviews showed a critical
need for mobile computing in a civilian ambulatory
environment. In a military context, mobile computing
will enhance the life-saving effectiveness of forwarddeployed medical units by providing real-time, on
line access to medical information databases that
support the care of individual injured soldiers. This
telemedicine effort in Bosnia is designed to reduce
the amount of evacuations/patient-soldier movement
in Bosnia and in Hungary.
A distributed medical record system provides an
electronic patient-soldier database for medical person
nel from positions near the combat zone to rear-echelon
support medical centres. An echelon is an arrangement
of troop units, ships, or aircraft, that suggests sequence,
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steps, or a scale (Zajtchuk and Sullivan 1995). This
paper uses the echelon formation of the battlefield to
develop an appropriate architecture for the environ
ment. Unlike (Bukhres, Goh, Zhang and Elkhammask,
1996; Du, Elmagarmid, Kim and Bukhres, 1993) the
mobile hosts in this environment have data stored on
them, which complicates the transaction management of
the distributed database. In order to maintain consisten
cy in the database, a mobile transaction manager
(MTM) is proposed.
The rest of the paper is as follows. In the remainder of
this section, the mobile model and mobile transactions are
summarised. Section 2 discusses the environment. The
architecture is described in Section 3. In Section 4, the
mobile transaction manager and an example are presented.
Section 5 discusses the related work. Section 6 includes
the final remarks and future work.
1.1 Mobile Model
In this section, we present a mobile network model for the
distributed patient-soldier database environment. A mobile
network is composed of a static network and a wireless
network. Within this mobile network there are two types
of hosts, mobile and fixed. A host that can move while
retaining its network connection is a mobile host
(Imielinski and Badrinath, 1992; Imielinski and Badrinath,
1993b; Imielinski and Badrinath, 1993a). Fixed hosts and
the wired connections between them make up the static
portion of the network. A fixed host that has a wireless
interface is known as a base station (BS). The BS provides
the communication between the wireless network and the
static network. Figure 1 (Helal and Eich, 1995) shows the
mobile model.
Wireless Cell

Wireless Cell

High Speed

Figure 1: Mobile Model.

In the proposed battlefield management environment,
the mobile hosts are the mobile medical monitoring
vehicles (M3V) equipped with computers and the field
medics that carry Pro-Meds (Roller, Zimnik, Calcagni
and Gomez, 1995; Holbrook, 1995), which are a type of
Personal Digital Assistant (PDA). The fixed hosts of
the mobile environment correspond to the desktop
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computers of the regional and US hospitals. Finally,
the BSs, which are spread across the battlefield, pro
vide the wireless communication for the mobile hosts
of this environment. The wireless interface in this
environment involves the use of both cellular and
satellite networks, which are divided into cells that
have either a logical or a, geographical coverage area
under a BS. Unlike the BSs in (Morton and Bukhres,
1996b), the BSs in this environment are susceptible to
damage and failure due to an attack from the opposing
military forces. Each BS is responsible for one cell,
which is located within the second echelon of the bat
tlefield environment. Generally, the average size of a
cell is approximately 1-2 miles in diameter (Imielinski
and Badrinath, 1993b). In this environment, the cell
size is 4-5 miles in diameter due to the fact that the BS
needs to be a safe distance from the combat zone.
Mobile hosts in this application only cross cells when
they have to transport an injured soldier to a hospital
or if they are called to an area with a large number of
wounded soldiers. The task of forwarding data
between the static network and the MH during cell
crossing, which is termed hand-off, is transparent to
the user.

data about the soldiers that are located in a particular
region. The Pro-Med has wireless capability and is
able to communicate to a MASH unit. A Personal
Status Monitor is a miniature device that is worn by a
soldier to monitor their vital signs and provide geo
graphical information via a wireless radio mechanism
(Zajtchuk and Sullivan 1995). M3V is a highly mobile
vehicle that provides medical situational awareness
on the battlefield. In addition to the MASH, the CSH
and the Landstuhl Regional Hospital, medics using
mobile computers have access to the hospitals in the
United States.
1st echelon

2nd echelon
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4lh echelon

5lh echelon

Mentoring Vehicle)

Mailbox
U.S.
Hospital
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Bo
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M.A.S.H.

Casualty

Regional Medical
Center

ProMed (PDA)

Cell #2

2 ENVIRONMENT
The battlefield is a very unique environment due to
the fact that the medical staff are limited in access to
a standard hospital that is available in a large US
city (Bukhres et al, 1997). The battlefield medical
environment differs from the civilian medical envi
ronment in the fact that (i) medics want to minimise
the evacuations and movement of soldiers from the
scene of the injury; (ii) the databases of the mobile
hosts and the MASH units are susceptible to damage
and disconnection due to an attack by the enemy;
and (iii) the BS hardware must be transportable and
easy to assemble (Imielinski and Korth, 1995;
Imielinski and Korth, 1995). The military wants to
provide optimal medical care to the soldiers so that
they can return to duty as soon as possible.
Advances in medical telecommunications have
allowed medical units to be stationed in remote and
difficult environments such as Bosnia. The military
operation in Bosnia is called Prime Time III, which
is composed of the Landstuhl Regional Medical
Center (LMRC), the 67th Combat Support Hospital
(CSH) in Hungary and the 212th Mobile Army
Surgical Hospital (MASH).
The last phase of Prime Time III involves a med
ical information network that utilises an independent
ly carried updatable mobile data storage device. The
mobile devices include the Pro-Med, the M3V, and a
Personal Status Monitor. Pro-Med is a Personal
Digital Assistant that a medic carries which contains

3rd echelon
Base Station #1

Base Station #2

Figure 2: Battlefield Environment.

As Figure 2 shows, the medical units are spread
across the five echelons of the battlefield. The first ech
elon is the actual combat zone, which is not practical
for telemedicine. Medics are able to retrieve informa
tion (medical and geographical) about the soldier from
the soldier’s Personal Status Monitor. After the location
of the soldier has been determined, a medic with a ProMed or a mobile medical monitoring vehicle (M3V)
from the second echelon can begin the initial treatment
of the injured soldier. Both the M3V and the Pro-Med,
which are the mobile hosts in this environment, contain
data about the soldiers in th& zone that they are operat
ing, and the medic creates transactions to query infor
mation about the medical history of the soldier. If a sol
dier is not contained in the partially replicated database
of the M3V or the Pro-Med, a transaction will be sub
mitted via a wireless connection to the base station
agent (BSA) who submits the transaction to the mobile
transaction manager (MTM) for execution. The details
of the MTM are discussed in Section 4. The third eche
lon involves the BSs, the combat support hospitals and
the MASH units. When a soldier needs to have surgery,
the M3V takes the soldier either to the MASH unit or to
a combat support hospital. The medical units in the
third echelon are basically operating rooms that are
covered by tents or a hardened shelter. The MASH unit
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and the combat support hospital have wired access to
the distributed patient-soldier database of the fourth and
fifth echelon hospitals. The fourth echelon contains the
regional medical centres that have high bandwidth con
nections to the US hospitals of the fifth echelon. In
severe cases, such as transplant patients that require
major surgery, the soldier can be taken to the hospitals
of the fourth and fifth echelon.
3 ARCHITECTURE
The proposed architecture consists of a static network
global transaction manager that interacts with a mobile
transaction manager (MTM) that is responsible for the
mobile network. The database for the architecture is a dis
tributed patient-soldier database that has data stored on
both mobile and static hosts. The architecture for this envi
ronment is based upon the echelon formation of the army.
As the echelon number increases, the proximity to the
combat decreases. The static portion of the network lies in
echelons four and five, and the global transaction manager
is responsible for all the transactions executing on the US
and regional hospitals’ database in these echelons. In the
first, second and third echelons, the network is mobile.
A mobile transaction manager of the third echelon is
responsible for all the transactions executing in the first three
echelons. The medical units in the third echelon are the com
bat support hospitals and the MASH units. These units are
considered to be a more stable database than any of the other
medical units in the first three echelons. The BSs at this level
provide the wireless communication between the third eche
lon hospitals and the mobile hosts of the second echelon, and
the BSA provides transaction management (recovery and
logging of information into the mailbox) for the mobile
hosts. The mobile hosts are the M3V and the Pro-Med,
which is carried by a combat medic. In the first echelon, the
only medical device is the Personal Status Device that trans
mits vital signs and geographic information to the BSs. The
following is a list of architectural components which shall be
used throughout the paper. The architecture is shown in
Figure 3.
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Figure 3: Battlefield Mobile Computing Architecture.
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(Echelon 1)

3.1 Distributed Database System
The distributed database system involves the replicated
Battlefield Electronic Patient Record (BEPR) (Zajtchuk
and Sullivan 1995) that contains the medical histories of
all current military personnel. The BEPR, which is a
replicated patient-soldier database, ensures immediate
continuity, distribution and accessibility of medical infor
mation from the forward battlefield positions (echelon 2)
to the rear-echelon support (echelon 5) of the United
States-based medical centres. The Battlefield Electronic
Patient Record is composed of continental US hospitals,
regional medical hospitals, combat support hospitals,
mobile army support hospitals (MASH), Pro-Meds and
the computers on the M3 Vs.
The database is replicated so that it can provide
enhanced performance, high availability and fault toler
ance (Faiz, Zaslavsky, Srinivasan, Rasheed and Lai, 1996).
Each mobile host (Pro-Med and M3V) contains a portion
of the replicated database for the soldiers that are stationed
in its area. Because the mobile hosts, BSs, and the MASH
databases are located in the second and third echelons of
the battlefield (see Figure 2), they are vulnerable to dam
age from hostile fire. The data replication allows the dis
tributed database system to operate even though some of
the hosts have been disabled.
3.2 Global Transaction Manager
The global transaction manager (GTM) in this architec
ture is responsible for the scheduling and execution of
global transactions in the static portion of the replicated
distributed database. The GTM, which is described in
detail in (Du et al, 1993; Gray and Reuter, 1993), divides
global transactions that it receives from the mobile trans
action manager (MTM) into a set of global sub-transac
tions, each of which execute on one database. In this
environment, the GTM acts as a liaison between the
MTM and the local distributed database management
system, which is comprised of the hospital databases in
the fourth and fifth echelons of the battlefield environ
ment. The MTM interacts with the GTM whenever the:
(i) MTM needs to submit sub-transactions to the databas
es of the static network; and (ii) the GTM needs to sub
mit sub-transactions to the mobile databases. Like a
global transaction manager that is aware of its static
hosts, the MTM is aware of the mobile hosts that reside
in the mobile portion of the network.
The GTM determines whether to submit a sub-trans
action to a local site, or to delay it, or to abort the trans
action. Also, the GTM is responsible for dealing with
global deadlocks that might occur among the global
transactions in the static network. As Figure 3 shows,
the GTM interacts with a network router (NR), a global
transaction management interface (GTMI), and a global
recovery manager (GRM). The NR is discussed below.
The GTMI co-ordinates the requests and the replies
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between the GTM and the local database server. The
operations of the global sub-transaction are submitted by
the GTMI to the local database by the local server as a
single transaction. In the case of a transaction failure,
the GRM coordinates the transaction recovery and com
mitment. To facilitate recovery, the GRM uses a log that
contains all of the global transactions that have been
submitted by the GTM. It is beyond the scope of this
paper to describe transaction management in the static
portion of this environment.
3.3 Base Stations
The BS is the physical and software components
required to support a wireless connection from an MH
to the BSA. These components include the mobile sup
port router, the network router and the mailbox, which
are described below. Each BS is responsible for one
cell, which is located within the second echelon of the
battlefield environment. Generally, the average size of
a cell is approximately 1-2 miles in diameter
(Imielinski and Badrinath, 1993b). In this environment,
the cell size is 4-5 miles in diameter due to the fact that
the BS needs to be a safe distance from the combat
zone. As described before, the BS hardware must be
transportable and easy to assemble (Imielinski and
Korth, 1995). The BS uses the Columbia Mobile Host
Protocol to submit information from the mobile trans
action manager to the mobile host and vice versa. This
protocol is discussed at length in (Ioannidis and
Duchamp, 1993; Morton et al, 1996).
3.4 Base Station Agent
Because the mobile host is not connected to the sys
tem all of the time, an intermediary is needed to be
responsible for co-ordinating the execution of the
database operations on behalf of an application
(Bukhres and Morton, 1997b) for the mobile host. The
part of the proposed architecture that assumes that
responsibility is the BSA (Bukhres, Morton and
Mossman, 1996), which is located on all of the BSs in
echelon three (see Figure 2). Since the mobile host can
be disconnected from the network, the BSA has a sec
ondary copy of the data of all the mobile hosts in its
cell. The mobile host sends a copy of its data to the
BSA before it disconnects from the network, so that
other hosts may have access to the data stored on the
disconnected mobile host. If the mobile host is not
able to send the data before it disconnects (mobile
host is damaged from enemy fire), then the data will
have to be acquired from a database stored on the stat
ic network.
The BSA utilises a network router to communicate
with the mobile transaction manager, and a mobile sup
port router to communicate with the mobile hosts that
reside in its cell. Also, the BSA uses the mailbox to
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store transaction information for the mobile host. Due
to the movement of mobile hosts, the BSA keeps a log
table of all the mobile hosts that are located in its cell.
All of the BSAs submit their mobile host location tables
to the mobile transaction manager which keeps a global
table of all the mobile hosts. The BSA is responsible for
the following: committing of the mobile transaction,
executing proxy transactions, storing of transaction
results in the mailbox, alerting the mobile host that the
results are available in the mailbox, and performing
recovery (Bukhres and Morton, 1997b). The BSAs act
as local transaction managers for the mobile hosts resid
ing in the second echelon of the battlefield. When the
transaction created by a mobile hosts needs to access
data on another mobile host or a host of the static net
work, the BSA submits the transaction to the mobile
transaction manager. The mobile transaction manager,
which resides in the third echelon, acts as a global
transaction manager for all the BSAs of the mobile net
work. The mobile transaction manager is described in
Section 4.
3.5 Routers
The network router (NR) is the unit which communicates
with the static network, the mobile transaction managers,
and the BSs. Transaction packets are received from the
mobile transaction manager and routed to the correct desti
nation of the static network through the NR. The network
router also returns transaction results from the static net
work back to the mobile transaction manager. The mobile
support router (Ioannidis and Duchamp, 1993), which
resides on the BS, is the unit which communicates with
the mobile hosts. The MSR is responsible for initiating
connection to the MHs by broadcasting beacon packets
and maintaining all communication with the MHs within
its cellular area.
3.6 Mailbox
The mailbox (Imielinski and Badrinath, 1993b),
which is similar to the idea of voice mail, is the
repository for all transactions initiated by a mobile
host. Instead of storing voice messages, the mailbox
contains the transaction information. The mailbox is a
separate database that is connected to the BSs via a
wired connection in the fourth echelon (see Figure 2).
The mailbox is located in the fourth echelon so that it
will not be destroyed by enemy attacks. Each mobile
host has a mailbox. The BSA is responsible for the
storage and retrieval of the transaction information
for the mobile host.
4 Mobile Transaction Manager (MTM)
!
The MTM’s responsibilities are to provide a stable envi
ronment in which transactions created by mobile hosts
can access both the mobile and static portion of the dis
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tributed patient-soldier database. The MTM is an appli
cation layer of the battlefield architecture (see Figure 3)
which communicates with the BSAs of the mobile net
work and the global transaction manager (GTM) of the
static network. A MTM can access data stored on the sta
tic portion of the network by interacting with the GTM as
any other static host which executes global transactions
does. The MTM does not have direct access to data
stored on mobile hosts or in the static network. The
BSAs that communicate with the MTM are responsible
for the execution and recovery of the sub-transactions
executing at the mobile hosts within its cell.
When data is stored on mobile hosts, the mobility
picture becomes increasingly more complicated. The
co-ordination of transactions created by mobile hosts
that need to access data stored only on the static por
tion of the network was examined in (Morton and
Bukhres, 1996a). Base station agents in that model
received transactions from the mobile host, which
could “disconnect” from the network while the trans
action was executing. The BSAs were then responsible
for the execution and recovery of those transactions.
In this model, the data is not stored exclusively on the
static portion of the network. Pro-Meds and the laptop
computers on the M3V have the capability to store
data and act like a database. Again, the BSAs are
responsible for the direct interaction with the mobile
host, but are not able to communicate directly with
other BSAs. In this environment, there are situations
when a medic using a Pro-Med needs to access data
that is stored on a mobile host that is present in the
cell of the other BSA. This is the motivation for a
mobile transaction manager. The MTM acts as a global
transaction manager for the mobile portion of the dis
tributed database environment. The ultimate goal of
the MTM is to provide a stable environment for
mobile transactions to execute to completion with
minimal aversions generated from mobility.
4.1 Characteristics
Internally, the MTM is composed of a GTM interface,
but acts more as an operating system for transactions
with respect to the database than a transaction manager
since the MTM schedules executable code versus data
base requests, supplies resource managers for non data
base activities and provides for subtask creation and
termination. However, from the transaction’s perspec
tive, the MTM still provides the functions of a transac
tion manager such as scheduling, co-ordinating the
resource managers and concurrency control while par
ticipating in the co-ordination of the commitment and
recovery. An MTM consists of a network router, a glob
al recovery manager (GRM) and a transaction manager
(TM). The network router interacts with the BSA’s net
work router, while the GRM is responsible the co-ordi
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nation of transaction recovery and commitment. To
facilitate recovery, the MTM’s GRM also uses a log
that contains all of the global transactions that have
been submitted by the MTM.
The TM is responsible for managing the transactions
created by the mobile hosts. Throughout the entire trans
action execution, the TM is tracking the progress of the
sub-transactions. Messages are being written (via the
logging manager) to the MTM’s log and to the MH’s
mailbox (via the current BSA). These messages include
connection, transaction initiation, database requests,
database results (commit/abort) and transaction termina
tion. While a mobile host is disconnected from the net
work, other hosts may submit transactions to that mobile
host. In order to execute the transactions submitted to the
disconnected mobile host, the BSA uses its copy of the
mobile hosts’ data that is stored at the BS. When the
mobile hosts reconnects to the network, the BSA syn
chronises (Faiz et al, 1996) its copy of the data with the
mobile host’s copy.
All mobile transactions originate on the mobile
host. When the mobile user wishes to submit a trans
action to a BSA in the second echelon, the user con
nects to the BS (via the MSR at the network level)
using the Columbia Mobile Network Protocol. After
proper initial connection protocols have been satis
fied including identification of the MH, the MH is
able to submit the transaction to the BSA. The BSA
assigns the transaction a unique identification num
ber that is composed of the MH’s mailbox index and
the BS number that received the transaction. After
the transaction has been submitted, the mobile host
may disconnect from the BS. Due to the mobility of
MHs, it is necessary for the current BSA to log its
BS number into the MH’s mailbox. This process
ensures that when a mobile host crosses into a new
cell during the execution of a transaction, it is able to
retrieve all of the results of the transaction from the
previous agent. The mobile hosts in this environment
cross cells when they have to transport an injured
soldier to a hospital, or when they need to travel to
an area of high casualties.
After receiving the transaction from the mobile host,
the BSA stores the entire transaction in the mobile host’s
mailbox. The BSA submits the transaction to the MTM,
which splits the transaction into its sub-transactions so
that they may be submitted to the appropriate sites for
execution. The MTM is responsible for scheduling the
sub-transactions to access the mobile host databases, and
for submitting the sub-transactions to the GTM for sched
uling in the static portion of the network. Since the sub
transaction goes through the MTM to the GTM, the data
base request appears to the GTM as any ordinary static
request. In fact, the GTM has no knowledge that the
transaction is formally a mobile transaction. When the
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4.2 Example
During a heavy attack from the enemy, the BS and
mobile hosts in Area 14 are damaged, so mobile
hosts from other areas are requested to assist the
medical personnel in Area 14. A medic riding on a
mobile medical mentoring vehicle (M3V) in Area 15
responds to an injured soldier located in Area 14.
During the trip to the soldier, the medic creates a
transaction to query the partial database stored on the
computer on the M3V. Due to the fact that the medic
is aiding in the treatment of multiple injuries in Area
14, the soldier is not stored on the medic’s computer.1
Again, the medic establishes a wireless link to the
BA in Area 15, and the transaction is submitted to
the BA by means of the mobile support router. The
BA stores the transaction into the mobile host’s mail
box, and then forwards the transaction to the mobile
transaction manager.
When the mobile transaction manager receives the
transaction, it searches its mobile host log table to find
the appropriate BA to submit the sub-transactions. The
mobile transaction manager tries to submit the transac
tion to BA 14, but is unable to make a connection due to
the damage that the BA received during the attack. After
failing to reach the BA, the mobile transaction manager
submits the sub-transactions to the global transaction
manager of the static network via the network routers.
The global transaction manager submits the sub-transac
tions to the appropriate site for execution. When the
transaction is complete, the global transaction manager
submits the results back to the mobile transaction man
ager, who forwards the results to the BA in Area 15. The
BA receives the results from the mobile transaction
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 2, MAY 1998
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sub-transaction finishes processing in the static network,
it submits a commit request to the MTM (through the
GTM Interface) which responds with an affirmation and
the sub-transaction completes. The MTM notifies the
GTM to abort any transaction which prematurely aborts
due to an abort request from the transaction, faulty code,
or external reasons.
For sub-transactions accessing the mobile network,
the MTM uses its global table of mobile hosts to find
the mobile host that has a copy of the wounded sol
dier’s medical history. After finding the appropriate
host, the MTM submits the sub-transactions to the
BSA that is responsible for that mobile host (Pro-Med
or the M3V) in its cell. BSAs also submit a commit
request to the MTM which responds with an affirma
tion to the BSA. The MTM then sends the transaction
results to the BSA which logs the data into the mail
box. Finally, the BSA alerts the mobile host to recon
nect to receive the transaction results. Figure 4 shows
the connection between the architecture and the med
ical units of the environment.

S

Monitor

Figure 4: Union of Architecture and Battlefield.

manager and alerts the mobile host that the transaction is
complete. The soldier is treated without having to be
taken to a MASH unit.
5 RELATED WORK
The US Naval Health Research Center and Battelle
(Holbrook 1995) is using a MEDTAG, which is an elec
tronic device that is used to enter and review battlefield
medical treatment information. After the wounded sol
dier receives treatment, a smart card containing the sol
diers information is inserted into the MEDTAG to be
updated for the more comprehensive care centres to read.
When a medic in our architecture damages the mobile
computer, it is still possible to retrieve information about
the soldier, but when the smart card is damaged all of the
soldier’s information is lost. In the civilian world,
telemedicine is being used to bring large city medicine to
rural areas (Goodenow and Carpenter, 1994). This pro
ject will enable people in rural communities to receive
medical care equal to that of urban areas. The network in
this application utilises wired connections and is able to
send and receive audio and video, which requires large
bandwidths and is not restricted by time or damage from
an enemy attack.
A wide area wireless overlay network proposed in
(Katz et al, 1996) is being applied to a medical applica
tion. Medical information 's down loaded from the
regional
medical
Picture
Archiving
and
Communications System (PACS) to ambulances
responding to the accident scene within the overlay net
work. This system takes advantage of having multiple
types of wireless connections (satellite, cellular, etc).
Med-E-Systems has introduced a clinical mobile com
puting solution that uses wide-area wireless technology
(Edelson 1995). This system allows the physician to
have access to information whether they are located at
the clinic, hospital, or home. The use of this systbm is
limited to wired connections, and it does not discuss any
mobile service applications like those described in
(Bukhres and Morton, 1997b).
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6 CONCLUSION/FUTURE WORK
The battlefield environment has unique requirements
that are not present in a civilian medical environment.
The unique requirements include (i) minimising evacua
tions of soldiers and maximising the amount of soldiers
that are able to return to duty in a minimum amount of
time; (ii) the databases of the mobile hosts and the
MASH units which are susceptible to damage and dis
connection due to an attack by the enemy; and (iii) the
BS hardware that must be transportable and easy to
assemble. The more rapidly that a soldier receives treat
ment, the better the chances of survival. In a military
context, mobile computing will enhance the life-saving
effectiveness of forward-deployed medical units by pro
viding real-time, on-line access to medical information
databases that support care of individual injured sol
diers. In this paper, we introduced a mobile architecture
for a battlefield environment that permits medical per
sonnel to treat an injured soldier in the field. The pro
posed mobile architecture permits medical personnel to
treat a soldier in the field, which minimises the need to
evacuate the patient to a hospital. A need was discov
ered in (Bukhres and Morton, 1997b) to use mobile
computing in a civilian ambulatory environment. This is
also apparent for the battlefield environment.
A mobile transaction manager of the proposed archi
tecture co-ordinates and schedules the global transactions
initiated by the medical personnel that query and update
databases located in the static and mobile portion of the
environment. The goal of the MTM is to provide a stable
environment for mobile transactions to execute to com
pletion with minimal aversions generated from mobility.
The MTM enables a mobile host to access data that is
stored on other mobile and static hosts of the distributed
patient-soldier database. The MTM works in conjunction
with base station agents (BSAs) that are responsible for
the recovery and commitment of mobile transactions cre
ated by mobile host in their cell. To facilitate the execu
tion of global transactions in this environment, an addi
tional layer of software must be implemented which will
permit the scheduling and coordination of transactions
across the multiple components of the database manage
ment systems. We are currently working on an algorithm
that ensures the consistency of the distributed patient-sol
dier database when a BSA fails.
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AMUNDSEN, M.C. (1996): MAPI, SAP1, and TAPI Developer's Guide,
Sams Publishing, USA, 1117pp, $89.95.

Associate Editor: David Williams
There are several reasons why I feel that the book is very hard to read.
— Instead of any informal explanations the author uses a highly formal
style of “Definition — Theorem — Proof.” Only the short Notes at the
end of each section give some relief by providing useful background
information.
— The second reason is that the editor overlooked frequent sentences in
unsatisfactory English. For example, and I quote, “However, it does in
general exist subgroups which are not normal for a non-Abelian
group.” One does understand, but the frequency of such expressions
becomes annoying.
— The last two reasons are more serious: The author states that “Usual
logical conventions are adopted for the sake of brevity.” What it seems
to mean is that many Theorems are formulated as logic-like expressions.
That in itself makes them hard to read, but to make things worse, these
expressions do not seem to comply with standard conventions with
respect to the priority of connectives.
— Finally, the author often uses extremely long sentences, especially in
Definitions. As an example, the definition of Surface (on page 15) con
sists of seventy nine words on seven lines in a single sentence.

The “MAPI, SAPI, and TAPI Developer’s Guide” has been written for
those Windows developers, using Visual Basic, C++, or other VBA-compliant languages, who want to extend their applications with messaging, tele
phony, and speech functionality.
MAPI (Messaging Application Programming Interface) is a set of mes
sage services which are accessible to any program executing in the
Windows environment. Three common types of message are available: text
messages, formatted documents or binary files, and control messages.
SAPI (Speech Application Programming Interface) can be used to recog
nise human speech, as well as to output human-like audio from printed text.
TAPI (Telephony Application Programming Interface) is used for develop
ing communications programs which link together PCs and telephone lines.
This guide is not for the faint-hearted reader. Its more than 1100 pages
provide a comprehensive examination of Windows extension services
which can be used to incorporate “send”, “speak”, and “dial” capabilities
into Windows applications.
The book has been divided into six parts, with the first section being an
introduction to Windows communications for the Windows 95 and
Windows NT platforms. This part also contains an introduction to the
Windows Open Services Architecture (WOSA), a model used to develop
Windows extensions like MAPI, SAPI, and TAPI
The next three parts of the book are devoted to MAPI, SAPI, and TAPI
respectively.
The fifth part of the book focuses on designing and then building integrat
ed communications applications. Whilst the first chapter discusses the gen
eral design issues appropriate to integration, the remaining chapters concen
trate on three specific projects including a faxback application, a voice
phone application, and a talk mail application.
The final part of the book is comprised of four appendixes. The first three
cover MAPI, SAPI, and TAPI resources while the last one lists the contents
of the companion CD-ROM (a Windows 95 or Windows NT system is
required to use it).
The CD contains the sample source code and applications used throughout
the book, an online reference database of MAPI, SAPI, and TAPI resources,
along with a number of controls, third party tools, and demo programs.
The Guide can be tackled in four different ways.
Firstly, it can be read through sequentially from start to finish.
Secondly, a particular section (MAPI, SAPI, or TAPI) can be selected.
And because these sections have been designed to be stand-alone, they
can be read in any order. Thirdly, if there is a need to build an applica
tion using more than one of the APIs, the section devoted to creating
integrated applications is probably the best place to start. Finally, the
book can be used as a reference, and accessed when either a need or
problem arises.
So if you have a requirement to incorporate messaging, speech, or
telephony into your Windows applications, this book is worthy of your
consideration.
Tony Stevenson
MKD Software Consulting

This book is aimed at any programmer using the Java programming lan
guage. The Java Fundamental Classes Reference provides the complete ref
erence documentation for programming in a Java environment. It is a
resource that provides a definitive guide to the core, non-AWT classes in
Java. It covers two versions of Java, both Java 1.0.2 and Java 1.1, with help
ful cross-referencing between the two.
This book has an easy to follow layout with a comprehensive instructions
on the use of any fundamental class. It assumes that the user is already
familiar with the Java language and class libraries.
The book is sub-divided into two parts, the first containing a brief guide
to using a variety of features provided by the fundamental classes. Although
this section is by no means a comprehensive tutorial on the fundamental
classes it provides examples on the use of the Java API. The remainder of
the book provides the documentation typically used as a reference. The ref
erence page for any class provides you with a detailed description of the
class, each and every variable, constructor and method defined by the class.
This book does not cover any material that comprises the Abstract
Window Toolkit (AWT), which forms an equally large separate volume. In
conjunction with the Java AWT Reference it is a must for any programmer
working with core JDK 1.1. This book is recommended to those at graduate
level or above.
Justin Watts
Newcastle, NSW

YANPEI, L. (1995): Embeddability in Graphs, Kluwer Academic
Publishers, xvi + 398pp., unspecified price.

WESSELING, P. (Ed.) (1996): High Peiformance Computing in Fluid
Dynamics, Kluwer Academic Publishers, 278pp, $US124.

This monograph deals with embeddability of graphs. A shortened list of
its fifteen chapters gives a good guide to the book contents: Trees in
Graphs, Planar Embeddings, Rectilinear Embeddability, Isomorphism in
Polyhedra, Surface Embeddability, Graphic and Cographic Matroids,
Invariants on Knots.
The treatment of the material and consequently the interest is more theo
retical than practical, however, several topics are relevant to VLSI Circuit
Design. Overall I feel that the book is of more interest to graph theoreticians
than to computer professionals.
The book contains wealth of results, many obtained by the author him
self. Somewhat surprisingly, the book starts with very elementary materi
al (Sets, Orders, Groups), occasionally using unusual and not particular
ly consistent notation.

This book presents most of the papers delivered to the summer school on
High Performance Computing which was held at Delft in June, 1996.
Papers by eight speakers are included and they are divided into two groups;
those, five, which are very general discussions of High Performance
Computing (HPC) and just three which specifically address the application
of HPC to problems of Fluid Dynamics. I would have expected the oppo
site balance in light of the title.
A quotation from the preface says it all, “There are ample references to
the current literature, so that the present work is a good starting point for
those who want to enter the field of high performance computing, especially
if applications in fluid dynamics are envisaged”.
Godfrey N Lance
ANU and Bermagui, NSW
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In conclusion, I feel that this book, useful to specialists in Graph
Embeddings, is marred by poor presentation.
I. Fris
University ofNew England
GRAND, M. and KNUDSEN, J. (1997): Java Fundamental Classes
Reference, O’Reilly and Associates, 1090pp., $44.95 US.
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NEWS BRIEFS
‘News Briefs" is a regular feature which
covers local and overseas developments in
the computer industry including new prod
ucts and other topical events of interest.
KRONE AUSTRALIA SETS
UNIVERSITY’S WIRING STANDARD
With eleven campuses distributed throughout
NSW, and more than 37,000 students and
staff, the University of Sydney has one of the
most complicated and advanced tertiary edu
cation ATM networks in Australia.
The University Computing Centre is based
at the Darlington campus (within 3km of
Sydney’s CBD) and houses the central
administration system and its multi-campus
communications network, SydNet. In addi
tion, the centre is home to the NSW regional
communications hub, which connects
SydNet to the Australian Academic and
Research Network (AARNet) and is, in turn,
connected to the Internet.
Central administration includes the Student
Records, the Payroll Personnel Budget (PPB)
and Finance systems. The Information
Systems Group (ISG) is responsible for these
systems and works in conjunction with the
Communications Services Group (CSG),
which is responsible for the development,
maintenance and operation of SydNet.
These networks provide communications
between a wide range of computer systems
within Australia and overseas and can be used
to exchange files and electronic mail, access
electronic directories and databases, and dis
tribute text, graphics, images and movies.
During the process of designing the com
munications infrastructure for the construc
tion of new buildings at the Darlington cam
pus, the CSG decided to begin the standardi
sation of the University’s cabling and wiring
systems in order to simplify future network
management and maintenance.
Professor James Ding, senior communica
tion engineer at Information Technology
Services (ITS), Sydney University, said:
“Large buildings need kits of racks and,
unless the boxes are labelled extremely well,
problem areas are often very difficult to find.
For this reason, we have decided to employ
what we call Central Control Technology
(CCT) wherever possible in future projects
— bringing the cabling in each building back
to a predetermined point, where problems
may be easily identified”.
Professor Ding explained that although
CCT solved one problem, it meant the
cabling itself would be challenged by dis
tance capabilities — generally leading to a
loss in signal quality.
Professor Ding continued: “Of all the
components of a network, cabling is one of
the most important because it has an
extremely long life cycle — outlived only
by the building’s shell. Every part of the
system is integral, extremely difficult to
alter and must be able to cope with rapidly
changing demands”.

The University has established its own
‘Communications Cabling Standards for the
University of Sydney’, designed to standard
ise all voice, data and security cabling sys
tems. Although each project undertaken by
the CSG undergoes a closed tendering
process, the ‘Communications Cabling
Standards for the University of Sydney’ dic
tates the use of Krone technology in all sys
tems using Unshielded Twisted Pair (UTP)
and optical fibre cabling.
Krone’s 24-port Highway patch panel and
outlet products were chosen because they not
only met all of Professor Ding’s require
ments for quality and durability, but are also
much less expensive, yet of equal or better
quality, than any competing products.
BETTER COLOUR DOCUMENTS ON
THE WAY
Scientists at Xerox’s Palo Alto Research
Centre (PARC) in the United States have
demonstrated a technology that is expected
to revolutionise information storage, man
agement and production.
The development of blue diode lasers by
Xerox and others is a pivotal technical
breakthrough that will lead to a new genera
tion of high-speed, high-quality laser print
ing capabilities, CD players and a host of
new technological applications.
A team of Xerox research scientists at
PARC’s Electronic Materials Laboratory
demonstrated laser operation in a gallium
nitride-based blue diode laser under pulsed cur
rent injection conditions at room temperature.
PARC scientists have been working to cre
ate light-emitting diodes (LEDs) and laser
diodes that operate in the blue-to-green
region of the visible colour spectrum as the
shorter wavelength of the beam can result in
a two-fold increase in printing resolution
compared to that of red lasers currently used.
While blue laser technology is ideal for highperformance document production, its possi
ble uses are even more far-reaching. For
example, blue lasers are likely to replace
infra-red lasers in compact disc players,
increasing the amount of data stored on a CD
by up to four times.
The $3 million Fuji Xerox Australia’s
Technology Centre, opened in March in
Sydney’s Australia Technological Park, was
a unique development for Australia and
would help bring practical applications using
blue laser to the Asia-Pacific region.
In opening the centre, Mr Phil Chambers,
managing director of Fuji Xerox Australia
Ply Ltd, said: “The centre focuses on trans
forming new ideas about document produc
tion and applications into reality”.
“It will develop tailored document appli
cations and digital printing solutions for
industries and individual customers — even
non-Fuji Xerox users. It can also be used
directly by customers to develop their own
document solutions”.
“It will also provide presentations and
demonstrations of leading edge technolo
gies, software development and support

of advanced systems training. It includes
an engineering services laboratory, print
ing systems lab, communications lab,
colour lab, black and white lab as well as
a training laboratory”.
“Overall, it will focus on helping organisa
tions to develop practical applications that
provide them with a competitive advantage.
This can range from simply producing better
printed and full colour documents to cus
tomised documents where every page is dif
ferent and customised for the end user”.
RIVERSIDE NOW IT HOTSPOT
Riverside Corporate Park at North Ryde
has become the real hot-spot for IT com
pany addresses.
Fijilsu, Oracle, First State Computing and
CMPS&F are just a few names that have
been attracted to this 30 hectare site adjoin
ing the CSIRO’s R&D facilities. In fact, the
pull of CSIRO has been a significant factor
for corporate re-location.
According to Riverside’s Project Director,
Australia Pacific Project’s Brian Tasker, the
opportunity to work with or to engage
CSIRO as an R&D partner is an additional
benefit over and above the prestige environ
ment now established.
The recent announcement that Oracle is to
base its regional headquarters at Riverside
with a $45 million investment is testament to
the area’s, and the Park’s, attraction as
Australia’s ‘Silicon Valley’.
ON-LINE CONSULTATION WITH AUS
TRALIAN BUSINESS
http://w\v\v.dfat.gov.au/nsr
Deputy Prime Minister and Minister for
Trade, Tim Fischer, has launched an internet
consultation process designed to elicit the
views of business and other community
groups on the benefits and pitfalls of elec
tronic commerce.
“Electronic commerce is a powerful factor
driving global interdependence and an
increasingly important factor in international
trade”, Mr Fischer said.
“There is no doubt that the internet will be
a key tool in allowing Australia’s Small and
Medium-sized Enterprises (SMEs) to access
new export markets. Through the internet,
even the smallest companies now have
access to an affluent market of 70 million
consumers who spent more than $5 billion
on-line last year”.
“Even by conservative estimates that fig
ure is expected to grow to 150 million con
sumers spending in excess of $200 billion
each year by 2000. I want to make sure that
Australian companies get their fair share of
this new international trade”, he said.
The internet consultation process broadens
round table discussions conducted by the
Department of Foreign Affairs and Trade
(DFAT) with stakeholders in the Australjan
on-line business community which focussed
on shaping the Government’s trade policy.
“Our consultations so far, show that
Australia is well placed to benefit from inter-
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net commerce, particularly when it comes to
the export of services”,
“It has also debunked the traditional view
that small firms could not export”.
“Mick Denigan, of Mick’s Whips, has
shown that a micro-company with three
employees, no power, telephone or water in a
remote part of Australia can access new mar
kets through the internet. Since putting his
leather goods business on the internet two
years ago, Mick has enjoyed a 700 percent
increase in exports and now sells his prod
ucts to over 12 countries”.
“I place a high priority on developing the
Government’s on-line trade strategy. Getting
it right requires close and sustained consulta
tion with state governments, business and
other community groups”.
“I urge anybody with an interest in on
line policy issues to participate in the on
line consultations, at the New Silk Road
web site: http://www.dfat.gov.au/nsr”, Mr
Fischer said.
OH BOY ... IT’S NETBOY!
NetBoy, NDG Software’s acclaimed suite of
network management packages, has been
recognised for design excellence as a winner
of a prestigious Australian Design Award.
A Four time award winner at the PC’97
Software trade show, the NetBoy suite was
also quick to catch the eye of judges of the
Australian Design Awards.
They credited the NetBoy suite with having
“provided a significant contribution to both
large and small network managements using
dynamic, at-a-glance, real time technology”.
The site comprises four software products:
EtherBoy is a powerful network manage
ment utility that provides even the most
novice users with accurate, snapshots of net
work load and usage.
GeoBoy is the world’s first 3D geo
graphical tracing tool, capable of tracing
and displaying routes taken by traffic tra
versing the Internet. It allows users to
locate Internet delays and traffic congestion
quickly and easily.
WebBoy is the world’s first real time
graphical Internet/Intranet monitoring
and management utility, while PacketBoy
is a packet analyser/decoder package,
capable of decoding many commonly
used LAN protocols.
The packages have been designed to be
user-friendly so that even the most novice
users can look at the flow of information, as
a whole, across a very complex network.
The Protocol Definition Language built
into each application allows each product to
be easily updated to handle site specific pro
prietary protocols or new protocols as they
are adopted. Users can also define and incor
porate alarms and triggers into EtherBoy,
WebBoy and PacketBoy to identify when
significant network events occur.
All applications run on standard
Windows95 and WindowsNT environments.

NEW REGISTER OF YEAR 2000
COMPLIANT PRODUCTS AND
SERVICES
The year 2000 technological time bomb is
ticking away for non-compliant computer
software and hardware ... How do you know
if your equipment will escape its wrath?
Simply refer to the new register of year
2000 compliant products and organisations,
launched by Standards Australia and the
Australian Computer Society in February.
The register can be accessed free-ofcharge through Standards Australia’s web
site at www.standards.com.au or directly at
www.y2kregister.com.au
It provides a comprehensive list of soft
ware and hardware products in Australia
and New Zealand which are year 2000
compliant, as defined by the Standards
Australia
publication
SAA/SNZ
MP77:1998, A definition of year 2000
conformity requirements.
Visitors to the register web site can obtain
further information about the compliancy of
a product or vendor by simply clicking on
the names of organisations listed on the reg
ister. Hyperlinks will take them straight to
the vendor’s home page.
Vendors pay a one time registration fee for
entry into the register and a fee for each
product. The register will be updated accord
ingly each week and printed each quarter
until June 2000.
Denis Dawkins, Associate Director of
Standards Australia’s Advisory, Education
and Related Services Group, said the bene
fits of such a register are two-fold.
“Anyone who already has or wants to buy
software or hardware can check the register
to make sure the product is year 2000 com
pliant and that it won’t crash at the start of
the new millennium”, he said.
“It’s also an excellent vehicle for vendors
to advertise to the world their products will
not fail the year 2000 test”.
And because vendors need only point
customers to the register, they will save
time and money in answering individual
inquiries regarding the compliancy status
of their products.
Organisations must sign a self-declaration
form, declaring the products in question are
year 2000 compliant, before they can be list
ed on the register.
The form is based on ISO 9000 guidelines
and is available at Standards Australia’s web
site at www.standards.com.au or at the regis
ter’s web site on www.y2kregister.com.au
NATIONAL PRINCIPLES FOR THE
FAIR HANDLING OF PERSONAL
INFORMATION
The Federal Attorney-General launched in
February the National Principles for the Fair
Handling of Personal Information. These
principles set a privacy ‘benchmark’ for the
handling of personal information by
Australian businesses.
The National Principles represent the
first stage in the development of a national

information privacy scheme for Australia.
They are based on the belief that there
should be nationally-consistent standards
for the handling of personal information
regardless of jurisdiction, industry, or tech
nology. The second stage of the scheme
will address implementation and compli
ance arrangements.
The principles are the culmination of
consultations carried out by Moira Scollay,
Privacy Commissioner since late 1996 with
a large and diverse range of business, gov
ernment and non-government groups. These
consultations intensified in August 1997
when a consultation paper was issued set
ting out options for the content and imple
mentation of a national scheme for fair
information practices in the private sector.
Feedback was invited on the paper. In
October and November forums were con
vened in capital cities around Australia. The
final form and content of the principles was
subject to detailed negotiations with gov
ernment, peak industry, non-government
and consumer groups.
Discussions on implementation and compli
ance arrangements will commence shortly.. In
the meantime, the principles provide a bench
mark for those businesses wishing to initiate
their own implementation arrangements.
The National Principles are not intended
to displace the Information Privacy
Principles currently applying to federal
and ACT government agencies by virtue of
the Privacy Act 1988. Rather they provide
a basis for broadening the application of
the privacy principles set out in the
Privacy Act to State government and to the
non-government and business community
at large.
Please call David Main (02) 9284 9871, or
Ingrid Wilson (02) 9284 9709 for further
information.
AUSTRALIAN FAMILY BUSINESS
GOES INTERNATIONAL!
The country’s largest developer of reference
CD-ROM titles, Webster Publishing is an
Australian family-owned business that pro
duces mainstream multimedia titles.
Webster Publishing has launched an attack
on the multimedia industry in Western
Australia, S&uth Australia, Northern
Territory and Tasmania where there has been
minimal if any exposure prior to 1998.
Further, they are developing export markets
into New Zealand, Europe, the United
Kingdom, South Africa, the Middle East and
North America.
To consolidate its presence in the United
States, a subsidiary office was opened in
New York in December 1997.
In line with their focus on educational and
lifestyle content, Webster is also launching a
number of new titles and updating many
existing titles this year with travel, sportiiig,
educational and lifestyle CD-ROMs sched
uled for release in 1998. Webster’s second
tier products include interactive CD-ROM
tutorials for Office 97.

