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That there exist relationships between Model Elimination
and Analytic Tableaux has been known for some time.
However, the mapping between these procedures has not
been shown explicitly to date. In order to define the
mapping between the procedures, we need to use two
reduction techniques which avoid the generation of
duplicate subtrees in tableaux. By identifying the parallels
between the two procedures, we have been able to
develop a technique so that lemmas can be produced as
a side-effect of closing branches within the tableau.
Further, we have developed a control structure for
Model Elimination which bears many similarities to
that used for analytic tableau.
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1.0 INTRODUCTION
Although it is generally accepted that the Model Elimination
(ME) procedure is expressible in analytic tableau format (as
demonstrated in Letz, Schumann, Baayerl and Bibel, 1992),
no explicit and rigorous proof has, to the authors’ knowledge,
been presented. As Loveland (1978) points out, the Model
Elimination (ME) procedure, although not formally express
ible in the resolution format, is a variant of resolution. In fact,
it could be considered to be a refinement of linear resolution,
and that this (in the majority of cases) is expressible in the
tableau format.
The main drawback to proving theorems using analytic
tableaux has been the size of the proof tree created by the
procedure. Wrightson and Coldwell (1990 and 1992) have
proposed several techniques which allow us to truncate the
construction of tableaux considerably. The inclusion of two
techniques in particular, factoring and already-proven nodes,
has given us the key to defining fully the relationship between
the analytic tableaux and ME procedures. (Factoring was
called merging in previous papers).
In this paper, we present a synopsis of model elimination
and analytic tableaux with truncation, followed by a discus
sion of the relationship between the two procedures. Tradi
tionally, the ME procedure has been applied to sets of clauses,
although Bollinger (1991) does propose an extension that
works on generalised clauses. A generalised clause is one
where a literal may be replaced by a conjunction of literals.
Although analytic tableaux can handle any formulae from the
first-order calculus, we will confine our discussion to formu
lae in clausal form.
2.0 THE MODEL ELIMINATION PROCEDURE
2.1 Basic ME Operations
Loveland (1978) describes fully the ME procedure, and in his
paper (Loveland, 1969) he describes the relationship between
the ME procedure and Resolution. We will give here a
summary of the operational aspects of the ME procedure,
sufficient to identify the relationship with analytic tableaux in
later sections.
The ME procedure manipulates a string of literals,
called a chain, which is an ordered list of literals. Two
types of literals may occur in a chain, R-literals and Oliterals. We use the notation favoured by Bollinger (1991),
since it is rather more explanatory than Loveland’s nota
tion. An O-literal is an “ordinary” literal (i.e. it has not
been used in a resolution step yet) and a R-literal is a
“resolved” literal. R-literals are enclosed in square brack
ets to distinguish them from O-literals. An elementary
chain consists of O-literals only, and the empty chain
(represented by □) is a chain having no members. Each
clause, in the initial set of formulae, is represented by an
elementary chain consisting of a list of literals occurring in
the clause. New chains are formed from existing chains by
means of four basic operations, extension, reduction, fac
torisation and contraction. Loveland (1969) describes
1
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three operations, extension, reduction and contraction.
Factorisation was introduced by Kowalski and Kuehner
(1971) and Loveland describes this operation, in Loveland
(1978), to include the capabilities of the contraction op
eration. We will maintain the distinction between factori
sation and contraction, as these operations have distinct
equivalents within the analytic tableaux procedures.
Each operation has one parent chain as input and a derived
chain as output. The extension operation has a second
input chain, an auxiliary chain, which is drawn from the
initial set of chains representing the given clauses. One
chain from the initial set is nominated as the parent chain
initially. Other than the initial chain, the parent chain is
always the derived chain from the previous operation.
There are two classes of chains, acceptable and nonacceptable. A chain is acceptable if no two literals are
identical or complementary, and the rightmost literal in
the chain is an O-literal. Otherwise the chain is nonacceptable. Loveland (1978) describes the classes fully.
The ME operations (except extension) are able, in most
circumstances, to transform a non-acceptable chain into
an acceptable one. We now describe the four operations.

Extension:
Let K( be the parent chain and K, the auxiliary chain and
both are acceptable chains. Let Lj be the rightmost
literal in K, and L, be a literal in K,. We are seeking a
match between Lt and L2 such that, if their atoms can be
unified, L, is the complement of Lr If no such match
exists, the operation terminates. Otherwise, the derived
chain from this operation is Kj concatenated with Kr L2
is deleted and L1 is designated a R-literal. The substitu
tion which unified L) and L2 must also be applied to the
derived chain. The extension operation is equivalent to
resolution applied to the clauses K( and K2. Note that
although the literal L2 may be any literal from K„ for
ease of comparison with analytic tableau, we assume
that the literals are reordered such that the selected
literal is the first in the chain.

Reduction:
Let K be an acceptable chain such that it contains a Rliteral Lt, to the left of an O-literal L2 which may be
separated by other literals. If L, and L2 can be unified
such that L, is the complement of L, then the derived
chain from this operation is the parent chain with the Oliteral deleted and the unifying substitution applied to
the derived chain.

Factorisation:
Let K be a chain which contains two O-literals, Lt and
L,. If their atoms can be unified such that L1 is identical
to L2 then the derived chain from this operation is the
parent chain with L2 deleted from it and the unifying
substitution applied to the derived chain.
2

Contraction:
The derived chain from this operation is formed by
deleting all R-literals to the right of the rightmost Oliteral in the parent chain.
The following example demonstrates the ME procedure.
Given the set of clauses:
-RxSa
~SaQb~Rx

~Qb
QyRy

I
II
III
IV

the following deduction can be carried out:
1
2
3
4
5
6
7

8

QyRy
Qy[Ry]Sa
Qy[Ry][Sa]Qb~Rx
Qy[Ry][Sa]Qb
Qb[Rb][Sa]
Qb
[Qb]

□

initial chain IV.
extension with I.
extension with II.
reduction of ~Rx against [Ry].
factorisation of Qb with Qy.
contraction,
extension with III.
contraction.

2.2 Generating Lemmas
Further flexibility has been added to the ME procedure through
the use of lemmas. A lemma chain is one which is computable
during the proof procedure. As Loveland (1978) points out,
these are often instances of existing chains in the given set, but
it is possible to obtain lemmas which can be used in later steps
to shorten the proof, i.e. “useful” lemmas. Lemmas are gener
ated during the contraction operation.
In order to compute the lemmas, Loveland (1969) intro
duces the notion of the scope of R-literals. Initially, the scope
is set to zero and updated when the R-literal is involved in a
reduction operation. When such an operation takes place, if
the number of R-literals separating Lj and L2, say n, is greater
than the scope of L2, say m, then the scope of 1^ is updated to
n, otherwise it is left unchanged. At any time, if the scope
exceeds the actual number of R-literals to the right of L,, the
scope is updated to the actual number of R-literals. The
subchain in the scope of a R-literal, L,, with scope n, is the
subchain from L, to the nth R-literal to the right. It is this
maximal subchain which is a candidate for generating lemma
chains during the contraction of L, and all literals to its right.
O-literals also have a scope associated with them, which is
updated during the factorisation process.
For the purposes of lemma production, R-literals are viewed
as being removed one at a time. Hence it is possible to generate
several lemmas in one contraction step. As a R-literal is
removed, say L2, a lemma is formed consisting of the comple
ment of L2 and the complement of any preceding R-literals, as
well as any O-literals that have been factored, such that the
number of R-literals between L2 and L( is less than the scope
of L,. If more than one lemma is generated, then the last lemma
will subsume any others generated in this step. The following
example demonstrates the procedure with lemma production.
The scope of the R-literals is shown as subscripts.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 1, FEBRUARY 1998
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Given the set of clauses
Fg(a)x Fg(y)a
~Fg(a)x Fyy
-Fax ~Fg(x)y

I
II
III

lae, not just binary formulae as shown. (The symbol
‘&’ denotes conjunction, V denotes disjunction,
denotes negation,
denotes implication, 3 denotes
the existential quantifier, V denotes the universal quan
tifier and ‘I’ denotes a branch split.)

the following deduction can be carried out:
1
2
3
4

5

Fg(a)x Fg(y)a
Fg(a)x[Fg(a)a]Fyy
Fg(a)x[Fg(a)a] [Faa] ~Fg(a)y
Fg(a)x[Fg(a)a],[Faa]0

Fg(a)x
lemmas produced:

6

[Fg(a)a]0

7

□
lemma produced:

initial chain I,
by extension with II,
by extension with III,
by reduction against
the second literal in
the chain
by contraction
~Faa~Fg(a)a (literals
2 and 3 in chain)
~Fg(a)a (literal 2 in
chain)
by extension with
lemma,
by contraction
~Fg(a)a.

A full explanation of the procedure is given in Loveland
(1969), from which the above example is extracted. Shostak
(1976) describes a scheme for model elimination which in
cludes C-literals. These act in a similar way to the lemmas
produced during a contraction step. However, unlike lemmas,
the life of a C-literal is limited to the extent that once they are
removed from a chain, the information contained within the
C-literal is no longer available.

3.0 ANALYTIC TABLEAUX
3.1 Traditional analytic tableaux
As with other methods of theorem proving, the analytic
tableau method constructs counter models to test
whether a set of formulae follows logically from an
other set. It applies a few rules to a finite set of closed,
well-formed formulae (wffs) with a control structure
that determines when to apply the rules. A classifica
tion of rules, which has the effect of reducing the
number of rules required, has been introduced by
Smullyan (1968). The classes of rules are the so-called
a-, p-, y- and 8-rules. As we are dealing with clausal
formulae we need only concern ourselves with the pand y-rules. Although we need just the first instance of
the two rules in order to handle clausal formulae, we
have listed all instances since analytic tableau does not
differentiate between them. For example, the disjunc
tion, negated conjunction and implication each belong
to the p-rule class and, as such, are all treated in the
same manner. The structure of the formula, shown
above the line, determines which rule to apply. The
structure of the derived formula(e) is shown below the
line. The rules can be shown to extend to n-ary formu
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 1, FEBRUARY 1998

p-rule:

y-rule:

(X v Y)

~(X & Y)

(X -» Y)

XI Y

-Xl-Y

-XI Y

Vx P(x)

~3x P(x)

P(a)

~P(a)

The counter models for the formulae are represented by
a binary tree. (N-ary formulae are represented by an n-ary
tree.) The tree is constructed by applying an appropriate
rule to each wff in turn until either a contradiction appears
on a branch (i.e. a literal or formula and its negation appear
on the branch) hence the branch is closed or all wffs have
been added to the branch. A tree is closed if all of its
branches are closed; otherwise it is open. As the analytic
tableau method is a refutation procedure, we attempt to
show that the set of wffs is unsatisfiable. To be strictly
correct, each wff in the set should be included at the root
of the tableau. For brevity they have not been included in
all figures in this paper.
We will be constructing tableaux using the top-down
left-to right procedure proposed by Wrightson and Coldwell
(1992). In this procedure, the leftmost open branch is
developed until it closes or there are no more clauses
available to add to it. Note that an unchecked wff on a
branch, either at the root of the tableau or within the
branch, is one to which a rule has not yet been applied or
a y-rule has been applied. The control structure for devel
oping an analytic tableau using the depth-first left-to-right
construction is:
1 List the set of wffs.
2 Are there any open branches?
No, the set is inconsistent.
3 Does the left-most open branch have any unchecked
wffs on it?
No, the set is consistent.
4 Is there an unchecked wff to which a p-rule applies?
Yes, apply it to the wff and go to step 2.
5 Is there an unchecked wff to which a y-rule applies?
Yes, apply it to the wff.
6 Go to step 2.
Consistency is used here as a term referring to syntactic
properties, namely the presence of a formula and the absence
of its negation in a set of wffs. Satisfiability refers to the
semantic property that there exists an interpretation for a set
of wffs. By using the top-down construction, we are able to
model the steps undertaken during a resolution proof.
3
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QyRzPx
~Qx
-RyPx
~Px~Ty

=0*

(3)

dPx

(4)

Ty

=ly

£Iy

dPx

(6)

~E*

Figure 1.

3.2 Factoring in Analytic Tableaux
Factoring in analytic tableaux is similar to factoring in resolu
tion. For example, if a resolvent clause PxRyPx is generated
during resolution, the two occurrences of Px are combined. We
demonstrate the application of factorisation within tableaux
using the example in Figure 1. This shows the straightforward
development of a tableau using the top-down left-to-right con
struction described in the previous section. The branch, contain
ing Px at line 2, is closed by applying the P-rule to the two
clauses, -PxTy and ~Ty~Px. The branch, containing Px at line
1, is also closed by applying the p-rule to the same two clauses.
Identical procedures are used to close both branches.
Consider resolution for a moment. Figure 2 demonstrates
the result of carrying out resolutions on the clauses, in the
same order as they were entered into the tableau in Figure 1,
up to and including line 2. The resultant clause is PxPx, which
is then factored to generate the unit clause Px. This clause
corresponds to the two occurrences of Px in the tableau in
Figure 1.
QyRzPx

Figure 3 shows the state of the tableau up to and including
line 2. (In the following figures, some literals in the tableau
have been marked with an asterisk. This has been done for
identification purposes only.)

dQx rRy
Figure 3.
4

Px

The branch, which includes Px, consists of the set of literals
Sj = {Rz, Px}. The branch containing the literal P*x consists
of the set S2 = {P*x}. But S2 is a subset of S,. Therefore, if S,
can be shown to be a subset of an inconsistent set of clauses,
S, must be inconsistent too. The sets S( and S2 are part of the
same sub-tree. If, in the process of developing a tableau, we
discover that the set of formulae on one branch (S,) is a subset
of the formulae on another branch (S,), it is sufficient to
attempt to show that we can develop an unsatisfiable set of
formulae on S2. Hence, if the first branch turns out to be
unsatisfiable, the second branch is unsatisfiable too. By adopt
ing the depth-first method of constructing a tableau, any
branch to the right of the current branch is guaranteed to be a
subset of the current branch, if the literals in the leaf nodes of
the two branches are the same.
When a branch-factoring situation is encountered during
the proof procedure, the derivation of the branch containing
the node Px is abandoned. The branch containing the literal
P*x becomes the current branch and the derivation continues
as described above. If this branch closes, the branch contain
ing the literal Px is also marked as closed. If the current branch
does not close, the set of wffs is consistent and the proof is
terminated. This would result in the completed tableau as
shown in Figure 4.

-Ox

Ex

dEx

Ty

~Tv

~Px

Figure 4.

Although not stated explicitly, we assume that substitu
tions may have to be made in order for the factorisation to be
completed successfully. Of course, any such substitutions
may affect other literals in the tableau, and as such, would
have to be propagated throughout the tableau. The control
strategy for developing a depth-first tableau with factoring is:
1 List the set of wffs.
2 Are there any (non-abandoned) open branches?
No, the set is inconsistent.
3 Is there a branch to the right of the current branch that
can be merged with?
Yes, mark the current branch as abandoned.
4 Does the left-most (non-abandoned) open branch have
unchecked wffs on it?
No, the set is consistent.
5 Apply a rule* to an unchecked wff on the left-most
(non-abandoned) open branch.
If the branch closes, go to step 2; otherwise go to step 3.
* The order in which rules are applied is the same as described earlier.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 1, FEBRUARY 1998
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Note that a branch, which has been factored from, is not
an open branch in the strict sense of the term. Essentially,
the consistency of the set of wffs is independent of any
such branches!
3.3 Already-Proven Lemmas in Analytic Tableaux
Let us use the same set of clauses as in Figure 1, but add them
to the tableau in a different order, as shown in Figure 5. We are
still constructing the tableau using the top-down, left-to-right
algorithm described previously. So, the sub-tree containing
Px at its root, on the left-hand side of the tableau, is closed
before the second occurrence of Px, on the right, is added.

Px

~Ry

/\
/\

JPX

Ty

-Tv

Rz

Qy

Px

/ /\

-Px

-Ox

-Px

Ty

zEX

Figure 5.

Obviously, we cannot factor the two nodes containing Px as
we did previously. However, if we had constructed the tableau in
a right-to-left manner instead, we could have carried out a
factorisation! In fact, we can factor nodes retrospectively, i.e. use
the fact that we have shown that a branch containing Px will close.
We may use the clause Px as a lemma. We call such nodes
already-proven, since we know that a self-contained closed
subtree may be constructed at any point in the tableau where a
node labelled with Px occurs. Any node occurring on a branch
can be declared already-proven if all the complementary literal
pairs which contributed to the closure of the subtree, with this
node at its root, are fully contained within the sub-tree. For
example, in the tableau in Figure 5, the nodes containing Px, -Ry
and Qy are already-proven. The nodes containing Ty are not,
since the closure ofboth branches depend on anode above Ty (i.e.
Px). Unlike candidate factor nodes we cannot assume that the
nodes on one branch are a subset of those on the branch contain
ing the already-proven node. However, by maintaining the “selfcontained” condition, we can guarantee that a similar sub-tree
could have been built in any other part ofthe tableau; in particular,
if Px is already-proven, the same set of clauses that caused it to

Px

-Px

-Ry

Ty

Rz

/\

=Sa

Qy

Ex

/

=Qx
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be declared as such, can be used under any other occurrences of
Px. Applying the already-proven strategy to another occurrence
of Px is equivalent to building such a subtree. The tableau in
Figure 6 demonstrates the result of applying the already-proven
strategy to the second occurrence ofPx. We may close the branch
containing Px on the right hand side immediately.
There is a problem however with using the already-proven
strategy as described here. It involves the introduction of yet
another step within the tableau’s control structure. Before
applying the rule to a clause, a check would have to be made
to determine whether the literal at the leaf node of the current
branch has previously been shown to be already-proven. This
complication can be eliminated if we change the interpretation
of an already-proven node to that of a lemma, in the strict sense
of the term.
The already-proven strategy is a form of reasoning by contra
diction. If a subtree, with Px at its root, closes, using the
definition of a closed tree, we may summarise the refutation
implied by the sub-tree by -Px. This unit clause may then be
added to the initial set of clauses as a lemma. Hence the fact that
Px is already proven no longer requires any changes to the
control structure. -Px would be used as a lemma automatically
within steps 4 and 5 of the control structure as described in
Section 3.2 above. Using the lemma rather than the alreadyproven strategy results in the tableau shown in Figure 7. This
does involve the addition of an extra clause to the tableau.
However, the overhead of completing one extra (existing) step
in the refutation procedure would certainly be no more extrava
gant than having to include a new step to cater for the alreadyproven nodes. As will be shown in Section 4, this alteration of an
already-proven node to a lemma allows us to make a direct
mapping with ME’s lemma production strategy.

Px

-Px

-Ry

Ty

Rz

/\

=lx

zEx

Qy

Px

/

rrE2S

rQx

I

The use of lemmas leads to a further point which, although
intuitively sound, requires further investigation. We are at
tempting to limit the size of the data structure produced by the
tableau procedure. The addition of a unit clause to a branch,
thus causing a closure of that branch, would certainly assist in
limiting the size (length) of it. It would seem, therefore, to be
advisable to check if any unit clauses can be added to the
branch in preference to clauses containing more than one
literal. This is similar to incorporating the unit preference
strategy in resolution-based theorem provers, described in
(Wos, Carson and Robinson, 1964).
Letz (1994) introduces a formalism called the connection
tableau, which is similar, in some ways to the tableau con5
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struction described here. He also suggests two operations,
factorisation and folding-up, which resemble the factoring
and already-proven strategies discussed above. However,
since a connection tableau is not constructed in a strict topdown, left-to-right manner, the conditions under which fac
torisation can occur have to be explicitly checked. Further,
folding-up generates lemmas, but in the context of the subtree
in which they are generated and does not cater for subtrees
where a node has already been factored from.
4 MODEL ELIMINATION AND ANALYTIC TABLEAUX
4.1 A mapping between the procedures
We now demonstrate the mapping between ME and analytic
tableau. We will use the set of clauses that were used, in
Section 2.2 above, to demonstrate the ME procedure with
lemma production. For each step in the ME procedure we will
show the equivalent step(s) in the tableau procedure. We
apply the procedure to the clauses in the same order as they
were processed (as chains) by the ME procedure. The literals
within each clause have been reordered for the tableau proce
dure in order to maintain the top-down left-to-right procedure.
This has no effect on the equivalence of the two procedures.
1 Fg(a)xFg(y)a
initial chain I.
The equivalent tableau is generated by applying the 13rule to the clause Fg(a)xFg(y)a.

Fg(y)a

Fg(a)x

2 Fg(a)x[Fg(a)a]Fyy
extension with II.
We now apply the p-rule to the clause ~Fg(a)xFyy and
add the result to the leftmost open branch of the tableau.
Since ~Fg(a)x and Fg(y)a may be unified, we close the
branch containing these two literals. The closure against
Fg(a)a is equivalent to converting it to a R-literal in the
ME procedure.

Fg(a)a

-Fgfala

Fg(a)x

Fyy

3 Fg(a)x[Fg(a)a][Faa]~Fg(a)y extension with III.
The P-rule is applied now to the clause ~Fax~Fg(x)y.
Again the result is added to the leftmost open branch of
the tableau.

~Fg(a)y
6

Again, Fyy and -Fax can be unified and the branch
containing them is closed. Notice that the R-literals in
the ME procedure are equivalent to the literals on the
leftmost open branch which have been instrumental in
closing branches to the left of it.
4 Fg(a)x[Fg(a)a]![Faa]0
by reduction.
The leftmost open branch in the tableau contains comple
mentary literals as a result of adding the clause in step 3.
Reduction is equivalent to the closure of such a branch,
without the addition of further clauses to the tableau.

The scope of the R-literal [Fg(a)a] is updated after the
contraction operation in the ME procedure. The scope
is equivalent to the number of literals on the branch
between the leaf node and its complementary literal.
5 Fg(a)x
by contraction.
lemmas produced:
~Faa~Fg(a)a, ~Fg(a)a
Contraction, as such, has no specific equivalent within
the tableau procedure. However, it can be thought of as
the deletion of the closed sub-tree. Deletion has the
implication of “throwing away” information. The ME
procedure summarises this information in the form of
lemmas. The already-proven lemma, within tableau, is
equivalent to the lemma produced when the root of the
self-contained closed sub-tree is deleted (in this case
Fg(a)a). If we follow this analogy through to its logical
conclusion, there are further lemmas that could be
produced within the tableau procedure when a sub-tree
closes, these being the lemmas relating to the other Rliterals that are being removed. Note that each lemma is
the negation of a conjunction of the literals occurring
from the root node of the closed sub-tree and each leafnode, but excluding the literal at the leaf. These types of
non-unit lemmas are generated when the closures of a
subtree are not fully contained within the subtree. How
ever, in many cases, all bar any unit clauses generated
prove to be instantiations of existing clauses. Further, if
a unit clause lemma is generated, it subsumes any other
lemma that may have been produced.
6 [Fg(a)a]0
by extension with lemma.
Extension is simply the addition of a clause to the
tableau via a (3-rule. Hence extension with the lemma is
simply a matter of applying an appropriate rule to the
lemma clause.
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4 Px

by contraction.
lemmas produced:
-RzPx
Although the sub-tree with Rz at its root is closed, the
closure is still dependent on the future refutation of Px.
So any lemmas generated by this contraction operation
have to note this fact. The lemma produced by the
tableau procedure also has to reflect the factored-from
node. However, since we are particularly interested in
generating unit clauses as lemmas, a lemma such as
-RzPx may not be useful.

7

by contraction
lemma produced:
~Fg(a)a
The mapping is as for step 5 above, but in this case the
lemma produced is a duplicate of that used to close the
branch in step 6.

The mapping for the remaining steps in this example are as
previously described.
5 [Px]Ty

So far, we have explained the mapping of the extension,
reduction and contraction operations to analytic tableau. The
last operation, factorisation, is mapped using the tableau’s
factoring technique, as the example below demonstrates.
Given the set of clauses
PxRz
I
-RyPx
II
-PxTy
III
~Ty~Px
IV
the following ME deduction and equivalent analytic tableau
deduction can be carried out:

by extension with 3

Rz

6 [Px][Ty]~Px

Px

by extension with 4

1 PxRz
initial chain I.
The mapping is as explained for the initial chain above.

Rz

Px

2 Px[Rz]Px
by extension with II.
The mapping is as explained for extension above.

7 [Px]|[Ty]0

by reduction

8

by contraction
~Ty~Px, ~Px

lemmas produced:

3 PxJRz]
by factorisation.
The literal Px on the left hand open branch can be factored
with Px to its right. Factorisation is equivalent to carrying
out the tableau-factoring by closing the left hand branch
containing Px. Note that within the ME procedure the
scope of Px has been set to 1 by the factoring process.

~Rv

Ei
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It must be remembered that the mapping described in this
section is from ME to analytic tableaux, not vice versa. The
ME procedure only allows for an extension to be applied to the
rightmost O-literal of the parent chain. This is equivalent to
adding a clause to the leftmost open branch of the tableau,
such that the new leftmost branch closes. It is possible to
7
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develop a tableau which includes steps that cannot be mod
elled in ME. For example, a clause could be added to a branch
which does not immediately close that branch. This step
cannot be modelled in ME. However, by limiting the tableau
expansion as explained here, then there does exist a one-toone correspondence between the two procedures.
4.2 Control Structures
The ME procedure does not have a formal control structure in
the same way as analytic tableau does. However, the follow
ing procedure describes the steps that have to be carried out
during a ME deduction.
1 List the set of clauses, as chains, and nominate one to be
the initial parent chain.
2 Is the parent chain empty?
Yes, the set of clauses is inconsistent
3 Is the parent chain acceptable?
No, go to step 6.
4 Can the factorisation operation be applied to the parent
chain?
Yes, apply it and go to step 2.
5 Is there an auxiliary chain to which the extension
operation will apply?
Yes, apply it and go to step 2.
No, the set of clauses is consistent.
6 Can the reduction operation be applied to the parent
chain?
Yes, apply it and go to step 2.
7 Can the contraction operation be applied to the parent
chain?
Yes, apply it and go to step 2.
8 The set of clauses is consistent.
The control structure for analytic tableau with factoring
and lemma production is described by the following proce
dure. It is somewhat different from the procedure described in
Section 3.2 above. Various operations are included implicitly
within the earlier version, which are described explicitly in
this version in order to identify the similarities between it and
the ME procedure.
1 List the set of wffs.
2 Are there any (non-abandoned) open branches?
No, the set is inconsistent.
3 Is there a branch to the right of the current branch that
can be factored with?
Yes, mark this branch as abandoned.
4 Does the left-most (non-abandoned) open branch have
unchecked wffs on it?
No, the set is consistent.

5 Apply a rule to an unchecked wff on the left-most (nonabandoned) open branch.
If the branch closes, go to step 6; otherwise go to step 2.
8

6 Does the sub-tree close?
Yes, generate any already-proven lemmas.
7 Go to step 2.
There are many similarities between the two proce
dures which would be expected, since we are able to map
the ME procedure by Analytic Tableau. There are several
points to note. Checking the acceptability of a parent chain
is peculiar to Model Elimination. Non-acceptability, in
tableau terms, is the state immediately prior to a branch
closure or factoring operation. Also, the reduction opera
tion is catered for implicitly within analytic tableau, as is
the contraction operation. However, to facilitate lemma
production, we have included step 6 explicitly in the
analytic tableau procedure and it is equivalent to step 7
within the ME procedure. The extension operation can
only be applied to an acceptable chain. So if an unaccept
able one cannot be converted by the factorisation, reduc
tion or contraction operations, the set is consistent. Hence
the extra step (8) in the ME procedure.
Obviously, there are overheads involved when attempting to
incorporate new features into the analytic tableau procedure.
However, significant reductions can be achieved in not only the
proof size for large problem sets, but also the time required to
find a proof. For example, Wallace and Wrightson (1994) have
shown that, despite the increased overheads involved, such
reductions can be acheived by using a generalisation of Letz’s
folding-up technique, namely regressive merging. The factoring
and already-proven lemma strategies may be implemented in a
straight forward manner using links, in a similar way as used in
clause graphs, described in Eisinger (1988). The links indicate
when a factor operation may be actioned as well as when a literal
may be declared already-proven, or when a lemma may be added
to a branch to close it. Since the links are set up and maintained
as part ofthe tableau expansion rules, it is not necessary to search
the tree structure to identify suitable literals to apply these new
strategies too.
5 CONCLUSION
We now summarise the similarities of the ME procedure
and analytic tableau with merging and already-proven
techniques. The first point to note is that the extension
procedure is equivalent to adding a clause to the leftmost
open branch of the tableau, such that one of the generated
branches closes. Reduction, on the other hand, is equiva
lent to the closure of one or more of the generated branches
against ancestor nodes. Contraction is a recognition of the
closure of a subtree. It is at this point that lemmas are
generated, and are equivalent to already-proven lemmas in
the tableau. Finally, factorisation is equivalent to merging
of two unifiable literals within the tableau.
Loveland has shown that the use of lemmas within the
ME procedure is a viable mechanism to shorten proofs. By
demonstrating the mapping of the ME procedure to the
analytic tableau procedure, we may conclude that using
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merging and already-proven lemmas will improve the
performance of analytic tableau, particularly since tree
searching algorithms are not needed to locate possible
merge nodes or literals to which lemmas may be applied.
Further, if lemma generation is limited to unit clauses
only, adding a lemma to a branch is guaranteed to close the
branch and not add any new ones.
One area of particular interest for further work is lifting the
mapping to include general formulae of the first order calcu
lus. Since analytic tableaux uses classes of rules (the a-, P-, yand 8-rules), once the mapping has been identified for one
instance of a particular rule, it can be applied to all other
instances within the same class. Bollinger (1991) has already
shown that the ME procedure with lemma production can be
applied to generalised clauses. As the analytic tableau proce
dure can handle such clauses with no more difficulty than
simple disjunctive clauses, the mapping between Bollinger’s
system and analytic tableau is a simple extension to the
mapping described in this paper, to include a-rules. Applying
the merging and already-proven techniques to general formu
lae then reduces to the problem of how to handle the 8-rule, i.e.
existential quantification.
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APPENDIX — FORMAL MAPPING
We present here a formal mapping between the model elimination and analytic tableau proof procedures.
Theorem
For every model elimination proof there exists an equivalent analytic tableau proof.
Proof
We prove the theorem by demonstrating the mapping of each operation of the model elimination procedure by its equivalent step(s)
in the analytic tableau procedure. We use the following notation:
L. is an O-literal.
[L]k is an R-literal.
{L. }k is a factored O-literal.
The subscript, k, indicates the scope of the O-literal or R-literal. All literals are initialised with a scope of zero.
A, B (possibly subscripted) are chains consisting of zero or more O-literals and R-literals not active in the current ME
operation.
The mapping is presented in the following table. The left-hand column shows each ME operation. The righthand column shows
the corresponding analytic tableau steps.
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Model Elimination
(a)

Initial Chain

Analytic Tableau
Apply the p-rule to the initial clause. Add the result to the empty
tableau.

AL,

/\

L,
(b)

Extension with L.B where Lr L. are unifiable such that 1^ = ~L .

A[L,]B

A

Apply the p-rule to L,B* Add the result to the leftmost open branch
and close it.

/\
/\
L,

A

la
(c)

Reduction

B

An open branch in the current subtree is closed.

Let B = B,L3B2 where L,, L3 are unifiable such that L, = ~L3. The
scope of the R-literal, L,, is increased by the number of literals in
B,A[L j J |B |B,

/\
/IV
L,

A

la Bi L3
(d)

Factorisation
Let A = A,L5A, and B, = L4, where L4, L5 are unifiable such that
L4 = L,. The scope of the O-literal, Ly is increased by the number
of literals in Ar
A.lLd.AJL^B,

b2

Merge L4 with L5 by unifying L4 and L5 and closing the branch
containing L4.

/V
^^
la L4 L3

(e)

Contraction
Let B, be empty. (Generalisation is not lost by making this
simplification.) All R-literals to the right of the rightmost O-literal
are removed.

A, mi a

Generate Lemmas:
These consist of the negation of all R-literals being removed and
any factored O-literals within the scope of the R-literals. Since Rliterals are viewed as being removed one at a time, several lemmas
may be generated. However, the last lemma always subsumes any
other lemmas generated in this step.
Lemma = -L,L4
(f)

Each operation is applied as appropriate until either the empty
chain is obtained, in which case the original set of clauses is
inconsistent, or no operation can be applied to the parent chain, in
which case the original set of clauses is consistent.

Note that the subtree is closed, in this case the subtree with L, at its
root.

/t^
A*
^5

la La L3
Generate Lemmas:
The lemma consists of the negation of the literal at the root of the
closed subtree together with any literals at leaf nodes that have
been factored from. The literal at the root of the closed subtree is
L, and the factored literal is L..
Lemma = ~L,L,
i 4
Each step(s) is applied as appropriate until either the tableau is
closed, in which case the set of clauses is inconsistent, or no
clauses remain to be added to the leftmost open branch, in which
case the set of clauses is consistent.

Hence we have shown that the ME procedure has an equivalent step(s) in the analytic tableau procedure.
All that remains is to show that the empty chain in the ME procedure corresponds to a closed tableau. We do this by
showing that the number of O-literals in the chain, after each operation has been completed, corresponds to the number of
open branches in the tableau after the equivalent step(s) have been applied. Again, we will present the information as a table
with ME in the left column and analytic tableau in the right one.
For the sake of simplicity, we will assume that in the analytic tableau procedure a clause containing n literals is repre
sented by a n-ary tree.
10

THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 1, FEBRUARY 1998

ANALYTICAL TABLEAUX AND MODEL ELIMINATION

Model Elimination

Analytic Tableau

(a)

Initial Chain
Let the number of literals in the initial clause be m. Then the
number of O-literals in the initial chain is nr

Let the number of literals in the initial clause be a. After applica
tion of the P-rule to the clause, the number of open branches is n.

(b)

Extension
Let the number of O-literals in the parent chain be np and the
number of O-literals in the auxiliary chain be na. The number of 0literals in the derived chain is increased by na and decreased by 2,
for the literal that is converted to an R-literal and the literal deleted
from the auxiliary chain, i.e. na + np - 2.

Let the number of open branches in the tableau be n , and the
number of literals in the clause to be added n . After application of
the P-rule to the clause, one literal is added to an existing open
branch and that branch is closed. The remaining literals generate
new open branches. Hence the number of open branches is
na + np -2,

(c)

Reduction
Let the number of O-literals in the parent chain be n. The number
of O-literals in the derived chain is decreased by 1, i.e. nr - 1.

Let the number of open branches be n. An open branch is closed
thus reducing the number of open branches by 1, i.e. nr - 1.

(d)

Factorisation
Let the number of O-literal in the parent chain be nr The number
of O-literals in the derived chain is decreased be 1, i.e. nf — 1.

Let the number of open branches be nf. The open branch being
merged from is closed thus reducing the number of open branches
by 1, i.e. nf- 1.

(e)

Contraction and lemma eeneration
This operation applies to R-literal only and does not affect the
number of O-literals in the chain.

This step applies to a closed subtree and does not change the
number of open branches in the tableau.

Hence we have shown that the number of O-literals in the chain at any given stage in the ME procedure is equivalent to the
number of open branches in the tableau at the corresponding stage. Since the empty chain contains zero O-literals, this is equivalent
to a tableau with no open branches, i.e. a closed tableau.
Hence the theorem is proved.
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1 INTRODUCTION
Rectangles in a plane provide a very useful abstraction for a
number of problems in diverse fields, including computeraided design, operations research, large-scale integration,
and data base concurrent control. Consider the issue of
representation schemes in digital picture processing. Seg
mentation decomposes a picture into subsets or regions.
Geometrical properties ofthose regions such as connectedness,
shape, and area are often important in a picture description.
The computation of these depends on the representation
scheme. For many applications, it is important to represent
digitised images succinctly. Images tend to occupy a large
amount of space. A compact encoding of images can also
provide efficient image analysis and manipulation algo
rithms. Usually, storage and transmission costs are reduced
after the image is encoded.
The medial axis transform is a representation scheme
proposed by Blum (1967). For simplicity, assume that we
have a binary image / with nxn pixels for any integer n,
where I(i2, i i) e {0,1}, 0 < i2, i i < n. The essential concept in
the MAT is to find a minimal set of upright squares whose
union corresponds exactly to the regions in / that have value
1. Figure 1 shows an example. In Rosenfeld and Kak (1982),
the squares are restricted to be of odd length. This restriction
is really unnecessary and actually the purposes of the appli
cation are just as well served by using any set of regular
shapes (e.g. rectangles) that can be compactly represented
and easily manipulated. Therefore in this paper, we place no
restriction on the size of the squares (Chandran and Mount,
1987; Jengq and Sahni, 1992; Jenq and Sahni, 1992b; Vo,
1982). Note that the problem of finding the minimum number
of rectangles that cover the l's in a binary image is NP-hard
(Garey and Johnson, 1979).
Vo (1982) has proposed an 0(knz) sequential algorithm to
obtain the MAT of an nxn binary image. Here k is the size of
the largest square in the MAT. In the worst case, k could be
0(n). So this algorithm has a worst case complexity in 0(ny).
Jenq and Sahni (1992a; 1992b) have proposed an 0(n2)
sequential algorithm for this problem. This is identical to the
one obtained independently by Chandran, Kim and Mount
(1992). It should be noted that the MAT of a planar shape with
n sides can be obtained in 0(n log n) time, which is described
by Lee (1982).
Chandran and Mount (1987) have presented an 0(n log n)
CREW (concurrent read and exclusive write) PRAM algo
rithm using n processors for the MAT. Chandran et al (1992)
also proposed an 0(n) time algorithm for this problem on the
CREW PRAM model using n processors. Jenq and Sahni
(1992a; 1992b) have proposed two CREW PRAM algorithms
for the MAT. Both algorithms run in 0(log ri) time and use
0(n2) processors. Only the memories required are different.
One uses 0(n2 log n) space while the other uses 0(n2) space.
Jenq and Sahni (1992a; 1992b) have also developed an 0(log2
n) time algorithm on a hypercube computer using n2 proces
sors and each with 0(1) memory. Later, Fujiwara, Inoue,
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Masuzawa and Fujiwara (1996) proposed several cost optimal

MAT algorithms on the PRAMS; generalised MAT algorithms
were also developed in the mesh and hypercube computers.
Cinque, Guerra and Levialdi (1992) proposed an Ofin) par
allel algorithm for the MAT on a pyramidal machine. The
relationship between the chessboard distance transform and
the medial axis transform was derived by Lee and Homg
(1996); it means that both algorithms are interchangeable. In
this paper, we present an 0(1) step parallel algorithm for the
medial axis transform of an n x n image on a RAP using 0(n3)
processors. By using the divide-and-conquer technique, we
also develop an 0(f) step parallel algorithm for this problem
on a RAP using 0(c • n2) processors. Here c is a constant,
1 < c < n and n mod c = 0.
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Figure 1: An 8 x 8 image and its MAT.

A reconfigurable array of processors is defined to be an
array of processors connected to a reconfigurable bus system
whose configuration can be dynamically changed by setting
up the local switch of each processor. There are many
reconfigurable parallel processing systems such as the bus
automaton (Rothstein, 1988), the reconfigurable mesh (Miller,
Kumar, Reisis and Stout, 1988), the polymorphic-torus net
work (Li and Maresca, 1989) and the processor arrays with a
reconfigurable bus system (abbreviated to PARBS) (Wang
and Chen, 1990) which are functionally equivalent to the RAP
(Kao, Homg and Tsai, 1993).
In Section 2, we introduce the computation model and
basic notations as used in this paper. In Section 3, we suc
cinctly introduce the sequential algorithm for the MAT. In
Section 4, we present a parallel algorithm for the MAT on a
RAP. Finally, some concluding remarks are presented in the
last section.
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2 THE COMPUTATION MODEL AND BASIC
NOTATIONS
A reconfigurable bus system is a system whose configura
tion can be dynamically changed. An array of processors
embedded in a reconfigurable bus system is defined as the
reconfigurable array of processors. A k-dimensional (k-D)
RAP of size N contains N processors arranged in a k-D
grid. That is, the bus system can be thought of as logically
arranged as in a k-D array A(nk_x, nk_2, ..., nf), where
nj, 0 < j < k, is the size of the jth dimension and
N = nk_i x nk_2 x ••• x n0. Each processor is identified by
a unique k-tuple index (ik_h i k_2, . ■ ., i o), 0 <j < k, 0 < ij < nj.
The processor with index (**_i» ‘k-L ■ ■■Do) ts denoted by
Pik_j, ik_2i _ iQ. Each processor has 2k ports denoted by
-Sj, +Sj, 0 <j<k. Processor Pik_h ik_2..... ,0 connects its
port +Sj to the ^-dimension bus and processor
Ph ,
„
... ,
,v, also connects its port -S’, to the
^-dimension bus, for 0 <j < k, and 0 < ij < nj.
Each processor can perform arithmetic and logic opera
tion. We assume that each arithmetic (logic) operation takes
one computation step. Any configuration of the bus system is
derivable by properly establishing the local connection among
ports within each processor. Each processor can communicate
with other processors by broadcasting data on the bus system.
We also assume that each broadcasting takes one communica
tion step. If more than one processor attempts to broadcast
data on the same bus simultaneously, then a resolution scheme
should be applied; otherwise, a collision occurs and the final
data received are unexpected. We allow multiple processors
to broadcast data on the different buses simultaneously at the
same time unit.
To represent the local connection within a processor, we
use the notations {g0}> {gib
{g(-ib where gh 0 < i < t,
denotes a group of buses that are connected together. That is,
each processor has t connections and each connection is
described by g-„ 0 < i < t.
Let var(ik_h ik_2, ..., if) denote the local variable var
(memory or register) in a processor with index ik_h i k_2,..., i 0.
For example, sum{0, 0, 1) is a local variable sum of
processor P0 o, i •
A RAP is operated in an SIMD (single instruction stream,
multiple data streams) model. An enable/disable mask can be
used to select a subset of the processors that are to perform an
instruction. Only the enabled processors will perform the
instruction. The remaining processors will be idle. The set of
enabled processors can change from instruction to instruction.
The bus bandwidth between processors is limited. We
assume the bus bandwidth is bounded by q-bits wide where q
is a constant. Therefore, a q-bit data can be transferred
between processors in one communication step. The I/O
loading (upload or download) time is fully dependent on how
complex the I/O interface between processors and peripherals
will be. For example, an application for parity check of a
binary sequence was proposed by Ben-Asher, Peleg,
Ramaswami and Schuster (1991). They used an initialising
13
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network to deliver the input binary sequence to the switches of
a 2-D RAP. The actual time required for a broadcasting step or
a computation step is dependent on the hardware implemen
tations. For a 106 YUPPIE (Yorktown Ultra-Parallel Poly
morphic Image Engine) chip (li and Maresca, 1989), 16
machine cycles are enough for broadcasting. Although the
broadcasting delay is small, it is still controversial to assume
that each broadcasting takes one time unit. Therefore, for
simplicity the complexity of an algorithm is assumed to be the
sum of the computation steps of the processor and the commu
nication steps among processors. This assumption was also
used by Guo (1992).
We show an example for a 2-D 4x4 RAP in Figure 2(a).
By establishing the local connection {-S0, +6)}, {-Si, +S0}
for each processor, a dog leg configuration is shown in Figure
2(b). Figure 3 shows a 3-D 4x4x4 RAP.

0-0-

Antidiagonals

Figure 4: Antidiagonals of M numbered in computation order.
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(b) 1 dog leg configuration

Figure 2: A 2-D n, x n0 RAP, where ii, = h() = 4.

*

‘0

i*

Figure 5: Example of marking largest black squares.

0-00

Figure 3: A 4 x 4 x 4 RAP.

3 SEQUENTIAL ALGORITHM FOR THE MAT
In this section, we briefly introduce the sequential
algorithm, which is proposed by Jenq and Sahni (1992a;
1992b) for the MAT.
Let M(i 2, i i) be the height of the largest black square with
the top leftmost comer located at (i2, i i). Assume that
14

M(n, ix) = M(i2, n) = 0, 0 < i2, ix<n. M(i2, /t) equals to
min{M(z 2, i i + 1)^, M(i2 + 1, /1), M(i 2+l,ii + l)}*i-lif l{i2,
i{)= 1; 0, otherwise (Chandran and Mount, 1987; Jenq and
Sahni, 1992a; 1992b; Vo, 1982), M(i2,ii)is obtained using an
iterative approach that is based on a linked list of active pixels
with value 1. It can be computed in 0(n 2) time by antidiagonal
order of M. Figure 4 shows the computation order.
Assume thatM(-l, i{) = M{i2, -1) = 0,0<t2, i\ <n. Then
T{i2, ij) = * if and only if max{M(z2, h -1). Af(i2 -1, i{),
M(z2-1, i\ -1)} ^ M(i2, i i); that is, T(i2, ir) = * if and only if
(i 2, i i) is a top leftmost comer of the largest square among its
three neighbors in the MAT. Based on the binary image as
given in Figure 1, Figure 5 shows the computed M results and
its MAT. The top leftmost comer of the square in the MAT is
identified by an asterisk *. The size of the square is given by
the M(i2, i () value of the top leftmost comer.1
1

Note: Increasing the indices from left to right and top to bottom.
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4 PARALLEL ALGORITHM FOR THE MAT
Definition 1: Largest black square (Moitra, 1991)
A largest black square mv L; 2, ,• j, is the largest square ofblack
pixels that has its top leftmost corner (origin) at (i2, if, and
its diagonally opposite comer is the southeast of(i2, if.
Definition 2: Diagonal line

The diagonal lines DL are defined as the lines starting
from the northwest pixels to the southeast pixels. There
are 2n-l diagonal lines for an image of size nxn pixels;
the leftmost bottom line is referred as DL0 (see Figure
6(a)). The starting pixels of each diagonal line are located
at the leftmost column and the topmost row; the ending
pixels of it are located at the bottommost row and the
rightmost column.

\
M
1
1
1 1 s 1 1
—
1 1 K 1 1
1 1 1 1 1 \ 1
1 1 1 1
1 Y
1 1 1
\
\ \ 1 1 1 1
1

1
1

\

In the following, Li2,refers to NWLh, ,■ x for simplicity. We
determine the largest black square L,-2,; x in three steps, which
is described as follows:
1 For every black pixel (t2, if in the binary image, find
Ri2, iv the length of the longest horizontal black strip
beginning at pixel (i2, i i) and to the left; also findD,-2, , the
length of the longest vertical black strip beginning at pixel
(i2, i i) and to the up.
2 Determine the anti-L-shaped region number of size min
j j, Dj2, ix} of each black pixel in the binary image.
3 Finally, determine the largest black square, Li2,, r, along
the corresponding diagonal line by comparing its diagonal
sequence with its min {Rir ,■ D,v (1} values, where the
diagonal sequence is a prefix number beginning at (i2, i!)
along the corresponding diagonal line. That is, Livwill
form the largest black square of size a x a beginning at
(i2, ii) and ending at a point (i2 + a,ii + a), where its antiL-shaped region number < its prefix number occurred at
the first time along the corresponding diagonal line. Figure
6(a) and Figure 6(b) show an example for determining the
largest black square along the diagonal line DLg.

h
ith column pixels

^

\

^,9

DLo
(a): One of the Anti-L-shaped sequence
along the diagonal line DL,.

\

i

An ;i x n image

i

IK!

i

1

!\

1

!

A 3-D nxnxn RAP

Figure 7: The computational mapping of an nxn image to a 3-D
nxn RAP.
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(b): The largest black square of each pixel along
diagonal line DL,.
Figure 6: An illustration of the largest black square.
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A 3-D nxnxn RAP can be used to compute the MAT of
an image of size nxn. The 3-D nxnxn RAP can be recognised
as n 2-D n x n RAP; that is, it consists of n layers and each of
size nxn processors. The largest black squares of those black
pixels located in column i of the image are computed by the i,h
layer processors and the diagonal lines used for the computa
tions are ranged from DLt to DLi+n_{. Figure 7 shows the
computational mapping between the image and the proces
sors. Based on the definition of the largest black square, the
intuitive idea of the proposed algorithm is composed by three
major phases. In phase 1, we compute the D and R values by
layer 0 processors, respectively. In phase 2, the i,h layer
processors are responsible for computing the largest black
squares of the black pixels located in column i of the image.
15
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In phase 3, the black pixel which is counted in the MAT is
marked by layer 0 processors. A snapshot of the proposed
phases is shown in Figure 8. The detailed algorithm for the
MAT (denoted as MATRAP) is described as follows.

r“
j 1 11 j 1 j 0
111 111 1 1 11 1
11 1 0 11 I
0 11

0

jl

i;

i

j 0

ill

i

j

i

| 11 1

i 1

i

0

11 I

0

i

0

0

(a): A 4 x 4 binary image
I(z'2, id and its MAT.

(b): After Step 1.1, i0 = 0.

(c): After Step 1.3, i 0 = 0.

(d): After Step 1.4 i0 = 0.

0

(a): A 4 x 4 binary image
/(i2, i'i) and its MAT.

(b): After phase 1, a, b
denotes D, R respectively.

0000
(c): After phase 2, the
largest black squares.

(d): After phase 3, the
computed MAP.

Figure 8: A snapshot of the intuitive idea.

Algorithm: MATRAP
Input: An nxn binary image / with I(i 2, i i) e {0,1}, 0 < i 2,
i 1 < n. See Figure 9(a).
Output: The medial axis transform of the nxn binary image.

(e): After Step 1.5 i0 = 0.

(f): After Step 1.6, i0 = 0.

Figure 9: An illustration of Algorithm MATRAP.

A(z'2, ij, /0): The variable for saving the image information.
Initially, set A(z2, z b z'0) = 0, 0 < z2, z b z0 < n.

Row(z2, z j, i0): The variable for saving the z2 index. Initially,
set Row(z2, z*i, t0) = z2, 0 < z2, z b z'o < n.

D(i2, i j, io): The length of the longest vertical black strip
beginning at pixel (z2, i b zo) and toward the negative
z2-dimension. Initially, set D(z2, i b z0) = 0,0 < i2, z i, z'o < n.

Column(z2, z,. i0): The variable for saving the ix index.
Initially, set Column(z'2, ih z0) = ih 0 < z'2, z h z'0 < n.

R(i2, z'b i0): The length of the longest horizontal black strip
beginning at pixel (z2, zb z0) and toward the negative
i pdimension. Initially, set R(z2, z b z0) = 0,0 < z2, i hi0 < n.
M(z 2, z b i 0): The height of the largest black square with the top
leftmost comer (z2, zb z0). Initially, set M(z2, iu z0) = 0,
0 < z2, z i, z'o < n.
T(z2, z'i, 0): The variable for marking the black pixel counted in
the MAT. Initially, set T(z'2, z t, 0) = null string, 0 < z2, z) < n.
PR(z2, ii, z'o)' The variable for saving the prefix number.
Initially, set PR(z2, i\, z’o) = 0, 0 < z'2, z'b z'0 < n.
Temp(z'2, i,, z0): The temporary variable. Initially, setTemp(z'2,
z'i, z'o) = 0, 0 < z2, zb z'o <«•
16

Layer(z2, z b z'0): The variable for saving the z'0 index, Initially,
set Layer(z'2, z b z'o) = z’o, 0 < z'2, z b z'o < n.
Phase 1: Computing both D(z'2, z'b z'o) and R(z2, z b z0) of each
black pixel of the n x n binary image.
Step 1.1: Allocate pixel I(z2, i\) to A(z2, zb 0), 0 < z2, z x, <
n. See Figure 9(b).
Step 1.2: Copy A(z2, zb 0) to A(z2, zb z'0), 0 < z2, i\<n,
1 < z'o < n, through the z0-dimension bus (all processors
establish the local connection {-S0, +SQ}) on which it is
connected.
Step 1.3: Processor P; ; 0, 0 h < n> establishes the
local connection {-S2, ,+S2}, if A(z2, zb 0) = 1. See
Figure 9(c).
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 1, FEBRUARY 1998
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Step 1.4: Assume that A(-l, ix, 0) = 0, 0 < ix < n. If A(i2,
i x, 0) = 1 and A(i2 -1, ii, 0) = 0,0 < i2, ix < n, then copy
Row(;2, ii, 0) to Temp(;'2, i\, 0), for A(i'2, i\, 0) = 1
and i2<i'2,<n,ix<i'x< n, through the bus established
in Step 1.3. See Figure 9(d).
Step 1.5: Compute D(t2, i i, 0) = Row(/2, i,, 0) - Temp(/2,
i 1; 0) +1, if A (i2, ii, 0) = 1,0 < i2, i x< n. See Figure 9(e).
Step 1.6: Processor P,2 ,• 0i 0 < i2, i i < n, establishes the
local connection {-S), +Si}, if A(i2, ix, 0) = 1. See
Figure 9(f).
Step 1.7: Assume that A(i2, -1, 0) = 0,0 < i2 < n. If A(i2,
ii, 0) = 1 and A(i2,i1-l,0) = 0,0<i2,/1 <n, then copy
Column(i2', ih 0) toTemp(r2, i\, 0), for A(i'2, i'u 0) =
1 and i2<i'2<n, i [ < i \ < n, through the bus established
in Step 1.6. See Figure 9(g).

(g): After Step 1.7, i„ = 0.

(h): After Step 1.8, i0 = 0.

Step 1.8: Compute R(i2, t,, 0) = Column(i2, i1( 0) Temp(i2, ix, 0) + 1, if A (i2, i i, 0) = 1, 0 < i2, ix<n.
See Figure 9(h).
Phase 2: Computing the M(i2, ih i0) of the largest black
square of each black pixel in the binary image.
Step2.1: Copy D(/2, ib 0) andR(/2, ih 0) toD(/2, iu in) and
R(t2, ix, i0), 0 < i2, ij < n, 1 < i0 < n, through the
t'o-dimension bus. See Figure 9(i).
Step 2.2: Compute PR(i2, ii, t'o) = Column(i2, ix, i0)
-Layer(i2> ix, i0) + 1, 0 < i2, ix, t0< n. See Figure
9(j).
Step2.3: ProcessorP/2,, j,;0> 0<i2, ix, i0<n, establishes the
local connection {-Sb +S2}; it also establishes another
local connection {+5), -S2}, if min {D(i2,ix,io),R(i2,ix,
/0)} < PR0'2, ix, iQ). See Figure 9(k).

(m): After Step 2.4.1, i0 = 0.

(n): After Step 2.4.2, f0 = 0.

(o): After Step 2.4.2, i0 = 1.

(p): After Step 2.4.3, i0 = 0.

0 (1, 1
1 (2, 1
2 (3, 1
3 (0, 0]
(i): After Step 2.1 a, b denotes
D, R respectively.

0

12

(j): After Step 2.2, i0 = 0.

r11

3

(k): After Step 2.3, i 0 = 0.

(1): After Step 2.4.1, i 0 = 0.

Figure 9: An illustration of Algorithm MATRAP (Continued).
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0

12

3

(q): After Step 2.4.3, i0 = 1.

(r): After Step 2.5, i0 = 0.

Figure 9: An illustration of Algorithm MATRAP (Continued).
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Step 2.4: In this step, we determine the largest black
square created by each black pixel at the ith layer
processors in three substeps. First, determine the
largest black squares of the ith column pixels of the
image possibly created by the last pixels of all
diagonal lines ranged from DLi+x toDLi+n_x. Second,
determine the largest black squares of the icolumn
pixels of the image possibly created by the pixels
except the last pixels of all diagonal lines ranged
from DLm to DLi+n_x. Finally, determine the largest
black squares of the i!h column pixels of the image
possibly created by the last pixel of diagonal line
DLThe detailed descriptions of these three substeps
are stated in Step 2.4.1 to Step 2.4.3.

(t): After Step 3.1, i0 = 0.

1 (*2

Step 2.4.1: If A(i2, ix, if) = 1 with the restricted
conditions, i2 = n- 1, i 0 <ix <n and 0 <i0<n1 (or n - i0 - 1 < i2 < n, i x = n - 1,0 < i0 < n - 1),
then processors Pt ,• ,• broadcast the data
Column(z2, i\, i0) + 1 to the established bus
through port {-S2}; for any processor with PR(z '2,
i'i, i'0) = 1 and A(i'2, i'x, i'o) = 1, 0 < i'2, i'x, i'0
<n- 1, set Temp(z'2, /'], i'f) to the received data
Column(/2, i x, if) + 1 from port +S], See Figures
9(1) and 9(m).

Theorem 1: The medial axis transform ofa binary image I(i 2,

if e fO, 1}, 0<i2, i i <n, can be computed in 0(1) step on a
RAP using 0(n3) processors.

Step 2.4.2 : If min{D(i2, i\, if), R(z2, *i> /o)} <
PR(/2, i ], i0), 0 < i2 < n, i0 < i x < n, 0 < i0 < n
- 1, then processors Ph< ,■ ,• broadcast the
data Column(z2, i x, i0) to the established bus
through port {-S2}; for any processor with
PR(z'2,
i'0) = 1 and A(i'2,
i'0) = 1, 0 <
i'2, i'u i'Q < n - 1, set Temp(;'2, i'x, i'o) to the
received data Column((2, i j, i0) from port +S].
See Figures 9(n) and 9(o).

Proof: There are three phases of the proposed algorithm. In
phase 1, we compute the D and R values respectively. Steps
1.1 -1.8 do such computations, and each takes 0(1) step. In
phase 2, we compute the largest black square for each black
pixel. Steps 2.1-2.5 do such computations, and each takes
0( 1) step. In phase 3, the black pixel which is counted in the
MAT is marked. Steps 3.1-3.2 do such computations, and
each takes 0(1) step. In summary, the medial axis trans
form of an n x n binary image can be computed in 0( 1) step
on a RAP using 0(«3) processors.
Q.E.D.

Step 2.4.3: Set Temp(n - 1, iu i0) = Temp(i2, n - 1,
n- l) = Column(i2, ih i0)+ l,ifPR(/2, i0)= 1 and
A (i2, ix,i0)=l,0<i2,il,i0<n. See Figures 9(p) and
9(q).

Theorem 2: The medial axis transform ofa binary image I(i 2,
if € {0, 1], 0 <i2, i ] < n, can be computed in 0(f) step on a

Step 2.5: Compute M(i2, ix, iq) = Temp(i2, ix, i0) Column(/2, i,, j0), if PR(/2, ix, i0) = 1 and A(i2, ix,i 0) =
1, 0 < i2, ix, i0 < n. Set M(/2, ix, i0) = 0, if PR(/2, ix, i0)
= 1 and A(/2, ix, iQ) = 0,0<i2, ix, i0<n. See Figures 9(r)
and 9(s).
Phase 3: Computing the T(i2, ix, i0).
Step 3.1: Copy M(i2, ix, ix) to M(/2, ib 0), 0 < i2, ix <n,
through the z'0-dimension bus. See Figure 9(t).
Step 3.2: Assume that M(-l, ix, 0) = M(z2, -1,0) = 0,-1 <
i 2, ix<n. Set T(z2, i b 0) = *, if max { M (z2, ix - 1, 0),
M(/2 - l,i,, 0), M(t2 - 1, ix - 1,0)} < M(z2, ij, 0), 0 <
i2, ix <n. See Figure 9(u).
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(u): After Step 3.2, i0 = 0.
Figure 9: An illustration of Algorithm MATRAP (Continued).

RAP using 0(c ■ n2) processors. Here c is a constant, 1 <c<
n and n mod c = 0.
Proof: Assume that c is a constant, 1 < c < n and n mod c = 0.
If c = 1, we can compute the MAT of one column with n x
1 pixels at a time using n x n processors; the MAT of an n
x n binary image can be computed in 0(n) step on a RAP
using nxn processors. If c = 2, we can compute the MAT
of two columns with n x 2 pixels at a time using n x n x 2
processors; the MAT of an nxn binary image can be
computed in 0(ff step on a RAP using nxnx 2 processors.
If c = log n, we can compute the MAT of
columns with
nx
pixels at a time using n X n x-^jt processors; the
MAT of an n x n binary image can be computed in
0(iogli) steP 011 a RAP using nxnx
processors.
Following this deduction, we conclude that the MAT of an
n x n binary image can be computed in O(f) step on a RAP
using 0(c ■ n2) processors.
Q.E.D.
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5 CONCLUSION
The medial axis transform represents a region of a digital
image as the union of maximal upright squares contained in
the region. The medial axis transform has not been solved on
a RAP. In this paper, we present an 0(1) step parallel algo
rithm for the medial axis transform of an n x n binary image
on a RAP using 0(n3) processors. Based on the divide-andconquer technique, we also develop an 0(~) step parallel
algorithm for the same problem on a RAP using 0(c • n2)
processors. Here c is a constant, 1 < c < n and n mod c = 0.
Note that the complexity of a crossbar switch in a RAP is
fully dependent on how many dimensions of a RAP and the
bandwidth between processors will be. Practically, there are
at least two projects to demonstrate the feasibility and benefits
of a 2-D RAP; one is the YUPPIE (Yorktown Ultra-Parallel
Polymorphic Image Engine) chip (Li and Mersca, 1989;
Maresca and Li, 1989) and the other is the GCN (GatedConnection Network) chip (Shu and Nash, 1988). Ideally, it
has been shown (Schuster and Ben-Asher, 1990) that the 0( 1)
time claim may be made true if the reconfigurable bus system
is implemented using Optical Fibres (Feitelson, 1988) as the
underlying global bus system and electrically controlled cou
pler switches (ECS) (Feitelson, 1988) for connecting or dis
connecting two fibres. With the advance of the VLSI technol
ogy, we believe that a practical RAP machine will be built in
the near future.
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This paper introduces a concept called an attribute, which
permits a wide range of seemingly unrelated ad hoc
language design choices to be formally described by one
simple language construct. Explicit recognition of the
attribute concept, by giving the programmer the powers
formerly possessed only by the language designer, allows
them to tailor semantic characteristics of types to fit the
problem at hand. This contrasts with the need in other
languages either to put up with the closest near-miss
among a set ofpredefined types provided by the language
designer or to engage in a major class-building exercise.
The most obvious benefit is improved static checking of
the semantic consistency ofprograms. The attribute is
a feature of the new programming language, gUd,
designed by the author. It is orthogonal to, and works
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1 INTRODUCTION
Until now every programming language designer has built
assumptions about data types into the fabric of the language.
For example, in C (ANSI, 1990), a char is a small integer, but
in Pascal (ISO, 1982), it is a member of a non-numeric ordered
sequence. Apart from the designer’s whims, there seems to be
no compelling reason for most of these design choices. Never
theless, each language designer must decide what basic data
types the language will have. In defining these, the designer
typically makes a number of ad hoc choices, which the users
of the language will have to live with into the indefinite future.
It is suggested that suboptimal choices are a significant
program quality hazard. In considering this, it should be noted
that to advocate strong type checking is to implicitly accept
the value of applying a typing discipline to the programming
process. For such advocates, therefore, it must surely be
plausible that the better the disciplines fit a particular problem
domain, the better the result that will be obtained. Given the
near immortality of successful languages and the difficulty of
changing fundamental design decisions, a poor choice might
be expected to have serious long-term consequences.
1.1 Some aspects of the problem
Almost every built-in data type seems to give rise to disagree
ment among language designers. There is the disagreement
over the nature of char, mentioned above. Similarly, Algol 60
(Naur, 1963) regards Booleans as a strict implementation of
the mathematical true/false concept, whereas C lumps them in
with ints, and Pascal treats them (inappropriately) as an
enumerated type, so that false is (falsely?) less than true.
There is also disagreement over numeric types, particu
larly integral types. Thus, Algol 60 and Pascal integral types
promise mathematical operations only, whereas in C and its
brethren they are almost high-level hooks into the machine’s
basic data storage formats; thus C provides left and right shift
operators and the definition of unsigned types is carefully
organised so that, even in exceptional events such as over
flow, they behave exactly as unsigned bit patterns.
It is clear from the above that programming language
designers have treated certain concepts in an ad hoc manner,
making strategic decisions about which concepts matter and
how important it is to implement them correctly. Program
mers are forced to live with these design choices, even when
they conflict with their particular needs. The author’s impres
sion from anecdotal evidence is that frustration with language
restrictions that only partly fitted a given problem domain was
a key reason for the shift away from the strict language, Pascal,
to the laxer ones, first C, and then C++, as those languages, by
their permissiveness, do not interfere with the programmer’s
intentions; the high risk of errors is a price the huge numbers
of C and C++ programmers are demonstrably willing to pay
to avoid having to expend time and effort fighting a half-right
type system.
Finally some typing issues are typically avoided in lan
guage design, for example, scientific unit checking. Thus an
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addition operator is defined for reals, but it does not always
make sense to perform an addition. If one real represents the
length of a ruler and another represents today’s maximum
temperature, then addition would violate a semantic rule
against adding values with different units; no common lan
guage detects this error.
1.2 Is the problem already solved?
At first sight, object-oriented languages allow the design of
new types to suit specific situations: even in the tough case of
scientific units, new classes can be defined for each unit to
exclude erroneous cases. Thus researchers using languages
like Ada (ANSI, 1983) and C++ (Stroustrup, 1991) have
designed packages for unit checking (Jones, 1994; Umrigar,
1994). In practice, however, as we shall see, such packages are
inconvenient and often clumsy; also serious practical difficul
ties prevent them from being completely general. This no
doubt explains in part why the average programmer over
whelmingly chooses to use unadorned basic types, whatever
their disadvantages. (For example, an informal inspection of
assorted ‘practitioner’ journals and magazines available to the
author revealed no programs or program fragments using any
kind of unit checking discipline.)
If demonstrably clumsy and limited class-based schemes
are not popular, perhaps something better will be? If lan
guages were to allow programmers to impose constraints
independently of the class system, constraints could be con
cise and would not need repeating for every kind of data to
which a particular constraint applies. For example, if one
designed a scientific unit checking system for reals, one would
not have to repeat the entire exercise for a different data type,
such as a vector.
Language features that do this for the specific case of
checking scientific units have already been proposed. A
solution that does all checks statically and independently
of any class facilities, even in the presence of external
modules that can not be examined, is presented in House
(1983). That scheme is simple to use, has no runtime
penalty, and involves trivial compile-time computations
and storage requirements. However, scientific units are
only part of the problem, and there seems to be no history
of proposals for handling all the type consistency issues
connected with programming languages. The system pre
sented here does all this and is almost as simple as the
specific scheme for scientific units.

programmers, and also open the door to third-party providers
when application programmers prefer to push on with the
‘real’ programming.
2 DESCRIPTION OF THE PROPOSAL
In this paper, attributes will be described using the syntax
of the new programming language, gUd (House, 1998a).
(Briefly, gUd is a block-structured language whose decla
ration syntax bears a resemblance to Pascal; that is, a word
followed by a colon and the definition.) Relevant excerpts
of gUd syntax are given in the Appendix. It is important to

stress that other features of gUd are incidental to the
concept, which could be incorporated into almost any
strongly-typed language.
The system possesses two levels. The first creates a new
category of consistency check called a paradigm (for exam
ple, scientific units). The second, attributes, defines the vari
ous states in the state space of the paradigm. For example, in
the scientific unit paradigm, attributes might include length,
mass, and time; the entire state space will also include combi
nations of these basic attributes, for example speed, which is
length/time.
2.1 Paradigms
A new category of consistency check is defined in gUd
with the paradigm declaration (for more details of syntax,
see the Appendix):
paradigm-declaration :
“paradigm” [ of-part ]
The of-part describes the syntax of gUd’s formal pa
rameters. The first parameter must be a class description,
called a pattern; the paradigm may only be applied to
objects that match this class pattern. Such a pattern would
usually specify that a class that is a candidate for a match
must possess certain methods with certain types of argu
ments. For example, the following paradigm declaration
contains a class pattern called someclass:
Example
someparadigm : paradigm {
someclass
:=

:

: class

infix proc(b :

(
someclass)(self)

)

);

1.3 The purpose of attributes
An attribute is a property which can be attached to an object
to control the way s in which it may be used. This is orthogonal
to controls imposed by any methods accessible to the object.
Thus objects are constrained both by the available methods
and by their attributes. The purpose of attributes is to make it
convenient for the programmer, rather than the language
designer, to control the checks appropriate to a given problem
domain. They are simple enough for use by application
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 1, FEBRUARY 1998

This states that attributes of paradigm someparadigm may
only be attached to objects whose class has an assignment
operator; the name someclass is a dummy; any such class will
match. Again, syntactic details are irrelevant; in another
language, any syntactic form supplying the same information
would be acceptable as long as the language is statically typed,
or at least allows the retaining of suitable type information so
paradigm checking can be integrated with other compile-time
checks in a straightforward way.
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A class pattern that specifies no required methods will
match any class, as in:
Example
someotherparadigm : paradigm (
someclass

class : -

(

)

);

Subsequent parameters in the paradigm declaration should
specify additional procedures or operators that are required
for the attribute to be applied to the class. For example, if we
wish to restrict a certain attribute to classes for which an output
operator is available (in gUd, this is «), we could provide a
second argument to the paradigm, as in:

2.2 Attributes
Now that we have a paradigm, we may define some or all of
its attributes; these are syntactic (that is, compile-time) val
ues to which the paradigm’s checks (which we shall see
shortly) will be applied. The constraints specified for the
paradigm are applied to each attribute that belongs to the
paradigm. To create an attribute, the attribute declaration is
used; it defines the name of the new attribute and the para
digm to which it belongs.
Example
CharAttr : attribute seqattr;
—
—

WkDayAttr : attribute seqattr;

Example
someoutputparadigm : paradigm
someclass : class

« :

infix proc

—

(

■.-{),

(o:

ostream,

s:

someclass)

);

For a realistic example we shall consider the enumer
ated type, but whereas Pascal has only this specific vari
ant, with paradigms we could make many subtle variants:
cyclic types, acyclic types, true Booleans, etc., all exactly
tailored for specific applications. The underlying model,
or paradigm, for enumerated types is a sequence of non
numeric values, each indicated by a name; we can go
forwards or backwards through the sequence with the succ
or pred functions. Everyone knows that these types will be
implemented by small integers, but we do not want the
compiler to permit general arithmetic.
Example
seqattr :
paradigm(
T : assignable,
—
—
—
—

+ :

Assignable is a class pattern
describing any class that has
an assignment operator. It is
shorthand for:
class
(:= : infix proc (b:T) -.-(self))

infix proc

(T, T)

(T),

Plus takes two operands of the
— same type and returns a result
— of that type.
: infix proc (T, T)
(T)
— Ditto for minus.
—

-

);

The

paradigm declaration above states that a
is a kind of attribute that may be applied to any
class T that possesses an assignment operator. We also
demand that there exist operators + and - operating on two
Ts and returning a T.
seqattr

seqattr
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The new attribute CharAttr belongs
to paradigm seqattr.
Ditto for WkDayAttr.

Attributes may also be rational combinations of other at
tributes belonging to the same paradigm. Although not needed
for this simple case, it is easily done, as in this example.
Example
CharSquared :

seqattr(CharAttrA2);

2.3 Checking rules (paradigm overlays)
Now we turn to the question of specifying the relationships a
paradigm enforces. These can be viewed as additional checks
overlaid on the normal data typing rules. The checks may (and
probably will) be designed independently of any particular
class to which they wiil be applied, so it is convenient if the
checks can be automatically added to appropriate classes
without modification of the program text that describes the
classes themselves.
Recall that the paradigm declaration listed various
features (+ and-in the case of seqattr above, with : = in the
class) that classes checked by the paradigm must possess. It
is now necessary to specify how the paradigm affects these
features and, perhaps, other features that, although not re
quired, will be checked if present.
The paradigm overlay adds attribute checking to exist
ing or yet-to-be-defined classes, functions, and operators.
Each parameter to the overlay is treated as a pattern to
which entities in the program are tested for a type match;
those that pass have the attribute checks added, as de
scribed later. So that checks are not tied to particular
(actual) classes, dummy class names are used. This is done
by defining a class pattern as an implicit parameter. (Im
plicit parameters are a feature of gUd written by enclosing
the parameter name in parentheses. They serve many
purposes besides the one under discussion. Other lan
guages could employ different constructions — perhaps
the template syntax in C++ and generic types in Eiffel
(Meyer, 1992)). Paradigm overlaying is only done on nonimplicit parameters.
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Example
paradigm overlay seqattr (
(T)
: assignable, — implicit parameter
+

:

- : infix (
(attr) : attribute seqattr,
a
: T seqattr(attr),
b
: T seqattr(none)
—
—

'none' here means no
seqattr attributes

Paradigm overlays will be actively retained by the com
piler; features that match a pattern in the overlay have the
attribute checking added at all points in the program within the
scope of the overlay, whether they are defined before or after
the overlay itself.
Let us examine this example in more detail. The attribute
attr is an implicit parameter; it can be any seqattr attribute,
and need not be explicitly specified in a call. It will, in fact, be
taken from the actual parameter supplied for a. So, in the
expression:

):-(

i + j

ans : T
) end,
:= : infix (
(attr)
a
b

seqattr(attr)
attr is whatever seqattr attribute i possessed. If i had been
declared:

: attribute seqattr,
: var T seqattr(attr),
: T seqattr(none)

):-(

a
) end

i

:

then attr has the value CharAttr. This is a compile-time
value, not a runtime variable value. The check specifies that
the second operand must have no seqattr attribute. For
example, j might have been declared simply as:

);

j

This adds seqattr checking to appropriate +,
and : =
operators; attributes of an object are indicated by a paradigm
name and a parenthesised algebraic combination of attributes
called an attribute-part; for syntax see the Appendix. The attribute
none stands for no attribute. An overlay might apply to many
classes; thus if the above is applied to int, then T is int, and the
specification for +, above, matches the following operator:
Example
+ : infix proc (
a
: int,
b
: int
)
(
c
: int
) begin ... end

int seqattr(CharAttr);

:

int;

Lastly, the attribute of the result must be the same as that
of the first argument, so the result of i + j will have
seqattr (CharAttr). This is correct for + or - modelling an
enumerated type’s n’th successor or predecessor operation. It
is sensible to define attribute overlays such that, if none is
substituted for all parameter attributes, the attribute effec
tively disappears (as in the above example); this ensures that
any code that has no interest in the attribute will not be affected
by the paradigm overlay.
Let us now create data types that incorporate an attribute at
the point of definition.
Example
char : typeof

(int(bits:8)

seqattr(CharAttr));

day : typeof (int(min:0, max:6) seqattr(WkDayAttr));

Details of this match check are shown in Section 2.4.
Routines that match have seqattr checking added as if they
were originally defined with it. The effect on the int +
operator shown above would be as if it were defined:

—
—
—
—
—

Example
+ : infix proc (
(attr) : attribute seqattr,
a
: int seqattr(attr),
b
: int seqattr(none)
)

(

c
: int seqattr(attr)
) begin ... end
Attribute checking does not alter the runtime meaning
because all checks are performed statically. The value of the
above implicit attribute parameter, attr, is deduced by the
compiler from whatever attribute is possessed by the actual
parameter supplied for a.
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—
—

Typeof yields a constructor that creates objects
like its argument.
Type char is inbuilt; all the constants are set up
for you. Day is not inbuilt, so the constants must
be defined (this may be abbreviated by use of a
system macro, which does not concern us here).
{{type}} represents a type conversion.

Sun :

{{day}} 0;

Mon :

{{day}} 1;

Tue :

{{day}} 2;

Wed :

{{day}} 3;

Thu :

{{day}}

4;

Fri

:

{{day}}

5;

Sat

:

{{day}}

6;

— And,

of course, we can declare variables:

Someday

: day;

ch : char;
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Here the definitions of the constants are written out in full
so the logic is apparent. This may look long-winded compared
with Pascal’s enumerated type declaration, but it should be
remembered that the enumerated type is actually two things:
an ad hoc data typing concept and a single-purpose syntax
feature for convenience of declaration. The current proposal
has generalised the former but does not address the latter.
Luckily, syntactic generalisation is well known; thus gUd will
have a macro facility, and a suitable macro will be part of the
gUd environment. Unlike the special syntax in Pascal, this
need not be specific to a particular paradigm: a macro to
automatically generate a definition for each of a sequence of
names could be used for cyclic and acyclic types, Booleans,
and so on.
We can see the effects of the attribute on a few examples.

In the previous section, we saw how integer + successfully
matched a pattern, yet the pattern included attributes whilst
integer + did not. Therefore the first step is to ignore attributes
of the paradigm under consideration when they occur in the
pattern. This is necessary for the method to work at all,
otherwise no features would match except those that already
had the check, which is clearly useless. Such attributes should
not be ignored in the object, however: if an operator explicitly
specifies its treatment of the seqattr paradigm, we would not
want to override it with the general rule.
Next, the pattern may specify attributes of paradigms other
than the one being overlaid. Such attributes are requirements to
be satisfied by the actual object, like any other. For example, in:
Example
paradigm overlay FredPara (

ch + 1
(T)
makes sense; it computes the first successor of the char ch. But
ch +

: class

print

'A'

is disallowed because + requires its second operand to have
seqattr (none), whereas char constants have seqattr
(CharAttr) . This is correct because adding chars is nonsen
sical. Also,

0,

: proc(
(])

attribute JoePara,

(f)

attribute FredPara,

a

T JoePara(j)

b

real FredPara (fA2)

FredPara(f),

ch * 3

is illegal, as * retains its default definition with no
attributes on either operand.

seqattr

2.4 Identifying routines to which a paradigm overlay
should be applied
We now consider identifying which routines are targets for
inserting the attribute checks specified in a paradigm overlay.
Candidates must satisfy the normal (class-based) type-checking
rules (for example, that functions have appropriate param
eters, etc; that part of the problem is routine). The cases
needing special attention arise from interactions between the
new paradigm and other paradigms that might be applied
independently.
Firstly, the test must be insensitive to other paradigms that
are not explicitly specified, but not to paradigms that are
explicitly specified. For example, a program doing two sets of
unconnected calculations might use a paradigm that keeps the
variables in two ‘boxes’, allowing nothing in one box to
interact with anything in the other. Also, variables in both
boxes might require scientific unit checks. It would be intol
erable if we had to know about the ‘box’ paradigm while
designing the scientific unit paradigm, or vice versa.
In gUd, type checks are performed by comparing a pattern
with an object. In languages such as C++, type checking could
be viewed in the same way, treating each type as a pattern,
except that the patterns are not capable of such fine distinc
tions as in gUd. The intention is to perform a standard type
check, after first modifying both the pattern and the type
signature of the object.
24

the paradigm under consideration is FredPara. Therefore the
use of JoePara’s attributes in the print pattern is a require
ment to be imposed on amatching print function. The pattern
to be used as the target of the type check is therefore:
Example
print

: proc (
(j)

: attribute JoePara,

a

: T JoePara(j),

b

: real

where T is some class being considered. Now suppose we are
checking class int to add FredPara attributes, and there exists
a function:
Example
print

: proc(
(j)

: attribute JoePara,

(m)

: attribute MaryPara,

a

: int JoePara(j)

b

: real MaryPara(m)

MaryPara(m),

As we want paradigms to be applicable independently
of one another, we do not want the presence of MaryPara
to disturb the check. We therefore ignore the MaryPara
attributes. That reduces the type signature of the function
to one that is compatible with the pattern given above, and
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so the check succeeds. Finally, the new type signature is
obtained by putting back all the deleted attributes. That
would result in the signature:
Example
print

: proc (
(j)

attribute JoePara,

(f)

attribute FredPara,

(m)

attribute MaryPara,

a

int JoePara(j)
FredPara(f)

4 FURTHER EXAMPLE: SCIENTIFIC UNIT
CHECKING
Scientific unit checking illustrates the power of the attribute
system. House (1983) proposed a language feature to check
the usage of dimensioned quantities. The attribute system in
gUd can build the checking system shown in that paper
without any language features designed specifically for units.
We start with a units paradigm:
Example
units

MaryPara(m),
b

:

paradigm(

real FredPara(fA2)
MaryPara (m)

3 RELATION TO OTHER CONCEPTS
To implement similar checks in a language with classes
alone, we might construct a fresh class defining the opera
tions we require and no more, for example a sequence
class with operators to add and subtract ints. If the
language is flexible enough we could make different
classes following the same behaviour by deriving from the
common ancestor. Thus we could inherit sequence into
classes for both char and day.
There are disadvantages to this plan. We can envisage
sequences of many kinds of integers (signed and unsigned
char, short, int, long) and if the derived classes are to be
concise the base class must commit to a representation and
implement the operations; on the other hand, if we defer the
implementation, we have to write many derived classes, all
the same except for the data type. Templates reduce the
amount of source code, but the system still creates the many
classes behind the scenes; even if the compiler can optimise
them away, it might need big compilation times for essentially
simple problems.
These difficulties are greatly increased for more com
plicated checks, such as scientific units, as we shall see in
Section 4.1.
Another problem arises when the programmer wishes to
change an existing class (for example disallowing addition of
an integer to a char). In the class-based scheme, the char class
is locked into the system and cannot be altered. The program
mer must define a new type and write an interface, even if
char’s code is re-used via inheritance. That is too much work
just for a compiler diagnostic: most programmers in this
situation will simply avoid adding integers to chars.
The attribute scheme avoids all these problems. A
single overlay specifies paradigm behaviour on any suit
able types without additional user-programmed or tem
plate-generated code. Attributes do not alter the runtime
meaning of the program in any way, unlike the class
scheme, which propagates artificial and ultimately empty
semantic distinctions deeply into the compiler’s
optimisation and code generation phases.
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T

: assignable,

+

: infix proc

(T, T):-(T),

: infix proc

(T, T):-(T)

Says units apply to anything with
matching :=, + and - operators.

—
—

The explicit parameters to the paradigm specify the fea
tures that we demand of any type that units will be applied to.
We can later specify the behaviour of the paradigm for any
operators or functions we like, but we should, at least, specify
the behaviour of the explicit operators and functions listed in
the paradigm declaration.
Example

paradigm overlay units (
(T): .(U): (V): assignable,

T, U, & V are any three assignable types.

—
+

:

— : infix proc (
(a) : attribute(units),
T units(a),
U units(a)
)

(

V units(a)
),

& - only apply to two operands with
identical units, and have a result'
— with the same units. By using' three
-- different class names, T, U, and V,
— we avoid specifying the class types;
— this avoids major complications when
— many dimensioned types exist, such
— as reals, vectors, integers, etc.
— +

—

—
—

We can also define overlays for routines
not mentioned in the paradigm declaration.
* : infix proc (
(a): (b): attribute(units),
T units (a),
U units(b)
)

(

V units(a*b)
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—
—

*'s result is the product of the
units of the arguments.

/ : infix proc (
(a): (b): attribute(units),
T units(a),
U units(b)
)

(

because the paradigm overlay uses them in corresponding
ways: the overlay for operator * has a result attribute that uses
the attribute system’s * operator, and similarly for the /
operator. Thus, the final assignment above uses class real’s
* and / operators, but the ensuing comment showing the
compiler’s internal reasoning uses the attribute system’s alge
braic * and /.

V units(a/b)
),

—
—

—

/'s result is the ratio of the

—

units of the arguments.

Here we permit arbitrary input of unit
quantities (this need not be done):
» : infix
(a)
: attribute(units),
istrm : var istream,
T units(a)
)

(

— The result is the same
object as the first parameter.

istrm
—
)

);

The units paradigm will guarantee the consistency of
the complete program, even when separately-compiled
modules are present, because declarations provide the
complete context in which the correctness of executable
actions may be determined.
Example
—

First, declare some units:

metres, seconds, kilos : attribute(units);
—

Base units (NOT runtime variables!)

sqmetres : units(metresA2);
m_per_sec : units(metres/seconds);
—
—
—
—
—
—

Derived units: You can use *, / and A
to create derived attributes. These
three combinators are built into gUd,
with the meanings product, division,
and exponentiation respectively.

Now some dimensioned runtime variables:

a : real
b : real
c : real
d : real
cin » a

units(sqmetres);
units(metres);
units(m_per_sec);
units(seconds);
» b » c;

d := a/(b*c);
—
—

OK: metresA2/(metres*metres/seconds)
equals seconds

Note that the operators in derived unit definitions (such as
/ in m_per_sec above) are part of the attribute system and are
unrelated to system- or user-defined operators of the same
name. They only correspond in the scientific unit example
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4.1 Other approaches to scientific unit checking
Static unit checking is possible, with the limitations men
tioned in Section 3, in languages with basic ADT-based object
oriented features. Class mushrooming is especially serious
because multiplication and division of dimensioned quanti
ties produce arbitrarily complex compound units, each need
ing a class, with corresponding operators in all classes doing
the same runtime operations (each class’s multiplication op
erator multiplies).
All these problems are exemplified in Jones’ Ada
scheme (Jones, 1994), using Ada subtypes for the effect of
classes. To avoid burgeoning numbers of operators, a
multiplier for two dimensioned values is not provided
(programmers have to define their own operators for each
different unit product) but even so, Jones has two opera
tors (a dimensioned quantity multiplied by a pure number,
and vice versa) producing identical code.
To handle both integers and reals, Jones has two virtually
identical packages. The scheme cannot check arbitrary data
types (short of replicating the package yet again), nor does it
handle cross-type operations (such as multiplying a scalar by a
vector) without writing new operators on a case-by-case basis.
For example, for three types (say, int, real, and complex) and
three dimensions (say, length, time, and mass), complete cover
age of all possibilities under this kind of scheme would require
81 multiplication operators (of which only nine produce differ
ent code) to handle every product of elementary types; for
combined units the number of operators needed is unlimited. But
in the attribute scheme, the definitions in Section 4, with some
additional entries for other operations applicable to dimensioned
quantities (such as square root) is the complete solution.
With one enhancement to templates (provided in gcc),
C++ can check units without this mushrooming effect in the
source code, as in Umrigar (1994), but the mushrooming still
happens in unseen template-generated classes, one per unit
and combined unit, which could cause bafflingly long com
pile times and enormous compiler memory usage. For exam
ple, Whitaker (1995a) lists 65 named combinations of seven
SI base units; these 65 are subject to combinatorial explosions
of possible interactions, each needing fresh (yet runtimeequivalent) copies of classes and/or operators. By compari
son, we shall see that the compiler’s time and space costs of
attribute-checking are linear (and small) in the number of base
units, irrespective of how they are combined; this advantage
alone is overwhelming. Also, Umrigar’s scheme ties unit
checking to a particular type, such as double (and it is hard to
see how to remove that restriction easily), leaving unanswered
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the question of what to do if we want the same checking on,
say, a complex or a vector.
Researchers have proposed runtime checks (Rogers, 1988;
Whitaker, 1995b), but these are obviously unsuited for
production environments.
Another approach is to use a special language feature, such
as House (1983), mentioned earlier. The system presented
here is, of course, more general, but requires specific setup for
each paradigm. However, the preliminary legwork needed by
the current proposal should be done once only in a library or
other package; using attributes in an application would be no
harder than using a special-purpose system. Implementation
issues, including comparison with the implementation of
House (1983), will be considered in Section 5.
As mentioned earlier, it is hard to find significant usage of
unit checking packages in real applications, even though it
would have a good payoff in errors detected. The considera
tions examined above might explain why. The current pro
posal is comprehensive, introduces no run-time penalty, and
does not require pre-planning for all combinations that might
arise. An application programmer would merely declare vari
ables with their units and write the rest of the program code
just as they would in, say, Fortran.

The parentheses around / and * establish these as implicit
parameters; the special meaning here is that although these
operators are not required for unit checking, they are required
to use the automatic conversion extension. Next, we must
specify conversions between units using these operators. The
scale declaration does this in gUd.
Example
metres,

seconds, kilos : attribute(units);
—

inches

: scale units(metres/0.0254);

— to convert metres to

Example
units

:

paradigm(
T

:

+

:

assignable,
infix proc(T,

T)

(T) ,

: infix proc(T,

T)

(T),

(/):
(*):

infix proc(T,

real)

(T)

) ;
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inches,

— divide by .0254
metres : scale units(inches*0.0254);

convert inches to
multiply by .0254.

— to
—
mval

: real units(metres);

ival

: real units(inches);

cin » mval;

—

ival

—

:= mval;

—
cout « ival;

4.2 Extensions
The attribute system is entirely a compile-time check, as was
the specific proposal for scientific units, House (1983). That
proposal was, however, capable of extension to provide auto
matic runtime unit conversions, such as feet to metres, etc. It
would be nice if the current proposal also proved amenable to
such an extension. But, however much we might be motivated
by the unit checking problem, in this proposal any extension
should be expressed in a general notation independent of this
specific application; a programmer should be able to use it to
automatically convert any related quantities according to any
rules that make sense for the types under consideration.
gUd includes such a generalised extension, demonstrating
how attributes provide a framework in which such a feature
can be added to a language without difficulty. The first step is
to specify a set of operators to be used for automatic conver
sion (for unit scaling, these will be multiplication and divi
sion). In gUd, this is most simply done by reusing the implicit
parameter mechanism, as in the following example. In other
languages, a wide variety of mechanisms could be used, such
as a special key word or punctuation symbol.

Base units

—
—
—

metres,

Read a value in metres
Conversion function
applied automatically.
Print the converted value
(if we have allowed units
for the « operator).

cout « ival units(none);
—
—
—

Print the converted value
(if we have not allowed
units for «).

This example is slightly more long-winded than necessary;
if we assume the compiler knows that the standard * and /
operators are inverses, the reverse scaling from inches to
metres could be omitted. A related problem concerns com
bined unit conversions (such as metre311 tofeet311), which also
require special knowledge. In the absence of this knowledge,
the proposed extension can only handle integral powers (such
as metre3 to feet3) by repeated application of the conversion
operation. Subsequent standard optimisations on arithmetic
expressions can reduce this to a single operation. This restric
tion could be removed if gUd possessed a programmable
representation system for characteristics of operations (such
as associativity, inverse, transitivity, etc.); this is a topic for
future work.
5 IMPLEMENTATION ISSUES
This proposal is very easy to implement, as was House (1983),
the proposal for scientific unit checking alone. That scheme
permitted arbitrary rational combinations of units, just as this
one permits arbitrary rational combinations of any attributes
in any paradigm. Thus, both schemes should be able to store
a combined unit such as time X length311.
To do this, House (1983) proposed that, for each base unit,
a rational number be stored representing the power of that unit
in the compound unit. Thus, if we have three base units such
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as time, length, and mass, the above example would be
represented as three rationals: (1, 3/2, 0). This is easy to
implement in the compiler, as every possible unit must be a
combination of the known (and small) number of declared
base units. Therefore it suffices to attach a small array of
rationals to each object in the symbol table. A minor snag
arises when a new base unit is declared in an inner block: local
objects have a longer array than objects in outer blocks.
However, when comparing two units, the shorter is simply
extended with zeroes and the comparison will work correctly.
It should be clear now that the present proposal is equally
easy to implement, as, within a given paradigm, the same
conditions apply as in House (1983): a fixed number of known
basic attributes combined in rational powers. The additional
factor is that now there might be more than one paradigm.
However, at any given point in the compilation there is a fixed
number of paradigms, each of which is completely known in
the above sense.
This introduces only a minor problem: objects might have
attributes belonging to various paradigms and, if declared in
different blocks, the list of paradigms that may be attached
can differ. One simple solution would be to attach a linked list
to the compiler’s symbol table entry for each object, each
node representing attributes of one paradigm and containing
the applicable array of rational attribute values and also a
value unique to the paradigm (such as a pointer to the
paradigm’s own symbol table entry). Thus, what House
(1983) did for a single rational array, this scheme must do for
each array in a (usually small) list. When comparing at
tributes, if one object has an entry for a given paradigm and
the other does not, simply assume the missing entry was an
appropriately-sized array of zeroes.
The compile-time cost to compare the attributes of two
objects is trivial: a rational comparison per basic attribute for
each paradigm that is actually attached to one or the other
object. The runtime cost is nil. In practice we might expect an
object to possess no more than a few paradigms (maybe
scientific unit checking and some categorising paradigms) of
which unit checking is likely to be the most complex.
The automatic attribute conversion extension discussed in
Section 4.2 may be implemented by associating with the
symbol table entry for each scaled attribute, one-way paths to
and from the ‘standard’ representation of that attribute. (For
example, for an object storing inches, perhaps we must con
vert to feet and then from feet to metres, depending on which
conversions have been specified.) This would establish a
graph of scaling conversions connecting all scaled attributes
that belong to a given base attribute.
Each object would additionally have to remember which
scaled attributes it possessed, and, when one object is assigned
to another, the compiler would follow the appropriate graph(s)
to decide which conversion steps to use. If all units are related
to a single base unit (for example, feet, inches, and light-years
all expressed in terms of the metre) then conversions would
involve at most two steps. Also the decisions are made at
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compile time, so even though the user may specify arbitrary
conversion operations, if built-in operators like real multipli
cation are chosen, the compiler will know this and be able to
optimise automatically and insert a single scaling instruction
into the code.
6 CONCLUSION
We have identified two kinds of type, which might be
called functional type and operational type. Functional
type is defined via abstract data types, and is modelled
satisfactorily by the normal class system of object-ori
ented languages. Operational type is a pattern of usage that
is superimposed upon an object’s functional type. Model
ling operational type with facilities designed for func
tional type is possible but clumsy.
The distinction between these two concepts is common
place outside the world of programming languages. For exam
ple, a unit analysis is often the first thing a scientist does to
check the correctness of equations, yet the scientist has no
concept of the particular units being special sorts of numbers
— they are simply numbers, but numbers that must be used
according to certain consistency rules. Similarly, a pilot who
previously flew private planes and who is now flying the same
kind of plane for a commercial airline does not contemplate
having to learn to fly another sort of plane: a commercialplane versus a private-plane; instead, he thinks of it as the
same kind of plane that must now be flown according to new
regulations. These observations should alert us to the fact that
functional (i.e. ADT) typing is a counterintuitive way to
represent this kind of consistency rule and is therefore likely
to be error-prone.
We have seen two historical responses to this problem:
ignoring the consistency checks on the part of programmers
(as with scientific unit checking), and designing fixed consist
ency checks on the part of language designers (as with the
various rules for characters, enumerated types, and Booleans
in different languages). The former response is error prone
and the latter has been one cause of a frequently-noted
unfortunate phenomenon: the establishment of programming
styles that are tied closely to the language being used instead
of to the problem being solved.
We have noted a psychological reason why class-based
operational checks are unintuitive, which may explain their
unpopularity; only by providing a language with an opera
tional checking facility can we test its acceptability to the
average programmer. On the question of code efficiency a
static check, like that proposed here, is vital.
A gUd compiler is under construction. The attribute
checking required is both straightforward and well under
stood. The automatic attribute conversion extension is re
garded as experimental in the sense that its merit is untried. If
one does not wish to adopt attributes as an explicit feature of
a programming language, the concept could be used profit
ably by adapting the gUd notation as a structured way to
express assumptions about data types.
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APPENDIX A: SELECTED AND SIMPLIFIED
SYNTAX OF GUD
Syntax is shown in a BNF-like notation; [... ] represents
optional components, { ... } represents repetition of one
or more.
A.l Paradigms
paradigm-declaration:
“paradigm” [ of-part ]
of-part:
“(“ [ argument-descriptors ] “)”
argument-descriptors:
argument-descriptor [ {argument-descriptor} ]
argument-descriptor:
argument-name
argument-spec
The of-part is the rule for describing the formal parameters of
agUd function. The argument-spec describes the formal param
eter; it is not shown here because its details are not important and
it drags in most of the syntax of the gUd language.
A.2 Attributes
attribute-declaration:
“attribute” paradigm-name I
attribute-part I
“scale” paradigm-name attribute-conversion
A.3 Paradigm overlays
paradigm-overlay:
“paradigm” “overlay” paradigm-name
of-part
A.4 The attribute part
attribute-part:
{ paradigm-name “(“ (attribute-rule I “none”) “)”}
attribute-rule:
attribute-factor
[ {attribute-factor I “/” attribute-factor} ]
attribute-factor:
attribute-identifier “A” rational I attribute-identifier
rational:
signed-int I “(“ signed-int T unsigned-int “)”
attribute-identifier:
identifier
A.5 Extension for automatic conversions
attribute-conversion:
“(“ expression “)”
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A.6 Additional gUd syntax
The precise details of this are not relevant to this paper, but
briefly, a function or procedure has the form:
proc (arguments)(results) code
In patterns, which do not require an implementation, the code
may be omitted. A class constructor has the same form, except
for the word class instead of proc. The results of a class
constructor become the components of a constructed object.
ACKNOWLEDGMENT
I wish to thank the anonymous referees, whose insightful
comments resulted in significant improvements to this paper.
REFERENCES
American National Standards Institute, Inc. (1990): American National
Standard for Information Systems, Programming Language C, ANSI
X3.159-1989, New York.
American National Standards Institute, Inc. (1983): The programming lan
guage Ada, Reference manual ANSI/MIL-STD-1815A-1983. Washing
ton, D.C. February.
HOUSE, R.T. (1983): A proposal for an extended form of type checking of
expressions. The Computer Journal. Wiley Hayden Ltd, England.
26(4):366-374.
HOUSE, R.T. (1986): Alternative scope rules for block-structured languages.
The Computer Journal. Wiley Hayden Ltd, England. 29(3):253-260.
HOUSE, R.T. (1998a): Definition of the Programming Language gUd.
University of Southern Queensland, Faculty of Science Working
Paper Series SC-MC-9801.
HOUSE, R.T. (1998b): Introduction to the Programming Language
gUd. To appear.
International Organisation for Standardisation. (1982): Specification for
Computer Programming Language Pascal, ISO 7185.
JONES (1994): Do-While. Ada in Action chapter 2.
http://www.cs.kuleuven.ac.be/%7Edirk/ada-belgium/aia/
MEYER, B. (1992): Eiffel: the language. Prentice Hall International (UK)
Ltd, London.
NAUR, P. (Ed). (1963): Revised report on the Algorithmic Language Algol
60. Communications of the ACM, January, 6(1): 1-17.
ROGERS, Patrick (1988): Private communication and also Dimensional
Analysis in Ada. Ada Letters, September/October, 8(5).
STROUSTRUP. B. (1991): The C++ Programming Language (2ndEdition).
Addison-Wesley, Reading.
UMRIGAR, Z.D. (1994): Fully static dimensional analysis with C++. ACM
SIGPLAN Notices, ACM Press, New York, 29(9):135-139.
WHITAKER, William A. (1995a): Untitled document.
http://www.erols.com/whitaker/dimstdun.htm
WHITAKER, William A. (1995b): Untitled document.
http://www.erols.com/whitaker/pl446.htm

BIOGRAPHICAL NOTES

Ron House is a lecturer in Computing in the Department of
Mathematics and Computing at the University of Southern
Queensland. He is the author ofa popular introductory text on
C programming which is published in both Australia and the
United States. His main computing research interest is
programming language design.

29

INFORMATION TECHNOLOGY

Instrumenting
Parallel Programs
for Performance
Visualisation
Kang Zhang and Da-Qian Zhang
Department of Computing,
School of MPCE,
Macquarie University,
Sydney NSW 2109 Australia

Program visualisation and execution animation are
usually achieved by instrumenting the original program
with event collecting code. To maintain the original
program behaviour, the effect of instrumentation should
be kept at a minimum. In other words, the instrumentation
overhead introduced into the program should be as low
as possible. This paper presents some instrumentation
methods to support a visualisation tool that assists the
development of message-passing parallel programs.
It discusses these instrumentation methods for event
collection, and reports the preliminary evaluation results
of the approaches implemented in Occam2 on a
multi-transputer system.
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1 INTRODUCTION
With the new advances of parallel processing technology,
the software support for effective and efficient program
ming on the existing multiprocessor machines has become
increasingly important. Developing parallel programs on
a multiprocessor machine usually involves iterations of
design, evaluation, modification, and tuning. The devel
opment cycle increases dramatically as the complexity of
a parallel program increases. Much of the recent research
in parallel programming has been focused on program
visualisation and supporting environments (Special Issue
on Software Tools for Parallel Programming and Visuali
sation, 1990; Special Issue on Tools and Methods for
Visualisation of Parallel Systems and Computations, 1993).
Developing visualisation tools for concurrent program
ming languages is still at its early stage. In order to
visualise a program’s run-time behaviour and its perform
ance, certain execution events should be recorded. A
major challenge in developing such a visualisation tool is
how run-time events can be recorded and then collected
with the least intrusion to the original program behaviour
(Yan etal, 1995).
Three approaches may be used to collect events in a
parallel system: adding one or more hardware monitors
which collect events directly during the program execu
tion; simulating the network execution in a software envi
ronment; and instrumenting the application program with
recording instructions or processes. The hardware support
is the least intrusive method and therefore the best option
for accurate reproduction of execution. The hardware
solution’s major disadvantages are that it reduces the
system’s portability and is also expensive. Simulators, on
the other hand, can be completely portable, but construct
ing an accurate simulator is a non-trivial task (Zhang,
1994). The third approach attempts to make use of the
system’s existing capabilities by implementing software
monitors for event collection (Beguelin et al, 1993;
Vornberger and Zeppenfeld, 1990). This approach is
cheaper to implement and is also applicable to different
platforms of multiprocessors. To take the advantages of
both the software and hardware approaches, hybrid moni
tors have also been used. For example, TMP collects the
performance data through software but stores the data in a
special-purpose device that is capable of filtering and
organising the event data (Haban and Wybraniez, 1990).
The main problem with the hybrid approach is due to the
specific requirements of the hardware architecture.
This paper presents a program visualisation tool,
called Visputer, that uses the software instrumentation
approach for event collection. It describes some instru
mentation schemes used in Visputer and discusses their
performance. Section 2 gives a brief overview of
Visputer. Section 3 describes Visputer’s program visu
alisation features, followed by a detailed explanation
of how the execution data is obtained by presenting
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some instrumentation schemes in Section 4. Section 5
describes the implementation of an instrumentor which
performs automatic program instrumentation. Section
6 discusses the performance evaluation results and
compares different schemes. Section 7 concludes the
paper and mentions future work.

2 VISPUTER
Visputer is a graphical visualisation tool for fast
prototyping, debugging, and tuning of parallel pro
grams (Marwaha and Zhang, 1993). It provides a userfriendly interface to graphically design and edit paral
lel programs, map multiple parallel processes onto a
network of processors, and visualise the execution of
programs (Zhang and Marwaha, 1995). Figure 1 shows
the major components of Visputer. The user may use a
text editor or the graphical editor provided by Visputer
to build his/her programs. The Visputer configurator
provides a graphical user interface for configuring any
network topology of processors and for mapping paral
lel processes onto the processor network. The user
interface will also allow the user to indicate, to the
Visputer instrumentor, where in the program the run
time information should be collected and what types of
information should be collected. The current version of
Visputer collects only the events which are related to
communication between simultaneously running proc
esses. Since the basic building blocks of a parallel
program are the sequential processes and it is the
communication behaviour that makes debugging and
performance tuning difficult, the capability of
monitoring communication activities is essential for a
parallel programming tool.
The instrumentor automatically inserts the event collect
ing code into the program before it is compiled by the
standard language compiler and executed on a multiproces
sor. Program events are collected during execution and stored
in an event file for postmortem visualisation and analysis.
The animator retrieves the event information from the event
file and replays the execution by animating communication
activity on the configuration diagram constructed by the user
with the configurator. It shows when processes are ready to
send, ready to receive, and when they communicate. These
events are of particular interest as they can indicate commu
nication related errors, such as deadlocks and livelocks, and
give the user an idea of how long processes have to wait
before communication takes place. The profiler uses various
forms of diagrams to show the communication pattern of
multiple processes, utilisation of the processor resources, and
other run-time characteristics of a program. The parallel
language experimented in Visputer is Occam2
(Immos Ltd, 1991) and the multiprocessor platform is a
reconfigurable network of transputers. The whole system is
implemented in X Windows on a SPARCstation which hosts
the transputer network.
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Figure 1: The Visputer architecture.

3 VISUALISING THE PROGRAM EXECUTION
The present version of Visputer identifies six types of commu
nication events to instrument and visualise:
— Ready To Send (RTS)
— Finished Send (FS)
— Ready To Receive (RTR)
— Finished Receive (FR)
— ALT Start (AS), and
— ALT End (AE).
RTS and RTR events happen just before a channel commu
nication, while FS and FR events occur immediately after a
communication. Because communications in Occam are syn
chronised, FR and FS events should occur at the same time, as
shown in Figure 2(a). An ALT construct introduces alterna
tive input choices for a number of processes and the first
arriving input triggers the execution of the corresponding
process. In Visputer, a program generates an AS event before
it executes an ALT, and generates an AE event after choosing
one of the options in the ALT (Figure 2(b)).

(» RTR
AS (>

RTSO

(a)
Figure 2: Communication events.

Visputer adopts an intuitive graphical notation to present
different communication events. The graphical notation sup
ports two levels of animation: the software network shows the
behaviour of processes, and the hardware network shows the
communication between processors (i.e. transputers). All the
communication events shown in the software network are
mirrored on the hardware network diagram.
Program animation on the graphical surface produced by
the configurator allows the user to visualise the execution of
processes within transputers in a way which models what is
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physically occurring. Animation is done in either continuous
mode or step-by-step mode. In continuous mode, there is a
relationship between the actual event time and the time the
event is displayed, and the Visputer user-interface allows the
user to adjust the displaying speed. In the step-by-step mode,
the user has to click on a button to progress to the next
occurrence of an event. Continuous mode is useful for show
ing when events occur and the length of time processes have
to wait for communication. Step-by-step animation shows the
ordering of events and is more useful for debugging purposes,
such as locating deadlocks.
The user observes the communication events on the chan
nels between processes in the software network. The effects of
these events are also shown on the hardware diagram, which
provides an overview of execution without the cluttering of
processes. Link utilisation and possible contention on links
carrying two channels can be identified on the diagram. Figure
3 shows a Visputer’s screen-dump during animation, in which
the pop-up windows depict the process connections and they
appear on the screen when the user clicks on the correspond
ing transputer nodes on the main screen.

the event type and the content of the message, are shown in a
pop-up window (by clicking on the event node). Solid vertical
lines indicate computations, while broken lines indicate either
communication overheads or suspensions due to unmatched
communication events. The length of these lines reflect elapsed
times. Various communication patterns including anomalous
ones may be visually identified on this type of event-time
diagrams. The processor utilisation chart, as shown in Figure
4, illustrates the total time spent on the computation, commu
nication, and synchronisation for each processor.
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Figure 4: Event-time diagram and utilisation chart.

We explain in the following two sections how Visputer
obtains the program execution data for visualisation, and how
the instrumentation is implemented. We then reveal what is
the real-time effect of some collection methods on the pro
grams being visualised.
Pracidurt: soctTa ] Had* { tut

4 INSTRUMENTING PROGRAMS FOR EVENT
COLLECTION

Figure 3: An animation snapshot in Visputer.

Visputer uses another form of graphical display, known as
the event-time diagram, to visualise the communication pat
tern and elapsed times of parallel threads. A thread is a top
level process loaded into a processor, which independently
performs computations and communicates with other threads
through channels or processor links. Visputer uses the infor
mation in the event file produced at runtime to generate the
event-time diagram.
In Visputer’s event-time diagram, depicted in Figure 4,
time is on the vertical and progresses downwards. Threads are
shown in the horizontal direction. Details of an event, such as
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After the user has constructed the program and completed the
configuration, Visputer scans the application program, per
forms software instrumentation for the event collection, and
then runs the instrumented application program on the proc
essor network.
Visputer is equipped with a library of procedures for
event collection and post-mortem event forwarding. The
program under study is instrumented by inserting the
event collecting code. Communication events can then be
recorded during the execution of the instrumented pro
gram. The instrumentation schemes are described in more
details in the following subsections.
Visputer’s event collection technique involves storing
event data locally as tuples (Process, Channel, EventType,
Time) and collecting it after the application has terminated.
This has the advantages of being portable, having minimal
execution cost, and maintaining the synchronous channel
communication. The low run-time cost is a result of storing
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event data locally as opposed to initiating the communication
for every event.
Rather than reporting and sending event data dynamically
which would introduce a major run-time overhead (Wagner
et al, 1993), event collection in Visputer occurs in post
mortem along a shortest path from each process to the host.
After a process finishes executing, it waits for a signal to tell
it to dump its event store. Starting with the process commu
nicating directly with the host on the root processor, each
process dumps its event store along the channels on the
shortest path till all the stores reach the host. By this stage all
the processes have terminated. When a process is involved in
a deadlock or livelock, Visputer can only retrieve the event
store after the user has broken the program using a method or
a tool, such as the basic debugging utility provided in the
Occam Toolset.

4.1 Parallel Monitor
The first software instrumentation scheme used in Visputer
is called the parallel monitor scheme (or PARMON),
where an extra process is inserted into each processor to
record event information and this process runs in parallel
with the existing application process(es) in the same proc
essor. All the extra parallel processes, known as monitors,
need to be declared and properly inserted by the Visputer
instrumentor. For example, if we want to instrument an
input channel

4.2 Array Assignment
Another instrumentation scheme developed for Visputer is
called the array assignment scheme (or ARRASS) that uses
array assignments instead of parallel monitors to record run
time information. Using the same example above for
instrumenting an input channel, the array assignment scheme
creates a recording array for each channel. All the recording
arrays have a uniform format
[MaxEvents*2+2]INT ChanName.Trace:
[MaxEvents]TYPE ChanName.Data:

where MaxEvent s indicates the maximum number of events to
be collected and ChanName is the name of the channel being
instrumented. ChanName. Trace [ 0 ] stores the total number of
events which have been currently recorded and
ChanName. Trace [1] stores the identifier of the channel. The
remaining part of ChanName.Trace stores all the trace data
collected. TYPE is the type of the data to be communicated
through the channel. The ARRASS instrumentor first initial
ises ChanName.Trace[0 ] to 2 and ChanName.Trace[1] to the
channel’s identifier. The instrumentor then inserts the record
ing instructions and array assignments around the statement to
be monitored, and produces the following program segment:
TIMER clock:
clock ? T1
chan ? CASE AppTag; AppData
clock ? T2
chan.Trace[chan.Trace[0]]

chan ? AppData

:= T1

chan.Trace[chan.Trace(0]+l]

and to visualise its run-time communication activity,
Visputer records the times before and after this input
statement, corresponding to the times of Ready-To-Receive (RTR) and Finish-Receive (FR). The parallel moni
tor scheme inserts a monitor to run in parallel with this
input channel and some time-recording and forwarding
statements around the instrumented input. The instrumentor
replaces the above input statement with the following
program segment:
TIMER clock:
PAR
monitor(EventChan)
SEQ
clock ? T1
EventChan ! RTR; ChanID, AppData; T1

chan.Data[chan.Trace[0]/2-1]
chan.Trace[0]

:= T2
:= AppData

:= chan.Trace[0]

+ 2

A major disadvantage with the ARRASS scheme is that the
instrumentation process can become quite complicated when
a large number of events need to be recorded as the array size
limits the total number of events to be collected. Therefore,
this scheme is not as scalable as the PARMON scheme. When
this scheme is used to instrument a program that includes one
or more replicated PAR processes, within which communica
tion events need to be recorded, an Occam2 compiler option,
known as “usage checking” has to be disabled (Inmos Ltd,
1991). (“usage checking” is to ensure that parallel assign
ments to array elements whose subscript values are unknown
at compile-time are not allowed).

chan ? AppData

4.3 Event Collection

clock ? T2
EventChan !

FR; ChanID; T2

When the times for RTR and FR are recorded, they are sent,
together with the RTR and FR tags, the channel identifier
(ChanID), and the original data content (AppData — for RTR
only), to the parallel monitor. The instrumentor determines
the protocol types of the inserted channel (EventChan), par
ticularly for the data content (AppData), according to the
protocol of the original input channel.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 30, No 1, FEBRUARY 1998

After all the run-time events have been recorded, they
need to be collected by the host computer in order to
visualise and analyse the program performance (Lei and
Zhang, 1994). In a network of inter-connected processors,
such as a transputer network, there is usually one proces
sor that can be linked to the host. This processor is called
the root processor, which includes a root process directly
communicating with the host. When the application data
types are different from the recording data types, we have
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to either define the recording data types to be the same as
the application data types, or change the channel protocols
to accommodate recording data types. The former method
requires a highly complicated instrumentor that can de
cide the recording data types accordingly and perform
type conversion after execution. The latter method has
been integrated into the PARMON scheme for post-mortem
event collection, as shown before in the example program
segment. We have also adapted it to the ARRASS scheme.
To compare the performance ofthe array assignment scheme
with and without the support ofpostmortem event collection, we
distinguish the original version of ARRASS from the adapted
version of ARRASS and we call the latter the AACP scheme (for
Array Assignment with Changed Protocols).

inserts monitoring probes before and after each identified
channel to record the communication activities and times. If
the identified channel is an array element within a replicated
PAR construction the instrumentor has to declare a number
of arrays of the same size as the channel array for storing the
trace data and times. For example, the following replicated
PAR construction
PAR i=0 FOR NoOfPEs
chan[i]

? X[1]

is modified by the instrumentor to produce the following
extended code
PAR i=0 FOR NoOfPEs
SEQ

5 THE INSTRUMENTOR
5.1 Identifying Instrumentation Points
A processor network is a collection of transputers which are
connected through the transputer links. One or more proc
esses may reside in a single transputer, and processes are
connected through Occam channels. Therefore, a process
network consists of Occam processes which can be mapped
onto a processor network. When mapping a process network
onto a processor network, some channels in the process
network may be mapped onto the transputer links in the
processor network while other channels are inside individual
transputers. We call the former external channels and the
latter internal channels. An external channel has to be speci
fied as a parameter in the process which is mapped onto a
transputer. A process which is mapped onto a transputer
through a PLACE statement in the configuration program is
called a top level process. A top level process may be
replicated several times and reside in several transputers.
The instrumentor analyses the relationships between the
processes to decide whether a process parameter is an exter
nal channel or an array of external channels.
The instrumentor then needs to identify a data path be
tween each top level process and the host to allow the collected
trace data to be transferred to the host. To minimise the
modification to the original source program, instead of adding
new external channels for constructing a data path, the
instrumentor selects the existing external channels to form the
shortest path from each process to the host. It changes the
protocols of the channels to accommodate the trace data that
will be forwarded to the host after the program execution.
The instrumentor allocates a memory storage (i.e. by
declaring an integer array) for each external channel used in
the top level processes. The first element of the array keeps
track of the number of events being traced and the second
element stores the identifier of the external channel. The
remaining part of the array stores all the trace data collected.

clock ? time.begin[if
chan[i]

? CASE AppTag; X[i]

clock? time.end[i]
chan.Trace[i][chan.Trace[i][0]]

:=

time.begin[i]
chan.Trace[i][chan.Trace[i][0]+1]

:=

time.end[i)
chan.Data[i][chan.Trace[i][0]/2-1]
chan.Trace[i][0]

= chan.Trace[i][0]

:= X[i]
+ 2

The following ALT construction
ALT
chanl ? X
chanoutl

! X

chan2 ? Y
chanout2

! Y

is converted to the following instrumented version
clock ? T1
ALT
chanl ? CASE AppTagl; X
SEQ
clock ? T2
Cl.Trace[Cl.Trace[0]]

:= T1

Cl.Trace[Cl.Trace[0]+1]
Cl.Data[Cl.Trace[0]/2-1]
Cl.Trace[0]
chanoutl

:= T2
:= X

:= Cl.Trace[0]

+ 2

! X

chan2 ? CASE AppTag2; Y
SEQ
clock ? T2
C2.Trace[C2.Trace[0]]

:= Tl

C2.Trace[C2.Trace[0]+1]
C2.Data[C2.Trace[0]/2-1]
C2.Trace[0]
chanout2

:= T2
:= Y

:= C2.Trace[0]

+2

! Y

5.2 Inserting probes
Having identified the external channels and modified the
corresponding communication protocols, the instrumentor
34

where the time recording statements are inserted in different
places from those in other constructions.
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5.3 Forwarding Trace Data to the Host
After the execution of the program, the collected trace data
must be forwarded to the host for display and analysis. The
instrumentor inserts, at the end of each top level process, some
extra code which performs data forwarding. Each external
channel must appear as a parameter in a top level process
performing input and also as parameter in another top level
process performing output. For a top level process on the
shortest path, an external channel in the process may play one
of the following three roles, apart from performing communi
cations as dictated by the application program:
-— forwarding the trace data to the host along the shortest path.
Such an external channel is called an output external
channel (OEC);
— receiving the trace data from another process along the
shortest path. Such an external channel is called an input
external channel (IEC); and
— not performing any of the above, and thus not involved in
transferring the trace data.
A top level process on the shortest path has exactly one
OEC and one or more IECs. The instrumentor divides the trace
data into a number of blocks, and inserts the forwarding
program segment according to the following algorithm which
transfers blocks of trace data
For each external channel in a top level process

Begin
send trace data through OEC

If the external channel is an IEC
Begin
While not finish
receive a block through IEC
send the block to OEC

End
End

SEQ
Count

:= NodeToRoot.Trace[i][0]

fromPE[i]

? CASE RecTag;

Count::NodeToRoot.Trace[1]
IF
NodeToRoot.Trace[i][0]

= 0

- 0 indicates termination
continue := FALSE
TRUE
Transfer(fs,

ts,

RootToNode.Trace[i ])
SEQ i=0 FOR NoOfNodes
Transfer(fs,
finish[0]

ts, RootToNode.Trace[i])

:= 0

Transfer(fs,

ts,

finish)

The instrumentor creates an index file for the root process
so that the collected trace data can be retrieved correctly.

6 PERFORMANCE OF INSTRUMENTATION
6.1 Test Programs
Three Occam programs were used in the evaluation of different
instrumentation schemes. These are a list ordering program, a
prime number generation program using data parallelism, and a
multiprocessor scheduler, which are described below.

List ordering
This program sorts a list, which is terminated with an “end”,
by using two simultaneously executed processes. One process
sends list elements while the other receives and sorts the
elements. The sorted elements are stored in another list in non
decreasing order. The program terminates when “end” is read
in. Ten elements were used in the evaluation.

Prime number generation

send a finish flag

Because individual channels may use different communi
cation protocols, the instrumentor generates different for
warding programs using the above algorithm to suit different
protocols used in the application program. The following is
the forwarding program segment for the root process in the
program which performs multiprocessor scheduling (see
Section 6 for the description of the program). The program
segment involves two external channels, one in the replicated
SEQ construction and the other performing data forwarding to
the host. The root process communicates directly with the
host, whose communication protocols are predetermined to
be fs and ts by the transputer system. The communication
with the host is performed by the Transfer procedure.
SEQ i=0 FOR NoOfPEs
SEQ
Transfer(fs,

WHILE continue

ts, NodeToRoot.Trace[i])

continue = TRUE
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This program involves testing an initial small range of odd
numbers to determine an initial set of test data elements. The
prime numbers are then produced by successively testing the
primality of N, an integer candidate, by dividing the candidate
by all primes up to N. The data-parallel approach is used in this
program. Every processor is responsible for a segment of N.
Processors work together to strike multiples of each newly
found primes. Each processor applies the same operation
(striking multiples of a particular prime) to its own portion of
the data set. The test program generates prime numbers up to
10,000, with one master process determining the initial set of
data, and three slave processes generating their segments of
prime numbers in parallel.

Multiprocessor scheduling
There are a number of processors, which are labelled in
decreasing order of their speeds, for example, processor2 is
faster than processor3. The scheduler tries to allocate tasks to
idle processors and make the best use of the processing power
35
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of the system. The program contains three major components,
arbitrator, scheduler, and a set of processors, whose functions
are described below.
— The arbitrator receives partial results from processors and
passes on to the scheduler. It also receives jobs from the
scheduler, and sends each job to the fastest available proces
sor or stores it in a queue if no processor is available. A job
is picked up from the queue and sent away whenever a
processor becomes available.
— The scheduler communicates with the arbitrator by sending
jobs and receiving partial results. When it receives a final
result, it informs the arbitrator that the whole network should
terminate when every component completes its current job.
— Each processor receives data from the arbitrator and proc
esses the data before sending the result (partial) back to the
arbitrator.

Figure 6 illustrates the total elapsed times for the prime
number generation program when different schemes are used.
Note that the curves for the ARRASS and AACP schemes
almost completely overlap with each other because of the
small variation between the two schemes. The observation on
the sender and receiver processes in the list ordering program
applies to the master and three slave processes in the prime
generation program respectively. Similarly, in Figure 7 for the
multiprocessor scheduling program, the scheduler corresponds
to the master process, and processors to slaves. In other words,
the elapsed times for the slaves in Figure 6 and for processors
in Figure 7 are not as meaningful as the times for the master
and scheduler in the corresponding figures. Therefore, the
times reported in the subsequent figures are all taken from the
sender and scheduler processes in the list ordering and sched
uling programs respectively.

Three processors were used in the test program.

6.2 Total Elapsed Times

78000 -■

The above three programs are implemented in Occam2 and
evaluated for their performances with different instrumenta
tion schemes on a network of transputers. Before we compare
the intrusion effects when using the instrumentation schemes,
we first report the total elapsed times taken to run the three test
programs, with and without program instrumentation.
The total elapsed times for the list ordering program with
three different instrumentation schemes and without any instru
mentation (original) are shown in Figure 5. In the senderprocess,
the total elapsed time is proportional to the durations of indi
vidual recording instructions used in an instrumentation scheme.
This means that, if a scheme uses recording instructions which
take a longer time to execute than those used by another scheme,
then its total elapsed time is proportionally longer than the other
scheme. This is because there is an equal number of recording
points for all the instrumentation schemes. The elapsed times for
the receiver processes for different schemes are less meaningful
than those for the sender processes, since the initial synchroni
sation delay may vary when a receiver process is waiting for a
message from a sender process.
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It is clear from these figures that except for the parallel
monitor scheme (PARMON) which extends the total execu
tion times of the test programs considerably, the other two
instrumentation schemes introduce a similar amount of run
time overheads into the original programs. The overheads of
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these two schemes are much smaller in the list ordering and
prime number generation programs than in the multiprocessor
scheduling program. This is because there are fewer but more
regular communication events in the first two programs than
in the third. This is summarised in Figure 8, where the total
instrumentation cost for a scheme is derived by subtracting the
total elapsed time of the original program from the elapsed
time of the instrumented program.

Figure 10 shows the instrumentation costs on events for the
scheduling program. The three groups of ladder-shaped curves
depict the instrumentation costs for events in the scheduler
corresponding to three processors. Again, the array assign
ment scheme (ARRASS) outperforms the parallel monitor
scheme (PARMON). As the number of events increases, the
instrumentation cost in PARMON increases more quickly
than in ARRASS.
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Figure 8: Total instrumentation costs for three test programs.

Figure 10: Instrumentation costs on events in the multiprocessor sched
uling program.

6.3. Instrumentation costs

As illustrated in the figures in Section 5, the array
assignment scheme is less intrusive than the parallel
monitor scheme. The static nature of transputer space
allocation determines that the maximum number of events
to be recorded at run-time has to be decided at compile
time. Therefore, in terms of space allocation, the parallel
monitor scheme has an advantage over the array assign
ment scheme as it decides the maximum size of only one
array which stores the events for all the processes in a
processor, whereas the latter scheme needs to decide the
maximum size of an array for each process and even for
each channel in a processor.

We have also evaluated the actual instrumentation costs for
individual events in the three test programs using different
schemes. This is done by timing the recording instructions or
processes for each event.
Figure 9 shows the instrumentation costs for a number of
events in the list ordering program using different instrumen
tation schemes. In order to compare these schemes from a
same starting point, we align the starting times of the first
events in all schemes to zero, and adjust the other events
accordingly. The event instrumentation cost increases almost
linearly with all the schemes due to the regularity of the
program in terms of the communication vs computation ratio.

7 CONCLUSION
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Figure 9: Instrumentation costs on events in the list ordering program.
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This paper has discussed the features of a parallel program
visualisation tool, Visputer, that supports graphical construc
tion of parallel programs and graphical configuration of
processor networks. The post-mortem animation of commu
nication activity is achieved through the program instrumen
tation. The paper described two instrumentation schemes,
array assignment and parallel monitor, and an extended ver
sion of the first scheme. The schemes have been implemented
in Visputer. We have also implemented an instrumentor
which automatically instruments programs according to the
array assignment scheme. The performance evaluation results
favour the array assignment scheme as it does not introduce an
extra parallel process into each processor. But the parallel
monitor scheme also has some advantages, such as better
utilisation of space.
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Our immediate future work will be to develop an intrusion
compensation model that minimises the intrusiveness of in
strumentation and accurately estimates the original program
behaviour. We will also implement a logical clock approach
(Cai and Turner, 1994; Lamport, 1978) in Visputer in order to
retain the original ordering of communication events in the
program that is to be visualised.
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BOOK REVIEWS
MOORE, S. (1996): Multithreaded processor design, Kluwer Academic
Publishers, 142pp., $US 89.95
As conventional von Neumann CPUs get faster, they spend an increasing
fraction of their time waiting for data from memory. In some current machines,
the time taken by one memory access is more than a hundred times as long as
CPU cycle time. If things continue in this vein very much longer, further
improvements in CPU speed will become irrelevant; all they will do is cause the
CPU to twiddle its thumbs that much faster. This problem is sometimes known
as the “memory wall”, perhaps by analogy with the “sound barrier”.
Multithreaded processors attempt to fix the problem by getting the CPU
to switch to working on another task (thread) whenever it would otherwise be
idle. They are not new; multithreaded processors existed at least as far back
as 1958 (the Bull Gamma 60), and the peripheral processorunit of the famous
CDC 6600 was multithreaded. However, interest in such architectures has
been almost non-existent until the last few years, when it became quite a hot
topic among computer architecture researchers who can see the coming
collision with the memory wall.
This book is an evaluation, starting from basic principles, of the ingredi
ents necessary to design a modem balanced computer. It culminates in the
design of Anaconda, a multithreaded processor. Along the way, the book
addresses topics as diverse as the requirements imposed on computers by
multimedia, fundamental physical limits on computation and communica
tion, capability methods for memory protection, and various models of data
flow computation. It proposes a novel pipelined memory architecture, a
matching store (used to find which threads are runnable) that is integrated
with the cache subsystem, and a hardware sorter to be used to select the
highest priority runnable thread to be executed next (complete with logic
equations). These proposals fit together very nicely, with a significant amount
of synergy. Unfortunately, the proposals are mostly incompatible with the
way things are done today in most computers, so there is virtually no chance
that they will be adapted by the industry in the near term.
The book has many good ideas and insights. Unfortunately, it is too short
to explain many of them in sufficient detail, which makes this book quite hard
going for someone not already well versed in computer architecture. Compu
ter architecture experts, on the other hand, will find that the experimental
evaluation of Anaconda is quite inadequate, with results presented only for
two very small code fragments, whose characteristics are typical of some but
definitely not all of the intended workload. They would also query the fact that
the question of how to write programs for the new architecture is addressed
only in the section on future research. Nevertheless, computer architecture
researchers working on multithreaded computers should be aware of the
proposals in this book. Those looking for an introduction to multithreaded
processors would do better to wait for another book.
Zoltan Somogyi
University of Melbourne
JOHNSON, N. (1996): Web Developer’s Guide to Multimedia & Video, The
Coriolis Group, USA, 376 pp, $US 39.99.
There are two major reasons for reading this book. The first one is to provide
yourself with the necessary information to produce multimedia files of the
highest quality, which are suitable for subsequent publication on the World
Wide Web. And the second reason is to follow the discussion about tech
niques and strategies for the efficient play back of multimedia files from a
Web site. The different sorts of multimedia files covered include animation,
audio, and desktop video.
To gain the most out of the book, readers should have had some exposure
to the concepts underlying PC multimedia. Also some familiarity with HTML
(HyperText Markup Language used in the creation of Web pages), or
alternatively, a Web page tool (eg. Microsoft Internet Assistant) would be
helpful. However, it is not a requirement to be either a professional program
mer or video expert to understand the contents of the book.
Because of the typically large size of multimedia files, Web page designers
need to know of techniques, as well as have access to software utilities and
packages, which can reduce the amount of time users spend accessing the
contents of multimedia Web pages.
In order to do this, the book discusses the concepts and practicalities
involved in capturing, compressing, and streaming media files, along with the
importance of properly configuring Web servers for play back.
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The book commences with an overview of what is currently happening
with Web multimedia. Other chapters look at the steps in producing movies
and audio clips, cross-platform issues (PC versus Mac), authoring tools, an indepth discussion of the differences between streaming and downloading,
relevant hardware and software tools, Web programming issues, the steps
involved in configuring a remote Web server, plus much more.
The contents of the companion CD-ROM consist of software products,
tools, and utilities, as well as a range of sample media clips. The products
include Macromedia Director, a multimedia authoring program; VDOLive,
a video player and personal server; TRMOOV, a Windows program for
converting between QuickTime and Video for Windows files without the
need for recompression; PaintShop Pro, a popular Windows program used for
creating, manipulating, and displaying a diverse variety of graphics and
image files; and Adobe Acrobat Reader which permits the creation and
display of electronic documents in PDF format (the significant advantage of
documents compiled with this format is that they can be shared across
different platforms). The purpose of the media clips contained on the CDROM is to demonstrate the sorts of results which can be achieved by
following the techniques outlined throughout the book.
Anyone who has been given (or voluntarily undertaken) the role of
creating a multimedia web site will benefit from the advice and resources
contained within this book.
Tony Stevenson
MKD Software Consulting
ALLEN, J. (1994): Natural Language Understanding, 2d. ed., The Benjamin/
Cummings Publishing Company, Inc., 654pp., unspecified price
This is a highly useful reference. It provides a comprehensive and in-depth
description of the underlying theories and techniques used in the field of
natural language understanding. Little assumption has been made to the
reader’s background, and any person with some familiarity with the basic
notions of programming will be able to understand the principal ideas and
techniques used. Sufficient detail exists for a knowledgeable programmer to
produce working systems implementing natural language understanding.
The first edition of this book was used for many years by the author in his
teaching. The second edition has been significantly revised and enhanced. A
uniform framework exists, based on feature-based context-free grammars.
The discussion of chart parsing algorithms has been enhanced, as has the
discussion of unification and other generally problematic areas.
Allen strives to detail all the background material that is required from computer science, linguistics, logic (symbolic programming and
logical formalisms), and the philosophy of language. An interesting
aspect of this work is that it focuses on problem areas rather than
particular techniques. Hence, there is no chapter, on say, logic program
ming or context-free grammars. Rather, each chapter details a specific
set of problems and the techniques mentioned may well be discussed in
many chapters, in a relevant fashion.
The book is divided into three logical divisions, namely syntactic process
ing, semantic interpretation, and context and world knowledge. Three appen
dices provide an introduction to logic, symbolic computation and speech
recognition. Part 1, “Syntactic processing”, is concerned with grammars and
parsing. It is particularly interesting as later chapters discuss efficient parsing
(useful for practitioners) and the use of statistical methods to resolve gram
matical ambiguities. Part 2, “Semantic interpretation”, is concerned with the
link between syntax and semantics and strategies that may be used for
interpreting the utterance being processed. Part 3, “Content and world
knowledge”, discusses representing world knowledge and how it may be
utilised to perform reasoning and discourse. The final chapter is most
interesting, discussing how one may define a conversational agent. This,
along with the chapter on statistical methods above, are new additions to the
second edition of the text.
Program examples are provided in common LISP and may be retrieved via
anonymous ftp from the publisher’s Internet site. Those wishing to develop
sophisticated natural language understanding programs would find this book
very useful.
The book is very useful for pedagogical purposes, and the author is careful
to explain dependencies among sections of the text, and how it may be best
used for single and double-semester courses, and for undergraduate and
beginning graduate courses. Each chapter concludes with a summary, some
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commentary on related work and further readings, and exercises for the
reader. These exercises are annotated with a degree of their difficulty.
This book is well recommended as an introduction to, and reference for,
the background and concepts of natural language understanding.
David M, Williams
Quality Coal Consulting
AGOSTI, M. and SMEATON, A.F. (eds), (1996): Information Retrieval
and Hypertext, Kluwer Academic Publishers, Boston, 279pp., US$95,
(hardback).
Until recently, Information Retrieval (IR) has been concerned with dealing with
user requests for information from homogeneous document collections whilst
hypertext relies on browsing through a structured information space which can
consist of a variety of source types. Work is now underway to investigate how
the two methodologies can be merged thus developing systems for Hypertext
Information Retrieval (HER). This is a diverse collection of invited papers and
ideas from some of the best researchers in the fields of hypertext and IR. It is
aimed squarely at researchers and graduates who have knowledge of at least one
of these or a subsidiary information management area.
The first two chapters are designed to provide a summary of the current
status of each field thus providing a level playing field for readers whose
background is in one or the other area. To my mind Chapter 1, “An Overview
of Information Retrieval” by Alan Smeaton provided far more useful infor
mation than did Maristella Agosti’s chapter on “An Overview of Hypertext”
which tended towards a literature review rather than providing useful infor
mation. That is, I felt that I needed to seek out and read the articles mentioned
to actually gain an understanding of the current status of hypertext research.
The remaining nine chapters cover topics ranging from: text to hypertext
conversion, information modelling and retrieval from hypertext, to ways in
which visual representations can be used to aid information retrieval.
Two examples of the type of approaches that are being taken in developing
HIR are included. Lucarella and Zanzi in “Information Modelling and
Retrieval in Hypermedia Systems” refer to the well known problems encoun
tered when browsing hypertext applications, that of being lost and of
cognitive overload. In an effort to overcome these problems, search capabili
ties have been integrated into the browser mechanism but these may take an
age before they converge on a result, if at all (cf. the search engines of the
WWW which can be considered a massive hypertext document). They argue
that this still does not go far enough and that any useful tool should also take
into account the underlying information structure (remember that hypertexts
can contain complex inter-links) as well as its content. Their answer is to
provide a graph based model which can be transposed into a visual display
that allows the user to manipulate, select, and thus filter out the required
information. A prototype implementation of the system has been developed
and found to be powerful and flexible enough to cater for different levels of
user experience.
In a slightly different vein, Thiel and Muller in “Why was this Retrieved?:
new ways to explore retrieval results”, argue that there is the gap between
what the system formally assesses as a relevant reply to a query and what the
users “pragmatically” judge as being relevant. They discuss two projects that
are designed to explore ways of overcoming this difference. One, the TOP/
TOPOGRAPHIC project, took a document oriented approach and used a rich
knowledge representation combined with browsing capabilities that enabled
the user to explore the retrieval results. One disadvantage of this approach is
that ofcreating a sufficiently detailed knowledge base. The other, MIRACLE,
starts where TOP/TOPOGRAPHIC left off and uses conceptual and factual
data contained in the documents along with abduction to build a proof
structure which then becomes the basis for creating a hypertext presentation
of the results.
As could be expected with papers aimed at this audience and covering this
sort of material there is a deal of mathematics involved although I found that
even my rusty knowledge of graph theory enabled me to follow the line of
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argument in most cases. One striking omission from this collection was a
discussion of how real-world users use IR and hypertext tools and what their
real requirements, as opposed to the theorised ones, are. There is certainly
scope for papers on this and other human-computer interface issues—maybe
in the next volume.
This is a collection for the reader with more than a casual interest in the
conflation of the disciplines of information retrieval and hypertext. If this
description fits you then I recommend that you buy this book or maybe
persuade your institute library to purchase it.
Andrew Wenn.
Victoria University of Technology (Footscray)
LUCAS, P. (1996): Mastering Prolog, UCL Press, London, 221pp., $60,
(softback and 3.5" Keylink Prolog diskette).
On this, the 25th anniversary of the birth of Prolog, former Lecturer and
developer of Keylink Prolog, Rob Lucas, has written an introductory prolog
text aimed squarely at the educational market. Designed to cater for pupils
with differing learning speeds it has a “teach yourself’ style that may appeal
to many teachers and students. As one might expect, the examples through
out the book use Keylink Prolog which is a'fairly standard implementation
of the Edinburgh Prolog syntax and is supplied in both DOS and Windows
versions on the diskette. A RiscOS version is also available for users of
Acorn machines.
Despite its obvious educational intent, the book is routine in its approach
to learning and the prose is dense in places; certainly I can imagine many
of my students, who come from non-english speaking backgrounds, finding
it quite a chore to read. It consists of fourteen chapters, three appendices, a
short but useful list of references, solutions to selected exercises and an
adequate index. A quick rundown of the chapter contents reveals the
following: Chapter 1 gives some background to Prolog, its search strategy,
how to use it, facts in Prolog and an introduction to the concept of failure.
Chapter 2 introduces rules, tracing, use of Prolog as a database and
arithmetic, whilst the next chapter deals with recursion and provides a
sound description of how to write recursive predicates and why you would
wish to do so. Chapter 4, “Survival Predicates” contains much that is
Keylink Prolog specific but also covers operators, type checking and term
comparison. Prolog structures are the subject of the next chapter which also
includes some discussion of tree searching, whilst lists are treated rather
briefly in Chapter 6. Program control including the use of cut, fail and repeat
are described in Chapter 7 and input, output and file handling are the topic
of Chapter 8.
Although Prolog has a built in search strategy, it is often beneficial to use
a different one and some of these, including best first search, are described in
the next chapter - the treatment is rather terse and it would repay the student
to read other texts on search strategies. Some applications such as machine
translation, expert systems and hints for designing large programs are covered
in the next three chapters whilst Chapter 13 provides an extensive description
of the Open University’s MIKE knowledge engineering environment (a copy
of which is supplied on the disk). Chapter 14 provides details of the predicates
built into Keylink Prolog and the three appendices deal with its installation
and operation under the various operating systems.
I found it difficult to make up my mind about this book. On the one hand
it provides some good descriptions and examples but its unimaginative
presentation, large blocks of text and poor use of whitespace tend to turn me
against it. As mentioned previously, some of the language would be found
daunting by sections of the intended audience. There are a number of
introductory Prolog texts around, although none that deal specifically with the
use of Keylink Prolog or MIKE; I feel that if you intend to use either it would
be worthwhile examining this book particularly as copies ofboth are provided
with it.
Andrew Wenn
Victoria University of Technology (Footscray)
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NEWS BRIEFS
‘News Briefs' is a regularfeature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.
TIME IS RUNNING OUT!
Standards Australia has stepped up the cam
paign against the year 2000 technological time
bomb with a new publication to help small to
medium size firms address the problem. The
handbook, HB104:1997, A guide to year 2000
compliance, has just been released in a bid to
help kick-start more SMEs into actively ad
dressing the potentially disastrous century date
change issue.
Industry experts widely acknowledge most
SMEs are yet to implement appropriate strate
gies to ensure all electronic apparatus embedded
with date-functioning microchips, are year 2000
‘compliant’. Non-compliant systems function
on date-dependent technology, where the year is
represented by only two digits. They may inter
pret the “00” in “2000” as being “1900”, causing
anything from the exchange of incorrect data to
total system failure.
Sandeep Mathur, a consultant to Stand
ards Australia, said all equipment operating
on an electronic chip with a date functional
ity, including medical apparatus, lifts and
other building services, could potentially be
affected. Even those systems which have
been updated are likely to be affected by
receiving data forwarded to them from noncompliant computer systems. “This is a very
real problem because there are very few or
ganisations which operate in a totally iso
lated environment, and because of the way
the supply chain operates, ultimately every
one has to be compliant”, Mr Mathur said. He
said most SMEs were aware of the problem,
but were unaware of exactly what needed to
be done. “The new handbook gives them a
detailed understanding of the problem and a
methodical approach to a solution”, he said.
HB104, one of the very few published by a
national Standards body, was written with the
combined help of those firms on the leading
edge of technology. It provides organisations
with step-by-step instructions to overcoming
the YeaT 2000 problem as well as discusses the
pros and cons of various solutions. It also
covers testing and integration methodologies
that are not specific to any hardware and soft
ware platforms.
Associate Director of Standards Australia’s
Communications Technologies Group, Roger
Lyle, said the handbook was unlike other texts
on the subject. “It is one of the few publications
in the world that is specifically targeted at small
to medium sized businesses”, Mr Lyle said. “It
gives readers methodologies to assess their risk,
together with possible solutions to what could
potentially be one of the greatest technological
disasters of our time”.
The handbook, available through all
Standards Australia offices, is one of two
major initiatives Standards Australia is
currently undertaking to address the Year
2000 problem. The other is a register of

products and services which are Year 2000
compliant, that will be available on the
Internet as of February.
Organisations will be able to access the reg
ister free-of-charge through Standards Austral
ia’s Web site. Visitors to the site will be able to
obtain a comprehensive list of software, hard
ware and companies which have Year 2000
compliant operations as well as add their own
products and services to the register.
THE MAGIC OF MULTIMEDIA BRINGS
LEARNING TO LIFE
Webster Publishing recently launched the ulti
mate multimedia reference library with World
Encyclopedia 1998 and Encyclopedia of Aus
tralia 1998.
With over 1 Omillion words, 50,000 articles,
20.000 biographies, almost 12,000 photographs,
100 video clips and 1,000 sound clips, Webster
Publishing’s World Encyclopedia 1998 pro
vides comprehensive information on a plethora
of topics in an easy to use, interactive CDROM format.
The most up-to-date encyclopedia on CDROM, Webster Publishing’s World Encyclope
dia 1998 features information on the majorevents
of 1997, including the deaths of Mother Teresa
and Diana, Princess of Wales, the Mir space
mission and the Hong Kong handover.
World Encyclopedia 1998 features a dayby-day account of 1996/97 world news events
and is directly linked to the Webster Publish
ing Internet Web site, updated on a monthly
basis with news and information from around
the world.
Covering diverse issues and topics, World
Encyclopedia 1998 explores our past with facts
and figures from literary sources such as:
• The Cambridge Illustrated History of
Medicine
• The Cambridge Illustrated History of
Archaeology
• The Cambridge Illustrated History of
Warfare
• The Cambridge Illustrated History of
Astronomy
• The Cambridge Historical Encyclopedia
of Great Britain & Ireland, and
• Modem World History.
Webster Publishing’s World Encyclopedia
1998 includes information on people, places,
events, theories, prophecies, languages, theatre
and literature from across the globe, through the
past, present and future.
The interactive features of multimedia allow
the user to say, take a guided tour of the systems
and committees that make up the United Nations
or investigate the history of space by visiting the
space photo gallery which features hundreds of
photographs taken on American and Russian
space missions.
Webster Publishing has liaised with the United
Nations to utilise important information to help
promote their story through Webster’s World
Encyclopedia 1998.
World Encyclopedia 1998 also includes a
140.000 meaning dictionary and a Foreign
Phrase Guide with over 20 major phrases in 42
different languages.

Webster Publishing’s Encyclopedia of Aus
tralia 1998 is the most comprehensive multime
dia reference CD-ROM available that explores
every facet of Australia.
Featuring information on Australia’s climate,
geography, history, politics, flora, fauna and
society, Encyclopedia of Australia 1998 takes
the user on a journey across Australia’s unique
and diverse landscape and culture.
Webster Publishing’s Managing Director,
Tony Webster said, “We believe our completely
Australian made encyclopedias contain the most
current information in any encyclopedia, both
nationally and internationally”.
“Webster Publishing’s range includes events
and information right up until September 30,
1997 for the World Encyclopedia and October
31, 1997 for the Australian Encyclopedia”.
For further information on Webster
Publishing, visit their Web site at
www.websterpublishing.com or call toll
free on 1800 021 201.
NEW AUSTRALIAN YELLOW PAGES®
SITE...
A new Yellow Pages® directory Internet service,
launched at Interact ’97, will give consumers
access to detailed information about products
and services advertised in the directories.
Known as NetSelect, it is the ultimate way to
Let your fingers do the walking™ now that the
800,000 plus Australian businesses listed in the
Yellow Pages directories have been given a
unique Web address (URL).
Businesses will be able to use their site to
provide detailed information, and photographs,
about their products and services, to promote
sales and specials and show their exact location
on a UBD™ street directory map.
NetSelect also offers an online email or fax
facility which will enable consumers to make
direct contact with many of these business 24
hours a day, 7 days a week, 365 days a year.
Andrea Polmear, CEO of Pacific Access,
producer ofthe Yellow Pages and White Pages™
directories, says NetSelect has enormous ben
efits both for consumers and advertisers.
“Until now, establishing a presence on the
Internet has been seen as a high-cost exer
cise, especially for small business. NetSelect
gives all small businesses the opportunity to
put their businesses on the ‘Net in a low-risk
environment”.
“This has enormous benefits for consumers.
In addition to locating suppliers of products and
services they can now quickly obtain additional
information to help them make their buying
decision”, said Ms Polmear.
“Australians are using the Internet in increas
ing numbers. The latest Yellow Pages® Small
Business Index™ technology report found that
74 per cent of survey respondents who were
Internet users, use the ‘Net to look for product or
service related information and 45% to access
business directories such as at the Australian
Yellow Pages® site”.
All 70 Yellow Pages directories are on the
site giving users immediate access to more than
1.5 million business listings. The easy-to-use
search facility enables users to find what they are
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looking for by area, business name, product type
or service.
The Australian Yellow Pages® site is at:
http://www.yellowpages.com.au
MAJOR EMPLOYMENT
OPPORTUNITIES FOR VICTORIA’S
IT INDUSTRY
Over 3,000 jobs will be profiled at Victoria’s
inaugural Careers in Technology Exhibition to
be held at the Melbourne Convention and Exhi
bition Centre from Wednesday 18 FebruaryThursday 19 February, 1998.
Victoria is already experiencing a high
demand for information technology staff, this
is fuelled by a rapidly growing national and
international interest in the state as a IT
centre. According to Nigel Double, Manag
ing Director of Career Exchange, “Over the
past two years the Victorian Government has
managed to attract more than $800 million in
IT investment”.
Some of the major companies who will be
profiling jobs at the Careers in Technology
Exhibition include Andersens, People Soft,
Oracle, Price Waterhouse, Ernst & Young, EDS,
Dell Computer, Aspect and Computer Associ
ates. A number of international companies will
also be present.
The Careers in Technology Exhibition pro
vides major IT organisations with the opportu
nity to meet face to face and directly recruit IT
personnel from the following categories —
graduates, postgraduates, analysts, engineers,
sales and marketing executives, IT managers
plus support and contract personnel.
The Melbourne Careers in Technology Exhi
bition follows the remarkable successful Syd
ney event where over 2,000 people secured
employment in a diverse range of Information
Technology positions.
Entry to the Careers in Technology Exhibi
tion is Free. Candidates are encouraged to bring
their resume as they will be talking directly with
the Human Resources and Hiring Mangers of
each company.
Further information about exhibitors andjobs
profiled at the 1998 Careers in Technology Ex
hibition is available by visiting the Careers in
Technology Web Site:
http://www.careerx.com.au
NEW BOOK TAKES EDUCATORS
ON-LINE
Publication of a new paper-based book on Webbased education seems to send contradictory
messages.
However, the ‘physical’ book has a compan
ion CD-ROM complete with software examples
and is kept alive and up to date via its own
Website.
‘Building a Web-based Education System’ is
published by the American-based John Wiley
and Sons and is co-authored by Australian David
Jones and Ireland’s Colin McCormack.
The new book aims to help educators of
all types to use the Web to support their own
teaching.

David Jones, from Central Queensland Uni
versity, said that rather than prescribing ready
made solutions, the book provided knowledge
that teachers could use to decide what would
work in their own situation.
“Each chapter provides practical advice and
examples which, when combined with the tools
on the accompanying CD-ROM, will help make
it possible for teachers to construct, their own
Web-based classroom”, Mr Jones said.
The
book’s
Website
(http://
webclass.cqu.edu.au/) includes updates of re
sources, case studies, evaluations, journals, con
ferences, tool comparisons, teaching tips, and
links to other relevant Websites.
The companion CD-ROM includes software
packages, references, examples, templates, re
sources and three extra chapters.
SMART TICKETING FOR SYDNEY
LIGHT RAIL
i *.*
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The Central Control Room at the Sydney Light
Rail relies on Australian technology.
Microelectronic, an Australian, electronic of
fice equipment company, beat all comers, from
both Australia and overseas, to supply the re
cently opened Sydney Light Rail System with
their ticketing system and operations and control
systems. Known as the Supervisory Control and
Data Acquisition System (SCADA) it relies on
Windows NT for software while the computer
hardware is from Digital but all the development
and design was done in Australia by Microelec
tronic.
Speaking from his Sydney office, Ted Tiltins
OAM, Managing Director of Microelectronic
said, “We are only a small company founded in
1974 so to win this large contract, especially
competing with huge overseas companies, is a
great thrill”.
“The ticketing system was designed by us
and operates in a similar way to the now familiar
bank ATM’s. That is an LCD screen leads pas
sengers through a series of steps to purchase
their tickets on Sydney’s Light Rail”.
“Our experience in designing, supplying and
maintaining Electronic Ticket Machines for
NSW City Rail in 1988, was certainly beneficial
in winning this tender”.
This “State of the Art” system can be easily
upgraded to operate with the much talked about
smart card, when they become available.
Microelectronic not only created, supplied
and installed the ticketing system but more
importantly they were able to integrate six
operational functions through one central con
trol room. This means that one person can
control the whole Light Rail System includ

ing the closed circuit TV surveillance sys
tem, the radio communications to all trams,
signal monitoring, the public address system
and traction power monitoring and control to
ensure the correct power is being drawn by
each tram.
Mr Tiltins went on to say, “Linking all these
functions through a fibre optic network is unique
and used for the first time in Australia”.
Mr Chris Adams, who has in excess of 20
years experience in transport operations and
is the Project Manager for Sydney Light Rail
added, “The Sydney Light Rail was estab
lished in less than twelve months and now we
have seven trams running over 3.6 kilome
tres of track and hope to expand to Circular
Quay and Lilyfield in the not too distant
future. At the moment we have only seven
stations but the beauty of the integrated Mi
croelectronic system is that it will allow us to
easily go to 255 stations”.
DIGITAL VIDEO CAMERA
Panasonic has launched its flagship digital video
camera (Model Number: NV-DX100ENA) with
a double-density 3CCD camera system. The
NV-DX100 is lighter and smaller than its pred
ecessor and includes a 6.35cm (2.5 inch) LCD
monitor and a colour viewfinder.
The DV (Digital Video) system uses 500line horizontal resolution which far exceeds the
400-line resolution of Super VHS or Hi8. It
also assures colour fidelity and includes an
error correction function that minimises drop
out and assures recording and playback quality
and reliability.
Like a professional video camera, the NVDX100 uses three separate 1/4-inch CCD with
320,000pixels for red, green and blue to optimise
picture quality. Each of the 320,000pixels on the
three CCD chips has a large light-collecting area
which achieves high signal-to-noise ratio, high
sensitivity and wide dynamic range without sac
rificing resolution.
The NV-DX100 has a bright FI .6 lens allow
ing shooting under visible minimum lowlight
conditions down to 5 Lux.
The 6.35cm active matrix colour LCD
monitor has a resolution of 180,000 pixels
and is hinged so it will rotate freely over a
270° range. To prevent damage to the moni
tor and camera, the hinge system automati
cally turns the LCD monitor upright when
the user closes it.
The NV-DX100 also has a digital photo
shot for capturing a seven second still shot
accompanied by audio recording. One 60
minute tape can hold up to 750 stills (in long
play mode). Keeping the photo shot button
pressed records sequential still images. The
digital still picture terminal (RS232C termi
nal) on the output terminal box makes it
possible to connect the camera to a compu
ter’s serial port. There is an optional PC kit
with Windows 95 compatible software for
selecting and importing of still images. The
NV-DX100 can also be connected to the
Panasonic Colour Video Printer to automati
cally print all still images recorded in the
photo shot mode.

