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Guest Editorial

Theorems, Methods and Applications in Multimedia Storage and, Archiving Systems

Advances in technology have resulted in huge archives of sounds, images and videos in diverse application areas such as medicine,
remote sensing, industry, engineering, entertainment, education and on-line information services. Storage and retrieval of visual
data play an importantrole in such archives. This special issue of the Australian Computer Journal is devoted to addressing various
aspects of the development and applications of multimedia archiving systems.
The paper by Kurniawati et al provides a comprehensive review of current development on indexing and retrieval of high
dimensional features, which has been long ignored in previous surveys on multi-dimensional access structures. It also provides
suggestions on dimension reduction, indexing and retrieval structure, and query processing. The paper by Saijanhar and Lu
presents a grid-based signature for shape representation and similarity measurement. The signature possesses translation, rotation
and scaling invariant properties. It has been shown that the signature outperforms Fourier descriptor and moments. Srinivasan et
al propose a data model to support content-based search in digital video archives. The data model supports structure representation
and semantic representation of videos, which can be used in querying and browsing video content in video databases.
Development of multimedia storage and archiving systems in Australia has advanced significantly in recent years. There are
a few successful projects such as CBIR-VU in the University of NSW, PACS in the Sydney Children’s Hospital and FRANK in
CSIRO, and several active research groups in Monash University, Curtin University of Technology, DSTO in Adelaide,
Queensland University, Victoria University of Technology, University of Technology, Sydney, etc. These groups have various
specialties and each addresses particular aspects of research. This special issue is dedicated to promoting collaboration of
multimedia research in Australia. We hope that our efforts will improve the awareness of each group nationwide and boost
Australia’s image in this field.

JS Jin and B Srinivasan
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Techniques for
Supporting
Efficient Contentbased Retrieval in
Multimedia
Databases
R Kurniawati,* JS Jin and JA Shepherd
School of Computer Science and Engineering,
University of New South Wales,
Sydney 2052, Australia

1 INTRODUCTION
In multimedia databases, we have a collection of data in
various formats. These data could include images, video,
audio signal, time series, CAD drawings, etc. Multimedia
databases will have to support content-independent and con
tent-based queries and a combination of both. Content-based
retrieval for multimedia databases utilise features that can be
calculated using some decoding procedures from the multimedia data itself (Grosky, 1994) whereas content-independ
ent retrieval uses data to describe multimedia objects that
cannot be calculated directly from the stored objects (e.g. the
textual annotation of images in an image database).
Multimedia
Queries
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This paper presents a brief survey of the current state of
the technology used in supporting efficient content-based
retrieval in index-based multimedia databases that use
feature vectors to represent multimedia data. One of the
main obstacles in performing efficient content-based
multimedia retrieval is the high-dimensionality of the
feature vectors used to characterise the data. Previous
surveys on multidimensional access structures tried to
cope with this diversity but tended to ignore the issues
related to the high dimensionality of the feature space.
This survey strives to give an oveiyiew of the techniques
available to deal with such high dimensional spaces.
The key properties of the most often used dimension
reduction techniques will be compared, followed by a
discussion of the multidimensional access structures that
can deal with a high dimensional space. Algorithms forsupporting content-based query processing using these
multidimensional access structures will also be evaluated.
Keywords: Multidimensional access structures,
content-based retrieval, multimedia databases, dimension
reduction, nearest-neighbour searches.
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Figure 1: Diagram of an index-based multimedia database.

In this paper, we give a brief and necessarily selective survey
of the current state of the technology used in supporting contentbased retrieval in index-based multimedia databases. Indexbased multimedia databases are the ones in which we form a
collection of the feature vectors of the multimedia data and
employ an access structure (index) to answer queries. This
paper, then, focuses on multimedia databases using feature
vectors as the underlying representation of the multimedia data
content. The precise process for extracting features from multimedia data depends on the nature of the data and the kind of
queries supported. There is a cornucopia of feature extraction
processes available but they are outside the scope of this paper.
First, we survey techniques for building the infrastructure for a
multimedia database that supports content-based queries, i.e.
dimension reduction techniques and multidimensional access
structures. We then proceed with a discussion of multimedia
query processing techniques and a conclusion.

2 MULTIMEDIA DATABASE CONSTRUCTION
Figure 2 outlines the steps in building an index-based multime
dia database. Feature vectors are calculated during the building
process. These vectors typically have a large number of dimen
sions, and so cannot be accessed efficiently using existing
database access structures. There are two possible approaches to
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997
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Figure 2: The construction of the access structure for content-based retrieval.

this problem: develop new access structures that are effective
with high-dimensional data, or reduce the number of dimen
sions. Currently, the second option is the preferred choice: the
dimensionality of the initial feature vectors is reduced, and the
index is built using feature vectors with fewer dimensions.

2.1 Dimension reduction techniques
The dimension reduction techniques discussed in this section
are orthogonal to the feature extraction process: in feature
extraction, we are interested in getting a representative vector
of a multimedia data with respect to a specific feature; whereas
in dimension reduction, we are interested in obtaining a vector
with lower dimensionality while preserving the distance and
minimising the error introduced by the truncation. Although
not commonly used, there are also attempts to integrate the
feature extraction and dimension reduction processes by pro
ducing coarser feature vectors (Furht et al, 1995).
After the feature extraction process, we should be able to
collect a set of vectors that can represent the multimedia data
with respect to a specific metric. For example, after using a set
of Gabor filters (Watson, 1983) to extract texture feature
vectors from images, we should have feature vectors with the
property that two feature vectors that are close to each other
represent textures that are perceived as similar by the human
visual system. If we apply dimension reduction techniques,
vectors located near to each other in the reduced dimension
space ideally correspond to vectors that are close in the
original high-dimension space.

2.1.1 Techniques based on co-ordinate transformation
Techniques based on co-ordinate transformation change the
basis of the feature vector from I (the identity matrix) to another
set of orthonormal vectors such that we can truncate the vectors
with a minimal error. The optimal transform with respect to the
mean-squared error (MSE) is the principal component analysis

(PCA) orKarhunen-Love (KL) transform (Fukunaga, 1990). To
perform the transform, we have to calculate the orthonormal
basis vector that will give us the lowest MSE with respect to
truncation. These basis vectors are the eigenvectors of the
correlation or the autocorrelation matrix of the feature vectors,
which can also be obtained using singular value decomposition
(S'VD) of the matrix A d xd constructed using the n d-dimensional
feature vectors as the column (the SVD will result mA = Q]'LQ2
where the columns of Qfd x d) are the eigenvectors of AAT
(Strang, 1988)). One of the advantages of using SVD instead of
PCA is the availability ofthe algorithm to update the eigenvectors
in the presence of new data (Chandrasekaran et al, 1996).
For some data distributions, we can get a good approxima
tion of the KL-transform using a fixed set of orthonormal basis
vectors. For feature vectors with aToeplitz covariance matrix,
the discrete cosine transform (DCT) (Ahmed et al, 1974) can
be used as a good approximation of the KL-transform. If the
vectors show any periodicity (this is usually the case for time
sequence or speech data) then the Fourier sine functions
(Brigham, 1988) will be better suited as the basis.
As well as eliminating the need to update the basis with
each new vector, fast algorithms are available for calculating
the DCT and Fourier transform if d is a power of 2. Using these
fast algorithms (the Fast DCT and Fast Fourier Transform
(FFT)), transforms can be done in dlog(d) for each of the n
feature vectors. For vectors with a distribution which does not
fit any of these, we can use a set of wavelets or a wavelet-like
basis that is suited for that particular distribution, which can be
calculated in 0(d) (Wickerhauser, 1991; Bruce etal, (1996),
where the constant multiplier of d is dependent on the kind of
wavelets chosen as the basis.
A summary of the co-ordinate transformation techniques
for reducing the dimensionality of the feature vectors can be
found in Table 1.

Table 1: Dimension reduction techniques based on co-ordinate transformation.

f

Name

Time to
project a
vector

Basis

Best suited for

Comment

PCA/ KL/SVD
(Fukunaga, 1990;
Strang, 1988)

0 (d2)

Recalculated when
the data changes,
with complexity
0 (43)

Clustered data

This transform has the minimum squared error.

Fourier
(Brigham, 1988)

0(dlog(d))

Fixed

Periodic data

This transform will result in complex coefficients
(although for real data these coefficients will be
symmetric).

Wavelet (Strang
and Nguyen, 1996;
Bruce etal, 1996)

O (d)

Fixed or chosen
from a library

Data vith a dominant
transient behaviour or
discontinuity.

This transform is suitable for removing the noises, while
retaining the global trend of the data.
j

DCT (Ahmed
etal, 1974)

0(dlog(d))

Fixed

Locally correlated
data (e.g. images)

This transform can approximate KL-transform if the data
can be modeled as a Markovian process (its covariance
matrix is a Toeplitz matrix).
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2.1.2 Other techniques
Another approach to reduce the dimensionality of the data is to
flatten the multidimensional space into one-dimensional space
using space-filling curves (Jagadish, 1990). The advantage of
doing this is the availability of one-dimensional access struc
tures with proven good performance. Besides functioning as a
dimensionality reduction tool, space-filling curves also have
other uses: as a sorting criteria in building an optimised static
access structure (Kamel and Faloutsos, 1993) and as a way to
decluster the access structure to achieve parallel I/O (Kamel and
Faloutsos, 1992). There are many space-filling curves available
(Faloutsos and Roseman, 1989), i.e. the Peano curve (z-ordering
(Orenstein, 1986)), the Hilbert curve (Jagadish, 1990), the Gray
code (Faloutsos, 1986) etc; but experimental results have shown
that the Hilbert curve (Figure 3) has the best clustering properties
(Faloutsos and Roseman, 1989; Moon et al, 1996) and hence is
best suited for the purpose.

2.2 Multidimensional Access Structures
There are two basic ways to organise multidimensional fea
ture vectors: organising the embedding space within which
the vectors reside or organising the vectors themselves
(Nievergelt et al, 1984). For high dimensional data, the data
space increases exponentially and it appears there is no data
structure based on this organisation that can scale up to this
space. A very thorough survey of the multidimensional access
method has recently been done by Gaede and Gunther (1995);
other older comprehensive surveys are (Samet, 1990) and
(Bentley and Friedman, 1979).
To be able to use the available multidimensional access
structures, it is important to be aware of the assumptions used
in building these structures. Almost all of the structures

assume that we operate in a vector space (a subset of the metric
space with the additional requirement that each vector has a
fixed dimension). Structures that operate within a metric
space directly (Fukunaga and Narendra, 1975; Brin, 1995;
Burkhard and Keller, 1973) will not be as efficient as ones
operating with the additional restriction of a vector space. All
the structures using bounding boxes assume that we do not
have any crosstalk between dimensions in the distance func
tion. If there are some crosstalks between dimensions (e.g. in
QBIC ’ s distance function for colour histograms (Hafner etal,
1995; Faloutsos et al, 1994)), we will not be able to use
bounding boxes to limit the extent of the nodes.

2.2.1 Dynamic structures
Of all the multidimensional access structures, the R-tree and
its variants are the most successful in dealing with high
dimensionality and they have been used in several of the
commercial systems available (i.e. Postgres/Illustra (Faloutsos,
1996), QBIC (Flickner et al, 1995)). The R-tree family
(Guttman, 1984; Sellis et al, 1987; Beckmann et al, 1990) is
a generalisation of the B-tree (Bayer and McCreight, 1972) for
multidimensional data. If M and m are the maximum and
minimum number of entries in a node respectively, then the
tree’s properties are (Guttman, 1984):
— Every node contains between m and M index entries unless
it is the root.
— Each node is bounded by a spatially minimum bounding
rectangle that contains all the objects (feature vectors or
subnodes) within the node.
— The root node has at least two children unless it is a leaf.
— All leaves appear on the same level.

Figure 3: The Hilbert curve for 2-dimensions and 3-dimensions.
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Some of the most successful known variants of the dy
namic R-tree and their parameters are listed in Table 2 (the
static variants will be discussed in Section 2.2.2). All the
variants listed in Table 2 use data dependent split heuristics.
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Figure 4: An R-tree with minimum bounding boxes as the bounding
envelope.
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The main differences between the R-tree and its variants
are in the parameters used in the tree building algorithm and
the shape of the bounding envelopes of its nodes (see Figures
4 and 5).

.+

+ ,+

Tree structure
Figure 5: An R-tree with minimum bounding circles as the bounding
envelope.

Table 2: A comparison of the dynamic R-tree variants.
Name

Bounding
envelope
shape

Splitting heuristic tries to minimise

Choose subtree tries to minimise

Reorganisation method
used

R-tree (Guttman,
1984)

Rectilinear

Total area of the bounding boxes
(linear, quadratic, and exponential
split heuristic)

Bounding box area enlargement

None

R+-tree (Sellis
etal, 1987)

Rectilinear

Total area, perimeter, number of split
propagated, distance between
rectangle centres

No choosing done, the new feature
vector will be inserted to each node
whose bounding box overlaps it

None

R+-tree
(Beckmann et al,
1990)

Rectilinear

Total perimeter of the bounding boxes

Bounding boxes overlap enlargement j

Forced reinsert

SS-tree (White
and Jain, 1996c)

Spherical

Variance (split plane perpendicular to
one of the co-ordinate axis)

Distance of the new feature vector to the
nodes centroid

Forced reinsert

SS+-tree
(Kurniawati
etal, 1997)

Spherical or
rectilinear

Variance (£-means heuristic)

Distance of the new feature vector to the
nodes centroid

Forced reinsert, local
reorganisation based on
the i-means clustering

TV-tree (Lin
etal, 1994)

Rectilinear or
spherical

Distance between the new feature
vector within the trees nodes

Increase in overlap, decrease in
dimensionality, increase in radius,
distance of the centre of the node to the
new vector)

Forced reinsert

Bounding boxes overlap enlargement

Forced reinsert

X-tree
(Berchtold
et al, 1996)

Rectilinear

Overlap, constructing supernodes if
an overlap minimising split cannot be
found

THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997

!

125

TECHNIQUES FOR SUPPORTING EFFICIENT CONTENT-BASED RETRIEVAL IN MULTIMEDIA DATABASES

A discussion about split heuristics can be found in Henrich
and Six (1991).
The SS-tree and the SS+-tree are very close relatives to the
original R-tree (White and Jain, 1996c; Kurniawati et al,
1997). They have better performance than the R*-tree, mainly
due to the split and subtree selection heuristics.
In the Telescopic Vector tree (TV-tree) (Lin et al, 1994),
we can specify the number of active dimensions to be used (a).
Then, using a reduction dimension technique we transform
the vectors such that the most important dimensions are put at
the beginning. We then proceed to index the vectors just using
the first a dimensions. When the lowest active dimension
values of all the vectors in a node are of the same value, we
need additional values to discriminate the vectors and we set
these dimensions as inactive and use the next most important
dimension as the active dimension in the node. The TV-tree
allows its nodes to overlap and this problem will be particu
larly acute in nodes whose children have different active
dimensions. Another problem with the structure is the as
sumption that the first few important dimensions will often
have the same value and hence can be regarded as inactive.
The X-tree (Berchtold etal, 1996) was proposed based on the
observation that one of the main factors of the R*-tree’s rapidly
degrading performance was the overlap among bounding boxes.
The tree building procedure tries to avoid splits that would result
in a high degree of overlap by creating nodes that are double the
ordinary size (supemodes). The overlap-minimising split can be
found efficiently by maintaining a split history. The experiments
comparing the X-tree with other structures (Berchtold et al,
1996) showed that the X-tree outperformed the TV-tree and R*tree. In a high dimensional space, overlap-minimising splits are
almost impossible to find and therefore searching the X-tree
degrades to linear search in high dimensions (see Figure 6) and
the split position has to be parallel to the co-ordinate axis.
2.2.2 Static structures
The construction of an efficient access tree structure over a set
of multidimensional feature vectors can be seen as an

oooooooooooooooooooo

(a) d = 4

OOOOOOOOOOOOOOOOOOOO

(b) d = 8

OOOOOOOOOOOOOOOOOOOO

(c) d = 32
Figure 6: The various structures of the X-tree with the dimension d
equals to 4,8, and 32 (from Berchtold et al, 1996).

optimisation problem. We would like to group the data in leaf
nodes and leaf nodes in internal nodes such that the number of
nodes touched during a search is minimised. This problem
with an unconstrained cost function has been proved to be NPcomplete (Bachmann et al, 1994). Several heuristics to con
struct an optimal tree have been proposed, the first and
simplest based on sorting on one of the co-ordinate values
(Roussopoulos and Leifker, 1985). Other heuristics include
sorting on the Hilbert space-filling curve number (Faloutsos
and Kamel, 1992), simulated annealing (Pagel, 1995), vari
ance minimisation similar to adaptive k-d-trees (White and
Jain, 1996b), and iterative hill-climbing to perform k-way
clustering of (/-dimensional rectangles (Gavrila, 1995).
The packed R-tree was proposed by Roussopoulos and
Leifker (1985) to overcome the overlapping problem occurring

Table 3: Comparison between R-tree packing algorithms.
Name

Method

Split
movement

Overlaps
eliminated

Packed R-tree
(Roussopoulos and
Leifker, 1985)

Sort on one of the co-ordinate axis values; put each successive data in a leaf node until it is
full. Sort the leaf node according to the same co-ordinate axis value and put successive nodes
together to construct the internal node.

Bottom-up

Yes

Hilbert R-tree
(Faloutsos and Kamel,
1992)

Map each d-dimensional data to its Hilbert value and sort the data based on this value. Put
each successive data in the same leaf node until it is full. Construct the internal nodes in the
same way.

Bottom-up

No

VAMS-R-tree and
VAMS-t-d-tree
(White and Jain,
1996b)

Split the data into two, using dimension with the largest variance as the split axis. Perform
the split at the closest place to the median that will minimise the number of nodes used (this
can be calculated directly from the capacity of the leaf and internal nodes). Do this
recursively until we reach the data and from there start to build the tree from the bottom up.

Top-down

Yes

k-way clustering

Iterative hill-climbing to minimise an objective function (total volume of the bounding
rectangles and average distance between rectangles).

Bottom-up

No

(Gavrila, 1995)
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QZ30J3

(a) The packed R-tree

(b) The Hilbert R-tree

(c) The VAMS-R-tree

Figure 7: The leaf nodes obtained using the packed R-tree, packed Hilbert R-tree, and VAMS-R-tree.

in the dynamically built R-tree. Although the overlaps disap
pear, the data division based on only one of the co-ordinate axis
results in tree nodes with badly elongated shape, which is not
suitable for querying since it will not maintain data locality.
Faloutsos and Kamel (1992) improved this situation by
using the Hilbert value on which to base the division of data
and obtained a better result since the division results in squarer
nodes. However, this subdivision reintroduced overlaps be
tween the nodes. Gavrila (1995) obtained a slight improve
ment over the Hilbert packed R-tree using the k-way cluster
ing optimised using simple iterative hill-climbing.
The VAMS-Rtree and VAMS-Gd-tree are two closely
related trees proposed by White and Jain (1996b). Their
division rule (dividing on the axis with the highest variance
and splitting along the value near the median that minimises
the number of nodes required to contain the data) will produce
square-shaped nodes. Overlapping between the nodes can be
avoided since the division is done top-down. At the time of »
writing, empirical comparisons between these VAM-trees
and the other static structures are not available. Figure 7 shows
the graphical comparison of the leaf nodes obtained when
building the packed R-tree, packed Hilbert R-tree, and VAMSR-tree over two dimensional data points.
We can take advantage of static tree building procedures by
using them to build an initial tree over the initial set of feature
vectors and then using one of the insertion procedures from
dynamic trees to insert new vectors. White and Jain (1996a)
suggested that the strategy used in building VAMS-R-tree could
be used to bootstrap the tree initially and then the overlap
minimising split strategy used by X-tree could be used to do
dynamic updates. Alternatively we can apply dynamisation
techniques (Overmars, 1983) to the static structures.

Content
based queries

Feature
Extraction

Feature
Vectors

Once the tree is built, we need to store it in a secondary
storage system (usually a disk). To be able to take advantage
of the parallel I/O capability of these disks, we will have to
decluster the tree nodes such that the nodes near to each other
will be put in a different disk. The declustering algorithms
which have been proposed are based on Hilbert curves (Kamel
and Faloutsos, 1992) and another method based on the graph
colouring problem (Berchtold et al, 1997a).

3 CONTENT-BASED MULTIMEDIA QUERY
PROCESSING
Unlike conventional query processing, which operates with
exact matching, content-based multimedia queries are mostly
based on similarity matching. The most common operations
are similarity and range queries and similarity joins. In this
section, we will discuss these types of queries and some
algorithms to implement them.

3.1 Query types
The most common content-based queries posed to multimedia
databases are similarity queries, region queries, similarity
joins, and partial match queries.
— Similarity queries. In similarity queries, we are interested
in obtaining the k most similar multimedia objects to a
given example object. Similarity queries Arya (1995) are
a generalisation of £-nearest-nejghbour queries. In similar
ity queries, we can give an errof bound e such that the ratio
of the maximum distance of the query result D to the
maximum distance of the (exact) nearest neighbour query
D* is bounded by 1 + e (i.e.-Jj < 1 + e).
— Region queries. In range queries, we give a region within the
data space and we would like to retrieve all multimedia

Dimension
Reduction

Reduced
Dimension
Feature
Vectors

Search
procedures

Index
files

Query
results

Figure 8: Content-based query processing.
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objects that intersect the region. A special form of the region
query is the range query (where we give a range for each axis
and hence the query region will be rectilinear) and the
spherical range query (where we would like to find all objects
within a specified distance from the query object).
Similarity joins. Similarity joins are done by matching simi
lar objects from two tables. An example of similarity join is
a query to find all pair of images in which a person appears.
Similarity queries are the most naturally occurring con
tent-based queries in multimedia databases. Similarity search
algorithms are actually nearest-neighbour search algorithms
with an option to ignore nodes that are not close enough to the
query vector. Hence, we can utilise the algorithms developed
for nearest-neighbour searches (Burkhard and Keller, 1973;
Fukunaga andNarendra, 1975; Brin, 1995;Kamgar-Parsiand
Kanal, 1985; Hjaltason and Samet, 1995; Roussopoulos etal,
1995) to do the search.
Region queriescanbeansweredbysearchingallthenodeswhose
envelope intersect the given region. If we only care about the final
result, then there will not be much difference between the search
algorithms. To obtain a better response time, we could define
approximate region queries where we ignore all nodes whose
intersection with the query region is less than a certain threshold.
Most of thejoin algorithms for the R-tree family (Brinkhoff
et al, 1993, 1994; Lo and Ravishankar, 1994; Brinkhoff
et al, 1996) were designed for spatial joins (for objects with
non-zero size). So far, there has not been much interest in
similarity join. We expect the similarity join algorithms will
be close to their spatial join siblings, using similarity search
algorithms as the workhorse instead of region search.

3.2 Nearest neighbour search algorithms
All of the nearest neighbour search algorithms proposed for
multidimensional access structures are actually variations of the

branch and bound search procedure (Horowitz and Sahni, 1976).
The differences between the methods are listed in Table 4.
If we operate in vector space, we can do better by using a
bounding envelope for each node, which is the method used
in the R-tree families. In this case, nearest neighbour queries
can be regarded as spherical region queries with a variable
radius length. In order to find all of the &-nearest-neighbours
as fast as possible, we need to reduce the radius of the
spherical region quickly. We do this by ordering the nodes
and feature vectors that have not been examined in a priority
queue and processing the one at the front of the queue. As the
cost of processing a node is usually dominated by the time
required to access it, then a useful metric for measuring the
effectiveness of the ordering is the average number of nodes
touched during the search. Berchtold et al (1997b) recently
proved that the ordering based on the minimum distance of
the query point to the bounding envelope of the node is
optimal in that respect.
When the distance metric is expensive and another cheaper
distance metric is used as a lower bound, we can do a nearestneighbour search followed by a range search (Korn et al,
1996) or we can calculate the expensive distance measure as
needed while the nearest-neighbour search progresses (White
and Jain, 1996a).

4 CONCLUSION
One of the main obstacles in performing efficient contentbased multimedia retrieval is the high dimensionality of the
feature vectors used to characterise the data. While there are
multidimensional access structures available, most of these
access structures do not scale up to a high-dimensional space.
In order to build a practical system with the current technol
ogy, we will have to try to utilise dimension reduction meth
ods and take the advantage of user interaction by using

Table 4: Differences between nearest neighbour algorithms.
Algorithm proposed by

Search
order

Priority queue ordering

Pruning criteria

Burkhard and Keller (1973), similar
approach by Fukunaga and Narendra
(1975)

DFS

Minimum lower bound of the distance
between the query point and the nodes
centroid

Two rules based on the triangle inequality.
The pruning criteria used in (Burkhard and
Keller, 1973; Fukunaga and Narendra,
1975) is further improved by refinements
based on the minimum distance of the
points to the centroids (Kamgar-Parsi and
Kanal, 1985). Some other variations of the
algorithm can be found in (Brin, 1995).

Hjaltason and Samet (1995)

BFS

Minimum distance

There are some criteria to prevent entering
duplicates, but there are no criteria to delete
entries from the queue once it is inserted
except when it finally gets processed.

White and Jain (1996a)

BFS

Minimum distance to the nodes centroid

Minimum distance exceeds the distance of
the query point to the &-th nearest
neighbour.

Roussopoulos et al, (1995)

DFS

Minimum distance or minimum of the
maximum distance

Upward pruning and downward pruning
based on the minimum distance and
minmax distance.
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approximation in the query calculation and in the distance
function used. Furthermore, if an initial set of data is available,
we should use the optimised static method to bootstrap the
access structure building. In this case, additional data inserted
after the initial tree is built can be handled using the insertion
method from one of the dynamic access structures or the data
can be handled using dynamisation techniques.
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One of the content based image retrieval techniques is the
shape based technique which allows users to ask for
objects similar in shape to a query object. We propose a
novel method for shape representation and similarity
measure which we call the grid based method. We shall
evaluate its performance by comparing it with two popular
methods, namely, the Fourier descriptors method and the
moment invariants method. The comparative study is done
by performing the same queries on the same database for
all the methods. We also test the methods for robustness
to noise by performing the queries on a database of
noisy shapes. Experimental results show that the method
proposed performs favourably compared with the other
two methods.
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1 INTRODUCTION
Much research is being done to develop tools for analysing
images based on their content and then representing them
in a manner such that the images can be searched based on
these representations. Content based image retrieval al
lows users to retrieve images using queries based on
sketches, user constructed query images, colour and tex
ture patterns, layout or structural descriptions, and other
example images or iconic and graphical information. An
example is the QBIC project (Query By Image Content)
(Niblack et al, 1993), in which the queries are based on
colour, texture and shape. The search engines allow the
user to use visual query and visual evaluation and refine
ment in deciding what to discard and what to keep.
Features are extracted from the images during population
of the image database. The features extracted are based on low
level features such as shape of objects in the image, image
colour and image texture. These features are used to index the
images. At query time, the user enters a query into the system
and features are extracted from the query image. The query
image is compared with the database images by the image
retrieval system on the basis of the closeness of the extracted
features and the best match images are presented to the user.
As images are information rich, in practise an integrated
approach incorporating a number of features is required. In
this paper we focus on techniques based on object shapes.
The shapes of objects contained in an image are an impor
tant feature of the semantic content of the image. The shape of
the objects in images can be used for deriving an index for their
representation and subsequent similarity measure. While de
riving an index for the shape representation of an object it is
required that the criteria for invariance and uniqueness of the
index be met to obtain a good similarity measure during
retrieval’ The criteria for invariance is that the index for shape
representation should be invariant to translation, rotation and
scale. The criteria for uniqueness is that similar shapes should
have similar indices and dissimilar shapes should have differ
ent indices. In regard to invariance, we define normalisation
as the technique for obtaining an index for shape representa
tion which is invariant to rotation, translation and scale.
Many techniques have been used for shape representation
and similarity measure. Some of the earlier techniques are
summarised by Pavlidis (1980). A method based on turning
angle which uses the turning of tangents drawn at points
sampled along the shape boundary for shape representation
was used by McConnell etal (1991). The class of curve fitting
approach includes the chain code approach used by Freeman
(1974) and McKee and Agarwal (1977) and polygonal ap
proximation used by Pavlidis (1977). A technique based on
the autoregressive model was first proposed by Kashyap and
Chellappa (1981). A technique based on Hausdorff distance
was used by Huttenlocher, Rucklidge and Klanderman (1992)
and modified and used by Scassellati, Alexoploulos and
Flickner (1994). Another category is the decomposition tech
nique including medial axis transform (MAT) (Blum, 1964),
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decomposition at concave vertices (Feng and Pavlidis, 1975),
and decomposition by clustering (Shapiro andHaralick, 1979).
From review of the various methods for shape representa
tion and similarity measure it has been found that no one
method performs particularly well and that none is clearly
superior. The purpose of this paper is to present a novel
approach for shape representation and similarity measure. We
evaluate the performance of the proposed method by compar
ing it with two popular methods for shape representation and
similarity measure, namely, the moment invariants method
(Hu, 1962; Dudani, Breeding and McGhee, 1977; Belkasim,
Shridhar and Ahmadi, 1991; Prokop and Reeves, 1992; AbuMostafa and Psaltis, 1985) and the Fourier descriptors method
(Kauppinen, Seppanen and Pietikainen, 1995; Persoon and
Fu, 1977, Zahn and Roskies, 1972; Chellappa and Bagdazian,
1984; Kryzak, Leung and Suen, 1989). We perform the
comparison by deriving feature vectors for images in an image
database using the proposed method, the moment invariants
method and the Fourier descriptors method and then making
the same queries for each method.
The techniques for normalisation and subsequent deriva
tion of indices for shape representation and similarity measure
for the proposed method, the Fourier descriptors method and
the moment invariants method are described in Section 2,
Section 3 and Section 4 respectively. The experiment and the
results are described in Section 5. We present the conclusion
in Section 6.

In Figure 1 the shape is mapped on to a grid of fixed cell
size in a manner that the shape is justified to the top left
corner. The grid is then scanned from left to right and top to
bottom. 1 is assigned to the cells of the grid partially or wholly
covered by the shape and 0 to the cells outside of the shape
boundary which gives us a sequence of numbers which can be
used for shape representation. We refer to the sequence of 1’ s
and 0’s for the shape boundary as the binary number for the
shape boundary. The binary numbers obtained for the shape
boundaries in Figure 1(a) and Figure 1(b) are 001111000
011111111 111111111 111111111 111110011 001100011
and 001100000 011100000 111100000 111100000
011111100 000111000 respectively. The difference between
the two shapes can be calculated as the number of cells in the
grids which are covered by one shape and not the other and
hence the sum of 1’ s in the result of the exclusive-or of the two
binary numbers. In the above case the difference between the
shapes is 27. However, it must be noted that the binary
number obtained for the same shape with a different orienta
tion in space or with a different scale will be different. The
criteria for invariance (refer Section 1 above) of indices is not
met and hence it is required to normalise the shape boundaries
prior to indexing. The normalisation process involves three
steps. Firstly, the shape boundaries are normalised for rota
tion (Section 2.1) and in the second step they are normalised
for scale (Section 2.2) and in the third step they are normal
ised for translation. The indices generated after normalisa
tion of the shape boundaries are used for similarity measure.

2 GRID BASED METHOD
Our approach for shape representation and similarity measure
is a grid based method. This is illustrated in Figure 1.

------------------------------------------------------------------- >

2.1. Rotation normalisation
A shape after rotation will have a different binary number.
This is because rotation changes the spatial relationships
between the grids and the shape. This problem can be solved
by normalising the shape for rotation.

Major Axis

Minor axis
Major Axis

(b)
Figure 1: Mapping a shape on to a grid to generate an index.
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(b)
Figure 2: (a) Prior to rotation normalisation and (b) After rotation
normalisation.
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A shape is normalised for rotation by obtaining the major
axis for the shape and rotating the shape to make the major axis
parallel with the x-axis. The major axis of a shape is the
straight line segment joining the two points on the shape
boundary farthest away from each other. Normalisation of a
shape for rotation is illustrated in Figure 2.
The shape in Figure 2(a) is rotated so that the major axis
becomes parallel with the x-axis (Figure 2(b)). The cases for
horizontal flip, vertical flip and 180 degree rotation of the
rotation normalised shape are discussed in Section 2.4.

2.2 Scale normalisation
Both the shape size and the grid size affect the binary number
derived for a boundary. We handle this problem by choosing
a fixed length of the major axis which we call the ‘standardised
major axis’ and then scaling the shape (after rotation normali-

Major axis

Major axis

(b)

Standardised
Major axis

Figure 3: (a) and (b) Two similar shapes prior to scale normalisation and
(c) After scale normalisation.
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sation) in a manner that the major axis of the shape equals the
standardised major axis. Scaling normalisation is thus achieved
by scaling along the major-axis so that the major axis of the
shape becomes equal to the length of the standardised major
axis. The shape is scaled along the minor axis proportionally
in order to maintain the perceptual similarity of the shape.
Scaling normalisation is illustrated for a shape in Figure 3.
The shapes in Figure 3(a) and Figure 3(b) are the same
shape in different scale. The shape in Figure 3(c) is the scale
normalised shape obtained from the shape in Figure 3(a) or
Figure 3(b). The scale normalised shape in Figure 3(c) is
obtained by scaling the shape along the x-axis and the y-axis
by a factor such that the length of the major axis becomes equal
to the length of the standardised major axis.

2.3 Indexing
The indexing of the shape boundaries in the database is done
off line during database population. The shapes normalised
for scale and rotation are mapped on to a grid of fixed cell size.
The process of mapping the shapes on to grids implicitly
obtains translation invariance.
After mapping the normalised shape boundary on to a grid,
the binary number is generated by scanning the grid from left
to right and top to bottom and assigning 1 to the cells in the grid
which have more than a threshold number of pixels inside of
the shape boundary and assigning 0 to the other cells. The
binary number obtained in this manner will be of different
lengths for different shapes. For simplicity of similarity meas
ure the length of the binary number is fixed. This is done by
adding trailing zeros to the binary number. While fixing the
size of the cells, it should be noted that there is a tradeoff
between the number of cells and the time taken for comparison
during retrieval. The smaller the cells the greater the accuracy
with which the shapes can be indexed but the similarity
measure calculation during retrieval will be computationally
expensive. We will show the effect of different cell sizes on
retrieval performance in Section 5.3.1.
It is relevant to introduce, at this stage, the concept of
eccentricity of a boundary which is defined as the ratio of the
length of the major axis and the length of the minor axis. The
minor axis (shown in Figure 2(bj) of a boundary is perpen
dicular to the major axis and of such length that a rectangle
that just encloses the boundary could be formed using the
lengths of the major and the minor axes. We use the eccentric
ity and the binary number of the boundary to index the shapes.
Using the eccentricity of shape boundaries in the indices
increases the efficiency of the search process as we will see
in Section 2.4.
The binary numbers obtained for shapes when using a
grid of fixed cell size becomes increasingly inaccurate for
shapes with larger eccentricities. For this purpose we
introduce an “Adaptive Grid”. An adaptive grid functions
by varying the grid layout in a manner that the shape is
most effectively indexed while generating a binary number
of fixed length.
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Consider the shape in Figure 4(a). The resulting binary
number for the shape in Figure 4(a) will be 48 digits long.
However, effectively only 24 cells in the grid are being used
to index the shape, the remaining portion of the grid contrib
utes trailing zeros to the resulting binary number. When using
adaptive grids, the grid for the above case may be altered as
shown in Figure 4(b).

which are not common between the two normalised shape
boundaries. The best match shapes are the ones having mini
mum distance from the query shape and hence the shapes
which after normalisation share the maximum number of cells
with the query shape.
The boundary matching process described above is not
an exhaustive search for shapes perceptually similar to the
query shape. Consider the shape boundary shown in Fig
ure 5(a), it represents a query shape after normalisation.
For this query shape the user might want to retrieve shapes
represented by the normalised shape boundaries shown in
Figure 5(b), Figure 5(c) and Figure 5(d) besides the one in
Figure 5(a).

Minor Axis

(a)

Major Axis

(b)
Figure 4: A shape having large eccentricity overlaid by (a) Normal grid
and (b) An adaptive grid.

Minor Axis
Major Axis

In Figure 4(b) the size of the cells along the y-axis is halved
compared with the original grid. This would double the
precision with which the shape can be indexed. When using
adaptive grids it is required to fix the range of eccentricities of
shape boundaries for which the various grids would be used.
Also, the threshold number of pixels in the cells of a grid
required to be inside a boundary to contribute a 1 to the
resulting binary number need to be adjusted in proportion to
the size of the cells used to index the shape boundary.

(b)

Minor Axis

2.4 Similarity measure
During query time the query shape is normalised and the
eccentricity and binary number are calculated for the normal
ised shape boundary. In the first step of matching, all the
shapes having eccentricities outside a preset range of the
eccentricity of the query shape, are eliminated from the search
process. This process of eliminating unlikely matches would
not have been possible without using the eccentricities of
shape boundaries in the indices. Using the eccentricities in the
indices thus enhances the efficiency of the search process
without dropping the effectiveness of the system.
The distance of the remaining shapes is calculated by
sequentially comparing their binary number with the binary
number for the query shape. The distance between two shapes
is calculated as the sum of the 1’ s in the result of the exclusiveor of the binary numbers for the two shapes. This is intuitively
correct since this will give the number of cells in the grid
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Major Axis

Minor Axis
Major Axis

Figure 5: (a) Normalised query shape (b) Normalised query shape
flipped horizontally (c) Normalised query shape rotated by 180 degrees
(d) Normalised query shape flipped vertically.
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Hence, it is important, to search for shapes which are
rotated through 180 degrees, flipped horizontally and flipped
vertically. This is done by generating four binary numbers for
each query shape, one for each case illustrated in Figure 5, and
then comparing each of them with the database shapes. The
case for which the distance between the query shape and the
database shape is minimum is considered from amongst the
four cases.

2.5 Elongation axis based rotation normalisation
It was noted that the rotation normalisation described in
Section 2.1 may be sensitive to noise. The rotation normalisa
tion may not be robust. If the major axis changes due to noise
or perturbations on the shape boundary then the orientation in
space of the rotation normalised shape would be different.
This is illustrated in Figure 6.

Major Axis

ent. Thus the proposed method for similarity measurement
would consider such shapes to be very different when in fact
they are perceptually similar. It is therefore required that a
robust technique for rotation normalisation be used.
In search for an alternative approach for rotation normali
sation we came across a technique based on the elongation
axis which has been used for shape representation based on the
Markov model for which it has been shown to tolerate shape
contour perturbations (He and Kundu, 1991). We adapted this
rotation normalisation technique to our method. Shapes are
thus normalised for rotation by aligning their elongation axes
along the x-axis.
The elongation axis is defined as an axis of a shape which
passes through the centre of gravity of the shape and about
which the second moment of the shape is minimum. The
elongation axis of a shape can be identified by Eqn(l) and
Eqn(2) which are,
Sin28 =

..........:... ..-■:-==
•Jb2 + (a - c)2

Cos20 =

a-c

■yjb2 + (a - c)2 (1)

The value of 0 in Eqn(l) gives the elongation angle, i.e.,
the angle made by the elongation axis of the shape with the xaxis (refer Figure 7). The values for a, b and c are computed
as,
a = Xx!;

b = £xy;

c = Xyz

(2)

where x and y are the co-ordinates of the sample points along
the shape boundary.

Elongation axis

Major Axis

Figure 6: Two perceptually similar shapes with different major axes.

Figure 6(a) and Figure 6(b) show two shapes which are
perceptually similar but have different major axes. The shapes
will be normalised for rotation quite differently owing to their
major axes being different. The shapes in Figure 6(a) and
Figure 6(b) would eventually generate indices (binary num
bers) which are very different.
In general it can be drawn from the above example that if
perceptually similar shapes are normalised for rotation very
differently owing to their major axes being different then the
binary numbers obtained for the shapes would be very differ
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Figure 7: Identification of the elongation axis of a shape.

After rotation normalisation the other normalisations, index
ing and similarity measure are done similarly to the method
described for rotation normalisation based on the major axis.
We present the results of retrieval performance of the grid
based method for both the rotation normalisations in Section 5.
We have so far described the grid based method for shape
representation and similarity measure. In order to evaluate the
proposed grid based method we need to compare it Iwith
existing methods. We therefore implemented the Fourier
descriptors method and the moment invariants method which
are described in the following sections.
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3 FOURIER DESCRIPTORS METHOD
Fourier descriptors have been used for shape representation
and similarity measure. In the Fourier descriptors method the
shape boundary is represented in terms of a function which is
called the shape signature. Fourier descriptors for shape
boundaries are derived from the Fourier transformation of the
function used as the shape signature. We use the centroidal
distance as the shape signature. The centroidal distance func
tion is calculated by finding the distances of sample points
along the shape boundary from the centroid of the shape
boundary. We use 64 sample points along the shape boundary.
The discrete Fourier transform (DFT) of the shape
signature gives the Fourier descriptors. Feature vectors
normalised for rotation, translation and scale are derived
from Fourier descriptors and used for shape representation
and similarity measure. Different techniques are used for
the normalisation process depending on the shape signa
ture used (Kauppinen et al, 1995).
We obtain rotation normalisation by taking the magnitude
information only from the Fourier transform of the function
used as the shape signature. The phase information is ignored.
Scale normalisation is achieved by dividing the absolute
values of the descriptors by the absolute value of the DC
component. Translation invariance comes from the nature of
the centroidal distance function which is calculated as the
absolute distance between the centroid of the shape and the
sample points along the shape boundary.
The feature vector used to index shapes using the Fourier
descriptors method is given by,

tation and similarity measure. For a 2-dimensional discretised
image plane the moments of order p+q are given by,

mpq = 2:ZxPy'>f(x,y)

p, q = 0,1,2

(5)

where x, y are the pixel co-ordinates and f(x, y) are the
pixel values which can take values of ones and zeros.
There are two ways to calculate moments: boundary based
and silhouette based depending on the values taken by f(x,
y) which are as follows.
1 Boundary based moments: In this case f(x, y) in Eqn(5) will
take values 1 on the shape boundary and values 0 inside of
and outside of the shape boundary.
2 Silhouette based moments: In this case f(x, y) in Eqn(5)
will take values 1 on and inside of the shape boundary and
values 0 outside of the shape boundary.

where F. to F„, are the 64 Fourier coefficients obtained by
the Fourier transformation of the function used as the
shape signature. We use all the 64 Fourier coefficients
obtained from the DFT of the shape signature to derive
indices for the shapes. It is however possible to use only
the low frequency Fourier coefficients to index the shapes
and neglect the high frequency Fourier coefficients be
cause the low frequency coefficients contain information
about the general shape and the high frequency coeffi
cients contain information about fine details in the shape.
During database population stage the feature vector is
calculated for each shape. The Euclidean distance be
tween the feature vectors of the query shape and the shapes
in the database is used as a measure of the difference
between the query shape and the shapes in the database.

We need to decide whether to use the moments computed
from the image boundary or the solid silhouette. It has been
shown that the moments computed from the image boundary
contain more information about the high frequency portions
of the image than those computed from the solid silhouette
(Dudani et al, 1977). Therefore the minute details of the image
are better characterised by the moments computed from the
shape boundary. On the other hand, the general shape features
of the image are better characterised by the moments com
puted from the solid silhouette. Since we are interested in the
general shape features of images we decided to use the
moments computed from the solid silhouette.
Normalisation is required in order to obtain feature vectors
which are invariant to rotation, translation and scale. Moment
invariants described by Hu (1962) have been shown to be
invariant to scale, translation and rotation. We use moment
invariants derived from silhouette based moments to derive
the co-ordinates of the feature vectors for shapes.
It has been shown that similar moment invariants do not
guarantee similar shapes but using several moment invari
ants to describe shapes can overcome this problem since it
is unlikely that dissimilar shapes will have several similar
moment invariants. We therefore, use the first four mo
ment invariants to construct the feature vectors for the
shapes. We use the logarithmic values of the moment
invariants as the coordinates of the feature vectors for
shapes. The Euclidean distance between the feature vec
tors of the query shape and the shapes in the database is
used as a measure of the difference between the query
shape and the shapes in the database.

4 MOMENTS TECHNIQUE FOR SHAPE BASED
IMAGE RETRIEVAL

5 EXPERIMENTS AND RESULTS
5.1 The experimental setup

The Moments technique for shape representation and similar
ity measure has been extensively used in shape recognition.
The moments of a shape boundary are uniquely determined by
the shape boundary and are therefore used for shape represen

We have implemented a system for indexing and retrieval of
shapes. The user interface has two parts. One controlling the
database population stage and the other for performing que
ries. The interface at the database population stage allows the
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user to enter shapes using the mouse interface. These shapes
are then indexed and added to the database.
The interface for entering queries allows the user to draw
shapes using the mouse (direct query). Alternatively, a shape
already existing in the database can be used as a query (query
by example). The system then retrieves shapes similar in
shape to the user query from the database in decreasing order
of similarity. The database used for the experiment contains
200 shapes. Figure 8 shows eight example shapes which are
used as queries in our experiments.

5.2 Performance measure
The performance of the retrieval techniques was measured in
terms of the recall and the precision. Recall measures the ability
of retrieving relevant information items from the database. It is
defined as the ratio between the number of relevant items
retrieved and the total number of relevant items in the database.
Precision measures the retrieval accuracy and is defined as the
ratio between the number of relevant items retrieved and the
number of total items retrieved. For each query object the
relevant items in the database are the object shapes which are
perceptually similar to the query object shape.

5.3 Results
The various tests performed and the corresponding results
obtained are described in the following sections.

5.3.1 Effect of grid cell size on retrieval performance
In the first experiment we tested the effect of grid cell size on the
performance of the grid based method. We indexed the shapes
in the database using two sizes of the grid cells and then
performed the same eight queries for both grid cell sizes. The
major axis was used as reference for rotation normalisation. The
length of the standardised major axis was fixed at 192 pixels.
The grid cell sizes used were 24x24 pixels per grid cell and
12x12 pixels per grid cell. The latter case allowed the genera
tion of more accurate binary numbers and intuitively we
expected the system performance to be better for this grid cell
size. We averaged the values of recall and precision for eight
queries to obtain the graph shown in Figure 9.
Values of Recall and Precision Averaged over Eight queries
Precision

Recall

Figure 9: The values of recall and precision averaged over eight queries
for two sizes of grid cells.

Figure 8: The eight query shapes.

For each query shape the perceptually similar shapes in
the database were known. The retrieval performance of the
methods is measured by two parameters described in the
following section.
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Figure 9 shows that the grid based method has better
performance when shapes are indexed using grid cell size of
12x 12 pixels compared with the performance when the shapes
are indexed using the grid cell size of24x24 pixels. The results
obtained are as expected. However, it should be noted that
using smaller grid cell size increases the storage requirements
and the computation costs for the indices. The computation
cost of similarity measure is also increased when using smaller
grid cell size.

5.3.2. Effects of using different number of coefficients tS
index the shapes in the Fourier descriptors method
In the second set of experiments we obtained the results for
recall and precision for the eight query shapes using the
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Fourier descriptors method. In order to study the effect of
indexing the shapes in the database using different number of
Fourier coefficients we indexed the shapes in the database
using 8,16,32 and 64 Fourier coefficients. The eight queries
were then performed for each case. The values of recall and
precision obtained for the Fourier descriptors method when 8,
16,32 and 64 coefficients are used for indexing the shapes in
the database are averaged over 8 queries and tabulated in
Table 1.
Table 1: Average values of recall and precision for indexing shapes with
8,16,32 and 64 Fourier coefficients.
Recall

0.10
0.20
0.30
0.40
0.50
0.60
0.70
0.80
0.90
1.00

Precision
8

16

32

64

1.00
0.61
0.60
0.48
0.41
0.37
0.33
0.22
0.17
0.13

1.00
0.75
0.62
0.48
0.37
0.34
0.28
0.21
0.19
0.12

1.00
0.76
0.64
0.47
0.37
0.31
0.27
0.20
0.19
0.13

1.00
0.74
0.65
0.51
0.41
0.39
0.26
0.21
0.20
0.13

From Table 1 it is observed that the performance of the
Fourier descriptors method does not change significantly
when using 8, 16, 32 or 64 coefficients to index the shapes.
This is due to the fact that the high frequency coefficients
contain information about the fine details of the shape and not
the global features of the shape. It is therefore best to use only
the low frequency Fourier coefficients for indexing and simi
larity measure of shapes in order to optimise storage require
ments and computation costs.

5.3,3 Performance comparison amongst the grid based method, the
Fourier desciipors method and the moment invariants method
In this set of experiments we performed the eight queries to
obtain the values of recall and precision for the grid based
method, the Fourier descriptors method and the moment
invariants method. For the grid based method we use two
rotation normalisation methods — based on major axis and
elongation axis. The grid cell size used for the grid based
method is 12x 12 pixels per grid cell. For the Fourier descripors
method we use all the 64 coefficients to index the shapes. The
values of recall and precision averaged over the eight query
shapes are shown in Figure 10.
Values of Recall and Precision averaged over eight queries
Precision

Recall

Figure 10: Average values of recall and precision for the eight query
shapes for the Fourier descriptors method, the moment invariants
method and two rotation normalisations in the grid based method.
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In Figure 10, MA refers to the precision for the grid based
method when using the major axis for rotation normalisation.
EL refers to the precision for the grid based method when
using the elongation axis for rotation normalisation. DFT and
mmt refer to the precision for the Fourier descriptors method
and the moment invariants method respectively.
Figure 10 shows that the performance of the grid based
method is better on average than the other two methods. The grid
based method performs particularly well when using the major
axis for rotation normalisation. The performance of the Fourier
descriptors method is close to that of the grid based method. The
moment invariants method is the poorest performer.
Unlike what was expected, the performance of the grid
based method when using the elongation axis for rotation
normalisation is not as good (or better) than when using the
major axis. This is attributed to the fact that the elongation axis
is determined by the co-ordinates of sample points along the
shape boundary (Eqn(l) and Eqn(2)), thus the presence of
perturbations on any of the sampled points would affect the
elongation axis. On the other hand, the major axis of a shape
would change only if the perturbations on the shape boundary
are at points such that the major axis itself changes. The
elongation axis is thus more vulnerable to change owing to
perturbations on the shape boundary.

5.3.4 Performance comparison amongst the grid based
method, the Fourier descripors method and the moment
invariants method for noisy shapes
In order to evaluate the grid based method when noise is
introduced on the shape boundaries we indexed the shapes in
the database for each method after adding Gaussian noise on
the shape boundaries (Kauppinen etal, 1995). Noise was also
added to the query shapes. The noisy co-ordinates (x/, y.') on
the shape boundary are given by,
x.'ii
= x. + drc sin (t.)
v r

(6)

y' = y. + drc cos (t.)

(7)

where (x., y.) are the original co-ordinates, d is the distance
between the successive boundary points, r is a sample from the
Gaussian distribution N(0,1) and c is a parameter between 0.1
and 0.9 which controls the amount of noise (set to 0.5) and t.
is the tangent angle at the boundary point i.
The values for recall and precision for the grid based
method, the Fourier descriptors method and the moment
invariants method for a noisy database and noisy queries are
averaged and plotted in Figure 11.
From the values of recall and precision obtained in Figure
11 it is observed that the grid based method when using the
major axis for rotation normalisation performs better than the
other methods even for noisy shapes. This result corroborates
the fact that the major axis is not very sensitive to noise and
perturbations on the shape boundary and the normalisation
achieved thereof is robust.
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We have emphasised the effectiveness in terms of recall
and precision of the grid based method. The efficiency in
terms of the storage requirements and the computation costs
of the grid based method is comparable to that of the Fourier
descriptors method and the moment invariants method.
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1 INTRODUCTION
Databases containing large quantities of digital video content
are now possible and it is important that techniques be
available for searching and browsing the video content in
such a collection.
Providing content-based search facilities for digital
video databases is a challenging problem and is being
addressed by research in a number of areas. A review of
recent techniques used in content-based representation
and retrieval of visual media is available in Aigrain, Zhang
and Petkovic (1996). Current video information retrieval
systems use one of the following three approaches to
querying video content. The first approach is based on
video analysis techniques that focus on querying struc
tural aspects of video content using camera-operations
(Zhang, Low and Smoliar, 1995; Nagasaka and Tanaka,
1992) and image analysis techniques (Flickner et al, 1995).
The second approach addresses querying semantic aspects
of video content by using logical notions of segments and
frames (Hwang and Subrahmanian, 1995) . The third
approach (Yap, Simpson-Young and Srinivasan, 1996)
uses alternate time-based representations of video in the
form of textual data to browse and navigate through film
archives. However, content-based search requires a com
bination of all three approaches.
In order to query video content in all of these ways, we need
a data model that can organise multimedia data such as text,
video, audio and image data for efficient storage and retrieval.
We need video analysis tools that can analyse and partition
video data into manageable units for storage and browsing,
and image analysis tools to search contents of images repre
sented in the footage. The first task of video partitioning is to
detect the boundaries between consecutive camera shots (i.e.
a sequence of images obtained by a single camera). The
second task is to perform content analysis on the sequence of
images represented in the shot.The content of a shot has a static component and a
dynamic component. The static content of a shot can be
extracted by analysing its key frames (the representative
frames). There are existing techniques available for image
analysis, such as those provided by Virage (Gupta, 1997) and
QBIC (Flickner et al, 1995). However, there is also dynamic
information present in a video shot, such as camera and object
motion information, and this might often be more important
for querying than the static information. The data model
described in this paper utilises (i) video analysis tools to
model both static and dynamic information available in video
data as structural objects, (ii) textual descriptions such as
transcripts and shot-lists to store associated semantics, and
(iii) existing catalogue databases to gather associated metadata.
The model supports parametric (SQL) search and key word
search on structural and semantic content - both at the system
level and user level. In addition to parametric queries, we
need a browsing and navigation strategy that supports user
interaction and allows users to browse, navigate and search
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Figure 1. The thumbnail images of the first frames of each shot in two MPEG video sequences.

for video content before actual retrieval. The design of the
model is influenced by a browsing and navigation strategy
that utilises the experience gained in the FRANK project
(Simpson-Young and Yap, 1996).
The video analysis tools used to partition the video into
distinct camera-shots and detect camera motion in each
shot are described in Section 2. In Section 3, we present a
video data model that represents the audio-visual and
spatio-temporal content of videos into two distinct classes
of objects — structural objects and semantic objects. In
Section 4, we have outlined a browsing and navigation
strategy required to access video material.

2 VIDEO ANALYSIS
The fundamental unit of a video production, shots, are connected
together by the editing process to form a video. There are two
types of camera shot transitions: abrupt and gradual. Abrupt
transitions occur when two individual shots are simply pasted
together, while gradual transitions results from connecting two
shots smoothly by applying special editing techniques, such as
fade and dissolve. Several methods have been proposed for
detecting abrupt shot boundaries, both in the pixel domain
(Boreczky and Rowe, 1996; Hampapur, Jain and Weymouth,
1994; Zabih, Miller and Mai, 1995; Zhang, Kankanhalli and
Smoliar, 1993) and in the compressed domain (Arman, Hsu and
Chiu, 1993; Feng, Lo and Mehrpour, 1996; Meng, Juan and
Chang, 1995; Yeo and Liu, 1995; Zhang, Low and Smoliar,
1995). In Section 2.1, we present an algorithm which makes use
of the rich motion vector information in MPEG encoded streams
to detect abrupt shot boundaries.
Although dissolves are the most common gradual tran
sitions present in conventional TV programs and movies,
there has been only a small amount of work on how to
detect them (Hampapur, Jain and Weymouth, 1994; Zabih,
Miller and Mai, 1995; Gu, Tsui and Keightley, 1997). In
Section 2.2, we briefly describe a modification to an
existing algorithm for detecting dissolves directly in MPEG
compressed video sequences.
Following the shot boundary detection, the algorithms for
detecting camera motion are then applied to each delimited
shot for indexing it. We describe our implementation of
algorithms for detecting camera motion in MPEG video
sequences in Section 2.3.
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2.1 Abrupt Shot Boundary Detection in MPEG Video
Sequences
The MPEG compression algorithm uses a suite of techniques
to reduce both spatial and temporal redundancies in a video
stream. Details of the MPEG compression method can be
found in Legall (1991). For shot detection purposes, the most
important features of the compressed method are the DCT
coefficients and motion vectors. These can provide for effec
tive content comparison. Most existing shot detection meth
ods use DCT coefficient difference for I-frame and motion
vector information for P- and B-frames to detect abrupt shot
changes. They are different measures and require different
threshold values. It is thus difficult to assess the reliability and
effectiveness of each measure. Unlike these methods, our
algorithm uses one single measure for all types of frames in
MPEG streams (Gu, Tsui and Keightley, 1996). This measure
is easily calculated from the encoded motion vector informa
tion and results in an algorithm that is fast, simple, and
reliable. Some results of this shot boundary detection algo
rithm are shown in Figure 1. The thumbnails of first frames of
each shot in the video are shown in the Figure 1.

2.2 Dissolve Detection
A fade is a gradual transition of image sequence, which is
generated by gradually darkening each pixel in the shot to
black for a fade out and gradually brightening each pixel from
black for a fade in. A dissolve is a simultaneous application of
a fade in and fade out to the two shots being connected. Alattar
(1993) uses a frame intensity variance as the indication for
detecting dissolves. This analysis showed that a variance
curve is of a parabolic shape during a dissolve.
Based on Alattar’s analysis, Meng, Juan and Chang (1995)
proposed a method of detecting dissolves in the MPEG
compressed stream by finding peaks on the absolute variance
difference curve. These peaks correspond to the locations
where the variance decreases and increases dramatically (usu
ally the two end points of the parabolic shape). For a dissolve,
this method expects two peaks which are at least a certain
number of frames (the minimum dissolve duration) apart.
However, this approach is only effective for certain types of
dissolve. Our method relaxes the constraint that the variance
curve must be a complete parabola, and allows for partial
parabolic shapes to account for a wider variety of dissolve
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997
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types, typically found in real video footage. From the variance
difference values, dissolve regions are detected by finding
areas with the following three difference value patterns: areas
having moderate negative difference values followed by
moderate positive difference values, areas with moderate
negative difference values followed by small positive differ
ence values, and areas with small negative difference values
followed by moderate positive difference values. Fades are
also included in the above three patterns except the minimum
variance during a fade is close to zero.

2.3 Camera Motion Detection and Characterisation
Camera operations can be broadly classified according to
whether or not the camera position changes. The camera is
fixed for panning (horizontal rotation), tilting (vertical rota
tion), and zooming (focal length change). Each of these
operations induces a specific pattern in the field of motion
vectors. Although the motion vectors in MPEG streams do not
represent the true optical flow, they are a good approximation
for video sequences that do not contain large uniform regions.
For the remainder of this paper, we will use the term panning
to refer to both panning and tilting. In the following, we
describe methods for detecting pans and zooms using the
motion vectors in MPEG streams.

Detection of Panning Operations
The motion vector field induced by the camera panning
operation exhibits a single strong modal vector value which
corresponds to the direction of the camera movement. There
fore the majority of the motion vectors will have the same
direction. Our method calculates the motion vector angles of
all the macroblocks with valid motion vectors in each P-frame
and thereafter the angle histogram. If this angle histogram
reaches a peak in one of the directions, the related frame will
be marked as a potential camera panning point.
Usually a camera panning operation lasts for several
frames and the direction of this movement during this period
remains constant. Therefore, only if there are a set of such
consecutive potential points and the motion vector directions
in each frame are similar can a camera panning be declared.
The panning direction can be determined from the location
where the peak occurs.

from the sign of the component difference of the motion
vectors. A camera zooming operation usually spans several
frames. To take this into account, we add an additional
constraint that zooming operations should last over several
frames. Thus, only if there are a set of consecutive potential
zooming points, a camera zooming is declared. This con
straint ensures that a random camera movement will not be
detected as a zooming.

Detection of Combination of Panning and Zooming
Operations
The above two algorithms are aimed at detecting pure panning
and pure zooming operations. If panning and zooming are
applied simultaneously, the resulting pattern of the motion
vector field becomes much more complicated and difficult to
detect. Methods based on a 2D affine model (Bouthermy and
Ganansia, 1996) can be used to calculate the parameters of
each camera operation and then classify the involved se
quences according to the values of these parameters. Compu
tation of such camera motion parameters usually involves an
iterative process. However, combinations of pans and zooms
do not appear to be common in the data sets we have encoun
tered so far. Even if there are such combinations, one of the
operations is usually dominant. Thus, camera motion in such
sequences can often be detected as one of these operations by
the above simple algorithms, rather than their combination.
All the above algorithms have been implemented and
tested with real MPEG video data. These algorithms are used
to generate the video objects that are represented as structural
objects in the video data model.

3. VIDEO DATA MODEL
3.1 Video Objects
A data model has to represent concepts well understood by
users within an application domain. Such concepts are usu
ally modeled as objects or entities characterised by their
attributes. Unlike a traditional data model, a video data model
has to include objects within the application domain, as well
as objects that represent inherent structural properties of the
video stream. In this data, model, concepts in the video
domain are modeled as two distinct classes of objects based
on their characteristic features, structural objects and seman
tic objects.

Detection of Zooming Operations
For zooming detection, we follow the method proposed by
Zhang, Low and Smoliar (1995). The motion vector field
induced by the camera zooming operation creates a focus
centre. The vertical components of motion vectors in the top
and bottom rows of a frame as well as the horizontal compo
nents of motion vectors in the left and right columns of a frame
have opposite signs if there is a zooming.
If the number of motion vectors that indicate the pattern of
zooming operations exceeds a threshold limit, then the frame
is marked as a potential zooming point. The zooming direc
tion, i.e. whether it is zoom-in or zoom-out, can be determined
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997

Structural Objects
Structural objects model encoded information in the video
stream. They provide us with content information that is not
normally available in catalogue databases. Structural objects
are derived by physically partitioning the video into shots that
are small manageable units. The approach we use to generate
shots is based on the algorithms described in Section 2. Each
partitioned shot is characterised by (i) timecodes indicating
the start and end frame and duration of the shot, (ii) a sequence
of frames that make up the shot, and (iii) the type(s) of cameramotion used in the shot.
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The identified camera motion of the shot provides some
metadata about the shot that can be used to augment the
search. For example, a query can include terms specifying
camera movement (such as “zoom” or “pan”) or some charac
teristics of a shot that are the result of certain camera move
ment (eg the end of a zoom-in would often be a close-up and
the end of a zoom-out would often be a wide-shot).
A key frame or a representative frame of a shot can be used
as an index to access that shot and can also be used to
determine characteristic metadata for the shot including col
our, shape and texture. There are techniques for choosing an
appropriate key frame to represent the entire shot (Smith and
Kanade, 1996). However, in our data model we use a set of
three frames — the first frame, the middle frame and the last
frame — to index the shot.

Semantic objects
Semantic objects model the concepts presented in the
video. They provide an interpretation of the information
content of the video. Semantic objects take on one of the
following forms: (i) a catalogue-description that describes
the contents of a video, this includes associated metadata
such as title, director, producer, etc.; (ii) a segmentdescription that describes a distinct segment such as a
news item within a news video; (iii) a transcript that is a
textual and time related description of what is being said
in the video; and (iv) a shot-list which is a textual descrip
tion predominantly of what is being seen. A shot-list
usually includes a description of the type of cameramotion used in specific scenes.
All of the objects mentioned above are regularly used in
most film and television archives.
As the objects in the model are of different abstract data
types, they need to be accessed using different types of
indices. Section 3 describes the different types of objects
handled by the data model.

3.2 Object Types
Traditional database management systems store video and
image data as Binary Large Objects (BLOBS). We make use
of an extended database managament system which offers
additional abstract data types to model objects represented in
our video data model.
Table 1: Objects and Types in the Video Data Model.
Object

Object
Class

Abstract
Type

Indexed by

Cataloguedescription

Semantic

Text

Key words/Full Text

Transcript

Semantic

Text

Key words/Full Text

Shot-list

Semantic

Text

Key words/Full Text

Shot

Structural

Motion

Frame, Camra-motion

3.3 Query Handling
Several types of queries have to be addressed by contentbased retrieval systems (Gudivada, 1996). Database groups
have addressed queries that are essentially semantic in nature
and based on logical notions of video segments (Griffieon,
Yavatkar and Adams, 1996; Hwang and Subrahmanian, 1995).
Image analysis groups have focussed on searching content
from features such as colour, texture, shape (Gudivada and
Raghavan, 1995). Video analysis groups focus on searching
videos using camera operations. (Zhang, Low and Smoliar,
1995; Nagasaka and Tanaka, 1992). The proposed data model
combines all these component technologies and adopts a
querying strategy that uses a notion of tightly coupling and
synchronising the structural and semantic objects in the video
domain. As it stands, the current model does not address issues
such as ranking and partial relevance of results returned by
complex queries. The data model is made up of the different
objects shown in Table 1. A proposed architecture to imple
ment this model is outlined in Srinivasan and Riessen (1997).
Some examples are illustrated below.

Example 1. A close-up (or a zoom-in) of Paul Keating
discussing higher education in front of the blue
university building
This query demonstrates the use of semantic and structural
objects represented in the model. The key words Paul
Keating, higher education, and university building are
used to retrieve semantic objects. These are user-defined
textual descriptions available in shot-lists and transcripts.
Both shot-lists and transcripts are post-production text
documents that are manually generated. In our experience
a substantial amount of this is available in legacy (cata
logue) databases of organisations that manage large video
collections. The structural identifiers such as close-up
(zoom-in) and blue are used to retrieve structural objects.
These combine to identify shots within specific videos
which satisfy the query conditions.

Example 2. A wide shot of a rainforest

Camera-motion

Structural

Motion

Camera-motion (pan, zoom)

Frame

Structural

Image

Image-features (colour, shape)
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Table 1 shows some objects and the corresponding abstract
data types. Text documents are retrieved by specifying text
that is used to locate the relevant documents. A structural
object such as a shot (obtained by video partitioning) is made
up of a number of frames and can be accessed using any of
those frames. Shots can also be accessed using camera-motion
features. A Frame is a still image that is indexed and retrieved
using image features such as colour, texture and shape using
a technology such as Virage (Gupta, 1997).

This query demonstrates the possible overlap of structural and
semantic components. The key word rainforest is used to
locate relevant semantic objects. The term wide shot can be
retrieved either by querying for wide-angle camera motion
within the corresponding structural objects, or the whole
query could be a key word search on semantic objects.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997
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Example 3. Sim-set over the sea

4.1 Hierarchical browsing

This query demonstrates the possible use of shape, colour and
spatial alignment within structural objects. In order to retrieve
all video clips of sun-set over the sea, the query may be
augmented by the user specifying colour and shape (round) to
retrieve appropriate structural objects.
A data model for videos must not only support queries on
that data, it should also support the browsing and navigation
of that data. Section 4 will focus on the types of browsing and
navigation behaviour that should be supported by a video
data model.

Before discussing hierarchical browsing through video, it is
important to discuss the structure of video streams.
A video usually consists of a single video track and one or
more audio tracks. The video track can be subdivided into a
series of camera shots. Shots are usually gathered together
into higher level groupings. The nature of this higher level
grouping is domain-dependent and would correspond to a
scene for dramatic motion pictures, a segment for a magazinestyle television program or news, etc.
Automated parsing of motion pictures at this level is
possible for some domains. For example, for scene detection
in drama, the recurrence of shots from the same camera in the
same location (e.g. a room), interspersed with other shots, is
a good indication of the shots forming a single scene (Aoki,
Shimotsuji and Hori, 1996). Also, for segment detection in
news, the appearance of an anchor person is a good indication
of a change in segment. In the case of documentaries, the
higher-level grouping is not able to be so clearly defined but
techniques used for both drama and news domains can be
applied. For instance, a documentary may contain an inter
view and that interview may contain a large number of shots
(e.g. of the interviewee and the interviewer, interspersed with
footage relevant to the subject under discussion). Techniques
such as those used for drama would be useful here in forming
a structure corresponding to this interview. The interview
might form part of a higher level construct corresponding to
the documentary maker making a specific point. That higherlevel construct may be initiated with the reporter talking
directly to camera and so the techniques used for news could
be applied. However, even applying these techniques, we only
get pieces of structure and currently, manual definition of the
structure at this level is required.
The manually or automatically created structure definition
is represented in the database and this supports the hierarchi
cal browsing of the video.
Hierarchical browsing through the structure of a video
involves treating the video structure as a tree and navigating
through that tree structure. Several different interfaces for this
type of browsing have been discussed in Zhang, Smoliar and
Wu (1996) and Aoki, Shimotsuji pid Hori (1996) and another
is shown in Figure 2. In this example, shotlist information is
available and this is displayed for each node. The root node
represents an entire video and expanding that node results in
the display of all children, in this case user-defined high-level
sequences corresponding to major segments of the video (but
in other situations could correspond to automatically detected
scenes, news stories etc). Expanding one of these nodes
results in the display of the information associated with each
of the high-level shots (i.e. shots from the point of view of a
cataloguer). Expanding the high-level shot results in the
display of a key frame associated with each camera1 shot

4. BROWSING AND NAVIGATING THROUGH
VIDEO MATERIAL
As anyone who has sought information on the WorldWide Web knows, searching for information requires not
only querying, but also browsing and navigation. With the
availability of digital video in the video archive or library,
a user searching for footage is able to have direct access to
the video itself. We outline a browsing and navigation
strategy that uses the experience gained in the use of the
FRANK system (Simpson-Young and Yap, 1996) for
browsing and navigating through documentary footage
from the Australian Broadcasting Corporation’s Four
Corners series.
When storing video in searchable video databases, videos
are initially segmented into shots corresponding to each
sequence of uninterrupted footage from a single camera take
as described in Section 2. This is desirable as the shot can then
be treated as a primary unit with certain characteristics (e.g.
subject matter, camera movement, date, copyright) and the
treatment of a motion picture as a set of discrete units is very
convenient for storage, indexing and querying. However, the,
division of a motion picture in this way should not overly
constrain the searching or browsing of the material. For
instance, in a documentary (as in many other forms of motion
picture), there is no one-to-one correspondence between the
video track and an audio track. For example, the commence
ment of a shot would normally be preceded by the audio from
that shot and some inserted archival footage may be shown
while the voice of the interviewee plays over it. Also, what is
seen by a cataloguer as a unit for cataloguing purposes is very
different from the physical camera shot (e.g. one physical
camera shot may have several units worth cataloguing and a
catalogued unit may consist of a large number of camera shots
— e.g. a montage).
Effective browsing through video material requires a com
bination of the use of the actual video material and the various
other representations of the material; for example, shotlists
containing descriptions of the footage, transcripts of the audio
content and sets of key frames (Yap, Simpson-Young and
Srinivasan, 1996).
While shots serve as fundamental browsing units, a hierar
chical grouping and ordering of shots is essential for easy
navigation. This is explained in Section 4.1.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997

making up this high-level shot. Wherever a key frame is
displayed, this key frame can be used to position the video to
this position.
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Figure 2: Hierarchical browsing (images © Australian Broadcasting
Corporation).

Figure 4: Browsing interface using shotlist and transcript data (images
© Australian Broadcasting Corporation.

4.2 Browsing using Multiple Representations

Using the interface shown in Figure 4, a user can browse
and search through the shotlist and transcript information and,
at any time, request that the video be played from the corre
sponding position. Similarly, the user can request that the
shotlist/transcript information be updated to reflect the cur
rent position within the video.

For a specific piece of footage, a database may have
several different alternate representations of the video
content (Yap, Simpson-Young and Srinivasan, 1996). For
example, for a documentary there may be both a shotlist
(containing a general description of each high-level shot
in the video) as well as a full transcript of the audio. This
is similar to the information in post-production scripts for
video material which often accompany productions sold
for broadcast and are used for many purposes including
translation, copyright tracking, censorship and some edit
ing (e.g. to reduce the length of the material by several
minutes). An example of a post-production script is given
in Figure 3.

VISUAL
Dissolve to:
WIDE Shirley and
others after race
having photos
taken by Press
Dissolve to:
WIDE photo —
Shirley and friend.
Shirley with
Olympic blazer
ECU Shirley
interview

AUDIO
Shirley v/o: I suppose the individual
tours that I did ...

TIMECODE
13:28:23

... I found interesting. I did several
to New Zealand, I was invited to go
to ...

13:34:11

Shirley sync: ... America but I was
pregnant — I seemed to be pregnant
every time I got invited to go to
America. I was invited to go to
Russia, but I had to get back to my
job. But I did go to Poland in 1955,
which was a really interesting ...

13:38:18

Figure 3: Excerpt from post-production transcript © Film Australia.

A video data model must be able to support the represen
tation of all of this information and it must be able to be used
for effective browsing and navigation. An example of an
interface making use of both shotlist and transcript informa
tion is shown in Figure 4.
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5 CONCLUSION
We have presented a video data model that can be used to
support content-based search of video databases. The model
combines automatically-detected structural information about
the video stream with semantic information about the content
of the video. We have shown how the model is populated by
video analysis techniques and how it is used for querying and
browsing of the video content.
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This paper discusses the research program in CAESAR
which has been directed at either evaluating the function
point metric or investigating its use in software engineering
management over the last ten years . The paper summarises
the results of a number of studies in terms of (1) the validity
of the function point metric, (2) a comparison of different
function-based sizing techniques, (3) the use offunction
points in productivity measurement, (4) the use offunction
points in tool assessment, and (5) the use offunction points
in cost estimation. Through this analysis, we provide the
reader with a summary of the strengths and weaknesses of
the function points measure as well as showing support for
the direction that the definition of the function point metric
has taken over recent years.
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1 INTRODUCTION
Research into the function point analysis (FPA) metric and its
use has been extensive in recent years. Within the Centre for
Advanced Empirical Software Research (CAESAR) in the
School of Information Systems, the authors have concen
trated on co-operative research projects with organisations
based mainly in Sydney and Melbourne. This research has
spanned the areas of:
1 The validity of the FPA metric as defined by the Interna
tional Function Point Users Group (IFPUG)
2 A comparison of function-based sizing methods
3 The use of FPA in productivity measurement
4 The use of FPA in case tool evaluation
5 The use of FPA in evaluation of cost estimation models
and tools.
This paper summarises the results of our research, and
provides the first consideration of the results of the entire
research program which has been under way for some years.
To this point in time each study has been reported separately
without any opportunity for readers to see the whole picture of
the program which has been undertaken.
The FPA method was developed by Alan J Albrecht in the
mid 1970s in an attempt to overcome the difficulties associ
ated with lines of code as a measure of software size, particu
larly when used in measuring software development produc
tivity. This objective was to “develop a relative measure of
function value1 delivered to the user that was independent of
the particular technology or approach used” (Albrecht, 1979).
FPA has been the subject of varied criticisms which
include:
— The user defined function types currently established may
not be wholly appropriate for current technology (Verner
et al, 1989).
— The classification of the user function types into simple,
average and complex appears to be over simplified (Symons,
1988).
— The choice of weights was determined by debate and trial
(Symons, 1988).
— Function counts are not a technology independent measure
of size (Symons, 1988; Verner et al, 1989).
— Concerns about the application and usefulness of the
processing complexity adjustments (Kemerer, 1987; Jones,
1988; Symons, 1988; Kitchenham and Kansala, 1993).
— The reliability of the function point method (Rudolph,
1983; Low and Jeffery, 1990; Kemerer and Porter, 1992;
and Kemerer, 1993).
— The applicability of the function point method for real
time, scientific and distributed systems (Hastings, 1995).
A number of modifications to FPA have been suggested.
These include: feature points (Jones, 1989), Mk II function
It is dubious that the word “value” is appropriate however, since there is
no relationship provided between the FPA count and any stakeholder
utility or dollar amount.
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points (Symons, 1988), 3D function points (Whitmire, 1992),
highly constrained systems (EFPUG FPE-SIG,1993), and
Object points (Whitmire, 1993). Work is under way at present
to develop international standards in the area of function
based sizing so that development of the metric can occur in a
structured and consistent manner.2
This paper outlines the CAESAR research program since
1986 revealing what is known from the Australian experi
ence about the function point counting technique itself and
also about the application of that technique to decisions in the
IT industry.

2 FUNCTION POINT VALIDITY

1 The FPA metric correlated highly with lines of code (lines
of code was the accepted industry size measure at the time).
2 When the multiple implementations of the system were
considered, the variation in the function point size measure
was less than the variation in the lines of code measure.
These conclusions are evident from Table 1 which, for
three sub-systems, shows the mean size in function points
implemented by programmers randomly assigned to the task,
and shows a measure of the magnitude of the variation
(measured as the standard deviation divided by the mean).
The table also shows the same types of figures for procedural
lines of code. The function point counts were all measured by
a single counter. We see in all cases that the ex post3 variation
in function point size for all the implementations is substan
tially less than the ex post variation in lines of code. Thus,
although all of the programmers have worked from the same
specification, we see that they have implemented more or less
functionality and markedly more or less lines of code. This
higher relative variation in the number of lines of code
indicates that the function point metric is a more stable
measure of system size since it appears to be less influenced
by the implementation style of the programmers. This indi
cates a superior size measure where the interest is in the
functionality delivered rather than the number of lines of
code itself.

Early studies of the validity, reliability and practicality of
FPA as a measure of size when used in productivity assess
ment were reported in Jeffery and Loo (1986), Jeffery et al
(1987) and Low and Jeffery (1990). In these three studies the
authors used a single system specification for a fixed asset
accounting system. All counts used the IFPUG counting
conventions. Before being used in the studies, the specifica
tion was implemented by eight teams of software engineering
students and comparisons of the resulting implemented sys
tems were carried out in order to assess the consistency of
interpretation of the specification. It was important in these
studies to ensure that any differences in estimated function
points could only come from the counting process rather than
from imprecision in the specification. The authors found, in
the comparison of each of the eight separate implementa
tions, that the implemented systems showed very little devia
tion and were therefore suitable for the FPA study. Data was
collected by both naive and experienced FPA counters as it
was one of the aims to uncover the extent to which the
reliability of the count was influenced by the background
knowledge and skills of the counter.
The test of validity which was applied used corroborative
design. It is axiomatic that, in a given language, more effort will
be required to implement software that delivers more function
ality, all else being equal. Thus, a strong correlation between
function points and effort expended would support the validity
of the function point measure. Furthermore, function points
could be used to determine program size and a strong correlation
between lines of code in a single language and function points
would provide a further validation of the FPA metric.
A second test, the reliability of the measure, was tested by
obtaining multiple counts by different people of the function
points for a given system and comparing these counts.
Thirdly, the practicality of the metric was assessed in
terms of the time required to assess function points and the
difficulty of that assessment.
In the first study (Jeffery and Loo, 1986) a system was
considered in three parts (sub-systems) in order to provide
comparison with the implemented source code. It was found
that the FPA metric was a valid measure of size in that:

It was also concluded in Jeffery and Loo (1986) that a
variation of around ± 10% might be expected when counting
function points (using the counting convention at that time),
and that the differences can arise through slightly different
interpretations of the application of the function point count
ing guidelines.
It was also concluded that iff terms of practicality the
amount of time taken to carry out function point counts was
likely to be “a significant impediment to the use of the metric”.
This appears to be a continuing problem in industry and, until
such time as automated counting is available, we are likely to
see the application of FPA hindered by the cost of counting.
In Jeffery and Low (1990), an extensive consideration of
the consistency of function point counts was presented which
compared the counts between individual experienced ana
lysts, between different organisations, and between experi
enced and inexperienced analysts. Using the design docu
ments for two sub-systems of the fixed asset system (above),

2 ISO/IEC JTC1 CD14143. Definition of Functional Size Measurement

3 expost is used to mean a count derived after development of the software.
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Table 1: Ex-post Function Points and Source Lines of Code.
Implemented Function Points
Sub

No. of

system

Cases

Mean

Std.

Std. Dev.

Dev.

/Mean

I.D.

Source Lines of Code
Mean

Std.

Std. Dev.

Dev.

/Mean

(%)
2.70

(%)

l

7

91.45

3

763.29

120.95

16

2

8

76.95

4.63

6

574.75

90.91

16

3

7

117.20

27.62

24

1374.71

433.89

32
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it can be seen from Table 2 that the results for the experienced
analysts show quite marked variations about the mean. In part
this arises because of the counting practices at the time. It
needs to be borne in mind that the subjectivity associated with
FPA counting has decreased as the FPA counting conventions
have been improved. For instance, early in the history of FPA
the definitions of low, average and high complexity were very
subjective in comparison with the current definition. One
would expect a much lower level of variation using today’s
standards. This was supported in Stathis (1993).
Table 2: A priori Mean and Standard Variation of Function Points for
Experienced Analysts.
Sub-system
I.D.

No. of Analysts Mean Estimated Std. Dev.
No. of Function
Points

Std. Dev.
Mean
(%)

Range

1

22

57.7

26.3

45.5

(26-159)

2

22

39.6

13.4

33.8

(15- 76)

Table 3 shows a comparison of function point counts for
the 22 analysts across seven different organisations for the
two sub-systems which were used in the counting experiment.
The authors concluded in Low and Jeffery (1990) that there
appeared to be variation which could be attributed to differ
ences in training and organisational standards with respect to
function point counting, and that individual differences were
dominating the results. The small sample size at the organisa
tion level limited the conclusions which could be drawn.
Table 3: Mean and Standard Deviation of Function Points for Sub
systems 1 and 2 by Organisation.
Sub-system 1
Org.

No. of

Mean

Analysts Est. No.

Std.

Std.

Dev.

Dev.

Sub-system 2
Range

Mean

Std.

Std.

Est. No.

Dev.

Dev.

of

/Mean

of

/Mean

Function

(%)

Function

(%)

Range

Points

Points
1

7

51.9

8.6

16.5

(40- 64)

36.9

2.1

5.7

(33-39)

2

4

85.5

53.6

62.7

(34-159) 49.0

23.3

47.5

(23-76)

3

4

47.8

2.6

5.5

(44- 50)

34.3

3.6

10.5

(31-39)

4

2

51.0

0.0

0.0

(51- 51)

34.0

0.0

0.0

(34-34)

5

3

57.3

13.6

23.7

(49- 73)

43.3

6.7

15.4

(36-49)

6

1

73.0

67.0

7

1

26.0

15.0

In a comparison of experienced and inexperienced
counters, Table 4 reveals that there is a significant differ
ence in the counts obtained. Using a t-test we compared the
function point estimates for two inexperienced groups
(groups A and B) versus the count for an experienced
group. It was found that the inexperienced people counted
higher (p<0.05), and that group B, which had more of a
practical background, tended to count lower than group A
which had less experience in systems development. This is
consistent with the fact that their counts were closer to
those of the experienced function point analysis group
than group A counts were.
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Table 4: Effect of Experience on Function Point Counts.
Group

No. of
Analysts

Mean Est. No.
of function
points

Standard Std. Dev. Range
Deviation Mean

Experienced

18

51.5

11.1

21.6

26-73

Inexperienced
Group A
Group B

11
9

83.7
72.9

34.5
30.6

41.2
42.0

52 - 144
43 - 139

A further test was carried out to compare estimation
consistency when experienced estimators estimated lines of
code or function points. In this study it was found that the
estimates of function points were as accurate as the estimates
of lines of code, and hence conclude that FPA was at least as
good as source lines of code when the size measure was used
as input to the estimation process, (assuming the estimation
processes to be equivalent once the size measure was input).
From these three studies it was concluded that:
1 The function point count appears to be a more consistent a
priori measure of software size than source lines of code.
That function point estimates be recommended in prefer
ence to line of code estimates as a measure for systems size
(for the type of software investigated and the experience of
the personnel used) when estimating a priori the effort
required for application development.
2 Within organisations the variation in function point counts
about the mean appeared (in 1990) to be within the 30%
reported by Rudolph (1983). The variations that were
found could be attributed to the analyst’s assessment of
complexity, interpretation of the specification, value judg
ments, perception of the object boundaries, and also
objectives and motivations of the function point counter.
Recent improvements in counting standards are likely to
lessen the variation.
3 There appeared also to be variation in function point
estimates between companies which was attributed to
possible differences in training and organisational stand
ards. This variation does not effect the validity of function
point counts within an organisation provided consistency
of counts can be obtained within. However, it did indicate
that care should be exercised when comparing productivity
figures based on function points between companies.
4 It was also concluded that experience in function point
counting was important given the marked difference be
tween the counts of the inexperienced counters and those
of experienced counters. In addition an organisation should
not expect an analyst to be immediately proficient in
function point counting.
These studies considered function points from an external
perspective, whereas the work reported in Stathis and Jeffery
(1993) focused on the validity of the function point metric
from an internal perspective. In this study, seventeen projects,
developed by one organisation between August 1990 to May
1993, were analysed. A high level of consistency was ob
tained in the quality of the delivered software, the staff and the
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997
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methodologies employed. As all project managers were inter
viewed it was possible to validate the function point counts
and all of the effort data that was collected. In this study, the
internal consistency of the FPA metric was the main focus.
Using this data, Table 5 shows the correlation coefficients
between all pairs of function point elements. It was found that
three of the five function elements were significantly corre
lated, namely; external inputs, external enquires and logical
internal files. This was similar to a study carried out by
Kitchenham and Kansala (1993), where they found that there
was a significant correlation between external outputs, exter
nal inputs, enquires and internal files.
Table5: Pearson Correlation Coefficients between Unadjusted Function
Point Elements.
Function
Point
Element

Total
Unadjusted
Function
Points

External External External External
Output Inquiry Interface
Input
File

External Input

0.90
(P<0.001)

External
Output

0.14
(n.s.)

-0.07
(n.s.)

External
Inquiry

0.93
(pcO.001)

0.91
(pcO.001)

-0.17
(n.s.)

External
Interface File

-0.33
(n.s.)

-0.46
(n.s.)

0.22
(n.s.)

-0.45
(n.s.)

Logical
Internal File

0.92
(pcO.001)

0.74
(p<0.001)

-0.06
(n.s.)

0.90
(pcO.001)

-0.33
(n.s.)

From a measurement theory perspective, given that the
FPA metric is a weighted sum of the function components,
one would hope that the components are independent. It
appears from the two data sets studied so far, that these?
components are not independent, and that different ele
ments appear to have high correlations in different envi
ronments. It is therefore possible that the inter-item corre
lation could be peculiar to different development environ
ments and may result from the application domain, from
the development methodology, or from other factors not
known at this stage.
The results also indicate that it may be possible to develop
a size measure which is simpler than the FPA measure and
such that it may have all of the benefits which have been found
to apply to FPA (i.e. a measure based solely on entities).
This work is continuing and it may provide significant
improvement in function based sizing metrics in the future.
Thus, the outcome of this series of studies has estab
lished that:
1 FPA is better than lines of code for a priori sizing.
2 FPA has many limitations and the search for a better
simplified metric (or set of metrics) should continue.
3 Recognition and management of the FPA’s limitations
outlined above, can significantly improve the accuracy,
consistency, and usefulness of the FPA metric.
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3 DIFFERENT FUNCTIONAL SIZING METHODS
A number of modifications to FPA have been suggested in an
attempt to overcome some of the difficulties raised in the
Introduction. These include:4
(i) Feature points (Jones, 1989) which were developed to
measure the functional size of systems exhibiting computa
tional complexity such as real-time and embedded systems.
Feature points include an additional term, “algorithm”, in
the unadjusted count. An algorithm is defined as “the set of
rules which must be completely expressed in order to solve
a significant computational problem”. It’s weight can range
between 1 and 10. The weights for the five FPA functional
elements (external inputs, external outputs, external in
quires, internal logical files and external interface files) are
fixed. The fourteen technical complexity factors included
in FPA are replaced by a complexity multiplier which is a
function of the logical complexity, code complexity and
data complexity of the entire system.
(ii) Mkl3functionpoints(Symons, 1991).ThefiveFPAfunctional
elements are replaced by logical transactions. These transac
tions are composed of input data, process and output data. The
weightings applied to these factors are determined by the
individual development organisation although Symons gives
some initial values. An additional five technical complexity
factors are included as well as any client defined characteristics.
(iii) 3D function points (Whitmire, 1992) which were devel
oped at Boeing. They are the sum of three dimensions of
complexity: data, functional and control. MIS systems
are mainly influenced by the data dimension and IFPUG
function points are used in its calculation.
Scientific systems are mainly influenced by the func
tional dimension which is the internal processing of the
system. The functional dimension is the number of trans
formations which alter data or create new data. They are
classified as simple, average or complex.
Real-time systems are predominantly influenced by the
control dimension which measures the dynamic behaviour
of the system. It is the sum of the set of unique states of a
process and the set of transitions between states.
(iv) Highly constrained systems (EFPUG FPE-SIG, 1993).
This model is based on the following assumptions:
—■ Highly constrained systems can be defined as one or
more components called realms which are imple
mented as a distinct subsystem.
— Each realm is described as a network of communicat
ing sequential processes where processes communi
cate via messages.
— The information processing size is the sum of that for
each realm. The information processing size for a realm
is the sum of the input message types and the input
message attributes that enter a realm, the output message
types and output message attributes that leave a realm
plus the entity references that exit a realm.
4

For a comparison of these sizing techniques see Hastings (1995).
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Hastings (1995) notes that “none of the models would
seem to have undergone rigorous formal verification. There is
only limited evidence published on empirical validation for
the function point, feature point and Mk II models”. While we
have not undertaken an exhaustive programme to validate or
compare the various models, two studies of interest are Jeffery
et al (1993) and Stathis and Jeffery (1993).
In Jeffery et al (1993) FPA and feature points were com
pared using data collected on sixty four systems developed by
one large Australian organisation. It was found that:
— As an ex post measure of software size, both the FPA and
feature points methods would appear equally satisfactory in
an MIS environment (Jeffery et al, 1993). Averaged over a
number of projects this is not totally unexpected since feature
points use the average weights that are used in FPA. How
ever, consistent use of the one method is recommended since
the individual counts can differ considerably.
— In both FPA and feature points, the complexity multiplier
does not appear to affect the accuracy of the derived effort
equations (Jeffery et al, 1993). This conclusion validates
the comments of Kemerer (1987) and Symons (1988)
relating to the usefulness of the fourteen processing com
plexity factors. While the fourteen processing complexity
factors do not provide useful input to the FPA method,
neither does the feature points complexity multiplier. This
result suggests that a review of the role of the processing
complexity adjustment may be appropriate.
While Jeffery et al (1993) examined whether the classifi
cation of user function types into simple, average or complex,
added value to the metric, Stathis and Jeffery (1993) examined
whether the weighting applied to each of the five user function
types added value to the function point metric. Their dataset
included seventeen recently completed projects in one organi
sation comprising systems written in various languages in
cluding Cobol, Powerhouse and C. They concluded that the
different weighting applied to each of the five user function
types did not improve the accuracy of the function point
metric (Stathis and Jeffery, 1993). Correlation between effort
and function points was 0.66; effort and unadjusted function
points was 0.58; and effort and unweighted function counts
was 0.56. There was no statistical significance in the differ
ence between these figures.
Overall these studies indicate no empirical evidence to
support improved accuracy resulting from any of the adjust
ment factors made in function point analysis, either the
complexity weighting or the technology factors. These find
ings add further support to the suggestion that a much simpli
fied metric may be equally satisfactory for the goal of early
lifecycle sizing.4

4 FUNCTIONS POINTS IN PRODUCTIVITY
MEASUREMENT
Research into the productivity of the software development
process commenced at The University of New South Wales
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(UNSW) in the late 1970s — the first publication was pre
sented at the Munich International Conference on Software
Engineering (Jeffery and Lawrence, 1979). In this work,
productivity of the programming process was measured using
lines of code per hour as the metric. It was not until 1986 that
the group UNSW began investigating function points as the
basis for measurement of productivity.
In Jeffery and Loo (1986) part of the test of the validity of
the function point metric included a comparison of software
productivity using both procedural lines of code per hour and
development hours per function point. In this study, it was
found that the function point metric provided a size measure
for use in productivity studies which was broadly consistent
with the lines of code based measure.
In Jeffery and Low (1990) function points was again
used as a size measure in productivity assessment. In this
study the authors looked at six different organisations
using a range of 3rd and 4th generation languages and code
generation tools. Given the range of languages and tools
being used, source lines of code was considered to be
largely impracticable as a sizing metric across organisa
tions. For this reason function points was selected as the
most appropriate size measure. This study found that
productivity, measured using function points per day for
112 systems, was apparently subject to less measurement
variation than source lines of code based measurement.
Therefore, for studies where multiple organisations are
studied and where multiple development languages and
platforms are used, the use of function points was deemed
preferable to the use of the source lines of code technique.
In a similar type of study (Low and Jeffery, 1991), the
authors compared productivity, using hours per function
point, between a number of lower CASE tools and conven
tional development. Again in this study the authors compared
a number of organisations and a number of CASE tools. The
use of source lines of code as a size measure for productivity
calculations was found to be inappropriate in this instance
compared to function points. Further discussion of productiv
ity measurement for CASE tool evaluation is contained in a
subsequent section of this paper.
In the more recent study (Stathis and Jeffery, 1993) the
authors compared productivity for nineteen systems devel
oped by one organisation. These systems were developed
using Powerhouse, Cobol, C and Excel Macro. The systems
were developed on multiple platforms and, as a result, source
lines of code was again deemed an inappropriate size measure
to use as the basis of productivity calculations.
In this study the effect of the development language on
productivity for the organisation was investigated and it was
found that the language did have an effect on productivity as
shown in Table 6. The mixed systems of Cobol, C and Excel
Macro show a mean productivity level which is considerably
lower than say the 4GL or the single language environments
using Cobol or C. These results make it difficult to draw wide
sweeping conclusions about the effect of language. It is likely
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that the language interaction with the application requirement
is likely to have a greater productivity effect than the language
itself (see also Jeffery and Low, 1990). This is shown in the
figures of Table 6 where the 4GL productivity is not substan
tially different to the productivity of the 3GL systems. These
results are confounded by the effect of system distribution and
non-functional requirements however. In these applications it
was found that these two factors (extent of system distribution
and proportion of non-functional system requirements) also
impacted productivity.
In this research the effect of system type on productivity
was also investigated. By classifying the systems as being
either centralised or distributed, it was found that the hours per
function point for the distributed systems was significantly
higher (p<0.05) than for the centralised systems. The point
made here is that the use of function points as a size measure
allowed productivity comparisons. Based on small samples
such as in this study one is unable to conclude that distributed
systems development will always require greater effort than
centralised systems development. CAESAR is currently do
ing further research in this area.
Table 6: Productivity (hours per function point) Comparison of Differ
ent Languages.
Language®

Number of Projects

Mean Productivity
(hours per function point)

3
7
5
2

3.30
4.11
5.89
10.03

Powerhouse (4GL)
COBOL (3GL)
C (3GL)
COBOL, C & Excel Macro

Another observation which was made in the study was that
the function point metric was incapable of capturing the real
intrinsic size for distributed systems and for the systems with
a high level of technical complexity. This was believed to be
due to the external user view that function points take of an
application. Hence it will be necessary in all likelihood to
modify function base sizing in some way for distributed
systems development and for technical systems if function
points are to be used as the basis for productivity measurement
for such environments.

5 CASE EVALUATION
Apart from the obvious use of function point data in
estimating effort and productivity, it can also be used to
evaluate the impact of new technology in organisations.
For instance, Low and Jeffery (1991) examined the pro
ductivity results arising from the use of two different
back-end CASE tools for software development in three
large Australian organisations.
Effort data included the total systems development effort
from systems planning through to hand-over for the three
organisations. It was captured from the monthly reports for
each project. In the case of Organisation 1, it included both
MIS and user staff time while for organisations 2 and 3 it only
included MIS staff time.
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Effort and function point data were gathered in Organisa
tion 1 for eight systems which were developed using a back
end CASE tool (Product A) as well as fifty-one systems
developed using conventional programming techniques for
either CICS or batch environments. In all cases the language
was PL/I running on an IBM mainframe.
In Organisation 2, data was collected for two systems
developed using the back-end CASE tool (Product B) and
six systems developed using conventional programming
techniques. All systems were written in COBOL on an
IBM mainframe.
In the case of Organisation 3, data was collected for three
systems developed using back-end CASE tool B and five
systems developed using conventional programming tech
niques on an IBM mainframe. Of the five conventionally
developed systems, two were written in PL/I and three in
Cobol. In all cases the back-end CASE tool (Product B) was
used to develop Cobol systems.
In this study it was concluded that:
1 The introduction of CASE technology in an organisation
may initially lead to a reduction in productivity while
expertise is gained in the organisation in its use.
Table 7 shows the productivity decline resulting when a
back-end CASE tool was used in place of conventional
implementation techniques in the two systems developed by
Organisation 2. The productivity ratio is the ratio ofpredicted
effort to actual effort. The predicted effort is calculated using
the effort-size equation for those systems implemented using
conventional implementation techniques. Thus values less
than one are associated with a relative decline in productivity
over average conventional development.
Table 7: Productivity improvements for CASE (product B) in Or
ganisation 2.
Project start order

Productivity ratio

1
2

0.56
0.83

The two projects shown in Table 7 were the first
projects completed in Organisation 2 using back-end CASE
tool B. The data may be indicative of the initial drop in
productivity associated with the introduction of new CASE
technology mentioned by Jones (1989). Project 2 has a
slightly higher productivity than Project 1 presumably due
to key staff having had previous experience with the tool.
In addition staff training in the use of the CASE tool was
more organised.
In the case of Organisation 1 (CASE tool product A) a
drop in productivity was not experienced in the first project
but in the second, because there was an increase in project
size and a decline in vendor support for the second project.
2 Productivity improvements appear possible using C*ASE
techniques even if staff have little or no actual experience
in the use of the CASE tool prior to the commencement of
a project provided the organisation is already familiar with
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the tool. In the case of Organisation 3 (CASE tool Product
B), the monitored systems showed an improved productiv
ity relative to average. This is shown in Table 8.
Table 8: Productivity Rations in Organisation 3.
Project Number

Productivity Ratio

1
2
3

1.36
1.18
1.30

3 Higher productivity levels are achieved when the staff
involved in a project are experienced in the use of the
CASE tool prior to commencing the project.
The effort-system size relationship for the eight projects
in Organisation 1 when no allowance is made for staff
experience is shown in equation 1.
effort = 0.857*(function points)0471

[1]

The regression line is not a particularly good fit to the
data (p=0.166, F=2.39, r2=0.254). However it is generally
accepted in the literature (Boehm, 1981) that a factor
should be applied to the basic effort-system size equation
to accommodate the differing experience of staff between
projects. As an exploratory move, the authors assigned
staff experience factors for each of the back-end CASE
projects following detailed discussions with organisational
staff. The experience factor used a five point scale with 3
being average experience, 1 being very experienced and 5
being very inexperienced. If staff experience is included,
the effort equation becomes:
effort = 0.0845 * (function points)0747
* (experience)0702

[2]

Equation 2 suggests that using very experienced staff
(experience factor of 1 i.e. I0702 in equation 1) rather than
very inexperienced staff (experience factor of 5, i.e. 50J02)
can lead to a three fold reduction in effort and thus a three
fold improvement in productivity.
Boehm (1981) quotes a multiplier for the effort equa
tion of 0.7 for very experienced staff, 1.0 for average staff
and 1.42 for very inexperienced staff. The ratio of the
multipliers for very experienced to very inexperienced
programmers is 2.03 (i.e. 1.42/0.7). This result is similar to
the three fold productivity improvement suggested by the
preceding equation if experienced staff (experience factor
of 1) rather than very inexperienced staff (experience
factor of 5), are used in a project involving the back-end
CASE tool.
4 Overall there was no statistical evidence for a productivity
improvement or a productivity decline resulting from the
use of either of the two back-end CASE tools studied in the
three organisations.

6 ESTIMATION MODELS AND TOOL EVALUATION
Software size (i.e. function points or lines of code) is a major
input to all effort estimation models. Low et al (1990) inves
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tigated the accuracy of the three proprietary estimation tools
actively marketed in Australia (SPQR/20, ESTIMACS and
CLAIR) and COCOMO. The latter is available in the open
literature and is generally well known.
Data was collected for thirty-seven projects at a large
Australian semi-government instrumentality. These projects
were selected from a larger data base using the criteria:
— They were all new projects as opposed to enhancements or
package conversions.
— Historical records existed for the projects detailing staff
experience, peak staff, function point work sheets, and an
internally maintained record of project characteristics en
titled ‘Productivity Variations between Project Types’.
— The relevant project leaders were available for discussions.
The projects included customer billing, new capital acquisi
tion costing and online staff/customer support. All projects were
developed on an IBM mainframe computer. Twenty-two of the
projects were developed in PL/1, nine in PL/1 with a significant
percentage of SQL and six in PL/1 using Telon as the back-end
CASE tool. The average size of the projects was 156 function
points with projects having a range of 25 to 521 function points.
The input data to each of the models was obtained from
both project records and from discussions with the relevant
project leaders. In the case of SPQR/20 and ESTIMACS, it
was also necessary for the project leaders to complete relevant
questionnaires. Project effort was obtained from the organisa
tions’ time recording systems and included the full spectrum
of the systems development lifecycle with the exception of
enhancements and maintenance. It also included the time
incurred by users who were formally transferred to the Infor
mation Systems Department to work on the project.
Function points were used to measure system size. Since
COCOMO (Boehm, 1981), SPQR/20 (Anon, 1989a; Anon,
1989b) and CLAIR (Jeffery, 1987) all use SLOC in the
estimation process, these were obtained by “backfiring” from
the function point counts. The conversion factor applied in
each case was determined by summing the product of each
language factor listed by Jones (1986) multiplied by the
proportion of code developed in each language.
It was concluded that:
1 The estimate varies between 44 and 378 percent of actual
when validated against historical data collected from the
Australian MIS environment, depending on the estimation
tool (Table 9).
Table 9: Summary of Absolute Relative Error (ARE) Results for
Various Estimation Models.
Model
COCOMO
CLAIR eq. #1
CLAIR eq. #2
CLAIR eq. #3
CLAIR eq. #4
SPQR/20
ESTIMACS

Mean A.R.E.
%

Std. Dev. of A.R.E.
%

141
44
60
43
60
106
378

126
34
50
35
47
101
208
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2 There is a significant difference in accuracy between many
of the effort estimation models available in Australia (Ta
ble 10). CLAIR appeared to be the most accurate model
(Table 9) as may be expected since it was the only model
developed in the Australian MIS environment.
Table 10: Level of Significance between Models for Absolute Relative
Errors (A.R.E.O.).
CLAIR
eq.#l
COCOMO
CLAIR
eq. #1
CLAIR
eq. #2
CLAIR
eq. #3
CLAIR
eq. #4
SPQR/20

CLAIR
eq.#2

CLAIR
eq.#3

CLAIR SPQR/20ESTIMACS
eq.#4

0.000* 0.001*
n/a
0.117

0.000* 0.001*
0.872 0.108

0.182
0.000*

0.000*
0.000*

0.117

n/a

0.094

0.017*

0.000*

0.872

0.094

n/a

0.086* 0.001*

0.000*

0.108

0.989

0.086

0.000* 0.017*

0.989

n/a

0.001* 0.016*

0.016*

0.000*

n/a

0.000*

Note: * indicates a significant result (p<0.05)

3 The M.A.R.E. results for both ESTIMACS (378%) and
SPQR/20 (106%) were greater than those found by Kemerer
(1987) for ESTIMACS (85%) and Dooley (1989) for
SPQR/20. In contrast Kemerer found COCOMO had a
M.A.R.E. of 610% for the basic organic mode model. This
is much higher than the results from this study (141%).
However Kemerer used actual SLOC values as input to the
model while this study used function point data backfired
to SLOCs. Since Kemerer also had function point data
available, it is possible to recalculate his result backfiring
from function points. In this case the M.A.R.E. is 92%
which is slightly lower than that found in this study.
Interestingly though, the relative accuracy of COCOMO
and ESTIMACS has been reversed between this study and
that of Kemerer.
4 There is no difference in accuracy, as measured by
Absolute Relative Error, between the four CLAIR
models, which implies that the addition of the extra
parameters in the effort equation, namely staff expe
rience and peak staff levels, had no impact on accu
racy in this organisation. Moreover, the addition of
peak staff levels (models 2 and 4) resulted in an
increased over-estimation from CLAIR. The finding
that the addition of extra parameters to the effort
equation does not significantly improve its accuracy
is consistent with the findings of Kemerer (1987)
and Kitchenham and Taylor (1984, 1985) who found
that the inclusion of the cost drivers in the COCOMO
model did not improve its accuracy.
5 The results suggest that to obtain the maximum
benefit from any estimation tool organisations should
recalibrate it using their own data. In the absence of
sufficient historical data for this recalibration, a tool
developed in a similar environment should provide
the best estimates.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 4, NOVEMBER 1997

7 CONCLUSIONS
This paper has reported on the research, carried out at UNSW
over ten years, into both the function point metric and the use
of that metric in software engineering management studies;
This work has been considered under five categories.
The first of these, the validity of the function point metric,
concluded that the metric has relatively strong corroborative
validity in use and that it correlates well with effort and lines
of code. The limitations that have been mentioned in the
research have in part been addressed in later improvements to
the counting practices or they can be addressed through
management of the counting conventions in the organisation.
The internal validity problems associated with the metric,
although of concern, do not threaten the usefulness of the
metric in industry. They do however suggest that improve
ments to functional sizing may be possible and that these
improvements will likely result in significant simplification
of the counting process which may also make automation of
the counting process easier.
The second category, that of comparing different sizing
techniques, concluded that the different techniques investi
gated were equally effective. The techniques also suffered
from the same limitations. Consistency in applying a tech
nique was shown to be important as there existed large
differences on individual system counts when comparing
different approaches to sizing.
The third category, that of using function points in produc
tivity measurement, has revealed some limitations in the use
of function points. It is apparent that they are not able to reflect
the system size which is attributable to (1) the communica
tions functions required in client/server applications, and (2)
the technical complexity which arises in newer application
domains such as telecommunications processing. It is sug
gested that these limitations need to be kept in mind by anyone
applying function points in an application different to tradi
tional centralised business applications.
The final two categories, that of applying function points
to the measurement of CASE tool productivity and that of
applying function points in estimation tools, have shown the
usefulness of the FPA metric. In the latter case, organisations
are advised to calibrate their estimation tool using data from
their organisation, or where this is not possible, organisations
could calibrate the tool using information from similar indus
tries.
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University of Maryland, and University ofMinnesota. He
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Graham Low received his BE and PhD degrees from the
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Empirical Software Research. His research interests include
software engineering (metrics, CASE, reuse) and methodolo
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NEWS BRIEFS
‘News Briefs' is a regularfeature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.
THE WHITE PAGES™ DIRECTORY ON CD
Telstra recently released the White Pages™
directory on CD, a product which enables users
to quickly and easily find business, govern
ment and residential listings in any of the 55
directory areas.
The product was trialled before its official
release and the response from organisations par
ticipating in the trial has been outstanding.
Brooke Stillman, Public Relations and Pro
motions Manager of the Grand Southern Cross
said the product was an invaluable business tool.
“As the Grand Southern Cross operates na
tionally, before this product was released we
literally had to get all 55 copies of the printed
White Pages directories and update our
databases-manually. Besides almost needing a
truck to carry them all, the directories took up
a lot of space”.
“The sheer speed of accessing information
on the (White Pages directory on) CD is bril
liant. It’s just an enormous time saver”, Ms
Stillman said.
Keith Searle, National Marketing Manager
of the insurance software company International
Adviser Systems also found the White Pages
directory on CD to be a useful, simple to use
business tool.
“I find having instant access to all the White
Pages directories very helpful. I do a lot of
business travelling and the product has come in
handy on many occasions. For example, I was
recently in Melbourne and needed a telephone
number rather urgently. I had my lap-top in the
hire car so I just loaded the (White Pages direc
tory on) CD and got the number I needed”.
“It’s also very handy when I need a number in
a city I’m not in. I am based in Adelaide and I
recently needed a number in Brisbane. Again, I
found it quickly and easily with the White Pages
directory on CD”, said Mr Searle.
White Pages directory on CD is priced at
$49.95 for single users and is available from
Australia Post and selected computer and sta
tionery retail outlets such as Myer Grace Bros,
Harvey Norman, Dick Smith and Chandlers.
A LAPTOP LIFELINE!
A unique and attractive “lifeline pack” is now
available for the growing army of computer
laptop users who travel all over the world, often
at short notice.
TeleAdapt, a company that has offices in
Sydney, London and California, as well as a
major presence on the Internet, produces the
Laptop Lifeline.
Established in 1992, TeleAdapt has built its
business on the back of the growth in notebook
computer users and a whole new culture of
travelling executives, depending on electronic
communications via a fax/modem to keep in
touch with their homes and offices.
Chris Ryan, from TeleAdapt’s Sydney Of
fice, said the Laptop Lifeline has 14TeleDaptors

to convert a modem to local or regional wiring
for over 220 destinations, particularly in Europe,
Scandinavia and the USA.
Also in the pack is a TeleTester which saves
time and effort when checking for compatible
telephone lines, a tidy bag to store the TeleDaptors
and a Windows Application Help Guide that
shows the user how to connect a modem any
where around the world.
“The pack also contains a printed Connectiv
ity Guide explaining how and where to use
TeleDaptors”, said Mr Ryan.
“TeleAdapt supports notebook users wher
ever they are in the world, whatever the time,
through our round-the-clock, round-the-world
service, linking our offices in the UK, USA
and Australia”.
“TeleAdapt provides a comprehensive range
of network to notebook solutions if you travel
with a laptop and fax/modem and need to Email,
fax or connect to the Internet from any telephone
system around the world”, Mr Ryan added.
Further information available from Chris
Ryan, TeleAdapt Ltd, 40 Dickson Avenue,
Artarmon, 2064. Tel (02) 9433 8363 http://
www.teleadapt.com
MATHCAD POPULARITY MULTIPLIES
This year more organisations are turning to
Mathcad to provide a standardised working environmentfortheir professional employees, aca
demics and students.
In choosing to purchase a 10,000 user Mathcad
site-license, Mr Godfrey Lucas, of the Univer
sity of Western Sydney, said that “we chose
Mathcad because it is comprehensive, beauti
fully self contained and exemplified and the
value is absolutely unbeatable. It is also allow
ing us to develop our own self-study materials
for key basic courses”.
Dr Neil Kay, of the Department of Civil and
Structural Engineering at the University of Hong
Kong shared Mr Lucas’ sentiments, stating that
Mathcad “provides, an excellent tool for stu
dents, academic staff and practitioners in engi
neering”. This view, along with over a decade of
continued Mathcad use influenced Dr Kay in his
decision to purchase a 400 user site-license.
The University of Hong Kong is now incor
porating Mathcad into their teaching program,
consolidating it via lectures, assignments and
class work. Dr Kay felt that Mathcad was a tool
that would now be familiar to all of the students
graduating in Civil Engineering from The Uni
versity of Hong Kong each year.
Mathcad site-licenses have also found suc
cess in the commercial sphere. Within Australia,
the largest commercial installation of a Mathcad
site-license was made to BHP in 1996.
More recently, Senior Mechanical Engineer
Mr Jeff Brown of PT Freeport Indonesia said
that their decision to purchase a 15-user site
license was influenced by the fact that “you can
build up your own library of calculations. It is an
easy matter to cut and paste for any new ones and
you can use the electronic books to research
formulae, too”. He summed up their view sim
ply by saying “a really useful piece of software”.
Mathcad site licenses are available from
Heame Scientific Software Pty Ltd.

JAVA MOVES TOWARDS
INTERNATIONAL STANDARDISATION
Sun Microsystems Inc. (SMT) may. soon be able
to officially submit its Java Technologies into the
process to become International Standards, fol
lowing a recent vote of world Standards bodies.
The results of the vote, released in July,
showed that most members of the ISO/IEC In
ternational IT Standardisation Committee, JTC
1, were prepared to approve the SMI application
to submit its Java Technologies. (ISO and IEC
are international Standards Bodies and JTC 1 is
the committee responsible for all international
Standards in the IT area).
However, some 14 of the 27 countries repre
sented on JTC 1 indicated their approval would
only be given subject to the resolution of several
key issues concerning the submission.
Australia, whose vote was co-ordinated by
the Standards Australia IT/1 committee, was
among that group.
So too was the USA, UK, France, Germany
and other European nations.
Only three countries gave unconditional ap
proval for SMI to officially submit its Java
technologies into the international standardisa
tion process.
The process chosen by SMI is known as the
Publicly Available Specification (PAS)
submitter process.
It is a two stage process: the first stage involv
ing endorsement of the submitter and the sec
ond, providing for assessment of submitted speci
fications. This ballot was for the first stage
acceptance of SMI as a PAS submitter.
The process allows organisations to submit
technologies which can be considered to be
widely implemented in the market place, to
become International Standards.
Leader of the Australian delegation to JTC 1
and Chairman of Australia’s IT/1 committee,
Kevin Richardson, said IT/1 believed that the
international standardisation of the Java core
technology was highly desirable.
“The Sun application to become a JTC 1 PAS
submitter underrecently introduced mechanisms,
reflects the importance that JTC 1 places on
being proactive in its ability to deliver widely
accepted specifications as International Stand
ards in a time frame which is beneficial to world
markets”, he said.
BRISBANE TO HOST THE WORLD’S
LEADING WORLD WIDE WEB
CONFERENCE
Queensland Premier, Rob Borbidge, joined the
co-founder of the World Wide Web, Robert
Cailliau, and Chair of the WWW7 Consortium,
Professor Barry Conyngham, to announce de
tails of the world’s leading conference on internet
technology, to be held in Brisbane next year.
The 7th International World Wide Web Con
ference (WWW7) will be hosted in Brisbane
from April 14 to 18, and will be the largest
information technology conference ever staged
in Australia.
It will also be the first time that this Confer
ence, which is attended by the pioneers aid
developers of the World Wide Web, has come to
the Southern Hemisphere.

NEWS BRIEFS (Continued)
Mr Borbidge said the WWW Conference
series was recognised internationally as the
key forum on internet development, and Brisbane’s success in securing WWW7 reflected
the strong partnership between business, in
dustry and government.
The Conference will be held at the Brisbane
Convention and Exhibition Centre, Australia’s
most modem and technologically advanced con
ference venue.
WWW7 is expected to bring up to 4,500
information technology professionals to Bris
bane in April 1998, injecting more than $7.5
million into the State economy.
Brisbane’s bid for the Conference was won
by a consortium of leading Australian Web
technology organisations based in Queensland
and New South Wales in conjunction with Bris
bane Tourism, which prepared bid documents
and arranged site inspections.
Consortium partners are Charles Sturt Uni
versity, Distributed Systems Technology Cen
tre (DSTC), Prentice Centre, Queensland In
formation Industries Board (QIIB) and South
ern Cross University.
APPLE TO ACQUIRE POWER
COMPUTING FOR $100M
Apple Computer, Inc. announced that it will
acquire Power Computing Corporation’s core
assets in a deal valued at $100 million in
Apple common stock. Included in the key
assets Apple will acquire are the right to
retain key employees with expertise in direct
marketing, distribution, and engineering;
Power Computing’s customer database; and
the license to distribute the Mac OS operat
ing system.
Power Computing will retain the Power
Computing name and has stated it will sell
Mac OS compatible computers. Apple will
provide ongoing Mac OS support to Power
Computing customers and Power Computing
will continue to provide hardware and war
ranty service to its customers.
GOVERNMENT SUPPORT FOR
BUSINESS TO ENGAGE ARTISTS
The Australia Council has launched an aware
ness campaign to encourage Australian business
to engage Australian artists.
The Council is offering assistance to Austral
ian business under its Partnerships and Commis
sions programs. Funds from these programs
give business the opportunity to develop a wide
variety of arts initiatives with mutual benefit for
both the artists and business involved.
Partnerships and Commissions are open to
non-arts organisations such as companies, edu
cational institutions, research organisations, gov
ernment bodies, publishers and community and
special interest groups.
Business support in cash or in kind is an
essential element of these programs. Projects
already funded have included artist residencies,
performances, publications, CDROMs, anniver
sary celebrations and company promotions, while
other proposals will be considered.

The grants cover different opportunities: Part
nerships involve organisations providing facili
ties, resources, equipment, expertise, materials
and ideas, to help improve the artistic skills,
knowledge, and ability of the artists to produce
work. Commissions help Australian artists to
develop and present innovative and original
works in collaboration with business and com
munity organisations.
Further details on Partnerships and Commis
sions are available from the Australia Council
on (02) 9950 9000.
NEW SATELLITE FURTHER ENHANCES
GLOBAL TELEPHONE USAGE
The increasing use by Australian corporations of
small satellite telephones in remote areas of the
world, effectively providing a mobile office
facility, has just been further enhanced by the
bringing into service of the fourth satellite in the
Inmarsat-3 series.
Inmarsat, the internationally owned co-op
erative that provides mobile satellite communi
cations worldwide, has just stationed the new
satellite, Inmarsat-3 F4, bringing virtual global
coverage for its new lightweight portable satel
lite phone.
In Australia, Telstra says more than 600 of
the Inmarsat portable satellite phones have been
purchased, mostly by all levels of government
— federal, state and local — and companies,
such as mining and exploration, operating in
remote areas of Australia or overseas.
The satellite has enabled the introduction of
the Inmarsat phones which are smaller than an
A4 laptop computer, with advanced features
found in cellular systems such as smart cards
and, in future, short message service and voicemail. The telephones weigh about 2.2kg includ
ing the battery, and offer voice, 2.4 kbit/s data
and fax services.
The phone provides users with a professional
communications system, making it possible for
business travellers );o take their office anywhere
in the world, or for that matter, to the many
remote areas in and around Australia.
MICROSOFT AND APPLE AFFIRM
COMMITMENT TO BUILD NEXT
GENERATION SOFTWARE FOR
MACINTOSH
In a keynote address delivered at Macworld
Boston, Apple Computer Inc. director and co
founder Steve Jobs and Microsoft Corp. chair
man and CEO Bill Gates announced a broad
product and technology development agree
ment between Apple and Microsoft including
the following;
• The companies agreed to a broad patent crosslicensing agreement. It paves the way for the
two companies to work more closely on lead
ing edge technologies for the Mac platform.
• Microsoft will develop and ship future ver
sions of its popular Microsoft Office produc
tivity suite, Internet Explorer and other
Microsoft tools for the Mac platform.
• Apple will bundle the Microsoft Internet Ex
plorer browser with the Mac OS, making it
the default browser in future operating sys
tem software releases.

• Apple and Microsoft plan to collaborate on
technology to ensure compatibility between
their respective Virtual Machines for Java
and other programming languages.
• To further support its relationship with Ap
ple, Microsoft will invest $150 million in
non-voting Apple stock.
“In 1984, Steve Jobs and I stood to
gether when Microsoft announced
Microsoft Excel, an application that is
widely credited with helping to define the
potential of the Mac as a great applications
platform”, said Gates. “Today’s announce
ments underscore our continued belief in
the Mac as a platform for applications and
leading-edge Internet technologies.
Microsoft has millions of customers who
rely on Macintosh technology and they can
be assured that Microsoft products for the
Mac will continue to be available”.
“We are thrilled at the prospect of work
ing more closely with Microsoft on applica
tions and Internet software”, said Jobs. “We
are confident that this is the beginning of a
much closer relationship between the two
companies, which will greatly benefit our
common customers”.
THE SYDNEY MORNING HERALD
CITYSEARCH
www.citysearch.com.au
John Fairfax Holdings has joined forces with
one of the world’s largest independent full
colour directories, Business Marketing Aus
tralia, and a US internet company, CitySearch,
to roll out a quality world wide web-based
community guide.
In Australia the Chairman of CitySearch is
Nigel Dews, the Group Business Development
Manager of John Fairfax Holdings.
Mr Dews said The Sydney Morning Herald
CitySearch had licensed technology from
CitySearch USA, and already employed a team
of content, design, technology and sales staff in
its Sydney office, based at Glebe. “In our re
cently opened Sydney office, we are employing
staff with local knowledge and expertise in
internet design and content”.
In Sydney, and other cities where CitySearch
is established with local people, it will supply
photographs and detailed information about thou
sands of businesses, and comprehensive lists of
hundreds of thousands of retailers and commu
nity services. ,,
For users, CitySearch is free. Each business
in Sydney gets a listing on CitySearch for no
charge, and has the opportunity to pay less than
$50 a month to have an individually tailored web
site, designed and regularly updated by
CitySearch.
The site is intensely community-orien
tated, covering everything from local gov
ernment to the local fruit shop or pizza par
lour. Schools, hospitals, charities, unions,
migrant resource units and neighbourhood
centres are among the hundreds of organisa
tions who will be given free profiles on
CitySearch. These groups will also be In
vited to post their community events on
CitySearch, again free of charge.

