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The structures of a number of class libraries available
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1 INTRODUCTION
Recognition of the critical role that class libraries are likely to
play in engendering the success of the Object-Oriented (00)
paradigm has raised serious concerns regarding the state and
form of class libraries being developed and currently available
for use and reuse in software development (e.g. Kulinek,
1991; Korson and McGregor, 1992; Wirfs-Brock, 1992;
Pennello, 1994).
One of the goals that developers may try to achieve through
their libraries is that of a “semantically correct” class hierar
chy. The concept and relevance of “semantic correctness” will
be considered in detail here, along with principles and guide
lines that have already been devised to aid developers in
achieving semantically correct hierarchies (e.g. HendersonSellers and Edwards, 1994). In addition, the impact of other
competing objectives on the final design of a class hierarchy
will be discussed.
Commercially available class libraries have not yet under
gone rigorous analysis or comparison to determine whether
they offer semantically correct models of the problem domain
that they have been created to help solve. This is understand
able as there are no firm standards by which to judge the
correctness of a particular design decision or “cook book”
guidelines for developing a correct library. Indeed, there
might not even be such a thing as a perfectly organised and
developed class hierarchy. As a consequence, there is a lack
of consistency in the structure of libraries across vendors (e.g.
Rumbaugh et al, 1991, p326 re C++ libraries; Wilkie, 1993,
pi84), Object-Oriented Programming Languages (OOPLs),
OOPL implementations and even versions of the same library.
Kulinek (1992) states that “libraries are being developed
without any co-ordination between vendors” — hence
“interworking between such libraries is very difficult”. He
urges that there “is an urgent need for standardisation in this
area”. Anderson (1994, p75) even suggests that “hierarchy
concepts [are] too valuable to share”.
The absence of standards has, naturally, affected the struc
ture of class libraries. There exist vendor class libraries of
varying “quality” for use in industry (Korson and McGregor,
1992). Quality libraries are likely to be reusable and
interoperable; yet what constitutes an easily reusable library
or, conversely, one that forces unwieldy design decisions
upon its users has not yet been determined. Robustness of the
software components comprising the class libraries also re
mains uncertain and can most probably be characterised at a
number of different levels. Even though vendors claim that
their libraries are completely portable — which they may be
across hardware and operating system platforms — their
libraries may bind users to their particular implementation of
the OOPL.1 Worse still is the case where users of a class library
can only use “components” of the library if their applications
inherit from many of the library ’ s classes. This may hinder the
1
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Recent moves to make Eiffel libraries interoperable across multiple
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ideal of “pluggable” modules and the attainment of a “soft
ware components subindustry” (Meyer, 1990, p87) as users
may be too tightly bound to the one library to freely use
another in the same way.
Furthermore, for consistency, and thus potential
interoperability, across libraries to be achieved there must be
something to address the current “largely ad hoc” positioning
of classes within a hierarchy (Lorenz, 1991): some guidelines
which dictate how to develop libraries correctly or, at least,
uniformly viz. a semantic model for object-oriented class
hierarchies (Yap and Henderson-Sellers, 1993a). The purpose
of this study is to determine the degree of similarity that exists
in the design of object-oriented class hierarchies across ven
dors, evaluated at one particular snapshot in time (1992).
Consistency amongst libraries is compared in terms of:
— the classes that they actually provide (for example whether
or not the library has an Array class);
— the inheritance hierarchies for these classes. There may
be a certain level of consistency amongst the way that
several libraries order their container classes, for exam
ple, even though it is not “apparent” through the struc
ture of the hierarchies as to why they were arranged in
that particular manner;
— trade-offs made by the developers. Developers, whose
main aim may be to achieve efficiency, may produce
similar hierarchies. Conversely, consistency amongst class
hierarchies built by developers with different aims, such as
semantic integrity, may or may not exist.

2 CLASS HIERARCHIES
Class libraries and their organisation into class hierarchies
form a cornerstone of 00 development (e.g. Meyer, 1992).
Just as classes represent the basic modules for encapsulating
data and methods and provide information hiding through
controlled interfaces, the same classes also represent the basic
components of the class hierarchy. Hence, examination of the
class hierarchy yields information regarding the way that
encapsulation and information hiding have been performed
within the library. As abstractions are implemented through
classes, examining the class hierarchy reveals the modelling
approach taken for the domain addressed by a class library as
well as the coherent possibilities for the use of polymorphism.
Class hierarchies provide valuable insights into their develop
ers’ design choices.
To determine the consistency of class libraries, a snapshot
at a point in time2 (1992) was taken of a number of vendor class
libraries. These are illustrative only and are not intended to
criticise or laud specific libraries, merely to investigate some
statistics of their construction and to investigate commonalities.
The libraries reported on here are Borland C++ Version 3.0,
Booch Components Version 1.4, C++/Views, Smalltalk/V for
2
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Whilst libraries have evolved in their detail since 1992, the concerns
raised here regarding semantic inconsistencies between libraries remain
unresolved (e.g. Korson, 1993).

Windows and the Zinc Interface Library version 2.0 (a larger
sample is discussed in Yap and Henderson-Sellers, 1993b).
This offers some small overlap only with the four libraries
available to Korson and McGregor (1992): Classix, Eiffel
(ISE), NIH and Zinc.

2.1 Library Characteristics
The libraries selected for this study vary in terms of the
OOPLs in which they were implemented, the versions of those
OOPLs, operating system platforms, library domains or aims,
and vendors. The individual characteristics of each library
have been documented (Yap and Henderson-Sellers, 1993b)
so that the influence that these different characteristics have
on the library’s particular form and content can be examined.
To do so, the following aspects are considered salient:

— Intended purpose: The library may be intended for a
specific use or application area. For example, the library
may be aimed at providing graphical user interfaces or
perhaps a well rounded library to support a software
engineer’s use of an object-oriented language implementa
tion. This information is considered valuable for this study
since the purpose of the library may give insights as to
particular design choices, as well as for the more obvious
reason of indicating the actual contents of the library. Also,
libraries that are built for the same purpose are more
“comparable” than libraries that have been created for very
different purposes. It makes more sense in detailing the
similarities and differences between two graphical user
interface libraries than detailing the differences (there
would not be too many similarities) between a mathemati
cal function library and one for container classes.
— Intended Users: Korson and McGregor (1992) identify
four classes of users: (i) abstract-level users, who reuse
designs in the library but not the actual code. These users
focus on the abstractions embodied in the designs; (ii)
instance-level users, who use existing libraries classes to
provide them with run-time instances (objects) — called
“reuse-by-instantiation” by Kennedy (1992). To do this,
they require knowledge of the interface and class behav
iour; (iii) customisation-level users, who develop their
own subclasses based on existing library classes — called
“reuse-by-derivation” by Kennedy (1992) — as well as
using such classes unaltered (as the instance-level users);
and (iv) code-level users, who tailor classes at the code
level for specific purposes, including tuning performance
and porting to platforms unsupported by the original ven
dor. Korson and McGregor (1992) note that this last class
of user are “vulnerable to the quality of the implementation
of the library”. In this paper, we focus primarily on the
abstract-level user (category (i)); although these discus
sions also have some relevance to categories (ii) and (iii):
instance-level users and customisation-level users.
— Implementation Language: The library is most likely to
be written for the use of a particular implementation
language — for example, a library may be specific to the
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997
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Smalltalk language. This is important to note since the
various languages give different support for object-ori
ented concepts — Smalltalk80 supports single inheritance
only, whereas Eiffel and C++ allow multiple inheritance.
This, in turn, may affect the design decisions regarding the
class hierarchy. However, the actual implementation of the
language (whether it be AT&T or Borland C++) is not
considered important. In evolving languages, different
versions may offer different support for 00 features, such
as the inclusion of parameterised templates from C++
Version 3.0 onwards.
— Statistics: These yield useful indicators of the library’s
proportions and help in the intercomparison of the librar
ies. The particular measures to be used here are (a) size and
(b) inheritance measures.

through inheritance or client-server relationships, will
be considered. This is the preferred measure as meth
ods used solely internally by an object for maintaining
its own information do not add to the functionality
publicly available to a system.
Size characteristics yield more informative results
when interpreted in conjunction with each other. A
relatively small average number of methods per class
may not be an indication of relatively low functional
ity as the overall functionality may be greater than that
of another library with a larger average number of
methods per class if the former has many more classes.
This may indicate that the former library has been
modelled in finer detail, with functionality being spread
across more specialised classes.

(a) LIBRARY SIZE
Number of classes
The number of classes in the library roughly indicates
the overall size of the library. As this study is con
cerned primarily with class hierarchies, it is consid
ered that using the “class” as the core unit for investi
gation here is more appropriate than any other meas
ure such as source lines of code or number of files. The
number of classes may be a useful indicator of the
level of modelling present. Conversely, it may be
found that class libraries are developed to around the
same level of detail regardless of how many classes
there are in the library. This study does not address
whether a class with many methods is “better” than the
same representation and functionality spread over a
few classes each with a smaller number of methods.
For more detailed discussions see Kennedy (1992) or
Unhelkar and Henderson-Sellers (1995). This is an
area worthy of further research.

(b) INHERITANCE
Multiple Inheritance or Single Inheritance
Whether multiple or single inheritance is used is
noteworthy in the case of libraries implemented in
languages supporting multiple inheritance but in which
a choice was made to use only single inheritance.
Questions raised include why the library designers
chose to do so and how it impacts the design. Con
versely, the use of multiple inheritance will be exam
ined to determine in what cases it is actually used.
Furthermore, does multiple inheritance increase the
semantic structure of subclasses? Or, alternatively,
does it increase software engineers’ tendency to use
implementation inheritance; that is, reuse of code
without regard to the semantics? In contrast, libraries
implemented in languages supporting only single in
heritance may exhibit design decisions which reflect
the constraints of the language’s capabilities. Are
hierarchies built deeper to achieve the same level of
reuse and, in doing so, is there the tendency to use
implementation inheritance for a subclass to gain
functionality from two incompatible types?

Total number of methods
The total number of methods across all classes in the
library is used to roughly indicate the level of func
tionality offered by the library as a whole. This is
useful for comparing libraries in which one library has
many classes with small numbers of methods while
another has a few classes with many methods. The
functionality may prove to be equivalent, implying
that the semantic representation of what one library
models as one class can be represented as many
classes in another library — which then emphasises
the different design paths chosen by their developers.
Average number of methods
A class library with a small average number of meth
ods per class may indicate that the level of functional
ity for those classes is lower than that of another class
library with more methods per class. Only methods
which are usable by other classes, whether it be
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997

Depth of inheritance
The deepest level of inheritance is used to indicate the
degree of subclassing present in the class hierarchy.
This may also reflect the complexity or depth of the
modelling used to develop the hierarchy.
Average depth of inheritance
The average depth of inheritance may indicate the
general level of modelling or abstraction used by the
library and is calculated by:
X Depth of each class
Number of classes

^

In the hierarchical fragment shown in Figure 1, the
depth for Subclass 1 is 1 as it only inherits from one
parent, which in turn does not inherit from anything
83
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else. The depth for Subclass 2 is (2 + 1) / 2 = 1.5 as it
inherits from two parents, of which one (Superclass 3)
inherits from another (Superclass 1) and the other
(Superclass 2) inherits from nothing. This gives an
average depth of inheritance, overall, for this hierar
chy as (0 + 1 + 1.5 + 0 + l)/5 = 0.7.
In addition to these objective measures, each library will
be evaluated in terms of correctness, reusability and consist
ency. Thus, this study is more closely focused on the seman
tics of inheritance (for the abstract-level user) than that of
Korson and McGregor (1992) who list 23 criteria under the
headings of domain, library architecture, class design, imple
mentation, documentation, tools and environment. Our crite
ria relate strongly to criteria from Korson and McGregor’s
(1992) first two categories (domain and library architecture),
especially their criteria 1, 2 and 4; providing an in-depth
study across 5 libraries.

solely to acquire the characteristic of fly(). Specification
inheritance describes interface inheritance i.e. subtyping,
which leads to dynamic substitutability and reuse-by-polymorphism. However, a subtype does not necessarily have to
be semantically related to its supertype except for its interface
compatibility. The third use of inheritance is in terms of
specialisation inheritance where the subclass “is-a-kind-of”
(often “is-a” for short) its superclass. This is a semantic-based
relationship focusing on design reuse. On occasions, specifi
cation inheritance and specialisation inheritance may occur
concurrently. The relationship of these types of inheritance to
the methodological phase (analysis, design or code) is shown
in Figure 2 — for further, more detailed discussion, see
Henderson-Sellers and Edwards (1994, pp59-62). When more
than one form of inheritance is used in a library, “apparent
meaning” will be assessed based on the use of other constructs
to distinguish relationships represented through inheritance.

Inheritance

class 1

is-a

class 2

subtyping

subclassing

class 3
Generalization/
ANALYSIS

Specialization

Not used

Not used

inheritance

Generalization/
DESIGN

Specialization
inheritance

Specification

Generalization/
OCDE

Specialization
inheritance

class 1

class 2

Not used

inheritance

Specification
inheritance

Implementation
inheritance

Figure 2: Inheritance terminology and its relationship to analysis
and design.

2.3 Reusability
Figure 1: Hierarchy example illustrating the means of calculating aver
age depth of inheritance (see text for details).

2.2 Correctness
Each library’s use of the inheritance mechanism will be
examined. This use will be separated into implementation
inheritance, specification inheritance and specialisation in
heritance. Implementation inheritance occurs when the inher
itance mechanism of an OOPL is used solely for code reuse.
Thus, for example, class BAT may inherit from class BIRD
84

The reusability of a class library can be measured in terms of
reuse-by-derivation (subclasses which add facilities to those
derived from their parent class), reuse-by-polymorphism (in
which the hierarchy represents subtyping) and reuse-by-instantiation (in which classes are used in other software systems
unaltered, often in new aggregation structures) (Kennedy, 1992).
Reuse-by-derivation and Reuse-by-polymorphism
The level of reuse-by-derivation is based on the number of
inheritance relationships which exist between classes in the
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997

CLASS HIERARCHIES: CONSISTENCY BETWEEN LIBRARIES i

library. As reuse-by-polymorphism is based on reuse-byderivation (a class must derive from another class before
polymorphism can be realised), this form of reuse will be
gauged through calculations created to measure the level of
reuse-by-derivation. However, analysis of the specific cases
of reuse-by-derivation which constitute reuse-by-polymorphism will be addressed in the Correctness section for each
library examined in Section 4 as these are cases of specifica
tion inheritance.
The reuse ratio, U, is given as
U _ Number of superclasses
Total number of classes
This ratio indicates the extent to which the implementors
of the class library have been able to inherit from their own
classes to create new classes. A value near 1 indicates a deep
hierarchy and a value near 0 a shallow, broad hierarchy.
The specialisation ratio, S is given as
^_

Number of subclasses
Number of superclasses

This represents the extent to which a superclass has cap
tured the abstraction since a large value of S indicates a high
degree of reuse by subclassing (a large number of “children”).
The number of subclasses that each superclass has also indi
cates the standard of the abstraction in their superclasses. If
numerous classes share the same superclass, it may indicate
that their superclass has been implemented in such a way that
captures commonalities in a reusable way. It should be noted
that the reuse ratio is almost the inverse of the specialisation
ratio in single inheritance hierarchies in which all classes in a
library inherit from a common root. This is due to the fact that
the total number of subclasses in those hierarchies is always
one less than the total number of classes (that is, only one class
is not a subclass viz. the root or base class).
The specialisation measure is really only comparable across
hierarchies which employ the same use of inheritance. Thus,
hierarchies adhering to single inheritance can be compared
with each other using this ratio, as can hierarchies employing
multiple inheritance. However, a hierarchy using single inher
itance cannot really be compared effectively with one using
multiple inheritance through the specialisation ratio since
multiple inheritance may result in many superclasses being
inherited by a few subclasses. This results in an equalising
effect on the number of subclasses and superclasses.
Reuse-by-instantiation
The level of reuse through genericity and client-server
relationships is ascertainable through determining the
number of times that an instance of a class is used by
another. It would be worthwhile determining whether the
number of inheritance relationships is inversely propor
tional to the number of classes using other classes across
libraries. Consider libraries in which the proportion of
reuse-by-instantiation to reuse-by-derivation is relatively
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997

low. These libraries may have been built by developers
who preferred the use of inheritance for achieving code
reuse to reuse-by-instantiation, perhaps due to an im
provement in program performance. However, it is also
possible that the hierarchy has been intricately modelled
(high level of inheritance) with classes which tend to be
independent of each other’s domains and, as a result, only
a low level of reuse-by-instantiation is possible amongst
classes. For example, a library with a comprehensive data
structure hierarchy may also implement graphical compo
nents which do not need to make use of those data struc
tures. This would result in a low reuse-by-instantiation to
reuse-by-derivation ratio.
Unfortunately, as the source code and tools necessary to
count these occurrences of reuse-by-instantiation were not
available for all the studied libraries, this measure will not be
used. All the previous evaluation criteria examined libraries
as individual hierarchies. Consistency, however, is evaluated
across libraries.

2.4 Consistency
A comparison of classes provided by the different libraries
will be made in Section 4. Classes in different hierarchies
which represent essentially the same abstract data type are
sometimes given different names (for example, DOG and
CANINE). Conversely, there may be cases where the same
name is given to different concepts (for example, TOP may
represent a shirt or a toy). It is probable that an overlap of these
two forms of inconsistency will occur due to different levels
of abstraction and classification.

3 COLLECTION METHODOLOGY
3.1 Borland C++ Version 3.0
The number of members in the Borland C++ version 3.0 class
library was determined by loading all the header files into a
Brief editor, then counting the number of function prototypes
and data declarations under the keywords public and pro
tected. All pure virtual functions were disregarded.

3.2 Booch Components Version 1.4
Evaluation of the C++ Booch components has been based
solely on the library’s “Quick Reference” (Rational, 1991)
from pages 1 to 36. The classes’ specifications (provided
through header information) were limited to the library’s
structures and tools classes, so only those were considered
for this study. The total number of methods was calculated
by counting the number of function prototypes (method
declarations) in the header information documented in the
“Quick Reference”.

3.3 C++/Views Version 1.12
The number of public methods was determined by counting
the member functions documented in the C++/Views for
Microsoft Windows Class Catalog. The number of protected
members was counted through the use of the C++/Views
85
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Browser, each class was highlighted with View Protected
selected and the corresponding number of methods appearing
in the output window was counted. The number of public
member variables was counted using the same technique,
except that each class was highlighted with View Public
Variables selected.

3.4 Smalltalk/V for Windows
A copy of Digitalk’s Smalltalk/V for Windows version 1.0
was used for this study. The total number of methods was
determined by using the class browser. Each class was se
lected and the corresponding number of methods displayed in
the method window was counted. The source for each of those
methods was then examined for the occurrence of the word
“private”. Developers in Smalltalk can only indicate that a
method should be kept private. It is up to developers to respect
that privacy as the compiler does not enforce it.

classes except possibly under exceptional circumstances. So,
conventional use of a library class is either through instantia
tion (which means that the client class will only be able to
request “public” services) or derivation (subclass only has
access to “protected” and “public” members).
It was found that the number of methods and attributes
available in the system was variable depending on a particular
compiler option (through #ifdef TEMPLATES). The reason
for including this compiler option seems to be related to the
introduction of parameterised templates into the C++ lan
guage in version 3.0. The option allows users of the library to
specify whether they want to use the template version of the
“container” classes, or if they would rather remain with the
pre-template version as per Borland C++ version 2.0. Conse
quently, the number of methods representing the functionality
available will be divided into functionality through instantia
tion or functionality through derivation and whether the
compiler option has been set or not.

3.5 Zinc Interface Library Version 2.0
The information regarding the Zinc Interface library is based
on the software and the Zinc Programmer’s Reference manual
(1990-1991). The number of methods and attributes were
counted through the use of the manual, which contained the
header information (protocols) for each library class.

4 EVALUATION STATISTICS FOR EACH LIBRARY
The results of this study are divided into
— Analysis of each library (this section)
— Comparisons across libraries (Section 5)
Full details of this study, including further examples and a
wider range of libraries, are documented in Yap and HendersonSellers (1993b).

4.1 Borland C++ Version 3.0 Class Library
The Borland C++ version 3.0 class library is packaged with
the Borland C++ version 3.0 compiler. Multiple inheritance
is used in this hierarchy. (The number of classes excludes the
two occurrences of the ListElement class which were private
to List and DoubleList as these ListElement classes were not
generally available for use).
In C++, both methods and attributes can be specified as
“public” (all classes have access to these members); “pro
tected” (only subclasses, friends and other instances of the
same class have access to these); and “private” (accessible to
other instances of the same class and friend classes). Conse
quently, up to three “access levels” exist for each class.
Assuming that existing library classes are “closed”3 (Meyer,
1988), these classes should not be “opened” to add friend
3
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According to the “open-closed” principle, classes are said to be “closed” if
they available for use by other classes. Library classes should satisfy this
criterion as their major purpose is to be used. Changes to “closed” classes
should be avoided as these tend to trigger “changes in direct and indirect
clients” and require module recompilation, Meyer (pp23-25, 1988).

Correctness
An example of specialisation inheritance and specification
inheritance converging exists in the Node branch. It seems
semantically correct to say that an InnerNode “is-a” Node and
a LeafNode “is-a” Node as well. It also appears appropriate
that InnerNode and LeafNode are siblings as Inner and Leaf
nodes are mutually exclusive concepts (a Node is either a Leaf
or an Inner Node). They also inherit the specification of Node
as InnerNode and LeafNode inherit publicly from Node and
do not make any inherited methods protected or private.
An apparent case of inheritance which opposes specialisa
tion is that of Queue inheriting from Deque (a double-ended
queue). As the inheritance mechanism used is public, Queue
inherits the specification of Deque (it is a case of specification
inheritance as whatever is requested of a Deque, a Queue can
satisfy the request); in other words, Queue is a subclass of
Deque. However, it can be argued that a double ended queue
“is-a” queue so that, if specialisation were to be used, we
should expect a Deque to be a subclass of Queue i.e. the
opposite of the current hierarchical structure.
C++ supports two inheritance mechanisms: public inher
itance, where the public protocols of a superclass becomes
part of the subclass’ public interface; and private inheritance,
where any relationship between a class and its superclass is
not visible to other classes having access through instantia
tion or derivation. Using private inheritance to explicitly
indicate that a class is inheriting from another class for
implementation only is recommended programming style
(Coplien, 1991). Examples of this can be found in the Borland
C++ version 3.0 class library, where BI_DoubleListImp
privately inherits from BI_DoubleListBlockInitialiser,
BIJListlmp privately inherits from BIJListBlocklnitialiser,
DoubleList privately inherits from DoubleListBlocklnitialiser
and List privately inherits from ListBlocklnitialiser. It seems
that BI_DoubleListBlockInitialiser, B_ListBlockInitialiser,
DoubleListBlocklnitialiser and ListBlocklnitialiser were wrilTHE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997
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ten explicitly for use by those classes and are not used by any
other class. This is definitely not a case of specification
inheritance (as by definition private inheritance does not
affect the interface of the subclass) nor is it specialisation
inheritance, as a List is not a ListBlocklnitialiser; neither is it
a conventional use of implementation inheritance, since
resue of pre-existing code does not seem to be the main focus.
C++ does not support automatic garbage collection; it must
be performed by programmers. The impact of the absence of
this language feature is detectable through examining the
hierarchy. A mixin class called TShouldDelete has been
introduced into the hierarchy to free dynamically allocated
memory. Even though classes do not inherit privately from
TShouldDelete, this should be regarded as implementation
inheritance. The reason given is that classes which inherit
from TShouldDelete are not TShouldDeletes — the concept
of a “deletable” object is a C++ language specific implemen
tation issue. As C++ allows multiple inheritance, mixins like
TShouldDelete, which require implementation inheritance,
are possible. However, other than in this case, this hierarchy
does not employ multiple inheritance.
There are multiple implementations for a few of the con
tainer classes (such as DoubleList which has been imple
mented through a Queue, and as a DoubleList. Options as to
whether the DoubleList contains objects or pointers have also
been made available). This provides users of the library with
the choice of using the optimal implementation according to
their particular requirements. The method used for imple
menting this contributes to substitutability: the base class
establishes the interface and its subclasses provide alternative
implementations (Booch and Vilot, 1992). This constitutes
specification inheritance. According to Booch and Vilot (1992),
this approach adds complexity and overhead through the use
of multiple classes and virtual functions but has the advantage
of preserving flexibility — implementations may be changed
without excessive disruption to software in production.

4.2 Booch Components Version 1.4
The C++ Booch Components are a set of container classes and
general utilities which have been created to support the
development of C++ applications. The Booch Components do
not form a pure OO library. Multiple inheritance has been used
in this library. Some of the utilities are C functions (that is,
functionality is provided through means other than through
member functions/methods). One reason seems to be that
characters, integers, floats and character strings are basic C
types rather than classes. These types cannot be subclassed for
extension. Consequently, C functions must be used to supple
ment the functionality of existing types.
It is evident from this study that the design of this library
is substantially different from the other libraries studied.
Correctness
There are only three occurrences of inheritance. In each case,
the subclass inherits privately from the SimpleJVector class
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and inherits publicly from another class. Lookahead_
Input_Filter, Lookbehind_Output_Filter and Lookbehind_
Process_Filter are not SimpleJVectors. The developers of the
library have indicated this use of implementation inheritance
through the use of private inheritance. However, a Lookahead_
Input_Filter “is-an” Input_Filter, a Lookbehind_Output_Filter
“is-an” Output_Filter and LookbehindJProcess_Filter is a
specialisation of a Process_Filter. Since the subclasses inherit
publicly from their generalisations, both specialisation and
specification inheritance apply.
In general, the use of inheritance has been avoided. Conse
quently, semantics that can be provided through inheritance
relationships have been lost. Consider Bag and Set — in
general it is reasonable to suppose that a Set “is-a” Bag.
However, specialisation inheritance has not been used to
express that a Set “is-a” Bag. Furthermore, their common
specification (such as clear, extent, size, number, is_empty —
these have the same function prototype across the two classes)
have not been generalised into a superclass (which could have
been their supertype). Hence, this opportunity to use specifi
cation inheritance has been ignored.
Both specialisation and specification inheritance would
have applied if Binary_Tree_Search inherited from
Arbitrary_Tree_Search. Binary_Tree_Search is a specialisa
tion of Arbitrary_Tree_Search. Furthermore, the actual speci
fications of Binary_Tree_Search’s behaviours are covariant
with those of Arbitrary_Tree_Search (hence, Binary_
Tree_Search is a subtype of Arbitrary_Tree_Search). While
in this case a Binary_Tree_Search is a subtype of
Arbitrary_Tree_Search, it may have been more correct to
specify that the only acceptable Tree with which a
Binary_Tree_Search can be used is a Binary_Tree. This
would have resulted in contravariance (which would have
negated the existing condition in which a Binary_Tree_Search
is a subtype of Arbitrary_Tree_Search since it is no longer
substitutable for Arbitrary_Tree_Search).
These classes are provided for users of the library to select
from. As the library does not force users to inherit from a root
object, users do not have to “embrace” the whole library and
build their applications around it. All classes have virtual
functions which allow users to extend through derivation
without having to alter the existing code. According to Reed
(1992), the C++ Booch Components support the “pay only
for what you use” C++ language design goal except in
relation to the provision of extensibility (through making all
functions virtual).

4.3 C++/Views for Microsoft Windows version 1.12
C++/Views is an application framework which provides a
basis for applications based on the MVC architecture (CNS
Inc, 1991, p211). Presumably, it is for use with any version of
C++ as it does not use multiple inheritance or parameterised
templates. Multiple inheritance is available through C++ but
only single inheritance has been used in the implementation of
the class hierarchy.
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Correctness
In the C++/Views library, an apparent specialisation has
been placed in a branch of the hierarchy quite removed
from its generalisation. Consider IntegerSet and Set (Fig
ure 3). One could assume that an IntegerSet is a speciali
sation of Set and the natural place to start looking for this
class would be in the branch of the hierarchy containing
Set. However, IntegerSet is located in the Container sub
hierarchy, whereas Set is located in the Collection sub
hierarchy. This is especially bemusing since, in an analo
gous example, IntAssoc (integer association) inherits di
rectly from Assoc (association).

Object
1

4.4 Smalltalk/V for Windows version 1.0
Smalltalk/V for Windows version 1.0 library is provided with
the Smalltalk/V for Windows version 1.0 language. Single
inheritance is used in the implementation of the class hierar
chy as Smalltalk only supports this form of inheritance.
Correctness
It is difficult to separate specification inheritance from imple
mentation inheritance as all inherited members are public.
Examination of the class hierarchy does not reveal any obvi
ous use of implementation inheritance.
As previously mentioned, a Set “is-a” Bag, but if Bag and
Set both inherit from the same superclass, it constitutes
specification inheritance. In the Smalltalk/V hierarchy, Bag
and Set are siblings (Figure 5). Therefore, specification inher
itance is used in this hierarchy.

Collection
Collection

Set

Container

IntegerSet

Figure 3: Part hierarchy for C++/Vie\vs for Microsoft Windows version
1.12 for Sets and Integer Sets.

Users of the C++/Views library must accept its framework
as a whole, like other hierarchies which are based on a
common root. The framework gives guidance (and, hence,
promotes reuse) regarding where users should place compo
nents of their new application. For example, new applications’
views should inherit from AppView.
Commonality between ObjArray and PointArray was
not captured through an “Array” superclass. Their rela
tionship to each other in the hierarchy is shown in Figure
4. Library users who want to create other specialised
instances of arrays (such as a SortedArray) must either
build a new one based on Container or inherit from either
ObjArray or PointArray. Building new array specialisations
without an Array superclass does not promote reuse as
there is no standardisation in the protocols to which arrays
can respond. ObjArray (array of object referents) and
PointArray (array of points) seem to be specialised in
order that they can be easily used as base classes from
which new array specialisations can then be derived.

Container

ObjArray

PointArray

Figure 4: Part hierarchy of ObjArray and PointArray for C++/Views for
Microsoft Windows version 1.12.
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A

Bag

IndexedCollection

Set

Figure 5: Part of Collection hierarchy for Smalltalk/V for Windows
version 1.0 illustrating specification inheritance.

Another case of specification inheritance in the Collection
branch is where Array and ByteArray are siblings — since a
ByteArray “is-an” Array, specialisation inheritance has been
neglected. This may be due to the desire for substitutability at
the FixedSizeCollection level as Array and ByteArray are
both subtypes of FixedSizeCollection.
However, the Collection branch also contains uses of
specialisation inheritance (Figure 6) which describes the Set
branch. As established previously, a Dictionary “is-a” Set; but
it restricts its contents to Association instances. While this
fulfils a specialisation relationship, substitutability is not
maintained — so specification inheritance does not apply. A
SymbolSet “is-a” Set, and IdentityDictionary and
SystemDictionary are Dictionaries. Having inconsistent uses
of inheritance in the same branch should be avoided as the
class hierarchy’s semantics are no longer apparent.
Set

Dictionary

|
IdentityDictionary

t

SymbolSet

|
SystemDictionary

Figure 6: Part of Set hierarchy for Smalltalk/V for Windows version 1.0
illustrating specialisation inheritance.
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Smalltalk’s lack of support for multiple inheritance results
in the loss of semantics in the following situation, which
seems like an ideal candidate for multiple inheritance (Figure
7). A ReadWriteStream “is-a” ReadStream as well as being a
WriteStream. However, since Smalltalk does not allow
ReadWriteStream to inherit from both, an arbitrary decision
regarding from which class it inherits was made. As
ReadStream and WriteStream are disjoint types, it seems as if
a ReadWriteStream is not a ReadStream (because it is repre
sented as a WriteStream). This exhibits an effect that purely
single inheritance hierarchies lack an extra dimension in
semantic expression provided by multiple inheritance.

Stream

i
ReadStream

WriteStream

t
ReadWriteStream
Figure 7: Read/Write Stream classes in the Smalltalk/V for Windows
version 1.0 hierarchy.

Much of the inheritance used in the Smalltalk/V hierarchy
is based on specialisation relationships. This makes the classes
in the hierarchy more reusable since it is apparent in most
cases what each class represents. Direction as to how to
incorporate new classes is provided by the library’s frame
work. To add a new dialogue box, users can be guided by the
DialogBox branch and its subclasses as to what sort of objects
constitute DialogBoxes. As with other single inheritance
hierarchies, new applications and their classes become part of
the hierarchy — one cannot mix and match components.

4.5 Zinc Interface Library version 2.0
The Zinc Interface library version 2.0 provides a windowing
subsystem for applications written in C++. Multiple inherit
ance is used in the implementation of the class hierarchy.
Correctness
The absence of an inheritance relationship between UI_DATE
and UIW_DATE, as well as between UI_TIME and
UIW_TIME, shows a recognition by the developers of the
Zinc Interface Library that the concepts of date and time
(implemented in UI_DATE and UI_TIME respectively) exist
independently of the way that they are presented — through
UIW_DATE and UIW_TIME.
Specialisation inheritance is satisfied in the UI_DISPLAY
branch where each of its subclasses represent specialisations
of displays. Furthermore, UI_DISPLAY as an abstract class
(most of its functions are pure virtual: 11 out of 15 functions)
acts as a specification to which derived classes can adhere.
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This helps to ensure that at least the weak form of substitut
ability holds. Hence, specification inheritance applies to this
branch as well.
Multiple inheritance has been used effectively to convey
the meaning of UI_HELP_WINDOW_SYSTEM and
UI_WINDOW_ERROR_S YSTEM. These two classes both
inherit from UIW_WINDOW. These are cases of specialisa
tion inheritance as these classes represent systems which are
windows. Furthermore, UI_HELP_WINDOW_S YSTEM “isa” UI_HELP_SYSTEM, just as the system represented by
UI_WINDOW_ERROR_SYSTEM “is-a” UI_ERROR_SYSTEM. A case of multiple inheritance which is not as
semantically sound is that of UIW_WINDOW inheriting
from UIW_WINDOW_OBJECT and UI_LIST. While
UIW_WINDOW controls a list of window fields, it is not a
UI_LIST (that is, it is not a doubly-linked list). UIW__
WINDOW seems to be related to its superclass UIW_
WINDOW_OBJECT through an “is-a” relationship. A
UIW_WINDOW is defined as “a rectangular region on the
screen that is composed of one or more class objects derived
from the UI_WINDOW_OBJECT base class”. While it may
seem to be inheriting for aggregation, a “rectangular region
on the screen” also constitutes a window object. Multiple
inheritance has been only used in three cases: two of which
seem semantically correct, and the other seems partly correct
according to specialisation inheritance. It does not seem to
hinder reusability and has not been used excessively to
achieve code reuse.

5 INTER-LIBRARY EVALUATION STATISTICS
Consistency between libraries can be assessed on:
— the libraries’ particular characteristics
— the libraries’ constituent classes, this involves consid
ering the names and semantics associated with those
classes
— the inheritance relationships which exists between classes,
and the form and structure of branches in the hierarchy.
Table 1 summarises the library characteristics of each
library, listing the objective measures of size, total and
average number of features (i.e. methods) and maximum
and average depth of inheritance hierarchies. Examination
of Table 1 reveals that there is quite a wide range of library
sizes,4 the smallest being the Booch components (32
classes) and the largest being Smalltalk/V for Windows’
class library (173 classes). The general purpose libraries
tend to have greater total functionality. This may be due to
the fact that these libraries also tend to have the most
classes. The effect of implementation language on the
total number of methods (Table 1) does not seem to be
significant while libraries supporting GUIs tend to have a
higher level of total functionality.
4

Where there is only one figure for the total number of methods, the
measurement applies to public methods.
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Table 1: Summary of Library Characteristics.
Library

Size

Borland V3.0
166
Instantitation
Templates
Without templates
Derivation
Templates
Without templates
Booch Components

32

C++ Views
Instantiation
Derivation

75

Smalllalk/V for
Windows
Zinc Interface
Instantiation
Derivation

173

Total No.
Features/
Methods

Average No. Max
Depth
Features/
Methods

1014
1087

6.11

1098
1183

6.61
7.13

340

10.63

5

1.58

I

0.09

7

3.24

6.55

967
1035

12.89
13.80

1825

10.55

549
637

10.17
11.80

54

Table 2: Summary of Rankings
7

2.54

3

1.81

The average number of methods calculated by this study
is based on the average number of functions providing
specialised behaviour from the vendors. This includes any
methods defined by classes which do not inherit from any
other class, and additional methods or method redefinitions
introduced by subclasses. This may be a better indication of
whether vendors have considered a particular class’ response
to a protocol (as opposed to just inheriting from the superclass
and reusing whatever implementation and semantics were
provided through that inheritance). Conversely, the number
of redefinitions may indicate that contrived behaviour is
forced upon a class.
Table 2 shows the library rankings. The initial ranking is by
number of classes; rankings for other characteristics analysed
are also shown. The total numbers of features varies signifi
cantly across libraries, indicating differing levels of functional
ity available. It should be noted that the ranking by total number
of features refers to the number of functions actually imple
mented — it does not double count functions which have been
inherited (so the fact that one library has many classes which
inherit the same function implementations does not contribute to
it being considered as a library with greater total functionality).
The libraries are ranked in Table 2 from shallowest to
deepest for the characteristic “Max depth inher.” It seems
that libraries which are not general purpose libraries tend
to be shallower except for C++ Views which provides a
framework for the development of Microsoft Windows
applications. It seems that single inheritance structures
have the occurrences of the deepest level of modelling, as
do application framework libraries generally.
Table 2 also shows that intended purpose, implementa
tion language and support for GUIs may have minimal
impact on general level of modelling. The deepest level of
inheritance may indicate the greatest extent to which
modelling has been performed in the hierarchy. This ex
tent of modelling may only apply to one branch in the
hierarchy. It is not indicative of the general level of
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modelling in the hierarchy. It appears that application
frameworks exhibit a higher general level of modelling
than libraries providing fundamental structures. Further
more, multiple inheritance hierarchies result in shallower
hierarchies than those using single inheritance. The fall in
the average depth from Borland C++ version 2.0 (not
shown) to Borland C++ version 3.0 may have been the
result of the introduction of templates into Borland C++
from version 3.0 onwards. It seems that Borland, through
the introduction of templates, moved from a hierarchical
structure to a network structure.

Average
Depth

Size
Size
Ave No. Max Ave Intended OOPL2 Supports
depth depth Purpose1
(No. of (No. of
of
GUIs
classes) methods) methods inher. inher.

Library

1
2

C++
Booch
Components

i

i

3

i

i

CC

C

No

Zinc
Interface

2

2

4

2

3

UI

C

Yes

C++/
Views

3

3

5

4

5

MSW

C

Yes

Borland
C++ v. 3.0

4

4

1

3

2

GP

C

No

Smalltalk/V
for Windows

5

5

2

4

4

GP

S

Yes

GP = general purpose; CC = container classes and utilities; UI = user interface
components; MSW = Microsoft Windows development.
C = C++; S = Smalltalk.

The reuse and specialisation ratios (Table 3) have been
calculated using Equations (2) and (3). [Ranking values are
given in Table 4]. Reuse ratios represent the number of
superclasses which have been inherited from. The larger the
reuse ratio, the greater the proportion of classes in the hierarchy
which have been reused through derivation. There are no appar
ent relationships between the extent to which developers have
achieved reuse-by-derivation and any of the criteria mentioned,
except perhaps that multiple inheritance can lead to extremes of
reuse (very high or low level of reuse, dependent perhaps on
whether the library is use-specific or general purpose) (Table 4).
However, this may reflect the fact that the developers of the C++
Booch components deliberately avoided the use of inheritance
as a means of reducing coupling amongst classes.
Table 3: Reusability Statistics.
Library

Total
No. of
classes

Borland 3.0

1

166

Reuse Specialisation
No. of
No. of
subclasses superclasses ratio
ratio
131

0.40

1.96

4

0.13

0.75

30

0.40

2.37

67

Booch components1

32

3

C++ Views

75

71

Smalltalk/V
— Windows

173

172

51

0.30

3.37

Zinc Interface

54

47

13

0.24

3.61

Structures and Tools classes only. Note also that Simple_Vector is included in
these calcuations as classes inherit from it.
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Tabic 4: Rankings of Reuse and Specialisation Ratios.
Library

Reuse
Ratio

Specialisation Language GUIs Framework inheritance
Ratio
used
(Yes/No)

C++
Booch
Components

0.13 (1)

0.75 (1)

C++

No

No

Multiple

Zinc
Interface

0.24 (2)

3.61 (5)

C++

Yes

No

Multiple

Smalltalk/V 0.30(3)
for Windows

3.37 (4)

Smalltalk Yes

Yes

Single

Borland C++ 0.40 (4)
v. 3.0

1.96 (2)

C++

No

No

Multiple

0.40 (5)

2.37 (3)

C++

Yes

Yes

Single

C++/Views

Values in parentheses are rank orders.

The specialisation ratio represents the extent to which each
superclass has been reused. The higher the specialisation
ratio, the more often each superclass has been used for
derivation. With the exception of the Zinc Interface library,
libraries employing multiple inheritance have the lowest
specialisation ratio. This is expected as many superclasses
may be derived from by one subclass. Within the categories of
multiple inheritance and single inheritance, use specific li
braries have the lowest specialisation ratio. Perhaps, surpris
ingly, the libraries which provided frameworks did not have
the highest specialisation ratio. This may reflect a weakness in
the specialisation measure as libraries which inherit from a
common root (from which many classes are directly derived)
with a small number of other superclasses would result in
particularly high values for the specialisation ratio.
As Rumbaugh et al (1991) observed “C++ does not
contain a standard class library as part of its environment”
(Rumbaugh et al, 1991, p326). An indication that this may
have been, at least in part, addressed is that Borland C++
version 3.0 contains 166 classes (compared to Version 2.0
which had only 30 classes). Conversely, Smalltalk’s maturity
as a development environment (supported by a rich class
library) may be evident through the size of their libraries. It
seems evident that library size is not always dependent on the
type of library since:
— overall, general purpose libraries have more classes
than domain-specific libraries, although there are spe
cific exceptions.
— general purpose class libraries, which also support
graphical user interfaces (GUIs), do not always have
more classes than general purpose class libraries which
do not support GUIs.
Finally, the level of functionality offered by a class
may affect how reusable that class is likely to be. The
greater the number of functions, the more complete the
class may be. Reuse-by-instantiation is more likely to
occur as users of the class do not have to change or add to
that class for it to fulfil their requirements. However, a
class may be considered as having too much functionality
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as it may be too complex to learn or incur overhead on
functionality that is never used (Kennedy, 1992). Con
versely, if a class is highly specific, it may be more
difficult to derive particular specialisations than if it only
had a few features. Consequently, the libraries which have
a lower average number of methods may be the easiest to
extend, whereas the libraries which have a greater average
number of methods may be the most difficult to extend.
Indeed, these tentative suggestions, drawn from this initial
study, indicate areas where extended statistical analysis is
needed to test these hypotheses in detail.

6 CONSISTENCY IN USES OF INHERITANCE, AND
IN FORM AND CONTENT OF SUB-HIERARCHIES
Similar classes exist across hierarchies, as do branches with
similar form and content. However, the use of inheritance to
position similar classes in the hierarchies appears to be incon
sistent in some cases; and similar branches and hierarchical
structures may be different across libraries. This may result in
users experiencing difficulty in locating classes across hierar
chies, as a class which existed in one branch of hierarchy
(which they may know very well), may be located in a
different branch of another library. Furthermore, the way that
a class can be used is dependent on whether the branches are
structured around specification inheritance as opposed to
specialisation inheritance or implementation inheritance. The
following examples from the class libraries studied illustrate
these situations.

6.1 Dissimilar positioning of individual classes
Consider the concept of “association”. According to Borland
C++ version 2.0 documentation, an association “keeps two
objects together and treats them as a single object”. Let us
examine the position of this concept in relation to other
classes in the hierarchies. These are illustrated in Figure 8 for
Borland 3.0, C++/Views and Smalltalk/V for Windows. The
positioning of Association varies considerably — Smalltalk/
V for Windows bases Association on Magnitude, whereas
Borland C++ version 3.0 and C++/Views place Association
as a concept independent (in terms of any form of inheritance)
of any other class, except Object. This is perhaps reconcilable
with C++/Views as this library does not support a “magni
tude” or “sortable” concept, whereas Borland C++ version
3.0 does.
A class which is implemented in the majority of the
libraries studied is String (it is implemented in another
library as VariableString). This class would probably be
used profusely in most applications. If users are going to
use any class across libraries, it would probably be the
String class. So it is, perhaps, the most important class that
users must be able to locate. Users poring over hierarchy
charts to locate this class while interworking amongst
libraries would find a strong deterrent to reuse in the
inconsistent positioning, as shown in Figure 9 for the
Borland C++ version 3.0, C++/Views and Smalltalk/V for
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Windows libraries. String has been classified as an
IndexedCollection in Smalltalk/V (although a different
subclass of IndexedCollection is used as String’s direct
superclass). However, even though Borland C++ version
3.0 and C++/Views have Collection objects, String does
not inherit from these classes in these libraries, either
directly or through the inheritance chain. Borland C++
version 3.0 classifies String as a class that can be ordered
or sorted. On the other hand, even though Smalltalk/V
supports the concept of ordering through the class Magni
tude, String does not inherit from this class in this library.
For a class that is used so frequently, the inconsistency in
String’s positions in the various hierarchies is surprising.
Users working amongst different libraries cannot auto
matically apply their knowledge of String’s position in
inheritance hierarchies from one library to another. Rather,
extended periods scouring the hierarchy through a class
browser may be required for them to locate the String
class (although, of course, as class browsers become
more sophisticated, this concern will necessarily become
less significant).

Borland C++
ver 3.0

Borland C++
ver 3.0

Smalltalk/V for
Windows

Object

Object

(Jl
Container

Sortable

t

t

Collection

String

C++/Views
Object

Container

Collection

t
String

.L.

Object

Association

Sortable
Collection

C++/Views
Object
▲

t
t
f

Magnitude

IndexedCollection

FixedSizeCollection
Assoc

String

Smalltalk/V for
Windows

Figure 9: The positioning of class String in three class libraries.

Object

t
f

Magnitude

Association
Figure 8: The positioning of class Association in three class libraries.

Sub-hierarchies with different structures and uses of
inheritance
Four out of the five libraries discussed here support Collection
and/or Container classes (only Zinc Interface library does not
have these classes). A list of classes (with standardised names)
and the libraries which do not support these classes (those
which do support these classes will include them in the
hierarchy structures) is provided as follows:
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— Array — Booch components; and C++/Views
— Bag — C++/Views
— Collection — Booch Components
— Container — Booch Components; and Smalltalk/V
— Dictionary — Booch Components;
— IdentityDictionary — Booch Components; Borland C++;
C++/Views;
— MethodDictionary — Booch Components; Borland C++;
C++/Views;
— OrderedCollection — Booch Components; Borland C++
— SortedCollection — Booch Components; Borland C++;
and C++/Views
These are shown in Figure 10 for Booch Components,
Borland Version 3.0, C++/Views and Smalltalk/V for Win
dows. As the hierarchies show, there is a significant amount
of inconsistency amongst libraries in container/collection
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branches. For example, Borland C++ class libraries’ Collec
tion classes inherit from Container whereas the developers of
C++/Views implemented Container and Collection as sib
lings. This may be due to a difference in definitions used by the
two development groups (as discussed earlier). Another pos
sibility is that Borland C++ chose to use specialisation inher
itance to relate Collection to Container, whereas C++/Views
developers preferred to represent Collection and Containers
as completely separate concepts.
Booch Components

Bag

Borland Version 3.0

Set

Object

t
Container

t
Collection

.-------------- 1------------- 1
AbstractArray

Bag

t

HashTable

t

Array

Set

t

Dictionary

C++/Views

Object

.L
Collection

Set
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OrderedCollection

t
Dictionary
Smalltalk/V for
Windows

Object
^
Collection

Bag

IndexedCollection

i

^

FixedSizeCollection

*

ArraV

get

i

t

OrderedCollection

t

inheritance, users of the Borland C++ libraries realise that Set
is a particular instance of Bag and has specialised behaviour
which may not be covariant with Bag’s behaviour. These
relationships between Bag and Set are also contrasted by the
C++ Booch Components’ implementation of these two classes.
There is no inheritance relationship between the two classes.
Consequently, the relationship between these two classes
would never be apparent from studying the Booch Compo
nent’s hierarchy. The hierarchy provides no assistance in
transferring knowledge about the behaviour and characteris
tics from Bag to Set or vice versa.
It is interesting to note that the upgrade of Borland C++
version 2.0 to Borland C++ version 3.0 included a small
revision in the hierarchy structure (as opposed to just the
addition of classes and enhancement of functionality). In
Borland C++ version 2.0, Bag inherited from HashTable. This
inheritance relationship was removed in Borland C++ version
3.0 such that Bag and HashTable became siblings. This may
be in recognition that a Bag is not a HashTable.

SortedColiection

Dictionary

t

IdentityDictionary

t
MethodDictlonary

Figure 10: The positioning of Collection and Container classes in four
class libraries.

The use of inheritance to represent the relationship be
tween Bag and Set varies considerably across hierarchies.
Specification inheritance which achieves substitutability at
the Collection level (i.e. Bag and Set as subclasses of Collec
tion are substitutable for Collection) is used by Smalltalk/V.
Users of these classes should be guaranteed that wherever
Collection can be successfully used, both Bag and Set should
be able to fulfil those requests. The semantics of the relation
ship between Bag and Set in the Borland C++ libraries are
different as Set inherits from Bag. By using specialisation
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7 CONCLUSIONS
In summary, it was found that all class hierarchies studied use
more than one form of inheritance. This reduces the effective
ness of the hierarchy as a semantic tool from which users can
discern the meaning of classes, or the context in which those
classes should be used. Specification inheritance is difficult to
distinguish from implementation inheritance in languages
which support public unrestricted inheritance as all methods
of the superclass are inherited and made public. It is not
apparent through an examination of a hierarchy whether
inheritance in these cases is used for implementation or
specification reasons. Other language constructs can contrib
ute to apparent meaning, such as the use of private inheritance
in C++ to inherit for implementation only. Class names can
add significantly to apparent meaning, either as an indication
of specialisation (subclass name is a qualified version of its
superclass e.g. class IdentityDictionary is a specialisation of
Dictionary) or implementation inheritance (such as List inher
iting from ListBlocklnitialiser). If a specialisation is a sibling
to its generalisation, it is most likely that these classes are
organised into a specification inheritance hierarchy to achieve
substitutability for their superclass. Relationships between
classes do not necessitate using the inheritance mechanism.
Reuse-by-instantiation may be used to achieve what is re
quired without cluttering the class hierarchy with occurrences
of implementation inheritance.
Reusability, gauged through reuse-by-instantiation, is best
achieved through hierarchies with a forest structure as de
pendencies amongst classes are minimal. This promotes mix
ing and matching classes from a library. Application frame
works contribute to reuse-by-derivation as they provide guid
ance as to how users should add new classes to the hierarchy.
Constructs can be used to force reuse-by-derivation (e.g.
through the implementation of protected constructors in C++,
which ensures that the class can only be created through a
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derived class) or reuse-by-instantiation. Reuse-by-polymorphism is addressed through specification inheritance.
Finally, the results show that there is very little consistency
across libraries. There are only a few common classes which
exist across most hierarchies, even though most of the hierar
chies studied are from general purpose libraries. Some of the
common classes have different names in the various hierar
chies, which introduces barriers to the application of knowl
edge and experience gained through one library to another
library. In addition, classes which do share the same name and
concept are sometimes located in different parts of their
corresponding hierarchies — inconsistency which increases
the time and effort required to successful work amongst
various libraries.
Areas of further research that have been identified during
the course of this study include:
— whether a class which has many methods is “better” than a
class with only a few methods. This then begs the question
as to what makes one class “better” than another.
— the relationship between the use of inheritance and clientserver mechanisms to achieve code reuse. Issues for con
sideration in this area include the impact that excessive use
of inheritance has on reuse in the long term, and whether
systems which achieve a greater proportion of reuse through
client-server than inheritance gain or lose in aspects such
as expression (semantics), functionality and reuse.
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1 DIMENSIONS OF AN OBJECT MODELLING
METHODOLOGY
In software development, a methodology is required to reduce
the overall complexity, to engender repeatable results, to build
an information system which more closely models the busi
ness and to create a higher quality system. For software
developers using an object-oriented development environ
ment, it is important that a well-developed and proven objectoriented methodology is employed.
The profusion of object-oriented modelling methodolo
gies in recent years has created confusion for many commer
cial information technology practitioners. Some methodolo
gies encompass the whole software lifecycle (e.g. Rumbaugh
etal, 1991; Henderson-Sellers and Edwards, 1994a; Graham,
1995); some focus on analysis (e.g. OOA (object-oriented
analysis) of Coad and Yourdon, 1991 a); others concentrate on
design (e.g. Johnson and Foote, 1988; RDD (responsibilitydriven design): Wirfs-Brock et al, 1990; OOD (objectoriented design) of Coad and Yourdon, 1991b; the original
Booch OOD: Booch, 1991); yet others provide specific
techniques for one lifecycle “phase” rather than any attempt
at describing a full, or even partial, lifecycle approach. Whilst
full lifecycle coverage is desirable, Olle et al (1991, p307)
warn that adding more features does not necessarily make it
“better” and that there is an optimum number of features
beyond which the methodology is excessively complex.
Whilst many of these methodologies await widescale appli
cation and verification in commercial developments, the initial
results are promising (e.g. Unhelkar, 1994). Of those several
dozen methodologies or part methodologies published, only
around ten are commercially viable. These are methodologies
which satisfy Dock’s (1992a) criteria, as modified by HendersonSellers and Edwards (1994b) to apply to public domain (socalled “Level 2”) methodologies — examples of which are the
focus of the examples in this paper: (1) OOA/D of Coad and
Yourdon (1991a,b); (2) Booch (1991, 1994); (3) OMT of
Rumbaugh et <3/ (1991); (4) RDD of Wirfs-Brock et al (1990);
and (5) MOSES of Henderson-Sellers and Edwards (1994a).
“Level 2” methodologies satisfy the following criteria:
1 they are described in an English language book published
by a reputable (preferably international) publishing house;
2 they have at least one author actively participating in
commercial OO developments;
3 they have been used successfully in at least one commer
cial project involving five or more programmers;
4 they are supported by commercially available CASE tools
which cost less than $20,000 per user/”seat”;
5 they should be fully supported by training by at least one
company, preferably with at least 10 people capable of
conducting courses on the methodology.
Many authors (e.g. Arnold et al, 1991; de Champeaux and
Faure, 1992; Hutt, 1994) have presented comparisons of
methodologies. For example, Arnold et al (1991) used the
following dimensions for comparison:
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— the use of objects and classes as opposed to package or
module
— the use of inheritance
— visibility
— object life histories, lifetimes, creation and destruction
— concurrency
— communication — whether information flow and synchro
nisation are directly addressed.
Arnold et al (1991) considered Booch, OMT and RDD to
be fully supportive of object-oriented concepts, whereas Buhr
and HOOD were not. Even then, Arnold etal (1991) noted that
RDD did not support the notion of object lifetimes and only
offers limited support for aggregation.
Other criteria used have been whether methodologists
offered any guidance in discovering objects and classes
(Bulman, 1991). De Champeaux and Faure (1992) discuss
also the difference between analysis and design and use an
extended list of criteria compared to Arnold et al (1991).
These include multiple inheritance, attributes, relations and/
or functions, state transition diagrams (STDs), events, event
traces, triggers, use of data flow diagrams (DFDs), presence
of global parallelism and the availability of an integrated tool
set. Another (larger) list of methodologies for evaluation and
a different set of criteria were used by Monarchi and Puhr
(1992). Their list of criteria included semantic representation,
class optimisation and verification of specifications. A later
review by Cribbs et al (1992), as reported in Dock (1992b),
has some tentative assessment of quality attributes of method
ologies. They discuss how well notations express the required
semantics, how well individual methodologies address spe
cific questions so that a locally “best” methodology can be
chosen on a per-project basis and how to instigate an appropri
ate migration plan. Other reviews can be found in Carmichael
(1994) and Hutt (1994). In this paper, we do not replicate these
useful studies; rather we focus on two additional critical
components of OO methodologies: whether, and if so how,
the methodologies incorporate and support business rules and
quality objectives. In order to do this, we first describe briefly
an evaluation framework consisting of three different broad
perspectives or dimensions: the technical dimension, man
agement dimension and the usage dimension (i.e. the end
user). The technical dimension lists the concerns of the
developer in relating the particular needs of object-orientation
relative to the tasks of modelling a system. The management
dimension mainly focuses on the issues relating to the effec
tive monitoring and control of the whole development proc
ess. The usage dimension looks from the end users’ perspec
tive at the effectiveness of the whole development mechanism
in supporting the model construction work. Business rules are
an element of the technical dimension and the quality perspec
tive an integral part of the management dimension.

1.1 The Technical Dimension
As the development of an application system using a classbased object-oriented approach has distinctive characteristics
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which differentiate it from the traditional function-based
procedure-oriented methodologies, a proposed object model
ling methodology should offer the developers the ability to
capture and model the essential features of its underlying
philosophy — in this case, the object-oriented world view.
This dimension is very important as object-orientation re
quires a complete change of mindset (Booch, 1989; Coad and
Yourdon, 1991a; Henderson-Sellers, 1992a).
Consequently, an object modelling methodology should
support the following basic features of an object-oriented
system: object classification, encapsulation and inherit
ance (Henderson-Sellers, 1992b). It is also important for
the methodology to model the static information structure
and the dynamic behaviour of objects as well as interac
tions among these objects in a system. Irrespective of the
underlying modelling philosophy, a modelling methodol
ogy should also facilitate the capturing of the business
requirements (i.e. the business rules and policies) in the
model (a focus of this paper).
Business Policies and Rules
Needless to say, a conceptual model should form the funda
mental platform for subsequent realisation of a workable
system. In the context of a business information processing
system, a significant part of the processing is generally dic
tated by business needs. All business processes are guided and
supported by a core set of business policies and rules. Without
business policies or rules being identified and documented in
the object model, the conceptual modelling task could not be
said to be completed.
Business rules can be defined as “declarations of policy of
conditions that must be satisfied” (OMG, 1988). They are
expressed in natural language such as
IF Account balance is less than zero
THEN Send customer a reminder
although it should be noted (Rubin et al, 1994) that not all IF
THEN structures represent rules. For example,
IF proof of identity is a bank card or a credit card
THEN it is acceptable
is not a rule, since a rule must have two (or more) alterna
tive outcomes.
Odell (1993) notes that “such rules do not just reflect the
business, they are the business”. Business rules can be catego
rised as constraint rules (which specify policies or conditions)
and derivation rules (for inferring or computing facts from
other facts). For example, in the latter category we might have
The profit is calculated AS FOLLOWS
profit = cash received — expenses
(see Graham, 1995, p252).
The business policies and rules form an integral part in the
analysis of the behavioural aspect of an object (Graham,
1995). They lay down the assumptions, guidelines and obliga
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tions of an object in providing services in a system. It is,
perhaps, unfortunate that in most information systems, these
rules are not properly declared or as well documented as they
should be. Instead, they are transformed into programming
code for execution. As a result, these sets of business rules are
scattered around in various program modules and hidden from
the users who originally defined them and who will be the ones
most likely to request changes in the future.
From the developer’s perspective, it is important that a
modelling methodology should have the facility to explicitly
document the business policies and rules so that they can be
reviewed by the users. This documentation should be at a
high-level and be encapsulated in the object classes to which
the policy statements apply.

1.2 The Management Dimension
This second dimension concerns issues that apply to most
types of modelling methodologies, not only object-ori
ented modelling methodologies. These issues are related
to the tracking and the management of the progress of a
system development project; the main aim being to ensure
that the project is being developed on time and within
budget, meets the agreed quality requirements and at the
same time, fulfils the original expectation of the users’
functionality (Goldberg, 1991).
A software development methodology is usually char
acterised by several distinct but highly interrelated phases
of activities. Breaking down a whole development process
into a sequence of discrete phases or stages helps in the
management of a complex process. However, such linear
sequential stages over-simplify the nature of system de
velopment in an object-oriented environment which is
characterised by iteration, recursion and feedback paths
(called a “round trip gestalt” design by Booch, 1991).
Nevertheless, the identification of deliverables is still a
critical component of OO project management (HendersonSellers and Edwards, 1994; Graham, 1995).
Quality
Quality, an important component of any management
philosophy, focuses on four main objectives (Kitchenham
and Walker, 1986): minimising costs, controlling the qual
ity profile of each product; producing goods of a consist
ent standard; and establishing a marketwide reputation of
providing value for money. Quality aspects have been
summarised by Thomsett (1990) and Henderson-Sellers
(1992a). They include
— verifiability; conformity: data and functional requirements
are met
— robustness: ability to handle abnormal cases
— correctness; reliability: consistent and correct performance
— maintainability: capable of being maintained easily
— reusability: ability to reuse classes, designs, frameworks
— efficiency: optimal use of resources and performance
— portability: allows operation in different environments
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— usability: easy to use from client’s perspective
— compatibility: interworking of software modules with
others
— auditability: level to which system can be audited
— integrity; security: prevention of unauthorised access
— extensibility; flexibility: ease of enhancements of existing
software.
Indeed, it could even be argued that how a methodology
addresses each of these topics is some indication of the quality
of the methodology itself in the sense that it indicates the
likelihood of the use of that particular methodology leading to
the creation of quality software products. In many instances,
trade-offs have to be made between pairs of quality character
istics e.g. between usability and portability.

1.3 The Usage Dimension
The third dimension in evaluating an object modelling meth
odology (not discussed here in any detail) relates to the more
pragmatic use of the methodology itself. Topics including the
simplicity of the methodology, the ease of use of the method
ology’s techniques and processes and the expressive power of
the methodology’s diagrammatic and textual notation will be
discussed in this section.
Simplicity
Simplicity of a modelling methodology is exemplified in non
complex modelling processes or activities. This property
should also apply to the diagrammatic notation and the textual
templates used in constructing and completing the outputs/
deliverables which, when combined together, form a com
plete conceptual model. A simple modelling methodology
either avoids complexity or handles it well. The building
processes should not be too complex. There should be a
concise set of notation to represent all different concepts
required in representing the problem domain. In addition,
sufficient templates should be provided. This is one major
factor in determining whether or not a modelling methodol
ogy will be easily accepted, learned and used within an
organisation (Constantine, 1995, Ch 20).
Ease of Use
The concept of ease of use is closely related to the property of
simplicity. This can be further looked at from two perspec
tives: the ease of acquiring the knowledge and the ease of use
without the support of any automated tools.
Another important contribution to ease of use is whether or
not the notation (or a recommended simplified version of it)
can be easily drawn by hand without the help of automated
tools (e.g. CASE or diagramming tools) (Barrett and Simsion,
1993). Most of the time, the system developer will be working
closely with the domain expert, where a piece of paper or a
whiteboard will be the most convenient medium to record the
working model in progress. If the notation is not easy to
construct, then this notation will not be widely adopted in the
IT industry.
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Expressiveness
Expressiveness refers to the power of representing and pre
senting the captured abstract concepts to the users within a
reasonable size of diagrammatic symbols or natural language
text and representing a wide range of different concepts (i.e.
the ability to represent a large quantity and variety of informa
tion in a diagram of a reasonable size). Such a modelling
methodology should provide a convenient notation to de
scribe the object classes, their interrelationship as well as the
rules which govern their behaviour. Another aspect of this
expressive power is the range of basic symbols provided. If an
insufficient number is provided, then the modeller generally
will have to provide this by inventing his/her own.
Also under the heading of expressive power is readability.
This is the ease with which someone familiar with the problem
domain can read the models being developed by some other
system developers without spending a lot of time in understand
ing all the notations as defined in the modelling methodologies.

than one service in the same object, then it is necessary to
repeat the same rule again in each of the affected service
charts. There is no provision in OOA/D to declare and define
each individual business rule once so that it can be later
referenced by the rule name in an individual service when
required. The obvious drawback of this repeated specification
of the same rule is the difficulty in maintaining their consist
ency over time. Also, OOA/D lacks the ability to declare rules
that apply to all objects of the class (i.e. the class invariants as
discussed by Meyer, 1988).

In this section, a selection (five) of some of the leading objectoriented modelling methodologies will be discussed very
briefly, focusing on outputs/deliverables produced and then
an evaluation of their support for business rules and quality.

Quality
OOA (plus OOD and OOP) focuses on specification inher
itance which is highly important for quality reuse by the
applications developer (implementation inheritance, on
the other hand, supports reuse by the coder). This strong
focus on inheritance-type support (which the authors call
Gen/Spec) also promotes extensibility and flexibility. In
clusion of the Human Interaction Component in OOD
addresses the software quality attribute of usability di
rectly. In addition, the notation is consistent between
phases, thus supporting auditability. Coupling and cohe
sion issues are also recognised, as is testing. Efficiency
issues are also discussed.

2.1 OOA/D: Coad and Yourdon (1991a,b)

2.2 Booch Object-Oriented Design (1991,1994)

Coad and Yourdon published their first version of ObjectOriented Analysis (OOA) methodology in 1990 and their
second version of the methodology a year later in 1991. This
review is solely based on the second version of their OOA
methodology. The analysis ideas were then expanded into a
design methodology (Coad and Yourdon, 1991b) and into
programming support (Coad and Nicola, 1993).
There are five major activities in their OOA methodol
ogy and the output of these five major activities is a fivelayer OOA model. The primary outputs/deliverables from
the OOA methodology consist of a five-layer OOA model,
Class-&-Object specifications, object- state diagrams and
service charts. OOD then suggests that the analysis model
is both incrementally refined and categorised between
four components: Problem Domain Component, Human
Interaction Component; Task Management Component;
and Data Management Component.

Booch’s methodology was originally Ada specific (Booch,
1986). Since then, his methodology has gone through quite an
extensive revision and has become language independent.
The methodology examined here was documented in his 1991
book “Object-Oriented Design with Applications” and fur
ther updates documented in Booch (1994).
There are six major deliverables produced from Booch
methodology. They are the class diagrams/templates, ob
ject diagrams/templates, module diagrams/templates, proc
ess diagrams/templates, state-transition diagrams and, fi
nally, timing diagrams (1991) or interaction diagrams
(1994). Together, these deliverables make up the multiple
views of a complex system. The logical view of a system
is supported by the class diagrams/templates and the ob
ject diagrams/templates. The physical view of a system is
made up of the module diagrams/templates and the proc
ess diagrams/templates. These four diagrams depict the
static semantics of a system. The dynamic semantics of a
system are depicted by the state transition diagram and the
timing/interaction diagram.

2 THE METHODOLOGIES

Evaluation
Business Rules
The OOA/D methodology is weak in the explicit support of
business policies and rules, re-engineering and reuse. There is
no higher level of abstraction facility for the business policies
and rules visible on the Class-&-Object diagram. Instead,
these rules are modelled as pre-conditions to trigger services
of a Class-&-Object and are buried deep in the service charts
in the corresponding Class-&-Object specification. The im
plication of this is that these business rules are scattered
around in various service charts. If the same rule triggers more
98

Evaluation
Business Rules
Like most of the other object-oriented methodologies, Booch
does not support the explicit capturing of business rules at
class level. Although some business rules can be specified as
pre- and post-conditions within class operations in the class
diagrams/templates, rules that affect the class as a whole (i.e.
class invariants) are not supported.
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Quality
Round-trip gestalt design aids in comprehending and structur
ing complexity, thus contributing to aspects of verifiabiliity
and conformity. Strong cohesion and reduction of coupling,
standard aims of software developers (e.g. Yourdon and
Constantine, 1979) are no less apposite in object-oriented
systems; although the use of inheritance introduces strong
coupling between classes which many see as being highly
beneficial. The developments of prototypes advocated in this
methodology should also lead to a system which is more
usable by the clients. In Booch (1994) more attention is paid
to quality metrics with some suggestions for “metrics of
goodness” for systems quality (3); size/complexity (2); and
class quality (6).

2.3 OMT: Rumbaugh et al (1991)
The Object Modelling Technique (OMT) was originated from
the work of James Rumbaugh and his colleagues at the
Research and Development Centre of General Electric. OMT
is programming language independent and consists of a very
rich notation for modelling objects of the real world. The
OMT methodology consists of three main phases: analysis,
system design and object design. The main outputs from these
three phases are the object model, dynamic model and func
tional model. In fact, these three main models are produced as
a result of the analysis phase and then further refined in the
subsequent two phases.
The main outputs/deliverables from the OMT are three
models, each using a different notation. These three models
are (1) the object model to depict the static structures of
objects, (2) the dynamic model to show the flow of control and
(3) the functional model to show data transformation. These
three models are first built in the analysis phase, used in the
design phase and then further expanded into more detail
during the object design phase.

Evaluation
Business Rules
OMT has only very limited support for capturing simple
business rules as constraints on the object model or as guards
on the state transitions of the dynamic model. Indeed, com
plex constraints can only be specified in the functional model.
Quality
OMT specifically discusses tradeoffs between quality at
tributes. Rumbaugh et al (1991) identify maintainability,
portability, understandability, functionality, efficiency and
robustness as some of the unquantifiable design criteria
that compete against each other for priority. Efficiency is
“traded-off” against maintainability and flexibility. En
capsulation promotes maintainability and the reuse of
existing class libraries is advocated in the Object Design
stage. The authors suggest that existing concepts and
taxonomies should be used wherever possible in creating
new generalisations and/or specialisations. Correctness is
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997

addressed through the use of scenarios, a technique which
is to be strengthened in future versions of OMT (Rumbaugh,
1994). Auditability is well supported by the use of the
same notation throughout the lifecycle.

2.4 RDD: Wirfs-Brock et al (1990)
The emphasis in the text of Wirfs-Brock et al, (1990) is that of
design. The contribution in this work is largely that of subsys
tems and collaborations and the authors use the following
techniques of modelling: responsibility-driven design (RDD);
client-server; contracting. In support, they recommend the use
(in the appropriate context) of CRC cards, Venn diagrams,
subsystem notation, graphs and contract specifications. Their
major steps are: identify classes; identify responsibilities;
identify collaborations; refine design in terms of hierarchies
and subsystems; and construct protocols.

Evaluation
Business Rules
There is no explicit representation of business rules in RDD.
However, the focus on responsibilities and particularly con
tracting forms a potential basis for the future incorporation of
business rules.
Quality
Scenario walkthroughs are a significant contribution to software
quality. They ensure that the design process is proceeding
correctly, since other designers can share and debate their
understanding of the problem and its solution through these
walkthroughs. RDD also addresses the structure of the class
hierarchy and makes recommendations regarding genericity of
interfaces (such as the use of specification inheritance). Reus
ability is also addressed directly, but not deeply. Responsibilities
are a key concept to engender software quality, strengthened by
the use of (interface) contracts. These notions, coupled with the
standard OO concepts of encapsulation and information hiding,
assists in the location of bugs and contributes significantly to
maintainability and understandability. This then promotes the
software quality of extensibility.

2.5 MOSES: Henderson-Sellers and Edwards (1994a)
MOSES stands for Methodology for Object-Oriented Soft
ware Engineering of Systems. It is a second-generation ob
ject-oriented methodology developed by Brian HendersonSellers and Julian M Edwards. This methodology is fully
described in their 1994 publication “BOOKTWO of ObjectOriented Knowledge: The Working Object”. MOSES sup
ports a comprehensive lifecycle model which deals with the
technical aspects as well as the management aspects of a
system development from its initial planning, inception, analy
sis, design, implementation up to its continual extension (i.e.
subsequent product maintenance and enhancement).
There are eight textual deliverables and five graphical
models produced from MOSES’s two lifecycles and twenty
activities. The main deliverables are the class specification,
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subsystem responsibility specification, object/class (0/C)
model, event model, objectchart, inheritance model and serv
ice structure model. These main deliverables are built up
iteratively from the activities in the specification and the
implementation phases within the process lifecycle.

Evaluation
Business Rules
MOSES has limited support for business rules which can be
represented in an optional box added to the base of the icon
(Henderson-Sellers and Edwards, 1994a, p217). Rules are
also supported, at least at a framework level, by the emphasis
in MOSES (and also in BON: Walden and Nerson, 1995) on
software contracting (Meyer, 1992). This is an equivalent
level of support to that in RDD. Further developments for
business rules in MOSES have been proposed by Zhao and
Foster (1995) in the ROO project.
Quality
Conformity and usability are assured by prototyping and
incremental delivery. The use of specification hierarchies and
a strong urging not to use implementation inheritance offer
support for a semantically sound and complete inheritance
structure. Reuse is stressed throughout and specific activities
are discussed “for reuse” and “with reuse” and reflected in the
notation. Robustness is addressed by the testing activity as is
correctness. The methodology also contains contracts as a
major focus and the use of responsibility-driven thinking.
There is also a specific activity labelled “quality” which
focuses on the use of metrics throughout the lifecycle. Analy
sis and design are subsumed into the one Specification Phase
and this is reflected in the notation which is seamless across
the lifecycle.
3 CONCLUSIONS
The IT industry is now more confident in applying an objectoriented approach to systems development work. A good
object-oriented modelling methodology will facilitate such
development. A methodology brings standards and quality
into an organisation’s software products and makes the soft
ware development process a controlled and managed one.
This paper presents a comparative review of the support for
business rules and quality objectives in five examples of
leading object-oriented modelling methodologies within the
framework of the technical, management and usage dimen
sions. Specifically, we have focused upon two specific char
acteristics: support for business rules within the Technical
Dimension and support for quality objectives within the
Management Dimension. This brief survey concludes that
1 Although business rules are one of the important compo
nents of a system, they are seldom captured and abstracted
on the system models. At most, they are being captured as
pre- and post-conditions of the class services or as class
invariants. Further work is required and, indeed, is cur
100

rently in progress (Walden and Nerson, 1994; Zhao and
Foster, 1995; Graham, 1995).
2 Many of these methodologies do support the notions of
quality. All make some comment regarding reuse although
for many it is a peripheral reference. Few contain reuse at
the core of the methodology. RDD and MOSES (as well as
BON and SOMA — not reviewed here) focus on the use of
contracts for correctness, reliability and robustness.
Auditability is supported by the consistency of notations
(which, for instance, does not occur in OOSE or Fusion,
two recent methodologies not reviewed here) and, in
MOSES, by the merging of the “analysis” and “design”
phases. However, few of the methodologies really support
or discuss efficiency; verifiability and usability. Robust
ness is only briefly addressed and portability essentially
ignored (Johnson and Foote, 1988). The most neglected
software quality attribute is that of integrity/security. No
methodology surveyed specifically catered for this issue.
Some integrity is provided by the object paradigm directly
in its use of encapsulation and tightly specified interfaces;
this deficiency may be symptomatic of the lack of applica
tions of object technology in environments where security
is a significant issue.
While this paper presents a comparative review on five of
the leading object modelling methodologies, it is not the
intention of this paper to determine which methodology is
“the best”. Like computer programming languages, it is diffi
cult to have one best general-purpose object-oriented model
ling methodology (Avison and Wood-Harper, 1991; Blum,
1994). In terms of supporting the features of the objectoriented paradigm and in providing useful procedures and
activities to build the required models, most of the models
reviewed have already achieved a certain degree of success.
Two particular focus areas were discussed: how to capture
business rules on the system models and an evaluation of the
degree to which quality concerns are recognised by the meth
odology. Such recognition assists methodology developers in
identifying possible “gaps” which are thus identified as good
candidates for further research.
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1 INTRODUCTION
Functional programming languages are well-suited for paral
lel computation because they do not place artificial constraints
on the evaluation order. The absence of side-effects in such
languages means that independent sub-expressions may be
evaluated in any order, or in parallel. These languages, being
declarative in nature, offer a medium in which the program
mer can express the essential features of a parallel algorithm,
without simultaneously having to detail the solution to a
number of lower-level problems such as synchronisation and
communication between tasks.
Optimal execution of a parallel program depends on parti
tioning the program into modules (tasks) and scheduling those
modules for the shortest execution time possible. Recently
Burton and Rayward-Smith (1994) have shown that in the
absence of a priori information as to resource requirements of
tasks, good schedules for parallel execution of tasks on
distributed-memory multiprocessors cannot be found. Broadly,
our research is concerned with the issues of task scheduling
and choosing an optimal granularity of parallel execution of
functional programs for a given distributed-memory, mes
sage-passing multiprocessor machine.
Discovering what can be executed concurrently is a hard
problem. Static analysis such as the strictness analysis can
determine whether or not two computations can be executed
in parallel, or are serialised by data dependencies. But, in
general, it is difficult to determine the sizes and shapes of
computations, the sizes and shapes of the data structures
produced and consumed by these computations, and the
sharing between data at compile-time.
The programmer can provide information in the form of
annotations based on past experience of how the program has
behaved in different environments. Given the complexities
introduced by the need for good granularity, data locality etc.,
it is not easy for the programmer to get them right, and hence,
an understanding of the underlying mechanisms would be
needed. Also, in the event of using a highly optimising
compiler, the programmer will not be able to predict the
effects of the compiler on his/her program.
We propose an approach in which the program is first
compiled by inserting proper monitoring code and run on a
small set of data. We collect some useful statistics (execution
profiles) about the program, which are then processed and fed
back into the compiler to produce the parallel version of the
code. The techniques (cost analysis, in particular) described in
this paper generate most of the information which annotations
provide, more accurately. These techniques can also be used
to identify specific places where annotations could provide
better information than that generated automatically.
The rest of the paper is organised as follows. We discuss
various options for dynamic parallel execution of functional
programs in Section 2. We present our approach by defining
the cost analysis model (equations) in Section 3. What type of
other statistics should be gathered from the monitored com
piled code are also presented in this section. Although estab
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lishing the best heuristics for using them is a subject for further
research, we still present some of our experiences in Section
4. Section 5 presents some examples and the use of cost
analysis in scheduling them for parallel evaluation. Section 6
concludes the paper.

2 OPTIONS FOR PARALLEL EXECUTION
Some familiarity with the implementation of functional lan
guages (Peyton-Jones, 1987;PlasmeijerandvanEckelen, 1993),
the FLAGSHIP machine project (Watson et al, 1987), and its
extension to the distributed-memory LAGER (Larger Grain
Graph Rewriting) computational model (Maheshwari, 1990;
Maheshwari, 1995; Wong, 1993),and/or someoftheir low-level
mechanisms would be helpful for the reader to understand the
following discussion. The LAGER model of computation is a
packet-based supercombinator graph reduction system with
large packet rewrites comprising several reductions each. Large
branches of a computation graph can be evaluated in parallel, as
packet rewrites, in a distributed reduction environment. The
main objective of this large grain approach is to increase the
efficiency of parallel evaluation of functional programs by
increasing the amount of useful computation performed relative
to the rewrite and communication overheads.
The LAGER hardware and low-level software mecha
nisms can be used to exploit parallelism in a number of
different ways. The control of parallelism in this model is
dynamic, as the model introduces both parallelism and
sequentiality in the compiled code of a task. Execution can be
switched to either parallel or sequential mode at run-time
according to the availability of machine resources
(Maheshwari, 1995). In this paper, we consider the tasks
(function calls) where all computations, and the data they use,
are distributed dynamically. This is primarily useful for gen
eral-purpose computation with functional, logic, or other
programming languages with recursion.
Every expression in a functional program is an application
of a function (or primitive operator) to zero or more argu
ments. Experience with parallel/distributed graph reduction
machine projects like ALICE (Cripps et al, 1987), FLAG
SHIP (Watson et al, 1987) and GRIP (Peyton-Jones et al,
1987) suggests that a task (size) should be of the order of a
single user-defined function approximating to a single condi
tional expression, a single level of structure access or a single
step of recursion down a list.
To make things simpler, let us restrict a “computation” to
mean a strict function call operating on strict data structures.
A given function call (task) can be executed in several possi
ble ways:
1 Serially, on the processor doing the call.
2 In parallel, on a processor determined by some load balanc
ing mechanism.
3 On the processor where (some part of) the data it needs
resides.
4 On some processor chosen for some other reason, e.g., to
distribute the data structure it creates.
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In general, the compiler with the help of the strictness
analyser will decide which of these options are allowed. For
example, our Hope* to LAGER compiler plants the code for
spawning a parallel task based on the options 1 and 2. The
actual decision is made at run-time as to which one is actually
used (e.g., by using theTESTBUSY instruction for checking the
busyness of the machine). Options 1 and 2 do not consider at
all where the data structures actually are and, therefore, lead
to a lot of overheads due to remote data access and copying.
To exploit the locality of data structures, options 3 and 4
provide solutions. Options 3 and 4 may still make sense even
if there are not two calls (tasks) to be evaluated in parallel. If
the task is following the data around, it needs to do this
consistently. Unfortunately, these two options result in infe
rior load balancing, and tend to serialise the program by
causing extra synchronisation which would not otherwise be
necessary. Option 4 is a little tricky — it has to be done in such
a way as to maintain good granularity and data locality.
A program will execute efficiently if its average run-time
granularity is large compared to the overhead of task creation,
providing of course that enough parallelism has been pre
served to achieve good load balancing. In view of the above
trade-off, it seems likely that the best strategy for a particular
program will be a fairly subtle combination of these options;
for example, in another work (Maheshwari, 1995), we have
shown how the asymptotic complexity functions of execution
time of the task and communication costs involved in copying
the data structures help us in improving its parallel execution
on the LAGER computational model by choosing one of the
suitable options.
Determining the complexity of a program by static analy
sis is equivalent to determining whether a program terminates.
Though it is generally hard to obtain a complexity function in
a closed-form automatically, some progress has been made in
automatically (mechanically) deriving the sequential time
complexity of functional programs (Le Metayer, 1988;
Rosendahl, 1989; Wegbreit, 1975). We extend some of these
works on time complexity analyses to analyse parallel func
tional programs and present a cost analysis model to collect
useful information from sequential and parallel program ex
pressions. It should be noted that the previous complexity
analyses are for sequential declarative programs. Carefully
chosen run-time statistics (profile) of a program will help the
compiler (or programmer) to know how different sub-expres
sions actually behave at run-time. The following section
presents our cost model of a first-order functional language in
which we can reason about the functionality as well as the cost
of the program.

3 COST MODEL FOR A SIMPLE FUNCTIONAL
PROGRAM
3.1 Terminology
In a parallel and distributed environment where different
operations take different times, we define cost functions for a
given expression, Exp:
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T,(Exp)

= Time taken when Exp is executed sequentially
on one processor;
T„lf(ExP) = Time taken when Exp is executed in parallel
on arbitrarily many processors (ignoring all
overheads of parallel execution);
PJExp) = Tj(Exp)/Tjnf(Exp), known as speedup in the
literature.
Pa is a very useful and practical measure of program parallel
ism. It is to be noted that P reflects Amdahl’s law—for instance,
if 50% of the program is serial, P will be less than 2.
We also define similar measures for data structures. For an
arbitrary acyclic data structure, let:
D,
DP

Total size of data structure;
Longest path length through structure;
D/D ini

Again, DP is a useful measure of the parallelism
available from a data structure. For example, a simple list
has DPa = 1 which reflects the fact that operations on it are
likely to be serial. A balanced binary tree with n elements
has DPa = n/log(n), and a list of n lists of m elements has
DP = m, showing that these structures can potentially be
created and/or used in parallel.
Although these numbers cannot be determined statically,
they can either be determined by serial execution of the
program or by some arbitrary parallel execution of the pro
gram, as described in the next two sections. In recent years,
profiling has become an important tool for semi-automatic
compiler optimisations (Chang et al, 1991; Sarkar, 1989;
Sarkar, 1991). The need of an advanced profiling tool for the
purpose of better partitioning and scheduling of parallel
programs on multiprocessors is discussed in (Maheshwari,
1995). The cost analysis of functional programs presented
below helps in collecting some useful profiling data provided
it is incorporated carefully into the compiler. The sequential
cost equations are in fact very similar to those of (Le Metayer,
1988). The main contribution of this paper is in defining and
using the parallel cost analysis of functional programs.

3.2 Cost analysis
To explain the methodology, we consider the cost (time)
analysis of functional programs written in a first order strict
language. If f is a function of n arguments, we let Tf be a
function on n arguments such that Tt(Ep...,En) is the number
of call steps required to evaluate f(E
Let us assume
that our expression, E, is one of the following:
a constant
a built-in function or operator
a user-defined function
a conditional expression

k
op(£;,. .. ,E )
f(Er...,En)
if E0 then £'; else £,

and V(E) is the value returned after the evaluation of E.
The cost of a function f defined by:
f(£;,...,£ ) = Exp
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is equal to:
Tf(Er...,En) = T;(Exp), if evaluated sequentially
= Tn/(Exp), if evaluated in parallel
In principle, the sequential execution cost of evaluating E,
Tt{E), can be calculated using the time cost equations shown
in Figure 1.
T/(k)
T,(op{Eh...,En)
T,{f{Eh...,En))
Tj(if E0 then Ej else E2)

= StaticCost(k)

= T,(Ei) + ... + T,(En) + StaticCostCop.V^).....V(£„))
= T,(E,) + ... + T,(En) + CallCost(n) + r^VOE,V(£B))
- Ti(E0) + StaticCost(if-then-else)
+ (if V(E0) = true then T/(E,) else T,{E2))

Figure 1: Sequential cost analysis of first-order programs.

The cost of a constant can be statically determined. For a
built-in function, T} is the cost of evaluating the arguments,
plus the cost of executing the built-in itself. This will often be
statically determined, but in general may be a function of the
values of its arguments (e.g., the cost of allocating a memory
cell may depend on its size). For a user-defined function call,
Tt consists of the cost of evaluating the arguments, the cost of
the call itself (assumed to be the same for any function call of
n arguments), and the cost of evaluating the function given the
values of the arguments. The T] cost of a conditional expres
sion is the cost of evaluating the condition, plus the cost of
evaluating the selected expression, plus the cost (assumed
static) of executing the conditional itself.
Similarly, the parallel execution cost equations for T.nf(E)
can be defined as shown in Figure 2.
Tl/tj(k) = StaticCost(k)
7;n;(op(£,.....En)) = max(Tmj(El),...,Tin/,En)) + StaticCosE(op,V(£,),...,y(£„))

TinJ(f (£„...,£*)) =
T,„/£„)) + CaIlCost(/i) + T0{E,) V{En))
Tinj(if E0 then Ef else E2) = Tinj{E/) + StaticCost(if-then-else)
+ (if V(E0) = true then TinJiE/) else Tinj{E2))

Figure 2: Parallel cost analysis of first-order programs.

Constants are assumed to be created by sequential code,
the cost of which can be statically determined. Since we are
assuming strictness, the argument expressions may be evalu
ated in parallel, so T.nf is the maximum of the T.nfvalues for the
sub-expressions, plus the cost of executing the built-in (as
sumed to be done serially). Again, in the case of a user-defined
function call, the argument expressions can be evaluated in
parallel, but all must be evaluated before the function can be
called, and the call itself is assumed to be done serially (no
distinction is made between the costs of serial and parallel
calls in this abstract model). In the case of a conditional
expression, since the evaluation has to be done serially, the
equation for Tjnf is similar to that of Tr
Note that the equations for T.nj reflect the influence of data
dependencies on the program. When expressions can be
evaluated in parallel, the maximum Devalue is taken. When
data dependencies require serial evaluation, the T. ^values are
added. Although it is necessary to execute the program to find
Tl and T.nf, because they depend in general on some V(E.)
values, the actual execution order does not matter — it could
be serial or it could be some arbitrary parallel order.
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For data structures without sharing (e.g., trees), D/ and D
are easy to calculate. Such a structure is one of the following:
a constant
k
a node containing other structures node(S;,...,£)
The D] size for a node is the sum of the sizes of the subtrees
plus the space occupied by the node itself, including any
(static) overhead. ForDinf, we take the maximum and add 1 to
give the critical path length (see Figure 3).
D,(k) = o
DI(node(S1,...,Sn)) = £>/($/) + ... + D](S„) + n + StaticCost(node)

A,/*) =o
D,-„/node(S,.... S„)) = max(flf„/S,),...,Z)i»/(S„)) + 1

Figure 3: Cost analysis for data structures.

Leaf is a 2-tuple and a Node is a 3-tuple. The code generated by
the compiler for the grow function looks as below.
int grow(argl)
1
int result;
if (argl == 0)
result = mk_tupleS(l, 0);
else
result = mk_tuple3(2, grow(argl-l), grow(argl-l));
return(result);
} /* end of function grow *1
After inserting the cost monitoring code as presented in
Figures 2 and 3, the function looks like:
typedef struct 1

This definition of D also works for general acyclic
graphs. Unfortunately, the definition of D is dubious in the
presence of sharing, since a shared substructure will be
counted once for each time it is referenced.
Although it is not difficult to define Dt for a graph in terms
of the total space occupied by the graph, this is expensive to
calculate in general. Instead, we will stick with the above
definition of Dp and therefore of DPa, even for graphs. Apart
from practical considerations, it may be reasonable to define
DPa this way, because if a structure is referenced from n
places, n parallel processes can use these references to access
the structure at the same time. A functional program is unable
to distinguish between copies of objects and pointers to shared
objects, so it is reasonable to treat a pointer to a shared object
as a copy.

3.3 Mechanising the cost analysis
To develop the cost model of time analysis, the cost of
running a program must be included in the model, directly or
indirectly. The above definitions suggest mechanisms for
collecting values of T, and Tjnf. The compiler allocates the
static costs of evaluating constants, conditionals and applica
tion of built-in operators. It plants code to evaluate the userdefined functions and their arguments using the above defi
nitions. The compiler also plants code to calculate the values
of Tt and T for every expression in the program. When the
program terminates, values of Tt and T.m{ for the whole
program will be produced.
This can be made less expensive by statically allocating
cost functions to larger chunks of code, so that effectively
there is a cost function for each conditional branch in a
function body. For instance, consider the following grow
function that generates a tree structure:
data Tree(num) == Leaf(num) ++ Node(Tree(num) # Tree(num));
dec grow : num -> Tree(num);
----- grow(O) <= Leaf(0);
----- grow(n) <= Node(grow(n-l), grow(n-l));
When we compile the above Hope+ program to C, a tree node
is converted into a tuple, the first element of which is a tag, so a
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int answer, Tl, Tinf;
) returnval;
returnval *grow(argl)
(

int result, Tl, Tinf;
returnval "tempi, *temp2;
Tl = Tinf = 0;
if (argl == 0)
( result = mk_tuple2(l, 0);
Tl = Tl + 24;
Tinf = Tinf + 24;
I* Cost of the condition, mk_tuple2 etc. */
1
else
{tempi = grow(argl-l);
temp2 = grow(argl-l);
result = mk_tuple3(2, templ->answer, temp2->answer);
/* Cost of setting up the recursive calls (serial)
and evaluating them (parallel) */
Tl = Tl + templ->Tl + temp2->Tl + 12;
Tinf = max(templ->Tinf, temp2->Tinf) + 12;
1
printf(“grow: Tl = %4d, Tinf = %4d\n”, Tl, Tinf);
free(templ); free(temp2);
return(pack(result,Tl ,Tinf));
) /* end of function grow *1
The above C function has local variables which accumu
late the values of T, and T. These costs are calculated from
the values returned from recursive calls, together with some
(fictional) values for the static costs. The function returns a
structure containing the answer and the final values of T and
Tjnf. For grow(5), this produces:
grow: Tl = 24, Tinf = 24
grow: Tl = 24, Tinf = 24
grow: Tl = 60, Tinf = 36
grow: Tl = 276, Tinf = 60
grow: Tl = B64, Tinf = 72
grow: Tl = 1140, Tinf = 84
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The last of these is the top level call.
In fact, it is better to associate the figures produced with the
points at which functions are called, rather than the bodies, in
order to distinguish between calls from different places. For
instance, consider:

for all callpoints. In order to control the size of log files, the
approach of taking out or turning off certain unneeded callpoints
dynamically at run-time may be used. Separate compilation
could also be used to keep down the cost.

dee rowmult: list(num) # list(list(num)) -> list(num);
----- rowmult(row,nil) <= nil;
----- rowmult(row,h::t) <= elemmult(0,row,h)::rowmult(row,t);

4 SOME HEURISTICS FOR USING THE COST
STATISTICS

dec matmult: list(list(num)) # list(list(num)) -> listQist(num));
----- matmult(nil,b) <= nil;
----- matnmlt(h::t,b) <= rowmult(h,b)::matmult(t,b);
The call to rowmult from matmult deals with a whole
row, so will consistently have a high Tr The recursive call
within rowmult itself will vary in size depending on how
much of the row is left. The analysis should show that
doing rowmult and matmult in parallel is a better bet than
the elemmult/rowmult pair. The word “call” has two differ
ent meanings: the static place in the program text from
which a function is called, and an actual run-time call. This
is likely to get confusing in what follows, so we will refer
to the place in the program text as the callpoint.
Producing D; and D figures is easy. Each tuple is ex
tended with two integer fields. When a tuple is created, the
values of D, and D. rare calculated from the values stored in
the substructures, according to the formulae in Figure 3, and
stored in turn. The values can then be reported each time a
structure is passed as an argument to, or returned as a result
from, a function.

3.4 Other useful statistics
The analysis to be done on the data depends to some extent on
how it is to be used, as described in the next section. Compre
hensive data collection will give most information, but re
quires potentially huge log files. For experimentation pur
poses, this might be useful, at least initially. A realistic system
will need to accumulate totals. The following look like reason
able things to accumulate:

— Averages: Average values for Tt and T.n/for each callpoint
of each function. Likewise, average values for D] and D
for the data structures they consume and produce.
— Standard deviations: SDs for the above measures. Of
course the SD can be calculated on the fly — it is not
necessary to keep all the values.
— Histograms: A more accurate picture of the spread of values
may be required than that provided by a simple mean and SD.
This could be done by keeping histograms showing how
many times the values fall within certain ranges.
— Correlations: It may be useful to know how the values of
Tt and 7)^ for a function, and D; and Djn/for its output, vary
with the values of D; and D for the arguments.
Programs containing a few thousand callpoints would
present no real problems in storing the statistics in log files,
and in practice not all the above would be needed, certainly not
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Many heuristics are possible, and the best ones to use are a
subject for research by experimentation. There are a number
of obvious possibilities which are discussed below.
The overall value of Pa for a whole program (or a large chunk
of a program) is a guide to how many processors should be used.
If a program has little parallelism, shown by a Pa value close to
1, it should be run sequentially. In general, if P is small, and
varies little with data size, a small number of processors is
appropriate. Only when Pa is large and it increases with the data
size should an attempt be made to distribute the computation
over a large number ofprocessors. Just knowing P is very useful
as naive parallel programmers tend to underestimate the effect
of the serial parts of their programs.
Function calls with low average values for Tt are obvi
ously not worth spawning. It should be clear that the best
tasks to spawn are those where Tl has a high average and low
SD (such as the calls to rowmult from matmult in the example
shown earlier).
The problem is much more difficult for the function
calls where the values for T vary widely (as in the case of
the grow function, Section 3.3). We suggest a few heuris
tics to solve this problem:
— Use load balancing heuristics (breadth-first evaluation,
task queue throttling, FIFO and LIFO queues (Wong,
1993), lazy task creation (Mohr et al, 1990), threshold
scheduling (Pande et al, 1994), etc.) to try to pick the right
calls dynamically.
— Use information about the position of the call (callpoint) in
the call tree, to try to pick calls near the top of the tree. This
is discussed in the next section.
— Use correlation with the argument D; values. When there
is good correlation, it might be worthwhile to maintain Dt
values in the data structures in the live code. This incurs
some overhead, but may be worthwhile if it results in
efficient parallel execution.
— Use annotations. Difficult cases will be identified by
variable T} which does not appear to correlate with any
thing. In such cases, the programmer could be asked to
provide an annotation in the form of an expression to
correlate with Tt (e.g., nfib(n){oorrelate_with(n))). In prac
tice, there are not going to be many cases where Tt cannot
be correlated by any of the above means.
A function which recurses over a large part of one of its
argument data structures will have good correlation between
Tt and that argument’s D; (example presented in Section 5.2).
Such functions are good candidates to be spawned to the
processor where the data structure resides.
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A function which serially creates a data structure which
should be distributed because it is likely to be used in
parallel will be indicated by high Tn low Pa, but high DPa
of the result. An example of this can occur in a database
program, which initially reads the database serially, but
the data structure thus created is then used in parallel.
Other statistics which could be useful are the number of
data structure accesses done by a function. A function
which does a high proportion of data references to compu
tation should be sent to its data, and vice versa. Instead of
performing expensive copying of data from a remote store,
the computation itself should be moved to the site of data.
With this kind of useful information, the compiler can
mark each task with a preferred processor number accord
ing to the location of its data usage.

4.1 Using information about call depth
The depth of each call can be checked in the monitoring
code, and correlated with Tv With the suggested scheme,
it would be possible to pass the call depth as an extra
parameter. The overhead of this would not be large, since
it would only be necessary to do it for calls near the top of
the call tree.
However, the absolute call depth does not in general
give the right information. Consider the call tree shown in
Figure 4. It can be easily deduced from the absolute call
depth information that the two subtrees at node 1 should be
evaluated in parallel. However, the same information
should also be obtained at nodes 2 and 3, and at the forks
immediately below them. Therefore, we are also inter
ested in call depths relative to nodes which are the roots of
parallel subtrees. This reduces the problem to identifying
such nodes. This is crucial, since if they can be found
reliably, good granularity can be obtained without using
sophisticated run-time load balancing heuristics, and
indeed the load balancing in general becomes much
less critical.

There are several ways in which we might attempt to detect
these nodes. They represent places in which the computation
“changes mode” and would therefore be expected to be related
to specific callpoints. So, we should look for callpoints with
the following properties:
— Consistently high Tt and Po;
— Few calls in total, since each call leads to a large
computation.
For example, let us consider the following treegrow program:
dec itergrow : num # num -> num;
----- itergrow(tsize,0) <= tsize;
----- itergrow(tsize,count) <=
itergrow(treesum(grow(tsize)), count-1);
The recursive calls within the treesum and grow functions
have highly variable Tr Counting the absolute call depth is
not adequate, since the depth at which treesum and grow are
called varies as itergrow recurses. However, the calls to
treesum and grow from within itergrow have the above prop
erties. If these callpoints can be identified as roots, the
computation can be distributed with very good granularity.
This is a case where annotations could be feasible, although
they might well be unnecessary.
5 EXAMPLES
Our example programs are written in the functional language
Hope+ and the results shown are their various runs on the eventdriven simulator of LAGER. The compilation route from Hope*
to the target LAGER code is via FPM (Functional Programming
Machine (Field and Harrison, 1988)) code. It simply lifts all
user-defined or higher-order functions on a first-come-firstserved basis in the body of the strict (parent) function. The
various column headings of Tables 1 and 2 are defined as
follows. A Rewrite is either a new creation of a packet (closure/
process) or a re-activation of a suspended packet. The number of
Instructions gives the total number of machine instructions
executed in the whole machine. Execution Time of a (parallel)
program is the measurement of maximum cycles among all the
processors until the program terminates to the normal form.
Average Granularity = Instructions a- Rewrites. The last col
umn Idle gives the average percentage (%) of time all the
processors are idle.

5.1 tak: identifying useful parallelism
Sometimes there might be huge parallelism in a program, but not
all of it might be useful to exploit the resources of a multiproc
essor. There might be a parallel thread (computation) which is
too small to be sent for remote evaluation. Here we present a
famous benchmark widely used for multiprocessors, a secondorder multiple recursive tak function:

Figure 4: A call tree.
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dec tak: num # num # num -> num;
----- tak(x,y,z) <= if (y>x) or (y=x)
then z
else tak( tak(x-l,y,z),tak(y-l,z,x),tak(z-l,x,y));
tak(18,12,6);
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This program grows in the form of tertiary tree and
generates enormous parallelism as its recursion is of second
order (see Figure 4). With the arguments of x=18, y=12 and
z=6, the root application tak(x,y,z) provides a measured
average parallelism of about 3500. Any standard compiler
will build tak(x-l,y,z), tak(y-l,z,x) and tak(z-l,x,y) as three
sub-tasks which will be spawned to three different processors
at run-time. The run-time scheduler of our LAGER compu
tational model keeps the third sub-task tak(z-l,x,y) for local
evaluation on the same processor where the parent tak(x,y,z)
generates these three sub-tasks. The results of a normal run on
the LAGER model are as shown in Table 1.
We have made an important observation about this pro
gram, using the Tt values at various recursive callpoints. Now,
it is also easy to confirm from Figure 5 that either of the last
two recursive branches terminates to ground value in just one
step, and hence a very small amount of computation is
involved in the execution of this branch (marked by a filled
circle) — but it is impossible to say which one and could be
decided only at run-time. So we should keep these two
branches tak(y-l ,z,x) and tak(z-l ,x,y) for local evaluation as a
sequential thread and only the first recursive tak(x-l,y,z)
should be built as a task for parallel evaluation by annotating
it accordingly. The new improved results are presented in
Table 2.

5.2 quicksort
The linear list structure is widely used in a large number of
application functional programs. List manipulation opera
tions require sequential access to its elements (hence, DP = 1),
which makes them expensive in a distributed-memory paral
lel environment. Though Quicksort operates on a sequential
list, parallelism is basically due to divide-and-conquer recur
sive branches and grows like a tree. Quicksort has the averagecase complexity of 0(n*log2n) and the worst-case complexity
of 0(n2), where n is the size (length) of the unsorted list.
dee split: num#list(num)#list(num)#list(num) ->
list(num)#list(num);
----- split(x,lsl,ls2,nil) <= (lsl,ls2);
----- split(x,lsl,ls2,h::t) <= if x > h
then split(x,h::lsl,ls2,t)
else split(x,lsl,h::ls2,t);
dec quicksort: list(num) -> list(nmn);
----- quicksort(nil) <= nil;
----- quicksort(h::t) <= if t = nil then [h]
else quicksort(listl) <> (h::quicksort(list2))
where (list 1,listS) == split(h,nil,nil,t);
dec randnos: num -> list(num);
----- random_numbers(n) <= if n = 0 then nil
else ((n*87317) mod 3581)::random_numbers(n-l);
quicksort(random_numbers(500));

tak{18,12,6)

tak(ll,6,18)

take 17,12,6)

tak<5,IB,12)
■12

tak(S,17,11)

tak(10,6,16)

Figure 5: Expansion of tak(l8,18,6) function.
Table 1: Run of normal tak program on LAGER.
Processor
Elements
1
2
4
8
16
32

Total No.
of Tasks
1
919
3743
11623
16415
18747

Total No. of
Instructions
1144966
1153219
1179338
1251943
1298375
1321047

Network
Time
Speedup Average
PEs’
Messages m/c cycles
Granularity Idle(%)
0
10232875
1.00
1144966
0.00
1.87
978
5459769
1254
3.22
3954
3312861
3.09
315
11.71
11932
2242077
4.56
107
18.60
1415346
17170
7.23
79
25.80
19426
775293
13.20
70 28.71

Table 2: Run of new version of tak program on LAGER.
Processor
Elements
1
2
4
8
16
32
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Total No.
of Tasks
1
411
1905
4000
5079
7195

Total No. of
Instructions
1097260
1100970
1114764
1134079
1144008
1163224

Network
Time
Speedup Average
PEs’
Granularity Idle(%)
Messages m/c cycles
1097260
0.00
0
9930737
1.00
440
5133685
2678
1.81
1.93
2052
2871256
3.46
585
7.03
4238
1632133
6.08
283
11.55
5342
877359 11.32
225
14.88
7394
489170 20.30
161
18.49

After splitting the input list into two sub-lists, the
algorithm calls two recursive quicksort functions, each
with a substantially large T; value and good correlation
with D! value for the input argument; note that, in this
example, the parallelism is irregular in nature as the two
sub-instances actually depend on how the input data (un
sorted list) has been provided. The first quicksort(listl) can
be built as a task and run in parallel to the second
quicksort(listS). The sequential split function is very expen
sive as it traverses the whole list, element by element. The
task quicksort, on a remote processor, needs a copy of listl
from the parent processor, and hence, the algorithm copies
a list of size 0=0(11) at every step, where n is the size of
the input list. The average parallelism Pa is of the order of
0(n/\og2n). The various runs of quicksort applied to data
ranging from 50 random numbers to 500 numbers have
been taken on eight processors of our LAGER graph
reduction machine and the results are shown in Figure 6.
Generally the compiled code does not tackle the issue
of how sub-tasks should be spawned at run-time. It has
been studied and verified that, in the case of two poten
tially parallel tasks of a function, the more complex task
(in time) should be executed locally in the main body of
the code, whereas the smaller one should be sent for
remote evaluation on a different processor to amortize
parallel overheads of the machine such as the cost in
volved in task creation and communication delays
(Maheshwari, 1995). To apply this method of definite
order spawning, we collected the information of time
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costs (proportional to the lengths of the two split lists) of
two sub-instances of quicksort at run-time; with little modi
fication, our compiler incorporates this information and
then the comparison of two lengths as a run-time schedul
ing test in the LAGER code. The compiled code always
guarantees that the quicksort with the lower number of
elements is built as a parallel task at run-time.
The overall improvement in the efficiency is clear from
the graphs in Figure 6. The top set of curves show the
simulated execution time of various runs of quicksort on 8
processors of the LAGER simulator. The first time curve
(Old) is the run of the standard (normal) version of the
program; the second curve (Ordered) shows how beneficial
it is to spawn the sub-instances in a definite order. In the
middle set of bar comparisons in Figure 6, the network
messages have been greatly reduced (approx. 70%) which
is a substantial saving in communication overheads. The
increase in average granularity is clear from the bottom set
of curves of Figure 6.
Execution Time vs. different Quicksorts
-Old
"Ordered

C

800000 ..

e

400000 . .

Quicksort

Network Messages vs. different Quicksorts

7 CONCLUSION AND FUTURE WORK
The development of various multiprocessor machines has
prompted widespread investigation into the problem of how
best to partition parallel programs into computational tasks
and distribute these tasks most effectively in the machine. It is
possible to get reasonable results for small numbers of proc
essors by straightforward load balancing, provided that the
tasks spawned are carefully chosen. But, to achieve more
scalable results, more sophisticated distribution, including
following of data, would be required.
Although, in most parallel functional programs, parallel
ism grows dynamically at run-time depending on its intermedi
ate computations, we have demonstrated the use of static cost
analysis in guiding the compiler to decompose such programs
into larger-grain tasks and incorporate useful directives for the
run-time system. Such information can also help the program
mer to amend and re-write the parallel program for its better
mapping onto the machine. A similar cost analysis could also be
developed easily for other declarative programming languages
such as logic programming languages. Defining cost equations
in procedural languages (e.g., Parallel C) is not straightforward
as most of the statements/expressions are commands which may
cause side-effects in such languages.
Using this approach, a program written in a functional
language is first compiled with code to produce the statistics
embedded. The program is then run with some sample data, to
collect the useful statistics; possibly this should be done
several times with different data sets. The statistics gathered
are then analysed, to determine how the calls should be done.
The program is recompiled for live running, with code planted
to execute it in parallel, according to the decisions made after
statistical analysis.
Our cost analysis excludes cyclic data structures and
higher-order functions. The calculation of D] and D.mf still
works for cyclic structures, but becomes less accurate. Lazy
evaluation will further make things difficult because Df and
D. ,are not known when a data structure is first used. These
issues definitely need some more thinking and future work.
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This paper reports the results of an experiment that
investigated the effects different structural characteristics
of relational databases have on end-user information
satisfaction. The results show that repeating fields and lack
of atomicity adversely affect user satisfaction. The results
also show that increased fragmentation resulting from
higher levels of normalisation significantly improves user
satisfaction. Overall the results suggest that higher levels
of normalisation reduce task complexity when entering
data into databases. This reduction in task complexity
culminates in greater end-user satisfaction. The study
contributes to the further development of theories of
individual adjustment to information technology in the
workplace by alerting organisations and database
designers to the effects of structural characteristics of
relational databases on data input satisfaction of
end-users. These issues are of increasing importance
because of growth in end-user design and maintenance
of their own databases.
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INTRODUCTION
The complexity and pervasiveness of applications based on
relational database management system software continues to
grow. Relational database technology has enhanced the abil
ity of end-users to (a) design their own database structures,
and (b) input and maintain their own data (Doll and Torkzadeh,
1993). The growth in end-user computing warrants an inves
tigation of factors that improve end-user performance and
satisfaction because, for example, end-user information satis
faction (UIS) is associated with systems success (Doll and
Torkzadeh, 1988b). An understanding of how these factors
affect UIS enables designers and managers to enhance system
effectiveness through improved user education and training.
Data normalisation and, through it, task complexity are
the foci of this study. Earlier research found that the
perceived ease-of-use of a system is an important compo
nent of UIS (Doll and Torkzadeh, 1988b). Perceived easeof-use of a database is diminished when the complexity of
tasks increases. Therefore, through its effect on perceived
ease-of-use, task complexity affects UIS. In turn, task
complexity associated with the use of databases is affected
by the level of normalisation. This study focuses on these
relationships (as depicted in Figure 1) and investigates
how different levels of normalisation and, therefore, task
complexity affect novice end-users’ satisfaction when
inputting data into relational databases.

Level of Normalisation

—4

Perceived
Task complexity —4 ease-of-use

End-user
information
satisfaction
(UIS)

Figure 1: Normalisation, task complexity and end-user information
satisfaction.

Although normalisation, originally outlined by Codd (1970)
when he introduced the relational model, has been the focus of
earlier research (Maciaszek, 1990), little empirical research
has examined the effects of various levels of normalisation on
UIS. Through an experiment, this study examines UIS asso
ciated with data entry using three sets of data structures: not
normalised (-iNF), first normal form (INF), and third normal
form (3NF).
The paper proceeds as follows. The next section describes
the research model and its key constructs and develops the
research hypotheses. The subsequent section outlines the
research method. Results are then reported and analysed. The
paper concludes with a discussion of the study’s findings, its
limitations, and suggestions for future research.

THEORY AND HYPOTHESES DEVELOPMENT
Research model
Figure 1 depicts the research model. This model is consistent
with the conventional psychology literature where Fishbein
and Ajzen’s (1975) theory of reasoned action and Ajzen’s
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(1988) theory of planned behaviour are influential in develop
ing models to describe how beliefs (i.e., perceptions), atti
tudes, and intentions affect users behaviour (Davis etal, 1989;
Igbaria, 1994; Compeau and Higgins, 1995). The study re
ported here adds to this UIS research by examining the role
played by the level of normalisation in affecting end-user
satisfaction through the way in which it affects task complex
ity and perceived ease-of-use. The following subsections
discuss end-users and the components in the model.
Novice End-users
End-user computing is the direct interaction with applica
tion software by managerial, professional, and operating
level personnel in user departments (Doll and Torkzadeh,
1993). End-users are often novices and often reluctant
adopters of information systems technology (Rockhart
and Flannery, 1983; Doll and Torkzadeh, 1993). Some
recent research (Mackay and Elam, 1992; Kieras and
Bovair, 1984; Soloway et al, 1982) has focused on novice
end-users. Overall, these studies suggest that end-users
are not aware of the analysis required to solve complex
problems, and that this lack of awareness is heightened in
novice end-users. Novice end-users are likely to perform
poorly and be dissatisfied in complex task environments.
Improving their performance and increasing their levels of
satisfaction are likely to lead to more efficient use of
information systems resources in organisations.

When the level of normalisation changes from -iNF to
INF, all repeating fields are eliminated and non-atomic data
items are decomposed into atomic elements. When the level
of normalisation changes from INF to 3NF, all partial and
transitive dependencies (two examples of functional depend
encies) are eliminated. The removal of repeating fields, nonatomic data items, and these two types of functional depend
encies, however, results in an increase in the fragmentation of
the database. The existence or elimination of these structural
characteristics is likely to affect the complexity of the data
base tasks and, consequently, the level of perceived ease-ofuse of the database system.

Hypotheses formulation
The foregoing discussion suggests task complexity, normali
sation, and UIS provide foundations on which to analyse task
complexity-data structure relationships and predict end-user
attitudes. These constructs motivate research hypotheses that
investigate end-users’ input satisfaction at different levels of
normalisation. End-users’ UIS responses are explored rela
tive to variations in task complexity caused by (a) data non
atomicity, (b) repeating fields, (c) functional dependencies,
and (d) data fragmentation. Table 1 summarises the hypoth
eses developed.
Table 1: Summary of Research Hypotheses.
Hypothesis

Task Complexity
A complex task has three primary properties: the number of
dimensions of information requiring attention (information
load), the number of alternatives associated with each load
(information diversity), and the degree of uncertainty in
volved (rate ofinformation change) (Schroder etal, 1971). As
the magnitude of each property increases, so does task com
plexity (Campbell, 1988). This implies that a change in the
structural characteristics of databases changes the magnitude
of the dimensions of task complexity. Therefore, changes in
the level of normalisation in a database structure changes the
level of task complexity for users of that database.

Statement of hypothesis

HI

End-users are more satisifed inputting data into databases
containing atomic data than inputting data into databases
containing non-atomic data.

H2

End-users are more satisfied inputting data into databases
without repeating fields than inputting data into databases
with repeating fields.

H3

End-users are more satisfied inputting data into databases
containing fewer functional dependencies than inputting data
into databases containing more functional dependencies.

H4

End-users are more satisfied inputting data into databases
with more fragmented data structures than inputting data into
databases with less fragmented data structures.

H5

When inputting data, end-user satisfaction increases as the
level of normalisation increases.

Normalisation
Normalisation is a simple elimination procedure (Codd,
1970). Codd initially proposed three normal forms that he
called first, second, and third normal form. Other normal
forms include the Boyce-Codd normal form, fourth, and fifth
normal form.1 Each level of normalisation is generally more
desirable than the levels below it (Date, 1986). Increasing the
level of normalisation changes specific structural character
istics, e.g., atomicity, repeating fields, functional dependen
cies, and fragmentation.*

Non-atomic data and UIS
When inputting data into databases with non-atomic data
elements, users must combine various pieces of data into a
single field. Therefore, additional cognitive tasks such as
searching for and combining all related atomic data elements
are required before commencing data input. These additional
steps increase the complexity of the inputting task and thus
diminish a system’s perceived ease-of-use. Hence, the first
hypothesis is:

Because the experiment only used ->NF, INF, and 3NF, the definitions of
Boyce-Codd normal form (BCNF), fourth normal form (4NF), and fifth
normal form (5NF) are not presented in this paper.

HI: End-users are more satisfied inputting data into
databases containing atomic data than inputting
data into databases containing non-atomic data.
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Repeating fields and UIS
When a database is established in ->NF, an ex ante decision is
made on the allowable number of repeating fields in the table.
When inputting the data elements into repeating fields, three
possibilities arise. First, the number of data items to be entered
and the number of established repeating fields are the same.
Second, the number of data items to be entered is less than the
number of established repeating fields. In this situation, the
user is required to fill the remaining repeating fields with
nulls. Third, the number of data items to be entered is greater
than the number of established repeating fields. Here uncer
tainty arises as to how to deal with the excess number of items.
These last two possibilities generate significant uncertainty
for novice end-users. This uncertainty increases the complex
ity of the inputting task thereby reducing end-users’ informa
tion satisfaction through a reduction in perceived ease-of-use
of the database system. Hence, the second hypothesis is:
H2: End-users are more satisfied inputting data into
databases without repeating fields than inputting
data into databases with repeating fields.
Partial and transitive dependencies and UIS
Partial and transitive dependencies are a major source of task
complexity associated with lower normalised forms. Reduc
ing these functional dependencies reduces data redundancies.
When such redundancies exist at lower levels of normalisa
tion, users must repeatedly enter the same data (Date, 1990).
Removing functional dependencies therefore reduces the com
plexity of input tasks by reducing the amount of data to be
entered. Reduction of task complexity raises the perceived
ease-of-use of a system and therefore increases the UIS of
end-users. Hence, the third hypothesis is:
H3: End-users are more satisfied inputting data into
databases containing fewer functional dependen
cies than inputting data into databases containing
more functional dependencies.
Data fragmentation and UIS
Higher forms of normalisation display more fragmentation.
Fragmentation reduces the size of tables, which reduces the
number of data elements that must be entered for each record.
This reduces the complexity of the input task because users are
able to limit their attention to one, typically small, table.
Reduced complexity leads increases the database’s perceived
ease-of-use. Consequently, the end-users information satis
faction is increased. Hence, the fourth hypothesis is:
H4: End-users are more satisfied inputting data into
databases with more fragmented data structures
than inputting data into databases with less frag
mented data structures.

and data with repeating fields. When inputting data at high levels
of normalisation, complexity is lower as users have to enter less
data and make fewer decisions to decrease their uncertainty.
End-users would therefore prefer inputting data into more
normalised databases. Hence, the fifth hypothesis is:
H5:

RESEARCH METHOD
Research design, participants, and data collection
This study uses a laboratory experiment to control for various
extraneous variables that may confound the observed results.
The laboratory experiment facilitates control of data struc
tures, equalises subject motivation, optimises subject partici
pation, and allows random assignment of subjects to experi
mental groups (Campbell and Stanley, 1963). The experiment
uses the posttest-only control group design explicated by
Campbell and Stanley (1963).2 Using this design enhances the
study’s internal validity by controlling for potential problems
such as history, maturation, statistical regression, testing,
instrumentation, and selection-maturation.3
The experiment required participants to record their atti
tudes after inputting data into a purchase order inventory
system. The data entry experiment was developed by Bowen
(1995). The databases of these information systems used three
data structures: not normalised (->NF), first normal form
(INF), or third normal form (3NF).
Eighty undergraduate and masters level commerce and
information technology students participated in the experi
ment.4 Most participants had little experience with relational
database querying and inputting functions yet were familiar
with general computing concepts and activities. Prior to the
experiment, all participants received training in SQL, forms,
and controls.
Based on their information systems background, partici
pants were randomly assigned to one of the three treatment
groups as follows: an information systems expert ranked each
participant in descending order, i.e., the person considered to
have the most extensive information systems background was
ranked number 80, the person with the next most extensive
background was ranked 79, etc. The order of the three treat
ments was then randomised, with the order being: -iNF, 3NF,
and INF. Participants were randomly5 assigned to the groups
according to their information systems background, so as to
eliminate any ‘experience’ effect. ->NF subjects performed
2

3
4

Level of normalisation and UIS
At lower levels of normalisation, task complexity is increased
through the additional effort required to input non-atomic data
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997

When inputting data, end-user satisfaction increases
as the level of normalisation increases.

5

This is one of three true experimental designs discussed by Campbell and
Stanley (1963). In general, they prefer this experimental design over the
other two: the pretest-posttest control group design and the Solomon fourgroup design (1963).
For a detailed discussion of these potential threats to internal validity, see
Campbell and Stanley (1963).
Eining and Dorr (1991) argue that students are appropriate subjects for
research concerned with novice decision-makers.
The method of randomisation was to assign participant 80 to ->NF,
participant 79 to 3NF, 78 to INF, 77 to INF, 76 to 3NF, 75 to -iNF, 74 to
-iNF, and so on.
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their input tasks on a not normal form data structure. INF
subjects performed their input tasks on a first normal form
data structure. 3NF subjects performed inputs on a third
normal form data structure. Participants were unaware of the
differences in data structures between groups.
Data used to measure the end-user satisfaction variable
was collected using a questionnaire. Existing UIS instruments
were not used because they could not investigate specific
database characteristics without substantial modification and
extension. A number of these instruments, however, were
used as the basis for developing the UIS scales used in this
study (Ives, Olson and Baroudi, 1983; Doll and Torkzadeh,
1988b). Eighty questionnaires were administered after the
completion of the experiment. All were returned.

UIS (non-atomicity)
Analysis of variance (ANOVA) was used to determine whether
end-users are more satisfied inputting data into databases
containing purely atomic data. As hypothesised (HI), the
results show that participants who used either INF or 3NF
databases are more satisfied than those who used ->NF databases
(Fi,74 = 21.16,/? = 0.0001). The least square means, reporting
the significance of the pairwise comparisons of the UIS
values, are shown in Table 3.
Table 3: Least squares means analysis.
Significance Significance
of pairwise of pairwise
comparison comparison

Model

Normalisation
Level

Least
Square
Means

UIS (non atomicity)
= F (normjevel)

-.NF
1NF&3NF

3.3461
4.9600

.0001

UIS (repeating fields)
= F (normjevel)

-.NF
1NF&3NF

4.1154
4.6378

.0502

UIS (functional
dependencies)
= F (normjevel)

-.NF& INF
3NF

4.1600
4.5769

.1012

UIS (fragmentation)
= F (normjevel)

-.NF
INF
3NF

3.2800
3.4130
4.6296

.3819
.0010

UIS (inputting
overall)

->NF
INF
3NF

3.2308
3.7917
4.1111

-.NF

Measures
Participants performed inputs on parts of the experimental
data structures that exhibited characteristics of: (a) nonatomic data, (b) repeating fields, (c) functional dependencies,
and (d) increased fragmentation. The level of end-user satis
faction for each of these input activities was measured using
specifically developed scales.6 A two-item scale was used to
measure the UIS of users inputting into data structures with
varying levels of fragmentation. Item two’s responses were
reversed, added to item one, and their total divided by two. A
single item scale was used to measure each of the other four
dependent variables: UIS (non-atomicity); UIS (repeating
fields); UIS (functional dependencies); and UIS (overall).
These scales are included in Appendix A.

INF

.0032

—

.0675
.0085

.1940

UIS (repeating fields)

RESULTS
Table 2 provides a summary of the results of the UIS meas
ures. Counts vary between measurements because of incom
plete responses on the questionnaires.

ANOVA results (F176 = 2.77, p = 0.0502) and least square
means results (Table 3) confirm the relationship predicted by
Hypothesis 2 that end-users are more satisfied inputting into
databases without repeating fields.

Table 2: End-user information satisfaction — descriptive statistics.
Model

Mean

Std Dev

Count (N)

UIS (Non atomicity)
iNF
INF
3NF

3.3461
5.0000
4.9259

1.3249
1.3484
1.6624

26
23
27

UIS (Repeating Fields)
-.NF
INF
3NF

4.1154
4.6000
4.7404

1.2434
1.6323
1.3189

26
25
27

UIS (Functional Dependencies)
-.NF
INF
3NF

4.1600
4.1600
4.5769

0.9866
1.6248
1.3616

25
25
26

UIS (Fragmentation)
-.NF
INF
3NF

3.5962
4.6737
4.3800

1.0051
1.3020
1.0025

25
23
27

UIS (Overall)
-.NF
INF
3NF

3.2308
3.7917
4.1111

1.3358
1.4136
1.1857

26
24
27

6
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Cronbach alphas were calculated to ensure the reliability of scales with
more than one item. Only those questions that loaded significantly together
in the factor analysis and had Cronbach alpha coefficients greater than 0.80
were selected as combined scales to measure specific UIS responses.

UIS (functional dependencies)
Statistically significant support was not found for the propo
sition that end-users are more satisfied inputting data into
databases with data structures containing fewer functional
dependencies (H3) (F174 = 1.65 p = 0.1012). The least square
means results (Table 3) show that the relationship was in the
predicted direction.
Participant misunderstandings uncovered by analysis of
input commands may have contributed to the lack of statisti
cally significant differences between the experimental groups.
Inspection of their input statements indicated that users of
-iNF, INF, and 3NF data structures entered similar informa
tion, i.e., 3NF users did not realise the extent to which they
could reduce the amount of data they entered. Additional
training on the implications of different levels of normalisa
tion could remedy this problem.

UIS (fragmentation)
End-users appear more satisfied inputting data into more
fragmented data structures than inputting data into less frag
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997
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mented data structures. ANOVA results indicate a positive
relationship between higher levels of normalisation and UIS
(F2.72 = 6.18/> = 0.0017).
Table 3 shows that users inputting into the -iNF data
structure were less satisfied than users inputting into the 3NF
data structure. Users inputting into the INF data structure
were also less satisfied than users inputting into the 3NF data
structure. These results support the hypothesis (H4) that endusers preferred inputting into more fragmented databases.
Although the results showed no significant statistical dif
ference between ->NF and 1 NF, the direction was as predicted.
Inputting into the -iNF database required users to enter more
data and to formulate more complex insert statements. Thus,
the absence of a statistically significant difference between
INF and -'NF users is intriguing. While users of INF data
structures were faced with less complex input statements, they
may still have perceived these commands as difficult to use.
It is also possible that users reported their overall UIS, and not
their UIS relative to inputting into fragmented databases.

UIS (overall)
ANOVA results show that end-users are more satisfied input
ting data into databases with more normalised data structures
than end-users inputting data into databases with less normal
ised or non-normalised data structures (F2j74 = 3.05 p =
0.0268). The least square means results reported in Table 3
show a significant difference between the -'NF and 3NF data
structures. The results for the -iNF versus INF are not statis
tically significant. The relationship, however, was in the
direction predicted. As previously noted, analysis of partici
pants’ input statements revealed that 3NF users did not realise
the extent to which they could reduce the amount of data they
entered. This problem could be remedied through additional
normalisation training.

DISCUSSION AND CONCLUSIONS
This exploratory study provided empirical evidence about the
effects of various levels of normalisation on UIS. The results
show that repeating fields and lack of atomicity adversely
affect user satisfaction. The results also show that fragmenta
tion significantly improves user satisfaction. Overall, the
results suggest that higher levels of normalisation reduce task
complexity when entering data into databases. This reduction
in task complexity culminates in greater end-user satisfaction.
These results are important to organisations because they
impact the relationship between database designers and endusers. Database designers must be aware that normalisation
levels affect end-users’ performance and satisfaction. The
results also emphasise the need for the provision of specific
training programs for end-users. End-user training is of in
creasing importance as organisations increase their invest
ment in information technology. Investigating the effects of
normalisation on UIS enables organisations to properly direct
their training programs and maximise the benefits they re
ceive from their information technology investments.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 29, No 3, AUGUST 1997

Three specific areas should be the focus of these training
programs. First, end-users creating their own databases should
be educated on the advantages afforded by creating and
updating data structures in higher normalised forms, and on
the disadvantages of updating lower normal forms. Second,
the results suggest that end-users should receive further train
ing on the ramifications different normal forms have on
inputting tasks, e.g., they should be instructed that there is no
need to re-enter redundant data to 3NF data structures. Such
further education could improve the performance and UIS of
end-users who input into more highly normalised databases.
Third, to maximise the update efficiencies of higher normal
forms, end-users creating their own tables could also be given
training on the implementation of screen and input controls.
The use of screen and input controls minimises data entry
errors and thereby improves the integrity of the end-user’s
system regardless of the level of normalisation.
The use of a single-item scale for measuring four of the
forms of UIS (non-atomicity, repeating fields, functional
dependencies, and overall) in this study has facilitated the
investigation of the effects different structural characteristics
of relational databases have on end-user information satisfac
tion. However, UIS may be a more complex construct and the
single-item scale may not capture all the various facets that
collectively constitute end-user information satisfaction. It
may be that a multi-dimensional measure of UIS is a more
reliable measure. Consequently, future research should at
tempt to replicate our study using a multi-item scale to account
for the possibility of UIS being multi-dimensional.
This study adopted Doll and Torkzadeh’s (1993) assump
tion that the majority of end-users have low skill levels and
generally fall outside the category of experts in most common
computer applications. Future research should assess cogni
tive differences between novice and expert end-users. This
assessment would assist information technology profession
als who create databases for end-users. Such research would
also help such professionals to better assist end-users who
develop their own databases. Greater knowledge of cognitive
characteristics of end-users could also improve the content
and relative emphasis of the training provided to them.
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APPENDIX A
Description of scales used in the study
Variable

Scale items and response formats

No. of items and source

UIS (non-atomicity)

The data structure for the terms ofpayment was:
1 = very poorly designed; to 7 = very well designed.
Circle the number that you feel is most appropriate.

1 item; developed by the researchers

UIS (repeating fields)

Inputting purchase order item data into the
database was:
1 = extremely difficult; to 7 = extremely easy.
Circle the number that you feel is most appropriate.

1 item: developed by the researchers

UIS (functional dependencies)

Inputting vendor data into the database was:
1 = extremely difficult; to 7 = extremely easy.
Circle the number that you feel is most appropriate.

1 item; developed by the researchers

UIS (fragmentation)

• The database contains too many tables.
• The database contains too few tables.
1 = strongly disagree; to 7 = strongly agree.
Circle the number that you feel is most appropriate.

2 items; developed by the researchers

UIS (overall)

The overall quality of the data structure was
1 = very poorly designed; to 7 = very well designed.
Circle the number that you feel is most appropriate.

1 item; developed by the researchers
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WALSH, A.E. (1996): Java For Dummies, IDG Books Worldwide Inc.,
366pp„ $49.95, (paperback plus CDROM).
If you believe all you read and hear in the media Java has taken the Internet
world by storm. Most major vendors have announced some form of support
for Java, a platform independent Object Oriented programming language.
With hundreds of books available purporting to be the reference on Java, Java
for Dummies claims to be “A reference for the rest of us!”. The front cover
describes this book as “The Fun and Easy Way to Create Dynamic Web Pages
with Java and JavaScript”. And it is worth noting that although this book is
entitled Java for Dummies it also covers JavaScript, a Java like scripting
language that can be embedded in Web pages.
The book is divided into six parts composed of 16 chapters and 2
appendices. There is also a companion CDROM, containing sample Java
applets, JavaScipt and some useful utilities.
The following list provides a short summary of each chapter and the
appendices:
1 A Thirst for Java
This chapter is an introduction to the Web that concludes with a
summary of the shortfalls of the Web, such as lack of support for
animation in the Web standard.
2 Java: Caffeine for the World Wide Web
A discussion of where and how Java originated, how it works and of what
use it is to the Arts, Education and Business sectors.
3 Java-Savvy Browsers
Reviews Java support in some of the popular Web Browsers, describes
how to locate copies of these browsers on the Internet and details the
installation and use of Netscape Navigator 2.0.
4 HTML and the <APPLET> Tag.
Starts by providing the reader with just enough information on HTML
to get by as well as introducing the <APPLET> tag along with its
assorted attributes. It also shows how to customise applets using
configurable parameters.
5 Designing Your Own Java Powered Web Page
This chapter covers how to locate and obtain Java applets for use in your
Web pages. It reminds readers to check for restrictions on use first. It also
addresses bandwidth issues involved in designing a Web page.
6 Weaving Applets into Your Web Pages
First discusses the pros and cons of distributed (residing on remote Web
servers) versus server bound (those you download to your own web
server) applets. The remainder of the chapter details by example how to
download an applet and insert it into a Web page.
7 Customising Your Applets
Using applet parameters tocustomise them to your requirements. Uses the
applet downloaded in the previous chapter as an example.
8 Bringing Your Applet to Life on the Web
Structuring your Web directories for maintainability and downloading/
uploading files to it.
9 JavaScript: A Horse of a Different Colour
An introduction to JavaScript: how does it work, why is it needed, what do
you need to run it and how JavaScript differs from Java and CGI programs?
10 Weaving JavaScript into Your Web Pages
Introduces the <SCRIPT> tag and its attributes, how to enable JavaScript
in the Netscape browser, and how to insert JavaScript programs in your
Web pages.
11 Customising JavaScripts
A very basic coverage of the JavaScript language with pointers on how to
modify existing JavaScript programs. Customisation described is limited
to modifying text in scrolling boxes.
12 Combining Applets and Scripts
Covers issues involved in placing Java Applets and JavaScripts in the
same Web page, executing applets via JavaScripts and a peek at the
synchronisation features available between applets and JavaScripts.
13 Staying Hip to That Java Noise
A useful look at some of the best Java repositories, electronic magazines
and support areas on the Internet.
14 Top Ten Java Haunts on the Web
In the words of the author “a peek at the ten hottest Java-powered
Web sites” .
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15 Top Ten Scripts on the Web
A review of the author’s pick of the top ten JavaScript related Web sites.
16 Ten Technical Tragedies
Ten common problems that could be encountered, when attempting to get
an applet or JavaScript to run properly, as well as some suggested solutions.
17 Appendix A: On the CD-ROM
A road map to the CDROM included with the book.
18 Appendix B: Glossary
Definitions of many of the buzzwords and jargon used in the book, and I
always thought a Webber was a brand of BBQ.
I found this book a little light on technical content for my liking.
However, as a reference for someone who wants to put life into their Web
pages, without getting their hands dirty actually writing Java/JavaScript,
this book is ideally suited. It’s coverage of Java and JavaScript is detailed
enough to get you started and clear enough the reduce the possibility of
confusion. As with other ‘Dummies’ books, a variety of icons are used
throughout the book to indicate technical tips, warnings and things to
remember. I did find the author’s use of buzz words or phrases like ‘JavaSavvy’ a little annoying by the end of the book.
The author at no point claims that the book is a ‘how to’ for programming
Java or JavaScript and this is certainly true. If you want to learn how to write
Java or JavaScript this is not the book for you.
It is should also be noted, that with apparent development time/life-cycles
being so short on the Internet, some of what is covered is already out-of-date.
It is worth checking for the possibility of this on any book you are planning
to buy related to the Internet. If it was published more than 6 to 12 months ago
then it very likely contains outdated information.
Kirk Barren
BHP Information Technology

IVANOVIC, V. and KARAKASIDIS, K. (1996): Information Technology
Risk Management System: An Implementation Manual for Asset
Protection and Business Continuity, Pitman Publishing, Melbourne.
This book is aimed at information security, disaster recovery and business
recovery practitioners. Business Recovery Planning (BRP) is complex and
requires management by someone who understands the issues, who can
achieve broad-based concensus and commitment in organisations and - this
is where the book comes in — who has access to a methodology and resource
base. BRP comprises two basic aspects: risk minimisation and disaster
recovery. Risk minimisation is all those processes which (hopefully) will
allow you to avoid a disaster in the first place. Risk, however, cannot be
eliminated, only minimised — hence, the need for the second basic element,
disaster recovery. Both aspects are covered in this book in a most thorough
and professional way.
This book is an extremely valuable resource. It is comprehensive and
well organised with many useful diagrams, checklists and tools to apply to
BRP. It covers a variety of environments; of particular importance today are
LANs, where more and more mission critical applications and data reside.
Although covering small environments, the material presented is ideally
suited to large, complex organisations which may have mainframe, mid
range and LAN systems.
Perhaps the area where the approach taken by the authors is most useful
is in the area of environmental security analysis. This is an area where detailed
checklists are absolutely essential and those provided are excellent. Again,
the thoroughness of the authors shows—even a review of the neighbourhood
is included. The following tools are also particularly well-covered and
extremely valuable: the BIA questionnaire, risk analyses (even one for the
back-up site), hot site and cold site definitions, disaster organisational
structure, escalation phase, and a generic plan.
A minor criticism is that this is not a book you can read from cover
to cover — it is a reference manual. This means that the methodology is
not presented in a readily accessible and comprehensible way and would
not be easy to apply unless you really know what you are doing already.
Also, I believe the authors rely too heavily on weighted numerical
appraisals — these can be misleading, often giving a simplistic, and
therefore dangerous, understanding.
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In summary, this book contains a wealth of useful information, is amaz
ingly thorough and constitutes a very valuable addition to the disaster
recovery literature. It is a resource warmly recommended to all practitioners
in the field.
Seamus MacLochlainn
Montrose Computer Services
CAMINER, D., ARIS, J., HERMON, P. and LAND, F. (1996): UserDriven Innovation — The World’s First Business Computer, McGraw
Hill (London), 401 pp., $70.
The book, which will be referred to as AUDI (User-Driven Innovation) in this
review, tells the history from 1947 to 1981 of the computing activities of the
UK catering company, J Lyons and Co, its subsidiary LEO (Lyons Electronic
Office) Computers Ltd (founded in 1954) and successor organisations Eng
lish Electric LEO (1963), English Electric Leo Marconi (1964), English
Electric Computers (1967) and ICL (1968). It contains contributions from
nine authors in addition to those cited with the title (who also acted as editors).
AUDI is in four sections. The first is an overall survey by Caminer, whose
technical responsibilities included planning the systems analysis and design
of early applications for Lyons — applications which at the time were world
leaders. The second, by four authors, describes the development of various
software techniques. The third, by seven authors, consists of case studies. And
the last, by three authors, describes LEO sales outside the UK and gives an
overall evaluation. The authors write from personal experience and the
resulting anecdotal flavouring adds considerably to the book’s readability.
Short CVs of the authors are given. There are also three appendices. The
first of these gives the report of the 1947 US visit by two Lyons staffers (one
of whom, TR Thompson, joined Lyons in 1931 with a first class Cambridge
mathematics degree) which started it all. The second is a record of a Science
Museum interview with Lyons director John Simmons in the 1970s —
Simmons, who joined Lyons in 1923, was also a Cambridge mathematician
with a first class degree and as a managerial innovator had the vision (with
Thompson) to recognise the role computers could play in organisation and
management. One result of Thompson’s US visit was to make it clear that no
suitable machine could be bought at that time, and that the quickest way for
Lyons to obtain a computer would be to construct a computer based on
Cambridge University’s EDSAC — an experiment which, though risky and
likely to be costly, was worth trying. The final AUDI appendix contains the
text of a talk given to illustrate a demonstration of a typical Lyons adminis
trative task, which was ahead of the general practice of the day — the daily
control of supplies to about 200 teashops, each of which had ordered 100 or
so items the previous day.
EDSAC completed its first live computing job in May 1949 and a phone
call to Lyons that day (for which a board meeting happened to have been
scheduled) resulted in an immediate decision to go ahead with the design and
construction of LEO I. Subsequent developments for LEOs II and III
concentrated on the special needs of commercial-data processing. In all, a
total of 82 LEOs were constructed, and in 1981 the last LEO (a British Post
Office LEO III) was decommissioned after 12 years service.
The overall history of Lyons’ involvement is set out in Caminer’s 12chapter contribution. After a time LEO and Lyons went their separate ways
in day-to-day operations. Points to note include Simmons’ master plan, which
was never implemented in full. When he retired in 1968, a separate company,
Lyons Computing Services, was set up to carry out Lyons internal computing
— and after careful study decided that the next computer purchase would be
from IBM! Probably this decision was helped by a disastrous fire in 1967
which, although the resulting processing dislocation was coped with at the
time, underlined the vulnerability of the company’s position.
A major strength of this book is that it describes the experiences of many of
those who actually carried out projects for a wide variety of users—preliminary
systems analysis, programming and implementing projects and arranging for
the interaction of individual projects to form complete management systems.
The work described was, by the standards of the day, both innovative and
ambitious. So it will be of particular interest to several groups of readers—those
who were part of the pre-PC UK computing scene, business school students
looking for a case history of how excellent technical ideas often fail to achieve
commercial success in an established market and those interested in the social
aspects of the history of technology who are looking for an exciting story of
what a dedicated team can achieve against considerable odds.
118

Over the period discussed in AUDI the market was dominated by suppliers
such as IBM, catering with established punched card techniques for large and
medium sized organisations in industry and government. At that time in the
UK, manufacturers of electrical equipment such as Ferranti and English
Electric entered the field with excellent equipment but no pre-existing
computer or punched card equipment customers, and in due course became
absorbed into the company which became ICL by a series of mergers, details
of which are well set out on pl81 of (Bird, 1994). Lyons, with no electrical
manufacturing background, were an exception — and, although the use of
computers considerably improved Lyons’ internal organisation and methods
(O&M), it is clear that the Lyons’ board in agreeing to the English Electric
merger felt that manufacturing computers was unlikely to become their main
business. Moreover their teashop image did not help their sales.
Later mergers were carried out under considerable government pressure
in the belief that a united effort by the British computer industry would be the
most effective way of competing with the US. The resulting range of available
computers prompted the managing director at the time of ICL’s creation to
describe the company’s computer range as being the largest range of incom
patible computers in the world. Moreover the existence of a single UK
computer company made a foreign takeover much easier — as was the case
with the Persian empire and Alexander the Great. The present position is that
Fujitsu owns 80% of ICL shares and most of the rest are owned by Northern
Telecom. ICL is now primarily a systems and software house. And it is sad
to report that because of injudicious ventures in Europe the parent Lyons
company (very much a family company) is no more.
Now the whole nature of the market has changed. Primarily because of
integrated circuit development by companies such as INTEL, much of it US
Defense Department financed, it has become possible to offer PCs and
similarly priced machines for use in the home and to smaller organisations.
In this new market, established pre-1980 customer loyalties no longer
influence sales.
The Lyons entry into the field was unusual in that it was based on a
university-developed machine, the University of Cambridge EDSAC, a
machine with a mercury delay line store. As a member of the EDSAC team
at the time, I was present at a key meeting on 11 November 1947 with TR
Thompson and others of Lyons. This meeting resulted in an agreement for
Lyons to provide a grant of £3,000 to speed up the development of the
machine in return for access to technical details of its design, construction and
use, and hardware familiarisation for a member of the Lyons team, Ernest
Lenaerts. Lenaerts, who died recently, worked with me for a time on the
design and construction of EDSAC’s main control unit and start-up (boot
strap) unit for which, as a research student, I was responsible.
The Lyons engineering team, without whose efforts the LEO systems’
accomplishments would not have been possible, was headed by John Pinkerton
from the Cambridge Cavendish Laboratory, which he had joined after about
four years of wartime radar research. His early problems (for example, STC’ s
eventually aborted attempt to build an input binary converter (telephone and
computer engineering standards of reliability are different)) are described in
(Pinkerton, 1990). After the first LEO (with 2,048 17-bit words of store and
no backing store) had proved itself in 1954, the decision to manufacture LEO
II for sale or hire was made by the Lyons’ board and LEO Computers Ltd was
formed. A redesigned LEO, LEO II (with 8,192 19-bit words of store and a
drum backing store), was produced and between 1957 and 1961 11 were
manufactured. Many of the early sales of this machine came about through
Simmons’ connections with the Office Management Association and through
family contacts of Lyons directors. In later LEO IIs, the mercury delay line
store was replaced by ferrite cores.
LEO III, with a 65,536 21-bit word store and a disc backing store, a
machine using solid state electronics, microprogramming, mixed radix arith
metic and multiprogramming, followed. Between 1962 and 1969 a total of 70
LEO Ills — all variants of the same basic design — were produced. Of these
nine were exported, four to Australia, three to Czechoslovakia and two to
South Africa. Three names associated with Australian LEO Ills may be of
particular interest to ACJ readers. The first two were Peter Gyngeil (described
by Caminer as a “massive Welshman”), who managed LEO Computers
Australia, and Peter Murton, third ACS president, who directed the Colonial
Mutual systems/programming group. The third was Frank Land, who joined
LSE in 1967 to teach systems analysis and subsequently held chairs at LSE
and London Business School. About 15 years ago he lectured for a term at the
University of Sydney Department of Computer Science.
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With the exception of the LEO-developed document reader (autolector),
peripheral items such as magnetic tape, paper tape and punched card input and
output equipment were provided by specialist suppliers — a process which
led sometimes to delivery delays of complete installations.
Some machines were used for service bureau work. Much of this was
initially concerned with technical calculations — such as aircraft/missile
design calculations, DC motor performance and actuarial calculations. How
ever by 1955 it was primarily data processing — e.g., payrolls, stock control
and sales accounting — for a wide range of companies. Many of these
companies subsequently purchased LEO computers.
Unlike most other computer suppliers who separated sales personnel from
their systems design and implementation teams, LEO Computers followed
the policy of integrating sales and systems work—a policy appropriate to the
innovative character of many of their projects. One side effect was that no
charge was made for much of the LEO systems consulting and implementa
tion — a policy which probably contributed to the overall poor financial
performance summarised on pl70 of (Bird, 1994). This summary makes it
likely that Lyons was only too happy to have LEO Computers merge with the
English Electric computer group in 1963 —just after the completion of the
first LEO III.
Although AUDI provides an excellent insight into the experiences of real
“hands-on” practitioners, supplementary reading provided by (Bird, 1994)—
Bird joined Lyons only in 1964 — and the relevant section of ICL’s history
(Campbell-Kelly, 1989) will close a few gaps. LEO anecdotes in (Carmichael,
1996) are also relevant.
Techniques for getting correct results in spite of machine errors —
especially with early machines for which the rate of occurrence would startle
today’s users might have been expanded on. Another item which might have
been discussed at greater length was upward compatibility — the extent to
which, say, programs written for LEO I could be used on LEOs II and III. With
LEO III the introduction of CLEO, a COBOL-like language, simplified
programming at the expense of compile time and memory space — a more
detailed discussion of the economics of using it would have been welcomed.
It is interesting that after the last order for five machines (for the UK Post
Office) an emulator to enable LEO III programs to be run on ICL2960
machines was devised.
In all, a total of 82 LEOs were commissioned and used primarily for
O&M computing. Only one of these installations could be regarded as a
failure — for administrative rather than technical reasons. There was little
government assistance — no R&D support and no government orders until
1958, although some government bureau work had been carried out — in
sharp contrast to the US government support of their computer industry.
Perhaps the main contribution which the LEO team made to computing in
the long run was that the experience they had gained they took with them
when they dispersed to a number of senior industrial and academic positions
in the UK, US and elsewhere.
One last comment. Reminiscences by dedicated participants in major
events such as wars and technological breakthroughs often are written up 30
or so years afterwards. It is said that a similar delay applies to much of the New
Testament. So AUDI is in good company.
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KENT, G. (1996): Internet Publishing with Acrobat, Adobe Press, San Jose,
California, 380pp., $69.95, (softback).
This book represents something of a departure from those dealing with the
WWW that I have reviewed lately. In fact, it served to heighten the dichotomy
that many people will encounter when moving from paper-based publishing
to the Internet as a publication medium - that is, how do they obtain the layout
flexibility and quality of desktop publishing output on the Web whilst
maintaining small file sizes, the world-wide coverage and potential reduction
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in printing costs that use of the WWW promises. Let’s face it, from a layout
point of view HTML 2.0 is a nightmare and the forthcoming(?) HTML 3.2
standard whilst heralding some improvements is still quite inflexible. This is
where Adobe hopes to score well with its Acrobat range of products.
Acrobat and its native portable document format (PDF) open up a wide
range of options for Internet publishers in terms of high resolution images,
parallel publishing for paper as well as screen, document security, font
selection, and high quality printing to name but a few. This book, provides a
comprehensive ready-reference guide for those people who wish to use
Acrobat to create PDF files for use alongside HTML - it does not promote the
use of PDF over and above HTML rather it advocates choosing the appropri
ate format for the material being published. From the outset, it should be made
clear that this text will not tell you how to operate Acrobat or its associated
programs, rather it provides advice, hints, suggestions and access to technical
material that should enable an Acrobat user to produce well designed and
implemented documents.
A quick tour through the chapter contents reveals the following. Chapter
1 outlines the contents of the book and which sections to read if you are
seeking specific answers to a problem. Chapter 2 describes the Acrobat
software suite and when to use a particular product, PDF and where Acrobat
software can be found; the following chapter, Chapter 3 covers content
development strategies including such issues as when and where to use PDF
or HTML and issues relating to document service. Chapter 4 provides
extremely useful material on document design including discussion of page
sizes, display resolutions then briefly discusses alternative PDF creator
applications. Many PDF files will start life as postscript documents and
Chapter 5 gives the designer hints on how best to convert them to PDF files
using Acrobat Distiller. The process of creating high quality documents for
the Internet is not easy and PDF does not always make it easier; Chapter 6
entitled “Fine-tuning PDF Documents” contains a plethora of information on
how to achieve the best results, continually urging the user to check the
resulting documents on a variety of browsers/machines and to fine tune such
things as graphics resolution to achieve the appropriate balance between file
size and quality. The next chapter provides details on the best ways to make
pages interactive, detailing the wealth of new actions that PDF allows such as
importing data into a form, annotations and article threads. Publishing PDF
documents is the subject of the next chapter and includes discussion on how
to configure servers to serve the PDF file type, issues of document security
as well as dynamic PDF. Chapter 9 contains a number of tables that should
enable troubleshooting of a wide variety of problems whilst the last chapter
lists a wide variety of Acrobat resources. A short but useful glossary precedes
a large number of appendices that discuss such things as the PDF forms data
format, font copyrights (very useful when one considers that font descriptions
may very likely be contained in PDF documents), Acrobat plug-ins and file
conversion options. The index is quite comprehensive and cross-referenced.
Although I have not as yet used Acrobat I came away from this book with
a desire to try it. The book is well researched and written, a little dry to read,
but what reference book isn’t? and contains a wealth of information for the
“savvy” user. Highly recommended if you use Acrobat, it will not be of much
value to those who don’t, but do ensure that it is on your reading list the minute
you commence creating PDF documents.
Andrew Wenn.
Victoria University of Technology (Footscray)
SOSINSKY, B. and PARKER, E. (1996): The Web Page Recipe Book,
Prentice Hall, USA, 352 pp, unspecified price.
By the time you have finished reading this book you will know, in detail, what
it takes to create a home page for your business or organisation. But equally
importantly, you will also be equipped with a range of templates and software
recipes allowing you to efficiently turn your ideas into a finished product.
This book is geared towards the novice Web designer. No previous
Internet experience is assumed as the introductory section starts with the
basics of what a Web page is.
The authors explain how to tap into the vast resources of the Web using
search engines, how to create HTML (HyperText Markup Language) docu
ments to display and process information, how to integrate graphics into Web
pages, and the steps involved in producing interactive forms. Interactive
pages allow you to converse with Net users to gather vital feedback, and to
build up profiles of the types of people visiting your home page.
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Yet, despite how impressive your home page turns out, it is useless
unless people know about it. One chapter discusses, in depth, how to get
your Web page posted, and what you can do to announce its existence to
the Internet community.
As a reading aid, each chapter starts with a list of topics to be covered in
that particular section of the book, and concludes with a summary of the main
points which have been discussed. Three distinctive icons are used within the
book’s margins to highlight notes, useful tips, and cautions respectively.
The first of three appendices contains a short but useful glossary of
Web-related terms. The second is a valuable listing of HTML tags. It has
been subdivided into sections covering those tags which should be used
on every home page, text formatting tags, anchor tags, Netscape exten
sion tags, and so on.
The final appendix lists the contents of the companion CD-ROM. The disc
contains tools for generating Web pages, HTML scripts / templates, sample
home pages, an assortment of graphics (photographs, logos, bullets, icons,
etc.), as well as a selection of public domain software. The layout has been so
arranged that it is possible to use either a PC or Macintosh to access the CDROM’s contents.
Written in a clear, jargon-free style, and supplemented with a liberal dose
of screen shots of Web pages, this book acts as a private tutor, taking you
progressively through each of the phases in generating a home page.
Producing a home page using this book has been reduced to simply cutting
and pasting text using your word processor. And as you become more
experienced, you can further refine the Web output you produce.
If you have been thinking about creating a home page but have found it
difficult to know where to start, this book is an excellent launching pad.
Tony Stevenson
MKD Software Consulting
PALMER, S. (1996): VBScript & ActiveX Wizardry, The Coriolis Group,
USA, 404 pp, SUS 39.99.
VBScript, a scripting language, is a subset of the popular Microsoft Windows
programming language Visual Basic. The role of a scripting language is to
overcome some of the shortcomings of HTML (HyperText Markup Lan
guage) which is used to create Web pages. In particular, scripting languages
like VBScript and JavaScript allow designers to build in more interactivity
into their Web pages than is currently possible with HTML.
ActiveX, the latest specification from Microsoft for its OLE (Object
Linking and Embedding) technology, underpins a new paradigm for software
development, one that is based upon the concept of components.
Regardless of whether the software development is destined for the
desktop, Internet, or Intranet, ActiveX controls (which can best be described
as resembling mini mini applications) can be inserted into both Windows
programs and Web pages. These controls provide extra functionality and
interactivity, involving only a minimum amount of coding. Examples of
ActiveX controls are familiar Windows objects such as command buttons,
radio buttons, list boxes, etc.
With Web page development, ActiveX controls are inserted into tradi
tional HTML documents, and their appearance and behaviour can then be
subsequently controlled by VBScript statements. Note that the VBScript code
is also embedded within the actual HTML document as well, but is delineated
from it by the use of HTML script tags, which are used to mark both the
beginning and the end of the VBScript code.
In order to understand how to use VBScript properly, an understanding of
how HTML works is also required. The opening chapter of this book explains
what VBScript is, how it is used in conjunction with HTML, and the role of
ActiveX controls. Two simple examples of how to combine HTML and
VBScript are given, accompanied by detailed descriptions of each of the steps
involved in the process.
It is not necessary to have a detailed knowledge of HTML before tackling
this book, though some general programming experience in any language
would be an advantage.
Reading this book will show you how to embed VBScript code and
ActiveX controls into HTML documents, and how to utilise the power of the
language to make web pages come alive through interactivity.
The book also provides important information about the ActiveX Control
Pad. This is a tool used as an aid in the visual design of Web pages using both
ActiveX controls and Visual Basic scripting. The operation of the Control Pad
120

is not unlike the tool box which is used in Visual Basic to place controls onto
forms in Windows applications.
A practice which is gaining popularity with some publishers is to include
a free chapter from another of their range of books. In this case the bonus
chapter, “Microsoft Internet Explorer 3.0 FrontRunner’’, contains some
interesting information about ActiveX technology and Microsoft’s vision of
“complete interactivity” which involves “users moving from desktop, to
Internet, to Intranet without noticeable transition”.
Tony Stevenson
MKD Software Consulting
McKUSICK, M. K., BOSTIC, K., KARELS, M. J. and QUARTERMAN,
J.S. (1996): The design and implementation of the 4.4BSD operating
system, Addison-Wesley, 580pp., $84.95
In 1989, Addison Wesley published “The design and implementation of the
4.3BSD operating system” by Leffler, McKusick, Karels and Quarterman,
also known as the devil book because of its cover. At that time, the book was
by far the best exposition of the internals of a real-life Unix implementation,
with good explanations of not only how the kernel does things, but also why.
“The design and implementation of the 4.4BSD operating system” is a worthy
successor to the 1989 book. Although its structure and some of the text are
based on the earlier book, much of the text is completely new, since the
developers of 4.4BSD completely redesigned several subsystems of 4.3BSD.
The virtual memory subsystem of 4.3 was creaking at the seams even in
1989, being too tied to the unusual VM architecture of the DEC VAX and
unable to support sparse address spaces. The virtual memory subsystem of
4.4BSD, whose ideas are based on those of the Mach system, is much more
modern; it can handle shared memory quite easily, and has a clean separation
between the machine independent and machine dependent parts of the system.
Its major flaw is the lack of integration of the VM system with the buffer cache
of the filesystem, which can lead to synchronization problems when one
process updates a file that is mapped into its memory while another process
reads the same file through the file system, or vice versa. (This is a curious flaw,
since several commercial vendors have shipped Unix versions that have
integrated the buffer cache into the VM system for several years now.)
The file system has also undergone a major facelift. The most important
change is the generalization of the notion of the inode and the corresponding
introduction of a vnode/VFS layer in order to be able to support several
filesystem implementations simultaneously. Although this idea was intro
duced by Sun when they introduced NFS, the BSD implementation is more
general, allowing filesystems implementations to be stacked upon one
another. 4.4BSD exploits this capability to implement union mount filesystems,
one of the key ideas of Plan 9. The basic filesystem implementations include
the Berkeley Fast Filesystem (FFS, introduced in 4.2BSD), a memory-based
variant of the FFS (useful for /tmp), the network file system NFS (several
aspects of whose implementation have since been incorporated into version
3 of the NFS protocol specification), and a completely new kind of filesystem
based on research at Berkeley, called the log structured filesystem (LFS). The
idea behind LFS is that as main memories become bigger, the buffer cache
will be able to satisfy a very high proportion (more than 99%) of read requests,
and that, therefore, the filesystem on disk should be structured to speed up
writes. The mechanism that the LFS uses to do this is quite complex. Partly
as a result of this complexity, the LFS does not offer improved performance
for most workloads at the moment, but it is quite possible that it will do so in
the future.
Most other parts of the book have also been revised. For example, the
chapter on process management now mentions POSIX signals and sessions,
and the networking chapters mention the changes required to support the OSI
protocols (although only briefly).
Although access to the full source code of 4.4BSD still requires an AT&T
license, most of the kernel (including almost all the interesting parts) are
publically available in the 4.4BSD-Lite release. This release has been
incorporated in full Unix implementations by the FreeBSD and NetBSD
projects.
I have started to use this book as the main text in the advanced operating
system course I teach. I would recommend it to any serious student of
operating systems.
Zoltan Somogyi
University of Melbourne
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NEWS BRIEFS
‘News Briefs’ is a regular feature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.

WRITE YOUR OWN STANDARDS
Industry groups can now become accredited
Australian-Standards writing bodies under a new
scheme launched by Standards Australia, the
nation’s peak Standards setter.
The arrangement will give industry groups
the opportunity for more direct involvement in
developing their own industry-specific Aus
tralian Standards once accreditation has been
gained from an independent Standards Ac
creditation Board.
Standards Australia recently established the
Board in response to the Kean Inquiry (1995)
into the country’s Standards and Conformity
Infrastructure.
The primary function of the Board, which
comprises a balanced mix of government, com
mercial and community interests, is to accredit
competent industry-based bodies with the role
of writing, developing, and publishing their
own industry-specific Standards, within a trans
parent and consensual framework akin to Stand
ards Australia.
Albert Koenig, Chairman of the Board, has
called for expressions of interest from indus
try groups, quasi-government or private, that
may wish to become accredited Standardswriting bodies.
Furtherinformationon theStandards-accreditation scheme can be obtained by contacting the
Board’s Executive Officer, Owen Archer, on
(02) 9746 4700.

NEW STANDARDS
Standards Australia has recently published the
following Standards and Draft standards for the
information technology industry.

AS/NZS 1519:1997 Information and docu
mentation — International standard book
numbering (ISBN) (ISO 2108:1992). Speci
fies the construction of an international standard
book number and the location of the printed
number on the publication. Australian and Zea
land practice is described in annexes. This Stand
ard is identical with and has been reproduced
from, ISO 2108:1992. This Standard supersedes
AS 1519—1982.

AS/NZS 4064:1997 Information technol
ogy —Telecommunications and information
exchange between systems— Private telecom
munication networks — Digital channel ag
gregation (ISO/IEC 13871:1995). Defines a
set of procedures used in the provision of higher
bandwidth digital bi-directional channels by com
bining multiple switched or non-switched 56
kbit/s or 64 kbit/s digital bearer channels across
public or private networks. This Standard is
identical with and has been reproduced from
ISO/IEC 13871:1995. This Standard supersedes
AS/NZS 4064(int): 1995.

AS/NZS 4230 Information technology —
Coding of moving pictures and associated
audio for digital storage media at up to
about 1.5 Mbit/s. AS/NZS 4230.4:1997 Com

pliance testing (ISO/IEC 11172-4:1995)
Specifies procedures to determine characteris
tics of coded bitstreams and to test compliance
of bitstreams and decoders with the require
ments specified in Part 1, 2 and 3 of AS/NZS
4230, and is identical with and is reproduced
from ISO/IEC 11172-4:1995.

AS/NZS 4337:1997 Information technol
ogy — Telecommunications and information
exchange between systems — Private inte
grated services network—Specification, func
tional model and information flows — Call
transfer supplementary service (ISO/IEC
13865:1995). Specifies the call transfer between
three users and is applicable to various basic
services supported by private integrated serv
ices networks. The basic services are specified
in AS/NZS 4135:1995. It is one of a series of
Standards applicable to private integrated serv
ices networking. This Standard is identical with
and has been reproduced from ISO/IEC
13865:1995 and supersedes AS/NZS
4337(Int): 1995.

AS/NZS 4339:1997 Information technol
ogy —Telecommunications and information
exchange between systems — Private inte
grated services network — Inter-exchange
signalling protocol — Call transfer supple
mentary service (ISO/IEC 13869:1995). Speci
fies the signalling protocol for the support of the
call transfer supplementary service at the Q
reference point between private integrated serv
ices network exchanges connected together
within a private integrated services network.
The Q reference point is defined in AS/NZS
4136.1:1995. It is one of a series of Standards
applicable to private integrated services net
working. This Standard is identical with and has
been reproduced from ISO/IEC 13869:1995.
This
Standard
supersedes
AS/NZS
4339(Int): 1995.

AS/NZS 4340:1997 Information tech
nology — Telecommunications and infor
mation exchange between systems — Pri
vate integrated services network — Inter
exchange signalling protocol — Call com
pletion supplementary services (ISO/IEC
13870:1995). Specifies the signalling proto
col for the support of the call completion
supplementary service at the Q reference
point between private integrated services net
work exchanges connected together within a
private integrated services network. The Q
reference point is defined in AS/NZS
4136.1:1995. It is one of a series of Standards
applicable to private integrated services net
working. This Standard is identical with, and
has been reproduced from, ISO/IEC
13870:1995. This Standard supersedes AS/
NZS 4340(Int): 1995.

AS/NZS 4471:1997 Information technol
ogy —Open Systems Interconnection—Net
work layer security protocol (ISO/IEC
11577:1995). Specifies a protocol to be used by
end systems and intermediate systems in order
to provide security service in the network layer
of the OSI 7-layer model, and is identical to and
reproduced from ISO/IEC 11577:1995.

AS/NZS 4472:1997 Information tech
nology — Coded representation of picture

and radio information — Progressive bi
level image compression (ISO/IEC
11544:1993 and ISO/IEC 11544:1993/
Corr.l:1995). Specifies a coding method
having progressive, progressive-compatible
sequential and single-progression sequential
modes. Also suggests a method to obtain any
needed low-resolution renditions and is iden
tical with and has been reproduced from ISO/
IEC 11544:1993 including ISO/IEC
11544:1993/Corr.l:1995.

AS/NZS Information technology — Dig
ital compression and coding of continu
ous-tone still images. AS/NZS 4473.1:1997
Requirements and guidelines (ISO/IEC
10918-1:1994). Specifies a process for con
verting and unconverting source image data
to compressed image data. The source image
consists of continuous-tone still digital data
and is identical with and is reproduced from
ISO/IEC 10918-1:1994.

AS/NZS 4802 Information processing
systems — Local area networks. AS/NZS
4802.1 Supplement 2:1997 Overview of
local area network standards — System
load protocol (Supplement to AS/NZS
48092.1:1996) (ISO/IEC 15802-4:1994).
Specifies a set of services and protocol for
those aspects of management concerned with
the loading of systems on IEEE 802 type
LANs, and is identical to and is reproduced
from ISO/IEC 15802-4:1994. This Standard
supersedes AS 4802.1 Supplement 2— 1992.
AS/NZS 4802.1 Supplement 3:1997 Over
view of local area network standards — LAN/
MAN management (Supplement to AS/NZS
4802.1:1996) (ISO/IEC 15802-2:1995).
Specifies an Open Systems Interconnection
management-compatible architecture, and
service and protocol elements for use in a
LAN/MAN environment for performing re
mote management, and is identical with and
is reproduced from ISO/IEC 15802-2:1995.
These publications may be purchased
from any office of Standards Australia, or
by contacting the National Sales Centre,
phone (02) 9746 4600 or 1800 029 955, fax
(02) 9746 3333.

BOLD AUSTRALIA WEB SITE
UNVEILED
State-of-the-art mobile phone technology has
merged with revolutionary web site design tech
niques with the launch of the Ericsson Mobile
Phones Australian website—
http://www.ericsson-mobiles.com.au
This interactive web site takes you on an
informativejourney through the smaller, smarter,
easier world of Ericsson. With the simple click of
a mouse, visitors to the web site can learn about
the whole range of Ericsson Mobile Phones,
Ericsson, Ericsson original accessories, most fre
quently asked questions, data products, Ericsson
service and general information on the company.
Web site designer, David Trewern, describes
the site as a “continual work in progress” that
will be regularly updated and revised.
One of the key objectives in the design of this
web page was to make it useful to visitors of the
site. Simply by clicking on any model phone, you
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will be able to access information specific to that
phone including accessories and data products.
Currently, if you have any service issues sim
ply click on the state where you live on the map of
Australia and a list of Ericsson Accredited Serv
ice Centres nearest you will appear. In the future,
visitors to the site will be able to locate their
nearest dealer and Ericsson Accredited Service
Centre, simply by entering a postcode.
1T&T TRADE DEFICIT ALMOST
DOUBLES IN THREE YEARS
The balance of trade in IT&T goods and services
has grown to about $7 billion compared with
about S3.8 billion in 1992-93, according to pre
liminary 1995-96 results of the Australian Bu
reau of Statistics’ survey of Information Tech
nology and Telecommunications businesses
which were released in May.
Of the $31.5 billion in revenue from domes
tic production, only a relatively small proportion
was destined for the export market. Exports for
1995-96 amounted to $3.6 billion whereas im
ports were $10.7 billion for the same period.
Computer hardware imports of $5.5 billion
for the period accounted forjust over half of total
imports of IT&T. Telecommunications hard
ware imports added a further $1.9 billion.
The ABS survey, which measured the
manufacture and distribution of computing
and telecommunications equipment, telecom
munications services and computer services,
showed that there are now just over 13,500
businesses which specialise in these activi
ties. These businesses employed 209,000
people at 30 June 1996 and generated IT&T
revenue of $47 billion.
The survey showed that the industry had
almost doubled in size since the previous survey
in 1992-93. The ABS however cautioned that
something in the order of 10 per cent of this
increase could be due to better survey coverage
rather than genuine industry growth.
Large increases since 1992-93 are evident in
the computer wholesaling and computer serv
ices industries in particular. The increase in
wholesale volumes appears to be significantly
based on imported goods rather than local manu
facturing activity. Manufacturing industry ac
counted for about $4.6 billion in IT&T revenue
compared to about $ 16.5 billion for wholesalers.
Details are in Information Technology, Aus
tralia, 1995-96, Preliminary (ABS catalogue
8143.0). Final results will be published in Infor
mation Technology, Australia, 1995-96 (cata
logue 8126.0).
ABS APPOINTS RESELLERS FOR
CDATA96
The Australian Bureau of Statistics (ABS) has
appointed 10 resellers for CDATA96, the flag
ship Census product produced by the ABS.
The resellers are:
Census Applications (NSW)
Channel Marketing (VIC)
Consulcad (VIC)
Data Analysis Australia (WA)
Don Global Investments (VIC)

ERSIS International (Qld)
Habitat Planning (NSW)
Land File Consultancy (TAS)
Mapinfo Australia (NSW)
Security Mailing Services (NSW).
The resellers will be authorised to sell
CDATA96, which remains an ABS product.
CDATA96 will also be sold directly to clients
by ABS. The product is scheduled to go onto
the market in September. Prior to then, demon
strations are available through ABS or the ap
pointed resellers.
CDATA96 provides Census data for all of
Australia, from areas of approximately 200
households to an entire state or territory on CD
ROM. It has the functionality to export data for
use in other applications, and to import data from
a variety of formats into the system.
CDATA96 contains a wealth of information
that helps decision-makers in business and gov
ernment by providing insight to crucial deci
sions. It puts the Census to work by giving
instant access to detailed data on Australian
society by including information on age, educa
tion, housing, income, transport, religion, eth
nicity, occupation and more. CDATA96 is an
ideal tool for organisations which are involved
in research, planning or marketing a product,
service or business. It allows organisations to
thoroughly understand the marketplace as well
as providing information to assist in predicting
future market trends in a cost effective way.
CDATA96 has been developed with the
user in mind; it contains user friendly software
and comprehensive on-line help and interac
tive tutorials. Users simply select the geographi
cal area of interest, then the Census data needed,
and the reporting requirement in table, map or
graph format.
INTERNET PROVEN AS MOST
ECONOMICAL INTERNATIONAL
SALES GENERATOR
As debate rages about the worth of the Internet,
Hardcat, an Australian software producer has
proven the web as the most economical method
of generating international sales.
Hardcat, a 15 year old Melbourne-based pro
ducer of Asset Tracking and Help Desk soft
ware, has won significant business from the
United States, South America, the Asian region
and Saudi Arabia after investing $Aus3,000.00
on establishing an Internet presence.
Hardcat’s managing director and founder,
Dan Drum, compared his Internet investment
with the company ’ s previous international found
ers and said there was simply no contest.
“Previously international forays, such as the
establishment of our UK operation, cost hun
dreds of thousands of dollars. Plus we allocated
huge resources to attending computer shows,
attending seminars, and trying to establish ap
propriate distributors”, he said. “Hardcat’s
Internet site has been visited 1,400 times and
resulted in more than 80 follow up enquiries.
We could not have hoped to have of interna
tional exposure”.
Drum said the web’s worth was further
validated because the resulting sales gave the
company valuable reference sites in coun

tries in which Hardcat was yet to situate
offices or distributors.
“With hundreds of successful sites in Aus
tralia, the UK and throughout Asia, our manage
ment thought it was timely to enter the United
States. We established our Web site about six
months ago as part of strategy to expand the
business so potential customers could easily
access the company and find out about Hardcat’s
successful history”.
“The response has been very pleasing and
provides further validation that international cor
porations will consider, and buy, Australian
software. Our first North American sale to the
Washington-based Sytel Inc. demonstrates
Hardcat’s acceptability and effectiveness in over
seas markets”, he said.
Drum said Hardcat would capitalise on its
first North American site in an upcoming trade
mission the company was planning. He said the
sale had added numerous opportunities in the
form of site visits and references and was confi
dent that these would result in significant sales.
Hardcat currently exports to, and has dis
tributors in the United Kingdom, Europe, New
Zealand, Malaysia, Singapore, Hong Kong and
South Africa. Drum said the company had re
cently generated interest in Hong Kong because
of the imminent hand over of the colony to the
People’s Republic of China.
“Many Hong Kong companies are very con
cerned about generating an accurate portfolio of
their assets. Our ability to accurately track and
control assets has made us a major niche market
player — the beauty of it is that because of the
Internet we can now be a world wide niche
market player”, he said.
ANTI-VIRUS SOFTWARE IS FULLY
YEAR 2000 COMPLIANT
VET has been approved as being fully compliant
with Year2000 programming requirements. The
crux of the problem lies in how the date format
is represented — whether by 4 digits, such as
“1997” or by two digits—“97”, Where software
uses the 2-digit form, calculations involving the
year 2000 will use 00 instead and the outcome
will be wrong.
Throughout the suite of anti-virus software,
VET uses the complete form of the date, so that
calculations are based on the 4-digit version of
the date.
However, it is not enough just to make sure
that one software application is Year 2000 com
pliant: — there is more to it.
Firstly, all software must be checked, whether
it is packaged software or proprietorial software.
Next, you must ensure that your hardware is also
Year 2000 compliant.
For large organisations, the ramifications of
the checking process alone are staggering. Cur
rently many corporates and government depart
ments are tendering out the work. On the other
side of the coin, many IT consultancy firms have
the expertise required to upgrade systems and
are providing the resources to carry it out. There
are even Year 2000 software packages which
will check systems for compliance.
Further information from Cybec, Hampton, Vic
toria, phone (03) 9521 0655.

