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Entity Integrity
Revisited
T Halpin
P Ritson
Key Centre for Software Technology,
Department of Computer Science,
University of Queensland, Australia 4072

In the relational model, table rows must be identifiable by
their primary key values. To enforce this condition, EF
Codd includes the following entity integrity rule: ‘No
component of a primary key is allowed to have a missing
value of any type This rule may, in practice, be too
restrictive. We specify cases where entity identification is
achieved even when the entity integrity rule is violated, and
show how to implement these cases. However, since
partially null primary keys may not always be desirable, we
discuss ways to avoid them. The Rmap (Relational
mapping) algorithm for mapping an ORM (Object-Role
Modelling) conceptual schema onto a relational schema is
extended to deal with such cases.
Keywords: Entity, Key, Null, Relational.
CR categories: H.2.0, H.2.1, H.2.3

Associate Editor: G Low
1 INTRODUCTION
When first proposed, the relational model of data demanded
that table rows be identified by primary keys, but the notion of
missing information was not addressed (Codd, 1970). Later,
the notion of a null value was introduced to cover cases where
an actual value was either unknown or inapplicable, and Codd
added what he called the “entity integrity rule” to the rela
tional model (Codd, 1979). This is commonly stated thus
(Date, 1990a):
No component of the primary key of a base table is
allowed to accept nulls.
Recently, Codd (1990) proposed “Version 2” of the rela
tional model, in which null values are referred to as A-marks
(missing but applicable) or I-marks (missing and inapplica
ble), and restated the entity integrity rule thus:
No component of a primary key is allowed to have a
missing value. No component of a foreign key is al
lowed to have an I-marked value.
In this paper the unqualified term “null value” encom
passes both A-marks and I-marks. After presenting the case in
favour of the classical entity integrity rule, we argue for a
weaker rule of “entity identification” which preserves the
identity of rows yet allows primary keys to be partially null in
specific cases. The implementation of partially null keys in
SQL is then discussed. Current trends in SQL standards and
commercial DBMSs indicate that entity integrity will increas
ingly be enforced. Hence, we also survey various ways of
avoiding partially null primary keys. In particular, the Rmap
(Relational /napping) algorithm for mapping an ORM (Ob
ject-Role Modelling) conceptual schema onto a relational
schema is extended to avoid violating entity integrity.

2 THE CASE FOR ENTITY INTEGRITY
The justification for the original entity integrity rule is well
documented in a number of references by Date (1986, p.26;
1990a, pp. 147-8; 1990b, pp.279-81). We quote at length from
Date (1990b):
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Base relations (or, more precisely, tuples within base
relations) correspond to entities in the real world. ...
Therefore, entity representatives within the database must
be distinguishable (identifiable) also. Primary keys per
form this unique identification function in the relational
model. Suppose... that base relation S included a tuple for
which the S# value was null. Then that would be like
saying that there was a supplier in the real world that had
no identity (or at least no known identity). If that null
means “property does not apply”, then clearly the tuple
makes no sense ... If it means “value is unknown”, then
all kinds of problems arise. For example, we now do not
even know (in general) whether the tuple represents one
of the suppliers we do know about...
Similar arguments apply to all other possible inter
pretations of null. Arguments analogous to the forego73
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ing can be used to show that partially null primary key
values must also be prohibited (in base relations)... The
entity integrity rule is sometimes stated in the form: In

a relational database, we never record information
about something we cannot identify.
The points made by Date are correct in respect to wholly
null primary keys. However, Date does not satisfactorily
present ‘arguments analogous to the foregoing... to show that

partially null primary key values must also be prohibited’. In
fact the only composite key examples he cites (Date, 1986,
p37) are many-to-many relationships where the primary key
is composed of two single field foreign keys, both required to
represent the relationship. The next section discusses some
cases where partially null composite keys can successfully be
used for identification.

3 ENTITY IDENTIFICATION WITHOUT ENTITY
INTEGRITY
Thalheim (1989) discusses one case where tuples in a relation
may be identified without requiring null-free primary keys. He
introduced the notation of “key sets” as a generalisation of
primary keys, to allow relational tuples to be distinguished so
long as each contained a null-free subtuple which was unique in
the key’s population. The attributes involved in these subtuples
may vary from tuple to tuple. For example, suppose data about
patient admissions to an accident ward are stored in the table
Patient Admission (patient name, address, injury, admission
time). Any of the first three attributes might contain null values
(e.g. the patient may be unconscious, or the injury as yet
undiagnosed), and more than one admission may occur at the
same time. So there is no null-free primary key. However,
records in the relation may still be distinguished if they have
some unique null-free part. For instance, one record might have
the combination of patient name and admission time unique,
another might have injury and admission time unique, and
another might have patient name and address unique.
Our treatment of null-free primary keys was developed
independently of, and differs substantially from, Thalheim’s
analysis. The cases we consider lead to a single, partially null
primary key rather than a key set. Moreover, we identify the
cases at a conceptual level and discuss their mapping to the
relational level, rather than providing an algebraic extension
to the relational model itself. Two such cases are now listed
(the terminology used is explained later):
1 an object type identified by a mandatory disjunction of (2
or more) roles;
2 a lazy object type with a non-functional, non referential role.
Both these schemes occur naturally in real world applica
tions. We consider the two cases in turn. Mainly because of its
flexible and natural treatment of reference schemes we use
fact-oriented modelling (in particular, Form — Formal 0bject-Fole Modelling) to portray the relevant conceptual
schemas. Object-Role Modelling is a conceptual modelling
method that views the application world simply in terms of
74

objects playing roles. The notion of attribute is not used
(except for abstraction purposes). A role is either a property
(e.g. “jogs”) or a part played in a relationship type (e.g. in
Person drives Car, the person plays the role of driving and the
car plays the role of being driven). Relationship types are
portrayed as logical predicates (role sequences) with each role
(shown as a box) played by one object type.
Basically, an object type may be: an entity type (e.g.
Person), as represented by a named solid ellipse “C T; a
value type (e.g. PersonName orEmployeeNr), represented by
a named broken ellipse “C
or an objectified predicate,
represented by enclosing a predicate in a rounded box
“ (rr Til”. Some object types may be subtypes of others (e.g.
Man and Woman are subtypes of Person). Predicates can be
unary
binary “CD”, ternary “OH”, or n-ary “CL' _TH”;
and are classified as either reference predicates orfact predi
cates. A reference predicate is one that is involved in the
primary identification of an object type; all other predicates
are fact predicates. The reference roles of an object type are
those used to identify it (e.g. having a name); they are the roles
in the reference predicate(s). Mandatory roles are identified
by the addition of a mandatory role dot
A mandatory
disjunction of roles is obtained by joining two or more arcs to
the same dot “CK”.
A simple key is a uniqueness constraint (UCI) spanning
exactly one role “ CJJ a composite key spans two or more
roles “ QI ZLl ”• Inter-predicate uniqueness (UCE) is de
picted with a “©” notation linked by a broken line to the roles
involved. Intrapredicate and inter-predicate exclusion con
straints are depicted with a “®” notation linking the roles
involved. Subset and equality constraints between roles are
depicted by a dotted arrow line: double-headed arrow for
equality or single-headed from the subset side. The reader
unfamiliar with ORM methods (e.g. FORM or NIAM) is
referred to Nijssen and Halpin (1989), Halpin and Orlowska
(1992) or Halpin (1995) for background.
Null values do not exist at the conceptual level, but may
result when optional roles are mapped down to the relational
schema. As an example of Case (1), consider Figure 1. This
portrays how plant-kinds are referenced, who classified them,
and where they are on display.
Some plants (strictly, plant-kinds) are identified by a genus
name. However, most plants are identified either by a genus
and species, or a genus, species and infraspecies (rank +
name). Examples are ‘Agrostis’ (genus), ‘Acacia interior’
(genus, species), and ‘Eucalyptus fibrosa subsp nubila’
(genus, species, infraspecies).
Consider the three binary reference types attached to the
left of PlantKind. The mandatory role constraint (“•”) indi
cates that each plant has a genus. The three simple uniqueness
constraints (“<-»”) specify that each plant has at most one
genus, at most one species and at most one infraspecies. The
subset constraint (“--»“) indicates that if a plant has an
infraspecies it also has a species. The “@” denotes an inter
predicate uniqueness constraint: each (genus, species,
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 28, No 3, AUGUST 1996
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infraspecies) combination refers to only one plant. The “%”
mark indicates that partial combinations may also be used for
identification. In this context, a “partial combination” com
prises one object of type Genus, at most one object of type
Species, and at most one object of type Infraspecies. We chose
the “%” mark for this extension to the FORM notation since
its ordinary use for percentage suggests the notion of partial.
The other “®” indicates that each infraspecies rank and name
combination refers to only one infraspecies.
Conceptual schema:

Genus
(name)

Species
(name)

PiantKind

Infrarank
(code)
displayed
Infraspecies
was ciassifiec

infraname \—[

Museum
(name)
Author
(name)

In short, entity integrity may be violated only if entity
identification is preserved. The uniqueness constraints on
and among the roles played by PiantKind specify & 1:1
correspondence between kinds of plant and whole or
partial combinations of (Genus, Species, Infraspecies).
Entity integrity is violated in both tables but entity identi
fication is still achieved.
As an example of a partially null, secondary identification
scheme, consider Figure 2. Assuming the country is given
(e.g. Australia), a location identification might be a suburb
and city, or alternatively a rural district. This schema does not
lead to a violation of entity integrity, since the null columns
are not part of the primary key (warehouse number). The “®”
notation in Figure 2 depicts an exclusion constraint, i.e. a
location cannot have both a DistrictName and a SuburbName;
and the double headed dotted arrow line depicts an equality
constraint, i.e. if a location has a SuburbName then it also has
a CityName.
Conceptual schema:
^treetAddress’

Relational schema:
Plantkind

( genus. I species, finfrarank. infranamel 1. author)

DistrictName

Displayedin ( oenus. f species, [infrarank, infraname)), museum)

SuburbName

Figure 1: Botanical identification includes optional attributes.

Location
CityName

When the conceptual schema is mapped down to a rela
tional schema, two tables result (see Figure 1). The primary
keys are underlined. Attributes are mandatory (no nulls al
lowed) unless enclosed in square brackets (“[“ and “]”).
Enclosing two attributes in the same square brackets indicates
one exists (i.e. is not null) just in case the other is (e.g.
infraRank exists if and only if infraName exists). The subset
constraint on the conceptual schema is captured by embed
ding “[infrarank, infraname]” within the option-brackets for
species (i.e. infrarank and infraname are non-null only if
species is non-null). The arrowed connection between the
tables expresses the subset constraint that plant-kinds on
display have been classified. In applying the primary key and
foreign key constraints, all nulls are treated as equal values:
this needs to be understood since in the standard 3-valued
logic of the relational model the condition null=null does not
evaluate to true.
The schema shown is in fact simplified. Combinations of
hybrid and intermediate formulae (identification involving
two parent names) and culti vars (appending a culti var name to
one of the above levels of classification) are excluded. Their
inclusion simply adds to the number of optionally null fields
in the identification scheme. In any case, the introduction of
null components must not lead to a loss of identification. For
example, only one plant is allowed to have a specific genus
without additional classification.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 28, No 3, AUGUST 1996

StateName

Warehouse

Relational schema:

Warehouse (warehouse#, stAddress, [district], [suburb, city]*, state)

1 exists iff district is null

Figure 2: Location is implemented as a partially null alternate key.

A generic schema for the identification scheme of Case
(1) is shown in Figure 3. Entities of type A are referenced
by their relationships with one or more objects of type
B}...B„ (not necessarily distinct). The disjunctive manda
tory role guarantees that no wholly null primary keys
exist. The uniqueness constraints ensure a bijection from
the entity type A to the union of Cartesian products of one
or more of the B object types (ordered according to the
reference pattern selected from the predicate sequence
R;...R„). Under these conditions partially null primary
keys may be used for identification. A half-solid ellipse is
a metasymbol for any object type (solid ellipses denote
entity types; broken ellipses denote value types).
For the general case of Figure 3, the number of different
predicate patterns that may be used for identification is 2n-1,
since from 1 to n predicates might be used. The qualified inter75
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predicate uniqueness constraint involves a full outer join, and
may be expressed in predicate logic as:
® %: Vx,x2y [ XiR,y & x2R|y & ~3z(x,R2z V...V X|R„z V x2R„z) —>x(=x2]

& ... &
Vxix2yl...y„ [ X[R|yi &...& x,R„y„ & x2R,y, &...& x2R„y„-> X|=x2 ]

The first line covers the case where an instance of A is
identified by means of
only, and the last line covers the
standard case for inter-predicate uniqueness where all n predi
cates are used for identification (natural inner join). The
specification of the remaining 2n-3 lines should be obvious.

case is mapped, entity integrity may be violated. As an
example, consider Figure 4. Here for any given course a
student may take up to three tests, for which scores are
recorded. Each enrolment by a student in a course is
treated as an object itself. There is only one role played by
enrolment objects, and this role is optional. Hence the
objectified enrolment object is lazy. For example, students
may enrol in a subject before they take any tests in it, and
they might later be absent for a test. In this simple exam
ple, there are at most three tests for each subject. With the
previous version of the mapping algorithm (Nijssen and
Halpin, 1989), the conceptual schema maps to a single
table with a partially null primary key as shown.

Conceptual Schema:

Student
(studentnr)

lakes
Score

Figure 3: Generic schema for Case (1) identification schemes.

Although this general case sometimes arises in practical
situations, it is far more common to have at least one of the
reference roles mandatory (as with our examples). The number
of reference patterns is then smaller than 2n-1. It should be
clear that the constraint patterns exhibited by our earlier
examples imply the weaker constraint pattern shown in Figure
3. If the mandatory role constraint shown in Figure 3 is
removed, the remaining constraint pattern can give rise to
partially null alternate keys but cannot be used as a primary
identification method (since some objects would not be describable in this way — like Codd, we reject wholly null
primary keys).
Note that we are not recommending that partially null
identification schemes should always be mapped as primary
keys. Indeed we discuss later how to avoid this mapping. What
we have so far proposed is that, in contrast to the arguments of
Date and Codd, it is not a contradiction in terms to have an
identification scheme which violates entity integrity.
Before considering Case (2), we briefly discuss a few more
terms. An entity type or objectified predicate which is not a
subtype is lazy if and only if the disjunction of its fact roles is
optional. A lazy object type (identified by appending “!” to its
name “®”) may have instances which are lazy: they exist but
do nothing else that we know about. An active object type is
any object type that is not lazy. If a role played by an object
type is uniquely constrained then it is afunctional role of that
object type. For example, all the roles played by PiantKind in
Figure 1 are functional, except for its role in the... is displayed
in... predicate. A. functional predicate of an object type has a
functional role played by that object type (i.e. it has a simple
key attached to the object type “O-Sr”).
Case (2) occurs when a lazy object type has a non
functional, non-referential role. Depending on how this
76

... for... scores...

Course
(code)

Relational Schema:

{1-3}
Study (studentnr, course, [test, score])

Figure 4: Mapping the conceptual schema this way violates entity
integrity.

As an alternative to the nested approach in Figure 4, an
object type Enrolment might be explicitly declared, with a
composite reference scheme based on an inter-predicate
uniqueness constraint between the roles that Student and
Course play with it: the mapping of this schema is treated in
the same way.
As an example with a simply identified lazy entity type,
suppose the role played by Museum in Figure 1 is optional
(i.e. all we know about some museums might be their
name). If only the Display table in Figure 1 is used to
capture this part of the schema, all of the attributes denot
ing plant-kind now become optional to allow the assertion
of the mere existence of the museum. An object type is
primitive if it is neither a subtype nor an objectified
predicate. If a primitive object type plays only one role,
this is taken to be globally mandatory unless the object
type is explicitly marked as lazy by appending “!” to its
name. Although objectified predicates are often lazy,
primitive object types are rarely lazy, and the exclamation
mark warns the designer to check whether this is actually
what is required and if so to take care in the mapping.

Figure 5: Generic schema for Case (2): lazy object type with a non
functional role.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 28, No 3, AUGUST 1996
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A generic conceptual schema for Case (2) is set out in Figure
5. Here we use “A !” to denote any lazy object type: this might
be a lazy objectified predicate, a lazy entity type with a compos
ite identification scheme, or a lazy entity type with a simple
identification scheme. The role box with a crossed uniqueness
constraint is a metasymbol for a non-functional role. The predi
cate must have at least two roles. There are three cases: the role
is not part of a key; the role is part of a key spanning all roles; the
role is part of a key spanning all but one role.

4 IMPLEMENTING PARTIALLY NULL KEYS
IN SQL
To illustrate how partially null primary keys may be supported
in SQL, consider the relation R (a. jbj....), whose primary key
comprises one mandatory attribute (a) and one optional at
tribute (b). The discussion can be extended to deal with longer
keys. In the ANSI standard, when declaring a table, all
columns included in a primary key (or even in a uniqueness
clause in the case of SQL89) must be declared not null. So one
cannot use such a clause to enforce the uniqueness constraint
on (a, b). Suppose, as is currently possible with many com
mercial SQLs, we declare the relation R without using a
primary key clause. We^now want to enforce the uniqueness
constraint on (a, b) when a new tuple is to be inserted into R
or an existing tuple.of R is to have its a or b column updated.
Let us represent the new tuple as (:a, :b, ... >.
One way- of enforcing the constraint is to define a pre
tested trigger. We check to see if an existing record has the
same combination of values (including nulls) for each key
field. If so, we reject the new tuple, otherwise we insert or
update the required tuple. All optional fields of the primary
key must include the test to see if both the new value :b and
the existing value b are null. This is because in SQL the
condition x=y evaluates to unknown if x or y is null, and the
result table includes only those rows where the search condi
tion evaluates to true. The specification of such a trigger is
shown in pseudo-SQL. Several SQLs support the semantic
constructs used here. In Oracle this is coded instead with its
exception handling feature.

pre-insert of R
if exists ( select ‘Error’ from R
where a = :a
and ( b = :b or ( b is null and :b is null)))
then message (‘Error: Key values already exist.’)
cancel
endif
A similar pre-update trigger can be defined. However, it
must exclude the row being updated from the selection.
In some circumstances, for example after an unrestricted
bulk load, data exists which may not have been validated, and
the task is to determine if a uniqueness constraint is violated.
The basic code for this post-test is shown. Note that this
technique only reports offending records; it cannot determine
which records (if any) should be removed.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 28, No 3, AUGUST 1996

select a, b from R
group by a, b
having count(*) > 1
If SQL92 facilities are available then the following asser
tion (instead of pre-tested triggers) can be used to ensure that
partially null key combinations are unique:

create assertion uc1
check ( not exists ( select a, b from R
group by a, b
having count(*) > 1 ))
or in SQL3 where the proposed distinct function treats

null=null as true:
create assertion uc2
check (distinct (select a, b from R ))
The techniques discussed here assume the SQL being used
does not demand and enforce the ANSI restrictions on pri
mary keys. Some of the strategies to be considered next
transfer the partially null condition onto alternate keys. In
SQL89 triggered routines must still be used to enforce unique
ness; in SQL92 a unique clause may be used.

5 TECHNIQUES FOR AVOIDING PARTIALLY
NULL PRIMARY KEYS
As commercial SQLs come more into line with the standard,
it will become increasingly awkward to permit violation of
entity integrity. However, the SQL standard will never require
primary keys to be declared. We now briefly survey five
strategies for avoiding partially null primary keys: surrogate
keys, concatenated keys, separate tables, conceptual schema
transformations, and default values.
A surrogate key is a simple, artificial identifier,
automatically generated to act as the primary key, and
often hidden from the user. Though not strictly surro
gates, we might also include under this general strategy
the use of new artificial identifiers which the client
now agrees to explicitly use in place of the original real
world identification scheme. Surrogate keys offer the
following advantages:
— Problems of a partially null primary key do not arise since
the key is not composite.
— Foreign keys are also single field; hence ajoin condition is
simplified.
— Redundancies associated with repeated n-1 fields in a n
field composite key are logically removed.
— A surrogate key is unaffected by changes or corrections to
the (other) attribute values of the entity it identifies.
— A surrogate key is unaffected by the possible future expan
sion of a candidate key from n to n+l fields.
— A surrogate key could automatically be sequentially as
signed, thus removing the need to later check for unique
ness on the primary key (though uniqueness must still be
enforced on alternate keys).
77
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It needs to be stressed that user interaction is generally via
an alternate key. Most users should not have to (and do not
wish to) be aware of the surrogate value. Surrogate keys have
the following disadvantages:
— Information which would normally be contained in a
foreign key is no longer available for simple reference
queries without involving a table join.
— Requires support of an alternate key which would generally
require an additional index and check for uniqueness since it
is the alternate key which the user uses for identification.
— Most problems of a composite primary key are simply
shifted to the alternate key.
— User interfaces via the alternate key lead to mandatory
joins and non-updatable views in referencing tables (tables
containing the surrogate as a foreign key).

Case (2) examples may sometimes be handled by con
ceptual schema transformations. If the composite key on
the optional predicate spans exactly two roles, one of
which connects to an object type of cardinality n, then the
optional predicate may be transformed into n binaries,
each of which has a simple key. For example, the concep
tual schema of Figure 4 may be transformed into that of
Figure 6. Since there are at most three tests for each course,
the ternary may be replaced by three binaries. This con
ceptual schema maps to a single table as shown, with a
null-free primary key.
Conceptual Schema:

takes.

A concatenated key is a simple key formed by combining
the fields of a formerly composite key. For example, (Sur
name, Initials) might be concatenated to Name. The advan
tages and disadvantages of using a single concatenated key are
the same as those presented for surrogate keys with the
following exceptions and additions:
— Joins, and their related problems, are not superfluously
introduced.
— Individual components may need to be extracted byasubstring
operation which may not always be easily implemented.
— Individual components can no longer act as foreign key
references to related information.
— Indexes, ordering and access cannot be implemented on
individual components.

Student
(studentnr)

scores on testi
Score
(nr)+

"Study*

scores on test2

Course
(code)

Relational Schema:

scores on test3

Study (studentnr. course, [scorel], [score2], [scores])

Figure 6: Alternative conceptual schema and map for Figure 4.

Assessment (studentnr. course, test, score )

The table obtained from the transformed conceptual schema
has the advantage of simplifying certain queries. For example,
a query which involves comparing scores of the same student
on different tests can now be readily formulated since a
student’s scores all appear on the same row. With the rela
tional table shown in Figure 4, a self-join is needed to specify
this query. For further discussion of such schema optimisation,
see Halpin (1991,1992).
If the relevant object type (here Test) does not have a small
cardinality or if the key on the optional predicate spans more
than two roles, then this transformation cannot be performed.
So this strategy has limited application.
One technique to avoid nulls altogether is the use of default
values. Date (1986; 1990a, p247) argues that default values are
preferable since they are easier to understand and implement,
directly reflect the way we handle missing information in the
real world, offer fewer traps for the unwary, and extend to
other kinds of missing information without the need to resort
to n-valued logics (n>3).
Codd (1990, ppl97-206) argues strongly for the extension
of the null approach, and against the use of default values.
Some problems include:

While having the advantage of eliminating nulls, this
approach has three main disadvantages. First, extra storage is
required because of the extra table: (student, course) pairs
with test results appear an extra time. Secondly, a referential
integrity constraint now has to be enforced. Thirdly, queries
requiring a complete list of enrolments and their test details (if
known) now require an outer join.

— Default values may be misinterpreted as actual values
either by a user or the system, unless clearly defined and
accounted for.
— Besides handling the different cases for nulls (missing,
unknown, inapplicable, etc.) default values are (and should
only be?) used for inserting known values (e.g. current
date, or most frequent response).

One way of obtaining the advantages of a concatenated key
without the disadvantages is to use a surrogate key which is
created by concatenating the components of the user’s candi
date key.
Case (2) examples may be mapped into two tables instead
of one. One table stores the mandatory information (the
existence of the lazy object) and the other stores the optional
information. For example, the conceptual schema in Figure 4
may be mapped to the following relational schema. The dotted
arrow denotes a subset (referential integrity) constraint: each
(student, course) referenced in the Assessment table must also
be in the Enrolment table.
Enrolment

(studentnr. course )

I
■---- 1---- ■
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— Default values need to be explicitly handled since the
system cannot distinguish between a null interpretation
and a legitimate value.
— A chosen default value to represent, say missing value,
may become a legitimate value at a later stage; then all
previous values (and applications based on this default
value) need to be updated. This update could be difficult if
not performed before legitimate values have been submit
ted, or if archiving is involved.
The above techniques to avoid nulls should only be
applied at the relational level. At the conceptual level, the
problems of partially null keys should not be addressed for
the following reasons:
— The conceptual schema should reflect how the user per
ceives the data and its inter-relationships, not how the
relational model stores this data or relationship.
— If the real world, being modelled, supports identification
schemes with missing information then the conceptual
model should depict this.
Of course if this structure cannot be implemented, or
problems could arise, at the relational level then a mapping
algorithm should identify these problems.

6 MODIFYING THE MAPPING ALGORITHM
The basic mapping algorithm given in Nijssen and Halpin
(1989) needs to be modified to deal with the cases dis
cussed. The following replacement (the Rmap algorithm)
also includes some other improvements. See Halpin and
Ritson (1992) for a discussion on the relative closure
constraint; and Ritson and Halpin (1992) for a discussion
on mapping 1:1 predicates. The term compidot refers to a
compositely identified object type. Step O is preliminary
to the mapping.
0 Transform implementation schema:
— Replace unaries by binaries, taking into account each
relative closure constraint.
— Absorb subtypes into their supertype(s).
— If an object type is identified by a mandatory disjunction
of roles, then consider adding an artificial identifier
(surrogate or explicit) or concatenated identifier to be
used as the primary identification.
— With 1:1 predicates indicate grouping preference,
favouring fewer null values. If grouping prefer
ence is for a separate table then indicate the
primary reference.
— Where more than one identification scheme exists,
identify one as the primary reference scheme (primary
identifier).
— Initially treat each object type as an atomic “black box”,
mentally erasing all predicates used in its primary
reference scheme.
1 Map each predicate with a composite key into a separate
table, basing the primary key on this key.
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2 Group all functional fact predicates of an object type
into the same table basing the primary key on the
object type identifier. Each 1:1 predicate maps into
only one table as per indicated preference (this may
be a separate table).
3 Map each lazy object type without any functional fact
predicates, to a separate table by itself with the object type
identifier as the key.
4 Replace each object type identifier with its identifying
attribute(s). If any component attribute of a compidot is
optional then consider the use of a mandatory default value.
Notice that the wording says “consider”. We feel that
the designer should have some flexibility in deciding
which way to move. Although a default approach can be
included in CASE tools which automatically generate the
relational schema, ideally the designer should be allowed
to override this default.

7 CONCLUSION
In this paper we have specified two main cases where
conceptual modelling of real world situations allows ob
jects of the same type to be identified with a varying
number of components. This can lead to violations of
entity integrity when the conceptual schema is mapped
down to a relational schema. Various strategies to avoid
this violation have been evaluated, and an improved algo
rithm for relational mapping has been recommended to
deal with these situations. Some ideas expressed in this
paper were included in an earlier Technical Report (Halpin
and Ritson 1990) and paper (Halpin and Ritson 1992). For
further discussion of relational mapping, see Ritson and
Halpin (1993).

REFERENCES
CODD, E.F. (1970): A Relational Model of Data for Large Shared Data
Banks, Communications of the ACM, 13(6):377-87. Republished in
Communications of the ACM, 26(1 ) (Jan) 1983.
CODD, E.F. (1979): Extending the Database Relational Model to Cap
ture More Meaning, ACM Transactions on Database Systems, (Dec)
4(4):397-434.
CODD, E.F. (1990): The Relational Model for Database Management:
Version 2, Addison-Wesley, Reading MA.
DATE, C.J. (1986): Relational Database: Selected Writings, Addison-Wesley,
Reading MA.
DATE, C.J. (1990a): Relational Database: Writings 1985-1989, AddisonWesley, Reading MA.
DATE, C.J. (1990b): An Introduction to Database Systems: Volume I, 5th
edn, Addison-Wesley, Reading MA.
DATE, C.J. (1993): A Guide to the SQLStandard, 3rd edn, Addison-Wesley,
Reading MA.
HALPIN, T.A. (1991): Optimizing Global Conceptual Schemas, Databases
in the 1990s: Proc. 2nd Australian Database Conf, B. Srinivasan and J.
Zelemikov, (eds), World Scientific, Singapore.
HALPIN, T.A. (1992): Fact-oriented schema optimization, Proc. CISMOD92 (Int. Conf. on Inform. Sys. and Management of Data), Indian Institute
of Science, Bangalore, India.
HALPIN, T.A. (1995): Conceptual Schema and Relational Database Design,
2nd edn, Prentice Hall, Sydney.
HALPIN, T.A. and ORLOWSKA, M.E. (1992): Fact-Oriented Model
ling for Information Analysis, Journal of Information Systems,
Blackwell 2(2):97-l 19.
79

ENTITY INTEGRITY REVISITED

HALPIN, T.A. and RITSON, P.R. (1990): Entity Integrity: A Closer Look,
Technical Report 196, Key Centre for Software Technology, University
of Qld (Dec).
HALPIN, T.A. and RITSON, P.R. (1992): Fact-Oriented Modelling and
Null Values, Proc. 3rd Australian Database Conference, Melbourne,
(Feb) 321-33.
ISO/IEC (1992): Information technology — Database languages — SQL,
ISO/IEC 9075:1992 (Available from Standards Australia as: AS/NZS
3968:1994).
MELTON, J. and SIMON, A.R. (1993): Understanding the New SQL: a
complete guide, Morgan Kaufmann, San Mateo CA.
NIJSSEN, G.M. and HALPIN, T.A. (1989): Conceptual Schema and Rela
tional Database Design, Prentice Hall, Sydney.
RITSON, P.R. and HALPIN, T.A. (1992): Mapping One-to-One Predicates
to a Relational Schema, Advances in Database Research: Proc. 4th
Australian Database Conf, M.E. Orlowska and M. Papazoglou, (eds).
World Scientific, Singapore.
RITSON, P.R. and HALPIN, T.A. (1993): Mapping integrity constraints to
a relational schema, Proc. 4th Australian Conf. on Inf. Svstems, Brisbane,
(Sep) 381-400.
THALHEIM, B. (1989): On semantic issues connected with keys in relational
databases permitting null values, J Inf. Process. Cybern. 1 (2): 11 -20.

80

BIOGRAPHICAL NOTE
Terry Halpin, BSc, DipEd, BA, MLitStud, PhD, is a Senior
Lecturer, and Director of the Asymetrix Research Labora
tory, in the Department of Computer Science at The Univer
sity of Queensland. His doctoral thesis formalised ObjectRole Modelling within the context of NIAM. His research
interests include conceptual modelling and CASE tool sup
port for information systems engineering. Currently he is on
leave, working as Head of Research, Database Products
Division, Asymetrix Corporation, USA.
Peter Ritson, BDesStud, BArch, MArch, DipCompSc, PhD,
is a systems analyst with the Queensland Department of
Education. His doctoral thesis, titled “Use of Conceptual
Schemas for a Relational Implementation", examined the
mapping of various constraints to a relational database. His
research interests include conceptual modelling and the cap
ture of business rules in a database.

THE AUSTRALIAN COMPUTER JOURNAL, VOL. 28, No 3, AUGUST 1996

INFORMATION TECHNOLOGY

Understanding
Faults: A First Step
in Developing
Fault-Tolerant
Computer Systems
LS Levin
IM MacLeod
Department of Electrical Engineering,
University of the Witwatersrand,
WITS 2050, South Africa

The development offault-tolerant computer systems
requires an in depth understanding of the nature and types
offaults that can occur. Descriptions offault-tolerant
systems tend to focus on certain attributes offaults that
facilitate either detection or recovery in a particular
system. As a first step towards developing a more general
classification of the effects and causes offaults the nature
offaults in computer systems is reviewed and published
classifications are analysed.
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1 INTRODUCTION
Designers of fault-tolerant computer systems need an indepth understanding of the characteristics of faults. This
should include an understanding of the nature of all possible
types of fault, how faults generally manifest themselves in
systems, which parts of the system are most susceptible to
which particular types of fault and common characteristics
shared by faults.
Over the years, system designers have developed vari
ous strategies for tolerating faults, based on their percep
tions as to important or dominant attributes of faults that
facilitate either detection or recovery in particular sys
tems. This has lead to many different and potentially
confusing definitions, descriptions and classifications of
faults. It therefore appears as if a review and analysis of
faults would be helpful in developing co-ordinated and
structured strategies and mechanisms for detecting, con
taining and recovering from faults. It would also allow
classes of faults that are to be tolerated to be explicitly
identified, thus limiting the scope of effort required
(Avizienis, 1985).
The severity of a fault is also crucial in determining the
strategies required for fault tolerance. The severity of a fault
cannot solely be determined by the nature of the fault, but
depends strongly on the nature and function of the subsystem
or component affected by the fault.
As a first step towards developing a structured classifica
tion scheme, the aim of this paper is to give a concise review
and analysis of the types of faults that may occur in a computer
system. There are certain aspects of faults that allow one to
distinguish them from the normal behaviour of the system and
to distinguish one fault from another. An analysis of these
aspects facilitates a better understanding of faults by permit
ting a grouping based on common characteristics. The method
of grouping faults adopted in this paper is a simple classifica
tion into the effects and causes of faults. This differentiation
is useful because the effect of a fault is of primary importance
for fault detection, while pinpointing the cause of a fault is
important for fault location and elimination.
The paper is organised as follows. Section 2 defines the
concept of a fault, a failure and an error and how these relate to
one another. Section 3 concentrates on the effects faults can have
on a computer system and Section 4 examines their causes. A
final section draws some conclusions.

2 CONCEPTS AND TERMINOLOGY
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It is essential to clarify the basic concepts and terminology
for a discussion of the nature of faults in the context of
computer systems.

2.1 Definitions
The following basic definitions are used.
A fault is a defect in the system, i.e., an incorrect system
state that is present in the system for a defined time period and
has the potential to generate errors (Robinson, 1982).
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A failure is an event or happening at a point in time in
which a transition to an incorrect state occurs in the computer
system and/or its output (Kopetz, 1982).
An error is the manifestation of a fault. It is generally defined
as a deviation from the specified output or expected behaviour
for a given set of input conditions and a particular state of the
computation (Anderson and Knight, 1983; Nelson, 1990). An
error starts when a computation interacts with a fault.
The relationship between a fault, a failure and an error is
that when a computation interacts with a fault that is present
in the system it may cause a failure. If it does, the result is a
further fault and, if a system specification (or essential set of
specifications) is violated, an error. Thus, at a particular level
of abstraction, a cause-consequence chain of faults and fail
ures can occur. In these terms, the aim of fault tolerance is to
remove faults from the system before they cause failures and/
or errors.
It is also important to consider exactly what constitutes a
fault. Clearly it is necessary for a specification to stipulate what
constitutes a deviation, i.e., to specify what tolerances are
imposed on the various outputs of the system (Anderson and
Lee, 1983). It is also essential to distinguish between unsatisfac
tory behaviour due to misunderstandings by the users of the
system and unsatisfactory behaviour due to deficiencies in the
system itself (Anderson and Lee, 1983). The former will not be
dealt with as they are merely perceived faults.

2.2 When and Where Faults Occur
The stages in the development of a computer system from
conception to final implementation include specification of
input/output relationships, logical design, program develop
ment, prototype debugging, installation and field operation.
Deviations from intended behaviour can occur at any of these
stages. They can be the result of factors such as incomplete
specifications, incorrect translation of specifications into logi
cal design and mistakes during prototyping or development.
Errors can also result from changes in the physical state of the
system or damage to hardware. Physical changes may be
triggered by environmental factors such as fluctuations in
temperature or power supply voltage, static discharge and
even alpha particle emissions (Siewiorek, 1990). Thus, al
though certain faults are more prevalent at certain stages in the
life of the computer system and can be specifically targeted
during the implementation of those stages, it is nevertheless
impossible to guarantee correctness of the computer system at
any stage in the development of the system.

cause does not prevent one from taking precautions to deal
with potential faults or repairing them (Leveson, 1986). An
obvious example of this in fault-tolerant systems is the Triple
Modular Redundant (TMR) approach where faults are masked
and the cause is not necessarily determined.
The effect of a fault on a system depends on the
dimensions and characteristics of the fault and its relation
ship to the system. When dividing faults based on their
effect on the system, it is inevitable that on the one hand
categories will overlap one another and that on the other
hand a single fault tolerance technique may be sufficient
to cover more than one group of faults. For example, some
fault tolerance techniques are able to handle faults that
occur in a specific part of the system without making
assumptions about characteristics of the fault, whereas
other techniques are based on a specific fault characteris
tic but can be used in any part of the system. This overlap
ping is beneficial in the sense that weaknesses in one fault
detection mechanism for specific faults may be overcome
if the system is able to detect the fault in another way.

3.1 Extent of a Fault
The extent of a fault determines how far afield errors from
that fault have propagated into the system (Anderson and
Lee, 1981). The potential extent of a fault is a very important
consideration. For example, if one is able to confine the errors
resulting from a fault to a relatively small area, fault recovery
is a lot simpler as effort will not have to be spent tracking
down errors.
The extent of a fault is determined by the area affected
at the level of abstraction being considered. A convenient
way to describe the extent of a fault is to use the concepts
of local and pervasive faults. If the errors resulting from a
fault at a particular level of abstraction are contained
within some pre-defined boundary (such as a single logi
cal variable (Anderson and Knight, 1983) or in a single
processor) then they can be considered local. Otherwise,
the extent is non-local or pervasive.

3.2 Duration or Persistence of a Fault
The duration of a fault is the length of time the fault is manifest
in the system. This is a useful parameter as up to 90% of faults
can be transient and can thus be eliminated by simple fault
tolerance actions if they are detected in time. The duration of
a fault can be divided into three categories; transient, intermit
tent and permanent (Anderson and Lee, 1981).

3 EFFECTS OF FAULTS

3.2.1 Transient Faults

To correct faults usually requires the cause to be ascertained.
However, there are situations where determining the cause
can result in substantial overhead or it is impossible to distin
guish different faults. In such cases, any fault tolerance action
must be based solely on the effects a fault can have on the
system. Mechanisms can be devised to detect common char
acteristics or manifestations of faults and not knowing the

Transient faults are faults whose manifestation does not last
longer than a certain specified maximum time and do not
recur. External interference is one common cause of transient
faults (Nelson, 1991). Transient faults are characterised by the
fact that the damage resulting from the fault is reversible.
Thus, if transient faults can be detected before the resulting
errors have time to spread, the effects can be nullified.
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Typical effects of this fault class include:
— A variable changes value intermittently as the fault changes
values being transferred and/or stored.
— A “bump” in the system output occurs when the fault
causes a temporary divergence from the program being
executed, but the program is eventually re-executed.
— A transition in system operation occurs when the fault
causes execution to jump from one routine to another
(Nelson, 1990).

3.2.2 Intermittent faults
Intermittent faults are faults in the system state that cause the
system to oscillate between faulty and fault-free operation
(Anderson and Knight, 1983). If the faults are relatively
infrequent, one would probably be able to continually correct
the fault and treat it as if it were a transient fault — in such a
case it is termed pseudo-transient. If the occurrences are
relatively frequent, one could consider the fault to be perma
nent — in which case it is termed pseudo-permanent.
Intermittent faults can be caused by a number of factors
such as marginal or unstable device operation (Nelson, 1990),
permanent component defects which require the presence of
a rarely-occurring combination of a number of logical vari
ables for their manifestation (Auizienis, 1982), a component
on the verge of failure or a constant external disturbance (Iyer,
andVerlardi, 1985).
Intermittent faults can further be divided into fixed or
varying faults, where the fault can either generate fixed or
varying erroneous values (Anderson and Lee, 1981). Differ
entiation based on whether the fault is fixed or varying can
sometimes help determine whether the intermittent fault is to
be handled as a transient or permanent fault.

3.2.3 Permanent faults
Permanent faults are faults that are due to irreversible changes
in the components. They lead to a permanent transformation
of the original logical design into a different design with a
different specification. Permanent faults are characterised by
the fact that they do not disappear with time and cannot be
corrected by simply repeating the same function. The causes
of these faults are many and varied and can include component
failure, physical damage, design errors, etc. (Nelson, 1990).
Characterising a fault by its duration is effective because
the required action to eliminate a transient fault is far simpler
than that for handling a permanent fault. If, however, transient
faults are not caught in time then through error propagation
they can cause extensive damage and possibly result in either
permanent damage or errors that are so pervasive that the
effect is equivalent to a permanent fault. The basic difference
between the handling of permanent and transient faults is that
a component affected by a permanent fault must usually be
made passive after the fault is detected, whereas a component
affected by a transient or pseudo-transient fault can be used
after error processing procedures have been performed (Laprie,
Arlat, Beounes and Kanoun, 1990).
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3.3 Independent and Related Faults
In some computer systems it is important to distinguish
between faults that are related to other faults in the system and
those that occur independently (Laprie etal, 1990). Independ
ent faults are those faults that occur independently of any other
fault and whose immediate repercussions cannot give rise to
failure of multiple components. Related faults, on the other
hand, are those faults whose immediate repercussions can
cause multiple component failures.
If related faults are not eliminated they can, therefore,
cause common-mode failures. A common-mode failure is
a failure of a number of components that results from
either a common fault source or related faults. The causes
of common-mode failures can include using the same
software in different computers, operator faults, inad
equate design, vibration or temperature, a common exter
nal power source and unforeseen external events such as
fire, flood or earthquake (Dhillon, 1983). Common-mode
failures can be very severe because by their very nature
they limit the possibility of recovery.

3.4 Anticipated and Unanticipated Faults
Unexpected situations are those situations not foreseen by the
system designers. Thus, when an unexpected situation occurs,
it is not guaranteed that the system will respond correctly. For
example, hardware faults can be anticipated because it is
known that they can result from physical deterioration of the
components. The difficulty is predicting when they are going
to occur.
Anticipated faults can be dealt with in a clear and concise
manner (Anderson and Lee, 1981), while unanticipated faults
must be handled in a more general manner. For example,
Anderson and Lee (1981) divide unanticipated faults into
three categories: Pessimistic, Optimistic and Pragmatic and
recommend handling the fault according to its category.

3.5 Deviation and Catastrophic Faults
Deviation faults are those faults that cause the computer
system to operate sub-optimally, i.e., the fault prevents
full system performance. Faults can be considered cata
strophic when the consequences of the fault are such that
failure of the affected component is preferable to the
potential service that can be provided in the presence of
the fault (Abbott, 1990).

3.6 Hidden and Self-announcing Faults
Self-announcing faults are those faults that are revealed in the
course of system operation, thus allowing immediate fault
tolerance action to be initiated. Hidden or unrevealed faults,
on the other hand, are only identified when they manifest
themselves by causing an error. Self-announcing faults are not
usually dangerous because they can automatically lead to
corrective action. Hidden faults can cause latent faults and can
thus have a big impact on the safety, availability and perform
ance of a system.
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3 .7 Levels of Abstraction
The effects that faults have on a system can be classified
according to particular levels of abstraction being considered.
Faults can be often be viewed differently from different levels
of abstraction. These different perspectives are useful as
certain fault tolerance techniques cater for certain levels of
abstraction, without concern for lower or higher levels. For
example, a coding check will test whether the information
contained within a message is correctly transmitted, but will
not examine the contents of the message to determine whether
the message makes sense. On the other hand, specification
checks will determine if a certain result conforms to the
requirements of the specification, without worrying about
what exactly determined a particular result.
Two levels of abstraction are commonly used: the system
level and the processor level. Lower-level abstractions can be
used, but these are usually system specific.

however, is that hardware and software faults can have the
same or similar effects on the system.

3.8.1 Software faults
Software faults can include:
—■ failure to execute a required function or executing a func
tion that produces no answer;
— Performing a function not required, i.e., getting the wrong
answer, issuing the wrong control instruction or doing the
right thing under inappropriate conditions;
•— Timing or sequencing problems, which result in failure to
ensure that two things happen at the same time, at different
times or in a particular order;
— Failure to recognise a hazardous condition;
— Producing inappropriate responses to a hazardous condition.
Software may also produce a fault through some combina
tion of the above (Leveson, 1986; Abbott, 1990).

3.7.1 System-level faults
There are number of ways in which a faulty subsystem or
component within a distributed computer system can act in
relation to the rest of the system:
Response faults. These occur when a processor responds
incorrectly — either the value of its outputs are incorrect
(value failure) or the state transitions that take place are
incorrect (state transition failure) (Cristian, 1991).
Crash-fail faults. These cause a processor to produce no
result at all.
Timing faults. These occur when the system produces the
functionally correct result, but not within the time constraints
imposed on the action.
Spurious messages. A processor sends additional mes
sages over the network, possibly flooding the network.
Omission faults. A processor fails to produce some re
sponse as prescribed by its protocol.
Faults during transmission. Faults that occur while a proces
sor is currently transmitting information on the network.
Malicious faults. A processor sends conflicting informa
tion to different components in the system or it colludes with
other processors to disrupt the system (Babaoglu and
Drummond, 1985).

3.7.2 Component- and processor-level faults
A substantial literature is devoted to classifying faults at
the component level — these are usually divided into
software and hardware faults and will be discussed in more
detail in Section 3.8. As indicated in Sections 2 and 3.7, it
is important to recognise that faults at one level of abstrac
tion can potentially cause failures and errors at other levels
of abstraction.

3.8 Hardware and Software Faults
For the purposes of determining the cause of a fault, a division
into hardware and software is often used. These are also useful
categories for examining the effects of faults. A difficulty,
84

3.8.2 Hardware faults
Many attributes of hardware faults can be used as a basis for
classification, including:
— Computationalfaults. An incorrect result of a computation
is written into the desired memory location.
—Addressing faults. A result is written into or read from
a memory location or an output port other than the
desired location (Faulkner, Bartlett and Small, 1982;
Iyer and Verlardi, 1985).
— Storage faults. These include faults in storage allocation,
de-allocation and memory mapping circuitry and storage
exception faults such as addressing of non-existent or
inaccessible memory locations.
— Input/Output faults. Problems may occur in transferring
information to or from output or input ports.
— Compatibility faults. Circuit elements may be incompatible
with other elements with which they are required to interact.
— Initialisationfaults. Incorrect initialisation of machine states.
— Concurrency faults. Problems with circuitry syn
chronisation.
— Clock faults. These include timing faults (inadequate cir
cuit design margins), endless wait states or violations of
system or user-defined time limits.
— Lost records. The error recording circuitry itself can be
affected by faults.

4 CAUSES OF FAULTS
Some recovery policies require the source or cause of a fault to
be eradicated in order to prevent re-occurrence of errors in the
system. It can be difficult to determine the cause of a fault
because there is not always a direct connection between the error
that is detected and the primary fault that caused the error. This
can be due to a combination of multiple faults causing an error,
the time-lag between the start of a fault and the detection of the
resulting error or the complex cause-consequence chain of
failures and faults discussed in Section 2.
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The causes of a fault can be broadly classified into hardware,
software and operator induced. Hardware faults are usually due
to physical mechanisms and can have an internal or external
origin. Hardware can also contain design faults, but these are
very rare. Software faults are caused by design errors, mistakes
in the specification or data errors. Operator-induced faults occur
when the operator supplies incorrect input data or performs an
incorrect action. Faults can additionally be caused by incorrect
interactions between these categories.
Although hardware and software faults can manifest them
selves in similar ways, it is important to differentiate between
them when it comes to cause. One reason is that the faults
generally have very different origins and it is important to
differentiate between the virtual nature of software faults and the
physical nature of hardware faults. A second reason is that
hardware is generally produced in greater quantities than soft
ware and standard components are frequently re-used. There
fore the reliability of the design can be improved through
experience in many applications. Software on the other hand is
almost always specially constructed for each application, thus
requiring special approaches to software design (Leveson, 1986).

4.1 Hardware Faults
Hardware faults in a system element can have either an
internal origin such as drifting of threshold voltages, internal
short circuits, etc., or an external origin such as excess
humidity or temperature, mechanical vibration, etc. Internal
faults are sometimes referred to as independent faults because
they are independent of an external cause. Faults that have an
external origin are similarly referred to as being dependent on
the external environment and are sometimes classified as such
(Potier, Ferreol, Albin and Bilodeau, 1982).

4.1.1 Internal faults
These include categories such as wear out due to old age,
overloading of components, badly designed equipment, poor
quality of materials and fabrication and design errors. Over
loading a computer system increases the wear-out rate of the
components, stresses the system at peak loads and increases
the noise in the computer. Thus, it indirectly causes errors to
occur (Iyer and Rosetti, 1982). There are various measures of
load that affect the system in different ways. Some measures
include frequency of program interrupts, central processing
unit (CPU) usage and input/output instruction rate (Iyer and
Rosetti, 1982).
The various types of faults that occur in the hardware can
be classified according to their location within the computer
system. Although other divisions are possible (based on the
nature of the fault), at this level of abstraction it is usually
appropriate to determine just the location of the faults:
— CPU faults. Nearly 85% of errors that occur in central
processing units are transient faults of which almost half
are storage related. Faults in the CPU occur in registers, in
the reset mechanism and in the arithmetic-logic unit, e.g.,
errors during the fetch and execution phases of an instruc
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tion. Errors can also occur in the register transfer mecha
nism, e.g., no destination register is selected, the wrong
destination register is selected, no source register is se
lected or the wrong source register is selected.
— Storage faults. These occur in random access memory
(RAM) which is the most complex part in terms of active
circuit elements (Rennels and Chau, 1985). They also
occur in read-only memory (ROM) — faults in ROM are
difficult to detect as they are usually “stuck at” faults which
affect a single-bit storage position.
— Channel faults. These occur in the input-output channel
and associated interfaces, which consist of data paths of the
internal data bus, address bus and input and output buses
connected to the arithmetic-logic unit. Any number of lines
of a data path may be stuck at one or stuck at zero.
— Outboardfaults. These can occur in any device beyond the
channel control unit interface, i.e., they include all failures
in input/output devices (Iyer, Rosetti and Hsueh, 1986).

4.1.2 Environmental or external faults
These faults result from the physical impact of the environ
ment in which the system is implemented. They can be caused
by adverse mechanical activity such as physical damage or
fatigue resulting from the environment, chemical activity
such as temperature cycling or electrical activity such as
electromagnetic interference and ionizing radiation. External
disturbances can affect the workings of the system in various
ways such as affecting signal lines, charge storage, “stuck at”
faults, etc. (Nelson, 1990). Some external faults can be con
sidered to be design faults in that they could have been
foreseen by the system designer (Laprie, 1992).
Some of the main causes include:
— High ambient temperatures. These cause problems with
electronic components. Poor system ventilation is the most
direct cause of failure.
— Dusty environments. These can result in the failure of
components due to over heating.
— Vibrations. Moving devices such as magnetic and optical
disk drives are particularly susceptible to intermittent or
permanent faults resulting from vibrations.
— High moisture levels or humidity. For example, in chemi
cal plants hot process streams are common. Although
computers can be moved to cooler locations, vapour and
condensation can cause the failure of components.
— Noise and electromagnetic interference. Communication
links in close proximity to high voltage power cables are
susceptible to noise due to electromagnetic interference.

4.2 Software Faults
It is difficult to define a software fault without considering the
system as a whole. It is the interaction between the computer
and some external controlled process that is often the source
of problems. In addition, software failures may be caused by
such undetected hardware errors as transient faults causing
corruption of data, security violations, human mistakes during
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operation and maintenance, faults in underlying or supporting
software or interfacing problems with other parts of the
system such as timing errors (Leveson, 1986).
According to Gray and Siewiorek (1991) software design
faults outnumber hardware faults by 10 to 1. Better software
error detection capabilities are needed, but designing them is
not easy because software faults are not as distinct as hardware
component faults. They must be rapidly detected during
program execution, especially in real-time systems. In con
trast to hardware component failure rates, few reliable statis
tics relating to the behaviour and distribution of various
software faults are available. Design faults are extremely
difficult to characterise and enumerate in terms of expected
failure modes (Toy, 1987).
The causes of software faults are usually classified in terms
of the stage of software development during which they occur.
The software development phase can be sub-divided into the
following stages: requirements definition, functional specifi
cation, design specification, coding and error correction
(Powell, 1982). The most prevalent faults are those caused by
incorrect specification. Faults then result from ambiguities in
the design specification and incorrect formulation of the
specification. This is confirmed by Leveson (1986) who
emphasises inadequate design foresight and incorrect specifi
cation as being the greatest cause of software safety problems.
An alternative proposal is that the type of action performed
by the computer program provides a suitable mechanism for
classifying software faults. Potier et al (1982) have outlined
some of the features of a computer program that allow for this
type of classification. These include: computational opera
tions, logical operations, data input/output, data handling,
interface handling, data definition and database operations.

4.2.1 Operator errors
Operator errors arise due to failure of the human operator to
follow the correct procedures. This can be due to a lack of
understanding of the system and/or the exact nature of the
required input. This, combined with the fact that operator
inputs often have high priority, makes many systems fatally
vulnerable to the possibility of inappropriate commands,
typographical errors and guessing (Toy, 1987).
In addition to operator errors, human error in the field
can also take the form of maintenance errors, where errors
may occur due to wrong repair or installation of the item
(Dhillon, 1983).

5 CONCLUSIONS
The development of fault-tolerant computer systems requires
an in-depth understanding of the nature and types of faults that
can occur. As a first step towards devising a more general
classification of faults, the concepts used by a variety of
authors have been collated and reviewed in terms of a simple
classification into effects and causes of faults.
This review shows that although a co-ordinated classifica
tion should be possible and would facilitate the design of
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strategies for detecting and correcting faults, it is unlikely that
every combination of faults will be included. Failures can, and
often do, result from multiple faults or a complex causeconsequence chain of faults in the system. Within a given
system the classification would also have to be flexible
because different aspects of a fault need to be analysed and are
important at different levels of abstraction.
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1 INTRODUCTION
In recent years a number of studies have examined the labour
needs of the Australian Information Technology and Tel
ecommunications industry (hereafter referred to as “the IT
industry”). These studies have tended to focus on the number
of skilled entrants into the IT workforce and/or on competen
cies required by the industry.
For example, the Information Industries Education and
Training Foundation (IIETF) published results showing the
geographic distribution of future demand for IT professionals,
as against the projected output of IT specialist graduates from
higher education institutions (IIETF, 1990). The quantitative
demand for professional staff was broken down by the IIETF
into very broad skill categories, such as hardware vs software,
and computing vs communications. An earlier study has also
contrasted the aspirations of government plans for the IT
industry against the likely supply of skilled professional staff
(Thornton et al, 1988). The main message from these (pre
recession) studies was that there were likely to be large-scale
staff shortfalls. A substantial investigation commissioned by
the Department of Employment, Education and Training has
examined in detail the competencies required of professional
staff in the industry (DEET, 1990).
While not universally so, most of these studies have to
date focused on technical understanding and competencies.
The key issues have been technical skill shortage and the
balance of those skills. Relatively little attention has been
paid to the non-technical qualities and skills required of
successful IT professionals.
In the late eighties the IT industry began to articulate the
need for IT professionals who were more rounded in their
education and training (Finn, 1987). Despite the long-stand
ing existence of courses such as BBus(Computing), this
amounted to a call for more graduates with understanding of
both the business context of IT as well as the technology
itself. The result was the development of new-style, voca
tional undergraduate courses at a number of institutions, all
of which were characterised by some distinct industry-linked
features (Fry and Hughes, 1989). These “BIT” programs
(Bachelor of Information Technology, or BSc in Business
Information Technology, etc.) have tended to be shaped by
the typical needs of IT departments that service a wider
business organisation, with a consequent emphasis on how IT
can be fashioned and used to meet general business objec
tives. These programs have attracted considerable industry
support (Shaw, 1992).
The focus for all the above has been the graduate entry
level into the industry. What has been missing to date,
however, is examination of the skill needs of middle and
upper level managers in the IT industry. These managers
often entered the industry with technical qualifications and
have applied those skills during the early stages of their
careers. How well equipped are these people for middle and
upper management, and how critical is this question to the
competitiveness of the industry?
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This paper reports the results of an industry survey that was
conducted in New South Wales to answer these and other
questions. The survey was earned out by interview of either
Chief Executives or senior executives in over 40 IT organisa
tions. The next section details the background to the survey
and identifies the various stakeholders. Next, the aims and
methodology of the survey are described. Survey results are
then discussed.
Broadly, the survey has indicated deficiencies in manage
ment skills across the industry. These deficiencies are serious,
in that they may impact the ability of companies to achieve
core business objectives. Thus, the problem of management
skills may be an impediment to the growth and competitive
ness of the IT industry. This industry is widely seen as having
a major role to play in the growth of Australian exports to the
year 2000 (AHA, 1994).
Consequently, and with the support of the industry, the
survey has resulted in an educational intervention strat
egy. An outline of this strategy is provided in the conclu
sion of the paper.

3.1 Aims
The survey aimed to:
1 establish major factors in the competitiveness and effi
ciency of the IT industry in New South Wales;
2 identify areas of management skill deficiencies in IT
companies and evaluate the significance of these deficien
cies in terms of competitiveness;
3 ascertain industry support for manager education as a
strategy for addressing skill deficiencies;
4 determine some industry views on how well current post
graduate courses meet the education needs of managers in
the IT industry;
5 establish whether there is demand for a new postgraduate
course (or courses) tailored specifically to the needs of the
IT industry, and the likely support for such a course on a full
fee paying basis;
6 explore significant issues of course structure, such as
curriculum mix and attendance pattern.
Some issues of specific interest to NIES were also explored
in the survey. We report primarily on aims 1 to 3 in this paper.

2BACKGROUND
The NSW Information Industries Advisory Council (IIAC)
advises the NSW Government on matters relevant to the IT
industry in New South Wales. Membership of IIAC is
honorary, with council members drawn from senior, pro
fessional practitioners in the IT industry. At the time this
study was undertaken the council advised the Minister for
State Development. The relevant NSW Government de
partment assists the IIAC in its tasks.
The IIAC is responsible for developing strategies that
will enhance the industry. Strategies encompass a number
of key areas, one of which is education and training. In
1991 the Council developed a tentative view that manage
ment skills (or lack thereof) could be vital to the competi
tiveness of the IT industry. The problem can be portrayed
by the emblematic scenario of the “back yard” company
achieving early success on the basis of some very innova
tive technology. The company grows to exploit the market
for this technology. However at some critical point the
business falters and fails, not through lack of technical
expertise, but for want of business consolidation.
A small pilot survey undertaken by the Department of
State Development gave support to the Council’s views.
Following a selection process, the Council invited the
University of Technology, Sydney (UTS) to undertake a
fuller survey of the industry. Funding to support the
survey was then sought and obtained from the National
Industry Extension Service (NIES). The survey was un
dertaken in 1992.

3 THE SURVEY
The aims and methodology were developed jointly by UTS
and the IIAC. This was achieved by several rounds of inten
sive consultation.
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3.2 Methodology
It was decided that the survey be conducted by face-to-face
interviews, using a common questionnaire instrument. There
would be need for close questioning to precisely interpret
expressed needs. This could not be achieved using a simple
mail survey. It would also require informed interviewers, with
a knowledge of the industry and of education.
In order to meet survey aims, interviewees needed to be at
a level in the organisation whereby they could comprehend
and articulate the strategic directions of the company and the
requirements for achieving strategic goals. Thus it was de
cided to target the Chief Executive Officer or Chief Informa
tion Officer (for “user” organisations). The CEO could also
best characterise the skill profile of company management.
It was decided that approximately fifty companies would
be approached for interview. Companies were selected to
represent a cross-section of the IT industry, rather than a
statistical sample. This was because greater emphasis was
placed on capturing the views of all sectors of the IT industry,
rather than on quantitative assessments.
The sample included major users of IT as well as IT
companies. The selected user organisations were typically
large and more “leading edge”, in that they were judged to
have a commitment to the development of information
technology as well as its application. In the case of IT
companies the CEO was approached for interview, whereas
for user organisations the head of the IT Department was
contacted. In the latter case the interviewee was asked to
focus only on the IT Department (for example, when
assessing management skill deficiencies) rather than on
the wider organisation.
The sample was chosen to provide adequate represen
tation of:
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— different sectors of the economy
— foreign owned as well as locally owned companies
— public sector and private sector
— hardware suppliers and software suppliers
— computing technology and data communications technology
— information technology services
— small, medium and large companies.
It was thus a convenience sample only. Nonetheless the
survey was deemed by the IIAC to be an acceptable basis for
policy making.

3.3 The Survey Instrument
The content of the questionnaire was developed by a team of
academics from both the Faculty of Business and School of
Computing Sciences at UTS, in close cooperation with the
Council. It was piloted in two organisations - one IT company
and one “user” organisation.
A key aspect of questionnaire design was the development
of two sets of categories. The first set was meant to encompass
the range of factors relevant to business success in the IT
industry. These are listed in Table 1. From the perspective of
a company, these are a mix of internal and external factors.
They are not necessarily entirely independent, but were per
ceived to be identifiably distinct activities and/or environ
mental factors. Collectively, they were intended to represent
the range of issues confronting companies.
Table 1: Business Issues.
Marketing: sales
Marketing: business development
Access to capital
Financial control
Strategic planning
Technological expertise
Commercial competition
Identifying new opportunities
Research, development and product engineering
Management of production process
Project management
Effective use of IT
Export
Developing and managing alliances
Regulatory environment
Government procurement
Access to human resources
Management of human resources
Quality management
Organisational structure

A second set of categories focused on management com
petencies and is given in Table 2. It should be noted that the
(brief) descriptions of some of these categories do not directly
express management competence. However, they should be
read as such. For example, the “legal environment” category
should be interpreted as knowledge/experience of the appro
priate legal environment. While there is often a clear relation
ship between items in Table 2 and Table 1, the objective here
was to encompass the range of human skills and abilities
required by managers in the contemporary IT industry.
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Table 2: Management Competencies.
Organisational change development
Strategic business planning
Total quality management
Management of people
Financial planning (capital)
Accounting
Communications skills
Foreign language/culture
Marketing (sales)
Market research
Legal environment
Safety and environmental regulations
Human factors
Managing alliances
Negotiation skills
Project management
Systems integration/technology planning
Management of R&D
Management of IT
Quality assurance
Technology assessment
Advanced computing
Advanced telecommunications

These two sets of categories were supplied to interviewees
as reference lists, to be used as a framework for answering
various questions. The inclusiveness of these two lists was
obviously very important to the value of the results. Accord
ingly, extensive feedback was sought on this from the Council
and the piloting organisations.
All interviews were carried out face to face. Interviewers
were drawn from a small team. The team was extensively
involved in the development of the survey instrument and
there was much team discussion prior to the survey to ensure
common understanding of the survey questions. The clarity of
this understanding was further tested by the pilot.
The survey consisted of a common script, seen only by the
interviewer. This provided the basis for verbal questions
which were discussed in depth with the interviewee, with
answers being recorded by the interviewer. Great care was
taken to ensure that the sense of questions was consistently
interpreted and understood.

4 INTERVIEWEE PROFILE
A total of forty-one companies agreed to participate in the
interviews - an acceptance level of just over eighty percent.
The profile of the interviewed group by and large maintained
the intended balance of company type.
Interviewees are classified below as representing either IT
Companies in their own right, or else the IT Departments of
larger, user organisations. Twenty eight were IT Companies,
and thirteen IT Departments. IT Companies were asked to
classify their business as being primarily computing or com
munications, and also to break down their activities propor
tionately into the categories of hardware, software and serv
ices. Accordingly, a company is considered to be primarily in
the business of (say) hardware, if it defined more than 50% of
its activities to be in that field.
A broad breakdown of the interviewed sample is as follows
(all percentages are of the whole, interviewed sample).
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32% IT Departments
17% Private Sector
15% Public Sector
68% IT Companies
53% Computer
15% Communications

24% Hardware
29% Software
15% Services

Of course, many companies are active in two or three of
hardware/software/services to some degree. Across the whole
sample, just over seventy-five percent of all the companies
interviewed can be categorised as being in the software and/
or services business.

4.1 Company Turnover
The IT Departments tended to be fairly large, with an
average budget of $59 million, ranging from $10 million
to $150 million.
The average turnover for IT Companies in the sample is
$175 million, ranging from $6.5 million to $1.9 billion. This
is broken down as follows.

$million

% IT Co’s

% Cumulative

0- 20
20- 50
50 - 200
200 +

21%
29%
25%
25%

21%
50%
75%
100%

Companies were asked to anticipate their growth in the
next year (the survey was conducted in 1992). The response
was extremely variable, with about twenty-two percent of the
sample expecting zero or negative growth. However, there
were also many positive responses — the average anticipated
growth being nineteen percent. This indicated that, as meas
ured by expectations, there was still buoyancy in the IT
industry during the depths of the recession.

4.2 Staff
A total of about 25,000 staff were employed by the IT
Departments and IT Companies surveyed at that time. The IT
Departments averaged 630 employees, ranging from 90 to
3100. The IT Companies averaged 560 employees, ranging
from 10 to 3000, broken down as follows.

Employees

% IT Co’s

% Cumulative

0- 100
100- 250
250- 1000

15%
42%
23%

15%
57%
80%

1000+

20%

100%

There was not a strong expectation of employee growth
amongst those interviewed, with some (especially IT Depart
ments) expecting negative growth.
Companies were asked to classify that proportion of their staff
belonging in the “managerial/professional” category. Interviewees
were told that subsequent questions during the interview, regarding
management skills and education needs, would relate to this group.
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The responses to this question were variable, indicating a high
degree of subjectivity and lack of consistency. Nonetheless,
the “professional/managerial” group represented by the sam
ple probably consists of several thousand staff. Of this group,
an overall average of sixty-four percent hold a first degree.

5 COMPETITIVENESS AND MANAGEMENT SKILL
5.1 Challenges to Competitiveness
Companies were asked to rate the business issues in Table
1 in relation to their importance to company survival and
competitiveness over the next five years — where the
company must perform best. This was asked in order to
elicit a snapshot of issues crucial to the industry. However,
it also provides a validation of the seriousness of identified
management skill deficiencies.
Ratings were made on a 5-point scale, with “very impor
tant” as the highest rating. The aggregated raw responses are
contained in Table 3. The following are the top five issues in
order of significance, using the sum of “very important” and
“important” ratings.
1
2
3
4
5

marketing: business development
quality management
strategic planning
developing and managing alliances
marketing: sales

These issues were rated important or very important by
over sixty percent of respondents. They are also the top five
issues if we look only at the very important rating.
Table 3: Challenges to Competitiveness: Rating of Importance.
ITDs
(13)

ITCs
(28)
V | i

All
(41)
V 1 i

2

17

3

21

5

26

63

4
4
4
3
7
3

19
5
6
13
6
6

3
1
8
6
7
6

23
7
10
19
9
8

7
5
12
9
14
9

30
12
22
28
23
17

73
29
54
68
56
41

6

11

3

12

9

21

51

2

6

4

6

6

12

29

i
i
3
1

1
9
4
9

7
5
4
5

3
17
11
9

8
6
7
6

11
23
18
15

27
56
44
37

3
4
2
3

17
3
8
8

6
6
11
9

19
4
8
9

9
10
13
12

28
14
21
21

68
34
51
51

3
2
4

9
14
2

7
4
3

14
23
2

10
6
7

24
29
9

59
71
22

V | I
Marketing: sales
4
Marketing: business
development
4
2
Access to capital
Financial control
4
Strategic planning
6
Technological expertise
3
2
Commercial competition
Identifying new
opportunities
i
Research, dev. &
product eng.
—
Management of production
2
process
Project Management
8
Effective use of IT
7
Export
—
Developing & managing
2
alliances
Regulatory environment
i
Government procurement —
Access to human resources i
Management of human
resources
5
Quality management
9
Organisational structure
—

Total
V+I
%

ITDs = IT Departments; ITCs = IT Companies; All = ITCs + ITDs;
V = Very Important; I = Important; % = V+I as Percentage of Sample (41)
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A further five issues that were rated as important or
very important by at least half those interviewed (Table 3)
were, in order:
6
7
8
9
10

management of human resources
project management
technological expertise
financial control
identifying new opportunities / innovation

The significance of these issues was reinforced when compa
nies were asked to rank their three most important challenges in
absolute order of importance. This ranking was optional. Inter
viewees who felt that they could not distinguish between the
significance of these issues did not respond. Table 4 shows the
sum of first and second rankings received for each category.
Issues receiving the highest number of rankings as either the
most important or the second most important were, in order:
1 marketing: sales
2 marketing: business development
3 quality management
While the number of responses to this question was low,
these categories appear to have gained consistent support
across both IT Companies and IT Departments.
Table 4: Challenges to Competitiveness: Ranking of Importance.
ITDs
(13)
Marketing: sales
Marketing: business
development
Access to capital
Financial control
Strategic planning
Technological expertise
Commercial competition
Identifying new
opportunities
• Research, dev. &
product eng.
Management of
production process
Project Management
Effective use of IT
Export
Developing & managing
alliances
Regulatory environment
Government procurement
Access to human resources
Management of human
resources
Quality management
Organisational structure

F

S

3

—

ITCs
(28)

All
(41)

Total
F+S

F
2

S

F

S

5

5

5

10

24

3
2
2

3
I

6
1

—

i
—

1
1
—

4
2
3
1
1
—

10
3
3
3
3
—

24
7
7
7
7

%

1

3

-----

------

1
1
—

—
1
1

-----

------

-----

------

2

1

2

i

3

7

---

---

i

1

i

i

2

5

—
2
2

—
1
1

i
i

—

—

-----

------

i

I
1

i
3
2
i

—
i
2
i

i
4
4
2

2
10
10
5

2
—

5
—

—

—

4

10

—

—

2
2
—

—

—

1

—

1

—

2

-----

------

—

—

—

—

--1

--—

—

—

—
4

__

--2
"

--1
—

—

—
3
““

—

—

—

4
—

7

17
““

3

I
—

—
3
““

ITDs = IT Departments; ITCs = IT Companies; All = ITCs + ITDs;
F = First; S = Second; % = F + S as Percentage of Sample (41)

We may make some observations on the views of IT Compa
nies vs IT Departments. The identification of the two marketing
issues is skewed, with a higher proportion of ratings coming
from IT Companies. The same can be said about the “developing
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and managing alliances” category. The importance of these
issues to IT Companies is perhaps not surprising, given the focus
of IT Companies on product development and sales.
However, a number of issues are consistently identified as
important by both IT Departments and IT Companies. These
include “quality management”, “strategic planning” and
“project management”. Our broad conclusion is that there
appear to be significant and identifiable business challenges
facing the whole IT industry.

5.2 Management Skill Profile
Using the same category sets as the previous question, compa
nies were asked to indicate those areas where their existing
managerial/professional staff had a deficiency in generalist
skills to manage that aspect of the business. That is, we were not
probing the lack or otherwise of specialist staff. Rather, we were
trying to assess whether managers in general were adequately
equipped with specific skill sets. It was made clear to interview
ees that the purpose of this question was to identify any link
between skill deficiencies and competitiveness.
Table 5 shows the raw results. Using the sum of “extreme”
and “significant” skill deficiency ratings, the top five areas
identified were, in descending order:
1
2
3
4
5

strategic planning
quality management
project management
identifying new opportunities/innovation
marketing: sales

At least forty percent of respondents rated these as areas of
extreme or significant skill deficiency. Over a third of re
spondents also similarly identified the following (in order):
6 marketing: business development
7 management of human resources
8 developing and managing alliances
We observe that all the skill deficiencies identified above
intersect with issues widely identified as challenges to com
petitiveness. All of the top eight areas of skill deficiency listed
in this section are in the top ten challenges to competitiveness
identified in Section 5.1 above, i.e. were identified as impor
tant or very important challenges by over fifty percent of
respondents. Of the top five challenges to competitiveness,
three — “quality management”, “strategic planning” and
“marketing: sales” — are also in the top five identified skill
deficiencies. That is, over forty percent of companies identi
fied these as skill deficient areas. The other two challenges in
the top five — “marketing: business development”, and
“developing and managing alliances” — were identified as
areas of skill deficiency by at least a third of companies.
From this small and essentially qualitative survey it is not
possible to demonstrate strict correlation between issues of
competitiveness and areas of management skill deficiency.
However, we feel that it is sufficient to suggest that manage
ment skill deficiencies in certain identified areas may be
impacting the ability to be competitive in the IT industry.
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Table 5: Management Profile: Skill Deficiencies.
ITDs
(13)
E
2
Marketing: sales
Marketing: business
development
1
1
Access to capital
—
Financial control
Strategic planning
1
1
Technological expertise
Commercial competition
—
Identifying new
1
opportunities
Research, dev. &
product eng.
1
Management of
2
production process
4
Project Management
—
Effective use of IT
Export
—
Developing & managing
alliances
1
—
Regulatory environment
—
Government procurement
Access to human resources —
Management of human
resources
1
Quality management
7
Organisational structure
1

ITCs
(28)

All
(41)

Total
E+S

S

E

S

E

S

—

5

11

7

11

18

44

1
—
3
5
1
—

9
2
5
9
1
2

5
1
4
5
3
7

10
3
5
10
2
2

6
1
7
10
4
7

16
4
12
20
6
9

39
10
29
49
15
22

3

6

8

7

11

18

44

1

3

3

4

4

8

20

1
3
2
1

—

8
2
4

2
3
4
2

2
12
2
4

3
6
6
3

5
18
8
7

12
44
20
17

—

11
2
3
3

3
4
4
2

12
2
3
3

3
5
6
5

15
7
9
8

37
17
22
20

8
6
3

6
6
5

9
13
4

7
6
5

16
19
9

39
46
22

1
2
3
1
—
—

%

ITDs = IT Departments; ITCs = IT Companies; All = ITCs + ITDs;
E = Extreme; S = Significant; % = E + S as Percentage of Sample (41)

6 MANAGEMENT ENHANCEMENT
6.1

Enhancement Strategies

Companies were asked how they planned to address their
perceived skill deficiencies. They were provided with a set of
options: staff development, use of outside consultants, and
recruitment of new staff. For the areas where they had identi
fied an extreme or significant skill deficiency, the company
was asked to nominate their overall preferred strategy for
remedying the situation. Table 6 shows the aggregate re
sponse for the eight areas of highest skill deficiency identified
in Section 5.2 above. The figures are the percentage of
respondents identifying the various strategies.
Table 6: Management Enhancement Strategy Preferences.

Marketing: sales
Marketing: business development
Strategic planning
Identifying new opportunities
Project Management
Developing & managing alliances
Management of human resources
Quality management

Rec

Cons

SD

33%

—

—

—

—

20%
33%
11%

67%
100%
80%
67%
78%
73%
88%
53%

—

11%
27%
_
—

—

12%
47%

Rec = Recruitment; Cons = Consultants; SD = Staff Development

An overall trend of preference for staff development can be
seen. There was some preference for recruitment in sales —
possibly reflecting the need for some specialist staff in these
fields—but even here more companies indicated preference for
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staff development. Likewise, usage of consultants in quality
management rated highly, but was still outweighed by staff
development as a strategy. One inteipretation of these results is
that the skills lacking are core skills, required of all managers.

6.2 Skill Needs
Companies were asked to re-express where they felt manage
rial staff needed education and training — this time in terms
of the competency categories. The aggregate ratings are given
in Table 7.
Areas where at least two thirds of interviewees felt either
a strong need or some need for staff education and training
were, in order:
1
2
3
4
5

management of people
managing alliances
negotiation skills
strategic business planning
total quality management

Table 7: Management Skill Needs: Rating.
ITDs
(13)
Organisational change
mgmt.
Strategic business
planning
Total quality management
Management of people
Financial planning
(capital)
Accounting
Communications skills
Foreign language / culture
Marketing (sales)
Market research
Legal environment
Safety/environment
regulations
Human factors
Managing alliances
Negotiation skills
Project management
Systems integration/
tech. plan.
Management of R&D
Management of IT
Quality assurance
Technology assessment
Advanced computing
Advanced
telecommunications

ITCs
(28)

All
(41)

Total
S+N

S

N

S

N

S

N

6

2

9

4

15

6

21

51

5
7
6

4
2
3

15
14
21

5
5
5

20
21
27

9
7
8

29
28
35

71
68
85

2
—4
1
1
1
2

3
2
3
1
3
2

3
2
13
3
13
3
1

6
4
7
2
9
4
8

5
2
17
4
14
4
3

9
6
10
3
12
6
8

14
8
27
7
26
10
11

34
20
66
17
63
24
27

3
2
5
2
3

6
1
12
8
13

8
8
10
14
4

6
4
16
15
18

11
10
15
16
7

17
14
31
31
25

41
34
76
76
61

6
1
2
5
2

1

4
1
3
2
5
5

6
2
10
6
4
3

11
2
4
10
2
i

10
3
13
8
9
8

21
5
17
18
11
9

51
12
41
44
27
22

2

6

4

5

10

15

37

3
4
7
5
5
1
2
5
—

—

—

3

%

ITDs = IT Departments; ITCs = IT Companies; All = ITCs + ITDs;
S = Strong Need; N = Need; % = S + N as Percentage of Sample (41)

It is worth noting that eighty-five percent of respondents
identified “management of people”, with seventy-six percent
identifying “managing alliances” and “negotiation skills”. All
of these areas have a strong people skills component. Indeed,
opinions expressed about a general deficiency in people skills
in the industry came across strongly in much of the anecdotal
content of interviews.
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In addition to the above five competencies, at least half the
companies felt either a strong need or some need for manage
rial education in:
6 communication skills
7 marketing (sales)
8 project management
9 organisational change management
10 systems integration / technology planning
With some exceptions, a direct relationship exists between
the competency-oriented issues identified here, and the skill
deficiency areas identified from the first category list in Section
5.3. That is, needs appeal- to have been consistently cited. Two
exceptions are “negotiation skills” and “communications skills”.
But these can be seen as people skills, that are complementary to
many of the skill deficiency areas identified in Section 5.3, such
as “developing and managing alliances”.

6.3 Preferred Education Strategies
The survey then enquired in detail about preferred education strate
gies for managers. We report only briefly on these results here.
A question about company use of internal or external training
programs drew a weak response. In no single area did more than
a third of the participating companies use any formal training.
From the categories identified in the previous section, the most
common areas of training were “total quality management”,
“management of people” and “communication skills”.
Seventy-three percent of interviewees felt that current
MBA programs did not satisfactorily meet the education and
training needs of their staff. The rest either had no opinion, or
felt that current courses were satisfactory. A number of
shortcomings were expressed concerning MBA programs,
including that they are “too theoretical”, and too much ori
ented to the finance industry.
Eighty-five percent of interviewees felt that there was a
need for a postgraduate course or courses tailored for manag
ers in the IT industry. The survey then explored various
options for the development of full-fee-paying courses.
The issue of curriculum was revisited with interviewees in
the light of discussions of possible course structures, costs, etc.
They were asked to identify the four curriculum areas most vital
to the needs of their managerial / professional staff. Table 8
shows that the most nominated areas were, in descending order:
1
2
3
4
5
6
7

strategic business planning
management of people
total quality management
organisational change management
project management
marketing (sales)
managing alliances

It can be seen that there is some difference in emphasis
between IT Companies and IT Departments. However, the
overlap is also notable. These results reinforce the previously
identified management education profile, and provide a basis
for curriculum planning.
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Table 8: Curriculum Priorities: Four Most Vital Areas.

Organisational change
mgmt.
Strategic business
planning
Total quality management
Management of people
Financial planning
(capital)
Accounting
Communications skills
Foreign language / culture
Marketing (sales)
Market research
Legal environment
Safety/environment
regulations
Human factors
Managing alliances
Negotiation skills
Project management
Systems integration/
tech. plan.
Management of R&D
Management of IT
Quality assurance
Technology assessment
Advanced computing
Advanced
telecommunications

ITDs
03)

ITCs
(28)

All
(41)

%

6

8

14

34

8
6
4

13
10
16

21
16
20

51
39
49

1
2
i

3
4
7

4
6
8

10
15
20

i

11

12

29

i

2

3

7

i
3
2
6

1
8
4
6

2
ii
6
12

5
27
15
29

4

5
4

22
10
2
7
7
2
5

—

2
3

1

—

9
4
1
3
3
1

1

1

2

—

1
1

—

ITDs = IT Departments; ITCs = IT Companies;
All = ITCs + ITDs; % = All as Percentage of Sample (41)

7 CONCLUSIONS AND OUTCOMES
7.1 Management Education Needs
The survey has identified certain areas where managerial
and professional staff across the IT companies inter
viewed are deficient in management skill. The identified
areas of skill deficiency also appear to be linked to critical
issues of competitiveness.
Staff development is generally preferred as a strategy for
overcoming these deficiencies; however, in general, these IT
companies are not making much use of existing formal train
ing programs in areas of critical need. Many companies
support the creation of new postgraduate courses to meet their
IT management training needs.
Thus there is evidence to suggest that:
— management skill deficiencies may be retarding the growth
and competitiveness of the IT industry;
— there is a significant need for education and training of
managers, at postgraduate level, in identified areas.

7.2 A Management Development Program for the
IT Industry
The overall results of our survey were used by the IIAC to
justify and support the development by UTS of a new Man
agement Development Program (MDP) for the IT industry.
Subsequently, a grant for program development was obtained
from the NSW Education and Training Foundation. This was
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supplemented by funding from the NSW Department of State
Development and from UTS.
Curriculum development for the new program has taken
the survey results as its starting point. Curriculum and pro
gram development has continued to draw on input from an
industry Steering Committee comprised of some of the origi
nal survey participants and others. The IIAC and NSW De
partment of Business and Regional Development have re
mained actively involved.
The outcome is a postgraduate program culminating in a
Master of Business in Information Technology Management.
However there are intermediate exit points from the program,
that attract an award of Graduate Certificate or Graduate Di
ploma. A broad outline of the program is as follows.
Level 1 (Graduate Certificate)
Effective People Management
Advanced Project Management
Contemporary Management Practices
Elective
Level 2 (Graduate Diploma)
Total Quality and Productivity Management
Managing Organisational Change
Strategic Business Management
Elective
Level 3 (Masters)
Management Research Methods
Project
Each level corresponds to one year in a part-time
attendance pattern. However, intensive mode offerings
are also an intrinsic part of the program. Each subject area
has or is being developed with input from an industry
representative and makes extensive use of case studies
drawn from the IT industry.
Level 1 focuses on core management competencies iden
tified by the survey, such as managing people and projects,
and managing alliances. Level 2 addresses organisational
strategy and planning issues, also as identified in the survey.
Level 3 includes a major research project which, wherever
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possible, must address a management research problem within
the student’s place of employment.
The first class of students commenced the program in 1994.
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1 INTRODUCTION
User interface (UI) design considerations are in general miss
ing from the many object-oriented analysis and design meth
odologies. Yet the notions of actors (roles that users play) and
use cases lead naturally to such UI considerations. A synergism
between use cases, the pries of users, user interfaces and the
notions of roles within the object-oriented paradigm is re
quired in order to capitalise on the use of object technology for
high quality, usable software. These ideas are explored within
the context of a proposed framework, aimed at UI design
issues, which relies on the notion that different users (actors)
adopt differing viewpoints when using the single system.

2 AIM OF DESIGN METHODOLOGIES
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A role-based framework approach to software development
focuses on the interaction of actors with an application.
It links closely with the identification of use cases as well
as of the underlying core information model with which
the actors will ultimately be interacting. In essence, such
an approach endorses the benefits of an application
viewpoint. We identify techniques and suggestions for
implementing a role-based framework approach using
customised application framework components.
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In the development of object-oriented systems, methodologi
cal guidelines have, to some degree, built on the concepts of
structured analysis and design by retaining the notion of
analysis (of the problem space) or “discovery” and design (of
the solution space) or “invention” (Booch, 1994). Such well
known methodologies, e.g. (Rumbaugh et al, 1991); OOSE
(Jacobson et al, 1992) and Rational Booch (Booch, 1994),
follow this approach. On the other hand, Cook and Daniels
(1994) couch the distinction in terms of whether there is a
choice available (no choice = analysis). Others take a more
creative path of arguing that there is no real distinction
between analysis and design (MOSES: Henderson-Sellers
and Edwards, 1994;Classworks:Ratjens, 1994; BON: Walden
and Nerson, 1995) at the project management level basing
their ideas firmly on an iterative and recursive lifecycle
metamethodology, such as the fountain model (HendersonSellers and Edwards, 1993).
At the same time, most of these authors include and/or
stress the notion of a “seamless” transition between analysis
and design and between design and code. Beringer (1994)
discriminates between four types of seamlessness: (i) of
syntax, (ii) of semantics, (iii) regarding the purpose of models
and (iv) regarding the relation between two models. She
concludes that seamlessness in syntax and semantics is cur
rently available to a reasonable degree but that further work is
needed to establish a core object model. She also questions the
aim of seamlessness of puipose as a viable goal. Cook and
Daniels (1994) suggest seamlessness works well for the static
model but not for the dynamic (behavioural) model.
With few exceptions (notably OOSE, MOSES and SOMA),
published methodologies focus at the technology level, as
opposed to the project management or business levels. Often
they assume that the requirements pre-exist and, surprisingly,
may make little comment on maintenance and reuse. In other
words, there is little or no customer or end-user focus. The
human element has been introduced, to some degree, by
Jacobson et al (1992) in the form of use cases, a technique
beginning to be adopted by other methodologists (Booch,
1994; Henderson-Sellers and Edwards, 1994; Graham, 1995).
At the same time, programmers are increasingly demanding a
graphic, not a textual, based programming environment. A
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graphical user interface (GUI), many of which are built on 00
principles, is demanded as a standard by many end-users.
Despite the clear empathy between GUIs and an 00 analysis/
design system methodology and the real need to build systems
for “real users”, the human role in 00 information systems
development is curiously neglected (Constantine, 1995). Here
we bring these strands together as a prelude to formulating a
role-based framework for user interface design (detailed tech
nical paper in preparation).

2.1 System representations
As noted above, a core object modelling technique has not yet
been established, although work in this direction is in progress
(Henderson-Sellers, 1994). This current apparent deficiency
should not, however, deter an object modeller who uses any of
the established methodologies (containing their own welldefined model and notation) since a computer system involves
more than an object model to function in a meaningful way.
Typically, it involves some form of human interaction, an
underlying representational model and a storage mechanism.
The system may also represent its underlying model differ
ently to different users (see Figure 1), a point also noted by
Fowler (1994).
Human Domain

Computer Domain

design (i.e. providing a model that is more capable of
localising changes due to each dimension being a func
tional division within a system).1 There are three distinct
categories to which a class can belong: presentation classes
are the aspect of a system that facilitates a user interface;
information classes model the behaviour of problem do
main elements stored in a system; and behaviour classes
relate to the independent control of presentation and infor
mation classes.
As with OOSE, Coad and Yourdon’s (1991b) OOD
contains classes that belong to distinct categories. How
ever, four categories are used instead of three: Human
Interaction, Problem Domain, Task Management and Data
Management components.
From this discussion, we can identify methodologies
that require the explicit identification of categories (or
dimensions) within which to place classes (e.g. user inter
face, problem domain, behaviour). So, are methodologies
that specify the explicit identification of class categories
better than those that do not? Methodologies, such as that
of Wirfs-Brock et al (1990), which do not specify these
categories, do have the capacity to include their identifica
tion during development. However, the responsibility to
identify and place classes within these categories is left
entirely to the developer. Furthermore, in order to com
plete an application design, different class categories must
exist. Methodologies that do not explicitly identify user
interface classes, or classes that exhibit extensive control
of application behaviour, will tend to emphasise analysis
of only the problem domain, rather than placing the prob
lem domain model within the context of a complete appli
cation model.

3 HUMANS IN THE MODELLING PROCESS
3.1 Actors and Use Case Models
Underlying
System Model

System
Representation

Computer
Users

Figure 1: System Representations.

There are various methodologies that specify an ap
proach to object modelling and system construction
whereby classes are identified, analysed, designed and
implemented. Components, such as user interface or data
management classes, are not specifically required to be
identified, unless a developer decides that they are neces
sary (Wirfs-Brock et al, 1990; Henderson-Sellers et al,
1995). Two other 00 methodologies that should be men
tioned at this point are Coad and Yourdon’s (1991b) OOD;
and Jacobson et al’s (1992) OOSE. Both methodologies
require the explicit identification of classes that are of a
particular category, as discussed below.
OOSE requires the identification and specification of
different dimensions of an analysis model. This approach
is claimed to improve the robustness of the resulting
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OOSE (Jacobson et al, 1992) was the first methodology to
focus analysis and design effort on user requirements that
have been modelled in the requirements stage as classes.
These requirements are called “use cases” and provide a
detailed description of how one or more user types can interact
with a system.
However, before use cases can be specified, system
users2 are first modelled as “actors”. Each actor is a
particular role that may be played by a given user, e.g. a
person within an organisation may play the roles of both an
accounts clerk and a sales representative at different times,
thus creating two sets of use cases (Jacobson et al, 1992).
Essentially, a use case is a set of procedures that are
directed towards a single task that a specific actor can
perform. Figure 2 shows a diagrammatic example of an
actor and three related (here simple) use cases.
1
2

These dimensions are similar to the functional division used with the MV-C framework (Goldberg, 1984; and further outlined in Voss, 1991).
In this sense, a user is any person who interacts with the system.
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Actor

Use Cases

close account
open account
Accounts Clerk
print report

Figure 2: Actor and Use Case Model.

Coad and Yourdon (1991b) have a similar notion to use
cases; they classify human users by considering the people
who will be using the system and further examine their
interaction with the system through task scenarios, al
though these are neither modelled nor integrated into an
overall methodology, as use cases are in OOSE. Graham
(1995), in SOMA, uses a well-integrated task object model
for the same purpose.
By modelling actors and use cases, using use inheritance
and abstract classes, construction of multiple representations
of a system can be facilitated (i.e. each actor perceives a
different system to manipulate). Furthermore, when actors
and use cases are combined, along with the dimensions of the
object model, an extremely flexible system can be con
structed. For example, Figure 3 presents scenarios of clerk
actors using reports. Consider the abstract clerk using an
abstract report. This case describes the general interaction
that a clerk may have with a report. Building on this general
case, there are two specialised actors defined: an accounts
clerk and a mail clerk. However, only the mail clerk may print
both monthly and weekly reports. This approach harnesses
the flexibility of inheritance and extension for actors and use
cases respectively; changes to either of these are localised
and actors can be combined with use cases in a variety of
ways (that may not have been considered when first develop
ing the system).

extends y

abstract
report ^
y

extends

inherits

inherits
abstract
clerk

'•

monthly report

accounts clerk

weekly report

mail clerk

Figure 3: Actor and Use Case Hierarchies.

3.2 Role Models
A different approach is presented in OORASS, Object-Ori
ented Role Analysis, Synthesis and Structuring, a methodol
ogy proposed by Reenskaug et al (1992). OORASS differs
from most other methodologies in that it focuses on the
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structure of collaborating objects rather than their classes and
associated inheritance structures. Reenskaug et al (1992)
argue that “there should be a one-to-one correspondence
between a person’s understanding of phenomena of interest in
his or her real world and the internal structure of [a] system”;
and support this view through the use of role analysis, synthe
sis and structuring.
Unlike other 00 methodologies, OORASS provides three
abstractions of objects: the why, the what, and the how. “The
why is a new concept called the role, which represents the
responsibility of the object within an organised structure of
collaborating objects. The what is the type of the object
describing its externally observable behaviour. The how is the
class of the object describing its implementation” (Reenskaug
etal, 1992).
The OORASS concepts of type and class differ consid
erably from authors such as Meyer (1988), Coad and
Yourdon (1991a), and Booch (1991) who regard a class to
be of a particular type, rather than separating the two
concepts at design and runtime as is done in OORASS.
Even LaLonde and Pugh (1991), who make a distinction
between types and classes, consider an object to be of a
particular class and type, rather than there existing two
separate objects.
The relationships between roles, types and classes in
OORASS are provided in Figure 4. These relationships allow
an application to be composed of a variety of object combina
tions and is claimed to increase the reuse of objects.
behaves like

is interface for

-o—

CLASS

'

Figure 4: Relationships between Roles, Types and Classes expressed
using the MOSES notation of Henderson-Sellers and Edwards (1994).

The OORASS concepts of role, type and class can be
somewhat reconciled with the notion of classes, abstract
classes and generic classes that are present in more tradi
tional 00 approaches (Meyer, 1988). The major source of
their difference stems from the separation of type and
class, as well as the specificity of the implementation
mechanism involved with OORASS. Whilst the OORASS
method is based on Smalltalk (Goldberg and Robson,
1983), it uses a runtime support that facilitates the bind
ings between roles, types, classes and instances. In typed
languages such as Eiffel and C++, the type and class
of an object cannot be changed at runtime and
behavioural changes of subclasses are facilitated through
dynamic binding.
Applications are constructed in OORASS by creating role
models. Essentially, role-modelling requires the identifica
tion of responsibilities of problem domain objects, described
in terms of how they delegate parts of this responsibility to
collaborators (cf. also Wirfs-Brock and Wilkerson, 1989).
These roles are then matched with suitable object types and
classes at runtime.
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By concentrating on the structure of systems, role
objects are defined in terms of their position within the
underlying system structure. Reenskaug et al (1992) claim
that little or no programming is required to create applica
tions once a suitable base of type definitions, and their
associated class implementations, have been constructed.
However, there is additional logic that must be captured in
the structure of an application, e.g. cardinality constraints,
initialisation parameters and default values. Hence, there
does need to be additional programming, only not in the
form of writing new type definitions or class implementa
tion details, but rather the behaviour of roles must be
specified for each system structure.

3.3 The User Interface
Whilst not all systems require a high level of human
computer interaction (e.g. batch processing applications),
the maj ority of systems — especially workstation based -—
involve on-line, event driven applications and consequently
require a graphical user interface. In a traditional (i.e. non
object-oriented) system, it has been claimed (Sutton and
Sprague, 1978) that the user interface takes between 4060% of program source text. Estimates from object tech
nology practitioners have also confirmed that the effort
required to construct user interface components range
from 30% to 70% of an application.3 Consequently, it
appears essential to consider this factor explicitly in both
traditional and 00 methodologies.
User interface design is not a simple consideration
(Schmucker, 1988; Thimbleby, 1990). Any difficulty in cre
ating a user interface is compounded when requirements exist
for a system to have a variety of appearances (or behaviours),
depending on who is using the system (i.e. actors may be
required to have different system representations).
The user interface provides a means by which humans
can interact with computer software.4 A user only ever
sees a representation of the underlying model of a compu
ter application, in much the same way as a photograph, of
say an automobile, represents a real automobile. Further
more, the photograph may not represent all of the automo
bile, only a selection or “view” (Fowler, 1994). Analogous
to a photograph, the underlying structure of a system may
never be fully presented to a given user (Bielak and
McKim, 1993).

3.3.1 User Interface Models
Kent (1992) suggests that developing an OO application
requires the development of two models: one that is perceived
by the users of this model and another that is perceived by the
developers. Kent (1992) sees users, not as humans using
3
4

Note that these figures are based on effort, not source code. Typically
frameworks are heavily utilised in the area of user interface.
We shall restrict our discussion to human-computer interaction based on
a Visual Display Unit (VDU), keyboard and an input device, such as a
mouse or pen.
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systems, i.e. as actors, but rather as developers who utilise
system components, resulting in an object model that fulfils an
actual user’s view. Developers are thus considered to be those
people that implement an object model.
IBM CUA (1991) examines three models that are in
volved with an application development: the user, de
signer and programmer models. Designer and program
mer models, in this sense, correspond with those user and
developer models of Kent (1992). The accuracy of the
designer’s model is then considered to be the most critical
for the success of the system as a result of its relationship
to the user and programmer models.
The designer model influences, and is influenced, by both
the user’s conceptual model and the programmer’s model;
whilst there is no direct relationship between the user’s
conceptual and programmer’s model.
Typically, the designer model contains three primary ele
ments (IBM CUA, 1991):

“Object relationships (the objects being represented,
and their behaviour)

Visual representations (the “look” of an object model)
Interaction techniques (the “feel” of an object model)”.
Although the visual representations and interaction tech
niques are often the most obvious components of an applica
tion, IBM CUA (1991) claims that the object relationships,
that are based on the user’s conceptual model, make the most
significant contribution to an applications usability (60% of
the effort).
Whilst presentation and interaction have been the focus of
many of the “user interface standards” that have been pro
posed from various computer and/or software vendors (Ap
ple, 1987), IBM’s CUA (1991) explicitly recognises the
importance of object relationships. Object relationships not
only include the association between objects (e.g. the relation
ship between a folder object and its file contents upon a
Macintosh desktop), but also consider the properties, behav
iour and common metaphors, e.g. an object that has an iconic
representation of a “trash can” may erase other objects when
their icons are dragged and dropped over it (this is an example
of direct manipulation).
IBM CUA (1991) advocates that objects, and the relation
ships between them, be clearly established by developers and
matched to the user’s conceptual model; resulting in visual
and interaction techniques that are highly usable.
There are various factors that should be considered
when designing user interfaces. These include the security
levels of users within a system (e.g. some users can view
and manipulate more information than others), as well as
the differing conceptual models and preferences that users
possess. Hence, application developers must consider the
potential for different system representations, i.e. there
exist various actors that may be associated with an appli
cation, which can require different representations (be
cause of security restrictions, or otherwise).
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3.4 Application Views
By far the most significant work in this area to date is by
Fowler (1994). Fowler firstly questions the current focus of
OO methodologies, which typically emphasise the modelling
of classes, behaviour and subsystems. He considers that such
modelling is too complex for end users to understand and
asserts that they are more content to think in terms of screens
and reports. Furthermore, he considers that typical MIS appli
cations are more focused on data entry and retrieval than on
complex models.
Fowler (1994) does not reject the need to develop compre
hensive models that represent the core components of an
application domain. Such models are typical to MIS organisa
tions. He introduces the notion of “Application Views” which
are concepts that can be developed to simplify the overall
model that is shared by areas within an organisation. Effec
tively a set of simplified models can be created, each a view,
and each having its own user interface. These models essen
tially facilitate a mapping between a shared model compo
nents and those of the user interface and provide the basis of
an application view.
An application view approach also promotes a layered
approach to developing applications, in which views can be
progressively added following the development of core com
ponents. This approach permits functionality to be added in a
progressive, potentially cost-effective, manner.
Whilst Fowler’s approach goes a long way to facilitate the
mapping of a core model to an interface, the following are
issues that are still be addressed:
— An application architecture is not established to clearly
distinguish the application layers, or to classify compo
nents within an application.
— The approach tends to obfuscate the distinction between
the core model and the interface components. They are
essentially representations of the core model, which are in
effect roles that are modelled as first-class objects.
— There is no support for constructing actual user interface
components. The methods indicate only a means of iden
tifying views.

4 Building the User Interface
4.1 Model to Screens/Screens to Model
Ridjanovic (1992) describes a method that assists developers
in creating user interfaces for database applications. This
method involves an underlying database conceptual schema
to derive application screens and navigation paths between
these screens. He also outlines a method that permits the
creation of a database conceptual schema from pre-designed
screens or manual forms.
Ridjanovic (1992) notes that “even with the same applica
tion, there may be several perspectives, depending on the
users, contexts, management objectives, etc.” and that there
may exist various screen and database representations for
large and complex applications. This variety of representation
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and complexity is essentially managed through the use of
additional screen and database sub-schemas. Essentially, these
sub-schemas facilitate the necessary transformation required
to convert an underlying database conceptual schema (of a
complex application) into a format that can be displayed
within a screen.
Screens may also be considered “objects” that have
both data (from tables) and functionality (i.e. having
behaviour). The analogy of screens being objects can be
taken further, when we consider their ability to communi
cate with other screens. The behaviour of a particular
screen is provided via a set of function keys. Table objects
also have functions (i.e. actions) and are associated with
neighbouring tables via connectors.
There are four basic action categories defined by
Ridjanovic (1992): Query, Update, Insert and Delete
(QUID); each of which has a pre and post condition. Such
categories directly relate to that of Kilov (1991), who
suggests essentially the same four actions: Create, Read,
Update, and Delete (CRUD).
In considering the basic elements of screen design to be
that of a “form”, Ridjanovic (1992) argues that there are
several basic screen data structures that can be found in almost
any application; description structure, list structure and the
parent-child structure. Both the description and the list struc
ture relate directly to a particular form; whilst the parent-child
structure is composed of two parts: a description and list form
(there is a one-to-many relationship between parent and child
items). Each of these structures can have a set of functions.
The relationship between parent and child occurrences is
considered to be strong; and the context of a child occurrence
is the parent occurrence. Child occurrences are thus depend
ent on their parent occurrence for existence within the system.
This notion of dependency is related to dependent entities, as
specified in Extended Entity Relationship Modelling (EER)
(Elmasri and Navathe, 1989).
Whilst Ridjanovic (1992) provides the fundamental prin
ciples for creating screens from a conceptual database schema,
using three basic forms and sub-schemas, there is little guid
ance provided as to which particular entities (in an ERD) are
to be used as parents (when there may be a number of possible
candidates) in a parent-child relationship. Such parent-child
relationships form the basis of many applications.

4.2 Automatic Generation of User Interfaces
The method described in this section is largely based on
the work of Dewan and Solomon (1990) which focused on
creating the user interface with minimal effort. It relates to
the construction of programs that do not explicitly have to
specify how data are to be presented to a user; and input
conventions that are to be used when interacting with
users. In essence, this method enables programmers to
specify the minimum set of characteristics about a pro
gram, leaving the user interface presentation and interac
tion with users to a dialogue manager.
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Dewan and Solomon (1990) argue that there are three
problem areas in user interface programming that may be
corrected using an automatic generation of user interface
approach. These problems are expense (e.g. complexity
involved in programming user interfaces); inconsistent
modes of interaction that exist between applications; and
the difficulty involved in implementing “user-friendly”
features that may result in the compromise of a more
primitive interface.
Standardised user interface interaction techniques have
been commercially used since the mid ’80s (e.g. IBM CUA,
1987; Apple, 1987), and appear to solve many of these
problems.5 However, they still require individual applications
in order to specify how the user interface presentation and
interaction is performed (e.g. by specifying windows and
dialogue boxes).
A Dialogue Manager (DM) is the central focus for the
automatic user interface concept. It is capable of repre
senting the information and associated commands of an
application object (specified as a class). The DM differs
considerably from standardised user interface approaches
(IBM CUA, 1987; Apple, 1987) in that it supports the
general model of editing as an application-independent
model of user interaction (e.g. like editing a document in
a word processor). The DM is provided automatically with
an application development environment and restricts the
human-computer dialogue to a set of options that are
available to a user (e.g. when editing a word processing
document by adding or removing lines of text; updating
text entries; opening, closing and saving documents).
Each application object may provide users with one or
more representations of the information incorporated within
itself (by using different DMs). Commands that are specified
to the DM are each implemented by methods within an object.
Hence, developers need only be concerned with the specifica
tion of the user interface of each object rather than its (user
interface) implementation.
Figure 5 presents the interaction between application ob
jects, DM and application user. Such concepts are really an
extension of the dialogue independence concept that is re
ported by Hartson and Hix (1989) in great detail. Hartson and
Hix (1989) assert that dialogue independence is the key
element for designing human-computer interfaces. Dialogue
independence involves separating the design of application
interface components from the computational components. It
is claimed that changes to either of these two application
components will tend not to cause changes in the other. Such
independence is essential when the complexity of application
components is considerable and when modification of dia
logues (or computational components) is required to meet
changing user needs.
5

These user interface issues are dramatically simplified when using a
standardised approach to user interface design combined with an
application framework. Application frameworks will be discussed
later in this paper.
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Figure 5: Relationship between User, Dialogue Manager and Objects.

The automated user interface approach allows developers
to concentrate on designing object components that specify
how information that is stored within these objects will be
presented to users. Duntemann (1992) questions the validity
of a “parts” approach to development, suggesting that compo
nent parts should not be simply assembled with disregard to
the tastes of individuals. Potosnak (1988), argues that “stand
ard” interface methods, whilst promoting consistency, may
also provide an excuse for application developers to avoid
testing their products with real users. It is also important to
remember that the UI should not be an afterthought; nor
should it be considered “the system” — but rather a balance
between these two extremes.

5 REUSABILITY
Many authors (Cox, 1986; Henderson-Sellers, 1992; Meyer,
1992; Berard, 1993) identify enhanced software reusability as
a major benefit of using object-oriented software engineering.
In particular, Cox (1986) uses the notion of a Software IC™:
a reusable software component, that may be used in a similar
manner to that of computer hardware components. He further
advocates that Software-ICs will provide the basis for a
software industrial revolution (Cox, 1990).
There are many commonly cited factors involved with OO
software construction that are claimed to promote reusability.
Inheritance essentially provides extension of design, as well
as code reuse. Encapsulation allows the internal workings of
objects to be concealed. Abstract classes permit the basic
design of a class to be reused. Generic classes are also used to
enhance reusability of classes (Meyer, 1987; Johnson and
Foote, 1988; Al-Haddad et al, 1991), although not all lan
guages implement this feature, e.g., Smalltalk.

5.1 Measuring Reusability
There have been various methods advocated for creating reus
able software, but how can one know exactly what a reusable
class is, and whether one class is more reusable than another?
Whilst there have typically been difficulties in providing
metrics for OO software development (Henderson-Sellers,
1992), there are authors who are developing criteria for
reusable OO software (Durnota and Mingins, 1992); and
others (Bieman, 1991; Henderson-Sellers, 1993) who have
already proposed simple reuse metrics.
There are many methods for the creation of reusable
software components (Gossain and Anderson, 1990; Gould et
al, 1991; Morley etal, 1991;Bollay, 1992), although there is
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little empirical evidence that clearly illustrates whether OO
software is more reusable than conventional software. How
ever, in a limited study of programming paradigms (based on
C++ vs Pascal) by Lewis et al (1992), empirical evidence is
provided in support of the OO paradigm substantially improv
ing productivity over the procedural paradigm. The study also
indicated that:
— Language differences are more important when program
mers reuse, than when they do not
— Under both moderate and strong encouragement to reuse,
the OO paradigm promotes higher productivity than the
procedural paradigm
— Software reuse improves productivity, no matter which
language is used
— The OO paradigm has a particular affinity to the reuse
process.
Although these results have yet to be repeated, they are a
positive indication that the OO paradigm is well suited to reuse.
However, there are authors that caution the inherent reusability
of OO software (Harrison et al, 1989; Berlin, 1990). In particu
lar, Berlin (1990) argues that whilst there are class libraries that
are currently available to provide a set of compatible compo
nents, plus an ability to specialise classes and their protocols,
“incompatibility among well-designed but independently-de
veloped components remains a major problem for reuse”. Fur
thermore, Pittman (1993) argues that OO reuse only happens by
careful design and not simply as a by-product of development.

5.2 Components and Frameworks
To be of a major benefit, OO software must provide
techniques that go beyond the scope of individual classes.
Wirfs-Brock et al (1990) consider two major forms of
reusable OO software that contribute to substantial reuse:
components and frameworks.
Components are extremely beneficial to developers because
they prevent the re-writing of commonly used code between
projects. Components are typically generalised classes stored in
class libraries (Meyer, 1990), such that they are not fixed to a
particular domain. Furthermore, a list can be used to contain
“automobile” objects in a traffic system, or “club” objects in a
baseball system. Meyer (1988) notes that genericity can be used
effectively to enhance the reusability of components.6
Components can typically be specialised to suit the particular
needs of developers. This is achieved through the use of inher
itance, client/server relationships, or genericity (Johnson and
Foote, 1988). Meyer (1988) notes that the application of an
“open-closed” principle of software design has the potential to
increase the ability to maintain and reuse software components,
as the need for designers to fully anticipate future specialisation
of a given component is reduced.
6

Whilst generic classes enhance the potential for reuse in languages such
as Eiffel (Meyer, 1988), and more recently C++ using templates (Borland,
1991c), other languages such as Smalltalk (Goldberg and Robson, 1983)
are inherently generic as they do not use a type-checking mechanism.
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Frameworks are considered to be skeletal structures of a
program that can be utilised to assist in the building of an
application (Wirfs-Brock el al, 1990; Gamma etal, 1993). In
comparing frameworks to other reusable design methods such
as a component or an abstract class, a framework is typically
of a much larger scale; it essentially describes how a program
(or subset thereof) is decomposed into a set of interacting
classes (Johnson and Russo, 1991).
In order to be useful across differing domains (for which
applications may be written), a framework must be capable of
being refined by application designers. Hence, the primary goal
when developing a framework is to allow other application
designers to reuse its basic structure. Hence, it is essential that
this structure be clear and precise (Wirfs-Brock et al, 1990).
Frameworks are especially useful when developing soft
ware because they facilitate the reuse of analysis, design and
implementation details (Johnson and Russo, 1991). Analysis
is reused because the framework describes the issues that are
important and how a problem is to be approached and broken
down into components. Design is reused because it effectively
constrains implementation details. Implementation is reused
because pre-written code can be taken from a components
library. Whilst reuse of analysis, design and implementation
is of a great benefit to software reuse, Biggerstaff and Richter
(1987) consider that reuse of analysis and design provides
perhaps the greatest payoff.
As with a class, a framework describes an abstraction, or
template, from which instances can be created. Whilst in
stances of classes are called objects, instances of frameworks
are known as ensembles (Johnson and Russo, 1991).
Finally, we should consider the difference between a
subsystem and a framework. Wirfs-Brock et al’s (1990)
definition of a subsystem is essentially identical to that of
Johnson and Russo (1991): a set ofclasses that collaborate to
carry out a particular set of responsibilities. However, the
distinction between the two appears to be clarified when we
consider that a framework is specifically designed to be
reused between applications; whilst subsystems are particular
to a given application — but may have the potential to be
transformed into a generalised framework.

6 APPLICATION FRAMEWORKS
There are many types of frameworks that have the poten
tial to be used by system developers. MacApp (Schmucker,
1986; Macgregor, 1992); the Model-View-Controller
(Krasner and Pope, 1988); ET++ (Weinand et al, 1988);
and Microsoft Foundation Class Library (Microsoft, 1993),
are examples of commonly used frameworks that facilitate
development of applications using a pre-defined architec
ture; as such, they have been termed application frame
works. Schmucker (1986) stresses the importance of using
application frameworks when constructing applications in
a graphical user interface environment, due to the com
plexity involved and the repetition of code that is required
between applications.
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An application framework is essentially a generic applica
tion that may be expanded to suit the needs of particular
developers, who may create programs in differing problem
domains. They provide an extended collection of classes
which collaborate to support a complete application architec
ture or application model, thus reducing the overall effort
required to construct an application.
The need for application frameworks has mainly arisen to
deal with the complexity that is involved with event-driven
applications; especially those that involve a Graphical User
Interface (GUI). Event-driven applications typically involve
multi-thread dialogue for human-computer interaction
(Hartson and Hix, 1989). Applications that implement multi
thread dialogue are typically more difficult to implement than
those using a sequential style of dialogue. Application devel
opers stand to reduce the effort associated with creating multi
thread dialogue applications using an application framework
(Schmucker, 1986).

6.1 The MVC Framework
The Model-View-Controller (MVC) concept was developed
in the early ’80s for the Smalltalk environment (Goldberg,
1984). It involves three separate components that are used
when constructing applications. The three components are
explained as follows:

Model: the parts that represent the underlying application
domain;
View: the way the model is presented to a user;
Controller: the means by which users interact with an
application.
Programming to use the MVC metaphor involves a
. .three-way factoring, whereby objects of different classes
take over the operations related to the application domain (the
model), the display of the application’s state (the view), and
the user interaction with the model and the view (the control
ler)” (Krasner and Pope, 1988). Models are those application
components that contain information and perform processing
operations upon this information (that are associated with the
problem domain). They are kept separate from the views,
which display information associated with a single model
component. Controllers are closely associated with views and
communicate directly with both view and model components.
Each view is associated with only one controller, both having
exactly one model, although a model may have many control
ler/view pairs.
It is important to note that model components may have
several associated view and controller pairs. Whilst views
and controllers explicitly “know” about their model, mod
els do not have such explicit knowledge of their views and
controllers. Krasner and Pope (1988) claim that this strat
egy increases the reusability of application code by max
imising data encapsulation. However, models have some
knowledge of their views and controllers. To facilitate
changes in a single model being reflected in possibly
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 28, No 3, AUGUST 1996

multiple views and controllers, each model is aware of a
list of dependents that may be notified when any changes
have been made (this is the extent to which a model has
knowledge of its views and controllers).
Most application frameworks available for use on personal
computers and workstations are in some way related to the
MVC triad. Whilst the underlying concepts of the MVC
are still included in current application frameworks, they
usually combine the controller/view pairs into a single
concept. Most notable of such application frameworks is
MacApp (Schmucker, 1986), which uses components,
such as windows and window frames, that combine these
two concepts.
An important concept that has been introduced, along with
the departure from a strict MVC triad, is the introduction of
commands (Schmucker, 1986). These are actions that are
performed upon the model component of an application.
Essentially, commands are a specialisation of the MVC con
troller concept. Commands are used by a variety of applica
tion frameworks and class libraries, e.g. MacApp, ISE’s
EiffelVision, and permit actor-oriented behaviour of an appli
cation to be reified (i.e. turned into a class). Instances of
command classes can then be executed when user events
occur in an application. Some frameworks, such as
ObjectWindows and most Smalltalk environments, provide
member function or method selector call backs (respectively)
in response to user events. These mechanisms can also be
developed to utilise commands. Event driven applications
that use commands, such as MacApp, have a main event loop
that cycles, executes a command, and continues to cycle.
However, an evolution of this concept that is used with
ObjectWindows and ET++ is for certain windows to have
their own event loops. Hence, the main event loop is replaced
by an event loop that is associated with a particular window.
Of course, this permits an application to have more than one
event loop.

6.2 Standards and Conventions for Frameworks and
User Interfaces
It is important to note that the most widely used application
frameworks (e.g. MacApp, MFC, ObjectWindows, ParcPlace’s
VisualWorks7) provide user interface components that com
ply with a particular user interface standard. For example,
Borland’s ObjectWindows (Borland, 1991a) supports the
Microsoft Windows Graphical User Interface (which is largely
compatible with IBM CUA, 1987); and MacApp implements
most of Apple’s user interface guidelines (Apple, 1987). User
interface standards offer guidelines for human-computer in
teraction and definitions for visual components that assist
developers in creating consistent applications. These stand
ards help to define the user’s conceptual model and assist
developers in relating this model to a designer’s model. In
7

This framework provides an ability to comply with a number of interface
standards without changing the executable.
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particular, they both describe the following: windows, views,
panes, commands, a selection process, editing conventions,
fonts, and a desktop or workplace environment.8
Schmucker (1986) notes that, whilst application frame
works embody many (Apple) user interface standards, they
should not be a substitute for consulting user interface guide
lines. He suggests that developers become familiar with user
interface conventions, in addition to understanding applica
tion framework concepts. Application frameworks typically
support features that all or most applications have in common;
no matter how much a framework can assist in the develop
ment of applications, they cannot provide all of the features
necessary to make an application unique.
Figure 6 provides a selection of common components that
are found (or may be constructed) using a variety of applica
tion frameworks. For this diagram, consider the following
component descriptions (adapted from Schmucker, 1986):
Applications provide a means by which users can view and
manipulate information; Documents contain information;
Views present information; Controls provide a mechanism
through which information can be captured and/or displayed;
Windows present one or more views, panes or panels; Panes
present a portion of a view (not shown); List View presents a
number of items in a list format.

Application
Window/Dialogue
Window

Document/
Model Component

already specified, especially in terms of the user interface
and event handling) necessitates an approach to applica
tion construction that has yet to be formalised. He suggests
that a higher level design is required, above that of conven
tional software engineering methodologies, and that such
levels of design may easily be neglected.

7 SUMMARY AND FUTURE WORK
A Role-Based Framework approach focuses on the
interaction of Actors with an application. An emphasis
is placed on identifying use cases as well as the under
lying core model with which the Actors will ultimately
be interacting.
In essence, an RBF approach introduces the benefits of an
application view approach such as that advocated by Fowler
(1994). However, it goes further by identifying techniques
and suggestions for implementing the approach using custom
ised application framework components.
This paper has laid the foundation for the development of
the details of a role-based framework modelling approach —
a detailed paper fully describing the RBF approach is in
preparation. The following summarises the emphasis of an
RBF approach to interface design:
— Method for modelling Actors’ behaviour within an appli
cation, in terms of application actions or commands.
— Guidance for creating user interface components from a
core model and utilising existing application framework
components.
— The ability to include RBF techniques with current OO
methodologies.
— Suggestions of an overall application architecture to pro
vide a pattern for constructing graphical applications.
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Figure 6: Simplified Application Frameworks Concepts.

Developers must be aware of how an architecture can be
transformed into an individual application. Duntemann
(1992) considers that utilising application frameworks
(whereby large portions of an applications design are
8 Whilst application frameworks have traditionally been designed for use
in a graphical environment (e.g., Macintosh, Microsoft Windows), they
have also been designed for use in a character based environment, e.g.
Borland's TurboVision (Borland, 1991b).
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- BOOK REVIEWS
BOOCH, G. (1996): Object Solutions, Managing the Object-OrientedProject,
Addison-Wesley Publishing Company, California, 323 pp., $46.95.
Grady Booch is a respected name in the world of object-oriented (OO)
software engineering, due in part to the wide readership attained by his
previous book “Object-Oriented Analysis and Design with Applications ”. In
that book, he discussed, in depth, how to construct object-oriented models as
well as the subsequent steps required to convert them into code. In this book,
however, the emphasis has switched, with the focus now on the managerial
aspects of object-oriented projects.
The book is aimed at project managers and professional programmers who
are either moving into object-orientation for the first time, or alternatively, who
are wishing to improve their application of this technology. Students will also
benefit from reading this book as it highlights the difficulties and traps involved
in building information systems using OO techniques. Booch’s approach is to
discuss a topic, look at the possible ramifications involved, and then to suggest
some recommended practices and rules of thumb. These practices and rules
have been distilled from the author’s examination of many successful (and
some unsuccessful) projects that have employed OO technology. For quick
reference, Booch has summarised these recommended practices (136 of them)
and rules of thumb (79 of them) into two chapters at the end of the book.
Spread throughout the text are examples of situations that real life
organisations have had to confront when implementing OO projects (Booch
refers to some of these as his “war stories”). These provide not only for
interesting reading but also for valuable insights into what can go wrong.
One amusing story concerns a project team that used an OO analysis
approach, which resulted in “an 8,000 page requirements document, which
no one could understand”.
What are some of the typical problems to expect when dealing with OO?
A major consideration is recognising what is involved in moving an organi
sation from the traditional methods of software development to this new
approach. How should the staff be organised? What new metrics are needed
to measure the progress of an OO project? How is testing conducted? How is
the quality of the software ascertained? How is reuse managed? Does OO
improve communication between users and technicians?
For an information system to be successfully developed using these
techniques, it is not enough just to assemble a team of expert OO technicians
— the correct management infrastructure must also be in place. Booch
discusses one project where the company adopted the “Mongolian Horde”
principle and engaged 300 programmers, believing that “sheer numbers
would allow management to overwhelm any technical problem”. His advice
was to get rid of at least 250 of them.
Whilst much has been written about the technical aspects of OO develop
ment, in comparison there is relatively little about OO from a management
perspective. This book written by both a recognised writer and practitioner,
helps to reverse that trend.
Tony Stevenson
Melbourne
BROWN, J.F. (1994): Embedded Systems Programming in C and Assembly,
Van Nostrand Reinhold, 304pp., $109.95 (paperback & diskette).
Embedded Systems are all the microprocessors which run our cars, washing
machines, microwave ovens, and video recorders, all of which use increasingly
more complex software. This book has been written by a software developer
who specialises in developing realtime embedded systems software. It is a very
practical book — look elsewhere for the theory of such systems.
There are seven chapters, eight appendices, and a diskette containing
code examples.
The chapters are:
1 Embedded Systems Concepts.
A brief definition of what embedded systems are and some of the
characteristics of the environment of embedded systems.
2 Defining the Hardware for the Software
How to access I/O devices from the software.
3 Startup Software Modules
How to setup the hardware and software when the embedded system
first starts.
4 Handling Realtime Interrupts
Starting with the hardware a complete look at interrupts on the Motorola
68000 and the INTEL 8086.
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6
7

Putting it Together
Requirements, DOD-STD-2167A, design philosophy, documentation,
and related issues.
Linking and Locating the Code
How to place the executable program into a Read Only Memory.
Making it Work
Debugging, Testing, and Quality Issues.

I found this book inconsistent. Some topics, like saving registers on the
stack, are explained in minute details, while others, beta testing for example,
are dismissed in a few paragraphs.
The whole book is full of jargon and acronyms which may make reading
difficult for someone new to the subject. The style does not make for concise
reading, it is verbose and abounds with sentences starting with “In some cases,
...” or similar clauses, which made me feel the author was just waffling
through his subject.
The author does cover the topic very fully. I would have liked to see a
chapter on design trade-offs between hardware and software, including
examples of good and bad hardware designs, but the author seems to just
accept that working around poor hardware design is part of the life of the
embedded systems programmer.
If you are an experienced programmer who wants to find out more about
embedded systems programming, this book is somewhat expensive, but if
you have suddenly found yourself surrounded by EEPROMS, ICE probes,
and ISRs, it could be a life saver.
Peter Bell
Digital Equipment Corporation Pty Ltd
COLLIN, S. (1995): E-mail: A Practical Guide, Butterworth-Heinemann,
Oxford, 226 pp., $59.95.
Electronic mail (E-mail) has become popular over the last five years. It is
flexible, convenient, reliable, cheap, and provides worldwide access, if
required. It increases productivity because there is now another means of
effective communication within an organisation. According to the author,
“it’s been discovered that E-mail users are more willing to tell the truth and
air their opinions via E-mail than when talking face-to-face with someone”.
This book has been written primarily for network administrators who want
to implement an E-mail system, but who require more information before
they can do so. It can also be read by MIS managers who want to understand
the current state of the technology. It discusses, in detail, what products are
available for the different platforms, how to choose the right one, and the
processes involved in installing and managing an E-mail system. Inadequate
planning, coupled with a subsequent high acceptance of E-mail, may result in
the initial resources soon being swamped.
The opening chapters of the book provide an overview of E-mail and how
it can be used. The topics discussed include how it works, how data can be
distributed with it, its benefits, its role in workgroup environments, and its
future. One chapter is devoted to E-mail standards, with emphasis on how the
different products work together.
Subsequent chapters look at the planning required for installing electronic
mail systems, including an enterprise-wide E-mail system. Network configu
rations, the E-mail products available, integration with existing applications,
and the requirements for accessing mainframe-based E-mail are all discussed.
Other areas covered include management and connectivity issues, the type of
user training required, and intelligent E-mail. [Intelligent E-mail is like
having an automatic secretary who filters the incoming mail, for example,
putting “junk” messages into a special folder].
From a user’s perspective using E-mail is a relatively straightforward
process — a message is composed and then transmitted electronically with a
few keystrokes or mouse clicks. However, from an administrative point-ofview, there are many aspects to consider if an E-mail system is to be successful.
This book is a comprehensive look at E-mail. As with the other books in
the ComputerWeekly Professional Series, it provides plenty of practical
advice. It is well written and presented — the use of screen shots and
diagrams complements the text. This book is suitable reading for anyone
who is either thinking of implementing an E-mail system, or who is
managing an existing one.
Tony Stevenson
Melbourne
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COLLIN, S. (1995): Lotus Notes: A Practical Guide, Butterworth-Heinemann,
Oxford, 317 pp., $59.95.
In the simplest of terms, Lotus Notes allows you to manage the sharing of
information. It is a distributed database management system incorporating its
own programming language. It can be used in three ways:
— to send information via electronic mail.
— to retrieve information from a database on a central server.
— interconnected servers can be setup, and a database can be replicated over
these, allowing users on different networks to access the database.
Using the Notes programming language you can create your own custom
ised front-end applications, for example, a system to keep track of all your
business contacts.
The subtitle of this book says it all — a “practical” guide. Even if you are
unfamiliar with Lotus Notes, this book serves as a good introduction to it.
The first chapter has been specifically written for anyone who needs to
quickly start using Notes. Overall, the book has been written for network
managers who are currently (or who could be) responsible for a Notes
environment. It covers the hardware, operating system, and network re
quirements. Other chapters cover remote access, electronic mail, the crea
tion of Notes applications, and the installation and management of the
product. Two appendices have been included. The first one lists all of the
functions available in the programming language, whilst the second one
lists the variables used in the Notes initialisation file (.INI). To assist
reading, the author has also included a glossary.
The physical layout of the book is excellent. A pleasant font, sensible
use of white space, and excellent screen shots are all complemented by
a text written in a readable style. Each chapter starts with a section titled
“About this chapter” which allows you to quickly assess if you need to
read this particular part now. Both tips and warnings are sprinkled
throughout the book. An icon depicting a turned on light bulb indicates
a tip, whilst a rain cloud and lightning are used to highlight a warning.
Summaries appear at the end of sections, reinforcing the topics that have
just been covered.
This book is another one in the ComputerWeekly Professional Series, a set
of books ideal for harried computer professionals, which provide a conven
ient way of keeping up to date with the latest changes in technology.
Tony Stevenson
Melbourne
ECK, D.J. (1995): The Most Complex Machine — A Survey of Computers
and Computing, A.K. Peters, Massachusetts, 445 pp., $49.95 US.
This book has been written as an introduction to computer science, aimed
at students not currently majoring in that subject. However, its contents and
style make it an appealing read for anyone wishing to broaden their
knowledge about what the author regards as “the most complex machines
ever created”. The only prerequisites are some familiarity and experience
with computers.
The major underlying theme running through this book concerns the
issue of complexity. The author views computer science as a complex field
of endeavour which can be dealt with successfully by breaking down its
complex structures into simpler components. This concept of the levels of
structured complexity is based on “chunking” where complex data is
assembled from manageable and understandable chunks of data. Each
chunk itself can then in turn be broken down into its components, until a
stage is arrived at where no further breakdown is required. Where the
breakdown stops is a matter of choice and perspective based on the level of
understanding required. For example, a book can be viewed as comprising
sections, chapters, pages and words. However, another equally legitimate
view of a book could be based on its physical structure: hard cover/paper
back, type of paper, ink, binding, and so on.
The book represents a balanced mix of the hardware and software aspects
of computing. The early chapters look at what computers can do and how they
do it, from how a program executes to the types of circuitry involved. A
subsequent chapter then examines how to build a computer by working
through the design aspects of a working model.
Later chapters present the theoretical aspects of computing (simulation,
universality, Turing machines, and unsolvable problems), a brief history of
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computing, and an overview of the social ramifications arising from the
introduction and now widespread use of computers.
The next group of chapters cover programming (including one chapter
devoted to subroutines and recursion), applications, cooperating computers
(parallel processing and multiprocessing computers), and graphics. The last
chapter of the book examines that old favourite “artificial intelligence”.
Each chapter of the book ends with a series of questions for which the
author has provided answers. These questions would be ideal for discus
sion groups. The author concludes his book with an annotated bibliog
raphy which includes both a brief description of the book and the reasons
for recommending it. [It is a pity more authors do not do the same as it
is of enormous benefit, especially for readers who are unfamiliar with
the subject literature].
This book is not intended to teach you how to program or operate
computers. Instead, it has been written to explore the concepts upon which
computing is based. It is recommended to anyone who wants to learn more
about this most complex machine, the computer.
Tony Stevenson
Melbourne
FERNANDES,T. (1995): Global Interface Design, Academic Press, 191pp.,
$US 39.95
Interface design is an important factor in the development of new software.
Quite often the interface is designed within the local environment and is then
modified when the product is sold internationally. This book takes a different
approach and looks at designing the interface for an international audience
right from the initial design phase.
The initial chapter and main concept throughout the book is globalisation.
The designing of an interface that can be quickly and easily changed to suit
the country or area where it is used. Different subjects are considered
throughout the book including culture, language, taboos and symbols. The
importance of understanding these differences and incorporating them into
the interface is stressed throughout the book.
Important rules for these international differences are put forward in each
chapter and are summarised in one of the appendices of the book. These rules
offer the reader a strong basis for good interface design whether the interface
is local or international.
Including the globalisation strategies and rules, other topics covered
include usability testing which helps to verify that the interface will succeed
in the world. What methods should be used or considered in the testing are
explained, helping to verify the design. Also mentioned is the justification of
the interface design for business and why it is important for business to look
more at globalising of user interfaces.
Apart from the book, there is also a CD included that contains the book in
Adobe Acrobat form chapter by chapter and a narrated presentation of aspects
within the book. Adobe Acrobat and Apple Quicktime are provided to view
these presentations and are quite easy to use.
If you are in a business that deals with international software products,
or are thinking about expanding into the international scene, I would
recommend you read this book to get a basis of what issues and problems
you may confront.
Jonathon Coombes
University ofNewcastle
FRIEDMAN, M. and KANDEL, A. (1994): Fundamentals of Computer
Numerical Analysis, CRC Press, 587pp., price unspecified.
The preface to this book makes several claims concerning its purpose,
suitability and intended audience and it would be an injustice to say the claims
were not partially, if not wholly, met.
The text is meant for undergraduate studies using typical approaches to
numerical analysis and is well suited to those in engineering or computer
science disciplines. It is also useful as a basic reference for mathematics
students; however the lack of some of the more extensive proofs tends to steer
it toward more applied areas. Rigorous proofs are given, however, for most
of the standard theorems.
Each chapter begins with an exposition outlining the basic knowledge
required for an understanding of that chapter which I am sure will prove
invaluable to students as a convenient reminder. The material in each chapter
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is well laid out covering topics from basic iterative schemes for root finding,
through difference equations, interpolation, integration and differentiation
and finally to methods of solving differential equations which includes finite
element methods. In general, the work covered pertains to linear cases only
and extensions to multivariable systems, where appropriate, are perhaps not
fully exploited.
Chapters show algorithms clearly, often with a reference to one of the
twenty seven FORTRAN programs on the included computer disk. Worked
examples are both numerous and appropriately chosen and partially worked
answers are available to selected questions at the back of the book.
The book also claims to be written for those applying numerical analysis,
but I feel this claim is not met due to the lack of generalisation both in
multivariable systems as noted earlier, and other areas, e.g. Muller’s method
is stated only for real numbers, with no mention of complex numbers. Taking
this into account however, still makes the book quite attractive to those
offering courses in applied numerical analysis, particularly from an engineer
ing point of view.
Alan Gore
University of Newcastle
JOHNSTON, A.K. (1995): A Hacker's Guide to Project Management,
Butterworth Heinemann, 187pp„ $70.
This is not a book to judge by its title, the oxymoronic nature of which led me
to expect apublication humorously exploring the personality traits of creative
programmers. In fact this is a serious attempt to help people learn to manage
software development projects, part of a Computer Weekly Professional
Series. The book aims to be aguide to the entire software project management
process, primarily for inexperienced project managers, or experienced project
managers moving to an unfamiliar environment.
The introduction provides advice on how to use the book, prerequisites,
and so on. The text proper begins with a chapter titled ‘Success and Failure’,
in which the author discusses in general terms why so many software projects
fail, and how one can make a development a success. Subsequent chapters
cover the stages of development: Planning and Estimating, Strategy, Analy
sis, Procurement, Design, Building, Documentation and Testing, Production,
and Maintenance.
The introduction features a section on the relationship of the book to
structured methods, where the author advises commonsense in their applica
tion. The book “isn’t tied to any particular method, and it certainly isn’t
useless if you follow a different one”. This is part of a general theme of
pragmatism; at many points the reader is discouraged from dogmatic adher
ence to particular tools and techniques.
Within each chapter, sections are organised so that they always fit either
on one page, or on two facing pages. At first I found this distracting, but
changed my mind after spending more time with the book. This and other
aspects of the book betray it as having been ‘desktop published’ with the
author taking the opportunity to try new techniques.
The bibliography is good, covering a number of important texts and
providing brief commentaries, but the main text makes no explicit references
to the bibliography. However, the bibliography is subdivided by topic. The
index has signs of hurried construction. Typical entries have dozens of page
references rather than providing a subdivided entry. On the whole the book
is a success and should have things to teach all kinds of software developers.
D.A. Vincent
Hydrographic Sciences Australia
LILJA, D. and BIRD, P. (ed.) (1994): The interaction of compilation
technology and computer architecture, Kluwer Academic Publish
ers, 285pp„ $US 95.
Good system designers have always been willing to move functionality
across the dividing line between hardware and software if doing so in
creases the cost effectiveness of their systems. The near universal inclusion
of FPUs in microprocessors and the replacement of firmware page table
walkers with TLB miss interrupt handlers in MIPS systems are two
examples. This book describes several techniques to tailor compilers to take
maximum advantage of the capabilities of the hardware while reducing its
cost and to tailor hardware to the characteristics and limitations of the
software that will use it.
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The book grew out of a workshop at the Hawaii International Conference
on System Sciences in 1993. Its structure reflects this, being a collection of
nine papers. The papers are of quite a high standard. They are interesting and
informative. Several report very good results (speedups ranging from 10% to
100%), and with one exception all the papers back their conclusions with
numbers derived from either realistic simulations or actual systems. The
papers are also quite well written, indicating a significant amount of selection
and/or editorial effort.
Several new microprocessor designs predict the outcome of branches and
execute instructions on the predicted path before the branch condition
becomes known. Such speculative execution can increase performance, but
neither hardware nor software can exploit it fully. The first paper describes a
technique called boosting that matches the capabilities of the hardware and of
the compiler in a very nice way, and examines several system designs of
varying complexity that exploit this technique to improve the cycles per
instruction performance metric significantly while having minimal impact on
cycle time and hardware cost.
The next two papers consider cyclic scheduling, a compilation technique
that aims for the maximum utilisation of the various functional units of a CPU
during steady-state execution of inner loops by mapping the functional unit
usage of a loop iteration and carefully arranging multiple copies of this map
to avoid any overlaps (since any functional unit can only do one thing at a
time). The first of these two papers proposes and validates a model for
predicting the number of registers required for such schedule under various
system parameters such as the number of instructions issued in a cycle and the
memory latency. The second shows that common subexpression elimination
is a problem for cyclic scheduling (the value to be reused stays in a register
too long, interfering with the use of the same register by other loop iterations),
and proposes a solution related to the concept of register windows.
The fourth paper re-evaluates several optimisations used on scalar
processors in the context of superscalar processors. It finds that while most
of these traditional optimisations are still useful, some require rethinking in
the new context.
The fifth paper discusses a system that combines the roles of a smart
linker and a profiling tool. The system can instrument object code to
monitor the execution of running systems, analyse the data obtained from
this analysis, and use the results of the analysis to produce object code that
has significantly better locality properties. The improved locality leads to
much better running times in limited memory configurations, since it
postpones the onset of thrashing.
Paper number six compares directory-based hardware cache coher
ence algorithms with compiler-directed coherence algorithms based on
the version control model. It shows that while the software techniques
may lead to somewhat higher cache miss rates, they also have the
potential to reduce significantly the amount traffic in the interprocessor
communication network.
The seventh paper proposes an algorithm to distribute computations
and data across a distributed memory machine when generating code for
High Performance Fortran programs. The algorithm is adaptable to
different system configurations, and it is shown to produce code that
scales quite well, with its speed within 10% of handwritten code when
running on 16 processors.
The eighth paper addresses the problem of designing an architecture for
the efficient execution of Smalltalk programs. It shows how the hardware
and the compiler are designed together, with guidance from measurements
of real programs. The main contribution of the paper is a new memory
management scheme.
The last paper is about a different kind of software/hardware codesign. It
presents a data-parallel variant of Modula-2 that can be implemented effi
ciently on a variety of machines, and then describes a new architecture
designed for the execution of parallel programs written in this and other
languages. The language and the architecture attack some problems from two
sides. For example, the language aims to reduce the requirement for synchro
nisation (which can be expensive) while the architecture aims for improved
synchronisation capabilities compared to current designs.
I expect several of the techniques described in this book to appear in
commercial systems in the next two years. I recommend the book to any
serious student of computer architecture.
Zoltan Somogyi
University of Melbourne
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MUHLHAUSER, MAX (ed.) (1994): Co-operative Computer-Aided
Authoring and Learning, Kluwer Academic Publishers, 351pp.,
$US 95.
The subject matter of this book is based upon a large multidisciplinary project,
Nestor (“Networked stations for tutoring”), which is concerned with compu
ter assisted authoring and learning. This project is a joint operation between
German universities and Digital Equipment Corporation. Of the thirteen
contributors to the book, nine are academics — five from an informatics
discipline, three from psychology, and the last from educational sciences.
From the commercial world, three contributors are employed by Digital, with
a fourth working in the European Networking Center for IBM.
The aim of this book is to make a contribution to “the development of a
reference architecture for integrated authoring/learning environments”. The
terminology “teaching technology” has been coined so as to give a name to
a discipline which still requires further exploration and understanding.
The book has been structured into three parts.
Part I covers learning and CAL (Computer-Aided Learning). Emphasis
here is given to instructional design and strategies, approaches to CAL,
student assessment and course evaluation, and a discussion of the major
design decisions underpinning the Nestor (abstract) reference architecture.
Based on this abstract architecture, two different implementations have been
developed: Nestor-ADP (advanced development prototype) and Nestor-POC
(proof-of-concepts).
Part II is devoted to the Nestor-ADP system, which is a set of components
including specifications and working hardware and software. ADP is a
restricted version, with two of its goals being reduced complexity and quick
implementation. One chapter discusses the individual tools required for
supporting the different media of hypertext, colour images, sound, video and
Xclips (recorded X window sessions). The other chapter in this part covers the
way courses are currently constructed.
Part III looks at the Nestor-POC system in detail. Nestor-POC is a fullon prototype which includes solutions to most of the research topics raised
but which lacks the robustness required for production use. The kernel of the
architecture, which revolves around object-orientation and hypermedia, is
discussed. The remaining chapters cover the topics of object persistence,
the distributed processing and presentation of multimedia information,
Computer Supported Cooperative Work (CSCW), instructional strategies
and processes, and finally, a discussion on the adaptation and use of the POC
system shell.
The book concludes with an extensive bibliography conveniently broken
down into sections for authoring/learning, object-orientation, hypertext,
student assessment and course evaluation, multimedia, software engineering,
CSCW, databases, and other Nestor publications.
Tony Stevenson
Melbourne
MUSTAFA, M.A. (1994): Microcomputer Interfacing and Applications
(2nd Edition), B.H. Newnes, Oxford, 456pp., $69.00.
The popularity and influence of the microcomputer is such that it is continu
ally being used in an ever-widening range of situations and applications. This
book, written by an experienced designer of control equipment, is a detailed
account of how these microcomputers interface with the “outside world”. The
issues discussed cover diverse areas, with some examples being switching
and optical devices, robotic mechanisms, and motor control.
In attempting to resolve any interface issue, consideration needs to be
given to both the software and hardware aspects. The ideal solution will
depend on finding the right balance between these, as well as the sometimes
conflicting requirements of cost, development time, speed of execution, and
maintainability of the finished product. For example, can software be written
and optimised that will be more efficient than the use of a hard-wired circuit.
A major advantage that software has over a hardware solution is that, in most
cases, software can be more easily modified than a circuit. Alternatively, in
other cases, the required speed of execution can only be attained through the
use of hardware devices.
Microcomputers, because they can be programmed and have associated
storage capabilities, are ideal for use in environments where decisions have
to be constantly made. One such area is temperature measurement and
control. Here they can be configured to deal with changes in requirements, for
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example, from controlling either an entire building or only certain parts of it.
There is usually also the added responsibility of exercising this control at
different times of the day and night. Another area where microcomputers are
gainfully employed is in robotics, where they are programmed to intelligently
position the arms of the robots to complete the required tasks.
The opening chapter of the book discusses the operation of a microcom
puter from the three perspectives of processing, storage and input/output. The
second chapter contains an overview of microcomputer interfacing tech
niques. Then, in order to understand the complexities involved in interfacing
microcomputers, the author has written chapters that cover topics such as the
use of digital-input and output ports, multiplexing, digital-to-analogue (and
vice-versa) converters, counters and timers, and so on.
The technical nature of the book—there are plenty of circuit diagrams and
equations — means that it is geared towards people who have a background
in engineering or computer science. Without this necessary background,
casual readers will soon become lost. For example, in the chapter on switching
devices, there is a detailed technical discussion about FETs, MOSFETs and
IGBTs (field-effect transistors, metal oxide silicon field-effect transistors,
and insulated-gate bipolar transistors, respectively).
If you are looking for a book about screen design for software applications
(graphical user interfaces) then look elsewhere. However, if your job,
possibly as a design or development engineer, involves interfacing micro
computers to the outside world, then this book contains the latest technical
information to help you overcome any problems you might encounter.
Tony Stevenson
Melbourne
PFAFFENBERGER, B. (1995): Netscape Navigator: Surfing the Web and
Exploring the Internet, AP Professional, Boston, 362 pp & CD-ROM,
$29.95 US.
Netscape Navigator has quickly become the popular software tool for surfing
the Net (some already regard it as the de facto standard). This book explores
the Windows version of Netscape. Because of its layout and depth of material,
this book can be used successfully by both novice and experienced surfers.
It is divided into six parts, with the last part made up of three appendices.
A CD-ROM that accompanies the book contains “helper programs”, which
are used in conjunction with Netscape, to fully realise the resources available
on the Internet.
Part 1, “Netscape Quick Start” is just that. Its two chapters show how to get
started with Netscape and the processes involved in becoming a Web surfer.
Part 2 concentrates on the installation and configuration of Netscape. The
information included here covers connecting to the Internet, how to obtain
and install a copy of Netscape, and how to set up the helper programs from
the CD-ROM.
By the time you reach Part 3, “Surfing the Web”, it is time to do some
serious surfing. Topics here range from what is a home page to how to change
your default home page (a bonus is an attractive, ready-to-go home page on
the CD-ROM). The author describes how to improve Net navigation skills
using bookmarks, trailblazer pages, subject trees and search engines. One
chapter is devoted to customising Netscape, whilst another provides tips
about getting out of trouble when the unexpected happens.
Part 4 looks at ways of exploring the Internet. There are entire chapters
devoted to Gopher, FTP file archives, WAIS databases, USENET newsgroups,
and Telnet and 3270 sessions. This comprehensive section covers all of the
currently known ways of accessing resources on the Internet.
Part 5 looks at security aspects of the Internet, as well as a brief chapter on
Internet shopping.
The three appendices in Part 6 include a Netscape quick reference,
Netscape keyboard shortcuts, and the instructions for installing the software
from the CD-ROM.
This book is excellently presented, using plenty of screenshots, and is
written in a clear and understandable style. For people who are short of time
[Isn’t everyone?], the author has included short sections of text he has called
“For the Time-Challenged”, which are summarised versions of the details to be
covered in full. This commendable practice should be adopted by more authors.
If you want to learn quickly how to surf the Net, and later build on your
navigational and resourcing skills, this book can help you achieve those goals.
Tony Stevenson
Melbourne
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FLOYD, M. (1996): Developing Visual Basic 4 Communications Applica
tions, Coriolis Group Books, U.S.A., 533 pp & CD-ROM, $39.99 US.
The growth in popularity of the Internet and the World Wide Web has created
a niche market that can be exploited by Visual Basic programmers who have
the skills required to write communications applications.
Microsoft’s Visual Basic is now an accepted and mature programming
language that is being adopted by more and more programmers as their
preferred development environment. However, there are not a lot of Visual
Basic programmers who possess the communications knowledge needed to
create Web browsers, mail or newsgroup readers, file transfer protocol (ftp)
clients or workgroup computing applications.
This book has been written to redress this situation. It introduces, and
subsequently discusses in depth, the concepts that form the basis of computer
communications. The author then successfully links these concepts to the
Visual Basic programming language. Resulting from this dialogue is the
progressive development of real Visual Basic communications programs as
more of the book is read.
The book is divided into three parts.
Part one covers electronic mail, since the majority of communications
programs will have some sort of involvement with mail systems. The popular
mail systems, file formats, standards, MAPI (Microsoft’s Messaging Appli
cation Program Interface), and VIM (Novell, Lotus and Borland’s Vendor
Independent Messaging) are all discussed.
Part two covers techniques that can be used to program (and even extend
the functionality of) the Visual Basic communications custom control. The
first chapter in this part discusses the fundamentals of serial communications,
including the role of the modem. Another chapter investigates building a
communications framework based around a class library of objects. Such an
approach is now possible given the introduction of some object-oriented
capability into the latest release of Visual Basic.
Part three, building on the discussions from the earlier parts of the book,
focuses on the processes involved in building “MailMan” which is a realworld communications application. It is an off-line mail reader that can be
used to read mail from bulletin-board systems, conferencing systems, com
mercial services, and LAN-based mail systems.
The CD-ROM that accompanies the book contains all of the source code
used for the major projects developed in the book. It also contains several
useful utilities (e.g. compression and encoding tools), as well as some
shareware custom controls for Internet-related programming. One product
called “NetSeeker” downloads programs from the Internet, and decom
presses and instals them.
This book has not been designed to teach Visual Basic, so some
familiarity with the language is assumed. But it does expose techniques
that you can use to create Visual Basic applications that will empower
your users with greater connectivity.
If you are a Visual Basic programmer who wants to learn about building
communications applications, this comprehensive guide to a rapidly growing
area of computing is worthy of your consideration.
Tony Stevenson
Melbourne
SKARDHAMAR, R. (1996): Virus Detection and Elimination, AP Profes
sional, MA, 290pp., $US 34.95 (paperback with disk).
This is a good introduction to computer viruses. The writing is clear and
concise, and sticks to the objectives outlined at the beginning of the book.
Overlooking some grammatical errors and lazy spellchecking, the text is well
written and clearly aimed at its target audience. A good starting point for
anyone wanting to look deeper into the construction and detection of compu
ter viruses.
The book begins with definitions of virus, trojan horse and worm. This is
followed by a short summary of the history of DOS computer viruses. The
author unashamedly focuses on DOS viruses. Flaws in DOS make virus
programming relatively easy, and as a consequence, many computer viruses
target DOS systems. DOS also provides a simple model for explaining how
viruses work.
The author is a staunch advocate for giving people access to accurate and
detailed information concerning how viruses work, how they are written, and
how to go about detecting and eliminating them. He pulls no punches when
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describing the strengths and flaws of each method used to detect and eliminate
viruses. Advice is mixed with discussion, giving it context and relevance.
The book is full of examples and detailed explanations in clear language.
Simple examples of virus code are set out in the second half of the book. The
code is heavily annotated and carefully explained so that even a novice to
8086 assembler can follow the logic and understand how the virus works.
Each virus is followed by examples of code designed to detect them.
The book has a logical structure and was pleasant to read. It was neither
heavy reading, nor light on content — but does not delve deep into technical
detail. The author has achieved his main goal — to provide a clear, under
standable explanation of the basic principles in this important area of
computer management and maintenance. Even if the code examples are not
considered in depth, the book gives the reader a good insight into the realities
of detecting and eliminating computer viruses.
Steven Clark
Northern Territory University
AITKEN, Peter, G. (1996): Visual BasicforWindows 95 Insider, John Wiley
& Sons, New York, 580 pp. (plus disk), $79.95.
This is a no-nonsense book about Visual Basic 4.0. It is full of working
programs which show you how to exploit and extend the power of this latest
release of Visual Basic. People who have some Visual Basic experience will
benefit mostly from this highly informative book.
Just some of the topics covered include the Windows API (Applications
Program Interface), menus, DDE (Dynamic Data Exchange), OLE (Object
Linking and Embedding), OLE Automation, multimedia, DLLs (Dynamic
Link Libraries), and the Jet Database Engine. These are subject areas that any
professional Visual Basic programmer needs to know about in order to build
successful commercial systems.
The sample applications included here, unlike some of the simplistic ones
used in other programming books, solve real-life programming problems. For
example, one project describes the processes involved in writing a program
that uses a splash screen. [A splash screen is the first one seen when an
application is initiated.] A splash screen gives your application a professional
look. But more importantly, it allows your program to complete any lengthy
initialisation procedures whilst your user is distracted.
The source code for the sample applications used throughout the book is
listed, and explained in detail. An accompanying disk contains all the source
code used, making it easy to run the samples, and to incorporate code into your
own Visual Basic applications.
Aitken writes lucidly. His descriptions of DDE, OLE and OLE automation
break down complicated subjects into digestible bites. He explains that “the
Visual Basic documentation covers DDE in great detail — too great, it might
be argued! After reading it, I felt a sudden urge to take an aspirin, and you may
feel the same way”.
This is a clever book.
In the section on passwords, he describes a technique that provides an
elegant solution to a common problem — what to do when a user forgets a
password. His solution is to store the password in a file in an encrypted format,
but to also have a default password of “Visual Basic” hard-wired into the
application. When the password is forgotten, the system administrator simply
deletes the password file. The user can now log back into the application, and
change the password (thereby recreating the password file with the new
password once again encrypted).
If you are looking for a meaty but highly readable Visual Basic 4.0 book,
choose this one. It provides many insights into the Visual Basic language
which has revolutionised the way in which Windows programs are written.
Peter Aitken’s book more than lives up to its subtitle which describes it as
“the guide to hard-to-find and undocumented features”.
Tony Stevenson
Melbourne
GRINZO, L.(1996): The Coriolis Group, Zen of Windows 95 Programming,
Coriolis Group Books, U.S.A., 547 pp & CD-ROM, $39.99 US.
The Zen of Windows 95 Programming is a comprehensive examination of both
the macro (that is, design and planning) and micro (coding) issues relevant to
programming for Windows 95, Microsoft’s latest operating system.
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Part 1 is suitable reading for all programmers, even though it does contain
C++ code (other parts of the book also contain Pascal programs). The
language itself is not so relevant as are the issues that are discussed. In this
section, the author develops a philosophical perspective of the software
engineering practices that are required to develop modern Windows applica
tions. If you enjoyed reading Gerald Weinberg’s classic book, The Psychol
ogy of Computer Programming (which first came out in 1971!), you will,
most likely, enjoy what you find here.
This book covers a lot more than just programming Windows 95 (a job
which it does extremely well). In the coming years, programmers will be
supporting applications that will be required to interact with the different
versions of Windows that will exist (3.x, NT, 95 and ?). The strategies for
coping with such a situation are presented here.
A brief summary of the rest of the book is as follows. Part 2 deals with the
practical aspects of Windows 95 programming, such as how to deal with DLLs
(Dynamic Link Libraries) and how to protect your programs from interference.
In Part 3, which is appropriately named Crossing the Great Divide, Grinzo
discusses issues involved in moving from 16-bit to 32-bit programming. Part
4 discusses the sorts of tools that any Windows developer will benefit from
having in their programmer’s toolbox. Two of the tools discussed are:
— ABC Flowcharter by Micrografx, which is software for drawing flow
charts. It also includes a business graphics package, a charting tool, and
a CD-ROM with more than 200 fonts.
— ISYS for Windows by Odyssey Development which is atext indexing and
retrieval software package.
In a couple of places in the book, Grinzo has also included some horror
stories for enlightenment (and entertainment as long as you are never
personally affected). In his own words, a horror story can be described as “...
one of these quirks of Windows programming which usually happens at a
phenomenally inconvenient time”.
The CD-ROM that comes with the book contains: all of the source code
used in the book:
— some shareware programs that are suitable for the Windows 95 develop
ment environment. One example is Paint Shop Pro, a graphics program
for creating, viewing, and altering images; and
— a copy of Stickies, a reminder program (written by the author himself)
which is an electronic version of those ubiquitous yellow notes which are
so popular in the office.
Lou Grinzo’s book is highly recommended to anyone who writes Win
dows programs (either Windows 3.x or Windows 95). And, for anyone
contemplating the porting of their Windows applications from 16-bit to 32bit, make sure you read this book before you start.
Tony Stevenson
Melbourne
ABD-EL-HAFIZ, S.K. and BASILI, V.R. (1995): A Knowledge-Based
Approach to Program Understanding, Kluwer Academic Publishers,
119pp., $US 75.
The book describes a novel formal approach to program understanding. To be
more precise, it describes a method for determining loop invariants automati
cally, which is the main problem in deriving Hoare-like annotations of
procedural programs. The idea the authors propose is to decompose loops into
smaller parts, and to use a knowledge base of “plans” which essentially
describe possible (common) program patterns and their formal meaning. The
main operation is then to match the parts of the program that is being analysed
against these plans.
Regarding the potential readership of the book, I do not think it is written
in a textbook style (too many new concepts with too few easy-to-follow
examples; the technical presentation could have been simpler). The book
can be more interesting for researchers in formal methods of software
engineering who are confronted with an interesting idea (the use of a
knowledge-based approach).
I would have liked to see some more information on some aspects. The
main question is whether the development of the knowledge base requires too
much effort, compared with the benefits. This is particularly important
because, as the authors state, the knowledge base tends to be domain-specific.
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The case study did not satisfy me in the following sense: the authors took
an existing program of significant complexity, and analysed all loops in
cluded. In doing so they developed the knowledge base by trying to abstract
from the concrete cases. But then they stopped there (if I understood it
correctly), instead of taking another program from the same problem domain
to test whether the knowledge base is powerful enough for programs that have
not been analysed yet. In other words, I would have liked to see the knowledge
base applied to new problems, just as a neural network is tested on new cases
after being trained with a set of data.
I also missed aspects of treating program constructs such as procedures or
functions. In summary, I think that the authors should have included more
material in the book (whose core part is less than 100 pages long). But I also
think that it will be interesting for researchers in the area to be confronted with
the main idea of this book.
Grigoris Antoniou
Griffith University
MelbourneMicroSeconds (1996): EasyDesktop 6.0for Windows ’95, Soft
ware Etc, Chatswood, 2 x 3.5” disks.
EasyDesktop 6.0 describes itself as “the easy way through Windows ’95”.
Essentially it is a launcher for programs and utilities.
It provides a rather bland four-column list of cells which may have any
program or document or file associated with them. One can simply click on
a cell to load or open the particular program or otherwise. There may be a
number of such four-column lists, each given an identifying label. There is
more, however. A row of icons provides quick access to many utilities such
as the MS-DOS prompt, disk and printer utilities and so on. One of these
icons also shuts down the computer immediately, without any confirmatory
prompting, so be careful. A simple information bar may be positioned
anywhere on the screen, and contains such informaton as the time and date,
the amount of hard disk space free, the percentage of system resources free,
and any number of a collection of system values. A global menu may be
called up from any application by a pop-up menu with such features as
formatting a floppy disk, examining a character map and so on. A collection
of simple games is given, including a reasonably fun Asteroids clone. The
system clock may be set by calling a Naval Observatory — how well this
may work for Australians I do not know. Files may be archived and
maintained by PKZip compatible compression. Maintenance menus allow
one to configure EasyDesktop to prompt when the computer may need disk
repair and optimisation. Even the Windows Explorer is modified to provide
extra features. There are many, many other features, and it all comes on a
mere pair of 3.5” disks.
I must be honest though, and admit I have quite mixed feelings about
EasyDesktop. On the one hand, I think about its vast amount of features, and
I am quite impressed. But then, virtually all of the functionality it provides is
available elsewhere in Windows ’95 anyway; indeed, most of EasyDesktop
is simply launching a particular control panel or some other system tool. Even
the launching of programs is not particularly different from using the Start
menu (although EasyDesktop does allow each cell to be associated with a
particular default printer and some other things). Really, for those who
already have a grip on Windows ’95,1 see little point. Really, the EasyDesktop
screen is quite ugly and it seems to take away from the advantage of having
a Start menu which keeps the screen free from clutter.
On the other hand, however, I found certain Windows ’95 menus and
displays which I had not come across before. The character map from the
global menu allows special characters to be instantly inserted into any
application by simply clicking. There are many useful features in EasyDesktop
and the average home enthusiast could well find it very powerful and useful
— particularly with its consistent interface. I even found it somewhat
nostalgic — taking me back to my Commodore 64 days when utility programs
to perform all sorts of disk maintenance features were very popular, usually
typed in from magazines. The authors have included a hidden game, perhaps
in keeping with such a “hacker” spirit — do not expect me to reveal how to
find it — but not to worry, a clue is easily found in the program.
Really, I think the necessity of a program like this may be quite subjective.
However, I do recommend that those who may find it of interest certainly give
it a looking over — they could do far worse.
David Williams
University of Newcastle
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NEWS BRIEFS
‘News Briefs’ is a regular feature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.
SYDNEY UNIVERSITY COMBATS
HACKERS WITH SECURID
The biggest breeding ground for computer hack
ers is undoubtedly universities where many stu
dents — particularly those studying computer
science — see compromising a campus system
as a rite of passage.
That’s the opinion of Stephen Tolhurst, Net
work Security Officer for Sydney University.
Australia’s largest university which also suf
fers from one of the highest hacker hit rates in
the country.
“We have more than 30,000 students spread
across five major campuses with access to thou
sands of PCs. That’s all the ingredients you need
for wreaking havoc with the plethora of compu
ter systems we operate”.
The university recently implemented a twofactor authentication solution called SecurlD
from Megatec. The system, which utilises super
smart card technology, is used by major organi
sations around the world and has proved to be
impenetrable by hackers.
The university’s central administrative com
puting resources are maintained at its Broadway
campus, but dozens of other independent sys
tems reside on other campuses; each with vary
ing degrees of security.
The SecurlD system is used by both staff on
the network as well as laptop users who access
the system remotely. The campuses are con
nected by ISDN links that require a high level of
security, considering the content of the systems
and the extensive use of the Internet from com
puters on campus.
At the core of the technology is the patented
SecurlD card, a credit card sized token which is
carried by authorised users requiring computer
or network access. The SecurlD card provides
dynamic, two factor authentication that com
bines something the user knows — a memorised
password or PIN number — with something the
user possesses — a randomly generated access
code that changes every 60 seconds.
To access SecurlD’s ACE/Server pro
tected network, the user enters a secret PIN
number followed by the current access code
displayed on the card’s LCD. This technol
ogy provides enhanced security for networks
while affording maximum user convenience
and cost effectiveness.
Most of the 800 SecurlD users are administra
tive staff, based at the Broadway campus. Using
a mix of Apple Macintosh and IBM PCs, they can
only access the university’s Sun Unix system
once they have been authenticated by their SecurlD
card. The system then allows the authorised user
to access the university’s IBM mainframe, which
maintains most of the sensitive data.
BRITAIN AT YOUR FINGERTIPS:
INTERNET
Australians have easy access to Britain on the
Web following the launch of its Internet site. The

site, headlined as BISA, British Information
Services Australia, is an access point to a wide
range of information about the UK and can be
found at http: //www.bisa .netinfo.net.
BISA is the largest and most comprehensive
diplomatic site in Australia.
The site explains services the British High
Commission offers Australians (and Britons in
Australia). BISA opens the door to the best of
World Wide Web sites in Britain on sport, gov
ernment, business, education, tourism, arts, lit
erature — and much more.
BISA is an invaluable guide for travellers to
Britain. 660,000 went from Australia in 1995.
Businessmen and women will find, for exam
ple, business directories, contact points and tax
information. Services for journalists and others
include briefing notes on British news and the
economy, news releases, and information on
forthcoming events.
Schools will find a wealth of information
about Britain and links to education sites in the
UK. Later, there will be graphics for school
projects and E-mail access to the High Commis
sion’s Information Library.
The British High Commissioner, Sir Roger
Carrick, sees the BISA site as highly relevant to
next year’s ‘New Images’ and likely to promote
belter understanding of the modern Australia/
Britain relationship. “This new service is an in
valuable reference point for information on what
modern Britain is and has to offer” Sir Roger said.
IMPROVED DOCUMENTATION
REDUCES SUPPORT CALLS BY
STUNNING 97%
HCI Consulting claims to be able to reduce
support calls for software by up to 97% by
improving user documentation, based on the
results of a detailed study by General Electric in
the US, where one of its client companies re
fused to use GE documentation and generated
30 times more support calls per user as a result.
“This is typical of what we’re seeing”, said
HCI Senior Consultant Phil Cohen. “We know
at least one Australian package software com
pany which is getting nearly one call per user per
day on average: the cost of fielding those calls is
astronomical. Users actually want to find the
answer in a manual — or better still in online
help — and you can be sure they’re getting just
as frustrated as the company”.
HCI Consulting provides a range of services
including document structure and layout design,
technical writing, online help development and
technical writer contract hire.
“Itdoesn’ttakemuchtofigureoutthatit’scheaper
to document the answer to a question once, than to
answer it by phone a hundred limes. The biggest
problem we see is that local developers have simply
got used to having poor documentation, and putting
up with the high cost of support”.
“Another major Australian developer ran a
survey of theircustomers, and the single biggest
problem reported was documentation. Now, the
developer had known that its documentation
was a problem for years — users had been
complaining. But it took an expensive formal
customer survey to make them do anything
about it”, said Mr Cohen.

“In another survey, customers reported docu
mentation as the second most important factor in
milking a purchasing decision. So good documenta
tion boosts sales, too”, he said. “When we talk to
developers, they know all this but they still try to cut
corners by having their analysts write documenta
tion, or by having no documentation at all”.
“Developers know that when you want soft
ware written, you need a professional, and that
using a professional will save you money. The
same applies to printed manuals and online help”.
HCI Consulting’s web page is on hup://
www.hci.com.au. They can be reached on (02)
247 3437.
POST-IT® NOTES IN CYBERSPACE
More than 15 years ago, 3M revolutionised the
way we leave messages when it released the
humble Post-it® Note onto an unsuspecting world
market. Up until then, we didn’t know we couldn’ t
live without little pieces of sticky yellow paper.
A random survey of office workers today will
quickly prove that is the case — what would we
do without the Post-it Note?
3M hopes the question will soon be, what would
we do without Post-it® Software Notes? That’s right,
the first electronic version of the Post-it Note is about
to be unleashed onto the Australian Market. Avail
able in Windows® 3.1 and Windows® 95 versions,
Post-it Software Notes provides PC users the ability
to create electronic notes to remind themselves of
important issues, organise work and communicate
with others in cyberspace.
“In the 1980s, the Post-it Note met a basic need
for communicating in the office environment. It
now occupies space on almost every desktop in
Australia”, said Ian Uther, Marketing Manager,
3M Office Products. “Because we now spend as
much, if not more time at our PC desktops, 3M
saw a need for a similar electronic means of
communicating. Post-it Software Notes combines
the way we organise ourselves in the paper world
with our habits in the electronic world”.
To develop Post-it Software Notes, 3M's
R&D team employed a human factors engineer,
software developers and specialist marketing ex
ecutives. Extensive market research was under
taken before writing a single line of software
code. The result is an extremely intuitive software
note product which embodies all that is meaning
ful about the Post-it Note but with a few enhance
ments afforded by the computer environment.
BRITAIN GAINS POWERFUL
SUPERCOMPUTING CENTRE
Britain’s engineers, scientists and industrial
ists have gained a powerful advantage in their
efforts to keep ahead of the fierce competition
that abounds among the world’s technically
advanced countries.
A breakthrough has come in the comput
ing field, where a forum for highly developed
scientific and engineering research has
emerged in the shape of the Farnborough
Supercomputing Centre.
This facility — the most powerful of its kind
in Europe — gives users fresh capabilities to
exploit the potential of supercomputers to aid a
wide range of developing technologies, new
production methods and far-reaching research.
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Here processing speeds ofa mighty 40 gigaflops
per second (equivalent to 40,000 million calcula
tions every second) can be achieved with the help
of world-leading equipment such as Dec-Alpha
processing elements designed and manufactured
in Britain and installed in the Cray Research T3D
Massive Parallel Processing supercomputer.
This machine is so powerful that it can proc
ess the immense amount of data required to
make a single weather forecast in less time than
it takes a weather satellite to orbit the Earth — a
task that could take a top-level personal compu
ter several weeks and even a conventional
supercomputer up to six hours.
The Farnborough centre, set up by the UK’s
Defence Research Agency and British Aero
space, will benefit a consortium of leading or
ganisations and other users where capacity al
lows, giving British products a sharper competi
tive edge by applying highpower supercomputing
to solve the most complex technological prob
lems with unrivalled speed and accuracy.
Farnborough Supercomputing Centre. York
House, Farnborough Aerospace Centre, Famborough, Hampshire, United Kingdom, GUM 6YU.
Tel: +44 1252 382168. Fax: +44 1252 382700.
AVAILABILITY OF VERSION 2.0
ANIMO SOFTWARE
Innovative Sound & Media Technologies, Preston,
Victoria, the exclusive Australian distributor for
Cambridge Animation Systems, Animo 2D Car
toon/Animation software has announced the release
of version 2.0 of the Animo 2D cartoon/animation
system for both the PC (running the NextStep oper
ating system) and for all SGI workstations. Already
in extensive use by Warner Brothers, Dreamworks,
Nelvana, Yoram Gross and many other leading
animation houses, version 2.0 adds hundreds of new
features requested by professional animators. These
include the first implementation of Inter-ProcessCommunication (IPC), a parallel processing archi
tecture that increases efficiency and flexibility through
out the animation production process and a new user
interface based on process-tree compositing, which
allows users to graphically edit all scene elements
within a production. A key component in the rede
signed interface is a computerised version of the “X”
sheet, which updates the traditional animator’s method
of controlling and tracing all elements in the produc
tion by providing interactive links.
OBJECT WORLD ’96 RACES
TOWARDS INTEROPERABILITY
Object World Australia 1996, Australia’s lead
ing object technology conference and exhibi
tion, will this year focus on interoperability,
distributed computing and the World Wide Web.
As part of this focus, it will showcase CORB Anet,
a new initiative, sponsored by the Object Man
agement Group (OMG) which employs the power
of CORBA (Common Object Request Broker
Architecture) and the World Wide Web to dem
onstrate interoperability.
As the first major technology event to be held
at the AJC Convention and Exhibition Centre at
Royal Randwick Racecourse from 27 to 30
August 1996, Object World Australia ’96 will

dedicate a whole stream to Internet-based is
sues, including CORB Anet.
PLC TO TRIAL OPTUS HIGH-SPEED
INTERNET LINK
Presbyterian Ladies’ College, Melbourne, is one
of four Australian schools selected by Optus
Vision for the first phase of a national trial of its
advanced Internet link, using the Optus Vision
broadband cable network.
The trial — which is a major step in the
implementation of a $60 million Education Com
mitment announced by Optus Vision last year—
was officially launched by the Victorian Minis
ter for Education, Mr Phillip Gude, at Presbyte
rian Ladies’ College on Wednesday, 5 June.
Optus Vision’ s Director for Victoria and South
Australia, Mr Paul Villanti, said cable modems
being used as part of the trial demonstrate twoway transmission speeds of up to 10 mbps.
“The significance of this speed is highlighted
when you consider that a lOmb file can be
downloaded as quickly as 8 seconds, whereas it
could take over 90 minutes using existing tech
nology”, Mr Villanti said.
He said PLC was an obvious choice for the
Optus Vision trial because it had already taken a
leading position in the application of multimedia
to the curriculum.
“The College’s approach to use of multimedia
has transformed the teaching and learning envi
ronment at PLC, to the extent that students expe
rience all aspects of multimedia by incorporating
it in their normal studies from as early as Year 5”.
“The College also provides state-of-the-art
hardware and software for all students and regu
lar professional development for all staff’.
NEW INTERNET SERVICE FOR
TOURISM RESEARCHERS
The Singapore Tourist Promotion Board’s Tour
ism Research Centre has launched a new Internetbased service for users.
Called the Singapore Tourism Cybrary, this
service aims to make tourism information, re
sources and services more easily accessible to
the industry and the public via the Internet.
Through electronic links with other libraries,
the Cybrary offers a “virtual” collection of tour
ism materials to users who have Internet access.
The Cybrary is launched as part of the Tour
ism Resource Centre’s ongoing efforts to be an
information centre par excellence through the
use of information technology to enhance its
services to the public and the travel industry.
The address of the Cybrary is http://
www.focusasia.com/stc
CUTTING EDGE TECHNOLOGY CUTS
BOTH WAYS
In 1992, a team of experts from 3M was formed
to look at the special needs of office and compu
ter workers. The original premise — which was
borne out by the team’s extensive research — is
that cutting-edge computer technologies cut both
ways. While computers make a competitive dif
ference in business, daily computer use has
resulted in workplace injuries and illnesses.
In the United States, 56 percent of
workplace illnesses are related to computer

or workstation jobs. Repetitive strain injury
(RSI) affects more than 700,000 workers a
year, accounting for US$1.00 of every
US$3.00 spent on workers’ compensation.
The 3M team set out to remedy this situation
by making the office environment fit the unique
needs of individuals; To do this, they would have
to develop an extensive range of ergonomic
products designed specifically for the office.
To design in the human factor upfront, 3M
took advantage of medical and other exclusive
3M technologies to develop truly optimal solu
tions. Chuck Harstad, Vice-president of 3M’s
Commercial Office Supply Division, said: “In
developing this line, we’ve drawn on our exper
tise not only in developing office products but
also in related fields, such as medical, security
and occupational health and safety. There is
simply no other company with the breadth of
resources comparable to those of 3M”.
Developed in conjunction with ergonomists
and surgeons, the 3M approach to office ergo
nomics addresses the broad spectrum of physi
cal, environmental and emotional areas.
The 3M Office Ergonomics range can help to
eliminate a myriad of problems from RSI to back
ache, muscle fatigue, eye strain and stress result
ing from lack of privacy. By allowing people to
tailor their workspaces to fit their specific needs,
the 3M Office Ergonomics range makes them as
productive and comfortable as possible.
Analysts estimate the worldwide market for
ergonomic products is worth US$300 million and
3M calculates the market is growing so fast, it will
reach $1 billion by 1997. 3M aims to be the onestop supplier of choice for ergonomic products.
To demonstrate the company’s commitment
to meeting the demands of this tremendously
fast growing market, 3M Australia has intro
duced an Office Ergonomics line which cur
rently includes five product categories: gel-filled
wrist rests; computer glare and privacy filters;
foot rests; privacy viewers and document hold
ers. Other products are being developed and will
be added to the line in coming months.
For further information, please contact 3M
Customer Service on (02) 498 9722.
SPECIAL EXPERTISE FOR DELICATE
PRODUCTS
A new national corporate and office removals
group has been founded by combining the
strength of seven of Australia’s leading inde
pendent State carriers.
Chess Moving Australia Pty Ltd —- incorpo
rating more than 150 especially equipped vehi
cles, 230 trained removals staff and 25,000 sq m
of storage space — becomes one of the country’s
largest interstate and international corporate re
movals organisations. Chess has particular exper
tise in the transport of delicate products, including
computers, electrical and manufactured goods
and plant and retail business equipment.
The new group, with more than 500 years
experience among its seven founding member
companies, is the only removals organisation
that combines the strength of a national com
pany with the pride of local ownership.
Further information is available from Mr Viv
Hanley on (02) 644 6744.

