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Developers building software visualisations must use a
graphics library and user interface toolkit as an underlying
support platform. Often, these support environments are
large, difficult to learn, low-level, and lacking primitives
for capabilities such as animation. We have developed a
graphics support environment called Polka-RC for building
software visualisations. Polka-RC is a second generation
system that leverages the continuous animation primitives
of the mature system Polka, and adds the capability of
specifying real clock time-based animation activations and
durations. The new Polka-RC animation model also
provides a flexible multiprocess program-to-visualisation
mapping. In this article we describe the Polka-RC method
ology, list advantages of the approach, and describe how
the methodology influences the design of software
visualisations and algorithm animations.
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1 INTRODUCTION
Learning how algorithms work, learning how to program, and
learning how to debug programs are still challenging activi
ties. Many instructional techniques and software tools have
been developed over the past 30 years to aid these activities.
This article examines the area of software visualisation, the
use of computer graphics, visualisation, and animation to help
illustrate how algorithms and programs work (Stasko and
Patterson, 1992; Price, Baecker and Small, 1993). By provid
ing concrete graphical depictions of the normally intangible
abstract workings of programs, software visualisers seek to
facilitate program understanding and comprehension.
Software visualisation systems have been used for a number
of different purposes, ranging from instructional aids for teach
ing algorithms (so called algorithm animations (Brown, 1988b;
Brown, 1988a; Stasko, 1990)) to software engineering tools to
assist program development and debugging (Reiss, 1985;
Shimomura and Isoda, 1991; Kimelman, Rosenburg and Roth,
1994). In all software visualisation systems, the visualisation or
animation depicted must be built using an underlying graphics
support environment. This graphics support can be a powerful,
but low-level toolkit such as Xlib for X Windows, or it can be an
extremely high level interactive visual environment such as the
Lens system (Mukherjea and Stasko, 1994).
A trade-off exists in these two alternatives. Low-level
toolkits are very powerful and can provide rich visualisations,
yet they are usually quite large, difficult to learn, and building
visualisations with them can be time-consuming. High-level
environments, typically utilised in scenarios where end-users
build their own visualisations, are smaller and easy to learn
and use, but they typically provide only a restricted set of
visualisation and animation primitives. Consequently, soft
ware visualisers have developed their own software visualisa
tion support toolkits that are tuned to provide the types of
graphics and animation one usually encounters in software
visualisation and algorithm animation systems.
Over time these toolkits have evolved to be quite sophisti
cated graphics systems. The early Balsa environments pro
vided black-and-white images in multiple views (Brown and
Sedgewick, 1985); Animus provided temporal constraints in
a Smalltalk based environment (Duisberg, 1986); Tango
added colour and smooth animation primitives (Stasko, 1990);
Zeus added sound in a general object-oriented framework
(Brown and Hershberger, 1992); Polka-3D examined the use
of 3D for software visualisation (Stasko and Wehrli, 1993);
and recent systems have focused on high-level, powerful
toolkit primitives (DeTreville, 1993).
One area yet to be explored, however, is the capability of
real clock time animations, that is, animations whose initia
tion and duration are specified in physical times of millisec
onds, seconds, and so on. These types of animation environ
ments have long existed in 3D computer graphics where an
exact frames-per-second rate is used, and recently they have
surfaced in user interface development toolkits (Hudson and
Stasko, 1993).
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We have built a software visualisation support toolkit
called Polka-RC (Polka Real Clock) that provides such primi
tives. Polka-RC is an evolution of the mature software visuali
zation toolkit called Polka (Stasko and Kraemer, 1993) that
provides frame, as opposed to time, based animations. Read
ers familiar with the original Polka will be able to gain more
from this article, though we try to explain key points about
both so that the ideas are accessible to all. In the next section
we provide a brief review of Polka and its components. After
that, we describe Polka-RC and the primitives it provides, and
we give some examples of its use. Finally, we discuss the
trade-offs involved in this new methodology. Our initial
experiences with Polka-RC have uncovered advantages and
some challenges in a real clock-time based approach.
2 POLKA
The original Polka software visualisation toolkit was de
signed to support end-user developed software visualisations.
In particular, its focus was on expressive algorithm anima
tion-style views involving concurrent animations, thus facili
tating illustrations of parallel programs. Polka is implemented
in C++ on top of the X Window System.
Polka provides a small number of abstract data types, each
with a rich set of operations. Animations are built within
Views that can provide different, unique depictions of the
program or algorithm being visualised and that inhabit one
window on the display. Within a View, programmers manipu
late three different data types:

circ = new Circle(this,l, 0.8,0.3, 0.1, “red”, 1.0);
circ->0riginate(time);
center = circ->Wliere(PAItT_C);
loc = new Loc(0,6, 0.5);
act = new Action(“M0VE”, center, loc, SO);
len = circ->Program(time, act);
time = Animate(time, len);
This code creates a red circle centred at location (0.2,0.3)
with radius 0.1. It then proceeds to schedule and move the
circle to position (0.6,0.5) along a straight path of 20 steps or
animation frames. The variable time is a member of the View
class provided by Polka and it is used to maintain the current
frame count. The routine Program binds an Action to an
AnimObject and schedules it to occur at the specified frame
number. This call returns the Action’s length in frames. The
final call, Animate, is critical here to actually generate the
animation. It takes a beginning frame count and a duration as
arguments, and generates that many new animation frames. It
is the only way that animation occurs in Polka. Figure 1
illustrates the set of frames from this simple animation in
Polka and it exhibits the system’s user interface. The PolkaRC animations will have the same appearance and interface.
•‘5! Polka Control Panel

.[•j Simple: example animation

— Location — A positional marker that denotes a particular
position in the View co-ordinate system.
— AnimObject — A graphical object primitive such as a
line, circle, rectangle, text, etc.
— Action—A motion or change primitive such as movement
along a path or a change in colour.
All animation in Polka is frame-based; that is, each
Action such as a movement or a resize has a duration in
frames. Programmers can specify any number of frames in
an Action, but once that is done, the number does not
change. For example, a movement between two locations
may take 10 frames that correspond to ten equally spaced
steps between the two locations. In addition to allowing
the programmer to specify this frame duration, Polka
includes Action operations to add or subtract frames from
a default Action, thus slowing down or speeding up
animations, respectively. Polka’s run-time user interface
also includes a speed control bar that adjusts the frame-toframe display rate. That is, it allows changing the speed of
the animation as a whole (all Actions are affected in the
same way).
More specifically, consider the example below.
Circle *cire;
Log *1oc, ^center;

Action *act;
int len;
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Figure 1: Superimposed animation frames from the example Polka code
(circle outline added to show motion).

The Polka Action primitive Interpolate can be used to
adjust the number of steps or offsets in a path. The call below
makes a new movement action that covers the same x, y co
ordinates as the one above, but with 30 steps instead of 20.
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Action *b = act->Interpolate(1.5);
Although this frame-based methodology has proven to be
powerful and useful, it can be problematic as well. If the code
for an animation developed on a particular machine is trans
ferred to a different machine with a faster CPU and X server,
then the same number of frames will translate to a much faster
animation, probably more so than the animation designer had
intended. A similar problem occurs when a machine is heavily
loaded with other processes. The animation then may simply
be too slow. To a certain degree, the inclusion of a speed
control bar in Polka addresses this relative timing problem.
Nonetheless, the inability to specify precise times and durations
can be frustrating.
Accordingly, we wondered what it would be like to be able
to specify that a movement take 2.5 seconds rather than 20
frames, for example. In particular, we would want the Action
to take this duration regardless of what type of workstation it
is running on and how busy the machine is. Also, we might
want the motion to start slowly, speed up, then slow again near
its termination, one of the classic animation techniques for
presenting movement (Lassiter, 1987). In addition, we want a
model in which the animation occurs concurrently with the
execution of the program it is representing, without the need
for an explicit Animate call. Finally, we wondered how this
type of toolkit would influence the design of software
visualisations and animations. These inquiries led us to de
velop Polka-RC.
3 POLKA-RC
The following sections describe the Polka-RC environment,
highlighting the differences between it and the original Polka.
We begin by describing the new real time animation primitives
introduced in Polka-RC, which are partly modelled after those
introduced in (Hudson and Stasko, 1993). Next, we describe the
two process, asynchronous communication model that the envi
ronment supports, and we give a small example of what code in
Polka-RC looks like. Finally, we discuss some of the implemen
tation details and issues raised by this new system.
3.1 Animation Primitives
Like Polka, Polka-RC contains a primitive called a View that
is an abstraction for a graphical perspective or depiction of a
program. Just as static data can have multiple views (such as
a pie graph and a line graph), Polka-RC allows users to create
several Views of a dynamic program. Each View is made up
of one or more Scenes (user-defined member functions of
their View subclass) that encapsulate different graphical be
haviours to occur in the View. At run-time, events from the
driver program cause the graphical updates in Scenes that
make animation happen in each View.
Polka-RC provides four basic classes of objects which are
created and manipulated in a View to implement an anima
tion: AnimObject, Location, Trajectory, and Action. The
Location and AnimObjects are largely unchanged from the
original Polka. The AnimObject is simply a graphical object
120

such as a line, circle, rectangle, text, etc., and is the only data
type with a visual manifestation evident in a View. A Location
is a marker position within the animation co-ordinate system
and is useful for positioning AnimObjects and as the endpoints
of movement actions. The Trajectory is a new data type,
however, and the role of the Action has been expanded. These
two data types are described in more detail below.
A Traj(ectory) is a path or curve along which an update to
an AnimObject occurs. For example, an AnimObject can
move along a Trajectory or use a Trajectory to define a change
in fill pattern. Each Trajectory is defined by three elements:
displacement, motion type, and pace.
The displacement specifies the beginning to ending dis
tance of a Trajectory and can be specified in two ways, by
designating the absolute (x,y) distance that the Trajectory
covers or by designating two Locations that represent the
“start” and the “end” of the Trajectory.
The motion type describes the type of curve or path form
taken by the Trajectory. We have found three simple types to
be useful: straight, clockwise, or counterclockwise. A straight
Trajectory simply follows the straight line shortest path be
tween its starting and ending points. The clockwise and
counterclockwise Trajectories follow an arc of at most 180
degrees. Imagine that the points designating the distance to be
traversed are points on a clock dial and the clock hand sweeps
out the trajectory. Since two points could define a number of
different arcs, Polka-RC enforces the additional condition
that one of the points is either at nine or at three on the dial. The
clock hand sweeps out the arc defined by these points in either
a clockwise or counterclockwise manner depending on the
motion type. These three motion types are provided to sim
plify the work of the animation designer. To create more
complex arcs and curves, it is necessary to combine a number
of simpler arcs and lines using composition operations pro
vided by Polka-RC.
The pace refers to the rate at which an AnimObject is
modified along the Trajectory curve. In Polka, the pace was
always uniform (each discrete step of a path corresponded to
an animation frame). However, it can be useful to traverse a
curve at different speeds depending on the current position on
the curve. For example, it has been shown that slowly building
up the speed of an object as it begins a motion (called “slow
out”) helps draw attention to the object (Lassiter, 1987).
Similarly, slowing down the speed of an object as it is about
to stop (called “slow in”) indicates to a viewer that the object
is about to stop. A pace function is a way to specify the rate at
which a curve is traversed. Mathematically, a pace function
accepts a percent of time that has passed as a parameter and
returns the percent of the total displacement on the curve that
should be covered in that time. Polka-RC provides uniform
and slow-in/slow-out pace functions as primitives, and it also
allows designers to create and use their own pace functions.
An Action is an update to an AnimObject that changes its
position or appearance, such as a movement or a colour
change. Two types of actions exist: discrete and continuous.
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Discrete Actions happen at one specific point in time and
do not change the size or position of an AnimObject. PolkaRC provides five discrete Actions:
— COLOUR — change the AnimObject’s colour to some
new colour (any X Window colour name or RGB-valued
colour).
— VIS — toggle the visibility of the AnimObject. If an
AnimObject is invisible, other Actions can still be per
formed on it, but their results will not be seen until the
AnimObject is made visible.
— RAISE — raise the AnimObject to the topmost viewing
plane. Thus, if several AnimObjects overlap, RAISE can
be used to raise an AnimObject to the top.
— LOWER — lower the AnimObject to the bottommost
logical viewing plane (similar to the raise Action).
— ALTER — change the contents of a text string (valid only
for the Text AnimObject type).
In addition to the Action type, an animation designer also
specifies the AnimObject on which the Action will be per
formed and the time at which the Action will occur in order to
create an animation. The methods for specifying the time at
which a discrete Actions occurs are the same as the methods
for specifying the start time for continuous Actions and are
discussed later.
Here are some example calls that create discrete
Actions.

Action vis(“VIS”, recti,
START.AT, Sec(l5));
Action rai(“RAISE”, recti,
START_APTER_START_OP, &vis, 0);

(1)
(2)

The first Action changes the visibility of an AnimObject at
time 15 (15 seconds after the animation commences). The
second raises the rectangle to the topmost view plane at the
same time as the visibility Action.
Unlike the discrete Actions, continuous Actions happen
over a period of time and follow some path (represented by a
Trajectory). The continuous Action types provided by PolkaRC are:
— MOVE — move the AnimObject along the Trajectory.
— RESIZE — resize the AnimObject. The different types of
AnimObjects have different methods in which they are
resized. Resizing a line changes the length of the line.
Resizing a rectangle corresponds to dragging the upper
right comer of the rectangle along the given Trajectory. For
circles, the radius changes according to the x component of
the Trajectory. On an ellipse, both the x and y size compo
nents can change, and so on.
— GRAB — grab and drag part of an AnimObject. For
polylines, polygons, and splines, the Action moves only
one specified vertex and leaves all others fixed (unlike
RESIZE, which modifies all vertices following the speci
fied one).
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— FILL — change the fill style for the AnimObject. For
objects such as rectangles, circles, ellipses and polygons,
the x-coordinate of the Trajectory used as a parameter is
interpreted as a modifier of the fill percentage (0-100) of
the AnimObject.
In addition to the Action type, the AnimObject modified,
and the Trajectory that the Action will cover, an animation
designer must specify the start time and duration over which
a continuous Action will occur.
Polka-RC provides several methods for specifying the
starting time for each Action. The time simply can be given in
seconds or milliseconds (assumed relative to the start of the
animation); for example, the start time might be 15 seconds
into the animation. Alternatively, it is possible to use the
Now() function provided by Polka-RC to acquire the current
time. Finally, the designer can specify the starting time with
respect to another Action. In Example 2 above, the designer
requested that an Action start at the same time as another
Action. In Example 4 below, Action aS will start a half second
after al ends.
Polka-RC also provides two methods for specifying the
ending time for continuous Actions. One simple method is to
provide the duration of the Action in seconds or milliseconds
(see Example 3 below). The second method is to specify the
velocity of the Action. Velocity is defined in terms of the
percentage of the computer display that is covered in one
second. In Example 4, the designer specifies the velocity to be
50, meaning it will take one second to move across 50 percent
of the display. Velocity is useful when a number of
AnimObjects’ movements should occur at the same rate.
In the examples below, the first Action resizes a rectangle
AnimObject so that it becomes wider (increase in x) and shorter
(decrease in y) over a period of 1.5 seconds. The Action also uses
a slow in/slow out pace. The second Action moves the rectangle
from loci to loc2 in a straight line at velocity 50. Note that the
first Action is specified to start at the current time and the second
starts a half second after the first completes.

Action al(“RESIZE”, recti,
Traj (CLOCKWISE, 0.2, -0.1, slowinout),
START_AT, Now(),
DURATION, Sec(l.5));

(3)

Action a2(“M0VE”, recti,
Traj(STRAIGHT,locl ,loc2,uniform),
START_ABTER_END_0E, &al, Sec(0,5),
VELOCITY,50)

(4)

Once Actions such as these have been defined, they must
be added to the list of “active” Actions manipulated by PolkaRC using the Schedule call.

Schedule(&al);
When an Action is scheduled, it is added to the working set
of Actions in the animation. Whenever a specified commence
ment time of an Action occurs, Polka-RC initiates the action.
121

REAL CLOCK TIME ANIMATION SUPPORT FOR DEVELOPING SOFTWARE VISUALISATIONS

Driver Program

The critical difference to the original Polka here is that no
Animate routine is necessary to generate animations. PolkaRC constantly monitors Actions in the “background” and
keeps updating them as quickly as it can. That is, animation is
always occurring, or rather, has the potential to occur. It is not
based on a particular call.
When Polka-RC processes an Action, it examines the
beginning time and duration of the Action with respect to the
current time. It then calculates where and how to draw the
object, taking into account the Trajectory and pace function if
they exist. If an Action is encountered that should have
completed in the past, the AnimObject is simply updated to its
resultant configuration. Thus, Polka-RC never falls signifi
cantly behind in an animation. If many operations are occur
ring and the animation server process is slow, it simply
appears that objects change more discretely as opposed to a
gradual smooth transition.

main()
{
SendMessage(movel);

SendMessage(swap2);

SendMessage(color4);
3.2 Organising an Animation
In the original Polka, the program being visualised and its
animation design code are usually written in separate files for
modularity, then compiled into a single executable. Conse
quently, the transmission of events from program to anima
tion is synchronous. That is, an event is passed to the anima
tion, the corresponding animation is scheduled and executed,
then control is transferred back to the driver program which
then proceeds with dispatching the next event. In Polka-RC,
the program and animation are written, compiled, and ex
ecuted separately, as two different processes. The program
communicates with the animation by sending it messages
though a socket (see Figure 2).
The program being visualised (we call this the “driver”)
can be written in any language, but to communicate with the
animation code, it must be able to connect to a socket. A socket
is simply a generalisation of a UNIX pipe in which neither
process is an ancestor of the other. Thus, the animation does
not need to know the name of the program that will connect to
it, and the program does not need to know the animation name.
The animation finds a free socket and advertises its id number.
Polka-RC provides a library of socket functions used for
connecting to a socket and sending messages through the
socket. Any existing program can easily be annotated with
socket connection calls and message passing calls in order to
communicate with an animation program. Later, as the pro
gram actually executes, it dispatches a series of events across
the socket to the animation. These events characterise the
operations that are occurring in the program.
The animation code consists of three elements: a main
routine, a controller routine, and a set of animation service
functions. The main routine contains the startup function calls
for the animation. The controller maps the run-time events
sent by the driver program to the appropriate animation
functions. These functions are used to create and manipulate
the graphical objects in the animation views that represent
operations in the driver program.
122

Animation
PolkaLoop()
{

while (1) {
CheckScheduleEvents()

swap()
move()

color()

Figure 2: Model of program to animation communication in the PolkaRC framework.
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Several reasons for separating the program and its anima
tion exist. First, the program developer and animation devel
oper might be different people. Since Polka-RC allows the
units to be written and compiled separately, the developers
can work independently.
Second, the separation of program and animation allows
any algorithm to connect to any compatible animation. For
example, several different animations of sorting algorithms
may exist. A particular sorting algorithm does not have to be
physically linked with each animation in order to be executed
with it. Rather, it simply connects to the socket of the anima
tion and dispatches events.
Finally, and perhaps most importantly, the animation compo
nent must now have its own independent control and event
processing loop because of the real clock time aspect. In the
original Polka, if the driver program failed to provide execution
time for the animation, perhaps because it was waiting for input
from the user or because it was performing many complex
calculations, then the animation would be blocked. In Polka-RC
the animation component cannot block — it updates graphical
objects appropriately at regular intervals and processes events
generated by the algorithm during the remaining time. Since the
animation does not have the responsibility of executing the
algorithm, Polka-RC animates complex algorithms more quickly
and smoothly than the original Polka.
3.3 An Example
This section provides a brief example of what it is like to build
a software visualisation with Polka-RC. The two subsections
below describe the two programs that must be created: one for
the animation and one for the program which is being visual
ised and is driving the animation. We begin by describing the
animation program and then follow this with the code for a
driver program.

3.3.1 Animation Component
In Polka-RC as in Polka, an object of a class called Animator
is the intermediary between the program being visualised and
its animation. The Animator initially finds and advertises a
free socket, then waits for the driver program to connect to the
socket and to send messages. Each Polka-RC animation must
have one Animator object (actually a derivation is always
used) and one or more View objects. The Animator should
include the declarations for the View(s) and the virtual func
tion Controller. The View should include the animation func
tions available for the View (these are called Scenes) as well
as any data structures which may be used.
The messages (events) sent by the program request these
Scenes to take place. A Scene is simply the visual manifesta
tion of an update in the program. For example, an event in a
sorting program may correspond to a swap of two data values.
This swap event can be mapped to one or more Scenes that will
graphically represent the swap in the animation View(s); for
example, a Scene may switch the positions of two rectangles
that represent the swapped elements in the sorting program.
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In the following example, two Views are created for a sorting
algorithm animation. BlocksView may represent the values
being sorted as a row of rectangles. A second View, SticksView,
may represent distances between swapped items with lines.
Parts of the declarations have been omitted for brevity.

class MyAnimator : public Animator {
public:
int Controller();
BlocksView bv;
SticksView sv;
MyAnimatorO 1
RegisterView(&bv);
RegisterViewC&sv);
1;
1;

class BlocksView : public View 1
public:
int Init(int);
int Exchange(int,int);
private:
Rectangle *elts[100];
double wid;
1;

class SticksView : public View (
1
The main procedure of the animation program, part of
which is shown below, has three basic tasks. First, it finds and
advertises the socket to which the driver program will connect
via the Animator member function Socketlnit. Second, it
creates the View windows where AnimObjects will be seen.
Third, it enters a loop which waits for the driver program to
connect and send messages over the socket. The Animator
member function PolkaLoop performs the third task.

MyAnimator anim;
mainO
1

anim. SocketlnitO;
anim.bv.Create(“Polka Blocks View”);
anim.sv.Create(“Polka Sticks View”);
anim.PolkaLoopO;
1
The animation program also must contain a Controller
routine that provides a mapping from the event names and
parameters passed from the driver program to the member
function names and parameters of the animation Views. When
an event arrives over the socket from the driver program, its
name (id) is stored in the Animator class variable,
AlgoEvtName, and its parameters are stored in the member
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arrays, Animlnts, AnimDoubles, and AnimStrings, according
to their types.
The example controller below maps the INIT and SWAP
messages from the sorting algorithm to animation functions
for the different Views. Note that a single event can map to any
number of View Scenes.

int
MyAnimator: :Controller()
f

if (!strcmp(AlgoEvtName,”INTT”)) {
bv.Init(Animlnts [0]);
sv.InitO;
)

else if (!strcmp(AlgoEvtName,”SWAP”)) |
bv.Exchange(AnimInts[0], Animlntsll]);
sv.DrawLine(AnimInts[0] - Animlntsll]);
1

else ...
)
The View functions (Scenes) contain the code that per
forms the animation. AnimObjects are created and Actions
are performed on them. For example, a rectangle can be
created with the following command.

int i;
Rectangle *elt[i] =
new Rectangle(this, 1, 0.3, 0.3,
wid, i*0.4,
“orange”, 0.625);
elt[i]->0riginate( MTow() );
The first parameter to the Rectangle creation is the View in
which the rectangle will appear. The second is the visibility:
1 means the rectangle will be visible when it is first shown.
The next two parameters are the initial location of the rectan
gle. The next two parameters are the width and height of the
rectangle. The next parameter is the colour and the final
parameter is the fill percent. Creating an AnimObject allo
cates its internal data structures, but the member function
Originate is necessary to specify the time at which the
AnimObject should first appear in the View.
Location objects are often used in Trajectories to specify
the “from” and “to” positions. Locations are easily specified;
simply provide the x and y co-ordinates. For Trajectories, the
curve type, displacement and pace function must be given.
The displacement can be either an {x,y) displacement or
“from” and “to” locations. Below are examples of Location
and Trajectory definitions.

Loc *to = new Loc(0.05, 0.1);
Loc *from = new Loc(0.1, 0.15);
Traj *tl = new TrajCCLOCKWISE,from,to,uniform);
Traj *t2 = new Traj(STRAIGHT,0.1,0.5,slowinout);
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Finally, we will provide examples of Actions that will
exchange the position of two rectangles and change the colour
of one of them.

Action movl(“M0VE”, elt[i],
TrajCCLOCKWISE,from,to,uniform),
START_AT, ASAPO, VELOCITY, 50);
Schedule(&mov 1);
Action mov2(“MOVE”, elt[i+l],
TrajCCLOCKWISE,to,from,uniform),
STARTJLFTERJ3TART0F, &movl, SecCO),
VELOCITY, 50);
ScheduleC&movS);
Action colC“C0L0R=red”, elt[i],
START.AT, ASAPO);
ScheduleC&col);
The first Action is a clockwise movement of a rectangle. It
is given a start time of ASAP, a value we have yet to discuss
but that will be fully described in Section 4, and a velocity to
cover half of the screen per second. The second Action is a
movement of another rectangle. It starts at the same time as (0
seconds after the start of) the previous Action. Since the
velocity and distances are the same, the two rectangles will
stop at the same time.
The final Action is a discrete Action. It changes the colour
of one of the rectangles to red ASAP, essentially after the
rectangles have finished moving. Note that no velocity or
duration is given with this Action since it is discrete. Recall
that all of the Actions must be scheduled in order to occur in
the View.

3.3.2 Algorithm Component
In order to interact with the animation program, the driver
program first must connect to the socket that has been ac
quired by the animation program. Therefore, the socket number
must be passed to the driver. The easiest way to connect to a
socket is to use the SocketConnect function provided by
Polka-RC. If the socket number was passed as the first
argument via the command line, this call would look like

SocketConnect(atoi(argv[ 1 ]));
Once the driver program has connected to the socket,
messages can be passed to the animation program. Polka-RC
provides a function SendMessage which is used to send
messages across the socket.
There are two basic types of messages that the driver sends
to the animation: Register messages and Send messages.
Register messages are used to describe the events that the
driver may dispatch. Each event can have a list of parameters
whose types must be indicated in the Register message. Send
messages are actual event transmissions from the driver
program. When a Send message is received, the Animator
reads the message to determine the event name and param
eters, and it calls the controller function. Additionally, PolkaTHE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 4, NOVEMBER 1995
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RC uses a special End message that tells the animation
program that the algorithm is done sending messages and is
closing the socket.
Every event that the program designer wishes to instantiate
first must be registered with a Register message. The Register
message contains the name of the event and the parameter type
list. The parameter type list contains characters representing
the type of parameters that will be sent much like a printf
statement: d for integer, f for float, and s for string. A sorting
algorithm might define a SWAP event with two integer
parameters as follows.
SendMessage(“Register SWAP dd”);
Whenever the program designer wants to animate an event
that occurred in the driver program, a Send message is sent.
The message should include the event name followed by the
list of parameters. Because SendMessage accepts only one
string parameter, it is sometimes necessary to use a Unix
sprintf command to compress all of the data into one string.
An example is given here of the SWAP event registered
previously with integer variable parameters for the indices of
the two elements being exchanged.
char msg[80];
sprintf(msg,”Send SWAP %d %d”, i, i+1);
SendMessage(msg);
A SendMessage can include an explicit time (perhaps
calculated in the driver) to communicate to the animation, or
it can simply defer timing to the animation. If animations are
coded to occur Now(), then the real-time delay between
SendMessage calls also determines the delay between actions
in the animation.
3.4 Implementation
In the original Polka implementation, each View maintains a
list of AnimObjects as its primary data structure. Essentially,
this list serves as a display list just as in traditional computer
graphics toolkits. Each AnimObject maintains a list of Ac
tions that will be performed on it. When an Animate call
occurs, a designated number of new frames are generated
using a two phase algorithm at each frame. In the first phase,
the Action list for all AnimObjects with pending Actions is
traversed, and all necessary changes to the AnimObjects’
data structures are made. In the second phase, the new frame
is generated by drawing each AnimObject onto an offscreen
pixmap, then copying the pixmap to the drawing window. An
XFlush call is made to flush the request buffer. This imple
mentation has a few drawbacks, especially when generating
clock-based animations. Most notably, the dependence on
program initiated Animate calls and the buffering of
graphics redraw requests by X presents problems for a real
time approach.
Unlike Polka, each View in Polka-RC maintains a list of
Actions as its primary data structure. The AnimObject list is
only used in the drawing phase, and AnimObjects no longer
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must reference Actions. Rather, each Action stores a pointer
to its AnimObject so that the Action/AnimObject relationship
is maintained. When an Action is created, the starting time,
duration, and trajectory are determined. In certain cases calcu
lation is necessary since some parameters are not defined
absolutely; for example, the starting time can be defined with
START_AFTER_START_OF, or a velocity can be specified
instead of a duration. Instead of maintaining complex rela
tionships such as pointers to other Actions, all of these
calculations are done at the time of Action creation. Every
Action also stores a value indicating the percentage of the
Action completed so far (initially 0).
After an Action is created, it is scheduled in a View. This
involves inserting the Action into the View’s list of Actions,
which is being sorted by the starting time of the Action. To find
the correct position, the Action list is traversed from the latest to
the earliest scheduled Action until the correct place for the new
Action is found. The reason for a backwards traversal is in the
belief that Actions are scheduled in the order they occur (for the
most part). The correct insertion point is found more rapidly by
traversing the list backwards. This is important because any type
of calculation or operation like this in the animation process robs
time from the image redisplay loop. Minimising computation
thus enhances the smoothness of the animation.
Rather than requiring regular Animate calls to generate
frames, Polka-RC uses a timeout-based approach. Usually,
Polka-RC loops between checking for X events like button
presses and checking the pipe for animation events from the
driver program. An X Toolkit timeout signals the need to
update the display. An important consideration is the interval
of time between timeouts. If the interval is too small, then
frames are generated more rapidly than needed and the load on
the machine will be unnecessarily high. If the interval is too
large, changes in AnimObject appearances will be noticeable
to the observer. Through trial and error, we determined a good
interval to be 25 milliseconds on a Sun SPARCstation 2.
Even though timeouts are set at regular intervals, they do
not always occur when the animation program is at an appro
priate place. Timeouts can only be processed when polling the
X event queue. For instance, a timeout can logically occur
while a function of the animation is executing. In this case, the
timeout is held pending until the next query of the X event
queue. Thus, we must always determine the actual time using
the Unix call ftime rather than using the regular data value of
the timeout. The retrieved time is sent to each of the Views,
which then update their displays. Since it takes time to update
and redraw the Views, they will be slightly out-of-date by the
time the new AnimObject configuration is shown. Efforts
could be made to estimate the delay and adjust accordingly,
but delay spikes (times when the system is busy and delay is
high) can cause the delay to be overestimated (Hudson and
Stasko, 1993). When the next timeout occurs, it may be earlier
than the last estimated update time, which would result in the
AnimObjects moving backwards! Since the out-of-date time
is very small, we decided it was acceptable.
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As in the original Polka, there are two phases in updating
a View. First, the AnimObjects must be updated. In Polka-RC,
the update function traverses the View’s Action list and sends
update messages to each Action until it reaches an Action with
beginning time after the current time. Since the list is ordered
by starting time, all Actions later in the list must have starting
times in the future as well, so the list does not need to be
traversed any further.
Using the current time, each Action will compute the
appearance and position for its AnimObject. For discrete
Actions like COLOUR, if the scheduled change time has
passed, the change is straightforward and immediate. For
continuous actions like MOVE, the AnimObject must be
updated according to the Action’s Trajectory. To effect this
change, the Action determines the new appearance and the old
appearance, calculates their difference, and instructs the
AnimObject to change its appearance according to this delta.
The first step in this process is to calculate the percentage of
time that has elapsed since the start of the Action. This value
is passed to the pacing function, which returns a modified
percentage that reflects the desired pacing value. Next, the old
and new appearances are calculated using the motion type,
displacement, and percentage of elapsed time (the newly
calculated percentage for the new, and the old stored percent
age for the old). The difference is calculated and the
AnimObjects are updated if necessary.
In the next phase of the View update, the new animation
frame is generated in the same way as in Polka with one
important exception. The XFlush call flushes the request buffer,
but the frames may be buffered before they are displayed. The
delay caused by this buffering disturbs the synchronisation that
Polka-RC tries to establish. Instead of XFlush, Polka-RC uses
the XSync call to ensure that the graphics requests are processed
and the new frame is displayed immediately.
4 DISCUSSION
In building software visualisations with Polka-RC and its real
time, asynchronous animation model, we discovered a number
of interesting advantages as well as challenges in this ap
proach. First, we will discuss the advantages of this model
over the more conventional approaches of prior systems.
The foremost advantage of Polka-RC is the exactness and
clarity in scheduling the start and duration of animations. This
is particularly true in a model such as Polka’s that emphasizes
smooth, continuous animations. For example, when two rec
tangles exchange positions in a sorting algorithm animation,
we can now specify that this should take 2.5 seconds. No
guesswork about the graphics speed and frame rate of the
machine being used is necessary. Basically, the capability of
real clock time specifications provides the animation designer
with a much more detailed and sophisticated set of capabilities
and tools.
A second advantage of Polka-RC’s model is more subtle,
yet just as useful. As many developers worked with the
original Polka library, they requested that more user interface
126

capabilities be added to it. For instance, designers requested
that the viewer be able to use the mouse to select View co
ordinates which then subsequently get utilised in the anima
tion. Similarly, designers requested that selection callbacks be
associated with AnimObjects so that a mouse click on an
object would invoke a particular piece of code. Both these
capabilities were subsequently added to Polka.
The difficulty in such user interface operations in the
original Polka stemmed from their interaction with the anima
tion cycle (frame generation). When polling the user for input,
the Polka animation cycle cannot operate simply because the
system blocks on input. Even when Polka animation code (but
not the Animate call) is executing, no animation can occur.
Other examples of this problem also exist. Whenever a
View was panned or zoomed, whether by the end-user or by
a program, a fundamental question arose of whether new
animation frames were generated. In fact, Polka includes a
somewhat inelegant View panning operation that synchro
nises properly with the normal animation cycle.
Generally, these problems characterise the mismatch be
tween a frame generated animation approach and one that also
attempts to provide rudimentary user interface capabilities. The
new Polka-RC model simply makes these problems go away.
In addition to exhibiting the benefits mentioned above,
building animations with Polka-RC also uncovered some
challenges or “unexpected issues.” A first question we faced
was whether to continue to support a relative speed control
bar, and if so, how should it work? We introduced real clock
time animations so that an animation designer would be able
to specify precise animations independent of the hardware and
software environment of the animation. However, viewers of
an animation may wish to view particular sequences of the
animation more slowly or quickly. After all, not every viewer
has the same rate of understanding, and not every viewer will
be interested in the same aspects of the animation. We felt that
it was necessary to include the relative speed bar for the
benefit of the animation viewer.
Following the decision to include a speed bar, the next
question was how to implement it. The solution we used
was to treat the speed bar like the accelerator in an
automobile. When the value of the speed bar is increased,
AnimObjects appear to move faster, and when the value is
decreased, AnimObjects move more slowly. We accom
plished this by maintaining two variables, the real clock
time and the simulated Polka-RC time which starts at 0
when the animation begins. The real clock time is the value
returned by the Unix system call, and the Polka-RC time
is the time at which the animation actions are based. When
the new time is generated with a system call, the difference
between the new and old times are noted. This difference
is adjusted according to the speed bar value and added to
the Polka-RC time. Thus, if one second passes in real time
and the speed bar is set to double the speed, two seconds
would be added to the Polka-RC time, effectively dou
bling the speed of the animation.
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A second challenge arose in the design and implementa
tion of animation code specifying the start of Actions under
varying circumstances. Consider the following example. Sup
pose a designer seeks to visualise a computer program that
reads input and carries out an operation. The animation
response to this operation should be to create a circle whose
radius is scaled to the input value and then moved smoothly
across the view.
In the synchronous, frame-based model of the original
Polka, the Action for this operation would be

Action a(“MOVE”, fromloc, toloc, SO);
len = circ->Program(curtime, &a);
curtime = Animate(curtime, len);
This simply creates and schedules a movement be
tween the positions fromloc and toloc of 20 frames that
commences at frame number curtime, which is kept to be
the current frame counter. It then animates for 20 frames
and updates curtime appropriately.
We wrote the “corresponding” animation code in PolkaRC and it looked like

Action a(“M0VE”, circ,
TrajCSTRAIGHT, fromloc,toloc, uniform),
START.AT, Now(), DURATION, Sec(3.0));
Schedule(&a);
This schedules a movement Action to commence “now” and
take 3 seconds. The code works fine when the driver program
fetching input values is run interactively and animations occur
immediately in response to events from the driver program.
Whenever the user enters a value, the appropriate event is passed
through to the animation program and the movement is sched
uled and generated immediately. Even if the user waits 30
seconds before entering a new value, this code works properly.
Now suppose the same driver program reads input from a
file as opposed to fetching interactive replies from a terminal.
Clearly, the program can read hundreds of values and call the
animation program with these events in only a second or two.
If we keep the same code using Now(), we will see a multitude
of values (circles) all moving together. This is not what the
designer wanted. The designer was actually hoping for a
synchronous model where each new movement animation
follows the conclusion of the prior one. So, to achieve this
behaviour, they may rewrite the code in the following way:

a = new Aotion(“MOVE”, circ,
TrajCSTRAIGHT, fromloc,toloc, uniform),
START_APTER_END_OP, b, Sec(O.O),
DURATION, See(3.0));
Schedule(a);
b = a;
In this code, we save each old Action and make the new one
start right after the old one finishes. Of course, we must be
careful about the very first Action, but basically this code
addresses the problem above.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 4, NOVEMBER 1995

Now return to our example where the program is run
interactively. Let’s say that the user enters one value,
waits for 10-15 seconds, and enters another value. In this
case, the code above, that uses the START_AFTER_
END_OF technique, will be problematic. Making a new
Action start immediately after the end of the prior Action
effectively schedules the new Action in the past. In PolkaRC, the system would encounter this Action and immedi
ately place the AnimObject at its resultant target position
because both the scheduled beginning and ending times of
the Action are in the past. So, we see that neither of these
coding approaches works in all cases. What is needed is an
Action that commences at either the current time or at a
time after all other pending scheduled Actions have com
pleted, whichever is later. This approach would solve both
problem scenarios discussed earlier.
In Polka-RC we include the special value ASAPO to provide
such functionality. When an Action with a start time of ASAP is
supplied, Polka-RC internally checks the pending Actions and
resolves this time as needed, either to be the current time or the
earliest time after all pending Action have completed. We have
found many such uses of the ASAP functionality, and it has
turned out to be a commonly utilised operation. The resultant
code for this final solution is shown below.

Action a(“M0VE”, circ,
TrajCSTRAIGHT, fromloc,toloc, uniform),
START_AT, ASAPO, DURATION, See(3.0));
Schedule(&a);
5 CONCLUSION
We have introduced a real time based animation model for
developing symbolic visualisations and simulations. This
model has been implemented in a toolkit called Polka-RC
which is particularly well-suited for building software
visualisations and algorithm animations. Polka-RC re
lieves software visualisers from using low level graphics
libraries, and it allows them to specify precise animation
commencements and durations. We have discussed a
number of the advantages of this real clock approach and
a few challenging issues raised by our implementation of
the system. We hope that this model and our experiences
will be useful for the developers of evolving future frame
works for software visualisation.
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dynamic aspects of execution-time behaviour. However,
for realistic subject software systems, there are far too
many nodes and edges in the displayed graphs to be
comprehensible to an end user. Further, for presentation of
dynamics, continual change and redisplay of such large
graphs is too demanding for conventional workstation
computational resources. This paper poses the problem of
“reduction” or “abstraction” in dynamically changing
graphs representing software systems, and proposes a
combination of techniques that can be used to reduce the
visual complexity of a graph, without obscuring the
significant information that it was meant to convey. The
abstract graph can be comprehended more readily and it
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INTRODUCTION
Software visualisation (Price et al, 1993; Kraemer and Stasko,
1993;Consense?a/, 1992; Reiss, 1993) often makes extensive
use of graphs to represent software systems. Graphs have been
used in systems such as “PV” (Kimelman, 1994; Kimelman
and Sang’udi, 1992) to represent both static aspects of soft
ware structure, such as class hierarchies, static call graphs, and
program dependence graphs, and to represent dynamic as
pects of execution-time behaviour, such as process hierar
chies and dynamic call graphs. In some cases, behavioural
dynamics have been shown by animating static graphs (e.g. by
varying the colour of nodes and edges in a static call graph to
show profiling information), while in other cases truly dy
namic graphs have been displayed, with structure varying
over time.
The “Ovation” system (De Pauw, 1993) recently intro
duced the “call cluster”, a dynamic undirected graph laid out
to reflect the degree of interaction between various pairs of
objects or classes in an object-oriented system (the closer two
objects or classes are, the more they have interacted). The
“Visage” system (Rudich et al, 1992) includes three-dimen
sional layouts of causality graphs to show individual commu
nication operations between processors over time in a parallel
system. Two-dimensional projections of three-dimensional
graph layouts are used in a number of systems (Reiss, 1993;
Koike, 1993; Robertson et al, 1991) to achieve more effective
displays for software visualisation.
Unfortunately, forrealistic subject software systems, there
are often far too many nodes and edges in these graphs to be
comprehensible to an end user. Programs with thousands of
functions or classes, tens of thousands of objects, and hun
dreds of thousands of communications are not uncommon. As
graphs approach such sizes, conventional technology and
graph display techniques become inadequate. Displays first
become cluttered and eventually just become flooded with a
sea of colour until no discernible structure remains. Further,
changes occur frequently in these large graphs, making the
cost of repeated layout and redisplay prohibitive. With the
computational resources available on conventional
workstations, it becomes impractical to keep up with ongoing
activity within the graph.
This paper proposes a combination of “abstraction” or
“reduction” techniques for reducing the visual complexity of
a graph, while preserving or even enhancing the significant
information that it was meant to convey. A number of means
are provided for automatically selecting nodes and edges in a
graph: thresholds on weights, regular expressions on labels,
relationships within the graph, and constraints related to the
semantics of the graph; and operations are provided for then
“disposing” of these selected nodes: “ghosting” (relegating
nodes to the background visually), “hiding” (removing nodes
from the display entirely), and “grouping” (grouping nodes
under a single new meta-node). Multiple selection and dis
posal operations can be applied in sequence. After a user
arrives at a suitable sequence of operations for a given graph
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through interactive experimentation, the system automati
cally displays the “abstract” or “reduced” form of all
subsequent instances of the graph, as it evolves through
continual change. Note that, with this form of abstraction,
not every change to the full graph results in a change to the
abstract graph.
An abstract graph achieved in this way can be compre
hended more readily by an end user, and it changes far less
frequently than the full graph. As well, whenever the abstract
graph does change, it can be laid out and displayed more
quickly. Thus, it becomes feasible for conventional systems to
keep up with ongoing activity within the graph.

products (IBM, 1994; Hewlett Packard, 1993; Sun, 1994; Sili
con Graphics, 1994; Pure, 1994; West, 1993).
2.1 Static Analysis
Static displays of program call graphs and interface (or
“header”, or “include”) file hierarchies are now common
place in cross-reference and static analysis tools (IBM,
1994; Hewlett Packard, 1993; Sun, 1994; Silicon Graph
ics, 1994; North and Koutsofios, 1994). As in Figures 1
and 2, each function or header is represented by a node in
the graph, and edges represent possible calls, or import (or
“include”) relations. Thus, the overall structure of the
system, which constitutes the context for any development
work on a procedural application, is apparent. For objectoriented systems, most browsers provide displays of at
least the class inheritance hierarchy, in which each
node represents a class and edges represent sub-classing or
derivation.

2 CLASSICAL USE OF GRAPHS FOR SOFTWARE
VISUALISATION
Representation of software systems is a key aspect of all
interactive software development tools. Programming, de
bugging, tuning, maintenance, and software reuse all demand
a thorough understanding of software system structure and
behaviour, and effective representations are crucial for gain
ing such understanding.
To achieve effective representations of complex aspects of
software systems, software tools often employ visual, rather
than textual, means. Visual representations have proved re
peatedly, in many different domains, to be more effective.
Users assimilate more rapidly the information that is being
presented and they more readily identify anomalies. Further,
continuous visual displays, achieved through animation, have
proved to be invaluable in helping users understand dynamics
of complex systems.
Graphs are often a particularly good form of visual represen
tation for the static structure of software systems and for certain
aspects of run-time behaviour. With the advent of relatively fast
high-quality graph layout methods, graph-based displays are
beginning to appear in many commercial software development
i 'jfcfefH

2.2 Performance Analysis
For performance analysis, call graphs can be coloured to show
resource consumption. For example, at the end of a run, nodes
can be coloured to show the amount of processor time con
sumed by the corresponding function, and edges can be
coloured to show the number of times the corresponding call
occurred. Alternatively, other attributes, such as node width
and height, and edge thickness, can be varied to reflect
resource consumption, as in (Pure, 1994). As well, call graphs
can be animated by colouring the nodes and edges as the
program runs. Colour can be used either to show resource
consumption accumulated since the beginning of the run, or to
show recent consumption (using a sliding time window, as is
discussed in greater detail in Section 5). These displays have
proved to be extremely popular and invaluable to program
mers in actual practice.

tmmm
<■

transl ati ons. c: i ni ti al i zelransl ati ons

translations.c:initializeActi ons

i.riwi.nLiincroraii

matte.c:XvInitializeMainMatte

Figure 1: A dynamic call graph at the beginning of an execution.

iCETarg-

<£rFigure 2: The dynamic call graph after less than a minute of execution.
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An experimental system (Kimelman and Sang’udi, 1992),
aimed at enhancing understanding of program behaviour, also
provided colouring of more detailed static graphs showing
intermediate program representations such as control flow, data
flow and control dependence graphs. In these graphs, nodes
represented individual statements of a program. The system
provided user-interface mechanisms for drawing correlations
between the various graphs for purposes of user orientation.
2.3 Debugging
For both debugging and tuning, dynamic call graphs can be
displayed as they evolve over time, with nodes appearing when
the corresponding functions are first invoked. In dynamic graphs
representing hierarchies of processes or threads in multitasking
systems, nodes can appear when processes are created and
disappear as they exit. In (Kimelman, 1994), dynamic graphs
representing process hierarchies are coloured as described above
in order to reflect their resource consumption. In some of the
dynamic graphs described in (North and Koutsofios, 1994),
nodes represent both processes and files, with edges reflecting
interaction, and clustering reflecting organisation within hosts.
For purposes of education, as well as program specifica
tion, debugging and tuning, (Reiss, 1984; Reiss, 1987; Reiss,
1994) provide multiple views of software systems. Graphbased views include: call graphs, three-dimensional call graphs
incorporating time, various forms of flow diagrams, petrinets, and views of finite state automata. In (Myers, 1983;
North and Koutsofios, 1994; Hewlett Packard, 1993), graphs
are used for displaying data structures to facilitate browsing
and inspection as part of debugging.
For purposes of comprehending the dynamic structure of
object-oriented systems, (De Pauw, 1993) employs undi
rected graphs to show clustering of classes based on the degree
to which they interact. In (West, 1993), for purposes of
debugging, a number of dynamic graphs are used to show
program behaviour. Each object is represented by a distinct
node in the graph, and edges reflect either creation or refer
ence relations between objects.
2.4 Parallel Programming
For purposes of parallel programming, in (Zodik, 1994) a user
specifies algorithms and machine configurations using graphs,
and then interacts with an automated subsystem which at
tempts to find (almost) optimal mappings of programs and
data onto machines. The results of automated mapping are
presented in terms of these graphs, and the user is allowed to
further refine the mappings interactively. In (Browne et al,
1995) , the high-level structure of a program (its coarse
parallelisation) is specified using graphs, and attributes of the
graphs are used to describe their interaction and their imple
mentation by blocks of sequential code. Execution of the
resulting generated code is displayed by animating the graphs.
For purposes of debugging and tuning parallel systems,
many systems provide displays of inter-processor communi
cation over time based on causality graphs (Rudich et al,
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 4, NOVEMBER 1995

1992). In these graphs, each node represents a communication
operation executed by a program (such as sending or receiving
a message, or participating in a multicast). Classical layout for
these graphs involves a timeline for each processor of a
system. All of the communication operations executed by
programs on a given processor are placed along its timeline
according to (physical or logical) time. Edges, other than the
segments of the timelines, are then used to join corresponding
nodes (such as the send and receive of a given message, or all
of the operations of a given multicast).
As one might expect, the uses of graphs described in this
section can result in the need to display enormous, and
frequently changing, graphs. As was discussed in the previous
section, this simply is not feasible for realistic subject soft
ware systems with conventional technology and techniques.
3 PROBLEM STATEMENT
The basic abstraction problem introduced by this paper can be
stated as follows.
The focus is on large and continually changing directed or
undirected graphs. Each node and edge has a label (an arbitrary
string), a weight (an arbitrary positive integer), and a “context”
property (an arbitrary integer), all of which are set and continu
ally updated at the request of the application which is a client of
the graph package. The context property is used to establish
equivalence classes related to semantics. For example, in a
dynamic call graph, all of the functions in a particular module or
file could be grouped into a single equivalence class (that is, they
serve as context for each other). In an object interaction graph,
all of the nodes and edges related to the current call stack could
form a single equivalence class.
The application continually makes requests to add and
delete nodes and edges, and to change labels, weights, and
properties. In the case of a system for visualising dynamics of
software behaviour, the visualisation system is the client
application. As it consumes event records describing execu
tion history, it makes requests to the graph package. As well,
as time passes, the client may effect gradual “aging” or
“decay” of information by making requests to the graph
package to decrease the weight of nodes and edges.
The requirement, as discussed above, is to reduce the
complexity of the graph, or de-emphasise components of the
graph, so that: it can be comprehended more readily by an end
user; it changes less frequently; and the system can repeatedly
lay it out and display it quickly. As well, stability should be
induced between successive instances of the dynamic graph as
it evolves through continual change. Stability is important
both for its own sake and so that changes in the graph are more
apparent, that is, so that artifacts of graph layout and display
do not obscure the actual changes in the graph. Finally, some
means of maintaining context or frame of reference as the
graph evolves should be provided to the end user.
Throughout, the information which was intended to be
conveyed by the graph, i.e. the essence of the graph, must be
preserved or enhanced. The actual layout of the graph may be
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significantly altered, but the meaning of the layout and dy
namics should remain the same. For example, in an object
interaction graph, the clustering should continue to reflect
which groups of objects work closely together.
4 PROPOSED ABSTRACTION TECHNIQUES
4.1 General Approach
The general approach taken in this work is for abstraction to
take place outside of, and independent of, actual graph layout.
This approach was adopted for a number of reasons: layout
packages are often provided in “black box” form, and hence
there is no possibility of incorporating abstraction extensions
into them; an abstraction technique which is independent of
layout is more broadly applicable than one tied to a particular
layout algorithm; independence allows a user to employ
domain-specific layout algorithms wherever applicable, yet
still be able to retain the benefits of abstraction; and, an
independent abstraction facility can mask the instability or
sensitivity of underlying layout algorithms to small changes
(thereby freeing a user with dynamic graphs from having to
locate a suitable incremental graph layout package).
An important aspect of generality of the abstraction tech
niques is that they are “graph abstraction” rather than “seman
tics-driven abstraction in the application domain”. That is,
these techniques are cast strictly in terms of the abstract
properties of the graph e.g. the actual structure of the graph,
weights, labels, and context properties; and they are based as
little as possible on “hard-coding” concerning semantics of
specific uses of the graph. For instance, nothing is built into
these techniques concerning dynamic call graphs specifically.
4.2 Overall Process
The proposed abstraction facility maintains two graphs: the
actual or “raw” graph, and a reduced or “abstract” graph. (Note
that the cost of the additional graph is small, as it is orders of
magnitude smaller than the raw graph.) The abstract graph is
obtained from the raw graph by disposing of a number of nodes
and edges, and then invoking the same layout package as would
normally be used for the raw graph. Minor adjustments might
then be applied to the layout, and the abstract graph is displayed.
Operations are carried out on the raw graph as they are
requested by the client application, but the raw graph is not
repeatedly laid out (unless the end user has asked to have the
raw graph displayed along with the abstract graph). As each
operation is carried out on the raw graph, it is considered, to
determine whether it affects the abstract graph. (This process
is less costly than either laying out the entire raw graph, or
mapping the entire raw graph into an abstract graph.) In cases
where the abstract graph is affected, it is updated, laid out,
adjusted, and then redisplayed.
4.3 Specific Techniques
Because nodes and edges are treated in much the same way
with respect to abstraction, for the sake of simplicity this
discussion will refer only to nodes.
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A number of criteria are provided for automatically select
ing nodes and edges in a graph:
— thresholds on weights e.g. above or below some value, or
within some range (thresholds on the gradients of weights
allows selection of nodes which have recently become
active but which have yet to accumulate much weight)
— regular expressions on labels e.g. all matching, or all not
matching (regular expressions have proved to be extremely
effective, particularly when labels are program identifiers,
such as function or class names, or file names taken from
a software development environment)
— relationships within the graph, e.g. any edge touching a
selected node, or any node which is a parent (or a child) of
a selected node
— constraints related to the client-specified semantics of the
graph e.g. any node identified as being in the context of a
selected node (based on the value of the context property
established by the client application according to semantics).
Once a set of nodes has been selected, a number of
operations are provided for “disposing” of selected nodes:
— “ghosting”: relegating nodes to the background visually,
e.g. for displays with gray backgrounds, colouring nodes a
slightly different shade of gray, and colouring labels and
edges white
— “hiding”: removing nodes from the display entirely
— and “grouping”: grouping nodes under a single new meta
node; or in the case of nodes selected using a regular
expression, forming a number of distinct groups, one for
each distinct string matched by the regular expression, and
then placing into a given group all nodes for which the
regular expression matched the string corresponding to
that group e.g. where labels are of the form ‘file:function’,
and a regular expression is constructed to match the ‘file’
part of the labels, a distinct group would be formed for each
file, and all of the functions from a file would be placed in
that file’s group (although grouping has been found not to
be effective in some other contexts (Fairchild et al, 1988),
it has proved to be particularly effective in this context in
conjunction with regular expressions).
Multiple selection and disposal operations can be applied
in sequence, and users can experiment interactively with
different sequences of operations using a relatively simple
user-interface. Selection and disposal are specified either by
straightforward direct manipulation techniques, or by simple
entry of values into dialogue box fields. After a user arrives at
a suitable sequence of operations for a given graph through
interactive experimentation, the system automatically dis
plays the “abstract” or “reduced” form of all subsequent
instances of the graph, as it evolves through continual change.
Stability, a common deficiency of conventional layout algo
rithms for dynamic graphs, is addressed in two ways for the
abstract graph. In both cases, the approach involves altering the
co-ordinates of a node (and related edges) after the layout
algorithm has positioned the elements of the graph, but before
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the graph is actually displayed. To combat “jitter”, or oscillation
of a node among a number of almost identical positions, very
small changes in the position of a node are simply eliminated. To
combat radical shifts of nodes in the graph, smoothing is
achieved by limiting the amount that a node can travel on each
successive instance of the abstract graph.
A means for the end-user to maintain context, or basic frame
of reference, as the graph evolves, is provided in the form of
correlation mechanisms. At any time, the user can continuously
vary the thresholds applied to the weights in order to reveal
successively more of the hidden nodes of the graph. This allows
the user to see the relationship between the nodes in the abstract
graph and other nodes in the raw graph (possibly less transient
and hence more stable as a point of reference). As well, the user
can cause the layout of a more abstract graph to transform
smoothly (“morph”) to that of a less abstract graph i.e. to one in
which the positions of the nodes corresponds more closely to
their position in the less abstract graph. This allows a user to
correlate the nodes of one graph to their counterparts in another.
One abstraction alternative that experience has shown not to
be an effective means of achieving preservation of context is that
of attempting to maintain spatial similarity between the raw and
abstract graphs. One approach might involve removing nodes
from the graph and then employing some form of non-linear
transformation to scale the graph so that the basic overall shape
of the graph is preserved, while remaining groups of elements of
the graph are brought closer together, and individual groups are
expanded, in order to better utilise the available space (in effect,
a multiple fisheye) (Noik, 1994). Any such approach was found
to lead to displays which were still too sparse.
5 EXAMPLES
Candidate Graphs
As discussed above, the domain of interest for this work is
software visualisation. In particular, the focus is on large
and continually changing graphs representing dynamic
aspects of execution-time behaviour of a software system.
For purposes of discussion, two running examples of
graphs which are candidates for abstraction are consid
ered: a dynamic call graph (DCG) showing profiling infor
mation, and an object interaction graph (OIG) showing
degree of interaction among objects.
Figure 1 shows a dynamic call graph (DCG)1 as dis
played by the “PV” system (Kimelman, 1994).2 There is a
node in the DCG for each function which has been entered
at least once, and an edge for each call path which has been
exercised at least once. (Dashed edges, which represent
calls through unmonitored functions, are beyond the scope
of this discussion.) The weight of a node reflects the
amount of time which has been spent in a function re
cently, not simply the time it has accumulated since the
1
2

Colour reproductions of this paper are available from any of the authors
as an IBM Research Center Technical Report.
PVusesthe“NARC”package(WaddleandMalhotra, 1993) for all layout
and display of directed graphs.

THE AUSTRALIAN COMPUTER-JOURNAL, VOL. 27, No 4, NOVEMBER 1995

beginning of the run. This is accomplished by increasing
the weight of a node whenever a regular program counter
sample indicates that the corresponding function was ac
tive during the most recent interval, and by decreasing the
weight using an exponential decay to efficiently approxi
mate a sliding time window whose width is user-defined
(e.g. the most recent 2 seconds). The weight of an edge
reflects the number of calls which have occurred along the
path. Edge weights are also decayed according to a time
window. Both nodes and edges are coloured by mapping
weights to colours, with small values mapping to blue
(cold), successively larger values mapping to warmer
colours (green, yellow, orange), and large values mapping
to red (hot).
The intent of the DCG is to show areas (groups of func
tions) of intense activity, to show new areas “heating up” as
old ones fade away, and to show areas playing off against one
another as activity moves back and forth between them.
Figure 3 shows an object interaction graph (OIG) as
displayed by the “Ovation” system (De Pauw, 1993). There is
a node in the OIG for each live object (constructed but not yet
destroyed), and an edge between each pair of objects which
have interacted at least once (one of the objects has invoked a
method of the other object). The graph is laid out to reflect the
degree of interaction between the objects. That is, nodes are
positioned so that the more two objects interact, the closer the
corresponding two nodes are positioned in the OIG. (This is a
form of “natural forces” or “spring model” based layout.) The
weight of a node reflects the number of invocations of a
method on the corresponding object, and the weight of an edge
reflects the number of invocations between the corresponding
pair of objects (in either direction). Weights of nodes and
edges are mapped to colours as described above for the DCG,
and weights are decayed as for the DCG. Black nodes and
edges represent the current call stack.
The intent of the OIG is to show areas (groups of
objects) of activity, as was discussed above for the DCG,
to serve as a guide in tuning an application, and to show
which objects interact more closely with others, to serve as
a guide in studying the system for purposes of understand
ing its architecture.

Figure 3: An object graph at the beginning of an execution.
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5.2 Sample Results

5.2.1 Dynamic Call Graph
As was mentioned earlier, Figure 1 shows a dynamic call graph
(DCG) as displayed by PV. In fact, the call graph shown is that
from a run of PV itself. Figure 2 shows the DCG after less than
a minute of execution time. The graph has grown significantly,
and nodes can no longer be identified by their labels (although
the user can interactively select a node and pop up a window
containing its label along with other information). Instead, nodes
are identified by their spatial location within the graph. Clearly
there is a need for reduction of complexity.
Figure 4 shows the DCG after hiding all nodes whose
weights are below a (very high) threshold. Only edges con
necting the remaining nodes are shown. In this abstracted
DCG, a node still represents a function, but an edge does not
represent a direct caller/callee relation. Rather, an edge repre
sents a possibly longer calling chain.
Figure 4 shows the DCG with parents and context preserved,
and function nodes grouped according to module, in order to re
introduce some context or frame of reference into the graph.
5.2.2 Object Interaction Graph
As was mentioned earlier. Figure 5 shows an object interac
tion graph (OIG) as displayed by Ovation. Figure 6 shows the
OIG later in the execution. Again, the need for reduction in
complexity is clear.

system I ./pv

:

start

spectrinn_table.c:st_init
Figure 4: The dynamic call graph with thresholding.

Figure 7 shows the OIG with ghosting applied to
“unimportant” nodes and edges, those with weights below
a threshold. The remaining “important” nodes become
much more apparent to the user. Figure 8 shows the OIG
with hiding. That is, in this case the “unimportant” nodes
have been removed entirely from the displayed abstract
graph. Finally, Figure 9 shows the OIG with hiding, but
with the layout transformed so that node positions are the
same as in the graphs to which hiding had not been applied.
This facilitates correlation of the abstract graph with the
more complex graphs.
6 RELATED WORK ON DISPLAY OF
COMPLEX GRAPHS
The primary contributions of this paper are: formulation of
this particular problem of abstraction for large and dynami
cally changing graphs representing software systems; and,
isolation of a combination of abstraction techniques and
principles which is particularly effective in addressing this
problem. Although a number of the individual techniques
existed previously and had been applied in different contexts
(Noik, 1994), the combination in this way and for this purpose
is novel. Additional contributions of this paper include:
“ghosting” — a novel strategy for adornment (“adornment”
being an emphasis technique formalized in (Noik, 1994));
and, a system structure in which abstraction is distinct and
separate from actual graph layout.
Many systems address the problem of large graphs by
allowing users to zoom and pan through a graph. Scrolling,
however, is not an effective means of “getting a feel” for the
overall structure of the graph. As well, some systems present
only a small portion of the graph, simply eliding the rest of it.
These systems allow users to manually extend the graph by
clicking on nodes in order to have all edges and adjacent nodes
added to the display. Users are also often allowed to manually
collapse a region of the graph into a single “supernode”, and
subsequently expand it again. Such manual techniques are
cumbersome; they are not an effective means of finding one’s
way in a large graph; and they are not applicable to dynami
cally changing graphs.
Ewxtf

Lvwd
Mtw J

JB&I

Figure 5: The dynamic call graph with thresholding, preservation of parents and context, and grouping according to context.
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A taxonomy of distortion-oriented graphical presentation
techniques for large scale information systems is presented in
(Leung and Apperley, 1993), and a taxonomy of presentation
emphasis techniques specifically for visualising graphs is
presented in (Noik, 1994).
In (Noik, 1994), techniques are classified within a uniform
framework for purposes of more direct comparison and iden
tification of common shortcomings and limitations. One con
clusion arising out of this organisation of techniques, is that
within the known assortment of emphasis algorithms, there is
a distinct lack of strategies based on adornment. The ghosting
technique introduced above addresses that gap.
Some of the techniques surveyed in (Noik, 1994), for
example (Reiss, 1993), are described as “dynamic”, because
a view changes as the underlying layout changes. For exam
ple, when nodes of greater importance are moved more to the
foreground in a 3D layout, those nodes will appear larger in a
2D perspective projection of the layout. However, these are
not abstractions of dynamic graphs in the sense that the graph
itself, underlying the layout, is undergoing continual change
at considerable rates.
The use of “morphing” and “in-betweening animation”
attributed to (Reiss, 1993) by (Noik, 1994) is related to that
discussed above. Further, the use of client-controlled priori
ties and graphical attributes described in (Noik, 1994) for
(Reiss, 1993) and others is related to the notion of independ
ence from semantics as described above. However, the focus
of those efforts is significantly different from that of this work:
substantial reduction of visual complexity in dynamically
changing graphs representing software systems.
The importance of reducing the visual complexity of the
overall graph is addressed in (Caipano, 1980) and (North,
1993), where sophisticated and hierarchical displays are con
sidered. These approaches are based solely on altering the
display of a graph, without removing any elements from the
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graph or otherwise reducing the complexity of the underlying
graph itself. An attempt to provide automatic reduction of
graph complexity by applying an abstraction operation is
described in (Newberry, 1989). In this case, only the number
of edges in the graph is reduced, not the number of nodes.
Further, only the structure of the graph is considered. Weights,
labels, and other information in the graph are not exploited.
A more general tool for abstraction and parsing of
graphs can be achieved using graph grammars (Nagl,
1978). An approach which uses graph grammars for layout
is described in (Brandenburg, 1991). The complexity of
such an approach for abstraction, however, would make it
computationally infeasible.
Abstraction of graphs used to represent databases is ad
dressed in (Consens et al, 1994; Hara etal, 1991; Fairchild et
al, 1988), but none of these consider the issue of dynamically
changing graphs.
Much work has been reported recently concerning the
related issue of incremental graph layout algorithms. That
work concentrates on both reducing the cost of repeatedly
laying out a graph (Di Battista and Tamassia, 1989), by
requiring only computation proportional to the amount of
change in the graph, and on producing incrementally stable
layouts (Miriyala, 1993). There is no reduction in the visual
complexity of the displayed graph. The issue of continuity of
the display of a series of graphs over time is mentioned in
(Fairchild et al, 1988) but not addressed.
7 CONCLUSION
Dynamic graphs representing realistic subject software sys
tems are often far too large and changing far too rapidly to be
handled effectively with conventional techniques and display
technology. However, with suitable combinations of “reduc
tion” and “abstraction” techniques, the complexity of such
graphs can be reduced to the point where they are comprehen
sible to an end user, they change less frequently, and they can
be laid out and displayed more quickly, yet they still convey
the information that was originally intended. Further, it be
comes feasible to display these graphs with conventional
technology, at the rates required for software visualisation.
Experience has shown that sequences of selection opera
tions on nodes and edges, based on weights, labels, structure,
and semantics-related properties, followed by disposal opera
tions including ghosting, hiding, and grouping, are an effec
tive means of automatically reducing complexity in a series of
instances of an evolving dynamic graph. We believe that this
form of abstraction will prove to be essential for effective use
of graphs in software visualisation.
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Most program visualisation systems display either
language level details ofprograms, or high level overviews
of the program’s algorithm. Producing high level views
requires that the abstractions in the program to be
visualised (the target program) are described to the
visualisation system — either by modifying the target
program, or by providing the visualisation system with
information about the details of the abstractions in the
target program. Object Orientation can be used to organise
the design of both the target program and the architecture
of an abstract program visualisation system. Such a system
can produce flexible displays of the target program at
multiple levels of abstraction, without any extra detailed
information about the implementation of abstractions in the
target program.

Copyright© 1995, Australian Computer Society Inc. General permission
to republish, but not for profit, all or part of this material is granted,
provided that the ACJ's copyright notice is given and that reference is
made to the publication, to its date of issue, and to the fact that reprint
ing privileges were granted by permission of the Australian Computer
Society Inc.
Manuscript received: May 1995
138

Guest Editors: P Eades and K Zhang
1 INTRODUCTION

Program Visualisation is the application of computer graph
ics techniques to computer programs, in the same way that
scientific or engineering visualisation applies these tech
niques to scientific data or engineering artifacts. Visualisations
can assist programmers in constructing, debugging and main
taining programs. They can also be used in teaching general
principles of computer science, including the design of data
structures and algorithms.
This paper describes our experience in using object orien
tation to organise a program visualisation system. In particu
lar, we describe the design of a program visualisation system
called Tarraingim (from the Gaelic to draw), which visualises
programs written in (and is itself written in) the object oriented
programming language, Self (Ungar and Smith, 1987). Be
cause Tarraingim understands the basic structure of the lan
guage, it can display language level views of objects, produce
execution traces, and generate program execution profiles.
Tarraingim also allows the programmer to define higher level
views of objects, and by monitoring the program, can keep
these views correct as the program executes.
Section 2 presents the idea of abstract program visualisa
tion — that a visualisation system should illustrate a program
in terms of the abstractions comprising the program’s design.
Section 3 describes how object orientation can be used to
organise the target program so that all its abstractions can be
visualised. Section 4 outlines the design of Tarraingim, which
is constructed as an object oriented framework, and Section
5 presents some examples of the kinds of visualisations that
Tarraingim currently produces. Section 6 compares Tarraingim
with recent related work. Section 7 discusses experience with
Tarraingim and presents some conclusions.
2 ABSTRACT VISUALISATION
The existing work in program visualisation can be grouped
into two broad categories, according to the kinds of views
presented. Algorithm Animation systems (Brown, 1988a;
Stasko, 1990; Bentley and Kernighan, 1991) display high
level pictures of the operation of an algorithm, while Graphi
cal Debuggers (Myers, 1983; Shilling and Stasko, 1994)
display language level views of a program.
Algorithm animation systems illustrate the essence of an
algorithm. The displays they produce may bear no direct
relation to that algorithm’s implementation, and so must be
specially designed. Typically, the algorithm to be visualised
is implemented using facilities provided by the visualisation
system, so that as it runs the animated displays are updated.
Graphical debuggers (and graphical programming en
vironments) display information about a program’s imple
mentation. A graphical debugger illustrates run-time con
trol flow and data structure, while a programming environ
ment presents static views which may be edited to create
programs. For example, a debugger may display a data
structure constructed of records and pointers using a “boxand-arrows” diagram, and a programming environment
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 4, NOVEMBER 1995
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stack abstraction

contents implementation

stack implementation
components

contents
contents

c
vector
A parent” = traits vector
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< 3> =18
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<5> =8
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<10> = 1
<11> =19
<12> =9
<13> =18
<14> =14
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<16> =7
<17> =15
<18> =19
<19> =5

Figure 1: A Stack Abstraction and Implementation.

could display the intermodule dependencies within a pro
gram as a graph. These views are typically updated when
requested by the user, rather than continuously.
The difference between these categories is one of the level
of abstraction. Graphical debugging works at the language
level, while algorithm animation displays high level features
of the program. Note that abstraction in this sense does not
concern simply the amount of detail a visualisation contains.
Rather, we consider the abstractions within a program to be
the important ideas in the design of that program.
Figure 1 shows how different views, at multiple levels of
abstraction, can be drawn for a simple example program (the
views in this figure were created by our Tarraingim system).
The stack abstraction view shows a push down stack of
integers. Each stack element is displayed by the length of a
horizontal bar. The stack currently contains seventeen ele
ments, with the top element (numbered 0) drawn at the top of
the view.
The stack implementation view shows how the stack is
implemented — that is, it displays the stack at a lower level of
abstraction than the stack abstraction view. This view has
three subordinate views. The first of these, labelled compo
nents, contains icons for the main components of the imple
mentation: a parent which supplies the stack’s operations, an
array holding the stack’s contents, and an integer index. The
other two views display these components. The contents view
displays the contents array as another bar graph, although in
this view the height of the bar gives the value of the array
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 4, NOVEMBER 1995

element, and elements are drawn from left to right. The index
view illustrates the value of the index component as an index
into the contents array.
The contents implementation view shows the underlying
vector that implements the stack’s contents array. This vector
also contains a parent component, and components for each
array element.
Several interesting features of the stack implementation
can be gleaned by comparing these views. For example, the
value of the index variable is the size of the stack. The contents
array contains twenty elements (the stack only seventeen), so
presumably when an element is removed from the stack it is
not removed from the array, but the index is adjusted so that
it is inaccessible to the stack operations. This can be seen quite
clearly by watching the evolution of the display as elements
are added to and removed from the stack. Finally, the order of
items in the stack is the reverse of that in the array. The stack
is “pushed down” the screen, so that the element most recently
added is on the top of the stack. Elements are stored in the array
in its natural order (drawn left to right), so that the top stack
element can be anywhere in the array (actually one element to
the left of the index), and the first (leftmost) array position
holds the bottom stack element. To traverse the stack in its
natural order, the portion of the array containing valid stack
elements must be traversed in reverse order.
The views in Figure 1 also illustrate another important
point about abstractions in programs. Any abstraction in a
program can be seen from two different perspectives: its
139
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interface and its implementation. Seen from the perspective of
its interface, an abstraction appears as a single unit which can
be understood in isolation. An abstraction’s implementation
describes how the abstraction’s interface is realised.
In Figure 1, the stack abstraction and stack implementa
tion views present the interface and implementation perspec
tives of the stack abstraction respectively, and the stack’s
contents component view and the contents implementation
view present the corresponding perspectives of the stack’s
component array.
To understand a program, a programmer must understand
the hierarchy of abstractions and implementations from which
it is constructed. A program visualisation system should
therefore be able to display both perspectives of abstractions
at any level in the program’s design. We call a program
visualisation system designed to highlight abstractions an
abstract program visualisation system, and the Tarraingim
system is our research prototype of such a system.
3 EXPLICIT ABSTRACTIONS
A program ’ s abstractions must be embodied somewhere within
the program. If a program uses a stack, it must contain an
implementation of the stack, that is, data structures to contain
the stack’s elements, and statements to implement operations
to push and pop data, determine if the stack is full, and so on.
Unfortunately, the relationship between an abstraction and its
implementation is not necessarily obvious. For example, a
stack may be implemented by several blocks of memory and
a pointer variable manipulated by several widely separated
parts of the target program.
For this reason, program visualisation systems which dis
play abstractions (typically algorithm animation systems)
need information about the design of the target program to
identify the important abstractions in the program’s design,
and to recover information from the implementations of those
abstractions in the target program. This information is not
necessarily explicit in a program’s text, or in a record of a
program’s execution. In practice, abstractions in the target
program can be identified using several techniques: the target
program can be annotated to identify its abstractions and the
interesting events in its execution (Brown, 1988a; Bentley and
Kernighan, 1991), or procedures (Myers, 1983; Laffra and
Malhotra, 1994) or mapping rules (Matsuoka, Takahashi,
Kamada and Yonezawa, 1992; Cox and Roman, 1994) can be
written to extract this information from the program. Al
though they differ in detail, the process to construct an abstract
visualisation is roughly the same for each technique. A pro
grammer must inspect the target program and understand how
the abstractions to be visualised are implemented. The visuali
sation then is defined in terms of this implementation. We call
this a bottom up visualisation.
Our approach is to base visualisations on abstractions
which are explicit in the target program, and then to construct
displays top down — working from the definitions of abstrac
tions to their implementations. In this way, a program visuali
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sation system can simply inspect the program to determine the
abstractions it contains. The information required by views of
these abstractions can be acquired by relying upon the explicit
definition of the abstractions, rather than by reverse engineer
ing the abstractions’ implementations.
Consider the stack described above. If abstractions are
represented explicitly in a program’s structure, the stack can
be detected simply by inspecting the abstractions the program
contains. When a view needs information about the stack, the
stack’s definition can be consulted to determine how that
information can be retrieved.
Objects Represent Design Abstractions
A top down approach will work provided that the abstract
ideas on which a program is based are represented in the
program in an easily identifiable way. This, of course, is
precisely the basis of object oriented programming: an object
oriented program is made up of a number of objects, each of
which corresponds to an important concept in the program’s
problem domain (Meyer, 1988).
An object has an interface which is a list of operations
which can be performed upon it. To be useful, an object
must also have an internal description of how it is imple
mented in terms of lower level concepts. An object’s
implementation consists of a representation and a set of
procedures. An object’s representation contains the infor
mation required by each individual object, and the proce
dures perform the operations defined in the object’s inter
face upon the representation.
The most important feature of object orientation is the
separation of an object’s interface and implementation. This
is known as information hiding (also privacy, or encapsula
tion). The implementation of an object should only be avail
able within its definition: in the rest of the program, the object
should only be manipulable via operations in its interface.
An informal specification of the interface of a stack object
is shown in Figure 2. Each operation supported by the object
is listed, and the operation’s behaviour described.
An object’s operations can be grouped into several catego
ries (Liskov and Guttag, 1986; Meyer, 1988). Operations
which create a new object (new_stack in the example) are
known as constructors; operations which change the value
contained within an object (push and pop) are known
Stack Interface
constructors

new_stack

Create a new stack

mutators

push(stack, e)
pop(stack)

Push element e onto the stack.
Remove the top element from the stack.

accessors

top(stack)
size(stack)
isEmpty(stack)

Return the top element on the stack.
Return the number of elements in the stack.
Return true if the stack is empty.

Figure 2: Stack Interface.
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as mutators; and operations which retrieve information
from an object but do not change its value (top, size, and
isEmpty) are known as accessors.
Visualising Objects as Abstractions
Debuggers (whether textual or graphical) retrieve low level
information directly from the target program’s memory space.
By analogy, abstract data can be retrieved from objects by
calling accessor operations which return that information.
Because the data returned is abstract and independent of a
particular implementation, the program visualisation system
does not have to read the target program’s memory directly,
and in particular, it does not have to reinterpret any implemen
tation data structures. For this approach to work, the program
visualisation system must be able to call procedures defined in
the target program when information is required, rather than
simply inspect its memory.
Debuggers monitor dynamic behaviour either by single
stepping the target program, or by tracing calls to procedures
defined in the program. The behaviour of an object can be
monitored by a similar analogy; rather than indiscriminately
monitoring procedures, we monitor those procedures imple
menting that object’s operations. Because objects’ implemen
tations are hidden behind their interfaces, all operations upon
abstractions must be performed through their interfaces. By
monitoring an object’s public operations, we are assured of
monitoring all the computation performed in the context of the
design abstraction that object represents.
Since an object’s implementation is a collection of data and
associated procedures, implementation views of objects can
be produced by inspecting the state of the representation data
and monitoring the procedures.
The encapsulation promoted by object orientation, espe
cially when supported by an object oriented programming
language, ensures that objects can be considered in isolation.
In particular, all operations upon an abstraction can be de
tected by monitoring the interface of the object representing
that abstraction. For this reason, we based the design of
Tarraingim on the object oriented programming paradigm,
and in particular the object oriented programming language
Self. Tarrainglm’s model of program animation is based on
the following principle:
The pictures we need to draw correspond to the abstrac
tions in the design which are the objects in the program.4
4 AN OBJECT ORIENTED FRAMEWORK
As well as visualising programs written in an object oriented
manner, Tarraingfm’s design is also based on objects. The
essence of the Tarraingim system is an object orientedframe
work (Johnson andFoote, 1988; Johnson, 1992) consisting of
three subsystems: Monitoring, Strategy, and Display (see
Figure 3). The Tarraingim system itself consists of libraries of
objects which are used within the framework, providing both
a program visualisation environment and an extensible pro
gram visualisation kit.
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Tarraingim
Framework
(subsystems)

Monitoring

Strategy

Display

Objects

controller
encapsulator

watchers

views

events
Figure 3: Subsystems

Most of the objects in Tarraingim’s framework belong to
one of the three subsystems.

Monitoring
The monitoring subsystem monitors the target program to
gather the information about the program’s actions (message
receipts and variable accesses and assignments) required by
the rest of the visualisation system.
Two main kinds of objects are used in this subsystem.
The target program is actually monitored by encapsulator
objects (Pascoe, 1986; Foote and Johnston, 1989). In an
earlier paper (Noble and Groves, 1992), we discuss the
implementation of encapsulators used in Tarraingim. The
interface to encapsulators is provided by controller ob
jects, which also route the information encapsulators gather
to the rest of the system. The rest of Tarraingim depends
upon controllers rather than encapsulators. In this way,
Tarraingim is independent of the particular technique used
to monitor the target program.

Strategy
The strategy subsystem is responsible for linking the monitor
ing subsystem to the display subsystem. This is primarily
earned out by watcher objects. Initially, this involves request
ing that the monitoring system monitor the actions of objects
which are to be displayed in the watcher’s associated view.
Once the target object’s actions are being monitored, watchers
translate these actions into changes to be applied to the view.
Watchers also handle callbacks sent from the display subsys
tem, and translate them into message sends to objects in the
target program.
Different kinds of watchers embody different strategies
for monitoring objects and performing the mapping. For
example, interfaceWatchers notify views about messages
sent to an object from other objects in the program,
local Watchers notify views about changes in an object’s
internal representation, andtraceWatchers notify views about
all the messages handled by an object’s implementation.

Display
The display subsystem has three tasks, of which the most
important is to draw the graphical images making up the
visualisations. It also provides the user interface for the rest of
Tarraingim, and handles any user input to the visualisations.
The main object in this subsystem is the view. A view
implements a display of a particular object in the target
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Mapping Subsystem

Monitoring Subsystem

Encapsulator

Watcher

Controller

actions

up events

messages -C—

down events

Display Subsystem

View

changes

- callbacks

Figure 4: Tarrainglm’s Framework.

program. Different kinds of views provide different displays
— for example, a treeView displays a tree, while a barGraph
view displays a graph.
Views receive information about the target program in
two ways. First, they receive changes from the monitoring
subsystem, which describe the progress of the target pro
gram’s execution. For example, when an object receives a
message, a watcher will relay a change describing that event
to its associated view. Second, they may send callbacks to
objects in the program, which may be either queries to
determine the state of objects in the program, or user com
mands to alter the objects. For example, when a view needs
information about an object, it sends a callback to its associ
ated watcher which in turn sends a message to the object to
retrieve the required information.

Events
Event objects are essentially typed data packets. They are used
to carry information around the Tarraingim framework, and
do not belong to any particular subsystem.
Most events are up events, which are sent from controllers
to watchers to describe the actions of the target program.
Watchers forward events to views to describe the changes
required in the view. Views send down events which are
eventually routed via watchers to the objects in the program.
Down events are used to implement callbacks.

Framework Arrangement
The dynamic arrangement of a simplified version of
Tarrainglm’s framework is illustrated in Figure 4. Objects are
arranged in a pipeline. An encapsulator monitors an object in
the program. A controller packages the information gathered
by encapsulators into event objects, and sends them to a
watcher. The watcher processes the events before finally
sending them to the view, which produces the graphical
output. The view may send requests or commands to its target
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object. These requests are packed as callback events, and are
passed in the opposite direction along the pipeline. Some
views are able to accept user input, and this is also handled by
views sending callback events to watchers.
The watcher, view and event objects are abstract.
Tarraingfm’s library includes many different concrete imple
mentations, and a programmer can write new versions of these
objects to extend the system. The controller and encapsulator
objects are concrete, and suitable for all types of visualisation.
They are not normally replaced.
Multiple objects can be displayed using several parallel
pipelines. Each visualised object will have its own
encapsulator, controller, watcher, and view. The pipeline can
be generalised into a tree, allowing multiple views to display
one object. Each view has its own watcher, while all views
and watchers monitoring a single object share a single controller-encapsulator pair.
A view can contain one or more independent subviews.
These may display different representations of the same
object, or information about several related objects. Similarly,
watcher objects can rely on subwatchers when implementing
complex strategies. Subwatchers can also be used to allow a
single view to monitor multiple objects.
Figure 5 illustrates the overall scheme. The displays are
produced by a forest of views, each of which can use a tree of
watchers. The leaves of the watcher trees are attached to
controllers and encapsulators associated with the objects they
are visualising.
5 EXAMPLES
Using Tarrainglm’s Framework
Simple displays can be implemented with only one view and
one watcher. For example, Figure 6 shows a Tarraingim view
which displays the structure of the stack abstraction view from
Figure 1. The view in Figure 6 is a reflexive view, since it
illustrates Tarraingim itself, rather than the target program.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 4, NOVEMBER 1995

OBJECT ORIENTED PROGRAM VISUALISATION IN TARRAINGIM

Encapsulator

Controller

Watcher
Watcher

Subview

Watcher
View

Watcher

Encapsulator

Controller
Watcher
Watcher

Subview

Watcher

Subview

Watcher

Subview

Watcher
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Figure 5: Multiple views and multiple watchers.

Icons representing the stack and the stack’s controller appear
to the left of the reflexive view, the watcher is drawn in the
middle of the reflexive view, and the actual view object which
produces the view shown in Figure 1 is to the right. From the
view structure view, we can see that the watcher is actually an
interfaceWatcher, which monitors an object’s interface, and
that the view is a barGraph, which draws a vertical bar graph.
Note that reflexive views do not display encapsulators, since
encapsulators are hidden within the monitoring subsystem
and are always accessed via controllers.
barGraph <17D>

stack <156> controfier < I66>

interfaceWatcher <171 >

Figure 6: Structure of stack abstraction view.

hCol\4ew <172*

stack <158> contrcier <166>

interfaceVfclcher < 173>

hCoMew <172*

Figure 7: Alternative view of stack object.

Figure 8 shows a trace of recent operations performed by
the stack, that is, of messages received by the stack object, and
a reflexive view display showing the trace view’s structure.
The trace is displayed by a tracer view object, which simply
lists the events it receives from its watcher. Again, an
interfaceWatcher is used so that the trace view displays
messages sent to the stack object’s interface.
stack <158* |

Figure 7 shows another view of the stack abstraction, and
another reflexive view displaying the structure of that view. In
this Figure, the stack’s contents are displayed as a horizontal
list, rather than as a bar graph. From the reflexive view in
Figure 7, we can see that this display is produced by an
hCollView, and that the hCollView is connected to the stack
object by another interfaceWatcher. This illustrates the advan
tage of separating the responsibility for processing events
from the target object (handled by the watcher) from the
responsibility for producing graphical output (handled by the
view). In spite of their different appearances, both barGraphs
and hCollViews require the same information about the objects
they are displaying, and this information can be provided by
the same type of watcher.
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*”pop

3

push:3»» <obiect 158>
push: 13 »» <object 158>
pop »»13

tr^CT<167> |
□

stack <158> controfter <166>

hterfaceVfctcher <168>

tracer <167>

Figure 8: Interface trace of stack object.

Figure 9 shows another trace view (like that in Figure 8),
but this view displays operations internal to the stack, as well
as operations at the stack’s interface. Figure 9 illustrates a
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trace of the implementation of a pop operation: the stack is
checked to ensure that it is not empty, the stack’s index is
decremented, and then an element is returned from the stack’s
contents array. The reflexive view shows that this implemen
tation trace is implemented by the same kind of tracer view as
the abstract trace from Figure 8; however, it is connected to the
target object by a traceWatcher, rather than an interface
Watcher. Since the watcher determines the events a view
receives, by changing watchers we can reuse view objects to
produce different visualisations.

VMtorg, 15,13,11,13,10,13,5,17,9,5,10,
pop » 13

Figure 9: Internal trace of stack object.

More complex displays often require multiple views.
Consider the reflexive views from the examples above.
Each individual icon is implemented by an independent
view and watcher pair. Similarly, each array element in the
contents implementation view in Figure 1 is displayed by
an independent view.
Visualising a Parser
The Illustrated Compiler (Andrews, Henry and Yamamoto,
1988) visualised a PL/0 compiler (Wirth, 1976). Both the
compiler and visual displays were implemented specially in
Lisp, and the compiler was modified to generate information

to keep the displays correct. We have implemented a lexical
analyser and top down parser for a PL/O-like language in Self
(the Illustrated Compiler also contained a pseudocode genera
tor and an interpreter), and have used views from Tarraingim ’ s
library along with a few custom views to visualise this parser.
Our parser’s lexical analyser (lexer) is displayed in Figure
10. The left and right hand views in the Figure are Tarraingim’s
standard trace views. In the Figure, these views are not
displaying message traces. Instead, they provide traces of the
inputStream’s and lexer’s output. These views use a custom
nextWatcher, which sends its associated view when the target
object finishes executing the next message. Self streams
respond to the next message by returning their next element,
so that these views provide a trace of the values returned by
successive calls to next. Figure 10 thus displays the parser’s
lexical analysis as an abstract stream transformation: the input
to the lexer (in the left hand view) is a stream of characters, and
the output (in the right hand view) is a stream of tokens.
The two centre views in Figure 10 display further
information about the lexer’s input processing. The centre
lexer inputStream view displays the text of the program
being parsed. The lexer tokenChars view displays a buffer
in the lexer accumulating characters from the input stream
into the next token to be returned by the lexer. The
tokenChars view is implemented by the hCollView illus
trated in Figure 7.
Finite State Machine
The main view we built specially for the parser visualisation
is illustrated in Figure 11. This view displays the finite state
machine used to direct the lexer.
State machine states are drawn as named rectangles; the
start state (named start) is drawn with a triangle before its

lexer <7> Slot: inputStream Watch: stream <6>

lexer <7> Slot: inputStream Watch: stream <6>

lexer <7>

a.

^ example proyam taken from IC0MP paper "

>i
'o'
'd'

prog icomp;

3emi:
wMe: Vhile'
identifier: Y
relop: '<='
number: 3
do: 'do'
identifier: “total'
asg: ':='
identifier: “total'
plus:'+'
number: 1
semi:
identifier: 1'
asg: ':='
identifier: 1'
plus:'+'
number: 1
semi:
od: 'od'
semi:
identifier: 'output'
asg:

1J
f>

'O'
V
V
V
V
V
*t

V
'o'
V

var i, total;
proc test;
begin
i := 1;
total ;= 0;
while i <= 3 do
total := total + 1;
i := i + 1;
od;
output ;= totjl;
end;
end.
lexer <7> Slot: tokenChars Witch: list <83>
Dt

0

Figure 10: The inputStream.
144

THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 4, NOVEMBER 1995

OBJECT ORIENTED PROGRAM VISUALISATION IN TARRAINGIM

fsm <13> |

string-2

geq

rparen

divide

Figure 11: Finite State Machine.

name, and terminal states are drawn with a double border
Transitions are represented by arrows linking states and are
labelled with the input characters or character ranges which
cause the transitions to be taken. The current state of the FSM
is shown by a state drawn in reverse video. The FSM is shown
in the state identifier, which is a final state.
In this view, each FSM state is displayed by afsmStateView,
which uses a localWatcher to monitor the corresponding FSM
state, and sends callbacks to determine whether it is a special
(start or terminal) state. The main FSM view draws the
transition lines linking states, using auxiliary objects to posi
tion the splines and labels. State views are laid out manually
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by the user, although any particular layout can be stored and
recalled by the FSM view.
Grammar Rules
The parser’s grammar rules are represented as trees of grammar
nodes. Figure 12 shows the inheritance hierarchy of grammar
node objects — the basic nonNode and termNode representing
terminal and nonterminal symbols, and the seqNode, selNode,
itONode, and itINode representing sequence, selection, and
iteration (zero or more times, and one or more times, respec
tively). This view is drawn by a treeView from Tarraingfm’s
library: each individual node is an independent view.
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view, but configured differently: in particular, boxViews,
which appear as small rectangles, are used to display the nodes
in place of treeNodeViews used in the larger view.

j grammar node inheritance hierarchy

non Node

Figure 12: Grammar Node Inheritance Hierarchy.

Figure 13 illustrates the actual grammar rule for while
statements. In Figure 13, nodes labelled “?” are selection
nodes, and nodes labelled
are itONodes. The parser
recursively traverses these grammar nodes, building an ab
stract syntax tree. The view in Figure 13 is also constructed
using Tarraingfm’s tree view.
rule <186>

Figure 13: Rule for While statement.

Parsing
The parseTree views in Figure 14 display the abstract syntax
tree being constructed by the parser, at two different magnifi
cations. The large displays are created by the generic tree view
mentioned above. The smaller display is essentially the same

Summary
While our example parser and its visualisation here are
less complete as those of Andrews et al (1988), we con
sider that this is a matter of the time and effort expended,
rather than a shortcoming of the visualisation approach
itself. Our display of the lexer and parser shows that our
abstraction-based approach to visualisation can produce
displays of similar quality to hand-crafted techniques such
as those used in the Illustrated Compiler. More impor
tantly, only a few of the views presented in this section
were written specially for this example: the majority were
taken from Tarraingfm’s view library.
6 RELATED WORK
The first attempts at program visualisation were computer
generated movies which illustrated the behaviour of fun
damental algorithms, for example Baecker and Sherman
(1981). As we mentioned in Section 2, more recent work
has been based mostly upon traditional languages, and is
directed towards either low level debugging or high level
algorithm animation. Myers (1990) and Price, Baecker
and Small (1993) contain surveys and taxonomies cover
ing both graphical debuggers and algorithm animation
systems. In this section we focus upon the use of object
orientation in program visualisation.
Graphical Debuggers
Graphical debuggers use graphical user interface (GUI) tech
niques to illustrate the target program’s data structure and

rdStack <81 > Sot: parseTree Witch: genTree <80>
rdStack <81 > Slot: parseTree Watch: genTree <80>

assignment

identifier: V
plus:V
identifier: "total'

identifier: 1'

Figure 14: Parse Tree.
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control flow, in terms of the basic objects and operation
provided by the target language. For example Amethyst
(Myers, Chandhok and Sareen, 1988) can display all Pascal’s
data types including records, arrays, and pointer structures.
The Object Visualizer (Pauw, Helm, Kimelman and Vlissades,
1993) introduces several interesting displays which present
information about control flow, data structure, and program
performance, but again these displays illustrate the program at
the level of the programming language. Virtual Images (VionDury and Santana, 1994) provides animated 3D displays of
distributed object oriented programs. Graphical debuggers
are now available commercially, for example, the Object
Explorer (Beck, 1994) for Smalltalk, or Look! (West, 1994)
for C++.
Some graphical debuggers are extensible, that is, they
allow the user to define custom graphical displays. For exam
ple, Vick, a visualisation construction kit for Smalltalk (Bocker
and Pawlitschek, 1992), includes a graphical editor which can
be used to build a composite display by combining smaller
display components. Similarly Cerno-II (Fenwick, Hosking
and Mugridge, 1994), a graphical debugger for the object
oriented Prolog dialect Snart, uses a declarative language to
specify the displays to draw.
However the displays and abstractions are defined, the
emphasis of all of these systems is still bottom up, as they derive
the abstractions to visualise from the concrete implementation of
objects, rather than the objects’ abstract definitions.
Algorithm Animation
Algorithm animation systems are the other end of the spec
trum. They produce user defined views of programs at high
levels of abstraction, but lack the low level display and control
capabilities of graphical debuggers.
Annotation is the most common algorithm animation tech
nique (Brown, 1998b; Bentley and Kernighan, 1991). The
target program is annotated or instrumented with event mark
ers, which are essentially calls to the program visualisation
system. When the target program runs, the event markers
notify the visualisation system about the target program’s
actions. Annotation is therefore implemented by editing the
program’s code, and this is its greatest disadvantage: to
annotate a program one must make semi-permanent changes
to it. Event markers are very flexible monitoring tools because
they can be positioned precisely to capture important parts of
the program’s execution, but this incurs the complementary
disadvantage because annotating a program requires an inti
mate knowledge of its structure and implementation.
Mapping based algorithm animation systems (Roman
et al, 1992; Matsuoka et al, 1992; Henry, Whaley and
Forstall, 1990) are the main alternative to annotation
based systems. Like annotation systems, mapping systems
also work bottom up — they monitor the low level actions
of the target program and then use inference rules to
determine the higher level changes from the program’s
actions. Mapping can in principle avoid many of the
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problems of annotation — in particular, the target program
is not annotated or modified. The program can be changed
without affecting the visualisation, as there are no annota
tions which must be preserved.
Several algorithm animation systems have been built using
object orientation. For example, the Animation Kit (London
and Duisberg, 1985) is an annotation based system built on top
of Smalltalk’s MVC interface framework and dependency
mechanism (Goldberg and Robson, 1983). Duisberg (1987)
describes another annotation based system built in Smalltalk,
which allowed simple visualisations to be built by direct
manipulation, without any textual programming. Haarslev
amd Moller (1992) describes a visualisation system which
uses the reflexive facilities of Clos to link programs to views.
Programming Environments
It is also possible to consider as related the programming
environments of languages such as Smalltalk (Goldberg,
1983) or Self’s own user interface (Chang et al, 1990).
Although these interfaces are undoubtedly more polished than
the current Tarraingim system, they provide only low level
views of the objects comprising the program.
Probably the most advanced visual programming environ
ments are those for visual programming languages (VPLs)
such as Prograph (Cox, Giles and Pietrzykowski, 1989), or
Serius (Landay, 1991). These languages have a visual syntax,
rather than a traditional textual syntax: a VPL program is an
arrangement of figures on a page, rather than a stream of text.
However, displaying the program’s visual syntax is generally
the limit of the visualisation facilities provided by VPLs, and
these views still display only the syntax of the program.
User Interfaces
It is interesting to compare Tarraingim with user interface
systems such as Smalltalk’s MVC (Goldberg and Robson,
1983; Lalonde and Pugh, 1991). Although not designed as a
user interface framework, we have experimented with using
Tarraingim to construct user interfaces — in particular,
Tarraingim has been used to build its own interface.
With regards to MVC, the views correspond to the MVC
views encapsulated objects to MVC’s model, and Tarrainglm ’ s
controller to MVC’s implicit dependence relationship.
Tarrainglm’s watchers can act as the pluggable adaptors used
in more recent versions of MVC (Lewis, 1995), although
Tarrainglm’s watchers also have other responsibilities, such
as planning the way an object is to be monitored. Currently
there is no component corresponding to MVC’s controller:
MVC’s controller’s input handling functions are carried out
by Tarrainglm’s views. Tarrainglm’s event objects have no
explicit parallel in MVC.
Tarraingim can also be usefully compared to constraint
based approaches such as those used in Animus (Borning and
Duisberg, 1986) or Garnet (Myers et al, 1990). Generally
such systems treat objects as collections of slots with values
(Myers, Guise and Zanden, 1992) rather than abstract
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encapsulations of state and behaviour. Constraint based sys
tems update displays of objects by propagating changes in slot
values, while Tarraingim monitors objects’ interfaces and
sends events to indicate changes.
7 DISCUSSION
Objects and Abstractions
The idea of using objects to represent a program’s abstractions
for visualisation is not new. Section 6 referred to several
visualisation systems which used objects, but these produced
views bottom up, working from object’s implementations
rather than their interfaces.
Of course, for Tarrainglm’s approach to work, the
objects represented by the target program’s structure must
represent the abstractions the programmer considered
important. However, these abstractions are not necessarily
those the user wishes to see. For example, the user may
wish to visualise the lexical analysis performed by a
compiler. The design of the target compiler may distribute
the lexical analysis throughout various parts of the com
piler, and may not incorporate a separate lexer to visualise.
In general, a program can be designed in more than one
way. The programmer may have chosen one design (e.g.,
a parser without a separate lexer), while the user of the
animation system may assume another.
The advantage of using the target program’s object ori
ented structure to capture program abstractions is that infor
mation about these abstractions can be obtained easily. This
advantage applies only to those abstractions explicit in the
program’s design. Program visualisation implies a relation
ship between the target program and the resulting illustra
tions. The user of a program visualisation system is ultimately
investigating a real, concrete, implemented program.
In developing the BALSA algorithm animation system,
Brown (1988b) also considers using objects to represent
abstractions, and monitoring objects to detect changes, but
dismisses this option in favour of annotating the target pro
gram. Brown rejects using objects for two main reasons. First,
the target programs in which he is interested, examples from
standard textbooks, are not written in that style. Second,
inserting annotations is less effort than restructuring the target
program. This rejection is a design trade-off related to the
different application domains of Brown’s algorithm anima
tion and our program visualisation. Algorithm animation
addresses small programs which contain great procedural
complexity: the detailed operations occurring in these pro
grams are very important in their visualisation. With abstract
program visualisation systems, we are attempting to address
moderately sized programs made up of many abstractions,
where each abstraction, considered individually, is not par
ticularly complex. Presenting serviceable views of all the
abstractions in the program is more useful to the practising
programmer than presenting very detailed views of any par
ticular abstraction.
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Reuse
As illustrated by the examples in Section 5, Tarrainglm’s
object oriented framework, and the use of objects to capture
the abstractions in the target program, supports the reuse of
visualisations (i.e. views and watchers) and allows new views
to be built by composition. We have found that this reuse is
quite possible within a single program or a single library. For
example, the reuse of collection views to display the stack
(Figure 6 and Figure 7) relies upon the stack conforming to the
standard interface of collection objects in the Self library.
Similarly, the use of the stream view to display the parser’s
input stream and token stream in Figure 10 depends upon the
common stream interface used within the design of the parser
example program.
It would be interesting to investigate the possibilities for
reuse across different programs within the same domain —
that is, across different programs which perform related tasks
and can be expected to share some abstractions. For example,
Ageson (1994) describes Mango, an alternative parser genera
tor also written in Self. Ideally, the views we constructed to
display our example parser would be able to be reused to
visualise a Mango parser, as both programs operate in the
same domain.
8 CONCLUSION
We have described the design of the Tarraingim program
visualisation system. Tarraingim benefits from object orien
tation in two ways. First, objects are used to organise the
target program, so that the target program’s abstractions are
made explicit in its structure. Tarraingim has successfully
visualised small programs at multiple levels of abstraction,
without the implementation of those abstractions being de
scribed separately to the visualisation system. Second,
Tarraingfm’s architecture is based upon an object oriented
framework. We have found this provides a flexible architec
ture for producing multiple views, and have been able to
create new visualisations by reusing existing components.
We are continuing to experiment with Tarraingim, and pro
gram visualisation based upon objects, to support the visuali
sation of large and complex programs.
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GILSTER, P. (1995): The SLIP/PPP Connection, John Wiley and Sons,
442pp. $49.95.
Internet guru Paul Gilster has done it again! With his other Internet
related books, Gilster is quickly providing a formidable set. The subtitle
of this book is “The Essential Guide to Graphical Internet Access” and
the back cover boldly declares “You need this book to access the World
Wide Web and to use graphical internet tools!” Initially I was sceptical
of such a claim, with words such as “essential” and “need” appearing
rather exaggerated. Now I'm not too sure. True, one may not “need” this
book — but certainly it is a tremendous asset.
The essence of Gilster’s latest work is a thorough and non-technical
explanation of the Serial Line Internet Protocol (SLIP) and the Point-to-Point
Protocol (PPP), both of which allow any person accessing a remote machine
with Internet connectivity via a modem (or any other serial line) to achieve
graphical internet connectivity. Gone are the days of the text terminal!
The book is very thorough, and not only are SLIP and PPP explained, but
Gilster details how to configure a PC and a Macintosh to use SLIP and PPP.
He then describes quite considerably numerous packages available for these
two machines permitting one to use FTP, telnet, Gopher, the World-WideWeb, USENET and electronic mail (among other facilities) just as if one were
directly connected to the Internet with an X-Terminal. He explains just how
to obtain these programs, how to install them, and finally, how to actually
make good use of them.
Quite seriously, anyone who reads this book and follows its instructions
will have a very clear understanding of SLIP and PPP, and will have a very
robust and versatile collection of software, allowing them to fully exploit the
potential of the Internet from their desktop.
D Williams
University of Newcastle
PHLEGAR, P, (1995): Love Online—A Practical Guide to Digital Dating,
Addison-Wesley, 184pp., $17.95.
Pilate once asked a question in three simple words that has echoed through
the ages, “What is Truth?”. Our generation seems less interested in truth, but
is probably more obsessed with, as the song says, “What is this thing called
love?”. This book throws into relief one of the latest means of pursuing that
elusive commodity — via on-line chat and interpersonal exchange in
cyberspace. Like most modern commentators, however, the author is just as
mixed up as are love seekers, be they net-chatters or crooners, about the
difference between love and plain old sex. So it is probably equally fair to
regard this book as a substitute for a manual on “Netsex, and How To Get
It.” But even recognising this, it won’t help you all that much!
It’s hard to grasp exactly what the intent of this book is. It is by no means
academic. One would have hoped for a depth analysis of the psychology
and sociology of cyber-seekers of net-love, net-companionship, and netwhat-e’er-else you might wish. Why, for example, cyberspace rather than
real life? At best, although psychology is mentioned, and the author claims
to have chatted to a psychologist who “spent many hours with me, sharing
his insights on the psychology of the cyberspace community”, any
psychological analysis is truly trivial and superficial. The author is a journal
ist, and the book really is a journalistic “investigation” of a current hot
topic with all the superficiality that implies. It might best be regarded as
homely advice that Grandma might have given, had Grandma ever thought
of chatting about a net she’d never met or even imagined, about those subjects
that were better not chatted about anyway. And the similarity of the themes
of this book when giving advice about protecting oneself from net-vultures,
bears a striking resemblance to what I think Grandma may have said about
being left alone in the parlour when Horace came a-calling. And in those days
we listened to Grandma, and were in no doubt about the standards we were
expected to emulate.
What do I really mean? Well, for example, the author unfolds a scenario
where boy (probably) meets girl (probably) via net-chat. Chat develops and,
from the public net, might well develop into a little private netchat. Subjects
deepen and face to face meeting may be requested and, wow, from there it’s
all supposedly rosy in the garden. Alternatively, if desired, the relationship
may remain on the net, and possibly develop into a sort of typed phone-sex
orgy of written mutual arousal. The author offers a lot of caution regarding
getting involved in this cycle—the person to whom you chat may not be what
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they are claiming (they may not be Rock Hudson, 25, Elle-like, physical,
gorgeous, blonde, hunk-like, or even the sex they claim). So don’t reveal too
much — your name, locality, phone number, address, personal details, etc.
If a face to face meeting is requested, then go in company if you go at all,
watch out for the cyber-rapist, give yourself an escape route, and terminate
quickly if you wish. Beware, you may be disappointed if the vision doesn’t
match reality. The person may not even be an adult at all, and you may be
seducing, or being seduced by, a child with a quick wit and a roguish nature.
A serious issue. And so on, with this sort of homespun wisdom laboured page
after page.
I may be extraordinarily naive,1 but is this sort of basic personal survival
creed such an astounding new insight that it warrants bookspace? Have we
come to such a pass of gullibility, that this fundamental circumspection needs
stating because it is not known or not practised? If we have, then it is our basic
family and school education that must give us the most profound cause for
concern — not net-sex. I will mention later the access of youth to material
such as chat-groups on the net, but if we have come to the pretty pass I question
above, there are grossly more fundamental questions to answer than simply
whether school pupils should have access to the net. Perhaps this is one use
of this book that it raises issues in such a way that causes us, not to examine
the issues themselves, but the underlying societal structures that require them
to be stated like this. The author doesn’t go near this latter topic.
Mind you there are a couple of interesting and pertinent questions raised by
the way through the text —just a couple. The author talks about an individual
sitting in front of his or her screen late into the night when the spouse has long
gone to sleep elsewhere in the home. A regular “monogamous” relationship is
developed by chat, and remains purely netbound, with no personal meeting
at all, but is deliberately used for the pseudo-phone-sex type of contact. Does
this constitute an any less adulterous relationship simply because it is mediated
by net lines and not face to face? Does it constitute unfaithfulness? An
interesting question. Is it a sort of legal prostitution with no charge? Is the cyber
morality any different from real life morality?
Further the author notes an interesting aspect of net-love, which is one of
the few features that takes net-love into a more pure realm. It certainly allows
a more “pure” form of interaction than is otherwise often the case. It allows
communication relatively free from the prejudices of physical stature, physi
cal appearance, disability, and soon. Perhaps this is a worthy idea of “true
love” from which we might learn. Mind you, the likelihood of deception is
even stronger with those who have not “been able to make it” in real space,
before trying cyberspace.
So where did I go from here. Well, I thought I’d try the net out — see how
accurate the author was about her glowing ideals of the potential of net-chat
for establishing “meaningful” (in whatever terms you find meaning) relation
ships. She said that mature people could keep their net-relationships under
control to the degree they desired, and I certainly was only going to look and
see from a purely investigative viewpoint! So I invoked IRC for the very first
time and joined some of the more hot groups around the net to have a quick
look see and evaluate for myself. Anyone logging my net activity must have
thought that the conservative old fuddy-duddy had finally gone troppo!
Initially, I took the author’s advice and simply lurked for a while watching
what others seemed to get from the net. To be brutally frank, I’ve seldom
wasted so much time in my life. The conversations were utterly banal, and the
sex (if ever it popped up) about as subtle as a bull in a china shop. Even
grotesque. If this is what on-line sex/love/dating has to offer, then don’t
bother. The same old names kept popping up on all the chat-groups with the
same old boringly unsubtle themes. Well, bored as I was, I decided to
adventure a little, getting a mere toe wet at first, so, once or twice I ventured
a “hi” or a “:-)”, which is a net smile. And the lack of response was deafening.
The net is certainly for aficionados. Unless you understand the lingo—forget
it. It’s a bit like getting into computing from the start. The chat groups are just
as bad as anywhere else. The language and mystique were amazing — I ran
up against net controllers, invisible users, invite-only groups, and so on,
without a clue what they were, much less how to make constructive use of
them. And I would have had Buckley’s own chance of establishing a
meaningful private chat with a pert damsel even if I was so minded. And that
is from a person with postgraduate qualifications in Computer Science, and
someone quite computer literate. And when I briefly announced I was a newie
at this game and would benefit from an explanation or help, again the silence
was deafening. And when I next used IRC, I found that I’d been kicked off the
channel and banned for a few days!
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This book had prepared me for nothing of this nature despite about half of
it being an introduction to how to "get it” on AOL, CompuServe, Delphi,
Genie, and a few others. My conclusion was that the reality was quite
different from the rosy picture in the book. No real chance of meeting friends
here, much less a little pleasant dalliance even if I were so minded! One
simply has to be part of the scene — or else be a total outsider.
All this set me thinking on wider issues, and particularly the currently
topical question of whether school pupils should have access to Internet. One
hears every politician jumping on the bandwagon, all professing an aim that
no child shall live without the information superhighway by the year 2000.1
suspect most would not know the Internet from a fishing net! Sure the net has
much potential for communicating information for educational purposes, but
my experience in this area (happier than with the hot stuff) is that really useful
information not able to be found elsewhere is pretty sparse, and to get this
minimal “valid” usage of the net, our kids will be exposed to all the other tripe
in saturating quantities. Not thatexposure to sexual themes is the prime issue
in itself, undesirable as it might be — rather, given the gross and banal form
in which it is served up, what it says about the types of thought processes and
mores we are inculcating into our young. Are we imparting skills of critical
thinking that can see this stuff for what it really is — simply base, gut-level,
instinctual, reactive stuff, exposure to which makes no critical demands, and
allows no growth in evaluative thought processes and consequential thinking
about one’s actions and attitudes?
Personally I would prefer a child to learn how to use a library before an on
line information service, to be able to do arithmetic before using a calculator,
to be able to write well before using a wordprocessor, spellchecker and
grammar aid, to develop healthy interpersonal skills in relationships educa
tion before flaunting around the net, and being flaunted at(!), and so on.
So I think I’11 stick to the printed word for the moment, and keep a finger
out of digital dating, though mind you, in the right circumstances I suppose
I could be convinced otherwise ...
True gentleman, earlyfortys, rather overweight, balding, but with a nice
personality, seeks a luscious 20-25 year old lady, trim curvaceousfigure,
fine skin, soft husky voice, long soft hair, to conduct private lessons on the
use ofcyber-space chat-groups. Desires never to be banned again, and to
learn the fullest potentials of the medium. Picture, vital statistics, avail
ability, to...
Dr Chris Andrews
Royal Brisbane Hospital
1 Actually my naivete is a little rhetorical, simply to make a point, having
seen much of real life as a GP!

monitors, printers, tape drives, optical disk drives, as well the options
necessary for setting up systems that will be used primarily for communica
tions and multimedia applications.
Hoskins does not neglect the software issues involved with PCs. One
chapter is devoted to application programs, whilst another covers operating
system concepts. He describes the concepts of multiapplicalion, multi-user,
real mode, protected mode, virtual 8086 mode, and then looks at DOS,
Windows, and OS/2. Another chapter discusses the requirements for setting
up local area networks.
The last chapter discusses the business issues involved in choosing the
right PC setup: what is the computer to be used for, what software is required,
and what specific hardware must be included.
This book can either be read right through to get a feel for the current
state of IBM personal computing, or alternatively, it can be used as a
reference source.
Tony Stevenson
Melbourne

HOSKINS, J. (1995)'. IBM Personal Computers — A Business Perspective
(8th Edition), John Wiley & Sons, Inc., New York, 318pp., $55.59.

ELLSWORTH, J. and ELLSWORTH, M. (1995): The Internet Business
Kit, Jacaranda Wiley, 2 books and a CD, $120.

Any book that is in its eighth edition must be meeting market demands, or,
alternatively, its subject matter must be so volatile that constant updates to it
are needed. Jim Hoskins’ book falls into both categories.
Since 12th August, 1981, when IBM announced the IBM Personal
Computer (IBM PC), this section of information technology has grown at an
amazing rate. It is sobering to reflect, in the resource hungry 90s, that the
original “IBM PC had an 8088 microprocessor, 16K of standard memory,
160K diskette drives, a text-only monochrome display, and a cassette port!”
If you need to know about IBM personal computers, this is the book to read.
The first chapter (a large one of 120 pages) introduces the entire range of IBM
personal computers that are available. These have been divided up into the
following families: Aptiva, ValuePoint, PS/2, IBM PC, PS/2 Server, IBM PC
Server, and the ThinkPad. The author provides an overview of each model,
using an accompanying photograph to highlight the standard equipment and
physical dimensions of that model.
Towards the end of this chapter, Hoskins provides a performance over
view of the different models. However, he also points out the danger of rating
a model simply by the performance characteristics of individual components.
Because it takes the successful integration of different components to make
a system perform well, the last part of this chapter takes an in-depth look at
these components: microprocessors and memory, disk storage (both diskettes
and fixed disks), expansion slots (Micro Channel, ISA, EISA, and PCMCIA),
graphics, ports and keyboards.
The second chapter explores the different options and peripherals that can
be chosen to make up a preferred system. Some of these options include

This is a most interesting package which any entrepeneurially-minded
person may wish to consider. It consistsoftwo useful books andaCDROM.
These books are “The Internet Business Book” — a complete guide to what
the Internet is, how to get access, and how to make use of it, then marketing
and creating a corporate presence through sales, advertising and customer
support — and “Marketing on the Internet” — which is, I imagine, a sequel,
with an emphasis on creating an effective multimedia system for conducting
advertising, marketing and sales on the Internet via the World-Wide-Web.
Both books are comprehensive and are very well written, with many useful
illustrations and examples, not to mention listings of relevant newsgroups,
WWW sites and so forth.
The CD contains a very good suite of software tools (“Internet Chame
leon”) which allow one to access the Internet via the World-WideWeb, send
email and other tasks, as well as a HTML editor and some HTML templates.
The Chameleon suite does not require any other networking software to be
loaded such as Trumpet Winsock, but does assume a SLIP or PPP connec
tivity to the Internet (which makes sense, considering the multimedia empha
sis of the package). A booklet accompanies the CD, with an overview of the
topics covered by the books, with appropriate page references, to allow one
to quickly begin their “net explorations”.
This is a good package, and the authors are clearly knowledgeable about
both business and the Internet. Their advice is sound and follows high
standards of “netiquette” which can only result in a good business name.
D Williams
University of Newcastle
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FIEDLER, D. and HUNTER, B. (1995): Unix System V Release 4 Admin
istration, Hayden Books, 436pp., unspecified price.
Often books labelled as covering systems administration fall short of such
a title. One expects more than a simple Unix tutorial and a basic introduction
to the fields in /etc/passwd. Indeed, I would be concerned by the appointment
of a systems administrator who had need of such a book.
Happily, this work by Fiedler and Hunter is a break from the tradition and
contains lots of highly useful information. With this text one can truly get
their “hands dirty”. It is aimed directly at systems administrators and covers
the topics and details relevant to such, beginning with the process of bringing
the system up — exploring/etc/rc, fsck, lost+found and otherpiecesofUnix
paraphenalia, onto the purposes of the many directories about the place - /bin,
/dev,/usr/bin,/usr/lib,/usr/spool, /etc and so forth, through to mounting and
unmounting file systems; shutting down the system; account management;
backing up; security; terminals, modems and printers; networks; email and
news — with coverage of sendmail — and finally a chapter dedicated to
Workstations, X-Terminals and PC’s. Appendices explain shell-program
ming, RS-232 connections and UUCP logging.
Throughout the book many examples are given, as well as pieces of sage
advice. I am sure those who are looking for a text on SVR4 systems
administration would do well with this one.
D Williams
University of Newcastle
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HALL, P.A.V. (ed.) (1992): Software Reuse and Reverse Engineering in
Practice, Chapman & Hall, London, 584pp., $254.75 (hardback)
This volume is a collection of papers that were presented at two seminars
held in London by Unicom in 1989 and 1990. The papers range from
largely academic, such as one by Boldyreff and Zhang that describes a
transformational approach to software reverse engineering, through to
the thoroughly commercial such as those that discuss the business and
legal ramifications of reuse and reverse engineering. There are also
some which are solely devoted to the promotion of certain commercial
products. Most of the papers lie somewhere in between, being either
tutorials on particular aspects of these subjects, or presenting industrial
applications of related methods and tools.
The papers, some of which I have highlighted as reasonably interesting,
are organised into seven topics:
Tutorial Overview — The editor’s tutorial provides a good overview
of some of the technical issues relating to reuse, reverse engineering and
re-engineering of software, and then proceeds to discuss other issues
such as the cultural attitudes of software developers and legal ramifica
tions of reverse engineering.
Software Reuse — Bott and Ratcliffe’s paper defines a number of levels
of software reuse and gives a broad overview of the criteria for reuse,
emphasising that the main barriers to reuse are non-technical. How to
recognise generalised software components is the main thrust of Minkowitz’s
contribution, in which she compares the use of generalised components such
as 4GLs, spreadsheet packages and Al toolkits to the ‘warehouse of parts’
approach to software reuse.
Object-oriented Methods—Practical application of object-oriented meth
ods in the IS environment is the subject of Jones’ paper, however it has little
to say about the impact of OO methods on software reuse and reverse
engineering, and even less that is positive.

Reverse Engineering and Re-engineering — Frazer provides us
with a comprehensive look at reverse engineering, the reasons for it
and its relationship to the software development lifecycle. The
emphasis of his paper is the availability of tools to support reverse
engineering and how to go about their selection. Holloway also
concentrates on the availability of tools for re-engineering business
systems but concludes that they are in their infancy. Warden de
scribes a methodology for re-engineering of commercial systems
and reports the results of a project to re-engineer a suite of COBOL
programs totalling 150,000 lines.
Reuse and Re-engineering for Parallel or Distributed Hardware -— A
software architecture that supports construction of distributed systems from
reusable components is described by Kramer. He describes the use of a
configuration language to express the structure of components within a
system, rather than embedding structural dependencies within the compo
nents themselves.
Support for Maintence — the sixth topic is self explanatory.
Management and Business Issues — Kruzela and Brorsson’s
study of the human aspects and organisational issues of software
reuse is a brief yet interesting sojourn into the minds of software
developers, both technicians and managers. Their paper also de
scribes how two organisations have structured themselves to achieve
higher levels of software reuse.
Overall, this book provides the student of software reuse with a good
overview of the issues relating to software reuse and reverse engineering.
However many of the 30 papers are concerned with esoteric subjects which
the reviewer found quite soporific. Others were so lightweight as to have no
useful information content at all. Their omission would have improved the
quality of this volume.
Stephen Szalla
WorkGroup Systems Australia

New regulations
to reduce
the problem

From January 1996 the Spectrum Management
Agency (SMA) will begin to phase-in an EMC
standards framework to control the sources and
effects of electromagnetic interference.
The standards will be enforceable from January
1997 and will most directly
affect manufacturers, agents of
overseas manufacturers and
direct importers of electrical and
electronic products.
An Information for Suppliers
booklet has been prepared by
the SMA to advise of the new
arrangements.
To obtain a copy of the booklet
suppliers can contact the Spectrum
Management Agency on 1800 642 187.

To assist industry in the transition to the new
standards a series of programs have been
developed by the Department of Industry, Science
and Technology. These will be delivered through
the Australian Electronics Development Centre.

Electromagnetic
Compatibility
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For information on these programs contact the
AEDC on 03 9302 1422.
Management
Agency
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The Computer
journal
Whatever the breakthrough, whatever the
hypothesis or speculation. The Computer
Journal has published the advances in the field
for almost 40 years.
In 1993 the journal was re-launched under the
editorship of Keith van Rijsbergen. With a new
cover and a new international editorial board,
the journal has returned to publishing research
papers in a full range of subject areas - keeping
you up-to-date on a wide range of research.
The journal is fast too, publishing leading edge
research within six months of receipt.
Volume 38, 10 issues in 1995, ISSN 0010-4620
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Fast learning automaton-based image examination and
retrieval. B.J. Oommen and C. Fothergill.

(vol. 36 no. 6)
General reduction methods for the reliability analysis of
distributed computing systems. M.-S. Lin and
D.-J. Chen. (vol. 36 no. 7)

Computers are increasingly used in areas where
they can offer improved levels of safety, security
and integrity. High Integrity Systems is a new
journal, aiming to encourage the application of
the best possible practices in this fast growing
area of research.
Volume 2, 6 issues in 1995, ISSN 0967-2648

Road extraction and topographic data validation using area
topology. D. A. Varley andM.Visvalingam. (vol. 37no. 1)

Please send me subscription details and:
I

I a free sample copy of The Computer Journal

Formal methods and VLSI engineering practice.
V. Stavridou. (vol. 37 no. 2)
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