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In this paper we show how mesh-connected n x n-processor
arrays with dynamically reconfigurable busses can be used
efficiently to compute the product of sparse n x n-matrices
A and B. If A contains at most 0(1) nonzero elements petrow and B contains at most 0(1) nonzero elements per
column, the time of the algorithm is in 0(1).
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1 INTRODUCTION
Mesh-connected arrays with reconfigurable busses have
proven to be a powerful model of computation leading to very
fast algorithms for a number of problems. In particular,
constant time algorithms have been designed for problems
which need nonconstant time on a CRCW-PRAM with
bounded fan-in (e.g. the parity function). This is achieved by
appropriately transferring major parts of the computation
into the reconfiguration of busses (Miller et al, 1993). Prob
lems studied so far include semigroup and parallel prefix
computations, sorting, binary addition, graph problems, and
image processing.
Park et al (1993) present a constant time algorithm for
computing the product of n x n-matrices on an n2 x n2
reconfigurable mesh which is optimal with respect to the
VLSI-complexity measure AT2 (Savage, 1981). Obviously,
such an algorithm has only little practical relevance, since
it can only be realised reasonably for relatively small
matrices. On n x n-arrays we have systolic algorithms for
multiplying n x n matrices in time O(n) which is AT2optimal again (see e.g. Ullman, 1984). Therefore, we
cannot hope to get significantly better time performance
by using reconfigurable busses.
For sparse matrices, though, we have a different situation,
since the lower bound for AT2 no longer applies. If the number
of nonzero elements is in O(n), the number of arithmetic
operations for matrix multiplication is reduced to at most
0(n2), i.e. one should hope for algorithms with improved time
performance on n x n-arrays.
In this paper we show that arrays with reconfigurable
busses can be used efficiently to multiply sparse matrices.
Assuming that every processing element of an n x /7-array with
reconfigurable busses holds one element of a matrix A and one
element of a matrix B we present an algorithm for computing
C = A B in time 0(r2) where r is the maximal number of
nonzero elements per row and column of A and B, respec
tively. Therefore, we can multiply sparse matrices in constant
time, if r is in 0(1). This has to be compared with results of
Kruskal, Rudolph, and Snir (1989) and Manzini (1994), who
essentially give 0(j logp) time algorithms for sparse matrix
multiplication on PRAM’s and hypercubes withp processors.
2 MODEL OF COMPUTATION
Our model of computation is an SIMD n x /7-array of
processing elements (PE’s) with reconfigurable busses as
depicted in Figure 1. Various possibilities for configuring
the busses are indicated in Figure 1(b) and 1(c) by using
thick lines and shaded switches. Every PE can read from
every bus it is connected to, but only one PE at a time can
write the value of one of its registers on a bus, i.e. we have
CREW-busses. If no PE writes on a bus then its value is 0.
Every PE has a constant number of registers. Every PE
knows its row and column indices. Signal propagation on
busses is assumed to take constant time regardless of the
number of switches on the bus.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 2, MAY 1995 37

SPARSE MATRIX MULTIPLICATION ON A RECONFIGURABLE MESH

(a) unconfigured

w

(b) configured

€> |jj
EW

NS

NE

ES

sw

WN

(c) example switch configurations

Figure 1: Mesh-connected array with reconfigurable busses.

3 SPARSE MATRICES
Let A be an n x n-matrix. As is obvious from looking at e.g.
Kruskal, Rudolph and Snir (1989), Manzini (1994), 0sterby
and Zlatev (1983), there is no generally agreed upon definition
of the sparseness of A, although the minimal requirement is
that the number of nonzero elements is significantly less than
n2. In this paper we consider the following properties to
characterise the sparseness of A:
(51) The number of nonzero elements of A is O(n).
(52) The maximal number of nonzero elements per row of A
is in 0(1).
(53) The maximal number of nonzero elements per column
of A is in 0(1).
(54) In every row and column of A there are 0(1) nonzero
elements.
Obviously, (SI) is the weakest and (S4) is the strongest
property. In the following we say that A is weakly sparse, row
sparse, column sparse, or uniformly sparse, if it satisfies (S1),
(S2), (S3), or (S4), respectively.
The main reason for studying sparse matrices is that they
occur quite frequently in numerical computations which thus
can have significantly reduced time and space complexities
compared with full matrices. In particular, the multiplication
of weakly sparse matrices needs at most 0(«2) arithmetic
operations. If both matrices are uniformly sparse, this is even
further reduced to 0(n), and the product matrix is uniformly
sparse, too. Because of this property we generally assume in
the rest of this paper that the matrices are uniformly sparse.
Otherwise, the time of our algorithm could rise to O(n), i.e. it
would no longer be an improvement compared with the
standard systolic matrix multiplication.
Several different data structures have been suggested for
the space-efficient representation of sparse matrices (Kruskal,
Rudolph and Snir, 1989; Osterby and Zlatev, 1983). Although
one could also study transformations between different repre
sentations of sparse matrices using mesh-connected arrays
with reconfigurable busses, we shall not consider such prob
lems here.
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4 THE ALGORITHM
For our matrix multiplication algorithm we assume that matrices
A and B are stored in an n x n-array P such that PE P• contains
Ojj in its register A and
in its register B. At the end of the
algorithm, cu should be in register C of Pitj which is initially set
to zero. The algorithm itself requires only 2 additional registers
per processor. Both matrices A and B are assumed to be uni
formly sparse with at most r nonzero elements in every row and
column. For ease of description, we assume that r divides n.
The algorithm is outlined below and its four phases are
described in more detail in the following subsections.
1 A-compression:
All the nonzero elements of A are moved into the
topmost r rows of P such that the nonzero elements
of a row of A are in at most r adjacent positions of a
row of P.
2 B-compression:
All the nonzero elements of B are moved into the
leftmost r columns of P such that the nonzero elements
of a column of B are in at most r adjacent positions of a
column of P.
FOR s:= 1 TO r DO
3 Computation of the scalar products:
FOR t:= 1 TO r DO
Compute all the scalar products of the rows of A and
the columns of B contained in row s and column t of
P, respectively.
ENDt
4 Routing of C:
Move all the nonzero elements of C computed in Phase
3 to their final positions in P.
ENDs
4.1 Matrix Compression
Since Phase 1 and Phase 2 are completely analogous, it is
sufficient to describe just one of them. So, consider the
problem of moving all the nonzero a:j into the topmost rows
of the n x n-array P. This is done in two steps:
First, in every row we move all the nonzero elements into
the leftmost columns (see Figure 2).
Since we have to remember their positions, every nonzero
element is augmented with its indices (if). The elements are
sent to the left, one after the other. This is done using the zero
and nonzero elements to appropriately partition the row busses
into segments and using a binary token to mark the “active”
bus segment where a nonzero element has to be moved.
Therefore, this step takes time 0(rA) where rA is the maximum
number of nonzero elements per row of A. The value of rA is
easily determined using the column busses (see Figure 3(a)).
Analogously, we determine cA which is the maximum number
of nonzero elements per column of A as well as rB and cB and
thus r = max{rA, cA, rB, cB). As mentioned before, we assume
that r divides n. If it does not, the necessary changes to the
algorithm are straightforward.
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Therefore, in every execution of Phase 3 we compute the
nonzero elements of (J-rows of C. Since C is uniformly sparse
with at most r2 elements per row and column, there can be no
more than r2 nonzero c,-; in every n x r vertical slice of P (with
each slice corresponding to a single row of C). During Phase
4 these elements are moved to their final position in P as
described in the next subsection.
Figure 2: Moving all the nonzero elements to the left.

We reserve r cells for every row of A, i.e. in every row of
P we first move the nonzero elements ofA into the appropriate
“column interval” of size r (Figure 3(b)) and then move them
into their final row using the column busses (Figure 3(c)). For
efficient execution of phases 3 and 4, we choose the column
intervals such that at the end row i of P contains rows i,i + r,...,
i + (7-I) r of A. The positions of the columns of B can be
similarly chosen. Since only r rows of P are filled with the
rows of A (and only r columns of P with columns of B), phases
1 and 2 are completed in time O(r).

Figure 4: Computing the scalar product of compressed row i of A and
compressed column j of B by matching indices in the corresponding
rxr subarray of P.

4.3 Routing the Product Matrix
In Phase 4, the starting situation for the routing is the following:
In every n x r vertical slice there are at most r nonzero elements
of C stored in the leftmost column (of that slice). All these
elements belong to the same row x of C, or, more precisely, the
elements in the kth slice belong to row s + (k- 1 )r of C. The
routing phase consists of an initial step followed by 3 steps which
are repeated r times. These steps are as follows:

(a)
(b)
(c)
Figure 3: Moving the nonzero elements into the topmost rows of P.

Step 1: Initially, the nonzero elements in the first column of
every slice are broadcast over their row in the slice.

4.2 Computing the Scalar Products
In Phase 3 of the algorithm we have to compute the scalar
products of all the compressed columns of B and those
compressed rows of A contained in row y of P, i.e. all the
elements in rows s, s + r, ..., y + (f- l) r of C.
In iteration t of Phase 3 we first broadcast every nonzero
element of the compressed rows of A contained in row y of P
together with its column index over the column busses and
every nonzero element of the compressed columns of B
contained in column t of P together with its row index over the
row busses. Then, each product of a compressed row i of A
with a compressed column j of B is computed in the corre
sponding r x r subarray of P that contains only nonzero
elements of row i of A and column j of B.
This computation of
alkbkJ is done in the
following way (see Figure 4). Whenever a PE of this subarray
gets the same indices over its row and column busses, it has to
multiply the two elements. Obviously, this can result in at
most r nonzero products. To reduce the overall time complex
ity, the additions of these products are postponed until after the
end of the loop of Phase 3. Therefore, in iteration t of the loop,
the at most r nonzero products aikbkj are stored in row t of the
rxr subarray. After the end of the loop, the addition of these
nonzero products is done in row t of the subarray in time 0(log
r). The resulting value Cy is stored in the first processor in row
t of the subarray.

REPEAT r TIMES
Step 2: Determine the r topmost nonzero elements of each
slice, (see Figure 5(a))
All PEs with a nonzero element configure (NE,SW)
and all others configure (NS). Furthermore, all proc
essors in the first column of each slice disconnect
their western port. The top-leftmost PE of each
vertical slice writes a special signal # to it’s northern
port and all PEs containing a nonzero element at
tempt to detect this signal on their northern port.
Step 3: Move the topmost r nonzero elements onto the main
diagonal ofP. (see Figure 5(b))
All PEs reconnect (NS). PEs which contain a nonzero
element and detected signal # in Step 1 write their
nonzero element to their northern port. All PEs on
the main diagonal attempt to read a nonzero value
from their northern port.
Step 4: Move to final positions (see Figure 6)
All PEs reconnect (EW) and each PE on the main
diagonal broadcasts its nonzero element on the eastwest bus. At the same time all PEs attempt to read a
nonzero value from their eastern port. All PEs recon
nect (NS). Furthermore, all PEs in rows 1, 1 + r, 1 +
2r,..., 1 + (y -1) • r disconnect their northern port. All
PEs which received a nonzero value whose column
index was the same as their own, write the received
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element on their north-south bus. At the same time,
all PEs in rows 5,5 + r, s + 2r,...,s + (f-1) • /-attempt
to read a nonzero value from their southern port. All
those which receive a nonzero value store it in their
C register.
END
After Step 4 of the routing phase, r elements of all vertical
slices have been moved to their correct positions in C. Steps
2 and 3 of the routing phase are completed in 1 time step each.
Step 4 takes 2 time steps. Therefore, the routing phase is
completed in 4r + 1 steps.

which computes the product of uniformly sparse matrices A
and B in constant time.
The algorithm will still run in constant time if only B is
uniformly sparse and A is row sparse. If A is row sparse and B
is column sparse, the first three phases of the algorithm will
still be executed in constant time. But since in this case the
number of nonzero elements per row of the product matrix can
rise to Q(n), we cannot perform the final routing step in
constant time but only in time O(n), which means that we do
not get an improvement over the standard systolic matrix
multiplication. With respect to the multiplication of arbitrary
matrices A and B our. algorithm will be superior to standard
systolic matrix multiplication if the number of nonzero ele
ments per row and column of A and B is in o(fh).
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Figure 5: Steps 2 and 3 of the routing phase.
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Figure 6: Step 4 of the routing phase.

4.4 Time complexity
We have shown that phases 1 and 2 of the algorithm each take
time 0(r). Each of the r iterations of the loop of Phase 3 requires
constant time (3 time steps). After these r iterations of the loop
the additions are performed in time 0(log r) followed by the 4r
+ 1 time steps of the routing phase. Since this is repeated /-times,
the overall time complexity of our algorithm is O(r).
5 CONCLUSION
We have shown in this paper that mesh-connected n x //-arrays
with reconfigurable busses can be used efficiently to multiply
sparse // x //-matrices. In particular, we gave an algorithm
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1 INTRODUCTION
In order to execute a program in parallel, it is necessary to
partition and map the computation and data onto the proces
sors and memories of a parallel machine. The complexity of
parallel architectures has increased in recent years, and an
efficient execution of programs on these machines requires
that the individual characteristics of the machine be taken into
account. In the absence of an automatic tool, the computation
and data must be partitioned by the programmer herself. Her
strategies usually rely on experience and intuition. However,
considering the massive amount of sequential code with high
computational demands that already exists, the need for
automatic tools is urgent.
Automatic tools have a greater role than just salvaging
proverbial dusty decks. As the architectural characteristics of
parallel hardware become more complex, trade-offs in
parallelising a program become more involved, making it
more difficult for the programmer to do so in an optimal
fashion. This increases the need for tools that can partition
computation and data automatically, taking the hardware
characteristics into account. Even in the uniprocessor case, the
sequential computation model and the architecture is well
understood, yet code optimisers still improve the performance
of a program significantly. We believe that automatic tools
have great promise in improving the performance of parallel
programs in a similar fashion. Thus we view such automatic
tools as optimisers for parallel machines rather than automatic
parallelisation tools.
Nested loops are of interest to us because they are the core
of scientific and engineering applications which access large
arrays of data. This paper deals with the restructuring of nested
loops so that a partitioning of the loops and data gives the best
execution time on a target parallel machine. These
restructurings are called transformations. While some of the
problems in loop partitioning are computationally hard, effi
cient approximate solutions often exist. In this paper we
describe linear loop transformations, the state of the art loop
transformation technique, and their advantages.
In order to illustrate some of the goals of a transformation
consider a system comprised of a collection of processormemory pairs connected by an interconnection network. Each
processor has a private cache memory. Suppose the two
dimensional array A is of size m by n and the linear array B is
of size n. Given a two dimensional loop with n > nr.
for i = 0,m
for j = i,n
A(i,j) = A(i - 1,j) + B(j)
end for
end for
suppose that we map each iteration of the outer loop onto a
processor so that each processor executes the inner loop
iterations sequentially and that there are enough processors to
map each outer loop iteration onto a different processor.
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Hence, processor k executes all iterations with i = k. Suppose
we map the data so that processor k stores in its local memory
A(k, *), where * denotes all elements in that dimension of the
array, and element B (j) is stored in (j mod (jn + 1 )),h proces
sor’s memory.

i=i

B(0),B(m+l)
A(0,*),A(m+l ,*)

Yj

B(l),B(m+2)
B(2),B(m+3)
A(l,*),A(m+2,*) A(2,*),A(m+3,*)

Thin lines correspond to movement of elements of B.
Thick dotted lines correspond to movement elements of A.
Figure 1: An example of mapping.

In this scenario, depicted in Figure 1, processor k executes
n—k + 1 iterations. At least (n-\d{m + l)]l) elements of array
B() must be obtained remotely from other processors and
processor k must fetch A (k—1, *) from processor (k—1)',!.
Now, consider the following transformed loop nest that is
semantically identical to the above loop.
for j = 0,n
for i = 0,min(j,m)

A (i,jj = A(i—1,j) + B(j)
end for
end for

i=0..2

parallelism of the loop than the first. In fact, there is no
parallelism in the first mapping. In the second mapping, all of the
computations are independent and all data is local, so remote
accesses are not necessary, while the first mapping involves
considerable inter-processor data movement. The second ver
sion of the loop and mapping has better (in this case perfect)
static locality and has no overhead associated with accesses to
remote data. Moreover, the elements of B can be kept in a register
or at worst in the cache for reuse in each iteration, resulting in a
better dynamic locality. In the first mapping, references to the
same element of B are distributed across different processors and
hence the reuse of accesses to B are not exploited.
Since each processor executes a different number of itera
tions, the computational load on each processor varies. High
variance in computational load has a detrimental effect on the
performance. Between the above two loops, the second one
has a lower variance, and thus the load balance is better.
From the above example, we see that semantically equiva
lent nested loops can have different execution times based on
parallelism, static and dynamic locality, and load balance.
There are also other aspects we have not considered, such as
replicating array B on all processors. The objective of the
restructuring process is to obtain a program that is semanti
cally equivalent, yet performs better on the target parallel
machine due to improvements in parallelism, locality, and
load balance. Instead of presenting a collection of apparently
unrelated existing loop transformations, we present linear
transformations that subsume any sequence of existing trans
formations. We discuss in detail the formalism and techniques
for linear transformations.
The paper is organised as follows. We discuss the alge
braic representation of the loop structure in Section 2. The
mathematics of linear loop transformations is presented in
Section 3 along with techniques to generate the transformed
loop. Section 3 concludes summarising the advantages of
linear transformations over conventional approaches. Find
ing an optimal linear transform is a computationally hard
problem, and Section 4 presents two classes of linear trans
forms aimed at improving parallelism and locality which can
be derived in polynomial time. We conclude with Section 5.
2 REPRESENTING THE LOOP STRUCTURE

B(0)
A(*,0)

B(l)
A(*,l)

B(2)
A(*,2)

B(n)
A(*ji)

2.1 Affine Loop
Consider the following generic nested loop which serves as a
program model for the loop structure.

Figure 2: Another mapping.

If processor k executes all iterations with j = k, and has
stored in its local memory B(k) and A(*,k) then processor k
will execute min(L in) + 1 iterations. Because B(k) is never
modified, it can reside in a register (or possibly the cache).
Moreover, the elements of A accessed by a processor are all in
its local memory (Figure 2).
The above mappings use m and n processors, respectively.
Since n is larger than m, the second mapping exploits more
42 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 2, MAY 1995

for I, = L,, U,
for I, = lijjlj), U2(I;)
for I„ = MI,, .., I.J, MI,, .., IJ
H(I,, ..., IJ
end for
end for
end for

LINEAR LOOP TRANSFORMATIONS

are the iteration indices; L, and U„ the lower and upper
loop limits, are linear functions of iteration indices
and implicitly a stride of one is assumed. I = (/„...,/n)r is called
the iteration vector. H is the body of the nested loop. Typi
cally, an access to an m-dimensional array A in the loop body
has the form A(/,(/,, ..., /„), ...,/,,(/„ ..., /„)), where f’s are
functions of the iteration indices, and are called subscript
functions. A loop of the above form with linear subscript
functions is called an affine loop.
Definition 1 (Iteration space) X c Z" such that
X = {(/„ ..., ij IL, < /, < [/„ ..., 4(i„ ..., (,_,) < in < t/„(i„...,
A an iteration space, where i„ ..., in are the iteration indices,
and (Lt, U,), .... (L„, UJ are the respective loop limits.
Individual iterations are denoted by tuples of iteration
indices. Thus, there is a lexicographical order defined on the
iterations, and this order corresponds to the sequential execu
tion order.
Definition 2 (Lexicographic order <)1 Tuples i = (i„ ..., ij
and j = (j,,...,j„) satisfy i < j iff there exists an integer k, 1 <
k < n such that i, = j„ ..., it_, = jk_y and it < jk.

If maximum and minimum functions exist in the expres
sions for the loop bounds then the number of inequalities will
increase. For example, if a lower bound for index I. is max(I;,
10-Ij), then Ij-I. > 0 and I. + I> 10 both belong to the set of
inequalities SL.
Consider the following doubly nested loop which serves as
a running example to illustrate the techniques in linear loop
transformations. We refer to this loop as loop L in future.
for Ij = 0,10
for Ij = 0,10
A(Ij, I,) = A(I. - 1, I2) + A(Ij, I2- 1) + A(lfH 2, I2 + 1)
end for
end for
From the upper and lower loop limits of loop L we can
identify the following:
' 1
Sl =

L

SLl> 1
where SL is an n by n integer lower triangular matrix, I is the
n by 1 iteration vector, and 1 is a n by 1 integer vector.
Similarly, upper bounds can be represented by
SUI < u or - S„I > -u
We denote the inequalities corresponding to both the upper
and lower bounds by a combined set of inequalities S and c.

The polyhedral shape of the iteration space can now be
represented by
Si > c

1 Note that the symbol < is used to compare numbers as well as to compare
tuples. Although, this may be somewhat confusing at first, it simplifies the
notation greatly, and the intended meaning should be clear from the context.

' 0 '

0 '

1_

1

0

1

0 "

0

1

u=

10 '
10

Thus the loop bounds can be represented by

A linear transformation of a loop is a linear transformation
of its iteration space.
2.2 Loop Bounds
As is evident from the definition, we characterise the iteration
space by a set of inequalities corresponding to loop limits. A
bound matrix is a succinct way of specifying the bounds of the
loop iteration space. Since each of the lower and upper bounds
are affine functions of the iteration vector, the set of bounds
can be written in a matrix vector notation. The set of lower
bounds can be represented by

0

1
0

0
l

-1
o

0
-l J

i, ]
lh \
r

>

0
0
-10
L -io J

2.3 Data Dependence
The analysis of precedence constraints on the execution of the
statements of a program is a fundamental step in parallelising the
program. The dependence relation between two statements
constrains the order in which the statements may be executed.
The then clause of an if statement is control dependent on the
branching condition. A statement that uses the value of a variable
assigned by an earlier statement is data dependent on the earlier
statement (Banerjee, 1988). In this paper, we concern ourselves
only with data dependence. Control dependence is important to
identify functional level parallelism, and to choose between
various candidates for data distribution, among other things.
Since, our discussion is limited to analysis of dependence
between loop iterations, control dependence does not concern us
much. We briefly discuss the basic concepts in data dependence
and the computational complexity of deciding the existence of
a dependence. Banerjee (1988) serves as a very good reference
of early development in the area. Recent developments can be
found in Li, Yew and Zhu (1990), Wolfe and Tseng (1992), Pugh
(1992), and Maydan, Hennessy and Lam (1991).
There are four types of data dependences '.flow, anti, output,
and input dependence. The only true dependence is flow de
pendence. The other dependences are the result of reusing the
same location of memory and are hence called pseudo
dependences. They can be eliminated by renaming some of the
variables (Cytron and Ferrante, 1987). For this reason we write
518 S2 to mean flow dependence from S to S2 from now on.
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Definition 3 (Flow Dependence) An iteration j e 2 is
flow dependent on iteration i el, denoted i 8 j, iff there
exists an element of an array assigned to in i and refer
enced in j, such that i < j and there is no k, i < k < j with
k<5j for the same array element.
The sequential semantics of a loop suggests that a flow
dependence is always positive. This property determines the
validity or legality of a loop transformation.
Finding the dependence information, however, is a
computationally hard problem. Given iterations i and j, two
references to an m-dimensional array A, A(/J(i),
i)) and
A(g,(j),..., &„(])) are to the same element iff/(i) = gj|),
(i)

Figure 3 shows the dependences in the iteration space.

‘pendence (2,-1)

= g,„(j))- For conciseness we denote this set of equalities by F(i)
= G(j). The dependence problem can then be stated as follows:
Do there exist iterations i and j in the iteration space such that
F(i) = G(j)? In other words, we need to know whether the
following integer programming problem has integer solutions:
Si > c
Sj >c
/'(i) = G(j)
We know that the above problem is NP-complete. Moreo
ver, for restructuring purposes we need more information than
the mere existence of a dependence. We often need to know
all the pairs of iterations that are dependent and the precise
relationship between them, such as the dependence distance
vector.
Definition 4 (Dependence Distance Vector) For a pair of
iterations i = (i..... . if and j = (/',, „.,/,) such that i 8 j, the
vector j-i = (/, - i„ ..., jn - if is called the dependence
distance vector.
The dependence distance vector is called a constant or
uniform dependence if it contains only constants. For exam
ple, (1,2) is a constant dependence. In contrast, (z',0), is a linear
dependence. In this paper “dependence” refers to a uniform
dependence distance vector. (A vector of+, -or 0 correspond
ing to whether a dependence component is positive, negative
or zero is called a direction vector.)
A dependence (*/„•„, df is positive if the first nonzero
element, dk, is positive, and we say that the dependence is
carried by the k,h loop. The Dependence matrix, D, is an n by
m integer matrix, where n is the dimension of the nested loop
and m is the number of dependences. That is, each column of
D contains a dependence distance vector D,.
We return to loop L and notice that there are 3 dependences
corresponding to 3 pairs of reads and the writes to array A:
[A(/„ If , A(/,-l , /,)] , [A(/, , If , A(/, , 7-1 )] and [A(/„ If,
A(I-2, I+ 1)]. Consider the third pair of references. With
iterations i = (/„(,) and j = (J„jf such that i <j, if i, = j-2 and
/, -j,+ 1 then i5j. Therefore, the dependence distance and
direction vectors are,
= (2,-1) and (+1,-1) respec
tively. The other dependence distances are (1,0) and (0,1)
(with directions (+1,0), (0, +1) respectively). The dependence
matrix therefore is
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Figure 3: Dependences in iteration space (only a 5 x 5 space is shown
for clarity).

Because the problem of determining the existence of a
dependence is NP-complete, one often employs efficient
algorithms that solve restricted cases or provide approximate
solutions in practice. GCD test (Banerjee, 1988) finds the
existence of an integer solution to the dependence problem
with only a single subscript in an unbounded iteration space.
Some algorithms find real valued solutions in bounded itera
tion spaces and dependence direction information (Li, Yew
and Zhu, 1990; Wolfe and Tseng, 1992). Recently, Pugh
(1992) noted that integer programming solutions, with expo
nential worst case complexity have much lower average
complexity. A modified Fourier-Motzkin variable elimina
tion (Schrij ver, 1986) produces exact solutions in a reasonable
amount of time for many problems.
3 LINEAR LOOP TRANSFORMATIONS
3.1 Motivation for the Theory
Until recently, the various loop transformations such as
reversal, skewing, permutations, and inner/outer loop
parallelisation were handled independently, and deter
mining which loop transformations to apply to a given
nested loop and in what order remained an open issue. The
concept of linear transformations for loop partitioning
were introduced independently by Banerjee (1990), and
by Wolf and Lam (1990).
In the conventional approach there exist several appar
ently independent transformations, including loop inter
change, loop permutation, skew, reversal, wavefront,
and tiling.
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Loop interchange (Wolfe, 1990), as the name suggests,
exchanges two loop levels. In a doubly nested loop, a loop
interchange can expose parallelism at the inner loop level
enabling vectorisation or it can expose parallelism at the outer
loop. Loop permutation is a generalisation of loop interchange
and corresponds to a sequence of interchanges of loop levels.
Wavefront (Lamport, 1974) identifies sets of inde
pendent iterations and restructures the loop to execute
these sets sequentially. All the available parallelism is
thus at inner loop level which achieves finer grain of
parallelism. Loop skewing, parameterised by a skew fac
tor, is an instance of wavefront transformation.
Tiling (Ramanujam and Sadayappan, 1990; Wolfe and
Lam, 1991; Irigoin and Triolet, 1988) strips several loop
levels so that outer loops step through a space of iteration tiles,
and inner loops step through the iterations in a tile. Since the
block size is smaller than the original loop size, the chances
are that the reused data still exists in the cache. Typically,
another transformation prior to tiling is performed so that all
the reuse occurs in inner loop levels. Thus, tiling can improve
the cache hit rate.
To fully exploit the features of complex architectures it
is generally necessary to apply compound transforma
tions, a combination of two or more of the above transfor
mations. Viewing compound transformations as sequences
of simpler transformations has its problems, and identify
ing a legal sequence of transformations that constitutes the
compound transformation involves searching in a space
that can be very large. For example, finding a sequence of
interchanges for a desired permutation of a loop requires
a search in a space of all permutations of the loop; a loop
skew has infinite instances based on the skew factor. It is
difficult to characterise the optimality of a sequence of
transformations with respect to a particular goal. Thus,
pruning the search space by evaluating the contribution of
a sub-sequence of transformations to over all “goodness”
is not easy. Even when we find the right sequence of
transformations, applying them one by one can produce
complex loop bounds.
Linear loop transformations (Banerjee, 1990, 1993,
1994; Wolfe and Lam, 1990; Dowling, 1990; Kumar,
Kulkarni, Basu and Paulraj, 1991; Kumar, Kulkarni and
Basu, 1991; Li and Pingali, 1992; Kelly and Pugh, 1992)
unify all possible sequences of most of the existing trans
formations and alleviate the problems in applying se
quences of many different kinds of transformations. A
non-singular integer matrix determines the transformed
loop and dependences; encapsulates the objective func
tion for “goodness” of the transformation (in some direct
or indirect way); and in conjunction with the dependences
provides the legality criterion. When this matrix is
unimodular it ensures that the mapping is one to one and
onto with unit stride. Further elaboration on this aspect
and the advantages of the unified approach are discussed
in a following subsection.

3.2 Mathematics of Linear Transforms
A loop transformation can be viewed as a reorganization of the
loop iterations. It can thus be characterised by a transforma
tion of the iteration space. A linear transformation is defined
by an n by n unimodular integer matrix U, which maps the
iteration vector I into a new iteration vector K = (AT,, ...K,)T,
Ul — K

(1)

and each dependence vector D, in D into a new vector D';.
UD, - O',

(2)

The transformation is legal iff each of the D'l is lexico
graphically positive. The positivity of transformed dependences
is a necessary and sufficient condition to ensure the legality of
the transform.
To perform the loop transformation, the references in the
original loop must be substituted with new ones, and new loop
bounds must be derived. Each reference in the body of the loop
can be replaced by substituting the original iteration indices
with the equivalent expressions in terms of the new iteration
indices using the following equation:
U~l K = I

(3)

Determining the new loop bounds is, however, nontrivial.
We know from the bound matrix that
Si > c
So,
SU~l Ul > c
and therefore,
S U~l K > c

(4)

This new set of inequalities describes a convex polyhe
dron, and the sought after loop bounds are the set of affine
functions that specify the polyhedron. If S' = S £/ 1 is lower
triangular (in both upper and lower halves) then it is clear that
the new loop bounds can be directly obtained from the rows of
SMn general, variable elimination techniques such as FourierMotzkin (Schrijver, 1986) have to be applied on S' to obtain
the new loop bounds.
The basic idea in a variable elimination procedure is the
following. Suppose a’s and /3’s are linear expressions in AT,,...,
K„_t, and a’s and b’s are constants. The two sets of inequali
ties, p < bKn and aKn > a provide the lower bound for Kn
max( Ta/al) and upper bound mini
). Elimination of K„
gives us the sets of inequalities ap<bcc that do not have AT,, in
them. By rearranging this new set of inequalities, we can get
bounds for K„_, as functions of AT,, ..., K„_2 in a similar way.
Continuing in a similar way, we get bounds for Aj as constants.
When the transformation is unimodular, the above ap
proach results in a transformed space that corresponds exactly
to the original space. The unimodularity of the transformation
matrix ensures that the stride in the transformed loop is unit as
well. Banerjee (1990) computes the bounds for a two dimenTHE AUSTRALIAN COMPUTER JOURNAL. VOL. 27, No 2, MAY 1995 45
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sional loop directly. Kumar and Kulkarni (1991) compute the
bounds for a loop of any dimension by transforming the
bounding hyper planes in the original loop and substituting for
the extreme points of the polyhedron. The approach is elegant
when the bounds are constants, and becomes complex when
the original loop bounds are linear expressions. All of the
above methods fail to produce exact bounds when the trans
formation is not unimodular. Ramanujam (1992) and Kumar
(1993) compute the new bounds for any non-singular transfor
mation by stepping aside the non-existent iterations. The loop
strides can be obtained by diagonalizing the transformation.
Consider the following loop on the left hand which is linearly
transformed to the one on the right hand.

H(f (Kt,K2) ,g(K17K2))
end for
end for

un
u,,

nt- Au22Ki
- Aui2
n2 + Am:iK,

N~> + Au-,]K]

< A, <

Am,,

Am ,,

which gives us two lower bounds, Ibl and lb2, and two upper
bounds, ub\ and ub2, for K2 (depending on the signs of - Aw,,
and Am,,). Thus, the lower and upper bounds for K2 are
(8)

D = {(1,0), (0,1), (2,-1)}

Suppose transformation U is applied to L.
m,,

u22
U=

From Equation 1 the new iteration vector is,
(A.W,)7 = U (IJ2)T = (m,,7, + u,2/2,u,,/, + u22I2)

(5)

With A = det^U) =±1, and with Am,., denoting det(U) * u,s, we
know that C/ 1 is
U~l =

A, - Am,, A,
- Am,2

< A, <

In order to illustrate the techniques, consider loop L again.
We noticed that the dependence matrix for L is

For simplicity let the transformation U be unimodular
U=

This is equivalent to

m2{Kt) = [max(lbljb2)~\
and M2(Kt) = [_min{ub\,ub2)J

for Kj = m1,M1
for K2 = trijfKj) ,M2(k1

for Ij = n1( Nj
for I, = n2,N2
Hd^ij
end for
end for

n, < Au22K| - Aui2K2 < N,
n2<- Au2IK, + AunK2 < N2

Aliy
-Ait-,

-Aii,
An,

1

From Equation 3 we have
/, = K, - K2,12 = K2
and from Equation 2

(6)

A, = m,,/, + m,,7,
m, = min(uuI, + m127,,«, < 7, < A,,n, < I2 < N2)
A7, = max(uuIt + ul2I2,n, < 7, < A,, «, < 7, < Ad)

- unN| + tqyi, - ul2N2
1 *0+ 1 *0=0
and
M.

ul*lNl - uuni + u*2N2 - ul2n2
1 * 10 + 1 * 10 = 20

To compute the bounds of K2, note that - AmI2 = -1*1 =
-1 < 0 and Amn = 1 * 1 > 0, so
(« - Au22Kt)
ubl

Introducing the notation a+ = max(a, 0) and a~ = max(-a, 0),
we can write the above as

- Am,,
(A, - Au22K,)

Ibl

- Ami2

= (0 - AT,) / - 1 = A,

= (10-A,)/ - 1 = A,- 10

(7)

(since one of u] or uxwill always be equal to zero)
It is possible to compute the lower and upper bounds of K2 as
follows. Because «,</,< A, and «,</,< Ad, we can substitute
for /, and /, from Equation 6 to obtain
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0

All the transformed dependences are lexicographically posi
tive, so U is a legal transformation. From Equation 7, K,
bounds are:

This enables us to replace the references to /, and I2 in the body
of the loop with Am,,A, - Am,,A, and I2 by - Am,,A, + Am,,A,
respectively.
The bounds for A, and K2 can be computed directly as
follows. The bounds of A, are constants, and can be derived
from Equation 5 and the upper and lower bounds of /, and /,.

/??, = u^n-unNi + uf2n-unN2
= ul\N-up]nl + u^N2-u^n2

1

D' = {(1,0), (1,1), (1,-1)}

Hence from Equation 3 we have,
(/„/2)r = U~l (A.W,)7'
= (Au22K -Au[2K2-Au2]K ^ + AuuK2)

1

(n2 + Au2IK,)
lb2

ub2

+ Am,,
(A, + Am,,A,)
Am,,

= (0 + 0) /1 = 0

10/1

=

10

O

1

o

1

i

0

K2=10

(a)

K2=K1

(b)

(c)

" 0

1

1
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1
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(e)

(/)

(g)

The transformation matricesfor (a) reversal ofouter loop, (b) reversal of
inner loop, (c) reversal of both loops, (d) interchange, (e,f) skew by p in
second and first dimensions, and (g) wavefront respectively.

K2=0
(20,0)

K1
Figure 5: Example 2d transformations.

Figure 4: Example Transformation.

The transformed loop is therefore
for K, = 0,20
for K2 = m.ax(0,K. - 10),min(10,K.)
A(K- K2,K2) = A(Kj - Kj - 1,K2) + A(K, - K2,K2 -1)
+A(K, - K2 - 2, K2 + 1)

end for
end for
Figure 4 depicts the transformation. Notice that the itera
tions along the K2 axis are all independent and can be executed
in parallel.
To illustrate the computation of the new loop bounds with
the Fourier-Motzkin variable elimination method, consider
the description of the original iteration space in terms of the
bound matrix S.
Sl>c
1
0
-

-1
0

0
1
0
-1 _

r 11
l h \

0 1
0

>
L

-10
-io J

From Equation 4 we have,

L

l
0
-i
o

-l
l
i

-l J

r k, 1
. K2 _

0 1
0

>
L

-10
-io J

Since the new bound matrix is not in lower triangular form, we
apply the variable elimination method in the following way.
From the new set of inequalities, it is clear that,
0 < K2 < 10 and K, -10 <K1<KI
Thus, the bounds for K2:
K2 > max(K-10,0) and K2 < min(Kv 10)
Once K2 is eliminated, the above inequalities provide the
following projections on Kt: K-\0 < 10,0 < K\, 0 < 10, and K,
<^, + 10. Ignoring the redundant constraints we have constant
bounds for Aj:
K, > 0 and Kt < 20

3.3 Advantages of Linear Transforms
Linear loop transformations have several advantages over the
conventional approaches. A linear transformation can be a
primary transformation such as an interchange or it can be a
combination of two or more primary transformations. Figure
5 shows some of the possible primary transformations for the
two dimensional case. The transformation matrix for a given
permutation is just a permuted identity matrix. A transforma
tion matrix that reverses the k'h loop level is an identity matrix
with k,h row multiplied by -1.
A compound transformation is represented by a matrix
which results from the multiplication of the component
transformations in the opposite order in which the trans
formations are applied. The legality of the compound
transformation, the new loop bounds, and the references
are determined in one step at the end rather than doing so
for each of the constituent transformations. The computa
tion of the transformed loop structure is done in the
same systematic way, irrespective of the transformation
employed.
The “goodness” of a transformation can be specified in
terms of certain aspects of the transformed loop, such as,
parallelism at outer (inner) loop level, volume of commu
nication, the average load, and load balances. In the con
ventional approach, where some primary transformation
like interchange, or an a priori sequence of such transfor
mations, is applied, there is no way of evaluating how
good a transformation is. On the other hand, a unimodular
matrix completely characterises the transformed loop, and
hence the goodness criterion can be specified in quantita
tive terms. The parallelism at the outer (inner) loop level,
the volume of communication, the average load, and load
balances for the transformed loop can be specified in terms
of the elements of the transformation matrix, dependences,
and original loop bounds (Kulkarni, Kumar, Basu and
Paulraj, 1991).
For example, we may want to find a transformation that
minimises the size of the outer loop level, because it is
sequential. The first row of the transformation matrix in
conjunction with the original loop bounds gives a measure
of the size of the outer loop in the transformed loop. This
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function provides us with the goodness of a candidate
transformation.
As another example, we may desire that most of the
dependences be independent of the inner loop levels.2 The
dependences in the transformed loop can be expressed in
terms of the original dependences and the elements of the
transformation matrix.
Finally, suppose the outer most level of a transformed loop
is to be executed in parallel. Using the transformation matrix
elements and the original loop bounds we have a way of
establishing the load imbalance — the variance of the number
of iterations in each instance of the outer loop.

3.4 Optimal Linear Transform
Unfortunately, the derivation of a linear transformation
that satisfies the desired requirements is hard in general.
The problem is NP-complete for unrestricted loops, and
even affine loops with non-constant dependence distances
(Dowling, 1990). A unimodular matrix can, however, be
found in polynomial time for affine loops with only con
stant dependences (Dowling, 1990; Kumar, Kulkarni and
Basu, 1991).
A dependence matrix can provide a good indication as to
the desired transformations. In fact, it is common to start with
a dependence matrix augmented with the identity matrix. The
transformations sought are then those that result in dependences
with a particular form — for example, no dependences within
a particular loop level. Proofs on the existence of a transfor
mation that achieves certain goals tend to be constructive, and
by themselves provide algorithms to derive the transforma
tion. In the following section we discuss two instances of
identifying the structure of a transformation, given specific
goals for the transformed loop.

4 TWO CLASSES OF LINEAR TRANSFORMS
4.1 Internalisation
Consider the execution of a nested loop on a hierarchical
memory architecture, where non-uniform memory access
times exist. Suppose we partition the iterations in the loop
into different groups where each group is executed in
parallel. The degree of parallelism is the number of such
groups. Suppose that the data to be computed resides on
the processor computing it, and that the read-only data is
replicated.3 The dependences that exist between iterations
that belong to different groups result in non-local ac
cesses. The dependences that exist between iterations in
the same group result in local accesses.
Let us now consider the restricted case where we intend to
execute every instance of the outermost loop in parallel
' In a loop with only constant dependences, it is possible to make all
dependencies independent of the inner loop.
4 In other words, we follow the ownership rule to distribute the data.
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(assuming we have sufficient number of processors to do so),
and that each group is executed purely sequentially. The
amount of parallelism is the size of the outer loop. Any
dependences carried by the outer loop result in non-local
accesses.
Internalisation (Kulkarni, Kumar, Basu and Paulraj, 1991;
Kumar, Kulkarni and Basu, 1991) transforms a loop so that as
many dependences as possible are independent of the outer
loop, and so that the outer loop is as large as possible. For
example, the (1,1) dependence in the left hand loop is internal
ised to obtain the transformed loop on the right hand.
for i = 0,n
for j = 0,n
A (i,j) = A(i—1,j—1)
end for
end for

for K. = -n,n
for K2 = max(0,—K ) ,min(n,n-K.)
A(K + K.,K.) = A(K- + K-l, K-l)
end for
end for

The intended transformation matrix should internalise
(1.1) , in other words change it to (0,1) dependence. This
would render a fully parallel outer loop. One unimodular
matrix U (of many) that achieves the above internalisation

(1.1) is:

The general framework for internalisation and algorithms
to find a good internalisation in polynomial time can be found
in Kumar, Kulkarni and Basu (1991, 1992, to appear).
One can only internalise n— 1 linearly independent
dependences in an n-dimensional loop. The choice of
dependences to internalise has an impact on such factors as the
validity of the transformation, the size of the outer level in the
transformed loop, the load balance, locality etc. Kulkarni and
Kumar 1991 introduced the notion of weight to a dependence
to characterise the net volume of non-local accesses. They
also provided metrics for parallelism and load imbalance for
the two dimensional case. Internalisation can be further gen
eralised to mapping with multiple parallel levels (Kumar,
Kulkarni and Basu, 1992). Locality can be improved by
internalising a dependence or a reference with reuse. In other
words, internalisation is a transformation that enhances paral
lelism and locality (Kumar, Kulkarni and Basu, 1992).

4.2 Access Normalisation
Ideally, we want a processor to own all the data it needs in the
course of its computation. In that case, we wish to transform
a loop so that it matches the existing layout of the data in the
memory of the parallel system. For example, consider the loop
on the left hand below. Suppose processors own complete
columns of matrices A and B, and suppose each iteration of the
following outer loop is executed in parallel:
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for i = 0,N,M '
for j=i,i+b-1
for k = 0, N,-l
B(if j—i)=B(i,j —i)+A(i,j +k)
end for
=>
end for
end for

for u=p,b-l,P
for v=u,u+N,+N2-2
for w = 0,N,-1
B(w, u) = B(w, u) + A(w, v)
end for
end for
end for

1

1
1

0
1

O

-1
0

O

Since a processor needs to access the rows of each matrix,
a large number of non-local accesses are necessary. If it is
possible to transform the loop so as to reflect the data owned
by each processor, then the number of remote accesses will be
reduced significantly. For this we need the references to the
second dimension to be the outer loop index in the trans
formed loop.
The three access patterns that appear in the above nested
loop can be represented by a matrix-vector pair.
i
j
k

=

j - i
j + k
i

This is called an access matrix. It is interesting to note that
the access matrix itself can be a transformation matrix. The
access normalized loop is shown on the right above. All
accesses to B now become local, although A still has some
non-local accesses. To be a valid transformation the access
matrix has to be invertible. The techniques to make the access
matrix invertible do so at the cost of reduced normalisation (Li
andPingali, 1992).
5 CONCLUDING REMARKS
We presented a linear loop transformation framework
which is the formal basis for state of the art optimization
techniques in restructuring compilers for parallel ma
chines. The framework unifies most existing transforma
tions and provides a systematic set of code generation
techniques for arbitrary compound transformations. The
algebraic representation of the loop structure and its trans
formation give way to quantitative techniques for
optimising performance on parallel machines. We also
discussed in detail the techniques for generating the trans
formed loop. The framework has been extended recently
(Kelly and Pugh, 1992) to handle imperfectly nested loops
and to reorganise computations at a much finer granularity
than existing techniques (Kulkarni and Stumm, 1994).
Most of the current work of interest involves combining
loop transformation, data alignment and partitioning tech
niques for local and global optimization, (Anderson and
Lam. 1993; Kulkarni and Stumm, 1994).
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1 INTRODUCTION
Several popular parallel computation models were put for
ward for analysing parallel algorithms. Among these models
of computation, the PRAM model plays a central role in the
algorithmic studies for massively parallel computers. Al
though the PRAM is a model that cannot be considered to be
a physically realisable model, it has proven itself to be a very
good vehicle for discovering the logical structure of parallel
solutions to most problems (Karp and Ramachandran, 1990).
Specifically, the PRAM model allows the analysis of algo
rithms to be carried out in a model which is devoid of problems
in communication. This allows the algorithm designer to
concentrate on the intrinsic parallelism of the problem instead
of the architecture of the model.
The processors in a PRAM are numbered from 7 to p and
each is capable of reading its own number. Each processor is
a sequential RAM with its own local memory and is capable
of computing typical operations like arithmetic and BOOLEAN
operations, aside, of course, from the read and write opera
tions. All processors communicate through a common and
arbitrarily large memory. The manner in which the processors
are allowed to access this common memory dictates the type
of machine produced. This leads to the existence of several
variants of the PRAM model. If no two processors are allowed
to simultaneously read memory location, then the weakest
PRAM variant called the exclusive read exclusive write
(EREW) PRAM is defined. When simultaneous reads are
allowed, then this defines a new variant called the concurrent
read exclusive write (CREW) PRAM. Finally, when the re
striction on exclusive write is taken out, another variant, the
concurrent read concurrent write (CRCW) PRAM, is defined.
Similarly, CRCW PRAM’s are differentiated according to
how they resolve memory write conflicts. The most obvious
and easiest policy to adopt is to allow an arbitrary processor to
write (ARBITRARY PRAM Model). Another policy, first pro
posed by Goldschlager (1982), is to allow the lowest num
bered processor to write (PRIORITY PRAM Model). And
lastly, Shiloach and Vishkin (1981) suggested the policy
where simultaneous writes are allowed provided the proces
sors are trying to write exactly the same value, otherwise the
computation is illegal (COMMON PRAM Model).
Let 5 be the fastest known worst-case running time of a
serial algorithm for a problem, e.g., 0(n) for selection and 0(n
log n) for sorting, where n is the size of the input. Without
improving the result on the serial computation model, the best
upper bound on the parallel computation model is 0(S / p),
where p is the number of processors. A parallel algorithm that
achieves this upper bound is said to attain optimal speedup, or
is often referred to as an optimal algorithm (Karp and
Ramachandran, 1990; Cole and Vishkin, 1988a).
Several basic PRAM techniques have been formulated in
order to facilitate the parallel computation of most array, list,
tree, and graph problems. Since these techniques form the
basic building blocks of most parallel solutions to large
problems, it is natural to find optimal solutions to these basic
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problems. In this paper, we survey the existing algorithms and
applications of some of these basic PRAM techniques. In
Sections 2, 3, and 4, we present the algorithms and applica
tions ofprefix computation, list ranking, and tree contraction,
respectively. Finally, in Section 5, we combine some of these
basic techniques to form another higher-level technique called
parallel tree-structured computation. The algorithms and
applications of this higher-level technique are also given in
the same section.
2 PREFIX COMPUTATION
The prefix computation is known to be the most basic parallel
computation technique. The technique can be described as
follows: Given an array of numbers A[i], 1 < i < n, and an
associative operator ©, compute S[i] = A[1 ] oA[2] ©... © A/7/,
for all i, l <i <n. As was shown by Reif (1984), the problem can
be solved at an expected time of Oflog logn) using n processors
on an EREW PRAM when the inputs are drawn from a random
distribution. When the problem is specific to finding the prefix
maximum (or minimum), then this has been shown by Gil and
Rudolph (1986) to be solvable at an expected time of O(log log
n) using n processors on a CRCW PRAM without any restriction
on the input. This was improved to Oflog log n) worst-case time
using 0(n/log log n) processors on a CRCW PRAM by Schieber
(1987). Because of the fact that the problem can be found as a
subproblem in almost all parallel solutions to large problems,
attempts at improving the constants in the time and processor
bounds have been continuously earned out. One such attempt is
described by Fich (1983). Efforts have also been exerted in
finding algorithms on a CRCW PRAM that attain optimal
speedup, i.e., the best possible speedup up to a constant factor.
The best results in this regard are the randomised algorithm of
Reif (1985) and Rajasekaran and Reif (1989) and the determin
istic algorithm of Cole and Vishkin (1989). Both these algo
rithms run in 0(log n/log log n) time using 0(n log log n/log
n) processors on a CRCW PRAM and will work only when the
operation o is an addition operation. The algorithm of Cole and
Vishkin (1989), however, will work only for n values with 0(log
n) bits each. Finally, the problem is so basic that it has been
regarded as an atomic operation in some parallel computation
models. One example of such a model is described in Blelloch
(1989), where the prefix computation (called scan operation) is
considered a primitive operation. The said scan primitive has
been implemented in microcode on the SIMD models of the
Connection Machine and is used in large number of applications
(Blelloch, 1989).
2.1 Prefix Algorithms
The first solution to the prefix problem was proposed by
Ladner and Fischer (1980). Although the algorithm was
expressed in terms of circuits, the details of the description of
the algorithm is sufficient enough for it to work on an EREW
PRAM. An outline of the algorithm is given below. In the
algorithm, the arrays tl and t2 are temporary arrays used to
store intermediate results of performing o on the values.
52 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 2, MAY 1995

Algorithm 1: Parallel Prefix
1 For each i, 1 <i <n,
if i is even then tl[i/2] <— A[i-1 ] o A[i],
2 Recursively compute the prefix of n/2 values of tl, placing
the result into another temporary array t2.
3 Compute the prefix of A[i], denoted by S[i], as follows:
if i is 1 then S[i] <— A[i]
if i is even then S[i] <— t2[i/2]
if i is odd and i > 1 then
S[i] <r- t2[(i-1 )/2] © A[i].
Clearly, the number of operations required in the non
recursive parts is O(n). This number is halved in every
recursive call. Hence, the total number of operations is O(n)
and the time required is Oflog n). For the analysis above to be
valid, it should be emphasized that the input is placed in an
array. This is to make sure that the determination of whether
an element is in an odd or even position is done in 0(1) time.
Although the number of operations involved in the algorithm
above is O(n), the maximum number of processors required in
the early stages of the algorithm is O(n). Here, we can appeal to
the result of Brent (1974) and conclude that the algorithm can be
modified to run in Oflog n) using n/log n processors. However,
instead of doing this, we show that it is easy to use the above
algorithm to produce a prefi x algorithm that runs in Of log n) time
using n/log n processors. Such an algorithm is outlined below.
In order to simplify the description of the algorithm, we assume
that the number of elements in the array is divisible by log n.
Algorithm 2: Improved Parallel Prefix
1 Divide the array A into groups of log n elements each. An
element A[i] is in group j if i is between fj-1) log n + 1 and
j log n, inclusive, 1 < j <n/log n.
2 Solve the prefix problem in each group. This is done by
assigning one processor to each group and letting it scan the
elements in the group sequentially and at the same time
computing the prefix. Let the result of this step be stored in
localp[i], where i is the index of the element.
3 Store the localp values of the last elements of the groups to
r, where t is a temporary array, i.e., t[j]
localp[j log n],
where 1 <j <n/log n.
4 Apply the prefix algorithm given earlier (Algorithm 1) on
t. Let the result of this be left on the same array t.
5 Compute the prefix of A[i] as follows:
S[i] <— localp[i] o t[((i-l) div log n) + 1].
This alternative algorithm uses no more than n / log n
processors and no more than log n time in any of the steps.
Also, each step can be implemented on an EREW PRAM.
Hence, the following theorem can be stated:
Theorem 1. The prefix problem can be solved in Of log n) time
using n / log n processors on an EREW PRAM.
2.2 Applications of Prefix
The prefix problem is so basic that it has been used as a
subproblem in other basic parallel problems. For example, it
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has been applied in some of the list manipulation problems of
Schwartz (1980), in the simulation of a finite automaton by
Ladner and Fischer (1980), in list ranking by Vishkin (1987),
Wagner and Han (1986), Kruskal, et al (1985), Cole and Vishkin
(1989), and Miller and Reif (1985), and in determining the mode
of a set by Albacea (1991 b). In this section, however, we discuss
in detail two applications of prefix, namely: compaction and
chaining. When the original order of the elements is preserved
after doing compaction or chaining, then the problem is consid
ered to be ordered. Otherwise, the problem is unordered.
Compaction and chaining can be considered as basic techniques
by themselves. However, we show that they can both be reduced
to the prefix problem. But it should be noted that on the CRCW
PRAM model there are algorithms for compaction and chaining
that run faster than the existing algorithms for prefix computa
tion (Ragde, 1990; Raman, 1990).
2.2.1 Compaction
Let 5 be a set of n elements stored in array A[i], 1 <i<n, and let
X be a subset of S that satisfies some predicate describing the
subset. The problem of compaction aims to place all the elements
of X contiguously in the first IXI locations of array A. This
problem was also called counting and packing by Gil and
Rudolph (1986), parallel subset selection by Rudolph and
Steiger (1985) and packing by Kruskal, et al (1985). The
problem was also considered by Schwartz (1980), although
using a slightly different model of parallel computation. The
problem has several applications. The most popular is on parallel
list ranking where after splicing elements from a list, the remain
ing elements are reorganized by moving them to the start of the
array. This reorganization method was particularly used in the
list ranking algorithms of Cole and Vishkin (1989); Kruskal, et
al (1985); Miller and Reif (1985); Vishkin (1987) and Wagner
and Han (1986). Another application is on the parallel retrieval
of scattered information as applied by Hagerup and Nowak
(1989). Several solutions have been formulated for this problem
on a CRCW PRAM. Using n processors, it is easy to solve this
problem in 0(min(\X\, log n)) time (Rudolph and Steiger, 1985).
A probabilistic solution which requires 0(1X1) storage and runs
in time logarithmic in IXI with high probability was given by
Rudolph and Steiger (1985) and a deterministic algorithm that
runs in Oflog IXI) time using n processors was described by Gil
and Rudolph (1986). The problem, however, can be solved by an
algorithm where the computational cost is dominated by the cost
of doing prefix sums. One such algorithm is given below. In the
algorithm, the original set is stored in array A and the compacted
subset is stored in the first IXI locations of array B.
Algorithm 3: Compaction
1 Form the vector rank[i], 1 <i<n, where rank[i] = 1 if A[i]
e X and 0 otherwise.
2 Compute the prefix sums of rank. Let the result of this be
left in rank.
3 Move all the elements of X at the beginning of the array as
follows:
if A[i] e X then B[rank[i]] A[i]

An obvious implementation of Steps 1 and 3 is to use n
processors and constant time on an EREW PRAM. However,
these steps can be slowed down to get an Oflog n) time using
n / log n processors. Since the prefix sums problem can be
solved using the same amount of resources on an EREW
PRAM, this means that the algorithm above can be done in
Oflog n) time using n/log n processors on an EREW PRAM.
2.2.2 Chaining
As in compaction, let S be a set of n elements stored in array
A/77, 1 - i ~ n’ and let X be a subset of S that satisfies some
predicate describing the subset. Instead of moving the ele
ments of X at the beginning of the array, a related problem is
to connect the elements in the subset in order to form a linked
list of elements in X. This problem is better known as the
chaining problem. Chaining has been applied by Hagerup
(1987) to produce a near optimal solution to integer sorting.
On the CRCW PRAM model, a solution to chaining that runs
in Oflog log n) time provided the powers 2', 0 <1 <log n, are
precomputed and available to all processors is given by
Hagerup (1987). Several probabilistic algorithms for the
ordered and unordered versions of the problem are presented
in Hagerup and Nowak (1989), while deterministic algo
rithms for the said problems are given in Ragde (1990). An
optimal algorithm on an EREW PRAM that uses the popular
recursive doubling technique of Wyllie (1979) is given in
Albacea (1991b). The problem can be solved, however, using
compaction. An outline of this algorithm that uses compaction
is as follows:
Algorithm 4: Chaining
1 Keep a copy of the current positions of the elements of A in
P, i.e., P[i] <r- i, 1 <i <n.
2 Apply compaction on A and P. This creates a compacted
copy of A and P in B and Q, respectively, i.e., if B[j] is a
copy of A[i] in B, then Q[j] is a copy of P[i] in Q.
3 Form the linked list of elements in X (denoted by next) as
follows:
if B[i] g X then next[Q[i]] <— Q[i+1 ]
Again, an obvious implementation of Steps 1 and 3 is to use
n processors and constant time on an EREW PRAM. But this
can be slowed down to produce one that runs in Oflog n/using
n/log n processors. Step 2 is just the compaction problem and
can clearly be done using the same amount of resources on an
EREW PRAM (see previous section).
3 LIST RANKING
The list ranking problem is actually similar to the prefix
problem. The only difference is that instead of the input
being in an array, in list ranking the input is in the form of
a linked list. The list ranking problem can be stated as
follows: Let L be a linked list ofn elements, each occupy
ing an entry in an array of size n. For each element ofL,
compute its position in the list, i.e. its distance, from the
head for tail) of the list.
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3.1 List Ranking Algorithms
Let A[i] and next[i] be the value and pointer to the successor
of a node found in the ith position of the array. If the last node
of the list is found in position j of the array, then next[j] = NIL.
The parallel list ranking problem can be solved using the
popular recursive doubling technique (also known as the
pointer jumping technique) of Wyllie (1979). An outline of
the algorithm is the following:
Algorithm 5: List Ranking
1 Initialize the value of each node to 1, i.e.,A[i] <— I, for 1
<i <n and the value of each pointer nextji] to i+1 except
next[n] which is set to NIL.
2 Combine the values of the node in A[i] and its successor
and make it point to its successor’s successor, i.e.,
for each i, 1 < i < n,
A[i] 8 A[i] + A[nextji]]
nextji] <r- nextjnextji]].
3 Recursively apply Step 2 on the new lists formed.
This list ranking algorithm, which is often referred to as the
standard algorithm for list ranking, runs in 0(n log n/p + log
n) time using p <n processors on an EREW PRAM.
The above algorithm was first improved by Vishkin (1987)
where a randomised algorithm that runs in 0(n/p + log n log*
n) time usingp <n processors was presented. This randomised
algorithm was made deterministic by Cole and Vishkin (1986a).
Another deterministic algorithm that runs in 0((logn/log (2n
/p))(n/p)) time using p <n processors was given by Kruskal,
et al (1985). Then, several optimal algorithms that run in
O(logn) time using n/log n processors on an EREW PRAM
were discovered by Cole and Vishkin (1986b) and Anderson
and Miller (1991,1990). From among the deterministic algo
rithms for list ranking that attain optimal speedup, however,
the solution of Anderson and Miller (1991) is considered to be
the simplest. What is common to most of these optimal
solutions to the problem is that they have the following
general outline:
Algorithm 6: Optimal List Ranking
1 Reduce the length of the list to 0(n / log n) by splicing out
nodes from the list (a splice operation is achieved by
combining the values of a node and its successor and
making it point to its successor's successor — see Step 2 of
Algorithm 5).
2 Apply the list ranking algorithm outlined in Algorithm 5 on
the reduced list.
3 Reconstruct the list by reconnecting the nodes that were
spliced out in reverse order as when they were spliced out.
The only difference among the different implementations
of this algorithm, however, is the approach used in reducing
the size of the list (Step I). Since the size of the list is already
0(n/ log n). Step 2 can be done in 0(log n) time using n / log
n processors on an EREW PRAM. Step 3 can basically be
achieved using the same amount of resources. This third step
is dependent on the data structures used to represent the
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spliced out elements. It can, however, be solved using stand
ard parallel techniques. Step 1 is the most crucial of the three
steps. In order to solve it using the same resource bounds as the
last two steps, two issues must be considered. These are:
1 Which elements to splice out?
2 How can read/write conflicts be avoided?
The usual approach used in handling the first issue is to
employ good scheduling and reorganising strategies. The
main idea is to keep the processors busy most of the time
so as to do the job in 0(log n) time using n / log n
processors. This particular approach was employed by
Cole and Vishkin (1986b) and Vishkin (1987) in their list
ranking algorithms. On the second issue, i.e. avoiding
read/write conflicts, several approaches were put forward.
One is the use of randomization procedures in order to
avoid the removal of two adjacent cells. Another is the use
of the k-ruling set concept. The k-ruling set method first
finds a subset of the list such that no adjacent elements are
in the subset and every element is within a distance k of an
element of the subset. The first approach was employed in
the list ranking algorithms of Miller and Reif (1985) and
Vishkin (1987), while the second approach was used by
Cole and Vishkin (1986a) and Anderson and Miller (1991).
The following theorem can now be stated:
Theorem 2. The list ranking problem can be solved in 0(log
n) time using n / log n processors on an EREW PRAM.
Proof: Algorithm 6 with Step 1 implemented using the method
employed by Anderson and Miller (1991).
What remains an open problem for list ranking though is
whether an optimal sublogarithmic algorithm on a CRCW
PRAM exists or not.
A more general formulation of the list ranking problem is
the linked list prefix problem (Cole and Vishkin 1988a; Han
1989). This problem can be stated as follows: Let L be a linked
list ofn elements, each occupying an entry in array A of size
n, and an associative operator ©. Let each node A[i] ofthe list
be associated with a weight w[i]. The problem is to compute
the 0 of the weights of elements following the ith element, 1 <
i < n, in the list. When the weight of each element is 1 and 0
is an addition operation, then the linked list prefix problem
reduces to the list ranking problem. Therefore, given a solu
tion to the linked list prefix problem, this can be used to solve
the list ranking problem. On the other hand, given a list
ranking algorithm, it can be used to compute the rank of each
element in the list of weights. Using the ranks of the elements,
they can be placed in an array such that the ith element of the
list is placed in the ith location of the array. The prefix
algorithm is then applied on the said array. Therefore, solu
tions to the list ranking problem outlined earlier together with
the prefix algorithm in the previous section can actually be
used to solve the linked list prefix problem.
Although linked list prefix allows the weights of the
vertices to be different, there is still the restriction of the
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operators being identical. This was further extended by Albacea
(1992c) to a computation where it not only allows non
identical weights but non-identical operators as well. This
general problem on lists is called computation list evaluation.
This can be defined as follows: A computation list is a 3-tuple
(D,F,L) where L is a list whose head is labeled with a value in
domain D and whose edges are labeled with functions in F.
The computation list evaluation aims to compute, for each v e
L, the value ofv (denoted by val(v), val(v) = ffval(u)), where
u is the predecessor ofv inLandfis afunction label ofthe edge
connecting the nodes u and v. An optimal algorithm and
applications of this technique are given in Albacea (1992c).
3.2 Applications of List Ranking
One of the most significant applications of list ranking is in the
Euler TourTechnique of Tarjan and Vishkin (1985). Given an
undirected tree T with n vertices, the technique starts by
replacing each undirected edge of the tree by two directed
edges (moving in opposite directions). A directed edge con
necting a vertex at a lower level (the root has the lowest level)
to a higher level is called an advance edge and an edge
connecting vertices from a higher level to a lower level is
called a retreat edge. The technique then proceeds by first
constructing a circular list corresponding to an Euler Tour of
the directed tree. Then, the circular list is broken at the root.
This broken list (also known as the traversal list) is where
most functions on trees are computed. The main computation
that is being carried out in order to compute most tree func
tions is list ranking on the traversal list.
The Euler Tour technique above was used to compute the
preorder numbering, postorder numbering, number of de
scendants and levels of the vertices of a tree, tree functions
involved in the biconnectivity problem, and many others
(Tarjan and Vishkin, 1985). List ranking (and in many cases
as part of an Euler Tour solution) was also used by Tarjan and
Vishkin (1985) to reduce the graph biconnectivity to graph
connectivity, by Schieber and Vishkin (1985) to compute the
lowest common ancestors of any two vertices in a tree, by
Vishkin (1985) to compute the strong orientation problem, by
Maon et al (1986) to solve the ear decomposition, open ear
decomposition, and .sf-numbering problems, by Osiakwan
and Akl (1989) to solve the ^-matching, minimum covering
set and maximum independent set problems, and by Albacea
(1991a) to compute the cutting numbers and cutting centre
problems. This is also used in most solutions to the tree
contraction problem. For example, the accelerated centroid
decomposition algorithm of Cole and Vishkin (1988b) and the
tree contraction algorithms of Abrahamson et al (1989) and
Kosaraju and Delcher (1988).
4 TREE CONTRACTION
Although to some extent the Euler Tour technique is used to
solve problems on trees, tree contraction is a more natural
technique for solving a variety of tree problems. The main idea
behind the technique is to process each leaf separately, then

remove the said leaf and repeat the process until only the root
of the tree remains. Formally, the tree contraction problem
can be stated as follows: Let S be a set of values and F C {f I
f(S,S) -4 S} be a set of two-variable functions overS. Given a
proper binary tree with the leaves labeled by the elements of
S and the internal vertices by the elements of F, the tree
contraction problem aims to compute the expression repre
sented by the binary tree. Without increasing the complexity
of the problem, it can easily be extended to solve the more
general problem of computing all the subexpressions repre
sented by the subtrees of the binary tree. We also refer to this
problem as the tree contraction problem.
This problem has been solved in different contexts by
several people. The following (in historical order) are the
people who studied the problem: Kuck and Marumaya (1973);
Brent (1974); Winograd (1975); Muller and Preparata (1975,
1976); Snir and Barak (1977); Megiddo (1983); Miller and
Reif (1985); Ry tter (1990); Gibbons and Rytter (1986); Ntafos
et al (1987); Gazit et al (1988); He and Yesha (1988);
Kosaraju and Delcher (1988) and Abrahamson et al (1989).
For an exact analysis of the algorithms of Miller and Reif
(1985) and Rytter (1990), see Plandowski et al (1991). From
among the solutions to the problem that attain optimal speedup,
the algorithm of Kosaraju and Delcher (1988) is the simplest.
Hence, we outline in more detail this algorithm of Kosaraju
and Delcher (1988).
4.1 Tree Contraction Algorithms
A binary computation tree T = (V,E) is a tree where each
internal vertex v g V is labeled by the operator ©v, each leaf
v e Vis labeled by the constant cv and each edge (u,v), where
u is the parent of v, is associated with the function f (x) =
a,x+bv (represented by the pair of numbers (a,,bj). The
variablex inf(x) can be viewed as the value of the subexpression
rooted at v and f(x) is the contribution of v to the evaluation
of the value of u. The operator ©v represents the function
fJXfQcJ = f(xj ©v f(xj
= (a^+bj ©v (apcr+br).
where f e F, x, and xr are the values of the left and right
children of v, respectively. Aside from this, the input represen
tation of the computation tree should include for each vertex
v constant time access to its parent, grandparent, sibling, and
left and right children.
Two operations, called RAKE and COMPRESS, are de
fined in most implementations of tree contraction. At any
stage of the execution, the RAKE operation removes a fraction
of the number of leaves remaining. The removal of the leaves
may result in long chains of vertices. A chain is reduced by the
COMPRESS operation. All implementations of the technique
guaranteee that after 0(logn) applications of these operations,
the tree will be reduced to a subtree where the number of
vertices is 0(1).
The implementation of Kosaraju and Delcher (1988),
however, avoids the use of the COMPRESS operation by
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combining its action with the RAKE operation. This feature is
what makes this particular implementation extremely simple.
Let t, u, and w be the grandparent, parent, and sibling of v,
respectively. Assuming that w is a leaf, the RAKE operation
can be outlined as follows:
Algorithm 7: RAKE
1 Disconnect w and u from the tree by connecting v as the
child of t.
2 (d„,ej <r- (a„bj
3 Compute h ’ (x) as follows:
h’ (x) = h(f(x) ©ag(cJ)
= aj(asx+bj o0 (a„c„+bj)+ba
Set (a„bj to the coefficients of the simplified form of h ’(x).
Step 2 can be done away with if the objective is only to
compute the expression represented by the tree. It is
needed, however, if the problem is to compute all the
subexpressions. With 0U either + or x, the RAKE operation
can obviously be carried out in constant time using one
processor. For example, if 0U is + for each internal vertex
u e V,
h'(x) = h(f(x) e„g(cj)
= auapc + (a„b^+aaawcw+aabw+bj.
To simplify the description of the algorithm, we as
sume that the algorithm has as input a computation tree T
with 2n+2 leaves (note that 0(2n+2) is still O(n), there
fore in the complexity analysis it is the same as if the
number of leaves is n). Let w, and w, be the leftmost and the
rightmost leaves of the tree, respectively. Excluding w,
and vvr, assume that the set of left leaves are numbered in
left-to-right order with integers 1,2,3,.... n and the same is
done with the set of right leaves. A simple algorithm for
contracting the tree into the root and the two excluded
leaves is given below. It is easy to see that the remaining
3-vertex tree can be processed in constant time. Also, read
and write conflicts can be avoided by processing two nonconsecutive (in left-to-right order) left (right) leaves. There
fore, by processing at the same time the set of left (right)
leaves with numbers l(2),3(2i),5(2s),7(2i)....... read and
write collisions can be avoided.
Algorithm 8: CONTRACT
1
for j - 0 to T log n\
RAKE all left leaves with numbers
1(2),3(2),5(2), 7(2), ...
RAKE all right leaves with numbers
1(2),3(2),5(2),7(2), ...
Clearly, the total number of iterations is O(logn). Also,
it is quite obvious that the number of leaves is halved after
every iteration. Since the number of leaves is linearly
related with the number of operations, this implies that the
total number of operations involved in the algorithm is
O(n). Again, this algorithm requires O(n) processors dur
ing the early stages of the algorithm. We can, however,
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modify it so that it uses a maximum of n/log n processors
at each time step. The idea is similar to what has been done
in the prefix computation. First, the set of left (right)
leaves are divided into groups of log n leaves each. Using
one processor in each group, apply the RAKE operation
0(log n) times. This will reduce the number of leaves in
each group to 0(1). Finally, the algorithm above (Algo
rithm 8) is applied on the reduced tree.
In order to solve the more general problem of computing all
the subexpressions, two more operations are needed. These
are the UNRAKE and EXPAND operations, which are the
mirror images of RAKE and CONTRACT, respectively. Out
lines of these algorithms are the following:
Algorithm 9: UNRAKE
1 Reconnect vv and u to the tree in order to restore the tree to
its state just before w was raked.
2 (a,,bj <— (d,,,ej, this restores the expression at v to the
value just before w was raked.
3 Compute the value of u, denoted by val(u), as follows:
val(u) = (a, val(v)+bj ©„ (a„c„+bj.
As illustrated in the RAKE operation, the pair (d„,ej is
where the value of (a,,bj is stored just before w is raked.
Given the algorithm for unraking the leaves of the tree, the
reverse evaluation (we call EXPAND) can be outlined as
follows:
Algorithm 10: EXPAND
1
for j - T log n1 down to 0
UNRAKE all right leaves with numbers
1(2),3(2),5(2),7(2), ...
UNRAKE all left leaves with numbers
1(2),3(2),5(2),7(2), ...
The RAKE and UNRAKE operations as outlined above
will work only when algebraic functions are used to
associate with the vertices of the tree. When non-algebraic
functions like max and min functions are used, the RAKE
and UNRAKE operations will not be applicable anymore.
The algorithms above, however, can be modified easily
to work on non-algebraic functions (Kosaraju and
Delcher, 1988).
Finally, the algorithm for tree contraction can be outlined
as follows:
Algorithm 11: Tree Contraction
1 CONTRACT
2 EXPAND
At the end of the reverse evaluation, the value at vertex
v e V is equal to the subexpression represented by the
subtree rooted at v. It was established earlier that Steps 1
and 2 require Oflog n) time using n / log n processors. It
should be noted that the algorithm above assumes that the
leaves of the tree are numbered in left-to-right order with
integers 1,2,3, ... O(n). In the algorithm below, we show
that this assumption can be satisfied very easily.
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Algorithm 12: Tree Contraction — Complete Version
1 Make a copy of the tree and convert this copy into a linked
list. For each vertex v of the tree, split this into three vertices
vP, vu and vR. For each of the resulting vertices define the
following:
if v is a leaf then
next[vP] 4— vL and next[vj 4— vR;

if w is the right child of v then
next[vj 4— wP and next[wj 4— vR;
if w is the left child of v then
next[vP] 4— wP and next[wj 4— vL;
The list produced corresponds to an Euler Tour that starts
and ends at the root of the tree. The leaves are stored in leftto-right order in the list.
2 If v is a leaf, then assign the value 7 to vP.
All the other vertices are assigned the value 0. Apply list
ranking on the list in order to number the leaves in their leftto-right order.
3 Apply Algorithm 11.
Step 2 produces a list of leaves where the set of left leaves
are odd-numbered and the set of right leaves are even-num
bered. From this list, the set of right leaves and the set of left
leaves can easily be numbered from 1,2,3,..., I and 1,2,3, ...,
r, respectively, where l is the number of left leaves and ris the
number of right leaves. Using the list ranking algorithm in
Section 3, this step can be done in 0(log n) time using n / log
n processors on an EREW PRAM. Step 1 can easily be done
using the same amount of resources. Step 3 has earlier been
shown to require the same amount of resources. Therefore, the
following theorem follows:
Theorem 3. The tree contraction problem can be solved in
Oflog n) time using n/log n processors on an EREW PRAM.
Almost all optimal algorithms for tree contraction use
an optimal list ranking algorithm as a subprocedure
(Abrahamson et al 1989; Cole and Vishkin, 1988b; Gazit
et al 1988). Below, we show the existence of a tree
contraction algorithm that does not explicitly employ an
optimal list ranking algorithm. Instead this new tree con
traction algorithm uses a simple, but non-optimal, imple
mentation of Algorithm 12, i.e., an implementation of
Algorithm 12 where Step 2 uses the list ranking algorithm
in Algorithm 5 instead of Algorithm 6.
Although the new algorithm does not explicitly use an
optimal algorithm for list ranking, it does adopt techniques
which were used in the optimal solutions to list ranking.
The outline of the new tree contraction algorithm is as
follows:
Algorithm 13: New Tree Contraction
1 Reduce the number of leaves to 0(n / log n).
2 Apply the non-optimal implementation ofAlgorithm 72 on
the reduced tree.
3 Apply the reverse evaluation by reconnecting the leaves
exactly in opposite order as when they were raked.

From the discussions of the tree contraction algorithm
(Algorithm 12) above, Steps 2 and 3 of Algorithm 13 can be
done in Oflog n) using n / log n processors. What needs
elaboration is Step 1.
In order to reduce the number of leaves to 0(n/log n), we
need to identify the leaves that need to be raked in Step 1. Two
issues need to be considered in carrying this out. These issues
are: which leaves should be raked and memory contention
(read/write conflicts) must be prevented. We note that these
issues are exactly similar to the issues needed to be considered
when reducing the size of the list in the list ranking algorithm
given earlier (Algorithm 6). Therefore, in identifying which
leaves to rake, we can use those techniques that were used in
the optimal solutions to list ranking. Specifically, we can
adopt the methods employed by Cole and Vishkin (1986a) and
Anderson and Miller (1991, 1990). This is done by first
connecting the set of left leaves into a list where they are
arranged in their left-to-right order. The first step ofAlgorithm
12 can be modified easily so that it constructs this list of left
leaves. The modification can be outlined as follows:
if v is a leaf then
next[vP] 4— vL and next[vj 4— vR;
if v has only one son then
next[vj 4— vR;
if w is the right child of v then
next[vj 4— vvP and nextfwj 4— vR;
if w is the left child of v then
nextf vP] 4— wP and next[wj 4— vL;
Similarly, the list of right leaves can be constructed as
follows: Disconnect all left leaves from the tree. The rest of the
steps are similar to the construction of the list of left leaves
except that the second if statement is replaced by
if v has only one son then
next[Vp] 4— vL;
The said lists can be constructed in Oflog n) time using n
/log n processors.
The reduction of the number of leaves can be done by
raking non-adjacent leaves in the list of left leaves. The same
is done with the list of right leaves. When one of the listreduction methods employed by Cole and Vishkin (1986a)
and Anderson and Miller (1991, 1990) is adopted, then the
number of leaves (size of the list) is reduced to Ofn / log n)
after Oflog n) time when n/log n processors are available.
Algorithm 13, unlike the tree contraction algorithms of
Abrahamson etalf 1989), Cole and Vishkin (1988b) and Gazit
et al (1988) which use list ranking as a subprocedure, is
actually solving the tree contraction problem as if it were a list
ranking problem. It can also be observed from the new
algorithm that a splice operation for list ranking can easily be
extended to become a RAKE operation. So any future optimal
solution to list ranking that addresses the two issues on splice
operations can be modified slightly to become an optimal
solution to tree contraction.
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Finally, the two algorithms for tree contraction out
lined above assume that the input is a proper binary
computation tree. In order for the algorithms to be appli
cable to all types of computation trees, we need a proce
dure for converting any computation tree into its equiva
lent binary computation tree. Several algorithms that run
in 0(log n) using n / log n processors on an EREW PRAM
are outlined in Abrahamson etal{ 1989); Cole and Vishkin
(1988b) and He and Yesha (1988).
4.2 Applications of Tree Contraction
The most popular application of tree contraction is in expres
sion tree evaluation. This is done by first associating the
function f(x) = x to each edge of the tree, the internal vertices
labeled by the operators of the expression, and leaves labeled
by the operands of the expression, and then the tree contrac
tion algorithm is applied. This means that any arithmetic
expression of size n can be evaluated on an EREW PRAM in
0(log n) using n / log n processors. Aside from this, tree
contraction has been applied in many problems. For example,
it has been applied in dynamic expression evaluation by Brent
(1974), in expression evaluation, subexpression elimination,
testing isomorphism of trees, canonical forms of trees, con
structing planar embeddings, and testing isomorphishm of
planar graphs by Miller and Reif (1985), in finding connected
components by Gazit (1986), in testing graph planarity by
Klein and Reif (1986), in expression tree evaluation, code
optimization, finding maximum flows in tree networks, and
evaluation of 0/1 game trees by Ntafos et al (1987), in
recognition of bracket languages and id languages by Gibbons
and Rytter (1986), in minimum covering set, maximum match
ing set and maximum independent set problems by He and
Yesha (1988), in finding r-dominating sets and /r-centre of
trees by He and Yesha (1990), and in computing some of the
properties of cographs by Abrahamson et al (1989).
With the existence of a tree contraction algorithm that does
not explicitly use an optimal list ranking algorithm, list
ranking can be viewed as an application of tree contraction. To
illustrate this, a list ranking algorithm that uses tree contrac
tion will be presented. An outline of such algorithm is the
following:
Algorithm 14: Tree Contraction-Based List Ranking
1 Convert the list into a proper binary tree.
2 Compute the number of descendants of each vertex in the
tree using tree contraction.
Let L be a linked list of n elements. If the head of the list is
taken as the root of the tree, then the list can actually be viewed
as a tree where each vertex has one child. As mentioned earlier
this can be converted into a proper binary tree in 0(log n) time
using n/log n processors on an EREW PRAM. Similarly Step
2 can be done using the same amount of resources. The
problem, however, is to show that Step 2 does solve the list
ranking problem. Since the list has been converted into a
proper binary tree, it can easily be observed that the tail of the
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list corresponds to a vertex in the tree with no descendant, the
predecessor of the tail corresponds to a vertex with 2 descend
ants, and in general a node in the list that is d away from the
tail of the list corresponds to a vertex in the tree with 2d
descendants. Therefore, after finding the number of descend
ants by tree contraction, we can easily compute its rank in the
list (which is just the number of descendants divided by 2).
5 PARALLEL TREE-STRUCTURED
COMPUTATION
As can be observed from the tree contraction algorithm,
the computation of the values of the vertices of the tree is
done from the leaves up the root. The value of a vertex
therefore depends on the values of its children. Hence, we
shall refer to tree contraction as the bottom-up computa
tion tree evaluation. When the order of computation is
reversed, a new type of computation is defined. We shall
refer to this as the top-down computation tree evaluation.
In this case, the value of a vertex is dependent on the value
of its parent. Hence, the computation proceeds from the
root down the leaves of the tree. Finally, we introduce the
adjacency lists computation. This problem is solved by
simply applying linked list prefix on the adjacency list of
each vertex in the tree. We collectively call these three tree
computations parallel tree-structured computation.
5.1 Adjacency Lists Computation
Let T - (V, E) be a tree with n vertices where v e Vis an integer
in the range [1,1VI]. Let each vertex v e V be associated with
a constant weight and with the number of its children which
are stored in w[v] and c[v], respectively. Also, let v: be the ith
child of v. Given an associative operator ©, the adjacency lists
computation aims to compute
s[v] <- w[vj o w[v2] 0 ... 0 w[vs]
for all 1 <j <c[v] and for each v e V.
Using the same input representation as in tree contraction
(in fact, a representation with only a pointer to its parent will
suffice for this problem), the adjacency lists computation can
be solved using linked list prefix. This can be done by first
sorting the vertices using the indices of their parents as sort
keys. A linked list, where each group of siblings forms a
sublist, is constructed from the sorted vertices. The linked list
prefix computation is then applied on the list. The value of
S[ v], for all v e V, can be obtained from the result of the linked
list prefix computation.
Since a vertex v is represented by an integer in the range
//,1VI/, the sorting step can be done in 0(log n) time using
n/log n processors on an EREW PRAM (Chen, 1992). The
linked list prefix computation can done using the same amount
of resources (see Section 3). The following theorem follows:
Theorem 4. The adjacency lists computation can be carried
out in 0(log n) time using n/log n processors on an EREW
PRAM.
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5.2 Bottom-Up Computation Tree Evaluation
A bottom-up computation tree can be defined as follows: A
bottom-up computation tree is a 4-tuple (D,M,F, T) where T is
a tree whose leaves are labeled with values in D, whose
internal vertices are labeled with operators in M and whose
edges are labeled with functions in F. Given a bottom-up
computation tree, we can define the bottom-up computation
tree evaluation as a computation which aims to compute the
values of all the nodes of the computation tree. The value of
a node v in a bottom-up computation tree is defined as:
val(v) = o(f(val(vJ),f(val(v2)), .... f(val(vj)),
where/,,/,/, ...,/ are the functions associated with the edges
connecting v and its children v„v2,v,,vs and 0 is the operator
label of v.
Since any bottom-up computation tree can be con
verted into a binary bottom-up computation tree in 0(log
n) time using n / log n processors on an EREW PRAM
(Abrahamson et al 1989; Cole and Vishkin, 1988b and He
and Yesha, 1988) without loss of generality, we can
assume that the bottom-up computation tree T is a binary
tree. This implies that in a bottom-up computation tree
(D,M,F,T),
val(v) = Q(f(val(vJ),f2(val(v2))),
where/,/ e F. If 3G 3 F such that
1 each/e G and ©(/,/), where/,,/ e G, can be evaluated in
0(1) time using one processor; and
2 for allX/eG, 0 e M, and c e D, the functions/ and/ which
are given by
fjx) = f(@(ffx),c))
and
fix) = f(@(c,f(x)»
both belong to G and/ and/ can be simplified in 0(1) time
using one processor,
then bottom-up computation tree evaluation can be done in
0(log n) time using n/log n processors on an EREW PRAM
(Abrahamson et al, 1989; Gazit et al, 1988).
A more general approach for bottom-up computation
tree evaluation was developed by Miller and Teng (1987).
They proposed a systematic method via closure properties
of certain classes of unary functions for the construction of
efficient parallel algorithms for dynamic evaluation of
bottom-up computation trees. Consider the following defi
nitions for the closure of composition and forwarding: (1)
Let F be a family of unary functions over the domain D. F
is closed under composition ifff,f2 e E 3fe F, such that
\/x e D: fix) = /(/ (x)); (2) Let F be a family of unary
functions over the domain D. M is an operator set over D,
F is closed under forwarding over M iffor all al,a2,a1, ...,
as e D, © e M, f e F, for all i (1 <i< s): f(&(at,a2,
„x,a,+„ ..., aj) e F. The result of Miller and Teng (1987)
can be summarized as follows:

Theorem 5. (Miller and Teng, 1987) Let T be a bottom-up
computation tree over the domain D and operator set M with
edge function setF.If3G3F such that G is closed under
composition and forwarding over M and each composition
andforwarding with respect to G and M can be simplified in
0(T(n)) time using P(n)processors, then bottom-up computa
tion tree evaluation can be carried out in 0(T(n) log n) time
using 0(P(n) n/log n)processors on an EREWPRAN.
Another significant result of Miller and Teng (1987) is
on the class of unary functions that can be used to associate
with the edges of a bottom-up computation tree. This
result is the following:
Theorem 6. (Reduction Theorem — Miller and Teng, 1987)
If a family of unary functions F, is closed under composition
and forwarding over the operator set M,, and all functions
G(x) e F are monotonic, then
F - {min(a,max(G(x),b)) I G(x) e F,,a,b

e

Dj

iv closed under composition and forwarding over M, u
{min,maxj.
An instance of this theorem whose proof can be found in
Miller and Teng (1987) is the following:
Theorem 7. When G(x) is a linear function and M, =
(+,x,max,min), then bottom-up computation tree evaluation
can be carried out in 0(log n) time using n / log n processors
on an EREW PRAM.
Finally, Albacea (1992c) showed that provided the opera
tors used to label the internal vertices and the operators used
in the edge functions are associative and that the inverse of
these operators are defined, then bottom-up computation tree
evaluation can be solved using a simple algorithm based on
computation list evaluation.
5.3 Top-Down Computation Tree Evaluation
As in bottom-up computation tree evaluation, top-down com
putation tree evaluation operates on a computation tree. This
computation tree is defined as follows: A top-down computa
tion tree is a 3-tuple (D,F,T) where T is a tree whose root is
labeled with a value in D and whose edges are labeled with
functions in F. When evaluating this computation tree, the
objective is to compute the values of the nodes in the tree. The
value of a node in this case is val(v) =f(val(u)), where u is the
parent of v e V. This problem is a more general formulation
of the path problem defined by Gibbons and Rytter (1986) and
the type-1 tree functions of Huang (1985).
The first algorithm for top-down computation tree
evaluation was outlined by Abrahamson et al (1989). They
specifically showed that top-down computation tree evalu
ation can be handled using tree contraction by simply
implementing the RAKE operation as in Algorithm 7 ex
cept that h’(x) becomes
h’(x) =f(h(x)).
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Provided the computation of/and h, i.e., h’(x), can be
simplified in constant time using one processor, then topdown computation tree evaluation can be carried out in
Oflog n) time using n / log n processors on an EREW
PRAM. Using the generalisation of Miller and Teng (1985)
of the bottom-up computation tree evaluation, the result of
Abrahamson et al (1989) can be generalised similarly.
Hence, the following theorem:
Theorem 8. (Abrahamson et al. 1989 and Miller and Teng,
1985) If the composition of f and g, where f and g are
functions associated with two adjacent edges in the tree or
two adjacent edges in a tree formed during any stage of the
computation, can be simplified in 0(T(n)) time using P(n)
processors, then top-down computation tree evaluation
can be carried out in 0(T(n) log n) time using P(n) n/log
n processors on an EREW PRAM.
As in bottom-up computation tree evaluation, there are
instances of the problem that can be solved more efficiently
using computation list evaluation. These problem instances
are given in Albacea (1992).
5.4 Applications of Parallel Tree-Structured
Computation
Strictly speaking every application of tree contraction is also
an application of tree structured computation. However, there
are applications where the three tree computations under treestructured computation are involved. Parallel tree-structured
computation is used to compute the total weight of children,
total weight of descendants, distance of each vertex from the
root, vertex 3-colouring of a tree, re-rooting a tree at another
vertex, finding the path connecting any two vertices, lowest
common ancestors of any vertices, tree functions involved in
the biconnectivity problem, domination problems, point and
path location problems, and scheduling with precedence
constraints (Albacea, 1992d). The technique was also used in
solving the cutting numbers and cutting centre problems
(Albacea, 1991 a), in finding the 6-matching of trees (Albacea,
1992a), in edge-colouring of graphs with edge-disjoint cycles
(Albacea, 1992b), and in searching trees using depth-first,
breadth-first, and breadth-depth searches (Albacea, 1995 sub
mitted for publication).
6 CONCLUSIONS
In this paper, existing algorithms and applications of
prefix computation, list ranking, and tree contraction are
surveyed. In some instances, the existing algorithms for
these techniques are simplified. Also, it was shown that
prefix is the most basic of these techniques and that tree
contraction and list ranking are reducible to each other.
Hence, the tree contraction problem can be solved using an
algorithm where the cost is dominated by list ranking and
vice versa. Finally, these basic techniques are combined to
form a higher-level technique called parallel tree-struc
tured computation.
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The specification of delay-insensitive, asynchronous
circuits can be undertaken in a variety of ways. Two
methods discussed in this paper involve Trace Theory and
Signal Transition Graphs. Trace Theory is used to describe
the behaviour of circuits in terms of sequences (or traces)
of signals. These traces can be composed to express
co-operative behaviour. However, the resultant composite
often suffers from an explosion of states and transitions,
which makes it difficult to visualise synchronous and
concurrent behaviour. By employing Signal Transition
Graphs, which are a kind of Petri net, this problem can be
ameliorated. In this paper we summarise both Trace
Theory and Signal Transition Graphs and describe the
advantages we have found in using both interchangeably.
The bulk of the paper is devoted to a new technique we
have devised for converting Trace Diagrams into Signal
Transition Graphs. This technique allows us to readily
exploit the benefits of both Trace Theory and Signal
Transition Graphs.
Key words: Asynchronous circuit design, delay
insensitivity, trace theory, signal transition graphs, state
graphs, Petri nets.
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1 INTRODUCTION
Recent research by the authors has concentrated on the
application of Trace Theory to the specification of VLSI
circuits (Horan, Newlands, Childs, and McAvaney, 1987)
and to the composition of control components modelled as
Petri nets (Coomber, 1991). Supporting CAD tools have
also been developed to assist the designer in describing the
behaviour of circuit modules as state graphs, and in com
posing such modules into a system (Coomber, 1987; Horan,
1991). Our particular interest lies in the area of asynchro
nous logic design which does away with the global clock
and the need to distribute periodic clock signals for deter
mining when system activity may take place. In other
words, the speed of a circuit is not governed by the clock
rate but by hard, physical parameters such as gate switch
ing times and delays on wires. However, increased speed
provided by asynchronous design is offset by the need to
introduce more complicated logic in order to manage
delays and co-operative behaviour.
Two methods of tackling asynchronous design, Trace
Theory and Signal Transition Graphs (akind of Petri net), and
the translation of circuit designs made in one method to the
other (so as to broaden our design perspective and emphasise
certain characteristics) form the basis of this paper. We use
Trace Theory because it provides a simple yet powerful way
of specifying state-transition behaviour; it enables sub-mod
ules to be readily composed; and it can be directly mapped to
logic. Signal Transition Graphs complement Trace Theory by
explicitly revealing concurrency and synchronisation, curtail
ing the state explosion problem, and by being amenable to
Petri net analysis and simulation.
2 TRACE THEORY
Trace Theory (Kaldewaij, 1986) is one of a variety of asynchro
nous design methods and is used to specify the behaviour of a
circuit in terms of the signals it exchanges with its environment.
At the centre of trace theory is the concept of a trace — a
sequence of symbols drawn from an alphabet. For example, if
A={ a, b} is an alphabet then t=ababb is a trace drawn from A.
The set of signals and of possible traces associated with a circuit
constitutes a Trace Structure. For example, a simple trace
structure is <{ a, b}, {e, a, ab, aba,...}> in which the alphabet
contains the symbols a and b, and the possible traces are
e, a, ab, aba, and so forth. The symbol e represents the empty
trace. This trace structure can also be represented as a state graph
(Figure 1) by considering equivalence classes.
initial state
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Figure 1: Trace Diagram of the trace structure
<{a, b}, {e, a, ab, aba,.. .}>
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Important operations on trace structures are projection,
weaving, and blending. Projection is a mapping operation that
produces traces which only contain symbols of particular
interest to the designer. If t is a trace and A an alphabet then
the projection of t on A, denoted as tTA, is obtained by
removing symbols in t which are not in A. For example, if
A={a, b) and t=abcbca then tTA=abba. Weaving is a
composition operation. If T and S are trace structures describ
ing the operation of two circuits, which exchange signals with
each other, then their weave, denoted TwS, defines a trace
structure that specifies the concurrent operation of the two
circuits. The traces in the weave are interpreted such that as the
two circuits evolve concurrently each may freely use a symbol
unique to its own alphabet in order to extend its ‘trace thus far
generated’, but both must agree on the use of a common
symbol, otherwise deadlock occurs. The weave of two simple
trace structures is shown in Figure 2. The blend of two trace
structures is produced by projecting their weave onto their
disjoint symbols. Blending hides “internal” communication.

Figure 2: The weave of two trace structures.

3 DELAY INSENSITIVITY
A trace structure can be engineered so as to specify a circuit
module whose behaviour is independent of delays in wires
and in other modules. Udding (1984) discusses this concept of
Delay-Insensitivity in detail and defines four postulates which
must be satisfied by any Trace Structure describing a delay
insensitive circuit. It is also necessary for the designer to
ensure that communication and computational interference
cannot occur. Communication interference occurs when sig
nals on the same wire interfere with each other. To avoid this,
the designer must guarantee that only one signal is travelling
along a wire at any given time. This can be done by using level
sensitive signalling and acknowledging all signals. Computa
tional interference occurs when an unexpected signal arrives
at a module. To avoid this, the designer must ensure that an
expected signal is not subsequently refused or prevented. The
module must remain ready to accept the signal, regardless.

The first of bidding’s postulates states that adjacent
signals in any trace must differ. For example, if t is a trace
and a is a symbol, then traces like taa are not permitted.
The second postulate states that if several inputs or outputs
can occur, the order in which these signals arrive is
indeterminate. Thus, if a and b are input symbols and s and
t traces, then the traces sabt and sbat are both possible.
The third postulate states that if a and C are inputs, b an
output, and s and t traces, and if sbat and sabtc are
possible traces, then sbatc is also a possible trace. The
fourth and final postulate states that if a and b are signals
of different types (with one an input and the other an
output) and can append the trace S in any order, that is, sa
and sb are possible traces, then sab is possible and so is
sba. However, an input cannot be sent to prevent an
expected output.
4 ASYNCHRONOUS LOGIC CIRCUITS
Figure 1 shows a state graph which could be taken to
describe the sequence of events a and b at the port of a
logic circuit. Indeed, several such sequences applying at
other ports and internally, may be specified separately and
combined into a total specification using weaving (Horan
et al, 1987). By definition, weaving preserves the origi
nally specified relationships between the events. The re
sult of weaving such specifications together is a state
graph which reflects the total behaviour of a complex logic
device. Thus, if the original specifications are delay insen
sitive, so is the total specification.
Having obtained this behavioural description, the next step
is to map it into a physical description by prescribing how
events are mapped into physical behaviour. One mapping,
implied by the requirement for delay insensitivity, is to
identify events and voltage transitions. Thus, an event may be
represented by a rising transition only, a falling transition
only, or both rising and falling transitions alternately. In the
first two cases, the complementary transition must occur, but
is not specified by the state graph. In these cases, however,
ordering with other signals is implied by delay insensitivity.
At this point, also, states may be assigned naturally in terms of
the voltage levels associated with the events. In all cases, the
original state graphs will need to be expanded to allow for the
two different voltages after each transition. This needs to be
done in such a way as to obtain a consistent state assignment.
An extra state variable would need to be introduced to distin
guish two identical states or the resulting state graph pruned
to avoid the use of one of these states (Molnar and Fang, 1981;
Horan, 1991). Finally, given such a state graph and state
assignment, one may proceed to implement a logic circuit
which operates asynchronously.
5 SIGNAL TRANSITION GRAPHS
As an alternative to using trace theory as a method of specify
ing the behaviour of circuit modules we have investigated
Signal Transition Graphs, which were devised by Chu (1987).
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Signal Transition Graphs (henceforth called STGs) are Petri nets
in which transitions are interpreted as rising and falling transi
tions of a circuit. Figure 3 shows an example of a STG. Each
vertex of the STG is a signal transition (either a rising (+) or
falling (-) edge), and arcs between vertices represent causal
relations. The dynamics of the STG are captured in the marking,
which consists of tokens (solid black dots) placed on arcs. Any
transition with tokens present on all of its input-arcs is termed
enabled and can fire, upon which one token is removed from
each input-arc and one token is placed on each output-arc. For a
complete formal definition of the STG refer to Chu (1987).

Figure 3: A typical STG.

We have found the STG conducive to the specification of
circuits because it expresses behaviour economically and
generally avoids the state explosion problem suffered by state
graphs. It also shows concurrent and synchronous behaviour
explicitly, and serves as a basis for partitioning and decom
posing a system by using Net Contraction. Net Contraction
(which is equivalent to projection) yields a collection of
smaller STGs, from which minimal logic equations can be
quickly and simply obtained. The STG also helps to relate our
work to that of others using Petri net notations for the speci
fication of circuits, such as Molnar et al (1985). As well, the
graphical Petri net design tool, developed by a colleague at
Deakin University, can also be employed to interactively
simulate the operation of our STG specifications, thereby
assisting the detection of design mistakes (Dew, 1987). State
graphs, on the other hand, while they may grow large and
cumbersome, do have the advantage of clearly showing all the
possible behaviours of a system explicitly and can be readily
augmented to describe an asynchronous design.
6 COMPLEMENTARY METHODS
In view of the above pros and cons, we have found it advan
tageous to switch between state graphs and STGs so that we
may view our designs from both perspectives and exploit the
64 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 2, MAY 1995

benefits of both notational forms. An STG can quite
simply be translated into a state graph by deriving its
Reachability Graph (Peterson, 1985). It is not, however, as
simple to derive a STG from a trace diagram. Two ap
proaches to this end are presented in the remainder of this
paper. The first approach (Section 8) discusses the tech
nique of factoring a state graph into simple cycles (Chu,
1987) which can be merged to yield a STG. The second
more elegant and computationally efficient approach (Sec
tion 9) is the focal point of the authors’ research.
7 CONSTRAINTS
Firstly, however, we must impose certain conditions on the
state graphs used here. We will henceforth call state graphs
SGs. Formally, a SG is defined as g = (S, r, f, s,) where 5 is a finite
set of states, Fisa finite set of transitional signals, Fisa partial
function sxt-a s called the state transition function (if the
occurrence of a signal t in state ,v, leads to state Sj then F(sbt)=sj),
and .5, es is the initial state. The SG must be (1) deterministic,
(2) live-persistent, (3) have no self-loops, and (4) no two
output-arcs of a given state can lead to the same state.
The first, third, and fourth constraints are straightfor
ward; the second, incorporating liveness and persistency,
needs some explanation. A SG is live iff it is strongly
connected and has a consistent state assignment. A SG is
persistent, iff an enabled transition cannot be disabled by
the occurrence of some other transition. Persistency is a
necessary (but not sufficient) condition for delay-insensi
tive circuits and is related to Udding’s second postulate. It
is important to note that the STG derived from a livepersistent SG will also be live-persistent, without which
Net Contraction cannot be applied to produce minimal
logic equations. The required constraints a SG must sat
isfy are illustrated below (Figure 4).

persistency /

determinism ■/

mnltinle niitniit arcs

self-ltm*

X

liveness </
a state graph is live iff:
it is strongly connected (a state graph is strongly connected
if there is a path from any node to any other) and has a con
sistent state assignment

Figure 4: The SG must be persistent, deterministic, live, and have neither
self-loops nor multiple outputs.
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8 CONVERTING SG TO STG: THE GENERAL
METHOD
A way to obtain a SG from a STG other than by generating
a reachability graph is to concurrently compose (weave)
the simple cycles which cover the STG (Chu, 1987). Note
that in the cycles the nodes are transitions, but in the STG
the arcs are transitions. Such a set of simple cycles will
only exist if the STG is live-safe. In order for the STG to
define a set of transition sequences uniquely it must also
satisfy the one-token SM restriction (each simple cycle
must contain exactly one token).
Given these conditions, we can define a relationship
between the transitions in a STG. Two transitions q and tj
are termed ordered (denoted q <-> tj) iff there exists a
simple cycle containing both of them. The two transitions
are otherwise termed concurrent (denoted tj X tj). It is
assumed that a set of enabled concurrent transitions may
fire in random order without one disabling another. In
other words, persistency is assumed.
The SG formed from weaving together the simple
cycles preserves liveness, order, concurrency, and persist
ence. If the current marking of the STG enables several
transitions (all of which will be concurrent to each other)
then in the SG these will be represented as signals in the
output-set of the current state (Figure 5). If one of the
signals occurs, causing a change of state, the others will
remain enabled (persistent) at the new current state.

(invariant decomposition)

(merging cycles)

6.2

simple cycles

A

/
/

/
/

//

(weaving)

(projection on ordered signals)

/

/
/

Or-

Figure 6: Converting a STG to a SG and vice versa (6.3 adapted from
(Chu, 1987)).

concurrent transitions

SG
concurrent signals

Figure 5: STG and SG concurrency.

An example of how a SG is obtained from a STG is
illustrated in Figure 6. The simple cycles (Figure 6.2) are
determined by solving the invariant equation AT.x = 0, where
AT is the transposed mxn incidence matrix of the STG and x
is a lxm vector (Peterson, 1985). Merging the cycles will
reconstruct the STG. They can also be woven together to give
the SG in Figure 6.3.
Conversely, the simple cycles for constructing a STG
are obtained from a SG (which must be persistent, live,
etc) by determining, for each signal, the set of signals with
which it is ordered, and then projecting the SG onto the set.
This procedure is repeated with the resulting SGs until

only those without concurrent signals are produced (i.e.
simple cycles). As an example we will extract the simple
cycles from the SG in Figure 6.3. The set of signals to
consider is S={Ir+. Ir-, Oa+, Oa-, Ia+, la-, Or+, Or-}. If
we begin with Ir+, which is in the output-sets of the
states Sj, s7, S|0, and Sjg, then the set R={Or-, Oa-, Oa+} of
all the other signals in the output-sets is termed concurrent
to Ir+, i.e. Ir+ X R, because, by persistence, Ir+ is not
ordered with respect to these signals. Projecting the SG
onto S/R (the set of ordered signals) gives the SG shown
in Figure 7.1a. This SG can be further decomposed by
considering the concurrent signals Ir- and Or+. Projecting
the SG onto the set of signals with which Ir- is ordered, i.e.
{Ir+, Ia+, Or+, la-}, yields the simple cycle shown in
Figure 7.1b, and similarly, projecting the SG onto the set
of signals with which Or+ is ordered, i.e. {Ir+, Ia+, Ir-, la-},
yields yet another simple cycle, shown in Figure 7.1c.
Figures 7.2-7.4 and 8 illustrate the SGs produced when the
remaining signals in S are considered. In total, six simple
cycles are produced, which merge to give the STG in
Figure 6.1.
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Figure 7.1

7.1a

Ir+J_(Or-, Oa-, Oa+)
SGt{Ir+, Or+, Ir-, Ia+, la-}

Or+

Figure 7.2

7.2a

7.1b T(Ir+, Ia+, Or+, la-)

7.1c

T(Ir+, Ia+, Ir-, la-}

Ir-

Oa-_L{Ir+,Ia+,Ir-}
SGt {Oa-, Or+, Oa+,Or-,Ia-

7.2b

T(Oa-, Or+, la-, Or-}

7.2c

t{Oa-, Or+, Oa+-, Or-}

Oa+ Ia-

Oa+i{Ir-, la-, Ir+j
SGt(Oa+, Oa-, Or+, Or-, Ia+)

(same as Figure 7.2c)

Oa- Ia+

Figure 7.4

7.4a Ir--L{Oa-, Or+, Oa+)
SGt{Ir-, Ir+, Or-, Ia+, la-}

Figure 7: Derivation of Simple Cycles.
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7.4b T{Ir+, Ia+, Ir-, la-}
(same as Figure 7. lc)

7.4c t {Or-, Ia+, Ir-, Oa+}
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Or+i-{Ir-}
SGt{Or+, Ir+, Oa-, Oa+, Or-, Ia+, la-}

Or-_L{Ir+}
SGt{Or-, Oa-, 0+, Oa+, Ir-, Ia+, la-}

.Oa- Ia+.

Formally, if we let F(st, t„) = sj and F(s„„ tb) = s„ be state transitions
from a state graph c = (s, t, f, s0) which satisfies the necessary
requirements, then if the following condition is satisfied:
(Sj=S„j A (3\sk | ((F(shtc) = s,„)

a

(F(shtd) = s,) a (tc = r„)

A

(td = t,,)))

c1

Oa- Ir+
Oa- Ir-

the signals ta and tb are termed removable concurrent signals,
and ta is said to be related by persistence to tc, and tb is said to
be related by persistence to td (see Figure 9).

Oa- Ia-f
Or+ Ir.Oa+ Ir-

Sk
.Oa+ IaOa+ IaOa+ Ir-K

ld and tb are removable concurrent signals
L, and t(. are related by persistence
q, and td are related by persistence

Ia+J_{Oa-}
SGt{Ir+, Ia+, Ir-, Or+, Oa+, la-, Or-}

Ia-J_{Oa+}
SGT{Ia-, Oa-, Ir+, Ia+, Ir-, Or-, Ia+}

Figure 9: cl illustrated.
.Oa- Ir+.

Or+

Ir-

iPa" Ia+.

,Oa+ IrOr+

Ir-

,Oa+ IaOa+ Ir+

Figure 8: These SGs produce no new simple cycles.

9 CONVERTING SG INTO STG: A BETTER
APPROACH
A simpler and more efficient way of converting a SG into
a STG is achieved by modifying the SG so that it depicts
simple cyclical sequences of ordered signals. This is done
by removing concurrent signals precluded by the prior
occurrence of ordered signals as a sequence of ordered
signals evolves. That is, if the signals tc and td are in the
output-set of state sk, and both therefore are concurrent to
each other, neither signal may be in a simple cyclical
sequence containing the other. Hence, if tc causes a change
of state to sm, then td must be removed from the output-set
of sm. Similarly, if td causes a change of state to Sj, then tc
must be removed from the output-set of S;. If done for all
signals in the SG, a reduced graph depicting the basic
sequences of ordered signals will result that can easily be
transformed into, a STG.
This procedure is more efficient than the previous one
because it directly produces and combines all simple cycles.
Whereas, the other procedure determines the simple cycles by
iteratively projecting the SG onto sets of ordered signals until
all the cycles are found.

We will now demonstrate how the SG in Figure 6.3 is
modified to depict cyclical sequences of ordered signals. If we
begin with state S[6, which has the concurrent signals Ir+ and
Oa- in its output-set, then if Ir+ occurs, Oa- must be removed
from the output-set of s15 since concurrency does not permit
Oa- to immediately follow Ir+ in the same simple cycle. If
instead Oa- occurs, then according to the same reasoning, Ir+
must be removed from the output-set of state s |. The signal Ir+
must also be removed from the output-set of Si6 because the
occurrence of Or- at state s7 precludes Ir+ from the same
simple cycle. The reduced graph shown in Figure 10a is
obtained after the required signals have been removed from
the other states in the SG. It now remains to join together the
various disconnected pieces of the graph. This is done by
connecting states to produce sequences of ordered signals in
a manner that preserves the relative order of signals as de
picted in the original SG. For example, state S[ is connected to
state S3 because, in the original SG, if s!6 is current and the
signal Oa- occurs, then Or-i- (an output of S3) is the next signal
with which Oa- is ordered (i.e. Oa- immediately precedes Or+
in some simple cycle). Similarly, s14 is also connected to s3
because Or+ can be immediately preceded by Ia+ (the input of
s14). Put simply, the signals Oa- and Ia+ are determined by
examining the input-set of state s3 in the original SG. Persist
ency also tells us that Oa- pertains to the input-set of sb and
that Ia+ pertains to the input-set of sl4. Hence, connections
need to be made from these states to s3. Figure 10b illustrates
the reduced graph after all the appropriate connections (shown
dotted) have been made. It should be noted that all the simple
cycles shown in Figure 6.2 are represented in the graph.
The STG is constructed from the graph in Figure 10b by
mapping signals to vertices and by placing arcs between
vertices according to the connectivity of the graph. The vertex
Or-, for instance, has the vertices Oa+ and la- in its pre-set, and
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the vertices Ia+ and Oa- in its post-set. In other words, Orbecomes enabled after both Oa+ and la- have fired. This is
obvious from the SG in Figure 6.3.10.

If+ v

Figure 10: (a) Reduced graph; (b) Connections making cycles.

10 A SIMPLE TABULAR CONSTRUCTION METHOD
To facilitate the above procedure for transforming a SG into
a STG we have devised a series of simple constructive steps
which manipulate the SG expressed in a tabular form. The
steps are as follows:
1 Give each state in the SG a unique label, and if a particular
signal is common to more than one state transition (such as
the signal Oa- in Figure 6.3) then, for each of these state
transitions, uniquely subscript the signal which causes it.
Figure 11 shows the SG of Figure 6.3 after states have been
uniquely labeled and common signals subscripted.
2 Add each of the uniquely labeled signals to a table that has
the column headings signals, pre-state, post-state, andpresignals. Each row in the table shows a state transition
f (Sj,t) - sj. The signal t is placed under the signal column, Sj
under the pre-state column, Sj under the post-state column,
and the signals in the input-set of S; are placed under the
pre-signals column. Figure 12a shows such a table for
Figure 11)
3 Examine the table for removable concurrent signals and
determine signals that are related by persistence. That is,
given two rows in the table whose signal fields contain ta
and tb respectively, then ta and tb are removable concurrent
signals iff:
a the post-state fields of the two rows have the same state;
b the pre-signals field of the first row contains a signal tc
such that tc=ta (ignoring subscripts) and the pre-signals
field of the second row contains a signal td such that
td=tb; and
c the pre-state fields of the two rows associated with tc
and td have the same state.
If these conditions are satisfied, tc is related by persist
ence to ta, and so is td to tb. If another signal, say te, is
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related by persistence to tc, then by implication, so is ta
to te. In this way, sets of related persistent signals can be
produced. In Figure 12a, the signal fields containing
removable concurrent signals are shaded; also shown
(Figure 12b) are the pairs of removable concurrent
signals and the sets of related persistent signals.
4 Remove each row in the table whose signal field contains
a removable concurrent signal (i.e., remove rows with
shaded signal fields).
5 For each removable concurrent signal in a pre-signals field,
replace it by the related persistent signal present in the signal
column of the table. This step is equivalent to making
connections between states as discussed previously. For
example, in the pre-signal field of the row marked with an
asterisk in Figure 12a, Ir3- is replaced by Irr, and Or2+ is
replaced by 0^+. (Note: there will only be one signal from
any set of related persistent signals present in the signal
column of the table after step 4. For example, of the set of
related persistent signals {Oar, Oa2-, Oa3-, Oa4-} from
Figure 1 Ob, only Oar will be present in the signal column of
the table because each of the other signals is eliminated as part
of an concurrent pair, i.e., the pairs of concurrent signals
[Oa2-, Ir2+], [Oa3-, Ia2+], and [Oa4-, Ir2-] are removed.)
6 Each signal in the table maps to a vertex in the STG. Thus,
rename the signals column to vertex and the pre-signals
column to pre-vertices and also remove the pre-state and
post-state columns. The STG can now be assembled from
the table, the rows of which describe connectivity relations
between vertices. Figure 12c shows the table that describes
the STG for Figure 11.

Figure 11: Subscripted SG.
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Ir4-

s5
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s8
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S11
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Ir3- Or2+
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s16
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Ir4+ Oa4+
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s8

S15
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s16
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s15
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Or2- Itj+

Oa3-

s14

S3

Iaj+

0*4"

s13

s12

Ir,-

se r is dependent on

its immediate pre-signals. This fact is used
to establish a preliminary marking from which the initial
marking can be obtained by removing appropriate tokens so as
to preserve transitional orderings.
As an example, the initial marking of the STG in Figure
6.3 will be determined. Firstly, for the equivalent SG in
Figure 1 1, the set R={ {Ii'i+, Ir2+, Ir3+, Ir4+)). The imme
diate predecessors of Ir,+, Ir2+, Ir3+, Ir4+ are Orr, Oar,
Iar, and Oa3+ and Ia2-, respectively. The preliminary
marking, shown in Figure 13a, results from placing a token
on each output-arc of the vertices derived from these
signals. In effect, we have established the pre-conditions
required to enable Irj-t- (i=l,..,4). The marking also enables
Orr (see state s7 in Figure 11) and Oar (see state sl6).
However, the tokens enabling these vertices must be re
moved because of ordering constraints. That is, token ©
will only be present after Oar fires, and token © will only
be present after Orr (see Figure 11). This leaves us with
the initial marking, as shown in Figure 13b (subscripts
have also been removed).

(a)

sets pf related, persistent signals
{Oar, Oa2-, Oa3-, Oa4~}
{Irj+, Ir2+, Ir3+, Ir4-h)

{Iai+, 1^+}
{Irr, Ir2-, Ir3-, Ir4-}
{<>!+, Or2+)
{Oaj+, Oa2+, Oa3+, Oa^+}
{Iar, Ia2-)
{Orr, Or2-}

pairs of removable concurrent signals
[Oa2-, Ir2+j, [Oa3-, Ia2+], [Oa^-, Ir2 ],
[Or2+, 1*3"]' [Oa2+' Ir4“l- fOa3+, Ia2-],
[Oa4+, Ir4+], [Or2-, Irj+]

(b)

vertex

pre-vertices

Ir3+

i*,-

Iaj+

Ir3+ Orj-

Figure 13: (a) Preliminary Marking; (b) Initial Marking.

Irr

IajT-

Ori+

Ia!+ Oaj-

Oai+

Orj+

la,-

Ir^ - Ori+

Or,-

Iaj- Oa!+

Oaj-

Orr

(C)

Figure 12: (a) tabular SG; (b) sets of related persistent signals and
removable concurrent signals; (c) tabular STG.

Finding the Initial Marking
If g=(S,t.f,s{) is a SG satisfying the required constraints, then the
initial marking of the corresponding STG is determined by con
sidering the set R, of which each element re k is a set that contains
a signal t immediately transitionable from the initial state s, of G,
and also the signals to which t is related by persistence, denoted
aspp). Precisely, r={ (r) u/>(t)
T,s,eS) and eachreR
is a complete set of related persistent signals associated with
a vertex v (see steps 5 & 6 above). The enabling of a signal

11 APPLICATION — A SEQUENCER
One application for which we have used SGs and STGs
interchangeably is in the design of a Sequencer (Horan,
1991). A sequencer accepts an input a; and responds to it
by handshaking with a0. It generates output b0 and waits
for bi; then it generates output c0 and waits for Cj. The
sequencer may be represented as a SG (satisfying the
constraints in section 6) as shown in Figure 14a. Each arc
represents a change in a variable, either rising (+) or
falling (-). Figure 14b illustrates the STG representation.
The STG clearly depicts concurrent and synchronous sig
nals, and compared with the SG, it is more economical in
terms of nodes and arcs. This clarity and economy of
representation is particularly important when design com
plexity grows and helps the designer to visualise the
behaviour of his designs more effectively. Moreover,
since the STG is a type of Petri net, its kinetics may be
observed and analysed using a suitable Petri net simulator.
On the other hand, the SG explicitly depicts all possible
states and is therefore better suited to answer questions
concerning state assignment.
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CATTHOOR, F. and SVENSSON, L. (1993): Application Driven Archi
tecture Synthesis, Kluwer Academic, 238pp., SUS92.00.
This book of edited papers purports to be a state-of-the art glimpse of real
time (RT) VLSI Application Specific Integrated Circuit (ASIC) research. It
takes as its reference point the ASCIS (Architecture Synthesis for Complex
Integrated Systems) and NANA (Novel parallel Algorithms for New real
time Architectures) projects undertaken within the umbrella of the European
Commission’s ESPRIT programme. More specifically, it comprises papers
presented at a workshop in Belgium in April 1992 to mark three successful
years of project co-operation between seven contributing groups from seven
different countries.
The editors cite two types of difficulties associated with RT ASIC
designs — the first being methodical (good design strategies) and the
second practical (cost effectiveness). The contributing authors address
these two bottlenecks, within the context of real-life case studies, taken
from the realms of audio, telecommunications, instrumentation, speech,
robotics, medical, automotive, image processing, television, multime
dia, radar and sonar. In doing so they propose a set of solutions which
according to the editors, form part of a complete methodology for the
target domain of dedicated RT processors.
The following annotated Table of Contents gives a fuller description of the
topics covered:

1 Application-driven Synthesis Methodologies for Real-Time Processor
Architectures (system specification model; array & multiplexed proces
sor synthesis)
2 Behavioural Specificationfor Synthesis (the Silage, HardwareC & VHDL
input specification languages; conversion to data flow graphs; JPEG
encoder/decoder example)
3 Formal Methods for Solving the Algebraic Path Problem (interplay
between algorithm design & synthesis methodology; systolic implemen
tations; partitioning issues)
4 HiFi: from Parallel Algorithm to Fixed-size VLSI Processor Array (use
of one consistent set of mathematical concepts from behavioural specifi
cation to electronic hardware; catering for hierarchy & abstraction;
object-oriented programming for uniformity of documentation & repre
sentation; dependence graph extraction; ability to handle any algorithmic
specification; fixed-size architecture design; partitioning; maximum ex
ploitation of regularity)
5 On the Design of Two-level Pipelined Processor Arrays (transformation
of nested loops to uniform recurrence equations; application to ID
convolution; word- & bit- level array designs)
6 Regular Array Synthesis for Image and Video Applications (design
methodology [Cathedral project]; application to video motion estimation;
reindexing & localising transformations; space-time mapping)
7 Memory and Data-path Mapping for Image and Video Applications
(Cathedral-3 methodology for RT signal processing applications with
little potential for time multiplexing; high-level memory management &
algorithm optimisation; high-level data path mapping; CD autocorrelation
kernel & YUV-RGB video format converter examples)
8 Automatic Synthesis for Mechatronic Applications (HardwareC com
piler; behavioural synthesis transformations; structural synthesis; auto
matic mapping of system ASIC modules onto a rapid prototyping board)
9 Synthesis for Control-flow-dominated Machines ([interactice] Amical
system; VHDL input —> existing logic & RTL synthesis tool output;
mixing of manual & automatic designs; telephone answering machine
controller example)
10 Controller Synthesis and Verification (combination of propositional
temporal logic verification & sequential logic extraction; formal verifica
tion of FSMs)
The intended audience for this book is “academia, senior design engineers
and CAD managers”. Whilst it purports to be “state-of-the-art” RT ASIC
practice, prospective purchasers should be aware this “art” refers specifically
to the European ESPRIT programme circa 1992.

John Fulcher
University of Wollongong
SKIDMORE, R., FARMER, R. and MILLS, G. (1992): SSADM Version
4 Models & Methods, NCC Blackwell Scientific, 406pp., $59.95
(paperback).
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SSADM stands for the Structured Systems Analysis and Design Method.
Whereas that title (SSADM), or minor variations of it, is normally used
loosely in the literature to incorporate a set of techniques with varying
conventions, in this context the intention is far more specific. Here SSADM
is a set of procedural, technical and documentation standards for systems
development, “owned” by the (British) Central Computer and Telecommu
nications Agency (CCTA), and with a strategy determined by a Design
Authority Board representing the CCTA, the Computer Services
Association, the British Computer Society and the National Computing
Centre. So determined are the authors that we should understand this point,
that they explain it in four paragraphs which appear identically in both the
preface and the introduction.
The Design Authority has prescribed a specific waterfall structure for
systems development. The focus of this book is on a selected set of tools and
techniques, to be used through all the phases of system development. This
book is not definitive. There is a four volume reference work, which this
reviewer has not seen, for that purpose. Neither does this book attempt to
impart the fundamental skills of analysis and design.
The tools and techniques to be used have been wisely selected. Each
is introduced simply, the notation outlined and conventions particular to
SSADM explained. There are very helpful guidelines and advice on
their use. For each tool there is an explanation of the locations where it
is used in the development process and for what purpose. There are
masses of diagrams covering original problems.
This attempt to standardise the structure and method of system develop
ment has to be taken seriously. As the authors emphasise, this is intended as
a core method and the Design Authority welcomes “Interface Guides to
define the relationship between SSADM products and proprietary software”.
Whether any exist is not stated. However it is probable that adhering to the
SSADM conventions while using a proprietary software system would
improve project communication and co-ordination.
In summary, even in isolation this is an excellent book with helpful and
practical hints. Any analyst will find it useful. It also has potential as an
undergraduate text to accompany use of proprietary software development
software.
Reference
CCTA (1990): SSADM Version 4 Reference Manuals Vols 1,2, 3 & 4, NCC
Blackwell.

Chris Bushell
Computer Sciences Corporation Australia and University ofSouth Australia

HYPERSTAT: Macintosh Hypermedia for Analysing Data and Teaching
Statistics. HyperCard Stack on 2 disks and lOOpp manual, in hard
protective box, Academic Press Inc, 1993. (unstated price).
HyperStat is an Apple HyperCard stack covering most topics usually met in any
first course(s) in applied statistics. As any ‘stack’ it is a series of422 cards, each
bearing information on a statistical theory or practice sub-topic. It is structured
like a formal textbook, each card as a ‘page’, but with the addition of many
cross-links between cards/topics, so that the user may quickly move between
associated topics, or what may be considered associated topics (though there is
a regular need to return to the index before moving to the next topic). It is novel
in having sections which encourage students to explore aspects, by suggesting
things they should try, and helps with the necessary facilities and hints. It has
a 100 page manual, mostly giving a cookbook explanation of the statistical tests,
and a little theory. The stack contents itself is statistically quite sound and
fulsome, if a little daunting (most cards are chocked full of fact) and touching
topics I consider beyond its declared audience (e.g. co2 etc. in AOV). However,
as the author says on page 1, it is a very useful reference. The dust jacket
references quote HyperStat as ‘the best of its kind’. I agree.
But I do not agree that it is a very useful teaching tool for beginners, as
implied on page 2, even given the exploration sections, and I have painful
experiences to back that claim. I created a very similar 250 card stack* in
1988 (it is, after all, an obvious structure, given HyperCard and today’s
identical statistics texts), and have used it on 400+ students since. Each year
I place it before the students, without any compulsion, but ask assessment
of its worth. Many try it occasionally, but only a few persevere. The major
criticisms have been consistent over the years, and I am sure they will prove
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to be totally relevant to HyperStat also: ‘You might as well (or better) read
a book [and you can only see one page at a time] ’ / ‘There’s too much on each
card’ / ‘You’ve got to know what you want before you look for it’ / ‘I still
need to talk to the tutor’ / ‘The explanations are not always easily under
stood’, etc. Reviewers and colleagues agreed. Real-person tutors are still in
well-paid business at UWA.
So, sound statistically though HyperStat is, it and its relatives (there are at
least three equally sound smaller ones in the market) are not for unaided
beginners, nor do I believe even major modifications are likely to make them
so — their basic construct seems to have fundamental weaknesses. Students
need to be drawn on (as the word ‘educate’ means) more subtly than these
systems do, so they really move for themselves. How it is to be done is not yet
clear, but colleagues and I have a (small) grant to try to find out. We have seen
some signs of success of new multimedia approaches in other disciplines, but
it is clear that while transmission of facts by multimedia means is reasonably
successful, teaching abstract concepts like p-values, which may seem so
obvious to us, is a far deeper problem. The computer encyclopaedia is here;
the era of the computer as preferred (stats) tutor is not.
*StatTutor, © B Murphy & G Bartlett, Dept. Management, UWA, 1988; now shareware.

Brian P. Murphy
University of Western Australia
S.W.I.F.T. (eds.) (1991): Expert Systems Integration, Elsevier Science
Publishers B.V., 197pp„ SUS105.50.

HANDY, J. (1993): The Cache Memory Book, Academic Press, 269pp.,
unstated price.
This book claims to demystify cache memory design by translating cache
concepts and jargon into down-to-earth methods and true-life examples. It
provides complete coverage of the reasons for using caches, and why they
work, along with details of the operation of real cache designs used in actual
commercial computers, such as the 68030 direct-mapped cache.
The book further claims to be the first to take system designers from the
concepts behind cache design right up to the most intricate protocols used in
complex multiprocessor caches.
The author is a frequent lecturer and writer on the subject of cache
memory design, and is also a patent holder in this field. His great wealth
of knowledge and experience certainly is revealed within the pages of
this book. Incredibly, it manages to discuss a vast number of concepts,
very clearly and concisely within a mere 269 pages. This is achieved
with no repetition of what has already been said, and by assuming some
prior knowledge on the part of the reader — such as some idea of
computer architecture. Straight away the reader is whisked into the topic
of CPU speed vs system speed, onto the principals of locality of
reference, and locality in time. The book progresses onto what a cache
exactly is (and how one may "fool” the CPU), how caches are designed,
cache memories with regards to RISC processors, and maintaining
coherency in cached systems. The final chapter provides some extensive
coverage of the design of four common caches. A most comprehensive
glossary (some 250 cache-specific words) follows.
Illustrations illuminating the text abound, from waveforms and block
diagrams, to code and logic traces. The mathematics necessary is nicely
simplified, and well integrated into the discussion.
This book will prove itself to be a useful reference for the microproc
essor system designers, unaware of the workings of caches, as well as for
those who know basic cache concepts but are unfamiliar with the more
exotic techniques.

This book is the proceedings of the first B ANKAI Workshop held in Brussels
in 1990. The Workshop is a forum for discussion on advanced IT technologies
and their application to the finance and banking industry.
The book contains fourteen papers and transcripts of four discussion
sessions held within the Workshop. The papers are varied in topic ranging
from the user perspective on development and implementation of an expert
system for analysis of bank lending risk, through applications of syntactic and
semantic message analysis, to the hardware issues associated with expert
system implementation.
I found the overwhelming majority of papers to be interesting and well
written. They were all concise enough to hold the reader’s interest, to the point
where, with some of them. I was wishing for a bit more depth to the discussion
— which I am sure would have been provided in the Workshop.
All of the papers were written by practitioners and were all based on case
studies which they themselves had undertaken —either as a full expert
system development and implementation, or as a pilot study of the technology
applied to a particular environment. They provide valuable insight into the
problems encountered, limitations of the technologies and the type of appli
cations best suited to the technologies.
A number of the papers discuss the particular methodology used in
development of the focal expert system. There is also a comparison of such
a development to a DBMS development and a traditional procedural pro
gramming development.
There are also a couple of papers considering the pros and cons of rule
based versus object oriented approaches to expert systems implementation,
one looking specifically at the conversion of rule-based to object oriented.
Of particular interest to those intending to implement expert systems in a
banking environment are the papers discussing the issues of integrating the
expert system into the current environment — linking with existing DBM’s
and general office software and also the cultural and training issues associated
with integration into the banking environment.
The transcripts of the discussion sessions provide answers to many of the
questions which may arise from reading the papers. The session topics
covered hardware issues associated with expert systems implementation, the
software environment, general expert systems development issues and the
future of integrated systems.
The book would be of interest to the general Expert System developer,
Banking and Finance industry systems experts and to technical consultants to
that industry.
I would recommend the book to anyone either committed to or thinking of
developing expert systems within this environment as it provides practical
lessons and advice from people who have previously undertaken such
development.

The area of neural networks is a rapidly developing realm of Artificial
Intelligence. Neural networks are computer models based on the operation of
components of the brain. They demonstrate some of the features of intelligent
behaviour, and are capable of learning. This book is an introductory text on
the subject, and claims to be the very first.
It starts from the very basics, beginning with a chapter entitled
Humans and Computers, covering the structure of the brain; learning in
machines, the differences [between humans and computers]. The next
chapter is about Pattern Recognition through The Basic Neuron on to
some of the most important approaches to the subject, — Back-propa
gation, Kohonen and Hopfield Networks, and adaptive resonance theory.
They are all described in considerable detail. The authors discuss the
capabilities, advantages and disadvantages of each model, as well as
possible applications of each. Also explored is the relationship of each
model to the brain and its function.
The book is well laid out. with a clear typeface and nice pictures
throughout. The writing style is most accessible. Little icons are used at
various stages to denote a section of text that is mathematical in nature, an
algorithm for a particular model, and a summary of major concepts discussed.
This makes for much ease in learning the content of the book — mathematical
sections may be skipped over, for those who may be unfamiliar with the type
of mathematics used, algorithms may be quickly located for future reference,
and summaries may be referred to time and time again. All of these features,
coupled with its relatively small page count make the book a quite enjoyable
read over just a few days at most.
Overall, I was most impressed with the quality of this book. Certainly, it
would serve anyone well as an introductory text on neural computing, and if
it is indeed the only existing book of its kind, then whoever writes the second
book will certainly be hard pressed to beat this one.

Robyn Chandler
Monash University

David Williams
Tomago Aluminium

David Williams
Tomago Aluminium

BEALE, R. and JACKSON, T. (1990): Neural Computing — an introduc
tion, Adam Hilger, 240pp.. unstated price.
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MENDEZ, R. (ed.) (1992): High Performance Computing — Research and
Practice in Japan, John Wiley and Sons, Chichester, 274pp., £34.95
Stg (hard cover).
Many in the West are aware of Japanese advances in High Performance
Computing, if for no other reason than knowing the importance this subject
has assumed in trade negotiations between Washington and Tokyo. For most,
however, knowledge of the state of the art in Japanese HPC remains rather
vague. This series of papers (perhaps articles is a more apt description) edited
by Paul Mendez of the Institute of Supercomputing Research (Tokyo) will
provide some insight into Japanese HPC. In a field as quickly evolving as
HPC, information ages at a commensurate rate. Consequently the state of the
art as described here is probably pertinent to the year 1990 despite the later
published date on the book. In particular, some papers on HPC applications
describe work with supercomputers that by 1994 are now two generations old.
The book gives a reasonable overview of the vector supercomputers
produced by the big three Japanese vendors viz. Fujitsu, NEC and Hitachi. The
authors of these three papers are employees ofthe respective companies and this
limits critical evaluation of the architectures. No attempt is made to compare
these to their Western equivalents. (This is a little surprising as the comparisons
generally would be favourable). Nevertheless for those unfamiliar with the
Japanese technology the book is worth purchasing for these three papers alone.
Part 1 of the book includes the above material, some examples of HPC in
fluid dynamics, computational chemistry as well as four chapters on vector
performance, vector languages and compilers.
I found Part 2 of the volume the most interesting. This section contains four
papers on what the editor terms 'Experimental Supercomputing'. It is difficult
for the West easily to obtain current information on Japanese work in this
important field. This book provides a clear overview of four topics. Through
out these papers the close co-operation between the Japanese computer
industry and government on focused research is apparent.
It is well known that in commercially available products the Japanese have
emphasised vector rather than parallel performance and have been slow in
embracing Unix . Knowledge of work described in the four major projects
may help the reader anticipate future trends in Japanese HPC. Unfortunately
details of the VPP500 (announced by Fujitsu in 1922) are not covered nor is
the development of such a machine really anticipated in any of the articles.
The VPP500 denotes a strong entry by a Japanese manufacturer into the
general purpose parallel supercomputer world with a product that many
consider the most powerful architecture currently available.

Jerard Barry
Australian Numerical Simulation and Modelling Services
KANER, C., FALK, J. and QUOC NGUYEN, H. (1993): Testing Compu
ter Software, Van Nostrand Reinhold, New York, 480pp., $72.95
(paperback)
This book provides a down-to-earth approach to testing application software
under real world conditions. Even though the authors are focusing on testing
of consumer application packages on microcomputers, this reviewer (who
has mostly worked on custom-built applications on mainframes) found the
many pragmatic hints applicable in any software development environment.
This book goes beyond the technical issues of software testing and often
comments on interpersonal and organisational political implications of test
ing activities. The authors who are practitioners with considerable industry
experience provide many useful tips on how to avoid certain traps and survive
at the cutting edge.
The book is organised as three sections. The first section comprising five
chapters provides a good tutorial on the fundamentals of software testing.
Topics covered in this section include software development process, various
types of testing, error reporting and analysis of bugs. The seven chapters of
the second section focus on specific testing issues, namely, problem tracking,
test case design, testing of devices, localisation testing, testing user manuals,
testing tools and test planning and documentation. The third section compris
ing the final four chapters deals with management issues such as test group
management and legal consequences of inadequate testing.
The authors claim that they wrote this book as a training guide to their staff.
The book is very readable and clearly presented. I commend this book to
Project Managers, QA professionals, programmers and testers. This book
would be a good textbook for anyone who wants to examine any of these
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professional careers and would also be a valuable resource material for
trainers in these areas.

Ashok P. Jacob
Bull HN Information Systems
BESSANT, J. (1991): Managing Advanced Manufacturing Technology,
NCC Blackwell. Oxford England, 377pp., $65.00 (soft cover).
This book is a typical textbook for the college student as its origin evolves
from a number of research projects and teaching activities at Brighton
Polytechnic, UK, over the past ten years.
The book is well structured and very informative. Basically it constitutes
three main strands:— (i) it describes some of the key components of the
current revolution in manufacturing technology and the experience gained so
far with their use, (ii) it identifies the key issues influencing the adoption and
implementation of these technologies, by case studies and research material,
(iii) it prescribes some common guidelines for defining strategy, identifying
needs and implementing technology.
The author himself intends the book for two kinds of reader: practising
managers and students of management (although I think that it is more
suitable for college students). For those students who are not in the Manufac
turing Engineering (ME) Field and just aim at knowing more about Advanced
Manufacturing Technology (AMT), the book would probably be a good one
to read. Those in the ME field will probably get a good chance of revision of
AMT and the hot topics in the AMT world such as CAD/CAM, CAPM, TQM,
JIT, FMS and CIM.
As stated by the author himself, there is one important theme that is going
through the whole book: Implementing AMT and other technological inno
vation cannot proceed successfully without parallel managerial and organi
sational change. And this main theme has been repeatedly elaborated in great
detail in each chapter throughout the book. Perhaps the author likes his
readers to get a strong impression of that thinking. I think that he has done it
successfully, (though I personally find it a little bit boring).
In the concluding several chapters, the author keeps presenting good
organisation and management principles that a company implementing
AMT should follow. For instance, he prescribes some “guidelines for
good practice”, which include guidelines such as establishing a clear
strategy at top level, effective communication, early involvement,
creating an open climate, setting clear targets and investing in training.
It may seem that they sound quite general. But it doesn’t matter if they
are statedjust once. It is a little tedious if they are repeated with different
wordings several times.
I think most practising managers are quite familiar with good organisation
and management principles (of course knowing them is totally different from
applying them in their work). I think they would be better advised to read the
original research material (AMT research projects or case studies) and hence
understand more on how to implement AMT, rather than just to read the
concluding statements in this book. It is good to see that the author
has written down a detailed reference which he has quoted at the end of each
chapter. Hence for busy practising managers, I would recommend that they
read those topics that appeal to them most and then dig deeper by searching
the material in the reference. I have the impression that reading one of the
chapters is equivalent to reading the whole.
Although the author does not intend to discuss topics such as investment
principles in AMT, or financial appraisal/justifications of AMT, I think most
practising managers are interested more in those topics rather than in
reviewing some good management principles. Interested practising managers
may read the book “Investment in Manufacturing Technology” by Promrose,
P.L. (Chapman & Hall, 1991).*'

K.C. Tang
Hornsby, Sydney
LISTER, A.M., EAGER, R.D. Fundamentals of Operating Systems, The
Macmillan Press Ltd, 196pp., $34.95 (paperback).

“A thing of beauty is a joy for ever:
Its loveliness increases; it will never
Pass into nothingness; but still will keep ... ”
From Endymion — John Keats
Hardly the way to begin a book review on operating systems: however a
book that has enjoyed almost 20 years as the de facto standard text on
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operating systems in many Australian Universities hardly needs a review and
speaks for itself and this book if not a thing of beauty, it has certainly kept.
Since the reviewer of this book was one of the generation of science
graduates weaned on an earlier edition of this book (2nd edition 1979), I shook
off the dust from my edition and compared the two. Reading the preface to the
fourth edition, the second author Bob Eager was also a student of Andrew
Lister. Curiously very little has changed since the 2nd edition (1979) and the
5th edition. Given the relentless nature of the subject to change, it is pleasing
to find that there are some fundamentals that are constant. Quoting from the
preface of the second edition “any book on computer science suffers from the
fact that its subject matter is undergoing rapid change, both technological and
conceptual’'. A book on operating systems is no exception ... although this
book is about 'fundamentals’, which can be expected to be less volatile than
other topics. Fourteen years later quoting from the fifth edition, because true
fundamentals do not alter, there have been no radical revisions to the text.
The reason for the success of this book is that unlike other books on
operating systems, the authors use what they call a 'paper' operating system.
Another equally appropriate term, although not normally applied to operating
systems, is a generic operating system. This gives the freedom for the authors
to develop a theoretical operating system in a systematic, logical and coherent
manner without being distracted by esoteric blemishes that plague real
operating systems. However, don't be put off thinking that it is all academic
and loses contact with reality. There are many references throughout the text
to real operating systems that employ those principles presented, without
going into specific detail that would be distracting. The interested reader can
always follow them further from the extensive bibliography. Starting with a
general overview in chapter 2, the book develops logically the full operating
system in the remaining nine chapters. The titles of the nine chapters give an
idea of the contents: Concurrent Processing (two brief new sections have been
added since the second edition — these are monitors and message passing
which relate to client server systems), The System Nucleus, Memory Man
agement, Input Output, Filing System, Resource Allocation and Scheduling,
Protection, Reliability, The User Interface (this chapter has been brought up
to date with GUI, Graphical User Interface, and the title of the chapter has
changed from job control to user interfaces).
The final chapter that is unnumbered but titled Conclusion is almost
apologetic for presenting such a clear and lucid explanation. It’s the same
rhetorical question Miguel Cervantes gave to Don Quixotic, Am I mad
because I see the world as it could be or is the world mad because it sees itself
the way it is. Given the many arbitrary decisions and designs in operating
systems there isanichefora book such as this, which provides the new student
a roadmap and unity to the subject, which would otherwise appear chaotic.
There are over 100 references at the end of the book for the interested
reader. There are many new references since the 2nd edition and some as late
as 1992 on Windows. The final paragraph of the book finishes in both editions
“Finally, we would urge the reader not to regard this book as in any way
definitive study of operating systems”.
After reading this book the uninitiated reader will be well prepared
in understanding the principles of any real operating system, and
motivated to read further. The only criticism I can find are that newer
topics such as client/server are briefly mentioned in one page only. My
only disappointment, which is more a request than a criticism for the
next edition is to have revision questions so that the student can check
their understanding, is that there are no practice exercises or questions;
otherwise a highly recommended book.

Peter Radonyi
Canberra
MAEDER, R. (1993): The Mathematica Programmer, Academic Press,
London, 200pp, $US44.96, (paperback).
It is unworthy of excellent men to lose hours like slaves in the labour of
calculation which could be safely relegated to anyone else if machines were
used (Leibnitz, 1671).
Mathematics at one time was pencil and paper; the purists would argue it
still is. With packages such as Mathematica, Leibnitz’ portentous statement
has come true and Mathematics has become high tech computing. Readers of
this journal, who have not used Mathematica or one of its rivals Mathcad or
Maple have probably read about Mathematica in otherjournals or magazines.
Before continuing, a brief description would be in order. Mathematical

computations can be divided into three main classes: numerical, symbolic and
graphical. Mathematica handles all three classes. Mathematica version 1 was
announced on 23 June, 1988 for the Apple Macintosh; versions for various
workstations followed for the IBM PC in January 1989. At the end of 1990
versions of Mathematica for CONVEX, DEC VAX (Ultrix and VMS) and
RISC, HEWLETT-PACKARD/Apollo, MIPS, NeXT, Silicon Graphics,
Sony and Sun (and SPARC compatibles) became available. Mathematica
version 2 was released in January 1991. The Mathematica Programmer book
by Maeder is written for Mathematica version 2.2.
Where Mathematica comes into its own is the power of its graphics and its
ability to handle symbolic mathematical manipulations. Here is an example
taken from The Australian Mathematical Society Gazette
) dx, m, n > 0
Mathematica returns the result.
nF(i/m)r(l+l/n)

— mF( 1 +l/m)r(l/n)

mnT( 1 + l/n. + l/n)
The answer to this is zero, using a property of the gamma function.
If you are not already a Mathematica user then this book is not meant for
you, and you would be better starting reading one of the books listed below;
there are many good books written on how to use Mathematica at this level
and are listed in the references. The book is meant for the Mathematica power
user, and Maeder shows his virtuosity with Mathematica in the second part of
the book titled Applications.
The Mathematica Programmer is not an introductory book and it assumes
the reader is already familiar with using Mathematica. Mathematica is a
difficult language to learn, at first it combines ideas from Lisp, PROLOG,
APL, SIMULA, SMALLTALK, and C++. Pascal, FORTRAN, and C. Taken
together it leads to a large language with over 1,000 functions. The authors
were aware even with all the built in functions of Mathematica they could not
anticipate the needs of all users. Therefore, Mathematica was designed to be
extensible by including its own programming language. The Mathematica
language uses a uniform paradigm, using rewrite rules. Strictly speaking,
there are no procedures, functions, or subroutines in Mathematica. Any
definition of the form
f[args] := body
is a rewrite rule.
This is the entry level knowledge which the book assumes the reader to
have of Mathematica. All the examples rely heavily on previous experience
with Mathematica. The book is divided into two parts.
Part 1 discusses different programming paradigms and part 2 looks at
different applications. Part 1 is divided into 5 chapters, chapter 1 is an overview
of the Mathematica's programming style, chapter 2 looks at Abstract data types,
with an example modelling Lisp in Mathematica, and a look at the built in
functions. Chapter 3 looks at polymorphism and message passing, objects and
data driven programming rules. Chapter 4 leads logically to object orientated
programming and examples from SMALLTALK are implemented using
Mathematica. Still in Part 1, Chapter 5 looks at designing a relational database
for classical musical recordings. For anyone who has tried to develop a
relational database of records or CD’s will know this is not a trivial exercise; as
an added bonus the book comes with a disk containing the complete code.
Part 2 looks at applications, having introduced the various programming
paradigms in Part 1, the author illustrates these using some interesting
applications. Part 2 of the book is not meant to be read in a linear fashion. It
is more an illustration of five useful examples which can be adapted to other
applications. A brief description of the five chapters will illuminate the point.
There are objects in computing which do not fit into a computer's memory
all at once. Chapter 6 looks at infinite sets and infinite lists and ways of
manipulating these as finite lists. Two examples are given, one is the Golden
Ratio and a Taylor Series example. Chapter 7 uses Fibonacci numbers to
illustrate optimisation techniques which are applicable to many problems in
computing. For example at ACRES to process 100km * 100km scene from
Synthetic Aperture Radar (SAR) satellite, on 486 IBM PC, 8Mb memory,
running at 33MHz, takes 87 hours. When one has large data sets which require
many millions of computations, even with ever faster hardware optimisation
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 27, No 2, MAY 1995 75

BOOK REVIEWS

is of prime importance. Fractals, beside their intrinsic beauty, have found
many useful applications, particularly in compression techniques and remov
ing redundancy. Chapter 8, shows how to compute the graphical representa
tion of fractals, and a way of removing duplicates in a list. Where Mathematica
comes into its own is its ability for symbolic computation. 'Minimal surfaces
like fractals have a strange beauty. Chapter 9 illustrates all three main classes
of mathematical computing in Mathematica, numerical, symbolic and graphi
cal. After the flourish of chapter 9, chapter 10 is system programs for
Mathematica. Working with symbols in themselves is tricky, almost every
expression Mathematica tries to evaluate. This chapter develops debugging
tools for writing Mathematica packages. A package is developed for holding
a list of symbols as elements, protecting the symbols from evaluation.
To Mathematica users, there is plenty in Part 1 of the book which is useful
for anyone wishing to write Mathematica packages, whereas Part 2 has
enough diverse examples that can be adapted to a wide variety of problems.
This is a hands on book and comes with a disk, with the source code to the
programs. The disk alone is worth the cost of the book.
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Peter Radonyi
Australian Centre for Remote Sensing, ACT
1

A way to define the mean curvature of a surface at a point P is in terms of
the normal curvature. The normal curvature of a point P in a given direction
is the reciprocal of the radius of curvature of a curve in the surface passing
through P in that direction. The mean curvature is the average of the
maximum and minimum values of this quantity passing over all directions
of P. A trivial example of a minimal surface is aplane. At any point the mean
curvature is zero, in all directions, so the minimum curvature is identically
zero. If the mean curvature of a surface is not identically zero, the maximum
curvature must be positive and the minimum curvature must be negative for
the average to be zero. This gives minimum surfaces their twisted look.
Another characterisation is as a surface of minimal area. A film of soap
spanned by a closed wireframe assumes minimal area among all surfaces
with this wireframe as boundary.

STEPHENS, R.T. (1994): Object-Oriented Graphics Programming in C++,
Academic Press, 498pp. $39.95 (paperback with disk).
As suggested by the book title, the subject will appeal to a select few rather
than a broad audience. There are direct benefits to the shop floor personnel in
a publishing or graphic arts shop, computer programmers learning the C++
language may have an interest and perhaps to individuals employed in the
display card industry. Without a direct interest in the subject matter, a casual
reader would find little to stimulate their desire to purchase.
The book begins with a description and a short history of the development
of the IBM PC and the various screen display modes available, including the
non-standard modes. The Object Oriented compiler used is the Borland C++
3.1 product, and the two types of Super VGA display cards are the STB
PowerGraph X-24 and VL-24.
Much of the discussion within the book focuses on the supplied programs
developed by the author. The numerous sections of program code printed,
which are noticeably short of comments describing the program logics, unveil
a product in its infancy.
The octree method of reducing a 16 million colour palette to a 256 colour
palette is detailed. Descriptions of the PCX and TGA Targa file formats
provide limited discussion on graphics file formats. Other graphics related
subjects include vectors, ray tracing, surface textures, animation and CDROM based images.
The ray tracing topic was of substantial length and contained details of the
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object descriptor file definition. Parsing of the descriptor file is performed by
the ray tracing program, this gives an understanding into compiler writing
techniques involving tokens operators and syntax.
An interesting discovery was revealed through this book and a television
advertisement. The human eye can only distinguish around 1 thousand actual
colours and computer graphics file formats and display cards cater for colour
palettes of the order of 16 million colours. Does this shed new light on the
artificial intelligence topic of machine vision?

Peter Bell
Alcoa of Australia
JAFFE, J.A. (1994): Mastering the SAS System, 2nd Ed., Van Nostrand
Reinhold, N.Y.
This book should be renamed, in the sense that it is an introduction to
mastering the SAS Base system only. That in itself is a brave exercise,
because the SAS system is the most complex and powerful data manipulation
package on the market. The manuals provided by the SAS Institute, while
extensive, are not easy reading and require use of a centralised index manual,
and expertise in the area to be used — hence the need for books like this one.
The greatest strength of the book is its outlook; a programming point-ofview. The most useful SAS feature, which makes it more powerful than its
neighbours, is its capacity to be self programmed to manipulate data sets into
changed, or new forms, prior to analysis. This book will enable users of SAS
to do this, with reference to the one document; dare I say, easily. Moreover
in the process, the reader can gain great insight into the way SAS works. The
programming approach is developed into a pure form in Chapter 18, where an
example of developing a Business System is an outstanding contribution.
Many users would not have realised SAS has this capacity, and could use this
book to tailor their own reporting and analysis system.
The greatest weakness of the book is that it does not extensively relate the
capacity to manipulate data sets, to the many SAS statistical and operations
research procedures. These procedures may be the only focused interest of
many users, and if this is the case, this book is of more marginal interest. Given
that the book runs to 574 pages it may not be possible to extend the initiative
into other applications, without a second volume!
The presentation of the book is poor, my copy is essentially an inexpensive
production on cheap paper, poorly bound and in desperate need of two colour
production. Poor presentation along with the price of SA98.95, limits the use of the
book, making it unsuitable as text material. However, the content is well written,
accurate and well structured, with a comprehensive index. As such it would be an
excellent supplement to a set of manuals. Even if you are already moving out of your
office to fit SAS in, the addition of this book can empower the SAS user as a
programmer, no matter what the main focus for using the system.

Dr Lindsay Turner
Victoria University of Technology
OXNARD, J. (1994): How to Become a Successful Consultant, Christa
International, 166pp., $89 (post paid).
This is a most impressive book. The front cover describes it briefly as “A stepby-step guide to planning, setting up, managing and growing your own full
time or part-time consulting business from home or office”. This is an
adequate summary of the book, which is the result of the experiences of the
author, himself a successful consultant. Hence, he is in an ideal position to
inform others of the many issues and topics which those interested in
consultancy may have otherwise not considered properly or even thought of.
The book is very accessible, with the writer having a clear style, and the
layout thoughtfully designed. Figures and tables and even flow-charts are
mixed with the text where necessary, and all help to clarify further the
concepts expressed within.
One of the finest points of this book is the sheer amount of practical, downto-earth information given, from who to talk to in an organisation to debt
collection. Indeed, these are topics unlikely to be covered by any professional
educational qualifications!
Finally, as an Australian book, the contents and information are very
relevant to our society.

[Editor’s note—This book is available only through the publishers, and so it would
be remiss ofme to neglect to provide their phone number, which is (075)372 956].
David M. Williams
University of Newcastle

NEWS BRIEFS
'News Briefs’ is a regularfeature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.
COMPUTER SERVICES INDUSTRY
GENERATES $1M A DAY PROFIT
Australia’s 4,900 computer services busi
nesses generated an operating profit before
tax of $365 million during 1992-93, accord
ing to data released by the Australian Bureau
of Statistics.
The computer services industry comprises
businesses whose primary activities are the
provision of data processing services, infor
mation storage and retrieval services, com
puter maintenance services and computer
consultancy services.
The industry plays an important role in pro
viding vital services that impact on the efficient
use of computer technology in all areas of the
Australian economy and society.
A little more than 30,000 people were em
ployed in the industry at the end of June 1993
with computer services businesses recording
income from sales of goods and services in
1992-93 of nearly $4 billion.
Almost 90 per cent of businesses were
primarily engaged in the provision of com
puter consultancy services which accounted
for 75 per cent of people employed in the
industry.
NS W with 2,000 businesses accounted for 47
per cent of employment and 54 per cent of
income followed by Victoria with 29 per cent
and 27 per cent.
While most businesses (97 per cent) were
small, employing fewer than 20 people, there
were 29 large businesses, employing 100 or
more people, which dominated the industry,
accounting for 42 per cent of industry employ
ment and 58 per cent of operating profit.
Details are in Computer Services Industries,
Australia 1992-93 (Cat No 8669.0) available
from ABS bookshops in all capital cities at $20
a copy.
NATIONAL LIBRARY SIGNS
CONTRACT FOR CHINESE
JAPANESE KOREAN SOFTWARE
Eric Wainwright, Deputy Director-General
of the National Library, announced that the
Library has signed a contract with Innovative
Interfaces Incorporated for the supply of the
INNOPAC software and services for the Aus
tralian National Chinese Japanese Korean
(CJK) Library System. The System will be
networked to seven Australian university li
braries from the National Library; the librar
ies will use it to build a shared library cata
logue of CJK material. The INNOPAC soft
ware will be integrated with MASS, a
Unicode-based product from the Singapore
Institute of Systems Science, to provide full
support for Chinese, Japanese and Korean
characters.
Public access to the National CJK System
will be available over the Internet, for a
monthly fee.

In announcing the contract signing, Eric
Wainwright described the installation of the
CJK System as an example of an interna
tional co-operative development made vi
able by the Internet. “Innovative Interfaces
will install and maintain the software over
the Internet”, he said. “MASS will also be
delivered to us over the Internet from Singa
pore. And staff in California, Singapore
and Canberra will be working together
using email and ftp to develop several
enhancements to INNOPAC and MASS that
we have commissioned”.
The National CJK System, including en
hancements, will be installed in July.
NATIONAL GOVERNMENT
TECHNOLOGY AWARDS
The State Library of South Australia has won a
national gold award for the development of a
leading edge computer system for its staff
rostering and human resource management.
The award was announced at the National
Convention Centre in Canberra at the 8th
Annual Government Technology Awards.
The awards cover the three tiers of Govern
ment, with the State Library of South Aus
tralia taking out the State Government cat
egory for South Australia.
The Directorof the State Library, Mrs Frances
A wcock said the award demonstrated what could
be achieved by resourcefull people, determined
to improve organisational efficiency, despite
limited financial resources.
“The State Library of South Australia is a
market leader in the application of new tech
nologies”, she said. “We were faced with a
complex and time consuming rostering task
for which there wasn’t a suitable product in
the marketplace. We decided to write an inhouse system and the result is an excellent
product with widespread potential in the
marketplace”.
The award winning system was devel
oped by Project Leader, Ms Megha Padhye
and Development Programmer, Sharon Pearn
in the Library’s Information Technology
Services section.
Ms Padhye said the system had achieved a
range of substantial benefits for the Library in
the form of organisational efficiency.
“We have a complex rostering task in the
Library involving 170 staff, who in addition to
their general duties, need to be rostered over five
shifts a day to cover 25 different tasks, all requir
ing specific skills.
“Using Foxpro for Windows, we have de
veloped a flexible tool which effectively com
bines an electronic diary for 170 staff with
relevant personnel information. Using a
graphical user interface, from a networked
PC database, the system is used as the basis
for rosters across a wide range of library
activities, as well as other HRM needs”.
WAN FOR VICTORIAN TAFE
COLLEGES
Northern Metropolitan College of TAFE will be
managing agents for what is one of the largest
Wide Area Networks in Victoria.

The WAN is an initiative of the State
Government and the Office of Training and
Further Education. It will link all Victorian
TAFE colleges, providing a mechanism for
exchanging curriculum, statistical, enrolment
and other reporting data between colleges,
VTAC and the OTFE.
In time, links will be established with other
networks such as the State and National Librar
ies, AARNET, the State Government
Network,and other key networks in Australia
and overseas.
Northern TAFE’s Computer Services
Department will work with successful
tenderers Datacraft, who are responsible
for the installation and configuration of
the network, then manage ongoing mainte
nance, day-to-day support for the
network and training for users in TAFE
colleges around the State. The WAN
uses routers from Cisco and Telecom
ISDN lines.
Head of Computer Services, Ms Mary
Waterhouse, believes that the commission
ing of the WAN project is evidence of the
increasing sophistication of the TAFE sys
tem, which enrols more than 260,000 stu
dents in some 420 courses each year. And
while entry into the VTAC system has
streamlined the application process for
intending students, it has placed
increased pressure on the colleges’ data
gathering resources.
“The WAN devices that will be available
in the short term will be access to VTAC
(previously only modem access), access to
OTFE services such as APPSYS, access to
central store and forward facilities. In the
longer term, the WAN will allow colleges to
offer services; access to AARNET and the
Internet, and email messaging”, Ms
Waterhouse said.
Ms Waterhouse and her team have already
put in place a network at Northern TAFE,
linking five of the college’s six main cam
puses, including the new $19 million manu
facturing and building studies campus in
Heidelberg.
INAUGURAL ASIA PACIFIC
DISTRIBUTED SOLUTIONS EVENT
HYATT COOLUM FROM 16 TO 18
OCTOBER 1995
Real Solutions for a Distributed World
brings together end users, vendors, sys
tems integrators and researchers to discuss
solutions to distributed computing prob
lems using real-life case studies. Each case
study will focus on the business rationale
for change, the technology strategy
adopted, and the eventual outcome of the
initiative. The program incorporates key
note speakers (including Patricia Seybold,
a world expert on distributed systems tech
nologies); panel debate — “Beyond DCE
and CORBA”; case studies; expert panels
and an introduction to the World Wide
Web and Internet seminar for business.
•Details: phone (07) 365 4310, fax: (07)
365 4311, email: liz@dstc.edu.au.
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