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Guest Editorial

ACJ Special Issue on “IT in Health-Care"
Information Technology, as a discipline, has made its mark on several professions and now forms an integral part of many other
professions. The impact of IT in Health-Care is no exception. As an emerging discipline, Medical/Health Informatics is becoming
established in Australia. It embodies the multidisciplinary focus that the health-care disciplines require in addition to their
specialised knowledge base and training.
The role of the ACS, as the premiere organisation for the IT professions and IT-related disciplines, is well established. The
Australian Medical Informatics Association (AMIA) was inaugurated as the National Health-Care Committee of the Society in
1989. Since then, AMIA has undertaken the joint overseeing of various IT initiatives in health in the ACS.
With this in mind, it is appropriate that a special issue of the Australian Computer Journal (ACJ) is devoted to IT in HealthCare. Other special editions of the ACJ have focused on Education, Law and contemporary social issues — all in relation to
Information Technology.
The considerable interest that this special issue on health has generated, both amongst ACS and non-ACS members, is
gratifying, and an indication of the interest and quality of Health-Care informatics here. The editorial decisions have, as usual,
been stringent and consistent with a refereed professional journal. Space has imposed its own constraints.
As an inaugural special issue on IT in Health, the editors have sought to strike a balance whilst casting a wide net. The articles
describe the application of IT in diagnostics, therapeutics, telematics and research in Health. Their impact on clinical decision
making is discussed, together with the vital issues of security, privacy and confidentiality.
We are indebted to the contributors, referees and the joint efforts of many who have helped with preparation of this inaugural
special issue on IT in Health.

Dr Patrick Nugawela
Guest Editor
Australian Medical Informatics Association
(National Health-Care Committee of the Australian Computer Society)
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Confidentiality,
Privacy and
Security Concerns
in the Modern
Healthcare
Environment
Kevin O’Connor
Federal Privacy Commissioner
GPO Box 5218, Sydney 2001

(This paper is based on a speech to the HR Information
Technology and Health Conference, Sydney, 14-15 March
1994).

Guest Editor: Dr P Nugawela e*
1 INTRODUCTION
The ‘superhighway’ is the latest focus of the popular media’s
interest in computers and information technology. Once again,
the emphasis is on the sophistication of the technology and the
seemingly-myriad ways in which it will transform social
arrangements as we now know them. The evangelists for
superhighways are active in our midst, Bill Gates being the
most recent to visit. The term ‘superhighway’ neatly draws on
the image of the highway and freeway system. As we are all
aware the spread of highways and freeways has brought many
benefits but also costs — some anticipated, some unantici
pated. In the United States the passion for freeways led to the
destruction of pleasant inner city areas, contributed to the
creation of ghettos and to a dependence on cars for daily
transport leading to the demise of mass public transport
systems, increased air pollution and many associated prob
lems. Naturally there is concern that the ‘superhighways’ of
the IT age may parallel our experience of the highways of the
motor car age, with new problems emerging. We are starting
to see some vigorous discussion in Australia of the social costs
that may be involved in the development of ‘superhighways’.
How to effectively safeguard reasonable claims to privacy is
high on that agenda.
The pattern with which we have been familiar for some
time now in relation to the keeping of professional and
administrative records in many areas, not just health care, has
involved:—
— increasing reliance on computer technology for the storage
and processing of large file systems, where there is a need
for regular routine examination of material usually organ
ised into set fields;
— continued reliance on paper records where the information
recorded is of an idiosyncratic character, where its contents
do not readily admit of computer storage, where cost
considerations simply do not warrant more expensive
technology or where the creators of the record are uncom
fortable or inexperienced in the use of IT.
Nonetheless it seems likely that with the emergence of
free text facilities, E-mail and the like the factors which
contribute to voluminous paper-holdings still being part of
the daily experience of many of us are likely to be less
significant in future.

2 “PRIVACY” IS MORE THAN “SECURITY” OR
“CONFIDENTIALITY”

Copyright© 1994, Australian Computer Society Inc. General permission
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There is a tendency, particularly when considering advances
and potential applications of information technology, to
think of ‘privacy’ as equivalent to ‘security’ or ‘confidenti
ality’. Privacy is, however a considerably more encompass
ing, although a fairly elusive, concept. Most concern about
privacy falls into two areas: one, unwanted intrusions into an
individual’s private life or activities; and two, the right to
control the use of personal information about oneself. My
prime area of interest is in the latter — that is the privacy of
personal information.

CONFIDENTIALITY, PRIVACY AND SECURITY CONCERNS IN THE MODERN HEALTHCARE ENVIRONMENT

The Information Privacy Principles (IPPs) are a code
applying to Commonwealth and ACT administration and
affect medical practitioners and hospitals belonging to those
governments. They are set out in section 14 of the Privacy Act.
They illustrate the range of issues that is covered by the
modem concept of ‘information privacy’. They are a mini
mum set of standards. They do not, in my view, replace the
stricter standards which might apply in relation to particular
matters, e.g. confidentiality and disclosure, set by, for exam
ple, the ordinary law governing medical practitioners. The
IPPs set standards for:
— the collection of information: information should be col
lected only where it is necessary for or directly related to a
lawful purpose, should not be collected by unlawful or
unfair means and should not intrude to an unreasonable
extent upon the individual’s personal affairs.
— storage and security of personal information.
— rights to access and alter a record where it is inaccurate or
not relevant or up to date, or is incomplete or misleading.
— the use of information: (an agency must take reasonable
steps to ensure that personal information is accurate, up to
date and complete before using it, and must (with some
exceptions) generally only use the information for the
purpose for which it was collected or a directly related
purpose.
— constraints on the disclosure of information.
Security of information can be viewed as a subset of
privacy — extremely important in its role in preventing
unauthorised access, use or disclosure of personal informa
tion — but not the complete picture. Similarly, ‘confidential
ity’ is an important subset of privacy.
You will appreciate that if care is taken in respecting
privacy when information is being collected, limiting the
information collected to that which is necessary for or directly
related to the purpose of collection, then the downstream risks
of breach of security, misuse of information for another
purpose or improperly disclosing the information will only
arise in relation to that smaller amount of information. I
acknowledge that in some instances in the health context,
where a patient’s condition is being diagnosed, that it may be
necessary to sometimes seek information about a wide range
of topics to assist in that diagnosis. In other contexts, particu
larly in health administration, it should be easier to identify
from the outset items of information which are, and which are
not, necessary for or directly related to administrative tasks.

3 THE “OWNERSHIP” ISSUE
As you are probably aware there is not a clear answer to the
question of who owns medical records, although there tends
to be an assumption that the record itself belongs to the health
care provider. I would anticipate that if the issue of ownership
of medical records was tested in Australia that it would most
likely be decided along the lines it has been in the United
Kingdom where the (UK) courts have held that there is no
property in information.

An alternative approach has been developed in Canada
where the Canadian Supreme Court has recently decided that
medical treatment information is owned by the doctor. But the
court has also established that a doctor has a fiduciary relation
ship to the patient in regard to access to their medical records.
A later Canadian case has held that medical records while they
may be “owned” by the record keeper, are held subject to a
duty of trust owed to the subject to ensure that they are
accurate. The Canadian approach while recognising the pa
tient’s claim introduces unnecessary layers of legal complex
ity into this area.
It is not clear how the increasing computerisation of
medical records will affect thinking on the ownership of
medical records although it is likely to make more complex
any attempts to draw a distinction between the physical record
and the information contained within it.

4 RESTRAINTS ON DISCLOSURE
Protection is currently accorded to the confidentiality of
patient information by a range of administrative, professional
and legal standards including:
(1) hospital policies and procedures
(2) professional statements of ethics
(3) legal doctrines, especially —
— the law of confidence
— the law of negligence, and
— the law of defamation.
Importantly, while courts will normally give weight to
statements of policy and procedure (category (1) above) and
professional statements of ethics (category (2) above) in
forming a view as to what may, for example, be lawful
behaviour in disclosing information, those rules are not bind
ing on the courts and it would be open to the courts to decide
that a hospital policy or a professional standard was not
consistent with lawful practice in the circumstances.
Nonetheless, I consider that it is highly desirable for
hospitals and professional bodies and the like to have detailed
rules to guide practice. One of the characteristics of modern
information privacy laws of the kind I administer is that either
in their text or through the administrative structure they create
(e.g. commissioner with power to issue binding guidelines)
they seek to encourage the development of detailed rules to
govern particular areas of practice. This approach seeks to
meet the need of administrators and professionals for clear
rules on what is acceptable and what is not. It is an approach
which can also be incorporated into the environment of
computerised record-keeping, which is itself rules-based.
Some, of course, will resist a movement to a more rulesbased approach because it involves unnecessary bureaucracy.
There will also be an understandable concern about the rules
not dealing sensibly with hard or unusual cases.
But my experience suggests that the balance favours the
greater use of a rules-based approach, especially in complex
and sensitive areas of record keeping such as the health care
environment. Those who are involved in day-to-day adminis
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tration are relieved of the pressure and uncertainty which goes
with constantly backing one’s judgment. The Royal Austral
ian College of General Practitioners has recently attempted to
develop such a set of rules in the “Interim Code of Practice for
Computerised Medical Records in General Practice” (Royal
Australian College of General Practitioners, 1993), which is
being piloted for two years in association with some demon
stration projects. If rules have been developed in a broadlyconsultative way taking adequate account of patient perspec
tive, controversies about disclosure practices should be able to
be avoided.

5 STORAGE AND SECURITY
While the trend is towards great reliance on information technol
ogy in the high-volume areas, there is — I understand — little
computerisation of medical records in the ordinary Australian
medical practitioner’s practice; my understanding is that com
puter applications are more likely to be used in the small practice
for business needs such as billing. In the case of hospital and
large medical settings, there is of course, much heavier reliance
on electronic facilities—although the extent of computerisation
varies widely even in the hospital settings. I understand that at
present little clinical information is stored on computers in
hospitals and that clinical records are generally still paper-based,
although some medical information may be able to be gleaned
from some information stored on computers.
The individual does not look on a breach of privacy any
more kindly because the information improperly obtained or
disclosed came from a paper record rather than a computer
record. So it is important that managers recognise when
developing security standards that they should apply to all
types of storage media. Base-line standards should be devel
oped which apply equally to all personal information. Differ
ential standards are, of course, appropriate after that point
reflecting the level of sensitivity of information and the
different types of risks of breach associated with different
storage media. In the case of computerised information,
because of factors such as the vast storage capacity of databases,
and of CDs and the like, the risk of one act of intrusion
affecting a large number of people is far greater than the risk
associated with one act of intrusion into a paper-registry.
On the other hand, there is a greater potential for highlypersonal information to be held in a paper file, so the damage
caused by an act of intrusion into a paper file for the individual
actually affected may be far greater than if a narrower band of
data stored in a computer file is improperly obtained.
As you appreciate, a number of efficiencies can be ob
tained by computerising medical records, for example by:
— allowing access to “on-line” medical information which
will improve the quality of patient care (for example by
increasing the speed at which medical histories are avail
able in emergencies etc)
— lowering health care costs
— enhancing the education of health care professionals
— making it easier for patients to switch doctors
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— creating the potential to link patient clinical information
from different service providers to ultimately develop a
“cradle to grave” medical record. If linkages are readily
made, patient information may be able to be stored at a
variety of service providers and information travel be
tween them
— increasing opportunities to use data for secondary pur
poses, such as for research, social policy development,
criminal investigations, administration of the public health
care system etc.
The privacy issues which arise from the increased compu
terisation of medical records (US Congress, 1993) include:
— the storage of bulk data in computer data bases may, as
noted earlier, mean that a breach of security will allow the
intruder to access the entire data base
— the search capabilities on computer systems mean that it is
possible to quickly locate information about individuals
and/or to locate individuals or groups of people who have
particular characteristics
— information can be readily copied, in bulk, either by disc or
via direct access into the computer (e.g. through hacking).
Related to this is the possibility that information may be
copied without there being any evidence of this
— there is the possibility of “invisible” modification, deletion
or addition of data
— there is likely to be an increasing call for a unique identifier
so that individuals can be located in a number of different
data bases
— there is likely to be increasing calls for access to informa
tion by people not directly involved in the patient’s health
care (e.g. researchers, health administrators etc)
— it would be possible to link information about an individual
from different databases and so develop a “dossier” of
information on the individual, without the individual’s
knowledge or consent. Associated with this there is likely
to be a proliferation of data stored about an individual, as
information is readily copied
— there is likely to be increasing calls for data within the
setting of primary health care, although the individual may
only want some information in his or her medical record to
be available to other people involved in his/her health care
— if information is transferred electronically (for example
between computers via telephone line) there will security
issues associated with this.
Developing a position on some of these issues that will
protect the privacy of individuals’ records is likely to require
reconsideration of issues such as patients’ access to their
records, patients’ rights to know and decide who should have
access to their records (in the context of their direct care and
wider access to their information) and to determine which
information about them is disclosed beyond the setting in
which it was provided. This will require consideration of
issues for which, in some instances, overt policies have yet to
be developed. It is important that patients’ interests are repre
sented in consideration of these issues.
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6 SECURITY POLICY
There have been many valuable papers written in recent years on
technical and other elements which should go into security
policy as they affect health care information (Proc. of Informa
tion Technology in Health Seminar, 1993). A very useful outline
of the components of an institutional security policy in PC based
health care networks has been given by JW and DA Bennett who
suggest components should include: staff accountability meas
ures; auditing; encryption; passwords; back-up; virus protec
tion; mirrored services; and techniques to prevent intrusion by
the outside world. Appropriately, their paper focused on the
threats posed by insider-abuse more so than external threat. The
cost of security measures varies widely but needs to be weighed
against the sensitivity of information on the system and potential
damage to the individual and the practitioner if unauthorised
access or use occurs.
Security and privacy considerations need to be built in at
the earliest stages of design and specification, preferably with
enough flexibility to cope with changing needs over time. In
the case of mainframe computers, computer systems make it
relatively easy, with enough foresight, to provide different
access levels to the same data. Audit trails are necessary to act
as a deterrent against misuse and an investigative tool when
abuses occur.
At the level of individual medical practitioners, personal
or laptop computers are most likely to be used. The growth of
personal computing, and the phenomenal rate of change in the
processing power which can cost-effectively be put on the
individual’s desk, poses a major challenge to privacy and
security policies. If a decision is made to allow anyone other
than the medical practitioner, either to download personal
data to another PC, or to collect and store data themselves,
control over the use and disclosure of the data becomes very
difficult. Personal Computers, and PC applications software,
have typically not been designed with security and access
controls in mind — often the exact reverse — ease of access
and flexibility of interchange are major selling points. The
challenges involved in applying privacy standards to this
environment remain.
The increasing use of laptop and notebook computers,
with information entered and stored outside a relatively
secure physical environment raises obvious additional pri
vacy concerns, apart from those which apply to all personal
computing. While mainframe or mini-computers are rou
tinely subject to sophisticated perimeter security measures to
control access to their physical environment, this level of
security is less common with respect to desk-top personal
computers and generally absent for more portable computers
which are used off-site, and which are now capable of storing
vast amounts of data.
A simple and effective measure is to prohibit the storage of
operational data on the hard disks of portable PC’s. Word
processing files, spreadsheets etc can be readily kept on
removable disks which can then be subjected to the same
security safeguards as paper files.

This will not be the answer to every situation, particularly
when laptops or notebooks are being used to process large
databases, or draw on data from different applications (al
though removable hard disks are now available). Encryption
of data held on portable computers is an option that may need
to be considered where sensitive information is being stored
on laptops.
Even where security controls (such as automatic log off or
screen shutdown, enforced password changes, audit trails etc)
are in place it is clearly important to give special attention to
safeguarding the weakest link. Elaborate security systems can
be frustrated or circumvented because of human lapses such
as leaving doors or windows unlocked, taking work home, or
using obvious passwords. Also, sophisticated computer secu
rity facilities are of limited use if the same information in hard
copy form is treated much more casually — left in in-trays or
briefcases, or visible on desks in public areas or when visitors
are present.

7 ENSURING AUTHORISED ACCESS ONLY
(a) Individual’s access to their records
The Information Privacy Principles incorporate a number of
rights which could be regarded as consumer rights, including
the right to see and correct records containing personal infor
mation and to be informed of the nature and scope of informa
tion use and disclosure.
I am aware that a right of access and amendment rights to
medical records challenges some traditionally held notions
and gives rise to a mixture of anxieties. Concerns are some
times expressed by health professionals that granting access:
— will lead to an argument about the contents of the record
and its opinions, and
— will lead records to be less frank, candid or informative.
The foundation of the access principle is based, I consider,
on two considerations — giving the individual the ability to
ensure the accuracy of information held about them; and
recognition of an individual’s rights to see records of which
they are the subject. I do not consider that merely because they
lack medical training individuals should be placed at a disad
vantage in exercising this right. Access is of particular impor
tance where information held on record is used as a basis for
further decision making and where individuals are asked to
provide consent for the disclosure of personal information. I
shall expand upon this later.
Clinical notes contain professional opinions as well as
recording matters of observation. Consequently, it is often
asserted that medical records are not the business of the
subject or patient and that the record “belongs” to the health
professional rather than the client. Most laws which have
grappled with this issue have not drawn a line between “fact”
and “comment” (or “evaluation”) in defining what a patient
can see. However many laws have recognised that there are
circumstances in which it would be damaging to the patients’
well-being or treatment for direct access to be granted, in
which case access is usually allowed through a nominated
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medical practitioner: this is the position reflected in the various
Australian Freedom of Information Acts which apply to medical
records held in public institutions including state hospitals. A
variant on this approach is suggested by the Council of Europe
Draft Recommendation on the Protection of Medical Data
issued for comment in July 1992. It provides for the possibility
that an individual can nominate another person to act on their
behalf in receiving information from the practitioner.
The issues relating to access to medical records were
examined by various parliamentary committees during the
1970s and in the end other interests were not considered to
override the interest of individuals being able to see records
held about them by government agencies, including state
hospitals and medical institutions. International trends sup
port this view. Most of the countries of Europe, including the
United Kingdom, give individuals a right of access to compu
terised data held about them in any record system in the
community. Many of the states of the United States specifi
cally give people access to health records and in New Zealand
the Health Information Privacy Code (1994) gives people
right of access to records in the public health sector.
Consideration ought now be given in Australia to the
possibility of there being a general right of access to medical
records regardless of whether they are held in the private
sector or the public sector. The current limitation of this right
to public hospitals in states which have adopted this policy
(which the Commonwealth is encouraging States to do through
negotiations on Public Patients Hospital Charters as part of
Medicare Agreements) and other health care institutions in the
public sector is not a logical one.

(b) Providing notice of and obtaining informed consent for
disclosures of medical information
One of the central tenets of privacy principles is that individu
als should be informed about, or consent to, uses or disclo
sures of their personal information for purposes other than
which they provided the information, although exceptions to
this may occur.
For example, the OECD Guidelines Governing the Protec
tion of Privacy and Transborder Flows of Personal Data state:

“Personal data should not be disclosed, made available or
otherwise used for purposes other than those specified...
except
(a) with the consent of the data subject; or
(b)by the authority of law".
In relation to medical data, the Council of Europe’s (1994)
draft recommendation states:

“Medical data should in principle not be communicated.
However, only relevant medical data may be communi
cated
(a) if the communication is provided for by, or required
under, domestic law, or
(b) if the communication constitutes a necessary measure
in a democratic society for the protection or promotion
ofpublic health, for the protection of the data subject,
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orfor the protection of overriding rights andfreedoms
of others, or
(c) if the data subject or his legal representative has given
his consent".
The general principle is that personal information should
not be subsequently used or disclosed for purposes other
than that for which it was given unless the individual has
given specific and informed consent or there is some other
legal authority or overriding public interest reason to
release information.
An example of the public interest exception to the general
non-disclosure principle which is contained with the Privacy
Act (and applies to federal government agencies) is that
information may be used for another purpose or disclosed
“where it is necessary to prevent or lessen a serious and
imminent threat to the life or health of the individual con
cerned or another person”. This is a high threshold and would
not allow, for instance, disclosures for medical research or for
normal treatment. One of the other exceptions, such as con
sent, awareness or legal authority would have to apply.
International codes and foreign laws vary in their treatment
of individuals ’ consent. It is generally held that consent should
be both free and informed — for example, it should not be a
condition of service provision or treatment. The Council of
Europe Draft Recommendation stipulates that individuals
should be provided with opportunities to withdraw consent or
to modify the terms of consent at any time.
Effective notification and truly informed consent to disclo
sures require that individuals know and understand what is in
their record, who will have access to the record and how any
disclosed information will be used. It is not possible to have
truly informed consent without giving the patient access to the
contents of the record. Thus access to records, effective notice
and informed consent are all interlinked. Some of these
notions may require considerable thought in their practical
application, particularly as the nature of health care is chang
ing and it is increasingly common for a number of health care
providers to be involved in the treatment of a patient. The US
Office of Technology Assessment summarises the issue in
this way:

“Resolution of the question of patient access to one’s
record so that consent to disclosure is, infact, informed, is
critical to confronting privacy concerns about the compu
terised health records”.
8 THE EXPLOSION OF SECONDARY USE DEMANDS
The privacy commentaries here and overseas dealing with the
implications of “superhighways”, networks and the like, all
emphasise the explosion in ‘secondary use’ demands that
have followed from their development.
The existence of superhighways and networks leads to,
for example, researchers, epidemiologists, government
planners, health insurers, police investigators, debt collec
tors all airing public interest claims for being allowed to
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access or make use of the information held in the system,
sometimes only in aggregate form, sometimes in person
ally identified form and sometimes in ways that involve
both aggregate and personally-identified uses. The public
interest claims were not made so strongly or at all in the
days of paper-based systems because of the practicalities
involved.
The major privacy pressure for those involved in devel
oping superhighways will, I believe, lie in determining
what are acceptable secondary uses. This will inevitably
mean that detailed lists of acceptable secondary uses will
have to be developed, and there will be a good deal of
interest in issues of definition. In addition, there will often
be a range of particular safeguards hanging off each of the
acceptable uses. They may involve requirements such as:
notice to individuals whose records are affected; giving
individuals an opportunity to prevent the second use;
clearance by ethics committees; maintenance of audit
trails; reports of activities to an external authority.
Unavoidably, superhighways and major networks will
have detailed privacy protocols attaching to them.

9 THE HEALTH COMMUNICATION NETWORK
The superhighway proposal of most prominence in the Aus
tralian context is the Health Communication Network.
Over the last couple of years the Commonwealth has
provided $7 million towards the development of the Health
Communication Network (HCN). The Health Communica
tion Network Project team is based with the Federal Depart
ment of Human Services and Health.
The HCN is a project aimed at establishing a telecommu
nications network specifically for the health sector. It is
proposed that the network will incorporate a wide array of
telecommunications services including phone, facsimile, voice
mail, electronic mail, bulletin boards etc. A HCN company
will be formed with an independent board and governance
structure. The Commonwealth will continue to provide “seed
funding” for three years in which time the HCN is expected to
become self sufficient.
The privacy implications arising from the Health Com
munication Network will vary with the nature of the
application and the type of information being transferred
through the network. Much of the information (such as
general reference information like medical reference data
bases) will raise few privacy issues. At the other end of the
spectrum, the transfer of patient-identified clinical infor
mation will require close consideration.
In the early phases of the project various community
groups were consulted about reaction to the HCN (1993).
Issues raised by these groups included:
— belief that patients should be involved in some way in
divulging and controlling the distribution of information
— concern about ownership and control of information
— concern about the possibility of the HCN operating on
centralised databases

— the need for limitations to be placed on what will be sent
through the HCN. For example it was considered that
entire patient files should never be able to be sent across the
system
— concern that the individual rights of minors may not be
protected
— security concerns such as the need for dedicated and secure
lines for faxes and phones, concern about unauthorised
access and concern about information going beyond its
intended destination
— concern about the use of access cards, if involved (for
example if consumers were to be given access to the
network to look up information about themselves)
— concern about the effect of variations in state privacy
legislation
— concern that the Medicare card may be used
— methods by which accuracy of information and confiden
tiality could be ensured.
You will have noticed that I have already alluded to many
of these issues as they arise in consideration of the computeri
sation of the clinical record generally and the implications
flowing from that (such as a likely increased in requests for
access to that information).
Papers that I have read outlining the HCN note the impor
tance of privacy and the need to develop appropriate privacy
safeguards. I have some concern that there is a tendency to
focus on security rather than privacy, although I am pleased to
note that there are plans to develop privacy protocols and
codes of practice for the transfer of sensitive information. It is
my understanding that these will be developed in conjunction
with professional associations. I consider it important that
there be some patient/consumer input into the HCN generally
as well as in the development of privacy standards. If the
standards developed adequately protect privacy, they may
form a useful basis for consideration of privacy issues arising
more generally from the use of information technology in
health care.

10 INTERNATIONAL DEVELOPMENTS
Work is proceeding in many countries with health care sys
tems comparable to ours on the development of standards to
protect the privacy of medical and other personal data.
The Council of Europe Project Group on Data Protec
tion has developed a “Draft Recommendation on the Pro
tection of Medical Data”. The draft recommendation re
mains the subject of discussion by member nations and is
likely to be amended but still provides insight into interna
tional thinking on these issues. As it stands, the document
includes recommendations on information that should be
given to subjects of the data (such as purpose of collection,
disclosures etc), issues of consent, communication (dis
closure) of medical data, subjects’ rights of access and
rectification, security and conservation of data, as well as
medical research. The draft recommendation also includes
a section on genetic data.
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In the USA, the US Congress’ Office of Technology As
sessment has recently released a report on “Protecting Privacy
in Computerized Medical Information”. This report outlines
issues such as security, use of unique identifiers, informed
patient consent to information disclosures, problems of in
creased demand for secondary uses of data and puts forward
various options to Congress for monitoring and/or regulation
of computerised medical data.
In New Zealand in 1993 the New Zealand Privacy Com
missioner released a (temporary) Health Information Privacy
Code. The temporary code has been, in effect, trialled for a
year. This is a development of particular importance which
may well have a flow-on influence in Australia. Unlike me,
the New Zealand Privacy Commissioner has a general juris
diction. His Act binds the entire New Zealand community.
Rather than be bound by the general principles contained in
his Act, a particular sector may in effect enter into a special
agreement with the Commissioner which substitutes for the
general principles of the Act, though it should seek to be
broadly consistent with them.
: The New Zealand Commissioner has recently issued a
permanent Health Information Privacy Code, operative from
30 July 1994. The Code — a 52 page document — is made up
oj’ binding rules accompanied at each major point by very
useful explanatory notes. For example, in dealing with the
principle that people be reasonably informed of what might
be done with their information, various methods by which
this could be achieved are canvassed. Emphasis is given to
the need to take account of particular disabilities that may
affect the individual ’ s capacity to understand the information
in the form that is presented. In dealing with security, the
Code lays down as a rule a broadly-expressed requirement to
establish reasonable safeguards. It then gives detailed guid
ance through an explanatory note as to the kind of issues that
should be addressed in good security practices, dividing the
subject into physical security, operational security, technical
security, security of transmission and disposal or destruction
of health information. In dealing with access the explanatory
notes give special attention to children’s rights. In the area of
permitted disclosures, the Code is at its most detailed allow
ing for 17 situations.

11 THE FUTURE
Increasingly in more complex health care settings there will
be a demand from consumers and managers alike for clear and
detailed standards to be developed. On the consumer/patient
side, there will be increasing pressure for better and fuller
explanations to be given in relation to all aspects of the health
care relationship, including the way in which personal infor
mation is handled and to whom it may go.
While a good deal of flexibility will, I expect, remain in the
text of standards as they apply to the primary health care
relationship, especially in relation to the way information is
used for clinical and treatment purposes, close specification
will be expected in relation to less-obvious related uses of
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information (disclosures to friends and relations, for example)
and secondary uses totally unrelated to the immediate circum
stances of the health care relationship. Special attention will
need to be given to explaining any involvement of the health
care institution in ‘superhighways’, ‘networks’ and the like.
There will be pressure for system-wide standards to be
developed, possibly via a Privacy Act or Privacy Commis
sioner model, and for these to be legally enforceable. The
pressure may first emerge as an across-the-health-sector claim
for a right of access and correction.
There will be pressure for a harmonisation to occur
between information privacy standards as they relate to
disclosure and the law of confidentiality. Whether this is
a good outcome for consumers/patients may well be de
bated. The common law approach is a very strict one with
little acceptance of non-health-care secondary uses. It
leaves that area to be dealt with by patient consent. But it
is plain that health-system practices and the demands of
government are generating the development of a range of
disclosure practices which do not always depend on con
sent (or for which a consent-based approach is not practi
cal). The handful of cases involving medical confidential
ity which reach the courts do not provide sufficient guid
ance on issues such as these.
We will, I think, see over time the development of a general
health care system code, more specialised policy statements
for particular areas and major data users (at least) having
detailed protocols on security and access. Networks and
superhighways may well be subject to separate codes.
The challenge is to maintain strong social and ethical
standards in relation to privacy, security and confidential
ity in an environment where there will be fewer and fewer
information cul-de-sacs, offering significant protection to
individual privacy concerns simply because of their shape
and design.
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BIOGRAPHICAL NOTE
Kevin O’Connor is the first Federal Privacy Commissioner
and has held that position since the commencement of the
Privacy Act in January 1989. The position of Privacy Com
missionerforms part of the Federal Human Rights and Equal
Opportunity Commission.
Mr O’Connor graduated with honours in law from
Melbourne University in 1968 and subsequently com
pleted Masters degrees in law at Melbourne and the
University of Illinois.
Mr O’Connor has had a wide-ranging career in the law
and public administration, which has included: lecturing for
several years at Melbourne University; practising at the
Victorian Bar; and as a senior public servant in the Victorian

Attorney-General’s Department between 1983 and 1988,
being responsible for the management of the AttorneyGeneral’s legislative program.
For three years, 1976tol979, Mr O ’Connor worked as the
principal research officer with the Australian Law Reform
Commission and was heavily involved in the research for the
Commission’s major report on privacy. From 1984 to 1988 he
served as Secretary to the Standing Committee ofAttorneysGeneral. Mr O ’Connor has been a member of the Australian
delegation to the United Nations Commission on Human
Rights on three occasions.
The Privacy Commissioner is responsible for implement
ing federal privacy laws covering: credit reporting; the tax
file number system; and spent convictions.
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1 INTRODUCTION TO ARTIFICIAL NEURAL
NETWORKS
An Artificial Neural Network (ANN) is a computing de
vice. Computing devices have been around for a long time,
but most notably since the 1940s, since when the computer
has become ubiquitous. ANNs, however, differ from the
personal computers, workstations and mainframes that
have become so familiar. These differences are best appre
ciated by considering the limitations of the computers
developed during the past fifty years.

2 THE VON NEUMANN MACHINE
Conventional computers are von Neumann machines, named
after the mathematician who proposed that basic design that
has been used, with little modification, since World War II.
The von Neumann machine can be described schematically
as having three parts: a memory, a central processing unit
(CPU), and an input-output (I/O) unit. The memory is used to
store both programs and data and is connected to the CPU by
a bus, along which information can flow in both directions.
The CPU performs calculations on the data in accordance with
the sequence of instructions that is its program. The I/O unit
makes communication between the CPU and the rest of the
universe (in particular, people) possible.
The von Neumann machine works in a cyclic manner: an
instruction is transferred from the program in memory to the
CPU, which performs the task specified by the instruction,
then calls for the next instruction to be transferred from
memory. The CPU can perform a variety of tasks in response
to specific instructions; including transferring numbers to and
from the part of the memory that is used for storing data,
transferring numbers to and from the I/O unit, and performing
arithmetic operations of numbers that it has acquired from
memory or the I/O unit.

3 CHARACTERISTICS AND BOTTLENECKS
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The von Neumann machine has three characteristics and three
bottlenecks that are of particular relevance. The first charac
teristic is that the CPU is universal, that is, it has a large
repertoire of capabilities and mathematical operations that it
can perform. The second characteristic is that it is program
mable, so that the operations can be performed in any se
quence, according to the order specified by the stored pro
gram. The third characteristic is that it is serial, it can only
perform one operation at a time.
The first bottleneck of the von Neumann machine is the CPU
bottleneck: since there is only one CPU, and since it can perform
only one operation at a time, the throughput of the von Neumann
machine is limited by the rate at which the CPU can perform
single operations. The second bottleneck is the data transfer
bottleneck: the rate at which program instructions and data can
be transferred between the CPU and the memory is limited by the
bandwidth of the bus. The third bottleneck is the programming
bottleneck: it takes a long time to write the programs that are
needed to get the von Neumann machine to do something useful.
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There have been attempts to break the various bottlenecks
without departing significantly from the basic von Neumann
architecture. The programming bottleneck has been addressed
by the development of high-level programming languages,
which make it easier to write complicated programs. Even so,
programming remains a significant bottleneck in the develop
ment of large and complicated programs. The data transfer
bottleneck has been addressed by techniques such as caching
and pipelining, which make more efficient use of the bus. The
CPU bottleneck has been addressed by developing faster
CPUs, by developing special CPU architectures such as
vector processors, and by abandoning the von Neumann
architecture altogether and building machines which contain
many CPUs working concurrently. This last approach is an
important departure, but creates a large number of new prob
lems relating to the synchronisation of the CPUs and the
transfer of data between them.

4 NATURAL NEURAL NETWORKS
At more or less the same time that the ideas which led to the
von Neumann machine were being developed, there were also
attempts being made to model the human brain, which is very
different from a von Neumann machine. The brain is com
posed of billions of nerve cells or neurons, which are con
nected by nerve fibres or axons. These fibres conduct electri
cal impulses from one neuron to many others. The receipt of
such impulses by a neuron stimulates it to produce its own
impulses in turn. In contrast to the von Neumann machine, the
brain is made up of many processing units (neurons) that
possess a very limited repertoire of operations, is not program
mable by a set of instructions, and works in parallel, with all
the neurons working concurrently.
The brain therefore does not suffer the same bottle
necks as the conventional computer (von Neumann ma
chine): there are many processing units, so there is no CPU
bottleneck; the connections between units are extremely
numerous, so there is no data transfer bottleneck; and the
brain learns instead of having to be programmed, so there
is no programming bottleneck.

5 ARTIFICIAL NEURAL NETWORKS
ANNs are computing devices modelled on the brain. They
contain large numbers of very simple processing units,
each of which receives data from, and transmits data to,
many other units. They are not programmed, but their
behaviour depends on a number of parameters in each unit
which specify the way in which the output is to be com
puted from the inputs.
There are, in fact, many different ANN architectures,
designed for different purposes. Some work as classifiers,
others as associative memories, others as controllers. As
indicated above, they do not have to be programmed in the
same way as conventional computers, but the problem of
deciding how their internal parameters are to be set in order to
obtain the desired behaviour is not a simple one.

It should be pointed out that although ANNs have been
described as computing devices, very few such devices have
actually been built. Most work on ANN is done by simulating
ANNs on conventional computers. This means that the CPU
and data transfer bottlenecks are still relevant, but the pro
gramming bottleneck is circumvented, which is very attrac
tive for problems where it is difficult or impossible to produce
a precise algorithmic specification of their solution. Instead of
the programming bottleneck, however, we are faced with the
training bottleneck, which relates to the amount of time that is
needed to train them.

6 THE MULTI-LAYER PERCEPTRON
As indicated above, there are many different ANN
architectures, designed for different purposes. We will give a
brief description of the most popular, the Multi-Layer
Perceptron (MLP). Further details about the MLP can be
found in all the standard texts, for example, Beale and Jackson
(1990) or Hecht-Nielsen (1991).
The MLP consists of many simple units that are ar
ranged in layers. The layers are usually described as
comprising an input layer, a number of hidden layers, and
an output layer.
The units in the input layer do no computing; their only
function is to pass the inputs to the units is the next layer,
which is the first hidden layer. Every unit in the input layer is
connected to every unit in the first hidden layer. The connec
tions have weights (numbers) associated with them.
The units in the hidden layers are all identical. They have
numerical inputs and produce a single output value in the
range from 0 to 1 (or -1 to 1). They pass their outputs to the next
layer through connections which also have weights associated
with them. The units in the last hidden layer pass their outputs
to the units in the output layer.
Each unit in the hidden and output layers has an associated
threshold or bias. The output of these units is computed from
the inputs, the weights on the connections from the units in the
previous layer and the bias in the following way. The products
of the weights and inputs are summed and the bias is sub
tracted from the sum. The output is computed by applying a
sigmoid function to the result.
(The sigmoid function
c(x) = 1/(1 + exp(—jc))
(1)
is commonly used, restricting the range of output values to
between 0 and 1. An alternative is the arctangent function, for
which output values are between -1 and 1).
In some applications it is necessary to omit the application
of the sigmoid function in the output units, so that the output
of the units is simply the linear combination of the inputs
minus the threshold. In this case, the output values are not
restricted to any particular range.
The most common way of training the MLP is the
Backpropagation algorithm. This involves repeated presenta
tion of inputs in the training set to the network and subsequent
adjustment of the weights and biases until the network pro
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duces the desired outputs. The Backpropagation algorithm is
an example of error minimisation by gradient descent.
The popularity of the Backpropagation algorithm can be
attributed to its simplicity and genericity. Once trained, it
works quickly. The amount of time required to train a MLP
using the Backpropagation algorithm, however, can be enor
mous. A lot of research effort has been expended in the
investigation of ways of speeding it up.

7 APPLICATION TO DATA ANALYSIS AND
MODELLING
ANNs can be applied to data analysis and modelling. The
input-output relation of an ANN can be considered to be an
approximation of a non-linear function. In cases where sys
tems exhibit complex non-linear behaviour, it is possible to
use ANNs to construct models of the system even if it is not
possible to give an analytic description of it.
The ways in which ANNs are used to model complex systems
is simple. A large collection of examples of the behaviour of the
system, usually in the form of input-output pairs, is collected.
This is used to train an ANN, so that the relationship between the
input and the output of the ANN approximates the relationship
between the input and output of the system of interest. The
trained ANN can be used to as a model of the system, and can be
used to make predictions about the behaviour of the system.
The use of ANNs allows us to model a complex system
without studying it intensively. It does require, however, that
we collect a set of examples of the behaviour of the system that
includes enough of the variation of the behaviour of the
system to enable the ANN to model it closely.

8 BREAST CANCER PROGNOSIS
Breast cancer is one of the major causes of death amongst
women of the developed world and results in the death of
numerous women in Australia each year. The course of the
disease for individual patients is still largely unpredictable. At
best, women can be grouped into general “risk categories”. On
this basis, they can be advised of the statistical outcome for
patients in their category, but this does not give any reliable
indication of what they can expect as individuals.
Some women develop breast cancer which progresses very
rapidly and results in death as a result of disseminated meta
static disease within a very short period of time. Other patients
experience many years free from any tumour recurrences.
This marked variability in the clinical course of breast cancer
is further compounded by the heterogeneity of the disease.
These factors have prompted an intense search for prognostic
indicators.
Prognostication in breast cancer is becoming increasingly
important, particularly as treatment regimens broaden to
include different therapeutic, surgical and radiotherapeutic
approaches. In consequence, stratification of groups of women
on the basis of prognosis becomes extremely relevant. The
essential questions confronting surgeons, pathologists and
patients are all dependent on prognosis.
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It would be of great value to be able to predict the diseasefree interval for individual patients by an analysis of tumour
and clinically-based parameters. Information regarding the
disease-free interval of individual patients could then be
incorporated in the process of deciding the appropriate treat
ment. Patients expected to have a long disease-free interval
(low risk of relapse) would be spared from immediate or
delayed toxic effects arising from the adjuvant therapy.
There are a number of well-known statistical techniques
that can be applied to the problem of predicting the diseasefree interval. For the most part, they are based on linear
regression models or simple extensions thereof. However, the
relationship between the disease-free interval and measurable
parameters is complex and non-linear. Consequently, the
statistical techniques are of limited effectiveness when ap
plied to the problem.
Artificial intelligence methods are also ineffectual for this
purpose. The relationships between the parameters and the
outcome are so complex and poorly understood as to preclude
development of expert systems for prognosis.

9 THE USE OF ANNS
ANNs can learn complex non-linear relationships which
are poorly understood. In these respects they are clearly
superior to both traditional statistical and artificial intelli
gence methods.
We have therefore sought to apply ANNs to the problem of
estimating the disease-free interval for individual patients on
the basis of information about the patient and her tumour. To
do this, we obtained access to a data set relating to a large
number of patients from which we could extract information
about various parameters and how relate these to survival.
This data set was then used to train ANNs.
We have used a number of ANN architectures in this work,
but in this paper, we report the results of the use of only one,
the Multi-Layer Perceptron (MLP). Our use of the MLP,
however, is slightly non-standard, as described below.
Two MLP models were constructed, one predicting
disease-free survival for the first nine months after diag
nosis, the other predicting disease-free survival during the
following nine months. The two-step analysis takes into
account the effects of time-dependent factors. These may
be maximally hazardous at various stages after diagnosis.
The models assume constant hazard levels over the period
of interest, which is not a reasonable assumption over the
entire eighteen-month period.

10 CONSTRUCTION OF THE MLP MODELS
The data set used in this investigation related to 335 women in
South Australia and Western Australia diagnosed with breast
carcinoma between 1987 and 1992. All patients had had
axillary lymph node clearance with positive confirmation of
metastases therein.
The parameters included in the data set were: age, tumour
size, Estrogen receptor concentration, Progesterone receptor
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concentration, number of metastatic axillary lymph nodes,
and Cathepsin-D concentration. All these had been found by
other studies to have prognostic relevance (Elston, 1991).
For each model, the data set was divided into a training set,
used to train the MLP, and a testing set, used to test the
reliability of the model on novel data.
For the nine-month model, the training set consisted of 62
relapse-free (R-) patients and 15 relapse (R+) patients. The
remaining 251 R- and 7 R+ patients made up the testing set.
For the nine-to-eighteen-month model, the training set
included 48 R- patients and 17 R+ patients. The testing set
consisted of 234 R- patients and 14 R+ patients.
For both models, a MLP architecture with 6 units in the
input layer, 18 units in the single hidden layer and 1 unit in the
output layer was used.
The MLPs were trained using a modified
Backpropagation algorithm, as described by Choong et al
(1993). In this algorithm, the network weights are updated
only if the predicted survival time is less than the actual
survival time. This modification was considered neces
sary to take into account censoring effects which result in
the actual disease-free survival time being unknown in
cases where it exceeded eighteen months.

other factors not included in model which are significant in
determining long-term survival.
The results we have described demonstrate the feasibility
of our approach. The MLP models are able to identify patients
who are likely to suffer a relapse in the eighteen months
following diagnosis and initial treatment. This has important
implications for ongoing treatment and follow-up. Many
treatment options are now available for patients with breast
carcinoma. These vary greatly in toxicity and invasiveness,
from the relatively harmless (such as tamoxifen therapy) to
highly aggressive experimental treatments (such as bone
marrow transplantation) (Clayton and Lynn, 1993). Accurate
estimation of disease-free survival time is essential for deci
sion-making in respect of appropriate adjuvant therapy for
individual patients.
The very small number of patients in the data set limits
the effectiveness of our current ANN model-building
approach. We expect to achieve better results when larger
data sets become available. We are seeking more training
and testing data. On the one hand, we are continuing to
collect information on Western Australian patients, and on
the other, we are negotiating with other research groups
for access to their data sets.

11 RESULTS
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Table 1. Prediction Accuracy of the nine-month model.
Data Set

Training Set
Testing Set

Percentage Correct Prediction
R+ patients
R- patients
73.3
57.1

88.7
90.0

Table 2. Prediction Accuracy of the nine-to-eighteen-month model.
Data Set

Training Set
Testing Set

Percentage Correct Prediction
R+ patients
R- patients
70.6
64.3

72.9
72.2

12 DISCUSSION
The results in Table 1 show that the nine-month model is
reasonably accurate with respect to the R- patients, but inac
curate with respect to the R+ patients. This is due, at least in
part, to the small number of R+ patients in the data set.
Table 2 shows that the overall accuracy of the nine-toeighteen-month model is lower, suggesting that there may be
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1 INTRODUCTION
Telemedicine is the use of telecommunications channels
to transmit health information between health units, pro
viding clinical advice and consultation and education and
training services. Hospitals can, for example, transmit Xray images to specialists at different locations and discuss
symptoms and treatment with medical practitioners on the
spot. Telemedicine has obvious application and cost ben
efits in the delivery of health services to remote locations
and is used extensively in North America and several other
countries (McDaniel et al 1992, Ranucci 1991, Rinde et al
1993). Singapore is now developing a major telemedicine
infrastructure.
Australia has a competitive product as well as a natural
geographic advantage in relation to developing Asia Pa
cific markets, but has failed to develop a telemedicine
marketing strategy and has a fragmented approach to the
situation.
A recent report (Steidl 1993) jointly commissioned by
the Department of Industry, Technology and Regional
Development and the Australian Coalition of Service
Industries Inc has warned that Australia may miss an
opportunity to establish a telemedicine infrastructure in
the Asia Pacific Region and end up behind countries such
as Singapore.
Australia’s proximity and similar time zone to Asian
countries provides a natural opportunity at a time when the
improved standards of living in Asia Pacific countries are
leading to an increased demand for better medical serv
ices.
The Steidl report proposes the establishment of an
Australian Telemedicine Centre to centralise the planning
and co-ordination of telemedicine services in Australia or
overseas, the overseas marketing of Australian telemedicine
and related services and the initiation of research and
development projects. Several telemedicine projects are
being undertaken in South Australia, particularly with
both the Royal Adelaide Hospital, Adelaide Childrens’
Hospital and the West Australian Health Department.
Telecom and private companies are also involved in these
projects. (Also see Appendix).
A project which combines Australia’s respected exper
tise in both computer and medical technology is proposed
herein for a development in the field of computer aided
tomography. An application of CT scanning to include
usage for cancer diagnosis and therapy is chosen for
illustration but there are the many other fields of radiology
and associated functions where scenarios similar to those
presented also apply.

2 RADIOLOGY AND CHEMOTHERAPY
APPLICATIONS
The treatment of cancer is at present very much city based.
Most patients require treatment at city hospitals even though
they may return to the country. Only a few types of cancer can

COMPARISON OF CENTRALISED AND DECENTRALISED CT RADIOLOGY SERVICES — A NEW TELEMEDICINE STUDY

be treated in the country, e.g. cancer of the colon where
surgery is the main effective treatment and specialist Xradiation follow-up is not normally required.
At present, a patient presenting for treatment from a
country area is required to travel to the city at an early stage
after which the results of tests can be sent back to the country
hospital with accompanying reports. With the availability of
high speed communications including ISDN (128 kb/sec) and
T1 lines (2 Mb/sec) services, it is possible to have high quality,
high resolution X-ray pictures transmitted between country
and city to assist diagnosis and, in certain forms of X-ray
diagnosis and subsequent X-ray therapy.
More importantly, however, with a particular advantage of
CT scan equipment architecture coupled with powerful but
economical PC systems, it is possible to extend this facility on
a decentralised basis to country areas by having the separated
scan head located in the country hospital and having the
pipeline computer retained in the city hospital. The data from
these remote scan heads is formatted and stored on PC level
equipment and transmitted at call to the centralised computer
facility which integrates the data and computes the colour
image for specialist diagnosis. The colour image can be
transmitted back to the country hospital and interactive con
sultation then conducted by telephone. We will show how this
decentralising of resources is practical through the use of high
speed links or satellite facilities. The country hospitals could
transmit the data collected and assembled by PC on the scan
head from a number of scans each day via high speed commu
nication lines or by satellite using a dish antenna on the roof.
The receiving system in the city hospital would accept all of
this data from that hospital clinic and from any others in
country areas, integrate the data into colour scans and, if
necessary, transmit the video image result back to the country
hospital so that medical staff on each site would have the same
CT scan picture in front of them when they discussed diagno
sis and treatment by telephone. Also, this system could be
used to provide the same facility to clinics in the country
region serving the hospital by simple re-transmission by
microwave link to these clinics. Such data could be stored in
a data base at the country hospital and called up from a desk
terminal and video screen at the clinic. This would be avail
able for those clinics which are serviced by visiting specialists
from city areas on a once or twice a month basis and who may
require reference to CT scan or other data which can be stored
at the country hospital in the hospital’s data base.
The foregoing has obvious economic implications since
the expensive CT gantry scan equipment does not have to be
installed at each country area. The design and construction of
CT scan equipment allows this proposed new procedure to be
implemented as an application of Information Technology.
Figure 1 shows a typical centralised conventional processor if
adapted for remote CT scanning input. Figure 2 shows the
proposed distributed system using remote scan heads. The
relevance to applications in some areas of SE Asia is being
considered.

PROGRAM

P

1 1

Figure 1. Centralised CT system (adapted from GE Delta Scan) plus
input from a separated scan head at remote (non-urban) hospital or
clinic. Ht is central hospital, H2 is central hospital providing back-up. R
is remote site with separated CT scan head.

Satellite

Remote Site

Figure 2. Proposed distributed separated CT scan head system using a
satellite link to a central image processor with its local backup via
terrestrial link.

3 REMOTE, SEPARATED CT SCAN HEAD GANTRIES
A method is proposed for utilising separated CT scan heads
remotely with high speed communications (satellite) links to
central processing facilities and is quite different to previous
experiments and associated software and control problems
using two or more scan heads sharing the one processing unit
on-site. In Figure 1, only one remote scanner is linked at any
one time to the central processor and breakdown of the
scanner at one remote hospital would mean that the central
system switches to receive stored input from another remote
hospital scanner and so continues being utilised. This would
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enable decentralised delivery of several modalities based on
CT scan equipment.
If the central system breaks down, the data for processing
is switched via microwave link to a back-up processor (as in
Figure 1) already at call at another city hospital where it can
also be the back-up to that hospital’s normal CT scan system
(or possibly used for teaching). Data recovery provisions are
built into the fail safe system proposed: the specialist radiolo
gist at the central site controlling the CT scan operations and
giving patient handling instructions via a voice link to the
remote hospital staff, can continue to do so since a microwave
video link is provided for the scan image between the radiolo
gist and the image at the local back-up system.

4 CENTRALISED VERSUS DECENTRALISED
RADIOLOGY SYSTEMS
As population increases in a particular region, the demand for
readily available and efficient health services is intensified. For
example, the people in the region will require a hospital system
which provides sufficient beds and which is staffed by an
adequate number of doctors, nurses and aids, and has the
necessary equipment or facilities readily available. Clearly, such
a system will be expensive unless used remotely as well as
centrally (local area and suburban links) as already is done in
some overseas hospitals, e.g. Copenhagen and some east-seaboard hospitals in the USA with overcrowded clinics. Ulti
mately, this would reduce what is paid for by users and non-users
alike in the form of taxes. Hence from both the usage and cost
aspects, the organisation of health services should be structured
in such a way that the delivery of the services is optimal.
We investigate the advantages and disadvantages of cen
tralised versus decentralised radiology facilities which be
come possible with high speed communications, including
satellite links, coupled with data collection and assembly by
powerful but economical PC equipment. In simple terms, we
ask “in a given region, is it better to provide more diagnostic
and therapy radiology facilities and staff at more hospitals in
country areas (and perhaps specialist clinics serving them) or
increase the facilities in existing major urban hospitals?”
The method described in this paper deals with two aspects
which appear not to have been included in previous reports:
(1) the effects of the relationship between waiting time for
treatment and the time taken for the treatment, and (2) utilisa
tion of equipment and staff and so providing the basis for these
associated costs to be assessed.
We consider two scenarios:

(a) Centralised Facilities Model
In this model, patients presenting at non-urban hospitals,
clinics or medical centres receive initial tests there and,
when necessary, are then sent to city hospitals for more
elaborate examination (e.g. by CT scan or other specialised
X-ray equipment). In essence, the patient becomes part of
the queuing system for the facilities in the city hospital.

(b) Remote Access to Central Resources Model
In this case, the country or non-urban hospital has a scan head
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separated from the image processor of the CT equipment and
the patient presents at that local site. The large volume of raw
scan data (Mbytes per patient) is assembled by PC and
transmitted to the central hospital via satellite or high speed
(Tl) terrestrial data link (with compression) where it is
processed by the mainframe imaging computer within the CT
system. The images are then available to the central Radiol
ogy Department and to the country hospital (by transmission
back) at the same time, if required. The radiologist in charge
may direct the procedures in real time using a satellite link.
The images can be provided in real-time or a number of
cases can be stored during the day at the country hospital and
all data transmitted at a specific time each day. This would
apply for simple or repeat cases where a specialist radiologist
is not required to view the image in real-time. Travel to the city
is not necessary unless or until specialised surgery is required
at the city hospital. The results of any preliminary test or
treatment done at the country hospital on such patients be
comes part of his or her file which is also encoded on optical
disk for storage and can be transmitted between that hospital
and the central, or any other hospital, via the chosen most
appropriate high speed link. Transfer of data between hospi
tals is the main problem, not only in the current slow and
cumbersome health systems but for new privacy laws which
have to be carefully enforced and monitored. Physical transfer
of optical discs would open up other handling and loss
problems. Decision for either satellite or terrestrial link in
geographical areas in which hospitals could be selected for
remote access can be assisted by reference to the “nodal
regions” of Australia based on the flow of terrestrial commu
nications traffic (Thornton 1984). There is also the need to
consider the effects on image fidelity due to rain in the Ku band
of AUSSAT satellite communications. Remote regions with
regular heavy rainfall may need particular care in their deci
sions but signal processing techniques are available to reduce
the effects, as outlined in the Appendix.
When the patient returns from surgery or special treatment
at the city hospital, the patient’s files are updated at the
originating country hospital and post-operative treatment and
care can be continued without any disruption or delay in
information on patient history. When patient treatment re
quires chemotherapy, specialised consulting is needed and
this is not normally available at country hospitals. Access to
an interactive Expert System for chemotherapy such as ONCIS
(developed at Stanford University) is possible via high speed
links. In this way, medical staff can access the knowledge
available from the expert system or visiting specialist and
offered recommendations via terminal.

5 MODELS FOR COMPARING THE CENTRALISED
AND DECENTRALISED SYSTEMS
We shall consider only the determination of size and distribu
tion of radiology services measured in terms of the number of
medical staff (and hospital beds) required, and their distribu
tion as either decentralised or centralised.
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To date, it seems that the usual starting procedure for
dimensioning health services has been rather empirical. Should
it later transpire that the dimensioning was inadequate, the
service such as a hospital Radiology Department, has to be
extended and more staff recruited unless, of course, this is
prevented by budget allocations. If, on the other hand, the
dimensioning is found to be larger than required, it is difficult to
reduce the size. Eventually, normal growth (usually accelerated
by some form of Parkinson’s Law) will ensure that the service
is utilised in some way, not necessarily optimal. In such cases,
however, there can be reduced cost utilisation ofthe physical and
human medical resources available.
Some early work on the empirical nature of dimensioning
health services in relation to hospitals was carried out by PJ
Feldstein (1961). Other investigations concerning hospital serv
ices were made by Berry (1965), Kushner (1969) and Evans
(1971). MS Feldstein (1968) considered economic aspects for
health service efficiency and Haussman (1970) and Gupta
(1977) published papers on the quantitative treatment of optimal
delivery of health services and this topic has had considerable
ongoing attention but not so much on telemedicine. The present
paper provides a method by which the optimal size of a type of
telemedicine service can be quantified on the basis of providing
the minimum cost of service consistent with waiting time,
service time and staff and equipment utilisation for a cost benefit
assessment usage. In Haussman’s application of queuing theory
to problems in the health field his use of actual waiting times as
the index for service severely restricts the usefulness of his
model, particularly for establishing optimal size and distribution
of the health services. (A recent extensive survey of different
approaches to the problem of waiting time in health services has
been done by Tseng-Donald (1993) at the University of Tech
nology, Sydney.)

6 FORMULATION OF THE MODELS
The proposed method makes use of a mathematical system
which has been used for many years in dimensioning telephone
systems based on calculation of the waiting time on subscriber
calls. In principle, for the classes of telephone exchange prob
lems, if n is the number of subscribers connected to the ex
change, then from a knowledge of the probability distribution in
time with which subscribers call and of the mean holding time,
the necessary number of lines x is determined.
In the case of health services, an analogous approach
uses n to represent the number of patients to be treated by
a health service system. Then, from a given (usually
random) probability distribution with which people arrive
for various types of service and of the mean time required
to deliver the particular service, the necessary number x of
service units (i.e. CT scanners and staff plus doctors,
nurses, hospital beds and other units) can be determined.
In this study, we shall use the two basic time parameters —
waiting time and mean service time.
To determine these parameters, separate statistical infor
mation is required for each class of service — for doctors,

nurses, hospital beds, aids, special equipment and so on. We
will assign collective values in our scenarios herein for illus
tration purposes.
In a centralised system of a city hospital where the
doctors, nurses and associated radiology equipment are all
to be located on site, no additional travel time of the patient
would be involved once the patient was at the hospital.
However, for bed patients, travel time may be involved
especially in a large city hospital. A detailed study of this
aspect is available from an extensive previous study done
by our group for St Vincent’s Hospital, Sydney (Thornton
et al 1979). The analogue of “mean service time” would be
the average time spent on a patient at that site until the
patient is handed back to whatever procedure directs
patient from entry to exit from the hospital system. In a
decentralised system, travel time is, of course, separate to
service time. We define “waiting time” as the time from
the arrival of the patient at the service to the time the
service begins such as at an X-ray Department.
For patients presenting for treatment according to a random
(Poisson distribution) R(t) = e~x' where R(t) is the probability that
a person does not require treatment before time t and A is the
frequency of these diagnostic or monitoring needs or malfunc
tions associated with the group of n persons in the geographical
area for which the study is done.
We now define the “service intensity” y as y = XnT
where Tis the mean duration of the particular service, such
as a CT scan given to patients at a particular place includ
ing any necessary travelling time to the location of the
service. The service intensity denotes the total number of
cases serviced per hour, say, and is given by An, (mean
time in CT scan room). This service intensity has a maxi
mum as the upper limit of the number of patients who can
be scanned by the central system used.
For the purpose of illustrating the method, we shall calculate
waiting time using Erlang’s waiting time theory for exponentially
distributed lengths of call (e.g. see Cramer 1946). This assump
tion is actually quite appropriate at points of primary health care.
Generally, application of this theory to the solution of our
problem necessitates fulfilment of three assumptions:
(i) waiting patients are attended to according to their place in
a queue schedule;
(ii) none of the patients give up waiting;
(iii) the patient contact times for various CT scan procedures
required, adhere to the Poisson exponential law of distri
bution associated with random events.
Reconsidering these assumptions, the first will usually
hold good in practice. While, as a general rule, the second will
almost always hold good in practice although provision must
be made to deal with emergencies.
The third assumption will probably not always hold
good. The actual distribution of demand for various health
services would have to be determined from past data and
estimated from anticipated future conditions. The simple
mathematical method herein has been used to illustrate the
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dimensioning procedure rather than introduce more advanced
queuing theory (which often does not provide more useful
quantifiable parameters). One advanced queuing model which
can give useful numerical results for further studies is that of
Minh (1974). It allows compound Poisson input and a general
service time distribution. However, our main conclusions for
CT scanning do not appear to be affected.
For a centralised system where the travelling time is
included in the service time, the service situation has
something between constant service time and exponentially
distributed service time. Therefore, we shall in all in
stances, apply the more convenient Erlang theory of
exponentially distributed lengths of service times. In this
way, we shall be on the conservative side, since this results
in somewhat longer than normal waiting times when the
CT scan time is, in fact, constant.

PARAMETERS FOR COMPARISON STUDIES
(a) Probability of waiting time greater than service time
From our knowledge of the service intensity y and of the
number* of service units, such as a CT scan facility and staff,
we can find from standard Erlang theory, the probability 5(f)
that the waiting time will be longer than t, multiplied by the
mean service time T:
where

S(t) = D exp(x - y)t
D =xB / (x-y[l -E])

is the relative number of service visits which are subject to
waiting time, and

1+ 2
9=1

Figure 3. Probability S(l)of waiting time greater than mean service time
for a number of CT service units x and intensity of service y.

Besides indicating the variation in waiting times in prac
tice, as discussed above, the mean waiting time for the model
chosen may be derived as

For convenience, we take the unit of time t as the mean
service time T. The quantity M is the mean waiting time in the
case of all visits from the service thus also including visits
which are not subject to any waiting time.

(b) Service Intensity per CT Scan Unit Including Staff
q\

is the blocking factor in the usual Erlang loss formula which
is, in effect, a special form of the Poisson distribution.
Figure 3 shows a number of curves of 5 for t = 1 as a
function of y for various values of x, i.e. for the case where 1
- 1, the curves marked 5(1) show the probability that the
waiting time will be longer than the mean service time T.
The reason why the mean service time, in particular,
has been chosen for comparison with the waiting time is
that in practice there seems to be a relationship conven
iently expressed as a ratio, between the waiting time which
a department will allow for its patients and the service
time. The ratio varies with different types of service and
patient preparation, of course, as evidenced by the experi
ence of the department’s activities.
Undoubtedly the reason is that even though a Diagnostic
Radiology Department prefers to avoid waiting time, the
department and the patient, personally, has to accept the fact
that in most cases other patients are ahead in the queue and that
each individual may require a different time. In practice, this
means that the accepted waiting time becomes longer when
the service time includes travelling time. Thus, the accepted
waiting time in the case of a centralised service is longer than
in the case of decentralised local area service.
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The service intensity per service unit is denoted by b = y/x.
This gives the fraction of time during which the CT scan
unit (and staff) is in use. Figure 4 shows some curves showing
b as a function of x for various values of 5(1).

(c) Basic Information Required
(i) The number of patients expected in a given geographical
region under study. This would usually be a percentage of
the actual residents in the region.
(ii) The rate at which patients require a particular CT scan
service taken from statistics of past experience.
(iii) The average time taken to travel to the service, e.g. from
hospital bed to Radiology Department. This can be much
greater in a large city hospital than in a country hospital.

Figure 4. Service intensity A per service unit for three levels of probability
S(l) of waiting time greater than mean service time for one service unit.
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(iv) The average time taken for the CT scan service to be given
to a patient.
Items (iii) and (iv) together constitute the mean service
time.
(v) The service criterion about stating the acceptable
percentage of instances where the waiting time is
longer than the mean service time. This varies for
different types of patient need but can be specified on
the basis of experience.

If we wish to find the mean waiting time, B is first found
from Erlang’s loss formula using graphical representation for
convenience. It is then possible to calculate the relative
number of delayed service visits D and hence the mean
waiting time M = D/(x-y) units of service time T. For x = 3,
y = 2.28 and B = 0.24, D is 0.59 and M is 0.82T or 1.64 hours
for the example chosen.

8 COMPARISON OF CENTRALISED HOSPITAL CT
SCAN WITH REMOTE ACCESS BY SCAN HEAD/IT
AND HIGH SPEED LINK
Two examples of servicing using simplified cases are given to
illustrate the method for a centralised city hospital department
versus a decentralised service using remote access via satellite
for a given population sub-region.

Example I — Services centralised within a city region
With reference to Figure 5, a centralised region of a group of
hospital Radiology Departments in a city is to service a region
in which there are, say, 10,000 (=n) patients. This number, of
course, is far less than the actual population of the region. The
mean time between usage of this service from this population of
patients is once in twelve months, say. With travel time, i.e. time
to be brought from bed with initial preparation to the Diagnostic
Radiology Department within the major hospital included and
given as a mean value of one hour, the mean service time is
specified as 2 hours for this example. (For travel time studies at
St Vincent’s Hospital, see Thornton et al (1979), where the often
surprising range of cumulative delays are given for a city based
hospital with high demands on lifts and other services.)
It is required to find:
(i) the number of service units x to be provided at the
hospital, such as self-contained CT scan units and asso
ciated staff for this method of servicing in the specified
area, and
(ii) the consequent economic implications of the result ob
tained in terms of effective utilisation of the CT scan units
and staff.
The usage frequency in the population sub group of 10,000
likely to require CT scan service is given as one usage per year,
that is, one session per person per 8,760 hours. Other services
such as for chemotherapy monitoring are available at major
hospitals and would be required separately by cancer patients.
Thus, for the CT usage frequency A is 1/8760 “calls” per hour.
The service intensity isy = hiT =2.28. Given for example, that
as an acceptable service criterion, only in 15% of instances
should the waiting time be longer than the mean service time,
we find from Figure 3 that for 5(1) =15% and y = 2.28, x is 3.
This means for example, that three full service units of
equipment and associated trained staff in the city region
would be required. This service intensity per service unit is
b-y/x- 0.76 which means that the 3 service units would be
utilised 76% of the time.

Figure 5. Geographical region in case A has 10,000 users to be serviced
by full CT systems at central hospital(s). Case B is for the same region and
users but with one separated CT scan head in each of the sub areas shown.

Example 2 — Decentralised (Scanner Head) Service in
Remote sites with Access to Central Hospital(s)
In this case, we consider decentralised Radiology services
including scanner head units where a unit might comprise a scan
head and data collector and (intelligent) PC, doctor and nurse
with additional service for administering and monitoring chemo
therapy under control of specialists at the central hospital. If
these sites are for the same area of the state as in Example 1, and
one service unit is to exclusively service its proportion ofpatients
(say 500) with a basic service, 20 such centres will be needed if
each is to service 500 patients in the sub-regions. Figure 5
illustrates the geographical concept of the comparative model.
As will be seen, the decentralisation would give patients the
benefit of reduced waiting time by almost a factor of 3. The cost
effectiveness would be greatly reduced from the case where full
CT scan equipments were required to be installed. Only the scan
head and high speed link is required so there is in fact a capital
cost benefit estimated to be at least 50% even allowing for the
scan head gantry cost being a significant percentage of the full
cost of the CT system. The annual recurrent cost is that of the
high speed data link (e.g. $23,700 p.a. for an ISDN transconti
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nental link) and there is only one main processor required as
opposed to one at each site, together with a technician.
The actual service time is taken again as one hour as in the
centralised case, but travel time in the clinic is now a trivial time
and the mean service time including travel taken as T - 1 hour
instead of 2 hours for the central (city hospitals) system. The
demand for other telemedicine services available (e.g. therapy
and monitoring as well as diagnosis) at such a non-urban facility
may be greater than for a dedicated CT scan unit at a city hospital
where there is a range of other facilities such as for monitoring
chemotherapy progress. Also, the shortage of radiology services
in some country centres for coping with victims of road acci
dents has been reported over a number of years. Therefore, for
this comparison example, the mean time between service needs
is taken as 1460 hours corresponding on average to one usage for
2 months for a telemedicine service in each area of n = 500
patients. Thus the usage frequency A is 1/1460 but the service
intensity is now y - 0.34. From Figure 3, we find that S{ 1) is 13%
for x = 1, y = 0.34. This means that for a single scan head unit in
each of the 20 areas, only in 13 % of the instances will the waiting
time exceed the mean service time of 1 hour. However, in
contrast to the centralised case, the service intensity per service
unit is b=y/x=0.34 which means that each unit would be utilised
only 34% of the time. This is seen as an advantage when a small
number of staff at the remote clinic or hospital are required to
perform other medical services as well. Also, the unused capac
ity would be available to serve increased demand in the future for
an expanding population in a regional area such as the case in
outer areas of some major capital cities in Australia.
From Erlang’s formula, B is found to be 0.16, D is given as
0.33 and so the mean waiting time is M-0.5 units of service time
(1 hour), i.e. 0.5 hour for this comparative analysis, i.e. better
service.

9 Discussion
Other scenarios can be evaluated in similar fashion to those
examples set out above. Two implications from the results of
the scenarios done to date are:
(a) we see from the utilisation percentages that utilisation of
centralised facilities would be even greater if decentralised
facilities in some ofthe areas were to make use oftelemedicine
communication links since these would be available at a
centralised service of the type seen in Example 1. This would
allow expensive facilities and specialised staff to be fully
utilised on a 24 hour basis if need be. This is being experi
enced currently in some of the private hospital sector where
such changes are assisting in cost control.
(b) Lower utilisation of staff and equipment at the remote
access sites is desirable because staff at the non specialised
units would be required to undertake other duties (allowing
multi-skilling). This does not apply to the same extent for
specialised staff in major city hospitals. Lower utilisation
of equipment allows for future demands to be met from the
spare capacity and with a longer cycle between major
purchases of equipment.
88 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No. 3, AUGUST 1994

10 Conclusion
In overall assessment, quite apart form the saving in
capital costs by having only one main processor and
associated staff, the advantages via IT and communication
technology of introducing a remote access decentralised
system appears to far outweigh its disadvantages, particu
larly if compared to increasing the number of CT systems
centrally. However, this is only true because of the remote
access availability of service when the scan head can be
remotely located and the central CT scan computer is
accessible via the recently available powerful but eco
nomical PC level equipment and high speed communica
tion links. It distributes the central resource without incur
ring excessive overhead and maintenance costs at the
remote site. The decentralised system allows for better
utilisation of both existing staff and equipment at the main
or central region. The system would allow more cost
effective patient care as well as supplying faster service to
the patients when required in an emergency.
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APPENDIX—Choice ofHigh Speed Communication Links
Overcoming Problems of Rain in the K„ band of Satellite
Transmission
In recent years, the availability of high speed terrestrial lines
for many applications can sometimes mitigate against using
satellite links for image data. Nevertheless, satellite transmis
sion is often desirable for some applications.
Several modifications have been proposed to counter the
effect of rain drop interference in the K„ band on high fidelity
transmission of images via the AUSSAT satellite. It is noted
that such interference effects are more severe for circular
polarisations. The advantages of using linear polarisation are
lost over a substantive part of the Australian continent. How
ever, the relative advantage can be regained by canting the
satellites polarisations by 45° relative to the equatorial plane
whereby the loss during rain would allegedly be reduced by
lOdb in cross polarisation isolation. Extra costs to earth
stations would be involved and there could still be some
degradation of image quality.
Therefore, signal encoding may be preferred. The use of
the M-transform, using m sequences (maximum length se
quences) derived from n-stage feedback shift-registers, has
been described previously for increased fidelity. The Mtransform has advantages over the Fourier and Walsh trans
forms for this application in thatM-coefficients are functions
of the shifting of the m-functions against the first /w-function
m, and not of the changes of sign. M-spectra differ very much
in their features from those of Fourier of Walsh spectra. The
Fourier and Walsh Transforms are functions of the number of
sign changes of the corresponding bases functions. Experi
ments using the M-transform have shown considerable im
provement in line definition of TV transmissions using low
cost microcomputer technology and pulse code modulation
(PCM). The M-transform for still video pictures is relatively
easy using correlators for calculating the M-spectrum either
by integrated circuit or by software. Further details are given
elsewhere (Thornton, 1983).

APPENDIX — ISDN Example
In a recent (July 1994) telemedicine case where a cardiac
operation was transmitted using ISDN from Greenslopes
Repatriation Hospital in Brisbane to Myaree in West Australia
and with on-line video conferencing, the following equip
ment, software and communication facilities were involved.

A Data General PC TP5 Pentium 586 (60 MHz) with 48
Mb memory and 530 Mb hard disc was used with Microsoft
Windows 3.11 and Digital MicroPacs Software (produced by
the Australian Company Binary Image). A 21" high resolution
colour monitor was used with a 3CCD chip high definition
colour camera. A Data General DGR capture station was used
and a Robotic stage and control unit.
The equipment cost was $175,000 (excluding tax). The
ISDN link cost was extra. The time for sending a full chest XRay with 4096 grey-scales is 2.5 minutes and costs $2.55.
The cost-benefits for such implementations include:
— more efficient use of the time of skilled staff
— specialists being able to assist remotely
— open system interconnection expands usability
— medical practitioners are able to link with a telemedicineuser teaching hospital
— film-less practice reduces overhead costs and film duplica
tion
— improved recognition of quality practice
— increased patient convenience
— small space sufficient for the system, file storage and
retrieval such as with breast screening applications.
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Magnetic resonance imaging is a powerful imaging tool
available to radiologists for non-invasively viewing the
status of internal tissues ofpatients. With the huge
advances being made in computer processing capabilities,
it may be surprising to discover that the enormous
quantities of digital data generated by this process are still
printed onto plastic film and processed manually by trained
specialists. One of the primary reasons for this can be
attributed to the inability of computers to automatically
extract information regarding the content of images. That
is, carry out what is known as image segmentation. This
paper surveys current approaches to the segmentation of
magnetic resonance medical images, provides some insight
into the problems which are making this a difficult task,
and suggests where the future of such research is heading.
Keywords: Image segmentation, magnetic resonance
imaging, image processing
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INTRODUCTION
Medical imaging has come a long way since the serendipitous
production of a crude and faint x-ray of a hand by the German
physicist Wilhelm Conrad Rontgen in 1895. With the passing
of just one century, it is now routine for doctors to utilise a
wide variety of imaging sources such as x-rays, CAT scans,
ultrasound, PET scans or MRI to examine the internal physi
ology and anatomy of human patients. Photographic films
laden with such images are viewed, analysed and archived
every day in hospitals around the globe. Today, the power of
computers and computational intelligence herald a further
revolution in medical imaging, where the static medium of
photographic film will be replaced by a dynamic, interactive
environment offering services such as surgical simulation,
expert systems diagnosis and global information exchange.
While these technologies are still firmly entrenched in the
realm of research laboratories, the current state of commer
cially available medical imaging hardware and software is
relatively sophisticated. The process of image acquisition,
particularly in the case of Magnetic Resonance Imaging
(MRI), Computer Assisted Tomography (CAT) and Positron
Emission Tomography (PET) is fully computer controlled,
and the resulting images are inherently digital representa
tions. It is only after the images are acquired that they are
subsequently printed onto photographic film for viewing.
Unfortunately, a reluctance amongst clinicians to view im
ages directly on computer screens still makes this a necessity.
Whether such attitudes can be justified from a technical
standpoint has yet to be resolved.
In spite of this, specialised medical imaging graphics
workstations have become a common feature in many radio
logical centres. These machines offer radiological specialists
a range of features which simply cannot be carried out with
conventional photographic film. Obvious image manipula
tions such as contrast enhancement, magnification and meas
urement facilities are trivial. New images can be synthesised
from existing data, image processing can filter out unwanted
distortions and a variety of image statistics can be computed.
The common element in all of these image manipulations is
that they can be performed without the computer needing to
interpret the content of the images. That is, an image can be
treated as an arbitrary array of numbers upon which some
mathematical transformation is to be applied.
The future of medical image processing, however, lies in
applications such as three-dimensional visualisation, radio
therapy treatment planning, surgical simulation, computer
assisted diagnosis and a range of other “intelligent” applica
tions. Although most of these currently exist, the implemen
tations are relatively simplistic and required a high degree of
human interaction. The major bottleneck in all these applica
tions is the inability of current computing machines to em
body and represent spatial knowledge and thereby interpret
images. In its simplest form, this implies an ability for a
computer to take in raw image data and apply a process by
which regions of the image corresponding to the same tissue
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type are automatically grouped together and labelled accord
ingly — a process known as image segmentation.
There have been an enormous number of publications on
the subject of MRI segmentation. The fact remains, however,
that current methodologies are still far from applicable in
clinical practice. Although the quality of results produced by
a number of recent approaches begin to achieve an acceptable
standard, in all cases the degree of human-machine interaction
required to achieve the segmentation process far exceeds the
practical limits placed on medical staffs time. The develop
ment of automated systems has thus become a priority for
current research.
This paper presents a comprehensive summary of existing
approaches to the image segmentation problem, beginning
with simple classical methods and proceeding through the
spectrum of statistical techniques, including non-parametric,
artificial neural network and purely statistical approaches.
The discussion is primarily of a qualitative nature and refer
ences to more detailed accounts are provided where appropri
ate. It should be noted that the papers referenced within the
discussion are generally selected on the basis of being rela
tively clear and concise examples of a particular method. A
more extensive bibliography of papers from the field is
provided at the end of the paper.

hydrogen atoms, two relaxation parameters (T1 and T2), and
flow (i.e., whether the tissue is moving, e.g., angiography). A
number of different scanning sequences are available (by
varying the duration and timing of the RF pulse sequences)
which allow the radiologist to weight the resultant image
toward any particular tissue property. This allows for the
acquisition of multiple spatially correlated images (or echoes)
of the same region. These images are often combined to give
a single vector image of the scanned region and result in
datasets which in many ways resemble the multi-dimensional
images acquired by remote sensing satellites such as LandSat.
Typically, images are acquired at 256x256 pixels for each
slice, where the spatial resolution is normally in the range of
1-5 mm/pixel. The signal is generally digitised using 12-bits
(Phillips Gyroscan). Noise sources can be categorised into
four distinct classes: Electronic/thermal noise, magnetic field
inhomogeneities, biological tissue variation, and partial vol
ume effects. The first three are self-explanatory. Partial
volume effects are a result of the fact that it is not possible to
measure the signal from a pixel without getting some interfer
ence from neighbouring tissues (i.e., a consequence of the
point spread function (PSF) of the system). The description of
the MR imaging process presented above is necessarily brief.
For a more detailed account of the physics of MR imaging, or
the scanning process, readers are referred to Crooks (1985).

MAGNETIC RESONANCE IMAGING
Conventional x-ray film images and x-ray computed
tomography scanning systems (CT, or CAT scanners) utilise
potentially harmful ionising radiation to create an image.
What is observed in these images is a map of the degree to
which tissues attenuate the path of a beam of x-rays. Tissues
such as bone, which is relatively opaque to x-rays, appear
white (indicating a high degree of attenuation). Softer tissues,
which provide only minimal impedance to x-rays, appear as
darker shades of grey. While x-ray based systems are rela
tively inexpensive imaging sources, they are often inadequate
in a number of clinical situations, in particular when there is
a requirement for soft-tissue differentiation.
Magnetic resonance imaging is an alternate method that
utilises radio-frequency (RF) magnetic radiation to produce
an image. By applying RF magnetic pulses at appropriate
frequencies, the nuclear spins of atoms with an odd number of
nucleons (almost exclusively hydrogen in medical applica
tions) begin to process. After removing the RF magnetic field,
the decay of these atoms back to their equilibrium state
produces specific electrical signals that can be measured using
receiver coils. These signals are located and formed into an
image with the aid of various forms of frequency and phase
encoding. While this is inherently a three-dimensional (3-D)
imaging method, due to practical constraints, it is almost
invariably implemented by taking a series of two-dimensional
(2-D) slices to form the 3-D volume of data.
The process by which the images are acquired allows for
the measurement of not just a single parameter, as in x-ray
imaging, but up to 4 different tissue properties: the density of

SEGMENTATION FUNDAMENTALS
The segmentation of images is a necessary prelude to a
wide range of image processing and image understanding
tasks. In this paper, image segmentation will refer to the
process of assigning a tissue type (from some finite set of
possible tissue types) to each pixel in the image. Unfortu
nately, there is often a degree of uncertainty regarding the
definition of the terms “segmentation” and “classifica
tion” in the literature. Some authors take segmentation to
be the process of dividing an image into non-semantic
regions, which are later classified into meaningful enti
ties. With current techniques, these two processes are
often mutually dependent and have therefore been grouped
into a single process (segmentation) in this survey.
Previous reviews of MR image segmentation (Ehricke,
1990; Liang, 1993) have tended to categorise segmentation
methods into two classes: edge-based and region-based meth
ods. Edge-based methods use local measures of intensity
gradients to form boundaries between regions, while regionbased methods use a predefined measure of similarity to form
regions containing pixels that are similar with respect to that
measure. This form of dichotomisation is entirely appropriate
for much of the earlier work carried out in this area. However,
these so-called image processing approaches have proved to
be unreliable for any form of automated, or even semiautomated segmentation, and the current trend is toward the
use of more sophisticated statistical approaches which at
tempt to incorporate domain-specific knowledge (e.g. ana
tomical and/or physiological knowledge) into the segmenta
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tion process. This paper, therefore, categorises segmentation
methods into classical or statistical methods.
The remainder of this paper surveys the major approaches
that have been described in the literature, beginning with
simple classical methods and proceeding through the spec
trum of statistical techniques, including non-parametric, arti
ficial neural network and purely statistical approaches. Due to
the vast amount of material published on this topic, the
coverage here is necessarily brief and qualitative in nature.
References to more detailed accounts are provided where
appropriate.

CLASSICAL (IMAGE PROCESSING) APPROACHES
The simplest approach to the segmentation problem is to
use standard image processing techniques, in which no
knowledge of the image contents is utilised. These are
mathematical algorithms that operate purely on the matrix
of intensity values by convolving the image with a kernel
window, typically of sizes 3x3 (pixels), 5x5 or perhaps
larger. In most instances, the vector nature of MRI data is
not utilised to any extent.

Edge-based Methods
These approaches determine the location of significant edges
between tissues. Most approaches convolve some form of
mask with the image to produce a map of intensity gradients
(e.g., see Yu and Yla-Jaaski, 1991). Subsequent processing
determines which gradients constitute possible edges, result
ing in an edge map. Often, further steps involving edge
linking, or some form of morphological processing, are re
quired in order to produce a set of closed contours.
Edge-based methods are inherently sensitive to any form
of noise and do not cope with cases where the boundary
between two regions is blurred or is naturally a smooth
transition rather than a distinct edge. An equivalent process of
finding surfaces directly from the 3D data, rather than edges
in the 2D slices has been investigated (e.g., see Hohne,
Bomans, Pommert, Riemer and Tiede, 1988). While this
results in a somewhat more robust boundary extraction proc
ess, the problems described above with edge-based methods
still apply. In either case, the resulting enclosed regions are not
identified with a tissue type, and a human operator must
perform this classification task manually.

spatially dependent, and (2) it is not possible to define a
single similarity metric which copes with all types of
tissues. For example, measures which merge pixels based
on the similarity of intensity between neighbouring pixels
will generally fail to properly group regions which are
textured, or patterned in nature.

Thresholding methods
Thresholding methods attempt to find regions based on the
assumption that each region consists of a certain subset of
intensity values. Two of the major approaches, namely globalmultiple thresholding and local-binary-thresholding are de
scribed in Gong, Kulikowski and Mezrich (1991). In globalmultiple thresholding, a histogram of intensity values from
the image is constructed, and peaks/valleys are identified
within this. The range of intensity values between each pair of
valleys in the histogram are assumed to comprise a particular
region in the image. All pixels in the original image which
match a particular range of intensities are then grouped
together to form regions. This method requires each tissue to
have a relatively uniform intensity distribution and for there to
be good contrast between tissues — requirements which are
seldom met in real MR images.
Local-binary thresholding first divides the image into
a number of smaller sub-images (typically 8x8 or 16x16
pixels). It is then assumed that each sub-image needs to be
split into only two regions (hence the name local-binary
thresholding), requiring the determination of a single
threshold for each sub-image. Various algorithms exist for
determining appropriate local thresholds for each sub
image, taking into account the need for correspondence
between neighbouring sub-images (e.g. see Rosenfeld and
Kak, 1982). Clearly these methods fail when dealing with
complex images, and moreover, the requirement for manual
assignment of tissue types to the regions remains.

Split-and-merge methods
Split-and-merge methods find regions by grouping together
pixels with similar statistics. In algorithms which use merg
ing, each pixel in the image is initially considered to be a
region. A measure of pixel similarity is then chosen. A
common measure which is used is the squared error between
the intensity of a pixel and the average intensity of all pixels
within the region with which a merge is proposed:

Region-based Methods
There are a myriad of region-based approaches. These include
local/global thresholding, split-and-merge techniques, and
cost function minimisation. The common element of these
approaches is that regions are formed by successively adding
(or removing) pixels to regions based on some similarity
measure between the pixel and the region. If desired, bounda
ries can then be generated by tracing around each region.
These methods have proved to be inadequate when applied to
real MR images for two major reasons: (1) The similarity
measures inherently assume the statistics of the image are not
92 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No. 3, AUGUST 1994

Error = [I(x,y) - £l(i,j)/N]2 V(i,j) e region,
N=
# pixels in region
Merging is carried out by repeatedly choosing the pixelregion pair with the smallest error and merging the pixel into
the region. This continues iteratively until all pixels have been
merged, or until the error of merging any further pixels is too
great. A modified error measure can then be applied to merge
together regions if desired, continuing until the smallest
merging error is greater than some predefined value, or until
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a certain number of regions are left. Clearly, such a method is
sensitive to both the order of merging and also to any form of
noise in the image, which will often result in isolated regions
containing a single pixel.
Splitting methods work in the opposite manner. That is, the
entire image is initially assumed to be one region. If the pixels
within this region are not uniform enough with respect to some
error measure (perhaps the variance of pixels within the
region), then the region is split. In bin-tree methods, each
region is successively split in half at each iteration, while in
quad-tree methods, each region is split into quarters. Splitting
stops when all regions have a sufficiently small error measure.
Due to the inherent restrictions on the shapes of regions
resulting from the splitting process, splitting is often followed
by a merging stage, in which regions can be merged across the
boundaries introduced by the splitting process (see fig. 1). The
splitting process has similar drawbacks to the merging proc
ess. See Kunt, Benard and Leonardi, 1987, for a further
discussion of split and merge methods.

STATISTICAL/ANN APPROACHES
Magnetic resonance images have a number of properties
which make statistical analyses far more applicable than on
general images. Firstly, it is a reasonable approximation to
assume that the body which is imaged contains a finite set of
possible tissue types. Secondly, each of these tissues has a
unique signature, which is contaminated by various noise
sources during the imaging process. Thus, we can model an
MR image as one in which each pixel of the image corre
sponds to a noisy measurement of some property of one of N
possible tissue types. This type of data is particularly well
suited to standard statistical and/or artificial neural network
pattern recognition techniques. Many researchers have drawn
parallels between MR images and multi-spectral satellite
images — an area where multi-dimensional data classifica
tion has been studied and applied extensively (e.g. see Vannier,
Butterfield, Jordan, Murphy, Levitt and Mokhtar, 1985).
. The intrinsically multi-echo MR imaging process yields a
wealth of information that is difficult for radiologists to fully
utilise effectively. Pattern recognition algorithms, conversely,
work far more effectively with each additional piece of
complementary evidence that is provided. Each additional
echo (or image) therefore improves the discriminating ability
of any automated segmentation system. Unfortunately, each
additional echo which is acquired also increases the scanning
time for the patient, and in clinical practise only two echoes
from each slice are normally gathered. The remaining discus
sion will therefore only consider the case of dual-echo data.

Figure 1: Quadtree decomposition before and after merging.

Cost function minimisation methods
In this approach, every possible segmentation of the image
has a cost associated with it. The segmentation process is
a matter of finding the set of labels for each pixel which
minimises the total cost. Yan and Gore (1988), proposed
the cost function
c(m,n) = ac^m.n) + (3c2(m,n) + yc3(m,n) is the cost at pixel
(m,n) and,
C = Ec(m,n) V (m,n) is the total cost over an image
a,p,y are weighting coefficients.
In this instance, c,(m,n) is the number of surrounding
pixels with different labels, c2(m,n) is the difference in inten
sity between pixel (m,n) and the average of its neighbours, and
c3(m,n) is the edge magnitude at pixel (m,n) if c, (m,n) = 0, and
zero otherwise. The objective is to find the set of labels,
L(m,n) for all pixels (m,n) such that the cost, C, is minimised.
For an MR image, of size 256x256 pixels, this is clearly
computationally intractable. To overcome this, local approxi
mations are used, whereby the cost, C, is minimised simulta
neously for sub-sets of the entire image. This often imposes
undesirable local characteristics on the solution. In addition,
it is not clear that cost functions such as this in any way result
in the desired segmentations.
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Figure 2: Proton density and a T2 weighted transaxiai MR images.

Figure 2 shows two echoes from a mid-brain transaxiai
scan. In order to see the relationship between different tissues
and their signatures, a scatterplot is constructed. Figure 3
shows the scatterplot for these two images. The x-axis of the
plot represents the intensity of pixels in the first echo image.
The y-axis represents the intensity of the same pixel in the
second echo image. Thus, the two measurements for each
pixel address a single cell in the scatterplot. It is clear from the
scatterplot, that there is evidence of clustering. Ideally, each
tissue would have a unique signature and thus be represented
by a single cell in the scatterplot. Noise and natural biological
diversity cause these to appear as clusters in the scatterplot,
spread about the ideal means. The statistical/neural network
techniques which are discussed below all attempt to identify
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these clusters in the scatterplots and, from these, label all
pixels in the images which correspond to each cluster as
belonging to the tissue associated with the cluster.

Rfotja.01

Figure 3: Scatterplot of the dual-echo images in fig. 2.

These methods can be classified into two broad classes —
supervised methods, and unsupervised methods. Supervised
methods require a human operator to extract samples of each
tissue type from the images in order to initially estimate the
cluster locations. Unsupervised methods rely on various clus
tering algorithms to automatically identify the number of
clusters and parameters of each cluster.

Nori-parametric segmentation
The simplest form of supervised segmentation is to use a nonparametric classifier. In this case, no assumptions are made
regarding the process which generated the data. In what is
termed nearest-neighbour classification, the training data are
used as reference samples, and the pair of echoes for each pixel
in the image are compared with every pair of echoes in the
training data. The tissue type corresponding to the “closest”
pair from the training data is then assigned to be the tissue type
of the pixel. The term closest is emphasised here to indicate
that although the standard Euclidean distance metric
(d = Vfe-Xi)2 + (y2-yi)2) is by far the most common distance
measure, in some circumstances other distance metrics may
be more appropriate. An extension to the basic nearest neigh
bour approach is the k-nearest-neighbour algorithm, which
decides the tissue-type based on a function of the k-nearest
training data points, where k is a user-specified integer.
Typically, this involves find the k nearest training data points
and assigning to the pixel the tissue-type which is most
prevalent amongst the k nearest points. Nearest neighbour
methods are of 0(N2) computational complexity, and hence
very slow. In addition they do not take into account any
obvious structure in the training data. Hence, non-parametric
methods such as this are rarely utilised in current research.

Artificial Neural Networks
An approach to supervised classification of data which has
received much attention in recent years is the use of artificial
neural networks (ANN). In their most basic form, ANNs
consist of a layered structure of fully-interconnected process
ing elements (or neurons). Figure 4 shows the structure of a
multi-layer perceptron network.

Supervised Methods
When designing a statistical segmentation algorithm,
knowledge regarding the probability structure of the prob
lem is required. In supervised methods, the parameters of
the model are estimated from training data of which the
true classification (tissue type) is known. In the context of
MRI segmentation, this requires a human operator to
select exemplars of each tissue type from the images.
Statistics such as mean, q, and covariance, E, can then be
calculated from these samples. Although higher order
moments can also be calculated, the assumption that the
clusters observed in the scatterplots are Gaussian (i.e. can
be described completely by mean and covariance) is al
most always invoked. Statistical analysis has shown this to
be a valid assumption (see Gerig, Martin, Kikinis, Kubler,
Shenton and Jolesz, 1992).
As with any statistically-based technique, the number
of samples collected for each tissue type should be suffi
ciently large to get statistically valid estimates for these
parameters.
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Where:

yk ”

' z*)
v»
\b = n0

'

X| = input
Z| = output of i,h hidden node
yi = output of i,h output node
N = #input$
H = #Ndden nodes
wmn = hidden layer weights
Umn = output layer weights
10 = activation function

Figure 4: Conceptual diagram of a multiplayer perceptron neural
network.
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The input layer receives the data, which is then propa
gated through the network to produce an encoded output
that may be interpreted as a classification of the input data.
The processing elements of the network perform the sim
ple operations of summing the inputs and passing the
result through a non-linear function to generate the output.
Processing elements are connected to each other via
weighted connections, and it is through adaptation of these
weights that the ANN “learns” to solve problems. The
process of learning in an ANN involves inputting training
data, consisting of known input-output pairs, into the
network. If the output of the network does not match the
known output from the training data, then a learning
algorithm changes the interconnection weights within the
network in order to remedy this. For a more detailed
introduction to ANNs, readers are referred to Lipmann
(1987).
The simplest way to use an ANN to segment MR
images is described in Ozkan, Spenkels, and Dawant
(1990). They used three echoes from a set of transaxiai
spin-echo brain scans to calculate a proton-density (PD)
weighted, a T1-weighted, and a T2-weighted image. A
minimum of 200 examples of the intensity values from
these three images were collected interactively with the
aid of a mouse for each tissue type — background/air, fat
and skin, stroke, ventricles (CSF), diseased white matter,
gray matter, and white matter. This training data was then
used to train a multi-layer perceptron ANN. An overall
classification accuracy of 91 % was quoted, indicating that
91% of the pixels from the images were deemed to be
correctly segmented.
Toulson and Boyce (1992) investigated an alternative way
of utilising an ANN in the segmentation process. First, a
probabilistic segmentation of the image using a measure
known as a co-occurrence matrix (see Haralick, Shanmugan
and Dinstien, 1973) is performed. The co-occurrence matrix
essentially builds a histogram of the relationship of pixels in
the image with their neighbouring pixels. After some initial
processing is carried out on the co-occurrence matrix calcu
lated from the image, the class membership probabilities (i.e.
the probability that the pixel belongs to each of the tissue
types) for each pixel can be computed. These probabilities are
the used as inputs to the network, rather than the raw intensity
values. Different neighbourhood sizes were investigated for
calculation of the co-occurrence matrices, with larger win
dows generally improving the overall results. The maximum
segmentation accuracy achieved was 92.4%. This is difficult
to compare with the previous approach of Ozkan et al (1990),
since they were dealing with different images. It should also
be noted that this method only used a single echo. It should be
expected that an extension of the technique to cope with multi
echo data would yield improved results.
In a somewhat different approach to improving the
segmentation through the inclusion of neighbouring pixels,
Morrison and Attikiouzel (1992) propose the use of a

probabilistic neural network (see Specht, 1988) to initially
produce a probabilistic segmentation of the images. In this
instance, rather than assigning an explicit tissue type to
each pixel, a vector of probabilities, representing the
likelihood that the pixel belongs to each tissue type, is
calculated. An iterative process then operates on the
probabilistic data to yield a final segmentation. This type
of approach results in a greater tolerance to noise, since
decisions regarding the tissue type of each pixel are de
ferred to a much later stage in the process, and are a result
of the additional probabilistic evidence gathered from
neighbouring pixels. This process was applied to single
echo images of a thigh and a vertebra. The results after the
application of the iterative relaxation were significantly
better (in a visual sense) than those initially achieved with
the purely intensity-based ANN segmentation method.
All of the above ANN based approaches indicate that
ANNs may hold some promise for the development of effi
cient MR image segmentation techniques. The results quoted
above, however, should be taken in light of the following
observation. In all three cases, the networks were trained and
tested on the same patient and on the same slice within the data
set. Gerig et. al. (1992) show that the measured intensity of
any particular tissue may vary as much as 8.6% within the
dataset of a single patient. Moreover, the natural biological
variability between patients can be expected to be much
greater than this. Thus, a network which is trained on the data
from one slice must be expected to experience a degradation
in performance on other slices from the same patient, and in
the experience of the author, in most cases be completely
inadequate for data from other patients. A need therefore
exists to be able to adapt a network trained on one patient for
use on other patients, and also to normalise images to remove
the inherent intra-patient variability (see Ortendahl, Hylton,
Kaufman and Crooks, 1987, for a discussion of this).

Statistical Methods
Statistical approaches to the segmentation problem attempt to
find the statistical model which is most likely to account for
the structure observed in the scatterplot. By far the most
common assumption is to model each tissue type by a Gaussian
probability density function (pdf), and hence the scatterplot as
a mixture of Gaussians (i.e. Gaussian mixture modelling). The
Gaussian pdf is the generalised form of the familiar Normal
distribution, which is used so often in elementary statistical
modelling and analysis. The form of the Gaussian pdf is —
-Ux-v)Ti\.x-n)

G(x,fi,I,) = e

V (27T)BEI

where: n is the dimensionality of the data
x e 91"
ji is the vector of means
£ is the covariance matrix
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Figure 5: A simple bivariate Gaussian distribution.

In the case of dual-echo data (n=2), a Gaussian pdf looks
like a “bell”, as shown in figure 5. It is a relatively simple
matter to show (see Duda and Hart, 1973) that the maximum
likelihood estimate of the mean, (I, for each tissue type is
simply the sample mean, calculated from training data. Simi
larly, the maximum likelihood estimate of the covariances, X,
are the sample covariances. Figure 6 shows the scatterplot
from the images in figure 2 overlayed with ellipses defining
the 1 standard deviation limit of each Gaussian calculated
from training data.
After the parameters of the model have been estimated from
the training data, the likelihood value (the value of the Gaussian
pdf) for each tissue type is calculated for the pair of echoes from
each pixel in the image. In a maximum likelihood segmentation
approach, the tissue type with the highest likelihood value at
each pixel is assigned to be the segmented value of the pixel. The
result of such a process is shown in figure 7.

Figure 6: Gaussians fitted to a scatterplot.
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Figure 7: The segmented image.

When compared with the original images, the results of
this segmentation appear to quite promising. It is the authors’
experience that Gaussian mixture modelling such as this
typically yields greater than 93% accuracy on most dual-echo
MR images. The mis-classified pixels in the image result from
the fact that the different tissue types tend to have some degree
of overlap on the scatterplot. This is due to signature spreading
from noise introduced by a variety of sources as outlined
earlier in the paper. Clearly without further sources of infor
mation, it is not possible for any method to discriminate
regions where the classes overlap. A number of researchers
have therefore looked at ways of incorporating additional
measurements from the image into this statistical segmenta
tion framework.
de Oliveira and Kitney (1991), make the assumption that
different tissues are associated with different visual textures.
Thus they perform the cluster identification and modelling
process in the higher dimensional space associated with the
textural measurements taken at each pixel in the image.
Simple neighbourhood (5x5 window) statistics were used as
textural measures, resulting in five measurements at each
pixel. Although no graphical representation of the clusters in
this 5-D space were presented, it would be expected that a
suitable choice of textural measure would lead to a reduction
in cluster overlap when compared to the 2-D intensity meas
urement space.
Snyder, Logenthiran, Santago, Link, Bilbro and Rajala
(1992) incorporate knowledge regarding the spatial relation
ships between various tissues through an image model known
as a Markov random field (MRF) (see Geman and Geman,
1984; Hansen and Elliott, 1982). MRFs essentially model the
average likelihood of tissues neighbouring each other. For
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example, we are unlikely to find pixels labelled as ventricles
(located in the mid-brain region) bordering pixels labelled as
skin. This combination would be given a very low probability
of occurrence via the MRF model. These probabilities must
also be estimated through the collection of suitable training
data (of course, the same data used for estimating the Gaussian
parameters can be used for this purpose). The details of the
mechanism for including the MRF model into the segmenta
tion process is beyond the scope of this paper. However,
Snyder et al (1992) have reported promising results with this
technique, and the efficacy of this approach is supported by an
increasing number of papers being published on MRI segmen
tation with MRF models.

Unsupervised Methods
Although the results achieved with supervised methods are
promising, the problem of interactively gathering training
data to estimate model parameters is a major obstacle to their
widespread use in clinical practise. Typically, a user may take
up to five minutes per image (in a data set normally consisting
of up to 50 images) to extract sufficiently high quality training
samples. In addition to this, individual operators will naturally
tend to bias their training data toward their own particular
perceptions. This does not lend itself to a high degree of
replicability or standardisation between operators. Finally,
there may be certain features in the images which are not
apparent to a human operator, but which may be revealed
through an automated data modelling approach. In addition,
because unsupervised systems estimate their parameters di
rectly from the data, they are inherently insensitive to changes
in the measured tissue properties within a particular dataset,
and indeed from one patient to another.
Unsupervised segmentation methods are simply super
vised methods with one key difference — no training data is
used to estimate the model parameters. For example, in the
case of Gaussian mixture modelling, rather than estimating
the means and covariances from user-gathered training sam
ples, these parameters are estimated directly from the scatterplot
using some form of cluster detection algorithm. Moreover, the
clustering algorithm must first determine how many clusters
(and hence how many different tissue types) are actually
present in the image. Thus, unsupervised methods have no
knowledge of the underlying data which is being clustered.
There are a myriad of clustering algorithms available
for carrying out the cluster detection/estimation process.
In almost all cases, however, these algorithms fail to
deliver results which are comparable to segmentation
algorithms based on supervised parameter estimation tech
niques. This is due primarily to the fact that unsupervised
parameter estimation methods are unable to utilise the
implicit knowledge that a human beings use when per
forming the extraction of training data. This is a limitation
which is currently being tackled by methods such as the
development of standard computerised anatomical atlases
for use in the segmentation process.

CONCLUSIONS
This paper has outlined the current status of research into
magnetic resonance image segmentation. While the classical
image processing approaches have proved to be inadequate
for this task, the more sophisticated statistical/ANN approaches
appear to be bridging the gap between theoretical research and
clinical application. The key to this will be in finding ways to
minimise the degree of user interaction required to adapt these
techniques to each particular data set.
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Patient Focused
Care — Self
Contained Units
Reduce the Need for
Information
Processing
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In the National Health Service (NHS) in the United King
dom, although computerised information systems are still
somewhat undeveloped and untried, the essential belief is
that ‘the future is in the technology’. There are few in
stances where the perceived need is ever questioned, only
the availability of resources to acquire them. In this paper
information systems are categorised into two types,
‘proceduralised’ and ‘interpretative’ and the need for the
latter is challenged. It argues that there is a fundamental,
critical difference between the two which is, to a large
extent, unacknowledged. The types are two ends of a
continuum that stretch from the purely technical, formal
ised systems bound with structure, measurements and data
to those systems that are derivedfrom, and based on, the
skills ofpeople in inter-relationships.
This paper offers an alternative to interpretative
information systems. It suggests that by reducing the need
for information processing, the need for information
systems is minimised. Information processing can be
reduced by developing self-contained units. This paper
presents a case study which elaborates on these ideas by
looking at the way Patient Focused Care is being devel
oped at the Royal Sussex County Hospital. It shows how a
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multi-disciplinary group ofpeople are collaborative ly
designing an integrated, self-regulating unit which ensures
effective communication and documentation procedures
without using computerised information systems. The
group’s methods do not consist of efficient manual informa
tion systems which simply replace computerised informa
tion systems, but rather a redesign of work processes.
There are shown to be no significant inadequacies that
interpretative systems could have bettered, yet many of the
problems and wastage in resources that tend inevitably to
occur when computers are introduced in the NHS are
avoided. Additionally, the benefits that are gained by
collaborative ly designing the various features of their work
are enormous.

INTRODUCTION
The National Health Service (NHS) in the UK is in the throes of
much change. The workforce is becoming increasingly familiar
with ongoing change as initiatives are introduced at regular
intervals. The costs of introducing change are enormous in terms
of money, resources and human angst, yet the effects are often
variable. A large proportion of the expense is on the introduction
of computerised information systems and much scepticism
exists as to the benefits that are said to accrue.
The shift in thinking that has developed over the last two
decades or so, where reliance on computerisation to support
all information needs is considered both normal and correct,
is relatively unchallenged. In the NHS, although computer
ised information systems are still somewhat undeveloped and
untried, the essential belief is that ‘the future is in the technol
ogy’ . There are few instances where the perceived need is ever
questioned, only the availability of resources to acquire them.
In this paper information systems are categorised into two
types, ‘proceduralised’ and ‘interpretative’ and the need for
the latter is challenged.

‘PROCEDURALISED’ AND ‘INTERPRETATIVE’
INFORMATION SYSTEMS
This paper places much weighting on a differentiation in
information systems types between information systems that
are based on situations that are proceduralised and those that
are based on situations that are interpretative. For conven
ience sake, these are now referred to as proceduralised and
interpretative information systems. It argues that there is a
fundamental, critical difference between the two which is, to
a large extent, unacknowledged.
The types are two ends of a continuum that stretch from the
purely technical, formalised systems bound with structure,
measurements and data to those systems that are derived from,
and based on, the skills of people in interrelationships. The
former are systems that rely on technical measures and indi
ces. They are, of necessity, formalised ways of measuring
procedures. The latter are based on the interpretations that
people apply to interactions, needs or influences. They are
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bound up with communication and the communicative proc
ess and are interpretations or evaluations based on the skills
and tacit knowledge that people apply to their work.
Proceduralised systems process vast quantities of data in
order to arrive at information that can be used by people or
other machines. The computer’s greatest attribute is its ability
to be a superb number crunching tool. Thus its value as a
database, able to process data for other purposes and outputs,
is without question. Within the NHS context, the Patient
Administration System, where demographic data is input and
accessed periodically as well as being used for reports and
management information, provides an example of an effec
tive and useful proceduralised information system. Interpre
tative information systems, on the other hand, are defined here
as developing systems which use information that is acquired
by human intuition and tacit knowledge. Examples of these
include computerised care plans, rostering and scheduling
systems. Care plans are produced by nurses showing a plan of
action and goals for the delivery of nursing care based on a
problem solving approach. They are produced based on depth
of nursing experience as well as intuitive and experiential
knowledge of the unique features of the individual patient.

AN ALTERNATIVE TO INTERPRETATIVE
INFORMATION SYSTEMS
The value of computerised information systems for those
systems which have been defined as proceduralised is unde
niable and, indeed, necessary. The value of computerised
information systems for those which have been defined as
interpretative is far less obvious.
This paper offers an alternative to interpretative informa
tion systems. It suggests that by reducing the need for infor
mation processing, the need for information systems is mini
mised. Information processing can be reduced by developing
self-contained units. This concept, based on Galbraith’s (1977)
argument, claims that an effective means of meeting informa
tion needs can be achieved by reducing the need to process
information. This paper shows how one multi-disciplinary
group of people is collaboratively designing an integrated,
self-regulating unit which ensures effective communication
and documentation procedures without using computerised
information systems. The unit does not preclude the use of
networked information systems, the proceduralised systems
distinguished earlier, to access demographic data, clinical and
laboratory reports, or management information that is avail
able from databases within the hospital. The group’s methods
do not consist of efficient manual information systems which
simply replace computerised information systems, but rather
a redesign of work processes.
There are shown to be no significant inadequacies that in
terpretative information systems could have bettered, yet many
of the problems and wastage in resources that tend inevitably to
occur when computers are introduced to the NHS are avoided.
Additionally, the benefits that are gained by collaboratively
designing the various features of their work are enormous.
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INTEGRATED PATIENT CARE
The Royal Sussex County Hospital in Brighton was chosen
was one of seven pilot sites in Britain to introduce Patient
Focused Care, known at the hospital as Integrated Patient
Care (IPC).
The introduction of IPC coincides with a massive capital
redevelopment program and the implications of IPC are
enormous as it challenges not only work processes, cultural
change and organisational structure, but also the physical
design and layout of the buildings. A successful implementa
tion would help ensure that the redevelopment program would
be based on IPC principles. The design of IPC takes place via
workshops with members of staff from the proposed units. A
significant innovation that IPC intends to introduce is the
concept of multi-skilling and cross-training.
The development of self-contained units as a means of
reducing the need to process information was introduced by
Galbraith (1977) as a strategy for effective information process
ing. He asserts that less information processing is required
once there is a reduction in resource sharing. This is achieved
by two major methods; reducing output diversity and reducing
the division of labour.
In the self-contained unit discussed in this case, these two
methods are seen as constituting some of the principle main
stays of the philosophy of Patient Focused Care. They include
grouping patients with similar needs, thus reducing output
diversity, and developing a multi-skilled workforce, thereby
reducing the division of labour and reducing specialisation.
The IPC care structure is focused on multi-skilled bedside
teams comprising nurses and ‘carers’ and a team leader. There
are other teams, including the core team with specialist skills,
and a team providing administrative support. The bedside
teams are placed in close geographical proximity to each other
as they are on a ward, or ward-like area. This small team-based
structure facilitates the communication process. Information
is based locally and there is little in the way of waiting for
information to arrive, be retrieved or processed. Much of the
processing is done on the unit by decentralised services, or
improved facilities.
The information that is pertinent to the individual patient
is contained within the unit and amongst the people dealing
with them on a daily basis. Clinical decisions are made by
individual carers within the team context, as well as with team
leaders, on the basis of information which is immediately
available and accessible. The self-contained nature of the unit
provides an inbuilt control mechanism ensuring that informa
tion is made available on a needs basis.
Galbraith (1977) believes that decreasing information
processing in a self-contained unit has the effect of reducing
the levels through which exceptions have to travel, thus
ensuring more efficient, effective and appropriate decision
making takes place.
This concept is enhanced in the IPC context for, not only
are exceptions passed on rather than simply produced as a
mass of data, exception reporting is introduced at the initial
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stages of documentation. This is done by using protocols of
care rather than documenting care given for each patient in
minute detail. Decisions are then made either by those produc
ing the information or by others further up the hierarchy, such
as team leaders or clinical advisors. Control is maintained by
stringent audit procedures.
A crucial development in IPC is the introduction of protocols
of care for documentation and audit purposes. These are also
known as Clinical Care Pathways or Anticipated Recovery
Pathways. Protocols, in pro-forma and diary form, define the
“usual care requirements for a particular episode of care (and
are) designed to record actual individualised care against
agreed best practice” (Sparks, 1994, pi). These guidelines are
devised and owned by multi-disciplinary teams. Only indi
vidual patients’ deviations from the protocol are recorded,
thus reducing the extensive amount of time spent by nurses
and other professionals acting as scribes. It is also used as a
powerful audit tool as the deviations, or variances, can be
analysed. This form of ‘variance reporting’ is able to drasti
cally reduce the excessive time spent on documentation with
out the use of computers.
In addition to the protocols, an IPC working group is
developing an Integrated Care Plan for patient notes. The
single most relevant factor in this development is the move
away from individual notes for different professional groups
to one multi-disciplinary care plan. By having documentation
that provides a mutual focus for all carers, and by reducing the
extent of the documentation by using protocols and exception
reporting, a powerful alternative to using computerised infor
mation systems is achieved.

CONCLUSION
A major principle of IPC is that by redesigning work
processes within a self contained unit many of the benefits of
improved efficiency are attainable without the need to incor
porate extensive computerised information systems. Role

design or multi-skilling is a crucial factor in ensuring that the
self-contained unit communicates effectively because of its
reduced information processing needs. The term ‘multi
skilling’ is resonant with threat to many health care workers.
However, it is a means of ensuring that once people are trained
to do particular jobs they do them without relying on other
specialists. It is diametrically opposed to the practice of
compartmentalisation that is predominant in many hospitals.
Multi-skilling has considerable implications for communica
tion strategies. The issue of multi-skilling adds a further
dimension to the self-contained argument that information
processing can be reduced. Reducing division of labour by
having a multi-skilled workforce minimises to an even greater
extent the amount of co-ordination and rescheduling neces
sary. Together with the team structure it creates a highly
efficient communication structure. The ability to communi
cate verbally about issues that directly affect immediate work
processes, to a small team with whom constant contact exists,
ensures that little is ignored.
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ECG Trace
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A syntactic method to recognise common cardiac arrhythmias
in electrocardiograms is presented. Unlike many traditional
syntactic approaches to this problem, the lowest level of
primitives are chosen to facilitate the recognition of the
syntax primitives. In this application, the classical set of
orthogonalfunctions derivedfrom the hermite family of
functions are selected as the lowest level ofprimitives. The
next level ofprimitives, collectively termed arrlets, which
make up the syntax set, are then modelled as a series
expansion of these orthonormal hermite basis functions. The
orthogonality of the basis set allows the modelling of the
arrlets, i.e. the determination of the series expansion
coefficients, to be realised in a simple and unambiguous
manner. All these considerationsfacilitate the recognition of
the syntax primitives which traditionally involved untidy
extraction procedures.
By using as features, the series expansion coefficients and
a spread term, a probabilistic neural network is then used to
detect the various arrlets within an ECG trace. After the
detection of arrlets, the ECG trace is said to be “annotated”
in terms of these various arrlets. By parsing the annotations,
various combinations of arrhythmias can then be easily
identified by looking for their corresponding syntactic form.
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INTRODUCTION
The electrocardiogram is the recording of the electrical
activity of the heart against time. The mechanical activity
of the heart function is linked with its electrical activity.
The ECG is therefore an important diagnostic tool for
assessing heart function.
Cardiac arrhythmias are dysfunctions or abnormalities in
the behaviour of a heart. They are caused by disturbances in
conduction, disturbances of automaticity or both. These dis
turbances produce abnormalities in rate, rhythm and the site of
impulse formation; factors that may in turn alter the normal
sequence of atrial and ventricular activation. In electrocardio
grams, such arrhythmias manifest themselves as deforma
tions in the observed waveform. Such deformations, as asso
ciated with a diagnosed arrhythmia, occur with a consistency
and morphological similarity that they may be looked upon as
a “waveform pattern” in the temporal domain. In general,
ECG arrhythmia waveforms can be subdivided into two type
classes; (i) events: which are single ectopic occurrences and,
(ii) rhythms: which are a continuous series of beats or
arrhythmia “patterns”.
Those common cardiac arrhythmias that are identifi
able by the methodology outlined in this paper are listed in
Table 1. Table 1 divides these arrhythmias into their
respective classes and a clinical overview of these
arrhythmias can be found in most texts on this subject e.g.
(Skillbuilders, 1990; Nihon Kohden).
If one looks at the morphological characteristics of cardiac
arrhythmias, one will find that there are a large number of
them that are defined in terms of other arrhythmias. This is
especially so for the rhythms e.g. bigeminy, multifocal run,
ventricular tachycardia etc. Therefore, given the “language”
of arrhythmias is well structured, it seems only appropriate
that a syntactic approach to the recognition of arrhythmias be
used. But like all syntactic methodologies, the performance of
the process is largely dictated by the ability of the process to
identify those primitives that form the syntax or “alphabet” of
the system. Traditionally this has involved modelling such
primitives in terms of lines, curves etc., which require the use
of piecewise fitting/segmentation techniques e.g. (Cohen,
1986) and (Trahanias et al, 1990). A drawback of such
piecewise procedures is that they are generally untidy and at
times ambiguous. In this paper, an artificial neural network
approach to recognising the syntax primitives is adopted,
using a series expansion of orthonormal basis functions to
model the various syntax primitives, together with a
probabilistic neural network to classify the coefficients of the
series expansion.

WHAT ARE ARRLETS?
The syntactic recognition process presented in this paper is
essentially based on the recognition of a series of five wave
lets, which I call arrlets. They represent the syntax primitives
of this syntactic recognition process — see Figures 1 and 2.
Using these arrlets, the morphology of the cardiac arrhythmias
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Table la: A list of common cardiac arrhythmias and their associated code, type class, rhythm information [*], duration and syntax in terms of arrlets.
Arrhythmia

Code

Type Class

Dangerous

Rhythm information [*]

Duration

Morphological Syntax

Normal beat

NORMAL

Event

No

n.a.

QRS =
0.06s - 0.11s

CP+QRS+T) II (P+QRS) II
QRS

Premature Ventricular
Contraction

PVC

Event

Yes

n.a.

0.8s > PVC >
0.4s

VPBI II VPB2

Bradycardia

BRADY

Rhythm

No

RR,> 1.5 for all i
AR, > 1.2 for all i
i e {0, 1..., JV-1)

- N. AR,

ARi < 0.5 for all i
i s )0, 1..., V-l)

= N. AR,

Tachycardia

TACHY

Rhythm

Yes

AM

X NORMALJor N>5
i-0

N-!

X NORMALi for N>5
i-0

Couplet
(Pair PVCs)

COUP

Event

Yes

RR,., < 0.9(AR,.,)
RR,,+RRi = 2(AR,.2)
rate > 10 bpm

= 2 .PVC

Multifocal Run
(Multiform PVCs)

MFOCAL

Event

Yes

n.a.

= 2 .PVC

X PVC, where PVC, * PVQ
'-°
for frj

R on T

RONT

Event

Yes

RR,., < 0.33(AR,_2)
RR,., + RR, = 2(AR,.2)

= QRS + PVC

(P+QRS+PVQ II (QRS+PVQ

Fusion Beat

FUSION

Event

Yes

n.a.

-AR,

(P+PVQ

(VPBI+VPBI) II (VPB2+VPB2)

lorl

Table lb: A list of common cardiac arrhythmias and their associated code, type class, rhythm information [*], duration and syntax in terms of arrlets.
Arrhythmia

Code

Type Class

Dangerous

Rhythm information [*]

Duration

Ventricular
Tachycardia

VT

Rhythm

Yes

n.a.

= N.PVC

Ventricular
Fibrillation (Flutter)

VF

Bigeminy

BIGMY

Morphological Syntax

XPVQforN>3
i-0
AM

Rhythm

Yes

absent RR

X FIB, for N>3

~ N.AR,

i-0

Rhythm

Yes

RR,j < 0.9(AR,J
RR,., < 0.9(ARM)
RR,,+RR,.2 - 2(AR,.4)
RR,., + RR, ~ 2(AR,.4)

= PVC + AR,

X (NORMAL+PVChfor N>2
i-0

Trigeminy

TRIGMY

Rhythm

Yes

R,.2 < 0.9(AR„j)
RR,., < 0.9(AR,J
RR,.2+RR,.,+RR, = 2(AR,.,)

~PVC +
2.AR,

Premature
Atrial
Contraction

PAC

Event

No

RR,., < 0.9(AR,.2)
AR,_2 < RR,.,+RR, < 2 (AR,.2)
rate > 10 bpm

- QRS

(QRS+T) II QRS

Missed beat /
SA block

MBEAT

Event

Yes

RR, > 1.9(AR,.2) and
not following an PAC

n.a.

none

ASYS

Rhythm

Yes

RR, > 1.9(AR/.2) and
not following an PAC

n.a.

none

Asystole

as listed in Table 1 can quite easily be described — see Figure
3. With this in mind, the identification of these arrhythmias
from an ECG trace now becomes a procedure that involves
just the annotation of the ECG trace in terms of arrlets and, the
subsequent parsing of these annotations into the various
syntax structures or “words” that describe these arrhythmias.
To facilitate the identification of arrlets within an ECG
trace, the arrlets are modelled as a series expansion of N
hermite basis functions. Sommo et al (1986) demonstrated

X (NORMAL+NORMAL+PVC),
for N>2

{

that by using just the first three hermite basis functions, one
could adequately model the shape of a QRS (N) complex.
However, since arrlets VPB1 (VI) and VPB2 (V2) have more
complex morphologies than the QRS complex, we would
expect N>3. To estimate N, examples of these arrlets were
taken from an E7 CG trace generated by a clinical arrhythmia
simulator (i.e. Bio-Tek AS-I Arrhy thmia/ECG simulator) and
subsequently modelled for N= 3,5 and 7. A visual comparison
was then made between the synthesised form of these arrlets
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and their digitised form. As expected, the results suggested
that a value of N>5 should be used. In the experiment evalu
ation of the recognition process outlined in this paper, N=l 1
was used. Also, in ambulatory ECG traces, it is not unusual to
find the P wave and/or T wave absent because of their
comparatively small amplitudes. This is particularly so for the
P wave. Therefore, during experimentation, the P wave and T
wave were excluded from the arrlet set because (i) it was an
unreliable feature and (ii) the MIT-BIH arrhythmia database
(Moody et al, 1991) used for evaluating the recognition
process did not provide ECG traces with annotations for the P
and T waves.
Level-0 primitives

feature extraction, (iii) the classification of arrlets, (iv) post
processing and, (v) the classification of arrhythmias. Stages
(i) to (iv) represent the detection of arrlets i.e. the annotation
process. Also from Figure 4, we find at the front end of this
process, a sliding window (0.6sec wide) whose signal within
it, s(jc), is passed to the recognition system for identification.

Level-1 primitives

(Hermite basisfunctions)

(arrlets)

Level-3 primitives
(Arrhythmias: rhythms)
Feature Extraction process

Pseudo-spectral transform
using hermite bosisfunctians

Level-2 primitives
(Arrhythmias: events)

Structure of arrhythmia definitions
Classification of arrlets

Figure 1: The hierarchical relationship between the various primitive
levels.
Detection algorithm

Fig (b)
QRS arrlet

Fig (c)
VPB1 arrlet

Fig (d)
VPB2 arrlet
Detection and identification of cardiac
arrhythmias in ambulatory ECGs

FIB arrlet

Figure 4: An outline of the syntactic recognition process.

Pre-Processing

Figure 2: Level-l/Syntax primitives or arrlets.
Fig (a):

PQRST wavelet

Fig (c): Run
Fig (d): Couplet Pair

Classification ofarrhythmias

Fig (e) :
Fig (0: Fusion Beat

Figure 3: Some common cardiac arrhythmias as represented by arrlets.
(a) (NORMAL) = (P-T)+(QRS)+(P-T); (b) (RONT) = (P-T)
+(QRS)+(VPB2); (c) (VT) = (VPB2)+(VPB2)+(VPB2)+(VPB2) =
(COUP)+(COUP); (d) (COUP) = (VPB2)+(VPB2); (e) (MFOCAL) +
(VPB2)+(VPB2)+(VPB1) = (COUP)+(VPBl); (f) (FUSION) = (PT)+(VPB1).

AN OUTLINE OF THE RECOGNITION PROCESS
As mentioned earlier, the recognition process involves the
annotation of an ECG in terms of the arrlet syntax, and the
straightforward parsing of these annotations. Because, the
parsing of such annotations in this application is greatly
simplified by the relatively small size of the syntax set i.e. five
(four for the experiment evaluation), this paper shall concern
itself with the detection of arrlets only.
Referring to Figure 4, we find the recognition process is
subdivided into five stages, namely (i) preprocessing, (ii)
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Pre-processing of the sliding window data, s(x), entails a
normalisation procedure followed by the removal of the data’s
linearity. Normalising the data involves dividing each sample
of the signal, s(x), by the resolution of the digitisation process
i.e. 2n-l where n is the no of bits of the A/D converter. This
procedure is not required if the resolution of s(x) is fixed.
Nevertheless, it was included so that the system could be
evaluated against ECG traces that have been digitised by
systems with differing A/D resolutions.
Once normalised, the linearity of the signal is removed.
This is done by fitting a linear equation, y(x), through the
evenly sampled points of y(x) and subsequently taking the
difference between s(x) and y(x). The fitting is done through
linear regression. The significance of removing the linear
trend component within ,y(x) is so that it facilitates the deter
mination of the correct spread value, a, for the hermite basis
function model. See Figures 5 and 6.

°{x\

s{x) =

3

2"-1

where n = A/D bit size

(1)

y(x) := ax + b

(2)

M

X x (^(jc) - s(-;t))
X=1

u(x) = j(x) - y(x)

h-

1

M

V j(x)

(3)

forxe {-lkf,...,0,...„M)

(4)

2M+X
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Feature extraction
Once the signal s(x) has been preprocessed the resulting signal,
m(x), is modelled as a series expansion of N hermite basis
function. Since the hermite set of functions is an orthonormal
one (see Abramowitz and Stegun (1968)), the series expansion
coefficients of signal u(x), {a0,a, a,-,a,aN.Lo}, are computed by
evaluating the integral of eqn(9) using numerical gaussian
quadrature techniques, where x, are the roots of the hermite
polynomial, H„, and w,- its associated weight values. See Stroud
and Secrest (1966).

an unknown or non-arrlet class, UCLASS. Sample vectors
for the unknown class were selected randomly for each
ECG trace in the MIT-BIH database such that no annotated
arrhythmia belonging to any of the other four classes are
within 0.1 sec of it.
A feature vector is said to belong to the ith class if and only
if, the ith class has the largest posteriori probability estimate
and, its probability density estimate exceeds a specified mini
mum threshold value; otherwise, it is unclassed.

Post-Processing
u(x)

AM

~ UN,o(x)

=

X

<2;

hita{x)

KM
H0(x) =

H„(x) = x^HnA{x)-^H„.2{x)

(5)

(6)

(7)

vVtc

q„„{x), -f2a H„(x^2) u(xa^2)

a„,<s

= Ju(t)h„Jfi dt~'Lwiqna{x)

(8)

(9)

In addition, the spread value, o, is estimated using gradi
ent-descent techniques such that the square error between the
synthesised signal, uN,a{x) and the original signal, u(x), is
minimised. From Figures 5 and 6, it is clear that the features
retain sufficient information about the morphological charac
teristics of the waveform. Also, by modelling the signal with
a conservative number of terms in the series expansion, one is
inherently performing a low-pass filtering operation i.e. removing the high-frequency noise.

Detection of arrlets within an ECG trace is a process of
identifying those points in time at which the likelihood of
these arrlets is at a maximum. Using the PNN, to classify
the signal within the sliding window with each time shift,
leaves us with a classification result at each point in time.
Therefore, as the ith arrlet enters the sliding window with
each shift in time, the probability density function esti
mate of the ith class, as given by the PNN, will rise to a
maximum when the arrlet is centred in the window and
falls when the arrlet moves away from the window’s
centre. This characteristic behaviour is used to detect the
location of an arrlet in time.
To reach a decision, the post-processing stage uses a
detection algorithm that makes use of each class’s pdf esti
mate, the posteriori probability estimate and the time in which
the PNN remains classified. Before outlining the algorithm,
consider the following six conditions at the xth time step for
the ith class.

Cl: the probability density estimate of the ith class at time x
exceeds its minimum threshold i.e.f(x) > MIN_PDFr
C2: the posteriori probability of the ith class at time x exceeds
its minimum threshold i.e. P,(x) > MIN_POSTERIORi.
C3: the ith class at time x does not belongs to UCLASS.

Classification of arrlets
Once the series expansion coefficients, {a0iC, ait0,
and spread value, c, have been computed, they are
passed to a probabilistic neural network, PNN (see Specht,
1990) as a N+l dimensional feature vector for classifica
tion. The PNN was chosen because it is one the simplest
and least ambiguous of neural network paradigms for
modelling the probability density function of a set of
points. And, while radial-basis function classifiers or
bayesian classifiers are computationally less expensive its
is unlikely that their pdf estimates would be better than
that of a PNN. After all, a PNN is very much a gaussianmixture model taken to the extreme.
Training samples for probabilistic neural network were
derived from the annotated ECG traces of the MIT-BIH
arrhythmia database. Also, the probabilistic neural networkhas five classes, namely, QRS, VPB1, VPB2, FIB and

C4: the time between the current arrlet classification time, x,
and the previous arrlet classification time, previous_x, is less
than a specified maximum i.e. (x-previous_x) <
MAXjCLASSIFICATIONSJNTERVAL.
C5: the sum of all the posteriori probability estimates, less an
offset value (area_offset), for which the PNN satisfies Cl, C2,
C3 and C4, exceeds zero i.e. class_areaj > 0.
C6: Given the ith arrlet has been detected, the time between
the maximum probability density of the ith class and the
previously detected arrlet exceeds a minimum interval i.e.
(Trprevious_detection_time) >MIN_DETECTION_INTERVAL.
The detection algorithm is outlined in the flowchart of
Figure 7. Below is a brief explanation of the variables
used.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No. 3, AUGUST 1994 1 05

A SYNTACTIC APPROACH TO THE RECOGNITION OF COMMON CARDIAC ARRHYTHMIAS WITHIN A SINGLE AMBULATORY ECG TRACE

Normalise and remove linearity of
data in the sliding window

Feature extraction process ie. u(x) is
modelled as a series expansion ofN
hermite basis functions, where the
coefficients of the terms in the expansion
are the features.

uN(x)

--------------------------

Synthesis of u(x) from extracted
features.

Extracting features from cardiac
arrhythmias in ambulatory ECGs
Figure 5: A demonstration of the feature extraction process. In this particular example (record 200: frame 23), N=5 was used.

Normalise and remove linearity of
data in the sliding window

Feature extraction process ie. u(x) is
modelled as a series expansion ofN
hermite basisfunctions, where the
coefficients of the terms in the expansion
are the features.

UN<X) -------------------=*"
Synthesis ofu(x) from extracted
features.

Extractingfeatures from cardiac
arrhythmias in ambulatory ECGs
Figure 6: A demonstration of the feature extraction process. In this particular example (record 200: frame 23), N=7 was used.
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Variables:—
K = no of classes

M1N_PDF, = minimum pdf value of class i.
MIN_POSTERIORIj = minimum pdf value of class i.

f(x) = pdf estimate of class i at time x.

MAXjCLASSIFICATlONJNTERVAL = maximum time in

P,(x) = posteriori probability estimate of class i at time x.
previous_x = the time of the last arrlet classification.

terval between arrlet classification for a single arrlet detec
tion.

class_area,• = sum of all posteriori probability estimates made
of arrlet i.

MIN_DETECTION_INTERVAL = minimum time interval

MAX_F; = max pdf estimate of class i over its class_areai
classifications.

MAX_Pi = posteriori probability of class i at the time when
f(x)=MAX_Fj.
Ti = time at which f(x)=MAX_Fi.
area_ojfset-, = the minimum class_areat required before arrlet
i is considered for detection.
previous_detection = the arrlet detected previously.
previous_detection_time = the time of the previous arrlet
detection.

between arrlet detections.

Glassification of arrhythmias
Once the arrlets have been detected within an ECG trace as
shown in Figures 8 to 13, the identification of the various
arrhythmias merely involves parsing these “annotations” is
search for the appropriate syntactic forms that match those of
its arrhythmias. Table 1 provides a listing of the common
cardiac arrhythmias identifiable from the arrlet set used in the
recognition system outlined thus far. Also included in table 1
is some additional timing information about these arrhythmias,
as taken from (Tompkins and Webster, 1981). Note, tradition
ally “arrhythmia” detection algorithms used timing informa
tion as the sole basis of their recognition.

START

Post-Processing: Arrlet Detection Algorithm
Evaluate pdf estimates, ffx)

Pick arrlet which has
Evaluate posteriori probability estimates, P. (x)
classjirea- = Max { class_areaj for all j e (1.... K-l} }

been classified over the
longest time interval ie.
the largest classjsrea

P. (x) = Max f Pj (x)for allj e (1,K} }

Maximum likelihood decision

C5 TRUE ?

Cldc C2& C3

^sJRUE ? ^

GOTO START

Arrlet Detected

ith arrlet detected at time, T(
new arrlet to be detected

with pdf, MAX_Fj, and posteriori
probability, MAX_Pi

C4TRUE?
arrlet classification

j y
previous_detectionjime = 77

previousjc = x

previous^detection = i

classjvrea • +- Ptfx)
C6 TRUE ?

Nullify classjxreaj, MAX_Fjand MAX P.
for all je {1..... K-l}
J
class area. = 0
register
classjtrea. =P ^x)

max. pdf
value

classjurea

area_offset ,•

previousjc = x
register details of
classified arrlet

GOTO START

Figure 7: Flowchart of the post-processing algorithm for detecting an arrlet.
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Figure 8: lOsec ECG traces taken for MIT-BIH database. Symbolic annotation done by the outlined algorithm.
Alphabetic annotayion derived from database. From top to bottom frame 0; frame 2; frame 3 and frame 23.
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Figure 9: lOsec ECG traces taken for MIT-BIH database. Symbolic annotation done by the outlined algorithm.
Alphabetic annotation derived from database. From top to bottom frame 27; frame 31; frame 35 and frame 60.
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Figure 10: lOsec ECG traces taken for MIT-BIH database. Symbolic annotation done by the outlined algorithm.
Alphabetic annotation derived from database. From top to bottom frame 64; frame 103; frame 113 and frame 72.
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Figure 11: lOsec ECG traces taken for MIT-BIH database. Symbolic annotation done by the outlined algorithm.
Alphabetic annotation derived from database. From top to bottom frame 4; frame 5; frame 0 and frame 17.
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Figure 12: lOsec ECG traces taken for MIT-BIH database. Symbolic annotation done by the outlined algorithm.
Alphabetic annotation derived from database. From top to bottom frame 76; frame 78; frame 5 and frame 16.
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Figure 13: lOsec ECG traces taken for MIT-BIH database. Symbolic annotation done by the outlined algorithm.
Alphabetic annotation derived from database. From top to bottom frame 27; frame 130; frame 160 and frame 161.
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Results from training the PNN
Because of the large number of vectors obtained from the
database, it was necessary to randomly (i.e. with a uniform
distribution) subsample this set to a size of 100 vectors for
each the classes. The following percentages and confusion
matrices reflect the outcome of the evaluation procedure used
to determine an appropriate value for the smoothing factor.

Confusion Matrix: Evaluation Set

Table 2: Results of the experimental evaluation of the syntactic recogni
tion process against selected lOsec segments of ECG traces taken from
the records of the MIT-BIH database. TP=true positive. FN=faIse nega
tive. FP=false positive.
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annotations annotations annotations
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Smoothing factor = 0.110000.

Experimental results
The syntactic recognition process outlined in this paper
was evaluated against twenty-five selected 10-sec seg
ments of ECG traces from the MIT-BIH database. These
segments were chosen from records which had a good
content of varied arrhythmia occurrences including some
noise jitter and baseline wander. Table 2 presents the
results of this evaluation. See figures 8 to 13. Referring to
these figures, note the instances of the following
arrhythmias; multifocal (record 200: frame
2,3,27,60103,113); ventricular couplet (record 200: frame
113; record 203: frame 161); trigeminy (record 221: frame
78); ventricular fibrillation (record 207: frame 4, 5); ven
tricular tachycardiac (record 203: frame 160).

'

0
17

Conclusion
The problem of identifying cardiac arrhythmias from an ECG
trace is essentially one of recognising patterns in a one
dimensional signal. In this particular application, it is these
patterns that make up the syntax set. Therefore, the syntactic
approach outlined in this paper, does to some degree, describe
a generic methodology for pattern recognition in one dimen
sional signals, wherefore the patterns are said to exists in the
temporal domain.
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Traditionally, syntactic approaches have relied on a choice
of primitives such as lines, arcs etc. that do not facilitate the
extraction process. In addition, the use of such primitives
usually require that some segmentation be used as part of the
primitive extraction procedure. Typically a piecewise meth
odology is adopted. Furthermore, a choice of syntax primi
tives which themselves have no significant meaning to the
context of the problem, can result in an overly complicated
gammar.
By modelling signals as a series expansion of orthonormal
hermite functions, and using a vector classifier (e.g. PNN) to
classify the coefficients of the model, one has the option to
choose a set of syntax primitives that is appropriate to the
sense of the problem; and which may or may not be more
morphologically complex than say a line, arc etc. Such a
choice of primitives involves determining an “alphabet” for
the problem which, as is the case with this application, reduces
the syntax set and simplifies the problem’s gammar.
The experimental results as presented in Table 2 indicated
that the process identified -90% of the arrlets correctly,
although some “tuning” of the post-processing variables was
required to achieve such results. Improvements to the process
are still required to reduce its computational expense. Current
experimentation suggests N=1 is sufficient to provide compa
rable results. This together with a reduction in the sample rate
from 360 samples per second to 120 samples per second
should significantly reduce the current computational load.
To conclude, let us consider some of the motivations
behind this work. Firstly, the need for “intelligent” patient
monitoring of ECGs continues to grow as the demands on
health services increase. Secondly, the autonomous post
processing of long term ECGs can have significant benefits to
the turnaround time for case reviews. It could also provide
relevant ECG analysis that may contribute to the diagnostic
process. With this is mind, a system for identifying common
cardiac arrhythmias reliably becomes a crucial component to
any autonomous system of health care. After all, before one
can treat, one must diagnose, and before one can diagnose, one
must detect.
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Director ofthe Centrefor Intelligent Information Processing
Systems in the Department of Electrical and Electronic
Engineering. His work has been published in over 120
refereed papers in international journals and conferences
and is the author of two books. He acts as an assessorfor the
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of the IR&D Board of the Department ofScience & Technol
ogy and a member of the Services and Customer and Prod
ucts Committee (IR&D Board).

■— BOOK REVIEWS
BARZEL, R. (1992): Physically-Based Modelling for Computer Graphics,
Academic Press. 334pp, unstated price, (hardcover).
In 1987, the attenders at the SIGGRAPH computer graphics conference
were impressed by a computer-generated video of remarkable realism.
Al Barr had produced an animated sequence showing the motion of a
suspended chain, which was in stark contrast to other animations of the
time that were concerned more with colour and lighting than with
whether the subject being displayed could physically move in the
manner shown.
Ronen Barzel was a student of Barr, and now works with him as a
colleague. His book describes building models of the dynamic behaviour of
objects moving under the forces described by Newton’s laws of motion.
A book on this topic might be expected to cover how one formulates the
mathematical equations describing the motion, how one represents the
internal constraints such as size or shape factors that govern the'behaviour of
a complex system such as a series of chain links, how one solves the equations,
or how one combines the generation of graphics with the numerical aspects
of the evolving scene.
Barzel does this to only a limited extent. Instead he describes how they
structured the modelling process and their software, the latter in terms of
function names or program stubs.
Overall, the book is disappointing. The greatest impediment to use of the
ideas expressed in the book is the mathematical pedantry that the ideas are
hidden within. The early chapters laudably but at length advocate the
decomposition of a model into sub-models, the importance of separating
model description from the numerical solution technique, and the importance
of separation of model and equations from the use to which they are put. The
central chapters describing the detail of their work consist mainly of math
ematical set theory, embodying ideas that are sometimes valuable, at other
times trivial, but almost always obscure.
An area of some interest is collisions between objects. Numerically,
collisions are difficult to model because rigid objects do not normally
penetrate into other rigid objects on collision, and the forces between such
objects go from being negligible to very large over an extremely short period.
Modelling such changes can lead to numerical instability (the program
crashes!) unless dealt with carefully and systematically. Barzel devotes some
space to the problem.
In my opinion, the book will be referred to more for the simple ideas
expressed in the early chapters, ideas that have been well known within the
simulation and modelling community for decades even though they are
difficult to find in print, than for any use to which the detail of their actual work
is put.
The book has a place on library shelves because of the paucity of published
material in the general area. However, only those who are confident with set
theory will gain much from the bulk of the work.
Graham Freeman
Australian Defence Force Academy
PROSISE, J. (1993): PC Magazine DOS 6 Techniques & Utilities, ZiffDavis Press, USA, 1035pp., $85.00 (paperback plus disk), ISBN
1-56276-095-5.
DOS 6 Techniques & Utilities (D6T&U) is geared for two types of reader:
those who want to fully optimise their use of the DOS 6 operating system and
those who want to program it.
This book will help you to become a DOS power user, even if you are
a beginner. For those of you already familiar with DOS, D6T&U will
both broaden and deepen your knowledge. The book explains fully the
new features of DOS 6, whilst an accompanying disk contains 48 ready
to use utilities (complete with source code). D6T&U is chock-full of
examples, hints and work-arounds, and covers both the documented and
undocumented features of DOS 6. Earlier versions of DOS, especially
DOS 5, are also discussed at length (a version of this book exists for
DOS 5). The author not only describes how to carry out specific tasks,
but just as importantly, why they should be done. He tells you how to
gain the most from the DOS 6 disk compression software, how to fully
optimise your RAM, how to customise your start-up routines, how to
write TSRs (terminate and stay resident programs) and device drivers,
plus much more.

Editor: Dr Chris Andrews
D6T&U is easy to read, has a comprehensive index, and uses
appropriate diagrams where further clarification is required. It is di
vided into sections: part one is about using DOS 6; part two covers
programming DOS 6; and part three discusses the DOS shell and the
QBasic interpreter. An appendix gives a description of each utility on
the accompanying disk and an example of how to use it. It must be
emphasised that because D6T&U is a programming book, many pages
of the programming section contain assembler code listings for the
utilities, TSRs and device drivers that have been supplied on the disk.
D6T&U is a valuable and detailed reference book that deserves its
place on any DOS programmer’s bookshelf, and is an ideal starting point
for anyone wanting to learn assembler.
A. Stevenson Blackburn
Victoria
LOVE, B. (1993): Enterprise Information Technologies, Van Nostrand
Reinhold, 255pp.
Enterprise Information Technologies describes a five (5) part approach to
identifying (Parts I, II, III) and harnessing (Parts IV, V) the untapped
information opportunity. Central to the theme of the book is the recognition
that automation is two (2) dimensional. Indeed that traditional Business
Automation is only one half of the picture and that Information Automation,
the other half, is necessary in order to leverage new sources of competitive
advantage from Business Information. The book is replete with case exam
ples, tables, figures and references.
Part I, with an opening quote from Peter Drucker acknowledging the
primacy of information, argues the need for organisations to recognise
information as a most valuable business asset. Obstacles to exploiting the
information asset are well articulated. In particular, the attempt to distinguish
between information and information technology is commendable. Indeed
one of the central components of Enterprise Information Technologies is
given as “A General Information Strategy” which, in context, reads more like
‘Information Policy’; an encouraging signal to read on.
Part II describes the use of information for critical and organisational
redesign strategies, tactical information opportunities, and effective manage
ment of the information area. These components together make a coherent
approach to identifying information opportunities. Several case examples
illustrate the varied ways in which Enterprise Information Technologies can
transform and sustain organisational survival and success.
Part III looks at how to design the general information solution. Two (2)
design prototypes and a general overview are given along with the accompa
nying underlying information infrastructure and the capabilities needed to
realise the solution. In a section outlining applicability to other companies (of
the general solution) a striking resemblance to earlier works on Value Chain
Analysis and Information Intensity can be discerned.
Part IV discusses how to incorporate the different information technolo
gies available. The Enterprise Information Technologies Integration Model
is presented, with 12 enabling criteria (for the technology). The recom
mended architecture for the model is client/server, a three phase implemen
tation from LAN to Large-Scale to Fully Integrated. A specific example of the
model is presented comprising 11 distinct technologies including database,
desktop, interface etc. Specific vendor solutions (visions) are reviewed (i.e.
IBM, NCR, DEC, Computer Associates, and Oracle).
Part V is about implementing the general information solution. An
effective information policy is called for to support Information Auto
mation as distinguished from Business Automation. Both Information
Automation and Business Automation should be pursued equally with a
long term goal of convergence. The perennial success factors of “or
ganisational heavyweight” support and “real information user” involve
ment are also identified as part of the favourable implementation
environment. Finally, prototyping, justification, and implementing the
general solution are discussed.
There is sufficient and varied content in the book to interest a range
of readers including managers, users, and information professionals. By
self admission it “is not the final word” on this topic, but it does serve,
as it intends, to raise the “visibility of information as a mostly unexploited
business asset”.
Alan Wheeldon
Queensland University of Technology

NEWS BRIEFS
‘News Briefs’ is a regularfeature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.
Australian Innovation for the
Information Age
ENGenius is an electronics and communica
tions engineering conference organised by
RMIT students. At ENGenius ’94 the very
best of RMIT’s Communication, Electronic
and Computer Systems Engineering gradu
ates will present the results of their 18 month
design projects to the audience. These projects
represent the culmination of four years of
study in the most recent developments in
electronics and communications. Many of
the projects are run in conjunction with in
dustrial sponsors who benefit from the inno
vative products of this research.
The seminar will be a formal conference
in the mould of IEEE conferences. Papers
will be presented in three sessions with a
dinner at the conference conclusion. Key
speakers from the electronics and communi
cations industries will address the audience.
Working demonstrations of some of the
projects will be displayed at RMIT after the
presentations.
The conference will be held at RMIT’s
Glasshouse Theatre, Swanston Street, Mel
bourne on Monday 3 October 1994.
INVENTOR OF THE RETINA
MICROCHIP JOINS EDITH COWAN
UNIVERSITY
Edith Cowan University’s new Foundation
Chair of Computer and Communication En
gineering has been accepted by the acclaimed
scientist and inventor of the Bionic Micro
chip, Dr Kamran Eshraghian.
Dr Eshraghian was Associate Professor in
Electrical and Electronic Engineering at the
University of Adelaide and Director of the
Centre for Gallium Arsenide VLSI Technol
ogy, and today is considered one of the top
scientists worldwide in the fields of gallium
arsenide and BiCMOS technology.
He and his team of researchers at the Gallium
Arsenide centre invented the ‘Bionic Chip’, a
microchip less than half the size of a thumb tack
which allows machines to ‘see’ without large,
costly computers. The chip could revolutionise
artificial vision systems in manufacturing, agri
culture, medicine — even the family car.
His pioneering work in CMOS VLSI tech
nology in the early 80’s has been encapsu
lated in a standard text now used by more
than 400 universities throughout the world
and provided the insight into microchip de
velopment which later revolutionised per
sonal computer development.
Although he is making the move to West
ern Australia, Dr Eshraghian will maintain
his links with the University of Adelaide in
what is regarded by both universities as a
beneficial association.
Dr Eshraghian said his vision for Edith Cowan
University’s Department of Computer and Com

munication Engineering is to develop the De
partment into a centre for excellence in high
technology in the general area of Very High
Speed Processing.
Professor John Renner, Dean of the Faculty
of Science, Technology and Engineering said Dr
Eshraghian’s appointment represents a signifi
cant step towards the development of ECU as a
centre of excellence in high technology research
and teaching.
Dr Eshraghian has lectured widely and pre
sented numerous workshops and courses in the
United States, United Kingdom, Europe, Singa
pore, New Zealand and Australia. He has also
held a number of visiting academic positions
including Professor of Computer Science at Duke
University in the United States and Visiting
Professor of Microelectronics and Computer
Systems at Lausanne in Switzerland.
In recognition of his contribution he has been
appointed as an Adjunct Professor at the Univer
sity of Adelaide.
He has attracted research funds and facilities
in excess of $5,000,000, had over 40 patents
granted, authored or co-authored eight text books
and is also series editor of “Silicon Systems
Engineering” publications by Prentice Hall.
The results of his research have also provided
the foundation toward the formation of two
University of Adelaide companies.
Dr Eshraghian has acted as a consultant to
several organisations such as Telecom Re
search Laboratories in Australia, Switzer
land’s EPFL, Austrian Micro Systems, the
Commonwealth Science Council, AT&T Bell
and the Microelectronics Centre of North
Carolina in the United States.
Dr Eshraghian is a Fellow of the Institution of
Engineers, Australia.
SPSS TO ACQUIRE SYSTAT
SPSS Inc, has moved strongly into the scientific
and engineering markets through its proposed
acquisition of SYSTAT Inc in the United States.
SPSS already has an installed base of three
million users in 17 countries around the world
that use SPSS software for desktop statistical
analysis and graphical presentation of results.
Up to this point, SPSS has focused on markets
such as quality improvement, research, market
ing, government and education.
Managing Director of SPSS Australasia Pty
Ltd, Mr Robert Schuyff, said that the acquisition
is part of SPSS’ philosophy of offering focused
products to specific market segments.
“We believe the scientific and engineering
markets will increase between now and the year
2000, with the majority of scientists and engi
neers doing their computing on desktop comput
ing platforms”, Robert Schuyff said.
“SYSTAT has been among the leaders in the
desktop scientific and engineering segment of
the statistical software market since it was
founded in 1983, with its reputation built on the
variety of advanced statistical procedures and
technical chart types offered”.
“ We plan to maintain SPSS and SYSTAT as
two product lines, each targeted for its own
specific type of user, while developing a com
mon set of optional modules”.

“SPSS believes that software products speak
ing the end-users’ language have a tremendous
advantage over general purpose offerings”.
The development teams working on the SPSS
and SYSTAT product lines plan to use a com
mon set of internal APIs (Application Program
ming Interfaces). Using the same standards in
both product lines makes it possible for new
features, and possibly some existing features, to
be shared by both product lines.
Proposed development plans include releases
of SPSS 6.1 for the Macintosh and SYSTAT 6.0
for DOS later this year. Work on the common
APIs will begin soon after the acquisition is
complete, and shared modules will be made
available as they are ready.
Major new releases for 1995 include a new
version ofboth SPSS for Windows and SYSTAT
for Windows.
NEW INFORMATION TECHNOLOGY
STANDARDS
Standards Australia has recently published
the following standards and draft which will
be of interest to the information technology
industry.
AS/NZS 4216 Information technologySoftware product evaluation-Quality char
acteristics and guidelines for their use,
defines six characteristics that describe, with
minimal overlap, software quality. These
characteristics provide a baseline for further
refinement and description of software qual
ity. This Standard is technically identical
with, and has been reproduced from, ISO/
IEC 9126:1991.
AS/NZS 4230 Information technologyCoding of moving pictures and associated
audio for digital storage media at up to about
1.5 Mbit/s
AS/NZS 4230 Part 1 Systems, specifies
the system layer of the coding (sometimes
known as MPEG 1) developed to support the
video and audio methods defined in Parts 1
and 2 of this Standard. This Standard is iden
tical with and has been reproduced from ISO/
IEC 11172-1:1993.
AS/NZS 4230 Part 2 Video, specifies the
coding and decoding representation (some
times known as MPEG 1) of video for digital
storage media. This Standard is identical with
and has been reproduced from ISO/IEC
11172-2:1993.
Comment is sought on the following draft:
DR 94277 Information security and per
sonal privacy protection in healthcare in
formation systems, proposes requirements
for the protection of personal information
held in healthcare information systems from
security breaches in respect of integrity and
confidentiality. It applies to all forms of health
information, whether held in computerised
systems or hard copy records in both private
and public sector organisations. Proposed as
a Joint Australian/New Zealand Standard.
Comment closes 30 September 1994.
These standards and draft may be purchased
from any office of Standards Australia, or by
contacting the National Sales Centre, ph (02)
746 4600, fax (02) 3333.

