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1 INTRODUCTION
Large document collections present many problems for prac
tical information retrieval. To avoid unnecessary accesses to
the text of the collection during query evaluation, comprehen
sive indexes are required. It must also be possible to create and
access these indexes in a reasonable amount of time, and to
store them, and the data itself, in a reasonable amount of space.
In the last two years we have developed techniques that
allow the text to be stored compressed and provide fast access
to document collections via compressed indexes (Bell, Moffat,
Nevill-Manning, Witten and Zobel, 1993; Zobel and Moffat,
1992; Zobel, Moffat and Sacks-Davis, 1992); create indexes
with an in-memory inversion technique (Moffat, 1992); and
permit economical ranking of large document collections
(Moffat and Zobel, 1994b; Moffat, Zobel and Sacks-Davis, to
appear). These techniques rely on the large main memories of
modern machines to store the vocabulary of the document
collection, allowing rapid access to index information and a
compression model for the text. On the small document
collections initially available to us, the largest of which was
132 Mb, compressed text and index together typically re
quired 35-45% of the space required for the source text alone;
query response times were at most a few seconds; and the peak
memory requirement during query processing was less than a
megabyte.
The experiments described in this paper are concerned
with proving these techniques on a large document collection,
that provided for the DARPA-sponsored TREC project
(Harman, 1992), an international effort to develop informa
tion retrieval techniques on about 2 Gb of data extracted from
the TIPSTER database. The TREC collection contains docu
ments on science, technology, and economics, collected from
five sources: the Associated Press news service; the US
Department of Energy; the US Federal Register; the Wall
Street Journal; and from computer magazines and journals
published by Ziff. There are 894,406 distinct words before
case-folding and stemming (reducing to 538,497 distinct
index terms after case-folding and stemming), more than
352,000,000 word-occurrences in total, and 742,985 docu
ments ranging in length from a few tens of bytes to some that
are over 1 Mb. Thus, by any measure, this collection is large.
We first describe the structure of text databases with
inverted file indexes, and how documents are ranked with
regard to a query. Then, in Section 4, we describe the compres
sion of the text of the documents, and in Section 5 describe the
representation of the inverted file and associated information.
The result of applying these techniques to the TREC data is
described in Section 6.
2 TEXT DATABASES
Text databases provide access to text documents on the basis
of their content. Access is assumed to be via an inverted file
index (Fox, Harman, Baeza-Yates and Lee, 1992; Harman
and Candela, 1990; Zobel, Moffat and Sacks-Davis, 1992). In
such a scheme each distinct word in the database is held in a
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vocabulary, which may be an array, or may be a disk-based
search structure such as a B-tree. For each word in the
vocabulary the inverted index stores an index entry, a list of the
identifiers of documents containing the word. Interleaved
with the identifiers are the number of occurrences of each
word in each document. That is, each index entry contains, for
one word, a list of “document-number, frequency-in-document” pairs describing the documents that contain that word.
More detailed index structures, for example, include wordpositional information and support word-proximity queries
(Bookstein, Klein and Raita, 1992), but we do not consider
them in this paper.
The vocabulary stores, for each term, the address in the
inverted file of the corresponding entry, allowing direct ac
cess to the index. The vocabulary also stores two values for
each term: f, the number of documents containing term t; and
F„ the total number of appearances of term t in the collection.
Since the index entries contain ordinal document identifiers
rather than disk addresses, a document mapping is needed to
convert identifiers into addresses. In its simplest form, a docu
ment mapping is an array of addresses, with document identifi
ers used as array indices. For a large collection this arrangement
will require either a non-trivial amount of memory space, or, at
the cost of an extra disk access per record, can be stored on disk
in an auxiliary file. Similarly, an index mapping is required to
turn an ordinal word number into the address of the correspond
ing index entry, and this is stored in the vocabulary.
Other components of the database are the compression
model, necessary for decoding if the text of the collection is to
be stored in compressed form, and the document lengths, used
for ranking. The actual makeup of these two components is
discussed later. In our experiments the compression model
was held in memory, together with a small index into the
vocabulary and an array of approximate lengths, also de
scribed below; all of the other structures were stored on disk.
However, the document lengths and document mapping are
stored interleaved in a single document information file, since
the document lengths are used to help decide which docu
ments to access; similarly the index mapping is stored inter
leaved on disk with the records of the full vocabulary. Figure
1 shows the relationship between these various components
and the flow of information during the processing of a query.
For simplicity, the database is assumed to be static. That is,
the problems presented by update operations are not consid
ered, and so the primary concern is with the cost of access to
structures rather than the cost of maintaining them. This
restriction is valid in quite a wide range of situations. For
example, one application where such techniques are useful is
the distribution of archival data such as legal transcripts on
CD-ROM.
3 QUERY EVALUATION
Given an inverted file index of the format described, it is
straightforward to find the documents that match a Boolean
query. To answer a conjunction (that is, find the documents
2 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No 1, FEBRUARY 1994
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Figure 1. Organisation of text databases. The partial vocabulary, ap
proximate lengths, and compression model are stored in memory. All
other components are stored on disk.

that contain every one of a list of words), each word in the
conjunction is found in the vocabulary, then the index entries
for these words are fetched and intersected. Union and sub
traction are used for disjunction and negation respectively.
These operations result in a list of answer documents that can
then be retrieved using the document mapping, decompressed
using the compression model, and presented to the user.
Many queries to text databases are, however, inherently
informal: they are requests to find documents about a topic
rather than requests to find documents containing particular
words. The process of matching documents to an informally
phrased query, returning as answers the documents that most
closely match the query, is called ranking. As an example,
consider the cosine measure, one of the more effective ranking
techniques (Al-Hawamdeh and Willet, 1990; Salton, 1989;
Salton and McGill, 1983). The cosine measure evaluates the
relevance of a document to a query via the function
2, w9f, • wdl
cosine(q,d) =----------------------------,

V(% K<) ■ Vf2, wl)
where q is the query, d is the document, and w.Vi, is the weight
of word t in document or query x. The expression 2, w2XJ is a
measure of the length of document or query x in terms of the
weight and number of words in x. Note that this formal
definition of length bears no relation to the informal usage of
length to describe the size in bytes of the document.
One function for assigning weights to words in document
or query x is to use the frequency-modified inverse document
frequency, described by
wx.,=fx.,-\oge(N/f),
where/„ is the number of occurrences of word t in x, N is the
number of documents in the collection, and/ is the number of
documents containing t. This is commonly called the tf ■ idf
weighting. Note that this function includes both global infor
mation, from the word weight logfN/fi), and local informa
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tion, from the term frequencyfXJ. The information used by the
cosine measure is similar to that used by many ranking
techniques.
The values required to compute the sum 2, wqJ ■ wdJ are
held in the inverted index. To answer the query, an accumu
lator with initial value zero is created for each document in the
database; the index entry for each word in the query is
retrieved; and, for each “word-number, document-number,
frequency-in-document” triple, a cosine contribution is added
into the corresponding accumulator. A similar technique is
also used by Harman and Candela (1990); of necessity, it
supposes that the document collection is static, since changes
to any document, or the addition of new documents, can
change the length of every document in the collection.
The query length 2, w\t is, for a given query, a constant; it
does not affect the ranking and so need not be calculated. For
each document in a static database the document length,
2, w2dJ, is also a constant, and can be pre-computed and stored
at the time the database is created. Thus, to compute the final
ranking after the accumulators have been calculated, the
document length for each document with a non-zero accumu
lator value must be fetched, and the accumulator value divided
by this length. Finally, the r documents corresponding to the
r largest cosine values are then retrieved and displayed, where
r is a constant between, say, 10 and 200.
For each of the queries supplied with TREC, over 90% of
the documents contained one or more of the terms even after
information-less stopwords were removed from the queries,
meaning that over 90% of the document lengths needed to be
accessed to process each query. Moreover, at over 2 Mb, the
table of document lengths is large, and in practice space
limitations might prevent it being held in memory. It is
possible, however, to keep limited precision approximate
lengths in memory, thereby largely eliminating the cost of
fetching document lengths from disk (Moffat, Zobel, SacksDavis, to appear). For example, suppose that b bits of main
memory storage is the maximum allowed for each document
length x, where L x =£ U and L and U are lower and upper
bounds respectively on the document lengths. Then if
B = [(U+ e)/L]2_i>, where e is a very small number, the function
fix) = Llogfi(x/L)J yields integers c between 0 and 2b — 1 for
all legal values of x, and g(c) = L-Bc can be used to compute
approximations tox. The use of a geometric code for assigning
values c is more effective than the simpler linear code in which
the interval L to Uis divided into 2b equally sized buckets. This
is because the lengths are used multiplicatively, and so a
geometric code gives the same relative error in the final
calculated value irrespective of the value x being approxi
mated.
The stored c values can then be used in either of two ways.
First, the approximate lengths can be used to reduce the
number of exact document lengths needing to be retrieved
from disk. Second, cosine can be computed with g(c), yielding
an approximate ranking. With as few as two bits per length,
there was only a small decline in retrieval performance in the

five small document collections for which relevance judg
ments were available at the time (Moffat, Zobel, Sacks-Davis,
to appear). The effect of applying these techniques to the
TREC collection are described in Section 6.
4 TEXT COMPRESSION
Using a word-based model of the text, the space required to
store the documents comprising a database can be reduced to
less than 30% of the original size (Bell, Moffat, NevillManning, Witten and Zobel, 1993). Each word occurrence in
the text is replaced by a Huffman code (Hirschberg and
Lelewer, 1990), the length of which is dependent on the
frequency of the word. The intervening “non-words” are
similarly coded against a vocabulary of non-words. Thus, by
alternately decoding a word, then a non-word, and so on down
the compressed text, the exact form of the input document can
be reconstructed. For example, consider the phrase
“To be or not to be, that is the question!”
This phrase would be broken into a sequence of 10 word
tokens, each followed by a non-word token. Table 1 shows
some typical codes assigned to these various tokens (in fact,
these are the codes created during the processing of TREC,
and so are, of course, not an optimal encoding for this
particular phrase). Using these codes, the phrase would be
represented as the bitstring
011011101110 1110000111 110001111101101000 11110011110000110111
1101011 1 1101000 1 1111 10110001010100 0000000010000010000
where the intervening blanks are purely indicative. Using this
code, the 42 characters of the phrase are stored in 113 bits.
Note that the tokens “the” and “ ” (a single space) are the most
frequent word and non-word in TREC, with probabilities of
occurrence of 4.5% and 68.1% respectively; and that “!”
appears as a token (that is, not followed by whitespace or other
non-alphanumeric characters) only 349 times in the TREC
collection, giving rise to a very long code.
Making use of the assumption that the database is static, the
compression is performed in two passes. The first pass counts
the frequency of every word and non-word in the collection,
calculates a Huffman code for both distributions, and writes a
Table 1: Example codes for words and non-words from the TREC com
pression model.
Token
“To”
“be”
“is”
“not”
“or”
“question”
“that”
“the”
“to”
“t”

Code Length
12
8
7
9
8
13
7
4
6
1
4
19

Code
011011101110
11000011
1101000
101101000
11000111
0110001010100
1101011
mi
111001
1
0111
0000000010000010000
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lexicon file that contains all of the words used in the text and
the corresponding codeword lengths, and all of the non-words
and their codeword lengths. The second pass reads the whole
collection again, compressing each document, and recording
in the document mapping the address at which each com
pressed document starts. Because the compression is per
formed with a static model, documents can be decompressed
individually, given only the address of the compressed docu
ment. For further details of the scheme used the reader is
referred to the description in (Zobel and Moffat, 1992).
The decompression process is very fast. Huffman codes
are particularly amenable to a table-based “look up and copy”
implementation, and each such decoding step costs only a
handful of shift and test operations per bit of input and
generates several output bytes. Furthermore, the particular
assignment of codewords — a canonical code, since all choice
is removed and only a single set of codes can result — means
that decoding can be effected without an explicit code tree
being constructed. Indeed, in our implementation the decod
ing model requires less than 8 bytes of memory per word,
including all indexing information, and decodes faster than
the popular utility Compress.
As a result of the efficient decoding, the compression
regime has only limited impact on retrieval time. Moreover,
the small amount of time needed for decompression is par
tially and sometimes fully offset by reduced disk traffic.
Because every word and non-word decompressed is re
trieved from the compression model, it is crucial that this
model be held in main memory. If the compression model was
stored on disk, two or more disk accesses would be required
for each word in each document retrieved, dominating all
other retrieval costs and severely degrading performance. The
scheme is thus only effective when sufficient main memory is
available for the compression model, and, if memory is
restricted, a simpler model should be used instead. On the
smaller databases, the compression model did not exceed
about 500 Kb. We were very interested to see how much space
would be required to hold the model for the TREC collection.
5 INVERTED FILE COMPRESSION
The inverted file index entries should also be compressed,
since without compression the inverted file might take as
much space as the original text itself. Good compression of
index entries can be achieved by numbering documents
sequentially from 1, sorting index entries, representing each
sequence of identifiers as a sequence of differences or gaps,
and then using compact representations of the generally small
integers that result (Bell, Moffat, Nevill-Manning, Witten and
Zobel, 1993; Bookstein, Klein and Ziff, 1992; Zobel, Moffat
and Sacks-Davis, 1992).
For example, a word might appear in the first, fourth,
seventeenth,..., documents, with an index entry of
1.4.17.91.113....
This can be represented by the sequence of differences
1.3.13.74.22....
4 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No 1, FEBRUARY 1994

whiClf can then be compressed.
Several different techniques for compressing these runlengths
have been described, in two broad classes (Bell, Moffat, NevillManning, Witten and Zobel, 1993). Global methods use the
same encoding for all entries, and so have the advantage of being
general, but are insensitive to the frequency of each term. Local
methods code each entry using a code that is adj usted to take into
account one or more parameters of the distribution of gap values
for that term. The most useful parameter is probably the mean
gap, or, equivalently, the frequency of the term.
One simple global method is the gamma code of Elias
(1975), in which positive integer* is represented by coding
|_log2*J in unary followed by the value of* — 2Ll0S2v-1 in binary.
For example, * = 15 has a unary prefix part of “1110” and a
binary suffix part of “111”, yielding a total code of “1110111”.
Some gamma codes for other values of * are shown in Table
2. Note that, although the code is variable length, every stream
of bits can be uniquely decoded into a stream of positive
integers, and the code has the “prefix-free” property.
Use of a variable length prefix code allows the frequent
small runlengths to be represented more succinctly than the
less frequent long runlengths, and is a marked improvement
over a standard binary encoding.
Further advantage is given by use of a local code, because
of the high variability of word frequency, and the. effect this
has on the average runlength within the entry. For example,
the word “the” can be expected to have a sequence of runlengths
where each difference is very small, usually one. On the other
hand, a rare word such as “zygodactylous” will have gaps that
are usually much larger, but also sometimes small, since rare
words will tend to occur in clusters of related documents
within the collection. Hence, a local compression method that
adjusts its codes according to word frequency can be expected
to perform better than a global method, and this is indeed the
case. In our implementation the “local Golomb” code has been
used (Bell, Moffat, Nevill-Manning, Witten and Zobel, 1993).
In this code, integers * s* 1 are represented by coding q = L(*
— l)/b] in unary, and then r = x — 1 — b X q in binary. To
minimise the expected length of the encoding for each in
dexed word, the parameter b should be chosen as b = 0.69 X
N/p, where N is the number of documents in the collection and
p is the number of documents containing the indexed word;
that is, the best value of b is about 69% of the average runlength. The unary representation of q (that is, q one bits
followed by a zero bit) will consume q + 1 bits, and the binary
representation of r will require at most \log2bl bits. When b is
not a power of two, some of the binary suffix codes can be one
bit shorter. For example, with b = 6 there are six possible r
values — 0 through 5 — and these are represented as 00, 01,
100, 101, 110, and 111 respectively; and if * = 15 is to be
coded, then the unary prefix component is “110” and the
binary suffix is “100”, representing a remainder of 2. Other
Golomb codes for b = 6 are shown in Table 2.
The term “frequency-within-document” values/,,, are effi
ciently represented by use of the gamma code (Bell, Moffat,
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Table 2: Examples of gamma and Golomb coding.
.V

gamma (x)

Golomb (x), b = 6

1
2
3
4

0
100
10 1
110 00
110 11
1110 111
111110 11111

0 00
001
0 100
0 101
10 00

7
15
63

no ioo
111 11 111 10 100

Nevill-Manning, Witten and Zobel, 1993). These values are
interleaved with encoded run-lengths in the index entries.
After compression, the index entries for a text database
will typically occupy less than 10% of the space required for
the text itself. Decompression is fast, with about 100,000
document identifiers decoded per second on a 25 MIP Sun
SPARC 2. None of these compression methods require any
significant memory resources, once the index entry has been
retrieved.
These inverted file encodings are also useful in the inver
sion process required during database construction, where
again it is possible to capitalise on the large main memory
offered by current workstations and the ability to perform two
passes over a static database (Moffat, 1992). The most com
mon previous technique was to write a file of “word-number,
document-number” pairs in document number order and sort
the file into word number order. This approach is viable for
small collections, but the space requirements of the temporary
files involved may exceed the space of the original text,
prohibiting their use on large collections. There are very few
systems on which there is 2 Gb of surplus disk space available
to allow the inversion of a 2 Gb database; certainly, there were
none available to us! Another approach is the disk-based
method described by Harman and Candela (Fox, Harman,
Baeza-Yates and Lee, 1992; Harman and Candela, 1990);
they report that the inversion of an 806 Mb database on a
minicomputer required 313 hours and 163 Mb of disk work
space to produce an inverted index of 112 Mb. The previous
largest test of the new inversion process required 45 minutes
to invert a 132 Mb collection, using 12 Mb of memory. We
were thus very interested to see whether the in-memory
approach would be viable for the TREC collection.
It was decided to index every term, including very com
mon terms such as “the”. An index on these terms allows any
Boolean or ranked query to be evaluated without a post
retrieval scan, and, with the application of compression, even
the longest index entry (“the”) required under 2 Mb, and they
rapidly decreased in size from there. All words were, how
ever, stemmed before indexing, using Lovins’s algorithm
(Lovins, 1968). This meant that the index vocabulary stored
fewer words than the compression model, and reduced the
number of pointers that had to be stored in the index.

6 EXPERIMENTAL RESULTS
This section describes the application of these techniques to
the 2055 Mb TREC collection. All results are for a 25 MIP Sun
SPARC 2 with 256 Mb of main memory and no other active
user processes, and with all files stored on a local disk to avoid
any networking delays.
Compression
The two stages of the compression process took about three
hours each, generating a compression model and a com
pressed database of 4.2 Mb and 605.1 Mb respectively (Table
3). The second pass also generated a file containing the
document mapping, a little under 3 Mb. That is, including both
of these auxiliary files, the document collection was reduced
from 2055 Mb to 612 Mb, or 29.8%, a disk saving of 1400 Mb.
The aggregate encoding rate, about 100 Kb/second, was
the same rate as previously observed for smaller collections.
Decoding also ran at the previously measured speed of 50-100
(compressed) Kb per second — that is, about 300-400
uncompressed kilobytes per second.
One obvious (but nevertheless disruptive) problem arose
with all of the programs. A 2 Gb file contains 16 billion bits,
and in several places where bytes or bits were being counted
it became necessary to change the data type being used, since
even 32-bit unsigned integers were inadequate. Fortunately,
double precision floating point values on the Sun have 52 bits
of integer precision before truncation errors intrude, and, after
the necessary variables were converted to doubles, the pro
grams ran successfully.
Table 3: Files in compressed TREC database (b = 8). Percentages are
relative to the size of the original document collection (2055.3 Mb).
Pass

Output files

Size
Mb

First pass:
Compression
Inversion
Overhead

Compression model
Vocabulary

%

CPU Time Memory
(Hr:Min) (Mb, peak)

4.2
6.4

0.2
0.3

2:37
3:02
0:19

25.6
18.7
2.5

10.6

0.5

5:58

46.8

605.1
2.8
132.2
2.1
2.8
0.7

29.4
0.1
6.4
0.1
0.1
0.0

3:27

25.6

5:25

162.1

0:23

2.5

Total

745.8

36.3

9:15

190.2

Overall Total

756.4

36.8

15:13

190.2

Total
Second pass:
Compression
Inversion

Compressed text
Document mapping
Inverted index
Inverted index mapping
Document lengths
Approximate lengths

Overhead

The need to store the coding model meant that the compres
sion passes were expensive on memory. With more than
900,000 unique symbols (884,406 words and 37,514 non
words) each consuming 6-8 bytes of characters, a 4 by te string
pointer, a 4 byte frequency count, and an additional storage
requirement of about 12 bytes per word for the dynamic search
structure, each pass required 25 Mb of data structures. These
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No 1, FEBRUARY 1994 5

COMPRESSION AND FAST INDEXING FOR MULTI-GIGABYTE TEXT DATABASES

figures reinforce our contention that database creation needs
to be performed on a reasonably well configured machine,
even if query processing is to be performed elsewhere.
Inversion
The inversion process was performed as two passes in tandem
with the two compression passes. The first stage, counting
term frequencies, had similar time and memory requirements
to the first component of the compression process, but could
not actually share data structures because of differing defini
tions of “words” and the need, in the index, for stemming.
The second pass of the inversion process was where
problems were expected. The in-memory technique requires
the allocation of memory a little larger than the final size of the
compressed inverted file, and previous experiments had indi
cated that this would be roughly 10% of the size of the input
text (Moffat, 1992). That is, use of more than 200 Mb of the
256 Mb of available memory was anticipated. However, the
long TREC documents—averaging 470 words rather than the
90 for the previous largest collection — meant that the
inverted file was smaller than anticipated, and, as it turned out,
the inversion process ran smoothly to completion in 162 Mb,
and contributed five and a half hours to the time of the
combined second pass. One would not want to do this every
day, but these resource requirements are within the capabili
ties of a typical $50,000 workstation. The alternative, a sortbased inversion, would take roughly the same time. It would,
however, require the use of a temporary file of 141,420,851
ten-byte records, or more than 1 Gb of disk. Furthermore, if
the system sort was used, a further 1 Gb of temporary work
files would be required.
Improvements to the inversion process have been imple
mented that allow the second pass to operate in the same
amount of memory as required by the first pass dynamic
vocabulary structure, with only slightly slower performance.
With this improved implementation and using four separate
passes in total to compress and index the text, the retrieval
system can be built in under 30 Mb of memory and in less than
18 hours (Witten, Moffat and Bell, 1994).
Using the “local Golomb” code, the final inverted file
required 132 Mb, or 6.4% of the input text. Of this, about 40
Mb is the gamma coded “frequency-within-document” val
ues. Hence, if only Boolean queries are to be supported, the
inverted file can be reduced to under 100 Mb.
The second pass of the inversion process also produced
three other files — the index mapping for the inverted file,
giving the address for each entry; the file of exact document
lengths (later merged with the document mapping to form the
document information file); and a file of approximate docu
ment lengths. The sizes of these, plus all of the other compo
nents of the compressed database, are shown in Table 3.
Performance on Boolean queries
Performance on Boolean queries is dominated by the amount
of data to be decoded—first, from the inverted index, and then
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fromthe text itself. For example, on a short query such as “sex
maniac”, the bulk of the time is spent decoding documents.
On that query, 0.1 seconds is spent accessing and decoding the
6.9 Kb of the two inverted file entries, and then a further 2.7
CPU seconds is incurred in the accessing and decoding of the
13 answers. The total elapsed time for the query is 4 seconds.
There is, however, a total of 1.1 Mb of text in those thirteen
answers (362 Kb compressed) and so the response times are
reasonable. As an extreme query, the cost of searching for
“and how it ofone said that the they what when who why will”
was also measured. This query takes 7 elapsed minutes, of
which 1 minute is spent accessing and decoding inverted file
entries (4.3 Mb); and 6 minutes elapsed (and 3 minutes CPU)
are spent accessing and decoding the 22.3 Mb comprising the
2953 documents that match, a total of 77.7 Mb of answers.
Given the absurd nature of the query, the response is entirely
acceptable.
One area of current investigation is the use of techniques
that allow inverted file entries to be intersected with only
partial decoding being necessary, using self-indexing in
verted file entries of the form described in (Moffat and Zobel,
1994a). Preliminary results show, in cases where the number
of answers are small but there is a large volume of inverted file
entries being processed, that substantial reductions inprocess
ing time are possible.
Performance on ranked queries
The data for the TREC experiment consists of three compo
nents: the 2 Gb of text; 50 test queries to be evaluated against
the database; and relevance judgments for each query, which
are the judgments of human assessors as to whether each
document is relevant to each query. The cost of making these
assessments has been a major bottleneck in information re
trieval research, and, for example, the largest collection pre
viously available contained just 3,204 documents amounting
to less than 2 Mb of text, and 64 queries. In TREC, because of
the impossibility of making the complete set of relevance
assessments, the only documents assessed for each query
were the top 100 documents retrieved by each of the approxi
mately 15 participating research groups. At the time the
experiments described here were carried out there were about
90,000 relevance judgments in total, covering 47 of the 50
queries. That is, an average of about 2,000 documents had
been examined for each query, and a decision made as to
whether or not they were relevant. On average, 350 answers
were found for each query. There may be other answers that
were not found, but the likelihood of this was pessimistically
assumed to be negligible.
For the experiments the 50 test queries were transformed
(by removal of SGML tags, stop words, and punctuation) into
lists of words to which the cosine measure could be applied.
Figure 2 shows a typical query before this transformation; and
Figure 3 shows the list of query terms generated. The top 200
ranked documents were then retrieved and decompressed for
each query.
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Table 4: Ranked queries on TREC (b = 8).

<top>
<liead> Tipster Topic Description
<num> Number:

054

<dom> Domain:

International Economics

<title> Topic:

Satellite Launch Contracts

<desc> Description:
Document will cite the signing of a contract or preliminary agreement, or
the making of a tentative reservation, to launch a commercial satellite.
<narr> Narrative:
A relevant document will mention the signing of a contract or preliminary
agreement, or the making of a tentative reservation, to launch a
commercial satellite.
<con> Concept(s):
1. contract, agreement
2. launch vehicle, rocket, payload, satellite
3. launch services, commercial space industry, commercial launch
industry
4. Arianspace, Martin Marietta, General Dynamics, McDonnell Douglas
5. Titan, Delta II, Atlas, Ariane, Proton
<fac> Factor(s):
<def> Defmition(s):
</top>
Figure 2: One TREC query before preprocessing.

document cite signing contract preliminary agreement making tentative
reservation launch commercial satellite relevant document mention
signing contract preliminary agreement making tentative reservation
launch commercial satellite contract agreement launch vehicle rocket
payload satellite launch services commercial space industry
commercial launch industry arianspace martin marietta general
dynamics mcdonnell douglas titan delta ii atlas ariane proton
Figure 3: The same TREC query after preprocessing.

Clearly, there were some words, such as “document”, that
should have been added to the stop-list; the presence of this
word alone in every query meant that many of the irrelevant
answers were about software engineering and documentation
standards. All of the results listed here are from the initial
processing run that was carried out before any of the relevance
judgements were released, with no attempt made to iteratively
refine the query by hill-climbing on the relevancejudgements.
Processing of these queries was remarkably quick. Table 4
shows, for the three stages of processing each query, the
average amount of data involved and the average time re
quired. (The searching algorithm and the ranking algorithm
operate jointly, and their times cannot be separately identi
fied). As can be seen, on average each of the queries is
processed in about 20 seconds of CPU time. Given that each
query involves approximately 2.1 million document numbers
and 600,000 non-zero accumulators, this result is very pleas
ing. Note that the times listed in Table 4 include the cost of
writing the retrieved documents to disk for later analysis by a
postprocessing program, but do not include the time required
by the postprocessing.

Operation

File

Disk
Data CPU Time Elapsed
Accesses (Kb)
(sec)
(sec)

Searching

Full Vocabulary

43

172

Ranking

Inverted Index
Document
Information

43

1708

219

7

16.6

18.2

Compression

Compressed text
Answers

200

203
729

3.7

7.2

2819

20.3

25.4

Total

—

505

On average the queries require about 500 disk accesses and
the transfer of 2.8 Mb of data. At perhaps one hundred
accesses per second on the disk, and a transfer rate of 1 Mb/
sec, the input/output operations contribute about 5-8 seconds
to the elapsed query time, accounting for the observed differ
ence between CPU time and elapsed time. One hundred
accesses per second for the file containing the compressed text
is optimistic for purely random accesses, since a transfer of
several Kb from a random point in a large file in the Unix file
system will typically require three or more seeks, each costing
perhaps 10 to 20 milliseconds. However, the bulk of the
accesses to the document information file are in sequential
order, and the accesses into the compressed text are batched
into groups that are performed in sequential order.
For small queries response is even more impressive. For a
query involving four terms — “Australia wheat tariff sub
sidy ” — and retrieval of the top ten documents, 2.6 seconds of
CPU time are required; and, if output is directed into a file, the
total elapsed time for the query is under 4 seconds.
The use of approximate lengths in-memory using b - 8
(that is, storing an 8-bit approximation for each of the full 32bit weights) means that on average only 219 exact weights are
required to identify the top 200 documents for each of the 50
TREC queries. Depending on whether the exact lengths
would have been stored in memory or on disk, with the use of
approximate lengths either the memory required has been
reduced by over 2 Mb, at the expense of 19 disk operations; or,
alternately, at a cost of 725 Kb of memory, the need to
sequentially read the entire exact lengths file has been avoided,
a saving of several seconds per query.
Use of the limited precision lengths to provide the final
ranking was also tested. In this method the exact lengths are
completely ignored, meaning that the cosine measure is ap
proximate, and some variation in recall effectiveness can be
expected. In previous experiments on smaller collections this
degradation was minimal for even very low values of b, the
number of bits used to represent each weight. Two experi
ments were performed on TREC to evaluate the change in
retrieval effectiveness.
First, of the top 200 documents retrieved by the “exact”
cosine measure, the number that were not retrieved by the
approximate ranking was counted. Table 5 shows, for various
values of b, the maximum number of documents that “dropped
out” of the top 200 answers for any single query, and the mean
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number of dropouts averaged over the 50 queries. Not consid
ered in this experiment is whether the documents that dropped
out—or indeed, those that dropped in to replace them — were
in fact relevant, and so the results are at best a crude measure
of the usefulness of the technique. However, use of approxi
mate weights down to b = 8 appears to have little effect on the
set of answer documents.

Table 5: Effect of varying b—number of dropouts, 50 queries, 200 an
swers.
b

Maximum
dropouts

Average
dropouts

12
10
8
6
4
2

i
4
9
36
91
195

0.4
1.1
3.7
16.2
55.4
135.0

As a second experiment, the 47 partial judgments were
used to compare the number of relevant answers using the
exact ranking and the approximate ranking technique. These
results are shown in Table 6. Note that relevance judgments
have not been provided for all documents, giving rise to a
range for precision — most queries returned some documents
that were unjudged. If it is to be pessimistically assumed that
these documents are not relevant, the precision should be
taken to be the lower value. For example, with 8-bit approxi
mate weights and the top 30 answers retrieved for each query,
the average percentage (of the 30 answers) of definitely
relevant documents was 48.8%; 50.5% (= 100.0% -49.5%) of
the documents retrieved were definitely not relevant; and a
further 0.7 % of the retrieved documents were unj udged for the
query.
The final column of Table 6 shows an 1 Ipt recall-precision
average, calculated by averaging the best ratio of precision
obtained after 0%, 10%, ...,100% of the relevant answers had
been retrieved. For this figure it has been pessimistically
assumed that all non-judged documents are not relevant, and
also that all precisions outside the top 200 retrieved docu
ments are zero. The TREC experiment adopted this approach
of taking an 11 pt average based only on 200 documents rather
than a complete ranking because of the computational cost of
evaluating a full ranking of all 750,000 documents, and this
convention has been continued in this paper. Thus, if more
documents are retrieved, retrieval effectiveness measured in
this way will increase. For example, with the top 1,000
documents ranked, the 11 pt average for exact ranking in
creases to 24.6%.
Clearly, although approximate ranking is finding different
documents, in many cases the “dropins” are no less relevant
than the “dropouts”, and the use of approximate ranking has
little effect on precision, even when the document lengths are
stored in as few as 4 bits.
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TablesfeEffect of varying b—percentage precision, 47 queries, 200 an
swers.
Percentage precision
Number of answers
30
15
100

b
5

exact 55.7-56.2 52.1-52.3 48.8-49.6 40.7-44.1
12
10
8
6
4
2

55.3-55.7
55.3-55.7
54.9-55.7
55.7-56.6
57.9-59.1
42.6-46.4

51.9-52.2
51.8-52.1
51.2-51.5
50.8-51.3
50.2-50.9
32.6-42.4

48.8-49.6
48.9-49.7
48.8-49.5
47.5-48.4
46.5-48.6
29.9-46.6

40.7-44.1
40.6-44.1
40.6-44.1
40.6-44.5
38.0-45.6
21.3-57.7

200

Pessimal
effectiveness
(1 Ipt av, %)

34.2-43.3

17.4

34.1-43.3
34.1-43.2
34.2-43.3
34.1-44.0
31.2-48.0
15.7-65.8

17.3
17.4
17.5
17.7
16.0
7.9

Memory requirements
Table 7 shows the maximum memory that might be required
during the processing of any query. The peak memory require
ment is about 10.9 Mb, since not all components are required
to be co-resident, and, in particular, the accumulators and
answer buffer are never simultaneously allocated. If neces
sary, this could be further reduced by writing the output text
directly to disk rather than into an answer buffer, in which case
the array of accumulators becomes a major cost. For this
reason we have also been examining methods whereby the
space required by the accumulators can be reduced (Moffat
and Zobel, 1994b). Another problem currently being investi
gated is whether similar performance — both in terms of
compression efficiency and speed of decoding — can be
obtained with reduced memory requirements for the model.
Table 7: Memory requirements during query processing.
Structure

Memory Space
(Mb)

Compression model
Partial Vocabulary
Approximate Weights (b = 8)
Accumulators
Inverted file buffer (longest entry)
Compressed text buffer
Answer buffer (longest document)

6.31
0.03
0.71
2.83
1.00
1.00
2.49

Peak Requirement

10.88

7 SUMMARY
We have built a compressed retrieval system for around 2 Gb
of text. The complete system requires less than 40% of the size
of the input text alone, and was created in just over 15 CPUhours on a well-configured workstation. Retrieval perform
ance for simple techniques such as the cosine measure is fast,
and queries can be processed effectively on low-end
workstations in seconds. These results are confirmation that
large-scale information retrieval need not be expensive, and
that the techniques described in this and other papers have
significantly improved the affordability of multi-gigabyte
information retrieval systems.
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Brisbane Summer Technical Conference
The UNIX computer operating system has proven to
be the most widely used and adaptable solution to the
requirements of mid-size commercial computer users;
in fact the ‘open systems’ concept embodied in UNIX
has emerged as the only viable solution to the complex
and exciting prospect of integrating existing proprietary
computer systems in a modern computer network.
In keeping with the success of UNIX, and the dra
matic growth of the information technology industry in
Southeast Queensland, the Queensland Chapter of the
Australian UNIX Users Group was formed to provide a
forum for users of the UNIX operating system.
AUUG — Queensland Chapter is pleased to an
nounce the second Brisbane Summer Technical Con
ference for UNIX users. This one-day conference will
be held on Friday, 25 March 1994 at the Gateway Hotel
in Brisbane; registration to begin at 8.00AM. Confer
ence cost will be $100 for AUUG members, $140 to
others, with a late registration fee of $20 applying from
11 March 1994.
This conference will address mostly technical topics
relevant to developers and system administrators, but
will also be of interest to managers who wish to keep
abreast of recent developments, especially in the area of
system connectivity. Interstate and local speakers will
present papers on topics selected to achieve a balance of
currency and technical interest. Program sessions in
clude the following:

“WfifC’s New in 4.4 BSD”
— Kirk McKusick, University of California
“Object Oriented Techniques for Parser Construction”
— Warwick Allison, University of Queensland
“OSI Distributed Transaction Processing and X/Open
DTP”
— Graham Chen, CiTR
“Asynchronous Transfer Mode Protocol”
— Thomas Essebier, Stallion Technologies
“Versant Object Database and its Applications”
— Anthony Flynn, Versant Object Technology
“ESL — A Script Language for SNMP”
— David Hughes, Bond University
“Techniques for Graphical User Interface Testing”
— Gordon McNair, CiTR
“Implementing ISDN to the Desktop”
— Andrew Nash, Digital Equipment Coiporation
“Clien/Server Implementations Using OPEN OLTP”
— Mark Pickering, Bay Technologies
Registration includes morning tea, a buffet lunch
and post-conference refreshments.
Registration inquiries should be addressed to:
AUUG — Queensland Chapter
c/- Ian Turner
11 Heston Street
Stafford Heights Queensland 4053
Phone: (07) 359 3522
Fax: (07) 350 4130

AUUG ’94: CALL FOR PAPERS
AUUG is inviting submissions for papers for its 1994
conference, to be held at the World Congress Centre, Mel
bourne, from 6-9 September. The organisers are seeking
papers on all aspects of UNIX and open systems, in particular
successful applications and implementations of open systems
technology. The conference theme, Open Systems. Looking
into the future, also invites discussion of emerging and exist
ing technologies such as client/server and high-performance
computing, global networking and object-oriented software
— and their place within the framework of business process
re-engineering.
The AUUG ‘94 conference will run overfour days; the first
day will be dedicated to tutorial presentations, with the re
maining three days featuring two streams of conference pa
pers, work-in-progress and advertising sessions, and birds-ofa-feather sessions (BOFs).
Papers will be streamed into technical and manage
ment areas each day. The technical stream will focus on
innovative implementations and applications of technol
ogy, with the management stream addressing user experi
ences, case studies and strategic issues. A cash prize of
$500 will be awarded for the best paper submitted by a
full-time student at an accredited tertiary institution. In
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addition to this, the winner and the ten runners up will be
rewarded with free conference registration.
Two full-day and eight half-day tutorials have been pro
vided for: these sessions are typically in lecture format, are
designed to educate attendees and arm them with constructive
‘how-to’ information.
Following their success at last year’s event, work-inprogress and product update sessions will again feature at
AUUG ‘94. These brief (15-minute) presentations are de
signed respectively for reports on current work and for ven
dors to ‘advertise’ updated and/or new products.
One-hour timeslots will be available each day during the
lunch break and at the end of presentations for general interest
and vendor-sponsored birds-of-a-feather sessions. These ses
sions have proved extremely popular in the past, their infor
mality providing opportunity for a free and productive ex
change of ideas.
All presenters will receive free conference registration.
Tutorial presenters can select to receive either free conference
registration of 25 per cent of the profit for their session.
Submissions are due by March 18, 1994. For further
information and submission details, contact the AUUG Sec
retariat on (02) 361 5994.

INFORMATION TECHNOLOGY

Inter-Connection of
Software
Components in
Intelligent Decision
Support Systems
Andrew Blair
School of Computing Sciences,
University of Technology, Sydney,
PO Box 123, Broadway, NSW 2007 Australia
Tel: Australia (02) 330 1799
Email: andrew@socs.uts.edu.au

Intelligent Decision Support Systems (IDSSs) are con
structed using software components from areas such as
Operations Research, Mathematical Modelling, Simulation,
Statistics, Databases and Artificial Intelligence. A major
problem in developing these systems is the management of
the inter-connection between the software components
which comprise the systems. In this paper, an approach is
described for effectively inter-connecting heterogeneous
software components in IDSSs. The approach uses three
special models to model the design of the inter-connection.
The three models include the “component model ”, the
"input/output model” and the “component inter-connection
model”. These three models are used to specify the Intelli
gent Interface Modules (IIMs) which implement the inter
connection functions. The suitability of this approach is
demonstrated using an IDSS which has been constructed
using three heterogeneous software components — an
Expert System component, a Database component, and a
4GL component.
Keywords: Intelligent Decision Support Systems,
Knowledge-Based Decision Support Systems, Decision
Support Systems, Systems Integration, Software Reusabil
ity, Knowledge-Based Systems.
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1 INTRODUCTION
Intelligent Decision Support Systems (IDSSs) have proven to
be successful at supporting complex decision making prob
lems at all levels of an organisation (Bonarini and Maniezzo,
1991), (King, 1990). The introduction of IDSSs has the
capacity to significantly improve business processes within
an organisation, because they enable complex problems to be
solved intelligently and quickly at low cost. Typically, IDSSs
include production scheduling (Hsu, Prietula and Thompson,
1993), inventory control (Ehrenberg, 1990), productivity man
agement (Arunkumar and Janakiram, 1991), and stock invest
ment (Moon, Yau and Yip, 1989).
Although there has been a large amount of research in
building IDSSs, they have, by and large, been constructed
using ad hoc techniques. Little attention has been given to
formulating rigorous methodologies for designing, maintain
ing and integrating IDSSs, and many IDSS designers have
relied on conventional software development techniques.
Conventional software development techniques are inad
equate for designing IDSSs, because IDSSs are inherently
more complex than conventional software systems such as
Operational and Management Information Systems.
One major reason for the inherit complexity, is that IDSSs
need to be constructed using software components from areas
such as Operations Research (OR), Mathematical Modelling,
Statistics, Simulation, Databases and Artificial Intelligence
(AI). Such software components include OR algorithms,
implemented in an OR package or in a language such as
FORTRAN, statistical algorithms, implemented in a statisti
cal package such as SPSS or in a language such as FORTRAN,
and simulation techniques, implemented in a simulation pack
age or in a language such as SIMULA.
Furthermore, IDSSs often consist of existing components,
such as a linear programming package, and are seldom built
entirely from hand coded components — hand coded compo
nents are components which need to be built from scratch.
Thus a key problem in the development of IDSSs is the
management of the inter-connection between existing com
ponents and hand coded components. This problem cannot be
addressed using conventional software development tech
niques because the techniques cannot adequately model exist
ing components whose inner workings might be unknown and
inaccessible, and cannot model adequately the differences
which can exist between heterogeneous components. New
notations and methodologies need to be developed to address
this problem.
In recent years, there has been research work focused on
the inter-connection of software components. A large propor
tion of this work has been spent inter-connecting relatively
small homogeneous components (Biggerstaff and Perils, 1989).
It is difficult to adapt this work to the inter-connection prob
lem associated with IDSSs, because many more factors need
to be considered when inter-connecting components in IDSSs
— such as resolving the inconsistencies which can exist
between heterogeneous components.
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The major work that is being spent on inter-connecting
large heterogeneous software components can be categorised
into three major areas, which are: (1) inter-connecting hetero
geneous database systems (Spaccapietra and Parent, 1991),
(2) inter-connecting Expert Systems to Information Systems
(Harris-Jones et al, 1992), and (3) inter-connecting heteroge
neous Expert Systems (Zhang and Bell, 1991). Although this
work does provide solutions on how to inter-connect certain
classes of software components, it does not directly address
the issue of inter-connecting and managing software compo
nents in IDSSs. The research work does not provide the
designer with a comprehensive methodology for modelling
the inter-connection between components, and does not pro
vide techniques for maintaining the inter-connections.
Our solution to the inter-connection problem is based on a
technique for constructing models of the inter-connection at
three levels of abstraction, and a technique which uses “Intel
ligent Interface Modules” (IIMs) to implement the interface
functions. In this paper we discuss these techniques which
constitute a significant advance in the construction of IDSSs
that are built from heterogeneous software components, and
also contributes to the goals associated with “software reus
ability”; the term “we” has been used throughout this paper
because the techniques have been evaluated and adopted by a
number of people within industry.
The paper begins by outlining the fundamental concepts on
which our approach is based (Section 2), and then discusses
the major problems with the inter-connection of software
components (Section 3). We then describe our solution to
these problems (Section 4), and demonstrate the suitability of
our solution by using it to construct an IDSS (Section 5).
2 FUNDAMENTAL CONCEPTS
Following (Debenham, 1989), we employ an idiosyncratic
meaning for “data item”, “information item”, and “knowledge
item”. A data item is a fundamental, indivisible item in an
application; in simple terms, the data items can be represented
naturally by populations and labels. We are interested in the
relationships between the items in an application and distin
guish between two types of relationships. If a relationship can
be defined by a succinct, computable rule it is called an
explicit association. If a relationship cannot be defined by a
succinct, computable rule it is called an implicit association.
An information item is an implicit association between the
data items. A knowledge item is an explicit association be
tween the data items or information items.
We define a software component as a computer program
which performs a distinct set of related operations; the com
puter program could be an existing program or a new program
which needs to be hand coded. Each operation is executed in
response to receiving inputs, and each operation produces
outputs. Components can represent a wide variety of opera
tions such as solving the problem of calculating the salary of
an employee, calculating the probability that the stock market
index will fall, “applying a simplex algorithm” in a linear
12 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No 1, FEBRUARY 1994

program application, or employing a large knowledge base.
The inputs and outputs of an operation take the form of “data
items” such as data values, “information items” such as
database relations, “knowledge items” such as rules produced
from mathematical induction, a list of values, or mathematical
matrices. We recognise that there are software components
such as database and knowledge based systems which do not
have “prior inputs/outputs”, and these components need to be
treated differently from components which have “prior in
puts/outputs”; a component has prior inputs/outputs if the
user of the component knows (before executing the compo
nent) the inputs which are required by the component, and
knows the outputs which the component might produce.
For the purpose of defining the direction of communica
tion between two components at a certain period in time, we
employ the terms “sending component” and “receiving com
ponent”. When a component sends its outputs to another
component, it is called the sending component. The compo
nent which receives the outputs of the sending component, is
called the receiving component. These two terms are used
only for the duration that the outputs are passed between the
two components.
3 PROBLEMS WITH THE INTER-CONNECTION OF
COMPONENTS
The inter-connection of software components in IDSSs is
non-trivial because there are two major problems. First, it is
difficult to model accurately the inter-connection between
software components. Second, it is difficult to resolve the
differences which exist between heterogeneous software com
ponents.
The first problem exists because IDSSs are often con
structed from existing components whose inner workings are
unknown and inaccessible. The only characteristics generally
known about existing components are their inputs and out
puts, and the operations that they perform, and the accuracy
and speed with which they perform those operations. This lack
of information makes it difficult to inter-connect software
components because the designer cannot identify easily the
complexity and consequences of connecting the components.
The second problem arises because inter-connecting soft
ware components consists of the difficult task of interfacing
components which are heterogeneous, such as interfacing a
linear programming system to an Expert System, or interfac
ing a machine induction system to an Expert System. There
are two major groups of differences which exist between
heterogeneous software components, and these differences
need to be examined and resolved before the components can
be inter-connected. The first group of differences, called the
“inner differences”, are differences as to how the components
perform their operations. The second group, called the “outer
differences”, are differences as to how the components can be
used. To understand these groups of differences we have
decomposed the groups into a number of classes. These
classes are shown in the Figure 1.
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Figure 1. Differences to Resolve When Inter-connecting Components.

The first group of differences is decomposed into two
classes, “inherit differences” and “functional differences”.
The inherit differences are the fundamental differences be
tween the theories on which the components have been based.
The functional differences are the differences between how
components “function” — thefunction of a component is how
and when the component executes.
The second group of differences is decomposed into three
classes, “limitation differences”, “input/output differences”
and “control differences”. The limitation differences are the
differences between the conditions under which components
operate. The input/output differences are differences between
the outputs of the sending component and the inputs of the
receiving component. The control differences are the differ
ences between the “controls” of the software components —
the controls of a component are the security, back-up, audit,
and recovery controls associated with the component.
Each class is viewed at three different levels of abstraction,
the conceptual, logical and physical levels. These three levels
follow the three levels which are used to develop database
systems. The conceptual level is a representation-independent
description of a software component, the logical level is a
representation-dependent description of a component, and the
physical level is a hardware-dependent description of a com
ponent.
A description of each class is given below. The description
includes an outline of the classes at each of the three levels of
abstraction — conceptual, logical and physical levels. The
IDSS designer should understand clearly each class because
software components cannot be inter-connected effectively
without resolving the differences in each class.
3.1 Inherit Differences
Inherit differences are the fundamental differences between
the theories on which the components have been based.
“Inherit differences” are difficult to resolve because they are
complex to represent and they require knowledge of the inner
workings of components.
At the conceptual level, “inherit differences” are the differ
ences between the general algorithms which components use.
To illustrate, suppose there exists a component which uses an
algorithm which predicts, with an accuracy of 40 percent, the
likelihood that it will rain. A “inherit difference” would exist,
if we tried to inter-connect this component to another compo
nent which uses an algorithm which wants the rain forecast
with an accuracy of at least 70 percent.

At the logical level, “inherit differences” are the differ
ences between the methods used to implement the algorithms
of components. For example, components could used differ
ent modality to represent accuracy; a component could use
probability to represent the accuracy of a solution, whereas
another component could use “degrees of brief’ to represent
the accuracy of a solution.
At the physical level, “inherit differences” are the differ
ences between how software components have been physi
cally implemented. For example, a component could be im
plemented on a physical device which has a different
degree of precision from the physical device of another
component.
3.2 Limitation Differences
Limitation differences are the differences between the condi
tions under which components operate. These differences
need to be resolved when inter-connecting software compo
nents because they cause conflicts with how inputs and
outputs are processed between components.
At the conceptual level, “limitation differences” occur
when the conditions, used in modelling the real world, are
different between components. At the logical level, “limita
tion differences” exist when there are differences between the
constraints of the programming systems which are used to
implement the components. At the physical level, “limitation
differences” occur when there are differences between the
constraints of the physical devices which are used to imple
ment the components.
For example, assume that a sending component, which
outputs a list of spare car part numbers, is connected to a
receiving component which accepts as input a list of numbers
and sorts these numbers into ascending order. A “limitation
difference” at the conceptual level would be if the numbers
required by the receiving component have a different range
constraint compared with the numbers which are output by the
sending component.
A “limitation difference” at the logical level would be if the
maximum amount of numbers which can be input to the
receiving component, is different from the maximum amount
of numbers which can be output by the sending component.
For instance, the receiving component might only sort at
maximum 2,000 numbers, and the sending component might
output a list containing 4,000 numbers.
A “limitation difference” at the physical level would be if
the time taken by the receiving component to sort the list of
numbers, is greater than the time in which the sending compo
nent requires the list to be sorted by the receiving component.
3.3 Input/Output Differences
Input/Output differences are differences between the outputs
of the sending component and the inputs of the receiving
component. These differences need to be resolved at the
conceptual, logical and physical level to allow components to
interact.
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At the conceptual level, “input/output differences” occur
when the meaning of the outputs in the sending component are
not an instance of the inputs required by the receiving compo
nent. For example, the data item “John Smith’s Salary” might
be an output of the sending component, and the receiving
component might require the data items “Ken Black’s Sal
ary”, “Jane Owen’s Salary”, and “Ted White’s Salary”. Be
cause the output has a different meaning (i.e. not an instance)
from the input data items, this prevents us from using the
output of the sending component as input to the receiving
component.
At the logical level, “input/output differences” occur when
the implementation of the outputs in the sending component
is different from the implementation of the inputs in the
receiving component. For example, a data item might have
been implemented using the identifier EMPLOYEE_NAME
in the sending component, and might have been implemented
using the NAME identifier in the receiving component. An
other example, is that a knowledge item might have been
implemented using a logic predicate clause in the sending
component and might have been implemented as an Expert
System knowledge frame in the receiving component. Re
solving these differences is complex because it involves a
deep understanding of the method used to implement the
things in each component, and how to translate between the
different implementations (Zhang and Bell, 1991).
At the physical level, “input/output differences” occur
when the outputs are physically stored differently from the
way the inputs are physically stored. This difference causes
problems because the outputs from the sending component
might not be interpreted correctly by the receiving compo
nent. For example, a data item might be physically stored as
a floating point number in the sending component, and might
be physically stored as a integer in the receiving component.
This difference causes a problem if the data item was output
from the sending component to the receiving component,
because the receiving component would be unable to interpret
the floating point number as an integer.
3.4 Control and Functional Differences
The remaining two classes are the “control differences” and
“functional differences”— we have placed these two classes
in the same section because their description is brief. The
control differences are the differences between the “controls”
of the software components — the controls of a component
are the security, back-up, audit, and recovery controls associ
ated with the component. An example of a “control differ
ence” is when the authorised users are different between the
sending and receiving components. Resolving these differ
ences is important because they cause integrity conflicts.
Thefunctional differences are the differences between how
components “function” — thefunction of a component is how
and when the component executes. An example of a “func
tional difference” is when two components execute in differ
ent process modes; one of the components might execute only
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in batch mode and the other might execute only in real time
mode. These differences need to be resolved because they can
prevent components from interacting with each other.
The various types of “control differences” and “functional
differences” are not discussed in this paper because they are
difficult to resolve and are beyond the scope of this paper. In
our solution in Section 4, we have addressed only the problem
of resolving differences concerning security controls. We
define the security controls of a component as the availability
of a component.
3.5 Summary of Problems
To summarise, we have identified that there are two major
problems with the inter-connection of software components.
Addressing these two problems is an important step towards
constructing IDSSs — which need components from areas
such as Mathematics, Artificial Intelligence (AI), Operations
Research (OR), Database and Statistics.
The first major problem with inter-connecting software
components is that it is difficult to model and understand
components because their inner workings are often unknown
and inaccessible. This lack of information makes it difficult to
identify the complexity and consequences with inter-connect
ing components.
The second major problem is that inter-connecting soft
ware components consists of the complex task of interfacing
components which are heterogeneous. We have identified
five classes of differences which exist between heterogeneous
components, and these differences need to be resolved before
components can be inter-connected. The five classes of differ
ences include “inherit differences”, “limitation differences”,
“input/output differences”, “control differences” and “func
tional differences”.
The two major problems identified cannot be addressed
using conventional system building techniques, because those
techniques cannot adequately model existing components
whose inner workings are unknown or inaccessible, and do
not have sufficient expressive power to represent the range of
differences discussed above; in particular, those differences
which lie beneath the conceptual model.
To address these problems, we construct a special model of
each component, and then construct a “component inter
connection model” which models the requirements of the
inter-connection between the components. The “component
inter-connection model” is then used to derive the specifica
tion for Intelligent Interface Modules (IIMs). The IIMs are
small software programs which sit between the software
components and are responsible for managing the interface
between the components, by resolving the differences which
exist between the components.
4 OUR APPROACH FOR INTER-CONNECTING
COMPONENTS
Our approach for inter-connecting software components en
tails two major steps. In the first step, each potential software
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component is modelled to define clearly the characteris
tics of each component by constructing a “component
model” and “input/output model”. In the second step, the
software component models are used to model the inter
connection between components. These two steps are
outlined below.
4.1 Modelling of Software Components
A software component is modelled by identifying six main
characteristics about the component. These characteristics
include the availability, inputs/outputs, limitations, accuracy,
method, and the operations of the component. Modelling a
component is non-trivial, because the six characteristics need
to be examined at three levels of abstraction (conceptual,
logical and physical) in order to resolve the differences which
have been outlined.
Our approach for defining the characteristics begins by
constructing a “component model” of the component. The
component model is a high level conceptual representation
of the component. Our notation for constructing a “com
ponent model” uses a box, see Figure 2. Inside the box are
the operations which the component performs. Each op
eration is represented by a box and inside the box is the
name of the operation and a description of the general
algorithm (i.e. method specification) of the operation;
describing the algorithm is optional and could include a
Yourdon-Myers program structure chart or an E-R model
of a database.
On the right hand side of the component box are the
outputs of each operation. Each output is represented by a
line directed away from the component box, and is la
belled with the name of the output. The outputs of each
operation are grouped together by placing the tail of each
output in a separate box which is connected to the box of
the operation.
On the left hand side of the component box are the inputs
of each operation. Each input is represented by a line directed
towards the box, and is labelled with the name of the input. The
inputs of each operation are group together by placing the
head of each input line in a separate box which is connected
to the box of the operation.
The “users” who can access an input/output are shown
in the “component model”; a user could be a person, a
software component, or a physical device. The set of
inputs/outputs which certain users can access are encom
passed by a bracket, and the bracket is labelled with the
name of the group of users.
For those software components which have different
internal states, the initial state of each operation is speci
fied below the name of each operation. Also, at the head of
each input is the state which is triggered by the input, and
at the tail of each output is the state in which the output is
produced. Examples of components which have different
internal states include database and knowledge based
systems.

a—)>•

OPERATION
Method
Specification

USERS

USERS i
USERS 2

OPERATION
Method
Specification

Figure 2. Conceptual Model of a Component (with inputs and outputs).

In Figure 2, we have assumed that components have inputs
and outputs. However, there are components, such as database
and knowledge based system components, which do not have
prior inputs and/or outputs. For those components which do
not have prior inputs/outputs, the inputs/outputs are not shown
in the model. Instead, the schema of those components is
shown in the box which is associated with the operation(s) of
the component. For example, the database schema of a data
base component would be described in the operation box of
the component.
The main advantage with using the “component model” is
that it gives the designer a general understanding of the
operations that the component performs, and it identifies the
inputs/outputs associated with each operation. This high level
perspective is needed for the next task which is modelling the
inputs/outputs. Inputs and outputs of software components
can represent a wide variety of different types. They can take
the form of “data items” such as data values, “information
items” such as database relations, “knowledge items” such as
rules produced from mathematical induction, a list of values,
a file of words, or mathematical matrices.
To understand the syntactics and semantics of inputs/
outputs, for the purpose of connecting components, an ap
proach is employed to model the different types of inputs/
outputs. Our approach for modelling inputs/outputs requires
the designer to decompose each input/output into “sub-ob
jects”, and then to define each of the “sub-objects”. Sub
objects are the elements which make up an input/output. For
example the sub-objects of a document might be the words
contained in the document.
To identify the sub-objects which comprise an input/
output we employ a “input/output model”. Our notation for
representing the “input/output model” uses a circle to repre
sent the highest element in the hierarchy of the model, and
inside the circle is the name of the input/output. Each sub
object is represented using a triangle, and inside the triangle is
a label describing the sub-object.
To define how sub-objects are structured, two different
types of relationships can be specified between the sub
objects. The relationships are “Sub-Class of’ and “Is a Com
ponent of’. The “Is a Component of’ relationship is used to
define that a sub-object is an element of another sub-object.
For example, the “Is a Component of’ relationship might be
used to define that the “PATIENT NAME” data item is an
element of the PATIENT relation.
The “Sub-Class of’ relationship defines that a sub-object
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has the same “characteristics” as another sub-object, but has
additional “characteristics”. For example, the “Sub-Class of’
relationship might be used to define that a sub-object repre
senting a “population of values” has the same characteristics
as a sub-object representing a “list of values”.
The relationship between sub-objects are represented by a
horizontal line between the sub-objects. For the “Is a Compo
nent of’ relationship, the line can contain one arrow or a
double arrow at the end which is connected to the child sub
object. One arrow means that the sub-object is contained only
once in the parent sub-object. Double arrow means that the
sub-object is contained more than once.
To illustrate how different types of inputs/outputs are
modelled using the “input/output model”, three examples are
shown in the figure below. The first example models a text
document. The second example models a car insurance file,
and the third example models a matrix.
Our “input/output model” differs from other data represen
tation models such as Entity-Relationship (E-R) Models and
Object-Oriented (O-O) Models. The key differences are that
we employ only two types of relationships and that we use a
hierarchical tree to model the characteristics of an input/
output. The two types of relationships can be used to model a
wide variety of inputs/outputs, and the hierarchical tree helps
the designer to understand the elements which make up an
input/output.
INSURANCE
DATA

DOCUMENT

COMPONENT OF

ARRAY

COMPONENT OF

WORD

EXAMPLE 1

/CAR N
CAR-REGO

IAR-MANU

MODEL

ELEMENT
EXAMPLE 3

EXAMPLE 2

Figure 3. Example Models of Inputs/Outputs.

After the “Input/Output model” has been constructed, each
sub-object is defined. Our approach for defining sub-objects
requires that the designer first define the sub-objects at the
lowest level in the “Input/Output” hierarchy, and then pro
gressively move up the hierarchy and define the sub-objects at
each level. The reason for defining the sub-objects in this
manner is that the higher sub-objects in the hierarchy are
defined using the lower sub-objects in the hierarchy.
Each sub-object is defined at three levels of abstraction.
The three levels are the conceptual level, the logical level, and
the physical level. The sub-objects are defined at each of these
levels because to determine if an output can be used as input
to a component, differences between the output and input need
to be resolved at these three levels.
Our approach for defining inputs/outputs is similar to the
approach proposed by (Debenham, 1991) to define data,
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information, and knowledge items. However, we are con
cerned mainly with defining the sub-objects of inputs/outputs
at three levels of abstraction, and are concerned with examin
ing these three levels to determine whether an output can be
used as an input to a component.
The characteristics which are specified at each of the three
levels are shown in the figure below.
CONCEPTUAL = (SUB-OBJECTS.

SEMANTICS,

ACCURACY, LIMITATIONS, AVAILABILITY

LOGICAL

= (SUB-OBJECTS, REPRESENTATION,

ACCURACY, LIMITATIONS.

PHYSICAL

= (SUB-OBJECTS. REPRESENTATION,

ACCURACY, LIMITATIONS.

Figure 4. Characteristics Used in Defining Sub-objects.

At the conceptual level, a sub-object is defined by specify
ing five characteristics about the sub-object. The five charac
teristics are the sub-objects which comprise it, the semantics
of the sub-object, the “limitations”, the “ accuracy”, and the
“availability” of the sub-object. The limitations refer to the
constraints which are uniquely associated with the sub-object.
The accuracy is the degree of accuracy associated with the
sub-object. The availability refers to the persons/applications
who can access the sub-object.
At the logical level, a sub-object is defined by specifying
four characteristics. The four characteristics are the sub
objects which comprise it, the “logical representation”, the
“logical limitations”, and the “logical accuracy”. The logical
representation is how the sub-object has been implemented.
The logical limitations are the constraints which are uniquely
associated with the sub-object and which are imposed by the
programming systems which implement the sub-object. The
logical accuracy is the degree of accuracy associated with the
programming systems which implement the sub-object.
At the physical level, a sub-object is defined by specifying
four characteristics about the sub-object. The four character
istics are the sub-objects which comprise it, the “physical
representation”, the “physical limitations”, and the “physical
accuracy”. The physical representation is how the sub-object
is physically stored. The physical limitations are the con
straints which are uniquely associated with the sub-object and
which are imposed by the physical devices which are used to
implement the sub-object. The physical accuracy is the de
gree of accuracy associated with the physical devices which
are used to implement the sub-object.
4.2 Modelling the Inter-connection between Components
After the inputs/outputs of components have been mod
elled, the “input/output model” is used to determine whether
an output of a component can be used as input to a different
component. Determining whether an output can be used as
input to a component requires answering two fundamental
questions: (1) “is it meaningful to connect the output to the
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input ?” and (2) “can the output be connected to the
input ?”.
In our approach, it is “meaningful to connect” an output to
an input, if connecting the components will solve a useful
problem, and if the output is a “conceptual instance” of the
input. An output is a conceptual instance of an input if the
following five conditions are met:
CONCEPTUAL LEVEL
l. Sub-Objectsompm
2. Semanticsoutput
3. Limitationsoutpui
4. Accuracyoutpm
5. Availabilityoutput

contained in
instance of
instance of
>=precision
instance of

Sub-Objectsinpm
Semanticsinpui
Limitationsinpm
Accuracyinput
Availabilityinput

To illustrate, suppose there exists a software component
that outputs a relational table which contains the attributes
REGO-NUMBER, MANUFACTURER, MODEL and COL
OUR. To determine whether it is “meaningful to connect” this
output to the input shown in example two in the Figure 2,
would require determining if connecting the components
would solve a useful problem, and if the output is a “concep
tual instance” of the input. The output is a “conceptual
instance” if, (1) the output sub-objects (e.g. REGO-NUMBER,
MANUFACTURER, MODEL) are contained in the input, (2)
the semantics of the output sub-objects are an instance of the
input sub-objects (e.g. is REGO-NUMBER an instance of
CAR-REGO ?), (3) the limitations of the output sub-objects
are an instance of the limitations of the input sub-objects, (4)
the accuracy of the output sub-objects has a precision greater
than or equal to the accuracy of the input sub-objects, (5) the
availability of the output sub-objects is an instance of the
availability of the input sub-objects — that is, do all users who
can access the output, also have access to the input.
An output “can be connected” to an input, when the logical
and physical properties of the output can be transformed to the
logical and physical properties required by the input. There
are six conditions which must be satisfied if an output “can be
connected” to an input. These conditions are shown below.
LOGICAL LEVEL
1. Logical Representationomput translates to
2. Logical Limilationsouipui
instance of
3. Logical Accuracyouipui
transforms to

Logical RepresentationinpUI
Logical LimitationsinpUt
Logical Accui'acyinpUt

PHYSICAL LEVEL
4. Physical Representationouipui translates to
5. Physical Limitationsoutpui
instance of
6. Physical Accuracyoutpm
transforms to

Physical RepresentationinpU1
Physical Limitationsinpui
Physical AccuracyinpUt

In addition to determining whether the outputs of a compo
nent can be used as inputs to another component, the designer
also needs to determine the “degree of coupling” which is
required between the components. The degree of coupling
between components is the amount of knowledge that each
component needs to know about the other components
(Kerschberg, 1988). We distinguish between two different

degrees of coupling, “high degree of coupling” and “low
degree of coupling”. A component (X) has a high degree of
coupling to another component (Y), if the component (X) has
a large understanding about the internal state of component
(Y); “high degree of coupling” is sometimes referred to as
“tight coupling”. A component (X) has a low degree of
coupling to another component (Y), if the component (X) has
a low understanding about the internal state of component
(Y); “low degree of coupling” is sometimes referred to as
“loose coupling”.
Determining the “degree of coupling” between compo
nents is important because this identifies how closely the
components need to interact with each other. In general, a
“high degree of coupling” is more complex to implement than
a “low degree of coupling”, because it requires implementing
a greater amount of interaction between components.
To graphically represent the inter-connection between
components, we use a “component inter-connection model”.
Our notation for constructing this model uses the “component
model” of each component which is being inter-connected.
To represent that an output of a component can be used as
input to another component, the “component model” of the
two components are shown, and the line of the output is
connected to the line of the input. To identify all the inputs and
outputs which are connected between two components, a box
is drawn to intersect the connections.
The “component inter-connection model” also contains
the sequence in which the components interact with each
other. Each step of the sequence is called a transition state, and
is represented by the letter ‘T’, followed by the sequence
number of the step. The transition state is placed at the point
where an output is connected to an input; that is, the point of
interaction. An example “component inter-connection model”
is given in Section 5.
To summarise, our proposed approach for inter-connecting
software components comprises two major steps. In the first
step, the components are modelled so that the characteristics of
the components can be understood, and in the second step the
models are used to resolve the differences which exist between
the components, and to define the inter-connection between the
components. A software component is modelled by identifying
and defining six characteristics of the component. The six
characteristics include the availability, inputs/outputs, limita
tions, accuracy, method and the operations of the component.
These six characteristics need to be defined in-order to resolve
each of the five classes of differences. The differences which
exist between components are resolved at three levels of abstrac
tion — the conceptual, logical and physical levels. We have
identified and presented a comprehensive list of conditions
which should be considered when resolving the five classes of
differences at the three levels of abstraction.
5 SUITABILITY OF OUR MODELLING APPROACH
We have evaluated the suitability of our approach by building
an IDSS which implements “integrity constraint detection”.
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Integrity constraint detection is the detection and rejection of
database manipulation operations which violate the condi
tions of constraints. We have chosen this problem to evaluate
our modelling approach because the problem requires inte
grating database and AI knowledge management techniques
(Stonebrakeretal, 1990),(WidomandFinkelstein, 1990), and
this integration has many of the difficulties which were
outlined in Section 3.
Our IDSS has been constructed from three major software
components — an Expert System (Nexpert Object), a 4GL
called Oracle SQL*Forms, and the Oracle RDBMS. The
Expert System component manages the integrity constraints
of applications, the Oracle RDBMS component manages the
data of applications, and the 4GL component is used by users
to define the database transactions of applications. The rea
sons for selecting these three software components to con
struct the IDSS, are explained in (Feuerlicht and Blair, 1993).
The “component inter-connection model” of our IDSS is
shown in Figure 5. The model clearly shows the different
transitions which occur between the three software compo
nents, and it shows the order in which these transitions occur.
The three software components are tightly coupled to each
other because the Expert System component needs to refer
ence the database changes within the database transaction of
the 4GL component. This requirement means that the three
components need to be defined as the same database process
and that all database connection, roll-back and commit re
quests should be controlled only by the 4GL component.
Identifying these requirements at the modelling stage is im
portant because it identifies the complexities with building the
component inter-connection.
■ Violation CoTtriitinn

4GL - SQL*FORMS

Trigger
Make Change
Rost-Record
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Figure 5. Component Inter-connection Model of IDSS.

An ’’input/output model” was constructed for each input/
output link between the components. The advantages with
constructing these models is that they identify the differences
which need to be resolved between the three components. For
example, a data item which is passed between the 4GL
component and the Expert System component can have data
type “date”. This data type is not supported in the Expert
System component. To resolve this difference, all data items
of “date” data type are converted to the “string” data type
which is supported by the Expert System component.
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In addition to this example IDSS, our approach is being
trialled in industry, by building an IDSS to assist with manag
ing communication networks for a telecommunication com
pany — we are prohibited from describing the exact nature of
this IDSS. The IDSS consists of about 25 existing Operational
and Management Information Systems, 4 existing Statistical
Programs, and a large Expert System consisting of 2000
expert knowledge rules. We have modelled each of the 30
software systems, and have identified that 43 Intelligent
Interface Modules (IIMs) need to be constructed to build the
IDSS. The IIMs are large in size because many inconsisten
cies exist between the software systems; each system has been
built as a stand alone system by a different development team
within the company.
6 CONCLUSION
We believe that our approach is both complete and effective
for inter-connecting software components in IDSSs, because
it has been used to successfully implement and maintain a
number of non-tri vial IDSSs. Our approach reduces the com
plexity of inter-connecting components by progressively re
fining the design of the interface, and by designing the
interface at three levels of abstraction — the conceptual,
logical, and physical levels.
The example IDSS illustrates that our approach is suitable
for building IDSSs from heterogeneous reusable software
components. The “component model”, “input/output model”,
and “component inter-connection model” assist the designer
with documenting all the work which is required to inter
connect components. In particular, the models help identify
the problems with the inter-connection of components.
Our proposed “input/output model” can model easily a
wide variety of inputs and outputs such as data items, informa
tion items, knowledge items, arrays, and lists of values. This
uniform approach to modelling inputs/outputs is important
because it helps the designer to identify whether an output can
be used as input to component — even if the input and output
are of different types.
Another benefit with using our approach is that the analyst
does not need to know the inner workings of components to
integrate the components. The analyst needs to know only the
inputs/outputs, limitations, accuracy, operations of the com
ponents. This benefit is important when constructing IDSSs,
because these systems often contain components whose inner
workings are unknown and inaccessible.
Our inter-connection •approach has solved one of the
four major IDSS design problems which need to be ad
dressed before IDSSs can be successfully built at low cost
(Blair, 1994b). The other three problems are: (1) develop
ment of a requirements analysis methodology to support
the semi-unstructured and heterogeneous nature of IDSSs,
(2) development of a strategy for finding and selecting
existing software components for constructing the IDSS,
and (3) development of techniques that can help maintain
the heterogeneous environment of IDSSs. We are cur
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rently addressing each of these problems at the University
of Technology, Sydney.
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LETTER TO THE EDITOR
7 February 1994
Dear Editor
As computer scientists in the so-called academic trenches,
we reply to Jeremy Firth’s verbal broadside which you printed
under the heading “Computer Science Considered Harmful”
(Letters November 1993, pl48).
In fact, Mr Firth’s complaint is not that computer science
is harmful, but that it is irrelevant to the needs of his informa
tion management unit. When our students graduate they do
not have the skills that he seeks for his PCPs (Practising
Computing Professionals) and so they lack “that most re
deeming quality of usefulness”.
The skills that he mentions are strategic planning, project
management and business process re-engineering. Since these
subjects are taught by accounting departments and management
schools, it is not appropriate for computer science departments
to teach them as well. The real issue is whether such subjects are
available to our students and the motives that drive their choices.
Do universities allow students to take useful combinations of
computer science, accounting, business etc? If so, do the stu
dents choose them or do they in fact prefer to do computer
science? These questions are well worth pursuing, though the
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answers will vary greatly from one university to another.
Moving to more general issues, we agree with Mr Firth’s
statement that universities should provide “the tools and
techniques, as well as the wider educational assets of intellec
tual discipline, flexibility and awareness, needed by future
PCPs”. Yes, indeed! — though our view of PCPs has to be
much wider than the one that he presents. On the other hand,
there is no way in which an undergraduate program can instil
“the wisdom of age and experience” that he apparently looks
for in his recruits. If he is disappointed on the score, we make
no apology.
That said, we readily acknowledge the need to respond to
industry concerns. Why, then, does he see it as a “forlorn
hope” that other readers will join him in skirmishing with the
“fortified and entrenched academic establishment?” The fact
is that our computer science departments are already engaged
in wide-ranging dialogue and joint ventures with industry.
Taking our three universities alone, we could name more than
100 representatives of industry who are helping us in these
ways. We greatly value their contributions and trust that they
will always continue.
Jon Hext, MACS; John Hughes, FACS;
Andrew Lister, FACS

BOOKS RECEIVED
The following books have been received by the Australian
Computer Journal. A person who feels able to review one of
these books should contact the Associate Editor for Book
Reviews via email atacjbooks@durian.citr.uq.oz.au or by fax
on (07) 878 2842. Potential reviewers are referred to the
announcement of new book review policy guidelines pub
lished on ‘aus.org.acs.books’ on AARNet or in the August,
1992, issue of the Journal.
Zhang and Zhang (ed.) (1992): Theory and Applications of Problem Solving,
North Holland, 234pp.
W. Preiser (1993): Professional Practice in Facility Programming, Van
Nostrand Reinhold, 541pp.
E. Tiley (1992): Tricks of the Windows 3.1 Masters, SAMS, 952pp.
B. Livingston (1992): Windows 3.1 Secrets, IDG Books, 990pp.
J. Prosise (1992): DOS 5 Memory Management, Ziff Davis Press, 244pp.
R. Kurshan (ed.) (1992): Computer Aided Verification, Kluwer Academic,
288pp.

P. Adams and C. Tondo (1993): Writing UNIX Device Drivers in C, Prentice
Hall, 550pp.
K. Bhaskar (1993): Computer Security —Threats and Measures, NCC
Blackwell, 357pp.
J-M. Berge, et al (1993): VHDL 92 —The New Features of the VHDL
Hardware Description Language, Kluwer Academic, 214pp.
A. Allen (1993): Computer Performance Analysis with Mathematica, Aca
demic Press, 356pp.
S. Godunov et al (1993): Guaranteed Accuracy in Numerical Linear Algebra,
Kluwer Academic, 535pp.
R. Reed, W. Bouma, J. Evans, M. Dauphin and M. Michel (ed.) (1993):
SPECS — Specification and Programming Environment for Communi
cation Software, North Holland, 364pp.
R. Maeder (1994): The Mathematica Programmer, Academic Press, 199pp.
C. Bentley (1993): Configuration Management within PRINCE, NCC
Blackwell, 92pp.
A. ListerandR. Eager (1993): Fundamentals of Operating Systems, MacMillan,
196pp.
W. Schutz (1993): TheTestability of Distributed Real-Time Systems, Kluwer
Academic, 144pp.

POSITION VACANT

Associate Editor for Book Reviews
The present Associate Editor for Book Reviews now finds it necessary to hand over the reins of this section to
another after an incumbency of approximately six years. Applications are invited from those who wish to be
considered for appointment to this position.
The current book review section handles approximately 300 books per year, delivered from approximately 120
suppliers, and draws on an ever growing panel of approximately 300 reviewers. The section has grown over the last
few years to include electronic publishing of reviews, and use of AARnet for communication and publication. This
is in addition to the regular printed issue.
Prospective Associate Editors will be keenly interested in the ACS, the Journal and the literature on computing
and information systems. Ideally they will have access to AARnet via a UNIX based machine. The current review
handling system is written for operation under UNIX. FAX is equally useful.
Further information may be obtained from Dr Chris Andrews, the current Associate Editor, or Mr Rob Cook,
Editor, for the Journal. Dr Andrews may be contacted via email on acjbooks@durian.citr.uq.oz.au or by fax on (07)
878 2842, or by phoning (07) 878 1191. Mr Cook may be contacted be email at cook@citr.uq.oz.au, or by phoning
(07) 365 4321.

THE AUSTRALIAN COMPUTER JOURNAL, VOL. 26, No 1, FEBRUARY 1994 21

BOOK REVIEWS
LIFSCHITZ. V. (ed.) (1991): Artificial Intelligence and Mathematical
Theory of Computation, Academic Press, 475pp., SUS59.95.
These papers were written by distinguished researchers, colleagues, and
former students of Professor John McCarthy, on the occasion of his sixtyfourth birthday. The papers discuss technical, historical, and philosophical
problems related to two areas of computer science: artificial intelligence and
the mathematical theory of computation. A wide range of topics is covered
(see below). The book creates a picture of modern research in these areas of
computer science. Even more interestingly, it shows how much the computer
science of today owes to John McCarthy’s ideas and leadership.
The book comprises twenty seven specially authored contributions. The
contributors include many leading figures in their fields who sprinkle their
essays with many personal tributes to John McCarthy.
These examples serve to illustrate both the breadth of topics you’ll
encounter in this book, and the depth of feeling held by the contributors for
the man they were honouring:
(From the biographical note). “ Professor McCarthy has made funda
mental contributions to both the theory and practice of computer science.
Perhaps more than that of any other single researcher since Turing, his
work has shaped ideas about Symbolic Computation”.
(From a chapter on the commercial AI market). “He is not only the
father of Artificial Intelligence, but also (amongst other things) the
originator of symbolic and functional programming (LISP), the first to
define and explore the mathematical semantics of programs, an innovator
in the development of conventional programming languages (Algol), and
the creator of the first timesharing operating system” .
(From a chapter on fractals). “In fathering LISP, John McCarthy
grandfathered computer algebra, all the while maintaining a clandestine
affair with mathematical analysis”.
(From a chapter on algebraic computation). “[Algebraic computation]
reached its current level of sophistication because LISP became available at
a critical time in its development. The scientific computation community as
a whole owes McCarthy a tremendous debt of gratitude for this”.
(From a chapter on commonsense and robots). “There are only a few
heroic periods in the history of any field, and John McCarthy has been at
the centre of what must be considered one of these”.
(From a chapter on the Frame Problem). "Writing this chapter ... was
particularly rewarding for me because its subject draws on some of his
earliest and most fundamental research in AI. The very idea of using logic
as a knowledge representation language, and the situation calculus itself,
stem from John’s 1959 ‘Programs with Common Sense’ ”.
(From a chapter by Donald Knuth on the so-called 91 function—which
McCarthy introduced to help with the study of functions defined by
recursion). “It is appropriate to begin by studying the 91 function, because
1991 is the year of John McCarthy’s 64th birthday (and because a
computer scientist’s most significant birthday is the 64th”.
(From a chapter on recursion theory). “All the time I have known John
McCarthy he has been interested in proving the correctness of computer
programs using formal methods. Many people have expressed doubt about
the usefulness and need for this endeavour, so I thought it might be fitting
to use this opportunity to show that his instincts are right (as usual) by
providing a proof that one of the most famous algorithms of computer
science simply does not work”.
(From a chapter on vision and robots). “In a 1969 essay ... John
suggested that the power of a PDP-10 (in a smaller package) was
adequate for the job [of autonomous vision-guided cars], I think John
still favours this estimate. John is guided by a strong and principled
intuition that has proved itself correct in very many things, but in this
chapter I will present accumulating experimental evidence that hints that
in this one opinion John’s intuition misled him by more than a few orders
of magnitude”.
(From a chapter on formalising belief). “At an AI conference in 1990,
Prof. John McCarthy asked me the technical question that appears in
section 1.1 immediately gave a definite answer, closing the topic; but, as
is so often the case with JMC, his question was worth a lot more than my
answer. So here I would like to reconsider the issue in somewhat more
detail. I humbly dedicate this reply to JMC in the hope that, once again, he
will not notice the modal operators”.
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Editor; Dr Chris Andrews
(From a chapter on situation calculus). “Someone once asked John —
I forget the circumstances — when AI will achieve its goals. His answer
was ‘sometime between four and four hundred years’. However accurate
this prediction might be, one thing is certain: without John’s contributions
to the field, we would have a much longer wait”.
In addition to the topics just mentioned, the book includes articles on
lambda calculus, circumscription, the semantics of programming languages,
and yet more. So, if you are interested in artificial intelligence or the
mathematical theory of computation, even if your interests aren’t formal or
symbolic, reading this book will expose you to a wide range of research topics
in computer science and also increase your appreciation of the significant
impact of one key researcher.
Liz Sonenberg
The University of Melbourne
DUBOIS, M. and THAKKAR, S.S. (ed.) (1992): Scalable Shared Memory
Multiprocessors, Kluwer Academic Publishers, 329pp., unstated price.
This book publishes the proceedings of the workshop on Scalable Shared
Memory Multiprocessors, which took place on May 26 and 27, 1990 at the
Stouffer Madison Hotel in Seattle, Washington as a prelude to the 1990
International Symposium on Computer Architecture. Out of the 22 invited
speakers, 17 have presented their papers for publication in this proceedings.
According to the preface the published papers have been refined by the
authors based on the criticisms received at the workshop, and this is certainly
reflected by the high quality of the papers published. The contributions can
be partitioned into four categories
— Access Order and Synchronisation,
— Performance,
— Cache Protocols and Architectures, and
— Distributed Shared Memory.
Given that the topic of the workshop was scalability, one of the first papers
I read was Mark Hill’s, “What is Scalability?”. The author states that in this
paper he examines formal definitions of scalability, butfails to find a useful,
rigorous definition of it. Hill presents a formal definition of scalability based
on speedup and efficiency, but points out the weaknesses of these definitions
when applied to large systems, due to such factors as:
— many parallel algorithms have a sequential component, yielding poor
efficiencies for large systems,
— if the problem size is kept constant efficiencies will be poor for large
systems. A reference to Gustafson’s law is also made. Gustafson proposes
that execution time rather than problem size be held constant for large
systems.
The other 16 papers describe and present results on research projects in the
area of shared memory multiprocessors. Topics presented include:
— efficient schemes for combining networks,
— formal specification of memory modules, i.e. a formal description of how
a particular memory system should behave,
— correctness of trace-driven simulations,
— synchronisation and various cache coherence protocols,
— evaluation of directory based cache coherence schemes,
— adescription of three shared memory systems; the MIT Alewife, the CMU
PLUS and the Rice University Munin projects. These systems have a
physically distributed memory, but a shared memory model is presented
to the user. A description of how this is achieved is given in the respective
papers.
It is unlikely that one will read this book from cover to cover, but rather,
find those papers that are of interest. I enjoyed read the papers and found that
each paper was thought-provoking and had something useful to offer. The
book would be of most use to researchers active in shared memory systems.
Jagoda Crawford
Australian Nuclear Science and Technology Organisation
BOYER, R.S. (ed.) (1991): Automated Reasoning: Essays in Honor of
Woody Bledsoe, Kluwer Academic Publishers Group, 365pp„
SUS89.00.
These essays were written to honor Woody Bledsoe, a scientist who has
contributed much to many, diverse, fields. His contributions are especially
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vivid in pattern recognition, and in automated reasoning. Bledsoe has recent
links with Australia, for at the International Joint Conference on Artificial
Intelligence, IJCAI-91, held in Sydney, he received the 1991 Distinguished
Service Award of the International Joint Conferences of Artificial Intelli
gence.
The book comprises fifteen specially authored contributions. The con
tributors include some of the giants of the automated reasoning community.
The opening and closing chapters are personal tributes to Woody Bledsoe.
Chapter 1, by Anne Olivia Boyer and Robert S. Boyer, is a 30 page
biographical sketch. Chapter 15, by Larry Wos, titled “Automated Reason
ing and Bledsoe’s Dream for the Field”, presents, in 50 pages, evidence of
significant advances during the 1980’s in the field of automated reasoning.
Chapter 4, by Wolfgang Bibel, “Perspectives on Automated Deduction”,
examines the goals and assumptions of research on automated deduction and
offers an evaluation of competing approaches.
As if these three chapters aren’t tantalising enough, the list of authors reads
like a Who’s Who? of automated reasoning. In addition to Boyer, Bibel and
Wos, we find Loveland, Bundy, da Costa, Gelfond, Henschen, Lifschitz,
Overbeek, Robinson, Stickel, and yet others.
Although automated reasoning is the common theme in the book, and
technical aspects of theorem proving comprise about half of the chapters, an
extraordinary range of other topics is touched upon — for example: “How the
Brain Adjusts Synapses — Maybe”, “What Are the Limitations of the
Situation Calculus?” “Reasoning in Paraconsistent Logics”, “Compiling
Recursive Functional Prolog Programs into Procedural Languages”, “Simi
larity, Uncertainty, and Case-Based Reasoning”, “Aligning Multiple RNA
Sequences”.
I have two favourite chapters. One is the opening biography, as I always
delight in learning about the developmental and personal lives of key figures
in science. This chapter touches on Bledsoe’s early days, his contributions in
teaching and research training, and also reviews his work in automated
reasoning. My otherfavourite, which is marginally more technical, is authored
by J.A. Robinson (widely known for his seminal contribution to resolution
theorem proving in the 1960’s) and titled “Formal and Informal Proofs”. In
this chapter Robinson takes a careful look at the enormous contrast between
formal (‘machine’) and informal (‘people’) proofs. One of his illustrations
concerns the well-known mutilated chess board problem. The problem goes
as follows:
“An ordinary chess board has had two squares removed — one at each end
of a diagonal. There is on hand a supply of 31 dominos, each of which is
large enough to cover exactly two adjacent squares of the board. Is it
possible to lay the dominos on the mutilated chess board in such a manner
as to cover it completely?”
(See the answer? If not, sketch the board and use two coloured pencils to
help you). Robinson uses this example to help illustrate the difference
between ‘proof by mere search’ and ‘proof by explanation.’ In a book on
machine-based reasoning, such an article may present an air of heresy.
However the point is elegantly made in the following quotation from the
chapter:
“If there ever comes a time when Woody’s dream (to make machines act
in some fundamental ways like people) is fulfilled, one of the ways we
shall know it will be not only that our machines will explain elegant,
informal proofs to us, but also that we will explain elegant informal proofs
to our machines, and be confident that they can understand and appreciate
what we are telling them”.
So, especially if you are interested in automated deduction, but even if
you’re not, you’ll find something of interest in this book.
Liz Sonenberg
The University of Melbourne
BAYOUMI, M., (ed.) (1991): Parallel Algorithms and Architectures for
DSP Applications, Kluwer Academic Publishers, Dordrecht, 283pp.,
SUS72.00.
Parallel processing promises readily scalable computing power. However, it
has been found difficult to realise the full potential of parallelism, in general,
and so it is of great interest to examine algorithms and problems which are
especially suited to parallel operation.
Dr. Bayoumi, the editor of this book, has taken ten different topics in signal
processing, each by different authors, for the book’s chapters. He says “The

idea of this book was motivated by a special session with the same title... at
ISCAS 1990 in New Orleans”. The chapter headings are: (1) Parallel
architectures for iterative image restoration; (2) Perfect shuffle communica
tions in optically interconnected processor arrays; (3) Experiments with
parallel fast Fourier transforms; (4) Fault-tolerance for parallel adaptive
beamforming; (5) Parallel computation of fan beam back-projection recon
struction algorithm in computed tomography; (6) Affine permutations of
matrices on mesh-connected arrays; (7) Architectures for statically scheduled
dataflow; (8) Design of asynchronous parallel architectures; (9) Implemen
tation of multilayer neural networks on parallel programmable digital com
puters; (10) Implementation of sparse neural networks on fixed size arrays.
I was a little disappointed that the editor is not among the chapter authors,
so his contribution appears to have been the selection of authors and topics,
which do, however, cover a wide and useful range. Unfortunately, each
chapter appears to have been produced separately in camera-ready hard-copy
form, with noticeable differences in format. There is also a sprinkling of
typographical and other editorial errors. The index is disappointingly short,
containing only about 150 entries in a book of nearly 300 pages, presumably
due also to the lack of a complete electronic copy being available to the editor.
These comments aside, the book is a useful and up-to-date collection of
parallel methods of computation, particularly in signal and image processing.
Without going into the details of the various problems and methods of
solution proposed, they are generally well thought out and clearly explained,
and, in some cases, novel. For example, the chapter on image restoration,
which is implemented as an iterative sequence of convolutions, so that the
main problem is one of efficient computation of two-dimensional convolu
tions, includes a slightly different approach to the iterative solution of linear
equations. The idea that an optical data bus, due to the unidirectional flow of
data, can behave in a usefully different way from an electronic data bus, is
developed in the second chapter to provide paradigms for efficient sorting
used in FFT and other matrix and image computation algorithms. The chapter
specifically on the FFT describes a set of experiments in which different
algorithms and techniques are used to try to obtain the shortest possible times
on different parallel architectures.
Neural networks are known to map naturally onto parallel processors.
However, during the learning phase of a back-propagation algorithm, it may
not be so obvious how best to make use of a parallel system. Chapter 9
describes how each row of a two-dimensional array of processors can be set
up with a complete copy of a multilayer neural network. Each copy, in
parallel, is then given a different input training pattern, so that the time for the
learning phase is reduced. Weight values are fed down the columns, and
computations proceed in parallel in a pipelined fashion.
In summary, the diverse chapters in the book emphasise a unifying
problem in efficient parallel computation, which is one of data flow and
organisation — i.e., how to arrange to have the right data in the right place at
the right time. For those not directly interested in fast signal processing, its
exposition is probably too detailed to be of great interest. For anyone seriously
interested in parallel computation in image or signal processing, this book
provides much food for thought.
Donald Fraser
Australian Defence Forces Academy
HELD, G., (1992): Data Communications Testing and Troubleshooting,
Van Nostrand Reinhold, New York, 264pp, SA87.95 (paperback).
I had great trouble reviewing this book. My colleagues kept “borrowing” it,
and then finding excuses for not giving it back. Eventually I had it mailed to
me overseas, so I can now finally give it proper attention.
Gilbert Held is one of the old-timers of data communications in the US, and
has written several books and lots of articles of the non-scholarly (i.e. they are
practical and useful) variety dealing with the nitty-gritty aspects of the field.
This book, which is a minor update of the 1989 edition, covers three main areas:
(a) a basic introduction to the theory and practice of the physical aspects of
data communications. This aspect of the book is most valuable, as it deals
head-on with the issues that tend to be skated over in the popular texts, such
as those by Halsall, Stallings and Tannenbaum.
(b) an extensive coverage of test equipment and techniques. Despite its USorientation, this section is thorough and valuable. We at Monash have
found it useful when designing practical experiments in introductory data
communications subjects.
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(c) a small discussion on capacity planning. This is useful and for the most part
relevant, but does not fill in the yawning gap for a good up-to-date text in
this field.
While I found the book both enjoyable and useful, and would recommend
it to practitioners, it has a significant flaw. Despite its recent update, its
technical content seems to be firmly locked in the early 1980s. Its coverage
of analogue lines, line conditioning and modems is excellent, but does not
extend to the Trailblazer-style of modem, nor does it deal with all those
terrible Hayes sequences, option selections, etc. which seem to take up so
much troubleshooting time these days. The topic of LANs, whether they be
Ethernet, token ring, fibre optic, ATM or whatever, is totally absent.
So too is any mention of digital services below T1 speed, and ISDN in any
form. The section on capacity planning seems to be caught in the same timewarp, dealing solely with traditional hierarchical networks and statistical
multiplexors. I do hope these shortcomings are quickly addressed in a 3rd
edition.
Jim Breen
Monash University
SCHWARTZ, L.F. with SCHWARTZ, L.R. (1992): The Computer Art
ist’s Handbook, W.H. Norton & Company, New York, 318pp.,
$90.00 (hardcover).
This book provides a comprehensive look at the practical and physical
properties of the computer art medium. Principally authored by artist/
lecturer Lilian Schwartz, the book is in many ways biographical, in the sense
that many of the art examples are of the author’s own work. This provides for
a very personal view of the nature and elements of computer and electronic
based art, which is somewhat in conflict with its outward pretext — to equip
the reader with the necessary information and understanding (on both
practical and aesthetic terms) to appreciate the medium.
Perhaps the most interesting part of the Computer Artists Handbook is the
authors work on analysis of the work of Leonardo da Vinci, specifically two
popular and well-known works the Mona Lisa and Last Supper. Using image
processing and computer graphics techniques reveals an interesting insight
into the work of da Vinci, his skill and thought as both a scientist and a painter,
and to the real identity of the Mona Lisa.
The sleeve notes describe the book as a “Drawing on the right side of the
brain” for the computer age, and certainly this is an accurate description.
While the book provides a highly readable and practical guide for anyone
interested in using computers for creative purposes, its critical reference to
classical art and the recreation of traditional (paint specifically) based
aesthetics into the computer medium do not make this book an analytical
treatise or provide any real critical thought on post-modern computer art. In
some ways the book also tends to be highly Amero-centric, which does not
always work to its benefit. Nevertheless, it is a serious and successful attempt
to bring some aspects of electronic art production to a wider audience. The
style of the book makes easy reading (unlike most critical essays!) and is
obviously written by practitioners devoted to their art. The book makes
excellent reading for those interested in art and computer graphics.
Jon McCormack
Monash University
ABIDIM, A. and GONZALEZ R.C. (ed.) (1992): Data Fusion in Robotics
and Machine Intelligence, Academic Press Inc, 546pp., unstated price
(hardcover).
Data fusion is an emerging discipline dealing with the issue of synergistic
combination of information from a variety of sources. These sources can vary
from environmental sensors at one extreme to knowledge stored in historical
databases. This book provides both a theoretical and experimental summary
of this range of problems. The commonality of robotics and machine
intelligence applications was an “eye opener” to this reviewer involved in
running DSTO’s Data Fusion SIG. As the book is not a “conference proceed
ings”, the papers are quite long and in some cases represent extensive
enhancements of previously published material. The reader can therefore
expect a thorough exposition on each of the topics listed.
The book is organised with an extensive review (Luo and Kay) followed
by chapters on fusion using probabilistic models, fusion using least-squares
techniques and emerging techniques. There is an introductory chapter that
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puts the structure in context and is backed up by an index. The probabilistic
chapters have papers on Bayesian reasoning (Elfes), evidence theory
(Hutchinson and Kak), robust statistics (McKendall and Mintz), and recur
sive operators (Cheng and Kashyap). The least-squares techniques cover
Kalman filtering for robotics (Brown, Durrant-Whyte, Leonard, Rao and
Steer), Kalman filtering for military applications (Broida), optimisation
(Eason and Gonzalez), regularisation (Abidi) and uncertainty ellipsoids
(Nakamura). The new approaches cover fuzzy logic and possibility theory
(Dubois and Prade), and neural networks and computer vision (Huntsberger).
These contributors cover work in the USA, UK, France and Japan thus
providing a good cross-section of work in the field. There is no attempt to
prove one method is superior to another; they are explained with various
practical examples scattered throughout. At the lowest level of data abstrac
tion, such as pixels and vectors, the number of methods is extensive and
mature. However, at the highest levels this is not the case. As humans are
demonstrably the best “data fusers” for complex problems at present, I found
the new methods which match the human approach showed great promise.
I have used this book extensively while preparing a paper for a sensor
fusion conference. I found it useful for both the chapters and the extensive
reference lists that most of the authors provided. A university colleague in
robotics research also showed keen interest when shown the book. A well
presented book, I would recommend it for graduate level readers wishing to
grasp the fundamentals of the various methods in the new field of data fusion.
Douglas J Kexvley
Defence Science and Technology Organisation
MEERSCHAERT, M.M. (1993): Mathematical Modeling, Academic Press,
Inc., Boston, 287pp., unstated price.
Mathematical modeling is the art of using mathematics to answer questions
about the world. Unfortunately, most texts concentrate on the mathematics and
avoid the art. By concentrating on the art of mathematical modeling, Meerschaert
has produced a good introduction to mathematical modeling that is suitable for
an undergraduate in mathematics or a graduate in a related discipline.
The reader will need a familiarity with introductory calculus, linear
algebra and probability. Topics covered include optimization, dynamic
models and stochastic models. Throughout the book, techniques for solving
problems are emphasised rather than the associated mathematics. Many of the
examples and exercises are repeated throughout the book. This provides the
reader with a sense of how useful mathematical models are developed — not
in a single flash of inspiration but as an evolutionary process.
Not only does Meerschaert introduce us to the art of developing a
mathematical model, he also shows us how to test the model. How to test our
model for errors in development and how to test its robustness to violations
of its assumptions.
One of the nice aspects of the book is the way computer algebra systems,
like MAPLE and MATHEMATICA, are used to solve problems. Mathema
ticians have tended to ignore these tools. Yet, in my experience, they are very
useful tools for building mathematical models. They allow the model builder
to quickly and reliably explore possible models; and remove much of the day
to day drudgery from mathematics — Gauss may have enjoyed multiplying
huge numbers in his head but I, for one, prefer an electronic calculator. I doubt
if computer algebra systems have much of a role to play in mathematics
proper but they certainly are a boon to the mathematical modeller.
In conclusion, I recommend this book to anyone with an interest in
applying their mathematical skills to real world problems. This book will not
teach you any new mathematics but it will teach you how to, more effectively,
use your existing mathematical skills.
A. Bloesch
The University of Queensland
OLSON, D. (1993): Exploiting Chaos — Cashing in on the Realities of
Software Development, Van Nostrand Reinhold, New York, 239 pp.,
$79.95 (paperback).
As a student of chaos theory and software developer, it was with eager
anticipation that I began to read this book. With the book’s intriguing sub
title, I wondered would it be about making money, the relationship to software
development, chaos as a mathematical topic or chaos as exemplified in Tom
Peter’s management tome of the eighties.
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In reality it turns out to be a mish-mash of all the above.
The book starts with a brief introduction to the mathematical concepts of
chaos including a brief digression to catastrophe theory. This is treated in a
very much informal manner. It then attempts to identify the “chaotic nature"
of software development e.g. “requirements gathering is chaotic”.
On the whole, I found these so-called similarities between chaos theory
and software development at best tenuous and mostly contrived. That is. the
author suggests the “characteristics of chaos” (areas of order and disorder,
self-similarity, self-dissimilarity and responses to change) are encountered in
software development.
One example should suffice to illustrate my point. The author states that
design is an activity that involves feedback between understanding of the
problem to be solved and its implementation. This is not unreasonable.
However he then goes on to say “We even know that the progress from
model to model will not be a smooth progression but will occur in fits and
starts as designers study and worry about problems, then realise new solu
tions, then discover new problems. Again, the models behave like drops of
water, with change over time, internal dynamics, and feedback between
cycles; so we should expect chaotic behaviour in the design process”.
In conclusion, he states there is no single right way of software develop
ment rather “the fractal view is a more productive and manageable view of
reality ... the fractal view recognises that paradigm shifts will be necessary
from time to time, in order to bring a more orderly and productive understand
ing of a changing environment”.
It is a relatively short book — the actual text comprises some 170 pages.
At the end of each section, the author raises “closure questions” and to his
credit attempts to answer these questions in an extensive section (some 60
pages) at the end of the main text. There is also abrief bibliography and index.
I found the author's chatty, glib, American, management style irritating.
There was a promise of so much yet an ultimate delivery of so little. For all
its faults it did on a number of occasions, set me thinking about software
development problems. Overall however I believe the book fails in its
objective of exploiting chaos.
References
PETERS, T.J. (1987): Thriving on Chaos: Handbook for a Management
Revolution, Alfred A. Knopf, New York.
Lawrie Hanson
Marengo Telecommunications
ROBERTSON, L. (1993): Simple Program Design, Nelson, 203pp., $24.95.
All too often introductory programming texts pay little attention to the design
of programming solutions. In many cases such texts develop programming
solutions, using a particular programming language. The novice programmer
is forced to grapple with the syntax and nature of the programming language,
instead of concentrating on the actual problem.
This book, however, approaches program design in logical stages, using
structured techniques and pseudocode to develop algorithmic solutions. It is
an easy-to-read text which begins with an introduction to the steps in program
development, structured programming techniques, top-down development
and modular design. It then introduces pseudocode, the design of simple
algorithms using basic control structures, desk checking techniques and
hierarchy charts. Communication between modules with reference to param
eter passing and object-oriented design, and the concepts of cohesion and
coupling are also discussed. The final chapter presents general pseudocode
solutions for typical business problems. Two appendices contain NassiScheiderman diagrams (offering an alternative diagrammatic approach to
program design) and special algorithms ( sorting algorithms and algorithms
handling dynamic data structures and arrays) which the reader may find
useful.
The book is well structured with objectives, outlines and summaries of
each of the chapters clearly defined. It is well written and the reader is led
easily from one concept to the next. Each new concept is clearly illustrated by
practical examples. Programming problems are presented at the end of the
chapters, allowing for implementation of the concepts discussed. No solu
tions are provided however. The techniques of desk checking an algorithm
and the layout of the desk check table were particularly appealing. I also like
the inclusion of a synopsis of each chapter in the table of contents.

Although the more serious computer science student may outgrow the
material presented in the book, I would nevertheless see such students using
the book as a reference. It is certainly well suited to first time programmers
wishing to develop good programming skills.
A. Goold
School of MIS, Deakin University
AVOURIS, N.M. and GASSER, L. (1992): Distributed Artificial Intelli
gence: Theory and Praxis, Kluwer Academic Publishers. Boston,
235pp., $US95.50 (hardbound).
This book is a collection of papers which are mostly used in the 1991
Eurocourse on distributed artificial intelligence. The course was said to be a
“broad-ranging scientific presentation aimed at transmitting core DAI knowl
edge and the practical experience of experienced developers, and on promot
ing discussion and real investigation of some key DAI research issues”.
This reviewer has a good knowledge of artificial intelligence of the
centralised sort, and of distributed and federated databases, but not distributed
artificial intelligence as such. I would have expected that the book would have
been aimed at people like me.
Unfortunately, it is not. Almost all of the 11 papers deal with the
architectures of DAI systems and tools. They consist of block diagrams and
names of modules and structures. The names are frequently anthropomor
phic: agent, intelligent agent, evolving agent, intentions, agents trying to co
ordinate their actions, etc. The names are not generally defined and there are
no extensive case studies where the meaning of these names can be illustrated
by example. The architectures are simply stated. There is no attempt to
describe the engineering problems which must be solved, what alternatives
were considered, and the strengths and weaknesses of the architectures
presented. In fact, there is not presented any clear problem for whose solution
distributed artificial intelligence is needed.
If someone is already convinced of the value of DAI, and has some idea
of what the words mean, the book is probably valuable, in that it has an
extensive bibliography and presumably covers the field fairly well.
One paper (Ferber and Drogoul) was an interesting presentation of a
concept of “ecological problem solving" where for example a simulation of
an ant colony is built as an assembly of interacting simulations of ants. The
large scale behaviour of the colony emerges from the low level behaviour of
the units simulated. However, it is not made clear why a distributed imple
mentation of this paradigm is important, nor what the implementation
problems would be. No comparison is made with other approaches to similar
problems, and it is not clear what useful applications exist for the method.
There is a paper describing a case study (Lekkas and Liedekerke), but says
hardly anything useful about it. The paper on user interface design (Avouris)
has a number of illustrations, which are mostly illegible; and even if they were
legible, they are not explained.
The final paper, on teaching DAI (Rosenschein) gives what appears to be
an excellent procedure for teaching the subject. It should have been used as
the basis for the structure of the whole book.
Recommended mainly for specialists.
Robert M. Colomb
The University of Queensland
HUDAK, D.E. and ABRAHAM, S.G. (1992): Compiling Parallel Loops
for High Performance Computers, Kluwer Academic, 159 pages,
SUS65.00.
The book is a result of the first author’s graduate study. It proposes several
compile-time techniques to partition data-parallel loops and reduce the
communication overhead on multiprocessors. The machine architectures
under study are those with a logically shared address space and physically
distributed memory. Data parallel loops with two classes of computation
structures are considered: those with a uniform computational structure
where the same amount of work is performed across all cycles, and those with
a linearly varying computational structure where the amount of work is a
linear function of the cycle count. Two distinct types of communication
patterns may be found in those computation structures: neighbourhood
communication where all data required by an iteration is generated by
iterations within a constant distance of the iteration, and dimensional multicast
communication where the iterations in the same column (or row) require a
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common data element. In general, the characteristics considered in this book
is often found in numerical application programs.
The book includes five chapters. The first chapter provides a clear
introduction to the area and the terminology used in the rest of the book,
helped by an example. The reader will find it easy to follow and understand
even if he/she is not familiar with the subject. The next two chapters
concentrate on loop partitions for multiple processors and data assignments
for mapping data sets onto the memory hierarchy. Both are restricted to the
neighbourhood communication pattern and uniform computation structure.
The chapters present the techniques based on the three phases of loop
optimisation, i.e. determining the orientation and intensity of communica
tion, using the communication information to optimise a partition shape for
minimum interprocessor communication, and implementing the partition
through code generation. The authors extended their techniques to support
loops with linearly varying computation structure and multcast communica
tion pattern, and to apply the parallelisation to nested loops. The final two
chapters cover these two extensions respectively. The main focus is on the
Adaptive Data Partitioning (ADP) algorithm, that reduces the execution time
of parallel programs by minimising interprocessor communication. The
techniques are experimented on the Encore Multimax and BBN TC2000
multiprocessors.
It is a little disappointing that there is no concluding chapter which
summarises the work and points out further research topics in the area. Apart
from this, the book is quite well presented, with properly placed examples.
The bibliography (79 references) listed at the end of the book is relatively
comprehensive and useful. I strongly recommend parallel processing re
searchers and parallelising compiler writers to keep a copy. Industrial
developers, advanced CS students, and even supercomputer users will find it
a valuable reference. As the book is written in a style of a PhD thesis, I would
not recommend to use it as a text book. Besides, it seems too expensive to
persuade every course student to buy a copy.
Kang Zhang
Macquarie University

KNOBLOCK, C.A. (1993): Generating Abstraction Hierarchies: an auto
mated approach to reducing search in planning, Kluwer Academic
Publishers, Boston, 168pp., SUS80.00 (hardbound).
Operator-based planning is a subfield of Artificial Intelligence where a
number of operations must be combined into a sequence which will
transform an initial state of a problem into a final state satisfying some
stated conditions. Problems where this sort of technology can be used
include planning paths and movement in robots, complex assembly sched
uling tasks, devising schedules for construction projects, and devising work
programs for astronauts. They are characterised by a state space which can
be described by statements in first order logic, a relatively small number of
operators which make qualitative changes to the state and which can
interfere with each other, and an objective function closely related to the
number of operators applied.
These problems generally suffer from combinatorial explosion, so that
one can hope to solve realistic examples only if one can start with a coarse
partial solution arid progressively refine it, thereby decomposing the prob
lem into a series of smaller problems. This strategy relies on the stability of
the partial solutions: that once a part of the problem is solved, solving
another part does not require undoing the earlier partial solutions. This
decomposition is called an abstraction hierarchy, and finding abstraction
hierarchies is the hard part.
Knoblock’s contribution in this volume is an automatic way to find
abstraction hierarchies, based on two properties: monotoniticy and ordered
monotonicity. The first states that if a solution to the problem exists, it can be
expressed as a sequence of partial solutions which are not changed by
subsequent steps, unlike for example a naive approach to solving Rubik’s
cube. The second, stronger, property says that it is possible to partition the
problem space so that later stages do not even consider aspects of the problem
visible at earlier stages. For example, in a construction project one might be
able to schedule the electricians and plumbers, then not worry about them
when considering the painters and plasterers. Knoblock’s result is a
computationally feasible algorithm for generating an ordered monotonic
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abstraction hierarchy which is specific to the problem being considered. His
algorithm makes this approach to problem solving much easier to apply.
The book first describes the problem domain, how abstraction hierarchies
work, then his algorithm. He reports several empirical studies comparing his
algorithm with other approaches, demonstrating it to be greatly superior, then
relates his work to the literature. The presentation is formal, but clear and
simple. I would go so far as to describe it as a beautiful book.
As I progressed through the book, I began to worry that my proofreader’s
eye would find no errors at all: I was relieved to find two figures misreferenced in one chapter.
I recommend the volume to anyone doing research in the area, or to anyone
who might wish to apply the technology.
Robert M. Colomb
University of Queensland
MEYROWITS, A.P. and CHIPMAN, S. (ed.) (1993): Foundations of
Knowledge Acquisition: Machine Learning, Kluwer Academic Pub
lishers, Boston/Dordrecht/London, 334 + x pp., SUS79.95 (hard
back).
Machine learning is a major area in artificial intelligence (AI), and has seen
sustained research and a growing presence in lecture syllabuses over recent
years. It has been commonly recognised as a feasible solution to the so called
knowledge bottleneck problem in transforming knowledge from human
experts to knowledge-based systems. Also, as learning is the essence of
human intelligence, only when we have computer systems that can learn can
we have real AI. Researchers have devised quite a few sound and efficient
learning algorithms; a number of universities have opened machine learning
courses in their Al-related undergraduate and/or Master of Science programs.
Therefore, good text and research books in this area should be warmly
received by different levels of readership.
This book, foreworded by Tom Mitchell at Carnegie Mellon University,
contains 10 independent research reports, written by well-known researchers
(such as Ryszard S. Michalski and Leslie G. Valiant) in machine learning.
These reports document real progress achieved by the authors under research
funding from the Office of Naval Research (ONR) of the United States from
1988 to 1992 when the two editors managed an Accelerated Research
Initiative.
Chapter 1, Learning = Inferencing + Memorizing by Ryszard
Michalski, discusses basic concepts (such as knowledge generation and
manipulation, generalisation and specialisation, and abstraction and
concretion) of his inferential theory of learning. Chapter 2, Adaptive
Inference by Alberto Segre et al, presents a combination of rote learning
(success and failure caches) and explanation-based learning for speed
ing up search in an inference engine. It also describes an experimental
methodology for use in measuring the effects of speed up learning.
Chapter 3, On Integrating Machine Learning with Planning by Gerald
DeJong et al, and Chapter 4, The Role of Self-Models in Learning to
Plan by Gregg Collins et al, are two papers on the application of machine
learning in planning, in the form of explanation-based learning and
failure-driven learning. Chapter 5, by Ryszard Michalski et al, presents
a two-tiered knowledge representation for learning flexible concepts
(e.g. concepts without precise boundaries). Chapter 6, CompetitionBased Learning by John Grefenstette et al, provides an analysis of
genetic algorithms and brief summaries of the authors’ own research
along this line. Chapter 7, Problem Solving via Analogical Retrieval and
Analogical Search Control by Randolph Jones, describes a system,
EUREKA, that uses a model of memory based on spreading activation
to retrieve analogies and solve problems. The last three chapters, by
Leslie Valiant, David Haussler and Manfred Warmuth, and Daniel
Osherson and Scott Weinstein respectively, are all about computational
learning theory with the PAC learning model specifically highlighted.
At the same time when these reports in the book bring together descrip
tions of recent and ongoing research by a number of scientists at the forefront
of progress in machine learning, however, I have to say that this book does not
suit (and is not aimed at) a textbook. Although the reports do mention a variety
of fronts of machine learning research, the book as a whole does not provide
a general picture of the machine learning area. For example, attribute-based
learning (e.g. the decision tree based paradigm), unsupervised concept
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formation, neural networks, and the connections between machine learning
and data bases are not covered or not addressed in enough detail. Therefore,
I encourage researchers instead of students to have a copy of the book.
Xindong Wu
James Cook University
BORDE, A. and ROKICKI, T. (1993): TEXHelp: The On-line TEX Hand
book, Academic Press, Cambridge Massachusetts, 28 pages plus 3.5
inch diskette, price unstated.
This is a rather unconventional book, since it in fact consists of a hard plastic
outer cover, inside of which is a small manual of 28 pages and a 3.5 inch
computer disk, intended for the MS-DOS operating system (versions 3.0 or
later). The “book” itself is, of course, mostly contained within the files on the
computer disk, and it is hard to avoid the feeling that in the near future, more
and more text books on science, computing and engineering will appear in a
form similar to this one.
The book contains information about the scientific typesetting program
TEX, which has been designed specifically to produce attractive mathemati
cal formulae in a reasonably simple way. Some form of TEX is now in wide
use within universities across Australia, and variants such as AMS-TEX (for
producing research papers) and LATEX (for books) are common. This
system focuses primarily on the basic PLAIN TEX, but there is also a
substantial amount of information about AMS-TEX and LATEX.
The TEXHelp package consists of six files, one of which is an installation
programme that is very simple to use. Once the package has been installed,
it is invoked simply by typing TEXHELP. This brings up a banner screen,
showing the names of the package and its authors, and gives the user the
option either of searching immediately for information about a specific topic,
or else pressing the ESCAPE key, and so obtaining a menu consisting of 11
“keys”. In order, these are entitled Save, View, Tour, New, Ahead, Back,
Choose, Past, Index, Help and Quit, and are activated by typing the single
letter that begins each word.
Possibly the most useful of the “key” options is the one entitled “Tour”. It
contains a menu of 13 topics, each of which possesses further submenus that
appear on the screen in successively smaller windows. The first guided tour,
for example, is entitled “beginner’s” and it has a submenu of 11 introductory
topics. In this way, the TEXHelp package has been made accessible to a wide
variety of users, from newcomers to TEX right through to advanced users
seeking specialised information. The “Save” key enables the user to save
information to a file; this is automatically converted into TEX format, and
could be previewed using the “View” key. An attractive feature of TEXHelp
is the “Choose” key, which can be used to highlight certain key words and
phrases in an explanation; additional information is then available by pressing
the ENTER key. The “Index” contains a systematic list of 2,591 TEX symbols
and commands, and explanations of any of these functions are available
simply by using the cursor and ENTER keys.
I thoroughly enjoyed reviewing this TEXHelp package, and found it
attractive and easy to use. In many ways it follows on naturally from the two
earlier books by Borde (1992 and 1993), and is written in the approachable style
of the first book (1992). It was particularly gratifying to observe that the sense
of humour of the first book (1992) has been retained; thus the entry under TEX
contains the sentence: “To find out more about this system, read all the other
entries in TEXHelp”. This package would be especially attractive in a multi
tasking or networking environment, and as the use of TEX packages continues
to increase on university campuses and in publishing houses, I would expect
TEXHelp to appeal to a growing audience of scientists and publishers.
References
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MASTERS, T. (1993): Practical Neural Network Recipes in C++, Aca
demic Press, 493pp., unstated price.
Contrary to my original expectation of another boring collection of algo
rithms and C++ programs implementing already existing neural network

models, I found this book refreshingly unusual for its subject matter and
clarity of presentation. This book is written from a practitioner’s perspective
and contains good theoretical and intuitive explanations of the behaviour of
the neural networks and practical insights on problem solving processes using
this technology.
The first 3 chapters of this book provide the uninitiated reader with a good
introduction to neural networks and their most common applications, namely
classification and autoassociation. Chapters 4 and 5 discuss how neural
network can be used for two general classes of problems — time-series
prediction and function approximation. The clarity with these initial chapters
are presented make them a good reading material for students and practition
ers who are in the early stages of their exploration of the world of neural
networks.
The main focus on the book is multi layer feed forward networks. This
emphasis is understandable due to their widespread usage. Network training
schemes of backpropogation and conjugate gradients are described in detail.
This book deals at length (2 full chapters) with the thorny issue of local
minima in the error function. Two schemes for overcoming this problem
(simulated annealing and genetic optimisation) are described and algorithms
and source code implementations of these schemes are given. Application of
the standard statistical technique of the multivariate linear regression for
estimating weights in a multilayer feedforward network is discussed. Practi
cal issues such as, number of hidden nodes and how long to train, associated
with designing feedforward network architectures are well addressed in this
book. Practitioners of neural network technology will be able to appreciate
the many thumb rules for network designing given in this book as it is very
difficult to find such well documented practical wisdom in this area of
technology.
The book devotes a chapter for another real life issue — fuzzy data.
Techniques for handling fuzzy data and integrating fuzzy processors with
neural networks are described with commendable clarity. Implementation
issues such as designing training sets, preprocessing, testing of network and
evaluation of network performance also get good coverage in this book.
The last part of the book is the user manual for a general purpose neural
network training and testing program. This program supports 3 and 4 layer
feedforward models and Kohonen model. The book comes with a floppy
diskette containing source code of all programs given in the book. This
reviewer did not have a chance to test out these programs, but review of the
code listing found the code to be very readable with ample self documenta
tion.
In summary, this book is about applying neural networks to problem
solving and is a valuable addition to the reading list of anyone who wants to
improve their comprehension of neural networks and those who are looking
for practical tips for effective usage of the technology. The book provides
many ready-to-use solutions useful for practitioners.
Ashok P. Jacob
Bull HN Information Systems
HOGGER, C. Essentials ofLogic Programming, Oxford University Press,
Oxford, xi + 299 pp., $47.95.
There aren’t as many books about Logic Programming as there are about its
most well known implementation language, Prolog. This one is really good,
easy to read, innovative in style, rigorous, and best of all, it makes the subject
interesting.
Christopher Hogger lectures at Imperial College, London, and this is his
second book on logic programming. The first was well received, but as the
author comments, is now inevitably out of date in some respects. This new
book, also introductory, uses the familiar Prolog syntactic conventions, and
contains exercises (and worked answers for every exercise) which make it
more suitable for the university teacher. Despite the subject, Hogger com
ments in the preface that he does not regard his books as about the theory
proper of logic programming, and for this he continues to recommend John
Lloyd’s Foundations of Logic Programming, Springer-Verlag, 1984.
The first thing you will notice about this book is the innovative style, in
which the conventional chapters are replaced by 60 themes, which function
as small chapters. Several such themes are then organised into groups. Hogger
starts from the beginning, with groups covering first-order logic, clausal form
logic, the Herbrand model of first order logic, and resolution. Each theme
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within a group is pretty well complete, although the development of ideas
follows a logical structure. I found that the going can get pretty tough at times,
but the tutorial style of the themes, and the exercises, helped a lot.
The theoretical background of first-order logic and the Herbrand Do
main model are well presented, as is the theory of resolution, which is the
basic algorithmic strategy for computing in the logic model. This leads us
to the all-important SLD Resolution, without which resolution, naively
applied, is hopelessly inefficient. This part of the book occupies several
themes. There follows a group of themes concerning results on transform
ing and completing programs through a process known as unfolding and
folding of program, which I found to be the most interesting group. Finally,
there is a very good discussion, extending over several themes, of the
workings of the negation by failure operator, implemented as not in Prolog.
Hogger shows how such an operator would be, in general, both unsound and
incomplete without a safe computation strategy such as one in which a call
to not(P) is never selected unless P is ground. Apparently, most versions of
Prolog leave this to the programmer. How strange that a language such as
Prolog, conceived in the crystal pure world of logic, should be as dependent
on the programmer as this. Shades of FORTRAN or COBOL, with their
‘harmful ’ gotos, their side-effects, and their globally visible data structures,
which then require the consumer warning: “OK provided the programmer
uses the language properly”.
Hogger’s book has evolved from a course of lectures. The transition to
book form, through the device of grouped small themes, together with a
relaxed yet rigorous style, has worked very well, so the book ought to be
suitable as a text. Highly recommended.
Errol Martin
University of Canberra
JACKSON, K.M. and HRUSKA, J. (Ed.) (1992): Computer Security
Reference Book, Butterworth-Heinemann Ltd., London, 885pp., $250.
At first, I was somewhat sceptical when agreeing to review this book. My
thoughts centred around concepts such as “You can’t produce a reference text
for Computer Security, the field just changes too rapidly”, and, “There are
probably whole topics that won’t even rate a mention”. I am happy to say that
these initial prejudices were, mostly, wrong. Yes, there are many facets to
Computer Security which do not make it into this book. But I must applaud
the editors for a very good attempt to cover a volatile and fast moving field
of Computer Science by providing, in general, an expose of many of the basic
generics to Computer Security. The book is a compendium of chapters, where
each chapter is the contribution of an author selected by the book’s editors.
Many of the names are well known in the field of Computer Security.
The editors have broken the book into six major parts. I do not follow their
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logic forbeginning the book at Chapter 10, although I do understand some of
the reasoning for beginning each chapter on a base 10 number, e.g. part one
starts at Chapter 10, part two at Chapter 20 and so on. My “understanding” is
based on the assumption that an update will allow for easy insertion of new
material.
Part one deals with basic techniques and includes topics such as pass
words, biometric verification techniques, electromagnetic radiation,
cryptographic key management, and copy protection.
I was surprised that the editors remembered formal methods. Typically,
this topic is rather ignored or “glossed” over in a general work on Computer
Security. Hence it was rather pleasing to see the editors tackle this topic in part
two. I make no comment on whether it is appropriate to list it along with risk
analysis, contingency planning and physical security. Part three deals with
Standards, Legislation, and Human Involvement. The contents include topics
such as the investigation of Computer Fraud, Hacking, Insurance, and
Personnel Security. The latter topic is often underrated in the development of
a security policy for an installation.
Part four is concerned with personal security on PC’s.
Part five focuses on Financial Systems and Telecommunications. Chap
ters and topics in this part include electronic funds transfer, and another look
at cryptographic key management from a telecommunications perspective.
Part six includes a discussion of that ubiquitous operating system UNIX,
and also introduces a discussion on Trusted Computing. Networks and
distributed systems are also discussed.
I do have some “criticisms” of the book however. In my opinion, the
editors should have been more rigorous in focusing on generics and have
avoided the inclusion of issues which are contemporary only in a short time
frame. As a reference text, it is important to lengthen its life as much as
possible. At an expected price of around $250, it is even more important to
increase its shelf life. By discussing specific legislation in its contemporary
form, the editors encourage faster “ageing” of the book’s contents. On the
other hand, I do understand the editors’ dilemma in that when tackling a
topic in a volatile field, it is well nigh impossible to produce something
which is relevant while ensuring a long shelf life. Another, slightly more
irksome, aspect is that some chapters carry a reference list and others do not.
A reference list is useful for the reader who wishes to obtain more in-depth
knowledge on a topic. I wished that the editors had ensured that all chapters
carried a good sized reference list.
My overall comments are that this book is not suitable as a student text due
to its price, but well suited for the library shelf as a reference and for use as
an “all in one” introductory reference for a Computer Security course. The
book is a very good attempt to chronicle a volatile field.
Mark Anderson
Defence Science and Technology Organisation
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‘News Briefs’ is a regularfeature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.
UNI OF QLD SETTING INTERNATIONAL
DISTRIBUTED SYSTEMS STANDARD
Research staff at the University of Queensland’s
Centre of Expertise in Distributed Information
Systems are working with the International Stand
ards Organisation to develop an international
standard for distributed systems.
The Centre’s laboratory leader, Kerry
Raymond, is the Standards Australia representa
tive on the International Standards distributed
systems committee, which comprises more than
40 representatives from a range of OEC countries.
Dr Raymond said the purpose of the interna
tional standard is to define a basic reference
model that will enable open distributed systems
across the globe and throughout a range of
organisations to work together.
“As open distributed systems have become
more commercially available the problems as
sociated with their design and use have become
more critical. Currently there is no methodology
to guide designers in developing distributed
systems”, she said.
The philosophy behind development of the
standard is the growing demand for interaction
between heterogeneous open distributed sys
tems. Traditionally distributed systems tended
to be designed as one-off systems, resulting in
incompatibility of design when companies
merged or wanted to work together.
The international standard is being prepared
as a model to provide a coordinating framework,
by establishing an architecture philosophy, which
supports distribution, interworking, inter
operability and portability.
“The Centre is working to promote Austral
ian interests, as well as working towards an
international consensus that will see the stand
ard reach Draft International Standard status in
1994”, Dr Raymond said.
“Our researchers are investigating areas that
are important to Australia, including type man
agement, trade and architecture design philoso
phy”, she said.
Development of the basis Reference Model
of Open Distributed processing is a joint effort
of the international standards bodies ISO and
ITU-T. Dr Raymond’s research and work with
the international standards committee is funded
by Telecom Australia through the Centre of
Expertise in Distributed Information Systems.
COMPUTER PACKAGE TO SAVE STATE
RAIL $40M
State Rail New South Wales Chief Execu
tive, John Brew has announced the awarding of
a $10m Information Systems contract which
will save $40m over the next five years.
Mr Brew said Mincom Pty Ltd was selected to
provide its integrated software package — MIMS
(Mincom’s Information Management System).
“State Rail is delighted that an Australian
firm has won the contract”, Mr Brew said.
He said the package will assist State Rail in

streamlining its activities in the following areas:
Finance, Supply, Personnel, Payroll, Capital
Works, Maintenance.
“For the first time all the information from
these areas will be provided to State Rail man
agement in one integrated and consistent proc
ess bringing about greater efficiency and sub
stantial savings”.
“And this modern commercially orientated
computer system will facilitate a complete over
haul of State Rail’s administrative practices and
procedures”.
Mr Brew said Mincom will begin installing
the package next month on its Unisys 2200
computer with implementation largely completed
over the next three years.
“While the implementation program will take
some time and cost around $50m, the benefits
over the same period will be in order of $90m”,
Mr Brew concluded.
BILL GATES MEETS WITH THE PRIME
MINISTER
Chairman and CEO of Microsoft Corporation,
Mr Bill Gates, and Director, Asia Pacific Region
ofMicrosoft, Mr Daniel Petre, met with the Prime
Minister for more than an hour in Canberra.
The Minister for Communications and Arts,
and Minister for Tourism Mr Michael Lee also
attended the meeting.
“We appreciate the Prime Minister taking
time from his busy schedule to meet and we
welcome the Prime Minister’s interest in the
new developments in information distribution
and processing that will affect every area and
level of society during the next decade”, Mr
Gates said after the meeting.
Microsoft said Mr Gates and the Prime Minis
ter had a wide ranging discussion on develop
ments and issues in the Information Technology
area including the digital ‘electronic highway’, a
term used to describe the convergence of compu
ter, telecommunications and media, and opportu
nities for Australia in the new ‘information age’.
Mr Gates said there was a key role for gov
ernment in setting the guidelines for how new
technologies should operate and in establishing
a favourable policy environment for develop
ment to take place.
He also said establishment of the ‘electronic
highway’, through which a vast array of infor
mation ranging from home videos to education
and training courses could flow electronically to
homes, would require a large investment by
companies with vision and commitment to make
it happen.
Following his meeting with the Prime Minis
ter and Mr Lee, Mr Gates addressed an audience
of more than 1,000 at a National Press Club
luncheon in Canberra where he spoke on the
‘electronic highway’ and information technol
ogy of the future.
CSIRO TO BUY SIM AND VOYAGER
LIBRARY SYSTEM
Ms Jinette de Gooijer, General Manager CSIRO
Information Services, announced that CSIRO is
to buy the Voyager Library System.
CSIRO’s Voyager will be supplied by Femtree
Computer Corporation, as a replacement for the

Geac system presently installed in CSIRO’s
network of 52 site libraries across Australia.
CSIRO has chosen Voyager for its ability to
meet increasing user demandfor graphical inter
faces, multimedia resources, and flexibility
across different systems.
“Voyager is an exciting development for us”,
said Ms de Gooijer. “It has all the functions of a
traditional library system, but it can also be
integrated with other information management
systems. This achieves huge economies in creat
ing, transferring and manipulating data”.
Voyager is based on the Ingres RDBMS, and
according to Ms de Gooijer, it will see an end to
the periodical need to instal completely new
systems. Upgrades will evolve with the develop
ment of the underlying database software, so
future capital costs will be much smaller.
“The most exciting aspect of our agreement
is the decision to purchase the Structured Infor
mation Manager (SIM)”, said Ms de Gooijer.
“We have for a long time wanted a structured
text retrieval system which can retrieve and
display documents in one simple process. SIM
has application beyond library documents and
can be used for managing the whole range of
documents created by the Organisation, as well
as facilitating the delivery of CSIRO’s research
publications to our customers”.
The changeover to the Voyager system in
1994 is expected to take six weeks, while SIM
will be phased in over a longer period.
SIM is the product of ajoint venture between
CITRI and Femtree Computer Corporation, is
designed to handle multi-gigabyte collections of
data in text, image and other formats, and repre
sents the world’s first commercially available
database offering native support for SGML
(Standard Generalised Markup Language). It
has a client-server architecture, is standards
based, and offers interfaces from ASCII through
to X-Windows.
Michael Staindl, Ferntree’s Project Manager,
says: “This agreement represents a quintessen
tial synergy for Australia; we have world lead
ing database research from the Collaborative
Information Technology Research Institute, be
ing supported and commercialised by Ferntree,
one of Australia’s leading IT companies, and
taken up by CSIRO, the largest publicly funded
research organisation in the world. The feed
back from such a major first customer as CSIRO
will be invaluable in the planned ongoing devel
opment of SIM”.
AUSTRALIAN DESIGNMARK
PRESENTED BY JOHN BUTTON
The Honourable John Button, Commonwealth
Government Special Trade Representative, re
cently presented Melbourne company Compu
ter Vision International with an Australian
DesignMark at a special function to mark the
occasion.
Computer Vision International (CVI) gained
the prestigious DesignMark for its creatively
designed, state-of-the-art ‘Rainbow’ series per
sonal multimedia computer. According to Nick
Sikiotis, Managing Director of CVI, the Rain
bow is the first fully integrated colour co
ordinated multimedia computer, with its inno-
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vative design leading the international personal
computer market.
“The Rainbow series combines contempo
rary microslim styling and improved functional
ity with advanced features required for today’s
new high performance, fully integrated PCs”,
said Mr Sikiotis.
Even though every Rainbow PC is highly
integrated andsmallenoughtofitintoa carry bag,
its technologically innovative modular design
offers advanced media management, built-in
stereo speakers and an amplifier with superb hi-fi
sound, and unique future upgrade flexibility.
“CVI has developed the Rainbow series of
PCs with the future and export in mind. The
importance of design from the beginning of the
project cannot be underestimated, and the
DesignMark presented by John Button is inde
pendent evidence that the Rainbow series is the
leader in multimedia PCs”.
Keith Jordan, General Manager of the Aus
tralian Design Award program which operates
the DesignMark scheme, agreed that the success
of the Rainbow series was due to the attention
paid to design in all stages of its development.
“CVI’s Rainbow PCs are leaders in the niche
market of multimedia applications, and are well
above their competitors in overall performance
and value for money”.
“The PCs’ flexibility, compact size, bold use
of colour and low energy use set them apart in the
marketplace”, said Mr Jordan.
SYDNEY STUDIO WINS THREE
INTERNATIONAL DESIGN AWARDS
Rick Holland, Principal of Ricreation Studio
and his design team based in Crows Nest, Syd
ney, won three International Design Network
awards, presented on 30 November 1993 at an
awards presentation in Hong Kong.
The TEC Award, for best use of technology
in visualisation was a fitting reward to Ricreation
Studio for its pains in mastering the technologi
cal approach. The project that won it was a series
of corporate magazine ads commissioned by
photographic equipment company Kayell, in a
bid to communicate its position in the high-end
computer digital imaging market — a progres
sion which has been a natural flow-on from its
traditional photographic sphere.
The ad campaign was a success all round;
Kayell were delighted with the results, and
Ricreation’s designs won both of them interna
tional recognition.
The other two awards were less technocentric.
The Corporate Gold Award was for overall crea
tive design, and the Scitex Award was for creative
use of colour. Ricreation Studio landed both for
the design of the “Balarinji Fashion Catalogue”.
This 32 page glossy brochure is being used by
client, Ozart, to launch a new clothing label into
the lucrative European market.
“Ozart wanted an artistic, atmospheric cata
logue. So we decided to create layers of rich,
earthy Australian colours and use desert back
drops to highlight the Aboriginal design themes”.
“We briefed the photographer, Graham Monro,
on the kind oflandscapes and textures we wanted,
and after a five day photographic shoot in the

Northern Territory he had hundreds of shots,
from which 200 trannies were shortlisted. We
culled 80 of these, scanned them into our com
puters using a digital process and overlaid them
in groups across double page spreads — each
spread with its own story theme. 35mm images
were scanned using a Nikon LS351 OAF scanner
hooked up to a Macintosh Quadra 700 with a
Radius PhotoBooster card installed. Each took
about 10 minutes to scan and file sizes were
around the 35MB mark. Images were colour
corrected in Photoshop, converted to CMYK
and run over with an unsharp mask filter. They
were then backed up onto tape before the layout
process began.
Each spread was designed in QuarkXPress
using either a Mac Ilfx or Mac II with a Radius
Rocket card. Each spread was transferred to DAT
and sent to Imatec for processing to film on their
Select Set 7000 as A3 spreads, ready for printing.
Back home in Australia, Ricreation Studio
received further honours for the Balarinji cata
logue when it was unanimously voted for inclu
sion in the coveted Design Down Under — an
annual publication of Australia’s best designs.
“We’re thrilled the catalogue has done so
well”, Holland says. “It’s a reward for our com
mitment to stay with leading edge technology,
and a reminder that by doing so, we have more
creative options and therefore more to offer our
clients. These awards help to highlight the fact
that “desktop publishing” is now a very serious
creative medium. It may have begun as a lowend technology, but it has now definitely evolved
into high-end technology, and has now proven
itself by producing award winning results that
are far superior to traditional methods.
NEW INFORMATION TECHNOLOGY
STANDARDS
Standards Australia has recently published the
following standards and drafts which will be of
interest to the information technology industry.
AS/NZS 2572 Information technology —
Telecommunications and information ex
change between systems — High-level data
link control procedures — Frame structure,
specifies the frame structure for data communi
cation systems using bit-oriented high-level data
link control procedures. The relative positions
of the various components of the basic frame and
the bit combination for the frame delimiting
sequence (flag) are defined. Also defined are the
mechanisms used to achieve bit pattern inde
pendence (transparency) within the frame. This
standard is identical with, and has been repro
duced from, ISO/IEC 3309:1991. It supersedes
AS 2572—1985.
AS/NZS 3612 Information technology —
Data communication — 37-pole DTE/DCE
interface connector and contact number as
signments, specifies the 37-pole connector and
the assignment of contact numbers at the inter
face between data terminal equipment and data
circuit-terminating equipment where CCITT
Recommendations V.24, V.10, and V.ll are
applicable. This standard is identical with, and
has been reproduced from, ISO 4902:1989. It
supersedes AS 3612 — 1989.
AS/NZS 3621 Information technology —
Data communications — X.25 packet layer

protocol for data terminal equipment, speci
fies the procedures, formats and facilities at the
packet layer for data terminal equipment (DTE)
operating in conformance with CCITT Recom
mendation X.25 (1988). Virtual call and perma
nent virtual circuit modes of operation are cov
ered, as are the additional packet layer proce
dures necessary for two DTEs to communicate
directly over a dedicated path, a switched-circuit
connection or a local area network. This standard
contains the necessary provisions for compat
ibility with 1984 and 1990 versions of X.25. This
standard is identical with, and has been repro
duced from ISO/IEC 8208:1990; Technical
Corrigendum 1:1992; Amendment 1:1990, Al
ternative Logical Channel Identifier assignment;
Amendment 3:1991, Conformance requirements;
and Technical Corrigendum 1:1993 of Amend
ment 3:1991. It supersedes AS 3621 —1989.
AS/NZS 3646 Information processing sys
tems — Open Systems Interconnection —
File transfer, access and management Part 5:
Protocol implementation conformance state
ment proforma, defines a protocol implementa
tion conformance statement (PICS) proforma
for the detailed expression of the conformance
requirements of AS 3646 (ISO 8571). This stand
ard is identical with, and has been reproduced
from, ISO/IEC 8571-5:1990.
AS/NZS 3651 Information processing sys
tems — Telecommunications and informa
tion exchange between systems—End system
to intermediate system routing exchange pro
tocol for use in conjunction with the protocol
for providing the connectionless-mode net
work service, specifies a protocol which is used
by network layer entities operating in end sys
tems and intermediate systems to maintain rout
ing information. This standard is identical with,
and has been reproduced from, ISO 9542:1988.
AS/NZS 3682 Information processing sys
tems —Data communications—Protocol for
providing the connectionless-mode network
service, specifies a protocol which is used to
provide the connectionless-mode network serv
ice as described in AS 2994. This protocol con
tains procedures for the connectionless trans
mission of data and control information from one
network entity, encoding of the protocol data
units and the procedures for the correct interpre
tation ofprotocol control information. This stand
ard is identical with, and has been reproduced
from, ISO 8473:1988; Addendum 3:1989; and
Technical Corrigendum 1 :1992.
Comment is sought on the following draft.
DR 94013 Text telecommunications—User
interface requirements — For deaf people
and people with hearing and speech disabili
ties, proposes requirements for the design of the
user interface for textphones for communicating
with deaf people and people with hearing and
speech disabilities. Specific comment is sought
on receive sensitivity and associated test proce
dures. Proposed as a joint Australian/New Zea
land standard. This draft is available on disc in
WordPerfect and ASCII format. Comment closes
30 April 1994.
These standards and drafts may be purchased
from any office of Standards Australia, or by
contacting the National Sales Centre, phone (02)
746 4600, fax (02) 746 3333.

