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To support concurrent programming the MONADS-PC
instruction set and operating system kernel provide facili
ties for process creation, synchronisation and scheduling.
These facilities are assimilated with the LEIBNIZ program
ming environment, appearing as module class definitions.
They form a small and efficient set ofprimitives which,
when utilised by the modular features of the LEIBNIZ
programming language, allow software modules to be
constructed to support concurrent programming in a
variety of styles. Modules supporting some of the more
common styles are described. In addition, the MONADS-PC
System’s persistent, capability-based programming envi
ronment provides some new and very useful possibilities for
concurrent programming.
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1 INTRODUCTION
The MONADS-PC System [Rosenberg and Abramson, 1985]
is a machine designed to support software engineering and
data security through a large virtual memory [Keedy, 1980;
Abramson, 1981; Rosenberg and Keedy, 1981] and a capabil
ity based security system [Fabry, 1974]. The programmer’s
view, via the very high-level language LEIBNIZ [Evered,
1985], is of an object-based, persistent programming environ
ment.
LEIBNIZ is an object-based language with constructs for
information hiding modules [Keedy and Evered, 1986], All
modules have an associated class definition (not unlike the
ADA package specification) and a separate implementation
(analogous to the ADA package body). The element module
type is used to define abstract data types. Pascal-like pointer
semantics are used to create instances of modules, usually by
a new operation, which may provide initialising statements.
LEIBNIZ procedures (procs) may have pre and post code
sections which are executed on entry and exit respectively.
LEIBNIZ enquiries (enqs) are like functions. Procedures and
enquiries which are visible outside the module are declared
following the interface statement. Interface procedures or
enquiries of a particular instance of a module are referred to
using a dot notation.
Although much work has been undertaken on the relative
merits of concurrent process synchronisation mechanisms
[Bloom, 1979; Andrews and Schneider, 1983; Williamson
and Horowitz, 1984] and concurrent programming languages
[Stotts, 1982; Wegner and Smolka, 1983; Fidge and Pascoe,
1983; Gehani and Roome, 1988] there remains no clear
consensus on superior paradigms. We do not attempt to argue
the superiority of any one paradigm. Indeed it is likely that the
best choice of paradigm depends on variables such as the
programmer’s previous experiences and the application at
hand. The LEIBNIZ programming language has no special
ised features for concurrent programming. Our approach is to
provide powerful primitive mechanisms at the architectural
and operating system level, which may be used to develop a
library of LEIBNIZ modules whose purpose is to simulate
concurrent programming in a variety of styles.
In this paper we describe the synchronisation primitives
provided by the MONADS-PC System and illustrate how they
may be used with LEIBNIZ to form abstract data types
representing different types of concurrency mechanisms. Fi
nally, we discuss the novel contributions that the MONADSPC System’s persistent, capability-based programming envi
ronment make to concurrent programming.

2 SYNCHRONISATION PRIMITIVES
The collection of basic mechanisms provided by the MON
ADS-PC system are enhancements of those employed in the
ICL 2900 series [Keedy, 1977]. They are essentially sema
phore primitives [Keedy and Freisleben, 1985] from which
conventional semaphores [Dijkstra, 1968] and other higher
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level mechanisms can be built. The semaphore value is stored
in a counter upon which indivisible microcoded operations
decrement-and-test and test-and-increment may act. The re
sult of these operations may indicate the need to suspend or
reactivate processes. This is provided by suspend and activate
services in the operating system kernel. These services are
commutative in the sense that activations on a queue remain
pending if there are no processes currently queued. A process
attempting to suspend may be immediately reactivated if there
is an activation pending.
Process Queues
There is an architecturally protected memory segment type for
queuing processes, shown in Figure 1.
class queue jeg is element
proc new
proc suspend ( out message : int j
proc activate (in message, number: int)
enq queuejize: int
end queuejeg
Figure 1. The queue_seg Class

An integer message can be passed via the activate proce
dure to the process which was suspended, a feature which
becomes useful when developing higher-level mechanisms.
The activate procedure can activate more than one process
from the queue. Queue size indicates the number of currently
suspended processes or, if negative, the number of pending
activations. Queuejegs and operations on them are provided
as operating system services.
Indivisible Counters
These classes define indivisible operations on counter vari
ables. They are implemented as microcoded instructions on
the MONADS-PC system, which is a single processor ma
chine. Figure 2 shows a simple counter.
class intsem is element
proc new (in initialjalue : int)
proc tine ( out originaljalue : int)
proc dect ( out resultantjalue : int)
proc trydec ( out resultantjvalue : int)
enq read: int
end intsem
Figure 2. The intsem Class

The tine procedure increments the counter value, returning
its original value. The dect procedure decrements it, returning
the resultant value. Trydec decrements the counter only if its
resultant value would be non-negative, in either case returning
one less than the original value. Read returns the current value
of the counter. Instances of queue_seg and intsem classes can
be used to build semaphores as shown in section 3.
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Figure 3 shows a more elaborate counter.
class schedsem is element
proc new (in initialjalue : int)
proc tine ( out originaljvalue : int)
proc dect ( out resultantjvalue, count: int)
proc trydec (out resultantjvalue : int)
enq read: int
end schedsem
Figure 3. The schedsem Class

This class is similar to intsem except that dect also returns
a count of the number of times a dect invocation resulted in a
negative value of the counter. This count can subsequently be
used for scheduling schemes based on release numbers. The
await operation on an eventcount [Reed and Kanodia, 1979]
has this requirement. In general, schedsem can be used to build
mechanisms which exhibit fair scheduling [Keedy and
Freisleben, 1985],
Figure 4 shows the third type of counter.
class setsem is element
proc new ( in initial_set: set of int)
proc tine ( in resource : int
out originaljvalue : int)
proc dect ( out resource,
resultantjvalue : int)
proc trydec ( out resource,
resultantjvalue: int)
enq read ( out currentjvalue : int
currentjet: set of int)
end schedsem
Figure 4. The setsem Class

This class is provided for implementation of resource set
semaphores [Keedy, Rosenberg and Ramamohanarao, 1979].
A count of available equivalent resources is maintained as
well as an associated set of flags indicating which of the
resources are currently available. The dect and trydec proce
dures additionally return the integer identifier of an available
resource unit. The tine procedure releases a particular re
source unit (adding it to the set of currently available units if
it is not immediately required) as well as incrementing the
availability count. Read returns the number of currently
available resources and the set of unit numbers.
3 LIBRARY MODULES
In this section, some modules are described which were
developed for concurrent programming using higher level
paradigms. The set of such modules forms a library from
which LEIBNIZ programmers may choose.
Semaphores
The class definition and an implementation of semaphores are
shown in Figures 5 and 6.
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class semaphore is element
proc new (initial_value : int)
proc P
proc V
proc tryP (out success : bool)
enq read: int
end semaphore
Figure 5. The semaphore Class

element s is semaphore
uses external intsem, queue_seg
var count: intsem
q : queue_seg
const
NULL_MESSA GE: int [queue_seg messages not used]
interface
proc new ( in initialjvalue : int)
body
count.new (initial_value )
q.new
NULL_MESSAGE := O
end new
proc P
var result, unused_message : int
body
count.dect (result)
if result < O then
q. suspend ( unusedjnessage)
endif
end P
proc V
var original: int
body
count, tine (original)
if original < O then
q.activate ( NULL_MESSAGE, 1)
endif
end V
proc tryP ( out success : bool)
var result: int
body
count.trydec (result)
if result < O then
success :=false
else
success := true
endif
end tryP
enq read: int
body
return count, read
end read
end s
Figure 6. An Implementation of the ‘semaphore’ Class

Monitors
The monitor construct appears in several languages, such as
Pascal-Plus [Welsh, 1979] and Turing-Plus [Holt and Cordy,
1988]. An implementation of Hoare monitors using semaphores
has been described by Hoare [Hoare, 1974] and others [Peterson
and Silberschatz, 1985]. It requires a semaphore used for
mutual exclusion on the monitor’s interface procedures, a
semaphore used to suspend signalling processes if they reac
tivate a process waiting on one of the monitor’s conditions,
and a count of the signalling processes thus suspended. These
are all encapsulated in the module specified in Figure 7.
class monitor security is element
proc new
proc entry
proc exit
proc indicate_suspended_signaller
proc suspend_signaller
end monitor_security
Figure 7. The monitor_security Class

A monitor condition variable is an instance of the module
described in Figure 8.
class condition is element
proc new
proc wait (inout m : monitor^security )
proc signal (inout m : monitor^security )
end condition
Figure 8. The ‘condition’ Class

Using the library modules developed for the purpose,
monitor style programming can be accomplished in LEIBNIZ
in a form quite similar to that originally proposed by Hoare, as
Figure 9 illustrates.
element x is single jresource monitor
uses external element process
external element monitor_security
external element condition
var busy: bool
m: monitor security
nonbusy: condition
interface
proc new
body
m.new
nonbusy.new
busy :=false
end new
proc acquire
pre m. entry end
post m.exit end
begin
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if busy then
nonbusy, wait ( m )
busy := true
end acquire
proc release
pre m. entry end
post m.exit end
begin
busy :=false
non_busy.signal ( m )
end release
end x
Figure 9. Monitor Programming in LEIBNIZ
Message Passing
A generic bounded buffer is the most basic message passing
facility. A definition is shown in Figure 10. The user can
specify the message type and also the buffer size. Operation is
asynchronous in that a sender (message producer) is only
caused to wait if the buffer is full. A reader (message con
sumer) waits only when the buffer is empty.
class boundedjzuffer of itemtype is element
proc new ( in size : int)
proc put (in item : itemtype )
proc get ( out item : itemtype )
enq available : int
end bounded^buffer
Figure 10. The bounded_buffer Class
Synchronous message passing requires a rendezvous be
tween sender and receiver. The simplest such facility is shown
in Figure 11.
class synchronousjnessage of messagetype is element
proc write (in message : messagetype )
proc read ( out message : messagetype )
end synchronousjnessage
Figure 11. The synchronous_message Class
Both bounded_bujfer and synchronousjnessage classes
have straightforward implementations using semaphores and
therefore are achieved using instances of intsem and queue_seg.
Remote procedure calls are an extended form of rendez
vous, allowing a two-way exchange of messages. This model
is used by languages such as ADA [DoD, 1983] and Concur
rent C [Gehani and Roome, 1986]. This model may be
simulated by the class shown in Figure 12.
class remote procedure of information is element
proc call (inout parameters : information )
proc accept (inout parameters : information )
proc endaccept ( out parameters : information )
end remote_procedure
Figure 12. The remote_procedure Class
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The generic variable information is a tuple (like a Pascal
record) with fields for both input and output parameters. The
call procedure is used by the calling process. The called
process surrounds the body of the remote procedure with
invocations of the accept and endaccept procedures. The
implementation of remoteprocedure uses two instances of
synchronousjnessage.
4 EXPLICIT PROCESS SCHEDULING
A process can have one of three possible states. Figure 13
shows the LEIBNIZ representation of a process.
enum process_state
values active, suspended, terminated
end processjtate
class process is element
interface
proc new (in initial__priority : int;)
proc terminatejne ( in obitjnessage : int)
proc abort
proc suspendjneJor (in time : int)
proc suspendjne ( out message : int)
proc activate (in message : int)
proc suspend_proc
proc activatejproc
proc set_priority (in new_priority : int)
proc await ( out obitjnessage : int)
enq state : processjtate
enq priority: int
enq isjne : bool
end process
Figure 13. The process Class

Process creation in LEIBNIZ is as follows. An instance of
a process can be declared as
p: process
and the process created dynamically by
p.new (initial_priority )
This causes the kernel to establish the appropriate repre
sentation for the new process and is similar to the UNIX
[Ritchie and Thompson, 1974] operating system’s fork sys
tem call in that the newly created process will begin execution
at the next instruction. On the MONADS-PC processes are
represented (in part) by cactus stacks after the style of the
Burroughs 6700 [Organick, 1973]. The lexical level contain
ing the dynamic process creation is shared as well as all levels
below it and the code segment. Separate stacks begin above
this level. The enquiry isjne differentiates between child and
parent processes.
The procedures and enquiries are in fact operating system
services and supply the means of explicit process scheduling.
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Any application that has specific process scheduling require
ments must explicitly queue, suspend and activate processes
by direct reference to process variables. Examples of such
applications are monitor priority conditions, which require
priority scheduling and eventcounts, which require a form of
fair scheduling.

■

by other concurrent programming environments. The support
forpersistent objects allows synchronisation and communica
tion objects to remain on the system independent of the
lifetime of processes which use them. Again, this facility is
unmatched by other systems.
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Imagine that people have powerful, flexible workstations
which can adapt to their work habits, and that they use an
open distributed computing environment for information
and computing resources. I argue that the user should have
a uniform and seamless view of the computing environ
ment. In addition, the user has a large investment in
wordprocessors, spreadsheets and other personal produc
tivity tools. It becomes natural then to argue that the
network applications should interact with the user employ
ing the user’s personal productivity tools. We need to
develop an abstract view of the capabilities of a User
Interface Management System (UIMS), which is at a much
higher level than graphics interface standards like XI1,
and also standards for the communication of documenta
tion from an application to a UIMS. There must be stand
ards for sharing models of data structures and definitions
of the semantics of their various components. This paper
sketches some requirements for the solution of these
problems, based partly on data base technology and the
design ofpersistent programming languages and access
procedures for persistent object stores.
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1 INTRODUCTION
A person interacts with a computing environment via a
workstation. Computing environments are becoming more
and more heterogeneous, with services provided by many
organisations on a variety of platforms. Workstations are
becoming increasingly powerful computing engines, and are
becoming increasingly better adapted to communication with
people.
The trend towards technically more capable workstations
means that it is possible to build much more sophisticated user
interfaces. As a consequence, the cost of developing a first
class application is dominated almost completely by the cost
of developing the interface. The trend towards provision of
services on open networks makes this situation worse. Be
cause the developer wants the service to have the widest
possible market, the application may be exposed to a variety
of capable workstations, so the developer must replicate many
times the investment in user interface software.
Most users have experience with the usual personal pro
ductivity software tools (wordprocessors, spreadsheets, graph
ics packages, etc). These tools are typically used by people
whose primary goal is not interaction with the computer, but
who use the computer as a tool in performing their primary
role. Compare a data-entry clerk, whose job it is to enter data
into the computer, with a writer, who uses a word processor to
write a book. For the former, differences in convenience of the
interface mean that more or less data will be entered, with
more or fewer errors. In addition, if the clerk’s employer
changes systems, the clerk will willingly undergo training. In
the case of the writer, if the interface is not convenient, the
system will not be used at all. Further, the writer sees training
in the use of the computer as a distraction from his/her main
work. For these people, the skills gained in the use of their
productivity tools are of great value, and there is strong
resistance to change which does not give immediate large
benefits.
The fact that by far the largest market for network-based
services is people of the second kind increases the developer’s
burden further, since the users demand the same kind of
convenience and flexibility from the network-provided serv
ices as they are accustomed to from their personal productiv
ity tools. Furthermore, the human makes use of a variety of
services. Even if each of the services is provided with a highquality interface, they will be all different and the human must
learn to operate each one. Even worse, several services might
share a similar function, such as editing text. It can be
frustrating to use several different text editors, all to do things
which the user’s favourite word processor does more conven
iently. In addition, the human may wish to integrate the
product of several services into a single application using a
variety of personal productivity tools.
The problem can only get worse in the future, since as the
networks get wider, they permit access to the service by
people from a wide variety of languages and cultures; and
since additional technology such as voice interaction with
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continuous speech will multiply further the variety of
workstations which must be served, as well as the quality
demanded.
This paper argues that the application must not attempt to
directly control the display and input interaction with the user.
A workstation needs the capability to present a uniform
interface to its user, adapted to that person’s special needs.
The workstation must be controlled by a user interface man
agement system (UIMS), which includes the suite of personal
productivity software required by the human. The application
must view the interface as something like a database manager,
presenting it with data and constraints but leaving the visuali
sation and detailed interaction to the UIMS as instructed by
the user. This requires development of a series of difficult
abstractions of the services required by an application of the
interface, and the refinement of these abstractions into stand
ards, which would become part of the OSI Open Distributed
Processing (ODP) standard. (The CCITT has a comparable
standards process called Distributed Application Framework,
or DAF).
In the remainder of the paper, we first describe some
precursor applications, then in more detail the workstation
and its software. Following is a discussion of some of the
abstractions required. A conclusion section completes the
paper.
2 THE APPLICATION
We have a partial view of the intelligent workstation, because
it is the outgrowth of the personal computer with which we are
familiar. The interaction between the application and its user
interface is much less visible.
There are a number of examples of applications which are
distributed between a mainframe and a personal workstation.
For example, in the securities industry, there are database
systems such as Pont Advantage developed by Pont Data in
Sydney, Australia, which permit a securities analyst or trader
to examine the price history of a particular stock in relation to
other stocks in its industry, or a particular industry in relation
to other industries or the market as a whole. The database is
held on a mainframe. The user transmits a request to the
database, which loads the selected data sets into a spreadsheet
on a PC. The user can then view the data in many ways, using
the spreadsheet and associated graphics package, independ
ently of the mainframe.
This example, albeit technically sophisticated, is only
partially an example of the solution of the technical problems
described in this paper, since although it is distributed, it is not
in an open environment. The PC and its software are provided
by the supplier, so that the hardware and software environ
ment are under the control of a single organisation. This has
allowed a very specific solution to be developed. Although
these systems tend to be developed in an ad hoc way, careful
study of such specific solutions will be essential to the correct
formulation of the abstractions required for the development
of open standards.
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A more open environment is provided by videotex sys
tems, which have been installed in a number of countries
starting with the UK, and which have been commercially
successful in some cases, particularly in France and in Aus
tralia. One can consider videotex as a precursor of the ODP
environment. Although originally developed mainly as a
passive database with quite limited update facilities, running
on a mainframe with extremely limited capability terminals,
it can be used to deliver a more active service.
The author was associated with a project centred on the
Australian CSIRO (the major Australian research and devel
opment organisation). Called SIRAGCROP, the project aimed
to provide broadacre irrigation farmers in a major irrigated
farming region with agronomic advice. The applications were
a number of expert systems running on a DEC VAX/VMS
environment, which communicated with the Australian
Telecom’s Viatel videotex service through gateway software
running on the VAX. (The project, although technically
successful, was ultimately abandoned due to disagreement
among the several agronomic advisory and research organisa
tions involved in it). This example has the service provider and
the interface provider separate organisations communicating
with defined standards.
Another application, also developed by CSIRO, is a deci
sion support system called SIRATAC which advises cotton
growers on pesticide use. It runs on a DEC VAX/VMS cluster,
communicating with the farmer/users via telephone lines. The
application was first put into commercial use in 1981 and by
1986 was used in the management of about 25% of the
Australian cotton crop (Hearn, et al, 1986). Many of the
farmers use personal computers as workstations, but only as
emulators of terminals such as the DEC VT-100.
In 1986, CSIRO decided to re-engineer the system, in a
major effort involving upwards of 10 man-years. The new
system, called SIRATAC PLUS (Colomb, et al, 1988) was
first built as a VMS application using tools like VMS/RALLY
on the same platform as the original SIRATAC. As the system
neared field trials, the users, most of whom by this time were
using personal computers of one sort or another, felt that the
dumb terminal interface was insufficient for a project de
scribed as “taking the service into a new decade.” CSIRO
decided to adapt the system so that growers with either
Macintosh™ or IBM-compatible workstations with a certain
minimum capacity would have the data entry and reporting
modules on their workstations, leaving the database and
processing functions on the VAX.
The Macintosh™ portion of this system was built, but as it
reached the system test stage, the project was abandoned,
partly due to technical problems and partly due to the collapse
of the commercial organisation which retailed SIRATAC to
the farming community. The technical problems, related in
Irrgang et al (1990), manifested themselves largely in instabil
ity of the system and slowness of response. They were mainly
due to lack of ODP standards and to the consequent lack of
system software implementing those standards. The experi
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ence, however, has clarified some of the concepts required for
these standards.
Finally, in the late 1980’s it began to be realised by some
in the scientific management of CSIRO that there were a large
number of decision support systems for agriculture being
developed, by various CSIRO Divisions (which are quite
autonomous), by the state Departments of Agriculture and by
the large agri-industrial firms. One could imagine that a
particular farmer might profitably consult perhaps ten differ
ent such systems. If they all had their own preferred platforms
and their own independent user interfaces, it was felt that the
resulting confusion would limit the uptake of the technology.
It was proposed that a group be set up in CSIRO to develop
standards for user interface and for the semantics of the data
models, and to develop or acquire tools which would simulta
neously implement those standards and reduce the cost to the
research organisations of developing product. (Since the
various organisations are more or less autonomous, it was felt
that unless there were a cost reduction incentive, there would
be little acceptance of the standards).
This proposal was called AUSFARM, and ultimately failed
to gain sufficient support to be implemented. However, as
with SIRAGCROP and SIRATAC PLUS, the experience
gained has resulted in significant insight into the open distrib
uted computing problem, and is the basis for the ideas in the
remainder of this paper. One of the most important lessons is
that development of heterogeneous distributed environment
requires a great deal of co-operation among autonomous
organisations. If there were ODP standards and products, it
would be much easier to bring up a co-operative computing
environment piecemeal, therefore significantly reducing the
co-operation required at the earlier stages when the vision
lacks concrete detail and the payoff is distant.
3 THE INTELLIGENT WORKSTATION
The key architectural concept in this paper is the separation of
the service applications on the network from the user interface
running on the user’s workstation. Workstations may be
classified along two main dimensions: computing power and
interface technology. There is a wide variety of interface
technologies, including most commonly
— keyboard,
— character-oriented visual display unit, with limited graphics,
— bit-raster monitors in monochrome or colour, with a screen
size ranging from 200cm to 500cm and a large range of
pixel sizes,
— mouse-pointing devices with from 1 to 4 buttons,
— printers of many different types;
sometimes
— plotters,
— touch screens,
— braille,
— hand-printed characters,
— single-word voice commands;
and in the future

— glove-style manipulators,
— continuous speech input and output,
— holographic three-dimensional displays.
Each of these technologies places different constraints on
the interaction with the user, which a high quality interface
must take into account.
Besides the different technologies, there is a wide range of
differences among the humans using them, including
— language,
— cultural norms,
— personal preferences,
— organisational demands,
— sensory and motor handicaps, ranging from mild, such as
colour-blindness or far-sightedness, to severe, such as
blindness or paralysis.
The workstation has a number of standard data sets, includ
ing at present
— spelling dictionary,
— thesaurus,
and in the future
— dictionary of definitions, such as the NEXT has at present,
— dictionary of pronunciations,
— concept map, which stores the important terms in a domain
together with their structural relationships. Concept maps
are an outgrowth from the hierarchical thesaurus com
monly used in information retrieval applications (Salton
1989), and are typically implemented as conceptual graphs
(Sowa 1984). Concept maps would be necessary for the
computer-based management of the literature in a particu
lar technical subfield, and will become available in the near
future. Some work along these lines is described by Colomb
et al (1991),
— multilingual term banks, which store important terms in a
domain in multiple languages,
— case grammars, which are dictionaries augmented with
semantic content used for natural language understanding
and translation,
— common-sense knowledge bases, such as CYC (Guha and
Lenat 1990).
Finally, the workstation comes equipped with a variety of
personal productivity software, including
— word processor,
— spreadsheet,
— database,
— drawing package,
— computer-aided design package,
— display graphics manager,
— information retrieval database,
— hypertext system;
and in the future will have additional software, such as
— dialogue manager, which controls conversations with the
human,
— deductive database or knowledge base manager, which
allows knowledge to be stored and used,
— text cruncher, which allows the extensive analysis of
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natural language text for the production of indexes,
elicitation of rhetorical structure, and management of con
tent,
— history manager, which remembers the history of the
interaction of the workstation with the user, and is able to
adapt the interface to the needs of the user in a semi
automatic way,
— service navigator, which will assist the user in identifying
providers of required services on the network, and will also
manage the documentation of those services,
— a range of interface managers, from low-level toolkits such
as XI1, through interface builders such as Serpent (Bass,
et al, 1988) and UofA UIMS (Singh & Green, 1991), to
high level software which will manage the entire
workstation and the suite of personal productivity tools in
the interaction with the applications on the network.
The intelligent workstation will appear to the user as a
unified tool for accessing computing services, which will take
over the most interactive aspects of the interface from the
application services. For example, we have noted above that
some people use spreadsheets and their associated graphics
packages to receive and manipulate the result of a statistical
database search. One of the engineering Divisions of CSIRO
used a spreadsheet to collect and check constraints on the
input to a linear programming application. We can expect this
trend in the use of personal productivity tools to accelerate,
since the user gains by being able to do similar things in the
same way, thereby conserving his/her skill base; and the
developer gains a very sophisticated way to deliver a service
at a low cost.
In particular, one would expect that the knowledge base
manager would be a vehicle for access to the documentation
of an application. It is becoming common to develop applica
tions using Computer-Aided Software Engineering (CASE)
tools, so that their specifications and design are available in a
more-or-less formal system held in computer-readable form.
It is common for this documentation to be held as a relational
database. The database is called a data dictionary, and more
recently a repository. This technology can be used to describe
not only the data structures of an information system but also
much of the computation provided by information systems
(Debenham, 1989; Lindley, 1990).
In addition to the documentation for the specific applica
tion, the common sense knowledge base, a case grammar for
the user’s natural language and standard concept map of the
general domain would be available on the workstation. One
could also expect a concept map of the specific application
and a hypertext documentation set to be provided by the
application.
The knowledge-base manager would assist the user in
making queries on the application’s documentation, perhaps
using the standard data sets. These standard data sets would
act as deep context for the application-specific documenta
tion. When the user reached the boundary of the information
supplied by the application, the knowledge-base manager
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would turn to the standard data sets in much the same way as
one might turn to a textbook in linear programming if unable
to understand the documentation for a specific linear pro
gramming package.
In fact, we might find that these standard data sets, together
with multilingual term banks and natural language text gen
erators, would become a sort of pidgin for documentation of
services available to speakers of many languages. The origi
nal documentation would be based in a highly structured form
of particular natural language. The multilingual technical
term banks could map the base concepts from the developer’s
language to the user’s language, while the structure would
come across unchanged. The structured documentation, now
in the user’s language, could be input to a natural language text
generator also in the user’s language and turned into readable
text. The quality would be less than if it were produced by
highly-trained native speakers, but it might be adequate. It
might even be better than much present native-language
documentation. In any case, it would permit very wide access
to a network based service at a reasonable service-specific
capital cost.
4 HOW THE APPLICATION SEES THE
WORKSTATION
The application will see the user through the tools running on
the workstation. The interface will therefore have to be
formulated in terms of the “reverse” side of the workstation,
which is an unfamiliar view. The situation is illustrated in
Figure 1. The application gets commands, parameters and
data from the interface, and presents data to the interface. It
also controls the dialogue between the user and the interface
remotely, by telling the workstation what menus to display,
which options in a menu are currently available, and providing
the specifications and constraints for the spreadsheets, text
documents, graphics displays and other such objects.
Workstation
Tools

DB
SS

DM
WP

Commands
Parameters
Data
Schemas
Constraints
Options

Application Service

Figure 1. An application’s view of the workstation.
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As well, the application has a number of what might be
termed “meta-services.” It must present its documentation,
including explanations and tutorials, through the tools in the
workstation. In addition, it needs to advertise its services in a
standard network application such as X500 or the ODP
Trader, which functions like the telephone Yellow Pages,
assisting potential users to find the services they require.
There are two aspects to the problem:
— definition of the characteristics of the workstation tools,
— definition of the data structures to be passed back and forth.
This is the problem of description of an object in an objectoriented system: the characteristics of the tools are specifica
tion of the internal data structures and methods, while the data
structures passed back and forth are the messages.
4.1 Methods
The database tool is perhaps the easiest to conceptualise. The
necessary standard exists in large part. SQL data description
(DDL) and manipulation (DML) languages contain most of
the features needed, and could be a model for other tools.
Now consider the spreadsheet tool. The main data structure
is a two-dimensional array of fields, each of which is of a small
number of elementary types (eg numeric, text), but associated
with each is a number of format descriptors (number of
decimals, right/left/centre adjustment, etc). Also associated
with each cell may be a computation rule expressed in a
suitable language. In addition, there are some global param
eters, such as the number of rows and the number of columns.
Finally, there may be some characteristics which we wish to
allow the user to change, and some which must be maintained.
We therefore need a standard type generator, together with
standard format, computation and constraint languages. These
would reflect the data structures used in recovery of a stored
spreadsheet, so that in a sense, they already exist. The differ
ence is that they must be part of the contract the spreadsheet
maintains with the network, so must be formally defined, well
documented, and adhered to by all relevant parties.
A similar standard will be needed for word processors,
graphics packages, databases, and the tools to be developed.
Besides standards for individual tools, we will need stand
ards for their interactions. For example, an output spreadsheet
might have a number of graphics views which are usual. An
accounting package might have several dozen usual reports
and graphics (its competitive edge would likely be these
reports, since the computations performed are standardised).
It will be necessary for the application to be able to specify not
only a data structure to receive the output, but also the
connections between the tool used as a primary repository and
the tools used for secondary services.
Standard specifications for these methods must be unam
biguous and complete. For this reason, it is common to use
formal specification languages, which themselves may be
standard. For example, the syntax of programming languages
are usually specified in Backus-Naur Form, while telecom
munications protocol standards are published in languages

such as SDI (CCITT1984), LOTOS (ISO 1987a) or ESTELLE
(ISO 1986a). Formal specification languages for complex
procedures are being developed, including Z, VDM and
Object-Z (Duke, et al, 1991), and some object-oriented lan
guages such as Eiffel (Meyer, 1988) may have sufficient
formal properties to be candidates for standard specification
languages.
4.2 Messages
Messages require a type constructor language comparable to
that used to define the data structures for the methods. The
problem is comparable to the definition of complex data types
for object-oriented data stores and for the closely related
persistent programming languages. An example of the latter is
Napier (Atkinson & Morrison, 1987; Morrison, et al, 1989),
which is built on the type language described by Cardelli and
Wegner (1985).
Besides these types, composed as complex structures from
simple elementary types, we must consider types such as the
document. A standards process exists for the structure of
documents (Office Document Architecture or ODA, ISO
1987b) and for their appearance (Standard Generalised Markup
Language, or SGML, ISO 1986b). A related type is Hypertext,
for which a standards process exists (eg, Moline, et al, 1990).
It appears that hypertext standards will emerge as develop
ments from ODA and SGML. These types will be important
not only for the transmission of documentation and tutorials,
but also for reports: for example a balance sheet could be
prepared by a general ledger package as a table of numbers
annotated in SGML.
Another important type is the graphic object. There are a
number of drawing, drafting and computer-aided design pro
ductivity tools available which can create and manipulate
these objects. There are also many applications for which it is
convenient to represent aspects of their data structures as
graphics objects. Examples are project planning (the task
network), concept maps (the map is conveniently represented
as a semantic net), and CASE tools (entity-relationship dia
grams, dataflow diagrams). At present, these applications
tend to have their own graphic object manipulation systems.
It would be more convenient to be able to use the drawing or
computer-aided design tools already available on the
workstation.
A difficulty is that the applications frequently have con
straints on the graphic structures which are global in nature,
and which must be dynamically maintained. An example is a
planning network, where the connections between events
must be maintained when the icon for a particular event is
moved on the display, which may require re-drawing a number
of connections. Also, the network may be so constrained that
icons for earlier events must appear to the left of icons for later
events. Drawing packages tend to treat each object as separate,
although computer-aided design packages have a more global
view. We have here an example of a situation where a great
deal of thought must go into the separation of function
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between the productivity tool and the service application.
Other types, such as the production rule and the related
concept map not presently much used in interchange, will also
require standard languages.

4.3 Constraints
It will be necessary in many cases that the data structures
visible to the user or passed between the interface and the
application be subject to constraints of one sort or another,
which will require standard ways of specifying constraints.
Extensions such as triggers have been proposed to SQL (Date,
1983), which may be a good base to work from. More
generally, first order logic, probably with aggregation func
tions (Klug, 1982) is a good candidate for this purpose. It will
be necessary for the constraints to be intimately integrated
with the type constructor languages, since the structure of the
constraints will commonly mirror the structure of complex
data objects.

5 ISSUES
The discussion so far has implicitly assumed that the applica
tion views the interface as something like a database manager.
While in large part this is a valid assumption, there are at least
two major differences between the interface and a database.
First, the database is static. Data stored is assumed to return
unchanged. The whole purpose of the interface may be to get
the user to make changes to the data presented. It may be
necessary for the interface to be able to return to the applica
tion a trace of changes to the data structures shared between
the user and the application, in much the same way as the
transaction logs database systems maintain for system failure
recovery or user tools employ to support undo commands.
Second, the database is passive. It performs only when
asked to do so by the application. In the present situation, the
user is in charge, so that the orderly exchange of commands
and responses may be disturbed by interrupts, requests for
status of processing, and the opening of additional windows.
It will therefore be necessary to have a control language over
and above the language for the transmission of data. This may
be as simple as that the application must be prepared to receive
unscheduled messages and act appropriately on them.
As a consequence partly of the active nature of the interface
and partly of the distributed nature of the system, it will be
necessary for the application and the interface to maintain
synchronisation. In particular, the interface must be kept
informed of the messages the application is prepared to
receive in any state, much as pull-down menus customarily
highlight commands which are relevant in the current situa
tion. This will require synchronisation between finite-state
automata, which is a feature of many layers in the communi
cations standards, and will have aspects pertinent to ODP
systems such as are considered in this work.
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Tying together the application and the workstation will be
a network access manager running on the workstation and a
workstation access manager running as a part of the service.
When the user attempts to connect to a service, it will first be
necessary for the service to establish whether the workstation
has sufficient methods to support the application, and also
whether it can support the languages and protocols available
to the workstation. If there is a history manager on the
workstation, the application might be able to get an indication
of the user’s level of knowledge of the various productivity
tools available. Based on this information, the application can
determine whether the workstation is qualified to access its
service and, if so, set up the appropriate communication
protocols. There might be several levels of service, each
requiring more capability on the part of the workstation
software, or perhaps a higher level of service might require a
high degree of competence on the part of the user in some of
the workstation software. Once the connection is established,
these access managers will mediate the interchange between
the application and the workstation tools.

6 CONCLUSIONS
This paper is based on the thesis that the future pattern of
computing will be services available on wide networks to
users who have powerful workstations with a great deal of
personal productivity software. It has examined some of the
expected capabilities of workstations in the next decade. Its
main focus has been on the problem of constructing applica
tions which communicate with their users indirectly, via the
personal productivity tools, and it has sketched some possible
solutions.
It remains to consider how we get there from here. Both
sides of the system must evolve: the personal productivity
tools to have open “reverse sides,” while the applications must
be developed to use these tools. Since the tools and the
applications are generally constructed by distinct organisa
tions, it is in neither party’s commercial interest to move until
the other has.
One possible way forward is to make use of newly emerg
ing facilities to allow personal productivity tools to send
commands to each other, as well as to interchange data. Such
facilities are available, for example, in the Macintosh™
System 7. In order for these facilities to be useful, it will be
necessary for productivity tool developers to publish their
command and data structure formats. It would be possible to
write a workstation manager which would mediate between
network applications and productivity tools using these facili
ties. The application developer would have to cope with a
number of different formats, but could limit investment by
starting with a very small number of the most common
packages, then gradually expanding. As the practice became
more common, the tool developers might modify their prod
ucts to make the job easier, and the synergistic process might
take off from there.
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1 INTRODUCTION
A circularprogram contains a data structure whose definition is
self-referential or recursive. Such a program cannot be written
in a conventional, strict, imperative programming language but
it can be written in a functional language employing lazy
evaluation [Friedman and Wise, 1976] or call by need.
general schema: let rec ds =f(ds)
— ds is some data structure
eg let rec posints = 1. (map succ posints)
— list of all +ve integers
Note that V is the infix list constructor also known as cons,
rec qualifies recursive definitions and map applies a function to
each element of a list and so produces a new list.
The list posints contains all the positive integers l.(2.(3_))
or [1,2,3,...]. It begins with 1 and continues with the result of
applying the successor function succ to each element of posints
itself. Successor applied to the first element gives the second
element, 2, and so on. It is the definition of the value of the data
structure posints, not just its type (list), being recursive that
makes this a circular program.
Under lazy evaluation, an expression is not evaluated unless
it is needed. In particular, the right hand side of a definition, and
the actual parameter of a function, are not evaluated until they
are needed — if they are needed. When an expression is
evaluated, the value is remembered to avoid recomputation
later. (The conditional, ‘if, is the only non-strict or lazy operator
in many imperative languages.) Lazy evaluation permits recur
sive definitions of data structures and also allows some compu
tations with infinite data structures. All of a potentially infinite
data structure can be defined although only a finite part may be
evaluated. If only a bounded part were defined and evaluated, a
copy would have to be made if it had to be extended, wasting
time and space, because functional languages do not permit sideeffects. Circular programs can, in certain cases, have it both
ways — an expanding data structure with side-effect-free pro
gramming. As a bonus, infinite data structures are sometimes
easier to define because boundary cases are simpler or absent.
Although posints represents an infinite list, a program using
posints does not loop unless an attempt is made to print or
otherwise evaluate all of the list. The program terminates
provided that only finite parts of such structures are manipulated.
It is sometimes necessary to distinguish between the data
structure as seen by the programmer and as implemented by the
language system. If the definition simply incorporates the data
structure directly, as in ones below, then a cyclic structure of
cells and pointers is created in the computer memory.
let rec ones = 1. ones — = [1,1,1,...]
data structure in memory:
one:--------- > 1.---- ^---'/
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This ability to create cyclic structures can be used to form
circular lists, doubly linked lists and threaded trees in a
functional language [Allison, 1989]. The programmer cannot
determine if a cyclic structure has been formed, except indi
rectly by the program’s speed or modest use of space. If the
recursive definition uses some function of the contents of the
data structure, as in posints, no cyclic structure is created at the
implementation level but those parts already computed can be
used to compute new parts. This can be used to implement
queues [Allison, 1989] and various space efficient programs.
Many functional programs compute their final result in
stages, some data structure being operated on, often in small
steps or passes, by functions such as map, filter, reduce, and
so on. Each step produces an intermediate data structure
which is eventually discarded and collected as garbage at
some cost. Bird [Bird, 1988] used circular programs in pro
gram transformations to convert multi-pass algorithms into
single-pass algorithms. He attributed knowledge of circular
programs to Hughes and to Wadler and the technique is so
useful that it has probably been discovered several times.
The objective of the paper is to promote this useful func
tional programming technique. The examples given here
construct lists and trees in new ways. They are used to define
memo-structures and explicit search-trees which remove the
need to repeat tests in certain constraint-satisfaction prob
lems. They have all been run on a small lazy interpreter which
was instrumented to record program behaviour and they
perform as predicted. The notation used is from a hypotheti
cal, “generic” functional language and is explained when
required.
2 CIRCULAR LISTS
The ones and posints examples are amongst the simplest
circular programs. To introduce the technique more fully,
some non-trivial but routine examples on lists are given here.
A popular example computes the Hamming numbers. These
are all numbers of the form 2‘xTx5\ i, j, k>0, ie 1,2, 3,4, 5,
6,8,9,10,12,15,.... In this section various circular programs
are derived from the Hamming numbers program.
The simplest program for the Hamming numbers is the
following:
let rec Hamming = 1. (merge3

(map (X 2) Hamming)
(map (x 3) Hamming)
(map (X 5) Hamming))

This is an example used in many books and papers[Bird,
1988; Henderson, 1976; Turner, 1984]. Hamming is a selfreferential list. It begins with 1 followed by the result of
merging three lists. These are the results of multiplying all
members of Hamming by 2,3 and 5 respectively giving [2,...],
[3,...] and [5,...]. The second Hamming number is thus 2, so the
three lists are [2,4,...], [3,...] and [5,...], which allows the
computation to proceed to the next step. Many duplicate
numbers are produced, for example 6 = 2x3 = 3x2, and all but

one copy must be removed by the merge function. It is well
known that this inefficiency can be removed by ensuring that
the factors in a product are combined in ascending order.
let rec
a = 1. (map (X 2) a)
—[1,2,4,8,...]
b - 1. (merge (tl a) (map (X 3) b) )
— [1,2,3,4,6,8,9,12,...]
and Hamming = 1. (merge (tl b) (map (x 5) Hamming) )
and

Note that hd (head) returns the first element of a list and tl
(tail) returns a list minus its first element. A further operator
null can be used to test if a list is empty.
The list a holds all powers of 2 and is defined in a very
similar way to posints. List b holds all products of 2 and 3. No
duplicates are produced because powers of 2 are multiplied by
powers of 3 and then by powers of 5, in order. Consequently
a simpler version of merge can be used that does not need to
deal with duplicates.
It is a natural exercise to generalise the Hamming problem
to find all products of an arbitrary list of factors. The factors
are assumed to be coprime and in ascending order.
let rec
products []
= [1] II —no factors
products (f.fs)=
— at least one factor/
let recm= 1 . (merge (map (xf) m)
(tl (products fs)))
in m
Note this program uses pattern matching. The function
products accepts a single list parameter. It distinguishes two
cases, patterns or kinds of input parameter: the empty list [ ]
and the general list f.fs consisting of a first factor f and a list
of remaining factors fs. A definition is given for each case.
Multiple cases are separated by II which can be read as
‘otherwise’.
If there are no factors the list [1] is returned. If there are
factors, the products of the first factor f and of all other factors
in fs must be combined. The result list m is self-referential.
First, multiplying any member of m by f is itself a product —
map (x f) m. Second, products of members of fs are also
members of m although the leading 1 is not needed — tl
(products fs). Merging these two lists and putting 1 on the
front gives m. It is easy to see that any valid product must be
produced by this process.
The last program works correctly on finite lists of factors.
It will not work when given an infinite list of factors because
the merge operation requires the head of two lists before it can
produce any output. For an infinite list of factors this would
require the heads of an infinite number of lists to be assembled
which is impossible. This drawback can be overcome by
recognising that the second value in m must be the smallest
factor f itself.
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let rec
products (f. fs) =
— NB. not (nullfs)
let rec m — l.f. (merge (map (xf) (tlm))
(tl (productsfs)))
in m
This program happens to require an infinite list of factors
although a case to allow for finite lists can be added. Every
instance of m now has two values at the front before any merge
and thus one value remains when the tail is taken so output can
begin immediately.
3 CIRCULAR TREES
The previous section gave examples of circular programs over
lists. Here trees are defined in a similar way and used as
memo-structures to store the results of functions so that later
calls can access them quickly without recomputation. In
general, one or more functions and structures are defined
using mutual recursion.
general schema:
let rec
ds = g ds
andfx - hx dsf

— mutually recursive
— data structure(s) and
—function(s)

The technique is illustrated by application to the Fibonacci
numbers. Both the so called slow and fast Fibonacci programs
are well known. The slow version is doubly recursive and runs
in time exponential in n:

The function f both produces fiblist and uses it via its
parameter which always lags two steps behind the element
being calculated — just enough. It is now possible to find
fib(n) by indexing to the nlh element of fiblist with the standard
function index:
let fib =
let rec
fiblist = 1.1. (ffiblist) —memo list
andf(a.t) = (a+(hd t)). (ft) —f builds fiblist
and find n = index n fiblist —get n!h element offiblist
in find
The list fiblist is a structure storing old results of fib n. On
a first call of fib n the first n elements of fiblist are constructed.
On a second call the result is just looked up in fiblist; the
second call is faster but is still O(n) as index takes O(n) time.
Actually, the result is looked up on the first call too, but it does
not yet exist and so the list is built to the required length. Bird
[1980] discusses the use of arrays to store past values in the
process of deriving the fast Fibonacci program in an impera
tive language. Hughes [1985] describes a system that auto
matically stores past values of functions for fast recall; his
system is implicit whereas the memo-structure here is ex
plicit.
If a tree of Fibonacci numbers were built, the results of later
calls could be looked up in 0(log n) time. The nodes of a
complete binary tree can be numbered so that the children of
node n are 2n and 2n+l:

let rec slowfib n =
ifn<-2 then 1 else slowfib (n-2) + slowfib(n-l)
It is easily seen that the running time, T(n), satisfies
T(n)>2*T(n-2). For example, slowfib (7) calls slowfib(5) and
slowfib(6). Slowfib(6) calls slowfib(5) and all its
subcomputations again. Many computations are repeated.
The fast program recognises that partial results are recalcu
lated many times by the slow program. It gains efficiency by
replacing binary recursion with linear recursion to run in O(n)
time:
let fastfib n =
let recfn a b =
ifn=l then b
elsef(n-l) b (a+b)
infn 0 1

2

A

1

3

— [1,1,2,3,5,...]
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3
6

/

The value of fib n can be stored at node number n:
1

/\

The parameters a and b hold two successive Fibonacci
numbers. At the next step these become b and a+b respec
tively.
It is possible to define a circular program that builds a list
of the Fibonacci numbers:
let rec
fiblist = 1.1. (ffiblist)
andf(a.t) = (a+(hd t)). (ft)

1

5

2

/\

8

13

Given this tree and an integer, for example n = 6]0 = 1102,
the binary digits of n indicate whether to take left or right
subtrees in locating the nlh node and this can be done in 0(log n)
time. The bits of n are read from the second most significant
bit to the least significant bit; a 1 indicates go right and a 0
indicates go left. Therefore 1102 implies: start at the root, go
right and then left. We first define an infinite binary tree type:
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datatype tree =fork int tree tree —an infinite binary tree type
let element (fork e l r) = e
and left
(fork e 1 r) = l
and right (fork e l r) = r

— extract the element value
— extract left subtree
— extract right subtree

Fork is a constructor that builds a new tree given an
element and left and right subtrees. Element, left and right
return the components of a tree.
let fib =
let rec fibtree = fork 1 (fork 1 (build 4) (build 5))
— memo tree,
(build 3) —fibtree :tree
and build n = fork (f(n-2)+f(n-l)) — build &f
(build(2*n)) (build(2*n+1))
— construct fibtree
andfn = lookup n element
— return fib n
and lookup 1 g = g fibtree II
— lookup decodes n
lookup n g =
— n>l
lookup (ndiv2)(go(if even n then left else right))
inf

A subtle point should be noted: Our program let fib = let rec
... in f binds fib to f which has fibtree in its environment so
fibtree persists for as long as fib does and is not recomputed.
If we carelessly defined let fib2 n = let rec... in f n then fibtree
would persist for only as long as a call to fib2 remained
unevaluated and would be recomputed on each call. Some
optimising compilers would undo this unfortunate effect by
effectively converting fib2 into fib. However this is a difficult
issue because a programmer might deliberately write a func
tion having the form of fib2 because he or she needs a
temporary data structure but wants it to be destroyed to avoid
tying up space.
It is natural to ask if the log(n) factor in the costs can be
removed but it is caused by the use of a tree rather than an
(unbounded) array with 0(1) indexing. In an imperative lan
guage, and in some functional languages, one might use an
array instead of the tree. However this would place a limit on
the size of n.
If it is necessary both to have random access to the
Fibonacci numbers in log(n) time and to have sequential
access then it may be convenient to derive a list from the tree
in breadth-first order. Since the tree is complete and infinite
the list is particularly simple to create:

Graphically, fibtree is defined to be:

build 3

build 5

let rec
fibtree
and build
andf
and lookup
and fiblist

build 4
and nodes
The values in nodes one and two are both 1 and are
provided to enable node three to be built. This allows node
four to be built and so on. The function lookup extracts the nth
number from the tree. It does this by constructing a function
g to follow left or right links according to the bits in n as
described. Functional composition ‘o’ is used to link the
desired sequence of element, left and right operations together
and these are finally applied to fibtree. ((p o q)(x) = p(q(x))).
Assuming fib has been previously called with a parameter
greater than n, a second call fib n takes 0(log n) time to scan
down fibtree. It might appear that the first such call would take
exponential time because of the two calls to f within build but
this is not the case. The call f (n-2) causes the tree to be
evaluated and built up to node n-2. The call f (n-1) only causes
one additional node to be evaluated using f (n-3) and f (n-2)
which are just looked up, their corresponding nodes having
been built already. On the first call, there are O(n) calls on
build, f and lookup the latter being logarithmic, the total time
taken is 0(n log n). There is thus an increase in cost from O(n)
to 0(n log n) on first calls but a reduction from O(n) to 0(log n)
on subsequent calls over the “fast” Fibonacci program. There
is also the cost of space to store the tree to be considered.

= as before

= map element nodes
— elements in breadth-first order
= bfirst fibtree
— (sub)trees in breadth-first order

and bfirst t
— perform breadth-first traversal oft
let rec
q
= t. (traverse q)
and traverse ((fork e l r) . q2) = 1. r, (traverse q2)
in q

Function bfirst returns a list or queue q of the subtrees of a
tree t in breadth-first order. The queue begins with t itself and
the auxiliary function traverse produces the rest of the queue.
Function traverse examines the first element in q and adds its
subtrees to the end of q, i.e. in the second and third positions.
This is repeated for successive elements of q. The definition
of the queue q is self-referential. Since q naturally grows as the
tree is scanned, and since it is also infinite, it is hard to see how
q could be created efficiently without a circular program.
The lists nodes and fiblist respectively contain the subtrees
and the elements of fibtree in breadth-first order. Accessing
the nth element of fiblist also causes fibtree to be evaluated to
node number n.
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4 CIRCULAR SEARCH TREES
Many search problems or constraint-satisfaction problems
require finding a sequence of values <a, b, c,.. .>, or just abc
. .
that satisfies certain constraints. A search program
explores the search space, building an implicit or explicit tree
of (partial) solutions. If the constraints are uniform in a certain
sense then the solution tree may be defined recursively and
explicitly. The advantage is that no test is performed twice as
the results of previous tests are available from the structure of
the tree. This is valuable if the cost of performing tests
outweighs the cost of building and keeping the tree.
The uniformity required covers two conditions. Firstly, it
must be possible to build all long solutions by extending short
solutions. Secondly, the constraints on an element in the
sequence must involve other members of the sequence only in
ways that depend on their relative, not absolute, positions in
the sequence. These conditions hold in many problems.
A suitable n-ary search-tree, in which a node contains an
element of type ‘ t, a subtree and the siblings of the node, can
be defined as follows:
datatype tree ‘t = empty

II

node 7 (tree 7) (tree 7)

Note that 7 is a type parameter — an arbitrary type. There
are two cases to tree — the empty tree and a node — separated
by II. Siblings are linked together via the third component of
a node.
As an example, the complete infinite tree over {1,2,3} can
be defined as:
let rec three =
node 1 three (node 2 three (node 3 three empty) )
— itree int
A simple generalisation of this example allows trees to be
built over the range [l..n]:
let build n =
let rec
T - toplevel 1

f empty = empty II
f (node a subtree sibs) =
let others =fsibs
in node a (f subtree) others
Solutions to the various problems discussed below are
formed only by redefining f in variations on the above. Apart
from the changes that this entails the schema is unaltered in
each case.

4.1 Permutations
A common method of generating permutations is to extend
partial permutations, beginning with the empty sequence. If
abcde is a partial permutation it can be extended with X to
abcdeX provided that X differs from a, b, c, d and e.
Equivalently, it can be extended provided that bcdeX is a
partial permutation and provided that X differs from a. Note
that bcde is already a partial permutation because abcde is.
If a tree is used to hold the permutations then bcdeX, being
shorter than abcdeX, must occur in the tree at the previous
level, if it is indeed a partial permutation. If we read permu
tations as paths from the root of the tree, and identify a node
with the path to it, the subtree of abcde is a pruned version of
the subtree of bcde with all occurrences of a filtered out or
banned. We call bcde the shadow of abcde. The shadow of
bcde is cde and so on. Coding these ideas into function f of
the schema in the previous section gives the following
program:
let build n =
let rec
T = toplevel 1
and toplevel m =
ifm>n then empty
else node m (fm T) (toplevel (m+1))

and toplevel m =
ifm>n then empty
else node m (fT) (toplevel (m+1))

andfbanned empty = empty 11 —fbanned shadow
f banned (node a subtree sibs) =
let others = f banned sibs
in ifa = banned then others — prune a’s subtree
else node a (f banned subtree) others
— no pruning

andfT = T

in T

— itree int

in T
The function toplevel builds the nodes at the top level of the
tree and f fills in the subtrees. Here f is just the identity function
and as such it is redundant but it is included to give a general
schema. The program above creates a finite cyclic data struc
ture. If we wanted to expand out the cyclic structure, into an
infinite copy, f could be redefined as follows:
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Function f has gained an extra parameter for the banned
element and performs a filtering operation on the shadow tree.
A single test, a=banned, tells if a permutation can be extended
with a given value, all other exclusions being implicit in the
tree structure.
As the permutation tree is traversed it is gradually evalu
ated. If for example the first permutation, 123, from build 3
were printed, the evaluated portion would be:
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and toplevel m =
if m>n then empty
else node m(f 1 m T) (toplevel (m+1))

?

3

?

?

1

Note, *?’ is used to denote an unevaluated subtree. Recall
that we read a permutation, such as 123, as a path from the root
of the tree and identify a node with the path to it. The shadow
of 123 is 23. The subtree of 23 is ‘node 1 ? empty’ and the 1
is banned for 123, so 123 is a complete permutation. The
shadow of 23 is 3. The subtree of 3 is ‘node 1 ? (node 2 ?
empty)’ and the second branch is banned beneath 23 so its
subtree is ‘node 1 ? empty’.
The shadow of a path grows with the path, one step behind
it. The structure of the tree stores the results of many past tests
so that only a single extra test is performed to add a new node.
(This is not a big issue in permutation generation but there are
cases where it is.) Note that Topor [Topor, 1982] has exam
ined the space complexity of functional programs for gener
ating permutations represented as linear linked lists.

4.2 N-Queens
The well known n-queens problem is to place n queens on an
nxn chess board so that no two queens threaten each other.
Each queen must be on a separate row, column and diagonal
and this property is an invariant that must be maintained as
partial solutions are extended. The fastest imperative solu
tions [Rohl, 1983] are based on permutation generators. A
board is represented by the permutation of rows that the
queens on the columns occupy. This representation automati
cally ensures the separate row and column parts of the invari
ant. Here we observe that a partial solution abcde can be
extended to a partial solution abcdeX if and only if bcdeX is
also apartial solution and a and x are on separate diagonals and
rows. By using shadows, X need only be tested against a’s
diagonals as the results of the other diagonal tests against other
queens are already encoded in the shadow tree and do not need
to be repeated. Again, the required program is a modification
of the general schema with f redefined. Function f gains a new
parameter col, being the current column number.
let build n =
let rec
T = toplevel 1

and f col banned empty = empty II
f col banned (node a subtree sibs) =
let others = f col banned sibs
in if member banned [a, a+col, a-col] then
others — prune
else node a (f(col+l) banned subtree)
others — no prune
in T
The standard function member tests the membership of an
element in a list. Note that the test member banned [a, a+col,
a-col] is an amalgam of the old permutation test, a=banncd,
and the new diagonal test.
4.3 Irreducible or Good Sequences
Axel Thue [Hedland, 1967] defined the notion of an irreduc
ible sequence in a series of papers in the period 1906-1914
Dijkstra [Dijkstra, 1972] later called these ‘good sequences’
and used them in an exercise in structured programming. A
sequence over the alphabet {1, 2, 3}, or in general over
(l,...,n), is irreducible if and only if it contains no adjacent
subsequences that are identical. For example, 1213121 is
irreducible but 12132131 is not because 213 is immediately
repeated.
It is easy to see that (i) a sequence abcdeX of even length
is irreducible if the shorter sequences abcde and bcdeX are
irreducible and the two halves abc and deX are unequal and (ii)
a sequence abcdefX of odd length is irreducible if abcdef and
bcdefX are irreducible. This enables a circular program to be
written for a tree representing all the irreducible sequences.
For example, the shadow of abcde (of odd length) is bcde.
Assuming that abcde is irreducible, abcdeX is irreducible if
and only if bcdeX is irreducible, if and only if X is a descend
ant of bcde.
let build n =
let rec
T — toplevel 1
and toplevel m if m>n then empty
else node m (f2 [m] T) (toplevel (m+1))
andflen seq empty = empty II
flen seq (node a subtree sibs) =
let others - flen seq sibs
and seq2 - a. seq
in if even len & repeated (len/2) seq2 then others
—prune
else node a (f(len+l) seq2 subtree) others
■—don’t prune
in T
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A new parameter seq carries the particular sequence for
ward as f descends through the tree. When the length len is
even, a test is made that the sequence a.seq is not the
concatenation of two sequences of length len/2. Function
repeated performs this test in O(len) time and has an obvious
definition. It is not necessary to test for any shorter repeats.
These are implicitly ruled out by the use of the shadow to
generate subtrees. The test would be more complex without
this information. That portion of the tree that is evaluated in
order to print the first irreducible sequence of length five is
shown below:

\

3

1

1

/

/

The shadow of 12131 is 2131 whose shadow is 131 whose
shadow is 31 whose shadow is 1.
5 CONCLUSIONS
Programmers are familiar with recursive functions but recur
sive or self-referential data structures used in circular pro
grams are rare. Circular programs are very powerful enabling
many infinite structures to be efficiently defined. They often
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remove the need for intermediate structures and for repeated
calculations. They can be used safely provided that later
values depend only on earlier ones in the structure. Memostructures can be formed by a data structure and function
defined using mutual recursion. Explicit circular search-trees
can reduce the number of tests performed in constraintsatisfaction problems. As usual, there is a trade-off of time
against space.
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Recently, Computational Geometry has contributed many
new algorithms for planning the motion of a point mobile
robot from its start to its target in afield of obstacles. A
typical aim of such an algorithm is to find a shortest path
using minimal computation time. Most algorithms assume
that the motion planner has complete information, in other
words, that the set of obstacles is known to the robot before
it leaves the start point.
The advantage of the Computational Geometry approach
is that the performance of the motion planner may be
rigorously analysed using mathematical methods. As such,
this approach is popular with theorists who generally
believe in the Grand Ideal of Computer Science, that
software should be guaranteed by mathematical proof.
In practice, the physical constraints of robotics are
myriad and some seem impossible to define precisely in

Assoc. Editor: Dr Alistair Moffat ™
mathematical terms; thus the methods of Computational
Geometry have had limited applicability. From this point of
view, it seems that the performance of motion planners
must be measured by experience, and the Grand Ideal must
be abandoned.
In this paper we present recent research which repre
sents a small step toward resolving this dilemma, by
considering a robot with the physical constraint of tempo
ral uncertainty. The inputs to the motion planner arrive
sequentially, and the robot must act on one input before it
receives the next. Specifically, the robot can only perceive
an obstacle when it bumps into it. Of course such a robot
cannot find a shortest path from its start to its target, and
the usual shortest path algorithms from Computational
Geometry are of little significance.
We show that, however, this constraint does not preclude
a rigorous mathematical analysis. Specifically, we present
“performance guarantees ” for such a robot in a simple
environment: we measure the ratio p of the length of the
robot’s path to the length of the shortest path. The main
results are upper and lower bounds for p.
The results fall far short of considering all the con
straints of a real robot. However, we believe that they show
that the gap between the theoretical approach of Computa
tional Geometry and realistic robotics can be reduced.
Keywords: Computational Geometry, Motion Planning,
Performance Guarantee, Shortest Path Algorithm.

1 BACKGROUND
The recent upsurge of interest in Computational Geometry has
contributed many algorithms for planning the motion of a
point mobile robot from its start to its target in a field of
obstacles. A typical aim of this research is to find a shortest
path from the start S to the target Tusing minimal computation
time. Specific algorithms are aimed at specific classes of
obstacles. A typical example is an algorithm of Lee and
Preparata (1984): their environment is a 2-dimensional field
of barriers which are parallel line segments, as in Figure 1.
They present an algorithm to find the shortest barrier-avoiding
path from a start point to a target, and prove that the algorithm
runs in time O (n log n). Further, they prove that there is no
faster algorithm.
• Start
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Figure 1. The Lee-Preparata environment.
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This kind of mathematical guarantee of performance is
perhaps the main advantage of the Computational Geometry
approach. Academic computer scientists, reared on Floyd,
Dijkstra and Hoare, have long espoused the Grand Ideal that
software should be guaranteed by mathematical proof.
In practice, a robot must deal with many physical constraints
which are outside the viewpoint of most of the algorithms from
Computational Geometry. An unpredictable range of obstacles
may be encountered, it may be impossible to accurately measure
the precise positions of the obstacles, and the tolerances of the
various mechanical parts may significantly limit movement. In
the face of such impediments, it is tempting to abandon the
Grand Ideal, and it is easy to see why Roboticists tend to take the
results from Computational Geometry with a handful of salt.
The heuristics used in robotics systems are usually justified
experimentally rather than analytically.
In this paper we discuss some heuristics which deal with
“temporal uncertainty”: the inputs to the motion planner
arrive sequentially, and it must act on one input before it
receives the next. More specifically, our robot can perceive an
obstacle only when it bumps into it. Further, it can only
perceive the part of the obstacle which it has touched. We
assume that our robot knows the locations of the start and the
target, and that it contains a computer powerful enough that
computation time is insignificant in comparison to travel time.
We are interested in the performance of this robot in the LeePreparata environment described above.
Our purpose is to demonstrate that mathematical guaran
tees can still be provided in an environment with temporal
uncertainty, and that the Grand Ideal can be upheld. Although
the results remain a long way from real robotics, we believe
that they are a move in the right direction.
Specifically, we present “performance guarantees” for the
impeded robot; that is, we measure the ratio of the length of the
path computed by the heuristics to the length of the shortest
path. We prove the following.
For one barrier:
(a) There is a heuristic for the robot such that the length of the
robot’s path is at most 5 times the length of the shortest
path.
For k barriers perpendicular to the line segment joining the
robot’s start and target:
(b) There is a heuristic for the robot such that the length of the
robot’s path is at most 5(k + 1 )/2 times the length of the
shortest path.
The techniques which we use to analyse these specific
heuristics can be used to bound the performance of any
heuristic which deals with a robot with temporal uncertainty
in the Lee-Preparata environment. Specifically, we show:
For one barrier:
(c) For every algorithm for the robot, there is a barrier such
that the length of the robot’s path is at least 5 times the
length of the shortest path.
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For k barriers perpendicular to the line segment joining the
robot’s start and target:
(d) For every algorithm for the robot, there is a constant c
such that for all integers k > 0 there is a set of obstacles
such that the length of the robot’s path is at least c\/k
times the length of the shortest path.
Precise statements and proofs of these claims are in sections
3,4, 5 and 6 below.
Intuitively, these results give rigorous bounds on how close
the robot can come to an optimal route when it is impeded by
temporal uncertainty.
This measure for motion planning heuristics is related to the
“performance guarantees” (Garey and Johnson, 1978) of
Combinatorial Optimisation, where heuristics are justified
not by temporal uncertainty but by NP-hardness. In both cases
we are measuring the ratio of the performance of a realistic
machine to the performance of an “oracle” (who knows
everything, can predict future events and can even compute
solutions to NP-hard problems).
The performance of heuristics has been measured in this
way in other instances of temporal uncertainty, particularly in
“online” problems. Here a sequence of operations is to be
made on some data; although the operations are predefined,
the sequence is not known a priori. Two examples:
1 Online Bin Packing. In this case, an algorithm must assign
the elements of a sequence (ft),, co2, ■■ ■ con) of objects to bins
so that no bin overflows, and the number of bins used is as
small as possible. The problem has temporal uncertainty in
the sense that the algorithm must assign object (Qi to a bin
before it has any knowledge of toi+l, coi+2, ■ ■ •, co„. Several
examples of upper and lower bounds on the ratio of the
number of bins used by an online algorithm to the minimal
number of bins are known: Laing, 1980 and Yao, 1980.
These results apply to scheduling problems where the
resources required by a task to be scheduled are not known
until the task arrives at the scheduler.
2. Sequential Data Structures. Here a sequence of operations
such as insert, delete, and locate must be made on a
sequential data structure such as a linked list. An “oracle”
knows the sequence of operations beforehand, but an
algorithm which does not know this sequence must be
used. Some interesting bounds on the ratio of the perform
ance of such online algorithms to the performance of the
oracle have been discovered (Sleator and Tarjan, 1985;
Bentley and McGeoch, 1985).
In cases where the ratio of the performance of the online
algorithm to the performance of the oracle is bounded above
by a constant, the online algorithm is said to be competitive
(Manasse, McGeoch and Sleator, 1988).
Since the first version of this paper (Eades, Lin and Wormald,
1989) several reports of similar guarantees for motion plan
ners impeded by temporal uncertainty have appeared.
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Papadimitriou and Yannakakis (1989) independently intro
duced the same viewpoint as ours to the study of motion
planning. They examine environments different from the ones
we consider (in particular, they consider a robot moving along
a very special type of graph, or in a field of identical square
objects), but obtain results which resemble ours (in particular,
Theorem 4). Blum, Raghavan and Scieber (1991) and BaezaYates, Culbertson and Rawlins (1990) further discuss robots
with temporal uncertainty in a variety of environments; in
particular, some interesting randomised algorithms are pre
sented by Blum et al. (1991). An unpublished note of Kella
(1989) and recent work of Chan and Lam (1991) present
results similar to those herein.
In an earlier paper, Lumelsky and Stepanov (1987) inves
tigate motion planning with temporal uncertainty in a quite
general environment of 2-dimensional obstacles. Bounds on
the length of the path of the robot in terms of the environment
parameters (such as the perimeters of the obstacles) are
computed. However, their bounds are not nearly as strong as
those presented here or by Papadimitriou and Yannakakis
(1989), Blum, Raghavan and Scieber (1991) and BaezaYates, Culbertson and Rawlins (1990): they do not give any
bounds for the ratio of the heuristically generated path to the
shortest path.
The next section describes a mathematical model for the
robot and its environment. The fundamental doubleback algo
rithm is used to obtain an algorithm for a single barrier in
Section 3. Section 4 gives a lower bound for the single barrier
environment. The doubleback algorithm is extended to many
barriers in Section 5, and Section 6 contains a lower bound for
many barriers.

2 THE ROBOT AND ITS ENVIRONMENT
Our robot is a point in the plane. It starts at a point S called the
start, and moves with constant speed until it reaches a point T
called the target. The position of the robot at time t is denoted
by p(t). We can assume without loss of generality that S and
T have zero x coordinate.
The robot’s environment contains parallel barriers which
are open line segments. The robot’s path must not cross a
barrier, although it can be infinitesimally close to a barrier (for
instance, the robot may move along a barrier). If for some t,
p{t) is infinitesimally close to a barrier, then at time t the robot
can detect the presence of the barrier. The robot can sense
whether it is at an endpoint of the barrier, and the direction of
the barrier.
The direction of the robot’s motion is controlled by two
processes: the sensor process and the driver process.
The sensor process receives input from the environment
from a tactile sensor device, and can interrupt the driver
process at any of the following events:
(a) the robot “bumps into” a barrier,
(b) the robot moves away from a barrier,

With each such interrupt, the sensor passes information i to
the driver, informing it of the cause of the interrupt and the
direction of any new barrier.
The driver process controls an orientation motor which can
orient the robot so that it moves in a particular direction. The
form of the driver program is illustrated below.
While p(t) <> T do
1 Use information i from the tactile sensors to
compute a new direction 0 and a timeout r.
2 Turn the robot to direction 0.
3 Sleep (i, t).
The Sleep process here may be interrupted by the sensor
process, or it can time out after time r. (The timeout rcan be
used to limit the distance travelled by the robot in the chosen
direction 6.)
Before it starts to move, the driver knows the locations of
the start point S and the target point T. Thus it always knows
its current position.
An algorithm for the robot is an implementation of Step 1
above, that is, a procedure for choosing a new direction 9 and
a timeout t from the information i returned by the tactile
sensor, plus the history of the robot’s travel, plus the location
of the target.
Some further notation is helpful. The line segment from S
to T is denoted by L, and the length of L is denoted by X. For
a set B of barriers, the length of the shortest path from S to T
which avoids B is denoted by OPT(B); if B consists of a single
barrier b then the shortest path length is denoted by OPT(b).
The length of a robot’s path, for various algorithms, is denoted
by DX(B), for various appropriate characters x. In particular,
Da(B) is the length of the robot’s path for an algorithm A.
3 THE DOUBLEBACK ALGORITHM
In this section we introduce an algorithm which achieves the
performance bound of 5 for a single barrier, as promised in
Section 1.
The important part of the algorithm is a method for finding
a way around a barrier by moving along the barrier toward one
end for some distance, then “doubling back” to explore the
possibility of finding the other end. The robot may double
back several times before it finds an end. The decision as to
when to turn around and try the other end is simple when the
barrier is horizontal: we allow it to travel a distance of 2'A
along the barrier from L before doubling back for the ith time.
The rule will be modified slightly for a slanted barrier. Since
the algorithm is simpler for a horizontal barrier, we describe
this case first.
The driver process is in one of two states. In state X, the
robot is moving directly toward the target, and this continues
until either it reaches T, or it “bumps into” a barrier. If it does
bump into a barrier, it initialises a variable a, changes direc
tion to leftward along the barrier, and enters state Y, where it
is moving along the barrier. If it travels a distance a along the
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barrier then it doubles the value of a, reverses direction, and
returns to state Y. If it comes to the end of the barrier, then it
re-enters state X, and moves again directly toward T.
Next we consider the case of a slanted barrier. Suppose
there is one barrier, b, at any angle to the line L.
When the robot hits b, it can determine the angle between
the line L and b. Let S0 and T0 denote the orthogonal projec
tions of S and T onto b, let R denote the intersection of b and
L, and let 5= (length of S0 R) - (length of T0 R). See Figure 2.

Figure 2. Slanted barrier

We can assume without loss of generality that the slope of
b is negative.
When it reaches the barrier, the robot computes the value of
5 and turns to its left to follow b (so that its x-coordinate is
increasing). (If the slope of b were positive, it would turn the
other way.) Set 1=1. The robot now follows a DoubleBacktype pattern, travelling a distance a, past L along b before
reversing, where
a, = 3. 2'~2 X + (-l)'5/2.
Thus, a, = 35/2 - 5/2, a2 = 3X + 5/2, and so on, incrementing
i at each reversal.
The path of the robot is illustrated schematically in Figure
3 for a barrier perpendicular to L. (the path is stretched in the
y direction for illustrative purposes).

It is easy to see that this algorithm guarantees that the robot
reaches the target, given that OPTiB) is finite. We are inter
ested in a guarantee on performance. Denote the distance
travelled by a robot using algorithm DoubleBack on a barrier
b by Dfb).
THEOREM 1 :
m<5.

OPT(b)
Proof: We can assume without loss of generality that X = 1.
First we deal with two trivial cases, where the number of
doublebacks is 0 or 1.
If the distance from L to the right end of the barrier is less
than the initial value a, of a, then OPT(b) > 1 and Dfb) < 4 5< 5. Similarly, if the right end is further than a, from L, but
the left end is a distance x < a2 from L, then we can assume that
the optimal path passes the left end of the barrier, or we would
get a worse ratio by extending the barrier to the left and forcing
the robot to turn again.
Thus, by considering the distances in the optimal path
projected onto b, we find that OPT(b) > 2x - 5, with equality
only if both 5 and The on the line through b (and hence 5=1).
As Dfb) < 4 + 2x - 5 and OPT{b) > 1, we again get a ratio of
at most 5, with equality only if OPT{b) = 1 = 2x - 5, in which
case x = 1 and both S and T lie on b, which we can disregard
as being degenerate.
In either of the trivial cases, the theorem holds.
Now suppose that the barrier is sufficiently large that the
robot turns back to L, and passes L, for the nth time, where n >
2, and then finds the end of the barrier after travelling a further
distance past L of y < a„+1.
Then Dfb) is at most 1 + 2(y + X a,).
/= 1

First, suppose that n is even, so that the robot passes around
the right hand, or x-positive, end of the barrier. Put x = y + 5/2.
Then x > 3. 2"~3, and
D,(b) < 1 + 2(y + 3(2”-'—1/2))
< lOx-2-5.
On the other hand, we can assume that the shortest path
from S to T passes the right hand end of the barrier; otherwise,
we get a worse ratio by not allowing the robot to pass the
barrier until it turns again. It is now easy to see, by considering
the distances in the optimal path projected onto b, that

a,,

OPT(b) > 2(x - 5/2) + 5
= 2x.
The theorem now follows in this case since 5 < 1.
Next, suppose that n is odd, so that the robot passes around
the left hand, or x-negative, end of the barrier. Put x = y- 5/2.
Then again x > 3. 2""'3, and
T
(Not to scale)

Figure 3. The robot’s path.
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Dfb) < 1 + 2(y + 3(2"-' - 1/2) - S/2)
< 10x-2.
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This time, we can assume that the shortest path from S to T
passes the left hand end of the barrier, and we find that
OPT(b) > 2(x + 8/2) - 8
= 2x. □
4 THE LOWER BOUND FOR A SINGLE BARRIER
We can show that no algorithm has a better guarantee of
performance than DoubleBack.
THEOREM 2:
For every £ > 0 and every robot algorithm A, there is a barrier
b such that:
(1) JML>S.e_
OPT(b)
where DA(b) is the distance travelled by A.
Proof: We use an adversary argument (Purdom and Brown,
1985; page 414) to prove Theorem 2. Given an algorithm A,
an adversary constructs a barrier b from A so that the inequal
ity (1) holds.
Part of the construction is independent of A: the adversary
always chooses a single horizontal barrier b immediately
below S, as in Figure 4.

•s

The adversary’s strategy is to keep the barrier a little to the
right of a(u) and a little to the left of [Xu); that is, to block the
path from p(u) to T until ceasing operations. Hence we can
assume that if the adversary ceases to adjust the barrier at time
u, then OPT(b) < 2p(u) + X and DA(b) >u + d(p(u),T), where
d denotes Euclidean distance. Hence, if there is a time u such
that
(2)

u + d(p(u),T) ^ 5
2piu) + X

c

then the adversary will cease operations, that is, leave the
barriers as they are. To prove the theorem, we need to show
that there is some u for which the inequality (2) holds.
Suppose, on the contrary, that the robot has an algorithm for
which (2) fails for all u > 0. Thus the adversary never ceases
to adjust the barriers, and the robot never reaches the target.
We show that this scenario leads to a contradiction for a
large enough value of u.
Suppose that the curve p(t), 0 <t<u, crosses the line L at
times r, <t2- ■ ■ <tk<u; define t0 = 0. We define a„ by
max

.

....

, t<,<,w,)lThis is illustrated in Figure 5.

9v

f

w
a4

f3

rt

T
Figure 4. The adversary strategy.

The adversary must also choose the distance e which the
barrier extends left of L and the distance /which it extends
right of L (see Figure 4); this part of the construction depends
on the algorithm A.
The distances e and/are computed by the adversary from
the execution of A. The adversary monitors p(t) and, at time u,
uses its knowledge of p(t), 0 < t < u, to adjust that part of the
barrier of which the robot has no knowledge.
If pit) = ip ft), py{t)), then for any time u > 0 define a(u),
j.%u), and p(ii) as follows:
, ,
a(u) =

max ,
(pdf)},
0 <t<u

j3(«) =

mm {pit)},
0 <t<u
p{u) = min (a{u), \f%u)\}.
It is clear that at time u, the robot has no information about
the part of the barrier which is to the right of a{u) or to the left
of [Xu). Thus the adversary is free to adjust this part at time u.

•r
Figure 5: a robot’s path

Lemma: For every bound B, there is an integer i such that a2i
> B and a2i+l > B; that is, both the odd and even subsequences
of {ak) are unbounded.
Proof: If not, then
u + d (p(u),T) >
u
2p(u) + X ~ 2B + X’
and thus by choosing u > (5 - e)(2B + X) we can ensure that the
inequality (2) holds. □
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 25, No. 1, FEBRUARY 1993 25

MOTION PLANNING WITH TEMPORAL UNCERTAINTY

Using this Lemma we construct a subsequence {aikJ of (aj
as follows. First, let /, = 1. We will denote a, by bk. To define
i2, note that the Lemma implies that a2i > 2a, for some i; choose
i2 to be the smallest i with this property.
Now suppose that i„ i2, ■ ■ •, ih] have been defined. We can
deduce from the Lemma that there is an integer i such that
(3) i— j mod 2
(4) ai >
and
(5) i > ih2.
Choose ij to be the smallest value of i satisfying (3), (4) and (5).
Again using the Lemma, for every e> 0, the adversary can
build the barrier until u is large enough so that the number of
times that the robot crosses the ST line is k, where
1
X
k = max (2 + log(—-), log(—) + 1),

v

m

, and the logarithms have base 2.
where we choose 77 =
6-e
Note that
5-t? >5 -£.
1 + T]
By ceasing operations at time corresponding to tk, the
adversary can ensure that
DA(b) > 2 E bj + 2bk_
and
OPT(b)<X+2bk_],
and hence
2 E b, + 2b,

DA(b)
OPT(b)

X + 2bk-\

X
But because k > log(—) + 1, and Qn = bjb„is increasing with
a, r\
Cj2 > 2, it follows that b,._l > 2k~2ax and so
DaQ>)

> _±

OPT(b)

Now since

A such that

< 5&. in this section, an algorithm A is
OPT(B)
described which is an extension of DoubleBack and guaran
tees that
+.l.) por this algorithm, the robot does
OPT(B)
2
not need to have prior knowledge of the value of k.
We actually define an algorithm with an input sequence
C = c„ c2,... of positive real numbers.
Algorithm A(C)
var i: integer; a: real;
Initialise: /:= 1; a := X\ { a will always be a lower bound
on OPT(B). }
Step 1: The robot walks along the line L until it either meets
a barrier or reaches T. If it meets a barrier then go to step 2.
Otherwise the robot stops when it reaches T.
Step 2:
2.1: The robot uses a DoubleBack scheme, beginning
with a initialised to c,a, until it meets one end of the
barrier. Suppose that aL is the largest distance travelled
to the left of L along this barrier by the robot, and aR is
the largest distance travelled to the right of L along this
barrier.
2.2: a := max(a, min(ai, aR))\ i := i + 1.
2.3: The robot goes around the end of the barrier and
returns to L. Go to Step 1.
A sample of a path generated by A(Q is represented in
Figure 6. In this Figure, the path close to the barriers represent
ing the doubleback behaviour is stretched in the y direction for
clarity.
• s

E b; + bk-1

1 + 7]
Vi
k-2 k-2 1
1
2+£,+2 0-1
1 + 77 \
7- L

is increasing, we can bound this term below so that

OPT(b)

> _J_ (2 + ^ , + E (— T'I + 771
V,

1 + 77

2 + Ct-i + ■

aid

V,-1
1---------- (-)‘~2

+ 77
because

5 AN ALGORITHM FOR MANY BARRIERS
Suppose that there are k barriers between S and T. By using a
DoubleBack technique at each barrier, returning to the line L
when passing each barrier, one can easily obtain an algorithm

2 + Ct-i +

V,-1

2

> 2. It follows that

DAb) >__ L (5-77)
OPT(b)
1 + 77
> 5 - £.
□
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Figure 6. A path generated by Algorithm A(C).

The corollaries to the next theorem will show that with c, = 1
and c, = 3/4 for i > 1, Algorithm A has a performance bound
of 5(k + l)/2. Varying the input sequence C slightly, we can
obtain

—- = 2k + o(k) as k —> infinity.
OPT(B)
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In Algorithm A(C), where C = c„ c2, . . the robot uses
DoubleBack at the /th barrier with a initialised to ax = c,a,
where the value of a is updated when passing each barrier.
(For the first barrier, a = X). When the robot returns to L after
rounding the /th barrier, let a, denote the value of a, which is
a lower bound on OPT(B), and let /?, denote the total distance
travelled by the robot so far, plus the distance from the current
position to T. Put aA) = ftQ = A, and/ = min (4, /3/ct,) for i > 1.
THEOREM 3:
Suppose that c, = 1 and 1/2 < c, < 2 for all i > 2. Then/, < 5,
and for / > 2,/ < max (/,_, + 2c, + 1, 4 +/_,/(2c,)).
Proof: The bound claimed for/, comes immediately from the
above result on algorithm DoubleBack. So take / > 2. Suppose
that the robot rounds the /th barrier after doubling back and
crossing L exactly n times, and moving a further distance x
from L before rounding the barrier. Note that when doubling
back along the /th barrier, the robot used a, = 2HciaM.
If n = 0 then
, + 2x and a,_,. Here, x < c,a,.
If n = 1 then j3, =
+ 2(x + c,a,_,).
If n > 2, we have x > ciai_{2n~1 and ftt = ft_x + 2 (x + cfx^ (2" -1)),
so that fti < ftj_x + (10 - 23 n) x. Analogous with the analysis of
the case of one barrier, we can assume that for n > 1, x < cp_x 2,
since otherwise we obtain a worse value of f by forcing the
robot to double back yet again.
Hence, for n> 1, a, > max (aw, 2x). We now find that if
n = 0,/ =/_, + 2c„ and the theorem follows in this case.
If n = 1, we have either a, = a,M, om which case/ </_, + 2c,
+ 1, or Uj = 2x, in which case x > a,_,/2 and again/ </_, + 2c, + 1.
Finally, if n > 2, the lower bounds on x and c, imply a, = 2x,
and so
/-5-22~” +/.,/(2-'c()=4 +/_,/2c,+ (1 -22-)(l -/-/(2c,))
- 4 +/_,/(2c,)
since/_, > 4 and c, < 2. This completes the proof. □
Corollary 1: If there are k barriers and algorithm A(C) is used
with c, = 1 and c, = 3/4 for / > then DMQ(B)IOPT(B) < 5(k~ 1 )/2.
Proof: This follows immediately from the theorem by induc
tion, since DMQ(B)/OPT(B) </. □
Corollary 2: With suitable choice of the c„ DMQ(B)/OPT(B) =
2k + o(k) as k —> infinity.
Proof: Define g, = 5, and for / > 2, determine c, by 4c2 + (2g,_, 6)c, - gj.| = 0, Ci > 0, and g, by g, = g,_, + 2c, + 1. Then g,_, +2c,
+ 1=4 + g,_|/(2c,), and so g, = 4 + g,_/2c, and it is evident by
the intermediate value theorem that 1/2 < c, < 2 for i > 2. Thus,
with these values of c, in the algorithm, we get / < g„ and so
Dmq(B)/OPT(B) < gk. But for large /, we get c, = 1 /2 + o( 1), and
thus gk = 2k + o(k) as k —> infinity. □
6 LOWER BOUND FOR MANY BARRIERS
Theorem 4: For any algorithm A and any k > 1, there is a set
B of k barriers such that
l
Dm >/k2\ I +
3
OPT(B)
\ 2)
2
2<f2f+2

Proof: Note that the case k > 2 follows from Theorem 2. For
the case k > 2 we use an adversary strategy as in Theorem 2.
Suppose that A is a robot algorithm.
The adversary first builds a barrier of size c + d, as in Figure 7.

ms
\<- - - - - - - - - - - c

>!<- - - - - d—>:

@r
Figure 7. The adversary’s initial barrier.

The adversary ensures that c > d > X.
After the first barrier, the adversary adopts the strategy of
ensuring that the robot travels a distance of at least d alongside
each barrier. Thus the total distance travelled by the robot is
at least kd, that is,
(6) Da(B) > kd.
The adversary can do this while ensuring that each barrier
after the first has length precisely d.
Denote the vertical line x = id by L, as in Figure 8.
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Figure 8. The vertical lines.

Denote the number of barriers crossing L, by mr Since each
barrier has length d, no barrier can cross more than one of the
lines L,. Thus for any p> 0,
(7) k > E m,
‘=P+1

Let r denote y/El, and choose p = [Yj.
Lemma: OPT(B) < X + 2rd.
Proof of Lemma: Suppose, on the contrary, that
(8) OPT(B) > X+2rd.
Now suppose that 0 < / < p - 1 and consider the following
path from S to T. First, travel horizontally from S to the line L,.
Then travel along the line L„ avoiding each of the m, barriers
which cross this line by going around the closer end and
returning to L,. Finally, when reaching the horizontal level of
T, move directly toward T. This path is illustrated in Figure 9.
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S

Alt et al. (1992), Briggs (1992), Blum et al. (1991), and
Baeza-Yates et al. (1990)), lead us to believe that the gap
between theory and practice will close fast.
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T

Figure 9. A short path.

The length of this path is X in the vertical direction, plus 2id
in the horizontal direction for the first movement away from
S and the final movements toward T, plus at most myl to
traverse the barriers. This sums to A + 2id + m-,d. But this path
is at least as long as an optimal path, that is, OPT(B) < A + 2id
+ trijd- But from (8), OPT(B) > A + 2rd, so m, > 2(r - i).
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(9)
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>

1 +k
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7 FINAL REMARKS
From a theoretical point of view, the most important open
question left by this paper is the difference between the upper
bound in Corollary 2 of Theorem 3, and the lower bound given
by Theorem 4. Further research is needed here.
From a more pragmatic viewpoint, the results presented in
this paper move a little toward the goal of a motion planning
algorithm which have mathematical guarantees under realis
tic constraints. It is clear that the goal has not yet been
achieved: for instance, the environment of simple parallel
barriers is very restricted. Lumelsky et al. (1987) give algo
rithms which can cope with a much more general environ
ment, but the generality is obtained with a considerable cost in
performance. (The guarantees given by Lumelsky etal. (1987)
are not nearly as strong as Theorems 1 and 3, and it is not
difficult to find examples where these algorithms perform
significantly worse.) However, recent results (for example,
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LETTER TO THE EDITOR ——■
15 February 1993
Dear Editor
COULD YOU HELP US OUT PLEASE?
We record computer text books and user manuals onto cas
sette tape for people with little or no sight and we are running
short of volunteer narrators.
With the growing importance of computers to blind and
vision impaired people, this is a valuable service to students,
people in the workplace and people using computers at home.
We need people with computer experience so they are
aware of the industry terminology and would have a good idea
on how to describe charts and diagrams.

When our volunteer narrators do a job, it can require a
commitment of 6-8 hours within the space of one week. This
means we need people who can give this sort of time, at least
on an occasional basis. Of course, a good clear speaking voice
is also a requirement, along with a good quality cassette
recorder and microphone.
Your readers could be the type of people we are looking for.
Anyone who can help should contact Jim Bates at Royal
Blind Society on (02) 334 3333 or (008) 424 359.
Steve Ingram
Media Liaison Manager
Royal Blind Society
P.S Living in Sydney is not a requirement
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BOOK REVIEWS
HOWARD, R. (1991): All About Intelligence: Human, Animal & Artificial,
New South Wales University Press, 247pp., AU$ 16.95 (Paperback).
Intelligence means many things to many people — this book has a brief look
at most of these. It includes the standard views of the biologist, the computer
scientist and the psychologist but, and this is where the book has usefulness,
also presents alternative “working” views of intelligence and the plethora of
interest and anecdotes which surround it.
Topics include — what is intelligence — human, animal, artificial, and
extraterrestrial; measures of intelligence; the nature of genius and retardation;
growth and ageing of intelligence; and education and intelligence. The book
also discusses IQ tests and the meaning of IQ scores (a flimsy area if I have
ever seen one).
Interesting features are a table correlating IQ scores with vocation (not to
be taken too seriously at all), a discussion of various insects and animals and
their levels of intelligence, and finally, in the section on Artificial Intelli
gence, a brief overview of a number of important expert systems and
artificially intelligent software systems. Neural networks even get a mention.
The book is written in a light and easy style. There are many anecdotal
stories and facts scattered throughout. As most of these are interesting and
novel they add to the general readability and popular appeal of the book. The
academic interested in intelligence may, however, find these extras distracting.
The author states in the preface that “This book provides an easy-to-read,
broad overview of the whole field of intelligence” and it does. However, what
he doesn’t say is that you won’t get from this book a deep understanding of
intelligence, or a complete understanding of intelligence, or even, perhaps, a
useful understanding of intelligence.
The book appears to be printed on recycled paper—which is an intelligent
thing in itself. Unfortunately though, it appears as if the binding, in my
particular copy at least, is also recycled and less intelligently done. The book
was in pieces before I had finished half of it.
In summary then, the book was surely not meant to be a research text but
it does represent an interesting and diverse overview of intelligence. At
$16.95 it is good for a read on a Sunday outside in the sun.
Ashley Aitken
University of New South Wales
PARKINSON, J. (1991): Making CASE Work, NCC Blackwell Limited,
Oxford, 308pp., $79.95 (paperback).
This book is warmly recommended to persons or organisations that contem
plate purchasing or have purchased CASE (Computer Aided Software
Engineering) tools. As I have come to expect from books published by NCC
Blackwell its contents are practical and the author writes from experience.
John Parkinson is Director of Methods Engineering at Ernst and Young. He
has been involved with CASE tools as a salesman, a developer, a consultant
and a user and is therefore able to provide extensive practical guidelines based
on experience.
The book is divided in two parts. (I) An introduction to CASE and (II) A
CASE implementation strategy. I found part I fascinating reading. Chapter 1,
“What CASE tools are for”, gives an overview of software engineering
problems and practices and presents CASE as all tools that assist software
engineering on a computer. The author illustrates how perceived technical
solutions to earlier problems create new problems in turn and that many of the
improvements will only be successful if a concerted effort is made to make
the tools work through training and persistence.
Chapter 2, “What CASE can do today” describes in depth in what areas of
software engineering CASE tools are currently on the market, and how they
can be useful. It is a pity that the author keeps the discussion generic and
provides no pointers to specific tools on the market. Parkinson presents CASE
tools in 9 categories giving an indication of the breadth of the book:
workbenches, integrated project support environments (IPSEs), application
generation environments, specialised application area oriented tools, re
development tools, validation, verification and testing tools, project manage
ment tools, process management tools and specialised tools. Each class is
discussed in some depth: the problem addressed by the class of tools, the depth
to which the problem is addressed and what is the state of the art at the time
of writing (late 1990).
CASE tools usually support some underlying method, particularly where
they support analysis and design. Parkinson warns against the common
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mistake amongst purchasers of CASE: “The process of representing the
results of thinking and analysis has been greatly simplified by CASE tools.
The need to think about the problem in the first place has not been removed”.
Chapter 3 “Where CASE is going” presents future directions of CASE in
standards, toolkits and methods. This section is interesting for CASE devel
opers, and serves as an indication for potential CASE buyers which direction
tool makers are taking and which areas are likely to remain in the too hard’
basket for some time.
In Chapter4 “Experiences, Lessons and Critical success factors” the author
makes the point that CASE is new and that, with a lead time of 12 to 16 months
required to establish CASE in an organisation, few successes can be pointed
out in 1990. The failures reported are from those organisation that bought with
unrealistic expectations and without the money or the will to invest in
training, pilot studies and evaluations. Readers who have been through the
experience of implementing CASE tools as part of their software engineering
effort will find much material for recognition and reflection in this chapter.
However, Parkinson also offers help in avoiding or overcoming the problems
that are so often part of CASE implementations.
The section on critical success factors introduces and summarises part II of
the book. Management commitment is deemed essential and part II provides
a comprehensive example of a Cost Benefit calculation on the introduction of
CASE in an organisation. Such a calculation will show whether CASE is
worthy of management support. Methodology is presented as the essential
underpinning of a successful implementation of CASE. Parkinson provides
guidance in the selection and implementation of a method including an
example of a schedule for the implementation of a method in a software
development shop.
With the new methods and tools, training is an essential to make the imple
mentation of CASE a success. Parkinson discusses various options and pro
vides a list of courses, proposed course contents, and who should take the course.
A comprehensive checklist helps with selecting the right tools for the job
at hand. Such a list provides a simple and powerful means to compare the
various tools offered against the need of the software developer. Similar
assistance is offered for the selection of pilot projects and the project teams
that are to spearhead the introduction of CASE in the organisation.
An extensive bibliography is provided and will give ample references for
further study. The only disappointment here is that this bibliography is not
cross referenced to the contents of the book. But this is only a minor slip in
an otherwise valuable collection of insights, pointers and examples for
anyone planning to implement CASE in an organisation.
Brain van Oosterhout
Cadre Technologies Canberra
KINGSTON, J.H. (1990): Algorithms and Data Structures: Design, Cor
rectness, Analysis, Addison-Wesley, Sydney, 315pp., $42.95 (hard
cover).
This book by Jeff Kingston, from the University of Sydney, is already being
widely used in Australia and deserves to achieve similar success internation
ally. It is a fine example of a well-written textbook and a great improvement
on several better known books in the field.
In his preface, the author begins by saying:
This book is intended as a textfor a one-semester second or third
year course on algorithms and data structures. It aims to present
the central topics of the subject, coherently organized, with
emphasis more on depth of treatment than on broad surveys.
This states the aim of the book accurately and succinctly. At the same time,
it illustrates the author’s admirably clear and concise style of writing.
To achieve its aim, the book first introduces the subtopics of correctness,
analysis and design, illustrating them by some simple examples. It then
discusses a variety of important data structures including binary trees, symbol
tables, priority queues, disjoint sets and graphs. Inevitably, some familiar
topics are either missing or else relegated to a brief mention in the exercises
—for example, strings and AVL trees. But there is ample compensation in the
inclusion of more recent topics and in the depth to which some of them are
taken. In particular, there is an excellent treatment of the amortised complex
ity of splay trees and Fibonacci heaps.
The algorithms are given in Modula-2, with full implementation modules
being included for several of the ADTs. The latter are available from the
author. Modula-2 is a reasonable choice for the purpose, being easily
understood by virtually all potential readers. If for any reason it were
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necessary to use some other language for related practical work, the obvious
strategy would be to rewrite the implementation modules in that other lang
uage. Indeed, it would be useful if such alternative versions were also available.
In addition to the implementation modules, the book includes well chosen
exercises, a useful set of references and a good index. Given that it covers so
much ground in a non trivial way, the surprising thing is that it takes only 315
pages. This brevity is a tribute to the author’s judicious choice of material and
clear writing style. All in all, the book is a model of its kind and thoroughly
deserves the recognition that it is receiving.
Jan Hex!
Macquarie University
HAWRYSZKIEWYCZ, I.T. (1991): Database Analysis and Design, 2nd
edition, Maxwell MacMillan, 574pp„ $36.95.
In 1984 Science Research Associates Inc. released the first version of this
book. At that time the book presented many analysis and design issues that
had not previously been dealt with in one place. Good information technology
books like good software have to be upgraded as technology changes and as
the needs of the users change.
Here is a new edition of a well received book (in its earlier edition) directed
towards keeping up with the changes in technology and user needs. The basic
concepts that form the foundation of database analysis and design are still
presented and used as a stepping stone to other issues and concepts.
The early chapters deal with understanding data design and the relational
design process. The body of the book, where most of the changes are found,
deals with the use and application of terminology and concepts applicable to
today’s complex analysis and design environment, in particular semantic
modelling and object-oriented concepts. There are several chapters on
semantic modelling, implementation of models, and design issues. Some of
the areas that are new to this book are the covering of semantic analysis,
object-oriented concepts, issues, and a basic chapter on object-oriented
databases. A traditional coverage of network and hierarchical database
management systems is presented relatively unchanged from the first edition.
This book presents object-oriented concepts and relates them to, as well as
separates them from, the traditional E-R modelling concepts and issues.
This is not a book I would recommend as an introduction to databases or
as a text for a data analysis and design unit. This book, I feel, is much more
suitable as a text for an advanced unit where the development and improve
ments to semantic analysis techniques can be expanded, appreciated, and
dealt with. At times the book can be difficult to read and follow. The concepts
require concentration, background knowledge, conceptual thinking, and
terminology in an area that is expanding but, as of yet, not in common
commercial practice.
I enjoyed the book for what it is.
Ric Jentzsch
University of Canberra
SANDLER, C., BADGETT, T., LEFKOWITZ, L.P., (1991): VAX Secu
rity: Protecting the System & The Data, Wiley, US, 244pp, unstated
price, (Hardcover).
The book is intended to give advice to VAX managers and users on computer
security needs and hazards. Many computer security topics are introduced
ranging from viruses, hackers, security policies, and network security.
Unfortunately, the book cannot be used as a reference or as a text since its level
of detail is insufficient. Its “pitch” is best described as a beginner’s tutorial in
computer security with a pot-pourri of topics.
The treatment of the subject by the authors does not at first centre on VAX
systems. Many of the topics discussed, such as hackers, and viruses, are
applicable to many computing systems. Indeed, some effort is placed on
discussing PC security. I suspect that the authors do this due to the increasing
interconnectivity and heterogeneity of computing environments.
The authors discuss various peripherals and devices which can go some
way to providing physical security countermeasures. Examples included are
devices such as fingerprint readers. It should be noted that the reader must not
expect any in depth discussion on the relative advantages and disadvantages
of these devices. For example, after reading chapter six the reader may
consider purchasing a fingerprint reader. However, important questions such
as the failure and non recognition rate can be quite important as these
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fingerprint devices do not always recognise a valid print on the first try. One
factor involved in one product concerns how much body oil is present on the
proffered digit. One can envisage the parameters being set so that on a cold
day all the employees are locked out due to insufficient sweat gland activity.
While the authors cannot be expected to provide exhaustive details on each
product, a paragraph or two explaining some of the inherent characteristics
which may affect the suitability of the device would have been helpful.
I found the authors’ comparison of UNIX and VMS systems somewhat
inappropriate. The connotation in the book is that VMS is in general a much
more secure system than its UNIX counterpart. An example cited concerned
the 1988 Worm Internet attack on UNIX systems. However, any premise that
VMS is more secure than UNIX is debatable, especially considering that a
version of VMS based on an evaluated C2 version was penetrated by a hacker
group in the NASA SPANnet. It is ironic that one of the sensitive files
“leaked” concerned security plans for VMS systems. In addition, discussion
on the VAX UNIX SystemV/MLS, a TCSEC( 1985) B1 rated system, was far
too brief.
If you are wondering what is meant by a C2 system, MLS, and how they
relate to security, then reading this book won’t help much. The discussion on
trusted systems and the TCSEC rating system, given their expected impact in
the future, leaves much to be desired. Unfortunately, the book has no proper
references so any attempt to follow up on a given topic is made more difficult
than necessary.
The most interesting portions in my opinion are contained in chapters eight
and nine. In chapter eight the authors discuss VMS security in more detail and
in chapter nine there is a discussion of network security and the fundamental
structure to DEC’S security philosophy. Included are topics such as the net
work reference monitor concept (part of the model used by the TCSEC), and
packet switching, although the discussion does not go far enough for my taste.
If you know absolutely nothing about computer security, and you need a
very brief overview on as many topics as possible and how they might relate
to a VAX system, then this book may just be worthwhile. I see the main audi
ence for the book being high level managers (as intended by the authors) and
perhaps high school students looking for a very quick introduction to the subject.
References
TCSEC, (1985): Trusted Computer Systems Evaluation Criteria, DOD
5200.28-STD, US Department of Defense.
Mark Anderson
Defence Science and Technology Organisation
Salisbury, South Australia
Van TILBORG, A.M., and KOOB, G.M. (eds) (1991): Foundations of
Real-Time Computing—Formal Specifications andMethods, Kluwer
Academic Publishers, Dordrecht, The Netherlands, 316pp, US$59.95.
This book is an edited collection of eleven papers which focus on the formal
specification and verification of real-time systems. The issues discussed all
relate to time-critical, or deadline-driven, computing with application to
transportation, manufacturing, industrial process control and telecommuni
cation systems. With the increasing prevalence of safety-critical computer
systems, there is an increasing need for software engineers to understand the
theoretical foundations of real-time systems and their formal notation.
The first chapter lays the groundwork relating to the fundamentals of real-time
systems and the need for formal representational methods. Timing constraints are
discussed as a means of ensuring system integrity, a synchronisation mechanism
and a control mechanism to measure performance. Problems associated with time
parallelism are examined to form the basis of later work.
Chapters 2 to 6 deal with a variety of formal notations for deriving
sequential real-time process-control programs, mathematical modelling of
real-time scheduling, communicating shared resources and an overview of
the research on hierarchical multi-state machines.
Chapters 7 and 8 are concerned with formal methods of modelling real
time concurrency.
Chapters 9 and 10 discuss the implications of timing properties on the
structure of programming languages. The notion of timing schema is devel
oped to compute best and worst case execution times for programs and their
components. A language, FLEX, is described for programming flexible real
time systems.
The final chapter explains Modechart, a graphical specification language
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for hard real-time systems, i.e. those which must provide a result within a
specified time limit or face catastrophe. An example of a live application is
drawn from the avionics industry and a mechanical verifier is introduced.
This book is intended for those involved at graduate or advanced under
graduate level with the development of real-time software systems. It relies
on the familiarity of the reader with formal syntax to specify algorithms and
would not be suitable for the “lay” programmer in this area wishing to obtain
a feel for the real-time environment.
For those involved in serious study the area of concurrent, time-dependent
software, the breadth of the problems examined would make this book a
useful reference at an affordable price.
Peter Juliff
Monash University
E. GELENBE, E. ORHUN and E. BASAR (eds.) (1988); Computer and
Information Sciences-3, Nova Science Publishers, 732pp, $US 145.00.
This book is the proceedings of the Third International Symposium on
Computer and Information Sciences held in Turkey in Oct-Nov, 1988. The
volume contains 83 contributions that include 14 invited and 69 submitted
papers. A majority of papers are from authors in Turkey.
The papers deal with the following topics:
Computer Networks
Computers in Education
Software Engineering
Modelling and Simulation
Concurrency
Artificial Intelligence
Computer Applications
Image and Signal Processing
Database Systems
Operating Systems
Parallel Processing
Robotics
Reliability
Computer Architecture
CAD/CAM
The number of topics covered is so diverse that it is almost impossible for
any one person to review all papers competently. Because of the diverse scope
of the symposium there is little coherence among the different papers
appearing in the proceedings.
Rather than review each paper in the volume, the reviewers decided to
review a number of selected papers that are in the areas of their expertise.
These three areas are database systems, software engineering and robotics.
There are seven papers in the section on Database Systems. The first paper
by Ozkarahan deals with query optimization. It is a brief survey of the state of
the art in query optimization. Most of this material is available in introductory
database texts. The next paper by Lellahi and Jomier deals with an algebraic
approach for relational models. The third paper by Vural and Dogac deals with
building B+-trees. The algorithm presented allows a B+-tree to be built, given
all the keys, without working at multiple levels. The algorithm presented
identifies the keys that are to be stored at each level to either maximise or
minimise the storage utilization. The tree is then built bottom up, one level at
a time. The fourth paper by Ozelci, Kesim, Karaorman and Arkun discusses
the design and implementation of an experimental object-oriented database
system. The next paper by Lefebvre describes a high level interface between
the relational system Informix and Prolog. The sixth paper deals with interfac
ing databases and expert systems while the last paper in the section discusses
extending the entity-relationship model to include generalisations.
There are five papers in the section on Software Engineering. Two are on
Software Engineering Tools, two are on Software Quality, and surprisingly
the fifth one is on “Variable’s life time, Mode declaration and Clause indexing
in Prolog implementations”.
Hock and Yaacob in their paper (pp. 161-168) propose a design tool named
Interactive Structure Design Tool (ISDT) to develop structure charts and data
flow diagrams. The tool behaves essentially in the same manner as many of
the existing tools for that purpose. The implementation of ISDT is not
discussed. The authors compare ISDT with some of the commercially
available design tools. ISDT has less resource requirement and is cheaper
primarily because the commercial tools provide more facilities.

Erdogan, McFarr and Maglidt (pp. 169-178) describe the facilities avail
able in a CASE environment under development; the environment is called
EDEN. It consists of a set of integrated tools to support every phase of the
software life-cycle, including project management. The project is ambitious,
and the paper gives an overview of the project. It will help the reader to learn
what sort of tools a typical CASE environment should provide.
Rozman, Gyorkos, Welzer and Dogsa (pp. 191-200) survey mainly soft
ware metrics and reliability. In the survey on reliability it would have been
better, if the authors indicated the distinction between the terms error, fault
and failure before using them freely. They also provide a brief section on
software development methods which unfortunately does not include objectoriented techniques.
“Software Quality Evaluation Model” (pp. 201-206) is a paper by Lu Jie in
which the author develops a model for evaluating as well as comparing
software quality. The software evaluation uses several factors like correct
ness, efficiency etc. for the different quality criteria like traceability, com
pleteness etc. This classification seems to be the same as McCall’s classifi
cation. The model provides a fuzzy multifactorial method to determine the
quality of the software based on the weights given for each factor and the
“marks” given for each criteria.
There are four papers in the section on Robotics. The paper by M.
Poulenard and G. Stamon deals with robotic vision for the bin of parts
problem. Using a single camera system, authors have tried to simulate stereo
vision for the above application area. Their implementation has been guided
by the low cost robot systems based on microcomputers.
The second paper by T. Tunali considers the aspects of robot kinematics.
He has studied the effects of varying load conditions on the control of robot
arms. He has examined the suitability of a conventional technique —
‘computed torque’ control method in the above situation and has shown that
applicability of such a technique is not very promising. He has suggested
modifications in the control policy to overcome the drawbacks.
The paper by G.S. Guler is primarily a review paper on the current
approaches to robot programming. The review covers task level programming
in detail. This approach is relatively new and shows a clear departure from
programming of a particular robot to a more versatile robot programming.
Finally F.N. Civelek, N. Onder and A. Top in their paper describe the
design of a mobile robot navigation system. They have introduced the idea of
mobile robot navigational language. They have also developed a pseudo
compiler and a simulator to demonstrate the capabilities of their language.
Overall the papers are often brief, the quality is variable, the proof reading
is not very good (there are many spelling mistakes and incomplete refer
ences). The variable quality is illustrated by the paper “Some Comments on
the Choice of a Programming Language as a part of Computer Science
Education”. In this paper, the author compares Basic, Fortran and Pascal as
introductory programming languages and concludes:
— Although it is heavily criticized, in PC-based education the BASIC
interpreter may be recommended because of its free availability.
— Fortran may be easier to learn than Pascal when taught as a first computer
subject.
Given the comments above and the price, we are reluctant to recommend
these proceedings to you.
N. Ahmed, G.K. Gupta and A.S.M. Sajeev
James Cook University Townsville
VANDONI, C.E. and DUCE, D.A. (eds.) (1990): Eurographics ’90, NorthHolland, Amsterdam, 562pp„ $US 145.00.
The major theme of Eurographics ’90, the eleventh annual conference of the
European Association for Computer Graphics held in Montreux, Switzerland
in September, 1990 was ‘Images: Synthesis, Analysis and Interaction’. This
theme is reflected in the Conference Proceedings, which contain the contrib
uted papers and the abstracts of invited papers. The increasing diversity of
specialised areas now included under the umbrella of computer graphics is
evident in the allocation of conference sessions to hardware, algorithms,
modelling, standards, CAD applications, illumination, rendering and user
interface management systems.
The 44 contributed papers selected for presentation at the Conference give
a balanced and very interesting description of each of the specialist areas.
Invited speakers sought to provide a ‘state of the art’ summary of new developTHE AUSTRALIAN COMPUTER JOURNAL, VOL. 25, No. 1, FEBRUARY 1993 33
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merits in such fields as computer vision, image processing, multi-media
publication and graphics in parallel. Regrettably, only the abstract of each of
these presentations is included in the Conference Proceedings. The papers in
the sections on modelling, illumination and rendering proved to be of consider
able interest, though mathematically quite complex. Readers with the patience to
look beyond the mathematical formalism will, I’m sure, be rewarded by much
greater insight into some of the new algorithms being suggested.
The Proceedings of Eurograph ’90 will prove a useful acquisition for
researchers active in one or more of the many areas of computer graphics
treated in this collection of papers. However, reference material of this type
is probably most usefully located in the library of institutions with a commit
ment to research in computer graphics.
Howard Connell
Royal Melbourne Institute of Technology
KARAT, J., (ed.), (1991): Taking Software Design Seriously: Practical
Techniques for Human-Computer Interaction Design, Academic
Press, Sydney, 354pp unstated price (hardback).
It is impossible to capture the contents of this book in a single cover-all word
or phrase, because it is very rich, broad and full of variations on a theme. The
theme, of course, is Human Computer Interaction (HCI), and the thread that
binds it all together is the problem of accommodating HCI in the design,
development, assessment, planning and implementing useful interactive
computer systems. However, if the title makes you believe it is a recipe book
providing tools, techniques and solutions to interface design problems, forget
it! If anything, the book raises more questions than it attempts to answer
which, incidentally, it also aims to do. The second half of the title may thus
be slightly misleading, although some chapters do offer useful design tools.
The book summarises the results of a workshop held in connection with the
SIGCHI (SIG Computer-Human Interaction of the ACM) 1990 conference,
and the 17 chapters are contributions selected from position papers presented
by researchers and practitioners representing a wide range of views and
techniques available to software system designers. The result of these efforts
is a broad perspective focusing on user-centred software design, assembled
in the form of tid-bits that are difficult to string into a coherent whole as they
arise from a range of people varying in disciplinary background, experience
and outlook.
It is perhaps precisely this diversity that makes the book what it is: an
interesting cross-section of the art, science, craft of HCI as it stands, warts and
all, with contents ranging from the philosophical to wishful thinking, from
case studies to practical, as yet untested suggestions, from individual perspec
tives on the design process to useful tools that can readily be picked up and
adapted to the needs of individual projects. On the philosophical side, the
possibility of viewing design as a craft with a focus on producing functionally
useful end products opens many new doors. The notion of allowing, even
cultivating diversity in approaches to software design is echoed in several
chapters. On the practical side, I think I enjoyed three ‘models and tools’
chapters most. One describes a model for design foci which allows these
dimensions to be operationalised and hence applied, as shown in a convinc
ing, albeit highly simplified, example. The second tool is for task analysis. It
solves the problem of translating detailed task analyses into design decisions.
Too often, detailed task analyses are unused because this translation process
is both tedious and difficult. Finally, a User Action Notation (UAN) is
presented in one Chapter in which design is represented in the form of a user
action-centred view. The advantage of this tool is improved clarity in defining
user and system priorities and requirements, and reduced text/prose which
makes the producing and reading of task-functional specs tedious.
Individual perspectives presented from a range of disciplines define the
possible roles on project teams of anthropologists, graphic designers, and
others. It is thought-provoking to learn to appreciate the types of contributions
that could be made if we really practised multi-disciplinary approaches to
software design, as we tend to preach. One Chapter suggests that we need
hybrid project managers, ‘information architects’, who ideally should be
trained in the most relevant aspects of cognitive and organisational psychol
ogy, software engineering, programming, analysis, management — perhaps
we need to think about educating such globally oriented people to make sure
we reach a balance in the various perspectives entering into design. Integra
tion of old and new design methodologies is dealt with in three Chapters, and
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finally, an up-to-date perspective on European HCI standing and outlook is
presented in two Chapters.
This is not a text book; it is more a thought-and-idea-generator for
researchers and practitioners who are at liberty to think about, introduce and
test new ideas and tools in the design and development process and who have
the power to affect project team culture and traditions. It is also, of course, a
book for the intellectually curious and for those who want to keep their finger
on the HCI pulse. I feel that my preferences are currently under pressure to be
more oriented towards developing usability testing/evaluation tools and
implement these, and my personal priorities reflect this. For that reason, I
would not hurry to the book shop to ensure it taking a place on my own
shelves, as this is likely to be a rather expensive venture. However, as a
researcher who is interested in the topics dealt with in the book, I would like
to see it in our library as a good reference and resource book.
Gitte Lindgaard
Telecom Australia Research Laboratories
BAREISS, R. “Exemplar-Based Knowledge Acquisition" (1989), Aca
demic Press, Boston, 169pp., US$24.95 (hard cover).
This book describes the design, application and evaluation of a classification
system called “Protos” which is designed to acquire knowledge by case-learning.
An application of the system to clinical audiology is discussed. The book is an
adaptation of a Ph.D. thesis. Its structure and style remain that of a thesis.
The primary design objective of Protos has been to create a classification
system that is effective and efficient in acquiring domain knowledge from a
human expert. The system makes no attempt to employ empirical, similaritybased, or other more sophisticated learning techniques.
The key organisational concept in the system is that of a category which the
author claims is an extension of the notion of concept. The category structure
consists of four types of indices.
(i) remindings — which associate features with categories or particular
exemplars,
(ii) censors — which are negative remindings,
(iii) prototypicality — based on partial ordering within categories, and
(iv) difference links — which record important feature differences between
exemplars in the same or different categories.
These indices together with a collection of exemplars of each category
(represented by features) define the intention of each category. Each feature
has an associated explanation which indicates its relevance to category
membership. The system “learns” by failure to classify correctly and by
retaining exemplars, exceptions and explanations.
A new case becomes an exemplar for a category only when Protos cannot
classify it or when its similarity to an existing category member cannot be
adequately explained. The classification algorithm involves hypothesizing a
classification for a new case, confirming the hypothesis, and constructing an
explanation which the human expert either confirms or amends.
The results presented for the system (for a 26-category classification
problem) suggests that it is able to achieve a performance level comparable
with that of human experts. However the underlying “tuning” of the param
eters of the system to achieve this level of performance has the appearance of
being less systematic than what might be hoped for from such a system. A
technical report and the associated software is available from the author.
Overall the book provides a readable account of what appears to be an
example of a good exponent of case-based learning. It should be of interest
both to Al practitioners and academics who may wish to study or use such an
approach in a domain application. The claim at the beginning of the book that
Protos integrates learning with problem solving to allow the system to acquire
new concepts and refine existing concepts is something of an overstatement
of the process that the system models.
R.G. Dromey
Griffith University
PARTRIDGE, D. (1992): Engineering Artificial Intelligence Software,
Intellect, Oxford, 212pp., $64.00 (hardbound).
We have here a research monograph which considers the problems of
software engineering of artificial intelligence software. There are two intro
ductory chapters noting that artificial intelligence problems differ from
conventional problems addressed by software engineering mainly in that they
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are poorly defined and context-dependent. There are then two chapters on
software engineering methodology, contrasting specify-and-verify orspecifyand-test methods from methods of incremental development by a series of
prototypes. The claim is that the latter is more appropriate to Al problems.
Three chapters survey research results in software engineering methods,
exploratory programming and machine learning. The final two chapters look
at expert systems and more general Al software.
My first comment is that the book is very idiosyncratic. It does not reference
other work in the area by authors such as Addis or Debenham. Its references
to the software engineering literature pretty well stop at 1987. The author
references some 1990 work on type inference in LISP programs, but not the
fairly extensive and much more relevant literature on abstract interpretation in
the logic programming literature, even though there is reference to logic prog
ramming work by such as Kowalski. On the other hand, I am not aware of any
work not cited which would significantly affect the author’s conclusions.
I found some interesting ideas. One is that reverse engineering, recovering
the abstract structure of a program from the code, is very much more akin to
science than engineering. Following from that, to understand and to be able
to modify software, as is essential to a exploratory development strategy, the
programmers need a variety of abstract perspectives on the program. There
is no guarantee that the perspectives needed for modification are related to the
perspectives needed for the previous development, so that the programmer
changing even well engineered and documented software may need reverse
engineering to see the relevant structure of the program.
However, on the whole I found the book frustrating since the various ideas
are never put together. There is no detailed descriptions of Al software, even
expert systems. Neither is there is any indication of how the individual
technologies can contribute to the construction of such systems. In particular,
there is no illustration of the use of reverse engineering in Al program
development. Further, since the coverage of the literature is so spotty in the
areas with which I am familiar, I have little faith that the review of advanced
technology is comprehensive. In addition, there are topics covered which
seem to have no relevance to the subject, such as a section on over
engineering of software using such methods as multiple-version program
ming. This kind of strategy seems to be relevant only to software which can
be well-specified in advance, and the author explicitly states that Al software
is not amenable to that strategy.
I do not recommend it.
Robert M Colomb
The University of Queensland
POUNDER, C. and KOSTEN, K„ (1992): Managing Data Protection
(Second Edition), Butterworth-Heinemann, Oxford, 458pp., $120.00
(hard cover).
This book contains an excellent and extremely thorough explanation of the
Data Protection Act (1984) in operation in the United Kingdom, as well as a
wealth of interpretations and potential ramifications of this legislation.
Special consideration is also given to the Act in the context of the emergent
European data protection laws. The Australian reader should be aware
however that much of the specific detail would not be applicable to the
Australian environment, at least at this point in time. Not only would the
requirements of the Act appear to be inapplicable, they might also appear to
be absurdly intricate outside the tightly legislated European Community.
The style of writing is close to that which I would expect to find in a user
manual, and this is not surprising since this is in effect what this book intends
to be: I would regard it as a suitable handout to a week-long course in data
privacy requirements for operators of personal data bases, U.K.-style. When
reading the book for the first time, a copy of the Data Protection Act, and the
various Registration forms now required in the U.K., would be useful. The
complexity of the legislation would require any new operator to closely study
a book such as this one and to follow its guidelines in detail, before attempting
to commence work in this field. I would not be at all surprised to find a copy
on the shelves of every personal database operator in the U.K. Perhaps this is
partly why a second edition has been necessary, apart from the observation
that very specifically focused books (such as this one) tend to date quickly,
as the legislation changes. For example, there were three amendments to the
original Act after 1987 when the first edition was published and these no
doubt also contributed to the need for a second edition.
The first seven chapters, confusingly labelled One through Five, Four (A)

and Four (B), describe the Act, how to register databases, and the eight
principles under which the legislation operates. Of these, the sixth chapter
(labelled Four (B)), contains a series of case studies and I found these
interesting reading, as I considered what the likely outcome of each would be
if they had occurred in Australia. In a number of cases, the result would have
differed due to the relative lack of legislation and the considerably more
laissez-faire approach to personal information taken in Australia.
Chapter Eight contains a more generic description of the need for data
security, stressing that “security ofall data and processing activities [should
be] under one coherent policy and one security management structure ”,
This would be useful reading to any Australian manager wishing to
understand what should be done in regard to security of computer-based data,
however it is only 22 pages in length, and alternative specialist texts on
computer security are available to Australian readers.
The authors also produce a newsletter concerning data protection matters
in the U.K. and Appendix 1, containing abstracts from various issues of this
newsletter, acts as a thinly veiled promotional advertisement. Appendices 3
and 4 contain hints to auditors and software designers respectively. The
checklists in this part of the book would be useful to any practitioner in these
fields, including Australians. For students of data protection, the book
finishes with a detailed list of all the relevant government authorities in
Europe on this subject.
In conclusion, I found this book to be an extremely thorough “how to”
manual covering all aspects of data protection in the U.K., but its specific
nature would make it unsuitable for all except those wishing to study
European data protection legislation in force in the early 1990’s. For this
topic, it contains excellent material.
Lindsay Whitehead
HCS Australia, Melbourne
PATTERSON, BRIAN A.S. (1991): Computer Related Mathematics. NCC
Blackwell, 316pp., $32.95 (paperback)
The text was first published in 1988 as Computer Related Mathematics and
Statistics by Brian Patterson.
This second edition is comprised of twenty chapters. The first five chapters
deal with simple arithmetic in decimal and binary systems. The following four
chapters provide a “Cook’s tour” of elementary probability and statistics.
Chapters 10 through 14 look at simple algebra, simultaneous equations and
Venn diagrams. Chapters 15 and 16 deal with Boolean algebra, logic and
switching circuits while the remainder of the book covers arrays as data
structures and finally error handling. Each chapter of the book finishes with a
set of exercises and answers to selected exercises are provided in the appendix.
The appropriate audience for this text is either that of final year secondary
students who are undertaking computing studies without continuing with any
mathematics, or that of Certificate students undertaking a course such as
Business Computing.
As is the case with many courses in mathematics for computing, the hard
thing is to know what to leave out. The bulk of the text covers well the needs
of students of computing who have a poor mathematical background. Indeed,
the first thirteen chapters of the book are introductory for those with no formal
education in mathematics past the primary level, or remedial for those with
secondary level mathematics studies. The book concludes with the topics of
data structures and error handling in the context of data processing. It seems
to me that the inclusion of topics such as Boolean algebra, logic and switching
circuits (chapters 15 and 16) is superfluous to the needs of the likely audience.
In summary, Computer Related Mathematics would be useful for the
classes of students identified above. Worked examples are clear, end of
chapter problems are well chosen, and the overall presentation is easy to
follow. The inclusion of Boolean algebra, logic and switching circuits is
unnecessary in the context of the bulk of the remainder of the text and these
topics have been dealt with in insufficient detail for the serious student.
However, if these topics must be included then I suggest that (a) they could
be fleshed out a little more with the inclusion of a chapter or two on the theory
of finite graphs, and (b) chapters 6 through 14 be dropped altogether as they
deal with statistics, linear algebra and sets and these topics should not sit
between base 2 arithmetic and Boolean algebra.
Nicholas Billington
Victoria University of Technology
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RANDESI, S.J. and CZUBEK, D.H. (1991): SAA™ IBM's Systems Appli
cation Architecture, Van Nostrand Reinhold, New York, 309pp.,
SA87.95 (paperback).
This book is not what it says on the cover — for “professionals who don’t
want to miss the ground floor opportunities in product development and
application programming presented by SAA”. Professional analysts and
programmers would find it unsatisfyingly short on detail. For example,
there are references to function subsets but no description of which
functions are in what subset, and no description of the detailed protocols.
However the book does have a very useful purpose for another set of
people, namely those with a technical bent who want to get an overall
impression of what SAA is about. Such people would include analysts and
programmers from outside the IBM user community as well as technical
managers and others who have not had the time to keep up with the trends.
The managerial group, apart from the lack of consideration of security
management, would also find in Chapter 10 some useful tips on the
problems of managing a distributed environment.
The book follows the traditional pedagogic principle of “first you tells 'em
what you’re going to tell them, then you tells 'em, then you tells ‘em what you
told 'em”. This is applied to the book as a whole and in each chapter, so that
the reader gains a useful degree of repetition of the facts presented. This also
makes it very easy to read a section at a time, and basically in any order after
the introduction.
One problem with the book, in common with SAA, is that it concentrates
solely on the technical feasibility aspects and the technical inter-connectivity
functions and does not really address commercial realities of authorisation for
tasks or ownership of the data transmitted. It is based, as far as this aspect is
concerned, on the concept that the user requesting services owns and has full
authority over the data sent, or over the data received. The idea that the
information belongs to the department or organisation, let alone that personal
data belongs under the various Privacy Acts to the data subject, and must
therefore be controlled, is totally absent. For example, this lack shows up in
the confusion between user and network connection when talking of dynamic
reconfiguration on page 207.
A second point of concern is that very little critical evaluation is provided.
Some statements are given on what functions are provided in which IBM
products, but no evaluation is made of what this might mean to the planners,
designers and managers of networks. The interlinking of systems implement
ing different subsets has very real problems in the business world and some
help would be useful.
The book gives a general introduction. Then follows a section on the SAA
elements of Common User Access, Programming Interface, Communications
Support and Applications. Distributed Services with particular reference to the
role of the Logical Unit type 6.2 is given the major section of about 100 pages,
and a brief glimpse of possible futures rounds out the book. The concentration
on LU6.2 is useful in view of the fact that this protocol has acceptance outside
the pure SNA world of IBM. The discussion on network management in the
distributed environment should also be useful to managers. The table of
contents is not very detailed but the index is quite useful for someone who
needs a rapid reference to a particular aspect. The glossary provided is also
quite helpful, and would be very useful to those with little experience of IBM
products. The book has over 100 line drawings illustrating structural concepts,
sometimes step-by-step, which is a positive aid to understanding and explain
ing SAA to others. The book could do with a list of diagrams.
Would I buy the book? At nearly $90, the answer would have to be that I
would not get enough value from it as a personal purchase, but as a college
student text or part of the library for a Data Processing department it would
be a useful introduction for people new to the SAA concepts and a useful
source of ideas to explain the network environment.
Les Lawrence
Vonaldy Pty Limited
PLAUGER, P.J. (1992): The Standard C Library, Prentice Hall, Englewood
Cliffs, 498pp., Unstated Price.
Dr Plauger is one of the original users of the C language and is known as a
prolific author. He is the co-author (with Brian Kernighan) of Software Tools,
Software Tools in Pascal, and The Elements of Programming Style. Together
with Jim Brodie, Chair of the X3J11, the ANSI-authorised committee that
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developed the C Standard, he co-authored Standard C, a guide to the C
programming language.
This book shows how to use all of the library functions mandated by the
ANSI and ISO Standards for the programming language C. To help you
understand how to use the library, this book also shows you how to implement
it. The 9,000 lines of code have been tested with C compilers from Borland,
Project Sun, UNIX and VAX ULTRIX and are therefore highly portable
across diverse computer architectures. The library is claimed to have passed
the Plum Hall Validation Suite tests for library functions and extensive testing
with an assortment of public domain programs. A number of simple test
programs are also included which test all or part of the standard headers in the
Standard C library.
The text quotes extensively from the C Standard with its sections entitled
“What the C Standard Says”. Via the implementation of the requirements of
the C Standard the reader is shown how to design and produce libraries in
general and to ensure that those libraries are correct, reusable and cohesive.
The book includes new features which were added to C as part of the C
Standard. These include the support for multibyte character sets (such as
Kanji) and the support for multiple locales (cultural conventions).
Even the layout of the book is standardized. Chapter 0 is the introduction
and is followed by one chapter each for each of the 15 standard headers
(groups of functions). The headers and therefore the chapters are listed in
alphabetical order starting with <assert.h>. Each chapter contains the sections
of Background (History, statement of goals/nongoals, drawbacks, etc.), What
the C Standard Says, Using cheader name>, Implementing cheader name>,
Testing <header name>, References and Exercises.
Particularly well engineered are the mathematical functions which are
designed to yield 56 bits of precision and are therefore portable over a wide
range of machines with 64-bit double representations, such as IEEE 754compatible math coprocessors (e.g., Intel 80X87 or Motorola MC680X0)
with 53 bits of precision, the IBM System/370 family (53 to 56 bits), and the
DEC VAX family (56 bits).
This book is recommended reading for any serious C programmer or system
programmer involved in the writing of libraries. The only flaw one can ascribe
to this well-written book is an expected “excruciating attention to detail”.
Dominic Wild
Perth Technical College
DUNLOP, C., and KLING, R., (eds.), ( 1991 ): Computerization and
Controversy: Value Conflicts and Social Choices. Academic Press
U.S.A. 758pp, SUS34.95, (paperback).
Computers are not only powerful as technology but are a powerful factor in
social change. Computers affect not only organisational structure and proc
esses with respect to data but also with respect to people. To some extent
because these changes are systematically related to each other some degree
of prediction is also systematic — up to a point. This erudite book displays in
scholarly but readable fashion the key issues as either part of scenarios of
“hope or doom”.
This is a reference book with chapters that are each self-sufficient in
support of the author’s predictive social postulates.
The method of review of the predictive scenarios is by means of examining
the impact of our pervading computerisation on favourite already thoroughly
critically appraised sociological entities such as “Class divisions”, “Democ
ratization”, “Employment,” “GenderBias”, “Military security” and “Health”.
The editors, to assist the reader to grasp the concept of computers as a
continuing powerful social persuasion, offer an analogy between the books
topic and the already sociologically digested “social effects of the motor car”.
At first, class divisions were emphasised by the car — as only the wealthy
bought automobiles — but then ownership generalised and now town
planners take the car for granted and roads and buildings are designed to give
adequate place to travelling and parking. Businesses can be established at a
distance from each other because of the ease of transport. The former was an
easily predictable effect of the car, the second was a more complex yet still
easy prediction. The medical fact that raised blood lead levels would be found
in city bred hyperactive children was not predicted at all. With adequate
computer based modelling of life finer details such as lead blood levels may
be predicted.
The chapters in this penetrating book are allocated into seven thematic
parts such as “Ethical Perspectives” (Part VII), “Social Control and Privacy”
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(Part V), “Social Relationships in Economic Communities” and “Computeri
zation and the Transformation of Work” (Part III). Each reader will find Parts
and Chapters embodying his particular interests.
Although these are all lofty subjects the editors in their preface and
introduction are helpfully educative with adequate analogy and metaphor.
I turned immediately to two Chapters. The Chapter by John Sculley, “The
Relationship Between Business and Higher Education: A Perspective on the
21st Century”. And the chapter by Peter J Denning “A New Paradigm for
Science”.
John Sculley uses basic organising metaphors in his writing “The global
economic systems function like a biological ecosystem. An imbalance in one
sector can affect the whole. A good analogy can be found in the shrinking rain
forests of Brazil. Eighty percent of the earth’s oxygen comes from the
Brazilian rain forest... through the cutting of trees ... the decreasing amount
of oxygen in the atmosphere will alter the entire ecosystem of the planet”. His
second basic metaphor is “the unleashing and co-ordinating of the creative
contributions of many individuals”.
The coupling of the needs “to preserve the ecosystem” and “allow expres
sion and reception of individual creativity” (and of course the sale of
computer-ware) depends on tailoring education, business processes and
human and ecosystem needs, to be appropriately responsive to each other. At
the end of the Chapter on PG 62 in four paragraphs headed “Sculley Envisions
Life by 2001 P.C.” he outlines his prediction. Because the preservation of an
adequate ecosystem depends on rapid perhaps even (as in war) real time
numerical modelling 1 will quote one sentence from Sculley’s four para
graphs. “Such capabilities will allow scientists to visualise complex numeri
cal models with the same ease with which they now graph a column on a
spreadsheet”. He knows now that computerisation is indispensable to our
future global and hence individual, preservation.
In “A New Paradigm for Science by Peter Denning” the author imme
diately leaps from the reducing definition of science (to “making an
inquiry about phenomena and testing hypotheses”) to the analytical
mathematical modelling of science from which very precise predictions
can be made of complex actual systems. These models are produced by
teams of people working together. These people collectively are “the
institutional memory”, “the selection mechanism and the decision makers
of what is and is not science”. He describes very complex matters clearly
and uses a clear basic diagram to organise the reader’s perception. He
describes processes and components of the ever evolving Scientific
Paradigm. Peter Denning’s essay cannot be outlined without it losing his
impact. The breadth of his apperception of science as a process is hinted
at by the following quote from the end of his chapter. “New ways to
disseminate knowledge will come into existence, the definition of publi
cation will change, intellectual property rights will be sharpened, and
there may even be means to evaluate ‘submitted papers’ before releasing
them for distribution ... We stand at the threshold of a new era of science.
The glut of information is pushing us over that threshold, and information
processing technology is pulling us in”.
This book takes for granted that the Computer Revolution (yes there is a
chapter with that heading) is an active irreversible evolutionary process
between man and man and his environment and the rules of the process. These
will all keep changing faster than we predict. Yes, man will change.
I thoroughly recommend this book to any one who wishes to comprehend
the relation of the future to the present be he or she young and at school, a post
graduate, in business, in the public service or merely a concerned citizen who
enjoys transacting with erudite books.
Alan Freed FRANZCP
Ipswich Queensland
DORAN, H.E., (1989): Applied Regression Analysis in Econometrics,
Marcel Dekker Inc., New York, 372pp., US$107.50 (hardcover)
The author, Dr Doran, is Senior Lecturer in Econometrics at the University
of New England, Armidale, New South Wales. This book is designed both as
a text for students in economics or financial administration, and also as a
reference for economists, financial analysts, applied statisticians and social
scientists who may use regression analysis in their work. It is published as
volume 102 in Dekker’s series “Statistics: Textbooks and Monographs”.
A strength of this book is that while it assumes only high school algebra and
an elementary statistics knowledge, it accelerates at a reasonable pace and

provides comprehensive, clear mathematical derivations and explanations of
the general linear model and regression procedures. The book is certainly (and
thankfully) not a “cookbook”. Rather, it focuses on providing the reader with
a thorough understanding of the assumptions of regression and its informed,
appropriate use as a modelling tool in real-world situations.
The book recognises that regression analysis is invariably computer-aided
and the package MINITAB is extensively referred to. There is a short chapter
giving an overview of MINITAB, and most regression problems presented
are accompanied by the necessary MINITAB commands, and displays of
relevant MINITAB output. The author states that MINITAB is chosen
because of its widespread availability and easy operation, but the emphasis is
(properly) on the features common to all such packages, and readers using
other packages would not find the utility of the book lessened by this.
The book is organised into two parts. Part I contains 10 chapters giving an
excellent coverage of the “basics” including simple and multiple regression,
interpretation of estimated models, hypothesis testing, dummy variables,
analysis of residuals, heteroscadisticity, autocorrelation, dynamic models
and distributed lags. Part I concludes with an extended, comprehensive
example of the use of regression in sifting through four alternative theories of
consumption. Only a modest knowledge of economics is needed to follow the
example which very nicely illustrates the movement from hypothesised
theoretical relationships, through the operationalisation of variables, model
development, regression analysis, interpretation of regression output, to
reformulation of the original hypotheses.
Part II consists of four chapters dealing with more advanced topics —
stochastic regressors, instrumental variables, maximum likelihood estima
tion, binary choice models, probit and logit models and specification testing.
In addition to MINITAB, some use is made in this part of SHAZAM in
illustrating probit analysis.
This book provides a very valuable reference for the serious user of
regression analysis, and an excellent text for students.
Peter O'Sullivan
University of Technology, Sydney
BENYON, D., ( 1990): Information and Data Modelling, Blackwell Scien
tific Publications, 250pp., $40.00.
This book is very suitable as a student text for a first course in Data Base
Management covering Relational Data Models and Entity-Relationship
Models. The material is excellently presented and the book is very readable.
The author states in the preface that an objective was to present the material
in a non-technical fashion to make it suitable for a reader with no knowledge
of computers orcomputing. It is unclear why someone would want to read this
book without some knowledge of, and interest in, computers, but certainly
computer jargon and abstruse theory are avoided.
All the expected topics related to the main themes are presented. The
section on the normalisation of relations bravely covers all the Normal Forms
up to Fifth Normal Form. The influence of Bill Kent’s book “Data and
Reality” and his article “The Five Normal Forms” are clear.
Each chapter has an excellent list of suggestions for further reading. These
are annotated to denote what is being referenced and where to find it.
I recommend this book highly to lecturers looking for texts. Computer
Users and Computer Professionals will find it a very easy to understand
introduction to techniques and strategies in data modelling.
This is the first book in a new series of Blackwell Scientific Publications
on Information Systems. If future books are as good as this one, it promises
to be an excellent series.
References:
KENT, W. (1978): Data and Reality, North Holland.
KENT, W. (1983): The Five Normal Forms, Comm ACM, Vol 26 No 2.
Chris Bushell
Computer Sciences ofAustralia
BIRMINGHAM, W., GUPTA, A. and SIEWIOREK. (1992): Automating
the Design ofComputer Systems: The MICON Project, Jones and Bartlett
Publishers, 278pp, unstated price.
This book describes the research conducted at the Robotics Institute of
Carnegie Mellon University for the MICON Project. The MICON project was
a nine year research project to answer the question: “Can microprocessorTHE AUSTRALIAN COMPUTER JOURNAL, VOL. 25, No. 1, FEBRUARY 1993 37
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based, single board robotic controllers be automatically generated from a
high-level specification?”
The goal of the MICON Project system was to develop a system that
automates the synthesis of computer systems using microprocessor family
components. This is achieved through the capture and dissemination of
design expertise through a set of tools that support the design of digital
electronic computer systems. The tools include the following:
Ml
M1 is the synthesis module of the MICON system. Input to M1 is
a set of high-level specifications that describe the functionality
required by the computer. Additional parameters describing the
ceiling and resources (e.g. board size and cost) are also input to the
program. Ml is implemented as an expert system written in
OPS83. The knowledge base contains information about the
components M1 can design with, microprocessor-based system
design techniques and design-for-reliability techniques.
CGEN
CGEN is a knowledge acquisition tool for the M1 module. CGEN
consists of schematic drawings and simple equations.
ASSURE The ASSURE tool analyses designs produced by M1 and suggests
modifications for improved reliability.
The physical design process was performed by a suite of commercial tools.
The physical design process was not part of the research project and was not
discussed in the book.
The book is divided into five sections: an introduction to the design
process, automated system-level synthesis, knowledge acquisition, exam
ples, experiments and experiences and extension to other domains.
The first section is an overview of the MICON Project that describes the
goals of the project, design domain, and the related knowledge-based design
tools. The next section is on automated system-level synthesis describing the
design model for synthesis, and the architectures for automated design
synthesis in the M1 system. The section also describes how failure handling
is performed when Ml is unable to create a design that meets the specifica
tions and ceilings on physical resources given by the user. In the following
section the authors present a good introduction to automated knowledge
acquisition and knowledge-acquisition tools. The book closes with a com
plete example of the uses of Ml and CGEN in designing an 80386-based
system. The experiences of organisations using MICON is presented along
with the extendibility of the MICON suite of tools.
The book is well presented as it follows the history of the project, the
requirements of the MICON project and their findings from a research and
commercial perspective. The book should appeal to people who are interested
in computer-aided design, artificial intelligence (Al) and concurrent engi
neering. The research may also be of interest to those studying design and
automated knowledge engineering in the Al community.
Catherine Blake
Canberra
NATIONAL RESEARCH COUNCIL (USA) (ed) (1991): Intellectual
Property Issues in Software, National Academy Press, Washington DC,
111pp., £12.95 stg.
This work is the report of a 2 day planning workshop and the following 2 day
discussion forum held in December 1989 at which US legal and computing
experts explored a wide range of issues relating to the protection of intellec
tual property rights in software.
The report consists of five chapters, a bibliography and two appendices
listing the workshop and forum programs and participants. Each chapter of
the report covers a variety of topics. Chapter 1 examines the changing
technology and legal contexts; chapter 2 provides a background to basic legal
issues; chapter 3 considers whether protection of software is a special case
with particular attention given to user interfaces; chapter 4 examines current
issues more closely with consideration of patent protection problems, reverse
engineering and compatibility and interoperability problems; and chapter 5
looks to the future and possible enhancements of the existing software
protection systems.
The forum participants included most of the better known hardware
vendors and a good representation of US academic institutions and govern
ment agencies. It is interesting that many of the major software companies
including Microsoft were not represented. The concerns of forum partici
pants were multitudinous but two distinct factions can be discerned. One
faction regards the level of protection as insufficient to enable developers to
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generate a fair return on new software. The other faction considers the level
of protection (when viewed in the context of the litigious American software
industry) to be so high that it is stifling progress.
Although the report addresses the US system of legal protection of
intellectual property rights in software (which differs in many respects from
the Australian system), it raises questions of principle which are of fundamen
tal concern to any country. Furthermore, the report’s discussion of the
problems relating to patent protection of software are of considerable rel
evance to Australian readers since the Australian Federal Court decision in
IBM -v- Commissioner of Patents. In that case, the Federal Court held that
IBM was entitled to a patent with respect to an algorithm used for generating
smooth curves on computer screens. The decision in the IBM case moves
Australian law closer to the American position with respect to patent protec
tion of software.
In summary, this work fairly presents the views of a wide spectrum of
interest groups. The report does not assume that its readers have any
knowledge of the law and accordingly anyone with an interest in this area
should benefit from the report’s presentation of the arguments for and against
the varying methods of protection of intellectual property rights in software.
Richard Pryor
Adelaide
BROUGH, D.R. (ed.) (1992): Logic Programming: New Frontiers, Kluwer
Academic Publishers, 310pp., $US85.00 (hardback).
This book is a collection of papers from the second conference of the
Association for Logic Programming, held at Bristol, UK. According to the
back of the book, “they represent the most original material in the theory,
applications and implementations of PROLOG to date”. Whether this is true
or not is perhaps a matter of individual preference, but certainly the range of
topics is both diverse and interesting. They include such titles as metalevel
and constraint technology in a pure logic language, a framework for the
principled debugging of PROLOG programs, and the Wivenhoe computa
tional model.
The papers fall into four general headings, which are theory supporting
practice motivating theory, that is extensions to PROLOG and its develop
ment environment motivated due to difficulties experienced in practical
applications; applications of PROLOG to such things as the animation of
discrete mathematics; theoretical possibilities, discussing aspects of and
constraints on the types of problem which can be tackled by logic in particular,
and computing machines in general; and implementation techniques of
PROLOG, such as parallelism and combining both knowledge processing
and systems handling capabilities.
The PROLOG used in the papers is perhaps not the best, with cuts
abounding, but the papers themselves are informative and provoke some
thought. To me, the most interesting were Using PROLOG to Animate
Mathematics, and Logic, Language and the Quest for Intelligence. The
former deals with solving problems in discrete mathematics through PROLOG,
taking particular advantage of its backtracking capabilities. This however,
can become very inefficient and so also discussed is PROLOG’S ability to
perform memorisation, by asserting a fact that has just been derived. Several
other methods are presented that will increase the speed of a PROLOG
program. The latter paper gave a brief but informative history of the relation
ship between intelligence and symbolic systems and how this has progressed
since Charles Babbage’s infamous Analytical Engine. Many familiar names
are mentioned — Turing, Chomsky, Minsky and Godel, among others.
Overall, I found this to be a very good collection of papers, and certainly
well worth reading for anyone with an interest more in the theoretical than the
practical side perhaps of Artificial Intelligence, and its applications in
PROLOG.
David Williams
Charlestown, NSW
CROWN, J. (1992): Effective Computer User Documentation, Van Nostrand
Reinhold, New York, 425pp., $69.95 (paperback)
This book, as one would hope considering its subject matter, is extremely easy
to read. It is a complete guide for successfully designing, writing, producing
and managing any computer software documentation project. In fact, it is so

BOOK REVIEWS

comprehensive that it could be applied to any writing task although the
emphasis is definitely on technical writing.
The book is divided into ten chapters which progress like so — Getting
Started, which cover topics such as defining what is to be accomplished, the
need for documentation, why it often fails, and characteristics of effective
documentation; The Users, which discusses what users really need, how they
decide what is worthwhile reading, and how they approach documentation;
The Writer and Documentation Tools, which covers when the writer needs to
become involved in a project, and the documentation set with which he is
armed, along with a case history of a time in which manuals did not work; 10
Documentation Processes, which provides an overview of the entire process
from inception to completion and later maintenance—such topics as defining
the user audience, gathering the material together, designing the layout,
comprehensive guidelines for graphics and typography, the appearance of the
documentation, blueprinting the contents, writing the actual text, editing,
proofreading, indexing and actual production; Introducing Documentation to
Users; Managing the Documentation Project, covering twelve phases from
the preliminaries of research through speculative estimation of the time of
completion and on to final proofreading, production and distribution; OnLine Help, which discusses why one should consider on-line documentation
and goes into detail about resolution, screen layouts and colour and so forth;
On-Line Tutorials; A Style Guide; and finally The Corporate Strategic
Report, which discusses an initial report before commencing documentation,
laying out the approach to be used along with a justification for the documen
tation itself.
As may be seen, the contents cover probably every aspect that may be
involved in a documentation task, and many more — I have not been able to
identify any area in which this book is lacking, but rather have discovered
things that I had not even thought of. The author explains every concept that
he introduces extremely clearly and with many examples.
Overall, I am very impressed and would easily recommend this book to any
person that is involved in writing on a technical matter, whether it be a small
or large scale task.
David Williams
Charlestown, NSW
STEWART LEE, E. (1992): Algorithms and Data Structures in Computer
Engineering, Jones and Bartlett Publishers, Boston, 217pp, unstated
price, (hardback).
There are many good books on Algorithms and Data Structures some of which
have assumed classic status. Two outstanding examples are Niklaus Wirth’s
“Algorithms + Data Structures = Programs”, (1986), and Donald Knuth’s
“The Art of Computer Programming”, (1973). In the music industry there are
plenty of recordings that are regarded as classic and yet there are plenty of new
recordings of the evergreens. So too it must be with computer text books,
since any computer science course will have Algorithms and Data Structures
as a core subject.
Both example titles will be familiar to most readers and are also mentioned
in the bibliography of the book under review as the source of material for
much of the book. Knuth’s book is rigorous in mathematical detail, analysing
the complexity of algorithms. Wirth’s book is less rigorous in analysis, but
well illustrated in examples. Stewart Lee’s book falls somewhere in between,
not as rigorous in mathematical analysis as Knuth and using fewer and less
interesting examples than Wirth. Quoting from the bibliography “Few of
these references will take the viewpoint of the computer engineer. Neverthe
less, they are the source ofmost of the references of this book ”. This book is
not for readers who are more mathematically inclined and like to have the
assumptions stated and the results derived and proved. It is for readers who
do not want a recipe book but are content with a heuristic proof.
The book has 217 pages and covers six topics in ten chapters. To achieve
this, the author limits the number of examples to one or two. For instance the
chapters covering recursion and recursive data types are 60 pages long and the
same topic in Wirth's book covers 146 pages. Stewart Lee illustrates
recursion using cliched examples: Euclid’s algorithm for the gcd (greatest
common divisor) and a power series for cos(x) used in standard library
programs. Wirth illustrates the same topic using Hilbert and Seirpinski
Curves which are a very good visual illustration of recursion and a couple
of combinatoric explanations of the eight queens and stable marriage prob
lem. There arefewerprogramming examples than in Wirth. The book evolved

from the notes of a course given since 1966 at the University of Toronto. This
is reflected in style of the writing which tends to be terse yet clear. Stewart Lee
chooses to illustrate his programs in what he terms a generic language, which
is very similar to Pascal and easier to understand than Knuth’s fictitious
assembler language MIX.
The last three chapters make use of the previous material to introduce
formal languages. There are exercises at the end of the chapters, divided into
three classes. The classes: (i) drill and practice (ii) programming exercises
which do not have answers (iii) intellectually challenging exercises which do
have answers.
This book would be suitable for students who are not doing computer
science as their major, or for someone looking for a concise easy to read book
with a broad overview of data structures and introduction to formal languages.
References:
Wirth, W. (1986): Algorithms + Data Structures = Programs. Englewood
Cliffs, New Jersey, Prentice Hall.
Knuth, D.E. (1973): The Art of Computer Programming, Reading, Mass,
Addison-Wesley.
Peter Radonyi
Canberra, ACT
DODD, F.J. (1992): Practical Computerised Accounting Systems, NCC
Blackwell Limited, Oxford, 128 pp., $39.95.
This book addresses the fundamental knowledge gap between accounting and
computing. As the author notes in his foreword, while there is a volume of
literature on business systems, the fundamentals of “what commercial com
puter systems do” are often overlooked. As a result, Dodd has attempted to
explain, in layman’s terms, the basics of automated accounting systems. The
emphasis here is on “accounting systems”. The book does not attempt to be
an everything to everyman manual in regard to commercial systems.
While the author has described the book’s main audience as computer
people seeking an understanding of accounting concepts and systems, busi
ness and accounting professionals will also benefit from a reading of this
book. In fact, I was tempted to hand the book on to my accounting staff with
instructions to “read and understand”.
There are nine main chapters and three appendices in the book. It starts with
“essential data processing concepts" in which readers are given a step-by-step
walkthrough of processing concepts such as memory, files, access. There are
no explanations of total basics, such as bits and bytes, in fact, little discussion
at all of hardware terms. The emphasis is, after all, on business systems, and
readers are assumed to have an elementary understanding of computing.
The second chapter provides an overview of the generic accounting system
which is addressed in detail in the following seven chapters. This overview
is followed by a thorough and lucid coverage of business system security and
control concepts, the existence of which I found a pleasant change from most
literature on the subject (including many proprietary system manuals).
We then proceed to the accounting system in detail. The main ledgers or
subsystems addressed are: Stock, Purchases (Creditors), Production Control
and Job Costing, Sales (Debtors), Sales Ordering Invoicing and Analysis,
Payroll and the General Ledger. Each subsystem has a separate chapter to
provide in-depth coverage. This results in some redundancy for which Dodd
makes no apologies.
The book is easy to read, provides clear diagrams and covers its topic. Dodd
has restricted himself to manufacturing accounting systems, however, and the
title of this book does not make that obvious. Readers seeking an understand
ing of accounting systems for organisations other than manufacturing may
find themselves looking elsewhere. As well, I was surprised to find a lack of
emphasis on certain core accounting concepts. For example, the concept of
the accounting system as a device to record and post entries to the General
Ledger and Subsidiary Ledgers is glossed over. Some terms not used locally
appear in the book (for example VAT, NI, Nominal Ledgers), without
however, affecting the clarity.
Dodd states “An understanding of what commercial accounting systems do
... is essential for an understanding of how these systems can be used most
effectively”. In “Practical Computerised Accounting Systems”, he has achieved
a book which will assist readers in meeting that aim.
Andrew Peers
Sydney, NSW
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The First New Zealand International Two-stream Conference
on Artificial Neural Networks and Expert Systems — ANNES’93
November 24-26,1992
University of Otago, Dunedin, New Zealand
TOPICS OF INTEREST
* Artificial neural networks: models; architectures; algo
rithms; software tools; hardware implementations; cogni
tive models of the brain and their impact.
* Neural networks for problem solving: handling large
experimental data bases; speech-, image- and text pro
cessing; time-series prognosis; control; diagnosis, etc.
* Fuzzy systems: methods; tools; software and hardware
implementations; fuzzy systems for problem solving.
* Expert systems: methods for representing inexact data
and uncertain knowledge; approximate reasoning; tools
and systems; object-oriented systems.
* Hybrid systems: intergrating neural networks and AItechniques; integrating neural networks and fuzzy systems;
extending existing software tools with fuzzy reasoning and
neural nets.
* Industrial applications of expert systems and neural net
works; manufacturing; process control; quality testing; etc.
* Business applications of neural networks and expert
systems: Finance; Economics; Marketing; Management;
Banking; etc.
* Applications of neural networks and expert systems in
Agriculture, Environment protection, Medicine, Geogra
phic information systems; and other application areas.
* The impact of neural networks and expert systems to the
future IT development.
INVITED KEYNOTE SPEAKERS
Professor Takeshi Yamakawa, Department of Computer
Science and Control, Kyushu Institute of Technology,
Chairman of the Fuzzy Logic Systems Institute (Japan).
Professor V. Rao Vemuri, Department of Applied Science,
University of California, Davis (U.S.A.).
PAPERS
Papers are invited for submission. Please ask for the call
for papers information.
TUTORIALS
During the first day of the conference the following 3-hour
tutorials will be organized:
1. The basics of artificial neural networks.
2. The basics of fuzzy systems. Fuzzy systems
applications.
3. Neural networks for problem solving.
4. Expert systems-tools and systems.
These aim at providing basic knowledge in the subject
area.
Tutorial materials will be distributed among the
participants.

EXHIBITION
Companies and university research laboratories are
encouraged to exhibit their developed or distributed soft
ware and hardware products.
STUDENTS SESSION
A postgraduate session will be organised. Postgraduate
students are encouraged to submit papers to this session
following the same formal requirements for paper submis
sion. The submitted papers will be published in a separate
brochure.
VIDEO TRACK
A video session will be organised which will allow partici
pants to display up to 15 minute films. These should
ideally cover applications of expert systems and neural
networks to real problems in Commerce, Industry, Medi
cine, Agriculture, Government, Education, etc.
ANNES’93 CONFERENCE CONTACTS:
PROGRAM CHAIR
Nikola Kasabov - Tel. +(3)479 8319, Fax. +(3)479 8311
email: nkasabov@otago.ac.nz, Dept of Information
Science, University of Otago, P.O. Box 56, Dunedin, New
Zealand.
CHAIR OF THE ORGANIZING COMMITTEE
Martin Anderson - Tel. +(3) 479 8315, Fax. +(3) 479
8311 email: manderson@otago.ac.nz.
Dept of Information Science, University of Otago,
P.O. Box 56, Dunedin, New Zealand
POSTGRADUATE STUDENT SESSION
Ms Kitty Ko - Tel. +(3) 479 8153, Fax. +(3) 479 8311,
email: kittyko@otago.ac.nz, Dept of Information Science,
University of Otago, P.O. Box 56, Dunedin, New Zealand.
ADMINISTRATIVE SECRETARY:
Ms Gina Porteous - Tel. +(3) 479 8180, Fax. +(3) 479
8311, email:gporteous@otago.ac.nz,
Dept of Information Science, University of Otago,
P.O. Box 56, Dunedin, New Zealand
(Registration and all enquries).
DEADLINES
30 April 1993 Submission of papers.
30 June 1993 Notification of acceptance.
30 July 1993 Early registration; final papers.

FOR CALL FOR PAPERS AND REGISTRATION FORMS — please send this reply form to:
Ms Gina Porteous, Department of Information Science, University of Otago, P.O. Box 56, Dunedin, New Zealand.
Name: ............................................................................................................................................................................
Address: ........................................................................................................................................................................
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NEWS BRIEFS
‘News Briefs’ is a regular feature which covers
local and overseas developments in the computer
industry including newproducts and other topical
events ofinterest.

THE THIRTEENTH INTERNATIONAL
SYMPOSIUM ON FORECASTING
To be held on 9-12 June, 1993 the Sympo
sium is sponsored by the International Insti
tute of Forecasters in collaboration with John
H. Heinz III School of Public Policy and
Management Carnegie Mellon University
and Richard T. Farmer School of Business
Administration Miami University, Ohio.
The International Symposium has had a
history of highly successful conferences,
including those in Philadelphia, London, Bos
ton, Amsterdam, Vancouver, Delphi, New
York, and Wellington. They have been char
acterized by a high degree of interaction
across a wide variety of disciplines.
The Thirteenth International Symposium
on Forecasting (ISF ’93) will be held in Pitts
burgh. Sessions will take place from Thurs
day, 10 June through Saturday, 12 June. The
meeting place is the Pittsburgh Hilton at
Gateway Centre.
If you are doing research that is concerned
with the development, validation, use, or
impacts of forecasts in management,
government, education, or other areas, the
symposium will likely be of interest to you.
Contributions have come from researchers in
a variety of areas, including: Judgement,
Decision Theory, Cognitive Psychology,
Organizational Design, Demography, Agri
culture, Tourism, Expert Systems, Machine
Learning, Software Design, Marketing,
Inventory, Statistics, Economics, Numerical
Analysis, Operations Research, Operations
Management, Accounting & Finance.
The conference is scheduled at a good
time. In addition to Pittsburgh’s standing
sports and artistic attractions, the conference
coincides with the 34th Three Rivers Arts
Festival and the 1993 Mellon Jazz Festival.
If you wish to organize a session, present a
paper or get further information, contact the
program co-chair:
Anne B. Koehler
Dept, of Decision Sciences
Miami University
Oxford, OH 45056
Internet: ISF93@MIAMIUACSMUOHIOEDU.
ELECTRONIC DIRECTORIES
REPLACE YELLOW PAGES
Researchers in the Division of Information
Technology (DIT) are developing an X.500
electronic directory to replace existing paper
directories, such as the telephone White and
Yellow pages, storing much, more informa
tion than simple telephone numbers.
For example, the directory might include:
• information about computers and software
running on those computers;
• business forms (such as invoices); or
• photographs of people or equipment.

As a result of a GIRD grant with Datacraft
(Australia) Pty Ltd and the Centre for Infor
mation Technology Research (CiTR) in
Queensland, DIT research staff have imple
mented a Directory Services Agent to store
the information contained in an electronic
directory. Datacraft is marketing a commer
cial product from the implementation.
Researchers are also producing Directory
User Agents which are able to interrogate
electronic databases so as to retrieve desired
information on behalf of a user.
The Division is now working on X.500
directories which allow the construction of a
distributed global directory, and is consulting
to a large company on ways of installing
organisation-wide electronic directories.
For further information, contact Dr
Melfyn Lloyd on (03) 282 2611.
UNIVERSITY SOLVES VIRUS
PROBLEM
A researcher from Perth’s Edith Cowan Universtity has discovered a computer virus, one
which appears to be particular to Australia.
The virus, named Dudley, was found in a
major Western Australian government
department and identified by University
researcher Jeremy Laidman.
Mr Laidman said the virus could not be
detected with the latest versions of F-Prot or
McAfee’s Scan which were the major pro
ducts used in the IBM PC market place.
He said the Dudley virus appeared to do
nothing harmful except infect files of any
type when performing a run, load, copy or
rename procedure. However, a flaw in the
virus code meant that there was a potential
for loss of programs if an infection happened
to fill the hard-drive storage capacity.
After better known scanners failed to
detect the virus, Mr Laidman established a
mechanism to identify the virus and a signa
ture for use with the McAfee Scan program.
“The virus is mostly encoded, which makes
it difficult to detect by signatures, but the
decoding section of the virus can be
detected,” Mr Laidman said.
“To reduce a scanner’s ability to use a
signature, the decoding section is random
ised, based on the time, for each infection. For
this reason any two files of the same original
size will usually be different sizes after
infection.”
“As a result, this type of virus is harder to
detect. Files will increase in size by around
1200 bytes. The date and time of an infected
file will be preserved.”
Mr Laidman said with the encrypted sec
tion there was the string (a collection of char
acters) which did not appear to be displayed
by the virus and was possibly a message from
the author of the virus to a friend.
Associate Professor Tony Watson, Head of
Edith Cowan’s School of Information Tech
nology and Mathematics, said the University
had a well recognised computer security
laboratory which had attracted considerable
funding in recent years based on its record of
virus and security problem detection and
solution.

The University will make its detection and
disinfection program for the Dudley virus
available free to people who can demonstrate
a need for the program. Users will be
expected to pay about $5 for the media and
the cost of copying.
SYSTEMS 93
To an even greater extent than in the past, the
13 th SYSTEMS, to be held in Munich from
18-22 October, 1993, will be oriented to a
highly qualified trade audience which will be
looking for future-oriented products and
solutions against a backdrop of major innov
ative advancements and economic tension in
the computer-science industry. With a history
of twelve previous fairs, SYSTEMS has an
excellent international reputation among
exhibitors and visitors alike as a trade fair
for modem information and communications
technologies which is both professional and
reaches its target groups effectively. During
the past twenty years, it has developed into a
major pillar in Munich’s integrated high tech
trade fair concept, as evidenced by consistent
increases in the figures which document its
success: In 1991 SYSTEMS registered a total
of 161,308 visitors from 62 countries who
gathered information on the products of
1,863 companies from 26 countries.
This year’s fair, the theme of which will be
“SYSTEMS 93 - Information Technology
for Europe”, will also feature a complete
range of market and target-group oriented
products.
FIRST RELATIONAL DATABASE
THEORY BOOK PUBLISHED
IN A DECADE
The Benjamin/Cummings Publishing Com
pany California, USA, has announced publi
cation of Relational Database Theory by
Paolo Atzeni and Valeria DeAntonellis. The
book is the latest volume in the Series on
Database Systems and Applications edited by
Shamkant B. Navathe.
Relational Database Theory is the first
book in a decade to provide a thorough, sys
tematic review of the theory and the impor
tant research results in the field. Because of its
dual focus on the foundations of the widelyused relational model as well as the practical
applications of the research, the book will be
of tremendous value to researchers and data
base practitioners.
The book balances mathematical rigor
with clear motivation for all proofs, and
examines possible practical applications of
results wherever appropriate. The authors
also include relevant practical examples to
clarify concepts, and provide a number of
end-of-chapter exercises to give readers
experience developing their own proving
skills.
Another key service the book provides is
an accessible gateway to the extensive techical literature. The authors have unified the
terminology and notation throughout to ease
the reader’s task. In addition the text includes
a comprehensive bibliography that serves as
a guide to current literature.

NEWS BRIEFS (Continued)
NEW SYDNEY
TELECOMMUNICATIONS CENTRE
SITA commissioned a new Sydney telecommuniucations centre, greatly enhancing the
ability of this global network to serve
regional airline and other travel related
customers.
The centre was opened by the Federal
Minister for Technology, Senator the Hon.
John Button. SITA (Societe Internationale de
Telecommunications Aeronautique) was
founded in 1949 by a handful of airlines to
provide communications services in a neutral
manner. SITA now has some 500 members
using the world’s largest private communica
tions network.
The multi-million dollar Sydney centre
has been commissioned to handle some of the
organisations’s highest growth rates. It also
brings all important functions under one roof
for the first time, improving efficiency and
security for the many regional SITA
customers.
Sydney now forms part of the SITA
“Mega Transport” network using X.25 tech
nology. X.25 nodes have been installed in
Melbourne, Brisbane, Perth, Auckland, Wel
lington and Christchurch and shortly to be
installed in Noumea, Adelaide, Papetee, Fiji,
Port Moresby, while smaller, portable nodes
are planned for Townsville and Canberra,
and elsewhere dictated by customer
requirements.
New hardware installed in the Pitt Street
centre includes a DCP50 dataswitch and
three user interface systems (UIS). The cen
tre’s most important features include highsecurity back-up to ensure uninterrupted ser
vice to clients and a new customer support
group set up for quick trouble-shooting.
Sydney is linked to London, Hong Kong,
Paris and Los Angeles by satellite and to
Singapore and Los Angeles by cable to pro
vide easily varied communications links in
event of a problem. Auckland is linked to
Sydney on the new fibre optic Trans-Tasman
cable and SITA will be taking advantage of
the PACRIM East and West fibre optic
cables as they come online over the next 18
months.
Triangulated microwave and cable links
provide fail-safe back-up for all circuits into
Sydney centre. Traffic from international cir
cuits is split over two major OTC nodes and
the main dataswitch, the DCP50, has a stand
by for back-up and security.
SITA has chosen Telecom’s Flexnet high
density racking and distribution system
which gives economies of space and power
for much of the Australian domestic network
reticulation.
The 250kW power supply is provided via
a dual circuit right around the centre with
back up from both a generator with 48 hours’
fuel capacity as well as two separate battery
banks.
Even the air conditioning has back-up
capability to maintain the best possible

atmosphere. The RAD cooler units are supp
lied by dual pipes from dual pumps and even
then, only half the 50kW air conditioning
capacity will be used.
The specially-trained customer support
group, operating to Total Quality Manage
ment concepts, will be available on a dedi
cated phone number at any time of the day
and night. In addition to technical expertise,
the trouble shooters will also be able to
“look” into Telecom’s domestic network for
any faults using a MacsCaf interface with the
Telecom network.
A big 29in monitor provides a graphical
representation of the SITA network. The
Australia and South Pacific region stretches
from Perth to Papua New Guinea to Hobart
and east to Tahiti. This system works through
a Windows interface and allows the Sydney
network controllers to examine remote sites
around the Pacific.
These elaborate back up facilities form
part of SITA’s strategy to meet a 2.9 second
response time from anywhere in the world
with availability targets exceeding 99.97 per
cent.
Trafic, currently running at some 10 mil
lion messages a week, can be expected to
increase as SITA developments, such as the
Future Air Navigation Systems (FANS) come
into use later this decade.
ORACLE SMOOTHS UNI ENTRY
Oracle information systems software tech
nology is providing Western Australia’s Ter
tiary Institutions Services Centre with a
smoother run in this year’s selection of stu
dents for the State’s four universities.
TISC, the “clearing house” for over 250
university courses, will process 22,000 appli
cations through a sophisticated selection
method, dependant on entry quotas con
trolled by independent “code” files from each
university.
“We have a small staff and a high level of
technology to handle the workload, which
varies enormously throughout the year, with
major pressure periods between July and
January.”
Brian Cosgrove, Executive Officer for
Tertiary Institutions Services Centre said that
during the past three years there had been
strong competition for places at university,
with increased levels of applications from
interstate and overses students.
The Oracle software selected by TISC to
develop the student selection application is
widely accepted internationally as the lead
ing relational database system.
Brian Cosgrove said that in addition to the
university selection program, TISC visited
schools to ensure students were aware of
courses open to them, control mature-age
examinations for 4,500 people between May
and November, process certain Graduate
Diploma courses and operate a Foundation
Studies System for overseas students wishing
to qualify for university.
This workload led to the recent installa
tion of SUN open system computer hardware

and 30 terminals operating under Unix,
Cobol and Oracle 4GL information systems.
These terminals are located in-house as
well as at the various university campuses in
WA. They are connected by a wide area net
work (AARNET).
With the introductioin of Oracle Version 7
later this year it is hoped subsets of the main
Oracle database will be located on worksta
tions on the various campuses which will be
linked to the main database at TISC. This
should further enhance the performance of
the system.
GOVERNMENT GRANTS TO ASSIST
OVERSEAS EXPORT
RealWorld Business Applications, a major
developer and supplier of accounting soft
ware, was successful in its bid for two
Government grants to assist in redesigning
and in research and development of its
product.
The grants, totalling $68,000, are pro
vided through the Accelerated Company
Export Service (ACES), one of several new
export initiatives established by the Depart
ment of Business, Industry and Research to
assist Queensland firms to raise their export
performance.
The first, through the Queensland Export
and Development Scheme (QEDS), for
$11,000 will enable RealWorld to redesign
their existing RemoteLink software to suit
the United States version of the RealWorld
Accounting software.
The second, through Queensland Grants
for Industrial Research and Development
(QGRAD), for $57,000, is specifically for
research and development of a generic ver
sion of the RemoteLink software. RemoteLink enables multiple site companies to con
solidate all their accounting information.
RealWorld expect the project to generate
$3.5 million in export sales over the next 3 to
5 years.
APPLE SHOWCASES NEWTON
FAMILY
Apple Computer, Inc. demonstrated the first
alpha version of its Newton family of pro
ducts at the Consumer Electronics Show in
Las Vegas, Nevada on Friday 8 January.
Newton is Apple’s first personal digital
assistant (PDA). PDAs are a new category of
products driven by the convergence of the
computer, communications, publishing, and
consumer electronics industries around dig
ital technologies.
Gaston Bastiaens, Apple’s vice president
and general manager of Apple’s Personal
Interactive Electronics (PIE) division which
is developing Newton, gave an overview of
progress made since the Newton technology
was first introduced at the Consumer Elec
tronics Show in May, 1992. He also show
cased some of the communications and inte
grated architecture features being developed
for Newton. He said the division planned to
ship the first member of the Newton family
around the middle of 1993.

