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Most tedious tasks of generating maps can be done easily
by computers, except for placing names on the maps. This
seemingly simple task is, in fact, remarkably complex. This
paper first defines the name placement problems and their
importance. Then it determines the complexity of the prob
lems, and presents some principles of name placement for
interactive map systems.

1 INTRODUCTION
It is not practical for cartographers to produce maps by
hand for every special purpose. Therefore, paper (based)
maps are mostly of a general purpose. They provide users
with general, but limited views of all geographic informa
tion, with a limited number of components on maps and
limited ways to present them.
Interactive map systems based on a computer have
been developed and commercialised over the past ten
years. Most of them serve only as repositories of images of
paper-based maps. These systems are called map data
bases (Figure 1). They have the same problems as the
conventional paper-based maps in that they cannot pro
vide users with various, specialised views of geographic
information.
Geographic databases (Figure 2) serve as repositories of
geographic data for various uses. The geographic data
bases and their applications are increasing in numbers and
variety. One of the newer interactive map systems allows
users to select their data from a geographic database. The
selected data are automatically visualised as maps. This
system can provide users with more views than map data
bases do. Most tedious tasks in the process of generating
maps can be done easily in a computer. One exception is
the task of placing names on the maps. This seemingly
simple task is, in fact, remarkably complicated.
In Section 2, we survey previous works of name place
ments which have been studied in the domain of carto
graphy, and point out the different requirements between
static paper maps and interactive (dynamic) computer
maps. In Section 3, we define the name placement
problems. In Section 4, we describe the algorithmic
complexity of the name placement problem. In Sec
tion 5, we present several heuristic algorithms for the
name placement problem. In Section 6, we show some

A User’s Query

A Map
Figure 1. A map database system.
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Figure 2. A geographic database system.
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experimental results and display outputs of our interactive
map system.
2 NAME PLACEMENT
2.1 Previous Research
Cartographers had to make the effort to place names
nicely on maps. It is useful to make use of computers to aid
the work. Imhof (Imhof, 1975) listed rules concerning
name placement commonly used by cartographers in a
form suitable for computers. He emphasised the legibility
of names on maps; maps are media to communicate to
viewers information about spatial relationships among
geographic features, and these features are identified by
their names.
Applying computers to placing names on a map
attracted the attention of many researchers. We summa
rise the results in brief. A paper written by Yoeli in 1972 is
considered to be the first one to discuss a heuristic algo
rithm for the name placement problem (Yoeli, 1972). In
the paper, all geographic features are considered as
regions. For instance, a point is considered to be a very
small region. They assumed that the places in which names
can be placed are some rectangles of a grid plane. The
geographic feature is converted to a rectangle with the
minimum area (Figure 3). Candidates for places in which
the name annotating the geographic feature should be
positioned are alternated according to the size of the cor
responding rectangle. If there is enough space, we put the
name within the rectangle, otherwise we put it around the
rectangle. Figure 4 illustrates the case of the candidates
placed around the rectangle. It shows their priorities in the
case of small regions. Figure 5 illustrates where each
character of the name should be placed in the large repre
sentative rectangle in the case of large regions. After locat
ing a geographic feature and its name, all grid cells which
the features and the names occupy are marked in order to
prohibit other features and names from overlapping exist
ing features and names.
Freeman and Ahn developed an expert system for
automatic name placement, called AUTONAP (Freeman
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Figure 3. Mapping a feature to a rectangle composed of pieces of grids.

Figure 4. Priorities of candidates for the places to position a name in.
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Figure 5. Letter spacing.
L length of circumscribed rectangle
n number of letters
b mean width of letters
c (L-n*b)/(3+n)
a 2c

and Ahn, 1987). The system attempts to emulate the
manner in which an expert cartographer would place
names. It utilises heuristic knowledge about map place
ment strategies and visual perception which are embedded
in a set of explicit rules that form the knowledge base of the
system. The authors discuss name placement for points as
well as lines and regions.
Freeman and Ahn implemented a name-placement sys
tem in FORTRAN. On the other hand, Jones used the logic
programming language Prolog to express the name
placement problem as a set of rules (Jones, 1989). He
showed that powerful and effective programs for manipu
lating cartographic information can be written with rela
tively few lines of simple Prolog code. He, however, also
discussed the point feature name placement.
Zoraster outlined a point name placement program that
uses mathematical optimisation algorithms, based on a
linear programming relaxation procedure, to determine
the best position for each name (Zoraster, 1986). The
program detects all overlapping names, moves names to
new positions to resolve overlapping problems, and deletes
names when absolutely necessary.
Aonuma, Imai and Kambayashi pointed out different
requirements for name placement between a paper based
map system, that is a conventional cartographic approach,
and an interactive map system as a view from a geographic
database (Aonuma, Imai and Kambayashi, 1989). They
emphasised fast response to users in the interactive map
system. Moreover they presented the complexity of the
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name placement problem from the viewpoint of computa
tional geometry, and gave fast heuristic algorithms for
placing names of points, lines and regions.
2.2 Interactive Maps
Recently, the popularity of some interactive map systems,
such as car navigation systems, public facilities’ databases,
and residential databases, has increased. Maps that are
results of user’s queries to the interactive map systems are
called interactive maps (Barr, 1986). Positions of names on
interactive maps on the existing interactive map systems
are fixed, produced by the map engineers in advance.
These interactive maps are extensions of maps based on
paper and do not utilise the merits of the computer. We can
have better interactive maps by making use of the flexibil
ity of the placement of the name on them. We will show
examples of interactive maps with flexible name place
ment in Figure 6. Consider a map (a) of an island “SANTAVY”, which consists of a region feature and a name. In
the case of conventional paper-based maps (b 1), (c 1), (d 1)
and (el), positions of names are fixed. In the case of
interactive maps (b2), (c2), (d2) and (e2), positions of
names are flexible.
1 The size of the window is reduced, ie the border rectan
gle of the map (a) becomes small.
(bl) The name is out of the map.
(b2) The name is moved within a part to appear.
2 The scale of the map (a) is reduced.
(cl) The name is also reduced. The size of the charac
ters of the name is too small to read.
(c2) The size of the region is too small to place the
name within its borders. The region is considered a
point feature and the name is positioned on the
right hand side of the feature.
3 Other geographic features (or other maps) are added to
the map (a).
(dl) Names overlap. The map is illegible.
(d2) The name “SANTAVY” is moved in order to
avoid the overlap.
4 The map (a) rotates 180 degrees.
(e 1) The name is positioned upside down. It is difficult
to read.
(e2) The name is positioned properly.
In addition to the cases shown in the examples above,
we can change names on interactive maps to other pic
tures, such as Japanese names, other properties, and
graphs. In Figure 6 (f), we replace the English name with a
combination of its Japanese equivalent and an attribute
value of 2,000.
In interactive map systems, we can make more views
than paper-based maps. As shown above, the name
placement functions are important for the users to com
municate with interactive maps.
Most approaches to the placement of names on a map
are done from the viewpoint of cartography. From their

viewpoint, the most important factor determing the work
of a name placement algorithm is not its speed, but its
effectiveness in communicating the geographic informa
tion and the aesthetic quality of its result. The previous
works, except for (Aonuma, Imai and Kambayashi, 1989),
did not evaluate the complexity of the algorithms.
In interactive map systems, we cannot ignore the
response time to obtain the maps resulting from users’
queries to geographic databases. To achieve a good
response time, we should not use algorithms that, although
providing nice placement of name, take too much time.
We have to consider the trade-off between the quality of
the name placement and the response time. In Section 5,
we describe some practical heuristic algorithms.
3 CONSTRAINTS FOR NAMES AND FEATURES
ON A MAP
There are two kinds of components on a map, names and
features. There are three kinds of features, a point, a line,
and a region (Figure 7). Features must be put on their
inherent (and fixed) locations on the map. On the other
hand, names can be put on any one of places that are
associated with the annotated features. Thus, locations of
names are flexible.
A key constraint of appearances of characters on doc
uments as well as maps is “characters must be readable”.
Based on this constraint, the following rules of names
composing of characters rise:
1 The size of a name should be big enough to be readable,
2 Names should not overlap,
3 Names should not hide large parts of features.
If names need to be put in place where they overlap line
or region features, the parts of the features overlapped by
the names should be erased to keep the names’ readability.
Flexibility of name placement can solve some overlapping
problems for names and features in a map by changing the
positions of the names in order to avoid the overlap.
3.1 Appropriate Locations of Names Annotating Features
We set general rules of the name placement of the three
features as follows:
(a) Names annotating point features should be placed
around the points,
(b) Names annotating line features should be placed
along the lines,
(c) Names annotating region features should be placed
within the regions.
There is no exact rule to decide whether locations of
names on a map are appropriate, however we can define
rules to express sets or subsets of appropriate name place
ments. We show examples of the rules as follows.
(a) Point Features
“Assuming that names must align horizontally, the lower
left corner of the minimum rectangle covering the name
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991
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SANTAVY

SANTAVY

SANTAVY

(c2)

SANTAVY

(d 2)

AAV1NVS

SANTAVY

Figure 6. Examples of flexible name placement on an interactive map.

coincides with the upper right comer of the minimum
rectangle covering the point feature, or the lower right
corner of the minimum rectangle covering the name coin
cides with the upper left corner of the minimum rectangle
covering the point feature.” (This rule defines just two
candidates.)
“The shortest distance between a point feature and its
name on the display screen is shorter than 4.0 mm and
longer than 0.5 mm.” (This rule defines an infinite number
of candidates. See Figure 7(a).)
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(b) Line Features
“The bottom edge of the minimum rectangle covering the
name lays within belt zones (defined later) of the line
feature. The rectangle does not intersect the line feature.
The belt zones of a line feature are defined as the set of all
points whose distance from the line feature is shorter than
4.0 mm and longer than 0.5 mm.” (Figure 7(b).)
(c) Region Features
“The minimum rectangle covering the name intersects a
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MMm

WKm
(c)
Figure 7. Definitions of appropriate name placement.

circle with 3.0 mm diameter with the center in the geomet
ric centre of the region feature.” (In Figure 7(c) the geo
metric centre is presented as a cross mark and the circle is
presented as a dotted line circle around it.)
“The minimum rectangle covering the name is located
within the rectangle with the maximum area contained by
the region feature.”
Parts of line and region features are often out of the
display window. Thus the locations of names are decided
according to the features clipped by the display windows.
When a window overlays another window, features on the
map in the overlaid window are clipped as well.
3.2 Critical Regions of Name Placement
Names should not overlap or touch features or other names
in order to keep them readable. A name should not even
overlap or touch the feature it annotates. The name of a
feature should be placed near the feature, but it should not
overlap or touch the feature. The region where even the
name annotating a feature cannot be placed in what is
called the “first critical region” of the feature.
In addition to the above rules, names should be placed
.so that the viewers do not misunderstand the relations
between the names and their features. In other words,
names other than the name annotating a feature should not
be put in places where they would look like they were
annotating the feature. The region in which names other
than the name annotating a feature should not be placed is
called the “second critical region” of the feature. We call
the first and the second critical region the “criticalregions”.
(Figure 8.)
Windows to display maps including names also create
critical regions according to the shapes of the windows.
The windows can be considered a kind of region feature
which should include all the names of features on maps.

Figure 8. Critical regions and searching spaces for additional names.

The unoverlapped region of the windows is easily changed
by resizing or moving the window and others. Thus the
critical regions in the windows easily change in interactive
maps.
A map has a critical region, which is the union of all
critical regions of the features, names, and windows. When
we put new names on the map, we must avoid putting the
names in the critical region; we must either put them out of
the critical region or change the critical region by moving
or erasing existing names.
3.3 Feasible Name Placement on a Map
If all names on a map satisfy the following constraints, the
map is feasible.
1 Each name is placed in its appropriate location which is
defined according to its annotating feature.
2 A name does not overlap any critical regions on a map,
except for its second critial region.
We define concepts related to the name placement
problem as follows:
FN
The set of features which have their names appearing on
the map.
n(fn)
The name annotating the feature fn of FN.
F
The set of features which does not have its corresponding
names appearing on the map.
W
The region of the display window, in which the map is
displayed.
PN
The set of placed names; the set consists of pairs of a name
and its occupied region on the map. The set is a candidate
for solutions to satisfy all name placement constraints on
the map.
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991
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nr(PN, n)
The function to return the region occupied by the name n
in PN.
C
.
The set of name placement constraints on a map.
e(c, a, b)
The function that determines if a combination of a nameregion a and a feature/name-region b satisfies a constraint
c. If the combination a and b satisfies the constraint c, e(c,
a, b) is true; otherwise it is false.
E(PN, FN, F, W, C)
The function that determines if a candidate PN satisfies all
constraints C among all features FN, F, W and placed
names PN. If e(c, nr(PN,n), b) is true for any constraint c in
C and any combination of a name-region nr(PN,n) (n is a
name annotating a feature of FN) and a feature/nameregion b (the combination of nr(PN, n) and b is applicable
to the constraint c), E(PN, FN, F, W, C):is true; otherwise it
is false.
A name placement problem on conditions FN, F, W and
C is the problem to find an instance I such that E(I, FN, F,
W, C) is true.
4 COMPLEXITY OF NAME PLACEMENT
PROCESSES
The speed with which an interactive map system responds
to users’ operations is important. In this section, we
approach this problem and analyse computational com
plexity of name placement problems.
4.1 Complexity of Name Placement Algorithms
for Points
We first show an algorithm to place names of point fea
tures. We assume that there are four candidates for nameregions around a point feature (Figure 9). The four candi
dates are the upper-left, the upper-right, the lower-left and
the lower-right rectangle neighbouring the point feature.
They are assigned their priorities, which are used to decide
which of them is preferable from an aesthetic point of
view. The priorities 1,2,3 and 4 correspond to the upperleft, the upper-right, the lower-left and the lower-right
rectangle, respectively. The lower is the priority, the nicer
the placed name looks.
Consider the name placement problem in Figure 9(a).
There are eight point features and 32 candidates for them.
In Figure 9(b) we set edges between all the two point
features whose candidates overlap. The edges reflect rela
tions between the two vertices (ie, point features) con
nected by the edges. There are three discriminated graphs
in Figure 9(a). If a graph consists ofjust one vertex but no
edges, the name of the point feature corresponding to the
vertex is placed in the upper-right corner, which has the
138 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991

Figure 9. An algorithm to avoid for names to overlap.

first priority. We try to find the best solution for each
discriminated graph with edges.
Consider a discriminated graph in the lower right of
Figure 9(b) which consists of two vertices and one edge. In
Figure 9(b) we set edges for each point feature. On the
other hand, in Figure 9(c) we set edges for each candidate.
Since only one of the four candidates of a point feature
should be selected to place the name, we set edges between
all pairs among the four candidates. Moreover if there are
overlaps between any two candidates of different point
features or overlaps between point features and candidates
of other point features, edges are set between them (Figure
9(c)) (Edges between candidates of different point features
are denoted by dotted lines, and edges between candidates
and point features are denoted by solid lines.) Thus the
edges in Figure 9(c) are different from the edges pre
viously defined in Figure 9(b). The edges in Figure 9(c)
reflect that the vertices of an edge cannot both be selected
(or displayed) at the same time.
Since all point features must appear in the map, candi
dates connected to the point features by edges are ignored,
that is erased in the discriminated graph. In the graph of
Figure 9(d), the neglected candidates and the edges con
necting them are all removed from the graph of Figure
9(c). The problem to find a set of candidates from the
graph of Figure 9(d), which includes representatives of all
point features and has no common edges among them, can
be formalised as the problem to find the maximum inde
pendent set of a graph which has the minimum number as
the sum of values with their vertices (Aonuma, Imai and
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a display window

for points
for I i nes
for areas

Figure 10. Three kinds of features and their candidates for names.

Kambayashi, 1989). In a graph G=(V,E) (V is the set of
vertices, E is the set of edges), a subset S of V is called an
independent set of G if no two vertices of S are adjacent in
G. If we can find a maximum independent set with same as
many vertices as the number of point features in the graph,
all names can be placed on the map with no overlaps. The
smaller is the sum of the priority numbers of candidates in
the independent set, the nicer is the result.
Kato and Imai demonstrated that the problem of plac
ing names with three degrees of freedom is NP-complete
(Kato and Imai, 1988). Features usually have more
than three candidates. Without limiting the number of
candidates, the explosion of computational time occurs.
Moreover, the problem finding the maximum independent
set from a graph, which covers the name placement prob
lems with the finite number of candidates, is one of the
well-known NP-complete problems (Aonuma, Imai and
Kambayashi, 1989).
If there are several maximum independent sets, we
select the best one by minimising the sum of priorities of
their vertices. Figure 9(d) shows the set of the best candi
dates of a discriminated graph composed of two point
features, which are circles. Figure 9(e) shows the set of the
best candidates of three discriminated graphs.
This approach to utilise a graph to avoid overlaps of
names of point features can be applied to more general
cases in which there are point features as well as line and
region features on a map (Figure 10).
4.2 Pre-processing in Name Placement Algorithms
As described in the previous section, general nameplacement problems of finding a set of the maximum
number of names take too much time to solve. There is a
limitation on the number of names to be put on a display
window. Let DW be the region of a display window. Let N
be the average region occupied by a name. The maximum

number of names on the display window is about DW/N.
When the possibility that a new name can be added to the
map is less than 5%, we should consider that the display
window is saturated. Let S be the ratio of the area occupied
by all the names on the map to the area of a display
window when it is saturated. The practical limitation of the
maximum number of names on a display window becomes
S*DW/N. When the display window is not large enough to
show all names selected by our queries, we should change
the queries to decrease the number of the names and obtain
a faster response. If the number of names selected by users’
queries is too large, the queries may be considered inap
propriate, and the interactive map system may suggest
to users that they change their queries before the actual
execution of the queries.
In general, the sizes of line and region features are
large. It is difficult to find good candidates for names of
line and region features quickly. It takes a long time to
check if the candidates intersect existing features and
names on the map, or to find space to place new names
from the empty areas on the map. Line and region features
consist of lists of points. Approximated lines and regions
which comprise the smaller number of points should be
used for executing users’ queries in order to achieve the
fast responses. The critical regions on a map should also be
approximated. For instance, the real geometric data
should be converted to mesh data. We can use the mesh
data at first to roughly calculate candidates for features or
to check for overlaps among names and features. Then we
can calculate and check them by more precise data, that is
more fine mesh data or real geometric data.
5 HEURISTIC ALGORITHMS FOR NAME
PLACEMENT PROBLEMS
In Section 3.1, we described constraints for the name
placement of features. In this section, we present several
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991
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Figure 11. An algorithm to place names along lines.

fundamental name placement algorithms for line and
region features. These algorithms (almost) satisfy the con
straints. We also describe heuristic strategies to obtain fast
response and good visual output results.
5.1 Fundamental Algorithms for Lines
We can decide easily what are appropriate placement
candidates for names annotating point features, but we can
not decide easily what are appropriate placement candi
dates for names annotating line and region features.
In this section, we present an algorithm to place names
annotating line features. The most time-consuming part of
the algorithm concerns finding relatively flat parts of poly
lines and placing the name parallel to one of the flat parts.
We use a practical assumption that character strings can
not be bent, but the straight baselines of character strings
can be rotated.
Let L be the length of the baseline of a given name. We
define the flattest part TFP of a polyline PL as the part that
encloses the smallest region among all parts of PL of
lengths greater than L To find flat parts from a polygon
fast, we approximate distances between adjacent points of
the polyline by LIN (N = 1, 2, 3 ...). If we cannot find
appropriate flat parts from a polyline, we increase N, step
by step. In Figure 11 we illustrate the case of N=1. Regions
filled with several patterns in Figure 11 are regions
enclosed by candidates for TFP. The angle of the baseline
of a name can be calculated in several ways. For instance,
the angle can be the same as that of a segment between the
beginning point and the end point of TFP.
The way described above to find TFP is that to find the
parts of PL with the smallest region. Another way to find
TFP is that to find parts of PL which can be covered with
the thinnest rectangle.
5.2 Fundamental Algorithms for Regions
We assume that a region is a polygon. It is natural we
create a representative point of the region and place the
region’s name around it. There are several ways to create
140 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991

representative points, as follows (Aonuma, Imai and
Kambayashi, 1989).
(la) The centre of gravity
(lb) The “geodestic” centre
(lc) The centre of a representative rectangle.
The geodestic centre of a simple polygon is a point
inside the polygon which minimises the maximum internal
distance to any point in the polygon. The centre of gravity
is not necessarily contained in the polygon, while the geo
destic centre is contained by the definition and therefore
might be preferable as a representative point. Examples of
the representative rectangles are the following:
(2a) The rectangle, covering the polygon, with sides
parallel to the axes (Figure 12(a))
(2b) The rectangle, covering the polygon, of minimum
width (Figure 12(b))
(2c) The rectangle, covering the polygon, of minimum
area
(3) The maximum rectangle contained in the polygon
(Figure 12(c)).
Let n be the number of the points of a polygon. It is known
that (la) and all of (2) can be computed in O(n) time and
(lb) can be computed in 0(n log n) time (eg, see Iriand,
Koshizukay, 1986). Aonuma, Imai and Kambayashi
(1989) described an algorithm to compute (3), if the ratio
of the vertical segments to horizontal segments of the re
sultant rectangle satisfy a given condition, in 0(n logn) time.
Without the condition the algorithm computes (3) in 0(n2)
time.
The centre of the maximum rectangle contained in a
polygon is generally more preferable than any other ways
described above, because it seems to place the name near
the usual centre of the polygon. Finding the maximum
rectangle contained in a polygon is very time-consuming.
On the other hand, finding the rectangle which covers the
polygon and has minimum width is much faster. When the
polygon occupies a substantial part of the rectangle that
covers it, the rectangle serves as a nice centre of the
polygon. If the polygon does not occupy a substantial part
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Figure 12. Placing a name to a region.

of the maximum rectangle that covers it, we should use the
rectangle contained in the polygon, even if it requires more
time to calculate.
We discuss in the above paragraph how to determine
representative rectangles for the polygons in order to place
the names of the polygons coinciding with the centre
points of the representative rectangles. If the representa
tive rectangle is contained by the polygon, the names do
not need to coincide with the centre point as long as they
exist within the rectangles (Figure 13).
In Kanji (Japanese) names, each Kanji character can be
placed separately (Figure 14 (a)). In other words, we can
put other names in spaces between separate Kanji charac
ters. The distances between the Kanji characters should be
the same. The problem of finding several separated rec
tangles with equal distances between a pair of adjacent
rectangles from the free spaces of a region can be con
verted to the problem of finding one rectangle from the
common free spaces, which are defined as the intersection
of plural L-shifted rectangles in the original region. For
instance, in case of three Kanji characters comprising one
Kanji name of a region, the common free spaces are the
intersection of three pieces of the free spaces, that is the
free spaces of the region, the free spaces horizontally
shifted by L, and the free spaces horizontally shifted -L
5.3 Ad Hoc Orders of Placing Names According to
Their Features
In AUTONAP (Freeman and Ahn, 1987), an expert sys
tem for automatic name placement, names of regions are
placed first, names for points second, and names of lines
third. The names of regions are generally more important
than the others. They should be placed in nice places at
first. The names of lines have the least constraints among
three kinds of features. With some limitations, a line fea
ture can have its name placed anywhere along its length.
An interactive map system provides users with interac

tive maps as images. They are visualised from data
selected by users’ queries to geographic databases. If the
number of the selected data are too many, it may be
impossible to display them all on a display window of a
limited size. In this case, we or the interactive map system
must adjust the number of names on a map. One ad hoc
solution is that the names on an interactive map are
selected according to their importance. Important names
can be obtained faster than unimportant names.
In general, larger features are more important. Accord
ing to the sizes of features, names appearon a map in the
order of names for regions first, names for lines second, and
names for points last.
If we want to place as many names as possible on a
map, we should adopt different orders of placing names
then the previous two. There are two of the ad hoc orders of
placing names according to (1) the region of candidates for
name placement and (2) the number of overlaps of candi
dates or names. In the order of (1), names for features with
large free space for name placement should be placed

Figure 13. A representative rectangle and its candidates.
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Figure 14. An algorithm to find spaces for a name composed of separated characters.

later. In order of (2), if the number of overlaps between the
candidates of a name and the other candidates is large, the
name should be placed later.
5.4 Conversions of Name Placement Problems for the
Three Kinds of Features
We have roughly three kinds of name placement problems
(algorithms) corresponding to three kinds of features. In
the previous section, we discussed the order of executing
the three name placement algorithms to make a map.
These three kinds of problems can be interchanged
with each other.

which follow the curve contained in region features. The
name placement problems for skeletons slightly differ
from those for lines: names of skeletons are placed on the
skeletons, ie lines, since the skeletons are imaginary lines
which do not appear on the actual maps.

(a) Converting Name Placement Problems of Lines and
Regions to Those of Points
Figure 15(a) shows two representative points are selected
from a polyline. The points are on flatter parts of the
polyline. Figure 15(b) shows two representative points are
also selected from a region feature. The rectangle region
occupied by four candidates of the point features should be
contained by the original region feature.
After converting name placement problems of lines and
regions to those of points, we can apply an algorithm for
placing names for points to the converted problem. Algo
rithms for points are usually fast.
(b) Converting Name Placement Problems of Lines and
Regions to Those of Points
Figure 16 illustates an example of converting a region
feature to a line feature. In the conversion, we extract a
skeleton from the region, which is a well-known image
processing technique. Names for region features can be
placed along the skeleton. In the case that names should be
curved, a solution is to place names along the skeletons
142 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991

Figure 15. Converting name placement problems for lines and regions to
those for points.
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on an intelligent display device IBM5080 using a graphic
tool (graPHIGS). The computer system is IBM4341, and
the program is written in PL/I.

Figure 16. Converting a name placement problem for a region to that for
lines.

(c) Converting Name Placement Problems of Points and
Lines to Those of Regions
Figure 17 illustrates two examples of converting a point
feature and a line feature to region features. The first
example shows a round rectangle region with a centred
small circle. The second example shows two belt regions
along with it. Thus we can convert name placement prob
lems for points and lines to those for regions. Usually it
takes too much time to find places for names of regions,
but the results of placing names on a map look nicer than in
the previous cases.
6 AN IMPLEMENTATION OF AN INTERACTIVE
MAP SYSTEM WITH NAME PLACEMENT
FUNCTIONS
We have been developing an interactive map system with
name placement functions. In it, geographic data is stored
in a relational database system (SQL/DS). Especially, line
and region data are expressed in a vector form, that is
variable length data, and is stored as texts in the relational
database system. We can retrieve data to be visualised into
maps by queries of users. The retrieved name data is laid
out by the name placement functions and finally displayed

6.1 Characteristics of Our Interactive Map System
1 Results of queries to the geographic databases are maps
which are composed of features and their names.
2 We can generate maps for selected geographic regions
containing specified feature data from geographic dat
abases. The scales of resultant maps are arbitrary.
3 Names on maps never overlap one another.
4 The system abandons optimal solution of name place
ment and adopts heuristic and approximate strategies
to speed up response time.
5 In the case that all names cannot be placed on a map, we
can obtain a map which contains a subset of all the
names according to importance of the names.
6 When we want to see more detail of maps, ie. we want
to put more names on maps, we should enlarge the
interesting parts in the maps.
6.2 Algorithms of Placing Names for Region and
Point Features
Our Adopted Algorithm for Region Features
We adopted an algorithm for region features that names
should be placed in the centres of the maximum rectangles
contained by region features. Names for region features
may overlay one another. Even if region features them
selves do not overlap one another, names of the region
features may overlap, especially in cases of small scale
maps. The overlaps between names for region features are
usually not so many. Assuming that more than two names
for region features do not usually overlap, an easy algo
rithm is adopted to avoid the overlaps. The algorithm is
that the names of the upper part shift to the upper and the

Figure 17. Converting name placement problems for points and lines to that for regions.
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» NAME
• NAME

Figure 18. Candidate regions, overlapped regions and critical regions.

names of the lower part shift to the lower (Figure 19). We
calculate maximum rectangles contained by region fea
tures from approximated polygons which represent region
features (Figure 20). Figure 21 shows experimental results
of execution time with varied lengths of polygon data,
which represent administration regions such as cities and
towns. From this experimental result, if the number of
points composed of all polygon data approximates to
about less than 50 points, we seem to obtain appropriate
response time to compute permissible centred rectangles
from the approximated polygons. We usually use source
feature data themselves to display their features, instead
approximated feature data should be used to calculate
representative geometric features such as maximum rec
tangle contained by regions.
If the maximum rectangle contained by a region feature
does not change, we should not calculate it whenever we
update an interactive map, but should reuse the precalcu
lated rectangle. Problems are that regions are clipped by a
display window. In other words, for region features com
pletely contained by the display window, we should use the
precalculated positions of names for the region features.
On the other hand, for region features clipped by the
display window, we must calculate maximum rectangles
from approximate polygons which represent the clipped
region features (Figure 22). When all names fail to be
placed on a map, the size of them should become smaller
Figure 20. Approximation of polygon data to speed up calculating
rectangles contained in polygons: (a) in case of original polygon data, (b)
in case of approximate polygon data with 50 points.

to the extent that they are legible, and we try to place them
by the same strategy as described above.

(b)
Figure 19. An ad hoc solution to avoid an overlap for two names for
region features.
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Our Adopted Algorithm for Point Features
The candidates for the positions of name placement for
point features are limited to two, ie. the right side and the
left side of a point feature, in order to achieve fast response
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from the viewpoints of computational complexities we
discussed in Section 4. We adopted the following algo
rithm of avoiding overlaps between names for points.
1 A map is feasible if there are no overlaps between
names on it, go to (2) if not.
2 When there are overlaps between names, we remove
the names that most overlap with other names. Go to
(1).

We adopted the same order of placing names in terms
of kinds of features as AUTONAP (Freeman and Ahn,
1987), ie. at first, names for region features are placed,
then names for points attempt to be placed.
6.3 Results of Experiments and Outputs of Our System
Figure 23 illustrates results of execution time of placing
names for regions according to the number of regions

80

120160200

the number of point features
Figure 24. Execution time with the number of point features.

which are composed of less than 51 points. Figure 24
illustrates results of execution time of placing name for
points according to the number of points. Thus there is a
relationship between the number of regions/points and the
execution time. If we use the rule of the relationship, we
can roughly estimate how long it takes to make up maps by
queries of users in the term of the number of features on the
map.
Figure 25 shows an output result of Fukuoka region
containing district names and town names as names for
regions, and school names as names for points. Point fea
tures which cannot have their names on the map are
presented as cross marks on it. Figure 26 shows a smaller
scale map which contains only region names, that is dis
trict names and town names. Since most of regions on the
map are not clipped by the edge of the display window,
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991
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I

Figure 27. A map of the western part of Japan in which cities are not
considered as region features, but as point features.
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Figure 26. A smaller scale map with region features.

Figure 28. A map of most of Japan with prefecture names.

precalculated representative points can be used to place
their names instead of calculating representative points
from region features themselves. Figure 27 shows a west
part of Japan. The result contains prefecture names and
primary cities. In this case, cities are considered as point
features. In cases of larger scale maps, however, cities are
considered as region features (see Figure 26). Figure 28
shows most parts of Japan. Thus, our system provides users
with arbitrary scale outputs. Names appear one by one on
the map in the order of their importance. (The importance

of names are values we assigned according to their fea
tures and characteristics.) Moreover if all names cannot be
displayed on the map, some of them are selected to be on
it according to their importance.
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CONCLUDING REMARKS
Most of the current interactive map systems are based on
paper maps, and provide users with only prepared images
of maps, ie. fixed views of geographic information. We
require new style interactive map systems which provide
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users with more flexible views of geographic information.
In the new style interactive map systems, users retrieve
data from the geographic databases and the data are
automatically visualised as maps. In generating the maps,
the task of placing names on the maps is complex, and
spends much time.
In order to speed up the process of name placement, we
should give up obtaining optimal positions to place names.
We presented some heuristic strategies of name placement
for interactive map systems, and adopted some of the
strategies in our system.
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Object groups provide a basis for replication and paralle
lism which increase the opportunities to improve perfor
mance, availability or fault tolerance. The improved per
formance is gained via parallel execution of multiple
processes, possibly residing on different hosts. Improved
availability and fault tolerance may be gained by replicat
ing a program module in different locations. Conferencing
is an example showing a cooperation of multiple objects.
However, multiple members in the object group and coor
dination between them add a major degree of complexity;
a large number of objects are involved and the member
ship continually changes. The configuration manage
ment provides automated support for the object group to
selectively hide this complexity. Multiple objects are con
figured into an object group and behave towards other
objects as if the multiple objects were collectively one
object. Infrastructure and primitives to support dynamic
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1 INTRODUCTION
Distributed processing is the class of information process
ing activities in which discrete components of the overall
processing activities may be located in more than one
system, at more than one geographical location, or where
there is any reason which necessitates explicit communi
cations among the components (ANSA, 1987).
In distributed processing, objects frequently work
together to achieve their goals. Object groups provide a
basis for replication and parallelism which increase oppor
tunities for improved performance, availability or fault
tolerance.
The improved performance is gained via parallel exe
cution of multiple processes, possibly residing on different
hosts. Different functions can be distributed to each pro
cess or load is balanced between these hosts. Improved
availability and fault tolerance can be gained by replicat
ing a program module in different locations. Failure of
some processes does not cause total system failure. Confe
rencing is an example showing a cooperation of multiple
objects. All participants cooperate to solve common prob
lems; opinions are multicasted to all the conference
members and some results are achieved through the
cooperation.
Coordinating multiple objects such that they can work
together adds a major degree of complexity. A number of
objects are involved in the same activity and the
membership of the group can frequently change. All the
members should maintain some coherent states. The
group of objects should interact with other objects without
violating interaction semantics. (ANSA, 1989).
The configuration management provides automated
support for the object group to selectively hide this com
plexity. Multiple objects are configured into an object
group and behave towards other objects as if the multiple
objects were collectively one object.
Within ISO/IEC, work has begun on the development
of a Reference Model for Open Distributed Processing
(RMM-ODP) and the individual standards that will be
needed to build open distributed processing systems (ISO,
1988). ECMA is developing a Support Environment for
Open Distributed Processing (SE-ODP) which is an infras
tructure for interaction and binding between software
modules (located in physically separate machines, or co
located) based on RM-ODP (ECMA, 1990). The UK
Alvey ANSA project implements the ANSA Testbench
which can be regarded as a SE-ODP prototype (ANSA,
1987).
The purpose of this paper is to establish the foundation
for experiments with object group configuration manage
ment in SE-ODP. The design and principles laid down in
this paper are based on the ANSA and SE-ODP. The
principles are extended to prescribe a general framework
for the existence and interworking of object groups and
their management. We unify and apply these mechanisms

GROUP MANAGEMENT

to ANSA and ECMA’s generic distributed system model.
The paper extends the semantics of their primitives and
adds new functions to support group management.
A primary consideration in the group interaction design
is that object groups are a means to provide distribution
transparency to applications and users of the system. In
order to support distribution transparency for many differ
ent kinds of applications, all functionality dependent on
object group configuration should be managed separately
from the applications. The separation of configuration
management from the application design allows the sys
tem to extend the mode of operation through joining dif
ferent types of object groups.
Complete distribution transparency, while concealing
all the complexities that result from multiple members and
their coordination, may deny the designer of a distributed
system the opportunity to exploit some of the advantages
of multiplicity. Suppose that a client makes a request to
multiple servers. The client gathers all the results from the
servers and makes a decision on how to generate the final
result by itself, which the underlying distribution transpar
ency mechanism, otherwise, normally does.
The mechanisms for unwanted distribution transpar
ency may exact an unacceptable performance overhead,
particularly in real-time systems. It is desirable that a
support environment for object groups should provide for
selective use of the transparencies (ECMA (1990).
Finally, it is desirable that the subsystem design relating
to object groups and their management should be
decoupled from the system to support generic object inter
actions. Although object groups constitute a very impor
tant special case, we expect simple and single objects to be
preponderant. Applications which do not use the object
groups should not be affected. Changes in the existing
principles and semantics will be minimised.
Section 2 presents models of object groups to support
several kinds of management. Operations dealing with
management, including group interactions, are put forth in
Section 3. Section 4 shows the implementation model and
an application as an example. Section 5 compares our
design with related work on group management. Section 6
concludes the paper with a brief summary.
2 MODEL
An object consists of a collection of information and a set
of operations defined on that information (ANSA, 1987).
Function

Interaction

GroupN
manager
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Configuration

Set of
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Figure 1. Object group conceptual model.
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Figure 2. Object group classifications.

An object acts as a basic unit of a system. An object group
is defined as a set of one or more objects, joined through a
common interface, acting as a single unit for the purposes
of naming and function.
An object group consists of a number of objects which
work together to achieve some common goals or func
tions. The conceptual model of the object group is shown
in Figure 1. The group maintains the property of the group
so that the object group can provide the required services
to the rest of the system. A configuration provides for
connections between a collection of objects. Roles are
assigned to each member through configuration. Configu
ration between members and roles defines an interaction
pattern between members. Each member interacts with
other members to perform operations assigned to them.
The configuration of a group and a role of each member
may change throughout the lifetime of a group. The group
manager deals with configuration among members and
roles with time. It refers to the property to check if the
group satisfies its trait. The group manager also supervises
the joining and leaving of members.
For example, a number of file servers can construct a
k-resilient file server group, where the number of repli
cated objects in an object group is k + 1. The k-resilient file
server can maintain operational service provided that no
more than k individual object members fail. The group
manager may assign one member as a primary server and
the other members as standby servers. The group manager
probes its members if any members fail. If the number of
members becomes less than k, the manager creates and
recruits a new server. If the primary server fails, the man
ager assigns the roles of a primary server to another
member.
An object group can be classified into the several subtypes with respect to the function, properties, and role
distribution as depicted in Figure 2.
An aggregate group consists of non-replicated
members sharing the provision of the service defined by
the group’s interface. An example is a conferencing service
that is provided by distributing each message to the particTHE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No, 4, NOVEMBER 1991
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ipating conference members, each of which might not be
identical in operation. Some of the results from members
are taken to produce a result of the group. It is not neces
sary that all the results are the same. It depends on each
request. The fault of some members might not be
significant.
*
A partition group consists of members where an
incoming job is divided into members. Each member
becomes responsible for the completion of some part of the
job. An example is a highly parallel array processing ser
vice in which each member receives and operates on dif
ferent elements of the same array to compute part of a
collective result. In the partition group, the fault of a
member is significant, because the group’s result is taken
from collection of the result of each member.
A replicate group is used as a technique for building
highly available and reliable distributed systems, while a
partition group is for increasing performance. A member
of a replicate group is designated to perform the same
function as all the other members. Two schemes for a
replicate group are available according to the role assign
ment: primary/standby and modular redundancy. In a
primary/standby scheme (Birman et al, 1988), only a sin
gle member (primary) functions at a time; the remaining
replicas are on standby in case the primary fails. With
modular redundancy (Cooper, 1985; Mancini and Shrivastava, 1987), each replica performs the same function; the
results from faulty members are screened to achieve a
correct group’s result.
These three basic group types are used for the different
purpose. The replicate group is used to increase opportun
ity for improved availability, while the partition group
increases opportunity for improved performance. The
aggregate group is a useful means to apply several kinds of
coordination policy. Aggregate, replicate and partition
groups are considered as primary types of object groups.
Applications are allowed to use these primary types and
build new ones as desired. In Figure 2, the replicated group
is refined into the primary/standby group and the modular
redundant group to constrain its internal behaviours. The
modular redundant group can be refined in several ways
according to the applied voting policy.
A primary fype may be combined with other types to
achieve several different purposes at the same time. To
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Figure 3. Object group conceptual container.
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Figure 4. Object group agent.

combine different types, the membership of a group type is
formed from combinations of other group types. For
example, systems like the space shuttle can be a parti
tion group whose members are a bunch of replicate
groups.
Object groups interact as if each group were a single
object in the client-server model because the group
members are encapsulated by a conceptual container
which hides the internal structure of the group as depicted
in Figure 3.
In practice, the management of configuration and
interactions between members and the rest of the system
are achieved via a group agent acting as a proxy on behalf
of each member. A member in a group interacts with other
groups by invoking operations of the group agent. The
group agent responds to each operation and organises
redistribution of the operation to the other members of the
same group and to the group agents for other groups. The
group agent may reconfigure its members according to the
property and current status of the group. In Figure 4, the
group agent ensures that the member objects see only their
local interaction with the group agent, and do not see the
intra-group interactions between the agent and other
members as well as the inter-group interactions between
the group agent and other object groups. Similarly, no
other object groups see the interaction or the internal
structure of the calling object group.
The group agent appears to group members as a single
and shared object. However, the group agent might itself
be transparently replicated so that it does not constitute a
single point of failure in the replicate group.
An object keeps only its specific knowledge regardless of
whether it is part of a group or not and whether the
interacting object is a group or not. Once the object is
bound to a group agent, the group agent controls the group
interactions. The group agent can be dynamically config
ured to change the group characteristics as desired. The
group type such as the aggregate, parallel, and replicate
group is determined by the associated group agent without
changes in member objects.
The group agent is a part of the distributed systems
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support environment which is provided by the system
designer. The system designer can provide several kinds of
group agents including three primary types with the users
to hide the management complexity of object groups selec
tively. However, it does not exclude the users from config
uring user-defined agents into applications.
3 OPERATIONS
Configuration management is the set of facilities which
assists in the management of the normal operations of an
open distributed system. The scope of configuration man
agement facilities is as follows (ECMA, 1988):
— Creation and deletion of instances of a specific object
type
— Renaming of objects
— Reporting the arrival or removal of an object
— Displaying properties, management state and relation
ships of an object
— Changing properties, management state and relation
ships of an object and
— Reporting changes of attributes, management state, and
relationships of an object.
Configuration management operations are classified
into three categories: population control, trading and exe
cution. Population control is concerned with the creation
and deletion of objects or object groups, locating their
members, and displaying their attributes. Trading is used
to advertise an available interface and search for suitable
matching object groups or objects. Management opera
tions during execution are required to handle the invoca
tion semantics such as synchronisation and ordering (Bir
man et al, 1987; Cooper, 1985 and Park, 1988).
Some ANSA primitives (ANSA, 1987) have been
extended to manage object groups. Additional primitives
are introduced for use with groups.
3.1 Population Control
Distributed systems are dynamic; objects can be intro
duced and removed from an operational system at any
point during the lifetime of the system. Members of an
object group can also join or leave an existing group at any
time.
3.1.1 Primitives
The primitives to control group population are divided into
three categories; creation and destruction, displaying and
changing properties and membership control. The seman
tics of the primitives for the first two categories are extended
for object groups while their syntax is the same as for a
single object. New primitives for membership control are
also introduced for use with groups, because they are
unique for the groups.
3.1.1.1 Creation and Destruction
The existence of an object group is made known when the
group name and group template are registered in a cata

logue of the object manager. This registration is performed
in response to a registerObject operation.
— registerObject(typeName, groupTemplate)
The operation registers a groupTemplate to a matching
typeName. Object template provides the object definition
from which runtime object can be manufactured such as
interface specification and object behaviour. GroupTem
plate can provide the following group details as well
(ANSA, 1987):
— The interface specifications for the services that the
group offers and calls.
— A reference to the member template from which
member instances are to be manufactured.
— Trait of membership. The trait will be used as an
authentication criteria when new members attempt to
join the group. It includes type definition and the mem
bership properties.
— Initial conditions for the group availability such as
initial membership size or initial members list.
An instance of a new group is created by the instantiateObject primitive using the group template.
— instantiateObject(rypeAawe, property) out groupld.
The typeName is used to find out the matching group
template, and property provides the initial values of the
groups’ properties defined at the group template. The
object group and associated members are created at the
proper locations. The primitive returns groupld, a unique
identifier related to the naming context represented by the
infrastructure throughout its lifetime. . .
InstantiateObject creates a group manager by default.
To create group agents and members of the group, the
membership information such as group type and member
template should be given as an initial property value.
— terminateObject(gro«p/J)
terminateObject destroys the group designated by
groupld The members created by the instantiateObject
are destroyed as well.
3.1.1.2 Membership Control
The manager of a newly created group can recruit
members to make the group operational. Members join the
advertised group and act as a group together. The group
manager can determine the time when it begins reconfigu
ration according to its policies. For example, the group
manager can refuse to admit new members in a real time
environment because it might cause inconsistency of the
state temporarily. When the group resumes a stable state
after a partial failure, it can recuit new members.
— advertiseGroup(intetfaceSpecification, scope, property)
out groupHandle
The advertiseGroup primitive announces that a group
intends to recruit new members. An interfaceSpecification
describes the behaviour of an object group. The scope
describes where the group will be advertised in the naming
context. Property gives the property values of the instance
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of the object group specifying who can be a member of this
group. For example, printing quality of a printer in a
printer group. The primitive returns groupHandle, which is
a locally unique identifier for the group.
— unadvertiseGroup(groupHandle)
A group invokes the unadvertiseGroup primitive to
terminate its recruitment of new members. The
groupHandle obtained from the previous advertiseGroup
is given as the parameter.
— joinGroupdntetfaceSpecification, scope, constraints)
out groupld
An object joins an advertised group using the joinGroup primitive. The parameters intetfaceSpecification
and scope are used to correctly bind a calling object to a
matching advertised group. Where more than one object
group fall within these guidelines, a third parameter, con
straints, is used with properties specified by the group
manager to choose the best possible fit. These parameters
are similar to those used with the import primitive des
cribed at the next section.
— leaveGrowp(groupId)
If a member chooses to leave the group, it invokes the
leaveGroup primitive with groupld.
3.1.1.3 Displaying and Changing Properties
The group properties can be inquired and modified by
inquire Property and modifyProperty primitives,
respectively.
— inquireProperty(gronp/d, propertyName) out
property Value
The inquireProperty primitive permits queries about
group’s property values; inquireProperty takes a groupld
and a propertyName, and returns property Value reflecting
the current value for that group.
— modify Proper tyigroupld, propertyName,
propertyValue)
The modifyProperty primitive takes a groupld and a
propertyName and propertyValue pair reflecting the cur
rent values for that group.
3.1.2 Structure
The object manager provides a generic service to create an
instance of an object. The object manager creates a local
group manager, which in turn creates its member objects.
The local group manager is in charge of supervising the
joining and withdrawing of members. The object manager
uses group specification in the group template to configure
group members. A configuration language (Cooper, 1985
and Sloman et al, 1988) can be used to allow the pro
grammer to specify the set of acceptable configurations
for a group. The local group manager announces the
recruitment of new members to the recruiting server when
the group is created, or the manager finds a faulty member.
Figure 5 shows the main interactions involved when creat
ing an object group.
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When the group template has a reference to a member
template, the local group manager creates the group
members to satisfy the initial condition of group service
availability. The local group manager determines loca
tions for group members and suitable processing sites. It
invokes a createObject operation which creates the group
member(s) at the chosen processing site. The local group
agent is created as part of run-time object of each member
to hide details of the group from the member.
The group manager cooperates with the group agents
to manage the group. Some configuration management
function can be moved from the group manager to the
group agents to mask the failure, but it may exact coordi
nation overhead among multiple group agents.
The late binding between group templates and member
templates is possible; the mapping is determined through
the run-time operations, advertiseGroup and joinGroup in
the implicit binding. The group template only keeps traits
for the membership so that the group manager can check
the joining of new members at run-time.
In Figure 5, the dotted lines represent the interactions to
create member objects. Separate requests on member
creation are required at the late binding. An example to
create three-modular-redundancy file server group is
shown schematically in Figure 6.
The recruiting server is a name server to provide the
location of a suitable group manager to members request
ing a join. Only one recruiting server conceptually exists
per system. However, multiple recruiting servers can be
distributed according to the administration domain and
naming context, and can be replicated to provide a high
degree of parallelism and fault tolerance to the system.
The group manager for a replicate group is geographi
cally replicated along with the members. The recruiting
server returns the list of locations for the replicated group
managers, so that a new member can send a request to all
managers using an atomic multicast protocol (Birman and
Thomas, 1987; Christian, Aghili and Strong, 1985); all
replicated managers should guarantee that they have
added the new member. The recruiting server also needs to
be duplicated as many replicated group managers.
3.2 Trading
An object cooperates with another via the provision and
use of services. In order for an object to invoke operations
of other object, an association between the objects must be
explicitly created. Establishing the association is a twostage process consisting of trading and binding. The trad
ing is the process of matching a particular service with an
object requesting that service.The subsequent binding step
uses the information returned by the trader to establish a
route between the two objects (ANSA, 1987 and ECMA,
1990).
There are two primitives for establishing an association
between objects: export and import. A server indicates its

GROUP MANAGEMENT

Configuration
specification

Interface
specification
Group
template

Object
template

7"~\

instantiateObject
(group)

Member

f
j
instantiateObject
V—(single_object)

Object
manager

manager

createObiec

instantiated /’
object group]

.0

instantiateObject
(single_object)

\
\

Local
.. group
manager

" ooo

Local
.group
agent

export/import/

o

member

advertiseGroup'

joinGroup

Recruiting
server

Trader

describes which naming context the server will be adver
tised in. An export primitive reference returns an
exportHandle, a locally unique name in the server for the
export offer.
— importiinterfaceSpecification, scope, constraints) out
importHandle
The import primitive binds a calling client to a server
whose interface matches with the interfaceSpecification
within a given scope subject to any client applied con
tracts. The successful import returns a importHandle
which includes the information concerning matching
servers.
— withdrawExport(export/fo«rffe)
A server can refer the withdrawExport primitive to
terminate its participation in any association resulting
from a prior export.
— AiscardlmportiimportHandle)
A client can refer the discardlmport primitive to dis
connect any association resulting from a prior import.

Figure 5. Object group instantiation.

willingness to engage in service provision by referencing
the export primitive; a client finds and makes an associa
tion with an appropriate server by referring the import
primitive (ANSA, 1988).
A trader is a special object to provide a service to these
primitives. A server registers its interface to the trader, and
a client finds an appropriate server.
3.2. J Primitives
The use of the export and import primitives for object
groups is the same as for single objects defined by ANSA
(1987), except that the system is extended in order to allow
the group manager to register an entire object group. The
configuration manager can perform trading operations on
behalf of the members which are the real service providers.
— export(interfaceSpecification, scope, properties) out
exportHandle
A server refers the export primitive to offer an instance
of a service for use with the interfaceSpecification. Scope

instantiateObject("NMR file server*, No=3)

manager

simple file server

instantiateObject(*simple file server", location=A)
instantiateObject("simple file server*, location=B)
instantiateObject('simple file server*, location=C)
gid := advertiseGroupfNMR file server*, scope,
name=G)
size > inquireProperty(gid, ’groupsize*)
if (size >s 3)
then exportffile service*, scope, resilience^)

agent
joinGroup('file server group*, scope,name=G)

3.2.2 Structure
An object group as a set of objects acts in a similar manner
to a single object. Interactions between object groups look
like interactions between single objects, as shown in Fig
ure 7. Interactions between an object group and a trader
need to be the same as the interactions between a single
object and a trader.
An object group requires additional support from the
trader. First of all, the trader must manipulate a set of
addresses rather than a single address as multiple group
agents exist when members of a replicated group is geo
graphically dispersed. The trader must allow a third party
(such as the container) to register the service of a group on
behalf of it (Cooper, 1985).
The semantics of export and import primitives may be
extended so that trading is transparent to a replicate group.
Each member object is associated with a group agent to
provide such transparence when the object is created.
When a server refers the export primitive, the associated
server agent cooperates with the group manager to register
the service with the trader.
3.3 Execution
The general form of an interaction couples events in the
two objects; the client refers an invocation primitive and
the server performs an operation. The invocation primi
tives have been extended to handle multiple messages
from groups. The invocation primitives send a request to a
group and receive multiple replies from the group. Separ
ate primitives are introduced to control the multiple mes
sages, in order not to change the original form of the
invocation primitives’ syntax.

find fault
instantiateObject(*simple file server", location=D)

notify the other member's fault to the manager

Figure 6. Thrce-modular-redundancy group instantiation.

3.3.1 Invocation
All interactions between two subjects use announce and
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Figure 7. Interactions for group trading.

interrogate with respect to a previously created associa
tion (ANSA, 1988).
— interrogat^importHandle, operationName, arguments)
out results
The interrogate primitive sends an invocation request,
operationName with the parameter, arguments supplied in
the primitive reference dispatched to the server. The client
then waits for the results of the operation to be returned
from the multiple servers. The importHandle is returned by
import.
— announceiimportHandle, operationName, arguments)
A reference to the announce primitive causes an invo
cation request with the parameters supplied in the primi
tive reference dispatched to the server. The client con
tinues its activity without waiting a reply and the server
eventually performs the operation.
3.3.2 Controlling Multiple Messages
In the one-to-many call, a client sends the same call mes
sage to each member of a server group, and awaits the
arrival of the return messages from the members of the
server group. The waiting procedure for multiple mes
sages is called collecting. The client then reduces the set of
messages to a single message. This procedure is called
collating. The collating function may be also used as filter
to discard unnecessary or unwanted messages or only
accept a certain type of messages (Cooper, 1985 and
Hughes, 1988).
Both client and server groups can configure the collator
or collector dynamically at run-time. The reconfiguration
of the collector and collator are performed by using
setCount and setCollate primitives, respectively. Both
primitives are used to change the previous functions:
where these are not changed, the previous functions will be
used.
— setCount(/za«d/e, count-function)
The setCount primitive sets the number of messages for
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collecting to count-function which is a function of the
group size. The handle is a locally unique name for the
association, which is either the import handle for clients or
the export handle for servers.
— setCollateQiandle, collating-procedure)
The setCollate primitive specifies collating-procedure
to describe the rule on how to collate the messages. The
collating-procedure can be either a standard or a userdefined procedure.
Collecting the messages is performed at the underlying
protocol layer, while collating is done by the group agent
because collating needs application specific knowledge to
interpret the meaning of each field in a message. The
system provides some default functions for collation and
collection (Park, 1988).
4 IMPLEMENTATION
The prototype system was implemented to validate the
concepts on group configuration. The implementation of
the prototype system is based on ANSA testbench (ANSA,
1988). Several experiments were performed to test the
prototype system; applications such as a shared window, a
bulletin board, and a multi-talk system were implemented.
This section describes the implementation of a shared
window system on top of the object group prototyping
system as a sample application.
4.1 Prototyping System
The engineering model describes the distributed process
ing system in terms of the engineering necessary to support
the distributed nature of the processing (ISO, 1988). It is
concerned with the provisions and assurance of desired
characteristics, such as performance, dependability and
distribution transparency.
Objects can construct a group and interact with other
objects distributed over a communication network. To
provide distribution of objects over a network, the proto
type system consists of four basic components: an object,
an agent, an interpreter, and an interprocess communica
tion object. The model of the prototype system supporting
group interactions is shown in Figure 8 which is based on
the engineering model defined at ANSA and SE-ODP
(ANSA, 1988; ECMA, 1990).
Objects run on an interpreter which is a virtual proces
sor executing the instructions of each object. The interpre
ter provides functions needed to support scheduling, con
currency, and access transparent interactions between
application objects.
Interactions between objects located in separate
address spaces are achieved by using interprocess com
munication objects. The IPC object hides the diversity of
the underlying communication protocols.
An agent acts as a proxy on behalf of objects to hide the
complexity of an interaction with a system in order to
achieve the desired transparency. The agent for group
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interactions consists of several components, each of which
achieves different transparency: a stub, a management
agent, a binder, and collators. These components can be
provided as system utilities or user-defined procedures.
A client stub receives operation invocation from the
client application object and sends the request to a server
stub which invokes the operations in the server application
object in turn. The results are returned from the server to
the client through the server and client stubs. The stub
translates the various data types of arguments and results
into a common representation as a sequence of bytes, and
vice versa for interactions between heterogeneous
machines (Birrell and Nelson, 1984). The stubs are gener
ated from an interface specification for a service using a
stub compiler.
The binder binds application objects together via their
external interfaces. The binder acts as a local agent for the
trader and recruiting server; creating associations between
client and server objects and between member objects.
The management agent is concerned with group join
ing and keeping cache on local group information from the
group manager. It shares group management operations
with the local group manager to check the faults of other
members. In the replicate group, most of group manager’s
functions are replicated on the management agent of each
member. One management agent exists per each group
type.
Application objects are used to support user computa
tion. Modules can be distributed over a network and
accessed transparently through agents, interpreters, and
IPC objects. Some system utilities such as the trader and
the local group manager act as separate application
objects and can be accessed from any applications
transparently.
Objects are collected into a capsule which becomes a
basic unit at run-time in the prototype system (ANSA,
1988; EGMA, 1990). Objects in a capsule exist in the same
address space, and do not need any special interactions
mechanism defined in this paper. Only external bindings
between capsules are enforced at run-time. The IPC object
interconnects capsules distributed over a network.

Figure 9. An application capsule.

ANSA Testbench (ANSA, 1988) which had imple
mented the engineering model on the UNIX system was
used as a basis for our implementation. The capsule
mapped into a UNIX process is shown in Figure 9.
The trader exists as a separate capsule and provides a
special service that sets up simple associations between
capsules so that they can interact. The trader capsule
includes the recruiting server as part of its application
object, since the trader and recruiting server shares several
functions. The trader is a unique capsule which has a
well-known address such that every other objects can
directly interact with the trader.
The interpreter and IPC object are currently in the form
of a library to minimise overhead performance because
treating them as separate processes requires expensive
context switching and interprocess communication
between processes in UNIX.
Basic types of management agents and collators are
also provided in the form of a library with the binder. Users
can link the required type of agents at loading time. It is
possible that users can define their own management
agents or collators instead of ones in the library the system
provides.
The stub is generated from the interface specification
provided by a user, through using the stub compiler. The
configuration specification between group members as
well as between the client and the server can be presented
by an extended distributed processing language (ANSA,
1988). The binder and management agent configure the
necessary capsules with the specification at run-time.
4.2 An Application — Shared Windows
A computer-supported meeting should be provided with a
shared workspace (Sarin and Greif, 1985). If all partici
pants in the computer-supported meeting have identical
views of shared information, they can make conversa
tional references to the data with the assurance of being
understood. Window systems represent the user interface
through which the user can trace the multiple tasks per
formed by users on the computer screen simultaneously.
Shared window provides a shared workspace in the
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Figure 10. Shared window system model.

computer-supported meeting, just as if they were viewing
a common blackboard in a face-to-face meeting.
Shared window systems in our experiment have three
basic objects on top of the support environment shown in
Figure 10. An application object is defined by the user for a
specific application. A window object is a separate object
like a file object. It is used as the user’s view about system
of his or her own work or as virtual communication
medium. A device object manages the I/O devices used
in the window system. The window object has basic win
dow management functions such as resize or move inde
pendent upon the applications. More sophisticated man
agement functions will be handled by each application.
Windows form a group to share information. Informa
tion on a shared window of a user will be displayed on all
the other shared window at the same time. The applica
tions control the access to and distribution of the shared
information.
An application capsule consists of an application spe
cific code and generic code controlling the shared window.
The agent in the window capsule is in charge of configura
tion of window capsules. For example, when a user
initiates a notepad application, the notepad application
invokes a window which is created by the object manager
according to the window template. The window capsule
can be located to a proper workstation or a server node.
The invoked window capsule exports its interface to the
trader, and the application capsule binds the window by
importing the interface. Then the application can invoke
any operations of the window object as if they were local
procedures.
During the editing with the notepad window, the user
can join his or her window to a shared window for infor
mation exchange with other users. The user simply selects
thejoin menu in the window, since thejoin or leave opera
tions are provided as one of the basic window manage
ment functions with resize or move. The window agent
joins the announced proper shared window group through
the recruiting server.
The events which the users send to access a shared
window are received by corresponding window capsules
via the device capsule. Each window capsule identifies the
events and sends them to the application capsule. Then the
application capsule determines which user can use the
156 THE AUSTRALIAN COMPUTER JOURNAL, VOL 23, No. 4, NOVEMBER 1991

shared window by means of a predefined policy. It sends
the result to the users via window capsules and device
capsules. The selected user sends a data event to use the
shared window and the application object capsules and
broadcasts it to the shared window group.
Users can join and leave the shared window at any time
during work on the applications without interrupting the
other users.
This experiment shows how our object group imple
mentation can be applied to real applications. The applica
tion, window, and device capsules can be distributed over
multiple workstations. But this does not effect the design of
applications or shared window mechanism.
The shared window can be implemented easily as an
aggregate group of window objects. The applications
using the shared window becomes simplified since the
application treats the shared window as a single window.
The primitives and libraries free the designer from the
complexity of controlling the group configuration.
5 DISCUSSION
The configuration management of the object group in this
paper reflects ideas of the process group in V system
(Cheriton and Zwaenepoel, 1985), the process group in
ISIS (Birman et al, 1988) and the troupe in CIRCUS
(Cooper, 1985). One of the major differences of our sys
tem is that the object group concept is integrated into the
generic distributed processing system model defined by
ISO, ECMA and ANSA. The engineering model is con
cerned with distribution transparency and the object group
provides an abstraction for distribution transparency. The
other systems are mainly concerned with the mechanism
to support the group.
Configuration management in this paper shows how
automated support for the object groups is provided in
open distributed processing systems. Configuration man
agement for the object groups is separate from the applica
tions, which allows the system to change the mode of
operation through joining different types of object groups.
Several kinds of primitives for configuration were intro
duced to bind the applications to the management func
tionality. This enables the application to use transparency
selectively. Application designers can construct an object
group with application objects to benefit from the group. A
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simple file server can, for example, be more resilient with
out application modification by joining a replicate group.
The resilience of the replicate file server can be increased
by changing the properties of the group manager. If the
simple file server needs higher performance, it can join a
parallel group which then creates a new member
automatically.
V system is designed to support process groups. Some
basic primitives are provided to create groups and control
membership in V system. The process group of V system
can be classified into the aggregate group described in this
paper, as the operations give only the basic tool on top of
which a more complex form of group interactions, such as
replicated groups, can be constructed. In our system, sev
eral types of group interactions and their management are
provided by support environments. Users can reconfigure
the group model dynamically by advertisement and join
processes according to the desired level of abstraction.
A replicated module is called a troupe in CIRCUS.
Troupes are dynamic entities which support modular
redundancy for a highly available system. The troupe with
a replicated procedure call provides application programs
replication transparency. Our system is concerned with
group interactions and management in general, while
CIRCUS is concerned only with replication and modular
redundancy. Our system refers to some of its ideas of the
troupe and treats the troupe as a subtype of groups; it is
called a modular redundant replicate group in our system.
Users can select the configuration rule needed for
recruitment since configuration and trading phases are
divided in our system; in CIRCUS, joining a group occurs
simultaneously with exporting. For example, joining a new
member to a heavily loaded group in a real time system
can have a bad effect on the system and may not be
possible, because the transfer rate of a group’s global state
to new members can be slower than the transition rate of the
group’s state owing to frequent invocation requests to the
group. The separation of the configuration phase from the
trading phase allows the group manager to select the
proper time for reconfiguration.
Process groups in ISIS are also dynamically configura
ble entities. ISIS is concerned with supporting several
kinds of group interactions, including those of the replicate
group. Virtual synchrony of ISIS (Birman and Joseph,
1988) allows processes to be structured into process
groups and preserves the illusion that events are occurring
instantaneously to maintain the same state that is global to
the replicate group. Users can construct a process group
themselves because ISIS provides several levels of group
interaction primitive. However, there are no explicit des
criptions on transparency for designer or users; users
should be familiar with group interactions and must deal
with group interactions explicitly. Our system raises the
level of abstraction to provide a transparency by separating
management issues from applications. ISIS also does not

deal with some issues stemming from RPC (Birrell and
Nelson, 1984), such as trading and binding.
6 CONCLUDING REMARKS
This paper has described a model of object groups and its
operational interfaces to be provided as support environ
ments in coping with ANSA and SE-ODP for the purpose
of defining generic functions to establish ODP standards.
A prototype of our system has been implemented on the
ANSA Testbench. The pre-release version of our system
is now operational. The system includes the configura
tion management and communication protocols to sup
port reliable multicasting. The supported object group
subtypes have been extended from aggregate groups to
replicate groups.
The object group of this paper does not preclude a
special configuration management function. Applications
can work alone or can configure an object group to pro
vide the necessary level of abstraction without any modifi
cation to the rest of the system. The group agent config
ured in each group is significant abstraction to provide the
application with transparency. Applications are free from
overhead to manage the object group.
We believe that the group interactions will become one
of basic functions necessary for ODP standards and our
studies can provide a solution for general group configura
tion management. Further studies are required to deal with
a configuration language to automate group configura
tion. Two main visual language style interfaces may be
defined. The first would be used for defining instances of
the base objects and their configurations and the second
would act as a system monitor and experimental station
during the operation of the system. Other generic functions
such as transaction and fault management should be inte
grated with configuration management.
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1. INTRODUCTION
The first patent for integrated circuit cards (/C cards, or
smart cards'), concerning “the contribution of security
devices to memory portable objects”, was issued in 1974.
Smart cards have seen considerable development since
then, particularly in France. Millions have been manufac
tured, for use in a variety of applications.
A smart card contains a programmed microprocessor
and nonvolatile memory. The simplest smart cards have
very limited processing power and memory size, and can
be used only for very simple functions. At the other
extreme, “super-smart” cards have more powerful
microprocessors, more memory, and a built-in keyboard
and display, and can be used for a range of applications.
This paper outlines the use of smart cards as security
devices, their main applications, the principles that influ
ence their design, and their present state of development.
The paper concludes with a summary of problems that
must be overcome before smart cards will really become
widespread.
2. SECURITY FUNCTIONS INVOLVING SMART
CARDS
Smart Cards are particularly useful in applications requir
ing some measure of security. The characteristics that
make the smart card suitable for use in security applica
tions are that it is extremely difficult to forge, it can be
programmed to be tamper-resistant, and access to data
stored in the card’s memory is impossible except under the
control of the stored program. It can securely store secret keys,
passwords, user access rights, PINs, etc. It can be pro
grammed to engage in interactive dialogues with other
intelligent devices, and to execute cryptographic algo
rithms and security protocols. In particular, smart cards
are able
... to process information in order to authenticate the
card, identify the card holder, to encrypt and decrypt the
messages, and generate electronic signatures proving
that a given transaction has taken place with a genuine
card, the proper cardholder, and the authorized
institution (Ugon, 1989).
2.1 User Authentication
A smart card can be used to identify and authenticate its
holder. It gives a high degree of certainty, because there
are two levels of verification. First the cardholder must
supply a PIN that only they know (provided care is taken to
avoid the well-known security problems of PINs and
passwords). The card itself is then authenticated, using a
challenge-response protocol: the card reader sends a ran
dom number R to the card, which computes a response
based on R and a secret key stored in the card. The reader
checks that the correct answer is returned — only the
genuine card could compute the correct answer, since only
the genuine card knows the secret key.
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2.2 Digital Signatures
A digital signature or electronic signature is a coded mes
sage, computed as some function of a data message and
transmitted along with the data message (Seberry and
Pieprzyk, 1989). A one-way function is used to compute
the signature, using an encryption keysknown only to the
sender of the message. The recipient decodes the signa
ture, either by using the sender’s known public key or by
passing the signature and message to a trusted arbiter who
can do the decoding, and checks that the data message and
signature match.
If the decoded signature matches the data message, the
recipient knows two things. Firstly, the message and
signature were not corrupted in transmission, by either
noise or an intruder; if they had been, the signature and
message would not have matched. The signature thus acts
as a message authentication code. Secondly, the message
cannot have been forged by an intruder; only the genuine
sender should know the secret encryption key used to
compute the signature.
A smart card is well suited to generating digital signa
tures. A sender generates a message, and passes it to a
smart card. The card computes the signature, using
encryption circuitry on the card itself and a secret key
stored within the card. The signature is then passed back to
the sender, for transmission along with the message.

to pavilions at the Beyond 2000 Exhibition in Sydney in
1988. Smart cards are used in Darwin to pay for bus rides.
3.2 Portable Files
A smart card can be used as a convenient and secure
storage medium for personal data. Different types of data
can be given different levels of protection, by dividing the
smart card’s nonvolatile memory into zones (Weinstein,
1984). One zone can hold confidential data, to which
access is only granted after a correct PIN has been entered.
Another zone — an “open zone” — can hold unconfidential data. No PIN is needed to read data stored in an open
zone.
Smart cards are used in parts of Europe (especially
France) to hold medical information. A person’s medical
records, details of medications currently prescribed, insu
rance information, etc can be recorded in a smart card.
One system uses a smart card as both a portable file and a
token card: purchase of a “smart medical card” entitles the
customer to a certain number of medical examinations, the
results of which are recorded in the card (Australian,
1986).

3. APPLICATIONS OF SMART CARDS
Smart cards have been or are being tested in pilot studies
covering many applications (Weinstein, 1984; Pongratz,
et al., 1989; Schrother, 1989). They have yet to be widely
adopted in any application.

3.3 Access Control
Smart cards are used to control and record physical access
to rooms or buildings, and logins to remote computers.
They provide greater security than simple password-based
systems. With ordinary passwords, a person wishing to gain
access only needs to know a password; with the smart card,
the person needs to know a password (PIN) and also be in
possession of the associated card. This works to the benefit
of users as well: if a user locks away their card, they can be
sure that no-one else can use their access rights.
Smart cards can also be used to limit access to particu
lar functions. For example, personalisation of a smart card
must be done in a highly secure environment — in some
organisations this can only be done by certain people, who
identify themselves by presenting their own specialpurpose smart cards (van Heurck and Wynant, 1989).
“Access control” can take unexpected meanings. A
recent proposal has suggested using smart cards to limit
access to football matches in the UK (Fox, 1989). If the
proposal were to be adopted, a would-be spectator without
an appropriate card would not be allowed into the ground.

3.1 Token Cards
The simplest application of smart cards is as token cards, in
which a card is programmed to be used as payment for a
preset number of services. Typical services are calls from
public telephone booths, rides on public transport, and
entry to cinemas or exhibitions. When the card is
exhausted, it may either be discarded or recharged for
further use.
Two early applications for smart cards in Australia
were as token cards. Smart cards were used as entry tickets

3.4 Secure Communications
Smart cards are beginning to be used to provide security
on computer networks (Coutrot and Pommier, 1989;
Ferreira, et al., 1989), since they can provide secure key
storage and some cryptographic capability at the
individual user level:
— Users work at workstations or personal computers, to
which smart card readers are connected.
— A user initiates a session by inserting his or her card into
the reader, and is authenticated by supplying the correct

2.3 Encryption
Card authentication and computation of digital signatures
involve encryption, but simply for the purpose of identifi
cation. In many circumstances it is desirable to encrypt
data messages themselves; it seems desirable to use the
encryption capabilities of smart cards for this purpose as
well.
Encryption and decryption could also be performed by
a separate processor. Smart cards could still be used to
hold the encryption keys.
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PIN.
— Two-way challenge-response protocols are used for
mutual authentication of the user’s card and each host,
server, or other user’s card with which communication
is required.
— The card computes digital signatures for messages sent
by the user, so the integrity of each message can be
checked by its recipient.
— Messages sent to or from the user can be encrypted.
Encryption is usually not done by the smart card at
present, but by the workstation or PC. The smart card
supplies the encryption keys.
3.5 Electronic Wallet
In recent years, Electronic Funds Transfer at the Point of
Sale (EFTPOS) has become a widespread payment mech
anism. An EFTPOS transaction requires an on-line con
nection between the payer’s and payee’s bank accounts,
via a POS terminal. Magnetic stripe cards or smart cards
are used to identify the individuals and accounts.
The next step is to allow smart cards themselves to store
electronic cash — in other words, to function as electronic
wallets. A cardholder could transfer funds from a bank
account into a smart card. Those funds could then be
transferred directly from the smart card to a payee’s bank
account, using an on-line connection through a POS ter
minal, or to a second electronic wallet that belongs to the
payee. No on-line connection would be needed to the
payer’s bank: the smart card itself holds the funds.
Off-line transactions are acceptable when the amounts
are small, and eventual detection is sufficient deterrent to
abuse (Chaum, et al., 1988). On-line transactions are still
needed in all other situations.
Electronic wallets are presently on trial at the Loughbo
rough University of Technology in the UK: up to £5 can be
stored in the smart cards and then spent at shops on the
campus. Visa’s SuperSmart Card, presently undergoing
field trials, is also able to provide off-line authorisation for
purchase against credit accounts (Tichenor, et al., 1989).
Secure protocols are obviously needed for all forms of
EFT. The parties must be identified and authenticated;
messages should be encrypted for secrecy; each party
must be able to prove that a given transaction took place;
forgery of electronic money and fraudulent attempts to
change or replay transactions must be impossible, or at
least certain to be detected. Research is continuing into
protocols that meet these requirements, both for on-line
and off-line transactions (Even, 1989; Chaum, 1989b;
Chaum, 1989a; Chaum, et al., 1989).
3.6 Electronic Banking
Many financial services are now available directly to bank
customers from the customers’ own premises. The custo
mer calls up the services using their own personal compu
ter, which communicates with the bank’s computers

through a modem and ordinary telephone lines. From a
bank’s point of view, this is much less secure than com
munication through automated teller machines or POS
terminals, which are owned and controlled by the bank
and have mechanisms built in to provide data security.
Telephone lines are not a secure communication medium,
so data security must be arranged at each end. This is easy
for the bank, but not for the customer: personal computers
and modems rarely include facilities for secure communi
cation. Smart cards can provide the necessary security.
The bank can deny access to a customer until the custo
mer’s identify and access rights have been confirmed by
their smart card. A record of account balances and transac
tions can also be kept in the card.
In Australia, Westpac began testing smart cards as part
of its Deskbank service in April 1988 (Lasslett,1988).
Videotext services need to be protected in much the
same way. Misuse of videotext services and the
interception or manipulation of transmitted data can be
prevented by using smart cards to identify customers and
to encrypt data. Smart cards can also be used to automate
the videotext login porocedure, and as token cards to pay
for videotext use (Pongratz, et al., 1989).
3.7 Multiple Applications and Functions
Widespread acceptance of smart cards will depend partly
on the ability to use one card for multiple applications.
Smart cards have many potential applications, and it is
unreasonable to expect people to carry a different card for
every application, each handled differently and protected
by its own security system. Users would either not use
them, or would use them incorrectly (eg by noting a PIN on
the card) (Schaumuller-Bichl, 1989). In addition, the cost
of smart cards would be reduced from its present high level
if it could be shared between multiple applications.
Cards have been developed that can be used for several
functions, but only in dealings with a single organisation.
For example, Visa’s smart card can be used to authorise
payments, check the balance of credit accounts, and
review past transactions; it can also be used as a clock,
calculator, and notepad (Tichenor, et al., 1989).
No multi-application smart cards, that can be used for
dealings with independent organisations, have been pro
duced yet.
4. DESIGN PRINCIPLES
International standard ISO 7816 dictates the physical
characteristics of smart cards (ISO, 1987), and the location
and assignment of electrical contacts (ISO, 1988). A draft
standard defining electronic signals and exchange protoc
ols is currently circulating for approval.
Smart cards are designed according to the following
principles (Weinstein, 1984; Glass, 1986; Ugon, 1989;
Price and Chorley, 1989; Tichenor, et al., 1989):
— Three types of memory are required: ROM to hold the
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stored program; RAM as working storage; and PROM
as data storage. The utility of the card depends on the
type of the PROM. With basic non-erasable PROM, the
useful life of the card ends (except as a data archive)
when the memory fills up. With EPROM or EEPROM
the card can be reinitialised and used again. EEPROM
is preferred, since it is more convenient for
reinitialisation.
— The data memory is divided into several zones. Access
to each zone is controlled by the card’s microprocessor.
One zone, loaded with PIN, encryption keys and so on
when the card is personalised, should never be accessi
ble from outside the card. Confidential data can be
stored in a PIN-protected zone, and non-confidential
data in an open zone, as described earlier.
— A single chip, containing both processor and memory,
should be used. Otherwise the processor and memory
will have to communicate across a bus, which could be
tapped.
— A build-in keyboard and display are increasingly seen
to be necessary, for two reasons:
* If the card does not include a keyboard and display,
the cardholder is forced to trust the security and
integrity of the card reader — a device over which
the cardholder has no control. With no keyboard on
the card, PIN verification requires the exchange of
messages between the card and reader. These mes
sages could be tapped or recorded. If the card
includes a keyboard, processing to identify the card
holder can take place entirely within the card, with
no PIN ever being presented to the reader. If the card
lacks a display, the cardholder must trust the accu
racy of information shown on the reader’s display.
With a built-in display under the control of the card
itself, the cardholder is protected against accidental
or fraudulent discrepancies between information
sent to the card and information shown on the read
er’s display.
* A built-in keyboard and display make it possible for
the card to be used for many extra functions eg as a
calculator or notepad.
— The requirements of flexibility and robustness mean
that the chip area must be small — no more than
20mm2.
5. PRESENT STATUS OF SMART CARDS
5.1 Technology
In normal computing terms, smart cards have low process
ing power and low memory capacity. Current limits on
their capacity are:
— 8-bit microprocessor
-2-3 Kbytes of ROM
— a few hundred bytes of RAM
— 2-3 Kbytes of EEPROM.
Cards with very large nonvolatile memories (2 Mbytes)
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have been developed, but they have no processor and so
are better described as memory cards rather than as smart
cards (Martin, 1988).
Prototypes of cards that include a keyboard and display
are being tested in pilot studies now (Martin, 1988;
Tichenor, et al., 1989).
Compared to other types of card, smart cards are
expensive, costing $5 to $50 each depending on their
functionality and the size of the production run.
5.2 Encryption
The ability to encrypt and decrypt is vital. The limited
processing power and memory available in smart cards
presents a problem here. Cryptographic algorithms are
needed that can run with acceptable speed, using very
limited memory, on 8-bit processors. Proprietary algo
rithms are built into chips from some manufacturers. DES
is built into smart cards manufactured by Philips and Visa.
Asymmetric public key algorithms (eg RSA) are
presently beyond the capabilities of smart cards. With
present technology and algorithms, it takes about 1-2
seconds for a smart card to encrypt 512 bits of data using
RSA. This means that asymmetric algorithms can be used
in smart cards for card authentication and for generating
digital signatures, since these functions are relatively
infrequent, but not yet for encryption and decryption of
streams of data. Research is in progress to speed up RSA
encryption in smart cards, through both better hardware
(Price and Chorley, 1989; Pailles, 1989) and faster
algorithms (Morita, 1990). In the meantime, encryption of
streams of data is typically done by a separate processor,
with smart cards providing the keys (Coutrot and
Pommier, 1989; Rihaczek and Struif, 1989).
Since RSA encryption time is roughly proportional to
the length of the encryption key, encryption by a smart
card could be sped up if it used a short key. Decryption
would require more effort, but a more powerful computer
might be available for the purpose. Unfortunately, encryp
tion using short keys is much less secure (Wiener, 1989).
5.3 Protocols
Smart cards are essentially used to provide secure
communication, with authenticated users sending
provably-genuine messages. Different applications
require different protocols to govern this communication.
For example:
— In Europe, a group of organisations is investigating the
standardised use of smart cards to generate digital
signatures for messages sent by their holders. The
project, called TeleTrusT, seeks to develop a suitable
smart card and suitable protocols based on public key
encryption algorithms (Rihaczek and Struif, 1989).
Certification agencies are needed to certify the public
encryption keys of users. At least one agency is
envisaged for each country involved.
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— In distributed systems, users communicate over a net
work with hosts, servers, and other users at different
sites. Secure communication implies the use of different
encryption keys for each communication path. Protoc
ols are being developed whereby smart cards and a
central trusted key server can generate session keys (or
permanent keys) for each communication path
between users, servers and hosts (Ferreira, et al., 19 89).
— Off-line financial transactions, in which smart cards
operate as electronic wallets, must be governed by pro
tocols that ensure the authenticity of each party; the
availability of funds; that messages cannot be replayed,
forged, or tampered with; and that electronic receipts
are issued. Several protocols have been proposed
(Chaum, et al., 1988; Even, 1989). Chaum has sug
gested some particularly interesting protocols, using
“electronic currency”, in which the identity of the par
ties cannot be traced without their consent (Chaum,
1989b).

agency’s own public key must be known universally
(Rihaczek and Struif, 1989).
— Infrastructure: A network of card readers, terminals, etc
must be created. This is unlikely to happen for about
five years, even for single-application smart cards,
because of the recent heavy investment in EFTPOS
based on magnetic stripe cards. Smart cards will not be
introduced until the equipment for magnetic stripe
cards starts to wear out. Smart card readers may not
require direct contact with the cards; contactless
read/write systems are under development (Fox, 1989;
Talamonti, 1989).
— Cardholder identification: Cardholder identification is
presently based on PINs. Biometric methods (eg finger
prints, signatures, voice prints) would be more secure.
Further research is needed, as methods proposed so far
require expensive peripherals and increased processing
power (Price and Chorley, 1989).
— Encryption: Hardware for public key encryption algo
rithms (eg RSA) needs to be incorporated into smart
card chips. Prototypes exist already (Pailles, 1989).
— Secure Communication Channels: Further research is
needed into protocols for mutual authentication of
communicating parties, generation and verification of
digital signatures, and generation and distribution of
encryption keys.

5.4 Multiple Applications
Research is under way on methods for sharing one smart
card between several applications. Problems to be solved
include developing general mechanisms for partitioning
the card’s memory so that it can be shared between multi
ple applications; devising protection mechanisms that pre
vent different applications having access to each other’s
data; enabling different applications to have different
security levels and to be locked and unlocked independ
ently; and enabling new applications to be added or
deleted at any time (Schaumuller-Bichl, 1989). Cards that
meet these requirements are in the early stages of
development.
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A smooth object depicted in a photograph will often
exhibit brightness variation, or shading. Of interest in
computer vision is the problem of how object shape may
be determined from image shading. Various computational
techniques have emerged that perform reasonably well in
solving this problem. However, these methods typically
require substantial scene information prior to commence
ment. This requirement can be reduced by using pre
processing techniques to estimate, for a given image, the
direction of the principal light source, or “sun". In this
paper, we conduct a comparative performance analysis of
these techniques, revealing their poor versatility. An infor
mal study is undertaken of the ability ofpeople to perceive
the principal light source direction from synthesised
images. Some implications of this work for models of con
ation are discussed.
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1 INTRODUCTION
A black and white photograph of a smooth object will
often exhibit brightness variation, or shading. Of interest in
computer vision and perception psychology has been the
inverse problem of how object shape may be extracted
from image shading (eg see Horn, 1975; Horn and Brooks,
1989). Many computational techniques have been deve
loped to solve the shading problem, and some of these
perform reasonably well in favourable circumstances.
However, a difficulty with most of the computational
schemes is the need for considerable prerequisite informa
tion relating to the conditions under which a given image
was formed. This is not surprising given that the shape
from shading problem cannot be mathematically formu
lated, much less solved, without such information.
Contrasting with this is the apparent ease with which
people perceive shape from shading, without prior knowl
edge of the scene conditions. Since (in a formal sense) this
would appear to be impossible, it must be that people make
certain assumptions, either explicitly or implicitly, relating
to the scene conditions, and that these assumptions lead to
fairly robust perceptions of shape in the presence of a
variety of actual conditions. (Not that we should hold an
exaggerated opinion of human capability in this regard.) It
might be, for example, that people undertake a pre
processing step in order to determine the direction of the
principal light source, or sun. It is of interest to note that
psychological tests show that people have a decided predi
lection for perceiving shapes in an image-that are consist
ent with a single sun in a specific direction (Ramachandran, 1988).
In this article, we analyse the performance of several
computational techniques for automated recovery of light
source direction. We also report on our informal studies of
the human perception of source direction from single
imagery. We conclude with some remarks concerning the
likelihood of there being a human pre-processing phase to
determine source direction, commenting on some relevant
studies due to Mingolla and Todd (1986).
2 TESTING OF AUTOMATED TECHNIQUES
2.1 Methods Considered
All of the methods tested seek the slant and tilt of the
source direction, as defined in Figure 1. Details of their
derivations and formulations may be found in Gibbins,
Brooks, Chojnacki (1991). The methods considered are:
Tilt Estimation
— Pentland Method: Under the assumption of a uniform
distribution of surface normals, an estimate for light
source tilt is expressed in terms of the mean intensity
changes in several directions (Pentland, 1982).
— Lee and Rosenfeld Method: Assuming a uniform distri
bution of surface normals, an estimate for light source
tilt is derived from the mean values of the first derivaTHE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991
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Figure 1. Slant and tilt definitions.

fives of image intensity (Lee and Rosenfeld, 1985).
— Contour Method: Assuming either the presence of an
occluding boundary, or a boundary where the surface
slant is constant and the surface tilt is perpendicular to
the boundary, an estimate for light source tilt is
expressed in terms of intensity around a closed boun
dary (Zheng and Chellappa, 1990; see also Zheng and
Chellappa, 1991).
— Voting Method: This is a variation on the method of Pent
land, where local changes of intensity are used to give a
local estimate of tilt. By computing the mean of the sine
and cosine of the local estimates for tilt, an overall value
for light source tilt is obtained which is not biased
towards larger intensity changes (Zheng and Chel
lappa, 1990).
Slant Estimation
— Pentland Method: By assuming that the surface approx
imates a sphere, an estimate for slant is derived from the
calculated tilt and the variance of image intensity
changes in several directions (Pentland, 1982).
— Lee and Rosenfeld Method: Assuming again that the
surface approximates a sphere, an estimate for slant is
derived from the mean intensity and the mean squared
intensity over the illuminated portion of the surface
(Lee and Rosenfeld, 1985).
— Zheng and Chellappa Method: This method is a modifi
cation of the slant estimator of Lee and Rosenfeld
which additionally takes into account the portion of the
image in shadow (Zheng and Chellappa, 1990).
— Disc Method: This method originates from an attempt
to rationalise some of the arguments of Pentland. An
estimate for slant is derived from the variance of inten
sity changes in a chosen direction, and the mean inten
sity changes along orthogonal axes within a circular
subregion of the image which is free of shadow (Gib
bins et al, 1991).
— Shadow Method: Assuming that the object approxi
mates a sphere, a simple slant estimator is derived from
the proportion of the surface in shadow as compared to
166 THE AUSTRALIAN COMPUTER JOURNAL, VOL 23, No. 4, NOVEMBER 1991

that which is illuminated. This method is used in our
analysis as a lower-bound technique that other methods
ought to better (Gibbins et al, 1991).
2.2 Implementation Aspects
Each of the methods was tested on a number of images of
simple smooth surfaces. Images were generated syntheti
cally under the assumption that a point light source illumi
nates a Lambertian surface. Noise and ambient lighting
were absent. The chief aim was to investigate the perfor
mance of the various methods when confronted with
images of surfaces whose shapes were at variance with
assumptions made in the derivations of the methods! It was
felt that consideration of noise, ambient lighting, nonLambertian reflectance and other factors would, at this
stage, obfuscate our investigations. Most images were synthetised via orthographic projection onto a 32 x 32 grid,
with intensity values in the continuous range [0, 1],
The shapes employed were:
— Sphere: this being an ideal surface for all of the
methods.
— Ellipsoids of various eccentricities: these constituting a
relatively mild departure from the sphere.
— Ellipsoid with an added lump: this being highly
asymmetric.
— Stretched Gaussian: a Gaussian-like solid of revolution
stretched along a horizontal axis, departing from the
aforementioned surfaces in having a flattish periphery.
— Crater: this exhibiting a large concavity, and also being
surrounded by a flattish periphery.
Figure 2 displays the various shapes, with the exception
of the sphere.
First-difference approximations were used to compute
derivatives of image intensity needed by most of the
methods. Expectations were computed by summing values
over an appropriate region and dividing by the number of (
points sampled. Four image directions were used in apply
ing Pentland’s tilt estimator, one in each of the directions
of the x and y axes, and two others at 45° to these. It is

mm

ilgsssiflU
hMSH
Figure 2. Shapes used in the performance analysis: Ellipsoid, Ellipsoid
with lump, Stretched Gaussian and Crater.
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Figure 3. Tilt error against actual tilt for ellipsoids of varying eccentricity. Slant is fixed at 45 degrees, errors are shown in degrees.

worth noting that only two directions are actually required
here, and if only two are used, then the method is equival
ent to the tilt estimation method of Lee and Rosenfeld.
2.3 Estimating Tilt
We now examine results achieved by the Pentland, Lee
and Rosenfeld, Contour, and Voting methods in determin
ing the tilt component of the source direction.
Test 1: Response profiles for sphere and ellipsoids
In these tests, each method was applied to an image of a
sphere, as well as to images of three ellipsoids. The princi
pal x, y, z axes of the ellipsoids were in the ratios 2:3:3,
1:2:2, and 1:3:3. (Of course, the sphere may be regarded as
having axis ratios of 1:1:1.) Source slant was fixed at 45°,
and the angle of tilt was varied from 0° to 360°. Graphs
are shown in Figure 3 of actual tilt against error in the
estimate of tilt for each of the surface shapes and methods
mentioned above. As is to be expected, all methods per
formed well on the image of the sphere. However, in all
cases the estimate of tilt worsened as ellipsoid eccentricity
increased. The estimators of Pentland, and Lee and Rosen

feld produced errors of up to 40°. Both the Voting and
Contour methods worked relatively well, with the Contour
method being least affected by variation in eccentricity,
since it only uses points near the boundary.
Test 2: Error surfaces for an ellipsoid
Attention was then turned to an image of an ellipsoid with
axes in the ratios 5:8:7. Results for this test are given in
Figure 4. Here, error surfaces are displayed, each having a
circular (unit-disc) domain. A light source direction is
associated with each point in the domain. This direction
coincides with that of the surface normal of the unit hemi
sphere corresponding to the given point in the domain.
Each height value of the error surface specifies the error in
estimated tilt. The error surface thus arises out of tests on
hundreds of images, each generated under a different light
source direction. These directions were varied through the
range of possible slant and tilt values. The ideal error
surface is a flat disc in the zero height plane. Note that
height is scaled so that an error surface corresponding to a
unit hemisphere would have a maximum error of 1 radian
(approximately 57°). Note also that when the slant is zero,
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Figure 4. Tilt error surfaces describing the performance of various
methods when confronted by images of an ellipsoid (see Section 2.3).

the tilt angle is undefined. An interpolated artificial value
has been given at each surface centre. A spike nevertheless
appears in some diagrams due to a tendency for the error to
increase markedly as the centre is approached. As can be
seen from the diagrams, the methods of Pentland, and Lee
and Rosenfeld performed poorly at certain light source
tilts, independently of slant; nevertheless, the error did not
exceed 20°. Once again, the Voting and Contour methods
performed reasonably well.
Test 3: Lumpy ellipsoid
Here the previous test was repeated with the only differ
ence being the nature of the imaged surface shape. This
time a smooth lump was added to the ellipsoid (refer to
Figure 2). The lump was placed away from the centre so as
to enhance the asymmetry of the surface. The aim here
was to see how performance might be affected by addi
tional surface undulation and asymmetry. The results illus
trated in Figure 5 are not dissimilar to those of the previous
P«nC2&nd Matbod

Im l Ro**n£*ld Katbod

Contour M*tbod

mm
Figure 5. Tilt error surfaces describing the performance of various
methods when confronted by images of an ellipsoid with lump.
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mm
Figure 6. Tilt error surfaces describing the performance of various
methods when confronted by images of a stretched Gaussian surface.

test, with the exception of the Voting method whose per
formance deteriorates.
Test 4: Stretched Gaussian and Crater
The methods gave almost ideal results for the Crater sur
face (not illustrated), and quite good results for the
Stretched Gaussian (see Figure 6), with the notable excep
tion of the Voting method, which performed very poorly.
2.4 Local Slant Estimation
The tests carried out on slant estimation were analogous to
those for tilt estimation. One difference, however, was that
the ellipsoids were produced by stretching a sphere in the
direction of the z-axis instead of the x-axis. We compare
the methods of Pentland, Lee and Rosenfeld, Zheng and
Chellappa, along with the Disc method and the Shadow
method. Recall that the last of these methods is very naive
and is intended to give a lower bound on performance that
other techniques ought to better.
Test 1: Response profiles for sphere and ellipsoids
Slant error against actual slant is displayed in Figure 7 for
a variety of ellipsoids as well as the sphere. The various
estimation techniques exhibited quite different responses,
even when confronted with the simple sphere. Thus, for
example, Pentland’s estimator deteriorated (with an error
of up to 40°) as light source slant was increased, while Lee
and Rosenfeld’s estimator deteriorated as slant decreased.
A problem with the Pentland estimator is that as light
source slant increases, so too the portion of the surface in
shadow increases, with the consequence that the assump
tion of isotropic distribution of normals becomes less and
less valid.

LIGHT SOURCE DIRECTION FROM A SINGLE IMAGE

Sltne Error

Pentland Method

Slant Error

Slant Error

Disc Method

Slant Error

Zheng 4 Chellappa Method

Shadow Hethod

Figure 7. Slant error against actual slant for ellipsoids of varying eccentricity. Tilt is fixed at 0 degrees, errors arc shown in degrees.

The Disc estimator performed best of all, except in the
case of large slant when there were insufficient illuminated
points in the disc for the estimates of image derivatives to
be reliable. This estimator is designed precisely to over
come the aforementioned problem with the Pentland
method. The Shadow estimator performed well, but with
some instabilities when few shadow points existed in the
image, this occurring with small slant.
Figure 7 also shows responses to ellipsoids of various
kinds. Pentlant’s method remained relatively stable over
the range of eccentricities, with errors not worsening much
over those recorded for the sphere. On the other hand, the
methods of Lee and Rosenfeld, and Zheng and Chellappa
were very sensitive to the changes in eccentricity. Note
that only the better performing Zheng and Chellappa
method is illustrated, this yielding small errors for high
values of slant. However, with an ellipsoid of eccentricity
2, the error exceeded 25° for any slant of less than 15°.
The Disc method showed deterioration as slant was
increased.
The Shadow estimator did not perform as well over
midrange slant values (20°-60°) as at the extremities of

slant. Interestingly, however, the errors exhibited were
comparable with those obtained for the Zheng and Chel
lappa method; indeed, the Shadow method gave less signif
icant errors in the case of ellipsoids with larger
eccentricity.
Test 2: Error surfaces for an ellipsoid
Here we again examine the performance of the methods
when applied to images of an ellipsoid generated under a
range of source directions. (Again, these directions were
varied through the range of possible slant and tilt values.)
Figure 8 clearly illustrates the poor performance of the Lee
and Rosenfeld estimator as compared to Zheng and Chellappa’s improved version. Performance of the other estim
ators was quite good.
Test 3: Lumpy ellipsoid
When confronted with an image of an ellipsoid with protruberance, all of the methods suffered some degradation
in performance (see Figure 9). Pentland’s method gave
poor estimates of steeper light source slants. The Zheng
and Chellappa method performed somewhat better. The
Disc method struggled severely in this test, producing
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Figure 8. Slant error surfaces describing the performance of various
methods when confronted by images of an ellipsoid.

highly unreliable estimates for steeper slants. Perhaps sur
prisingly, the Shadow method coped well with images of
the test surface, again performing much like the Zheng and
Chellappa method.
Test 4: Stretched Gaussian and Crater
Here, the Gaussian and Crater images were used, and all of
the methods failed to produce remotely tolerable results
(consequently no figures are presented). The assumptions
implicit in the derivations of all methods are violated in the
case of these surface shapes.
2.5 Comments
It is evident from the testing that each method has domains
in which it works well, and domains in which it performs
badly. All of the methods are essentially based on the
assumption that the depicted surface is spherical. As men
tioned previously, this strong assumption is made in order
to render tractable a highly ill-posed problem. When the
assumption is violated by a given surface, then estimates of
source direction tend to degrade. (Moreover, estimates are
similarly unreliable when an imaged surface satisfies the
assumption, but is partially occluded from view by other
objects, or is only partly visible due to image clipping.)
Also, determination of slant appears to be a more difficult
problem than determination of tilt, which is not surprising
given that the former is not confined to the image plane.
Comparison of Lee and Rosenfeld’s method with the
Zheng and Chellappa improvement shows clearly that the
latter is more stable and accurate. The two methods differ
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Figure 9. Slant error surfaces describing the performance of various
methods when confronted by images of an ellipsoid with lump.

only in that the latter incorporates knowledge of the por
tion of the region in shadow, the improved performance
therefore being due to the adoption of this additional
information.
It is interesting to reflect on the performance of the
Shadow slant estimator. Although it is much simpler than
methods such as those of Pentland, and Lee and Rosenfeld,
it nevertheless produces comparable results. This is despite
the fact that it uses considerably less data than its counter
parts, making no recourse to image intensity values or
derivatives, and being simply based on the portion of the
object’s image which is in shadow. That a naive method
performs comparably to the more sophisticated techniques
raises obvious concerns.
It is possible that further improvement in estimates
might be obtained by judicious combination of various
techniques. Nevertheless, it is hard to envisage an auto
mated technique having true versatility, giving good
responses for a wide range of surface types. For example,
none of the techniques considered is tuned to the situation
in which an essentially planar landscape exhibits undula
tions. This is commonly found in aerial photographs of
terrain. Horn (1990) has suggested that a useful slant
estimator here might be the inverse cosine of intensity
averaged over the image.
3 TESTING HUMAN PERFORMANCE
3.1 Previous Work
First we consider some psychological studies relevant to
shading analysis.
Ramachandran (1988) suggests that shading is perhaps
one of the most primitive cues for depth, having been
developed early in the evolution of animal life. Thus it may
be that some fish exhibit “counter-shading” in order to
neutralise depth-perception and, presumably, to reduce
the risk of falling prey to predators. It also appears that
shape information obtained from shading can be used as
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Figure 10. Human performance analysis for images of a sphere. Results show: Tilt error vs tilt, tilt error vs slant, slant error vs tilt, and slant error vs
slant.

input to the processing of motion data, and the determina
tion of figure-ground relations. Contours are shown to be
an important influence on the perception of shape from
shading. Also, as is well known, the human visual system
appears to have a predilection for a single overhead
source, in the sense that shape interpretations of multiple
objects in a scene are generally kept consistent with an
assumption of a single sun in a specific direction.
Berbaum et al. (1983) considered the influence of an
image of a well-known object (such as a human hand) on
the perception of a possibly ambiguous image of an
unknown object. Again, it appears that humans generally
achieve consistency by having the perception of the famil
iar surface affect the interpretation of the unknown object.
Note that the image of the human hand might be consi
dered similar in information content to the reflectance
map of Horn and Sjoberg (1979). Further studies are con
ducted on the memorising of source direction and its con
ditioning effect on the subsequent interpretation of a
sequence of images.
It is in the work of Mingolla and Todd (1986) that

contributions most relevant to our concerns may be found.
Here, the authors observe that subjects tend to show low
correlation between the quality of their source-direction
estimates, and the quality of their shape estimates. That is,
on a given test, a good estimate may be obtained for source
direction, yet shape might be estimated poorly. Alterna
tively, shape may be well estimated, but the source directon might be substantially in error. This, the authors claim,
argues against automated techniques requiring prior
knowledge of the light source direction. The claim is also
made that Lambertian surface reflectance appears not to
be a default assumption in human perception. This is
because the perception of shape seems almost unaffected
by the addition of an arbitrarily significant specular com
ponent to an underlying Lambertian model. From these
observations, Mingolla and Todd speculate that the human
visual system is not based on an inverting of the image
forming process. The (global) analysis of contours of con
stant intensity due to Koenderik and van Doom (1980) is
cited as an example of an approach that is perhaps more
consistent with human performance.
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Figure 11. Human performance analysis for images of an ellipsoid. Results show: Tilt error vs tilt, tilt error vs slant, slant error vs tilt, and slant error vs
slant.

3.2 The Experimental Environment
Informal tests were carried out on the ability of people to
estimate light source direction from various images of a
sphere and an ellipsoid. Results were obtained from ses
sions conducted with 24 individuals. Subjects were asked
to examine a given synthetic image, and to gauge the
direction of the sun. They were trained to express their
results in terms of slant and tilt, and were provided with
diagrams useful for estimating angles. Each subject exam
ined twenty 512 x 512 images of Lambertian surfaces
presented in random order (10 spheres and 10 ellipsoids).
In all, therefore, 480 human estimates of source direction
were obtained. The ellipsoid used in the tests was the same
as that used previously to test the automated methods.
3.3 Performance Analysis
Various results were obtained in response to an image of a
sphere, and these are shown in Figure 10. The following
informal observations are made in relation to the various
plots:
— Tilt estimation error against correct tilt: the graph sug
172 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991

gests that estimation of tilt is unaffected by rotation of
the image.
— Tilt error against correct slant: as the “sun goes down”
tilt error seems to decrease. Of course, it should be
recalled that tilt is undefined at zero slant.
— Slant error against tilt: here it appears that slant estima
tion is invariant of image rotation.
— Slant error against correct slant: in this test, the variance
of the estimates appears to decrease for small or large
slants. There would also seem to be a tendency to
underestimate small slant values, and to overestimate
large slant values.
Tests were also carried out on images of the ellipsoid,
with similar results (Figure 11).
Finally, histogram-type graphs were plotted of estima
tion error against the frequency of making that error (5 0
ranges were used). One diagram deals with slant error, the
other with tilt error (see Figure 12). Each diagram plots a
graph for the sphere and the ellipsoid. A mean estimation
error of close to zero is indicated in each case. The var
iance remains reasonably small, increasing somewhat in
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Figure 12. Histogram-like plots of error frequency against estimation
errors in slant and tilt, respectively.

the case of the ellipsoid. Other informal tests not recorded
here suggest that people respond reasonably well in a wide
variety of situations, including, for example, aeriallyviewed terrain.
4 CONCLUSIONS
We now return to the main question posed earlier: Might
prior determination of source direction be a useful
approach to reducing the prerequisite needs of computa
tional schemes, and might this also be the strategy
employed by the human visual system?
An obvious caveat needs to be registered from the
outset in relation to psychological studies in which the
subject is asked to report on such as perceived light source
direction. Perhaps it is the case that humans determine
source direction prior to shape. Another possibility is that
recovery of source direction and shape is a coupled pro
cess, with an intermingling of activity. Whichever strategy
is employed, it may well be that the subject has no con
scious access to the processes involved. If this is correct, a
subject confronted with questions on source direction or

shape will be basing answers upon the outcome of the
complete process of shape and source recovery, not the
process itself Worse still, it is even possible that the
method used by humans to introspectively compute light
source direction from an image is different from the
method that humans use unconsciously during recovery of
shape from shading. It might even be the case that intro
spective computation of light source direction uses the
already determined shape of the object. Clearly, it is essen
tial that results of psychological tests are interpreted with
this in mind.
Returning to the low correlation observed by Mingolla
and Todd between the quality of estimates of source direc
tion and shape, it is useful to consider the Brooks and Horn
(1985) method, which is the only approach to date that
seeks to determine, in a coupled manner, both shape and
source direction from shading information. In this tech
nique, a point light source is assumed to illuminate a
smooth Lambertian surface. A dual scheme is employed in
which, repeatedly, shape is computed using an estimate of
source direction, and then a new source direction is com
puted from the revised shape. The search space for this
scheme is not entirely convex, and so the technique is
susceptible to falling into local minima. It is quite possible
with this method that there will be a difference in the
quality of estimates for source direction and shape. Of
course, it is also possible that both estimates will be poor,
or both estimates will be good, these presumably being
possibilities that also arise in human performance.
Given that the Brooks and Horn method can deliver
estimates for shape and source-direction of differing qual
ity, we believe that the Todd and Mingolla conclusion that
present shape from shading techniques are wholly inap
propriate models of cognition is stronger than the evidence
will bear. (What is clear, however, is that the performance
of these techniques is poor in comparison with human
perception, but this is a separate point. We are concerned
here with the possible validity of the methodology.) Our
view is that the question of whether such an approach
could be refined and developed into an adequate model
remains open. A further complicating factor is whether the
Koenderink and van Doom (1986) approach favoured by
Mingolla and Todd is indeed more consistent with the
observed human differences in quality of estimates, espe
cially given that there is no shape from shading implemen
tation based on this analysis. We suggest that similar con
jectures of Mingolla and Todd concerning the inadequacy
of both the assumption of Lambertian-ness, and the use of
“local” units of shading data (intensities or intensity gra
dients, as opposed to, say, global contours of constant
intensity) are also contentious.
On the basis of data before us, early indications are that
it will be extremely difficult (and perhaps impossible) to
generate a robust automated technique for determining
source direction from images exhibiting a wide range of
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surface types. This is because the strong assumptions
needed in the derivation of such a technique are unlikely to
be appropriate to a wide class of shapes. If a robust preprocess for determination of source direction turns out to
be infeasible, it might then be that the relatively versatile
skills of the human subject are due to a foupled approach
to recovery, in which shape and source are sought in
parallel. Further psychological work is clearly needed to
offer more clues.
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The unit ofpseudo-parallelism in Modula-2 is the corou
tine; coroutines switch control to one another through use
of simple coroutine TRANSFER operations. In the case of
programs which need to cater for realtime events (ie, inter
rupts), an Ho coroutine awaiting an interrupt suspends
itselfpending the occurrence of the specified interrupt
using the IOTRANSFER operation. Recognition of the
awaited interrupt, when it occurs, then causes execution of
an asynchronous coroutine transfer which despatches the
awaiting Ho coroutine. The module priority mechanism
ensures, inter alia, that other interrupts occurring during
execution of that Ho or device handler coroutine will only
be recognised if they are of higher priority.
A modified set of Modula-2 coroutine primitives, proto
typed using the PDP-11 M23 Modula-2 system, has been
described previously. That model included the new primi
tive operation Attachlnterrupt which effectively replaces
IOTRANSFER leading to an arguably simpler and more
elegant structure for realtime pseudo-parallel Modula-2
programs. That model has now been extended to incorpo
rate the additional primitive functions Priority and Pre
vious, respectively. The former provides a means by which
a realtime coroutine may interrogate the priority of the
coroutine which it has preempted (interrupted), while the
latter is invoked by a coroutine in order to establish the
identity of the coroutine which it has prempted via an
interrupt or which it has succeeded via a synchronous
transfer operation.
This paper discusses the rationale for the extended
model and its implementation in one of the most popular
Modula-2 systems in use today, the Logitech Version 3
compiler for the IBM PC, and illustrates its use.
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1 INTRODUCTION
The unit of pseudo-parallelism in Modula-2 (Wirth,
1982) is the coroutine; coroutines switch control to one
another through use of simple coroutine transfer opera
tions (Wegner, 1971; Lampson et al., 1974). In the absence
of realtime events (ie, interrupts), the execution of a pro
gram comprised of multiple coroutines will progress from
one coroutine to another through execution by each suc
cessive active coroutine of a TRANSFER operation. This
operation constitutes a synchronous or voluntary des
patching of the processor to execute another coroutine, the
one identified by the second parameter of the TRANSFER
operation.
The operation assigns to the first parameter, a VAR
parameter, a value which identifies the state of execution
of the invoking coroutine at the time of the TRANSFER
operation; this will then allow that coroutine to be resumed
(reactivated) at a later time by a reciprocal TRANSFER
operation which will specify the identifier as its second
parameter. The second parameter identifies the state of
execution of the destination coroutine at the time it last
executed. Coroutines are created using the procedure
NEWPROCESS which establishes an initial execution
state for the (new) coroutine. The procedure heading spec
ification for the TRANSFER operation is as follows:
PROCEDURE TRANSFERCVAR this, that: coroutine);

Variables such as this and that identify ^particular corou
tine by identifying the coroutine state vector which repres
ents the state of execution of that coroutine. Different
implementations of Modula-2 may opt to accommodate
each coroutine state vector either at a fixed location or
dynamically at a location determined at the time that the
state vector is saved. If state vectors are allocated dynami
cally then we have a so-called varying-value implementa
tion viz., the value of a coroutine identifier will in general
vary and may vary even for subsequent executions of the
same TRANSFER operation. If coroutine state vectors are
allocated statically at a fixed location per coroutine, then
we have a fixed-value implementation. In this case, the
value of a coroutine identifier will not vary throughout the
lifetime of the coroutine thus identified, though the values
stored in the state vector naturally will. There is a crucial
difference between varying-value and fixed-value imple
mentations. In fixed-value implementations, the coroutine
identifier value returned by NEWPROCESS will correctly
identify the state vector of that particular coroutine for the
duration of the program. This does not prevent the pro
grammer from reassigning the value of one coroutine
identifier to another, it merely ensures that each such value
correctly identifies the state vector of one or other corou
tine. In varying-value implementations, the value assumed
by a coroutine identifier at any one time will be valid only
temporarily and will identify a coroutine state vector only
THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991

175

REALTIME MODULA-2

temporarily viz., from the time the coroutine executes a
TRANSFER operation (which saves the state of the corou
tine and assigns the address of the saved state vector to the
specified coroutine identifer) until the time that the corou
tine is reactivated and the state vector deallocated.
It is common practice, in either case, to save at least
some of the machine registers at the top of stack. The
PDP11 M23 compiler saves the complete coroutine state
vector at the top of the stack and sets the coroutine identi
fier to point directly to that location; it is thus an example
of a varying-value implementation. The Logitech Version
3.0 compiler for the IBM PC and compatibles saves all
machine registers to the top of stack except the stack
register which it saves elsewhere at a fixed location per
coroutine; it sets the coroutine identifier to point to that
fixed location and is hence an example of a fixed-value
implementation. The Logitech Version 2.0 compiler stores
only FLAG, CS and IP registers at the top of stack, with the
remaining registers including the stack register itself,
being saved to the fixed area; hence this compiler, too, is an
instance of a fixed-value implementation.
In addition to TRANSFER, Modula-2 provides a
second synchronous transfer operation, the IO
TRANSFER operation, which is invoked by i/o coroutines
when they need to suspend themselves pending the occur
rence of a specified realtime event or interrupt. The
IOTRANSFER operation includes two extra features
which distinguish it from TRANSFER:
— It includes logic to bind the invoking i/o coroutine’s
state vector to the awaited interrupt by associating the
value of the i/o coroutine identifier with the specified
interrupt vector, and
— It includes logic to save the address of its second
parameter for use later on when the interrupt eventually
occurs.
(In the case of fixed value implementations, the repeated
binding of the i/o coroutine state vector to the specified
interrupt vector would appear to be an avoidable over
head. This is discussed further in a later section.)
The
procedure
heading
specification
for
IOTRANSFER is as follows:
PROCEDURE IOTRANSFER(VAR this,that: coroutine;
interrupt.vectorrCARDINAL);

Recognition of the awaited interrupt, when it occurs, then
causes execution of the Modula-2 asynchronous coroutine
transfer operation which reactivates the coroutine that had
previously executed the anticipatory IOTRANSFER.
The asynchronous transfer operation appears to the
programmer as a (somewhat delayed) return from
IOTRANSFER — IOTRANSFER might thus more mean
ingfully be named WaitForlnterrupt. The effect of an
asynchronous transfer is essentially to save the state of the
interrupted coroutine and to restore that of the coroutine
anticipating or waiting for the interrupt, thus resuming the
execution of that previously waiting coroutine. In addition,
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the asynchronous transfer also copies the address of the
interrupted coroutine state vector to the second parameter
of the original IOTRANSFER. The reactivated i/o corou
tine then completes its immediate task of servicing the
interrupt, subsequently releasing the processor by transfer
ring control back to the interrupted coroutine whose exe
cution is thereby resumed. This aspect of the use of
IOTRANSFER is discussed further in Section 2.
Both TRANSFER and IOTRANSFER must be
imported from the supplied module SYSTEM. The type
coroutine is implemented variously as the type PROCESS
or ADDRESS, depending on the particular version of
Modula-2 being used. In either case, these identifiers, too,
need to be imported from SYSTEM. (Type ADDRESS is
the standard implementation, though Logitech still uses
PROCESS.)
2 THE ASYNCHRONOUS TRANSFER AND DEVICE
HANDLERS
The following pseudo-code illustrates the general form of
a Modula-2 i/o or device handler coroutine:
LOOP
WHILE more_i/o_needed DO
issue i/o command to i/o controller;
IOTRANSFER; (* resume previously executing coroutine;
in the meantime, this coroutine remains
inactive until i/o completion interrupt
recognized at which time it recontinues
right here on occurrence of the asynchronous
transfer *)
service interrupt;
END;
(* no more i/o needed for now *)
TRANSFER; (* resume previously executing coroutine;
await restart via a reciprocal
TRANSFER by some other coroutine *)
END;

More specifically:
LOOP
WHILE more_io_needed DO
issue i/o command to i/o controller;
IOTRANSFERCthisproc, thatproc, int_vector);
service interrupt;
END;
(* no more i/o needed for now *)
TRANSFER(thisproc, thatproc);
END;
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While the asynchronous transfer is intended primarily
to save the state of the interrupted coroutine and restore
that of the device handler coroutine, there is yet a further
and important aspect to its operation. An asynchronous
coroutine transfer operation actually does the following
three things:
— It saves the processor state to the interrupted corou
tine’s state vector,
— It copies the address of that state vector to the second
parameter of the original IOTRANSFER thereby
overwriting the previous value of that identifier, and
— It restores a new processor state from the state vector of
the device handler coroutine.
The second step is necessary for two reasons which can be
explained by referring to the following example:
(* assume value of second parameter is ’vl’:
identifies state vector of destination coroutine *)

3 MODULE PRIORITIES AND MUTUAL
EXCLUSION
Notwithstanding the above, there are times when an i/o
coroutine should not resume the previous (interrupted)
coroutine. This situation arises when we have a scheduler
process which is activated by some regular timer or clock
interrupt and whose task it is to respond to clock interrupts
by despatching for execution some coroutine other than
the one just interrupted, in order, for example, to provide a
round-robin scheduling algorithm. Before examining this
situation further however, it is necessary to examine the
role of module priorities in realtime Modula-2 programs.
The Modula-2 module priority feature implements a
form of interrupt masking and thereby provides systems
programmers with a mechanism for mutual exclusion.
That is, it provides a means of ensuring the integrity of a
(shared) variable or other resource accessed in pseudo
parallel fashion by two or more coroutines. The syntax of
module priorities is as follows:

IQTRANSFER(th.isproc, thatproc, interrupt_vector).;
[IMPLEMENTATION] MODULE <ident> [»[,n,],3j
(* continue here after asynchronous transfer;
(*io module with priority n *)
value of second parameter is now ’v2’:
identifies state vector of interrupted coroutine *)

The first reason arises in the following circumstances: if
the coroutine identified by the value vl transfers out to
some other coroutine before occurrence of the interrupt,
then it is this other coroutine that is interrupted by the
eventual interrupt. The asynchronous transfer activated by
the interrupt assigns to thatproc the value v2 and then
resumes the device handler coroutine which is able, with
its next IOTRANSFER, to resume that interrupted corou
tine, thus:
(* next iteration: value of second parameter is ’v2’ *)
IOTRANSFER(thisproc, thatproc, interrupt^vector);

Resumption of the previous (interrupted) coroutine in
this way is the general basis for ensuring the correctness of
such realtime programs.
The second reason is to do with those Modula-2
implementations which implement coroutine identifiers
with a varying value. In such cases, even if we could
assume that no transfer to another coroutine had occurred
— ie, even if the coroutine originally identified by vl could
be assumed still to be executing at the time of the interrupt
— it is not sufficient for the asynchronous transfer merely
to save the interrupted processor state to the interrupted
coroutine’s (new) state vector. In addition, the address of
that new state vector must be saved to thatproc else that
proc retains its original value of vl which designtes an
obsolete state vector for that coroutine. (On the other hand
with fixed-value Modula-2 implementations, we will find
in this case that v2=vl.)

Current implementations of Modula-2 require module
priorities n to be in the range 0..7; the effect of specifying a
module with a priority is to mask out certain interrupts
during execution of all code specified in that module. The
interrupts that are thus excluded are all those whose hard
ware priority corresponds, in an implementation depend
ent fashion, to a value less than or equal to n. This may be
used to ensure that the exported procedures and the i/o
device handler coroutine of an i/o module access any
shared variables (used for communication between client
coroutines executing the exported procedures and the i/o
or device handler coroutine respectively) in a mutually
exclusive fashion. The mutual exclusion is guaranteed by
choosing a value for n such that interrupts from the device
handled by the i/o coroutine are excluded. As a general
rule, i/o modules should always be implemented as priori
tised modules in this way; n is chosen to be the module
priority corresponding to the hardware priority of the
device being handled. This has the additional benefit that
execution of the i/o coroutine itself cannot be preempted
as a result of an interrupt from a device of lower (or equal)
priority; it can be preempted only as a result of an interrupt
from a device of higher priority.
Modula-2’s module priority feature, however, goes
further than just the above; it also provides a means of
ensuring mutual exclusion on critical section code in
general, whether or not i/o is involved. It does so by virtue
of the procedure priority rule. This rule is in any case
required so that when a device handler coroutine preempts
a lower priority module, it is forbidden then to call an
exported procedure of that interrupted module; if this were
allowed, it would violate mutual exclusion on the shared
variables being accessed within the lower priority module
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at the time of the interrupt. The procedure priority rule is as
follows:
— It is illegal to invoke any procedure of a prioritised
module whose priority is less than the (inherited) prior
ity of the calling scope.
To protect critical section code in general, Modula-2
requires that critical sections of code be encapsulated as
the exported procedures of a module specified to execute
at some nominal module priority. Mutual exclusion on
these procedures is guaranteed because the only software
capable of preempting those operations — a device
handler coroutine from a higher priority module — is
prohibited by the procedure priority rule from then invok
ing the procedures of that module.
4 THE COROUTINE PRIORITY RULE
As noted in the first paragraph of Section 3, although an i/o
coroutine needs typically to resume the previous (inter
rupted) coroutine on completion of interrupt servicing,
there are times when this is not what is needed: times when
the i/o coroutine needs expressly to execute some corou
tine other than the one it has preempted.
This is the case when we have a scheduler coroutine
which is activated by some regular timer or clock interrupt
and whose task it is then to dispatch some other coroutine
for execution in order for instance, to provide a roundrobin scheduling algorithm. Given that on both PDP-11
and IBM PC systems, the clock interrupt has the highest
priority, the problem now arises that the scheduler corou
tine transferred to asynchronously on occurrence of the
clock interrupt does not know whether or not the preemp
ted code was in the middle of a critical section. What we do
know is that if the preempted coroutine had been execut
ing within a prioritized module, then the likelihood is great
that the preempted code was executing within a critical
section. In this case, the scheduler coroutine must not
transfer to some coroutine other than one just preempted.
If it were to transfer to some other coroutine, then that
activated coroutine — if of sufficiently low priority — is
permitted by the procedure priority rule to call a critical
procedure of the preempted module there
by breaching the supposed mutual exclusion provided by
that module. To prevent this back-door breaching of the
procedure priority rule, the scheduler coroutine must avoid
transferring to any other coroutine whose priority is less
than or equal to the priority of the one just preempted.
A simple and effective means of ensuring correctness in
this situation is to require all coroutines other than the
scheduler invariably to resume the coroutine they have
pre-empted. Furthermore, the scheduler coroutine is
required to do likewise except in the circumstance that the
coroutine it has preempted had been executing at a nil
priority, in which case it may carry out rescheduling. This
strategy is an effective though slightly conservative
implementation of the following coroutine priority rule:
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— When an i/o coroutine despatches the processor (eg, by
(IO)TRANSFER to another coroutine), if the inter
rupted coroutine which it preempted had been execut
ing at a non-nil priority, it must do so by resuming that
interrupted coroutine, and not by re-scheduling some
other coroutine.
How can the scheduler coroutine know whether or not the
coroutine it has preempted had been executing at some
non-nil priority? Modula-2 per se does not provide any
means of interrogating the priority of a coroutine, nor do
the various implementations of SYSTEM provide such a
means. Consequently, in the absence of modifying
Modula-2, the only recourse left to the programmer is to
record such information within the program.
A better solution however, given the central role of
module priorities in realtime Modula-2 and given that
module priorities are an intrinsic feature of the language, is
that presented in Secton 5.2 viz., to provide a function
which returns the instantaneous priority of a coroutine.
(The only other solution to this problem, short of re
configuring hardware interrupt priorities so that clock
interrupts are at the lowest priority, is to dispense entirely
with module priorities as a means of achieving mutual
exclusion. One can, for instance, choose instead to use
semaphores to achieve mutual exclusion.)
5 AN EXTENDED MODULA-2 COROUTINE
PRIMITIVE SET
As discussed above, there are two areas of the coroutinerelated features of Modula-2 which are unsatisfactory and
which need to be modified in order to provide a better basis
upon which to implement realtime pseudo-parallel soft
ware. The first area is the implementation of coroutine
identifier values (eg, fixed-value vs varying-value imple
mentations) and the repeated binding within
IOTRANSFER of the specified interrupt vector location to
the invoking i/o coroutine’s state vector on repeated exe
cutions of that IOTRANSFER operation. The second area,
which has been considered also by Ward (1987) as part of
the BSI standardisation activities, concerns module priori
ties and their use in order to implement mutual exclusion.
Considerations discussed in Section 4, suggest that proper
use of priorities requires additional functionality.
This section reviews some changes to Modula-2 which
have been proposed previously and presents the further
changes now proposed by the authors to improve the
language in these two areas.
5.1 Fixed value coroutine identifiers and IOTRANSFER
Previous Proposals
The following significant change proposals for improving
the flexibility and ease of use of Modula-2 vis a vis corou
tining have emerged previously:
(i) That the location of coroutine state vectors be fixed
in order that coroutine identifier values will remain
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constant (Henry, 1986),
That the two logically distinct operations comprising
IOTRANSFER be separated into two separate prim
itives with appropriate names, Attachlnterrupt and
IOTransfer (Mohay, 1987; see also Henry, 1986),
(iii) That the two synchronous transfer primitives,
TRANSFER and IOTRANSFER (or IOTransfer) be
replaced by a single primitive, Transfer, and that the
new primitive function Previous be added (Gough
and Mohay, 1988).
The argument for proposal (i) is one of increased clar
ity: there is no convincing reason why coroutine state
vectors should not be at some fixed location. Allowing
state vectors to be dynamically allocated provides no
benefits, makes implementation of proposal (ii) cumber
some and makes the tracing of coroutine state information
(for example, in debuggers) more difficult.
The argument for proposal (ii) is one of increased effi
ciency and increased clarity. In almost all applications it is
always one and the same i/o coroutine that handles a
specific device and responds to all interrupts from that
device. The increased efficiency arises from the fact that
separating out the Attachlnterrupt component of
IOTRANSFER allows an i/o handler coroutine to bind
itself to the specified interrupt vector permanently by exe
cuting Attachlnterrupt just once. When awaiting an inter
rupt, the handler has then merely to execute an unadorned
and therefore faster transfer operation to some destination
coroutine. This results in a slightly reduced execution time
which in the case of some realtime systems may be of
importance. The increased clarity arises from a natural
separation of IOTRANSFER into what appears to be two
intuitively distinct functions. The specification of
Attachlnterrupt is:
(ii)

PROCEDURE Attach.Interrupt(coroutine:ADDRESS; intVecAddr:CARDINAL);

(A simpler version of Attachlnterrupt is possible which
does away with the first parameter above; the operation is
then essentially a SelfAttach operation as proposed by
Henry (1986) — see below.)
The argument for proposal (iii) is again one of
increased clarity. Once proposal (ii) has been imple
mented, there is very little distinction between the resulting
primitives, TRANSFER and IOTransfer and hence little
reason for retaining them both. The distinction that does
remain may be simply removed by introducing the new
primitive function Previous.
In order to evaluate these three change proposals, we
consider the procedure heading specification for
IOTRANSFER.
PROCEDURE IOTRASSFER(YAR pi,p2:ADDRESS; intVecAddx:CARDINAL);

As described earlier, IOTRANSFER binds the i/o corou
tine which executes the IOTRANSFER call to the desig
nated interrupt vector in order that occurrence of the inter
rupt, when it occurs, will lead to an asynchronous transfer

to that coroutine. This is essentially a case of associating
the value of the i/o coroutine identifier with the interrupt
vector, so that the interrupt vector is linked to the state
vector of the i/o coroutine.
This immediately causes a problem in the case of vary
ing value implementations of Modula-2 (for example, the
M23 PDP-11 compiler) when we attempt to implement
proposal (ii) above. It is pointless having Attachlnterrupt
associate the instantaneous value of the i/o coroutine’s
identifier with the interrupt vector. The reason is that
the instantaneous value will be the value at the time of the
call to Attachlnterrupt: at the time of a subsequent
IOTransfer, it will be obsolete, referring to an obsolete
state vector. So, in the case of such varying value imple
mentations of Modula-2, one can immediately see why
IOTRANSFER carries out both the attach and the transfer
in one atomic operation. Only in that way will the value of
the coroutine identifier used at the time of the reciprocal
asynchronous transfer be guaranteed to be correct.
Submissions to the BSI Modula-2 working group
included an early submission from Henry (1986), which
put forward a range of change proposals to Modula-2 with
respect to its coroutine features. One change proposal,
according to the author of the submission the most signifi
cant of the change proposals therein, is directed towards
proposal (i) above. The submission also proposed separat
ing out from IOTRANSFER the code to bind the i/o
coroutine to its interrupt vector:
PROCEDURE ATTACH(Vector:CARDINAL);
(* attaches invoking coroutine to Vector *)

With fixed coroutine identifier values, the need for what
was the first parameter of TRANSFER and
IOTRANSFER disappears and the replacement specifica
tions proposed by Henry were:
PROCEDURE TRANSFERCTo:COROUTINE);
PROCEDURE IOTRANSFER(To:COROUTINE; VAR Interrupted:COROUTINE);

The above reflected the suggestion that the second
parameter of the old IOTRANSFER be split into two
separate parameters: the (new) first parameter indicating
the destination coroutine, while on return from
IOTRANSFER the (new) second parameter identifies the
interrupted coroutine.
A Single Transfer Operation
Adoption of proposal (ii) prompts the question as to
whether it is possible to simplify the resulting coroutine
primitives by having only the one transfer primitive. Once
the third (interrupt vector address) parameter of
IOTRANSFER has been eliminated, the two primitives
TRANSFER and IOTRANSFER are no longer very dif
ferent. The difference lies in the fact that the second
parameter of the old IOTRANSFER has a dual purpose:
firstly, it identifies the coroutine to be transferred to;
secondly, on return from IOTRANSFER, it then identifies
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the interrupted coroutine.
If a single transfer primitive is to replace both
TRANSFER and IOTRANSFER, then it might accom
modate the above distinction by using a single but dual
purpose parameter:
ff
(* precondition: c identifies coroutine transferred to *)

. <------------------------- resume Previous() i.e., cl
y:=Previous();

PROCEDURE TransferCVAR c:ADDRESS);
(* postcondition:

Previous()=cl *)

if this coroutine resinned via an

(* ASSERT: y=x *)

asynchronous transfer then c identifies
interrupted coroutine *)

Alternatively, we may resort to a primitive that uses two
parameters, one of which is irrelevant unless the subse
quent resumption of the invoking coroutine is via an
asynchronous transfer:
(* precondition: ’to* identifies coroutine transferred to *)
PROCEDURE Transfer(to:ADDRESS; VAR from:ADDRESS);
(* postcondition:

if this coroutine resumed via an
asynchronous transfer then
’from' identifies interrupted
coroutine, else ’from* = NIL

*)

Both alternatives suffer from the ambiguity that a value
may or may not be returned, depending on whether or not
the invoking coroutine was resumed via an asynchronous
transfer.
A third alternative, proposed by the authors, restricts
the Transfer operation to a single value parameter to
designate the coroutine to be transfered to:

As well as allowing the somewhat obscure
IOTRANSFER primitive to be removed from the lan
guage and providing a single, unambiguous, coroutine
transfer operation which can be used under all circum
stances (in both realtime and non-realtime programs), the
function Previous is attractive for two other reasons also.
The operation Transfer(Previous()) provides:
— A simple means by which a scheduler or start-up corou
tine can transfer back to the main (initial) coroutine,
and
— An identically equivalent operation to the classical
coroutine resume operation.
5.2 Module Priorities and Mutual Exclusion
The rationale for an additional coroutine primitive, a boo
lean function Priority which returns TRUE if the specified
coroutine has a priority and FALSE otherwise, and which
thereby provides a means of observing the coroutine prior
ity rule, was established in Section 4. The function has the
following function heading specification:
PROCEDURE Priority(coroutine:ADDRESS){BOOLEAN;

PROCEDURE Transfer(to:ADDRESS);

and provides the additional primitive function:
PROCEDURE PreviousO:ADDRESS;

This latter function may be called by an active coroutine in
order to identify the previously executing coroutine. This
may be an interrupted coroutine that it has preempted via
an asynchronous transfer or it may be the coroutine that
activated the invoking coroutine via a synchronous
transfer. An i/o coroutine can now determine the identity
of the coroutine that it preempted in order subsequently to
resume it.
Note that PreviousQ is defined so that the value it
returns is unaffected by intervening interrupts. The follow
ing figure illustrates this point:
(* coroutine ’cl’: *)

x:=Previous();

--------- interrupt------- >(» coroutine ’io’: *)
(« ASSERT:
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Module priorities have a central role in realtime
Modula-2 and are an intrinsic feature of the language. It
seems appropriate therefore that Priority should be imple
mented not by adding it to a (user-supplied) kernel module
(Mohay et al, 1991) but by adding it to the coroutine
primitive set provided by the language implementation,
whether that be TRANSFER and IOTRANSFER or
Transfer, Attachlnterrupt and Previous.
Availability of the function in some form or another is
essential in order to allow a Scheduler process, executing
on some regular clock interrupt basis, to determine
whether or not the interrupted coroutine was executing at a
nil priority. If the priority of the interrupted coroutine is
found not to be nil, then the Scheduler must resume the
interrupted process. It must do so, else it denies the very
point of having such priorities; it must, in addition, do so in
order to preserve mutual exclusion on the possibly shared
variables being accessed by the interrupted code.
We illustrate use of the Priority function by presenting
Scheduler coroutine code which assumes the following
coroutine descriptor record structure:
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TYPE CrRecPtr=POINTER TO CrRec;
CrRec=RECORD
cr:ADDRESS;

(* coroutine identifier field *)

nxtrCrRecPtr;

(* links all such records *)

5.3 Summary and Implementation
We conclude this section by enumerating the modifica
tions and extensions that need to be made to the coroutine
features of Modula-2 to realise the extended coroutine
primitive set discussed above:
(i) implementation of coroutine identifiers with fixed
values,
(ii) addition of the function Priority.
PROCEDURE Priority(coroutine:ADDRESS):BOOLEAN;

END;

The Scheduler coroutine pseudo-code, using the
extended coroutine primitive set with fixed values for corou
tine identifiers, is then as follows:

(iii) inclusion of the procedures Attachlnterrupt and
Transfer and the function Previous in place of
TRANSFER and IOTRANSFER:
PROCEDURE AttachInterrupt(coroutine:ADDRESS; intVecAddr:CARDINAL);

(* Kernel Module *)
(* FROM SYSTEM IMPORT Transfer, Attachlnterrupt, Previous, Priority; *)

PROCEDURE Transfer(coroutine:ADDRESS);

(« Scheduler coroutine: *)
Attachlnterrupt (scheduler ,clockIntVec);
LOOP

PROCEDURE PreviousO :ADDRESS;

(* FROM SYSTEM IMPORT IOTRANSFER; *)

The above extended primitive set has been implemented
by the authors for the Version 3.0 issue of Logitech
Modula-2 and is available from them. (The first feature is
already part of the regular Logitech implementation and
thus required no changes by the authors.) The Logitech
compiler is available from: Logitech Inc., 805 Veterans
Blvd., Redwood City, CA 94063, USA. The extensions
have been extensively tested and present a powerful
enhancement of the language which considerably simpli
fies the construction of system software using Modula-2.
Implementation of the extensions varies in one minor
detail from the above in that Priority has been imple
mented not as a boolean function but as a function which
returns a priority value in the range (— 1 .. 7) where — 1
represents nilPriority.

(* Scheduler coroutine: *)

PROCEDURE GetPriority(coxoutine:ADDRESS):priority; (* -1 .. 7 *)

LOOP

The function GetPriority is then used in the Scheduler
coroutine as follows:

select descriptor record of next coroutine to be
executed, 5cc“*;
Transfer(cc“.cr);

(* 1cc"current coroutine" *)
(* ’cr’ is coroutine identifier field of cc‘ *)

WHILE Priority(PreviousO) DO

(* resume *)

Transfer(Previous())
END;
END;

Using standard Modula-2, the Scheduler code
becomes:
(* Kernel Module *)

select descriptor record of next coroutine to be
executed, ’cc"’;
p:=cc“.cr;

(* *ccs..."current coroutine" *)

WHILE GetPriority (PreviousO) # -1 DO (* resume *)

(* ’cr’ is coroutine identifier field of cc“ *)

Trans!er(Previous 0)

IOTRANSFER(scheduler,p,clockIntVec);

END;

WHILE Priority(p) DO

The boolean function Priority specified in (ii) above is
preferred for its simplicity.

(* resume *)

IOTRANSFER(scheduler,p.clocklntVec)
END;

CONCLUSIONS
Clearly, coroutines are a sufficient basis for developing
pseudo-parallel realtime applications in Modula-2, but
only if the concept of coroutine priority is incorporated.
Developing such applications is however considerably
simpler and less error prone if the language provides the
extended features described above. Finally, parallel pro
grams written in the (extended) language must adhere not
6

cc‘.cr:=p;
END;

The former code seems more intuitive than the latter; it
is also simpler, more efficient and more tractable with
respect to arguments of correctness. The comparison
therefore clearly favours the extended primitive set.
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only to the procedure priority rule (as previously), but also
to the coroutine priority rule which reads essentially as
follows:
— Asynchronous coroutines other than the scheduler must
resume the coroutine they have preempted; further
more, a scheduler coroutine — wheif despatching the
processor — must do so by resuming the interrupted
coroutine if that coroutine had been executing at a
non-nil priority and can despatch some other coroutine
only if the interrupted coroutine had been executing at a
nil priority.
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WARD, M.(1990): Software That Works, Academic Press, 232pp.,
$87.65.

Thankfully the author believes in local variables!
In the chapter on Program Design Language the author expresses
a renewed respect for PDLs, since it is by them that algorithms are
specified. ‘Algorithms are the stuff of computation’, he says; and
who would disagree. But he doesn’t even discuss, let alone describe,
the algorithms of the mortgage problem. The reader has to assume
that the formula for calculating the repayments is correct. It is, if
interest is debited monthly, an assumption not even mentioned.
The calculation of the rate, given above, uses a form of denary
chopping, instead of the more efficient binary chopping. And con
sider the function pow, one of only two procedures with parameters
in the whole program,
function pow (x: real; y: Integer): real;
var hold : real;
i : integer;
begin hold : = 1;
i : = y;
for i : = 1 to y do
begin
hold : = hold * x;
end; if y = 0 then
pow : = x
else
pow := hold;
end;
Since the interest calculations are made monthly, a typical value
of the second parameter is 300. Yet the procedure uses the linear,
rather than a logarithmic one. And note the effect of the last state
ment, which is specifically to make x° = x!
In the chapter on Errors, the author rightly says ‘nothing separ
ates real programs from silly little hacks than the use of error
checking code’. And the procedures for handling data all have
checking code. However, the code is repetitious, ill-structured and
incomplete. No range checking is done on numbers which represent
months in a year, with the result that the output produced is incor
rect. There are no generic input procedures, in which the error
checking code is isolated, so that the same code is repeated in many
procedures and indeed within some.
There is a chapter on Writing Code, but as, the examples above
show, this has little to offer. The mortgage program is almost
bereft of comments, has nonsense identifiers, includes unnecessary
variables and is replete with redundant semi-colons and begin-end
pairs.
‘Software engineering and computer science are’, the author tells,
‘ ... more wishful thinking than real description’. It’s a pity he
knows so little about them. Otherwise he might not have produced
a program, whose only real use is as an example of how not to do
it. If this is the standard of programming in the ‘real world’, then
our job in the educational sector is much, much bigger than I
thought.
J.S. Rohl
The University of Western Australia

Given this book’s title and the fact that its author
is a software engineer at Unisys Corporation and has exten
sive experience in hardware and software, data communica
tions, and system integration and design,
to quote the cover, I was looking forward to a distillation of all
the author’s experience into a book highlighting the techniques nec
essary for the production of working software. All the techniques
are there, as evidenced by the chapter titles, which include:
Structured Methods, Dataflow, Data Dictionary, Modularity, Data
Hiding, Flow Charts, Error Checking and so on. But, oh dear, oh
dear, the book itself is a disaster.
The book is written in an informal style. (The cover calls it a
‘direct, humorous fashion’.) Here’s an example from the chapter on
Structured Methods.
Sometime between the Mesozoic and the Flood, after people
had discovered that maintenance was a major part of the
cost of software, a brilliant individual decided he could get
along without the goto. This individual discovered that all
algorithmic Von Neuman (sic) type computer software could
be written in modules with a single entry point and a single
exit point. Moreover, he discovered that all such code could
be written using three constructs: the sequence, the if ...
then, and the do ... while. He established a very rigorous
and self-consistent methodology which has come to us as
structured programming.
The author includes a complete Small Design Example in an Ap
pendix. It is a program related to mortgages. Given any three of the
amount borrowed, the rate of interest, the period of the mortgage
and the monthly payment, it calculates the fourth. It also produces
a mortgage table, and gives the user the option of having the results
sent to the screen, to the printer or to a file. It is instructive to
relate the book’s contents to this example. It’s worth noting that he
does not say which Pascal compiler he used. I tried all 3 of mine,
MacPascal, Lightspeed and MPW and none of them would compile
it. Software that works!!
You may think from the excerpt above that the author has ‘little
respect for structured programming’. ‘Nothing would be further
from the truth’, he tells us. What he has little respect for is ‘fanati
cism’. Therefore he does not eschew the use of the ‘goto’; instead
he restricts it to ‘breaking out of loops and nested constructs’. He
does not care for parameters either. ‘Structured programming uses
up a lot of compute time and a lot of memory. In most high-level
languages, there is no way of knowing what registers will be used
by the called subroutine, so that all registers must be saved. In ad
dition, any parameters must be placed in the location used for par
ameter passing ...’ Here is the procedure, from the mortgage
program, which given the amount, the payment and the period (in
months) returns both monthly and annual rates of interest.
procedure q_and__c;
label 2;
i, o, z : INTEGER;
q, c : REAL;
begin
monthly__rate : = 0;
for o : = 1 to 5 do
begin
for i := 1 to 10 do
z : = o;
q : = i * (1 / pow(10.0, z)) + monthly__rate;
z : = total__months;
c : = (payment * (1 - 1 / (pow((l + q), z)))) / q;
if c < amount then goto 2;
end;
2 : z : = o;
monthly__rate := q - (1 / pow(10.0, z));
end;
annual__rate := monthly__rate * 12;
end

SHARPLES, M., et al. (1989): Computers and Thought: A Practical
Introduction to Artificial Intelligence, The MIT Press, 401pp.,
US$25.00 (Hardback).
You shouldn’t judge a book by it’s cover, even when it is generated by a
computer program called AARON as this one is. However, in this case
the cover and the sub-title ‘a practical introduction to artificial intelli
gence’ are an excellent indication of the real nature of this book —
practical and hands on.
In the preface the authors proclaim that ‘The aim of this book is to
introduce people with little or no computing background to artificial
intelligence and cognitive science’. I am happy to say that they do this
admirably using an appropriate and well thought out practical example
— the Automated Tourist Guide. The example is developed throughout
the book, along with the subject matter, using the intuitive programming
language POP-11.
Through the extended project — the Automated Tourist Guide — the
book introduces the reader to problem solving, natural language underTHE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991
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standing, computer vision, AI tools and techniques, symbolic and connectionist models of cognition, the nature of mind and intelligence, and, to
cap it all off, a discussion of the social implications of AI and Cognitive
Science. Such an appropriate and wide-reaching set of topics ensures that
the book is truly well balanced.
Understandably though, the book lacks an introduction to program
ming in POP-11. Besides this it is adequately self-Contained. There is an
appropriate and warming personal view of artificial intelligence by Pro
fessor Aaron Sloman in the foreword, and at the end a brief reference
guide to POP-11 and a glossary of technical terms. All of these are truly a
bonus for the novice. For those who wish to read further (and hopefully
after this pleasing introduction the novice will!) there is an excellent set of
suggested readings which are grouped according to the main topics of the
book. To cap it off the book also includes a complete POP-11 implemen
tation of The Automated Tourist Guide.
A great deal of interest was shown in this book by a number of
academic colleagues who were considering using it as a text for introduc
tory units in a Cognitive Science curriculum. Remember though it is only
a basic introduction to artificial intelligence. It should give the reader an
excellent feel for the flavour and methodology of AI but it leaves the rest
of the iceberg to more technical texts.
I expected to be a touch bored with such an introductory book.
However, due to the interesting way the book was written and the
intriguing details of historical information, philosophical considerations,
and social implications, it did very well to keep my attention. All in all I
feel that this is an excellent book into which a lot of effort has gone in
preparation. It really is perfect for an introductory course in Artificial
Intelligence and Cognitive Science (for those with little or no computing
background).
Ashley Aitken
University of New South Wales

YOVITZ, M.C. (ed.) (1989): Advances in Computers (Vol 28), Academic
Press, 302pp., $US 59.95.
The ‘Advances in Computing’ series was initiated in I960 with the
intention of providing authoritative review and tutorial articles on con
temporary topics of interest to computing professionals.
Volume 28 includes chapters on design processes, fuzzy sets in artifi
cial intelligence, database engines, optical computing and intelligence
systems for management. All topics are of current interest and within the
domains chosen by the authors, each chapter offers an unusual blend of
scholarship and originality.
The first topic is written by Subata Dasgupta and is concerned with the
structure of design processes. It offers a theory of plausible designs, and
reference is made to new models expressed in the vocabulary of artificial
intelligence (AI) and computer science (Gero, Mostow).
The success of computer aided design (CAD) as an example (Kuhnian
Paradigm) of the scientific method is explained in a logical and coherent
treatment. Thus, Simon’s notion of bounded rationality is first invoked to
explain why design may proceed with incomplete requirements. This
concept is followed, by a discussion of the satisfying nature of design
processes and subsequently, evidence of evolution in design is inferred
from the laws of program evolution dynamics (ie. stepwise refinement).
A particularly attractive concept is the notion that to design is to
represent, encompassing the generation of all useful artifacts. However,
there is surprisingly no speculation on the obvious implications of this
assertion for creativity research (eg. AI paradigms) and design automa
tion. More seriously, the author is apparently unaware of the growing
scientific interest in human-computer interaction (HCI) as the preferred
approach for the formal study of design processes, nor is there any
apparent recognition of the industrial directions of CAD in design for
assembly using knowledge base technology.
The second chapter on ‘Fuzzy Sets and their Applications to AI’, by
Kandel and Schneider, is intended to be both an introduction, and also an
up-to-date exposition of some of the main applications of the theory. The
basic theories of fuzzy sets are presented in detail, unfortunately with a
number of careless mistakes (eg. in Definition 6 on page 82). The worked
184 THE AUSTRALIAN COMPUTER JOURNAL, VOL. 23, No. 4, NOVEMBER 1991

examples provided are helpful in pointing to the more elementary uses of
fuzzy sets, but there is surprisingly no reference to the use of fuzzy logic
by Japanese industry in cameras, white goods, etc.
The application of linguistic variables in the management of uncer
tainty in Expert Systems is seen to be the most useful part of the chapter,
with rules of evidence combination for belief, disbelief and certainty of
conclusion offering credible justification for fuzzy set theory as a logical
conceptual framework for uncertainty management. The authors’
research in co-operative fuzzy expert systems for pattern recognition is a
nice application of this approach.
The authors conclude with an examination of the Fuzzy Relational
Knowledge Base (FRKB) model for the representation and manipulation
of imprecise information, with application to modelling human reason.
Readers with a serious interest in fuzzy logic will find much of interest in
the concepts of a fuzzy relation (link) and the derived schema for impre
cise data representation. The combination of relational knowledge base
and fuzzy set may well form the future basis of‘soft’ expert systems, as the
authors assert. It is a pity that commercial development of these ideas,
particularly the Japanese successes, had not surfaced in time to be incor
porated in the chapter, as the authors’ case would be considerably
enhanced with such examples.
The third chapter reviews progress in the development of parallel
architectures for database systems. Some nine classifications of database
machines are initially examined, resulting in the conclusion that none
really address the effect of advances in technology on the adaptability of
a specific architecture for the current and foreseeable technology.
Accordingly, a fourth dimension is proposed to Qadah’s database space
that would then accommodate technology adaptability, degree of paralle
lism, query processing pace, and indexing level. The subsequent exami
nation and classification of database machines in terms of their technol
ogy adaptability is excellent. While the authors did not intend to critique
specific database machines (DBM’s) as such, the conclusions of the
review are quite unequivocal as to the reasons for lack of widespread use
of DBM’s. The input/output-bottleneck and how updates are performed
are cited as two major issues. More importantly, designers have
apparently failed to address recent developments in database theory!
The fourth chapter is on ‘Optical and Optoelectronic Computing’, by
Mirsaleh, Abushaqur and Caulfield. The principal focus of the article is
on logic for optical processing, and an excellent bibliography is provided.
Computer scientists should have little difficulty in understanding mate
rial presented and the new applications of optical processing, such as
artificial neural nets will be of particular interest. The authors have
communicated the advantages and disadvantages of optical systems
particularly well, with consequent reader interest in the section on hybrid
processors.
The final chapter of the book is on ‘Optical and Optoelectronic
Computing’, by Manfred Kochen. This subject will be a new one to many
readers, but I recommend this chapter without reservation to all people
interested in potential management uses of information technology. It is
eminently readable and of high scholarship. Kochen provides some pene
trating insights into the requirements for effective intelligence systems,
and his review will, no doubt, motivate many systems analysts in business
to revise their current conceptual analysis framework.
The study of management intelligence requirements is becoming very
fashionable in American business, due to global competition and the
impact of digital communications. The need to implement forma! sys
tems to support corporate management’s intelligence requirements is
demanding new skills and training of our information systems profes
sionals. Kochen’s article provides an excellent reminder of the challenges
ahead!
In summary, volume 28 of “Advances in Computers” would, in my
opinion, meet the expectations of the vast majority of readers in terms of
the objectives established by the series and by individual contributors.
This volume belongs on the shelves of all libraries and will also justify
purchase by many professionals seeking a quick introduction to contem
porary progress in one or more of the topics covered.
B.J. Gamer
Deakin University
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ODIFREDDI, P.G. (ed.) (1990): Logic and Computer Science, Academic
Press, London, 430pp., Stg.26.50.
Contents: Introduction (PG Odifreddi); Two extensions of Curry’s type
inference system (F Cardonne, M Coppo); Nuprl as a general logic
(RL Constable, DJ Howe); Metamathematical investigations of a calcu
lus of constructions (T Coquand); On Girard’s ‘Candidat de Reducibilite’
(JH Gallier); Logical aspects of computation: contributions and distrac
tions (G Kreisel); Contracting proofs to programs (D Leivant); Abstrac
tions in logic programs (D Miller); Isabelle: the next 700 theorem provers
(LC Paulson); A guide to polymorphic types (A Scedrov).
This is not the proceedings of a conference, but a collection of essays
solicited by the editor. What should we expect of such a book? Ideally, the
essays should be written by well respected figures and should constitute
reasonably detailed surveys of mature work that is at the forefront of
research into the junction of logic and computer science. In a general
sense, the book delivers this, but naturally the selection is biased by the
editor’s preferences and the availability of material. For example, the
volume only contains one contribution directly related to logic program
ming (Miller). Of the remainder, two essays pertain to automated deduc
tion (Constable & Howe, Paulson) and the editor gathers the rest under
the heading of typed functional programming, focusing on polymorphic
lambda calculus and types as formulae.
The first paper (Cardonne & Coppo) gives an excellent introduction to
intersection types, providing an inviting alternative to a rather large
collection ofjournal articles. On the other hand, the section on recursive
types is not as good as a paper in Information and Computation by the
same authors.
Coquand’s paper also appears to be pitched at the right level, giving a
thorough introduction to the calculus of constructions, followed by a
number of suggestions for possible extensions of the work. Scedrov’s
paper, on the other hand, is patchy, consisting of a minimal introduction
to second-order lambda calculus, together with full proofs of confluence
and strong normalisation. This is followed by an overview of a number of
current research topics.
Kreisel’s chapter is a general discussion of advances in logic that, in his
opinion and experience, have contributed to advances of a computational
nature or distracted attention from (possibly) more fruitful endeavours.
The article is interesting and an impressive display of the author’s breadth
of knowledge but I found it difficult to read. No doubt this was largely due
to my inadequate background but the author’s abstruse style did not help.
Miller’s aim is to extend Prolog — style languages to include modules,
abstractions and higher — order features. Rather than simply tagging on
these extensions without regard for the resulting semantics, his approach
is to enrich the underlying foundations of logic programming, basically
replacing Horn clauses with hereditary Harrop formulae. The paper is
readable with clear explanations and adequate examples.
The two automated deduction papers have the same aim in mind: the
development of generic theorem provers. Constable and Howe argue for
(and demonstrate) the use of Nuprl, based on constructive type theory, as
providing the ability to define and use a variety of logics. Paulson’s
approach is quite different, his system having been designed from the
ground up with generality as its primary aim. His paper reviews the
evolution of Isabelle, compares it with Edinburgh LF and illustrates his
points with several Isabelle ‘object logics’.
Overall, the book is a high-quality production with a minimum of
typographical errors. The reasonable price makes it affordable for indi
viduals wishing to purchase their own copies, rather than limiting it to the
library shelves.
Clem Baker-Finch
University of Canberra
KOCHAN, S. and WOOD, P. (1991): Topics in C Programming (Revised
Edition), Wiley, 516pp., $55.90 (paperback).
Here is a book that provides a good how-to-do-it treatment of C in the
context of everyday programming tasks. It is not an introductory book in
the sense that it makes no attempt to treat the C language as a whole, nor
to explain syntax or general programming issues. Neither is it advanced

or expert by being concerned with esoteric and seldom used features. It
provides for someone who has an understanding of C in an abstract sense
but wants to come to grips with the way the language can be used in
realistic situations. The “Topics” of the title are those that the authors feel
are important areas that need illustration and explanation. In general
terms these concern the use of the struct data typing mechanism and
everyday pointer manipulation, the various libraries that are commonly
used and some of the system utility programs normally associated with C
language program development. The book is not really a reference book
but the material is covered in enough detail that for many casual users it
could quite well serve that purpose.
There are chapters on “structures and pointers”, “the standard C
library”, “the standard I/O routines”, “UNIX specific library routines”,
“the UNIX system interface”, “the X window system”, “generating
programs with make” and “debugging C programs” along with several
useful summary appendices. In each chapter there is a clear explanation
of the issues involved, good description of the techniques and library
routines being used and very acceptable illustrative programs. In total
there are more than 120 complete programs in the text each with its
output. Few of the programs are “useful” in a general sense but each
illustrates some aspect of the topic under discussion and all would appear
to be genuinely runnable code.
As one might expect there is specific material relating to the use of C
in a UNIX environment (essentially System V version 4.0) but this is to a
large extent isolated into a single chapter. In other areas the book aims to
provide general information applicable to any implementation of ANSI
C.
The pragmatic nature of the book is illustrated by its treatment of
structures and pointers. Structures are explained in some detail. Motiva
tion for their use and good examples are provided. In dealing with
pointers the descriptions are clear and well presented. The treatment
includes pointers to pointers and tables of pointers but does not go on to
the more abstruse examples of limited general use that seem so popular in
some texts. There is no mention of related issues involving some of the
operators that make for nicer and better structured code like enum,
typedef, union or of fields. They are clearly seen to be peripheral to the
basic understanding of issues that is the aim offhe book. In the same
context most programs have hard-coded text and constants within them
rather than showing the better programming practice of using ((define
constants. There is clearly a tradeoff between illustrating good practice
and making a clear example.
The treatment of various suites of routines in the various libraries is
good. There is discussion of their intended roles and examples of their use
in trivial but working programs. Even the treatment of the X-window
system (X 11) manages to present a good introduction and several
complete programs in the compass of a chapter of reasonable size. The
chapter on using make is well done and the treatment of debugging also
shows insight and experience. Debugging using lint, conditional compila
tion, ctrace and the sdb debugger are all discussed.
This is an intermediate level book appropriate for self-study by some
one who has a basic understanding of C programming or for use in
conjunction with a more general introductory text to provide illustrations
and explanations of the topics covered. I think it covers its target areas
very well. The target may be too specific for some readers but neverthe
less I like this book.
Brian Hicks
University of Queensland
DROMEY, G. (19 89): PROGRAM DERIVA TION: The Development of
Programs from Specifications, Addison-Wesley Publishers Ltd.,
630pp., $34.95.
The author of this book has a very clear idea for whom it is intended; in
the first sentence of the preface, he identifies that the aim is “to make the
principles of program derivation from specifications accessible to under
graduates early in their study of computing science.” Unfortunately, in
practice, most programs are not written by those who have studied
computing science but by those whose main area of study is outside
computing science. For them, the need to understand predicate logic,
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discrete mathematics, program specification and program derivation,
before they can write actual programs, cuts little ice. Nor is there much in
the way of evidence to convince people to adopt such formal approaches
unless they are convinced that the cost of doing so is commensurate with
the benefits. Despite these comments, I am very sympathetic to Dromey’s
arguments for program derivation and for teaching computing science
students the kinds of ideas presented in this text as'early in their course as
possible.
The derivation technique is based around the concept of weakest pre
condition and the notion of program state. In the state model, we are
interested in the relationship between the input and output states of a
given program. We can view this in various ways but one possibility is to
ask what set of initial states correspond to a given set of final states, for
state transitions determined by a given program. If the final states are
characterised by a suitably expressed post-condition then we are asking
for the weakest pre-condition which characterises all the initial states
from which the post-condition is established when the program is exe
cuted. A stronger pre-condition identifies a subset of the initial states. The
program derivation process then is guided by a progressive transforma
tion from the strongest pre-condition to the weakest pre-condition, at
each stage producing a more appropriate program.
The book is partitioned into four sections: Part 1 (Chapters 1 — 4)
provides the necessary motivation and mathematical background in logic
and discrete mathematics to help the reader better understand program
specification and program derivation; Part 2 (Chapters 5 — 6) is the core
of the book with Chapter 5 showing how to calculate the weakest
pre-conditions and Chapter 6 identifying constructive transformations
applicable to specifications; Part 3 (Chapters 7 — 11) gives a number of
case studies dealing with common types of programming problems; Part
4 (Chapter 12) concerns itself with practical and stylistic issues. Each
chapter has a common structure which includes a good set of exercises
and a small bibliography for further reading. There is a wealth of exam
ples throughout the text which are used to illustrate and re-enforce the
main points.
This book has a number of commendable features but it also suffers
from far too many defects which, taken individually, may not be impor
tant but which taken together detract from the book’s worth. For exam
ple, notation is used before its definition, or is incorrectly defined, or is
defined but used only once or twice 200 pages later; terms are introduced
with examples but never defined, or are defined but given contradictory
explanations subsequently; explanations of crucial terms are often very
difficult to understand. Perhaps these kinds of problems are a conse
quence of the fact that Chapter 5 appears to be very close to the paper
from IEEE Transactions on Software Engineering. The presentation of a
technical paper is surely wrongly targeted when it is used in a textbook
for beginning undergraduate students. Other minor errors are sprinkled
about but these are the result of poor proof-reading and editing.
As presented, this is very much a textbook on “programming-in-thesmall”, where the development of programs is by the method of program
derivation. Almost nothing is said about program design or program
quality. The book may serve as a student text for courses on program
derivations, provided the lecturer guides the students through the various
defective parts of the text, but it is unlikely to attract anyone involved in
industrial or commercial computing.
The area covered by this book is so important that I should like to
recommend it but our experience in using it for an undergraduate course
at Stirling makes me hesitate to do so.
Chic Rattray
University of Stirling
ZEIGLER, B. P. (1990): Object-Oriented Simulation with Hierarchical,
Modular, Models, Academic Press, 395pp., $ 109.40 (hardbound).
This book is a description of the DEVS-Scheme environment for discrete
events simulation (DEVS), which has been implemented in the objectoriented variant of LISP called Scheme. The environment is
an implementation of the author’s modelling methodology described in
his 1984 book Multifacetted Modelling and Discrete-Event Simulation
(Academic Press).
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The crux of the system is that models are constructed in such a way
that they can be coupled together (input ports to output ports) within the
formalism, and the coupled models can be treated as models. (More
succinctly, the formalism describes a space of models which is closed
under coupling.) This allows models to be constructed as hierarchical
structures, with fairly simple atomic models at the base.
A second key notion is that the same real situation may need to be
modelled in the system in several different ways, at different levels of
granularity. For example, the modelled object may be a transducer. It
may have one model simulating its input-output behaviour under normal
operation, and another simulating its internal structure to be used for fault
diagnosis. The different models must be related to each other by con
straints called morphisms, so that coarser grained behaviour may be
derived from finer grained behaviour and models with the same granular
ity agree with each other in those aspects which overlap each other.
These two notions build toward an architecture which permits models
containing themselves as components. This kind of structure might be
required for simulating systems with a high degree of autonomy, like
autonomous vehicles, or completely automated factories such as might
be constructed in space. The key idea is that the component model is
coarser grained that the entire system, but the constraints (called endomorphisms in this case) permit the coarser grained model to be accurate as
an abstraction of the finer grained real system containing it. This struc
ture is then analogous to any model which abstracts from a complex real
system, and therefore loses much of its mystery. (The book is subtitled
Intelligent Agents and Endomorphic Systems).
The author starts with the basics of discrete event modelling, then
shows how to express more and more complex models and modelling
systems, until the intelligent agent with endomorphic models is reached.
The approach taken is object-oriented, and inheritance plays a large
role. In particular, there is a class of model whose behaviour is deter
mined by production rules, and the sequence in which these rules are
considered is determined from the inheritance structure derived from the
type lattice.
There are a large number of illustrations and several extended exam
ples, all of which are expressed in the DEVS-Scheme formalism, so that
the reader is able to get a clear idea of the specifics of the method. It is
somewhat unfortunate that the DEVS-Scheme formalism owes much
of its syntax to its underlying implementation language, LISP. A little
syntactic sugar would have made the sample programs much easier to
understand.
The book would be of interest to a number of communities:
— Advanced simulation workers, either practitioners or researchers. It
provides an architecture for complex and flexible models, although in
the absence of a DEVS-Scheme software product, the detail would
require adaptation. The architecture would be particularly useful in
an object-oriented programming environment, but could be of
benefit to workers in the FORTRAN community. In addition, execu
tion efficiency is not considered particularly, although this is becom
ing less of a problem as computing performance improves. The
benefit of ease of development and clarity of architecture offered by
the method is becoming more important.
— People developing large object-oriented system of any kind. The
book can be viewed as an extended case study, showing how a
complex system can be held together by rigorous constraints on
messages and type inheritance.
— The artificial intelligence community. The formalism and architec
ture would be very useful as a knowledge representation language for
reasoning about complex systems.
— Developers of advanced control systems.
It would probably be less useful to novices in simulation, particularly
those who want to get results quickly, since it assumes that the basic
techniques are familiar to the reader and the programming language used
is not generally available.
I will find it a valuable addition to my library.

Robert M. Colomb
University of Technology, Sydney
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GELERNTER, D., and JAGANNATHAN, S. (1990): Programming Linguistics, MIT Press, 412 pp., $69.00.
This book seems most appropriate as a text or reference on ‘design and
evolution of programming languages’, the first of a number of objectives
claimed in the preface. It takes a rather unusual approach, first introduc
ing a semantic model for ‘The Ideal Software Machine’, which I under
stand as an operational model of the semantics of an ideal programming
language. This model is based on ‘space-maps’ to represent the data
structures and ‘time-maps’ to represent the effects of control structures. A
dominant theme throughout the book is a desire for uniformity between
the data structure constructs and control structures of a programming
language. The remainder of the book works through a fairly wide selec
tion of programming languages with an historical perspective, starting
with relatively detailed accounts of Fortran IV, Algol 60, and Lisp. Other
languages discussed include APL, Cobol, Pascal, Algol 68, PL/I. Simila
67, Smalltalk, Ada, Scheme, Miranda, Prolog, Occam, Linda and CSP.
The language descriptions concentrate, quite properly, on the seman
tics of the languages. In dealing with such a multitude of languages,
clearly it is only possible to give the flavour of these languages, and in this
I believe that the authors are generally successful. The historical perspec
tive helps here in that only the new and significant features of a later
language need to be considered. The base languages Fortran IV, Algol
60, and Lisp are necessarily exceptions with this approach, but are made
rather more so than necessary by giving undue attention to esoteric
features. Fortran’s ‘computed go to’ and ‘arithmetic if are discussed, but
the ‘logical if, a relatively bread and butter control construct doesn’t rate
a mention. The Algol 60 discussion emphasises ‘own variables’ and the
complex uses of ‘call by name’ for their potents for later language
developments. One suspects the authors are too young to have coded
significantly in either of these languages.
The book is not error free. I found one paragraph on the definition of
Algol 68 particularly remarkable, in that it asserted, among other non
sense, that Algol 68 was described using the Vienna Definition Method.
However, this gross error is not typical and is presumably a consequence
of attempting too wide a coverage.
I believe that Programming Linguistics gives a good introduction to the
main language design philosophies and trends. I am not sure that the
strong emphasis on a single semantic model and a rather narrow design
philosophy really helps that understanding, but it is certainly thought
provoking.
Dan Johnston
The University of Queensland

MAEDER, R. E. (1991): Programming in Mathematica, 2nd edition,
Addison-Wesley, 304pp., hard/softcover, price unavailable.
This book is the second edition of a best-seller. It accompanies version
2.0 of Mathematica, but can still be used by those with earlier versions
(e.g. version 1.2). It is reviewed here with reference to its companion
volume, (Wolfram, 1988), known as “the Mathematica book”.
Mathematica is a mathematical software package that can perform
symbolic and numeric (finite or infinite precision) calculations. An
example of its symbolic power is the fact that it is believed to be capable
of doing all the integrals in (Ryzhik and Gradshtein, 1980). Any
applications requiring infinite-precision arithmetic are simple to perform
(for instance, rapid factorisation of 40-digit integers). It is less widelyknown that Mathematica can do finite-precision numerical calculations.
It is extremely useful for algorithmic development, as its programming
language is powerful, concise and relatively simple to debug. This book
demonstrates a half-page program to solve (and plot) Van der Pol’s
Equation, using a Runge-Kutta method.
The book is extremely well-presented, and should be clearly under
stood by anyone with some previous Mathematica experience. Some
minor complaints can be made about the order of presentation of terms,
but this difficulty lessens with a second reading. It cannot be read alone,
however, and the Mathematica novice should first read the Mathematica
book. It is worthwhile to read both books without having first obtained
Mathematica.

Mathematica is marketed on its flashiness, referenced by the abundant
3D graphics throughout both books. This should not put the reader off,
thinking that it is just hard-sell — it is demonstrative of the power of
Mathematica, and enough mathematically-substantial examples are
provided. All the programming examples derived are on-line in version
2.0, and are listed in an appendix for those with older versions to type in
manually.
Is this book merely a subset of the Mathematica book? Some of the
information required to use Mathematica as a programming language (as
opposed to an interactive tool) is already contained in the Mathematica
book. This book contains extra information on programming, and lists
many points which are extensions in version 2.0. Furthermore, the
Mathematica book is deliberately simple, and this book is far more
technical.
Who should have Programming in Mathematica?
— People wanting to know if Mathematica will fit a task being consi
dered, but as yet do not have access to it, should first read the
Mathematica book, and then possibly this one. The capabilities of
Mathematica are presented clearly enough for the user to appreciate
without an interactive session. (Mathematica costs at least 20 times
their combined cost.)
— People who already use Mathematica, whatever version, and want to
get more inspiration or more technical advice on how to program.
— People who have programmed in earlier versions will need it for
reference information on the updates, and how to use them.
The creators of Mathematica have made their product require the use
of both this and the Mathematica book. As such, it is mandatory reading
for anyone having anything serious to do with Mathematica. Fortunately,
it is also readable.
References
WOLFRAM, S. (1988): Mathematica: a Systemfor Doing Mathematics by
Computer, Addsion-Wesley.
RYZHIK, I. M. and GRADSHTEIN, I. S. (1980): Tables of Integrals,
Series, and Products, Academic Press, New York.
David De Wit
University of Queensland

CALDERBANK, V.J. (1989): Programming in FORTRAN (3rd edn),
Chapman and Hall Computing, London, 235pp., $75 (hard
cover), $37.75 (paperback).
I found this book to be very accessible in that it is extremely readable
and maintains brevity throughout. Nothing is said twice, and nothing is
missed. This attribute may not, however, be appreciated by those with no
prior programming experience whatsoever. There is an introductory
chapter on programming fundamentals, containing brief discussions on
such concepts as basic computer concepts, algorithms, variables and
constants and the internal representation of such. This is perhaps rather
obligatory in programming texts these days, but really, to read further in
the book one needs to understand far more about computers than that that
is presented in this first chapter.
One major virtue of this book is that, as with any good pedagogical
text, it contains a summary and a number of exercises at the end of every
chapter, with the solutions given at the end of the book. The structure of
the book is good, and progresses in a logical fashion, from the construc
tion of a simple FORTRAN programme, through control statements,
repetitions, arrays, types, formatted I/O, files and functions and
subroutines.
The book has a major emphasis on structured programming (perhaps
unusual for a FORTRAN book!) and good use of pseudocode, structure
diagrams and indentation is made. Anyone who does use this book to
learn how to programme will certainly never go wrong in this area.
I am, however, unable to completely recommend this book due to its
price.
D. Williams
Charlestown, NSW
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ALLAN, B. (1990): Introducing C, Blackwell Scientific Publications,
184pp., $39.95 (Soft Cover).
Although this book was published in 1990 it is copyrighted 1986,
which is apparent throughout the book. As a book intended to introduce
C to someone learning it, this book has very little benefit. However, as a
reminder of how the world of computing has changed over the last five
years, it provides interesting reading (although not worth purchasing).
The book gives an introduction to C, followed by a discussion of C
syntax and then works through an example of a simple calculator to
demonstrate many of the features of C. The author, who has published
numerous articles in PC magazines, examines C on microcomputers,
unfortunately all of 1986 vintage.
Initially he presents a version of C called Small-C which runs under
CPIM (remember that operating system?) which runs a subset of C. He
then progresses to Microsoft C running under MS-DOS Version 2.11 on a
system with only two floppy disk drives and 25 6K of RAM (again it
shows how far we have come)!
Unfortunately the book is filled with such anachronisms, for example
the quote from page 5:
As a simple example, consider a WYSIWYG word processor being
used with a proportionally spaced printing device. Some characters
are wider than others, so if your text is 60 ordinary characters wide at
a maximum, you will probably be able to fit in more than 60 charac
ters, and thus an intelligent word processor should be able to fit in
more than 600 characters to a line of printed output. Generally, with a
WYSIWYG word processor, all your characters will be of the same
width on the screen (unless you have an exceptionally expensive
system), and what you see is not what you get.
Compare this to word processors such as Word for Windows which are
now becoming very common. Further, during all the discussion of word
processors and output devices there is no mention of laser printers.
There are a number of appendices which cover such topics as BCPL
(which was a predecessor to C), UNIX and the C syntax. The description
of BCPL was interesting as a way of seeing where C has come from, but
the book has no mention of ANSI C, so there is no idea of where C is
going. There is also very little mention of the standard C library or
standard headers.
In the final analysis this book is not worth the price of purchase, it does
not have anything to offer in the teaching of C that is not found in many
other books (who often do it better). But to cap it all off, the information is
over five years old and shows it.
Frank Crawford
Australian Supercomputer Technology
HARRIS, Robert W.: Understanding Desktop Publishing, SYBEX,
Alameda, CA, 275pp., SUS24.95 (paperback).
SYBEX will be known to many readers for their well-written How-toUse books on popular Computer Software packages. Indeed, many users
can thank SYBEX for the only functional manual they own, since the one
delivered with their software is useless. Well, in Robert Harris and
SYBEX, we have another book which will prove to be indispensable — to
tyro Desktop Publishers.
As the Introduction clearly states, this book is designed to be a
handbook for the average person caught up in the desktop publishing
revolution, that is, for the person with little or no experience in editing,
layout, or choosing an appropriate writing style. The book itself is its own
best advertisement. It is clear, concise, well-designed, and has an excel
lent index. It comes in three parts, each with three chapters. Part I, Making
Documents Attractive, has chapters on Using Type, Designing Pages, and
Solving Appearance Problems. Part II is on Making Documents Understan
dable, and Part III, on Making Documents Persuasive. Each part has an
introduction and a resume of the matter following. Each chapter begins
by introducing terms and providing a brief theoretical foundation, fol
lowed by set of operational guidelines based on the material previously
presented. Excellent examples are appropriately interspersed with the
text. The book concludes with a small, but adequate, classified biblio
graphy of recent — and therefore available — publications.
I have extolled the features of this book. What are its shortcomings?
Well, the first is perhaps its limited scope. It really provides only an
introduction to Desktop Publishing, although does it extremely well.
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Unfortunately, many people are now not only concerned with electronic
layout, style, and material, but are being expected to deal with printing
and binding, maybe even marketing — in short, with the entire gamut of
publishing. Perhaps this book should state baldly what it does not cover.
No single book to date deals with this new phenomenon: perhaps it is
impossible. My other complaint is in fact a quibble. The author uses
sample bodies of text profusely to illustrate his arguments. He has made
these bodies of nonsense syllables — presumably to avoid having them
detract from their purpose — but I find it has just the opposite effect.
Finally, there are one or two minor typos and at least one obvious spelling
mistake — by for buy.
I shall be using this book as a reference for a course I give on
Document Processing Systems, and am happy to recommend it as an
excellent introduction to Desktop Publishing practicalities.
George W. Gerrity
University College, ADFA
WAH, B.W., and RAMAMOORTHY, C.V., (eds.) (1990): Computers
for Artificial Intelligence Processing”, John Wiley, NY, 580 pp,
unstated price.
This book provides a range of views on the interaction between computer
architecture and artificial intelligence. It is composed of a number of
papers by well known authors. The text is split into five main sections
namely: An introduction by the editors, Language-based AI architec
tures, Multiprocessor AI architectures, Connectionist architectures and
applications and Software architectures for AI applications.
The introduction provides a detailed survey of the motivations, design,
applications, current status and limitations of computers designed for
symbolic computation. It contains a very wide discussion of these issues,
including tabulated chart for comparing the attributes of various systems.
The chapter sites 251 references in the area. The issues of supporting lisp
at the architectural level are discussed in concept in Chapter 2, and then
in Chapter 3 David Moon describes the architecture of the Symbolics
machines. A detailed paper in Chapter 4 discusses the memory and
paging traffic from LISP systems and provides some real data gathered
from a Symbolics 3600 system. The paper considers page balancing
parallel LISP programs and proposes a hybrid load balancer approach
which is based on a macro dataflow model of computation. Chapter 6
introduces dataflow and logic programming languages, and shows some
implementations of logic unification in a dataflow environment, as well
as the implementation of some LISP operations. The chapter spans a
number of dataflow machine designs. Chapter 7 discusses the design of
Berkeley’s staff at Berkeley to provide additional architectural support
for LISP programs running in a floating point processor. Following
SPUR, Chapter 8 describes SOAR: Small Talk On A RISC, a machine
also built at Berkeley. It discusses Small Talk issues such as object
oriented memory management, memory tagging and the use of register
windows. It also describes the “pitfalls” of trying to build too much
architectural support into a machine design. Chapter 9 describes an
architecture designed to execute production systems rapidly by providing
machine support for execution of the OPS-5 clauses. Chapter 10 introdu
ces the well known Connection Machine, and illustrates its application to
artificial intelligence by examining some classic CM applications,
namely document retrieval, memory based reasoning and natural lan
guage processing. Chapter 11 looks at a machine designed to support
data base operations where the database uses code-words to provide fast
access to data given arbitrary queries. Chapter 11 looks at connectionist
architectures and Boltzman machines, and what they promise. Chapter
12 provides a strategy for learning in such systems. Chapters 14 on
contain a completely different type of paper. Chapter 14 discusses the
relationship between AI and software engineering. Chapter 15 proposes
techniques for buiding AI programs and Chapter 16 talks of the reliabil
ity in AI programs.
I would recommend this book to researchers working in AI and
computer architecture. It provides a nice mix of theoretical work and real
machine design. The book could serve as a text for an honours level
course, and also has unit style material that can be incorporated into
computer architecture or artificial intelligence courses.
D. Abrahamson
CSIRO, Division of Information Technology

NEWS BRIEFS

“News Briefs” is a regularfeature which covers
local and overseas developments in the compu
ter industry including new products and other
topical events of interest.

EDUCATION MINISTER OPENS $2M
INFORMATION TECHNOLOGY
CENTRE
Victoria’s Education Minister, Mr Barry
Pullen, opened the University of Melbourne’s
new $2 million Information Technology cen
tre on Wednesday 9 October rating it ‘at the
cutting edge’ among facilities designed to
teach people computer skills.
The Centre, established under the Univer
sity’s strategic plan for information technol
ogy, is at 800 Swanston Street, directly oppo
site the main University campus.
Its fully equipped teaching laboratories
offer staff, students and commercial clients
state-of-the-art facilities and support for
training and work on Macintosh and PCcompatibles, high- speed, high resolution IBM
and DEC colour graphics workstations, net
works and related systems and software.
Mr Pullen said the Centre was an impor
tant investment for the University — and the
State — particularly in times when funding
was scarce.
He said it was an indicator of the richness
of education available to Victorians, provid
ing a resource of potentially great benefit not
only to staff and students but also to organisa
tions, private and public, outside the
University.
Welcoming the Minister, the ViceChancellor, Professor David Penington, said
the University of Melbourne had a major
responsibility to prepare young people for the
future — a task which called for it to be at the
forefront in applying information technology
to teaching, research and administration.
He said information technology was a crit
ical part of the change students experienced
in the transition to tertiary education.
“We are committed to bringing the most
advanced information technology into the life
of the University so that it touches on every
thing we do. This new Centre brings us these
advances — and the skills to apply them,” he
said.
Professor Penington said the University
also offered courses to members of the public
and to commercial clients. “We have already
established partnerships with a number of
organisations in industry to provide training
in high technology.”
He said the Centre’s activities reflected the
University’s commitment to meeting the
requirements of Commonwealth legislation
under the Training Guarantee Scheme.
Assistant Vice-Chancellor, Information
Technology, Professor Peter Poole, said the
new Centre reflected the accent the Univer
sity placed on providing its students and staff
with the latest technology.
He said information technology at the
University had grown from “one computer at

the end of the 1950s, three at the end of the
60s, 15 at the end of the 70s and 5000 at the
end of the 80s.
“Melbourne now has one of the largest and
most complex computer networks of any ter
tiary institution in the world. It is even more
notable in that, unlike many other such large
networks, it is fully integrated across teach
ing, research and administration.”
Registrar, Information Technology, Dr
Iain Morrison, said the new Centre fitted into
a context of strategic development in which
the University had recently completed linking
all its buildings by optical fibres for high
speed digital communication.
He said the University of Melbourne’s
Information Technology Strategic Plan, first
drafted in 1989 and recently revised for the
three years 1991-1993, has been widely
requested in Australia and overseas as a
model for development.
AWA SILICON BEATS JAPAN IN
SILICON VALLEY
In a “coals to Newcastle” operation AWA
MicroElectronics in Sydney is supplying sil
icon to Silicon Valley in the United States.
AWA MicroElectronics will deliver five
million high performance graphics clock
generator chips this year to Chrontel Inc, an
electronics company based in California.
The chips will be used in over 25 per cent
of the Super VGA cards sold on the US
market. Chrontel’s chip design synthesis 32
programmable frequencies on-chip, thus
eliminating multiple external clocks and sav
ing on board space.
Chrontel was set up as an electronic design
house and has attracted the top one per cent of
graduates from US colleges. They have estab
lished a reputation for producing quality pro
ducts and providing top customer service.
According to the president of Chrontel,
David Soo, AWA was originally chosen as a
second source to a large Japanese semi
conductor company. However, AWA con
sistently produced product in much less time
than other suppliers while at the same time
costing less, he said.
“AWA is also very flexible and reacts
quickly to the design changes that we need.
Typically these can take months, but AWA
can produce new versions of chips within a
few weeks. This allows us to react very
quickly to market forces,” he said.
AWA MicroElectronics recently com
menced a second shift at its modern semi
conductor plant at Homebush in Sydney to
cope with the overseas orders it is winning.
BOND UNIVERSITY OFFERS
COMPUTER JOURNALISM COURSES
Bond University on the Gold Coast, Queens
land is offering a unique blend of journalism
and computer studies for students planning
careers combining the two fields.
The courses are available at undergradu
ate and postgraduate levels from January
1992.
Journalism Co-ordinator, Assistant Pro
fessor Mark Pearson, said there was an
increasing demand for journalists with

knowledge of computing and high technol
ogy as well as a recognised need for media
and communication skills among computing
specialists.
“These courses open a range of career
opportunities in both the journalism and
computing fields,” Professor Pearson said.
“There is a trend towards specialist report
ing of high-tech matters on the larger main
stream publications as well as an array of
specialist magazines in the field.
“Equally, computer specialists are finding
a greater need to communicate their knowl
edge to the media and society generally.
“These courses open opportunities in cor
porate journalism within computer compan
ies and in the writing, editing and design of
technical publications.”
Journalism subjects covered in the degrees
include: Writing for the News Media, Austral
ian Media Industries, Sociology of News,
Newspaper and Magazine Reporting, Print
Journalism Production and Electronic Jour
nalism. Each journalism subject includes a
module on media law.
Computing subjects cover topics includ
ing program design, information systems
development, artificial intelligence, project
applications, networks and communications,
software engineering, management informa
tion systems and teletraffic science.
The university’s three semester year
allows undergraduate degrees to be com
pleted within two years, masters degrees
within one year and postgraduate diplomas in
as little as two semesters (eight months).
AUSTRALIAN COMPUTER FIRST AT
VICTORIA UNIVERSITY OF
TECHNOLOGY
The first Compact Disc Interactive (CDI)
disc to be produced in Australia has been
made in the laboratories of Victoria Univer
sity of Technology.
The revolutionary type of compact disc
will produce audio, text, graphics and video
by simply plugging a CDI player directly into
the television set at home, CDI players will be
released on the American market this month
and are expected to retail for about $899 and
should sell for less than $1,000 when
launched in Australia next September.
Australia’s first CD disc was developed by
Dr Neil Shaw and Graham Standfield of the
Computer Aided Learning Centre at the
Footscray Campus.
Dr Shaw is currently visiting Phillips head
office in Eindhoven in the Netherlands to dis
cuss Victoria University of Technology’s CDI
production skills. The tour also included the
United States, Canada and the United
Kingdom.
Mr Standfield said the CDI was the natural
development from the familiar audio CD.
“The new disc delivers hi-fi audio to a
stereo amplifier, and the video images are
displayed on any television monitor in the
home,” Mr Standfield said.
“A small hand-held remote controller
allows the user to sit back and steer a cursor
over images on the TV screen to select var
ious options from the menu of items.”
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Production of Australia’s first CDI disc
was supported locally by International Mirai
Technologies of Ivanhoe and by American
company, Optlmage,
The first Australian produced disc fea
tured Victoria University of Technology, with^
information about the University’s location,
the courses it offers and faculty structures.
“Prospective students, especially those
from overseas, can select just those items of
information they feel are relevant to their
needs,” he said.
“This interactive method of giving infor
mation to the public is far more effective and
meaningful than a linear video.
“Now that the skills of Victoria University
of Technology are proven, we are actively
inviting Australian and overseas industries to
develop new CDI products with us.”
Victoria University of Technology, in con
junction with Disctronics, produced Austra
lia’s first CD-ROM disc. The University will
continue to produce a variety of CD-ROM
titles for education, training and industry, but
CDI will be the major technology in the
future Mr Standfield said.
Both Dr Shaw and Mr Standfield believe
CDI technology will eventually have a place
in most homes in the developed world, replac
ing the existing CD audio players which have
already proved so successful.
“I can see CDI technology being used in
schools because of the low price tag,” he said.
“Most schools have a televison set.”
Victoria University of Technology will
now look to producing more CDI discs for the
education sector.
For further information contact Graham
Standfield on 688 4706 or the Publicity
Officer, Mary-Ellen Ryan on (03) 688 4350.
GRANT HELPS UNIVERSITY
A bid to gain Co-operative Research Centre
status at the University of Queensland was
bolstered by Telecom funds of more than
$1.13 million.
The funds, a renewal of Telecom’s three
year research program into distributed infor
mation systems, is seen as a boost to the uni
versity’s application for a CRC specialising in
this complex area.
If the bid is successful, the centre would
combine the resources of four Queensland
universities, the Queensland Government, the
Defence Science and Technology Organisa
tions, Unisys, Digital Equipment Corp and a
small Australian company, JTec.
Proposed funding from all participants
would exceed $8 million a year in cash and
kind.
Telecom’s association with the University
of Queensland’s centre for information tech
nology dates back to 1988, when it provided
$900,000 to establish a Centre for Expertise
for Distributed Information Systems within
CiTR.
It is one of six centres of expertise Telecom
has established in universities around
Australia.

Seminars to meet your needs

Risk Management of
Information Systems
Identification, Assessment and Management of Risk to Information Systems is emerging
as one of the most significant aspects to information technology in the 1990s as computer
and communications systems become increasingly complex and vulnerable.
QUT’s Information Security Research Centre and a national leader in the field offer a
modular program of courses to cater for a range of training needs. From one-day
specialised topic seminars and four-day workshops to formal qualifications':
The one-day seminars/workshops are the building blocks for one-week courses which are,
in turn, building blocks for a formal award - Graduate Certificate in Information Technology
(Data Security). The program is designed to meet requirements of the Training Guarantee
Act and fees are tax deductable for organisations.
One-day/four-day seminars
Each seminar is on a discrete topic. Participants can register for any one or more seminars.
The fees include lunch and course notes.
□ 2 December
Information Security: The Management Perspective ($195)
□ 3 December
Small Systems Integrity: Managing the Computer Virus
Problem ($195)
Physical Security: Protecting the Information Systems Facility
□ 4 December
($195)
Intruder and Fraud Detection in Information Systems ($195)
□ 5 December
Databases and operating systems security ($195)
□ 6 December
Business Contingency Planning, Disaster Recovery Planning
□ 9 December
and Risk Analysis
□ 10-13 December Risk Analysis Workshop ($780)
One-week/two-week short courses
Each one-week short course comprises one-day seminars and four-day workshops (at a
discounted cost) which together form a major topic. The short courses are for staff with
specific data security responsibilities, or for educators and trainers within the field.
Short courses for 1991/92:
Risk Management
1 Week ($975)
□ 2-6 Dec
Risk Management
2 Weeks ($1950)
□ 9-13 Dec
□ March 92
Management Issues
Technical Issues
Communications Technologies and Network Management
□ July 92
Network Security, Performance and Risk Management
Graduate Certificate ($5500)
The graduate certificate requires participation in all one/two-week courses together with
satisfactory performance in assessment and completion of a project. Candidates will
normally be graduates with some experience in data security and/or data communications.
Non-graduates with extensive experience may be considered.
The graduate certificate will be credited as half a graduate diploma or a quarter of a masters
degree if students want to continue.
Funding for the initial development of these courses has been provided by QTEF
(Queensland Tertiary Education Foundation).
For more information about these programs, phone Maria Lamari at QUT’s Office of
Educational Services on (07) 864 2915 or fax (07) 221 0313.
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