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Guest Editor’s Introduction:

Special Issue on Digital Image Processing
J.F. O’Callaghanf
Digital image processing is concerned with the capture,
storage, manipulation, analysis and display of data rep
resenting real-world pictures and represented by a digital
array of two or more dimensions.
The field of digital image processing arose in the 1960s
from efforts to use computers to solve pictorial problems
in a variety of applications. Such problems included the
enhancement of military, astronomical and x-ray photo
graphs, character and fingerprint recognition and blood
cell chromosome analysis.
Digital image processing emerged as a discipline in the
1970s when the core techniques for processing images
were developed and refined. Many of these techniques
were given mathematical foundations, involving for example
probability theory, vector algebra, linear systems theory
and random processes, and in the relationship of the
techniques to those in other areas such as pattern recogni
tion, mathematical morphology, computer graphics and
digital signal processing became better understood.
During this period, digital image processing was
introduced into engineering and computing courses, and
several introductory textbooks were published. In addition,
specialist Conferences and Journals, which are wellknown today, were initiated.
The integration of video and computer technologies in
the 1970s produced relatively low cost image scanning
and display systems, which could be installed in newlyestablished image processing research laboratories. Imagery
also became readily available with the development of
remote sensing systems on satellite and airborne platforms.
As a result of these facilities, image procesing techniques
were developed rapidly in research laboratories covering
such areas as image restoration and reconstruction, image
analysis (stereology), image classification and com
putational vision.
In the 1980s, there has been an explosive growth in
applying image processing technology to real-world pro
blems and in realising some of the commercial oppor
tunities for the technology. This growth has been fuelled
by the rapid decrease in costs of microelectronics, par
ticularly computer memory and the increased function
ality of image display systems and special-purpose
processors for image processing.
Digital image processing is now recognised as an
emerging technology which can be exploited in commercial
products for a wide range of applications.
The largest market for commercial image processing
systems is seen in the production and manufacturing area,
t CSIRO Division of Information Technology
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which includes automated inspection, metrology, process
control and robotics. Other major application areas are
military surveillance and navigation, remote sensing,
medical and scientific research, security systems, office
automation and video-based systems. Image processing
technology is now becoming so pervasive that it is being
taken for granted in systems for such applications as elec
tronic publishing, graphic arts, diagnostic medicine,
automated cartography and data communications.
A recent market survey (Frost and Sullivan, 1985)
indicated that the average annual market growth for image
processing technology in the U.S. would be greater than
30 per cent until the end of the decade. The market
revenues from this technology in 1990 would be in the
order of US$2 billion. This figure does not include the
revenues from value-added systems which have incor
porated image processing technology for particular
applications.
The growth in the image processing market is likely to
be sustained only with considerable research and develop
ment, and with this point in mind, this Special Issue of the
Journal has been assembled. Seventeen papers were sub
mitted in the Call for Papers, indicating the widespread
Australian interest in image processing and its applications.
The paper by Thornton etal represents a novel applica
tion for Moire fringe techniques — the determination of
sail shape on board a yacht competing in the recent
America’s Cup series. The paper outlines the difficulties
in digitising and enhancing real-world scenes, and reflects
the widespread application of image processing techniques.
The task of image digitising involves sampling a continous intensity distribution. Sampling is also involved in
certain geometric operations on images such as warping
■ and rotation. Fraser proposes that a digital image be con
sidered as a “conceptual intensity surface”, in order that
digitising and geometric operations satisfy the sampling
theorem and maintain image fidelity.
Digitising images always results in some degradation of
the original scene, due for example to camera distortions
and movement, defocussing and atmospheric effects.
Image restoration is concerned with reducing the effects of
intensity (radiometric) distortions and many techniques
have been developed. Newman and Hildebrandt outline
the mathematical basis of restoration techniques and pre
sent an iterative restoration algorithm based on the principle
of maximum entropy.
Segmenting an image is part of the process of interpret
ing objects in an image. A variety of techniques have been
developed using edge, region and texture features. Benke
113
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and Skinner present a technique for segmenting textured
objects with a different texture from the background. This
kind of technique is required for example to segment
camouflaged objects in natural scenes.
Relaxation techniques were introduced in the mid1970s to provide contextual support for initial segmen
tations based on local features. Neural networks have
been modelled since the mid-1950s and have recently
been revived with the implementation of large multi
processor systems. Shipman describes how relaxation
techniques can be implemented by models of neural net
works and demonstrates the tolerance of these kinds of
models to noise in the input data.
Geometric correction of images is required for relating
images to each other or to a common spatial (or
geographic) reference. Craig and Green present a techni
que for registering a set of images, based on local inter
polation with respect to a triangulation of the images, and
show how the technique is able to account for the complex
distortions which arise in airborne scanner images.
Imagery from airborne and satellite scanning systems is
becoming an important source of information, particularly
for resource assessment and management. Nichol et al
describe several image processing techniques which have
been developed to handle geographically-referenced data
in a military geographic information system, and indicate
the potential for these kinds of techniques in such informa
tion systems.
The paper by Robinson and Knight outlines the theory of
ultrasound pulse-echo imaging and the inherent problems in
the construction of images from this kind of data. Recon
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struction techniques to characterise tissue for medical ap
plications are described.
The papers accepted for the Special Issue provide a
cross-section of current image processing research in
Australia. The directions of this research is likely to be
influenced by the advances in parallel computer architec
tures and in knowledge-based software engineering.
These advances will provide the basis for image process
ing systems which can operate on images in real-time,
which can undertake detailed analyses of complex scenes
and which can utilise images in sophisticated user inter
faces.
This Special Issue could not have been produced
without the support of the authors who offered papers and
the cooperation of twenty referees. I want to thank all of
the people involved in its production, especially Dr John
Lions who initiated the Special Issue.
REFERENCE
Frost and Sullivan Inc., 1985, The US Commercial Market for
Image Processing Systems, New York.
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Moire Fringe Methods in Aerofoil Sail
Shape Measurement for the
“Kookaburra” 12-Metre Yachts
B.S. Thorntonf, C. Todter*, L. Bottenf and M. Cadent
Optimum aerofoil shape of cross sections of a sail is necessary to achieve maximum power in events such as
the America’s Cup for 12-metre racing yachts. The projection of black speed stripes on a sail viewed as
narrowed strip images by a CCD camera at mast height provides a vision system to display this shape for
visual assessment or actual aerofoil parameter measurement. However, unavoidable lighting conditions,
shadows and reflections cause severe degradation at the leading and trailing sections of the aerofoil and this
prevents measurement of chord length and other key parameters. A new method of image enhancement of
the aerofoil strip images is being developed using Moire fringes and an on-board personal computer.
Problems and results of several experiments for the ‘Kookaburra’ 12-metre yachts are presented.
Keywords and Phrases: Image enhancement, image digitizing, Moire fringes.
CR Categories: 1.4.1,1.4.3,1.4.9.

1. INTRODUCTION
In large racing yachts there has always been a need to
judge the shape of a sail’s aerofoil section in different
sailing conditions to achieve optimum performance. The
need has recently become much more scientific for endea
vours like the America’s Cup and other major sailing
races. These are now battles of technologies as well as
tests of sailing skill.
A sail is a curved “soft wing” of adjustable aerofoil
section. The problem is to remotely and accurately mea
sure the three-dimensional shape in real-time for use by
the tactician/sailing master so that the best shape is being
used for the particular conditions of the race. The number
of variables which can be considered for optimisation
regarding sails and hull design is surprising and greater
than for most aerodynamic problems of modern aircraft.
With many sails the greatest aerodynamic driving force
forward occurs when the arch (draught/chord) is around 1
in 13.5 when close hauled. A ratio of 1 in 7 gives a slightly
greater force but acts more downwind with a smaller
forward component, as seen in Table 1, with the luff just
lifting. Much better values can be obtained if negative
incidence can be accepted at the luff.
Further refinement involves other related aerofoil
parameters including the ratio of maximum draught to the
chord and the ratio of maximum draught to the distance
from the leading edge to the position of maximum draught.
The aerodynamics of sailing is not new. 1925 seems to
have been the beginning in a paper by Warner and Ober
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that the ACJ’s copyright notice is
given and that reference is made to the publication, to its date of is
sue, and to the fact that reprinting privileges were granted by per
mission of the Australian Computer Society Inc.

Table 1.

Arch

Aerodynamic Force
Coefficient

Angle from Wind
minus 90°

1 in 7
1 in 13.5
1 in 27

1.28
1.268
0.816

30°
13.5°
8.5°

(1925) at the American Institute of Naval Architects and
Marine Engineers — but until recently there was no suita
ble technology for measuring a sail’s shape in real-time.
Parameter accuracy of 0.5 to 1 % is now required in exact
ing conditions and modern image processing and micro
computers have made an on-board monitoring system
possible for this task.
A system using a small video camera near the top of the
mast, looking down on to well-defined black stripes on the
sail running lengthwise can give a projection of the crosssectional aerofoil shape from which the true shape can
then, in principle, be obtained by image processing. Such a
system using several cameras was developed by Taskforce 87’ for the ‘Kookaburra’ 12-metre yachts in the
1986-87 America’s Cup series.
Image definition is important at the leading and trailing
sections where the projected images (viewed almost verti
cally by the cameras) are often indistinct in practice due to
unavoidable lighting conditions, reflections and shadows.
Accurate shape assessments are therefore very difficult or
impossible as is the determination of the critical ratios,
mentioned previously which involve chord length from the
leading edge to the trailing edge.
In a separate but similar development using Moire
fringes for sail shape monitoring (Thornton, 1986) a

tFoundationfor Australian Resources, School ofMathematical Sciences, NSW Institute of Technology, *TaskForce ’87, Parry Corporation, Fremantle, WA.
Manuscript received April, 1987; revised June, 1987.
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Figure 2. Examples of computer generated images which illustrate how
Moire fringes can be formed within the boundaries of an idealised curved
stripe image. Upper and lower stripe boundaries with grid formed by
orthogonal lines, on to which is superimposed a vertical grid of compar
able spacing (two cases shown) to produce high contrast Moire fringes
within the stripe boundaries thereby increasing the visibility.
Grid Parameters
original mark/space
superimposed mark/space/phase
Figure 1. General view of sail with stripes at horizontal sections Si, S2,
S3. The aerofoil shape of each section e.g. ABC is required along with
twist angle from centre line and angle of attack with respect to the
direction of wind. G is frame grabber, D digitizer, CP processor.

means of recovering these weak images has been devised
and successfully applied to the ‘Kookaburra’ sail images.
2. USE OF MOIRE FRINGES IN A REMOTE VIDEO
MEASURING SYSTEM
The particular problem discussed herein is how to recover
degraded line shape and end points from the projected
aerofoil images as recorded by a video camera. The behav
iour of Moire fringes obtained from the optical intersection
of two superimposed sets of parallel grid lines provides a
highly sensitive means of measuring linear and angular
displacements. The application to mechanical measure
ments and stress and strain analysis is well known (Theocaris, 1969; Anon, 1984) but the application and method
described herein is new.
In practice the CCD camera system with a suitable
depth of field mounted at a known distance from the mast
top records three dark stripes at three horizontal levels on
the sail as shown in Figure 1. Solutions to the problem of
image definition at the leading and trailing sections were
sought but time ran out before the best proposed solution
could be fully tested. The proposed system using the prin
ciples of Thornton (1986) required the sail stripe to have a
grid of light and dark bands and against its image an
adjustable grid imposed to form Moire fringes of the for
mat shown in the computer simulation of the effect in
116

(a) Upper Example

(b) Lower

2:2
2:2:0

1:1
1:1:0

‘Mark/space ratio’ nlm defines grid as groups of n successive lines
separated by m blank line spaces from the next group. ‘Phase’ is number
of pixels shifted to the right for the superimposed grid lines crossing the
stripe.

Figure 2. The structure of the stripe image shows the
increased contrast along the length of the curved strip com
pared with the original simple grid format, orthogonal to
the curve, parts of which can still be seen such as at the
centre section of Figure 2b.
In the short time available only an impromptu modifi
cation of the system could be tried which unfortunately
omits important aspects of information content. The dig
itised video image of the (uniform) black stripe with its
electronic line structure was superimposed on a computer
controlled grid to produce Moire fringes on the display
screen. The grid could be controlled for spacing ratios,
frequency, orientation and phase of application. The
information content in this interim test is, of course, differ
ent from the desired method outlined previously. However,
a considerable increase in the stripe feature was observed
in some situations. This seemed dependent upon control
ling the grid parameters according to the slope of the strip
image at the point where the image began degrading and
the enhancement was better than was achieved by a simple
thresholding method. An explanation was sought in terms
of extended Moire fringe spreading under appropriate grid
parameters sensitive to the slope. The increase in contrast,
although not fully explained, is quite sufficient for sail
shape measurement as can be seen from Figure 3.
The Australian Computer Journal VoL 19, No. 3, August 1987
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for applying Fast Fourier Transform filtering to the image
to reduce such ‘noise’. It can also be noted that, in principle,
the pattern and intensity distribution of an appropriate
vertical set of Moire fringes formed from a set of horizon
tal lines within a horizontal stripe can provide an alterna
tive method for the shape of a stripe section on a sail to be
determined (Thornton, 1986) with reference to either a
standard or desirable aerofoil shape, as described in
Appendix A.
4. CONCLUSION
The use of Moire fringes in an appropriately developed
system offers a means of overcoming the problem of
image degradation in actual sailing conditions. The aero
dynamic parameters of the aerofoil sections can then be
obtained and changes in sail shape made to achieve opti
mum performance.
5. ACKNOWLEDGEMENTS
Thanks are due to ‘Taskforce 87’ for collaboration in the
work described on visibility problems in the sail shape
vision system developed for the ‘Kookaburra’ racing
yachts in the 1987 America’s Cup. Thanks are also due to
Mr Lindsay Walker for helping to facilitate development
in a short time and to Mr Eric Lindsay for additional
technical assistance.

Figure 3. (a) Image of stripes on Kookaburra II sail viewed by video
camera system near mast height. Note lack of definition of leading edge
section of aerofoil shape, (b) Improved images of leading edge section
using an interim procedure by applying computer controlled grid to
video structure of the stripes. Dark triangular shape (bottom, centre) is
a spreader on mast.

GLOSSARY OF TERMS
The length of the aerofoil section from
Chord:
leading edge to trailing edge.
The maximum of the distance from the
Draught:
chord orthogonally, to the surface of the
aerofoil shape.
The angle between the direction of the
Angle of
wind and the chord of the aerofoil.
incidence:
Close hauled: Sailing close to the wind direction.
The vertical leading section of the
Luff of the
mainsail nearest the mast; generally ‘soft’
mainsail:
to achieve occasional lift.
REFERENCES

3. VISUAL PRESENTATION
A numerical scanning procedure developed by Task Force
’87 has been used for final shape calculation. The main
advantage of using Moire fringes running lengthwise
along the stripe as in Figure 2 is the great increase in
visibility of the horizontal lines on the sail from which the
aerofoil shape can then be obtained because the numerical
scanning algorithm depends on the image width visibility
function (7max — 7min)/(7max + 7min) for width scans made
progressively along the length of a stripe. The position of
the optical centre is recorded at each vertical scan. Projec
tion geometry is then applied to find the true shape from
the shape obtained. The results can be updated every 45
seconds and visually compared with a stored set of opti
mum aerofoil shapes for the sailing conditions at the time.
Small vibrations in the sail can be extensive but the
frame-grabbing procedure appears to eliminate the need
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APPENDIX A
An Alternative Moire Method for Sail Shape Using an
Observed Grid Image and a Reference Shape Grid
In this case each horizontal stripe on the sail is made up of
separate horizontal black and white lines instead of one
solid black stripe.
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The corresponding scaled sail draught change AhQ is
AhQ = +\J[21PqAxq + (Aaq)2]
(A4)
Actual sail shape

Reference shape

Figure 4. Comparison geometry of an aerofoil sail shape along P’Q’R’
.. .with a reference aerofoil PQR... both viewed vertically from mast
height. PQ, QR etc. are grid spacings of vertical lines on the particular
sail stripe considered. The resulting Moire fringe intensity distribution
along the aerofoil after grid superposition can be computed automati
cally and the draught of the actual aerofoil section found.

In Figure 4 the points P, Q, R. . . lie on an aerofoil of a
desired or reference sail shape section viewed vertically
and P’, Q’, R’, . . . are the corresponding points on the
actual sail shape. The reference shape which has a maxi
mum draught H0 is also shown (dashed lines) at the same
location starting at P’ from which it is seen that the addi
tional draught of the actual sail shape is
//, = AHq + AHr
(Al)
The full draught is H0 + Hx. The intensity pattern I(x) of the
vertical set of Moire fringes formed by the superposition of
the reference grid on the horizontal grid of lines running
lengthwise inside each actual stripe on the sail in the
A-direction is (Theocaris, 1969)
I(x) = I0 + 7,cos27tp(a)
(A2)
where I0 is the average background intensity, /, the inten
sity of the first harmonic and p(x) is the variable fractional
displacement of the two grids due to the change in image
from that of the reference grid. The displacement of a
point, Q say, in the A-direction is
Axq = 1/27r cos—'[(/, — Iq)/(Ii)]qPq
where pQ is the grid space at Q.
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(A3)

and from Equation (Al) the additional draught on the
actual sail is
AHq + AHr = (AhQ + AhR)MQR
(A5)
where MQR is the ratio of the grid spacing QR on the actual
sail to the corresponding grid spacing on the digitised
image.
Therefore since the Ax values can be found from Equa
tion (A3) using Moire intensity measurements of the dig
itised image, the Ah values are found from Equation (A3)
and so the draught can be calculated from Equation (A5)
and Equation (Al). Simple programming allows (2 Ah)m!ix
for Ah ^ 0 to be found thus allowing for the maximum
draught to be at any position along the aerofoil.
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A Conceptual Image Intensity Surface
and the Sampling Theorem
Donald Fraserf
The sampling theorem provides a theoretical basis for treating a discrete data sequence, such as a digital
image, as a continuous “real world” distribution. The sampling theorem is often either ignored or not always
fully understood, and this paper attempts to put the theorem in perspective. The paper mentions recent work
on interpolation by the FFT and discusses its relevance to recent spatial transformation algorithms, and
proposes that a digital image be viewed in terms of a “conceptual intensity surface”, reconstructed from the
coefficients of its DFT (i.e. the sampling theorem in a new light). The concept of a surface is particularly
important when it becomes necessary to “resample” an image, which occurs whenever a spatial transforma
tion is required. Neglect of the conceptual intensity surface may lead both to aliasing and to corruption of the
high spatial frequency content of an image. The paper gives a detailed discussion of these effects, including
proposed solutions.
Keywords and Phrases: image processing, sampling theorem, Nyquist limit, aliasing, anti-aliasing, interpola
tion, FFT, image rectification, geometric correction.
CR Categories: 1.3.3,1.3.5,1.3.' , 1.4.1,1.4.3.

Introduction
The sampling theorem provides a theoretical basis for
treating a discrete data sequence, such as a digital image,
as a continuous “real world” distribution. Although the
theorem is often quoted, many researchers do not always
fully understand its implications. This paper attempts to
put the sampling theorem in perspective, mentioning
recent work on interpolation by the fast Fourier transform,
or FFT (Fraser, 1987a and c), which is relevant to recent
spatial transformation algorithms (Fraser, 1987b; Robert
son, 1987; Fant, 1986; Fraser, Schowengerdt and Briggs,
1985; Friedmann, 1981; Catmull and Smith, 1980; Fraser
and O’Brien, 1979), and proposes that a digital image be
viewed in terms of a conceptual “intensity surface”, recon
structed from its discrete Fourier transform (DFT) coeffi
cients (i.e. the sampling theorem in a new light). With such
a concept one can be more certain of satisfying the sam
pling theorem, while one develops a much better intuitive
feel for what digital data represent in a real world sense.
It is worth re-examining the interpretation of the sam
pling of a real, continuous world, according to Fourier
theory. The sampling theorem says that, to be able to
reconstruct correctly a continuous function from its
sampled sequence, we must sample at a frequency which is
at least twice the highest frequency present in the continu
ous function (e.g. Rabiner and Gold, 1975). In order to
satisfy the sampling theorem in practice we must ensure
that our continuous function is band-limited, in a low-pass
sense, with a cut-off frequency equal to or below one-half
the sampling frequency before it is sampled and digitised.
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that the ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society Inc.
tDepartment of Electrical and Electronic Engineering, University ofNew S
2600. Manuscript received March 1987; revised June 1987.
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The limit at the half sampling frequency is often called the
Nyquist frequency, or Nyquist limit.
If the Nyquist limit is respected, then it is possible to
reconstruct almost exactly the original, sampled continu
ous function from the coefficients of the DFT of the series,
as in equation (2). The proviso “almost” is not usually
made, but exact reconstruction of a sampled input function
is not possible, in general, as discussed in the next section.
On the other hand, if the original digital data have been
computer-processed, or are computer-generated, then the
continuous reconstruction may be taken as a valid real
world representation of the discrete data set, and provides
a basis for forming a valid mental image of the digital data.
The Nyquist limit is, in fact, the “pivot” of the DFT,
above which the DFT coefficients are redundant for real
data (see equation (4), with M = 1). In a two-dimensional
DFT the Nyquist limit is the rectangular, outer boundary
of the non-redundant frequency half-space, and therefore
the two-dimensional Nyquist limit varies according to
direction (from the zero frequency origin). For example, a
square image of dimensions N x N, sampled on a square
grid at a sampling frequency of N in x and y, has a Nyquist
limit of A/2 in the x and y directions, increasing to a limit of
(N/2)\j2 in the diagonal directions. To allow (almost)
exact reconstruction in two dimensions, a continuous
image intensity surface must be prefiltered by a low-pass
spatial filter below, or up to, the two-dimensional Nyquist
limit, before sampling and digitising. This statement
defines the two-dimensional sampling theorem.
In digital time-series analysis it is common practice to
pass a time-varying source signal through an analogue,
low-pass filter before digitising, so as to satisfy the sam
pling theorem. In contrast, most images are digitised with
out specifically filtering the continuous intensity distribu
tion — rather, there is a reliance, often an unwitting one, on
Wales, Australian Defence Force Academy, Northcott Drive, Canberra, ACT
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fortuitous high (spatial) frequency attenuation due to the
optics of many imaging systems. Thus, if the Airy disc,
which defines the effective optical resolution of a lensfocussed camera, is about the same size as, or larger than,
the digitising grid of the camera, the sampling theorem is
approximately satisfied. Similarly, if the light-sensitive
area of each of the elements of the grid, which might be the
cells of a CCD array, is the same as the cell spacing (i.e. the
cells form light-sensitive “tiles” in contact with one
another), the sampling theorem is also approximately sat
isfied. Usually both these effects are present in the one
device, helping to achieve the required low-pass filtering
of the intensity distribution.
If the Nyquist limit is not respected, then aliasing is
introduced — that is, energy in the continuous function
present at frequencies above the Nyquist limit is “folded
back” about the Nyquist frequency and appears in the
reconstruction as energy at spurious low frequencies. For
example, suppose we have a one-dimensional function of
time, and are sampling at 10 kHz. The Nyquist limit is then
5 kHz, and we should not have energy in the spectrum of
the continuous function above this limit. Suppose, how
ever, that we have not properly prefiltered the signal
before sampling and digitising, and there is a sinusoid
present at 7 kHz. This will be indistinguishable in the
digitised data from a sinusoid at 5—(7—5) = 3kHz, so that
the 7 kHz component has been folded back and appears as
a false 3 kHz component. In reconstructing a continuous
signal from digitised data, spurious low frequencies will be
heard in an audio signal or seen in an image. Examples of
aliasing in a digitised image are shown in Figure 1.
It should be pointed out that a Fourier interpretation
may not be desirable for all data sets. For example, some
remotely-sensed data, in which the isolated radiometric
accuracy of a pixel is considered more important than
continuous image structure, may be better treated as an
array of delta functions, which under-sample an unfiltered
intensity surface. In this special case no structure is
imposed on the data other than the relative position of
pixels, the sampling theorem is not satisfied, aliasing will
occur in a continuous reconstruction, but individual radi
ometric accuracy (within the limits of the instrument) is
maintained. Obviously, the conceptual intensity surface,
and the methods of interpolation and anti-aliasing which
derive from it, do not apply to such a data set. On the other
hand, if a remotely-sensed image has been effectively
low-pass filtered by the receiving instrument, and sampled
according to the sampling theorem, then the discussion of
this paper does apply.
It is also very important that the Nyquist criterion is met
when “resampling” a data set, that is, whenever a spatial
transformation of an image is required. Spatial transfor
mations include image rectification, geometric correction
or “warping”, and involve changing the geometric refer
ence to a real world geometry. Another important image
resampling process is the generation of perspective and
stereo views of a data set (e.g. Catmull and Smith, 1980;
Fant, 1986 and Robertson, 1987). In all of these cases
neglect of the sampling theorem may both lead to aliasing
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Figure I. Test pattern showing the effects of aliasing — note how the
high spatial frequency patterns appear as low frequency patterns in the
aliased images. Top left, original; top right, undersampled in x; bottom
left, undersampled in y; bottom right, undersampled in both x and y
(reproduced with permission from Yuen and Fraser, 1979).

and to corruption of the high spatial frequency content of
an image.
Resampling and the Conceptual Intensity Surface
Image resampling is traditionally carried out by mapping
each output grid point onto input image grid co-ordinates,
then obtaining an output image value from weighted input
image value(s) near to the computed grid point. There are
two related but different problems in deciding on an output
image value.
The first concerns choice of interpolation method — in
general each output point mapped into the input co
ordinate system will lie somewhere between input grid
co-ordinates, and one must decide how one is going to use
the nearby data values to calculate an output value. Var
ious strategies are common — in the crudest, a “nearest
neighbour” approximation takes the data value at the
closest grid point; in bilinear interpolation the data values
of the four surrounding grid points define a ruled, hyperbo
loid surface, with the new value lying on this surface; while
in “cubic convolution” interpolation the sixteen closest
grid points are combined in an approximation to separable
The Australian Computer Journal, VoL 19, No. 3, August 1987
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fast Fourier transform or FFT. For brevity, and because
the FFT algorithm is commonly implemented radix 2, we
shall consider N to be even. The second half of the DFT,
from k = N/2+l,...,N— 1, is redundant for real data, and
is given by equation (4), with M = 1 (i.e. N/2 is the pivot or
Nyquist frequency).
The required continuous, one-dimensional curve is
found by reconstruction from the DFT (or FFT) coeffi
cients; thus
N/2

N/2— 1

v(x) = £ V* exp Q2wkx/N) + 2 Vk* exp (—}2irkx!N),(2)
1-0

Figure 2. Conceptual image intensity surface, which is the surface given
by equation (2) when extended to two dimensions, and which is a valid,
real world model of a digital image.

convolution by two-dimensional sine or sin(trx)/(trx) func
tions. Such techniques are called “small-kernel” convolu
tion methods. A method which gives an almost perfect
result is interpolation using the FFT, which is the Fourier
space equivalent of a full convolution by an (almost) exact
sine function, and this is discussed in more detail in the next
section.
The second problem, which has largely been neglected
until very recently (e.g. Fant, 1986), is the need to prevent
aliasing due to the resampling process, since the sampling
theorem may no longer be satisfied after resampling. This
problem is discussed in the section on Anti-aliasing in
Resampling.
We shall now formally introduce the concept of a
digitally-coded, image intensity surface. Imagine the
intensity values of a gridded, two-dimensional digital
image as providing support for a three-dimensional sur
face formed from a flexible sheet of material with special
“mechanical” properties (see Figure 2). The surface
represents the continuous intensity distribution coded by
the digital image (i.e. think of a relief model whose surface
height represents the intensity distribution of an image).
The sheet material must have flexibility in order to contact
each support exactly, but it must also have a certain stiff
ness, such that the sampling theorem is satisfied. That is, its
surface must nowhere fold into undulations of wavelength
less than twice the effective grid spacing in any direction
(this requirement is the reciprocal of the frequency
requirement of the two-dimensional sampling theorem).
How do we define such a surface mathematically?
Consider, for simplicity, only one-dimensional data, in
which the required intensity surface becomes a smooth
curve (we will generalise this idea to two dimensions later).
Let our digital data be a one-dimensional real sequence u,
of N samples which has a discrete Fourier transform or
DFT whose first N/2 + 1 coefficients are
N-1

V*-7t-2 ut exp (—i2wik/N), k - 0,1,2,..., N/2,

(1)

where j = sj —1, and exp is the exponential function. The
overall scale factor 1 IN is included to ensure that the scale
of Vk is independent of N. The DFT can be obtained by a
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where v(x) is an approximation to the continuous function
u(x) sampled by the original sequence (i = x). Also, Vki is
the coefficient at frequency k in the N point DFT of the
sampled m„ and * denotes complex conjugation. The equa
tion represents a sum of continuous sinusoids at the inte
gral frequencies k, weighted and phased by Vk.
The two-dimensional surface which forms the concep
tual intensity distribution for a digital image, shown in
Figure 2, is obtained in an analogous manner by summa
tion of continuous two-dimensional sinusoidal gratings
weighted and phased by, and at an angle given by the
radial vector to, corresponding coefficients of the twodimensional DFT (or FFT). The surface so formed is an
approximation (usually very close) to a continuous inten
sity distribution which might have been sampled on the
original grid points (Fraser, 1987a and b).
To summarise, we can think of the conceptual surface
in the same way that we might think of a real world,
continuous image, which we might wish to sample. Thus,
resampling a digital image (during geometric correction)
is similar, conceptually, to an initial sampling of a real
world image. The two important consequences of this fact
concern interpolation and possible aliasing, and strategies
to prevent aliasing during resampling.
Interpolation in Resampling
The conceptual image intensity surface of Figure 2, or
continuous curve in one dimension, shows how to interpo
late (almost) perfectly when resampling an image. Since
the surface or curve is derived from DFT or FFT coeffi
cients of the data, it is easy to see that we can find a point
on the surface or curve using the FFT. It has been known
for many years that the FFT can be used to interpolate
values at intermediate positions in a finite sequence
(Schafer and Rabiner, 1973), but the method has only been
examined in detail very recently (Fraser, 1987a).
Consider again for simplicity only one-dimensional
data (we will generalise this to two dimensions later). The
method of interpolation of a real sequence u, of N samples
is to obtain, as in equation (1), the first N/2 + 1 coefficients
of the DFT; then take these as the first N/2 + 1 terms of a
new Fourier half-sequence of M.N/2 + 1 terms (M is
integral and is called the resampling multiplier); thus
iV\=Vh
j Vk = 0.5 Vk ,
( V’k = 0,

k = 0,1,2,...,N/2 - 1,

k-N/2,
(3)
k-N/2 + 1, N/2 + 2,..., M.N/2,
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where the prime indicates the new sequence. As in equa
tion (1) A is assumed to be even. All terms of the new
sequence have equal weighting except the term at the
original Nyquist frequency of N/2, which must be given a
relative weighting of 0.5 (an explanation is given later). The
expanded part of the new sequence, that is from frequen
cies N/2 + 1 to M.N/2, is set to zero.
Because the data are real, the coefficients at frequen
cies from M.N/2 + 1 to M.N — 1 are redundant, and are
obtained according to
V’m.n—k =V’k*,

k - 1,2,..., M.N/2-1.

FFT Interpolation

(4)
solid line

This sequence doubling need not be explicit if an inverse
FFT program procedure expects complex data to be in a
packed, non-redundant half-sequence, as in the FFT due
to Fraser (1979a and b).
An inverse DFT or FFT of the new sequence
M.N— 1

vr = 2 Vi exp\]2ni%/(M.N)], i’ = 0,1,2,..., MAI-1, (5)
where i’=M.i,i = 0,l,2,...,N — 1, lie on the original sample
points, gives a real sequence vv of M.N samples covering
the same length N of the continuous function as the origi
nal sequence. Thus, the sequence has M — 1 values inter
polated at equal intervals between the original samples
(and M — 1 values extrapolated beyond the last of the
original sample points).
The method is due to Schafer and Rabiner (1973), but it
is believed that the need for the relative weighting of 0.5 at
the original Nyquist frequency of N/2 in equation (3), if N
is even, has not been noted before. The reason is as follows.
The new Nyquist frequency of the Fourier sequence
expanded by equations (3) and (4) is M.N/2, about which
the conjugate symmetry of equation (4) pivots. The origi
nal Nyquist frequency of N/2 is simply the upper limit of
the pass-band and no longer a pivot, so that the term at
frequency N/2 is mirrored by (4) to the higher frequency of
M.N — N/2. Thus, whereas this term occurs only once in
the original Fourier sequence, it occurs twice in the
expanded sequence, and so the term at frequency N/2 must
be given a weight of 0.5 relative to the other coefficients.
It was pointed out in Fraser (1987a and b) that the
accuracy of interpolation is maintained to high frequen
cies, very close to the Nyquist limit, as is not obtainable by
highly truncated, approximate convolution methods, such
as cubic convolution. It was also shown that the RMS error,
below the Nyquist limit, is inversely proportional to the
number of samples in the first FFT of the method. If a
raster line in a typical image processing context is consi
dered (N = 512, say), the RMS error over the middle half of
the reconstruction (of a test sinusoid) is likely to be better
than 0.1 % (of the amplitude of the sinusoid) to within 80%
of the Nyquist frequency, and better than 1% to within
98% of the Nyquist frequency. These figures are almost
independent of the resampling multiplier M. On the other
hand, cubic convolution, with a preferred a = —0.5 (using
a parametric variation — see Keys, 1981, Park and Schowengerdt, 1983), has an RMS error of 30% to 50% (of the
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Figure 3. Smoothed mean-square error versus wavelength X, for a
sinusoidal grating image of size 64 x 64 elements, <j> = 0, y = 0, rotated
through 6 = 45°, measured over a central circular area of radius 16, to
avoid edge effects.

amplitude of the sinusoid) at these frequencies, its accu
racy improving with decreasing frequency to reach an
RMS error of 1% at about 30% of the Nyquist limit. (The
trends are similar to those shown in Figure 3, discussed
later.)
To summarise, interpolation by the FFT gives points
exactly on the conceptual curve. Again we can generalise
to two dimensions, to find interpolated values lying exactly
on our conceptual intensity surface. The effect is that the
surface or curve is “peppered” or “spotted” with points,
still on a regularly spaced grid. We obtain M— 1 new
values (in one-dimensional interpolation), and A/2— 1 new
values (in two-dimensional interpolation), for each old
value. M is an arbitrary multiplier, and we might choose
M=2,4, or 8, if using a radix 2 FFT algorithm. Note that M
has no direct connection with any local or global scale
change required by a geometric correction. M simply pro
vides extra points on the conceptual surface, which may be
useful for interpolation.
Ideally, we would like M to be very large, so that we
could obtain an almost continuous coverage of the surface,
allowing us to find an exact intensity value (on the concep
tual surface) at any point mapped back into the input
image by an (inverse) geometric mapping. In practice, one
might choose M = 4, or 8, then use one of the common
small-kernel convolution methods to obtain a value at a
mapped point, which is likely to lie between points interpo
lated by the FFT. In both of Fraser (1987a and b) a
discussion is given as to why M = 4, or 8 might be a
reasonable choice. Briefly, a value for M is chosen that
allows a final small-kernel interpolation to have little
effect on final accuracy. Because of the final small-kernel
interpolation, there need be no relationship between M and
any local or global scale changes (i.e. one can have non
integral geometric ratios).
Recently, computational advantages have been found if
image resampling is divided into a number of complete
The Australian Computer Journal, VoL 19, No. 3, August 1987
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(over the image), one-dimensional resamplings. In twopass image rectification, for example, the twodimensional resampling of an image is divided into two
one-dimensional operations (e.g. Fraser and O’Brien,
1979; Friedmann, 1981; Fraser, Schowengerdt and Briggs,
1985). An input image is first resampled in thex direction,
leaving y unchanged, thus forming an intermediate image
with the pixels in their initial y and final x positions. Then
the final output image is obtained from the intermediate
image by resampling along the y direction.
In rotation of an image through an angle 8 by this
algorithm, a circle (of pixels) in an input image, centred on
the centre of rotation, becomes an ellipse in the interme
diate image, corresponding to a squeeze along the x direc
tion by a factor cos 6, before being returned to a circle in
the final image. Similar squeezing may be expected to
occur in other mappings, and this fact leads to concern that
data may be lost in the intermediate image, and that high
spatial frequencies could be corrupted. Friedmann (1981)
first raised this possibility, using his own variant of the
multi-pass method, and showed spectra of images before
and after rotation, which indicated that corruption was
present. He proposed an additional resampling pass to
increase the sampling rate of the image, before rotation, to
overcome the problem.
To find out how serious is this problem, Fraser (1987b)
rotated sinusoidal grating test images, both by two-pass
and traditional one-pass algorithms, and computed the
mean-square error between both results and a theoreti
cally exact result. A test image of dimensions N in both x
and y, with origin at the image centre, is defined to have a
sinusoidal grating distribution along axes £ and ip by
u(& = sin (2-rrf^/N + <f>), for all <]/ within the image dimen
sions. The f axis makes an angle y with the x axis, and the
sinusoidal grating is sampled on a unit grid extending from
x = —N/2 to N/2 — 1, and from y = —N/2 to N/2 — 1. In
this definition integral/corresponds to k in the DFT of the
image by a two-dimensional version of equation (1). A
wavelength k is defined by k = N/f(i.e. at thexory Nyquist
frequency/= N/2 and k = 2).
In Figure 3 typical results are shown for a rotation angle
of 45°. The solid lines are results for the two-pass algo
rithm, the dotted lines are for the one-pass algorithm. In
the upper curves interpolation is by direct, parametric
cubic convolution with a preferred a = —0.5 (Park and
Schowengerdt, 1983). In the lower curves interpolation is
by the FFT with M = 4, combined with an additional
parametric cubic convolution, also with a = —0.5, to
interpolate between points “spotted” by the FFT interpola
tion. The surprising result is that there is not a great deal of
difference between the errors resulting from the two
resampling algorithms (for all 9 < 45°, Fraser, 1987b).
There is a region in the error-wavelength space, bounded
at short wavelengths by the x or y Nyquist wavelength k =
2, in which the RMS error is determined largely by the
interpolation method. FFT interpolation leads to errors of
the same order as the quantisation level for an 8 bit image
(with a 64 x 64 pixel image) to very close to the Nyquist
The Australian Computer Journal, VoL 19, No. 3, August 1987
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Figure 4. Smoothed mean-square error versus wavelength k, for the
same image and measurements of Figure 3, rotated through 6 = 60°.

limit, for both the two-pass and the traditional one-pass
algorithm.
Beyond 45°, e.g. at 60° in Figure 4, a new effect is seen.
While the traditional one-pass algorithm, with FFT inter
polation, continues to give low errors to very close to the x
or y Nyquist wavelength k = 2, the two-pass algorithm
begins to run into failure well before reaching the Nyquist
limit, indicating a high-frequency breakdown of the algo
rithm. This effect shows up also as a much larger differ
ence in errors when using direct cubic convolution. What is
both unexpected and amazingly fortuitous, is that the
breakdown is not gradual, but only begins for rotations
above 45° (Fraser, 1987b). Since rotation by 6 above 45°
can be replaced by rotation by 90° — 6, and transposition
(Fraser, Schowengerdt and Briggs, 1985), the two-pass
algorithm is highly accurate at high spatial frequencies for
all angles of rotation.
It should be pointed out that the accuracy of the FFT
method at high frequencies is not obtained without the cost
of increased computation. Part of the increased computa
tional cost is due to an unfortunate “throw-away” effect,
which is much smaller in the two-pass than the traditional
one-pass rectification algorithm (Fraser 1987a).
Anti-aliasing in Resampling
The concept of the intensity surface allows one to visualise
both the possibility of aliasing in resampling, and possible
solutions to the problem. Imagine a continuous geometric
correction of the conceptual surface, which leads to a new
and distorted conceptual surface. The latter may, in
regions, become highly convoluted, corresponding to high
spatial frequencies, which may lead to aliasing if incor
rectly resampled. To obtain a geometrically-corrected dig
ital image, the distorted, continuous surface must be
resampled, and, in order that the sampling theorem is
satisfied, the surface may have to be low-pass prefiltered.
In practice we use a digital image in which we interpo
late by the FFT with large M, or a realistic value, such as
M = 4, or 8, followed by small-kernel interpolation to find
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intermediate points effectively on the continuous surface.
The usual digital geometric correction is carried out, but a
global sampling rate factor may have to be included to
increase the number of points in the output image, over the
number of points in the input image, as part of the correc
tion. The resulting digital image is a sampled version of the
new surface obtained by continuous geometric correction,
mentioned in the previous paragraph, and, if a suitable
sampling rate factor is chosen, the sampling theorem may
still be satisfied. Note well, that the new sample spacing is
most unlikely to be commensurate with the old. We have
resampled the conceptual surface according to the inverse
mapping function, and interpolation by the FFT has been
used only to allow subsequent, small-kernel interpolation
to find a value on the surface more accurately than
otherwise.
If we want the corrected image to have the same
number of points as the input image, and if a sampling rate
factor has been necessary to prevent aliasing, we have to
carry out an additional resampling. First, we must digitally
filter the scaled (in the sense of increased number of sam
ples), corrected image to obtain a low-pass filtered image
with no frequencies above the final Nyquist limit, which
depends on the additional resample spacing. For example,
a two-dimensional FFT of the scaled, corrected image
could be masked to the required low-pass region, so that
an inverse FFT could give the required, filtered image. The
filtered image must then be resampled, and the sampling
theorem would have been satisfied.
Two points are worth emphasising. Although we have
suggested using interpolation by the FFT to spot points
more accurately on the conceptual surface, geometric cor
rection distorts this surface, and resampled points are no
longer commensurate with the input points, due to the
additional small-kernel interpolation. Therefore, any final
FFT needed to prefilter the corrected image before a final
resampling, operates on a different data set to the first,
interpolating FFT(s), so the two cannot be combined, or
thought in any way equivalent to one another.
The second point concerns the sampling rate factor
which may be needed to prevent aliasing. This factor
increases the sampling rate of the output image, and
should not necessarily be thought of as a geometric scale
change, although it has the same effect as one. Thus, we
can say that the output image is geometrically correct,
even though it might have twice as many sample grids in
both x and y, for example, as the original image. To save
the need to interpolate during any final resampling (to
reduce the number of output data points again), one would
probably choose an integral scale factor in both x and y, so
that the final resampling is simply a discarding process.
One would have to ensure that the initial geometric correc
tion placed the desired final output geometry commensu
rate with those data points to be retained.
Conclusion
We have shown that it is both practical, and desirable, to
think of a digital image as representing or “coding” a
continuous intensity surface constructed from its DFT
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coefficients. The intensity distribution of a continuous
image which is digitised according to the sampling theo
rem will be very close to the reconstructed continuous
surface — errors between the two are due to spectral
leakage, which results in cyclic continuity of the recon
structed surface, whereas cyclic continuity will not, in
general, be present in a continuous input image. Further,
we can “spot” points exactly onto the conceptual surface
using interpolation by the FFT. By this means, and using
small-kernel interpolation between the FFT-interpolated
points, we can obtain image spatial transformations, accu
rate to frequencies very close to the Nyquist limit.
To reiterate, we have three related images to think
about — (a) our digital image, (b) our conceptual image
intensity surface coded by it (which is the ideal output
image to generate if the digital image were to be dis
played), and (c) a possible continuous input image which
may have been a real world source of the digital data. The
two continuous images of (b) and (c) are almost, but not
quite, the same, and errors between them are greatest very
close to the image edges, and very close to any discontinui
ties in magnitude or slope of the real world source image,
before any prefiltering needed to prevent aliasing.
The concept of a continuous surface, and the use of the
FFT in practice, also allow us to ensure that aliasing is not
introduced by a spatial transformation. It is believed that
this is the first time the problem of aliasing in image
geometric correction has been systematically addressed.
Finally, it has been shown that the recently discovered
two-pass image rectification algorithm is ideally suited to
the application of interpolation by the FFT, and appears
then to be as accurate as the traditional one-pass algo
rithm, and more accurate if the traditional algorithm does
not use the FFT for interpolation. The insight obtained
from the conceptual intensity surface, FFT methods for
interpolation and anti-aliasing, coupled with multiplepass spatial transformation algorithms point to the possi
bility of a new fidelity in image resampling in the future.
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Blind Image Restoration
B.B. Newmant and J. Hildebrandtt
Blind image restoration is concerned with the task of restoring images blurred by an unknown point spread
function. The paper begins by pointing out some of the theoretical as well as computational difficulties
involved. It then illustrates a deconvolution technique that has been used successfully to restore pre-1920
sound recordings. If the point spread function is known to be symmetric, then the phase of the original image
is known which is often sufficient to restore the original image. Finally a new technique of maximum entropy
blind restoration is described that can be used to produce an iterative restoration algorithm.
Keywords and Phrases: Image restoration, blind deconvolution, homomorphic Filtering, maximum entropy
restoration, phase only deconvolution.
CR Categories: 1.4.4.

1. INTRODUCTION
When a camera or other imaging equipment creates an
image of some object, there is inevitably some form of
degradation. Such degradation may take the form of blur
ring through camera movement, poor focusing, spectral
absorption in the atmosphere, or impulse noise. Many
forms of degradation can be modelled mathematically by
a linear transformation of the object. If we consider the
object to be a single bright point on a black background,
the degradation of this point source is called the point
spread function (PSF). If we assume that an object is made
up from such point sources, and the object is degraded
according to a PSF h(x,y), and that the brightnesses are
additive, then one obtains the image as an integral
d(x)

= Ja(y)h(x,y)dy.

(1)

If we further assume that random noise is added in the
process of creating the image, the resultant equation for
image degradation is
d(x)

= fa(y)h(x,y)dy + n(x).

This equation represents our model of the process of creat
ing a degraded image d of an actual object a with a PSF h
and noise n. The noise n is a random variable known only
through its statistical properties. The PSF h may be known
accurately or one may have only partial information or
none at all. Image restoration has the task of restoring the
object a given the image d. When the PSF is unknown this
problem is called blind image restoration.
Equation (1) is an example of the Fredholm integral
equation of the first kind
Jba K(x,y) fiy) dy = g(x)
c<x<d
made more difficult by the fact that both K and / are
unknown functions.
It is convenient to write such an equation in the notation
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that the ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society Inc.

of Banach spaces as Kf = g, and introduce a measure
||/— g|| of the “distance” between two functions/and g.
Almost invariably the measure used is the root mean
squares difference.
The difficulties in solving the Fredholm integral equa
tion are theoretical as well as computational. These diffi
culties are not eased by the usual simplification of the
kernel K(x,y) being a function only of the difference x—y.
Two basic difficulties may be illustrated as follows:
(a) Sensitivity to errors in data, i.e. ill conditioning. For
any kernel K we know that fK(x,y) cos(ny)dy — 0 as
n — °° for each x. This implies that if Kf = g, then
K(f+ cos ny) = g+e, e small. Thus an arbitrarily small
change in g(x) can lead to an error of unit magnitude
in the solutions/.
(b) Non-uniqueness of solutions. There is always one
possible trivial solution of the Fredholm integral
equation. That is K(x,y) = S(x — y), f= g- But this
solution does nothing to restore the object, and we
seek non-trivial solutions. Even for a fixed K, there
may not be a unique solution. For example if K(x,y) =
cos(x — y) then there are non-zero functions/’ such
that jf(y) cos y dy and Jf(y) sin y dy are zero, and a
solution/of Kf= g is not unique because/+/’ is also a
solution.
Following on from the above discussion, we observe
another difficulty, namely that g must be in the range of K,
that is, g must be a function for which there exists an/such
that Kf= g. In applications to image processing K usually
has a smoothing effect and frequently its range does not
include functions with noise. Thus observed noisy data will
create further difficulties to solving the integral equation.
It is clear from the foregoing discussion that direct
schemes for solving the integral equation such as homo
morphic filtering (see section 2) and phase only blind
deconvolution (see section 3) will not always yield satis
factory results. Some technique must be established to
stabilise the solution in some way. In most physical situa
tions, ‘a priori’ information is known about the solution,
and such information should always be exploited to the
fullest possible extent. Such information in the image pro
cessing application includes:

tMathematics Department, James Cook University, Townsville Queensland 4811 Australia Manuscript received March 1987; revised June 1987.
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(a)
(b)
(c)

solution for a is non-negative, and bounded above
solution for a is often smooth over large regions
solution for h is often smooth and restricted to a
small area.
These constraints apply to general images, but if further
information is available about the class of images, then
utilising this additional information leads to better and
more efficient restoration techniques. A guiding maxim in
image restoration is to always use all available
information.
By far the most popular method of stabilising the Fred
holm integral equation of the first kind is the method of
regularisation. Because of the presence of noise and the
possible inadequacies of our mathematical model, one
does not attempt to satisfy the integral equation exactly.
Instead, we admit as possible solutions all functions K,f
which make the residual small, \\Kf— g\\ < e, Clearly,
additional constraints are required so that a solution may
be uniquely determined. If the constraint is expressed as a
function of Kand/as 11 B(K,f) 11, we seek as a solution the K
and / which minimises \\B(KJ)\\. By introducing a
Lagrange multiplier X, we obtain the formulation
m$[\\B(K,f)\\ +k \\Kf—g\\].
This is the formulation which will be used in the maximum
entropy restoration (see section 4).
2. HOMOMORPHIC FILTERING
Some early attempts at blind deconvolution involved the
extension of developed linear filtering techniques. Linear
filtering is very successful in removing additive compo
nents, but is less applicable to the deconvolution problem
of interest here.
To illustrate simply how filtering techniques can be
extended to deconvolution problems, one dimensional dis
crete notation will be used.
Consider an object represented as a real sequence a(n)
convolved with a space invariant point spread function
h(n) to give an image d(n),
d(ri) = a(n) * h(ti).
Taking the complex logarithm of the Fourier transform of
this equation gives
log{£>(£)} = log{A(A)} + log {H(k)}.
In this form the object and point spread function which are
unknown have been separated. The method then attempts
to eliminate one of these terms by some form of averaging
process.
One method used by Stockham, Cannon and Ingebretsen (1975), for the restoration of pre-1920 acoustically
produced records, involved chopping the signal into a
number of intervals. It was assumed that these intervals
were large compared to the point spread function. With
this assumption the following approximate relationship
holds
dfn) — afn) * h(n)
j = 1,,N
Taking the complex logarithm of Fourier transforms of
these equations gives
The Australian Computer Journal, VoL 19, No. 3, August 1987

log Dj(k) — log Afk) + log H(k).
An average over all these intervals can then be formed
i 2 log Dfk) ~±-X log Aj(k) + log H(k).
Nj-l

A/j-1

If the Fourier transform is written in the following manner,
X(k) = |X(Jfc) |.exp(i Z X(k)).
then | X(k) | and Z X(k) are referred to as the magnitude and
phase of the Fourier transform respectively. The above
average can now be written in terms of the magnitude and
phase as follows
-Jr! log |Dj(k)\ -i-I log |Aj{k)\ + log |H(k)\,
Nj-i

Nj- i

J-2 Z Dj(k) Z Aj(k) + Z H(k).
Nj. i
1
Nj. i
Consider the magnitude equation. The left hand side is
known, so if one could compute the first term on the right
hand side then the point spread function’s Fourier trans
form magnitude could be calculated. This is achieved in
Stockham et al (1975) by repeating the above process for
a similar modern recording called a prototype. In this case
it is assumed that the point spread function is approxi
mately a delta function so that H(k) = 1 for all k and
log H(k) = 0. This gives
i- 2 log | Djp{k)\ =-}t2 log | Ajp(k)|,
where p denotes prototype.
Then as it is assumed that the averages of the original
signal would be approximately equal in both cases, this
gives sufficient information to compute the magnitude of
the Fourier transform of the point spread function.
For the one-dimensional case of speech, exact knowl
edge of the phase has been shown to be unnecessary.
However for the case of image processing the phase is
important. This presents a problem since to use the above
equation for the phase the fact that the principal value of
the phases do not sum to give a principal phase value must
be considered. Hence some phase unwrapping process
would be needed. Phase unwrapping is a computationally
complicated procedure. A simplistic approach to solving
the problem would be to compute the principal value of the
phase. Unwrapping is then performed by adding multiples
of 2n so that all discontinuities caused by taking the
principal value are removed. This simple method will not
always work however and more sophisticated methods are
available (Tribolet, 1984). Other authors have approached
this problem by employing methods which avoid the need
to compute the phase (Swan, 1983).
3. PHASE ONLY BLIND DECONVOLUTION
Much of the information content of an image is contained
in its phase. One method to illustrate the importance of
phase is to combine the Fourier magnitude and phase from
127

Blind Image Restoration

different images. After inverse transforming it is found
that the resulting image closely resembles the image from
which the phase information was taken. This is illustrated
in the following photographs.

—
WM
Figure 1. “Kodak Girl” image (256 x 256).

wmm

In many situations of image degradation, even though
the point spread function is unknown, its phase can often
be assumed to have certain simple properties. For example
in the common case of a symmetric point spread function
the phase is zero. In this situation the phase of the degraded
and original signal would be equal. Therefore if the origi
nal signal could be reconstructed from the phase then the
possibility of its use in blind deconvolution exists.
Merchant (1982) and Merchant and Parks (1983) have
developed various algorithms for performing just such
phase only restorations. Such algorithms usually require
precise knowledge of the dimensions of the PSF and the
starting and ending points of the image. (See also Hildebrandt, 1987.)
Algorithms for recovering an image from its Fourier
magnitude have not been as successful as the phase only
restoration algorithms (Hayes, 1982). However more
recent results by Bates (1984) have shown much more
promise. With the addition of one bit of information on the
phase content of the image, in the form of the sign of the
phase, more successful results have been obtained (Van
Hove, Hayes, Lim and Oppenheim, 1983).
It has been shown (Curtis, Oppenheim and Lim, 1985)
that under certain conditions a function is uniquely speci
fied to within a scale factor by the sign of the phase of the
Fourier transform. In one-dimension the conditions are
quite restrictive but apply fairly generally to twodimensional functions.
4. MAXIMUM ENTROPY BLIND RESTORATION
4.1 A Justification for the Maximum Entropy Method
It has been pointed out that the problem of image restora
tion is very much an underconstrained problem. Usually a
single image must be selected from the feasible solutions
and presented as the restored image, with the understand
ing that this selection is based on some optimising criterion
B(f). The principle of maximum entropy applied to images
states that the appropriate optimising criterion is to max
imise the entropy of image pixel values given by

Figure 2. House image (256 x 256).

Figure 3. Phase of Kodak girl combined with magnitude of house (256 x
256).
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S = — X Pi log ph
where pt are the normalized pixel values.
A simple discussion to justify the use of the entropy
functional has been offered by Gull and Skilling (1984).
The properties of an inference procedure can be defined by
a series of axioms. It can be shown from these axioms that
entropy is the only consistent inference procedure (Shore
and Johnson, 1980).
Despite these arguments there is no universal agree
ment that maximum entropy is a fundamental technique
for use in image processing. Examples of the use of other
functions in image restoration can be found in Narayan
and Nityananda (1984). In this paper the maximum
entropy principle will be assumed to be appropriate for
image restoration use.
Entropy arises in information theory as the average
amount of information contained in events EL with proba
bility P(Et) = pj, where 2 pt = 1. The maximum entropy
occurs when pt = p for all i, or is as close to this as the
The Australian Computer Journal, VoL 19, No. 3, August 1987
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constraints allow. We wish to relate the entropy of infor
mation theory with the entropy of an image.
In the same way, maximising the entropy 5 = — 2/log/
spreads out the pixel values as uniformly as the constraints
allow. However there is an apparent contradiction
between the two uses of entropy. The maximum entropy
image actually carries the minimum information since a
uniformly grey picture has little information in it. The
maximum entropy image contains only such structure as is
required to fit the data. Correspondingly, it has a minimum
of artefacts. One way to resolve this apparent contradic
tion concerning the information aspects of image restora
tion is to consider, when presented with an image, how
much information you receive, and how much information
is still to be received. Consider three cases:
Nil
Image

0
Your information

tions (Skilling and Gull, 1985). A simple derivation of the
search directions used is now given.
Consider maximising 5(f) subject to g(f) = 0. Then by
the method of Lagrange multipliers one performs an
unconstrained maximisation of 5 — kg and uses the con
straint to determine the value of A.
To actually perform the maximisation a successive
approximation technique was applied and is outlined as
follows. Let a be the current approximation and a+u the
next. Using matrix notation 5 and g can be expanded as
second order Taylor series estimates,
5(a+u) = 5(a) + mT.u + V2 uTBu,
g(a+u) = g(a) + nT.u + Vi uTCu,
where

All
Information yet
to be known

m‘

_ds

df ’ n‘

p

If we are not to add any artefacts to the information yet to
be known, then we should maximise the entropy. Thus we
produce a uniform grey image. This seems reasonable
since we have no reason for making any pixel brighter than
some other.
Object
Image

All
Your information

0
Information yet
to be known

If we have the original object then we have full informa
tion, and nothing remains to be known. The maximum
entropy is zero in this case, in other words, the restored
image is fully determined, being the given original object.
In between these two extremes occurs the case when
the image is the usual blurred and noisy image.

D„ -

df ’

r

, Lb

d^

Then the maximum of 5 — kg is given by,

so
mT + 1/2 uTB + >/2 Bn - A(nT + Vi uTC + Vi Cu) = 0
which gives
m — An = (kC — B) u.
So the solution is
u = (kC - B)-1 (m - An).
Then k is determined from the equation

Blurred
+ noise
Image

Partial

Partial

Your information

Information yet
to be known

By maximising the entropy of the partial information yet to
be learned, we add no artefacts, and produce the most
unbiased restoration, given the constraints imposed by the
partial information one has.
Finally, as Gull and Skilling (1984) point out, one must
be clear as to what we achieve when we use the maximum
entropy principle in image reconstruction. The maximum
entropy image is no more likely than any other feasible
image, but with the available information we can make no
other unbiased choice.
4.2 Implementation of Maximum Entropy
An efficient method for maximising entropy is to search
for a maximum on a subspace using several search direcThe Australian Computer Journal, VoL 19, No. 3, August 1987

0 = g(a+u) = g(a)

+ nT.u

+ V2 uTCu.

One substitutes for u to obtain an equation for k. This
appears difficult to solve in general but can be solved using
certain approximations. If it is assumed a is close to the
solution then m — An will be small. To minimise
11 m — An 112 one lets A = mT.n /11 n 112 = /, say. Then look for
solutions A = fi+y where y is small. Setting X=Q3C—B)~1,
r = m — Bn and looking at terms of first order in y it can be
shown that y is given by

7

g(a) + nTXr + V2 rTXCXr
(n + CXr? A (n + CXr) '

Then ignoring terms of second order in r and assuming
g(a) = 0 one obtains

7

nT 03C — B)~l (m — Bn)
nT (fiC — B)-1 n
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Now assuming PB~lC is small

c dS
(«1 )$=J *dfj

(PC - B)-1 = -(/ - pB-'Q B~l
--V+ pB~lQB
^-ib-' = —b-k
Hence

e izi
0e2)y=) a dfj
d2X2
03)=/;

nTfi-‘m
7 “ nT£->n _ P’

,
. dS
, dy2
where Qis^ — k^ ■

and
k=P+y=

. BQ

The calculation of the third basis vector looks formida
ble but by working in the Fourier domain substantial sav
ings in calculation can be achieved. First we require a
simple lemma

n'B-'m
n'/i'n

The solution for the vector u which gives the next approx
imation is
u = —(/ — pB~lC)-1 B~l (m — pn — yn)
==—(I + pB ']C) B~x (m — pn — yn)
=* —B~l m + (P-+ y)B~1 n - pB~l CB-X (m - Xn).
This reduction has highlighted the importance of the fol
lowing three vectors,

N-l

Lemma 1

where the matrix PQ* has elements P(u, v) Q(u,v)* and P, Q
are the Fourier transforms of the real functions p and q
respectively. The symbol * denotes complex conjugate.
Proof

e, =B~'m
e2 = B~' n
e3 = B~l CB-' (m - Xn).
These are the search directions used in the algorithm of
Skilling and Gull (1985).
The approximation of u lies in the space spanned by
these three vectors. So the problem of maximising a func
tion in AP-dimensions has been reduced to one of maximis
ing in three dimensions. Thus the maximum entropy
method has been implemented by iteratively searching for
a maximum in the three directions found above.
When S is entropy the matrix B is given by,
Br-fr'St

£ p(m,n)q(m,n) = zero term of IFT (PQ*)
=^2 P(u,v)Q(u,v)*

LHS = A(0,0) where

A(r,s) = £ p(m,n) q(m—/; n—s).
m,n

Thus LHS = zero term of m,n
£ 1p(m,ri) q,(r—m, s—n) where
qx(x,y) = q(—x—y)
= zero term of p®q\

(® denotes convolution)

= zero term of IFT (PQ\)
= zero term of IFT (PQ*) .
Applying this lemma to the calculation of e3 one has

{edii p

/ra df,

and so,
B~l =

■

4.3 Economies in the Fourier domain
Our task using maximum entropy is to maximise

_ P l hk-‘' ‘-j [S kk-r’ ^ frS IP"1
a2 Kl
r’s
df„
= ^£hk_u_j[h©[/

s = — Z/jlogfj
V

-

(y=l,...,m)
=

[h ® [/ ^-] \i where

subject to the constraint x2 = £ [8iJ~~~a]2 = m2
y
a
where gtj is the simulated image gj = £ /z,_v_, /„
where huv is the point spread function,
dj is the observed noisy and blurred image
a is the standard deviation of the noise.
From the theory developed above, we will use the basis
vectors

hi (x,y) = h(—x,—y).
Thus (e3)ij =

®lh® [f|^-]]]y

= A^.[IFT [H, [FT [h®f|2-]]]]y
=
Ol

[IFT [ [H* H] FT [f|2-]]]y.
VJ
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The FT of the matrix with (y) element/-,is represented
by
Jij

mf^l

= FT[/^-

kfffi

= FT[f^-] - X FT

r = ixi
9
dfj

(«

’

Similar savings in computation complexity can be made in
other terms which need to be calculated.
4.4 Implementation of Maximum Entropy
Blind Deconvolution
Now a new algorithm for blind deconvolution using max
imum entropy is developed. Another algorithm using max
imum entropy for blind deconvolution has also been dev
eloped by Newton (1986) which had similar successes and
shortcomings of the presented method.
In the blind deconvolution problem the PSF is unknown
in addition to the image. In this case the PSF h and the
image/are unknowns and must be estimated. Thus instead
of maximising only the entropy of the image a combina
tion of the entropies of the PSF and image is used. That is
the joint entropy
S(f,h) = 6 S(f) + (1 — 6) 5(h)
is maximised subject to fitting the data correctly. The
separate entropies have their usual definitions.
S(f)--I$ log/* ,
IJ

5(h) = — 2 fig log ftp ,
ij

and theta is assumed to be some given parameter which
determines the contribution of the point spread function
entropy.
To maximise the joint entropy defined earlier subject to
a chi-squared constraint
g(f,h) = X2(f,h) — x20 = 0 ,

where y20 is the expected chi-squared value determined
from the image size and noise present, one first expands
the equations by Taylor expansions giving an expression
for the next estimate of the entropy and constraint. For a
first order approximation this becomes
S(f+u,h+v) = S(f,h) + bT.u + dT.v
g(f+u,h+v) = g(f,h) + cT.u + eT.v
where
i _ dS
h-

,

3/T , 4

dS
dhy

’
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I
I

Thus (e3)y =^fj [IFT [tf* H (£, - X£2)]]...

dS
rrhrfv dfj

s

- £, - X£2.

•

Motivated by the search directions for the second deriva
tives in the maximum entropy algorithm let u and v be
given as
v = rx + ty,

u = pm + qn ,
= FT (eO - k FT(e2)

= ixl
dhjj

’

dxZ
dfj ’

dS
x,j = h,j dhjj
ixi
ytj = 4 dhjj

The constants p,q,r and t are to be determined.
The restrictions on the problem are that the entropy will
increase and that the chi-squared constraint holds. The
chi-squared constraint gives
g(f,h) + cT.u + eT.v = 0,
and the entropy constraint
bT.u + dT.v > 0.
If one lets the entropy constraint above take a given value
then two equations are available. The constantsp and r can
be considered as given step sizes, chosen after experimen
tation to determine an optimum value and the above equa
tions used to solve for q and t. Then the next image and PSF
estimates can be computed by adding u and v respectively.
This process is repeated to improve the estimates of the
image and point spread function.
When the previous algorithm was coded a number of
problems presented themselves.
It was found that the value of chi-squared could vary
dramatically due to small changes in the PSF. This was due
to the fact that the second derivatives of chi-squared with
respect to the PSF were large. Hence the routine was
restricted to small step sizes only. Then only the PSF
changed significantly to satisfy the chi-squared constraint
because of the above sensitivity. Thus the program showed
little tendency to alter the image. Further the PSF tended to
remain as a delta function. Use of a range of values of theta
and step size did not appear to improve the restoration.
The problems discussed with the purely linear method
did not have any evident solution and led to consideration
of hybrid methods which incorporated higher order
approximations. It will be seen in the following that this
resulted in considerable improvement in the image and
point spread function estimates on the test images used.
In the paper by Sibisi (1983) a stepwise maximum
entropy technique is used to solve for a time series plus
some unknown response function. One starts with some
estimate of the series and the function. A standard maxi
mum entropy solution for the series is then determined
using this input. Given the new series estimate a new
approximation for the response function is determined.
The process is then repeated until some stopping condition
is reached.
131

Blind Image Restoration

It was investigated if such a two step process could be
applied to the blind deconvolution problem.
A program was developed which computed an estimate
for the PSF using the current image and PSF under a
chi-squared constraint. The PSF estimate was computed
using the linear approximation described earlier. If one
puts u = 0 corresponding to altering only the PSF and if ris
regarded as a given step size then the chi-squared con
straint is sufficient to compute t. Hence the PSF is altered
in a manner which tries to keep the chi-squared estimate
correct without regard to the joint entropy. As theta is now
only present in the x vector, one is no longer maximising a
joint entropy at each step. The effect of theta is that the
smaller the value of theta the greater the tendency to
smooth the PSF.
A further alteration was that the vectors x and y were
changed to the following definitions
xs = (hij + 1)

and

This was necessary since with the previous definition a
zero hjj value would never alter.
The estimate was then used by a standard maximum
entropy program to improve the image giving a new image
estimate. The process was repeated several times to yield
the final solution.
Only one constraint, the chi-squared, was used for
computing the PSF. Even though this was successful it
may be desirable to impose a constraint on the entropy of
the PSF, such that it increases at each iteration. Suppose it
is required that the point spread entropy increases by AS at
an iteration then two equations are available,
g(f,h) + eT.v = 0,
dT.v = AS.
These equations can be used to solve for r and t. The
unknown paramater AS is now related to an observable
quantity (the point spread function entropy) in a more
direct way. So choice of its value should be easier.
The maximum entropy blind restoration algorithm des
cribed above has successfully been applied to high constrast test images. Some results are illustrated below. A
restoration of an image blurred by a symmetric nongaussian point spread function with noise added is first
given.
The method is not limited to images degraded by only a
symmetric point spread function, as the restortion of an
image blurred by an L-shaped point spread function
shows.
5. SUMMARY
The process of image restoration has been discussed and
problems in performing it explained. Several methods for
performing blind image restoration have been described.
The maximum entropy method is outlined together with
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Figure 4. Top right: Original image (16 x 16); Top left: Blurred image;,
Bottom: Restored image.

Figure 5. Top right: Original image (16 x 16); Top left: Blurred image;
Bottom: Restored image.

results showing how computational savings can be made
via use of Fourier domain calculations. An implementa
tion of a maximum entropy blind image restoration is
described and results given. On the whole the results of
blind restoration when applied to real images leave much
to be desired and considerable further analysis is required.
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Segmentation of Visually Similar
Textures by Convolution Filtering
K.K. Benket and D.R. Skinnerf
We describe an approach to texture segmentation designed for the extraction of a textured object from a
textured background. The approach assumes that no information is available on the object texture but that a
prior analysis of the background texture has been undertaken. The power of the approach is demonstrated
on a texture composite for which object extraction and identification is almost impossible by visual
inspection.
Keywords and Phrases: texture segmentation, pattern recognition, computer vision.
CR Categories: 1.4,1.5.

1. INTRODUCTION
An important property of a natural scene is the mosaic of
visual textures which assist in the identification of objects
and surfaces. For instance, a gradual change in surface
texture provides clues on depth and orientation, and ther
eby assists in the recovery of three-dimensional informa
tion from the image. Examples of natural textures include
woodgrain, wool, grass, foliage and sand. The analysis of
such textures is the subject of considerable research (Haralick, 1979; Weszka, Dyer and Rosenfeld, 1976;and texts
on computer vision by Ballard and Brown, 1982; Nevada,
1982). The present paper is concerned with the problem of
texture discrimination and segmentation by analysis of
digitised images.
For texture segmentation to be successful, it is clearly
necessary to develop fast, accurate and reliable methods
for the identification and classification of natural textures.
Rapid texture discrimination is therefore a special
requirement in many machine vision applications, inclu
ding automation of visual inspection, aerial survey and
medical screening. In many cases, the analysis may be
influenced by the physiology and perceptual abstractions
associated with the human visual system. Because of this, it
is desirable that the discrimination performance of a com
puter vision system correlate well with the performance of
the human visual system. This can be achieved by using
algorithms simulating known aspects of human vision (as
for example, the approach adopted by Marr, 1982).
2. TEXTURE ANALYSIS
Textures are characterised by the spatial relationship and
periodicity of local structures called texture elements, the
size and regularity of these being examples of image prop
erties. Brady (1982) describes images of grass, foliage and
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that the ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
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pebbles as examples of texture definable in terms of twodimensional intensity contours. He suggests that texture
refers to surface variations intermediate between micros
copic changes in reflectance and larger-scale changes in
topography. In this framework, such changes are made
explicit by edge-finding operators and segmentation.
Statistical variability in texture samples introduces
complexity and inhomogeneity, and the analysis may be
liable to error if a purely structural approach is used. This
has encouraged the use of statistically-based methods,
which have dominated research in the last 30 years, and
which are characterised by such measures as Fourier
transforms or co-occurrence matrices (see the survey by
Haralick, 1979).
Historically, a common approach to texture discrimina
tion has been to analyse the two-dimensional Fourier
power spectrum of the image. A busy texture, relative to a
smooth one, has considerable power concentrated at high
spatial frequencies. Directionality in the image is repres
ented by a directional bias in the two-dimensional
spectrum.
Co-occurrence matrices have been used with some
success by a number of research workers (Haralick, 1979).
The co-occurrence statistic P(ixj,x,y) describes the proba
bility that grey level values i andj occur at points separated
by a vector (x,y). Much of the success of co-occurrence
matrix methods has stemmed from their application to
satellite imagery featuring essentially planar surfaces.
Another approach to texture analysis is to utilise local
property measurements, such as concentration of edges
per unit area. In a busy texture the average value of the
grey level gradient is high, while the converse is true for a
smooth texture lacking fine detail. Information on direc
tionality can be extracted by the application of derivative
operators.
Convolution masks have been used with considerable
success for the task of texture discrimination (Laws,
1980). They are noteworthy for their simplicity and
because they are computationally less expensive than con
ventional Fourier methods and co-occurrence matrices. A

tPhysics Division, Materials Research Laboratories, PO Box 50, Ascot Vale, Victoria, 3032. Manuscript received March 1987, revised June 1987.
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convolution mask is a discrete approximation to a twodimensional convolution integral (Duff, 1983). The appli
cation of a square convolution mask to a digitised texture
is represented by the following filtering operation:
H(U) =

m~k

2

n^k

2

Step

M(m,n) ■ I(i+m, j+ri)

where the operator, M, is the convolution mask and / is the
grey level of a pixel in the image. The mask weights,
M(m,ri), are generally signed integers and satisfy a zerosum constraint, which results in a zero response in areas of
uniform intensity and removes any DC bias from the
image. The mask, also called a filter or kernel, is of size (2k
+ 1) x (2k +1) elements. The kernels used for texture
analysis are derivative operators sensitive to the orienta
tion, concentration and contrast of intensity edges in the
image. Further details of convolution filtering are availble
in texts on digital image processing (e.g., Pratt (1978)).
For the purpose of texture discrimination, convolution
masks represent a means of feature extraction. In order to
quantify the degree to which a feature was present, Laws
computed the variance of the image after it was filtered
through a mask sensitive to that feature. He defined this
variance as the energy of the texture for the mask. A
further motive for considering convolution methods is the
possibility of strong correlations with human perception. It
is simple to show that the Laws energy measure is a
weighted sum of second-order statistics, and it has been
shown by Caelli and Julesz (1978) that human texture
discrimination can be described by differences in secondorder statistics.
3. TEXTURE SEGMENTATION
The current paper deals with the extraction of textured
objects from textured backgrounds which are visually sim
ilar. It is assumed that information is available on the
background texture only. Examples of this problem
include the identification of tumours in human tissue and
the extraction of barely visible objects from cluttered
backgrounds.
A useful procedure for texture segmentation is to con
volve the image with a local operator (as described above)
in order to enhance features and structures so as to make
the texture more discernible. Each pixel is classified by
assignment to one of two classes, foreground or back
ground, on the basis of the mean energy in its local region
and of an appropriately selected threshold. Unfortunately,
when the foreground and background textures are very
similar, conventional operators such as the digital Laplacian or the individual Laws masks do not provide sufficient
discrimination for useful results.
In an effort to improve performance, we have investi
gated the possibility of generating a new mask for each
problem as it arises, so that, for instance, in a case involv
ing pair-wise discrimination among a large set of textures,
different masks would be used to separate each pair. We
achieve this by directly adjusting the mask elements to
optimise a figure of merit computed from the filtered
image, an approach which has not so far, to our knowlThe Australian Computer Journal, VoL 19, No. 3, August 1987
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Figure 1. Schematic flow diagram for texture segmentation algorithm.

edge, been attempted. This operation reduces to the optim
isation of a possibly non-linear and multi-modal function
in a multi-dimensional parameter space. For example,
with a 5 x 5 mask having a zero sum and constraints on
symmetry and scale (as used in the present work), the
space is 13-dimensional. For the specific case of maximis
ing the ratio of texture energies resulting from a single
mask operating on two textures, it is possible to optimise
the mask using conventional matrix techniques*. For the
general case of arbitrary merit function and/or multiple
textures, some form of direct-search optimisation is
required.
4. SEGMENTATION ALGORITHM
The approach developed for texture segmentation is sum
marised in Figure 1, The operation of segmentation
requires the sequential application of filtering and smoo
thing for pixel labelling, followed by automatic threshold*

For the present work, we chose to use a direct-search technique
despite the availability of matrix methods, since an efficient new
algorithm had already been programmed for a wider project involv
ing various figures of merit and large sets of textures. The nature of
the algorithm is outlined in the Appendix.
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Figure 2. Photographs of images comprising the original composite
texture (a), the image used for approximate target location (b), the final
segmented image (c), and the template used to produce the composite
texture (d).

Step 5: Move a square window through the binary
image, locating the position that maximises the number of
tentatively assigned object pixels within the window. At
this point, the window is most likely to be located entirely
within the object perimeter.
Step 6: From the original texture composite, extract a
sub-image defined by the window size and position of Step
5. Generate a convolution mask optimised to distinguish
between the sub-image and the known background.
Steps 7 to 9: Repeat Steps 2 to 4 using the new mask.
The binary image obtained after Step 9 is the segmented
image. The procedure has been successfully applied to a
number of problems. In Section 5 we present a numerical
example of this approach to texture segmentation.

ing for pixel classification. The procedure is described in
greater detail as follows:
Texture Segmentation Algorithm
Step 1: Generate a convolution mask which maximises
the energy when applied to a sample of the background
texture.
Step 2: Convolve the texture composite with the optim
ised mask. Change the filtered-image values to their abso
lute values, and scale the values to lie within the normal
domain of grey levels.
Step 3: Smooth the filtered image with a uniformly
weighted moving-average filter. At this stage, each pixel
will have a grey level closely correlated with the texture
energy in its immediate neighbourhood.
Step 4: Find the optimum threshold from the histogram
of the filtered and smoothed image and use it to produce a
binary output image (see Chow and Kaneko, 1972; Kittler
and Illingworth, 1985).
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5. SEGMENTATION RESULTS
In this section we demonstrate the performance of the
algorithm on a 512 x 480 composite texture which was
digitised with pixel grey levels in the range 0 — 255, and
which is reproduced in Figure 2(a). It is clear from the
photograph that it is virtually impossible to identify the
object by human visual discrimination. The composite
texture was generated using the binary template shown in
Figure 2(d).
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The textures were obtained on magnetic tape from the
University of Southern California data base (Weber,
1983), and were originally digitised from an album pub
lished by Brodatz (1966). The object and background
textures used in the composite were wool and pigskin,
respectively. Each texture was subject to histogram equali
sation, resulting in grey level distributions with identical
means and variances. Differentiation between the textures
was therefore possible only on the basis of pattern discrim
ination, and not average intensities or variances over
regions in the original images.
In Step 1, a 5 x 5 convolution mask was generated to
produce maximum energy when applied to a sample of the
background texture. The mask obtained is shown in Table
1. The constraints on the mask are: zero sum, symmetry
about a vertical axis (since natural textures rarely exhibit
left-right asymmetry), scaling so that the maximum of the
absolute values of the weights is 100, and integer weights
for computational convenience.
The remarkable approximation to antisymmetry about
the horizontal axis is not imposed by the optimisation
procedure, but is a consequence of the data used, that is,
the local properties of the background texture. This mask,
which is effectively a centre-weighted horizontal edgedetector, should be particularly sensitive to sharp near
horizontal discontinuities.
In Step 2, the mask was used to filter the composite
texture. In Step 3, the output image was smoothed using a
15 x 15 uniformly weighted filter. Segmentation carried
out over 15 x 15 neighbourhoods was found empirically to
yield the best compromise between texture classification
accuracy and resolution of segmentation for this type of
fine-grained texture (see also Laws, 1980).
In Step 4, the smoothed image is thresholded. The result
ing image, to be used for estimating object location, is
shown in Figure 2(b). This step is equivalent to a very
coarse segmentation. There is no clear indication of object
shape, although there is a suggestion of increased object
probability just below and to the right of the centre.
In Step 5, the most probable position of the object, as
determined by using a sliding window of size 64 x 64, is
shown as the black cross in Figure 2(b). The black rectan
gle shows the size of this window, and also the size of the
tentatively assigned object texture extracted from the orig
inal composite Figure 2(a).
In Step 6, a new convolution mask has been optimised
to discriminate between the sample of the object texture
and a sample of the background texture. This mask is
shown in Table 2, and bears no resemblance to the first
mask. It consists essentially of alternating columns of all
positive and all negative weights, a pattern that is sensitive
to thin vertical lines, and relatively insensitive to horizon
tal edges.
Steps 7 to 9 were executed and the final segmented
image is shown in Figure 2(c). The overall shape of the
object has been detected and we suggest that sufficient
information is present for recognition. The automatic
segmentation may be compared with human visual per
formance by referring back to Figure 2(a).
The Australian Computer Journal, VoL 19, No. 3, August 1987

Table 1. Convolution mask weights for first approximation.
-93
—64
4
66
94

—78
—51
—1
50
74

— 100
-71
0
69
100

-78
—51
—1
50
74

—93
-64
4
66
94

Table 2. Convolution mask weights for second approximation.
8
— 16
— 18
—80
—45

-6
7
5
35
14

-9
20
23
100
58

-6
7
5
35
14

8
-16
-18
-80
—45

Table 3. Segmentation Errors.

Image
Segment

Correct
Assignments

Incorrect
Assignments

Percent
Correct

174121
36187
210308

13016
4904
17920

93.0
88.1
92.1

Background
Foreground
Total

Table 4. Texture Energies for Masks.

Image
Segment

Energy for
Mask 1

Energy for
Mask 2

Background
Foreground

0.2896
0.1747

0.00930
0.02892

Ratio*

1.66

3.11

* Ratio of higher to lower energy

The statistics for pixel classification accuracy are
shown in Table 3. More than 92% of the image pixels were
correctly classified, the classification accuracy for the
background (93%) being somewhat higher than for the
foreground (88%). We emphasise that many of the mis
matches are due to inhomogeneities in the textures rather
than to statistical error. In particular, the distinct concavity
in the base of the tank hull and the triangular patch near
the centre of the hull both correspond to areas where the
foreground texture is shadowed and therefore has no local
structure. These areas cannot be correctly assigned to
either texture on the basis of local statistics and will always
be assigned to the texture having the lower energy. This
may explain the lower classification accuracy for the fore
ground texture.
In Table 4, the energies for the masks tabulated in
Tables 1 and 2 are given. For the first mask, the ratio of
texture energies for background and foreground is 1.66:1,
and Figure 2(b) indicates that this is adequate for the
detection and approximate location of the object. For the
second target, the ratio of the texture energies for fore
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ground and backgorund is 3.11:1, and Figure 2(c) indi
cates that this mask is adequate for positive location of the
target. In addition, it provides sufficient information on
object shape to enable visual identification.
We conclude by noting that, for this numerical exam
ple, the window used to extract the tentative object sample
in Step 6 is wholly contained within the area identified as
object in Figure 2(c). If the most probable boundary
between object and background in Figure 2(c) actually
passes through this window, then iterative application of
Steps 5 to 9 should lead to improved performance.
6. SUMMARY
An approach for automatic texture segmentation has been
described and demonstrated on test data. The approach
was developed specifically for use with texture composites
featuring visually similar natural textures. Information
concerning the background texture is used for the initial
parameter optimisation of the local operator, which is then
used as a feature extractor. On the first pass, the approxi
mate location of the object is established; on the second
pass, a new operator is generated to produce maximum
discrimination between object and background. In some
cases, further iterations may be necessary. This approach
should produce significantly enhanced discrimination in
the most common case of automatic texture segmentation,
that is, where object and background are visually quite
distinct.
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APPENDIX
DIRECT-SEARCH ALGORITHM FOR OPTIMISING
A MULTI-DIMENSIONAL FUNCTION
The generation of a convolution mask optimised for a
particular problem reduces to the maximisation of a func
tion (some combination of texture energies) of many vari
ables (the mask elements) in a constrained domain. The
function is non-differentiable, and in the general case may
be non-linear and/or multimodal. The usual approach to
such a problem is to employ a Monte Carlo technique,
where random choices of location are made in a parameter
domain believed to contain the maximum, and the location
giving the highest function value is taken as an approxima
tion to the optimum. The heuristic random walk, to be
described below, uses a Monte Carlo approach to avoid
settling on a local maximum, but also makes use of the
history of the calculation to refine the estimate of the
optimum parameter set.
We assume that there must be a particular parameter
set that leads to a global maximum for the function of
interest. If we have two different sets which both give high
values for the merit function, there is some probability that
they are both close to the global optimum, and that they are
therefore versions of the same set subjected to different
small perturbations. In electronic signal processing, pertur
bations of unknown origin are considered as random noise,
and noisy signals are averaged to produce a better estimate
of the unperturbed signal. In principle, but rarely in prac
tice, the noisy signals could be weighted inversely as the
amplitude of the noise to give optimum noise cancellation.
By analogy with this, it seems reasonable to average the
perturbed versions of the optimum parameter set, weigh
ted inversely according to some measure of the perturba
tion. In the region of a function maximum, one would
expect the function value to be negatively correlated with
the size of the perturbations, and therefore we choose to
weight the parameters directly as the function value to
obtain what we hope is a better estimation of the optimum.
This heuristic suggests the following algorithm:
Generate a random parameter set, the current set,
and compute its merit function.
b.
Generate a new random parameter set, the random
ised set, and compute its merit function.
c.
Generate a parameter set, the learned set, by averag
ing the current and randomised sets, weighted as
their merit functions. Compute the merit function for
the learned set.
d.
Define the current parameter set as the set having the
highest merit function.
e.
If an arbitrary iteration count is not exceeded, return
to step b, otherwise consider the current set as an
approximation to the optimum solution.
The above algorithm has proved successful in solving
a.

The Australian Computer Journal, VoL 19, No. 3, August 1987

Segmentation of Visually Similar Textures by Convolution Filtering

many different types of optimisation problems, particu
larly for multimodal functions in multi-dimensional
parameter spaces. A more detailed exposition and justifi
cation is the subject of a paper currently in preparation.
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Implementing Relaxation Labelling with
Neural Networks
A.L. Shipmant
This paper describes how neural network models can be used to solve a simple relaxation labelling problem
as might arise in image understanding applications. These models have the advantages of being highly
parallel, very fast and tolerant of hardware faults. A neural architecture is developed consisting of coupled
associative memories each implemented with a neural network. Simulation results are presented to show the
solution of the example problem under ideal and adverse conditions where the inputs are corrupted by noise.
A method for preventing spurious stable states in the neural network models is proposed.
Keywords and Phrases: Neural networks, neural architecture, relaxation labelling, pattern recognition,
image understanding, constraint satisfaction, co-operative processes.

CR Categories: 1.1.5.

1. INTRODUCTION
Relaxation labellingds a basic technique used in machine
vision for labelling objects when context is required to
unambiguously recognise the objects. Many algorithms
have been presented for performing relaxation labelling in
scene analysis (Hummel and Zucker, 1983; Mohammed et
al, 1983; Haralick and Shapiro, 1979). The neural net
works referred to in this paper are simplified models of the
networks of nerve cells or neurons occurring in the brain.
Despite the great simplification of these neural network
models over the biological originals they still exhibit prop
erties similar to those of networks in the brain. These
properties can be usefully employed in machine vision.
This paper presents a novel highly parallel implementation
of relaxation labelling using associative memories formed
from neural networks. Rather than using a single fully
connected neural network a modular architecture of inter
connected neural assemblies is developed to solve a simple
relaxation labelling problem.
The study of neural networks has a long history going
back to the 1950s when discoveries about the functions of
neurons (nerve cells) led to early attempts to implement
pattern recognition systems with simulated neurons. The
most famous of these early models is the Perceptron
(Minsky and Papert, 1969). More recent applications of
neural networks models to vision include the Neocognitron of Fukushima and Miyake (Fukushima and Miyake,
1982) and Fukushima (Fukushima, 1984) which is based
on a model of low level vision in the brain, the work of
Feldman (Feldman, 1981) and Rumelhart and McClel
land (McClelland and Rumelhart, 1980; Rumelhart and
McClelland, 1980). Much work has also been done on
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parallel algorithms for vision. For a review see (Ballard,
1983). The neural network model used in this paper is
based on the work by J.J. Hopfield (Hopfield, 1982; Hopfield et al, 1983; Hopfield, 1984). The review article by
Hopfield and Tank (Hopfield and Tank, 1986) shows how
neural networks may be used to solve optimisation
problems.
In section 2 the relaxation labelling process is described
along with an implementation using coupled associative
memories. Section 3 then describes how the associative
memories may be implemented using neural networks.
Section 4 presents simulation results. Section 5 summa
rises the results.
2. THE RELAXATION LABELLING PROCESS
Relaxation labelling processes were originally developed
to deal with ambiguity and noise in vision systems. The
low level vision section of the vision system produces an
initial labelling of the objects in a scene. Noise in the scene
may cause some of these labels to be incorrect. The low
level interpretation may be ambiguous producing several
candidate labels for an object. The relaxation labelling
process propagates constraint information from other
parts of the scene to help recognise (label) the ambiguous
or noisy part. More formally (Hummel and Zucker, 1983)
a labelling problem has a:
1. Set of objects,
2. A set of labels for each object,
3. A neighbour relation over the objects, and
4. A constraint relation over the labels at n-tuples (in
general) of neighbouring objects.
A simple example of a labelling problem occurs after
segmentation of an outdoor scene into regions with fea
tures such as colour and texture. These regions need to be
labelled with labels such as sky, ground or tree. The con
straints include rules such as ‘sky is above ground’, ‘sky is
blue’ and so on.
The relaxation labelling process iteratively attempts to
find an unambiguous labelling for the objects that satisfies
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all of the constraints. There are many variations of relaxa
tion labelling. Usually the final solution requires that each
object have exactly one label. Fuzzy relaxation will allow a
fuzzy subset of labels for each object. Discrete relaxation
labelling has constraints that express either complete
compatibility or incompatibility between n-tuples of labels
at neighbouring nodes. Continuous relaxation labelling
associates a continuous compatibility measure with each
n-tuple of labels and a continuous assignment weight for
each label to each object.
Only discrete relaxation labelling with constraints
between pairs of objects will be discussed in this paper.
Every pair of neighbouring objects has a set of label pairs
that are compatible and a set of label pairs that are incom
patible. These sets can be stored in associative memories,
one memory per pair of objects.
In general an associative memory stores an n-ary rela
tion as a set of n- tuples. By supplying one or more elements
of a tuple as a key the remaining elements of the selected
tuple are retrieved. For the relaxation problem each associa
tive memory stores the set of compatible pairs of labels for
its pair of objects. In this formulation of the discrete relaxa
tion labelling problem all other pairs of labels are consi
dered incompatible by default.
The following simple five object relaxation labelling
problem is used to illustrate the solution with associative
memories. There are five objects named PI to P5. The
neighbourhood graph is one dimensional with P2 adjacent
to PI and P3 and so on. PI and P5 have only P2 and P4
respectively as neighbours. The labels are chosen from the
set {a, b, c, d, e). Table 1 shows the constraints which define
which pairs of letters are allowed to label adjacent objects.
For example P1 can be labelled with ‘a’ if and only if P2 is
labelled with ‘b’ and P2 can be labelled with ‘b’ if and only
if P3 is labelled with ‘e\ The only solutions to the con
straints are the labellings ‘abeba’ and ‘bcdba’

PI

P2

P3

P4

P5

(b)
Figure 1. (a) Overlapping of the cell assemblies, (b) Corresponding
simulated system, see text.

connected. The double square represents the two ports of a
memory. The vertical lines show the interconnections
between ports and the object each port represents. Two
ports are interconnected by using the same cells for both
ports. So, for example, the cells holding the label for P2 are
fully interconnected to the cells of PI and P3. Figure 1(b)
shows this. Each square is the set of cells holding an object
label. An arc joining two sets means that each cell in one
set is connected to every cell in the other set. This intercon
nection of associative memories allows the propagation of
constraint information through the system until a consist
ent solution is reached. The next section will describe an
implementation of these associative memories with a neu
ral network model.

Table 1. The symbol pair constraints for the relaxation problem.
PI

P2

P3

P4

a.........b

d-........ b

b.........c

e..........b

b......... e

P5

b......... a

c....... d

These constraints are stored in four associative memo
ries corresponding to the object pairs P1-P2, P2-P3, P3P4 and P4-P5. The associative memories are symmetric
with two ports. Supplying a label at one port selects the
label pair from the memory with a matching label and
produces the corresponding label at the other port. For
example supplying an ‘a’ at the PI port of the P1-P2
memory will produce a ‘b’ at the other port or vice versa.
Adjacent ports of neighbouring memories are connected
together constraining them to have the same label. As a
result the memories can only function consistently if the
labels at each port from a consistent labelling of the
objects.
Figure 1(a) shows how the associative memories are
The Australian Computer Journal, VoL 19, No. 3, August 1987

3. THE NEURAL NETWORK MODEL
The function of an associative memory, in its most general
sense, can be thought of as completing a pattern. The
memory stores a set of patterns (the n-tuples). A fragment
of a pattern is supplied as a key and the memory returns the
rest of the pattern containing the fragment. (The problem
of multiple or no stored patterns containing the fragment is
discussed later.) A symmetric associative memory allows
any fragment of a pattern to be the key. If the fragment is
thought of as an approximation of a stored pattern then the
memory functions to recall a pattern given some approxi
mation that is closer to the desired pattern than any other
stored pattern.
Biological memory has these properties and networks
of simulated neurons are an effective implementation of
associative memory. From Hopfield (Hopfield, 1982) the
memory consists of an assembly of N cells. Each cell has
two states represented by +1 and-1. The cells are fully
interconnected with a weight attached to each connection.
The state of the memory is a pattern described by a binary
vector V with elements Vte{ - 1,1 }. A connection is made
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between cells i andj with a weight TxJ. The connections are
constrained to be symmetrical, Tt] = 7},• and also Tu = o
which is required for convergence of the network to some
final state. A cell i calculates a new state ViMl at step k+l
by thresholding its weighted input:
Ha

(1)

IWjM

J-Al

J J

l+l
‘-1

viM -

Ha>0
#u<o

(2)

The weights are determined from the stored patterns Vs by
2V?v;

(3)

i.e. the weight Tls is incremented by 1 if the cells i andj have
the same state otherwise they are decremented by 1. From
equation (3) we can see that the complement of any stored
pattern must also be a stable state as it generates the same
T
1 y.
If the current state of the cells at step k is Vs’ then from
equations (3) and (1) we get
Hkk = XV^XVjV^]
S

J#I

1

J

(4)

The bracketted term is a measure of the correlation
between the current cell state and a stored pattern Vs. The
magnitude of this correlation varies between 0 and N. A
negative correlation results between the current state and
the complement of a stored pattern.
If the current state is sufficiently correlated with one
stored pattern V‘ and sufficiently uncorrelated with the
remaining patterns then we can write

tfu.= Vi[xv‘
jv[k]+ S&xvfrxyjvfc
J7^l J J
J^l J J’

(5)

~NVi + 0
and therefore, thresholding by equation (2),
Vu+1 = v;

That is, the pattern V is selected as the next state of the
network at step k+1 and for all future steps. If instead it is
the complement of the pattern V that the current state
correlates with then
Ha~-NVi+0
and from equation (2) the complement of V‘ will be the
next and stable state of the network.
The further the current state is from the target pattern V
the closer Hkk is to zero or to having the wrong sign. If some
of the cells have a Hkk of the wrong sign (for the target
pattern V') then it will take several steps for the network to
converge to the pattern V". If the current state is too differ
ent from V* then enough cells will have a Hl k of the wrong
sign and the network will converge to some other stable
state. This defines a domain of attraction around each
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stable state of the network. It is difficult to characterise
analytically the boundaries of the domains of attraction
but empirical studies show that the network behaves like a
nearest-neighbour pattern classifier. The most probable
final state is the stored state nearest to the initial state. Here
nearest is according to the Hamming distance which is the
number of cells whose values differ between two patterns.
The collective behaviour of the cell assembly can be
described by an energy function of the state over a discrete
N dimensional space of 2N states.
E=

-1/2

ZVfli

It can be shown (Hopfield, 1982) that this is a monotonically decreasing function and that the memory will con
verge to one of the stored states with high probability.
(There are spurious weakly stable states different from the
desired stored states). Convergence will be achieved even
if the cells update their state at random times, as long as all
cells have the same average update rate. The cells can then
function asynchronously which simplifies a hardware
implementation. The maximum number of patterns that
the network can store reliably is approximately 0.1 A. As
the number of patterns increases there is a rising probabil
ity of a spurious state being recalled. Spurious states are
typically a mixture of several of the stored patterns.
The operation of the network is very fast. A result is
obtained in only a few time periods where a time period is
the time required to evaluate equation (2) over all cells. In
a highly parallel digital hardware implementation this
time is 0(log N) (limited by the summation evaluation
time). Optical implementations have been proposed (Psaltis and Farhat, 1985) which would be faster still. Memories
may be acquired incrementally. A pattern may be stored
many times to reinforce it and increase its probability of
recall. Forgetting may be introduced (by scaling or sub
tracting rather than adding a pattern in equation (3)) to
allow infrequently used patterns to fade. This way the
network can learn by experience and track a changing
environment. Another advantage of the neural network for
a hardware implementation is that it is robust against cell
or connection failures because a pattern is distributed over
all cells. The accuracy of recall declines gracefully as more
cells fail.
For maximum accuracy of recall the stored states
should be as far from each other as possible within the state
space. The maximum distance between any two states is A
corresponding to a complementary pair of patterns but
since the complement of any stored pattern is also a stable
state two distinct patterns should have a distance of A/2.
This also corresponds to the patterns being uncorrelated
i.e. maximally different as required. Suitable sets of patt
erns are easily generated by choosing each bit by the toss
of a coin.
The simplest way to use the neural network is to force
an input pattern onto the cells as an initial state and then let
the network operate until it converges to a final state, most
probably the stored state nearest to the initial state. To use
it as an associative memory the key fragment of a pattern
The Australian Computer Journal Vol 19, No. 3, August 1987
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is forced onto the corresponding cells and the remaining
cells need to be set to a neutral pattern. A neutral pattern is
one which does not correlate with any stored pattern. If the
stored patterns are random bit vectors then the neutral
pattern can be another random pattern or all + 1 or -1. In
the final state the neutral pattern will be replaced by the
remainder of the stored pattern selected by the key.
If the key matches more than one pattern then the initial
state is close to being equidistant from the matching stored
states in the state space. One of them will be selected more
or less at random depending on which of the stored states
happens to be closest. If the key matches no stored state
well then the recalled pattern is selected arbitrarily from
the stored states. If this behaviour is undesirable then the
threshold in equation (2) can be increased. This prevents a
cell from acquiring the +1 state unless the correlation
value in the first bracketted term in equation (5) is large
enough to raise Hik above the new threshold. This biases
the network to settle to a null state with all cells at - 1
unless the key matches a pattern sufficiently well. The
higher the threshold the better the match must be before an
answer (non-null state) is produced.
The spurious stable states mentioned previously cor
respond to shallow local minima in the energy surface that
appear in addition to the deep local minima at the stored
states. To prevent the network from settling into a spurious
state a simple technique is to introduce a thermal energy
component. The maximum magnitude of H in equation
(1), for an ideal uncorrelated pattern set, is N when the
network state exactly correlates with only one stored patt
ern. A thermal energy component is introduced by chang
ing equation (1) to
//u. = rM/[—1,1]+ S TjjVJk
j^i

(6)

where r is the thermal energy coefficient in the range [0,1]
and U[- 1,1] is a uniform random number in the range
[—1,1]. The termal energy component serves to ‘vibrate’
the state of the system out of shallow energy wells so that it
may settle into the desired deep wells. The network still
converges but more slowly, for practical values of r.
This use of stochasticity in the cell operation should be
contrasted with (Peretto and Niez, 1986). They introduced
stochasticity into their neuron behaviour for reasons of
biological accuracy. They noted the appearance of spurious
stable states in their simulations but did not attempt to deal
with the problem. Hopfield (Hopfield et al, 1983) pro
posed a solution based on unlearning spurious states but
this is more complex.
4. SIMULATION RESULTS
Returning to the associative memory implementation of
the relaxation labelling process shown in Figure 1, each of
the memories is implemented by a collection of 60 cells in
two segments of 30 cells each. The number 60 was chosen
to comfortably accommodate up to five patterns in each
memory during experiments. Each label is represented by a
30 bit pattern. A pair of labels is composed into a 60 bit
pattern for the memory with one label in each segment.
The Australian Computer Journal, Vol 19, No. 3, August 1987

--The five object relaxation labelling example.
CONSTANT
SIZE=30;
END;

SYMBOL GROUP (SIZE) S=(A,B,C,D,E);
ASSEMBLY
ASSEMBLY
ASSEMBLY
ASSEMBLY
ASSEMBLY

SEG1:S;
SEG2:S;
SEG3:S;
SEG4:S;
SEG5:S;

CONNECT FROM SEG1 TO SEG2;
CONNECT FROM SEG2 TO SEGl;
CONNECT FROM SEG2 TO SEG3;
CONNECT FROM SEG3 TO SEG2;
CONNECT FROM SEG3 TO SEG4;
CONNECT FROM SEG4 TO SEG3;
CONNECT FROM SEG4 TO SEG5;
CONNECT FROM SEG5 TO SEG4;
STORE SEG1=A, SEG2=B;
STORE SEG1=B, SEG2=C;
STORE SEG2=B, SEG3=E;
STORE SEG2=C, SEG3=D;
STORE SEG2=A;
STORE SEG3=E, SEG4=B;
STORE SEG3=D, SEG4=B;
STORE SEG4=B, SEG5=A;
STORE SEG4=D;
STORE SEG5=E;
HISTOGRAM ERASE ADD SEGl ADD SEG2
ADD SEG3 ADD SEG4 ADD SEG5;
Figure 2. The NADL description of the five object relaxation example.

The connections between the memories shown in Figure 1
are made by overlapping adjacent segments so that a
segment of 30 cells becomes common to both memories.
The result is a system of 5 segments of 30 cells each. Each
segment represents one object to be labelled. The pattern
appearing in the segment is the label for the object. The
cells in each segment receive inputs only from the cells of
adjacent segments and their own segment.
The behaviour of this system was investigated by simu
lation. Figure 2 shows a description of the system for the
simulator in NADL (Neural Assembly Description Lan
guage, developed by the author). This declares a symbol
group S containing the five symbols A to E which represent
the object labels. Bit patterns of length SIZE=30 bits are
automatically generated for each symbol. Each bit is
chosen at random and independently with a probability of
0.5 of choosing a T (i.e. by coin tossing).
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Next the five segments are declared as cell assemblies
with S as their symbol group. This declares the symbols in
the group as the only patterns the assemblies should
assume. This is similar to declaring variables with an
enumerated type in conventional programming languages
such as PASCAL. Next, connections are created between
the segments. The output of each cell of the FROM assem
bly is connected as an input to every cell in the TO
assembly.
The STORE statements adapt the connection weights
according to the rule in equation (3). The first STORE
statement sets segment SEGl to the pattern for symbol A,
SEG2 to the pattern for symbol B and then updates the
weights of all connections between cells in both assem
blies. This stores the pair (A,B) as a stable state of the
associative memory formed by segments SEG1 and SEG2.
In addition some extra symbols have been stored in seg
ments SEG2 and SEG5 representing unconstrained labels
for these objects.
The behaviour of the system is reported as a histogram
of the final states of the segments. The simulation procedure
(called experiment A) consists of performing a large
number (usually 200) of trials. Each trial consists of setting
the segments to some initial state, simulating the cell oper
ation and then entering the final state into the histogram.
Simulating the cell operation consists of making repeated
passes over all cells until either no cells change state or a
pass limit is exceeded (in which case the final state is
flagged as unstable). During a pass the cells are visited in a
fixed but randomised order and each cell’s state is reevalu
ated according to its current inputs. This approximates the
ideal asynchronous operation of a neural network.
The histogram report interprets the states of the assem
blies as symbols. If the state is the complement of a sym
bol’s bit pattern then an asterisk is appended. If the state is
not exactly the same as the symbol’s bit pattern the nearest
symbol is reported along with the distance from the sym
bol. For example A4* describes a state 4 bits distant from
the complement of the bit pattern for the symbol A. Along
with each histogram entry is an accessibility measure
which is the proportion of the total number of trials that
arrived at that state. A *?’ on the right of an entry indicates
that some of the trials did not completely converge
because the pass limit was exceeded during simulation.
To examine stable states of the system the segments are
set to a random initial state before each trial. The experi
ment then becomes a Monte Carlo search for local minima
in the energy surface i.e. the stable states. Figure 3 shows
the result. The four states with the highest frequency are
BCDBA, B*C*D*B*A*, ABEBA and A*B*E*B*A*
accounting for 53% of the final states. These are the
desired stable states of the system and their complements
(henceforth called the proper states) and are the solutions
to the relaxation labelling problem. Complementary sys
tem states are considered to be equivalent.
The other states in the histogram are spurious stable
states. Typically they are hybrids of parts of the proper
stable states. For example the state A*B*DBA. Figure 4
shows the results for several values of the thermal coeffi144
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There were 200 trials made.
The thermal energy coefficient is

0.16
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0.01
0.06
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0.12
0.06
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0.05
0.03
0.02
0.02
0.03
0.01
0.05
0.04
0.01
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0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
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Figure 3. The stable states of the system of Figure 2.

cient t. At r=0.3 the proper stable states appear in 70% of
the trials. At r=0.8 all spurious states have disappeared.
Increasing r further to 0.9 reintroduces spurious states and
unstable states due to excessive randomness disturbing the
cells.
The best value of r can be determined automatically by
starting with a high value of r and reducing it gradually to
zero during simulation. This is analogous to an annealing
process in metals where the atoms settle into a minimum
energy configuration by gradually cooling the metal.
Further investigations have shown that it does not improve
the results over simulating the neural network with a fixed
optimum value of r. It only slows down the simulation. All
results presented in this paper will use fixed values of t.
In a machine vision system low level vision operations
will provide an initial labelling for objects in the scene. The
relaxation labelling process may then change some of
these labels to be more consistent with the labels of the
other objects. In the five object example problem this
corresponds to starting the system from a state similar to a
consistent state but with one or more segments having a
corrupted or incorrect symbol.
Figure 5 shows the results when the initial state is a
corrupted form of the desired state BCDBA. Before each
trial in an experiment the system is set to the state BCDBA
and then a subset of bits are chosen at random and
The Australian Computer Journal, VoL 19, No. 3, August 1987
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Figure 4. The stable states of the system of Figure 2 with various values
of r.
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C*
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E*
B*
A
B
E
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B
C
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C
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A
A
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A*
A

There were 200 trials made.
The thermal energy coefficient is

changed. The size of the subset is increased with each
experiment. Figure 5(a) shows the result when the symbol
in segment SEG1 has 5 and 30 bits corrupted. Clearly even
when the symbol is totally obliterated with all bits random
the context of segment SEG2 is sufficient to resolve seg
ment SEGl to its only possible solution, the symbol ‘B’.
Figure 5(b) shows the result when the symbol in seg
ment SEG2 is corrupted. Only when the number of cor
rupted bits exceeds 15 does the system begin to change its
solution. The Hamming distance between symbols is 15 so
at this stage the corrupted symbol becomes confused with
other symbols. Changing segment SEG2 to another sym
bol affects both of its neighbour’s segments SEGl and
SEG3. These three segments are the only ones that differ
between the two solutions so the system can flip between
solutions if segment SEG2 is interpreted as a B instead of a
C. As the number of corrupted bits increases the probabil
ity of the incorrect solution increases. With segment SEG2

0.28
0.26
0.24

0.26
0.29
0.20
0.23
0.01
0.01
0.01
0.01

0.90

completely corrupted both solutions are equiprobable
indicating that segment SEG2 is a critical feature when
interpreting the initial state.
Figure 5(c) shows some results when all segments are
corrupted. The same number of bits are corrupted in each
segment. Even with 10 bits/segment corrupted the system
is correct 98% of the time. The worst case is with 15
bits/segment corrupted when all initial segment patterns
are equidistant from proper symbols or their complements.
At this point both BCDBA and its complementary pattern
B*C*D*B*A* account for 54% of the trials indicating the
result is random as would be expected. Beyond this point
the complement becomes most prevalent. A complemen
tary symbol pattern could not appear in segments SEG 1 or
SEG2 in Figures 5(a) and 5(b) because it would be incon
sistent with its neighbours. The polarity of a pattern must
be consistent over all interconnected segments.
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Figure 5. The five object system behaviour with: (a) segment SEGl
corrupted by 5 and 30 bits; (b) segment SEG2 corrupted by 10,15 and
30 bits; (c) ail segments corrupted by 10,15 and 25 bits.

Figure 6 summarises the system performance in the
presence of corrupted bits (with extra data that was omit
ted from Figure 5 due to space limitations). The curves
show the probability of the correct solution as a function of
the proportion of bits per segment that are corrupted. The
curves from top to bottom correspond to the cases of
corruption in segments SEGl, SEG2 and all segments
respectively. The curve for all segments corrupted does not
include the complementary solution. This curve illustrates
the nearest-neighbour classification behaviour of the sys
tem. For deviations up to 12 bits out of 30 BCDBA is the
nearest stable state of the system and convergence to this
state is achieved with high probability. Beyond 14 bits out
of 30 the system converges to another state with high
probability. The transition however is not sharp.
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Figure 6. Success rate in the presence of noise.

5. SUMMARY AND CONCLUSIONS
This paper has presented an application of neural network
models to a task in machine vision, namely relaxation
labelling. A system was developed comprising coupled
neural assemblies to solve a simple set of constraints to
find consistent labellings of a group of objects. The simula
tion results show that the system can successfully solve the
set of constraints when the difficulties due to spurious
stable states are eliminated. Relaxation labelling is impor
tant as a technique to make a machine vision system
tolerant to noise corrupting its input by making use of
context. The simulation results show that the system can
tolerate a large amount of noise corrupting its inputs and
causing a faulty initial labelling of the objects.
Although the example shown is greatly simplified
compared with practical relaxation labelling tasks in
machine vision the results presented here demonstrate the
potential of neural network systems. The handling of
ambiguous labellings has not been considered. To achieve
this requires attention to the encoding process for labels so
that an input pattern can represent one or more labels. This
will require a more complex neural architecture.
The system developed was for a one dimensional object
neighbourhood graph. Clearly more complex neighbour
hood graphs can easily be accommodated. Each object is a
node in the graph and is replaced by a neural assembly.
The links between nodes become interconnections
between assemblies. All of the interconnected assemblies
at a node are adapted as a single associative memory using
The Australian Computer Journal, Vol 19, No. 3, August 1987
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equation (3). In this way we can develop a neural architec
ture for each specific labelling problem to be solved. Ulti
mately we wish to have a self-organising network that
through unsupervised learning develops a suitable archi
tecture to solve the problems it encounters, that is, artifi
cially intelligent. It can be seen that the kind of neural
architecture described in this paper could arise from self
organisation of a fully connected precursor network. If the
constraints are acquired adaptively through some training
algorithm we would expect the only nonzero connection
weights to be between cell groups for objects whose labels
have some correlation. Neglecting connections with zero
weights leaves the segmented architecture.
The investigation of neural networks is important
because they promise high performance with their parallel
and fault tolerant behaviour and because they promise to
lead us closer to the operating principles of the animal
brain which is the only example of a working intelligent
vision system that we have.
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Registration of Distorted Images from
Airborne Scanners
M.D. Craigt and A.A. Greent
This paper presents a solution to the problem of co-registering images, one or more of which was acquired by
an airborne scanner system. Globally defined tranformations of co-ordinates (e.g. high-order polynomials)
may fail to account for the complex, local distortions found within such imagery. But simple, linear
transformations suffice, provided the scene is first partitioned into subregions on a scale finer than the
distortions. Appropriate software permits large numbers of tie-points to be collected with relative ease. A
new algorithm is presented for computing the associated Dirichlet tessellation, which is used in deriving the
Delone triangulation. A grey-level-coded image of triangles, in register with the output grid, serves to guide
the resampling program at each point in the correct set of pre-computed transformation coefficients, this
being the set for the linear mapping based on the vertices of the encompassing triangle.
Keywords and Phrases: Delone triangulation, Dirichlet tessellation, image co-registration, piece-wise linear
transformation.
CR Categories: L4, J.2, G.1.1.

1. INTRODUCTION
Many applications of remote sensing require that two or
more images of the same terrain be brought into regis
ter. For example, studies of crop growth or of erosion may
involve the resampling, on a common grid, of Landsat
MSS Images acquired in different seasons of years. In the
case of Landsat data, the spacecraft provides a stable
platform and results in imagery relatively free of geomet
ric distortion. For this reason, simple co-ordinate trans
formations (e.g. low-order polynomial) are generally ade
quate for the resampling.
The opposite description applies to much airborne
scanner data (Green et aL, 1984; Parr, 1985). Here, the
instrument is often mounted directly to the airframe. Thus,
even after corrections for aircraft roll and detector lookangle have been applied, the remaining distortion can be
both considerable and complex. When two similar images
of, say, 1000 rows and columns are co-registered by
means of a simple transformation as described above,
misregistrations of 10-20 pixels, in all parts of the scene
and in all directions, might be not uncommon. A more
sophisticated resampling technique is therefore essential.
Geometric correction is essentially a problem of inter
polation. We know the correspondence at selected tiepoints and wish to interpolate this information to other
points of the output grid. The most obvious modification
for dealing with warped imagery involves use of higherorder polynomials. Thus, we have successfully corrected
smoothly varying distortions in aircraft imagery by
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of this
material is granted, provided that the ACJ’s copyright notice is given and
that reference is made to the publication, to its date of issue, and to the
fact that reprinting privileges were granted by permission of the
Australian Computer Society Inc.

expressing input co-ordinates as double series expansions,
of bi-degree (7,5), in the output co-ordinates. Precision
problems in computing the transformation constants are
avoided if Tchebychev cosine functions form the polynom
ial basis, while excessive computation during resampling
can likewise be avoided through the use of look-up tables
for these functions.
There are, however, cases where globally defined map
pings are inappropriate. For example, a generally good
image may have places where the recording device was
temporarily deactivated, so that a dozen or more consecu
tive scan lines are missing altogether. Such local disconti
nuities should be quarantined, lest they affect the mapping
computed for use elsewhere.
We describe here a suitable “local” algorithm for mut
ually registering two or more images. One image is chosen
as standard, the others being resampled into its co-ordinate
system. If the standard image is undistorted, the procedure
amounts to geometric correction. For example, airborne
imagery with a pixel size comparable to the 80 m Landsat
pixel can be corrected by choosing a (possibly resampled)
Landsat image as the standard. In other cases the end
product will be images that, although uncorrected, are at
least mutually compatible.
The improved registration obtained from the technique
depends upon subdividing the scene into a large number of
small triangles. A separate linear transformation is applied
within each triangle, the mappings for adjacent triangles
agreeing with each other along the common boundary.
Registration is exact at the vertices, which coincide with
ground control points (tie-points). Misregistration in the
interiors of triangles decreases in severity as the triangles
are made smaller.
The five stages of processing for each non-standard
image are as follows:

t CSIRO Division of Mineral Physics and Mineralogy, POBox 136, North Ryde, NSW, 2113, Australia. Manuscript received April 1987; revised June 1987.
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(a)

Rough resampling to the standard grid, to facilitate
step (b).
(b) Collection of tie-points by semi-automatic compari
son of the standard and rough-resampled images.
(c) Tessellation of the standard grid with respect to the
system of tie-points.
(d) Triangulation of the system of tie-points and deter
mination of the transformation appropriate within
each triangle.
(e) Precision resampling of the (original) non-standard
image onto the standard grid.
The results are illustrated with photographs of actual
scanner imagery.
An appendix treats an earlier attempt at scanner image
rectification that we had not thought to mention, until a
referee raised the matter again.
2. ROUGH RESAMPLING
Approximate alignment with the standard image is
achieved by conventional resampling (Rifman, 1973;
Friedmann, 1981; Craig and Green, 1987). Some halfdozen tie-points are used in establishing a low-order poly
nomial transformation that expresses non-standard row
and column numbers in terms of the standard image co
ordinates. In the next section we refer to this transforma
tion by the symbol T. Bilinear (or even nearest neighbour)
interpolation is used in resampling to the standard grid.
The standard and rough-resampled images share a
common grid, and can be displayed simultaneously in
separate channels of the image monitor. Registration will
be adequate for recognising similarities between the two
scenes, thus allowing an operator to proceed with collect
ing tie-points for the intended, precise resampling (see
Figures 1 and 2).
3. COLLECTION OF TIE-POINTS
Certain applications may call for a high degree of
registration within particular, small areas of interest, while
matching elsewhere is considered less critical. The tiepoints will then be clustered in some regions but their total
number may be fairly small. Good registration over a
whole scene, on the other hand, will require a uniformly
fine triangulation that may involve well over a hundred
vertices.
To spare the operator an intolerable task in such cases,
we have developed an interactive procedure for semi
automatic collection of tie-points. Both the standard and
resampled images are displayed. The operator selects suit
able tie-points in the standard image, and also points to the
general vicinity of each corresponding point in the
resampled image. The exact location of the tie-points in
the resampled image is then estimated by a pattern
matching procedure.
Thus, at the time of scheduling the tie-point routine
from the image display program, the user is required to
specify a “box-size” and a “roam-distance”. Typical
answers might be 17, 5 pixels, respectively. To select the
resampled point R corresponding to the standard point S,
the procedure computes the coefficient of correlation
The Australian Computer Journal, VoL 19, No. 3, August 1987

between a 17-by-17 pixel standard subimage centred at S,
and a second 17-by-17 resampled subimage centred at R’.
This action is taken for all points R’ whose row and column
co-ordinates differ by at most 5 from those of the corres
ponding point suggested by the operator. Then R is that
one of 121 points R’ that determines the largest correlation
coefficient. The work of pattern-matching is performed
while the operator is deciding on the next feature, and does
not noticeably interfere. By its incorporation, the task is
made faster and less fatiguing.
The recorded tie-point data comprise the co-ordinates
of S, together with those of R, following application of the
transformation T (see previous section) to convert them to
co-ordinates within the unresampled non-standard image.
Finally, the tie-points are sorted so that the first S co
ordinates (standard line numbers) increase monotonically.
This feature is used to advantage in the next stage of
processing.
4. TESSELLATION
Once the locations of tie-points within the standard grid
are known, we have the task of constructing a triangula
tion of the space with those points as vertices. An image of
triangles with differing grey levels is used in resampling to
the standard grid. Thus, the grey level of a given output
location indicates the triangle that it occupies, and so
determines the linear transformation to be applied there.
The problem of deciding which pairs of a large number
of points to join is a non-trivial one, but readers already in
possession of suitable algorithms can certainly adapt them
to the present task. The method of triangulation described
in the next section is based on the so-called Dirichlet (or
Voronoi) tessellation of the space in relation to the given
point set. We partition the output grid into nearest neigh
bourhoods of the given points, i.e. clusters of grid-points
closer to one particular tie-point than to any other.
A computer algorithm for tessellation was given by
Green and Sibson (1978), who deduced the tessellation
from a triangulation, the reverse of the procedure that we
follow. See also papers by Akima (1978), Lee and Schachter (1980) and Watson (1981). The algorithm described
here (which we believe may be original) is raster-based
rather than vector-based, and is thus an “imageprocessing” solution of the tessellation problem.
To facilitate tessellation, the dimensions of the standard
image are chosen to be of a special form. We require that,
for some moderately large value of N (say N = 4,5,6), the
numbers of rows and columns should both be congruent to
unity modulo 2N. The original standard image may some
times need to be copied to a slightly larger file, the extra
space being filled by, say, zero values.
The choice of dimensions described above greatly
accelerates the tessellation process by allowing use of a
“multi-grid” technique, which we have elsewhere applied
to periodic completion of aeromagnetic data in image
format, preparatory to Fourier domain filtering (Craig and
Green, to appear). An image is written in which each pixel
is assigned a grey level equal to the ordinal number, within
the tie-point file, of the closest (standard grid) tie-point.
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However, the assignment is not at first attempted for every
pixel, but only for that sublattice of points comprised of the
top-left pixel of the image, and pixels separated from it by
multiples of 2N rows and columns.
The tie-point nearest a given point of this coarsest grid
is obtained as follows. The row-coordinate of the current
grid point allows the procedure to position fairly accu
rately to the nearest tie-point by virtue of the file-ordering
described at the end of the previous section. Knowing the
distance, say d, to one tie-point, the procedure explores in
both directions from that point seeking the smallest sepa
ration. A limit is placed on the extent of these excursions by
the obvious disqualification of tie-points differing in rownumber from the given point by more than d.
Once the assignments have been made for all grid
points in a given row of the grid, a comparison is made
with the previous row, retained in memory. In certain
cases, two adjacent points of the current row will have the
same grey level. If the two points vertically above them in
the previous grid row also have that grey level, then the
same tie-point must refer to the entire square of the fullresolution image whose corners are the four points. In fact,
the Dirichlet tile enclosing a particular tie-point is
bounded by a polygon, with each side L the orthogonal
bisector of the join to some other tie-point. Any two points
of the tile lie on the same side of L, so their join will be a
line segment on that side. The tiles are therefore convex
sets. The program takes advantage of this convexity by at
once painting in all such squares discovered to lie between
the two grid rows.
A second pass through the image repeats the process on
the finer grid with separation 2N~> between points. One in
four of these points belongs to the coarse grid, so a further
search will not be necessary. If the image is initially preset
to grey level zero, pixels already assigned to a tie-point
can, at a later stage, be recognised by their non-zero
values.
New points not belonging to the original grid will also
be found with non-zero values. These are points where no
tie-point search has been made, their values having
resulted instead from the square-filling operation des
cribed above. As the program proceeds through succes
sively finer grids to the full-resolution image, the number
of these unexamined points increases rapidly. Such points
are responsible for the efficiency of the algorithm, making
it possible to assign the nearest tie-point to every pixel in
the image, while making an explicit tie-point search for
only (typically) 5-15% of all pixels.
For understanding later mistakes of resampling, it is
sometimes necessary to inspect the tessellation visually.
There are generally more tiles than visually distinct grey
levels, hence a graphics band containing the polygonal
outlines is a great convenience. It can be constructed by
reading the completely tessellated image and so flagging
points of vertical or horizontal grey-level alteration. The
resulting lines are not ideally thinned, but are adequate for
the intended purpose (see Figure 3).
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5. TRIANGULATION
In the so-called Delone triangulation, two points of the
vertex set are joined by an edge on condition that the
Dirichlet tiles that they determine share a common boun
dary. The triangulation procedure accepts, as input data,
the tie-point fde, and the tessellated image. Its output
consists of a painted image of triangles and an ancillary
data file, whose records contain the six coefficients for
linear mappings to be applied as described at the start of
the preceding section.
The five stages of action are:
(i) Inspect the tessellated image to determine all tiles
adjacent to each tile.
(ii) Write a graphics image containing straight line
joints between pairs of neighbouring tie-points
(determining adjacent tiles).
(iii) Determine the triangles bounded by the resulting
system of edges.
(iv) The number of triangles being known, create the
ancillary file with that number of records. Compute,
and load the corresponding record with, the six coef
ficients of the linear mapping relevant to each
triangle.
(v) Paint an image of triangles, labelling each triangle
with a grey level giving its sequence number.
The algorithm for step (i) involves comparing each
pixel of the tessellated image (except the first row and
column) with its three immediate predecessors. Consider
the scheme of neighbouring grey levels
A
B
C
D
where D is the grey level for the current pixel. We save the
pairs:
B,D if B # D
C,D if C # D and C # B
A,D if A # D, A C, A # B and B^C.
When A,B,C,D are all distinct, the algorithm will at
some point recognise all six possible adjacencies except
BC, thus avoiding overlapping triangles. The role of the
condition B ¥=■ C is to inhibit the pairing of A,D when these
points are separated in the image by a cape of single-pixel
width. The theoretical convexity of tiles is not faithfully
represented in raster-based imagery, and acute vertices of
polygons sometimes take this form.
The grey-level pairs are added to a two-column buffer
as collected. When full, the buffer is multiply sorted to
bring the pairs into dictionary order (in which, e.g. (1,2) <
(2,1) < (2,2)). This sorting collects together all repetitions
of each pair. The program can then quickly recognise the
distinct pairs collected, and so update a second, doublyindexed buffer used in recording, for each tile, the number
of adjacent tiles and their grey levels.
When the process of identifying neighbours is com
plete, the lists of grey levels are sorted into increasing
order. To allow a permanent copy to be kept, the results for
each tile are added to the corresponding tie-point file
record. The i-th record of the tie-point file will then have
the form:
x y u v n j k ....
The Australian Computer Journal, Vol 19, No. 3, August 1987
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Here (x,y) and (u,v) are line and pixel co-ordinates for the
i-th tie-point, in standard and non-standard images respec
tively, n is the number of neighbours, and j < k < ... are
record numbers of the n neighbouring tie-points (equally,
the grey levels of the tiles they occupy). In preparation for
step (ii), the sets of four co-ordinates x, y, u, v are simul
taneously read from the tie-point file to a third buffer.
Processing for step (ii) involves finding, for each tiepoint, the standard image co-ordinates of points on all the
line segments to its higher-numbered neighbours. The
two-column buffer of step (i) is used now for storing these
co-ordinate pairs as computed. When full, the buffer is
sorted on line co-ordinates and the graphics image
updated.
Co-ordinate pairs for each line segment are determined
from the point-slope form of the equation. To avoid
broken lines (as well as lines of infinite slope) it is neces
sary to choose row to be a function of column number, or
vice versa, so as to minimise the absolute slope.
Step (iii) makes use of the neighbour lists accumulated
in step (i). The first triangle is comprised of the first tiepoint, its lowest-numbered neighbour, and a third tie-point
that is a common neighbour. If we denote the three points
as A,B,C then our method is to choose C as that neighbour
of B found on making the tightest possible left-hand turn at
the end of the journey from A (see below). If the tightest
left-hand turn at the end of the journey from B to C
recovers the point A, then ABC is a counter-clockwise
circuit whose interior can contain no other tie-point; it
encloses our first triangle. In some cases a fourth point D
will be discovered instead. Such instances of closurefailure are reported by the program but are not necessarily
errors. For example, the top edge of the triangulation may
contain a U-shaped section (Figure 4).
The second triangle AB’C’ will use the next neighbour
of A, say B’, for its second vertex, C’ being found in the
same way among the neighbours of B’. When all neigh
bours of the first tie-point have been exhausted, the second
tie-point becomes the point A. To preclude repetition, the
construction of any triangle ABC is abandoned as soon as
it is discovered that (with the obvious ordering) B < A or C
< A.
It remains to specify the technique used to select C,
giyen A and B. If C’ is any neighbour of B (other than A),
the cosine of the angle between AB and BC’ can be deter
mined from the lengths of these displacements and their
scalar product, but is the same for turns to the right or left.
The vector cross-product effects this distinction. Thus, if ij
are unit displacements in the respective directions of
increasing row and column number, k = i A j and
AB = pi + qj, BC’ = ri + sj
then
AB A BC’ = (ps-rq) k
where the coefficient of k is positive or negative according
as AB,BC’, k form a right or left-handed system of vectors.
The result of processing is a list of triples A,B,C. From
these data it is easy to complete step (iv), each set of three
points serving to determine a unique linear transformation.
We record vertex numbers as well as mapping coefficients
The Australian Computer Journal, VoL 19, No. 3, August 1987

for each triangle, thus preserving information useful in
tracing errors.
Step (v) uses a simple region-filling algorithm for paint
ing regions of an image file delineated by closed boundar
ies in a second, graphics image.
A check on the success of the triangulation procedure is
provided by Euler’s classical formula relating F,E,V — the
numbers of faces, edges and vertices. We should have
(F + 1) — E + V = 2,
the unbounded region surrounding the triangulated part of
the image being reckoned as an additional face. Additional
formulae are given by Lee and Schachter (1980).
6. PRECISION RESAMPLING
The image resampling is effected in a manner broadly
similar to conventional procedures for resampling by twodimensional interpolation (Rifman, 1973). Our existing
system can process images partitioned into as many as 450
triangles.
The output grid is divided in vertical strips of a width
selectable by the operator. The input lines needed for
constructing the top line of the first strip are then read into
memory. The program reads a slightly wider section of the
input image than actually necessary, thus anticipating a
possible change in requirements for the next line.
The main point of difference from conventional proce
dures is that we can not easily estimate input requirements
for the entire strip, which will overlap many triangles.
When the input section needed for a particular row strays
outside the allowed limits, there is no alternative but to
discard the saved portion of input image and recompute
new column-number limits. It may even occur that, due to
an over-ambitious choice of strip width, the input require
ments on some triangles exceed memory limits. The
remedy then is to restart with narrower strips.
7. THE ILLUSTRATIONS
Figures 1 and 2 show successive stages in the growth of a
test-burn near Nannup, WA, conducted early in 1983, in
connection with “Project Aquarius” (Green et al, 1984).
Dirt tracks, intersecting the darker vegetation, run below
and to the left of the bright fire zone. The earlier stage
(Figure 2) was chosen for the standard grid, which mea
sures 321 rows by 513 columns (i.e. 26-5 + 1 by 29+ 1).
With monochrome illustrations it is difficult to give any
but a weak indication of the relative warping of the two
images, or of the good co-registration obtainable. How
ever, some idea of the difference between rough and preci
sion resampling may be gained from their effects on a
regularly spaced mesh of lines, of constant row or column
number, superimposed on the raw, non-standard image.
Thus, in the rough-resampled image (Figure 1) the “verti
cal” and “horizontal” systems of lines are no longer
orthogonal. In Figure 2, the mesh alone has been
precision-resampled, and is superimposed, with evident
warping, on the standard data.
Figure 3 shows outlines for the system of tiles surround
ing the 177 tie-points, while Figure 4 depicts the edges in
the system of 312 triangles.
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Figure 1. Rough-resampled Non-standard Image.
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Figure 2. Standard Image with Precision-resampled Regular Mesh.

8. CONCLUSIONS
Imagery from airborne scanner systems involves distor
tions that render the uncorrected data unusable for many
purposes. The causes of geometric error include detector
look-angle and aircraft attitude variations, and displace
ments from rectilinear flight due to variable crosswinds
and thermal updrafts, especially during low-level scanning
of bushfires.
While some distortions (e.g. aircraft roll) are systematic
enough to allow correction using in-flight recording of
aircraft parameters, exhaustive modelling of errors seems
to be unrealistic. A non-parametric treatment based on
tie-points has therefore been preferred. We have imple
mented software for the rapid, semi-automatic acquisition
of large numbers of tie-points, and devised programs for
resampling according to both local and global transforma
tions of image co-ordinates.
Local transformations are inherently better suited to
the types of distortions expected from data acquired during
low-level or turbulent flight, or where there were problems
with in-flight recording of data. We have given algorithms
for the tessellation and triangulation stages used for this
case. These extra steps appear to give an advantage to
global co-ordinate transformations. However, as the slow
est stage, collection of tie-points, is common to both
procedures, there is actually little difference in overall
execution time between them.
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APPENDIX
Let (x,y) be map co-ordinates and (u,v) co-ordinates
within a distorted image. Since scan lines (u = constant)
image straight lines on the map, we have equations of the
form
x = a + bv, y = c + dv
where a,b,c,d are functions of u (to be interpolated from
tie-point information).
The main difficulties that we found upon implementing
this approach were:
(a) The theory is valid only for image-to-map
rectification.
(b) Determining a,b,c,d for a single value of u requires
finding two tie-points on the same input line.
(c) Since we do not have u,v as functions of x,y, resam
pling cannot use pixel-filling. We then encounter the
usual gap-and-overlap problems of carryover
resampling.
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Enough has been said earlier to suggest why these
difficulties should be particularly acute for Aquarius data.
BIOGRAPHICAL NOTES
M.D. Craig received BSc (1965) and MSc (1968) degrees
from the University of Sydney and a PhD (1972) from the
University ofMichigan Following teaching appointments in
mathematics at the University of Toronto, SUNY (Buffalo),
and Western Illinois University, he joined the CSIRO Div
ision ofMineral Physics in 1981 and has been involved with
the processing of remotely sensed data for mineral
exploration
A. A. Green obtained his BSc and PhD (1971) in physical
chemistry from the University of Western Australia. After
two years ofpost-doctoral work at the Department of App
lied Earth Sciences at Stanford University, he joined the
CSIRO Division of Mineral Physics and is now Assistant
Chief of the Division He has worked on developing remote
sensing techniquesfor mineral exploration, including studies
of the spectral reflectance properties of rocks and soik and
the development of image processing techniques for the
enhancement of Landsat data.

153

Some Image Processing Aspects of a
Military Geographic Information System
D.G. Nichol, M.J. Fiebig, RJ. Whatmough and PJ. Whitebreadf
A Military Geographic Information System (MGIS) is a collection of datasets describing spatial characteris
tics of a region such as terrain elevation, soil type, vegetation type, tree spacing, canopy closure etc. Such
datasets are very expensive to produce by ‘ground truthing’ and it would be much more cost-effective if such
ground truthing could be done by the analysis of satellite imagery. In addition, most MGIS datasets are
stored as two dimensional raster files and their analysis is thus amenable to various image processing
techniques. This paper examines image processing techniques which are applicable to the assembly and
analysis of spatial datasets. These include the use of covariance techniques on satellite multi-spectral images
and the efficient use of quadtrees and region ajacency techniques for spatial information extraction. An
example of the use of such data, the simulation of radar and visible sensor views, is given.
Keywords and Phrases: Geographic Information System, quadtrees, region adjacency graph, radar simula
tion, multi-spectral classification.
CR Categories: H.3.3,1.4.8,1.3.7.

1. INTRODUCTION
There has been much recent interest in the establishment
of Geographic Information Systems (GIS), especially in
countries such as Canada and Australia which are
resource rich and sparsely populated. A GIS is basically a
spatial database containing various datasets describing
land attributes (soil, vegetation, elevation etc) and other
environmental information for a given region. The estab
lishment of a GIS for Northern Australia, whilst clearly a
very formidable undertaking in view of the vast area
involved, would prove invaluable for operational planning,
especially if datasets needed to predict cross-country
movement and intervisibility were included. Assembling
the datasets for such a Military Geographic Information
System (MGIS) would be very difficult and expensive if the
data had to be collected entirely manually (by ‘ground
truthing’). There would clearly be major cost benefits if the
datasets could be assembled without, or with a minimum,
of ground truthing. It is for this reason that satellite and
airborne sensors are being so widely investigated for the
extraction of terrain datasets. The actual contents of any
GIS depend to a certain extent on the application; thus a
database for agricultural planning would be somewhat
different to one for mineral exploration. Whilst an MGIS
would contain certain types of data unique to military
operational planning many of its datasets would be similar
to those required for civil applications. There are thus
significant potential savings, of both time and cost, in the
sharing of datasets between GIS developers. Having
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that the ACJ’s copyright notice is
given and that reference is made to the publication, to its date of is
sue, and to the fact that reprinting privileges were granted by per
mission of the Australian Computer Society Inc.

assembled the database the question of interrogating it
arises. As the ultimate use of a GIS is to assist human
decision making it is necessary to extract, and display, the
stored information in the most efficient method for opti
mum machine-operator transfer.
In the present paper our approaches to some of the
above problems are described. These include an attempt to
reduce the necessity for ground-truthing by the use of
covariance measures in multi-spectral satellite images,
using multi-valued quadtrees for storing and extracting
spatial information and the use of graph theory to extract
higher order spatial relationships from the datasets. As an
example of an MGIS application, the problem of predict
ing sensor views from a given position in three dimen
sional space, is considered.
2. THE EXTRACTION OF TERRAIN INFORMATION
FROM MULTISPECTRAL SATELLITE IMAGERY
2.1 Classification of Wide Areas
The use of multispectral satellite data in an MGIS makes
available continuously updated terrain data previously
available only by reconnaissence. Multispectral images of
the earth collected by satellite sensors such as the Landsat
Thematic Mapper (TM), Landsat Multispectral Scanner
(MSS), and SPOT High Resolution Visible (HRV) instru
ment are routinely used to identify agricultural crops and
surface geology using maximum likelihood (ML) classifi
cation techniques (Swain and Davis, 1978). However,
applications in agriculture are generally limited to small
areas (1 km x 1 km), using extensive ground-truthing, and
the use of the data in geology is generally to provide an
overall view for experienced geologists who use all availa
ble resources to collect supplementary data. The military
requirement is for classification of wide areas with min
imal ground-truthing to provide information such as soil
moisture content, vegetation density, and water levels.

tImage Processing and Classification Group, DSTO Electronics Research Laboratory, DRCS, GPO Box 2151, Adelaide, South Australia 5001. Manuscript
received March 1987; revised June 1987.
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In trying to construct an MGIS covering a wide area
from, for example, many Landsat MSS scenes, a severe
limitation when performing classification is that groundcover spectral radiance signatures cannot be transferred
from one scene to another. This becomes especially limit
ing when using scenes taken at different times of the year,
where the spectral radiance of the illumination incident on
the ground changes due to varying sun angle. The current
(impractical) solution is extensive ground-truthing. Spec
tral is also affected by haze and aerosols, common in
Northern Australia. Some research based on image pro
cessing techniques is being investigated to compensate for
unknown changes in illumination.
2.2 A New Approach to Multispectral Classification
Acting on the assumption that the transfer of spectral
signatures could be facilitated by reducing the sensitivity
of classification methods to varying illumination, some
research has been conducted into the use of classification
guided by a measure of multi-spectral texture. The algo
rithm being developed uses ‘pattern recognition by obser
vation correlations’ (PROC) to give a measure of how
much the correlation between spectral bands in a test set of
observations resembles the correlation between spectral
bands in a reference set of observations. The technique has
been used previously to recognise talkers from samples of
their speech (Bogner, 1981).
The implementation for use with images (Whitbread
and Bogner, 1987) seeks to exploit the natural covariance
in remotely sensed data (Schowengerdt, 1983). A pixel is
characterised by the spectral correlation of pixels in its
neighbourhood. The pixel is placed in the class for which
the similarity to the spectral correlation of the pixels in the
class’s training set is greatest. The algorithm proceeds as
follows:
For each of r reference sets:
form the covariance matrix of X„ the pixels defined by
the r th training area,
Cxr= [Of— a) (Xj — Xj)]
where ij = l ... M spectral bands, and
find the eigenvectors Er and eigenvalues Kn of Cxr,
which is real and symmetric.
For each pixel of interest:
form the covariance matrix of Y, the neighbourhood of
the pixel of interest
Cy = [O';— TiXy— }))]
For each of r classes:
transform Cy to covariance matrix Cw
CWj. = (\A.)~‘ E/ Cy Er (x/A)~'
and then calculate the distance metric Dr
Dr = Vi Nr | j| ([CWr].. - <5j,)2

Table 1. Contingency Table for Secondary Image Classifications.

Class assigned by PROC (% true class)

Estimated
true
class

SEA

CLOUD

URBAN

TREES

GRASS

SEA
CLOUD
URBAN
TREES
GRASS

99.1
n.a.
9.9
7.9
7.8

0.0
n.a.
0.3
0.0
0.0

0.0
n.a.
54.0
11.6
48.0

0.5
n.a.
18.4
72.7
36.1

0.4
n.a.
17.4
7.8
8.1

Estimated
true
class

Class assigned by ML (% true class)
SEA

CLOUD URBAN

TREES

GRASS

SEA
CLOUD
URBAN
TREES
GRASS

34.5
n.a.
0.0
0.0
0.0

2.1
n.a.
52.5
0.6
58.4

0.0
n.a.
0.1
42.8
0.1

0.6
n.a.
1.2
14.7
0.3

62.8
n.a.
46.2
41.9
41.2

(Haralick, 1979). This leads to an inevitable reduction in
resolution (as with most ‘texture’ measures), but it is consi
dered to be of less importance considering the wide area
goals of this type of classification.
Initial tests have been carried out using Landsat MSS
data. Classification of a sub-scene of Adelaide (October
1984) was performed using statistics generated from train
ing sets in another scene of Adelaide (March 1985).
Standard ML techniques demand that the classifier be
retrained for each new scene. The results of ML classifica
tion and PROC classification using the new method are
/presented in Figure 1, and the results compared using
contingency tables in Table 1. The class map produced by
ML was not useful, with the majority of pixels being
mis-classified as cloud. The results from PROC classifica
tion, are much more realistic; some misclassifications can
be seen, but these are mostly caused by expected artifacts
of texture based processing. Further work is being carried
out to combine the PROC and ML techniques in an effort
to produce an automatic wide area classifier.

water
cloud
urban
trees
grassland
Classification
using Max Likelihood

c loud
urban

where <5 is the Kronecker delta function.
The pixel of interest is assigned to the class with the
smallest value of D.
The implementation uses the moving window
approach used with boxcar filters and texture classifiers
The Australian Computer Journal, Vol. 19, No. 3, August 1987

grass 1 and

using PROC
Figure 1. Classification of part of Landsat MSS Adelaide Scene.
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3. SPATIAL INFORMATION EXTRACTION I:
MULTI-VALUED QUADTREES
A quadtree is a hierarchical data structure used to describe
spatial relationships in binary or grey level images or two
dimensional datasets (e.g. Samet, 1980). One very useful
attribute, from a GIS viewpoint, is that data of different
spatial resolutions may be compared using quadtrees by
generating terminal nodes of both sets at the same
resolution.
Quadtrees are usually stored dynamically and are ref
erenced using a pointer structure, however one of us (MJF)
has investigated a technique to store quadtrees as an
indexed array of records. In an indexed array of records the
indices of the array are the implicit pointers of the quad
tree. Each record contains four values representing the
NW, NE, SW and SE quadrants. For an 8-bit image the
array indices begin at 256, because any value less than this
represents either the grey level value of a pixel or the mean
of a group of pixels^
In this approach the quadtrees are optimised for storage
such that a node will be referenced more than once if
multiple nodes with the same characteristics are found
within the tree. The savings made through this optimisa
tion can be quite substantial as even small images have non
unique nodes. The efficiency of storing quadtrees using
this method can be seen by comparing the number of nodes
needed to store a standard test image. To store a black
circle inscribed in a 1024 x 1024 square requires 5198
terminal nodes (leaves) using standard quadtrees accord
ing to Tamminen (1984). Our method requires only 217
leaves. It is also interesting to note that this compares
favourably with the Translation Invariant Data Structure
method advocated by Scott and Iyengar (1985); their
method requires 601 leaves.
In addition to compact storage other properties of quad
trees can be used for processing a GIS which contains, for
example, data from many different sources and spatial
resolutions. Map data such as contours, or slope informa
tion may be combined with classified Landsat Thematic
Mapper (TM) and ground truth data and be used for local
terrain analysis. In this way quadtrees may be used to
locate particular regions of specific characteristics. As a
simple example consider the problem of determining
which regions on a map are likely to be accessible by a
wheeled vehicle at any time of the year. Suppose that
information on terrain slope and mean wetness index
(based on historical records of inundation) is available in
the GIS. Thus for any given point on the map a value of
slope and wetness is available and this could be used as
input to a simple decision scheme to determine the relative
accessibility of that point. An example of a rule from a
typical decision scheme is:
R7: any area that has a slope >=10% OR has wetness
index=7 (longterm inundation) is assigned an accessi
bility code of 24 (inaccessible)
Figure 2 shows the results of this processing for datasets of
the Batchelor (NT) 50,000 map sheet. The values shown
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Figure 2. The results of combining the datasets for wetness and slope
using optimised quadtrees. Inaccessible areas are shown as dark.

vary from black (inaccessible) to white (always
accessible).
4. SPATIAL INFORMATION EXTRACTION II:
A GRAPH THEORY APPROACH
For some types of queries it will be necessary to find
topological relationships between different regions in the
MGIS datasets. For example in determining the suitability
of a beach for a landing site it will be necessary to consider
the characteristics of nearby, or enclosing, regions so as to
incorporate in the classification algorithm such aspects as
depth of water, impassable terrain, existence of potable
water and closeness to lines of communication. The
approach used to investigate this problem is based on a
region adjacency graph (RAG) analysis of the data. As
seen below this provides a very efficient way of encoding
and subsequently extracting information about such spa
tial relationships.
4.1 The Region Adjacency Graph (RAG)
Figure 3 shows a simple segmented image and its the
region adjacency graph (RAG). Each vertex of the RAG
corresponds to a homogeneous region in the segmented
image and an edge is drawn between vertices if the corres
ponding regions are neighbours. Historically the RAG has
been employed as a region analysis technique on highly
processed images with few remaining regions. A typical
example is the analysis of radiographic images as des
cribed by Harlow and Eisenbeis (1973). In their example
the number of regions analysed was of the order of 20. For
a human interpreter analysis of an RAG of this size is not
difficult and there is little to be gained by providing com
puter assistance. Some rather more complex images are
demonstrated in Pavlidis (1977) and Horowitz and Pavlidis (1976). More recently one of us (Nichol, 1987) showed
that significantly more complex images can be usefully
processed by the RAG method; in this study a satellite
The Australian Computer Journal VoL 19, No. 3, August 1987
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z

As described in Nichol (1987), each atom may be
regarded as the vertex of a graph G = (V,E) where V is the
set of the vertices and E is the set of edges. That is,
V = (vk| 0 < 1 < K)
and E is a set containing two element subsets of V. In terms
of the label map, an edge
= (Vt, Vj) e E

label map of
connected regions
level
Z
0

1

2

3

i
region adjacency
graph of above map

Figure 3. A simple image and its region adjacency graph.

ocean image containing some 500 regions was searched
for ‘eddy-like’ structure. For the present application the
number of regions which must be processed is larger than
this by one or two orders; nevertheless it has been shown
(Nichol, to appear) that RAG techniques can easily handle
images of such complexity.
4.2 Linked List Representation of the RAG
Suppose the dataset to be processed is represented, in
raster format, by the function p(x,y) which is stored as an (8
bit) array of size MxN. The first step to be performed is to
label all the connected regions in p(x,y). The algorithm to
achieve this is described in Nichol (1987) and results in a
label map g(x,y), also of size MxN (usually 16 bits per
pixel), such that the value ofgQc,y) is equal to the identifica
tion label (an integer) of the elementary connected region
(or atom) to which pixel (x,y) belongs. Thus if there are K
distinct atoms in p(x,y) then these will be labelled from 1 to
K
The Australian Computer Journal Vol 19, No. 3, August 1987

if the atoms v, and y, are adjacent. To assemble the RAG
the approach adopted involves searching g(x,y) for adja
cent atoms and recording those found using the linked-list
data structure of Pascal. This is an efficient technique as
storage is only allocated if regions actually touch. In the
method proposed information about each edge connecting
to the vertex v, is stored as the Pascal type record with the
final element of each record pointing to the next edge
connecting to v, (Horowitz and Sahni, 1984). The last
element of the last record for the v, linked-list points to the
empty element nil. In addition to storing information
needed to describe G it is proposed that other information
of relevance to database searching, of the type discussed
below, can also be stored in each edge record (for example
the number of ‘touching’ pixels in the two atoms).
Figure 4 illustrates schematically the proposed process
for the simple image shown in Figure 3. A one
dimensional array PointLast of length K of pointers is
established. The element PointLast [k] points to the most
recently found edge connecting v,. All elements of PointLast initially point to the empty element nil. As each new
edge is found the elements in this array are updated to
point to the new edge record.
To illustrate the usefulness of the RAG method, a 640 x
512 subset of a Landsat MSS image of the Darwin region,
classified using the standard maximum likelihood method
(Swain and Davis, 1978) will be considered. The classifi
cation for 8 training classes generated 15,951 atoms. The
training areas were chosen to be nominally representative
of the following terrain classes: deep water, shallow water,
mangrove swamps, woodlands, forest, mudflats, urban,
cloud. Assembling the RAG from the label map of this
image took approximately 120 seconds (CPU time) on
VAX 11/750 in a VMS/Pascal/Lucid (Logica’s image
processing package) environment.
4.3 Searching the RAG
Having assembled the RAG it is possible to use it for
spatial relationship searches. The first example given is
region merging and the second is enclosed region search
ing. The usual reason for merging regions in an image is to
simplify it to facilitate higher order analysis. This is partic
ularly important in multispectral classification where, due
to the large ground footprint of such systems (typically in
the range 20 m x 20 m to 80 m x 80 m) each pixel may
contain a mixture of terrain types. This leads to misclassifications, especially on the boundaries of large homogene
ous regions or for pixels containing isolated objects (such
as trees). A merging algorithm known as RAGfill has been
developed to attempt to use contextual information to
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Figure 4. The linked list representation of the RAG seen in Figure 3.

correct such misclassifications. In this algorithm, which
space will not permit to be described in detail, the graph G
is searched for regions smaller than a given size; these are
then merged with one of the adjacent regions according to
some decision algorithm. Figure 5 shows the result of
RAGfill on the classified MSS image of the Darwin region
mentioned above. In this case, atoms smaller than 5 pixels
have been merged with the neighbour with which they are
most in contact. This image now contains 3352 atoms
which makes its subsequent analysis much quicker.
The concept of enclosure, whilst a natural one for
humans, is surprisingly difficult to incorporate in a pro
gram. It is however almost essential to achieve this for
much GIS searching involves such queries as: what is the
total area of soybean fields surrounded by wheat fields? An
algorithm (RAGclass) has been written to perform such
inventory assessment and whilst, once again, details can
not be given, this has been shown to be an efficient tech
nique. Figure 6 shows the results of RAGclass performed
on Figure 5. The inventory query here was the identifica
tion and extraction of all atoms completely enclosed by
mangrove regions. In Figure 6 the enclosed atoms found
and the outlines of the enclosing mangrove are shown.
5. USING THE MGIS FOR SENSOR SIMULATION
AND PREDICTION
Aircrew of both fixed and rotary winged aircraft use radar
or visible landmarks to navigate to a target. They need to
become familiar with the appearance of a target area, both
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to the eye and on a radar scope, often without the benefit of
a previous visit. Whilst maps provide a very useful guide to
the geomorphology of a region the extraction of quantita
tive three dimensional information from them is very time
consuming.
The Royal Australian Survey Corps are preparing dig
ital maps of large areas of Northern Australia. The availa-

•

«'

y\
■SMB
Figure 5. The RAG representation of an ML classified image of part of
the Landsat MSS Darwin scene has been used to merge regions of 5
pixels or smaller. Only 3,000 of the original 15,951 regions are left in the
classified image and are shown.
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Figure 6. The RAG representation of Figure 5 has been used to search
for atomic regions which are completely enclosed by mangroves. The
regions found and the outlines of enclosing mangroves are shown.
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Figure 7. Radar simulation of Batchelor region.

bility of these maps means that computer predictions of
radar scope and oblique visible views of an area from an
aircraft will be feasible. These datasets, which will form
essential inputs to an MGIS, are to include relief data and
vegetation, drainage and cultural features.
5.1 Radar Prediction
The basic techniques of radar simulation are described by
Mitchell (1976). The usual form of radar scope indicates
the intensities of pulses reflected by objects at different
ranges and bearings. These intensities depend strongly on
electromagnetic properties and geometric relationships,
and in practice the returns from a target area must be
treated as averages (to be predicted) modified by random
effects (to be ignored). A patch of ground then reflects
according to its distance from the aircraft, its orientation to
the line of sight and its cover (vegetation, urban, water,
etc). Point features such as metal towers and line features
such as bridges add local reflections to the result. Relation
ships between areas may be important; ground near the far
shore of a body of water is a better reflector than similar
ground elsewhere, and ground hidden from the radar by a
hill will appear dark (‘in shadow’) on the scope regardless
of its cover.
An experimental computer program developed by one
of us (RJW) incorporates such aspects as beam width,
earth curvature, pulse length and screen spot size to pro
duce simulations for comparison with manual predictions
and photographs of actual radar scope images. Figure 7
shows a sample of its output for an aircraft flying north
west at 700 m towards Batchelor. The scope here has a
range of 20 nautical miles.
5.2 Oblique View Prediction
Predicting oblique visible views of an area differs from
radar prediction in several ways. More attention to details,
both of geometry and of colour, is needed to produce a
The Australian Computer Journal, Vol 19, No. 3, August 1987

Figure 8. Simulated oblique view of Adelaide using digital terrain map
and Landsat MSS.

realistic view; the transmitter and receiver (in this case, the
sun and the sensor) are separated; and the resulting image
must be a perspective projection rather than a plan.
Figure 8 shows an example of output from such a
program. It shows inner metropolitan Adelaide and the
nearby hills as seen from the west, and was generated from
a digital terrain model and Landsat MSS imagery.
Work on preparing oblique views using TM and SPOT
HRV images is in progress. For some mission planning
purposes very much more detailed digital maps (e.g. 10 m
grid spacing, location of obstacles, load bearing and height
of bridges etc) are required but these are not available for
Australia. However it seems that in the United States maps
of sufficient detail are being prepared by the Defense
Mapping Agency (Neel, Stultz and Tyszka, 1982).
6. CONCLUDING REMARKS
There is no doubt that a Military Geographic Information
System of the type discussed will prove to be a very valua
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ble national asset for defence planning purposes. Although
the work discussed is still in the feasibility study stage it
already appears, from exercise experiments, that such sys
tems will be very significant in improving timely and
effective response to various threat scenarios. It has, of
course, not been possible to consider many important
aspects in the above discussion. Some of the omissions
include autonomous image registration, the use of stereos
copic sensors for mapping directly from satellites, and the
use of multispectral/multipolarisation synthetic aperture
radar sensors for surface roughness estimation and to
obtain long range oblique data (e.g. across national boun
daries). These and other aspects are being actively pursued
as part of our research effort.
It seems clear from the above discussion that in estab
lishing, searching and querying such systems, image pro
cessing and artificial intelligence techniques will have
major roles to play. Over the next few years the challenge
will be to move from small scale feasibility demonstrators
to large operationarsystems.
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Image Processing in Diagnostic
Ultrasound
D.E. Robinson and P.C. Knightf
Diagnostic ultrasound relies on images of soft tissue parts of the body obtained from a pulse-echo
technique using sound waves in the range of 2 to 10 MHz. Image processing techniques may be
employed on the final image, but have found greater application when applied to the raw data before the
image is constructed and in the image construction process. This processing aims to use data from the
signals which is discarded in the image forming process, or to improve resolution and image
quality.
The theory of ultrasonic pulse-echo imaging is described with particular reference to the non-linear
processing commonly used which impacts on the application of signal and image processing techniques.
Applications of signal processing for image construction and tissue characterisation are described.

CR Categories: 1.4.3, 1.4.4, 1.4.9.

INTRODUCTION
Diagnostic ultrasonic imaging is now a well accepted
clinical tool for soft tissue diagnosis. Its use in obstetrics is
widespread with up to 60% of pregnancies being
examined. Its use in the heart has reduced the need for
invasive techniques. In the abdomen, it competes with
X-ray, Computed Tomography and Magnetic Resonance
Imaging.
The first research papers appeared in the literature in
the mid 50s. Research commenced in Australia in 1959,
and by 1962 the images produced were comparable to or
better than those obtained elsewhere (Kossoff et al 1965).
Australian contributions have been prominent in the
development of ultrasound from its beginnings to the
present day, in the scientific, technological and commer
cial fields, with equipment manufactured in Australia and
sold world-wide. Further historical information is included
in a recent review (Robinson, 1984). In the formation of
the ultrasonic image, much of the data contained in the
received echo signals is discarded, and the image informa
tion is interpreted by eye. It would appear that use of this
discarded information and better image analysis would
give rise to increased applications and better diagnostic
accuracy.
Since 1972, projects have been conducted involving
the application of various digital processing techniques to
ultrasonic pulse-echo data and ultrasonic images (Robinson
et al, 1976). To reduce the burden of software develop
ment on the research staff, an interactive signal and image
processing package, called TWODIMSY, has been
developed (Knight & Robinson, 1986).
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that the ACJ’s copyright notice is
given and that reference is made to the publication, to its date of is
sue, and to the fact that reprinting privileges were granted by per
mission of the Australian Computer Society Inc.
t Ultrasonics Institute, Sydney
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ULTRASONIC PULSE AND ECHO IMAGING
Ultrasonic medical images are formed by a pulse-echo
ranging technique similar to sonar or radar. The image is,
in effect, a map showing the relative positions of reflectors
of ultrasonic energy within a plane which has been
traversed by interrogating beams. A focussed pulse of
ultrasonic energy is transmitted within a narrow beam by
a transducer. Echoes are reflected from changes in acoustic
impedance intersected by the beam. These reflected
echoes return to the transducer where they are converted
to short electrical signals whose delay from the time of the
transmitted pulse is proportional to the distance from the
transducer to the reflecting interface. The relationship
between delay time and echo depth is 1.3 Ms/mm, and the
pulse duration is about 1 /us. The ultrasonic beam is then
moved to another location within the same plane and the
process repeated. With sufficient interrogating pulses, the
whole of a plane of cross section may be examined and the
resulting image resembles a anatomic cross section of the
part examined. (Figure 1,2).
GREY SCALE DISPLAY
Ultrasonic reflections cover a large dynamic range from
specular, mirror like reflections from plane reflectors to
scattered reflections from discontinuities which are small
compared with the beam width, or even with the
wavelength, of the sound beam. This range greatly
exceeds the dynamic range of display devices. In contrast
to other pulse-echo methods, the useful information in
ultrasound images is in the low level scattered reflections
rather than the highlights. For this reason a non-linear
processing system is used to compress the large echoes
into a small part at the top of the display dynamic range.
Although these echoes are distorted in amplitude, their
position remains unchanged and an accurate display of
outlines remains. Expansion of the displayed dynamic
range of echoes originating in the fine structure of the
organs provides a textural appearance in the echogram.
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Figure 1. Transverse section of the pregnant uterus, showing the
abdominal wall with its fat and muscle layers, placenta and fetal
trunk.

Figure 2. Longitudinal section of the upper abdomen showing the
liver including a segment of the hepatic vein, and kidney.

This texture permits the differentiation between the
organs, and in many cases allows the differentiation
between healthy and diseased tissue.

fetching and storing working data, and managing data
archives, are carried out automatically, or are trivial
operations at the user level.

DATA CHARACTERISTICS
The ultrasonic frequency used is in the range of 2 to
10 MHz corresponding to wavelengths in tissue of .75 to
.15 mm. For a depth of 200 mm in tissue, 260 pts of data is
required in each line of sight, typically at 3.5 MHz. With a
sampling frequency of 10 MHz, this requires 2.6 K
samples. The axial resolution at 3.5 MHz is about .7 mm
and the beamwidth or azimuthal resolution is about 3 mm.
Each cross-section requires about 128 lines, giving a total
data size of 330 K samples. Normally the data is digitised
to 8 bit precision. To retain sufficient information it is
necessary to remove the effect of attenuation in tissue with
a time-varying gain amplifier, and to clip the large signals
when textural echoes are of interest. The image resulting
from the reconstruction of this data is usually 256 x 256 or
512x512 pixels.

IMAGE RECONSTRUCTION
Ultrasonic image construction may be thought of as a scan
conversion process. It is the process of transforming data
contained in the echoes along an ultrasonic line of sight
into a set of intensity values at their appropriate positions
in an image plane. In an analog system the visual quality
of the image depends on having a sufficient number of
ultrasonic lines that the gaps between them are un
obtrusive in the final image. Thus, the ultrasonic line
spacing should be approximately equal to the display
line width.
The initial approach in digital scan conversion was to
plot the locus of the ultrasonic line across the image plane
and assign a value from the ultrasonic echo data to each
pixel intersected by the ultrasonic line of sight (Ophir &
Maklad, 1979; Robinson & Knight, 1981) (Figure 3a).
This process is similar to that used in the reconstruction of
C.T. images by back projection, except that the data
changes as the line of sight is projected across the image.
The procedure relies on the displacement between
adjacent data lines being sufficiently small that there are
no pixels which are “missed” between the lines of sight, to
avoid generating a Moire pattern. As the line spacing is
increased so that the distance between lines of sight
exceeds the pixel size, individual data lines are seen with
dark spaces between them and the image is further
obscured (Figure 3a). This problem is normally solved by
filtering operations carried out along horizontal and/or
vertical lines in the image plan, often ‘on the fly’ during the
display operation (Figure 3b).
An alternative approach (Robinson & Knight, 1982) is
to treat the ultrasonic lines of sight as samples of the value
of a process in a plane and to resample the data on the rec-

THE TWODIMSY IMAGE PROCESSING SYSTEM
The signal processing is carried out on a Concurrent Com
puter in 3230 minicomputer, using an interactive twodimensional signal processing package developed at the
Institute. The package, TWODIMSY, provides ‘atomic’
operations that implement fundamental signal processing
functions, for example Cartesian to polar complex co
ordinate conversion, integration and image transpose,
which are invoked by simply typing the mnemonic name.
An open ended language structure is provided so that
additional ‘atomic’ functions, and project-specific pro
cesses can be added conveniently. The operations are in
dependent of operand size and type. Thus the user need
not distinguish between one or two dimensional data when
doing a complex coordinate conversion, or between real
and complex images when doing a transpose. The tasks of
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tangular grid to form an image. Thus, instead of tracking
along the ultrasonic scan lines and locating the pixels
intersected, one operates on all the pixels which appear in
the region between two adjacent lines in the same scan and
on the basis of the data contained in the two lines assign a
value to each pixel in the region. The problem in inter
polating between lines of sight in a sector scan is similar to
that found in interpolating in the Fourier plane when per
forming Fourier reconstruction of C.T. images. The
values may be assigned using either the nearest neighbour
or the data interpolation approach. Nearest neighbour
data values cause “structure” to appear in the image
which is not really in the data. Provided that the interpola
tion is done in directions parallel and perpendicular to the
major axis of the blur function (which lies perpendicular to
the lines of sight), two dimensional linear interpolation
provides a good solution.
The use of the interpolation scan conversion method of
image reconstruction permits a reduction in the number of
data lines needed to acquire the image. This in turn
reduces the time needed to acquire the data, and increases
the frame rate for real-time imaging.
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Figure 3. Image reconstructed (a) by plotting echoes along each scan
line; (b) horizontal interpolation of (a); (c) interpolation re
construction technique.
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IMAGE PROCESSING
As the ultrasonic beamwidth or lateral resolution
normally is much greater than the pulse length or axial
resolution, the blur function or modulation transfer
function is anisotropic. Furthermore it is also shiftvariant, both in size due to variation of beam width with
depth, and orientation due to the different beam directions.
The reflecting properties of the tissues are anisotropic
because of the presence of specular reflectors.
The non-linearity and shift-variance severely limit the
type of image processing applicable to the data. Variation
of grey-scale characteristic, or amplitude windowing, is
often applied to improve the contrast in parts of the
amplitude range, for instance to improve the differentiation
in texture between metastases and normal liver.
Attempts have been made to apply general textural
algorithms to ultrasonic images, but care should be taken
to compensate for the effects of the shift-variant blur
function on the texture pattern and provide adequate
standardisation to allow for the effects of the transducer
beam and the non-linear signal processing characteristic.
With these reservations, a number of applications are
being investigated using features derived from the co
occurrence matrix to categorise tissue tectures.
Image enhancement and resolution improvement
techniques, in the generally accepted sense of the term,
have not been found to be useful. This is because of the
type of degradation encountered and the nature of the
image forming technique (Robinson & Wing, 1984). The
image is formed from raw data in which coherent inter
ference occurs between elementary reflectors within the
beam. This manifests itself as variations in phase of com
ponents of the received radio-frequency signal, giving
constructive and destructive interference. The con
tributions from the individual reflectors combine linearly
in this domain, with magnitude proportional to reflection
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strength and phase due to the shift in distance from the
transducers. However, the envelope detection process
used in constructing the image is intrinsically non-linear,
and superposition does not apply. In this case deconvolu
tion using conventional techniques is not applicable. It
appears to give improved ‘resolution’, but it has been
shown that although the echo peaks are sharper, they are
not in the correct location, and sidelobes of large
amplitude may appear.
TISSUE CHARACTERISATION
In medical diagnostic imaging, information is gained by
the size, position and spatial relationships of the various
organs and the appearance of their internal texture.
Diagnosis of abnormality relies on the recognition of a
disturbance of one or more of these factors. In the forma
tion of the ultrasonic image the only information extracted
from the echo signal is the envelope amplitude as a
function of time. From this information, and knowledge of
the origin and orientation of the scan lines an image is
formed. The phase, frequency and spectral information in
the radio-frequency echo signals is discarded. The term
Tissue Characterisation is applied to ultrasonic techniques
which attempt to measure a parameter associated with the
ultrasonic signal which may be used to differentiate
between tissues of different type or different disease state
(Robinson, Gill & Kossoff, 1986). These techniques fall
into two categories, one based on attempts to measure
basic properties of the tissue such as the propagation
speed, ultrasonic attenuation and scattering properties,
and the other uses pattern recognition techniques to
measure the total effect of the tissue structure on some
parameters measurable from the signal. As examples, two
techniques used at the Institute in measurements on liver
and spleen are described.
Attenuation Studies
Attenuation as a function of frequency can be readily
measured by a comparison of the frequency spectrum
obtained from an echo from a known reflector in the
presence and the absence of intervening tissue. In the
body there are no suitable known reflectors but attenuation
can still be estimated by the adoption of a model which
assumes that the scattering properties and attenuation are
constant throughout the tissue. By measuring the average
spectrum of echoes originating close to the surface and
comparing them with deep echoes, a measurement of the
change in the echo amplitude as a function of frequency
over the distance between the two depths taken, will
permit an estimate of the attenuation. As the echo process
is stochastic it is necessary to take a large number of
samples to provide a stable estimate of the various spectra.
The method involves spectral estimation on echoes from
many depths and averaged over many lines of sight. The
echo signals are treated as a two-dimensional signal with
frequency as one dimension and line number as the other.
A two-dimensional regression analysis on the spectral
amplitude as a function of depth and frequency is then per
formed (Wilson et al, 1984). The attenuation of tissue is
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(b)
Figure 4. Two sector echograms of the same section taken from
different directions, from which a propagation speed determination
is made.

linear with frequency and the attenuation slope varies
according to the state and type of tissue concerned.
Propagation Speed
If a region of anatomy is scanned from two different
transducer positions, two similar images are obtained. If
the sound propagation speed within the tissue does not
agree with the speed used by the imaging device in
transferring time delay information into depth informa
tion, echoes from the same object or region in the two
images will not superimpose on two overlapping scans.
This phenomenon results in blurring. However, if the
images are analysed to determine the amount of apparent
shift between the two corresponding regions, the apparent
propagation speed within the tissue can be inferred
(Robinson, Chen & Wilson, 1982) (Figure 4).
Since there are no satisfactory point reflectors in the
The Australian Computer Journal, VoL 19, No. 3, August 1987
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in the spleen, and to follow its variation in response to
medication in cases of myelofibrosis. This project is being
extended to encompass the use of multiple speed regions
to allow the determination of the propagation speed in
individual organs rather than the existing whole body
speed measurements.
CONCLUSION
The application of signal and image processing techniques
has received considerable attention. The techniques
applied range from conventional image texture analysis
methods to image reconstruction, deconvolution and
spectral analysis. The aim of this processing is to improve
image quality and, more importantly, to provide quantita
tive information to extend the range of diagnostic
applications and to improve diagnostic accuracy.
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Optimization Across Module
Boundaries
A.H.J. Salef
Languages which provide separate compilation features through the module or package concept (such as
Modula-2 and Ada) have some little-known problems with maintaining integrity and also achieving optimi
zations that cross the module boundaries. The paper addresses these questions using Modula-2 as the
example language, and proposes a number of different methods of constructing Modula-2 processors
(systems that run Modula-2 programs) which have properties different from the conventional structure of
such processors.

Keywords and Phrases: optimization, modules, Modula-2, opaque export.
CR Category: D.3.4.

1. THE MODULE STRUCTURE OF MODULA-2
The programming language Modula-2 (Wirth, 1985)
permits programs to be constructed from modules. Each
module is considered to be a relatively self-contained pro
gram fragment and communication between modules is
confined to a set of facilities which is defined by import
and export declarations.
Modules may arise in the construction of a program as a
convenient way to fragment it into parts which can be
written by separate programming groups. They can also
arise as a consequence of implementing a data abstraction,
when they provide a means of hiding the details of the data
abstraction from the user of the module (for example in
Sale, 1986). In this form modules are frequently collected
into a library and may be used by a number of programs.
The module concept also contains the procedure library as
a special case.
A simple local module is shown below as an example
for users not familiar with Modula-2. The module is useful
for reassuring screen watchers that progress is being made
during a long computation by making regular calls to the
procedure Tick. After an appropriate number of calls to
the Tick procedure a character is written to the output,
preceded by an EOL (end-of-line) if the line is filled. The
procedure Set allows the user to specify the character to be
used, the line length and the number of ticks to be accumu
lated without visible effect (by default
50 and 10
respectively). All the remaining identifiers of the module
are inaccessible from outside, since only the procedure
identifiers Set and Tick are exported.
There are three kinds of conceptual modules in
Modula-2: program modules, local modules and separate
modules. The meaning of these terms is defined in the
following paragraphs.
Copyright © 1987, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of this
material is granted, provided that the AC J’s copyright notice is given and
that reference is made to the publication, to its date of issue, and to the
fact that reprinting privileges were granted by permission of the
Australian Computer Society Inc.

MODULE Reassure;
(*

Every identifier required from the surrounding
scope must be imported. *)
IMPORT CHAR, CARDINAL, Write, EOL;
EXPORT QUALIFIED Set, Tick, Positive;
TYPE
Positive = [ 1.. 200];
VAR
(*

Protected values which control the module
behaviour. *)
Mark: CHAR;
LineLength: Positive;
SilentTicks: Positive;
(* Variables to hold the state of the ticking. *)
Ticks: CARDINAL;
Marks: CARDINAL;
PROCEDURE Set ■
(ch: CHAR; length: Positive; quiet: Positive);
BEGIN
Mark := ch;
LineLength := length;
SilentTicks := quiet;
Ticks := 0;
Marks := 0;
END Set;
PROCEDURE Tick;
BEGIN
Ticks := Ticks + 1;
IF Ticks = SilentTicks THEN
IF Marks = LineLength THEN
Marks := 0;
Write(EOL);
END;
Ticks := 0;
Marks := Marks + 1;
Write(Mark);
END;
END Tick;
BEGIN
(* Initialization sequence, setting defaults. *)
SetC'.”, 50,10);
END Reassure;

t Department of Information Science, University of Tasmania, GPO Box 252C, Hobart 7001. Manuscript received July, 1986; revised October, 1986.
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A separate module is a unit whose activation record has
the lifetime of the whole program execution. Unfortu
nately the syntax and defining documents of Modula-2
describe two components of separate modules and name
these definition modules and implementation modules. This
terminology is extremely confusing, since a definition
module and its corresponding implementation module are
simply two parts of a single module. In this paper these
terms will be avoided as far as possible and these two parts
will be referred to as the interface and the implementation
of a separate module. The previous example can be rewrit
ten as a separate module with its interface and
implementation:
DEHNITION MODULE Reassure2;
(* Interface. *)
TYPE
Positive = [ 1.. 200 ];
PROCEDURE Set
(ch: CHAR;iength: Positive; quiet: Positive);
PROCEDURE Tick;
END Reassure".
IMPLEMENTATION MODULE Reassure2;
(*. Implementation. *)
(*

Import from a standard library module for
input and output *)
FROM InOut IMPORT Write, EOL;
VAR
(*

Protected values which control the module
behaviour. *)
Mark: CHAR;
LineLength: Positive;
SilentTicks: Positive;
(* Variables to hold the state of the ticking. *)
Ticks: CARDINAL;
Marks: CARDINAL;
PROCEDURE Set
(ch: CHAR; length: Positive; quiet: Positive);
BEGIN
Mark := ch;
LineLength := length;
SilentTicks := quiet;
Ticks := 0;
Marks := 0;
END Set;
PROCEDURE Tick;
BEGIN
Ticks := Ticks + 1;
IF Ticks = SilentTicks THEN
IF Marks = LineLength THEN
Marks := 0;
Write(EOL);
END;
Ticks := 0;
Marks := Marks + 1;
Write(Mark);
END;
END Tick;
168

BEGIN
(* Initialization sequence, setting defaults. *)
Set(".",50,10);
END'Reassure2.

The interface is intended to be visible to programmers
using the module because it defines the facilities offered by
the module and the manner in which they are to be
accessed. All identifiers declared in the interface are
automatically exported according to the revised rules of
Modula-2 (Wirth, 1985). The implementation defines the
actual implementation of the facilities and it is possible to
deny a programmer access to the source text of this
component.
A program module may be regarded as the implemen
tation part of a separate module with an omitted interface.
Every program contains one and only one program
module. The program module may import facilities pro
vided by other separate modules. Other distinguishing fea
tures of a program module are given below:
— Since it has no interface, and therefore no ability to
export, no identifier declared in it can be imported by
any other module.
— Its initialization sequence is executed after the initiali
zation sequences of all other separate modules, and is
conventionally regarded as the ‘main body’ of the
program.
Local modules are textually declared within another
module. All the identifiers and implementation structure
of a local module are visible to a programmer who has
access to the text of the enclosing module. However, unlike
a procedure, a requirement to explicitly export and import
identifiers across the module boundary allows the pro
grammer to control access to the facilities provided by the
module, and thereby use the controlled access to guarantee
correctness, or at least to produce a higher degree of
confidence regarding correctness.
The relationship between program modules, separate
modules and local modules can be illustrated by a more
complex example. The program whose module structure is
shown schematically in Figure 1 is composed of a program
module P and three separate modules A, B and C. The
program module P imports facilities exported by the inter
faces (Int) of modules A and B, while both the interface
and the implementation (Imp) of A import facilities
exported by the interface of C. The program module P
contains two local modules (Loc) and the implementation
Program

Figure 1. A program.

The Australian Computer Journal, VoL 19, No. 3, August 1987

Optimization across module boundaries

of C contains one local module. Export and import of
identifiers across local module borders are explicitly con
trolled by export and import declarations which are inter
nal to the enclosing module.
2. FEATURES OF COMMON IMPLEMENTATIONS
Modula-2 provides for ‘separate compilation’, a feature
whose absence many regarded as a deficiency in the
design of Pascal. As a consequence, a Modula-2 processor
(a system for elaborating the meaning of a Modula-2
program when composed with input data) must have facil
ities for handling the partial processing of the components
of the program. The source texts of these components are
called compilation units. The ability to part-process a pro
gram gives rise to a number of difficulties and insecurities,
as explained later. Most Modula-2 processors are con
structed with three major components: a compiler, a linker
and a run-time system. These components are designed to
comply with the following conditions:
— All the source texts (program modules, interfaces and
implementations) which belong to a program must be
successfully processed by a compiler. The compiler
checks the syntax of the source text and if this defines a
correct Modula-2 compilation unit it produces a com
piled form of the source text.
— Once compiled forms of all the source texts are availa
ble, they must be successfully processed by a linker. The
linker checks the existence of and compatibility of each
compiled form and if no errors are detected it produces
an executable program.
— The compilation of an implementation (implementa
tion module) requires that the compiled form of the
corresponding interface (definition module) be access
ible to the compiler.
— The compilation of any compilation unit requires that
the compiler have access to the compiled forms of the
interfaces (definition modules) of all modules it
imports.
These last two features define a partial ordering of the
required compilations.
Some Modula-2 processors generate and attach unique
sequence codes to each definition module that is compiled.
This enables the linker to ensure that, when a module is
imported, all compiled forms of the associated implemen
tation had access to exactly the same compiled form of the
interface. If this is not done, there is a serious risk of
introducing an insecurity if different forms of an interface
are used. For example, in the MacModula™ implementa
tion (Modula Corporation, 1985), the recompilation of a
definition module forces the recompilation of the asso
ciated implementation module and all modules that
import it, before linking is allowed.
Some of the consequences of the arrangement should
be pointed out explicitly. Consider first the case of a library
module which has been written for general use. Such a
module will have been written and tested long before its
use. The supplier of the module must make available to the
user the compiled form of both the interface and the
The Australian Computer Journal, VoL 19, No. 3, August 1987

implementation, but need not make the source text of
either available.
In practice, there is little point in suppressing publica
tion of the source text of the interface, since it merely
defines the facilities provided by the module of which a
user of a module must be told anyway. However, if the
module implements a deeper level of service, and the user
should not import it directly, then even this source text can
be kept private. It is normal, however, for the source text of
the interface to be published in printed form but not supp
lied in electronic form. The reason is simple: anyone who
recompiles the interface, and thus destroys the supplied
compiled form, thereby destroys the utility of the supplied
implementation which cannot thereafter be used.
However, the source text of the implementation may be
kept private with three consequent advantages:
— Since a module user is unable to determine how the
module is implemented, he or she is less likely to write
code that depends on a particular implementation. The
code is therefore more likely to be correct, as it will be
solely based on the interface definitions.
— If the implementation turns out to be flawed, the errors
may be corrected and a new release of the module
delivered with no change in the documentation.
— Keeping the implementation private partially protects
the copyright in the module in two possible ways:
— it cannot be ported to another machine since it can
not be recompiled, and
— the compiled form may contain a hidden serial
(licence) number.
In some library module contexts, it may be appropriate
for the module designer to prepare several implementa
tions for the same (source text) interface. For example, a
module to implement a symbol table might be provided
with a hash table implementation, a binary tree implemen
tation, and a binary tree implementation with rebalancing.
The scheme outlined above would require that the library
module be provided to the user as source text and compiled
form of the interface, and three compiled forms of the
implementations. Only one of the implementations should
be resident in an environment while a program is being
processed, though it does not seem that many processors
would be able to check this.
If the module structure does not wholly involve the use
of a library, the order of compilations also becomes impor
tant. This is the case for program development involving
several modules when the components of the program
may be being developed simultaneously and perhaps by
different persons. To illustrate this, consider the program
of Figure 1. An outline of the relevant import parts are
shown in the following program outline, and Figure 2
Interface B

Interface C

Implementation B

Implementation C

Interface A

Implementation A

Program P

Figure 2. Conventional partial ordering of compilation of source texts.
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MODULE P;
FROM A IMPORT
FROM B IMPORT...;
ENDP.
DEFINITION MODULE A;
FROM C IMPORT...

there is no cyclic dependency between the interfaces and
an allowed order of compilation can be found. Then if all
the compiled forms of the interfaces are available all the
implementations can be compiled in any order. Caution
with such instances is required as the order of elaboration
of the initialization sections of the associated implementa
tions is not defined and is likely to be implementationdependent.

END A.
IMPLEMENTATION MODULE A;
FROM C IMPORT...
END A.
DEFINITION MODULE B;
ENDB.
IMPLEMENTATION MODULE B;
ENDB.
DEFINITION MODULEC;
ENDC.
IMPLEMENTATION MODULE C;
ENDC.

shows the partial ordering of compilations required by the
particular form of Modula-2 processor construction des
cribed earlier.
It will be clear that the interface of C must be delivered
in compiled (checked) form before the interface of A can
be compiled. However, once all the interfaces are deli
vered, the three implementations and the program module
may be written and compiled in any order. Indeed, the
program module may be finalized before any of the
implementations of the modules it requires.
Revisions of the program are also affected. If the com
piled forms can be preserved after an executable program
has been created, then a change in one component forces
all the components that depend on it to be recompiled.
Thus alteration of the definition module of C requires
recompilation of all the source texts except the interface
and the implementation of B, but alternation of the imple
mentation module of C requires no compilations other
than of itself. This last case is important since it is imple
mentations and the program module (which can be consi
dered to be an implementation without an interface) which
are likely to contain errors and to be revised. In all cases a
relinking is required.
It is also possible to tolerate a cycle of importations (for
example A imports B, B imports C, C imports A) provided
that at least one of the importations in the cycle occurs only
in an implementation and not an interface. This means that
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3. BENEFITS OF INTERMODULE INTERACTIONS
The conventional Modula-2 processor construction des
cribed in Section 2 minimizes the recompilation of
implementations. However, there are at least two distinct
disadvantages to this construction.
3.1 Opaque export
The first is a language feature. Modula-2 allows a module
designer to declare a type identifier in the interface but not
give the corresponding type definition. This is called an
opaque export of the type and it offers a number of impor
tant facilities. Most important of these is the ability to
protect the data in an instance of the type from alteration
by any means other than the facilities provided by the
module, while allowing the user of the module to declare
and preserve such instances in their activation records.
Thus it becomes possible to opaquely export a type tree
together with basic tree operations such as create, insert,
delete, search and traverse, and thereby to use the module as
a mechanism to extend the power of the language.
In a similar usage it is possible to allow the user to hold
data pertaining to a resource (for example a file or an i/o
device) while denying access to the details of the resouce
other than by calls to module procedures. An illustration of
the technique can be seen in the following fragment.
DEFINITION MODULE FileSystem;
TYPE
FileType; (* Opaque export *)
PROCEDURE OpenFile
(DirectoryName: ARRAY OF CHAR;
VAR f: FileType);
PROCEDURE Read
(VAR f: FileType;
VAR NextChar: CHAR);
END FileSystem.

However, the Modula-2 Report (Wirth, 1985) states
‘Opaque export is restricted to pointers and to subranges of
standard types’. Many processors go further and restrict
opaque export to pointer types. Why does this restriction
exist?
It is not hard to find a plausible reason. At the point of
compilation of an interface the text of the implementation
is not known; therefore the compiler has a problem even at
this stage with the representation of a type opaquely
exported. Some representation has to be assumed if it is to
be inserted into the compiled form of the interface
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(remember that this is all that the compiler looks at in
order to compile an importing module).
In most computer systems all pointer values have the
same size and representation, regardless of what their
bound type might be, and hence the simplest compilation
technique is to map all opaquely exported types into the
pointer type representation, thereby forcing the module
designer to declare the elaboration of the type in the
implementation as a pointer type. Such a technique is not
unduly limiting as the bound type of a pointer type is not
constrained.
The suggested freedom to also allow subranges of the
standard types (meaning the types BOOLEAN, CHAR,
CARDINAL and INTEGER) is predicated on the assump
tion that values of these types have the same storage
requirements as a pointer type. Wherever this assumption
is violated then opaque export is correspondingly res
tricted. For example, in many computer systems it is not
reasonable to use the same representation for characters
(type CHAR) as for whole numbers (type CARDINAL).
A user of a module with an opaquely exported type may
use the type:
— in structured type declarations,
— as the type of a formal parameter,
— as the result type of a function procedure, and
— as the type of a variable.
No selection or dereferencing of a value of an opaquely
exported type is allowed, and no operations are defined on
such a value other than those provided by the exported
procedures. The only allowed forms of an expression are a
simple variable or a selection of a variable of a structured
type that yields a variable of the opaquely exported type.
Correspondingly the declared variables or selected varia
bles may be used as actual parameters corresponding to
variable parameters, as actual parameters corresponding
to value parameters, and in assignments.
There is a problem with this resolution. The user must
be, fully aware that the opaque type is a pointer type and
must not be allowed to think that the type is ‘really’ a
record or some other kind of type, because the assignment
statement
variable := expression
copies a pointer value, not the hidden value. If the hidden
value is later altered by calls to the module’s procedures,
then all variables of the opaquely exported type which
point to it adopt the new changed value. This is not the
expected semantics for assignment with non-pointer types.
3.2 Removing the restriction
Suppose for argument that a program is viewed solely as
the totality of all its source texts. Since an opaquely
exported type is defined in the corresponding implementa
tion, there is no problem in giving a meaning to opaque
export of any type, nor is there difficulty in deciding (as
humans) how each specific case should be implemented.
Consequently the restriction of opaque export to pointer
types with the consequent problems is a consequence of
separate compilation, or at least of the form of separate
The Australian Computer Journal, VoL 19, No. 3, August 1987

compilation embodied in the usual Modula-2 processor
construction. Section 4 examines how this restriction can
be removed.
3.3 Optimization problems
A second constraint imposed by the usual construction of a
Modula-2 processor is the difficulty of carrying out any
optimizations across the boundary between a separate
module and its users. For example, the compilation of an
importing module cannot take into account any informa
tion which might be derived from the compilation of the
implementation. Similarly, the compilation of the imple
mentation cannot take into account the usage of an import
ing module. Neither is a problem, of course, for local
modules which are compiled in the context of their enclos
ing module.
A particular optimization example may highlight the
issue. Many module writers have adopted the practice of
exporting a variable identifier whose value holds some
important state information. Even some standard modules
(such as InOut) adopt this practice. The practice is regret
table since the module itself cannot rely on the user leaving
the value of the variable unaltered, and the user cannot
protect his own module from an inadvertent modification
by his or her own code. The insecurity introduced demands
that the module itself make no use of the value of this
exported variable, and the user would be well-advised to
encapsulate access to its value in a function procedure
declaration. Why would anyone choose to create selfimposed problems of this kind when a secure option is
available — providing the state as the result value of a
parameterless function procedure call?
However, the only plausible explanation of their use is a
misplaced concern for efficiency of access, assuming a
variable access is a direct access to a register and thus
faster or more compact than a call of a parameterless
procedure, and presuming that it may be a significant
efficiency determinant. However, the variable is in a dif
ferent module and probably in a different addressing
environment, so if the access involves the alteration of
address or display registers (a context switch) then the
speed of a variable access may be nearly the same as that
of a parameterless procedure call. One conclusion that can
be drawn is that if a language permits the export of varia
bles from modules, someone will want to use the facility.
However, if the compiler had access to the implementa
tion while it was compiling an importing module it could
optimize a call of a parameterless function by substituting
the code body in-line, thereby removing even any slight
advantage. Consider an exported procedure Done() and
the following declaration in the implementation as an
example.
PROCEDURE Done();
BEGIN
(* Return the value of the private variable
IntemalDoneState as the result *)
RETURN IntemalDoneState;
END Done;
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When the compiler finds a call in the importing module,
such as
WHILE Do.ie() AND (ch <>

DO

then it should be able to substitute code equivalent to
WHILE IntemalDoneState AND (ch <>

DO

4. ALLOWING OPTIMIZATION
The key question to be answered is whether there exist
alternative constructions of processors, which implement
the essentials of separate compilation, and yet permit some
of these problems to be circumvented. They exist, and in
this section the possibilities will be explored. The essentials
of satisfactory solutions are clear: either code generationmust be delayed to some processing stage following com
pilation, or the information must be made available to the
compiler at the time it generates code.
One solution has been suggested by K.J. Gough (private
communication, 1986) that does not involve either of
these, but it is relatively unsatisfactory. Suppose that the
code generated by a straightforward compiler is such that
it is always larger than optimized code. Then it is possible
for this code to be flagged so that the linker may substitute
for the tentative code something more efficient. Such a
system may permit an in-line varible access to be substi
tuted for a procedure call, to use the earlier example. The
difference between a replacement strategy and a delayed
code generation scheme is not large, and resides only in the
containment of optimization decisions to a highly local
fragment of code.
4.1 Delayed code generation
The simplest suggestion is attributed to G. Goos (private
communication, 1982) in relation to Ada. Suppose that the
role of the compiler is defined to be the analysis of the
syntax and static semantics of each compilation unit
(including the reporting of errors) and the production of an
intermediate analysed tree form of each unit, with no
code-generation. Suppose further that two new processing
steps are substituted for the linking stage. Firstly a pro
gram which will be called the resolver is given access to all
the compiled trees and modifies them so as to take into
account all available information. The resolver also has to
handle the compatibility problems of a linker. Secondly a
program which will be called the code generator takes all
the trees and generates specific code for the machine from
them. This solution will readily handle both the opaque
export problem and the optimization problem.
It is also possible to combine the resolver and the code
generator into a single pseudo-linker so as to hide the
individual steps. Delayed code-generation reduces the
task which the compiler has to undertake and shifts extra
tasks to the final phase (resolver and code-generator).
Separate compilation is retained at the expense of reduc
ing the significance of compilation. However the scheme is
attractive, since all its components are well-understood,
and it has the potential to be able to apply complex trans
forms in pursuit of optimizations.
It is worth exploring a few permutations on this con
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struction scheme. Suppose the task of the compiler were
further reduced to the analysis of the syntax and static
semantics of each compilation unit (including the report
ing of errors), with correct source texts simply being
marked in some way to indicate their checked status.
Alternatively the source texts may be copied with some
identifying mark to show them as checked (compiled)
units. Nothing changes in the scheme except that the
resolver needs to reparse the source texts (with the assu
rance that they are correct and hence no checking nor
error-recovery is needed) before tackling the tree process
ing. The order of reparsing will be determined by the
dependencies, and hence either the compiler must some
how inform the resolver of these, or the resolver can estab
lish a sub-task for each reparsing which interlocks and
waits when it reaches a point where it needs unavailable
information. Provision for resolving or detecting impor
tation cycle deadlock will be needed in this case.
A further step along the same path eliminates the mark
ing of source texts. The resolver now has a front-end which
compiles the source texts with checking and errorrecovery before it tackles tree-processing. The compiler is
reduced to an optional (but highly desirable) program for
providing independent checking of compilation units, in
the interests of efficiency. It plays no role in the task of
code generation.
Since the executable program is always derived from a
consideration of all the compilation units, the dependen
cies that remain are the essential ones. This is exactly the
same as in the usual Modula-2 processor structure.
4.2 Changing the processor structure
A second departure from the conventional processor con
struction involves changing the conceptual structure of
modules and their compiled forms. Such a new processor
structure is based on that described earlier in Section 2, but
the fourth and last condition is altered to:
— The compilation of any compilation unit requires
access to the compiled forms of all modules it imports.
One of the significant features of this change is the
compiler has access to both the interface and implementa
tion of every imported module, consequently it is capable
of making optimization decisions while compiling an
importing module which involve use of information
regarding the implementation of imported modules. In
addition the partial ordering of compilations is altered, as
shown in Figure 3 for the earlier example.
This new ordering requires implementations to be
compiled before any module that imports the features of its
interface. Several detailed constructions are possible.
— The compiler might be able to accept just a definition
module (interface) for checking only, or an interface
plus its implementation. Only in the latter case may it
generate a compiled form of the module.
— The compiler might generate a compiled form as a
result of compiling the interface. However, when com
piling the implementation, the data in the compiled
form of the interface are incorporated into a new,
merged, compiled form of the total module.
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Figure 3. Revised partial ordering of compilation of source texts.

— The compiler might, as with the conventional construc
tion, generate compiled forms of both parts of a module.
The compilation of importing modules will involve
searching for both compiled components.
The consequences of this change need careful examina
tion, for it is generally assumed by Modula-2 programmers
that the conventional construction is the only one feasible
or practical. The first such consequence is that all importa
tion cycles are disallowed. Recall that the conventional
construction allowed them, providing at least one of the
imports was confined to an implementation. With this new
processor construction, even this restriction does not allow
an order of compilation to be determined. Modules involv
ing importation cycles cannot be compiled. Fortunately
such cycles rarely arise in real programs.
Secondly the processor behaves differently under con
ditions of change. Under the conventional model, an alter
ation of an implementation module involves only its own
recompilation and relinking. In this new structure, altering
an implementation involves nearly the same consequences
as alteration of the interface; all the dependent compilation
units, except the interface itself, need compilation.
5. CONCLUSIONS
Is the processor construction part of the definition of a
programming language such as Modula-2? Is tampering
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with the conventional structure permissible? Are there
Modula-2 features from which a particular processor con
struction must be inferred and no others are possible?
In this paper it is argued that the processor construction
is not fixed and that advantages can be gained from such
departures. Of course, there are frequently consequent
disadvantages which accompany the advantages, but it is
important to see the situation as involving choice.
A second conclusion is that it may not be desirable to
separate the interface and the implementation as done in
the language Modula-2, leaving a linker and operating
system to provide the connection links. It would appear to
be better to retain all parts of a module as a compilation
unit, with appropriate textual separation of the interface
for public distribution (but not recompilation).
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Book Reviews
ZEMANEK, H. (ed.) (1986): A Quarter Century ofIFIP: The IFIP Silver
Summary, North-Holland, approx. 500 pp. $US45.
Considering the youthfulness of computing as a field of study, it is
remarkable that an international congress was held (under the auspices of
Unesco) as early as 1959, and that the International Federation for
Information Processing was formed in 1960. Both achievements were the
direct result of the enthusiasm, drive and idealism of Isaac Auerbach of
the USA.
Australia joined IFIP in 1961, and ACS is now the Australian
member. It has made a significant contribution to IFIP, despite our
distance from Europe and America. Professor John Bennett, long the
doyen of Australian academic computing and a strong internationalist,
played a long and active part, and served a term as Vice President. The
indefatigable Ashley Goldsworthy undertook the Australian arrange
ments for the successful 1980 IFIP Congress held in both Tokyo and
Melbourne, and is now the eighth President of IFIP.
This book is more than just the proceedings of a Symposium to
celebrate the 25 th anniversary ofIFIP. A third is devoted to the history of
IFIP, as recounted by Auerbach and subsequent Presidents, to reminis
cences, and to reflections on the future. A 100 page Silver Summary
describes IFIP and lists its many meetings and publications. There is a
comprehensive index. There are also about 200 pages of ‘philosophical
and general’ and more technical papers, all by past or present world
leaders in computing. The result, edited by Prof. Dr. Heinz Zemanek of
Austria, a past President and Honorary Member, is of considerable
interest commendably free of self-congratulation.
Most practitioners probably know IFIP for its major congresses held
every three years. IFIP now represents over 5 00,000 individuals from 5 8
countries. It holds many other conferences and has nine technical com
mittees and 38 working groups which in many ways perform the ‘real’
work of IFIP.
The early history makes interesting reading. Auerbach dissuaded
Unesco in the fifties from outlaying millions of dollars on a computer for
automatic language translation, an application which remains largely
unsolved today. He also reports that some of the academics involved in
the formation of IFIP argued that its life should be limited to ten years,
since they did not see information processing as a field of study that
would continue!
IFIP, shrewdly, was established as a non-government organisation
and as a federation of societies and national academies, and, remarkably,
its meetings have never seriously been marred by political acrimony.
Much attention has been devoted in recent years to the needs of less
developed countries, and the needs of regional federations now estab
lished in South-East Asia and Latin America.
For all that IFIP is addressing the challenges of the future, it remains
remarkably male dominated. Women are acknowledged in this book
primarily in their roles as support staff to IFIP officers and in running the
Geneva office. Very few women appear in the many photographs in the
book. Sackman, however, in his historical critique of the work of TC9 on
computers and society, mentions the role of women as professionals, as
users, and as the beneficiaries or victims of information systems.
The general papers are excellent and provocative. Huskey assesses the
historical development of digital computers brilliantly in a mere six
pages. Bjorn-Andersen laments narrow technicism and the lack of a
sociotechnical perspective. Bauer discusses whether programming is an
art (after Knuth) or a discipline (following Dijkstra), and argues for a
symbiosis of ratiocination and intuition.
Zemanek asks ‘Must we do everything we can do?’, uses ten different
definitions of information to discuss sense and nonsense in information
processing, and generates some iconoclastic apophthegms: ‘The compu
ter implements the world of [Wittgenstein’s] Tractatus’; “ “Artificial
Intelligence”... is a contradiction — because something is either artificial
or intelligent, but not both at once’; ‘the promoters of computer-assisted
learning are in... danger [of selling] education as a pumping process with
few feedback loops’; ‘an expert system can replace only the dispensable
expert’. The other philosophical paper, by Kitagawa, is a stark contrast. It
develops a conceptual framework for considering ‘Man and machine
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viewed from different cultural backgrounds’. It is very densely packed
and almost impenetrable to those from the West, demonstrating that
there is indeed a distinctive Asian perspective to computers and social
futures.
The technical papers are varied. Some are historical accounts of
technical committees. These include the astonishing ‘Notes on the His
tory of ALGOL’ by van der Poel, who as the Chairman of Working
Group 2.1 had the invidious task of steering a polyglot collection of
brilliant, determined but often bitterly opposed individuals (including van
Vijngaarden, Dijkstra, Naur, Bauer, Hoare, Wirth and McCarthy) to
produce what became ALGOL 68. As van der Poel said at the time,
‘Perhaps this is the last chance for a Committee to design a langauge’. He
quotes Naur: ‘A committee is a group of people unwilling to work,
organised by other people incapable of doing so to do work which is
probably useless’, and notes that a committee wastes hours and keeps
minutes, and that what was planned as a milestone became a millstone.
Broy’s observations ‘On Modularity in Programming’, on the other hand,
are highly theoretical. Vliestra offers an overview of the whole field of
CAD/CAM. Verrijn-Stuart presents a succinct and admirable review of
‘Information Systems: Themes and Trends’, with a short bibliography. He
discusses the early emphasis on formalism and the diverse design metho
dologies now used, including those which emphasise questions of organi
sational behaviour.
The book would be of value to those interested in the computing
milieu, but in these difficult times I wonder whether many libraries could
justify its purchase.
Barry W. Smith
The Australian National University
BUCCI, G. and VALLE, G. (ed.) (1985): Computing ’85: A Broad Pers
pective of Current Developments, North-Holland, Amsterdam, 361
pp., SUS74.00.
This volume is a collection of accounts of forty-one development pro
jects, discussed in varying degrees of depth. They are grouped into
headings ranging from ‘Distributed Computer Systems’ through ‘Formal
Systems Development’ to ‘Man-Machine Interaction’, which is a reliable
guide to the contents. However, the ‘broad perspective’ in the title, and
which might have been achieved if each section included a critical
chapter (e.g. comparing the given projects with appropriate research
frontiers), is fallen far short of.
Nevertheless, it provides some value as a snapshot of European devel
opment work of the early-mid 80’s, and your library could spend its
money on worse. Even so, it could do better, so recommend this book for
institutional purchase only if your library (unlike mine) is not in the midst
of an aggressive cut-back campaign.
P.A. Bailes
University of Queensland

OLLE, T.W., SOL, H.G., VERRIJN-STUART, A.A. (ed.) (1986): Infor
mation Systems Design Methodologies: Improving the Practice,
North-Holland, Amsterdam, 318 pp., SUS52.00.
This is the third and most recent of a continuing series of Proceedings of
the CRIS (Comparative Review of Information Systems Design Metho
dologies) conferences from North-Holland. The first conferences had the
subtitles, ‘A Comparative Review’ and ‘A Feature Analysis’. The subtitle
of the current volume is ‘Improving the Practice’. Its goal is to identify
improvements and new developments of design methodologies to meet
the requirements of the changing information system environment. It
achieves this goal in two ways. First it identifies some general issues that
have become prominent in information systems design and their impact
on design methodologies. Then it examines how design methodologies
have adapted to these changes.
The first papers in this volume are three general papers. One by E.H.
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Sibley addresses the evolution of design methodologies and some general
requirements of design methodologies in the future. One such problem is
in environments that demand quick response in a limited profit margin.
Another is rapid prototyping. The paper then suggests a possible frame
work for meeting the demands of such environments. The paper by Floyd
is a comparative treatment of a number of methodologies. In the third
general paper Essink discusses system modelling by identifying four
levels of abstraction and showing how they can depict all areas relevant
to information system development. These levels are the object system
model, the conceptual information system model, the data system model
and the implementation model.
The remaining papers deal with existing or new design methodolo
gies. All such papers include an example of the application of the metho
dology to the standard CRIS problem, an information system to record
papers submitted to a conference and their progress through the review
ing process.
Two methodologies covered in the volume have been outlined pre
viously and this volume covers their recent evolution. One is the D2S2
methodology described by Macdonald, which has now been adopted by
James Martin Associates in Britain as their Information Engineering
methodology. MacDonald describes the evolution of the D2S2 method. It
describes new stages that have been added to the methodology and how
some of the stages have been automated. The other well known metho
dology covered is the Jackson methodology, which is described by
McNeile.
A number of other approaches are also described. Berztiss describes a
set-function approach to conceptual modelling and the ERAE model is
described by Dubois and others. This model is based on the entity
relationship approach augmented with event modelling. There are also
two papers on activity modelling one by Rung and Solvberg and the other
by Flint. One uses hierarchical decomposition to identify activities and
follows this with Petri net analysis to model activity behaviour. The other
uses a variant of SQL to define activities. The remaining papers are
general papers by Glasson about supporting controlled variety and a
paper by Bubenko that identifies the trends in design methodologies and
identifies some research directions.
This book is of value to two kinds of practitioners. One is those that are
concerned with design methodology development. The other is per
sons who are responsible for selecting or using design methodologies for
system development in organisations. It will also be of interest to
researchers and students of developments in design methodologies.
IT. Hawryszkiewycz
New South Wales Institute of Technology

STORER, R. (1987): Practical Program Development using JSP, Blackwell Scientific Publications, 339 pp., $39.95 (paperback).
The ‘JSP’ of the title is Jackson’s Structured Programming technique,
described originally in the book ‘Principles of Program Design’ (Jackson,
1975). JSP is concerned with designing the correct control structures of
programs, and is only secondarily concerned with modularity. It is appli
cable to any programming task, but is especially well-suited to dataprocessing applications. The JSP technique is widely used in the UK and
Europe (Jackson’s book has sold over 15,000 copies). It is also well
known in the United States (for example, see Smith and Barnes, 1987),
but as yet it is little known in Australia. The technique is completely
systematic, and it works.
The basic premise of JSP is that program structure is intimately related
to data structure; if the data contains a series of similar items, the program
will contain a loop, and so on. The analogies are used to derive correct
program structures.
Most programs of interest deal with more than one data structure, at
least one input and one output fde. A program that can process more than
one fde must have a control structure that somehow embeds the data
structure of each fde. The designer’s task is to solve for this structure. This
is not trivial, and is hard to do algebraically. One of Jackson’s achieve
ments was to offer a tree-like notation for data and program structures
that exploits the eye’s ability to see similarities, and enables the pro
grammer to discover solutions almost without thinking.
Jackson’s basic method has its limitations: in difficult problems, two
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data structures may be different enough to ‘clash’, meaning that no single
program structure could embed them both. In such cases, Jackson
recommends that the problem should be solved by using several pro
grams, communicating via intermediate data structures. In some cases,
these programs can execute in parallel, as coroutines. He showed how to
simulate coroutines in ordinary sequential languages such as Cobol, by a
technique he called ‘program inversion’, which tranforms a data-driven
procedure into a state-driven procedure. In effect, control information
becomes itself turned into data. (In fact, program inversion gives a formal
way of correctly deriving such otherwise untidy devices as ‘first-time
switches’.)
Jackson’s book then went on to outline a theory of system design
which considered all data objects to have originated as a record of some
process or other. This technique was fully developed later, in Jackson,
(1982) into a radical approach to systems analysis that is rapidly gaining
acceptance, under the acronym ‘JSD’ (Jackson System Development). It
is worth noting that Jackson is one of those writers who believes that a
single technique can solve all problems. Instead, he has presented design
as a series of different transformations between processes and data, using
a coherent set of specialised techniques.
So much for Jackson. What about Storer? What has happened to JSP
since 1975? Little has been added to its theory. On the other hand, the
method is so systematic that it has proved possible to develop software
tools to construct programs automatically from higher-level descriptions.
They can be particularly useful in automating the rather tedious process
of program inversion. Storer includes some examples of a tool called
‘Host’, which he uses in his courses at Napier College, Edinburgh.
Although most readers will not have access to Host, its use should not
create any difficulties for them, but will merely serve to underline the
systematic nature of JSP.
Comparing Storer’s book directly with Jackson’s, there are few differ
ences in either presentation or method; the examples are Storer’s own, but
they are close to Jackson’s originals. Jackson made use of structured
English and Cobol in his examples, Storer adds examples in Basic and
Host, with hints about the use of Pascal. Storer has the advantage of being
able to give an accurate outline of‘Jackson System Development’, whe
reas the corresponding chapter in Jackson’s book was more speculative.
The biggest difference is the confidence gained by experience. Jackson’s
book had to justify JSP; Storer has merely to describe it, offering a step by
step formula for success. This makes it more suitable for readers who
want to know exactly what to do without worrying too much about
alternatives. It has more exercises, is slightly slower-paced, and is even
easier to read. It should appeal to a wider audience. Jackson’s book was
designed for self-instruction, Storer’s is better suited as a text for tertiarylevel courses.
In a nutshell, this is evolution, not revolution. Storer’s book, and JSP,
are both highly recommended. If you are not yet using JSP, here is your
second chance to get with it.
REFERENCES

JACKSON, M.A. (1975): Principles ofProgram Design, Academic Press.
JACKSON, M.A. (1982): System Development, Prentice-Hall.
SMITH, P.D. and BARNES, G.M. (1987): Files and Databases: An Intro
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Barry Dwyer
University of Adelaide
OXBORROW, E.A. (ed.) (1986): Proceedings ofthe Fifth British National
Conference on Databases (BNCOD 5), University of Kent at Can
terbury, 14-16 July 1986, British Computer Society Workshop
Series, Cambridge University Press, Cambridge, 199 pp., $89.00
(hard cover).
I undertook to review this book with the selfish hope of finding some
inspiration and new insights into my own research pursuits. In the past, I
often profited from studying the proceedings of European and British
conferences (including BNCOD). They usually provide some contrasting
and challenging views to those advocated in the more available Ameri
can papers. This time I was disappointed at not finding this special
flavour in the BNCOD’5 conference. Perhaps, for the British database
community the language links prevail over the short distance to the
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Continent. (Incidentally, this observation may well not be true for the
British artificial intelligence community, which — giving a most general
example — is faithful to Prolog, as opposed to the American favourite —
Lisp). This was mirrored in this work.
The book includes twelve papers. Four of them describe database
applications (statistical survey analysis, scientific database used in phys
ics and astronomy, a system to detect burglars, and a database for
software engineering). The sophistication of these applications leaves
much to be desired (amazingly enough, the burglar detection system
seems the most interesting in scientific terms). Six of the papers are biased
towards artificial intelligence so strongly that the whole book left me
wondering whether the British database scientists are not betraying their
field to artificial intelligence researchers. As much as the gap between
these two fields is closing, the dividing line is still clear. I can understand
the artificial intelligence community looking to relational database tech
nology for solutions for the inflated promises for artificial intelligence
software of solving real-world problems. However, I believe that data
base people have enough problems of their own to solve before selling
themselves to (or, preferably, integrating with) the artificial intelligence
community.
If you are getting the impression that I am writing the book off, then
you are wrong, for it does have something to offer. For some, this may be
its artificial intelligence flavour. For me, this is a few well-researched
papers (including some that use artificial intelligence techniques). As
always, P.M.D. Gray froth Aberdeen contributed with an excellent paper
Implementing Joins by Hashing on Codasyl DBMS. He once said that
the Codasyl model is the best known way of storing very large relations
on existing hardware to perform joins efficiently!’ Much to my admira
tion (and it is not easy to publish on network databases nowadays), he has
been constantly documenting this statement. This paper is another exam
ple. The invited paper was written by A. Solvberg (well-known at VLDB
conferences) from Trondheim, Norway. The paper BehaviourSpecification in an Information Systems Analysis Context employs Petri
nets for behavioural modelling. The practical significance of this
research is as yet limited, but its potential is considerable. There are also
some interesting papers on integrity enforcement in relational databases.
They include: Formalising the Notion of Semantic Integrity in Database
and Knowledge Base Systems Work by R.A. Frost (Glasgow), An Imple
mentation ofa Constraint Enforcement System by C. Small (London), and
Knowledge Base Enhancements to Relational Databases by C. Yeo, J.
Thorpe and J. Longstaff (Leeds).
I am tempted to comment on many detailed points, but space allows
only for a general statement. My comments could be more biting than to
note no less than fourteen typing errors in the book, but a list of such
details would not seriously undermine the positive aspects of the book.
Finally, let me answer a few standard questions: this book will interest
database and artificial intelligence researchers; the reviewer would not
buy it for himself (but this time he does not need to — the reviewed copy is
now his); it is a reference book, not a text book; and it seems hard to justify
the price, but who knows?
Leszek A. Maciaszek
University of Wollongong

PRESS, W.H., FLANNERY, B.P., TEUKOLSKY, S.A. and VETTERLING, W.T. (1986): Numerical Recipes, Cambridge Univer
sity Press, 818 pp., $76.00.
This book offers:
— a ready source of numerical algorithms and associated FORTRAN
and PASCAL code.
— an outline, in easily digestible form for the non-specialist or the
specialist, of any one of a number of topics spanning the gamut of
numerical analysis needed for engineering or science.
The text contains 17 chapters as well as a separate section containing
nearly 100 pages of PASCAL code. The code alone is worth the price of
the book. The text is keyed to easy assimilation with emphasis on
everyday prose. Each chapter can be read and used in isolation, and this
markedly adds to the book’s value as a reference manual. The collection
of software and its description in the book is unique and in its totality, is a
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major contribution to computer science. I was fascinated by its scope,
organisation and presentation of material. It should find its way quickly
into the working library of virtually every scientist and engineer needing
to use a computer in studies and development programs. Many hints on
how to handle problems and the expression of many opinions based on
practical experience by the authors indicate the possibility of using the
text as a source of student projects. Consequently it should be useful for
graduate students as well as professionals.
Chapter 1, entitled Preliminaries, is mandatory reading for any intelli
gent use of the book. The dissertation on structured programming with its
analogy to music and poetry is delightful and should be compulsory
reading for all Computer Science students. The section on error, accuracy
and stability is limited but understandable given the nature of the book.
The example on the lack of stability of the recurrence formula for powers
of the ‘golden mean’ is thought provoking to say the least.
Chapter 2 on the solution of linear algebraic equations is a gem of
technical writing for the non-specialist. The description of Singular Value
Decomposition is typical of the contents of this chapter and treats in a
remarkably digestable way a topic whose presentation in other sources is
often complex and confusing. The final section in this chapter on Strassen
inversion should be read by all Applied Mathematics and Engineering
undergraduate students.
Chapter 3 outlines some methods of interpolation and extrapolation.
The techniques are only treated up to a point. The concept of bandwidth is
not considered. Most data is experimental and arises through some form
of bandlimiting (filtering). Interpolation processes at least should be
designed in relation to data bandwidth. Hence the text of this chapter
should be accepted with some care.
Chapter 4 is concerned with the integration of functions, and most of
the usual techniques are outlined. However the comments on the control
of accuracy are limited and adaptive techniques are ignored completely.
The section on multi-dimensional integrals is a superb introduction to
a difficult subject.
Chapters 5 and 6 are of primary importance for readers concerned
with models of signal processing. In many studies into signal processing
problems the evaluation of functions in general (chapter 5) and particular
special functions (chapter 6) is a continuous and often vexing problem.
These chapters contain a remarkable and useful condensation of the
problems, pitfalls and solutions to be encountered. The treatment appears
to be complete for real variables. For complex variables the examination
of special functions is not at all sufficient. This is understandable as this
topic could warrant a complete text. However, sufficient functions are
examined to give a ‘feel’ for development on any arbitrary function.
Chapter 7 contains a somewhat brief outline of random number
generation, data encryption and Monte-Carlo integration. The treatment
is limited and a reader at novice level should be careful to explore the
literature especially in the area of data encryption using prime numbers
and knapsack techniques. The topic of Monte-Carlo simulation of com
puter queues appears to have been completely ignored.
Chapter 8 contains an excellent outline of the problem of sorting. It is
somewhat surprising that the authors do not mention the recurring prob
lem in research of the development of a histogram from a system
simulation.
The treatment of root-finding and non-linear equations in chapter 9 is
a beautiful example of the approach used by the authors in writing this
book viz. ‘let’s do it’. The result is the best outline of root-finding that I
have ever read. They rightly emphasise the need for interaction and
preliminary analysis and the programs supplied for this chapter are gems
indeed.
Chapter 10 contains an outline of some methods for the minimisation
of functions of one or more variables. The presentation is characterised
by an almost complete absence of the calculus usually appearing in this
topic. The result is a tribute to the writing skills of the authors as well as
their understanding of the basic concepts. Use of the associated software
does not incur any deep involvement with the complex analysis usually
associated with this topic. The last section in the chapter on simulated
annealing is fascinating and the presentation sharpens the appetite for a
deeper look at this topic.
Chapter 11 contains an outline of the topic usually referred to as
Eigen-analysis. The outline gives no more or no less than that presented in
many other sources. However the explanations are characteristic of the
general trend in the text viz. lucidity, commonsense and, once again, ‘let’s
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do it’ rather than elegant analysis.
Chapter 12 contains an outline of the topic Fourier Transforms. This is
not usually regarded as being of interest to Numerical Analysts. The
inclusion here is a timely recognition of the increasing relevance of the
subject to computer science. The contents of the chapter include an
outline of sampling theory, aliasing, Fast Fourier Transforms, Convolu
tion, filtering, Maximum Entropy, data windowing and two-dimensional
Fourier Transforms. The descriptions are brief and lacking in detail. The
impression is given that the Nyquist theorem dominates all considera
tions, and readers will need to be wary and extend their reading into the
journal literature to understand the significance of sampling rates. The
treatment of Number-theory Transforms is negligible and with the impe
tus towards the use of co-processors, this neglect is to be regretted.
Seemingly this is the poorest section in the whole book.
Chapter 13 contains a set of recipes for statistical analysis more in
keeping with the title of the book. An outline is given of the statistical
background and could be followed by anyone who had completed a
half-year undergraduate course in statistics at any Australian University.
The writing here is again remarkable for its lucidity and conciseness.
The presentation of data modelling given in chapter 14 is most illumi
nating. The use of Singular Value Decomposition and the following
section on non-linear models contain material that is possibly not avail
able anywhere else in such a complete, although abbreviated, form.
Chapters 15 and 16 contain an outline of the numerical treatment of
ordinary differential equations (chapter 15) and two-point boundary
value problems (chapter 16). The presentation is not encyclopedic but
certainly covers a wide range of real-world applications.
Chapter 17 gives a brief introduction to the numerical solution of
partial differential equations, this is a topic of immense size and the
authors have done well to cover as much as they have done.
Computer code for most of the techniques is given in both FORTRAN
and PASCAL. As part of the review, at least one PASCAL procedure was
taken from each chapter and executed on test data on one or more
personal computers. Little effort was required to adjust the code to the
requirements of each machine. Although it was not strictly necessary, the
reviewer could not refrain from replacing the goto’s in the PASCAL code
with while constructs.
In conclusion, the book has few faults and its scope, presentation and
software make it a highly desirable acquisition for practising scientists,
engineers and graduate students.
A.P. Clarke
Weapons Systems Research Laboratory,
Salisbury, South Australia

CRESTIN, J.P. and McWATERS, J.F. (ed.) (1986): Softwarefor Discrete
Manufacturing, North-Holland, 608 pp., SUS79.25 (hardback).
This book is an edited version of the Proceedings of the Sixth Interna
tional IFAP/IFAC Conference on Software for Discrete Manufacturing
held in Paris in June 1985. The theme of the conference is best described
as the use of software to achieve automated manufacture. In keeping with
this theme, the following sessions were held:
— Design and Implementation of CAD/CAM Systems
— Computer Aided Design
— Computer Aided Process Design and Production Planning and
Optimisation
— Robotics and Automated Manufacturing Systems
— Artificial Intelligence in CAM/CAM
This suggests a strong bias towards CAD/CAM, which is indeed con
firmed after closer inspection. However, there are also many papers that
address other areas, such as the simulation and scheduling of manufactur
ing systems, process planning and the programming of industrial robots.
In addition to the papers presented at the above sessions, the book
includes the text of three invited papers which view factory automation,
CAD/CAM in the automotive industry and current research activities in
CAM from a more general perspective. An interesting feature is the
inclusion of summaries of the panel sessions held at the conference.
Unfortunately, the summaries, except for the discussion on communica
tion in CAD/CAM systems, are too brief.
The major strength of this book is the balance that is achieved between
practice and theory. There are numerous papers dealing with the design
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and implementation of manufacturing systems which anyone involved in
that area will find invaluable. At the same time, research issues are not
neglected, with geometric modelling, the finite element method, schedul
ing and Artificial Intelligence being well represented. It is interesting, and
indicative of current trends in factory automation, that considerable
space has been allocated to activities involving Artificial Intelligence. In
addition to the expected papers on pattern recognition, there are papers
concerned with process planning and the use of knowledge based systems
in innovative applications, namely the scheduling of assembly systems
and automatic three dimensional mesh generation.
The person who would most benefit from this book is one who is
involved in the design and implementation of automated manufacturing
systems, and who requires an overview of research activities relevant to
such activities. Researchers in CAD/CAM and Artificial Intelligence
should also find sections of the book interesting.
D. Jarvis
CSIRO Division of Manufacturing Technology

TWITTY, W.B. (1986): Programming the Macintosh — An Advanced
Guide, Scott, Foresman and Company, Glenview, Ilinois, 374 pp.,
$49.90 (paperback).
On the back cover this book claims to ‘... explore the fundamentals of the
Macintosh and its operating system in depth’. It certainly succeeds in
exploring most of the fundamentals of the hardware and operating soft
ware but only covers a few areas in depth. After all it is competing with
the first three volumes of Inside Macintosh (Apple Computer, 1985)
which run to 1260 pages!
Twitty does make a good effort, though, to keep the book at a readable
level for those readers with some programming experience. He scatters
the text almost too liberally with Macintosh screen dumps, program
listings and tables. A considerable amount of thumbing backwards and
forwards a few pages is sometimes required, but page references are
given where necessary.
I particularly liked his introduction to the ‘Macintosh Fundamentals’
chapter which gives a good overview of the main features of the Macin
tosh which have to be manipulated under program control. His checklist
of features of the conceptual model of the Macintosh forms an essential
starting point, often overlooked, for programmers in the Macintosh
environment. The advice given is excellent and directly relevant.
After a brief introduction to the toolbox and operating system rou
tines, the text describes three interpreters in turn — Macintosh Pascal,
Microsoft BASIC and Macintosh BASIC. Each system merits an appen
dix to summarise the language facilities and an extensive example pro
gram to demonstrate some of the programming hurdles to be overcome.
The discussion is sufficient to enable small to medium scale applications
to be generated, particularly for the BASIC interpreters which in both
cases provide a higher level interface to the toolbox routines making for
easier programming.
The real meat of the book for serious programmers comes in the two
chapters on menu and window management. Of course to deal with these
topics event management is covered as well. This is the aspect of Macin
tosh programming which enforces a completely different approach to
structuring a program. The extensive sample programs in Macintosh
Pascal bring out this flavour well. Even so, an artificial quality intrudes
because the author has chosen to omit any real detail of resource man
agement which has another major impact on production quality Macin
tosh programs.
The Macintosh hardware design and standard peripherals are menti
oned in some depth together with an architectural summary of the 68000
microprocessor itself. Assembly language programmers will appreciate
these chapters as well as the one describing the components of the
Macintosh 68000 Development System with its traditional assembler,
linker and debugger.
Sadly there are some notable omissions in an otherwise useful intro
ductory text — the filesystem and its properties, file formats, scrap
management and device handling. Most of these facilities are crucial to
most real applications and contribute significantly to the power and
flexibility of the Macintosh.
All in all I would recommend this book as a useful, although relatively
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expensive, reference for occasional programmers of the Macintosh who
have access to the interpreters mentioned in the text. Even for profes
sional programmers generating applications with production compilers
the text forms a useful introduction to the general features of the Macin
tosh but they would very quickly need to move on to Inside Macintosh.
Reference

Apple Computer Inc., Inside Macintosh: Volumes 1, 2 and 3, AddisonWesley, 1985.
Michael J Rees
University of Tasmania
MABBETT, A. (1986): Getting Started with WORDSTAR + Mailmerge +
Spellstar, Cambridge University Press, 278 pp., $29.50.
This book is written for the beginner — not the professional typist or the
experienced word processor user. I quote from the Preface:
“This book ... is written for business executives, engineers, scientists,
accountants ... in fact anybody who needs to learn a word-processing
system in a hurry and who does not have the time to work through large
manuals, or the opportunity or inclination to attend a training course.”
Written in a user-friendly style, it takes the reader through all the steps
required to set up a wor<Kprocessing system, using Wordstar — (includ
ing the purchase of the CP/M machine), the use of the keyboard, and the
use of the three packages — Wordstar, Spellstar and Mailmerge.
No evaluation of either the wisdom of purchasing a CP/M machine or
of using Wordstar as the chosen package is made. I feel that in a book for
beginners, a comparison of machines and packages is valuable, espe
cially in the light of the impact of MS-DOS and the emergence of
integrated packages.
However — given that the reader has decided to use Wordstar and
CP/M — this book is a useful adjunct to the Help menus which are
available on-screen in Wordstar. The chapters are clearly set out, and the
illustrations are large and easy to read (a pleasant change from the often
eye-strainingly small reproductions of screen displays of many books).
Throughout the text, actions requiring the user to do something are
clearly printed in bold type, and under well organised headings.
Topics covered include — apart from the expected basic WP com
mand set — preparing a mailing list, creating multiple columns, merging
information, and the creation and use of a spelling dictionary.
There are lots of appendices (of varying degrees of usefulness!),
including three summarising Wordstar commands, and an adequate
index.
So the book is OK. If you are going to use Wordstar, then this book
would be a good one for the target audience. It is easy to follow, pleasant
to read (much more ‘personal’ than a manual), and as well organised as I
have seen in a book of this type.
Sue Trahair
Frankston College of TAFE

PRATT, C.S.V., The Accountants’Computer Handbook, CCH Australia,
Sydney, 383 pp., $42.00 (paperback).
This book would be useful mainly to managers in medium to large
organisations in either the private or public sectors who have acquired
responsibilities involving computers but have little computer back
ground. Despite its title there is little in this book that would be of specific
interest to accountants as such.
The book is written as a reference work and is organised accordingly.
There are sixteen chapters and each chapter is divided into named and
numbered sections. Each section gives a concise and more or less selfcontained treatment of the named topic. There is an excellent index to the
individual sections which provides the most effective form of access to
the book. There is a limited amount of back ward and forward referencing
between the sections. There is also a glossary of over 200 terms.
An impression of the topics covered can be obtained from the chapter
headings. These are: 1) Background of EDP in industry; 2) Today’s
considerations; 3) Description of a computer system; 4) Files, data,
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programs; 5) Input; 6) Output; 7) Functional information needs; 8) Some
unique accountant’s needs; 9) Sequence of development; 10) Communi
cations; 11) Applications packages; 12) Selecting a computer; 13) Instal
lation and conversion; 14) Computer operations and control; 15) Security
and auditing; and 16) Staff training.
The author’s wide experience in the EDP industry is evident in the
practical, concise treatment of the topics. In a relatively short book such
as this it is not possible to give a comprehensive coverage of all of the
topics included. It was therefore disappointing to find no references were
provided for the user who needed more information on particular topics.
R.C. Reeve
University of New England
LANGEFORS, B„ VERRIJN-STUART, A.A., and BRACCHI, G. (ed.)
(1986): Trends in Information Systems (An Anthology of Papers
from Committees of the IFIP Technical Committee 8 ‘Informa
tion Systems’ to Commemorate their Tenth Anniversary), NorthHolland Publishing Company, Amsterdam, 422 pp., $US50.00.
This volume looks at the field that has occupied /F/PCommittee 8 and its
Working Groups since their inauguration. At the time of publication, TC8
had three Working Groups:
1. WG8.1: Design and Evaluation of Information Systems,
2. WG8.2: The Interaction of Information Systems and The
Environment,
3. WG8.3: Decision Support Systems.
A fourth group on Office Systems was about to be established.
During its first ten years TC8 and its Working Groups produced 12
volumes of Conference Proceedings. These conferences have been
directed to specific topics and the contributions were planned to provide
coverage from several points of view. Typically there were 15-25 papers,
a high proportion of which were invited. The papers are long enough to
permit detailed exploration of the issues. In their Preface the editors
comment:
It is remarkable how some ideas that have a novel feel about them in
1986 were already touched on in the earliest Working Conference
just like some problems that existed in 1975 are still unresolved today.
For these reasons, the papers bundled in these 12 publications (the
Working Group Conferences) provide a wide perspective on the field
as a whole. With this thought in mind the National Representatives
asked TCS's first three chairmen to edit an anthology, so that an in
depth cross section of the work would become available inside a
single cover.
The editors remarked that they have offered a useful and attractive
package for any reader interested in information systems.
The book provides 21 papers selected from Conference Proceedings
and organised in the eight areas:
1. Education (2 papers)
2. Information Systems Design Methodology (4 papers)
3. Automated Tools (3 papers)
4. Formal Methods (2 papers)
5. Participative Design Techniques (2 papers)
6. Organisation and Management Aspects (4 papers)
7. Effectiveness of Decision Support (2 papers)
8. Knowledge Representation for Decision Support (2 papers)
There is also an introductory paper that reviews the themes and trends in
Information Systems over the last ten years. This provides detail on the
development of the field and interrelates the papers of the volume to
general issues.
There can be little criticism of the spread of the issues covered in this
book. A service has been rendered by putting together such a range of
topics. The ‘mission statement’ quoted above says little about the
intended reader. As I went through the papers I continued to wonder how
the book was supposed to be used. An anthology such as this could draw
attention to what has been achieved by the Committee and its Groups;
this it does well. Likewise, the anthology is valuable for those interested in
the history of development of the field. Readings like this could provide a
set of papers to bring a non-expert quickly up to speed. This goal is not
achieved. The student group who may look for a set of papers that ‘cover’
the field will find the treatment here variable and assuming several levels
of prior knowledge. Another reader group is the Information Systems
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expert. Presumably these readers know about the conferences and are
familiar with the content of the Working Groups’ Proceedings and thus
what they have to gain from this anthology is not clear.
The papers were all prepared for conferences directed to specific
issues and attended by delegates with considerable expertise in facets of
those issues. A paper which is excellent in such a setting is not necessarily
effective in a collection which has a wider audience. In the conference it is
recognised that there will be companion papers. It is not so important to
round out the treatment with reference to other issues which are only of
peripheral concern to the particular paper. Indeed it can be distracting to
do so. Here, however, any one paper gives ‘the’ view and too specific a
focus presents problems. It must be emphasised that this difficulty does
not apply to all of the papers. Some were written to provide an overview
and they move well from Proceedings to anthology.
In short, the individual papers are undoubtedly of value to one inter
ested in information systems. They cannot be criticised on an individual
basis. Their collection in this book does not markedly alter their accessi
bility. The value to several of the groups mentioned above of an anthol
ogy composed in the manner used here is questionable.
John Hiller
University of New South Wales

BLOCK, R. (1983): The Politics of Projects, Yourdon Press, New York,
131 pp., $44.95 (paperback).
This is a delightful book to read: it is witty, entertaining, and provides
some clever insights, based on the author’s experience, into the politics
involved in data processing projects. As Ed. Yourdon states in the Fore
word: “ The Politics of Projects will be a rude awakening for almost all
newcomers to the data processing field, especially fresh new graduates,
with their degree in computer science and a head full or programming
techniques, theories of recursions and other esoteric stuff’. The reason for
this is that Block starts off with a categorisation of the causes of failures in
EDP projects; poor technical method is only one of the causes — and a
rather minor one at that. The major component in project failure, of
course, is ‘politics’.
As well as drawing on his personal experience in project management,
Block illustrates his points by including a fictitious case study of the
management of a project called SCRIMP (System Control for Reporting,
Inventory Management and Planning) with a company called Smoot
Industries. The story follows the fortunes of one Bemie Stone, the project
manager, who at the beginning of the project is a ‘politically naive,
apparently moral, decent person’. As the book unfolds, Stone learns the
hard way how to handle the politics of projects. He is entirely dedicated to
his project, but finds himself being continually taken advantage of, and
short changed by his peers and supervisors. Stone comes to grips with this
quickly and, as events transpire, he uses some rather nasty, premeditated
moves to get his way.
The point is that exposure to the political environment and the politi
cal process leaves one with a dilemma of how to conduct one’s self. ‘If you
are politically active, in time it is certain that people will do very nasty
things to you. So the opportunity and the temptation to play dirty will be
there, first as a means of fighting back, and then perhaps as a way of
being.’
The book is so down-to-earth, and full of real-life experiences, that
one is constantly identifying the characters and situations in Smoot
Industries with one’s own place of employment. Ed. Yourdon concludes
his Foreword by stating that in his opinion, “The Politics of Projects
should be required reading for all participants at every level of a data
processing project”. This reviewer is in full agreement.
Philip McCrea
Australian Associated Press
LIC KER, P.S. (1985): The Art ofManaging Software Development People,
John Wiley, 265 pp., $80.40.
As a manager of programmers, my attention is immediately grabbed by
the title. The preface mentions problems that I can identify with: “... there
is an undercurrent of immaturitymanagers of programmers seem
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even worse. Their abilities to supervise are limited...” Will the book tell
me how to solve my problems, will it make me an artist? The answers are:
‘Not quite’ and ‘No’. But it does give an excellent introduction to, and
appreciation of, the art of managing software development people.
This is not a reference book. As explained by the author, the intention
is to bridge the gap between modern management theories and the
current practices. I think that it could be used to help both already good
managers and management students to apply their skills to the peculiari
ties of software development people. Alternatively it could be used to
open the eyes of the struggling manager to the possibilities for salvation
offered by modern management techniques.
What did I like about the book? It is well written, easy to read and
nicely presented. The material is covered from the point of view of the
manager with ‘typical’ problems that could be tackled by specific man
agement techniques. A technique used to advantage in presenting the
material is to present a problem situation and then to discuss the aspects
of management theory that could be applied to resolve or avoid the
problem.
What didn’t I like? Nothing of great significance. In some sections
there was a tendency to use acronyms that annoyed me. I find with all
‘management’ books that the examples never quite fit my real situation. I
must extrapolate and bring many fuzzy value judgements to bear. I feel I
would like to have the author look over my shoulder and say ‘No! No! Not
like that! Like this!...’
I do not think that this book will become a ‘classic’ work. The author’s
stated intention is tackle problems with the current state of management
of software development. It is his stated belief that there must be dramatic
changes in this field sometime in the next 10 to 15 years — those who
follow his advice will survive.
Randall Fletcher
Brisbane College of Advanced Education
LEHMAN, M.M. and BELADY, L.A. (ed.) (1985): Program Evolution,
Academic Press, London, 538 pp., SUS40.00 (hardcover).
This is a collection of nineteen papers collaborated on by the editors of
the volume, along with one classic paper by G.M. Weinberg, and one
mathematical article by C.M. Woodside. As suggested by the title, the
subject is the application of the metaphor of evolution to the development
and maintenance of software systems. The book presents a historical
perspective which documents the evolution of these ideas and insights,
and of programming methodology and implementation technologies: the
title holds a deliberate double entendre.
The emergence of Program Evolution Dynamics hinges on a contrast
between ‘development’ of a software product prior to installation and
‘evolution’ subsequent to installation, and has been primarily concerned
with this later phase. Some of the papers argue the metaphor from
detailed comparison with biological evolution, many analyse aspects of
the program evolution process, one or two set out the resulting insights in
the form of practical laws and suggestions.
The purpose of the exercise is to be able to avoid the random and ad
hoc nature of the maintenance process, to rationalise the contact of the
users with successive versions, to improve the deployment of pro
grammers on maintenance tasks, to control the internal complexity of
large systems, and ultimately to extend the economical life of the system
and identify the point at which it becomes most cost-effective to discard
it. The progress made has been reasonable in terms of analysis, but has a
long way to go in terms of application of the results.
Obviously program evolution research, if it is to be useful, should
complement program development technologies, including modules and
tools, verification and validation. Indeed the place to start considering
program evolution is during the system design phase. This interaction of
program development and evolution is addressed to some extent by a
couple of the later papers which deal with correctness of specifications
and interface definitions. But this remains at the level of a preliminary
analysis.
The volume, as a historical collection of papers, fails. The editors warn
of redundancy, and the collection is marred not only by redundancy but
by lack of clear progression. Moreover, one or two of the papers seem to
be little more than padding. The book certainly gives some idea of the
evolution of Program Evolution Dynamics, but little as to what it has
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evolved into. The first paper (Chapter 2) is the most recent, and is asserted
to act as “the summation of the evolution dynamics studies” (p. 8). It is
not! It is superficial, and does not succeed in drawing together the
material presented. It could not hope to in the space. The useful ideas are
distributed around the volume and a monograph would be needed to
present them coherently.
Although I do not recommend the volume perse, various articles are
worth examining to gain a flavour of the endeavour. However, the half
dozen I would recommend are reprinted from divers obscure publica
tions, so purchase of the volume by a library could be appropriate.
D.M.W. Powers
Macquarie University

LANE, V.P. (1985): Security of Computer Based Information Systems,
Macmillan Education, London, 182 pp., $18.95, (paperback).
Designed as a text for advanced undergraduate computer science or
information systems students, the book covers a range of topics on the
security and integrity of information systems.
The physical security of corporate computer facilities is the focus of
one chapter. A chapter on data security including inference controls for
statistical databases is included. The security aspects of operating sys
tems, on-line systems, bbmmunications and the applications develop
ment process are discussed over several chapters. A chapter is devoted to
the security requirements of computing operations. Personnel issues are
covered in one chapter while corporate security planning and risk man
agement are the focus of another. Two chapters are devoted to privacy
and other legal issues that are a result of recent legislation in the United
Kingdom. A number of case studies are organised. Exercises are provided
at the end of each chapter and a good bibliography is included at the end
of the book.
The text is not designed as a ‘how to’ manual for the practitioner
though in some areas the level of detail is quite adequate, e.g., encryption.
Instead, it identifies the critical areas that need to be addressed by an
organisation to ensure that its investments in computing resources and
data are protected. At the same time, it provides the student with a
general up-to-date introduction to the area.
Its strength lies in its recognition that security is an organisational
issue, not just a computing issue, and its success depends on the organisa
tions commitment to security. Moreover, as micro-to-mainframe activi
ties increase, the organisational aspects will become increasingly more
important. At the same time, Lane recognises that security programs will
vary from one organisation to another since all organisations are not
subject to the same threats.
Though the text is fairly comprehensive, a number of important topics
have been omitted. Lane has included a chapter on protecting proprietary
software that includes copyright and patent law material yet omits mate
rial on software licences. Similarly, risk management and contingency
planning are discussed but insurance programs and their value in security
assessments are skipped. However, on balance, it is a good book that
meets its primary objective as an introductory text.
Robert Lynch
University of Northern Colorado

KRONSJO, Lydia (1987): Algorithms, their complexity and efficiency,
John Wiley & Sons, Chichester, New York, Brisbane, Toronto,
Singapore, 363 pp., £24.95 stg (hard cover).
The author appears uncertain to whom to address this book. A poorly
presented section on sorting and searching is grafted onto a good cover
age of numerical algorithms. The first 200 pages contain a reasonably
thorough treatment of concepts as they are usually found in texts on
numerical analysis. It covers topics such as the evaluation of polynomials,
iterative processes, methods for the solution of systems of equations, the
fast Fourier transform. A few topics are included which one does not
usually find in books on numerical analysis, such as fast multiplication of
numbers in Chapter 6. Particular attention has been paid to problems of
numerical accuracy (control of round-off errors) and stability. All this is
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very useful reference material for students of numerical analysis.
The second part, Chapters 7 to 9, introduces some well-known nonnumerical problems in computer science, sorting and searching, which
are usually taught in computer science subjects under the heading of
algorithms and data structures. The presentation is very old-fashioned
and there is even a chapter on external sorting with tapes!
Unfortunately, all reference to NP-compIete problems and algorithms
for them has been excluded. Instead, the author refers the reader to
another book written by her. This omission, coupled with the oldfashioned presentation of sorting and searching, makes the book uninter
esting for the computer scientist.
The title of the book promises a treatment of the complexity and
efficiency of computer algorithms, a promise which is kept in the section
on numerical methods. This part contains useful reference material for
anyone working with numerical methods.
F. Hille
The University of Wollongong

NAGAO, M. (ed.) (1987): Language and Artificial Intelligence, NorthHoiland, Amsterdam, 416 + x pp., SUS62.25 (hardcover).
The Proceedings of an International Symposium on Language and Arti
ficial Intelligence, this volume is intended to examine 'the central prob
lem confronting us in artificial intelligence’ (p. viii). In his introductory
remarks, the editor notes this central role of language in philosophy,
logic, psychology and computer science, as well as in linguistics.
Although languge has always been studied from several perspectives, he
observes that it is the computer that has enabled the realisation and
evaluation of theories of language behaviour, and encouraged the devel
opment of model theoretical approaches.
It is important to bear in mind that this is what is meant by artificial
intelligence in the title. It is not the computer science, but the cognitive
science, face of artificial intelligence which is in focus here; the modelling
of human intelligence with the aid of computers rather than the solving of
difficult problems with the aid of heuristics. Relatively few of the papers
actually mention computers, and even fewer of the authors have a com
puter science background: the computer is a tool; their research has been
influenced by the computational metaphor which is shaping cognitive
science today. This approach was the theme of the symposium, and
several of the papers specifically discuss their research in the context of
general issues of cognitive science.
The conference sessions dealt with themes of cognitive science, most
being concerned with developing our understanding on language: I.
Language and Context; II. Discourse and Linguistic Performance, IV.
Framework for Psycholinguistics; VIII. Logic and Language. These papers
explore language phenomena in ways which are generally quite helpful
to those who are seeking to model linguistic and psycholinguistic pro
cesses. Half of the twenty conference papers were by Japanese authors
and concerned the Japanese language. As they apply theories of language
developed largely by English speakers and influenced mainly by Euro
pean languages, a considerable degree of insight into the language pro
cesses is achieved.
Those conference sessions which were more overtly computationally
oriented included: III. Knowledge Representation; V. Models of Under
standing; VI. Machine Translation; VII. Semantics and Knowledge. Not all
of these sessions related directly to computer models, but all addressed
issues which must be dealt with in such work. One or two of the papers
described incipient work and indicated a lack of familiarity with the
wider artificial intelligence and cognitive science literature, but by con
trast one or two of the papers described quite advanced implementations
of computational models.
The entire volume is certainly worth reading. The high quality of the
papers, most of which are not by native speakers of English, is a tribute to
the symposium committee. The volume contrasts somewhat with the
proceedings of the larger COLING and ACL conferences, providing a
refreshing breadth of linguistic and psycholinguistic coverage.
D.M.W. Powers
Macquarie University
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AMMERAAL, L. (1986): C for Programmers, John Wiley & Sons, 118
pp., £9.95 stg.
This is intended as a textbook for people who have already acquired some
programming knowledge, and would like to learn C as a new language.
An eye-catching feature is its economy of pages, which Ammeraal
attempts to justify in the preface:
. . . omitting general issues which the reader. . . can either learn from
other sources or invent himself. For example, I explain neither the
binary representation of numbers nor any ‘program-development
method’. . .
(One hopes some budding programmer will not spend time trying to
invent the binary representation of numbers for himself.)
Nevertheless, the book turns out to be very well illustrated and easy to
read. Since a textbook on language is by nature factual, lacking in
discussion on any controversial matter (at least for an introductory book),
one may only judge its worth by examining how its material is chosen and
arranged, what examples are given, the approach used to explain features
and usefulness of the language, and so on.
The organisation of topics looks very much like other C textbooks,
starting with an extremely brief ‘introduction’ chapter, followed by five
more chapters on simple expression and statements, arrays and pointers,
functions and program structure, structures and dynamic memoryallocation, input and output. In fact, the content listings look somewhat
like those in the C book by Kernighan and Ritchie (1978) (Ritchie being
the original designer of C), except that this book by Ammeraal does not
have a reference section, and it also avoids references to existing systems
like Unix. The reader is constantly advised to consult his system’s refer
ence manual. Within the discussion itself there is good cross reference to
other chapters, and guidelines as to the order of reading and how to skip.
Embedded in the discussion are examples of C expressions or program
segments. The complete (and mostly short) programs are saved till the
end of the chapter, which I think is a good policy because one can skip
them in a hurry. Exercises are found after the examples, generally exten
sions of examples given. They mainly focus on the usual computing
problems like data manipulation, but there seems to be a preference
towards mathematical concepts: Ammeraal even mentions numerical
analysis as an example to passing function arguments to other functions.
Ammeraal’s approach may be summarised as follows: tries to be
precise but not sounding too technical, is always ready to explain very
simple concepts and never assumes the reader knows too much. He even
writes down the 32 bit binary representation of the number 19 in one
example.
My opinion is both that the book will require some patience from
experienced programmers, and that it is a bit too heavy for a first
programming course (if anyone wants to start with C, that is). But there
are always people in between.

a. There are no reports here of failures. Is this related to a selection
mechanism or is this a true indication of overall experience? The
reports on the effect of introducing Ada range from fairly neutral to
strongly positive.
b. The experience seems to indicate (as one might expect) that signifi
cant benefits are not obtained by changing to Ada alone, but rather by
related changes in methodology.
c. It seems that the current buzzword in the Ada community is ‘reuse’.
The most common claim for improvements in productivity arose
from reusing packages, etc.
d. Tools (including compilers) are still often inadequate.
Of the papers directly addressing the nominal title, the most informative
were by Gaumer, Papaix et aL, and Genillard and Ebel. I felt that these
reflected valuable experience and guidance for anyone contemplating a
change to Ada.
There were two papers attempting forward economic analysis of the
effects of using Ada. Southwell used the Cocomo model for language
comparisons. I found Arkwright’s paper more interesting. I would have
given it a title like ‘How to Persuade Management to Adopt Ada’ rather
than ‘Global Issues from Reuse of a Real Product’.
A number of papers (by Wilson and Youll, Gargaro and Pappas, and
Carney) addressed the issues of library management and reuse. I found
these rather elementary but they would be useful to those with little
familiarity with the Ada literature. Articles relating to supercomputers,
simulation, graphics, and compiler evaluation would be useful starting
points for specialists in those areas converting to Ada. I was disappointed
by the papers in the education and design methods sections of the book.
To me it seems that the educators are too keen to get people coding in
Ada quickly, and not enough concerned with design techniques. Only two
papers dealt with the embedded real-time applications for which Ada
was particularly designed. While I did not find either particularly con
vincing (neither seemed to be based on practical experience), they rein
forced my concerns that Ada may be seriously deficient in this area.
Three papers in a formal methods section seemed rather out of place
in this book. One related to axiomatic semantics, the second to a denotational style of semantics, and the third to program development by
transformation. I found these quite interesting as they coincide with my
areas of interest but I expect that they would not be of interest to many
readers.
This book will principally interest people deciding whether to use
Ada, or managing a change to Ada. This is an area in which there is still a
shortage of material, even in the professional journals. As such it fills a
useful role. However, I expect it will date very quickly as more experience
is obtained.
D.B. Johnston
University of Queensland
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WALLIS, P.J.L. (ed.) (1986): Ada: managing the transition, Cambridge
University Press, 280 pp., $80.50 (hardcover).
This is the proceedings of the 1986 Ada-Europe conference with the
same title. The aim was specified as ‘identifying the problems organisa
tions encounter when they decide to change to Ada and solutions to these
problems’. In my judgement, only about half of the 25 papers are clearly
in that area, with the remainder covering a wide variety of specialised or
theoretical Ada related topics without the practical and organisational
emphasis implied by the title.
One of my main interests was to find any convincing practical evi
dence that Ada is to be a major success, a dramatic failure, or something
in between. Maybe the result is to be different in different areas. I don’t
believe that this book has the answer. However, some observations can be
made:
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GRAY, N.A.B. (1987): Introduction to Computer Systems, Prentice Hall,
Englewood Cliffs, 411 pp., $32.95.
Neil Gray has taken on the difficult task of writing a text based on the
recommendations of the ACM Curriculum-78 for the unit ‘CS-3: Intro
duction to Computer Systems’. These recommendations cover the under
graduate course in Computer Science where the one-semester unit of
CS-3 belongs to the core curriculum. Prerequisites to CS-3 are two
one-semester programming and algorithmic units with the names of
CS-1 and CS-2, which should cover Pascal and one other language.
However, Gray recommends only one semester of programming as
prerequisite to the book, which is possibly more practical for time tabling
in tertiary institutions.
The task of writing a text based on broad aims and topics is difficult as
no behavioural objectives of the form: “At the end of this topic the student
shall be able to...” are stated in the ACM recommendations. Behavioural
objectives state a clear and measurable outcome the student has to
demonstrate. The general aims of the unit CS-3 are:
(a)
to provide basic concepts of computer systems;
(b)
to introduce computer architecture; and
(c)
to teach an assembly language.
The unit is meant to prepare students for later studies on operating
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systems. Despite the lack of specific objectives, the author has covered all
specified topics to the required depth for a tertiary course and included
additional topics, such as direct memory access and more addressing
modes than listed in the ACM recommendations. The last section in the
book contains an extension to the recommendations and covers a detailed
description of the Motorola 6809 and 68000 chip, advanced data types,
improved input/output handling, introduction to operating systems and
memory management. The topic of coroutines is the only recommended
topic not addressed in the book.
The software for this course (with the name of Simul8) comes as part
of the instructor’s manual and simulates an accumulator-based machine
with 3-bit opcodes and 12-bit instructions similar to the PDP-8. The
software runs on either an IBM PC under DOS, UNIX or Macintosh as
required and assists in the teaching of a restricted assembler for this
computer.
The book contains many figures, exercises and sample programs in
Pascal and Simul8 assembler. Three appendices take up 70 pages and
contain Simul8’s instruction repertoire, the Pascal code for a two-pass
assembler (similar to Wirth’s PL/0 compiler) and the Simul8 user man
ual. This book will be especially useful for tertiary institutions without
minicomputer support in the form of PDP-1 l’s or similar but which are
equipped with PC’s or Macintoshes.
The only minor objections to the book are the three-page index, which
is too sparse for a 400-page book, e.g., no entry could be found for the
topics of compiler or translator despite a chapter on high-level languages
and some figures were generated on the Macintosh and suffer from a lack
of resolution.
The book has achieved the required objectives and at $33 can be
recommended as a class text.
Dominic Wild
Perth Technical College

WEEKES, A.J. (1986): A Genstat Primer, Edward Arnold, London, 118
pp., $22.95 (paperback).
Genstat is a venerable statistical language, having first seen the light of
day in 1970. It shows its age in its syntax, with keyword commands such
as ‘calculate’ having to be quoted in an Algol-like fashion. It was of
course originally batch oriented, but version 4.04, released in 1982 and
available now on a wide variety of machines, is reasonably interactive.
Version 5, and the IBM PC version due soon, will presumably carry this
process further. It is a pity therefore that this book describes only the
batch-oriented version 4.03.
Genstat developed something of a cult following amongst statisticians
because of its power to handle complicated experimental designs and the
ease with which, in contrast to SPSS, the user can access the underlying
data structures. Although it is no longer unique in this respect, Genstat
remains a very powerful and flexible package for the statistical analysis
of data.
None of this is evident from this textbook however, which is written at
an extremely elementary level, assuming virtually no knowledge of
statistics (or computing, or even mathematics). This results in a very
limited coverage of Genstat’s facilities — there is nothing on the analysis
of experimental designs, generalised linear models, or time series. More
sophisticated readers would be better directed to Alvey, et al (1982).
However what is covered is covered well. The author at all times seeks
to explain rather than to provide comprehensive coverage. Genstat’s
parallel command structure, including its very powerful ‘for’ loop, are
well-covered, although no mention is made of macros, or of the extensive
Genstat macro library. The book also covers graphical and tabular
displays, matrix manipulation, linear regression (but with no hypothesis
tests or confidence intervals), and, somewhat anomalously in a book of
this level, multivariate analysis.
“A Genstat Primer” is directed principally to an undergraduate
audience learning Genstat as a first statistical language. Such a procedure
is not very common, although it seems an admirable idea to me, and
Weekes’ book would be a good text for such a course. It is written in
simple, easy to understand language, and uses interesting examples, with
real data, throughout. Moreover it is eminently affordable. It is also
reasonably free of typesetting errors (except that the contents of pages 19
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and 20 have become interchanged).
There are some problems with using this book for self-study though.
No information is given on the (system dependent, admittedly) task of
running a Genstat job. Also, even though the author is using real (and
long) data sets, there is no indication until page 104 (out of 107) of how to
read data in from a file, rather than as part of the Genstat program.
There is not enough Genstat output shown for the book to stand alone
without a terminal and a tutor — the first three outputs occur on pages 7,
31 and 65. Similarly the chapter on graphics shows not a single graph!
Also many of the mnemonics are not explained, which does not help a
beginner (such as this reviewer). For example ‘PDT(A;B)— performs the
matrix operation of premultiplying B by A’. But why is it called PDT?
Well I worked that one out (eventually) ProDucT) — there are several
others I am still working on.
I do not mean this review to sound too negative — I am enthusiastic
about Genstat as a language, and about teaching it to an elementary
stastistics class, and I would be happy to use this book as a text for the
course. But it is not suitable for more advanced readers, nor for self-study
by elementary ones.
References
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LIDL, R. and NIEDERREITER, H. (1986): Introduction to Finite Fields
and their Applications, Cambridge University Press, 407 pp.,
$52.00 (hardcover).
This book is a textbook version of an earlier monograph on finite fields
with some changes in material. It aims to present the theory of finite fields
and their applications to such topics of interest to computer scientists as:
— feedback shift registers
— pseudorandom integers
— algebraic coding theory: linear, cyclic, BCH and Goppa codes
— cryptology
As these topics require considerable mathematical background, the
authors were faced with a choice — either assume the mathematics or
include it. In order to make the book self-contained the authors chose the
second alternative.
The book begins with 36 pages of ‘algebraic foundations’; essential
background material on rings, fields, polynomials and field extensions,
and six pages of exercises. This summarises material that would probably
be taught in second or third year algebra and number theory courses in
Pure Mathematics. The next two chapters cover the structure of finite
fields and polynomials over finite fields, and are the core material on
which the rest of the book is based. Again, in keeping with the textbook
approach, the chapters have many exercises at the end. Some, but not all,
of this may also be taught in an undergraduate Pure Mathematics course.
Chapter 4 discusses factorisation of polynomials over finite fields, and
Chapter 5 discusses exponential sums. The rest of the book, though still
mathematical in nature, deals with the topics of interest to computer
scientists.
The contents indicate that the book is aimed at final year undergra
duate/graduate courses, given to mathematics students or to computer
science students with a good mathematics background, it is fairly solidly
in the ‘definition-theorem-proof-example’ tradition, but nevertheless I
found it quite readable. I did not feel overwhelmed by the mathematics at
any point; instead, I felt that the book is really about the applications of
the mathematics.
The numerous exercises at the ends of the chapters are arranged in the
order of the material in the text. Exercises vary from the mechanical to
ones requiring a lot of individual thinking, and a casual reader may not
easily recognise which exercises are quite difficult.
To summarise: I feel the book is quite a readable textbook. It could be
used for a Pure Mathematics course in Finite Fields, covering the theory
in the early chapters, where the applications could be used as motivation.
Alternatively, if the mathematics were assumed or treated lightly, it could
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be used to present the applications in computer science. However in this
second case it would probably be advisable if students had a good
mathematics background.

GHOSH, S.P. (1986): Data Base Organisation for Data Mangement (2nd
Edition), Academic Press, 487 pp., SUS39.50 (paperback),
SUS65.00 (clothbound).

R Worley
Monash University

This is an enhanced version of the first edition published in 1977 with two
new chapters on meta-data and distributed databases. The basic consid
eration in designing databases is the efficiency of data access even
though, of late, importance is given to the ease of creation and mainte
nance of databases. The main reason for such maintenance considera
tions is that most of the database design techniques were developed by
practitioners and very few formal descriptions are available which can be
understood by database designers in general. This book fills that vacuum
and provides a unified approach to physical database design.
The issues discussed in the book can be classified into four major
topics:
1. Basic concepts dealing with elementary mathematics necessary for
analysing database storage structures and various query structures
(these have been explored in sufficient depth);
2. The problem of data searching in secondary storage structures and an
indepth study of their mathematical properties. In particular the
theory of the consecutive retrieval property (initially proposed by the
author of the book), which achieves good access times for a class of
queries at the expense of a reasonable amount of redundancy, is
thoroughly explored. The discussion of this topic is complete in the
sense that all the known results are reported in chapter 6 of the book;
3. Data organisation on drum storage. Drum storage devices are becom
ing obsolete, but the book has devoted a chapter to them. Some of the
theories discussed may be useful for appreciating the time delays
involved in accessing data from secondary storage devices. However
some of the classical storage structures like index structures (ISAM,
B-trees and their variants) are not mentioned as possible alternative
storage structures;
4. Selection of optimal access path for a given query. The treatment of
this topic provides enough motivation for the reader to realise the
need for optimisation, but fails to make one realise the complexity of
such a selection.
In the last two chapters the author has introduced briefly the concept
of metadata and distributed databases. In the reviewer’s view these topics
are state-of-art problems and issues and as yet cannot be treated exhaus
tively in a text book.
In general, as the preface says, this is intended as a textbook on
theories of database organisation for mathematically oriented students
who previously had to rely on articles scattered in journals and confer
ence proceedings. However, the book should also be useful for those who
like to compare and contrast various secondary storage structures and
understand the rationale behind the designs involved.

MILNE, G.J. and SUBRAHMANYAM, P.A. (eds.) (1986): Formal
Aspects of VLSI Design, Elsevier Science Publishers, Amsterdam,
214 pp., $US55.50 (hardcover).
This book contains a fascinating selection of papers from the Edinburgh
Workshop on VLSI held in 1985. The papers fall into two categories. In
the words of the editors, the first four are concerned with deriving
‘provably correct design proceeding from formal specifications’ and the
remaining seven papers are about 'a posteriori verification (and simula
tion) techniques aimed at rigorously guaranteeing the correctness of
existing designs’. These statements summarise the content effectively.
The two most interesting papers to the reviewer were Automatic
Circuit Verification Using Temporal Logic: Two New Examples by M.C.
Browne, E.M. Clarke and D.L. Dill, and Can a Simulator Verify a Circuit?
by R.E. Bryant. The first is interesting because it is concerned with
asynchronous circuits and uses temporal logic and the second because it
is concerned with the requirements of testing for design errors which
would not be detected by normal simulation or fault analysis techniques.
There are two papers justifying the use of higher order logic for
specifying and verifying hardware which are good. There is a challenge
in Specification and Verification using Higher- Order Logic: A Case Study
by F.K. Hanna and N. Daeche, to analyse the SN7474 flip-flop which
readers may care to take up (p. 193).
Provably correct design methods and verification techniques are two
sides of the one coin, for formal proof will not save the designer from
oversight, nor will testing and verification replace sound design methods.
As reviewer, I looked for work concerned with the overall task of the
designer to manage complexity in which task formal design and verifica
tion techniques are vital components. Although I was disappointed in this
search and felt that some writers had not stepped back and placed their
topics in this wider context, I was not disappointed by the material itself.
What things are likely to come of the work are automatic methods of
manipulating design specifications to generate physical implementations
and more effective circuit verifiers and simulators. As a designer, one can
imagine the power and freedom offered by developing and integrating
such tools.
Taken overall, the book is a useful text, summarising a number of
approaches to design and simulation of VLSI circuits. If you are con
cerned with design methodology or testing and verification of designs, it
is worth having a copy in the library.
Peter Horan
Deakin University, Geelong

B. Srinivasan
Monash University

UK ALVEY VISION CLUB: SPECIAL CONFERENCE ‘PROCEEDINGS’ NOW AVAILABLE
The UK Alvey programme of advanced information technology was launched in 1983 to stimulate
collaborative IT research projects between industry and academia. Within the programme the Alvey Vision
Club has provided a significant focus for work on computer vision and image interpretation. The second annual
conference of the Alvey Vision Club was held in September 1986 and selected papers from the meeting are
published in the May 1987 issue of the international journal IMAGE AND VISION COMPUTING. Twenty of
the best papers, fully refereed, will be published in this specially extended issue, co-edited by Professor Keith
Baker of Reading University, UK, and Dr Bernard Buxton, of GEC, UK, the Conference Programme Chairman.
Further information and details of this issue are available from:
Geraldine Hills,
IMAGE AND VISION COMPUTING,
PO Box 63, Guildford, Surrey GU2 5BH, UK
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Australian Computer Science Conference
ACSC-11, Queensland, 1988

CALL FOR PAPERS
The Eleventh Australian Computer Science Conference will be held at the University of Queensland, St Lucia,
Queensland on 3-5 February 1988. The aim of the conference is to stimulate the interchange of ideas and
information among computer scientists working in academic and other institutions around Australia. New
members of the profession and graduate students are particularly encouraged to submit papers and to attend the
conference. To this end, every effort is made to minimise the cost of attendance.
Papers are sought that survey current research or report the results of new research in any area of Computer
Science. It is anticipated that a selection of the best papers will again be published in the Australian Computer
Journal in the May 1988 issue. Authors should follow the guidelines for papers in the Australian Computer
Journal and papers should not exceed 5000 words in length.
Initial version of papers for refereeing (3 copies please) are needed by 14 September 1987 and final versions
of accepted papers will be needed by 1 December 1987. Intending authors may seek further information from
the A CS—11 Papers Chairman, Department of Computer Science, University of Queensland, 4067. Telephone
(07) 377-3952.

COMPUTER CONTRACTS
I**

1111

Principles and Practice

infiwi

Gordon Hughes • Anna Sharpe
The acquisition of new computer equipment often
involves major investment and managerial
decisions. It may well involve several separate
but linked agreements — customer/hardware
supplier, customer/software supplier and
maintenance arrangements.
These agreements often raise complex but
important legal questions. They also raise
important matters for negotiation: the “ideal”
agreement from the viewpoint of the supplier will
differ in important respects from the customer’s
“ideal”. Those who thoughtlessly sign standard
agreements may well have unpleasant surprises
later.
This book, unique in Australia, discusses these
issues. It contains 16 agreements for different
transactions, each of which is drafted for the
supplier and the customer. It has notes on where
the two versions vary and why, and it has
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chapters on the areas of law covered which are
specifically related to the problems which arise in
computer agreements.
It is essential reading for all those working in
the computer industry and for all their customers,
as well as their professional advisers.
1987

hardcover

xxxi 603pp

0455 207 364

$75.00.

["ORDER NOW!
*

Please supply (
) copy/ies of
Hughes & Sharpe: Computer Contracts
All major credit cards accepted.

I
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1

The Australian Computer Journal, VoL 19, No. 3, August 1987

What’s really new in the computer market?

SYSTEMS
87
Munich, 19 - 23 October 1987
SYSTEMS answers this question and others. Like
"what are the latest trends in the computer busi
ness?" "Which are the systems of the present and
which of the future?" "Which hardware should you
use? And which software?" SYSTEMS is unique in
Europe. It is both a trade fair and a congress. There
are more than 1.000 exhibitors from 16 countries.
The range of products will appeal to DP-beginners
and experienced users alike. It is the user-friendly
trade show par excellence. SYSTEMS 87 - the trade

fair for professionals. For decision-makers. For state
of the art computer technology. Call us or write to
us. We will give you all the information you need.
German-Australian Chamber of Industry
and Commerce, 2nd Floor, AWA Building,
47 York Street, Sydney NSW 2000,
G.P.O. Box 42 47, Sydney NSW 2001,
Tel. 02/29 3996/98/99.
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