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Computer Fat
WHAT COMPUTER FAT IS.

Computer fat is created when you buy more com
puter than you need. With conventional computer
architecture, you have no other choice. You buy die
closest fit available and “grow into it.”
So there is always waste and inefficiency And you
pay dearly for it.

WHAT IT COSTS.
Theperformance cost. With conventional com
puter architecture, doubling your processors does
not double your performance. With Tandem, each
incremental increase in processing power provides
matching performance.

TANDEM’S
NON-FAT ARCHITECTURE

Tandem Computers has developed the ultimate
system for on-line transaction processing. It is die
fault-tolerant system that can grow as your needs
grow, expanding at any increment you choose.
You can start with two processors and grow to 16
processors in a system. You can put in a fibre-optic
link and grow to a local network of 14 systems. With a
combination of land lines and a satellite link, you can
expand to 255 systems (4,080 processors) worldwide.

COMPETITION
In a Tandem system,
all components share the workload,
and no singlefailure can shutyon down.

PROCESSORS

The dollar cost. With conventional computer
architecture, growth is convulsive. You must
continually over-invest to assure sufficient processing
power. With Tandem, growth matches need. You
never invest more than you have to.

With Tandem, your software expands, too. All
systems work like one system, and you’ll never have
to rewrite a line of applications code.
The Tandem NonStop™ system is also enhanced by
a high-performance, relational data base that can be
geographically distributed to wherever it’s needed.
And no single component failure can shut you down.

LET’S CHEWTHE FAT.
Tandem systems are already at work in major
organisations in Australia and New Zealand in
Banking, Telecommunications, Tourism,
Manufacturing, Retailing and in Federal and State
Government Departments.
COMPETITION

TANDEM

PROCESSING POWER
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WELLINGTON (NZ)
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flews Briefs
from the
Computer UJnrld
“News Briefs from the Computer World’’ is a regular
feature which covers local and overseas developments
in the computer industry including new products,
interesting techniques, newsworthy products and
other topical events of interest.

BRITISH COMPUTER SOCIETY PUBLICATIONS NOW
AVAILABLE IN AUSTRALIA!
All computer enthusiasts will be pleased to know that
publications of the British Computer Society are now available
in Australia, through Cambridge University Press. Cambridge
now publishes material produced by the BCS.
One title, just published, is of great interest to all those
involved in computers, at any level. It is the Glossary of
Computing Terms, an invaluable reference book, now in
its fourth edition. At only $4.50, it is also a book anyone
can afford! Forthcoming publications of the BCS include
Software Package Buyer's Guides for Financial Accounting,
Purchases, Payroll and Sales.

All enquiries should be directed to Cambridge University
Press, 10 Stamford Road, Oakleigh Victoria 3166.
NEW ENVIRONMENTAL MONITORING UNIT FOR MINI
COMPUTER ROOMS
Bertemp Sales Pty. Ltd Hawthorn East, Victoria, has recently
announced the expansion of its range of Environmental
Monitoring Systems (EMS) to include an economical solution
to the special conditions of all mini and micro computer
installations.
Known as EMS Miniguard, the new unit is ideal for use
with minicomputers requiring overtemperature shutdown.
It has been specifically developed to provide a continual
status report on the temperature conditions within a close
control environment, and to act as an early warning system
for malfunction of the computer room air conditioning plant.
The EMS Miniguard is an electronic device that senses
the temperature over the range 5 to 45 degrees Celsius and
provides an easily legible digital display.
In addition to an LED visual alarm display, an audible alarm
and relay is incorporated so as to initiate computer power
shutdown if the sensed temperature rises above a pre-set
limit.
A remote sensing option allows the EMS miniguard to
be located in a convenient area away from the computer
room. Likewise provided as an option, a remote alarm module
is available. This module incorporates both visual and audible
indication of overtemperature in the computer room.
Other units in the EMS range from Bertemp Sales include
the EMS 1000 series. This series incorporates relative humidity
monitoring in addition to temperature, high and low alarm
limits and an optional strip chart recording module.

The world’s top selling highlighter

STABIIO BOSS
makes your work easier
in 8 colours
Wherever . . . whenever you want to highlight any document . . .
simply pick up your STABILO BOSS. Only STABILO BOSS gives
you eight fluorescent colours.. . one stroke in any one, or a
combination of colours, and you've made your point... it
cannot be overlooked. Available in single colours,
wallets of 4, 6 or 8 assorted colours, or in handy
desk sets of 6 and 8 assorted colours.
From your newsagent or normal stationery
supplier
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‘AIRCAP” PROTECTS VALUABLE COMPUTERS
Protecting valuable computers in transit from warehouses
to customers' offices is a problem faced by most suppliers.
Delicate, hi-tech electronics and high cost hardware dictate
that customers receive their equipment in absolutely
unmarked, operational condition.
Prime Computers, solved the problems of protective
handling, dents and scratches, after consultation with the
packaging experts at Rheem Sealed Air Products.
“Providing the best service to customers also means
protecting our shipments in the most efficient manner," said
Prime’s purchasing officer, Mr Bill Generalis. "We’ve proven
the protective qualities of “Aircap" on many occasions, both
as a cushioning and protective wrapping material.
“Aircap is also extremely light lending itself to our frequent
air freight packing requirements saving thousands of dollars
over a 12 month period.”

DATA 85
DATA 85, the 9th Sydney Business Computer Show, will
present a number of new features when it opens at Sydney’s
Centrepoint on May 22. These new features will further
enhance the DATA show’s reputation with the Sydney
business community.
The first, a Business Software Showcase, will feature a
complete range of software products for everything from
mainframes to multi-user systems and the IBM PC. Software
on display will include packages for management information
systems, office automation systems, accounting, word
processing, database, specialised services such as computer
auditing and stock market analysis, local area networking
and telecommunications. Equipment suppliers exhibiting on
other floors of the exhibition will thus be able to refer clients
for further software support.
The second, a series of specially designed end user seminars
to help business buyers choose the right equipment and
software for their particular need, will run concurrent with
the four-day exhibition. While seminars have been a feature
of previous DATA shows, this year’s series will be the first
to incorporate a review of the top business software packages
for personal computers.
RESEARCH GRANT TO R.M.I.T.
Computer Power has made a research grant of $32,000
to the Department of Computing at the Royal Melbourne
Institute of Technology.
The grant will fund post-graduate research into screen
based interfaces for information retrieval systems and the
development of efficient file access methods for UNIX based
systems.
The research effort will be directed by Dr Ron Sacks-Davis,
Senior Lecturer in the R.M.l.T. Department of Computing.
The R.M.l.T. research supports Computer Power’s own
research program into information retrieval and expert
systems being done by the Applied Research and Devel
opment Division.
This program is directed by Dr Richard Jones, the Division’s
chief scientist. Dr Jones is the co-author of the widely used
text retrieval systems STATUS and has established a 5th
generation computing laboratory in Canberra.
(Continued on Page III following Page 100)

Expert-Ease
A FIRST in the practical application of
ARTIFICIAL INTELLIGENCE for MICROCOMPUTERS
Diverse and wide ranging applications including medical and plant fault diagnosis, decision
making, forecasting and reactive teaching aids.
• Will run on an IBM-compatible P.C., Rainbow and Sirius with 128K and 2 diskettes.
• Demonstration pack option — invaluable for educational purposes, convertible to full system.
CURRENTLY AVAILABLE, including full DOCUMENTATION and
ON-SITE TRAINING provided by SYSTOM.

SYSTOM (S.A.) PTY. LTD.
169 UNLEY ROAD, UNLEY
• Adelaide (08) 271-6455 • Melbourne “Praxa” (03) 654-2844 • Sydney “Thinking Systems” (02) 211-0944
• Perth “DP Resources” (09) 381-2309
• Brisbane “Academy” (07) 57-9700
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Editorial
The publication of each quarterly issue of the Australian Computer Journal is an event that these days I await
with particular interest. Then, of course, my interest is proprietary: my concern is not for the content, so much
as for the form, the production, the integration of parts, and the myriad last-minute details that may have been
overlooked. Has it all turned out as planned? So far there have been no major disasters, and few embarrassments.
I am grateful (truly) to the author of the letter published later in this issue for bringing one such matter to
my attention. It is pleasing to know that there are real readers out there. Also, I would particularly like to
acknowledge the efforts of Keith Collins and Mario Corel of Associated Business Publications who manage the
production of the Journal, and have kept it clear of major calamities throughout the past three years, and for
many earlier years as well.
But what of the other 11,000 recipients of the Journal beside myself? If you are reading this, then presumably
you have not left your copy unopened, resplendent and preserved indefinitely in its new plastic packaging.
Read on, and you will find at least one article of interest and relevance to your professional concerns:
— Dwyer’s article on coroutines for Cobol proposes a sensible, and arguably long-overdue, uplift for an
old friend with over-many pronounced stretch marks, already. The idea of coroutines was described
by Conway in 1963. Its strangeness should have eroded away by now; its usefulness remains.
— Bellamy and his co-authors from the Computer Centre at Monash University, in their article on the
Monash Local Area Network, describe an innovative, independent development project that they have
completed. Local area networks will soon affect the way we all work, if they haven’t already done
so. The authors’ reasons why they did not slavishly follow developments elsewhere are clearly stated;
their description is direct and free from jargon. I wish them commercial success, and hope that their
article will go some way towards restoring your faith in Australia’s technological future.
— Clarke's article concerns important legal developments affecting the future practice of computing in
this country and elsewhere. Computer hackers ignore the privacy of others as a matter of course;
computer professionals will ignore it at their peril, even though the full implications of impending legislation
may not yet be clear.
— Finally, there are two short communications. Hille’s article explores a corner of the theory of algorithms
that concerns the relationship between permutations and the traversals of binary trees. Oon and Carson,
who are medical practitioners, have contributed an article on their system for encoding medical patient
data. Although their ideas may not be startlingly new, at least they have been willing to present them
for public scrutiny (others please take note).
To complete the issue, there is a larger-than-usual book review section, and for the first time, a review
of some video tapes. Finally there is a Call for Papers for the first special issue of 1986, on Programming Environments,
for which the guest editor will be Gordon Rose of the University of Queensland.
Once each quarterly issue of the Journal has been safely published, I do get concerned about the content
of the following issue. The forthcoming August issue of the Journal will also be a special issue, on Office Automation,
under the guest editorship of Alan Baird of the South Australian Health Commission. This is a topic that interests
me greatly, and will interest many readers as well. I hope that whenever you find an article that interests you,
that you will tell your friends; that whenever you find an article that you think should interest you, but doesn’t,
that you will tell the editor; and that whenever you find any more embarrassing slip-ups, you won’t let them
pass, but will dutifully, if not gleefully, describe them in a letter to the editor for publication. Don’t worry
about me: I can take it. But I do worry that, in a society with 11,000 members aspiring to professional status,
so few are willing to stand up and be counted, to present their ideas, practices and experiences for public
scrutiny. Unless more do, perhaps this Journal too will one day be fit only to remain within its plastic packaging,
or else to be read fitfully only within the sanctuary of the dentist’s or barber’s waiting room.
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Should Cobol Support Coroutines?
B. Dwyer*
Coroutines provide a means of structuring programs to express solutions to many application
problems in a natural way. ANS Cobol so nearly supports their use that minor changes to the
standard would permit them, and make the language more useful.
Keywords: Coroutines, Cobol.
CR categories: D.3.2 (Cobol), D.3.3 (Coroutines)

1.

INTRODUCTION
Coroutines are routines that co-operate by exchanging
control. At some point, a procedure A may suspend itself
and pass control to a coroutine B. B may later return control
to A, but — unlike a normal procedure call — without
terminating its own execution. When A returns control to
B, B resumes at the point where it suspended.
Coroutines were first described by Conway (1963), and
have since been offered by some programming languages,
notably Simula (Dahl
a/., 1984). They can simplify many
programming problems. In a language that does not support
coroutines, the programmer may have to get the same effect
by using ordinary procedure calls. This needs the state of
a process to be recorded explicitly as a variable, and is messy.
For a more detailed account of coroutines and their uses,
see Marlin (1980).
Coroutines would be useful in many business
programming applications. Jackson (1975) gives some
examples of problems which they can solve. He shows how
to simulate their effect in Cobol, by a method that he calls
'program inversion'. When I described program inversion
to one of my students, Anthony Berglas, he pointed out
that it was not strictly needed, because Cobol’s PERFORM
verb already supports coroutines! I followed Berglas’
suggestion, and the resulting program worked, but only
when a run-time check was suppressed.
2.

AN EXAMPLE PROGRAM
Berglas’ idea is shown in Figure 1. This is a complete
Cobol program that reads lines of two characters and displays
the same sequence of characters in lines of three. The input
sequence is terminated by a period, which is not displayed.
(This is obviously an artificial problem; but it is analogous
to problems where lines of text have to be processed as
sentences, or where records have to be blocked and
unblocked, etc.)
The problem is dealt with quite naturally by defining
two processes, a 'reader' and a 'writer'. The reader process
reads pairs of characters, and places them one at a time
into a buffer. Each time it puts a character in the buffer,
it suspends itself and calls the writer process. The writer
takes characters from the buffer one at a time and displays
them as triples. Whenever it needs the next character, it
suspends itself and wakes up the reader process. The
Copyright © 1985, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ's copyright notice is given
and that reference is made to the publication, to its date of issue,
and to the fact that reprinting privileges were granted by permission
of the Australian Computer Society.

IDENTIFICATION DIVISION.
PROGRAM-ID. COROUTINE.
ENVIRONMENT DIVISION.
CONFIGURATION SECTION.
SOURCE-COMPUTER. VAX-11.
OBJECT-COMPUTER. VAX-11.
DATA DIVISION.
WORKING-STORAGE SECTION.
01 2-CHARS.
02 1-0F-2-PIC X.
02 2-0F-2 PIC X.
01 BUFFER PIC X.
01 3-CHARS.
02 1-0F-3 PIC X.
02 2-0F-3 PIC X.
02 3-OF-3 PIC X.
PROCEDURE DIVISION.
* The Reader Process
READER.
PERFORM ACCEPT-ONE-LINE.
PERFORM ACCEPT-ONE-LINE UNTIL BUFFER = "
STOP RUN.
ACCEPT-ONE-LINE.
ACCEPT 2-CHARS;
MOVE 1-OF-2 TO BUFFER;
PERFORM WAKE-WRITER THRU SUSPEND-WRITER;
IF BUFFER NOT =
MOVE 2-0F-2 TO BUFFER;
PERFORM WAKE-WRITER THRU SUSPEND-WRITER.
* The Writer Process
WAKE-WRITER.
EXIT.
WRITER.
PERFORM DISPLAY-ONE-LINE UNTIL BUFFER =
SUSPEND-WRITER.
EXIT.
DISPLAY-ONE-LINE.
MOVE SPACES TO 3"CHARS.
MOVE BUFFER TO 1-0F-3.
PERFORM SUSPEND-WRITER THRU WAKE-WRITER.
IF BUFFER NOT = ".»
MOVE BUFFER TO 2-0F-3;
PERFORM SUSPEND-WRITER THRU WAKE-WRITER;
IF BUFFER NOT =
MOVE BUFFER TO 3-OF-3;
PERFORM SUSPEND-WRITER THRU WAKE-WRITER.
DISPLAY 3-CHARS.
Figure 1

processes have almost independent control structures. The
pairing of the input characters is invisible to the writer, and
the grouping of the output into triples is invisible to the
reader.

* Department of Computer Science, University of Adelaide, Box 498, GPO, Adelaide, South Australia 5001 Manuscript received April, 1984,
revised October, 1984.
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In the text of Figure 1, the reader process consists
of the paragraphs READER and ACCEPT-ONE-LINE, and the
remaining paragraphs belong to the writer process. When
the reader process executes the statement PERFORM WAKEWRITER THRU SUSPEND-WRITER; it passes control to the
writer until the writer suspends itself, in a way that will shortly
be explained. When the writer process executes the
statement PERFORM SUSPEND-WRITER THRU WAKEWRITER; it suspends itself until it is reactivated by the reader.
The relationship between the two processes is not
symmetrical. The reader is initiated by the act of executing
the program, but the writer is initiated by the reader. The
reader is also given the task of terminating the program.
In the program text, the WAKE-WRITER procedure must
immediately precede the WRITER procedure, and SUSPENDWRITER must follow it. Both these EXIT procedues are
associated with the writer process, and neither with the
reader.
3.

WHY THE EXAMPLE PROGRAM SOMETIMES WORKS
To understand how the program can work, one must
know that PERFORM is not like procedure call mechanisms
in block-structured languages. The semantics of PERFORM
is defined both in the existing Cobol standard (ANSI 1974),
and the proposed standard (ANS11980). Most of the wording
that might concern using PERFORM to implement coroutines
is the same in both, and only the section numbers differ.
I will therefore give the section numbers from the proposed
standard, followed by those for the current standard in
brackets.
The normal sequence of execution is defined as
follows.
IV-6.4.1.3 [I-5.7.6.3]
Execution begins with the first statement of the
Procedure Division, excluding declaratives. Statements are
then executed in the order in which they are presented
for compilation, except where the rules indicate some other
order.
Concerning a PERFORM statement with the format
PERFORM procedure-name-1 THRU procedure-name-2 the
standard says, VI-6.20.4(7) [11-5.17.4(3)]
When the PERFORM statement is executed', control
is passed to the first statement of the specified set of
statements ..., an implicit transfer of control to the end
of the PERFORM statement is established as follows: . . .
c. If procedure-name-2 is specified and it is a paragraphname, then the return is after the last statement of the
paragraph.
VI-6.20.4(8) [11-5.17.4(4)]
There is no necessary relationship between procedurename-1 and procedure-name-2 except that a consecutive
sequence of operations is to be executed beginning at the
procedure named procedure-name-1 and ending with the
execution of the procedure named procedure-name-2. In
particular CO TO and PERFORM statements may occur
between procedure-name-1 and the end of procedurename-2. If there are two or more logical paths to the return
point, then procedure-name-2 may be the name of a
paragraph consisting of the EXIT statement, to which all of
these paths must lead.
A Cobol procedure is not always equivalent to a
subroutine. It is merely a labelled textual sequence of
statements. Subroutines are not defined lexically, but are
determined dynamically, as the result of executing PERFORM
statements. Most programmers group the statements that
The Australian Computer Journal, Vol. 17, No. 2, May 1985

belong to a subroutine together as a single procedure, but
there is no reason why a subroutine cannot consist of several
procedures distributed at random throughout the program
text. It is logical flow of control, not textual sequence, that
defines a subroutine. The sequence begins at the start of
procedure-name-1, and includes whatever procedures are
executed until control reaches the end of procedure-name2. In the following text I will refer to Rule VI-6.20,4(8) as
the ‘arbitrary sequence rule'.
In addition, the same procedure can be executed at
different times by PERFORM statements or by sequential
flow of control.
VI-6.20.4(9) [11-5.17.4(5)]
If control passes to the specified set of statements by
means other than a PERFORM statement, control will pass
through the last statement of the set to the next executable
statement as if no PERFORM statement referenced the set.
There is (in this context) no explicit Cobol statement
that causes a subroutine to exit. A return link may or may
not exist at the end of any procedure. Return links exist
because they are created by PERFORM statements. Despite
its name, Cobol’s EXIT statement is a dummy statement, and
does not cause a return branch to a PERFORM statement.
It is only a potential exit. Unless a return link is set up at
its end by a PERFORM statement, it does nothing, and causes
control to pass to the next statement in the text.
The execution of the example program can be
explained by the above rules. The first time the reader process
suspends it does so at the first PERFORM statement within
ACCEPT-ONE-LINE. This creates a link at the end of the
SUSPEND-WRITER procedure, to return control to the end
of this PERFORM statement. Control then passes to the
WAKE-WRITER procedure. The first time this happens,
control passes sequentially through its EXIT statement to the
WRITER procedure.
When control reaches the first PERFORM statement
of DISPLAY-ONE-LINE, the writer process is suspended. A
return link to the end of that PERFORM statement is set
up at the end of the WAKE-WRITER procedure. Control
then passes to SUSPEND-WRITER, which has already been
made to contain the return link to the end of the first
PERFORM statement of the ACCEPT-ONE-LINE procedure,
so that the reader process continues from where it was
suspended.
On the next occasion that the reader process is
suspended, a return link is planted at the end of SUSPENDWRITER as before; but this ti me when control reaches WAKEWRITER it does not pass sequentially to WRITER. The WAKEWRITER procedure now contains a return link to the end
of the PERFORM in DISPLAY-ONE-LINE, and the writer
process is resumed from where it was suspended.
Anyone who has understood this explanation will have
little difficulty in completing the analysis, including the final
step when the writer process completes, passing control
sequentially from WRITER to SUSPEND-WRITER, allowing
the reader process to terminate normally.
Of course, there is no reason why this coroutine
mechanism cannot be extended to a network of several
processes.
4.

WHY THE EXAMPLE PROGRAM SHOULDN’T WORK
As I have described things so far, the example program
is legal, and Cobol should support coroutines. However,
there is a further rule of ANS Cobol, which forbids the
program.
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Vl-6.20.4(14) [11-5.17.3(7)]
If the range of a PERFORM statement includes another
PERFORM statement, the sequence of procedures associated
with the included PERFORM must itself either be totally
included in, or totally excluded from, the logical sequence
referred to by the first PERFORM. Thus, an active PERFORM
statement, whose execution point begins within the range
of another active PERFORM statement, must not allow
control to pass to the exit of the other active PERFORM
statement; furthermore, two or more such active PERFORM
statements may not have a common exit. See the following
illustrations for examples of legal PERFORM constructs.
(There then follow three diagrams.)
Thus, the example program is faulty. Apart from the
obscure question of whether or not 'SUSPEND-WRITER
THRU WAKE-WRITER' is totally included in or excluded from
'WAKE-WRITER THRU SUSPEND-WRITER’, the program
certainly allows 'control to pass to the exit of the other active
PERFORM statement’. It is this fault that is detected by the
run-time check provided by my compiler (DEC, 1982), which
ensures that procedures are used in last-in-first-out order.
In the following text, I will refer to Rule Vl-6.20.4(14) as
the 'no overlap rule'.’'
5.

DISCUSSION
Does the 'no overlap rule' remove the coroutine facility
offered by the 'arbitrary sequence rule’ quoted previously?
Although the answer is undoubtedly yes, I believe that this
rule is pointless, and should be replaced. When I first read
it, I assumed it meant something like this:
took out! Don't assume that Cobol uses a return stack.
In order to implement PERFORM, return links are set at
the ends of procedures. If you execute a procedure in which
a link has been set, it will follow the link. What is more,
a procedure can only hold one link at a time. If ever your
program executes a return link when you didn't expect it,
surprising things may happen!'
Since many early compilers stored return links by
planting branch instructions in the program code, I suspect
that this is'a fair reading of what the standard once meant
— but it is not what the standard actually says.
The 'no overlap rule’ refers both to the 'range’ of
a PERFORM statement, and the 'logical sequence of
procedures’ associated with a PERFORM statement.
Presumably these are different concepts. The current
standard does not make clear which procedures belong to
the range of a PERFORM statement, but the proposed
standard does.
Vl-6.20.4(11)
The range of a PERFORM statement consists logically
of all those statements that are executed as a result of
executing the PERFORM statement through execution of
the implicit transfer of control to the end of the PERFORM
statement. The range includes all statements that are executed
as a result of a transfer of control by CALL, EXIT, CO TO,
and PERFORM statements in the range of the PERFORM
statement, . . . The statements in the range of a PERFORM
statement need not appear consecutively in the source
program.
No definition of 'logical sequence of procedures’ is
offered. It seems reasonable to suppose that it refers to those
procedures that can be reached by executing the PERFORM
statement, ignoring the effect of included PERFORM
statements; whereas the concept of ‘range’ takes them into
64

account. If the two concepts were the same, the ‘no overlap
rule’ would always be satisfied, by definition.
The 'no overlap rule’ implies that no legal program
can attempt to store more than one return link in a
procedure. This is consistent with a model of execution that
permits static storage allocation.
Now I wish to disagree with the authors of the standard.
The standard defines the semantics of PERFORM in such
a way that it is possible to allocate storage for return links
statically, with at most one instance for each procedure. This
model of implementation has some useful side-effects. These
include the ability to simulate coroutines and to exit from
subroutines using GO TO’s. The standard seems to take the
view that such side-effects are accidental, and would not
be shared by other possible models. Therefore it forbids
programmers to exploit them. To agree with this view, I
would need to be convinced of four things: that models
of PERFORM are possible that would not produce the same
side-effects, that correct usage of PERFORM can be policed
efficiently, that nothing useful had been lost, and that
something useful had been gained.
Taking these points in order, let me first discuss models
of implementation. The standard ensures that at most one
return link needs to be stored for each procedure. Since
the number of procedures in a program is known at compile
time, this assumption is sufficient to guarantee that static
storage allocation is possible. That there will be no need
for more than one return link is guaranteed by the 'no overlap
rule’ itself, and also seems to be implicit in the wording
of Rule VI-6.20.4(7). The static storage model therefore
supports the legal uses of PERFORM. For the coroutine
mechanism to work, it is merely necessary for there to be
a return link uniquely assigned to each procedure. Therefore
the static storage model must always be able to support
coroutines.
Another possible model is for return links to be held
on a stack. In this model, return links can be pushed on
top of the stack by PERFORM statements, and popped from
the stack when a return link is needed. This is valid, provided
that it is possible to know whether a return link exists for
a given procedure. One way to do this is to associate the
procedure names with the return links, and then compare
the name of the current procedure with the name on top
of the stack. If the names match, there is a return link set
at the end of the procedure. In this form, the stack model
could not prevent the same procedure being stacked more
than once, and it could not detect that a procedure contained
a return link unless its name was on top of the stack. Another
possibility is to use an auxiliary table with an entry for each
procedure that indicates whether a return link has been
set. Either way, the model supports any legal Cobol program.
Perhaps the standard is intended to ensure that either
the static storage or the stack model can be used in an
implementation. But neither model alone can verify that
a program is legal. Indeed, the wording of the standard
is such that even the two models in combination cannot
prove that a program is legal.
To be able to police the full standard, some checks
are needed that are not inherent in either of these models.
If Cobol did not include the ALTER statement, it would be
possible — although difficult — for a compiler to analyse
the possible execution paths in the program to prove that
the ‘no overlap rule’ could not be violated. But when ALTER
is considered, the check is not computable even in theory.
A full run-time check would be possible, for example,
The Australian Computer Journal, Vol. 17, No. 2, May 1985
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by marking code segments during execution, but I do not
know of any implementation that does this. The check is
subtle. Consider a PERFORM statement that executes a set
of procedures A, which in turn perform a set of procedures
B. The set B is in the range of the original PERFORM
statement, but is not part of its logical sequence. Now
consider a third sequence, C, that is performed both by
A and B. It is thus performed directly from A and indirectly
from A via B. This is legal, because although the ranges
of the PERFORM statements in A and B overlap at C, their
logical sequences do not. Now instead let A and B simulate
performing C by using GO TO statements. This is not legal,
because C is now part of the logical sequences of both
A and B. It seems odd that the Cobol standard allows the
first program but not the second.
A partial run-time check similar to that implemented
by my compiler is feasible, and can be efficient. It follows
from the 'no overlap rule’ that valid programs must perform
sets of procedures in last-in-first-out order. A stack can be
used to keep track of the list of active return links. A simple
way to combine this stack with the static storage model is
possible: the stack can be a linked list that threads the storage
locations used for return links.
Now let us consider what is lost by the restrictions
imposed by the 'no overlap rule’. Coroutines are forbidden,
of course, but if you believe that what you have never had,
you never miss, most readers will not be too upset by that.
However, something much more familiar is also forbidden.
It is not legal to exit a procedure by means of a GO TO
statement! Not many programmers realise this — and few
implementations of Cobol detect this error. Since to exit
from a procedure is recognised as perhaps the only good
use for a GO TO, this is frustrating. Cobol permits arbitrary
exits from programs by means of STOP statements, and from
sub-programs by EXIT PROGRAM statements. This means
that a program is allowed to exit from the middle of a
subroutine only when it is separately compiled!
If the ‘no overlap rule’ referred to lexical sequences,
then it would not forbid GO TO exits. But since it refers
to logical sequences GO TO exits are logically impossible.
The 'arbitrary sequence rule’ says than any procedure
reached by a GO TO is still part of the original logical
sequence. Therefore there is no way that a GO TO statement
can exit a procedure, wherever it leads! A GO TO that led
to a calling procedure would merely cause the logical
sequence of the called procedure to overlap that of its calling
procedure, violating the 'no overlap rule’.
Finally, what is gained by the 'no overlap rule’? In
my opinion, its benefits are illusory. A potential gain is that
the last-in-first-out discipline forces programs to be wellstructured. But there is no difficulty in writing well-structured
Cobol programs. The programmer simply avoids the THRU
option of PERFORM. A second possible gain is that the rule
offers greater efficiency or flexibility in implementation. But
as we have seen, enforcing the standard is costly.
It is possible to argue that the 'no overlap rule’ is right,
but that other aspects of Cobol are wrong. For example,
the static storage of return links could be abandoned in
favour of a stack. This would permit recursion, which is usually
considered to be a desirable feature of a language. This
suggestion is suspect. For recursion to be useful, procedures
need to have local variables. Cobol procedures do not have
local variables. Providing them would need many changes
to the standard, because currently all Cobol variables are
allocated statically.
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A second argument is that the THRU option of
PERFORM should be dropped, because it makes it impossible
for a compiler to identify which statements belong to a logical
sequence. There is some substance in this. Many pro
grammers avoid the THRU option for the same reason.
Any valid model of Cobol execution must be able
to check if a return link exists for any given procedure.
To be able to implement coroutines, it is only necessary
to find the value of the link. Although it is possible for an
implementation to detect that a return link exists without
also discovering its value, it seems perverse.
In both the current and proposed standards Cobol
allows GO TO statements to be redirected by ALTER
statements, or switched by the DEPENDING option, but does
not allow them to be used to exit from procedures. This
is more restrictive than Pascal (Standards Association of
Australia, 1983). If this results from a desire by the authors
of the Cobol standard to make the language more
academically respectable, it is like a well-used tart seeking
holy orders. If Cobol wants to be ‘born again', it needs to
make a clean break with its murky past.

6.

A SUGGESTION
At the least, the standard needs to be clearer. But
I feel strongly that it should be fixed so that coroutines are
allowed. Coroutines are not alien to Cobol. The language
already contains two special-purpose coroutines; the Sort
Input and Output procedures. The Report Section is also
an indirect way of specifying coroutines (Elder, 1984). The
implementation of these features is easier when the run
time system supports coroutine linkage.
In themselves, coroutines are not difficult to implement
(Conway, 1963). Readers may therefore wonder why they
are not supported more widely. One reason is that many
block-structured languages are able to use simple storage
management techniques to stack nested procedure calls. To
support coroutines they would need more complex storage
management. This is an important issue in Simula
implementation, for example (Dahl and Myhrhaug, 1972).
Efficient solutions to this problem have been found (Marlin,
1980). But since Cobol does not require a run-time stack,
it is not surprising that some implementations support
coroutines.
Only one change to the standard is needed to support
coroutines. The ‘no overlap rule’ could be deleted, and this
could appear in its place.
'When a return has been established after the last
statement of a procedure by means of a PERFORM statement,
as specified in General Rule (8), execution of that procedure
will be followed by a transfer of control to the end of the
most recently executed such PERFORM statement. In the
case that no return has ever been established in the
procedure, or that the end of the procedure has already
been executed since the last such PERFORM statement was
executed, control will pass to the next sequential procedure
in the source text.'
This change would not affect any program that is legal
under the present standard — although some compilers
would need fixing. It would permit coroutines. It would
also permit exit from procedures by means of GO TO
statements.
If I were given the choice of a future revision of Cobol
supporting either recursion or coroutines, I would pick
coroutines. They have many potential applications. Almost
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the only business application of recursion is the 'bill of
materials’ problem. (In its simplest form this is to list all the
sub-assemblies that make up a given assembled product,
along with their sub-sub-assemblies, and so on, down to
basic components.) Recursion is usually easy to replace by
iteration, but simulating coroutines is grotesque. For proof,
see Jackson (1975). There is no reason to suppose that
program structures suited to numerical computations and
student exercises are necessarily best for data-processing.
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0003 ADDITIONS REQUESTED

1 ...
2 Add Coroutines — Request has been added to X3J4 agenda
for future development. Requested feature will not be
included in this revision.
3 Add modules (packages) — Request has been added to
X3J4 agenda for future development. Requested feature
will not be included in this revision.
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MONET — The Monash University
Local Area Network
C. Bellamy, N. Clarke, K. Heale, P. Miller and B. Treloar*
The paper describes the design of a low cost local area network, MONET, developed by the
Computer Centre at Monash University to provide connections between computers, terminals and
other devices numbering 2,000 or more. MONET provides asynchronous and synchronous interfaces
between nodes and devices operating CCITT V.24/V.28 data with modem controls or data only
connections using RS232C or RS422. Nodes are connected by 1.5 Mbit/sec CSMA/CD buses, up
to a kilometre in length, providing topology aimed at reliability and minimising interruption to
service as the network grows. Serial multiplexed data paths provide a means of connecting LANs
to form a common network or disjoint networks with a security gateway between them. All addressing
is by name to make software on host computers invariant with respect to the network configuration.
Control of routing, security and channel allocation is fully distributed between the nodes. Network
management is aided by a computer program accessing the network through a privileged port.
Keywords and phrases: access network, local area network, CSMA/CD bus, network management,
network topology.
CR categories: C.2.1, C.2.5 (Buses), C.2.3 (Network management.)

1.

INTRODUCTION
In 1977 a number of staff in the Computer Centre
at Monash University concluded that for the foreseeable
future the most cost effective computing for the University
would be provided by a number of 32-bit minicomputers
rather than a single large machine. Consequently, as soon
as a 32-bit minicomputer with a reasonably adequate
architecture and more than a megabyte of main memory
became available, the Centre purchased a number of
machines. Incremental expansion has led to the current array
of 15 DEC VAX, 3 Pyramid PX90 and a 3x3 B7800 serving
a variety of terminals and printers.
It was believed that the future would hold a
proliferation of different designs of computer accompanied
by a range of software which operated on specific machines
and consequently people would need to have access to
multiple machines to carry out their work. There was, and
still is, no sign that computer manufacturers would offer
a standard system for machine intercommunication and
therefore the concept of networking between dissimilar host
processors was thought to offer little promise as a means
of reticulating computing services to a relatively large and
diverse clientele. In addition, the concept of passing
information between a computer terminal and a host
processor via multiple computers, which were nodes in a
network, struck the authors as being inefficient, complex
and expensive. This is particularly true in the case of
computers which operate a full-duplex communication
protocol leading to each processor in the communication
path through the network being interrupted twice for each
byte of data passed down the channel. Consequently it was
decided that from the point of view of people with terminals
Copyright ® 1985, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is given
and that reference is made to the publication, to its date of issue,
and to the fact that reprinting privileges were granted by permission
of the Australian Computer Society.

gaining access to computers, and computers gaining access
to other computers, the solution had to lie in the logical
equivalent of a telephone exchange with some significant
enhancements.
The next issue was the bandwidth. At the time there
were advocates of the concept of distributed computing
involving a machine "A” carrying out part of a process and
another "B" the remainder. For example A might interact
with a communication network and B might provide A with
a database management service. To operate such a scheme
effectively, a very high bandwidth channel is required, one
which approaches that of the main memory of the computer.
It was concluded that the design of a low-cost access network
for computer terminals and the high bandwidth required
for distributed computing were incompatible, particularly
for the separation distances of interest, which were of the
order of a kilometre. Further there was no convincing
evidence to suggest that it would prove to be economic
to build distributed computer systems of that type. It was
concluded that most computer programs in the future would
operate on single machines, though they might have multiple
processors, and that the majority of people who use
computers would be satisfied with being able to connect
a terminal or microcomputer to one of a set of computers
in a simple and convenient way. The ability of a computer
to call another computer or peripheral device through the
communication system was also thought to be important.
When the MONET Local Area Network (LAN) design
was started in 1978 there was little information available on
local area networks, in fact the term itself had not been
coined. The designers were aware of the Ethernet (Metcalfe
and Boggs, 1976) and Cambridge ring (Wilkes and Wheeler,
1979) projects, but had no detailed information about them.
Consequently the design developed with few external
influences to produce the system which is described in this
paper and has now been in operation since March 1982
at Monash University where now a network interconnects
about 900 terminals, 50 printers and 19 computers.
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Like most networks, MONET does not provide for all
possible types of connection. In its current form it offers:
CCITT V.24/V.28 data with modem controls, and data-only
connections to terminals using RS-232C, RS-422 and 20 mA
current loop. The speed of each line can be set at the standard
rates up to 19.2 kilobit/sec using an internal clock. Higher
data dates can be handled by using an external clock. All
standard character formats are provided. Prototype X.25
standard communication facilities have been tested but there
is not yet a MONET network connected to Austpac.
Essentially the current implementation of MONET is restricted
to providing communication channels between devices
which operate synchronously or asynchronously and have
either a simple flow control mechanism such as X-on and
X-off, or which transmit fewer than 150 bytes in a packet.
Existing MONET installations provide connections to
Burroughs, DEC, Pyramid, Perkin Elmer and Prime computers
and a number of microcomputers. IBM 3270 and Burroughs
TD 830 protocols are not supported. The connection to large
Burroughs computers involves a poll-select discipline
providing up to 16 logical connections on a serial line. For
other computers MONET provides one logical connection
per communication port, apart from the DEC VAX for which
a Unibus interface provides for up to 32 logical channels.
2.

DESIGN GOALS
The first goal of the designers was to provide terminal
access to multiple computers and computer to computer
access in a multi-computer environment, while allowing for
both the computers and the terminals to be widely dispersed.
As the University occupies a large site, distances of the order
of a kilometre are not uncommon. Furthermore as some
departments are several kilometres away provision had to
be made for extending the network using services provided
by Telecom. The second goal was to keep the cost per
connection lower than that of a radial network linking every
terminal and computer port through a central exchange.
Here the costs taken into account were those of network
equipment, cabling, maintenance and modification to meet
changing requirements. As the cost of an intelligent terminal
was heading toward $1,500 at the time, a figure of $200 to
$300 to install a terminal was thought to be acceptable.
Experience in reticulating computing services through
other types of network resulted in a strong desire to produce
a system which could be extended, reconfigured and
repaired with the minimum disruption to active commun
ication channels. This led to the choice of network topology
options which provide for alternate paths and the increasing
of capacity by adding modules. Distributed control through
the use of a set of co-operating devices was seen to offer
less overall complexity, greater reliability, and the minimum
amount of equipment for a small network. In addition the
design had to minimise the effect of the failure of a single
piece of equipment, preferably localising it to a small group
of devices connected to the network. It also had to be able
to tolerate the effect of electrical storms over a relatively
wide area with several buildings and the potential difference
between different building grounds caused by an electrical
supply fault.
From a programming and systems point of view the
designers had four main goals. First it was considered essential
that all devices in the network be addressed by name, so
that computer software could be invariant under any changes
to the network topology and the physical location of devices.
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This also implies that a node need have no knowledge of
the current network topology or the device addresses of
other nodes connected to it. Secondly it was considered
mandatory that there be a security mechanism which
prevented the obvious attack in which all the available
communication channels into a computer are occupied,
thereby preventing others who may have the password for
that computer getting access to it. Thirdly it was seen to
be essential to have a means of controlling the allocation
of resources among competing groups of users. This is
achieved by a scheme which guarantees that specific groups
of users have sole access to a minimum set of channels,
while competing with other nominated groups for further
channels. Finally there was to be no noticeable delay between
the restoration of power after a failure and the full operation
of the network or a particular module of it, which meant
that there was to be no down-line-loading of code or control
tables to initialise the network. At the same time it had to
be possible to alter the control information easily and without
disruption to the traffic on the particular channel concerned.
For example, the capabilities of a terminal with respect to
the network were to be alterable while the terminal was
in communication with another device through the network.
Full-duplex communication protocols as commonly
used by minicomputers present a special problem to the
network designer. Every character generated by a keyboard
terminal has to be transmitted to the host computer where
it is interpreted and then echoed unless it is a control signal.
While this mode of operation may be attractive to the
software writer, it represents the worst possible situation to
the network designer concerned about maximising the
bandwidth and minimising the cost. In a packet-switched
network each character of data transmitted from a terminal
has to carry with it packet control information, though
multiple character messages transmitted from the host
computer can be accumulated into a single packet. At the
time the initial research was being done for the design of
MONET there was some hope that the minicomputers being
used by the University would offer line-at-a-time text editors
which would have made a packet-switching system more
efficient, however the designers decided not to rely on that
and assumed a worst case with more than 500 terminals
operating character-at-a-time full-duplex through a single
transmission medium. It proved possible to implement a
communications strategy which uses larger packet sizes as
devices in the network become more heavily loaded. This
ensures that a relatively high average data rate is sustained
even though the delay time for the transmission of single
characters rises, which may result in the terminal keyboard
appearing "sticky". Also, calculations and subsequent
experience, verified that a network with a single 1.5 M bit/
sec bus as a main trunk would be unlikely to saturate with
1000 or more active terminals. In practice the Monash
installation approaches 6 percent utilisation with about 300
active terminals, which is an interesting figure in as much
as it is indicative of the rate at which people at computer
terminals can generate and read data.
3.

NETWORK ARCHITECTURE
A MONET network consists of a number of
microprocessor-controlled communication units called
"nodes” which are connected by a common channel or
"bus”. Access to the bus is controlled by the method known
as "carrier sense multiple-access with collision-detection"
The Australian Computer Journal, Vol. 17, No. 2, May 1985
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(CSMA/CD). The implementation developed specifically for
MONET uses two twisted pairs and a signalling method which
is described later and is the subject of a patent application
(Australian application number 28267/84). Each node listens
to the traffic on the bus, waiting for activity to cease. After
a random delay it commences transmission, provided that
the bus is still quiet. If, as sometimes happens, two or more
nodes start transmitting within the transmission delay time
between them (the contention window), they continue
sending for a time sufficient to ensure that all stations detect
the collision then back off for another attempt.
Messages are split into "packets” of no more than
150 data characters plus control, addressing and error
correction bits. This puts an upper limit on the size of memory
needed for intermediate buffers within the nodes. It also
helps ensure fair sharing of the bus, and places an upper
bound on the network transit time for each active channel.
Most packets are addressed to a particular node, but it is
possible to send a broadcast packet, a facility which is used
extensively in the control of the network. For example, to
establish a channel from device A to B, the node to which
A is connected sends out a broadcast message of the form
“will anyone who can establish a channel to B please
respond.” Multiple responses may occur and the first is used
to establish a logical channel. This mechanism allows for
redundant paths in the network. When more than one
destination node is connected to ports with a specific name,
a connection will be established as long as at least one node
remains in operation.
A single segment of the 1.5 M bit/sec bus is terminated
at each end with the characteristic impedance of the cable
and the maximum length depends on the type of cable
used. For solid polypropylene insulated twisted pairs with
an overall screen, the length is approximately one kilometre
and for existing “Telecom” telephone cabling about 500
metres. Each node can be configured to communicate with
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acting in repeater mode, by using an arrangement of local
and global buses and by connecting sub-networks by
multiplexed paths. In cases where there is no requirement
for all devices to be able to access each other and only
a need for terminals to be able to access a selection of
computers, the best solution may be to use a number of
completely independent networks each with their own set
of ports into each computer. The solution adopted must
obviously depend on the expected traffic patterns.
The computer terminal or computer wishing to
communicate via MONET has at its disposal a number of
simple commands. Requests for a connection are subject
to security and resource allocation rules defined by the
network manager and applied by the node to which the
device is connected. If a connection request is successful,
the requestor promptly (typically in a fraction of one second)
receives a response which indicates the destination node
name and the station/port number which has been allocated.
If the request is unsuccessful a reason is given such as “name
not found”, "device off line”, “all ports in use” or "invalid
security”. The node delays sending such responses for several
seconds as an impediment to a computer or microcomputer
attempting to flood~the system with connection requests.
If a computer port which is allocated to the requestor is
found to be unserviceable, a new request can be initiated
specifying that the port should not be selected. A specific
port in a set of ports with any given name can also be selected,
though this has little value to anyone other than a
maintenance engineer.
For communication between the user and local node,
the node is put into the local command mode via the "Recall
Character.” This by default is <DLE> or the <Control P>key
as defined in the X.3 standard (CCITT, 1980). This control
character can be defined on an individual port basis by the
network manager. Each command is typed on a single line
following <DLE>. The commands available to devices other
than those with "maintenance privileges” give: connection
to a device in the local network, connection via a security
gateway, disconnection, "who am I?", "what is my current
connection?”, listing and modifying terminal (X.3) parameters
and providing transparent data transmission through the
network. At a security gateway, e.g. a port connected to
the public switched network, quoting of a password leads
to a set of capabilities (security and resource use) being
allocated for the duration of the connection. A property
such as local echo is automatically set by the node depending
on the requirements of the device to which connection
has been requested.
A subset of the CCITT X.3 parameters has been
implemented. These are changed by using a subset of the
recommended X.28 commands. When the channel is
disconnected, some parameters changed by a user remain
changed and others reset to the values stored in tables. Other
parameters, such as the delay between the last transmission
and the automatic disconnection of the channel can be set
by the network manager. Typically the disconnect delay is
set to 10 minutes to get over the common problem of
terminals being left connected by accident or design and
unjustifiably engaging destination ports.
A transparency mode allows computers to transmit
all combinations of bits without interpretation by the
network. This facilitates the transfer of files between
computers. Restricted and privileged commands provide
useful functions for the network manager and maintenance
engineers. Such commands provide for: broadcast messages
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on a selective basis, network news, ring a remote port, ring
a node, reset a node which may be in an odd state, examine
the memory of a node, display station tables, display active
stations, display error counts, display connection counters
to monitor the use of the network, reset counters, save and
ready a station, update tables, change line parameters, update
names, update station attributes, force the connection
between two stations (third party connect) and
disconnection.
Management of a local area network involves: defining
the capabilities of devices and "customers”, designing the
network topology to provide economic and reliable service,
ensuring that adequate service is provided and that
"engaged” responses are at an acceptable level and
organising testing, fault finding and repair. The privileged
commands built into MONET permit a knowledgeable
person at any terminal on the network to determine the
state of any device, alter control parameters and if necessary
force a reset of a node (a rare occurrence). To give these
and additional capabilities to a manager who has no
knowledge of the internal workings of the system an optional
network manager unit (NETMAN) was built. NETMAN
consists of a PASCAL program of about 10,000 statements
which can run on a host computer on the network or a
Personal Computer under MSDOS, the latter being
recommended as cheaper than converting the program to
run on a host computer on the network. NETMAN has the
facilities for maintaining a database covering most aspects
of a network: the location of nodes and lines in terms of
buildings, floors, rooms, geographic coordinates and the X.3
parameters and other tables held in nodes. It allows for the
initial setting up of a network, the maintaining of records,
the alteration of tables and a monitor mode in which it
gathers and dynamically displays status information such as
the number of ports free in each named group and provides
an alarm if any node appears to be dead. The complexities
of network management and the properties of NETMAN
are not discussed further because they in themselves would
require the space of another paper.
Each node in a network has to be set up with code
in ROM to suit the types of device to which it is connected.
Multiplexed links and different brands of computer require
different code to be present. It has not proved possible to
develop a system which can have a standard control program
driven entirely by tables. ROMs containing the programs
for the nodes are therefore generated using a cross assembler
system and the small number of installation-dependent
routines are included from the general source program by
using conditional assembly instructions. Table data is set up
using NETMAN. Holding the control programs for the node
in ROMs ensures that nodes come on-line quickly after being
powered on and that they arrive at a default state for tables
which allows NETMAN to proceed to set up the desired
table entries.
When a node restarts it transmits a broadcast message
which other nodes record. The history of operation of all
nodes can therefore be readily retrieved from the batterybacked RAM in other nodes.

4.

IMPLEMENTATION OF THE NODE
A node has a split backplane with six printed circuit
slots on the MONET bus side and ten on the "terminal”
side which are used for connections to terminal and
communication ports. While not necessary, this split is
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convenient for increasing bandwidth to memory and for
building different sizes of node. It has a modified Motorola
Exorciser bus which supports the operation of a multiport
memory accessible to one M68B09 2MHz processor on the
bus side and several on the terminal side. The one type
of processor board serves both purposes. Only one is needed
on the bus side to cope with the control of communication
on the 1.5 M bit/sec bus which it is able to do while sustaining
a data rate of 70,000 bytes/sec when communicating directly
with a similar node and without any contention from other
nodes on the network. On the terminal side, the design
allows for more than one processor, which is required when
dealing with special protocols or high data rates; for example,
the X.25 interface is a single board with its own processor.
A single terminal processor copes with approximately 7,000
characters/sec from computer ports and terminals which has
been found to be adequate for supporting up to 48 serial
ports.
The multiport memory of up to 24 kilobytes occupies
two slots, one on each side of the backplane with the two
boards being connected by flat ribbon cable. It is used to
hold data being transmitted to and from the bus by devices
on the terminal side, and data being transmitted between
devices on the terminal side which are connected locally.
Note that a single node provides all the capabilities of
MONET. The 1.5 Mbit/sec bus is needed only to deal with
more than the number of devices which can be connected
to the one node, or to solve a problem of distance. Likewise
two nodes without bus processors can be connected by
a multiplex link and used as a combination port selector
and statistical multiplexer system.
The connection to the 1.5 M bit/sec bus is made by
a bus interface board which includes a pair of pulse
transformers, one for each twisted pair. This provides good
electrical isolation for the node of the order of 2,000 volts.
An independent circuit integrates the signal transmitted by
the node. If this exceeds the threshold which indicates that
the node has failed in a mode which would jam the bus,
the node is automatically isolated. After more than two years
of operation with up to 40 nodes on the one network the
only occurrences of this have been during software testing.
There is provision for two bus interface cards, used as
described elsewhere. Connection to the bus is by a simple
plug and a node can be disconnected or connected without
interruption to any of the communication channels
established between other nodes. At worst an electrical
transient would lead to a CRC error and retransmission of
a packet. In fact no connection established with the node
from which a bus is disconnected will be lost provided it
is reconnected within 15 seconds.
Communication on the bus uses the frame format of
a bit oriented protocol such as SDLC. The Western Digital
WD1933 chip was chosen because it has address recognition
for up to 255 nodes and a broadcast mode of operation.
It provides a 16-bit CRC check which is used for all
transmissions on the bus.
The bus processor communicates with the terminal
processor(s) through multiport memory and controls the
SDLC and bus interface logic. It also deals with the occurrence
of collision on the bus by backing off for a random period.
If the bus processor is inoperative the node may be able
to deal with local traffic, but it is not able to receive any
data from the bus, such as a message to reset the node.
All processors in the node are programmed to reset a watch
dog timer every three seconds. Should a program in a node
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hang for some reason, e.g. as a result of a power fluctuation
or a program error, the node automatically resets. Any
processor can therefore be programmed to reset a node
by failing to update the timer. During the reset/initialise
phase the node sends a message on the bus advising others
that it has reset so that they can disconnect any channels
which were established through that restarting node. The
message is sent only once and it is possible that a node
may not receive it because it is busy processing a previous
receiver interrupt. This condition is covered by another time
out mechanism which disconnects any inactive channel
which is not designated as a permanent connection.
On the terminal side of the backplane there is one
multiport memory board and at least one processor board,
leaving eight slots for boards providing the range of
communication options. The basic communication board
provides for eight serial interfaces. A small auxiliary board
connected to it provides for eight three-wire RS-232
connections, making it possible to physically hold boards
for 64 connections of this type. Other design considerations
make the limit 56 connections. Full modem and curent loop
connections require a second full board to give eight
connections. Flat ribbon connections provide a tidy way of
making connections to the serial line interfaces in computers.
A single board on the terminal'side is used to provide
a parallel interface to the DEC Unibus. This RS-422 connection
provides the M68000 processor on the Unibus interface with
direct memory access to the multiport memory in the node.
The terminal processor is therefore required only for
establishing connections and supervising the transfer of data.
Thus the interface is capable of transferring data at the full
70 kilobyte/sec rate of the bus processor. The X.25 board
operates in a similar way.

5.

COMMUNICATION ON THE BUS
The method of signalling on the bus was developed
specifically for the MONET system and is the subject of a
patent application. When transmitting data in contention
mode the signalling method has to provide the data
waveform, the clock waveform and the ability to detect
collisions in the shortest possible time. In order to determine
the correct sampling times for the received signal, either
a local clock must be synchronized to certain timing
transitions in the signal during a preamble sequence sent
at the start of each message, or sufficient timing information
has to be sent with the signal to enable the receiver to
regenerate the clock. The latter approach has been used
so that the preamble to the message is avoided thereby
keeping message overheads to a minimum.
Two stages of signal encoding are employed. In the
first stage, called Bit Mark Sequence (BMS) encoding, the
data is encoded into two binary waveforms called ZEROS
and ONES. In each clock period T, if the data is logic O
then the ZEROS signal comprises a pulse of length T/2 and
the ONES signal is not asserted. Similarly, if the data is logic
1, the ONES signal is a T/2 pulse and the ZEROS signal
is not asserted. At the receiver the logical OR of the ZEROS
and ONES signals yields the clock and the logical AND
indicates a colliding transmission since both ZEROS and
ONES cannot be asserted simultaneously. The data signal
is regenerated by setting a flip-flop with the ONES signal
and resetting it with the ZEROS signal. Before being applied
to separate pairs on the bus cable the ZEROS and ONES
are further encoded using alternate mark inversion on each
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signal. Thus signals comprising T/2 length pulses of alternating
polarity are applied to each pair in the bus.
For a particular receiver on the bus, if the regenerated
clocks for two colliding signals are received in phase, then
the first bit which is different between the two data streams
will cause a collision to be detected. In the worst case this
could-take approximately 40 bit times. If the clocks are not
in phase, which will be the case most of the time, the collision
will normally be detected within the first few bit times.
Intersymbol interference caused by dispersion in the
transmission medium results in substantial jitter in the
received waveforms. Before the data is sent to a repeater
or SDLC receiver, the jitter is removed by an elastic buffer
consisting of an 8-bit FIFO. It is clocked in by the received
(jittery) clock, and clocked out 4 bit times later by a locally
generated crystal-controlled clock. With a total tolerance of
100 parts per million on the local clock frequency, this scheme
achieves resynchronization of packets up to 2 Kbytes.
The method of connection to a bus enables a node
to transmit or receive on one of two buses as determined
by the destination address of the packet. This allows a local
and a global bus to be implemented by assigning up to
64 contiguous addresses to nodes on the local bus and routing
packets addressed to other nodes onto the global bus.
Alternatively buses can be duplicated and the traffic shared
between the two until one is disconnected. Both these modes
of operation are controlled by firmware.
Buses may be linked by using the "repeater” option
in the hardware. A repeater node receiving a transmission
on one bus, retransmits it on the next bus if that is not
busy. If it is busy and the destination node lies downstream
of the repeater, the transmitting node times out because
it has failed to get an acknowledgement and transmits again.
Unlike the bus cable, data cannot flow simultaneously in
both directions through a repeater. Flence, once the
direction is established for a message, there is no simple
way a downstream collision can be reported back to the
data source and the message must run to completion. By
having the nodes on concatenated buses numbered
sequentially, a repeater node can determine the direction
of transmission of any packet it originates, and therefore
it transmits only on the one section of bus. With this scheme,
simultaneous transmission over different sections of a
concatenated bus is possible without a collision occurring.
In general a concatenated bus will, under conditions of high
loading, provide a lower throughput than a single bus
segment. The extent of the reduction depends on the pattern
of logical channels which exist.
In designing the cable layout for a network there are
two worthwhile objectives. First, minimise the maximum
propagation delay between any two nodes noting that a
4-bit delay (3 microseconds) occurs in each repeater due
to waveform regeneration. This will minimise the worst case
contention window. Secondly, using the predicted pattern
of connections, determine the position of any repeaters so
as to minimise the probability of a connection being made
through them. This will minimise the probability that a
destination node lies downstream of a repeater. Although
desirable these constraints are not strong and represent fine
tuning. Various conditions can be identified which permit
some hardware optimization with regard to collision
handling. For example a repeater node detecting a collision
on a branch bus should immediately cease transmission to
the main bus to minimise the probability of creating a collision
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on the main bus. Switches are provided to implement the
various strategies.
6.

RESOURCE ALLOCATION AND SECURITY
CONTROLS
Devices on the network are classified as type C (may
be selected by another device), T (may select but not be
selected) and CT which have both capabilities. Typically
terminals are T devices, which have no name and have
associated with them a capability key of 2 8-bit bytes, K1
and K2. K1 specifies the classification group to which a device
belongs and K2 specific capabilities.
Associated with each name in a node is a vector of
“lock” bytes L(1) . . . L(g) for groups 1 to g (g<=7). A bus
node permits a connection to be established through one
of the stations/ports in the station list associated with a given
name if ((L(K1).AND.K2).NE.O). That is, the node selects the
lock vector associated with the name to which connection
is sought and grants access if the element corresponding
to the group of the caller L(K1) and the caller's K2 key have
one or more corresponding bits set.
This mechanism can be used to (a) exclude a device
from accessing specific names, (b) constrain groups of
devices, usually terminals, to use specific sets of ports
associated with a name and to share ports with other groups
and (c) restrict access to a set of ports on the basis of terminal
characteristics.
A realistic example of how the scheme works cannot
be covered here so the reader is left with a puzzle, the
solution to which can be found in the MONET Technical
Manual (Monash University, 1984) which will be supplied
on request. Suffice it to say that it permits the network to
be managed in a reasonably convenient way, ensuring that
connections are available when required for important work
and constraining casual users to compete amongst
themselves for computer ports. It also allows people, such
as systems programmers and network managers to access
any part of the network in order to check possible problems
with computers.
For any node 16 different K1 and K2 combinations
can be accessed by 16 different passwords. Thus at a gateway
between disjoint networks, or at any terminal connected
to a node the user can quote a password and assume the
set of capabilities associated with it. It has proved to be
particularly convenient to be able to change the capabilities
of any terminal in this way.
The apparent complexity of the lock and key
mechanism is a direct result of the desire to avoid having
a master controller to supervise the establishment of calls.
In practice the method has been found to be relatively
straightforward to use and effective, particularly with the
assistance of the network manager program (NETMAN).
7.

MICROPROCESSOR PROGRAMS
The bus processor and terminal processors commun
icate through the multiport memory in a symmetrical fashion.
Each processor maintains cyclic lists of addresses of message
buffers, one for messages being received and one for
messages transmitted. When a transmission on the bus has
been acknowledged the associated buffer is returned to the
terminal processor. The flow control between the bus and
terminal processors is determined entirely by the passing
of buffers.
The bus processor functions include: selecting which
The Australian Computer Journal, Vol. 17, No. 2, May 1985

Monash University Local Area Network

bus to use to transmit a packet found in multiport memory,
double buffering the sequence of messages associated with
each logical connection and implementing the transmission
protocol. A packet received from the bus is placed in the
multiport memory by DMA and the bus processor
interrupted, at which point it reinitialises the SDLC receiver.
This takes about 100 microseconds during which the node
is deaf to any transmissions on the bus, making it essential
that a transmitting node retry a number of times. Messages
are retransmitted up to 100 times at 10 millisecond intervals,
then at 500 millisecond intervals for 15 seconds. Testing with
three nodes transmitting at full speed on the one bus gave
a maximum retry count of about five. The bus processor
is also capable of resetting the node on command from
another node or as a result of an error condition.
The terminal processors have the most complex role,
as reflected by the 7K bytes of object code compared to
2K bytes for the bus processor. A terminal processor has
to provide all the network control functions as well as passing
data between the devices connected to a node and the
bus processor. It reads data from USARTs when data-ready
interrupts are received, checks each byte to determine
whether it is a control signal and either interprets it or places
it in multiport memory for transmission on the bus, or
through a local connection within the node.
The terminal processor spins in an outer code block
looking at the multiport memory for inbound packets and
dealing with various time-dependent activities, for example,
checking whether any channel should be timed-out and
incrementing the pseudo time-of-day clock. A priority
scheme is used so that tasks like providing data for NETMAN
detract as little as possible from the main one of moving
data. With an interrupt-driven system of this sort there exists
the possibility of losing data if the processor is unable to
deal with the interrupt rate coming from the USARTs. For
this reason interrupts have to be inhibited for as short a
time as possible so that incoming data can be taken from
the USARTs before they receive a second byte and flag a
data overrun. If this occurs an error count is incremented
and the byte of data is lo$t. That condition has to be detected
by the end-to-end protocol. In practice, data overrun
conditions have occurred on multiplexed links, which are
normally run at the highest speed permitted by the
connection, but there they are of no consequence as they
are detected by the MONET line discipline and error recovery
is provided. They have also occured when a host computer
restarts and floods a node with messages such as "computer
x restarting”. Under that condition a node with 32 host
connections operating at 2,400 bps could be loaded with
about 77 Kbps which is beyond its maximum aggregate
throughput. Obviously in designing a network the expected
communication loads have to be taken into account in
determining the number of devices of given data rates which
can be connected to a node in order to keep the probability
of occurrence of a data overrun to a minimum. The overrun
counter in each node can be monitored to determine
whether the network configuration should be adjusted.
One way of dealing with the data overrun problem
is to limit the number of channels which can be active at
the same time. The disadvantage of doing so is that it takes
no account of the widely varying loading on channels. The
data rates on a channel between a terminal and a host
computer range from zero while the operator thinks, through
60 bps while typing, to say 9,600 bps in a burst lasting about
2 seconds while a screen of data is transmitted. It therefore
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makes economic sense to operate a scheme which takes
advantage of the statistical nature of the traffic in order to
minimise the cost of equipment. One scheme tried as an
experiment, involved buffering bytes for each channel and
sending X-off to stop the data flow when the buffer was
getting close to full and X-on when it was getting close
to empty. While this significantly increased the maximum
throughput of the node it had the disadvantage of increasing
the maximum delay involved in transmitting a data byte
between two devices. This was found to be unsatisfactory
mainly because it made the sending device appear to the
receiver to be too slow in recognising an X-off.
In addition to the conventional control messages
dealing with the flow of data between two nodes, such as
ACKs, wait ACKs and "go ahead” there are eleven different
categories of message transmitted on the bus. They are:
broadcast, disconnect (with subclasses), normal data,
transparent data, data break, status request, break
acknowledgement, connection response, successful pass
word response, data message from anywhere (does not have
to come from the station at the other end of the channel)
and connection unavailable. Some categories of message
require unexpected action. For example a disconnect which
is intended to stop the transmission promptly is transmitted
to logical station zero at the remote node as an out-ofband signal so that the node can effect the disconnect without
forwarding data which may be held in network buffers.
There are ten different types of broadcast message:
normal connect request, ring a device, node restarting,
update news (which is displayed at terminals when a
connection is attempted), password request, text broadcast,
force a connection, force a disconnect, reset a remote node
and test messages used by development engineers to load
the bus with packets which all but nodes in test mode ignore.
The terminal processor programs are as far as possible
table-driven. For example, whenever a timer expires, control
is transferred to a subroutine address given by the table
entry for the station concerned. The same applies to
interrupts from USARTs and Data Set signals. This makes
it relatively straight-forward to install code to service new
types of device.
To achieve dynamic alteration of device capabilities
the following technique is used. The minimum amount of
data needed to bootstrap a node is kept in a ROM which
has a header record giving the node name and the creation
date. The full capability tables are kept in a battery-backed
RAM which has a header giving the node name and the
ROM creation date and holds a sum check covering the
tables. If, when a node is restarted, the sum check fails,
or the creation date and name do not agree, the batterybacked RAM is reloaded from ROM. Then tables are copied
to working RAM in the form required for normal node
operation. Thus failure of the battery-backed RAM, which
is possible but unlikely, would lead to the node falling back
to the version of the tables in the ROM. Further, if a new
ROM is introduced, the creation date can be used to force
its loading to the battery-backed RAM. When the network
manager tells a node to alter its capability tables both the
RAM and the battery-backed RAM entries are changed. As
the processor servicing terminal devices only accesses the
capability tables when attempting to establish a connection,
they can be changed while a device is actively commun
icating. Therefore new capabilities only become effective
when the device concerned attempts to establish a new
connection. In practice, the tables in a node are loaded
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by NETMAN which keeps a back-up copy of the node’s
database. If the contents of battery-backed RAM were lost,
the data needed to bootstrap the node would be obtained
from the ROM and the network manager would then use
NETMAN to redefine the tables. By keeping the ROM upto-date, the need for intervention by the network manager
to bring the tables up to the current level in the event that
the battery-backed RAM fails, can be avoided.
8.

OPERATIONAL EXPERIENCE
Two types of load test have been conducted, the first
involving the measurement of the data rate which could
be sustained by terminal and bus processors and the second
the load which could be carried by a bus without any
noticeable degradation in the network transit time for a data
packet. The data rates sustainable by the processors have
been reported in a previous section. For the bus loading
test four additional nodes were connected to the Monash
network and set up to send maximum length packets as
test messages between them, giving a bus loading of 40
percent (averaged over 100ms). This caused no effect which
was detectable by an operator at a terminal. Considering
that 6 percent is the maximum loading recorded by
independent monitoring circuitry when up to 300 terminals
and several computer to computer connections are active,
it seems probable that a single-bus MONET LAN could
service of the order of 2,000 active terminals. From this
experience it is reasonable to conclude that local area
networks which primarily support access to computers from
terminals and relatively low speed file transfers can operate
quite satisfactorily at bus speeds of the order of one megabit
per second. This has an obvious impact on cabling and
equipment costs.
The greatest source of comment by users of MONET
at Monash University has been the automatic disconnect
facility. There appears to be a law which says that the next
interruption a terminal operator experiences is likely to be
of length greater than or equal to the time-out period set
for the terminal. Making the time-out period device
dependent appears to be essential for the acceptance of
the port-sharing aspect of a LAN. The level of port sharing
which occurs in an academic institution when the LAN is
used only by staff is about one computer port for three
terminals. Addition of student teaching laboratories to the
network has resulted in the ratio moving toward one to
two. Obviously the degree of sharing of ports which can
be achieved depends on the type of computing activity to
be served.
Once per year the Monash Computer Centre finds
that it has to carry out a major reorganization of work amongst
its numerous machines and reallocate courses to classrooms.
In the past, classrooms with terminals have been connected
directly to machines as the room and the machine are
regarded as a single facility, one being of no use without
the other. The time and effort involved in recabling hundreds
of terminals led to a decision to put all terminals on the
MONET LAN simply to gain the advantage of being able
to redefine permanent logical connections between
terminals and machines using the NETMAN facility. The value
of a LAN as a computer installation management and labour
saving device should not be underestimated.
Providing access to computers from devices, such as
terminals and personal computers, requires no changes to
the host computer software, however having a computer
able to "dial” another computer or printer may do. That
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is generally easily provided with a small amount of software
development and has been done for VAX under VMS,
Burroughs MCP and UNIX. Transferring files between
computers at Monash has until now been constrained by
the 9,600 bps speed limit of the serial ports on most
computers. This has not proved to be of any great significance
as most files which need to be transmitted between machines
are relatively short if one excludes any form of file archiving.
A recently completed parallel interface between a MONET
node and the VAX UNIBUS will allow a VAX to transmit
files at about 30 Kbytes per second or more through the
network.
The NETMAN program and the facilities built into the
nodes for maintaining error counts and testing, while not
essential to the operation of MONET, do simplify fault-finding
and help establish confidence in the system. Besides allowing
the capabilities of devices to be changed, NETMAN allows
the use of computer ports to be monitored and conclusions
drawn about the number that have to be provided to give
an acceptably low incidence of customers being unable to
establish a connection. The monitoring of parity errors
between terminals and nodes has turned out to be less useful
than expected largely because of the high incidence of
people turning terminals on and off without disconnecting
from an active channel. One reason for doing so is to restore
the function keys on terminals to a default state. Thus the
incidence of parity errors does not correlate at all with the
failures of USARTs in nodes and terminals, which are rare.
Designing the NETMAN program and the code in
nodes so that NETMAN did not have to know anything
about memory addresses in nodes proved to be an important
decision as it made NETMAN invariant with respect to the
version of code in a node. Thus it is possible to have nodes
in the network at different software revision levels without
causing any problems. This is a common requirement in
an experimental environment where one often needs to
bring a new version of node code into service over a period
to verify that it is sound.
Apart from a batch of faulty capacitors and some infant
mortality problems with other parts, the nodes have proved
to be very reliable. The frequency of node restarts appears
to be determined almost entirely by the frequency of
electrical supply problems which usually occur during storms.
Periods of 3 months between restarts for an individual node
are typical. Control of the quality of bus cable has proved
to be important for bus lengths greater than about 500 metres.
It has been found that the characteristic impedance of
twisted-pair cable can vary sufficiently from one manufac
turing batch to another, for a join in the cable to produce
signal reflections at a level comparable to the valid signal
from a distant station. Measurements show that it results
from variation in the dielectric properties of insulation and
the dimensions of the cable. The problem is simply avoided
by acquiring cable in one kilometre lengths, and using cable
from the same drum when splicing a new section into a
bus.
9.

COSTS
The 20 man years of effort which has gone into the
development of MONET and the cost of components to
build the Monash LAN represents a sum of approximately
$500,000 and $300 per communication port for the networks
installed. As the Monash network expands the unit cost will
move toward $200 per port as the incremental cost per port
to build additional nodes is a little over $100. While the
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cost has been relatively high, the benefits of the system to
the University have been significant. For example, by having
the network it has been possible to exploit the economies
of using multiple small computers in which there has been
an investment of about four million dollars.
Significant cost reductions can be achieved by
replacing the data communication multiplexors of a
computer by a DMA hardware interface between the
computer and a network node supporting a multiplexed
data stream. In that way multiplexing and demultiplexing
of data is carried out where remote devices are clustered
around a network node. The cost of the LAN can be almost
recovered by the saving in the cost of the data commun
ication multiplexers which the computer manufacturer
typically provides. Furthermore the throughput character
istics of the network are enhanced. The disadvantage of this
approach to the LAN builder is that it generally leads to
the need to develop data communication software for the
host computer, a problem which would be solved if the
computer manufacturers integrated communication
network facilities into their product line.
Rights to the MONET design have been acquired by
Racal Electronics, which is now manufacturing it in Sydney
and marketing it as the Racal MONET LAN at a cost of
approximately $A200 per network port.
10.

CONCLUSION
The experience gained in building and operating
MONET has shown that the capabilities of the firmware and
the management of a large network are the dominant
problems for which good facilities are needed. In particular,
in an environment where computing facilities are constantly
being upgraded and reticulated to more customers, the
importance of being able to alter the network with the
minimum interruption to service is critical. Another
important factor is the ability to address every device in a
network by name as this removes the interdependence
between the network and the software operating on the
various computers. Further/it permits software and databases
to be moved to a back-up computer by using the simple
mechanism of changing the name of the back-up machine
to that of the machine being backed up.
The 1.5 Mbit/sec speed of the transmission medium
has not proved to be a restriction. So far the use of a
duplicated bus has only been seen as warranted because
of the degree of freedom it gives for altering cabling without
interrupting service. Because of the 9,600 bps limit of the
DEC VAX communication ports the Computer Centre
decided to buy and test a 10 Mbit/sec Ethernet link with
a view to using it as a file transfer medium. The relatively
high consumption of VAX processor cycles, the low effective
bandwidth achieved through Ethernet using Decnet
software, and the cost of adaptors for some 12 machines
led to the project being abandoned in favour of a simple
file transfer mechanism using MONET through the Unibus
interface.
The experience gained in designing and building
MONET has led the authors to conclude that there is
considerable scope for innovations in local area networks,
that it is unlikely that a standard network system will eventuate
in the near future and that network technology will continue
to develop so that a range of economical solutions to digital
communication problems can be engineered.
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The Australian Law Reform Commission has proposed legislation to regulate information
systems in order to protect privacy. Those proposals are summarised and their impact on information
professionals assessed.
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1.

INTRODUCTION
In April 1976 the Commonwealth Government
referred the question of privacy issues arising under
Commonwealth and Territorial laws to its Law Reform
Commission. That body finally completed its study at the
end of 1983, and this paper deals with the 'information
privacy’ issue which dominates its Report (A.L.R.C., 1983).
Unlike the recommendations of many similar overseas
Reports, the A.L.R.C. proposes regulation not only of the
information systems of government, but also of those of
the private sector. Although Australia has lagged behind most
other advanced western countries, these proposals would
have an impact on information professionals to an extent
not previously experienced overseas.
The Commission’s Report of over 1000 pages is the
most comprehensive study of privacy undertaken in Australia,
and one of the most comprehensive undertaken anywhere
in the world. Its findings and recommendations will be the
basis for debate on privacy issues in Australia for many years
to come, and may also have significant impact overseas.
The Report’s importance is more immediate than this,
however. It makes quite specific recommendations to the
Government as to what shape the regulatory mechanism
over information practices should take. In December 1983,
the then Attorney-General, a former member of the
Commission, committed his Government to serious
consideration of the Report.
This paper first identifies major documents in the recent
history of privacy regulation around the world. It then
presents an overview of the proposals contained in the
Report. Finally, interpretive comment is provided on aspects
relevant to computing practitioners.
2.

THE RECENT HISTORY OF PRIVACY REGULATION
The term 'privacy' was little used in common speech
or the law until the turn of the century. Improved standards
of living saw ever more people expressing concern about
liberties and individuality. By the 1960’s there was serious,
if confused, discussion of a variety of issues.
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The U.K. was early off the mark with private members'
bills in 1969. This resulted in the Younger Report (1972),
reviewed in Goldsworthy (1973). A further valuable
contribution to understanding of privacy questions was made
by the Lindop Report (1978). Two Government White Papers
of 1975 and 1982, accompanied by pressure from the
country’s European partners and competitors, resulted in
the Data Protection Act 1984, reviewed by Niblett (1984) and
Sterling (1984).
Sweden passed its Data Act in 1973. During the period
1977-1981 most of the countries of Europe enacted laws of
a similar nature. These are well-documented in Pagano (1983)
and in the Commission’s Report, particularly in Volume III,
which, as a concession more to economics than to
technology, is available only on microfiche.
In the U.S.A., Westin (1967), Westin and Baker (1973)
and the HEW Report (1973) were influential. The federal
public sector was regulated by the Privacy Art (United States,
1974) and a report on the operation of that Act may be
found in Linowes (1977). Many of the states enacted
legislation of some kind during the 1970’s (Smith, 1981).
Canada’s framework (1972, 1977, 1979, 1982) is also of
relevance.
Developments in Australia can be traced back to
Cowen’s Boyer Lecture series (1969). This was followed by
the Morison Report (1973) to the Standing Committee of
Commonwealth and State Attorneys-General, reviewed by
Goldsworthy (1974). With typical federal-state coordination,
only N.S.W. acted upon its recommendations, creating the
N.S.W. Privacy Committee in 1975. That Committee
published an Exposure Draft of Guidelines for the Operation
of Personal Data Systems (N.S.W. Privacy Committee, 1977).
Action in other States has been restricted to the
regulation of specific matters, particularly aspects of
consumer credit. Several states suspended consideration of
the matter during the period of the Law Reform Commis
sion’s study.
The various European and the U.S. approaches differ
in many respects. Access to interstate and international
databases via telecommunications networks has highlighted
the problems of inconsistency between laws in different
jurisdictions. As a result, there have been efforts to achieve
some level of international standardisation in the regulation
of privacy, and of so-called Trans-Border Data Flows (TBDF).
Notable documents include those of the Council of
Europe (1981), and the Organisation for Economic
Cooperation and Development (OECD, 1981). The Chairman
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of the Expert Group which drafted the OECD Convention
was Mr Justice Kirby, then Chairman of the Australian Law
Reform Commission, and the document is claimed in the
Report to have been particularly influential on the Australian
proposals. In December 1984, the then Attorney-General
announced that Australia proposes to formally adhere to
the OECD Guidelines.
3.

OUTLINE OF THE COMMISSION’S PROPOSALS
(a) Overview
The Commission’s actual proposals extend over several
hundred pages, referring back to nearly five hundred pages
of background material and several hundred of Appendices.
Even the Summary of Recommendations contains 89
paragraphs extending over 25 pages (A.L.R.C., 1983).
The first volume of the Report analyses the threats
to privacy, and summarises existing law. The second contains
the proposals, including Draft Bills accompanied by
explanatory notes. The Bills are not easily accessible to the
layman, due to ". . . the highly technical and often
unreadable language of our legislation . . .” (Kirby, 1983,
p.62). In addition, privacy regulation must be fitted gently
into a large complex of existing law. In particular, the
Commission proposes a high degree of compatibility with
the Freedom of Information Act, 1981. This was itself a version
of the U.S. Act subjected to a significant amount of
Parliamentary negotiation and compromise.
The proposals are presented in simplified form in this
paper. Such gains as are made in brevity and readability
are necessarily sacrificed in elegance, precision, sophistication
and subtlety. References to paragraph numbers in the Report
Collection of Personal Information

[531-535, 788-797, 1209-1221]
1. Personal information should not be collected by unlawful or
unfair means, nor should it be collected unnecessarily.
2. A person who collects personal information should take
reasonable steps to ensure that, before he collects it or, if
that is not practicable, as soon as practicable after he collects
it, the person to whom the information relates (the 'recordsubject’) is told:
(a) the purpose for which the information is being collected
(the ‘purpose of collection’), unless that purpose is
obvious;
(b) if the collection of the information is authorised or
required by or under law — that the collection of the
information is so authorised or required; and
(c) in general terms, of his usual practices with respect to
use of personal information of the kind collected.
3. A person should not collect personal information that is
inaccurate or, having regard to the purpose of collection,
is irrelevant, out of date, incomplete or excessively personal.
Storage of Personal Information

[543-579,1011-1030,1222-1224]
4. A person should take such steps as are, in the circumstances,
reasonable to ensure that personal information in his
possession or under his control is securely stored and is not
misused.
Access to Records of Personal Information

[979-1010,1230-1277]
5. Where a person has in his possession or under his control
records of personal information, the record-subject should
be entitled to have access to those records.

* Information Privacy Principles
to express government policy
to guide organisations and individuals
to provide the basis for complaint investigation
to provide the basis for more specific laws
* Privacy Commissioner and H.R.C.
to enquire into complaints
to research into issues
to resolve subject access complaints
* Subject Access Rights
to create a right of access to data
to create a right to request change to data
Fig. 1: The Proposals

are encldsed in [square brackets], while clauses in the Draft
Privacy Bill are in (round brackets).
The proposals are built upon three key and inter
related elements, identified in Figure 1.
(b) Information Privacy Principles
The key element in the Commission’s proposals is a
set of ten Information Privacy Principles (Figure 2). These
are intended as general principles applicable to virtually all
information systems involving information about identifiable
people. “Of necessity, the principles are widely expressed
and in general terms. They are statements of principle and
aspiration. They are not intended to be statements of
inflexible law’’ [1200].
Because the principles are of such general application,
they do not set out to provide the full extent of protection
Correction of Personal Information

[979-1010,1278-1291]
6. A person who has in his possession or under his control records
of personal information about another person should correct
it so far as it is inaccurate or, having regard to the purpose
of collection or to a purpose that is incidental to or connected
with that purpose, misleading, out of date, incomplete or
irrelevant.
Use of Personal Information

[119-133, 536-542, 798-978, 1292-1300]
7. Personal information should not be used except for a purpose
to which it is relevant.
8. Personal information should not be used for a purpose that
is not the purpose of collection or a purpose incidental to
or connected with that purpose unless:
(a) the record-subject has consented to the use;
(b) the person using the information believes on reasonable
grounds that the use is necessary to prevent or lessen
a serious and imminent threat to the life or health of
the record-subject or of some other person; or
(c) the use is required by or under law.
9. A person who uses personal information should take
reasonable steps to ensure that, having regard to the purpose
for which the information is being used, the information is
accurate, complete and up to date.
Disclosure of Personal Information

[119-133, 536-542, 798-978,1292-1293,1301-1327]
10. A person should not disclose personal information about some
other person to a third person unless:
(a) the record-subject has consented to the disclosure;
(b) the person using the information believes on reasonable
grounds that the disclosure is necessary to prevent or
lessen a serious and imminent threat to the life or health
of the record-subject or of some other person; or
(c) the disclosure is required by or under law.

Fig 2: Information Privacy Principles
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which may be necessary or desirable in some information
systems. The Commission sees more detailed sets of principles
being developed for specific classes of system, and
implemented either voluntarily [1054] or as a result of
subsequent legislation [1415, 1418]. In addition regulations
can be made, in particular to ensure that records "are securely
stored and are not misused” (Cl.115(1)(b)) and [1399,1402],
The ten general Principles are to be given legislative
approval as "the basis for the protection of privacy in the
information processing context” [1200]. This is to be achieved
by including them as Part II of the Schedule to the Draft
Privacy Bill. The Commission notes that “this is a novel
approach to implementing general principles in Australian
law", but the U.K. Act (since enacted) is similar in this regard.
(c) Privacy Commissioner Within the H.R.C.
The Commission argues that a ‘statutory guardian' is
needed [1039-1066, 1228-1229], It recommends that there be
a Privacy Commissioner, and that he be a full-time member
of the Human Rights Commission (Cl.11). Some of the
functions of the statutory guardian would rest with the
Human Rights Commission as a whole, including public
education and the making of recommendations to
Government and other bodies on privacy issues (0.10(1)).
Other functions, including those of inquiring into, and
making recommendations concerning particular complaints
(Cls.12,21), are to be exercised by the Privacy Commissioner.
The Commissioner's function of dealing with complaints is
dealt with in the following section.
(d) Subject Access Rights
The Commission proposes that two of the Principles
are sufficiently clear and precise, and sufficiently central to
the protection of privacy, that they should be implemented
immediately. Those two principles are numbers 5 and 6
concerning subject access to records and correction of
information.
A person’s right of access to a record of personal
information (Cl.51) is to be subject to a number of
exemptions, most of which are based on the exemptions
under the Freedom of Information Act 1982. They have been
adopted because of what the Commission sees as a “need
for harmony” with that Act [1253-55,1281].
In addition, “a person who considers that a record
of personal information about him consists of or includes
information that is inaccurate, out-of-date, misleading,
incomplete or irrelevant” may request the record-keeper
to make appropriate alterations to the record (CI.68). This
replaces the more limited right found in Part V of the
Freedom of Information Act 1982, which was only intended
as an interim measure [1279].
4.

THE COMPLAINTS MECHANISMS
Different control regimes are proposed for complaints
about subject access and alteration, as distinct from other
information privacy matters.
(a) General Privacy Complaints
Alike with overseas privacy legislation, ‘privacy’ is not
defined in the Draft Bill [19, 594]. However, Clause 7 of
the Draft Bill provides that:
“For the purposes of this Act and of any other
enactment, where a person does an act, or acts in
accordance with a practice, that is contrary to or
inconsistent with anything set out in the Schedule,
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the act or practice shall be taken to be an interference
with the privacy of a person" (my emphasis).
The Schedule contains the Information Privacy
Principles, hence the failure of an organisation to comply
with the Principles will be sufficient to give the Privacy
Commissioner jurisdiction to inquire into a complaint of
interference with privacy (Cls.12,21). The powers of the
Human Rights Commission are expanded analogously
(Cl,10(2)).
The Privacy Commissioner would have considerable
investigative powers, including the ability to call compulsory
conferences (Cl.16), to compel the production of evidence
(Cl.18), and to hold an inquiry in whatever manner and
considering whatever evidence he thinks fit (Cl.17). There
are no formalities required of a complainant.
These powers are balanced by constraints (Cls.18-24),
such as all parties having reasonable opportunity to provide
information to the Commissioner prior to the matter being
determined, and the findings being given to the complainant
and the organisation responsible for the alleged interference.
The Commissioner's ability to enforce any finding he
reaches is very limited. Apart from exercising powers of
persuasion, his only other recourse is to convince the H.R.C.
to recommend changes in law or practice; his position is
that of a conciliator, not an arbitrator [1041,1052-1070],
(b) Requests for Subject Access
Part V of the Draft Privacy Bill creates a far more
powerful regime relating to ‘records of personal information’.
“A person who wishes to obtain access to a record of personal
information about him may make a request to the recordkeeper for access to it” and, in general ", . . the recordkeeper shall give the person . . . access to that record”
(Cls.51,52), [979-1010, 1230-1277],
This right is subject to many express and implied
qualifications:
(a) the applicant must find the record-keeper;
(b) the request must be in writing and sufficiently
specific to enable the record to be identified
(Cls.51,69,77);
(c) the applicant may need to understand the recordkeepers’ practices and policies;
(d) there are many classes of exempt records (Cls.52(2),
53-67,72,75) and with a few classes there is even
no need for the record’s existence or non-existence
to be admitted. These exemptions parallel those
of the Freedom of Information legislation and relate
mainly to the public sector;
(e) requests may be refused if they would require
‘substantial or unreasonable resources’ (Cls.76,77);
(f) charges may be levied (Cls.52,86,87);
(g) considerable time may elapse before the recordkeeper must respond (Cl.80), and deferment of
access is possible (CI.79). An appeal against an
adverse decision would of course result in further
delays;
(h) the requirement to inform the applicant of an
adverse decision (CI.82), need not be complied
with; after elapse of sufficient time the failure is
merely deemed to be a refusal, creating the
possibility of an appeal (0.80(3));
(i) arrangements for the exercise of access rights in
the company of advisers, by a voluntary interme
diary or by proxy are not explicit within the Act,
will depend upon other law and upon subsequent
The Australian Computer Journal, Vol. 17, No. 2, May 1985

Information Privacy Proposals

administrative and judicial decisions, and will as
a result be complex and constraining
(Cls.51,52,83(2),85), [1242-1249,1275-1277];
(j) there are no sanctions against a record-keeper who
fails to comply with his obligations (Cls.101-102);
(k) by virtue of 0.80(3), a record-keeper can avoid
informing the applicant of his rights to have the
decision reviewed;
(l) by virtue of 0.80(3), a review or appeal may have
to be commenced without knowledge of the
reason for the refusal.
The interpretation of the access right may also prove
a fruitful source of revenue for the legal fraternity. The
meaning and scope depend upon a forest of definitions
which parallel the Freedom of Information Act, and include
'a record of personal information’ (CI.48), 'document’ (CI.8),
'personal information’ (CI.8), 'record-keeper’ (CI.49) and
'control of a record of personal information’ (CI.47).
One major definitional problem occurs with 'recordkeeper’ which is '. . . the person who has the possession
or control of the record’ (0.49(1)), where control includes
being '. . . in a position to obtain access to a record . . .’
(0.47). This seems rather different from the discussion at
[1199], and is apparently intended to cater for records stored
outside Australia (Note to 0.49).
Some of the most privacy-sensitive records are the
joint or shared responsibility of several organisations; many
people in many separate and dispersed sections of those
organisations may have access; and another organisation
entirely may have possession (typically a bureau or a whollyor partly-owned data-centre subsidiary); hence there will
be considerable uncertainty as to who has what respon
sibilities in relation to which data.
(c) Requests for Alteration of Information
A person may request a record-keeper to change a
record of personal information that is inaccurate, out-ofdate, misleading, incomplete or irrelevant (CI.68). The word
‘amendment’ is used in the Report at [1278-1280 and 1383]
and in the headings within the Draft Bill; the word ‘correction’
is used in Principle 6 in the Schedule to the Draft Bill. Both
terms, in their normal usage, imply error or omission on
the part of the record-keeper. If a neutral term such as
'alteration’ were used, unnecessary stimulation of adversary
attitudes could be avoided.
Unlike requests for access, there would be no
requirement that a record-keeper comply with the request,
even if it is justified (cf. Cl. 52).
In principle this right is not dependent on the prior
exercise of the right of access. However in practice it would
usually be necessary to have first seen the contents of the
record, hence this right is largely qualified by the limitations
noted above in relation to requests for access.
(d) Appeals Procedures
Ail decisions by record-keepers are subject to appeal
to the Privacy Commissioner, who may direct the recordkeeper to comply with all or part of the request (Cl. 92).
Rejections of requests to Commonwealth agencies may be
subject to prior internal review (CIs. 90,91). A right of appeal
by either party to the Administrative Appeals Tribunal (A.A.T.)
is proposed (CIs. 92(7), 94-99). From there an appeal would
normally be allowed to the Federal Court (Cl. 103). There
is no sanction for failure to comply with a direction of the
Privacy Commissioner, but there may be in the case of A.A.T.
and Federal Court decisions.
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5.

SCOPE OF THE PROPOSALS
(a) Type of Organisation
The proposals apply to both public and private sector
organisations [617,1051,1239]. Comparable legislation in the
United States and Canada applies only to public sector bodies,
and in the United Kingdom many private sector operations
are exempted.
The Commission considered itself unable to make
recommendations regarding some classes of records of
personal information concerning Australian citizens or
residents, due to the constitutional limitations of the
Commonwealth, and the terms of the Commission’s
Reference [7-10, 1036-7,1396],
The proposals do not apply to State public sector
bodies. They apply to Commonwealth public sector bodies
and to all bodies in the Territories, but for this purpose,
the Northern Territory and Norfolk Island, as self-governing
Territories, are treated as States [1037],
Subject to the constitutional limitations, the general
proposals also relate to private sector organisations. Clause
10(2) would empower the Human Rights Commission to
inquire into “. . . acts done and practices engaged in by
any person, whether in a Territory or not, by means of or
in the use of a postal, telegraphic, telephonic or other like
service” and which may interfere with privacy. It would seem
that many activities ofprivate sector organisations throughout
Australia would come within this provision, particularly with
the increasing use of data transmission and point of sale
data capture. The Commission gives the examples of 'direct
marketing through telephones’ and 'direct mail’ (Notes to
CI.10).
The more specific and onerous access and correction
rights apply to 'records of personal information’ that are
in the Australian Capital Territory or the Jervis Bay Territory
(CI.45); also to records elsewhere in Australia about residents
of those Territories (Cl.46(1)); and to records not in Australia
about persons who ordinarily reside in Australia, provided
they are 'under the control’ of an Australian record-keeper
(Cl.46(2)). For many private sector record-keepers, whether
operating in the Territories or not, at least some data subjects
would have legal rights of access to and correction of their
records.
(b) Type of Recording Medium
The proposals apply to both automated and manual
record-systems [118,589,1193,1413,1415], rather than just
computer-based systems. In France, Luxembourg and
Austria, corresponding legislation only applies to automated
information systems (whether computerised or not). In the
United Kingdom, judging by the term 'automatically
processed information’ in the statute’s long title, the
legislators intended to exclude 'manual’ records. Since the
data is regulated if it is ". . . recorded in a form in which
it can be processed by equipment operating automati
cally . .
(Section 1(2), my emphasis), and optical character
and voice recognition technologies are increasingly enabling
the printed and spoken word to be processed, the scope
of the U.K. legislation seems far broader than intended.
(c) Status of Data Subject
The Draft Bill applies to persons who 'ordinarily reside'
in Australia, which would appear to exclude most foreigners
(including all tourists and those other than 'ordinarily’
resident here), and even some Australian expatriates
(Cls.45,46). Some of these exceptions may result from
constitutional limitations.
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(d) Uniformity Within Australia
The Commission notes that it is
. . extremely
important that the principles of privacy protection be the
same in both the Federal and State jurisdictions . . . Business
and industry are particularly concerned at the prospect of
significantly different approaches to privacy protection in
the various jurisdictions of Australia” [1393; see also 108892]. In tabling the Commission's Report, the then AttorneyGeneral noted its call for uniformity and said that he would
bring the matter to the attention of the Territories and the
States (Press Release 184/83, Commonwealth Attorney
General, dated 14/12/83). The Report also notes various heads
of power under which the Commonwealth could extend
the proposals [1396].
The Report is also is under consideration by some
States, notably N.S.W. and Western Australia, both of whom
deferred action during the late 1970’s pending completion
of the Commission's study.
6.

APPROACHES REJECTED OR DEFERRED
In order to properly appreciate the nature of the
proposals, it is useful to note some alternative or
supplementary approaches which the Commission consi
dered but rejected:
(a) Licensing. Revocable registration of at least some
classes of record systems is part of the framework in the
United Kingdom, West Germany, France, Sweden, Norway,
Denmark and Israel. The Commission was not convinced
that problems in Australia were such as to justify the sweeping
controls normally associated with licensing [1073,1202-1206];
(b) Public Listing. Public listing of personal record
systems and their uses is required in the United States and
Canada. Although the Commission saw "considerable value”
in this idea, it did not propose anything beyond the present
requirements of the Freedom of Information Act 1982,
perhaps augmented by a compendium to be maintained
by the HRC [1207-1208], The expense of public listing under
the U.S. Privacy Act is noted [1335], Whether it is effective,
and whether the risk it creates is any less than that which
it purports to overcome, are not discussed;
(c) A General Tort. The option of a general tort of
invasion of privacy, or "creating a right to claim damages
in respect of any ‘interference with privacy' " [1075], was
rejected as “too vague and nebulous” [1081, see also 12251227], The Commission adheres to its related 1979
recommendation “that a new statutory tort regarding
publication of sensitive facts be established” (see [1085
footnote 129], and A.L.R.C., 1979);
(d) Compensation For Breach of Standards. The
possibility of a more limited remedy in damages was also
rejected due to the generality of the principles [1082-5,1401].
Since the rights of access and alteration are framed with
a great degree of particularity in the Draft Bill, it is quite
possible that some such remedy may later be considered.
Many countries, including the U.K., include such provisions;
(e) Notification of Adverse Decisions. Consideration
was given to "a general requirement, wherever an adverse
decision was made, to notify the person affected and to
inform him of his rights”. This was rejected as unnecessarily
costly, but felt to be "thoroughly desirable as a good
administrative practice”, and commended for ongoing study
by the H.R.C. [1397]. It is already practised in a few sensitive
areas such as credit granting and criminal record accession
job-applications;
(f) Logging. The desirability of requiring record-keepers
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to log all uses and disclosures of personal information was
rejected as "not warranted by the present dangers of
inappropriate access or improper disclosure”. The Report
notes the possibility of logging being required in particular
areas by use of the regulations power [1402];
(g) Legal Persons. The question as to whether privacy
protections should extend to corporations was deferred [2729,1404],
7.

FAIR INFORMATION PRACTICES
Rule (1980) identifies the approaches taken in most
countries as reflecting the 'efficiency criterion’ whereby
information practices are generally regarded as acceptable
provided they deal fairly with accurate data. He refers to
this as the family of 'official responses’ of Governments.
The Commission’s proposals belonging to Rule’s
family. The Report itself refers to the 'emerging pattern’ of
laws around the world. The Commission accepted a range
of arguments put to it by business, the public service and
information professionals. The list of Consultants to the
Commission similarly shows a bias towards information users,
rather than towards representatives of consumers or citizens.
The Report seeks to balance privacy against other interests
[52-54], and addresses economic and administrative
implications of its proposals [76-79,1325-1385]. The Commis
sioner responsible for the Report appeared to submit fully
to the technological imperative: he considered privacy to
be an already outdated concept, and nominated assistance
to people to adjust to the loss of privacy resulting from
technological change as the real task (The Australian, 15
December 1983).
The Commission cannot be accused of intemperate
response to vague, sensationalist public concerns. Indeed
it may have paid too little attention to the broader, political
aspects of privacy and civil liberties. The OECD Guidelines
include an Openness Principle which seems to underpin
the effectiveness of the subject access mechanism. Without
explanation [relevant passages are at 602-603,1195,1253-55,
1281 and 1399], and seemingly inexplicably, the A.L.R.C.’s
proposals contain no such principle.
The Commonwealth Freedom of Information Act
(FOI), passed in 1982, underwent its tortuous legislative
progress during much of the Commission’s work. There is
no doubt that the two policy issues are closely related, and
the Report is strongly influenced by it. Nonetheless, concern
could be felt about the extent to which the proposals may
have been distorted by its influence. FOI requirements have
been adapted to by the Commonwealth public service with
a speed and lack of disruption that has surprised the public
and the public sector alike (FOI, 1983). But those
requirements include a wide range of exemptions and are
complex and specialised. Above all, they have almost no
impact on the private sector. They therefore fall far short
of being an adequate surrogate for the O.E.C.D.’s Openness
Principle.
One of the particular shortcomings of so-called
freedom of Information laws (one which is not shared by
the New Zealand Official Information Act) is their focus upon
documents, records or other physical manifestations of
information. The desire for compatibility has resulted in this
weakness being transmitted to the privacy proposals. The
effect is that many applicants who are seeking information,
rather than mere documents, may be easily, even
unintentionally, frustrated by a record-keeper who operates
to the letter of the law.
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One aspect of the problem is the question of subject
access to the rules whereby data is selected and the decision
criteria whereby data is interpreted and becomes informa
tion. Thom and Thorne (1983 and 1984) and Greenleaf and
Clarke (1984) investigated the matter in the context of
relational, deductive, free-text, distributed and public access
databases. They concluded that the subject access mechanism
formulated by the Commission, alike with those in many
other countries, was unlikely to satisfy the needs of data
subjects in databases supported by any more advanced DBMS
than straightforward hierarchical and network software.
8.

IMPACT ON ORGANISATIONS
All organisations whose information systems deal with
identified personal data need to assess the extent to which
their systems comply with the proposed requirements.
This would, of course, involve the data capture,
validation, updating, storage, culling, display and printing
and data-interchange functions. These have been for the
most part the responsibility of computing professionals,
although the advent of fourth generation languages and enduser development have recently thrown doubt on the
exclusivity of that role.
The activities impinged upon by the new privacy rules
do, however, extend much further. The rules also affect data
collection practices; the codification of data; the organisa
tion's use of data; and the basis upon which information
about individuals is disseminated beyond the organisation’s
boundaries. In many organisations such matters will be user
responsibilities, beyond the scope of the senior Information
Systems executive.
9.
IMPACT ON INFORMATION PRACTITIONERS
GENERALLY
In the event that the Draft Privacy Bill is enacted,
practitioners of computing will have a number of new
responsibilities. As a matter of professionalism and morality,
some of these responsibilities arise merely because the
A.L.R.C. has identified problems requiring resolution.
As a first response, it is necessary for practitioners to:
— acquaint themselves with the proposals;
— bring the matter to the attention of user and I.S.
management;
— ensure that other practitioners are informed;
— encourage users and their managers to understand
the A.L.R.C. proposals and prepare to comply with
them;
— be prepared to argue the matter with user
management.
To adapt existing systems to the new regulated
environment, the following are necessary:
— assess existing systems for compliance with
requirements;
— build into enhancement packages those modifi
cations necessary to achieve compliance;
— be prepared to argue the matter with information
systems management.
To ensure that future systems will comply, additional
steps are needed:
— consider the Information Privacy Principles during
the analysis and design phases, perhaps as part of
the control and audit factors, alternatively as the
first of a new class of external responsibilities;
— integrate the Principles into the software develop
ment methodology.
Beyond this, professionals have broader responsibil
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ities, both to their employers and to the public. A degree
of confusion can be anticipated, particularly in establishing
who has what responsibilities. The commonsense approach
would be for the organisation(s) which respectively collect,
process, store, use and disclose to be responsible for
compliance with the relevant principles, but the Report
appears to assign all responsibilities to the 'record-keeper'
[580-582,1199]. There may be excessive or unduly costly
requirements (such as literal interpretation of Principles,
especially No. 2); the Commission developed an appreciation
of information technology, as evidenced at [101-133,280282,531-585,1390-1391 and 1406], but the profession and the
industry will need to ensure that the Privacy Commissioner
and his staff quickly achieve and maintain at least the same
level of understanding.
The practitioner's activities must therefore extend to
the following:
— provide feedback to the Attorney-General, and
later the Privacy Commissioner, on matters of
technical difficulty, uncertainty, ambiguity, undue
expense, etc;
— take part in the political process of law
development.
10.

IMPACT ON PRIVATE SECTOR PRACTITIONERS
Many computing professionals have regarded them
selves as bastions of the free enterprise system, and have
accorded low priority to understanding and complying with
legal obligations. In recent years, as the quality of products
being delivered has improved, the air of gambling once
associated with the acquisition of data processing equipment
has begun to dissipate. With this has come a significant
increase in the number of cases involving contract and sale
of goods law coming before the courts.
Many private sector organisations, which have hitherto
been somewhat cavalier in their handling of personal data,
will have difficulty adjusting to the new environment.
Fortunately there are a variety of mitigating factors. Many
organisations hold very little information of any real
sensitivity, particularly those whose clients are exclusively
corporations, and so would not be particularly visible to the
Privacy Commissioner or the public. In addition, many of
the organisations which hold sensitive data have already
instituted security precautions, because in some respects at
least, their own interests coincide fairly closely with those
of their data subjects; this applies particularly to financial
institutions. There has also been an upsurge in trade union
concern about privacy interests of their members, and many
organisations have already recognised the legitimate desire
of their employees for access to their personnel files.
There will nonetheless be many computing profes
sionals who will need to convince their employers and clients
of the need to take prompt, and in some cases burdensome
action to ensure that their systems comply with the privacy
principles.
11.

IMPACT ON PUBLIC SECTOR PRACTITIONERS
The environment in government departments and
instrumentalities is quite different from that in the private
sector. Awareness of legal requirements is a fundamental
factor in the operations of government, and public sector
employees have had to adapt to a variety of recent changes
such as ombudsmen, environmental impact assessment,
administrative appeals avenues, anti-discrimination measures,
and equal opportunity initiatives.
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The Commonwealth Freedom of Information Act,
which came into effect on 1 December 1982, was of course
especially relevant. The intent was to reverse the old default
assumption of non-disclosure, and much has been achieved
in a very short time.
The Act relates to information of all kinds held by
government, but in practice, . . most of the requests have
been for documents relating to the personal affairs of the
applicant. . .” (F.O.I., 1983, p.xiii). Unfortunately,.". . . the
reporting system does not provide information on . . . the
number of requests for personal information” (p.67). A total
of 5699 requests were received in the first 7 months, by
130 agencies (there are some 400 agencies subject to the
Act, 24 exempt and a further 15 exempt in respect of their
competitive commercial activities). Five agencies received
over 70% of the requests (p.69):
Agency
Social Security
Commission of Taxation
Veterans' Affairs
Immigration and Ethnic Affairs
Defence
*•

%
2fll7
19.8
18.5
8.2
5.3

There had been to that date only 33 requests for
amendment of personal records (p.75), but this is in part
because such requests may only be made in respect of
records to which access has already been granted under
the Freedom of Information Act; few such cases had been
possible in the first seven months of the Act’s operation.
The original estimates by agencies of annual numbers
of requests had been ". ... tentative, and in many cases
admittedly based on little more than guesswork” (Senate
Standing Committee, 1979, pp.72-74, 471-475). They were,
for the most part, very high; and were in very few cases
vindicated by the experiences of the first seven months of
the Act’s operation. Inferences will be more reasonably
drawn following the release of the Annual Report relating
to the first full year of operation, due in early 1985. It would
be natural to anticipate a steady increase in the volume of
requests as the mechanism becomes better known to the
public. In addition, the experience of the N.S.W. Privacy
Committee (1980) has shown that the volume of complaints
is highly sensitive to issue-related publicity.
The costs of the Commission's subject-access proposals
are likely to be subsumed within the costs of Freedom of
Information administration. The creation of the FOI
machinery was estimated to have cost of the order of $3
million, with running costs for the first seven months of
200 man-years or $8 million (F.O.I., 1983, pp.114-124). Some
200 of the originally anticipated 685 additional positions had
been filled (pp.143-144). If the running costs had been
incurred entirely in the handling of requests, this would have
suggested an average cost of about $1500 per request, with
a range from $572 (say 3.5 man-days) at Veterans’ Affairs
to $3800 at the Australian Federal Police (23 man-days).
The discrepancy against mythical private industry
norms of $20 for a one-page letter is to be accounted for
partly by start-up costs relating to documentation of agency
systems, significant learning difficulties and excess capacity.
In addition, ", . . many agencies have found handling
requests to be more complex and expensive than they had
anticipated . .
(p.114). The Department of Industry and
Commerce, for example, most of whose requests could be
expected to be complex, non-privacy matters, reported 7.3
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man-years (or $300,000) costs in dealing with 68 requests,
or $4400 each (p.122).
Of over 4000 requests that had been determined by
30th June 1983, 62% were granted in full, 25% in part, and
13% refused (p.70). Almost all of the sixteen exemption classes
were invoked, frequently more than one per refusal. Most
commonly invoked was the privacy of persons other than
the data subject, followed by the secrecy provisions of other
Acts; enforcement of law and the protection of public safety;
internal working documents; and breach of confidence
(P-93).
During the years of discussion leading up to the
introduction of the Act, many government agencies had
expressed serious concern both at possible deleterious effects
on their modus operandi, and at the administrative burden
and costs involved. A number of concerns continued to
be expressed at the date of the first Annual Report, but
these were much more precise and constructive (pp.137147). The section on ‘positive benefits' (pp.127-137) further
demonstrated that the public sector had come to terms with
FOI far more quickly than even the optimists had thought
possible.
The strength of the A.L.R.C.’s desire to present the
subject access proposals as mere modifications to the
established and accepted FOI arrangements is therefore
readily understandable. The subject access mechanism is in
fact little different from that already in existence [1230-1277].
Changes include: attempts at clarification of definitions, of
scope and of access by intermediaries; additional provision
for incompetent persons and children [1243-1249]; minor
modifications to FOI exemption classes; and a proposed
‘Reverse-FOT procedure, whereby a data subject would be
consulted if a third party sought information about him [12681269].
The amendment provisions were a late addition to
the FOI Act, and were proposed by the Senate Standing
Committee (1979) with rather less confidence than their many
other recommendations (pp. 264-265). Indeed the A.L.R.C.
goes so far as to see them ". . . as a stop-gap measure until
the Commission’s recommendations are implemented"
[1003, 1279]. Two changes are that amendment is not now
meant to be dependent on prior access, and (partial)
relaxation of the anomalous limitation to Australian citizens
and long-stay visitors [1278-1280].
The subject access provisions are likely to cause but
few additional problems for information practitioners in the
public sector, because the adjustments necessary are small
in comparison with the effort already undertaken to
implement the Freedom of Information Act.
However the (at present unenforceable) privacy
principles relating to collection, storage, use and disclosure
represent a new challenge.
12.

IMPACT ON MEMBERS OF A.C.S.
A member of the Australian Computer Society
undertakes to abide by its Code of Ethics (A.C.S., 1979, Articles
4.4,4.9). Article 7.1 is particularly relevant to the privacy issue:
"A member shall have proper regard for the health,
privacy, safety and general welfare of the public in
the performance of his professional duties. In case of
conflict between the general welfare of the public and
the performance of his professional duties the interest
of the public shall be put first."
The implications of this Article are far from clear; in
particular ‘general welfare of the public' is used ambiguously,
The Australian Computer Journal, Vol. 17, No. 2, May 1985
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and the term ‘professional duties' is nowhere defined. If,
as would be reasonable to assume, ‘professional duties’
encompasses all of the 'standards of professional conduct’
laid out in Articles 6 to 10 of the Code, then a professional
member's duty to the public is to be placed above his duty
to his employer.
Until now the standards of conduct in relation to most
matters, and particularly to privacy, have remained sufficiently
nebulous that the prospects of a member’s performance
being judged at all, let alone found wanting, has been remote
in the extreme.
In 1975 the Society published a 'Code of Good Practice
in The Privacy, Security and Integrity of Data'. There is no
reference in the Constitution to this document. It is,
moreover, phrased in such a way that it is difficult to construe
as having any binding force. The A.L.R.C.'s view is that
". . . the code is a significant statement of aspiration, but
it has not been widely implemented . . .’’ [1007], Nor is there
any other apparent constitutional basis upon which an
Investigation Committee could depend in assessing a charge
of unprofessional conduct in relation to a privacy matter.
The professional disciplinary body could of course refer
to authoritative standards originating outside the Society.
There are, however, few of these either. In some states there
is relevant legislation concerning the consumer credit
industry; and 'Guidelines for the Operators of Personal Data
Systems’ and 'Employment Guidelines’ were published by
the N.S.W. Privacy Committee (1977 and 1980). (The former
were left in Exposure Draft form pending the release of
the A.L.R.C. Report).
One of the effects of the A.L.R.C. proposal would
be to provide a set of principles from which the respon
sibilities of computing professionals in respect of privacy
matters could be derived.
The possibility therefore exists that a professional
member may be in breach of the Code of Ethics if he acted
contrary to the privacy principles (even if he did so at the
behest of his employer). It should be noted that the sanctions
available to the Society’s Disciplinary Committee are limited
to reprimand, suspension or expulsion from Society
membership (A.C.S. Constitution, Procedure in Professional
Conduct Cases Instrument, Article 10). Since Society
membership is not a condition of computing practice, there
is no power to expel from the profession.
The A.L.R.C. considers that". . . the sanctions provided
. . . are inadequate and ineffective”, but that ". . . codes of
ethics . . . can fill in the gaps of general legislation . . . They
can allow for informed and participatory self-regulation . . .
they may sometimes be more effective at the workface than
laws, because they are drawn and understood by information
technology professionals rather than lawyers and legislative
draftsmen” [1405].
Whether or not the Society’s present Code of Ethics
does in fact impose duties upon members which go beyond
their employment contract, it is clear that the Law Reform
Commission considers it desirable, and that the Draft Privacy
Bill, if enacted, would provide a means of interpreting some
of those duties.
13.

CONCLUSIONS
The Commission’s proposals establish for the first time,
external rules against which the privacy aspects of
organisational procedures may be judged. Organisations
which maintain data about identified individuals especially
those whose operations are dependent upon that data,
The Australian Computer Journal, Vol. 17, No. 2, May 1985

should assess the likely impact of the Commission's proposals
on their information systems. Computing practitioners,
professional or otherwise, have important roles to play.
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Letter to the Editor
COMMENT ON THE PAPER BY MANSFIELD
I read with interest John Mansfield’s article “Word?
— a Paradigm of an expert system” (this journal, February,
1985). My initial interest was in the similarities — and
differences — of WORD? and my own home-written version
of Hangman. As I read on, however, I realized that the article
was also a fine example of that old programmer’s warning:
Garbage in — garbage out.
First, I was pleased to find that my own program
included the functions of all but one of WORD?’s sub-systems
(my Hangman will not explain its reasoning). But I learnt
a lot from the formal presentation of WORD? as an expert
system.
Then there was the matter of GIGO. The article,
including Appendix B, was written, refereed, rewritten and
published. And the “expert system” still hasn’t learnt to spell
“cheetah”. If there’s one lesson to be learnt, it’s that the
expert system writer is not necessarily the best source of
the system's expert knowledge.
Now my Hangman program will only accept a word
after the word has been independently verified.
N. Lethbridge
Churchlands, WA 6018
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AUTHOR’S REPLY
I am gratified that Mr Lethbridge "learnt a lot” from
my article since that was the object of the exercise. However,
I am, I confess, a little disappointed that he has categorised
it as garbage apparently on the basis of a misspelt word
that is part of WORD?’s vocabulary. Whilst his penultimate
sentence is certainly correct that "the expert system writer
is not necessarily the best source of the system’s expert
knowledge” WORD?’s vocabulary is derived from its use
by a wide variety of students and other persons interested
in expert system construction and thus reflects their erudition
rather than the system writer’s. The word "cheeter” was
chosen merely to give a shortened example of WORD?’s
pattern matching expertise.
A more serious error which I overlooked at the proof
stage was the printer’s inadvertent inversion of rule 14. It
should read:
If: A word is successfully guessed . . .
rather than
If: A word is unsuccessfully guessed . . .
I have recently started work on an expert system to
correct spelling and would welcome comments and
suggestions. The system is intended to go further than the
current commercial spelling checkers which inform one that
a given word is not in their vocabulary.
John Mansfield
Western Australian Institute of Technology
The Australian Computer Journal, Vol. 17, No. 2, May 1985

Binary Trees and Permutations
R. F. Hille*
On the basis of depth-first traversals of binary trees one can define sixteen classes of
tree permutations. Various relationships between them are established and it is shown that
there are only four different classes. Finally, an explanation is given why the two classes of
permutations containing no monotonically increasing and decreasing subsequences,
respectively, of length three cannot be related to binary trees in this way.
Keywords and Phrases: Binary Trees, Classification of Permutations. CR Categories: E1,

G.2.1.

1.

INTRODUCTION
Certain classes of permutations can be defined by
binary trees and their depth-first traversals. To construct
such a class of permutations, the binary trees of cardinality
N are labelled with the integers from 1 to N in the order
of some traversal. The integer sequences which can be
generated from the trees by a traversal other than that
which was used in the labelling form a class of tree
permutations. We refer to the first traversal as the labelling
traversal and to the second as the generating traversal.
To characterise them we use the following notation. The
symbol h stands for visiting the root. The symbols L and
R stand for the corresponding traversals of the left and
right subtrees. Thus, LhR means inorder traversal. We are
interested in non-degenerate classes of tree permutations.
They are classes for which there exist bijective mappings
onto the set of binary trees of the same cardinality. This
places some restrictions on the permissible combinations
of labelling and generating traversals. One of the two
traversals which define a non-degenerate class of
permutations must be the inorder traversal, because a
labelled binary tree is uniquely defined by two of its
traversal sequences if and only if one of them is the inorder
sequence (Knuth, vol.1, 1968). Some of these classes of
permutations have been mentioned previously in the
literature. For example, the members of the class [LhR,
hLR] are called tree permutations by Knott (1977), and
stack sortable permutations by Rotem and Varol (1978).
Obviously, their inverses can be generated by a stack.
Knott also refers to the possibility of defining several classes
of tree permutations, he mentions six in all, two of which
he finds degenerate, but does not investigate how many
different classes can be defined in this way. Rather, his
purpose was to define a numbering system for binary
trees. In the remainder of the paper we simply say class
of tree permutations when we mean a non-degenerate
class of tree permutations.
2.

CLASSES OF TREE PERMUTATIONS
In this section we investigate the classes of tree
permutations which can be defined by depth-first
Copyright © 1985, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ's copyright notice is given
and that reference is made to the publication, to its date of issue,
and to the fact that reprinting privileges were granted by permission
of the Australian Computer Society.

traversals as well as the relationships which exist between
them. Including reflection, the trees can be labelled in
six different ways: hLR, hRL, LhR, RhL, LRh, RLh. In the
case of the preorder and postorder labelling traversals
only the two inorder generating traversals LhR and RhL
are permissible. For each of the inorder labelling traversals
we can use the four pre- and postorder generating
traversals hLR, hRL, LRh, RLh. In this manner we obtain
16 classes of non-degenerate tree permutations. There
exist various relationships between the various classes of
tree permutations. It is immediately obvious that Ci=C2
if the class Ci is obtained from C2 by reflection of the
trees. For example, [LhR, hLR] = [RhL, hRL].
This leaves the following eight classes:
(1) [LhR, hLR],
(2) [LhR, hRL],
(3) [LhR, LRh],
(4) [LhR, RLh],
(5) [hLR, LhR],
(6) [hLR, RhL],
(7) [LRh, LhR],
(8) [LRh, RhL],
We show that four of these classes can be
eliminated as they are equal to the remaining four. We
require the following lemmas.
Lemma 1: Exchange of the labelling and generating
traversals produce a class containing the inverses of the
original permutations.
For example, if Pc[LhR, hLR], then P~1c[hLR, LhR],
Proof: In a given class of tree permutations we use the
generatingtraversal to re-label the trees with the sequence
(1, 2, ..., N). That is, we sort the labels into ascending
order with respect to the original generating traversal and
then generate the new permutation in what was originally
the labelling traversal. Hence, we invert each permutation
of the original class.D
Note that the order in which the permutations
are related to the trees remains unchanged. This is not
the case in lemma 2 below.
Lemma 2: Let the left-right orientation of both traversal
sequences be the same in the definition of the class C.
Then replacement of preorder by postorder (or vice versa)
in either the labelling or the generating sequence of C
leads to the definition of C~\ the class of inverses of
the permutations in C.
For example, if Pe[LhR, hLR], then P~1c[LhR, LRh], or if
Qe[hLR, LhR] then Q_1c[LRh, LhR],

* Department of Computing Science, The University of Wollongong, Wollongong, NSW 2500, Australia. Manuscript received September,
1983; revised February, 1985.
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Proof: In two stages.
(1) The transition (LhR, hLR] — [LhR, LRh], By anti
clockwise rotation each tree T can be transformed into
another tree, T', in the following manner. In the case
where every node x of the original tree T, which is the
left child of some node y does not itself have a right
child, then no further manipulation is required to ensure
that the result of the rotation is still a legal binary tree.
If on the other hand T does contain such nodes x, then
the structure of T' must be rearranged such that the last
node z in an unbroken chain of right children of x takes
the place of x as the left child of y. This implies that
z becomes the root of the right subtree of y in T'. This
rule is applied recursively until the tree structure is again
such that every internal node appears “above" its children.
This transformation has a unique inverse in every case
and it is defined for every tree. Hence it is bijective. The
effect on the tree traversals is that preorder (inorder)
traversal of T corresponds to inorder (postorder) traversal
of T'. Hence, the transition [LhR, hLR] — [LhR, LRh] has
the effect of exchanging the labelling and generating
traversals. By lemma 1 this leads to the definition of the
inverses of the original permutations.
(2) The transition [htR, LhR] — [LRh, LhR]. We obtain
the inverses by exchanging labelling and generating
traversals. Then we use the rotations of the first part of
this proof to get the inverses again. The final step is another
exchange of labelling and generating traversals, i.e.
another inversion. Hence we have the chain of transitions
[hLR, LhR] - [LhR, hLR] - [LhR, LRh] - [LRh, LhR], where
each arrow means that the following class contains the
inverses of the previous one. Because the number of
transitions is odd the last class contains the inverses of
the first.□
Definition: The permutation Q is called the reverse of
P if PQ~1(1, 2, ..., N) = (N, N-1, ..., 1). This simply means
that Q = (pN, Pn-i, ..., pi) if P = (pi, P2,..., Pn). Obviously,
we obtain the reverses of the permutations in the class
C, if we reverse the generating sequence, i.e. we visit
the tree nodes in reverse order. For example, the class
[hLR, LhR] contains the reverses of the class [hLR, RhL],
and the elements of [LhR, hLR] are the reverses of the
elements of [LhR, RLh], Note that reflection and reversal
are not the same for pre- and postorder, only for inorder
traversals. Therefore/the permutations in [RhL, hLR], for
example, are not the reverses of those in [LhR, hLR].
Rather, we obtain the reverses of the inverses. Obviously,
many identities can be established between classes by
combining reversals and inversions with reflections of
both traversals. We use some of them to prove the main
result which is stated in the following theorem.
Theorem: There are exactly four different classes of tree
permutations. They are [LhR, LRh], [LhR, RLh], [LhR, hLR],
and [LhR, hRL],
Proof: By application of lemmas 1 and 2, i.e. taking the
inverses twice, we find that [LRh, LhR] = [LhR, hLR] and
that [hLR, LhR] = [LhR, LRh], Hence, we have eliminated
classes (5) and (7) above. Of class (6) we reverse the
generating traversal, then take inverses by lemmas 1 and
2, in the resulting class reverse again the generating
traversal. We have the sequence [hLR, RhL] — [hLR, LhR]
—■ [LhR, hLR]-*[LhR, LRh] — [LhR, hRL], The last member
is the class (2) above. Hence, we can eliminate class (6).
Similarly we show that (8) = (4) and eliminate (8).D
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3.

ALTERNATIVE CLASSIFICATION
Knuth (vol. 3, 1973) characterises the tree
permutations as containing no subsequences (pi, p,, pk)
with i <j < k such that pk < pi < pj. Similarly, let class (x)
be the class of permutations which do not contain
subsequences (pi, pj, pk) with i <j < k such that one of
the six conditions (aj to (f) below holds:
p, < Pi < pk

(a)

pi < pk < R

(b)

Pi < Pi < Pk

(c)

Pi < Pk < Pi

(d)

pk < Pi < Pi

(e)
(f)

Pk < Pi < pi

We shall show that classes (a) and (f) whose members
may not contain monotonic subsequences of length three
cannot be related to binary trees via depth-first traversals.
About the two classes Knuth (vol.3,1973) remarks: "Curiously,
there seems to be no apparent way to establish a
correspondence between such permutations and binary
trees..."
The tree permutations of section 2 are defined with
the aid of the integer sequence (1, 2, ..., N). In order
to show that classes (a) and (f) are not tree permutations,
we use the following argument. If we cannot define the
classes (a) and (f) with the aid of the sequence (1, 2,
..., N) for the labelling traversal, then we might try to
use any of its permutations. Flowever, the following
argument shows that none of them will do.
In the first tree in lexical order as defined in Knott
(1977) no node has a left subtree. In the last tree no
node has a right subtree. We label the first tree with
a suitable permutation of (1, 2, ..., N), which must be
such that a given generating traversal of the tree does
not yield a sequence containing a monotonically
increasing (decreasing) subsequence. The nodes of the
last tree in lexical must also be labelled with the same
permutation of (1, 2, ..., N) in the same traversal order.
However, the last tree always gives the reverse of the
permutation generated from the first tree, no matter what
the combination of labelling and generating traversals.
Hence, the tree permutation resulting from the last tree
cannot be guaranteed not to contain a subsequence of
the forbidden type. We have the following lemma.
Lemma 3: If a permutation of the integers (1, 2, ..., N),
N>4, does not contain a monotonically increasing
(decreasing) subsequence of length three, then its reverse
must do so.
Proof: Among the permutations of length four not
containing monotonically decreasing subsequences of
length three there are only four whose reverses do not
already contain such subsequences. They are (2 14 3),
(2 41 3), (31 4 2) and (3 41 2). Placement of the additional
element 5 such that the resulting permutation of five
elements does not contain a monotonically decreasing
subsequence of length three produces in all possible cases
permutations containing monotonically increasing
subsequences of length three. Therefore, the reverse of
a permutation of class (a) contains a monotonically
decreasing subseauence of length three. A similar
argument establishes the corresponding result for
permutations of class (f).D
Lemma 3 guarantees us that the permutations (a)
and (f) above can not be generated from binary trees
using the depth-first traversals, even with arbitrary
The Australian Computer Journal, Vol. 17, No. 2, May 1985
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permutations of (1, 2, ..., N) as labelling sequences. This
result still holds if we replace pre- and/or postorder
traversals by the level order (breadth-first) traversal.
4.

CONCLUSION
We have shown that there are exactly four classes
of tree permutations which can be defined by the depthfirst traversals of binary trees. This includes reflected
traversals. The classes are listed below together with their
alternative classifications in terms of subsequences of
length three.
[LhR,hLR],no subsequences (pi,pj,pk),pk < p, < pi,
[LhR,hRL],no subsequences (pi,pj,pk),pj < p < pk,
[LhR,LRh],no subsequences (p„pj,pk),pj < pk < p„
[LhR,RLh],no subsequences (pi,pj,pk),pi < pk < p,,
with i < j < k.
Furthermore, we have shown that the two classes
of permutations not containing monotonically increasing
(decreasing) subsequences of length three can not be
related to binary trees by depth-first traversals. The
argument in section 3 establishing this fact also covers
breadth-first traversals.
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Video Tape Review
AT & T Bell Laboratories
Unix System Instructional Video Tapes
Tape 7: Making Computers Easier, 30 min
Tape 2: Making Computers More Productive, 30 min
AT & T Bell Laboratories, Distributed by Holt-Saunders Pty Limited,
U-Matic, VHS & Beta formats, $150 each.
Two video tapes produced by Bell Laboratories for visual
instruction on the Unix system can reasonably be approached with
high expectations. However these tapes disappoint in many ways.
The tapes were produced for the Bell Laboratories Public Relations
and Employee Division and have clearly been produced as
promotional material for AT & T.
The' main attraction of the tapes is a cast consisting of all
those very famous people within Bell labs who are associated with
the Unix operating system, most notably, Ken Thompson, Dennis
Ritchie, and Brian Kernighan. The producer’s attempts to utilize
this starstudded cast contribute to the lack of success of the tapes
as the narrative is passed from person to person, often with no
motivation for the switch.
Both tapes cover approximately the same territory and while
the first tape seems to be aimed at a less experienced audience
than the second, it must be emphasized that the two tapes do
not form a series. The tapes deal briefly with the following subjects:
the Unix file system, re-direction, pipelines, the concept of tools,
the Shell, the C language, applications. Brian Kernighan, feet firmly
planted on his desk, give a very lucid, brief lesson on some of
the features of Unix which enable the software tools approach
to programming. Presumably we are shown Brian Kernighan’s feet
to prove that Unix gurus do not have clay feet, but the attempt
is thwarted as his feet are enclosed in a massive pair of boots.
The most basic problem with these tapes is their length.
While their achievement is lessened by other problems, it would
be very difficult to achieve any substantial instruction on Unix in
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only 30 minutes. Given that well produced 2 to 3 hour video tapes
are available for half the price of each of these tapes, it is surely
not unreasonable to expect each tape to contain 2 or 3 hours
of material, probably broken into 1 hour sessions. If in addition
the two tapes had been designed as a series then some considerable
instructional value could have been achieved.
One technical aspect of the production calls for special
criticism. Throughout the tapes, the screens of video terminals are
recorded via camera, rather than directly recording the video signal
from the terminals. In the least serious cases this approach leads
to parallax error distortion and loss of quality of the recorded image.
The most serious case occurs with the filming of a Tektronix storage
display terminal: each character is visible at the instant of typing
and then quickly fades to near invisibility! It is difficult to believe
that AT & T would allow such a technically inferior production
to be released under its name and gives the lie to any serious
claim that the tapes are intended to be instructional.
The failure of these tapes is not due directly to any fault
on the part of those taking part. The contributors do everything
that could be asked of them, particularly as in most cases there
is only a couple of minutes to present a topic. The fault is in the
production and the whole is considerably less than the sum of
the parts. The irony is that while those already familiar with Unix
will probably enjoy seeing the cast, beginners generally will not
have heard of these personalities and the tapes’ main virtue will
have been lost. In no case will much learning take place and
beginners would be better off reading a good book on Unix. It
is very hard to agree with an advertising notice that claimed these
tapes offer real value for money! For a production from a Public
Relations Division of AT & T the enterprise seems a very strange
exercise indeed.
Ken Robinson
University of New South Wales
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The PORTA Language —
a portable medical record system*
By Y. K. Oon* and N. Carson*
The representation of medical patient data for information interchange is discussed, and a
system in current use is described.
Keywords: Portable medical record, medical computing, patient data record, high level language
for patient data. CR Categories H.I.M., J.3.

THE PROBLEM
This paper deals with computing in the medical
domain. For the purpose of this discussion we make the
following not unreasonable assumptions:
1. easy access by medical practitioners to a complete and
accurate medical history will foster higher quality medical
care;
2. patient medical data, if kept in an accurate and computer
retrievable form will play an increasingly important role in
the prevention of iatrogenic diseases by detecting and alerting
clinicians to adverse drug interactions and contra-indications;
3. doctors will make increasing use of computers in their
practices for both practice and patient management
purposes.
The standardization of computer representation of
patient data is an important problem in the medical
computing field. Standardization will allow portability of
patient data from one computer installation to the next via
magnetic media, or electronic mail. The arguments for a
standardized and portable medical record system are that:
1. 11% of the doctor’s practice population changes doctor/
clinic per annum — a portable record system will allow the
patient’s new doctor to have instant access to the medical
history that has been built up over time. A portable medical
record makes good sense as patient treatment often occurs
at different locations, for example, the general practitioner,
the specialist and the hospital;
2. standardization of patient data design will allow computer
professionals to develop better modules conforming to
predefined standards — comparison of medical computer
systems becomes akin to say comparing ADA compilers. As
the situation currently stands there is a proliferation of medical
computer systems in Australia alone — each with its peculiar
computer record system (Oon, 1984a).
3. standardization of the patient data representation will
encourage development of accessory modules such as recall
of patients at risk, patient clinical management modules and
statistical packages that will be relevant to hundreds or even
thousands of practices. This economy of scale will foster more
specific and quality oriented software as justified by potential
benefits;
Copyright © 1985, Australian Computer Society Inc.
General permission to republish, but hot for profit, all or part of
this material is granted, provided that ACJ's copyright notice is given
and that reference is made to the publication, to its date of issue,
and to the fact that reprinting privileges were granted by permission
of the Australian Computer Society.

4. a well designed standard will allow portability of patient
data from one machine to another and also from one
generation of machine to another without any programming
or rekeying;
5. standardization will allow market forces to operate to bring
about quality software at minimal costs to the clinician as
packages are developed and marketed as a “studio” quality
product as compared to the currently available expensive
“customization effort".
To achieve the advantages of standardization, the data
format should be independent of the underlying operating
system and hardware.
A WORKABLE SOLUTION
English is quite a portable language. A patient medical
record from a local hospital can be understood wherever
English is spoken be it New York, London or Melbourne.
Unfortunately natural language processing by computer to
extract useful clinical information from current medical
record in free English text is not yet possible with an
acceptable degree of reliability. The traditional data
processing solution to data storage is to store information
in predefined record fields, these records then being strung
together into a computer file.
The main disadvantages of this organization is lack
of flexibility. If later on the user wants to add another field
all the application modules may have to be written or at
least recompiled and thus lacks portability.
In short we have a dilemma — representing data in
English is easy for the doctor as it conforms neatly with
traditional manual systems, but makes life too difficult for
the computer system. Representing data in the form of
traditional computer records suits the computer but leads
to portability/performance problems.
We propose a system of computer representation of
patient clinical data that will achieve transportability of the
patient medical record. The Porta method (Oon, 1984a) relies
on standard keywords and strict syntax rules, in a way the
solution bears some resemblance to the MARC format (NLA,
1979). The problem of transportability of data is well studied
and is well developed in the cataloguing of library data, for
example, but to the knowledge of the authors there has
not been any published literature on transportable computer
patient data.
SUMMARY OF THE PORTA LANGUAGE
The patient medical record is a linear sequence of
ASCII characters. The ASCII character string is broken up

*Monash University, Department of Community Medicine, 867 Centre Road, East Bentleigh 3165, Victoria. Manuscript received May
1984, revised April, 1985.
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TABLE 1. Major Keywords

TABLE 2. Minor Keywords

#begin
#system
#id
#sname
#gname
#addr
#sex
#dob

#str
#sub
#sta
#pos
#icd
#ihppc

#mar
#job
#rel
#ph
#kin
#warning
#rx
#problems
#pasthist
#bp
#bg
#lab
#pap
#immune
#visits
#firstvisit
ftlastvisit
#family
#social
#recall
#comment
#protocol

#files
#cc
#end

Denotes start of patient file.
System switch, e.g. non-ASCII files.
Patient identification numbers.
Surname, repeating groups cater for aliases.
Given name(s).
Address.
For sex change cases use < m > < 1-2-83 f >.
Date and place of birth, e.g. < 1-5-55 australia >.
Repeating groups cater for reincarnations.
Marital,status: s m or d for divorced. Repeating
groups allow tracking of marital record.
e.g.< 1-3-77 doctor > < 2-3-84 priest >.
Religion.
Telephone number(s), e.g. < 1215555
home > < 1234567 bus >.
Next of kin, e.g. name #str #sub #sta #pos.
Drug allergies, contraindications and
hypersensitivities.
Treatment and medications, e.g. < 1-2-84 digoxin 250
meg mane >.
List of active patient problems.
Past history.
Blood pressure, e.g. < date systolic/diastolic >.
Blood group, transplant surgery in vogue.
Laboratory investigations, x-rays, pathology.
Cervical smears < date >.
Immunization details < date tet-tox >.
Patient/doctor contact details.
Date of initial contact. "
Date last seen.
Names and significant family history.
e.g. smoking, alcohol.
Preventive recall of patient.
Allows free format comment like hobbies etc.
Allows the ability to branch off into “subroutines”
like antenatal care, hypertension diabetes etc. This
allows patient to be tagged to other files.
Files owned by this patient. Includes all electronic
mail from specialists and pathology laboratories.
Carbon copies. The first name is the doctor normally
responsible for the patient.
Denotes end of patient record. Optional keyword.

into word tokens by the non-printing ASCII characters. The
beginning of the patient record is optionally indicated by
the token #begin and the end of the patient file by the
token #end. An efficient implementation of a medical record
in Porta is that of a unix file for each patient in a system
running under the UNIX operating system (Oon, 1984b).
All keywords are distinguished by the initial character
#. Keywords in' Porta serve a similar purpose to those in
any high level computer language, that is to fix the context
of the following byte stream. Keywords are split into 2 classes:
i. major
ii. minor
Major keywords can exist outside a repeating group
(see later) whereas minor keywords can only exist within
a repeating group inside the angular brackets <>. Major
keywords may not occur more than once whereas minor
keywords can occur any number of times. As currently
defined there are 43 keywords of which 33 are major (Table
1) and the rest being minor.
The function of a keyword is to prepare the compu
ter to understand the sequence of ASCII characters in a
fixed context. The context remains unchanged until another
keyword character is encountered. A sample patient record
is given in Figure 1.
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#s
#o
#a
#p

Street.
Suburb.
State. ’
Postcode;
International Classification of Diseases.
International Classificationof Health.Problems in Prim
ary Care.
Subjective.
Objective.
Assessment.
Plan.

REPEATING GROUP CONSTRUCT
Within a fixed context as determined by a keyword,
we can have repeating groups enclosed by the angular
brackets. The repeating group construct is a way to represent
patient data that bears a resemblance to the computer array;
for instance the patient has an "array” of problems and an
"array” of medications. An example of the use of repeating
groups could be for a patient schedules for recall on two
occasions: she could have the following repeating groups
in her history:
#recall < 1-4-84 pap smear > < 1-6-84 bloodpressure>
The keyword #recall fixes the context and the two
repeating groups encapsulate the information for the date
and reason for the recall.
INFORMATION STRUCTURING RULES
The following rules enable the speeding up of
processing/avoid ambiguities:
#begin
#sname
#gname
#addr

spock
ron
<#str 121 borg st #sub scoresby #sta vie #pos 3179>
<#str 42 major cres #sub rowville #sta vie #pos 3122>
m
#sex
18-12-57
#dob
7638411
#ph
< penicillin > < suphas > < beestings >
#waming
#rx
< 12-3-84 polaramine > <1-2-83 beconase >
#problems < hay fever > < hypertension > < migraine >
< 27-1-84 120/80 > <12-4-84 130/90 >
#bp
#bg
o+.
< 1-3-84 hyperuricaemia >
#lab
< 2-4-84 cxr cardiomegaly >
< 12-3-84
#visits
#s runny nose
#o nil
#a fever
#p polaramine 2mg tds >
< 18-7-84
#s chest pains
#ob/p 180/110
#a hypertension
#p tenormin one daily >
#firstvisit
12-3-82
14-4-84
#lastvisit
smoker
#social
< 1-6-84 bp >
#recall
ttcomment trout fisherman
hypertension
#protocol
/u/pro/bp/sproclex
#files
< rose a > < oon yk >
#cc
#end
Figure 1. Sample Record in PORTA.
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1. Upper and lowercase characters are equivalent.
2. The correct date format is dd-mm-yy OR dd-mm-yyyy.
A word taken comprising of two hyphens and four to eight
numeric characters is assumed to be a date token.
3. Information enclosed in /* and */ is ignored. This is similar
to the comment feature of most programming languages.
4. Information for operating system/program use are
preceded by the token #system. Compiler switches are placed
after this token.
IMPLEMENTATION
We have completed implementing patient records for
a private medical practice in the Porta language on a machine
running Unix System III. We have allocated one Unix file
for each patient. By using the C language and programming
in the C sheik the system has been implemented without
difficulty. Privacy of patient data conforms with the access
of Unix files with privileges for owner, group and outsiders.
A truly effective computer assisted practice system
requires a concurrent processing system — the doctor is
often in the middle of a consultation when he gets interrupted
by an urgent query over the telephone regarding another
patient. An operating system like Unix has the ability to
suspend one process, and to spawn multiple side processes
before returning to the original process. This conforms to
the way the doctor works.
Unix has elegant interprocess communications. For
instance we have achieved integration of the patient record
with the drug interaction module without the need to alter
one line of code in the drug module. On looking up a
patient record an automatic process is spawned to collect
the drug information of the patient and this is automatically
fed into the drug interaction module to alert the clinician.
Similar modules integrated into the medical record are being

prepared to detea drug/allergy and disease/drug interaaion.
On prescribing a new medication, a similar process is initiated
to check if it interaas with patient’s current medications.
SUMMARY
Work done thus far has shown the Porta language
system to be a produaive and efficient way to implement
a portable medical record system that caters to both extremes
— the physician who wants a limited medical record summary
and the doaor who wants everything including progress
notes to be on-line. Porta relaxes the traditional contraints
of using a high level language definition for programs only
and extends its use to handle the variability and complexity
of patient data files. A Porta type standard is a suitable
communications protocol at the presentation and application
level in the medical computing domain.
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PUGH, E.W. (1984): Memories That Shaped an Industry, MIT Press,
323 pp., $47.50
I found this an absorbing book and I believe anyone who
has an interest in the history of computing in the period 19451975 would react similarly. It was of course the period in which
IBM rose to a position of world dominance whereas a number
of early competitors suffered serious problems or withdrew.
My personal involvement in computing commenced in early
1951 and so I was fairly well acquainted with technical history as
seen from the outside. This failed to explain why success appeared
to be natural for IBM and yet other organisations were clearly
experiencing great difficulty in remaining competitive. From the
IBM point of view the industry had shifted from a business in
which response to customer needs and desires was sufficient to
a business in which technical innovations resulted in products and
applications unanticipated by customers. At the same time products
became so complex that teams of technologists were required.
The story of this successful transition reveals some interesting
insights.
The book is written by one of the participants who is also
known for some of his technical contributions. Rather than providing
an account of easy success it reveals a continuing series of problems
and crises. To a large extent the success of IBM appears to result
from an unusual ability to adapt and manage technological change.
This required the development of a relationship of confidence
between technological management and corporate management.
The atmosphere was not always harmonious as can be appreciated
from the words of one of the participants: "An engineer has a
threshold of panic in problems. He is a problem solver. As long
as he doesn't see fundamental limits he is basically an optimist
who believes he can solve the problems. People without that training
have a lower threshold of panic. They don't have the perspective
to separate the fundamental show stoppers from normal startup
problems.”
Herein lies a fundamental difference which can easily cause
divison between technical and corporate management when high
risk technology is involved.
The title of the book is well chosen and can be interpreted
as either an account of memory technology or of memories of
events and people. The concentration of emphasis on memory
technology is appropriate because (as originally observed by von
Neumann) the choice of memory technology largely determines
the characteristics of the machine.
In retrospect there were several crucial decisions which can
be seen as vital ingredients in the ultimate success. In particular
there was the decision to make the transition from card equipment
to electronics and to develop a scientific computer. In this case
there was a diversity of opinions and in making the corporate
decision Watson Jr. is reported to have concluded the meeting
with the remark: “All right now all of you who voted against doing
this and are in favour of doing something different will henceforth
not be associated with this product until we get it going.”
Once a commitment was made to a project it was then
given complete support. The IBM 701 emerged in 1953 as a
commercial product and displayed the characteristic concern of
IBM to produce a properly engineered product which can be readily
installed and serviced. To a large extent this resulted from a policy
of promoting staff to design responsibility only after a period of
field experience. Nevertheless the CRT memory was the weak link
in reliability and so began an involvement with the development
of magnetic core memory which is the main body of the book.
This involvement in transistors and magnetic core technology
actually commenced in 1950 prior to the announcement of the
701 and became the responsibility of Arthur Samuel who had been
recruited from the University of Illinois in 1948. Thereafter the
program of recruitment attracted a number of talented new Ph.D.
graduates from the leading University research groups.
The Australian Computer Journal, Vol. 17, No. 2, May 1985

The successful development of magnetic core technology
was not easily achieved and it became a highly competitive struggle
between the main contenders IBM, MIT and RCA with important
contributions from core suppliers and a number of newly formed
groups. During this period IBM repeatedly employed a strategy
with component suppliers which commenced with vacuum tubes
and was subsequently used with cores, semiconductors and other
critical components. The practice was to set up a pilot group and
establish feasibility, performance and quality standards for suppliers.
If these could not be met or were resisted by suppliers they used
the interim solution of manufacturing for their own requirements
and thus avoided, the risk of overdependence on others. On a
number of occasions this was a necessary ingredient for success.
The decision to join MIT on project SAGE was possibly the
most important decision of the period. It developed an alliance
between IBM and MIT which enabled co-operative development
of the AN/FSQ-7 computer and brought them into close contact
with the Lincoln Laboratory and the Whirlwind project. The author
provides an interesting account of this period which became of
immense long term significance when it became clear that the
ferrite core memory would be the key to computer performance
standards for almost two decades.
The extent of IBM involvement in this development is not
generally well known. Most accounts of core memory neglect the
fact that while Forrester and MIT successfully defended key patent
claims there were substantial contributions made at both IBM and
RCA. In particular IBM memory systems continued to employ a
number of novel ideas which were key factors in the success of
these products. The resolution of the payment for patent rights
is also an interesting story.
IBM involvement in Project Stretch was also an important
ingredient in future success. However in this case the understanding
between corporate and technical management showed serious
strains. There is evidence of this throughout other projects which
one observer described as an inclination of management to panic
when they imagined a competitor gained some sort of technical
advantage. Stretch never recovered the losses in development costs
although it was repaid many times over in the 7090 series and
360 series. However this recognition evidently did not come easily
for Watson who some years later wrote the following memo: "There
has never been any question in my mind but that the money we
spent on Stretch has been a good investment from the standpoint
of technological fall-out of the project. I do believe however that
our customers and the top management of this corporation were
led to believe that the performance objective was being achieved
when, in fact, we were falling short of it.” Apparently in later years
when the contribution of Stretch to S/360 became clearly evident
his view changed and he wrote: "In retrospect Stretch proved to
be an excellent investment for IBM.”
The years which preceded the announcement of System/
360 are described by the author as “competitive chaos”. In particular
some readers will recollect the expected announcement of the
8000 series in 1960/61. However in May 1961 the decision was made
to leapfrog the 8000 series and in December 1961 the task force
completed the report on the NPL (New Product Line) which later
became know as System/360. There were many problems during
the development period and a number of occasions when
predictions turned out to be impossible. However by and large
the major technological risks were successfully negotiated. In
retrospect most of the technical people viewed the process by
which IBM achieved their image of foresight, leadership, wisdom
and risk-taking ability as being characteristics of individuals rather
than of the system itself. The outstanding individual appears to
be Ralph Palmer who was described as having "good technical
taste and judgement and the ability to make things happen.” He
also seemed to have an unusual gift in selecting the right people.
This is a book I can recommend as a source of absorbing
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insight into a critical period in the evolution of the computer
industry. There are important lessons to be learned from the
successes and perhaps even more important lessons from the
difficulties.
I was also interested in the account of the technical problems
encountered in their development of core memory. It explained
some of the difficulties which others encountered in their own
projects and which were never discussed in the open literature.
However even though this material is a large part of the contents
I believe the real interest for most readers will be in the non technical
aspects.
M. W. Allen
University of New South Wales
DAVIES, G. W. P. (1983): Using Your Home Computer, MacMillan,
London, 80 pp $11.95.
With personal computers being increasingly sold as consumer
items, the question which many owners must face is what to do
after Flight Simulator and Space Invaders lose their attraction. If
‘Using Your Home Computer’ is to be believed, households are
brimful with potential computer applications ranging from a
Magazine Subscription Maintenance system through personal
weight recording to the maintenance of a Christmas card mailing
list.
The book combines the basics of systems analysis (covering,
for example, the theory and practice of sequential, indexed and
random file organisation in a little over three paragraphs) with a
proforma for each of 24 suggested projects. Each proforma broadly
describes the potential application and lists the main points to be
considered in the analysis and design.
The use of home computers as word processors, for
spreadsheets and as educational tools goes unmentioned. The
capacity of the machines to perform outside of traditional data
processing tasks — acting as model train controllers or for
monitoring security devices merits only a sentence.
As a source of inspiration for microcomputer system
developers the book offers little. Its limited use is as a primer in
the basics of systems analysis.
Pat Thompson
Australia Post, Melbourne
PAKER, Y. (1983): Multi-Microprocessor Systems, Apic Studies in
Data Processing, No. 18, Academic Press, 204 pp. US$27.00.
This book forms a useful introduction to the subject of multi
microprocessor systems. The book is timely in that it recognises
that cost of an individual microprocessor is negligible in most systems
and that is therefore a perfectly logical approach to use
microprocessors to increase the power of a system. The main
problems associated with multi-processor systems are concerned
with the interconnection and synchronization strategies and it is
in this area that the main thrust of the book is concentrated.
The author opens with a discussion of the trends in the
design of individual microprocessors and briefly surveys typical
designs available. Although this is no substitute for a text book
introducing microprocessors in detail it serves to set the stage. He
also takes the opportunity to introduce a notation for micropro
cessor components that is used throughout the book. The notation
and the clarity of the diagrams are a strength of this text. The
introduction is followed by an overview of multi-processor systems
and an outline of some possible interconnection strategies.
The next two chapters discuss a range of possible topologies
(rings, meshes, etc.) and then detailed interconnection techniques
(dual-port memory, shared busses, ethernet etc.). These are
discussed a fairly high level rather than getting bogged down in
hardware details. The fifth chapter gives a nice overview of some
of the conceptual problems of multi-processor interconnection,
ignoring the actual physical intercommunication detail. The sixth
chapter describes software that runs on generalised multi-processor
systems and is essentially a survey of distributed operating systems.
The final chapter discusses the concepts of reliability and fault
tolerance in multi-processor systems.
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The book is mainly concerned with generalised systems
where a fairly large number of processing elements are allocated
different tasks from time to time. Less time is spent on the more
limited systems where separate processors are functionally different,
such as in the more advanced workstations and personal computers.
In particular, he spends a reasonable amount of time on his own
Variable Topology Machine, the research for which presumably
motivated this book.
Overall, this is a well written book, short enough and clear
enough to read from cover to cover. It contains a lot of survey
material and references. The book would be well suited to an
advanced course on microprocessor systems and is also a very good
read for anyone who wants an introduction to the field. It is not
exhaustive nor a substitute for more weighty tomes or research
papers, but then it is not intended to be!
Keith Burston
University of New South Wales
CHO, C.H. (1984): Computer-based Energy Management Systems,
Academic Press, 242 pp. US$45.00.
This book is subtitled "Technology and Applications” and
is more concerned with industrial energy management than with
computers. Following two introductory chapters and a chapter each
on optimization techniques and the selection of computer systems,
the remaining six chapters are devoted to industrial energy
management.
The discussion of optimization techniques is restricted to
a very brief description of the methods that the author considers
relevant to this application: Lagrange Multipliers, Linear and
Nonlinear Programming, Dynamic Programming and several search
techniques. The discussion of computer systems consists mainly
of a functional description of software and hardware suitable for
this application. Using examples from various industries, the author
then develops his main theme that computer-based energy
management systems are cost-effective in many situations. This
opinion is hardly surprising considering the author's association with
a company that supplies energy management systems, but it is also
one that this reviewer shares.
The level of presentation is more descriptive than analytic
and the book appears to be aimed at potential users of energy
management systems rather than researchers, system designers, or
users looking for more advanced systems than those currently
available. The discussions of industrial process behaviour, energy
tariffs and optimization algorithms are all deficient in this regard.
Unfortunately, there are sufficient typographical errors,
inaccurate diagrams and tables with interchanged data to inferfere
with the flow of ideas. Some of these could be very puzzling to
the inexperienced reader. Despite, this the book is a useful
introduction to the field of industrial energy management, a rapidly
developing area in which computers may be expected to figure
much more prominently in the future.
H. R. Outhred
University of New South Wales
DEGANO, P. and SANDEWALL, E. (eds.) (1983): Integrated
Interactive Computing Systems, North-Holland Publishing
Company, 374 pp., $US51.00.
A conference with this title was held in Stresa, Italy, in
September, 1982, and these are the proceedings. They are printed
directly from copy provided by the authors and are a better than
average sample of this kind of presentation. There are 24 papers,
arranged under the following headings:
— Experiences with Knowledge Based Systems.
— Software and Hardware Architectures.
— Screen-Oriented Software Technologies.
— Software Design Principles.
— Programming Environments.
— Natural Language Interfaces.
— Design of User-Friendly Systems.
— Extensions to the UNIX Programming Environments.
I found several papers that interested me. One in particular
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was "RCS: A Revision Control System" by W. F. Tichy. This stands
a little apart from the main theme of the conference and describes
an attractive alternative approach to managing source code modules
for those UNIX users who do not admire SCCS. Another interesting
paper was "Designing the Star User Interface” by D. C. Smith, C.
Irby, R. Kimball, W. Verplank and E. Harslem of Xerox Corporation.
Throughout the proceedings there is a fairly strong formal
flavour, and interest in advanced Computer Science topics. Terms
such as Lisp, Smalltalk, functional programming, object-oriented
programming, and Prolog occur more than once. There are two
invited papers: “Extending the Power of Programming by Examples”
by G. Attardi and M. Simi, and "A Query-the-User Facility for Logic
Programming” by M. Sergot.
In summary, this is a book for the serious student of humancomputer interfaces, and a worthwhile library acquisition.
John Lions
University of New South Wales
IAZEOLLA, G., COURTOIS, P.J., and HORDIJK, A. (eds.) (1984):
Mathematical Computer Performance and Reliability, NorthFlolland, New York, 429 + x pp. $US50.00.
This book embodies the proceedings of an international
workshop held at Pisa, Italy, September 26-30,1983. In the foreword,
the editors point out that performance and reliability of computer
systems tend to be considered separately, but that it is now becoming
more important to consider the performance of the unreliable
system. The workshop brought together people working in separate
fields, using various mathematical techniques, so as to encourage
multi-disiplinary approaches to the formidable problems posed by
modern systems.
The book is divided into four sections, headed: Queueing
System Models, Approximation Techniques, Performance and
Reliability Models, and State of the Art and Future Directions. The
first three sections contain respectively twelve, eight and seven
papers. The last section reports a panel discussion with some quite
interesting comments on the perceived needs of the field of
performance and reliability analysis.
All of the papers assume a strong mathematical background,
and hence the book may not be very accessible to most practitioners
in the field. Two examples of papers from the book are:
— "Modelling the Execution of block Structured Processes with
Hardware and Software Failures,” by E. Gelenbe and I.
Mitrani, considers the problem of how often to take
checkpoints in an on-line database system. Too-frequent
checkpoints require too much time to write out, too-seldom
checkpoints result in over-long recovery times from hardware
failures. Diffusion approximation techniques allow determi
nation of an optimum checkpoint interval in a given
environment.
— "Performability Models Of Distributed Real-Time Systems,”
by J. F. Meyer, put the case for more unified analysis of
distributed systems. Four crucial properties of such systems
are: concurrency, timeliness (e.g., requirements for maximum
allowable response times), fault tolerance, and degradable
performance. While these properties have usually been
considered separately, models need to be constructed which
can study their interaction. The term "performability” was
coined to distinguish analyses covering both performance
and reliability. The paper surveys previous work (giving 52
references), and proposes directions for further work.
The book is very well presented. The papers are of course
printed as photo offset from the originals, but care has clearly been
taken, and good results obtained. I conclude that the book will
mainly be of interest as a library reference to researchers in the
field.
Bruce Howarth
NSW Institute of Technology
RUDIN, H. and WEST, C.H. (eds.) (1983): Protocol Specification,
Testing and Verification, III. North-Flolland, 531 pp., $US65.00.
This book presents the proceedings of the IFIP Working
Group 6.1 Third International Workshop on Protocol Specification,
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Testing and Verification, held at Ruschlikon Switzerland in June
1983. These workshops are now an annual event, with North Holland
publishing the proceedings. The papers are presented in eight
groupings:
Protocol Theory and Analysis
This section comprises a paper on the use of temporal logic
for protocol specification, papers on the application of the selection/
resolution model for concurrent processes to protocol specification,
a paper describing a language for protocol specification, and a
paper on stepwise refinement of the protocol model based on
communicating finite state machines.
Specification and Formal Models
This section consists of a paper that compares the com
municating finite state machine model with a recently developed
model, the Calculus of Communicating Systems; a paper describing
an abstraction technique for simplifying formal specification; a paper
on a method for reducing the communicating finite state machines
to a single finite state machine; a paper modelling the OSI transport
service using finite state machines and queues; and a paper on
a specification language.
Theory and Application of Petri Nets
Four papers are presented on the use of Petri Nets in protocol
specification, analysis and verification. One presents a formal
specification of the OSI Transport Service.
Validation and Verification
This section consists of a paper describing a system that
generates skeleton programs for protocol validation, based on inputs
of finite state machine descriptions; a paper on reliable initialization
of HDLC links; a description of a specification tool for protocols
with potentially unbounded sets of reachable states; a comparison
of some currently available protocol validation systems; and a
discussion of the use of PROLOG in specification and verification.
Protocol Performance
Two papers are presented, the first on quantative perfor
mance criteria for Ethernet in an industrial process control
application; and the second on developing performance predictions
from formal protocol specifications.
Protocol Design and Implementation
Three papers are presented: the first is on the design of
a Transport protocol from the Transport service requirements; and
the second and third describe implementations of transport
protocols.
Integrated Systems
This section consists of papers on languages that can be used
to specify protocols and to implement them and verify the
implementation.
Protocol Testing
This section, the largest of the proceedings, contains eleven
papers on theory and experience in protocol testing. The first paper
describes the architecture of a system for testing any OSI layer.
A number of papers describe tools that have been developed for
testing implementations of international standard protocols. One
paper describes a system which allows a user to generate test
sequences. Features required in a test specification language are
discussed in one paper. Two papers describe the techniques used
by two computer manufacturers in testing and certifying their
protocol products. Finally, a paper discusses achieving a common
understanding of conformance to protocol standards.
Overall the proceedings represent a good balance of
theoretical and practical work. Some techniques for formal
specification and analysis are maturing, as evidenced by the fact
that in some cases authors are able to provide examples of their
application to modern protocols; however, in many other cases
the techniques are as yet only able to cope with a very simple
protocol such as the "alternating bit protocol”.
The section on Integrated Systems contains an interesting
paper on "The Pandora Protocol Development System”, which
draws an analogy between protocol design and compiler design
and describes a set of tools based on the steps of program
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development — editor, compiler, correctness analyser, documen
tation, simulator.
I found the papers on protocol testing particularly interesting.
Clearly a lot of work is being directed at designing and developing
protocol testers. As definitions of the various OSI layer protocols
and other standards are established, there will be a growing demand
for the capability to demonstrate a product’s conformance with
the appropriate standards. The paper "Towards an objective
understanding of conformance” provides a useful checklist to assist
in defining standards unambiguously. The three papers on tools
produced for testing OSI protocol implementations show that some
very good work is being performed in this area at the national
standards organisations.
These proceedings are obviously indispensable to workers
in the field of protocol specification, testing and verification.
However the field is sufficiently varied and interest in it extends
far enough to suggest that a few review articles (in combination
with the research papers) would have provided many readers with
appropriate background material.
As is apparently usual with these conference proceedings,
the volume has been produced from "camera ready” copy supplied
by the authors and the quality of the printing is, more often than
not, very poor. The price will put it beyond the reach of most
individuals but the libraries of those organisations that have
researchers in this area should regard it as an essential acquisition.
].t. Fernandez
Logica Pty Limited, Sydney

MASON, R.E.A. (ed.) (1983): Information Processing '83, NorthHolland Publishing Company, 976 pp., $US98.00
Here is a formidable tome, A4 page size, 5cm thick. Enough
to weigh down any bookshelf impressively, and certainly not
designed for bed-time reading. It is the proceedings of the Ninth
World Computer Congress held in Paris in September, 1983.
How else can one characterise such a volume? The content
is formidable; no one person will want to read more than a selection.
The range is the whole of the computing field, with emphasis given
to certain areas of current importance, e.g. logic programming.
The text of some 139 papers extends over 961 pages. (The
comparable figures for the Eighth World Computer Conference,
held in Tokyo and Melbourne in 1980, are 150 and 1057 respectively.)
This conference has always featured a large panel of invited
speakers of high standing from many different parts of the world.
These contribute a strong mixture of retrospectives (e.g. G. Amdahl
on ‘Architectural Concepts for High-Performance, General Purpose
Computers’) and prospectives (e.g. Moto-oka and Fuchi on 'The
Architectures in the Fifth Generation Computers’, and R. Metcalfe
on 'Local Networking of Personal Computers'). In between are
a number of papers giving interesting reports of current research
and development.
Several authors have a local connection. The ones that 1
noticed particularly were:
— 'Computer Science and Computer Science Education’ by A. T.
Bertziss and N. T. Gibbs;
— 'The Cost of Relational Algebraic Operations on Skewed Data:
Estimates and Experiments’ by A. Y. Montgomery, D. J. D’Souza
and S. B. Lee;
— 'The Complexity of GO' by J. M. Robson;
— 'Computing in the Developing Countries of Asia’ by G. K. Gupta
(invited paper);
— 'Some Linear-Time Algorithms for Systolic Arrays’ by R. P. Brent,
H. T. Rung and F. T. Luk (invited paper); and
— 'Generation of Program — Preparation Systems for Formated
Programming Languages' by G. Rose and^T. Roper.
This is a volume well-worth browsing in your library on a
wet afternoon.
John Lions
University of New South Wales
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PAGES, J. C„ LEVY, A. H., GREMY, F. and ANDERSON, J. (eds.)
(1983): Meeting the Challenge: Informatics and Medical
Education, North-Holland, Amsterdam, 363 pp., $US51.00.
This book contains the edited proceedings of the IFIP-IMIA
Working Conference on Medical Informatics which was held in
Chamonix in March, 1983, The conference was organised by the
editors in order to address an area that they believed had been
neglected: that is, how to devise effective training programmes
in medical informatics.
The editors have had a long standing association and
involvement in encouraging the adoption of teaching programmes
in medical informatics (Anderson, Gremy and Pages, 1974) and have
assembled most of the recognised workers to present papers at
the conference.
The proceedings are presented in a number of sections. The
keynote address by Shortliffe (of MYCIN fame) and the General
Issues paper by Gremy left this reader wondering if there really
was such an entity as Medical Informatics. Although claims are
made of scientific maturity, it is not clear that there are any
fundamental differences between Informatics as applied to medicine
or any other discipline.
The section on curriculum design is of use in describing
current courses in undergraduate medical courses, nursing
education, graduate programs in medical informatics, and in
specialised undergraduate science degrees. A brief paper by
Salamon and Dusserre poses the question "Is the Teaching of
Medical Informatics Possible?” and discusses this in relation to the
two areas of training of future doctors in informatics and the training
of specialist medical information scientists.
Part Two of the proceedings includes four papers describing
the use of computers as an instructional tool in medical education.
It provides four illustrations of the use of CAI in medical courses
in USA and Europe.
The final section contains a number of papers grouped under
the heading "Informatics as a basis for more rational medical
education” and is likely to be of most interest to readers. These
papers reflect on the possible inclusion of informatics into the
medical curriculum. It includes a useful paper by Lindberg discussing
the need and structure of medical information science in American
medical schools. Other papers describe the emerging influence
of expert systems in medical education.
The book is a useful reference on the current state of
development of information science education in medicine and
associated fields. It is not a comprehensive or carefully structured
text which provides a complete background in the topic, but should
be read by people involved in medical education. Like all conference
proceedings, the papers are of mixed quality. They would not be
of particular interest to the general computing readership.
Reference

Anderson, J., Gremy, F., Pages, J, (1974): Education on Informatics
of Health Personnel, North-Holland.
V. X Cledhill
University of NSW
FAUGERAS, O.D. (ed.) (1983): Fundamentals in Computer Vision
— An advanced course, Cambridge University Press, 498pp.,
$50.50.
This book is based on a course directed by the editor which
was sponsored by INRIA (Institut National de Recherche en
Information et en Automatique). A large number of well-published
researchers who are very active in their various fields within the
wide area covered under the umbrella of 'Computer Vision'
contributed to the course (and to the book, naturally).
The book is ambitious in its coverage which begins with
image acquisition and preprocessing, works through segmentation,
shape representation, knowledge representation and control, and
concludes with sections on specialised image processing
architectures, appropriate languages and image processing package
portability.
The opening chapters, in dealing with image acquisition, low
The Australian Computer Journal, Vol. 17, No. 2, May 1985

Book Reviews

level digital signal processing, enhancement and coding, though
they are informative and useful, create an impatience in the reader
to be getting on with the 'real stuff’ of image processing and
computer vision. However, with Levialdi’s introduction on edge
extraction techniques and Haralick’s survey on image texture
analysis, one has the feeling of the beginning of an accelerated
move to the centre of things. Rosenfeld, being a superb teacher
(for which he is famous) breezes in and out of this text with excellent
tutorial style chapters on time-varying imagery, intrinsic images,
geometric properties (connectedness, curvature, convexity, etc),
pixel based segmentation, hierarchical representation and pixel
based relaxation. His coverage is sometimes a little simplistic but
always very readable. Haralick, in addition to his survey on texture
analysis also presents a comprehensive and well bibliographed
survey on image segmentation which Levialdi complements with
his more tutorial style coverage of that same topic. Henderson,
well into the text, presents three chapters covering feature based
shape models and syntactic and structural methods which nicely
complement each other in giving a balanced view of the very
important topic of image property representation. Faugeras'
coverage in two chapters of the topic of 3D shape representation
gives a clear indication of the accelerating interest, particularly
amongst the robotics research community, in coming to grips with
the real world of 3D solid objects and the realisation that 2D analysis
is, not surprisingly, often inadequate to this task.
There is a distinct change of emphasis away from the lowlevel processing aspects to high level knowledge representation
structures (which must at some stage confront computer and robotic
vision researchers) in the long chapter by Latombe and Lux. This
difficult topic is tackled with balance and clarity by the authors
and, in some ways, is the focal point of the whole text.
The closing chapters deal mostly with specialised image
processing architectures, some realised, some proposed over the
iast decade or so; deal not only with concepts of parallism,
pipelining, array structures and neighbourhood operators but
describe particular systems including clip4, DAP, MPP, DIP-1, FLIP,
ZMOB, PM<, TOSPICS, PICAPII and GOP. Kruse does a competent
job dealing with most of these and a special chapter by Granlund
and Arvidsson on the GOP processor complements his contribu
tions. The second last chapter by Levialdi deals with the often
neglected topic of computer language design for image processing
tasks and the final one, by Krusemark and Haralick, with the
important topic of portability of image processing software packages.
In summary, I believe the book to be an important
contribution to education in the field of Computer Vision. It would
make an excellent advanced text on the topic for senior students,
not only for its balanced coverage of the subject matter but also
for the clarity of presentation most of the contributors have taken
pains to maintain. Of course, there are many important topics not
adequately covered, but this is inevitable.
R.A. Jarvis
Australian National University

power from side-effects engendered by progs, sets, puts, sets and
gotos (not to mention the mutation of cons cells with replacas
and replacdsl). So far as these people are concerned, ‘object
orienteering’ was supported by Lisp long before Smalltalk.
Danicic’s description of Lisp programming mixes elements
of these two major styles without comment. The introduction1
describes Lisp as a language suited to parallel computing because
"the arguments of functions may be evaluated in parallel . . . and
assignments to variables are not part of a normal Lisp program”.
However, the text guides the reader directly to the exploitation
of embedded print and property-list commands, and contains a
section on imitating sequences of commands with monadic
functions of a dummy variable. Readers are not encouraged to
obey the discipline of defining functions from the simple constructs
(conditionals, function compositions and recursion) which Lisp qua
functional-programming-language supports.
From a functional programming standpoint it is satisfying
to see the introduction of “prog” left until near the end of the
book. Unfortunately though, the use of prog is motivated from
efficiency considerations using an example which need not be
inefficient at all when defined in a purely functional manner. The
problem, to define a function which returns the number of primes
less than given integer, has a tail recursive functional definition
which will run efficiently under Lisps which implement the tail
recursion in its "while” statement form. The book does end with
a warning to readers that "The Lisp beginner should not use the
PROG form as it can lead to very bad habits”.
Programming style issues aside, the text is imbued with the
idiosyncrasies of a particular Lisp (based on the original Lisp 1.5),
and that in itself makes it difficult to recommend the book to
beginners. Of course there are no standard Lisps (yet) but in this
book there are too many points where a student trying to use
an alternative, for example Interlisp, would be misled. This
misleading "specificity” is extended to the behaviour of a Lisp
implementation with advice such as: "If after a garbage collection
very strange unexpected S-expressions are printed one can suspect
a system fault ... In that case, doing things in a slightly different
order might bypass the fault.”
It seems a pity that Danicic didn't address himself to these
(and related) problems in describing Lisp programming. My guess
is that at most two-thirds of the 86 pages contain Lispy ideas and
corresponding function definitions which are directly applicable
in any Lisp system. His writing style is clear and to the point, while
he has used the tedious fully parenthesised S-expression
representation for Lisp expressions, he has gone to some trouble
to indicate matching parentheses with supernumerals. The function
eval is not analaysed but it is given in a tabular form as an appendix.
On balance, l can recommend the book as an adjunct to
a Lisp manual for casual Lisp users, a role where its strengths should
assist and its weaknesses not hinder.
R.B. Stanton
Australian National University

DANICIC, I. (1983): Lisp Programming, Blackwell Scientific
Publications, 86 pp. $16.50.

RAYWARD-SMITH, V.J. (1983): A First Course in Formal Language
Theory, Blackwell Scientific Publications, Oxford, 123 pp.
$21.50.

This is a short introductory text on programming in Lisp.
At $16.50 it is relatively inexpensive for a Lisp primer; on the other
hand it is a slim volume and there is a great deal of 'standard'
Lisp programming material which is neither discussed nor
referenced in the book. Because of this, the book is not likely
to be of interest unless you are specifically looking for a
supplementary text on Lisp programming for beginners. Expe
rienced Lispers will probably find the book unsatisfactory due to
is superficial treatment of some of Lisp’s central concepts.
One of the main problems facing the writer of a book on
Lisp programming is the way Lisp supports diametrically opposed
programming styles; that is, functional and object-oriented
programming. To the devotees of functional programming Lisp is
the original, and still the only widely available, languaged based
on function composition constructions. In contrast the vast majority
of Al Lisp-hackers build object-oriented systems which derive their

Whereas many of the books on formal language theory are
aimed at third year undergraduate or even postgraduate students,
this book is written for first and second-year students. It was written
in fulfilment of the author's belief that any self-respecting computer
scientist must have a good understanding of compiling techniques
and that this relies heavily on the theory of formal languages. The
author suggests that most of the book could be covered in the
first two years of a three year course, or if used as a textbook
for a single subject, the material can be covered in about twenty
one-hour lectures.
While the concern of this book is the mathematics of formal
languages, it is intended more for the computer scientist rather
than the mathematician. The material has been chosen to provide
a rigorous basis for the later study of parsing techniques, but it
must be emphasized that this is not a book on parsing. The material
is presented simply but with sufficient rigour to establish the
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correctness of the theorems. A list of the contents of the book
will give a good guide to its scope:
Mathematical prerequisites: sets, graphs, trees and strings.
Introduction to grammars: syntax charts and BNF; contextfree grammars; parsing arithmetic expressions; the empty
string in CFGs.
Regular languages: regular grammars; finite-state automata;
regular expressions; minimization; algorithms for regular
grammars.
Context-free languages: Chomsky normal form; Greibach
normal form; CFLs as solutions of equations.
Pushdown automata: nondeterministic pushdown automata;
NPDAs as acceptors for CFLs; deterministic PDAs.
Top-down parsing: LL(k) grammars; recursive descent.
Bottom-up parsing: simple precedence grammars; LR(0)
grammars; LR(1) grammars; theoretical considerations.
The author has substantially achieved his goals. The exposition
is reasonably simple and not obscured by unnecessarily complex
notation or detail. Theoretical results important to the computer
scientist are presented and a sound basis is set for the parsing aspect
of a compiling subject; a similarly sound basis is also needed for
the translation techniques discussed in such a subject. Each chapter
is provided with a good set of exercises, although no answers are
given.
The book can be^ecommended and the author's suggestion
that much of the material should be presented in the first two
years can also be commended.
Ken Robinson
University of New South Wales
HOGGER, C.J. (1984): Introduction to Logic Programming,
Academic Press, 278 pp. (hard cover), $US46.00.
Logic programming is still a young field and consequently
there is a lack of good comprehensive books on the subject. Past
works have tended to either present very general treatments of
computational logic, e.g. Kowalski (1979), or quite narrow
implementation-specific introductions to PROLOG programming
such as Clocksin and Mellish (1981). This book is a major contribution
to logic programming in bridging the gap between these extremes.
The author’s aims are threefold:
• to provide a clear and thorough explanation of practical
logic programming without bias towards any particular
PROLOG implementation;
• to explain the basic principles of software tools for
specifying, deriving, verifying and executing logic
programs;
• and to present a comprehensive but non-superficial survey
of topical research in logic programming.
The book may be broadly divided into two sections. The
first is an effective tutorial introduction to logic programming with
considerable emphasis on the underlying theoretical basis. Many
relevant examples are presented. The other section confronts more
advanced topics such as programming methodology, program
synthesis and verification, implementation techniques and a
discussion of the contributions of logic programming to computing.
Writing in a clear systematic style, the author manages to introduce
very important concepts that have hitherto been buried in often
complex research papers that are unintelligible to all but the logic
programming guru. Throughout, each chapter is supplemented with
an excellent literature survey which directs the reader to more
sophisticated treatments of the topic.
This work will stimulate both' novice students of logic
programming and those who are already specialists in the field.
Despite the rather sizable price tag, this is an invaluable addition
to the libraries of all seriously interested in logic programming.
References
CLOCKSIN, W.F. and MELLISH, C.S. (1981): Programming in
PROLOG, Springer Verlag.
KOWALSKI, R. (1978): Logic for Problem Solving, North Holland.
T. Vasak
University of New South Wales
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PULLEYBLANK, W.R. (ed.) (1984): Progress in Combinatorial
Optimization, Academic Press, Canada, 374 pp. $US43,50.
In 1982, a Combinatorics conference was held at the
University of Waterloo in Ontario, Canada, as part of the silver
jubilee celebrations held by that university. One section of the
conference was concerned with Combinatorial optimisation, and
this book comprises most of the papers presented at that meeting.
A score of works by some of the main researchers in this
field cover such topics as Integer and Linear programming,
Polyhedral combinatorics, Matroid theory, Graph theory and
Submodular functions. Total dual integrality is the subject of an
instructional series by Edmonds and Giles, while Geometric methods
in combinatorial optimisation is covered by Grotschel, Lovasz and
Schrijver. Consequences and implications of the Ellipsoid method
for linear programming are discussed in several papers.
This book represents “the state of the art” in Combinatorial
Optimisation two years ago, and is today a fine reference for all
those interested in any of the above topics. Unless one has more
than a passing interest though, it is probably more worthwhile to
borrow the book than to buy it. The computer scientist in particular
may not find value here. Algorithmically, the emphasis is on theory
rather than implementation, and very few algorithms are stated
explicitly. Complexity results, however, are often given and justified
clearly.
The papers were prepared for publication using TROFF, a
system which I had not encountered before, but it seems to be
not unlike TEX, and is fairly easy to read. There are more
typographical errors than I would expect, but they are in general
so minor as to obscure no meaning.
As a Combinatorial optimiser, I would certainly attach a high
priority to the acquisition of this publication, and I recommend
it highly.
K. White
University of Adelaide
TEO, K.L., and WU, Z.S. (1984): Computational Methods for
Optimizing Distributed Systems, Academic Press, 317 pp;
$US62.00.
As one of the very few books devoted to the study of
computational algorithms for solving optimal control problems, a
very active field in the past few years, this book is both timely
and welcome.
The book confines itself to optimal control problems
involving first and second boundary-value problems of a linear
second-order parabolic partial differential equation. However, the
techniques described are not restricted to these problems but can
and have been applied to problems involving other types of
distributed parameter systems. The authors have sought to devise
computational algorithms for solving optimal control problems
particularly emphasising the mathematical theory underlying the
algorithms which have been obtained by using a first-order strong
variational method or gradient type methods.
The book is divided into six chapters. Chapter I presents
some basic mathematical theory needed to follow the rest of the
book. Chapter II is a review of the basic theory of first and second
boundary-value problems of a linear second-order parabolic partial
differential equation.
Chapter III deals with an optimal control problem involving
first boundary-value problems of a linear second-order parabolic
partial differential equation. The authors aim to produce a
computational algorithm for solving this optimal control problem
by using a first-order strong variational technique. Numerical
considerations of the strong variational algorithm are also included
in this chapter.
In Chapter IV a class of optimization problems similar to
that of Chapter III is considered. The main difference is that both
controls and parameter vectors, rather than just controls as in the
previous chapter, are assumed to act on the co-efficients of the
differential operator.
The purpose of Chapter V is to present and illustrate a more
natural convergence theory for the algorithm of Chapter III
(respectively Chapter IV).
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Finally, Chapter VI deals with optimal control problems
involving second boundary problems of a linear second-order
parabolic partial differential equation.
The prerequisites for this book are elements of measure
theory and functional analysis, usually covered in senior
undergraduate mathematics courses. However, all the mathematical
concepts and facts needed are summarized in Chapter I, where
most of the facts are stated without proofs. Engineers and applied
scientists interested in the field should be able to follow the book
with the aid of Chapter I. The discussion sections in Chapters IIIVI are devoted to related research topics. These include:
(i) crucial points for the success of the techniques;
(ii) origins of the methods;
(iii) discussion and comparison of the relevant results in the
literature; and
(iv) discussion of possible extensions of the methods.
The treatment of the topics presented here is deep, but
the coverage is by no means encyclopedic. In fact, the material
is based, in the main, on the research carried out by the authors,
and their associates during the last several years. The book should
be useful to those who wish to enter the field of optimal control
theory involving distributed parameter systems with special emphasis
on computational algorithms.
The book is clear and well written. It is essential for the
library of anyone working in the area and should become a standard
reference work.
Jennifer Seberry
University of Sydney
ILLINGWORTH, V., GLASER, E. L. and PYLE, I. C. (eds.) (1983):
Dictionary of Computing, Oxford University Press, 393 pp.,
$37.50.
A dictionary? Another dictionary! Who needs it? According
to the, preface, this one, with some 3750 terms defined, should
be of use to "students and teachers of computer science and of
all subjects in which computing plays a part”; also to "people
employed in the various branches of computing as well as to the
interested layman with his own micro.” How does one evaluate
a dictionary? The standard way presumably is to select some terms
of interest, and then to see what turns up.
I started with ‘recursion’. Disappointment . . . not the classic
"see under recursion” but "The process of defining or expressing
a function, procedure, language construct, of the solution of a
problem in terms of itself”. Ok.
Reading from the opposite page, I discover that ‘reference’
is "Another name for link”. Mmmmh? 'Link:' “1. When a field
of an item A in a data structure contains the address of another
item B, i.e. of its first word in memory, it contains a link to B.
Two items are linked when one has a link to the other”. Not so
good . . . what about ‘symbolic links’. . . (silence).
Back to the beginning. ‘Address': "1. The term most generally
used to refer (in some way) to a location within the computer
memory; the word location is actually used as a synonym ... 2.
In communications, see addressing.” I am inclined to give about
half marks for this definition, not more.
Start again. ‘Call by reference’. . . (silence). ‘Call’: "To transfer
control to a ‘subroutine or ‘procedure, with provision for the return
to the instruction following the call at the end of execution of
the subroutine/procedure”. (The asterisks denote that further
information can be found elsewhere in the dictionary listed under
the word or phrase following). ‘Argument’: "A value or address
passed to a procedure or function at the time of call. Thus in
the BASIC statement
Y = SQR(X)
X is the argument of the SQR (square root) function. Arguments
are sometimes referred to as actual parameters." Maybe 6 out of
10 for this explanantion.
Nothing is listed directly for 'actual parameters' or 'formal
parameters’. However 'parameter': “1. Information passed to a
subroutine, procedure or function. The definition of the procedure
is written using formal parameters to denote data items that will
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be provided when the subroutine is called, the call of procedure
includes corresponding actual parameters." Ok.
On p.358 ‘systems software’ is defined as "The totality of
software required to produce a system acceptable to end users”,
and ‘systems programmer’, "A latter-day harmless drudge” (sic).
A sense of humour can always be appreciated but sloppy
craftsmanship must always be deprecated. I could go on, but this
is most probably enough.
This is not the last word in dictionaries on computing. It
is more than a little disappointing in that the magnificent scholarship
fo its precursor, the Oxford English Dictionary, is not present here.
It is easy to be critical, but much harder to do better oneself.
Nevertheless, this reviewer hopes that the editors will do better
in future editions. (For instance, how about an entry "ROM. See
read-only memory.” in preference to “read-only memory. See
ROM.” as currently given.)
If you are looking for a dictionary of computing, this may
suit your needs for a few years. It does contain a lot of information.
But hope for something more carefully planned and scholarly in
the future.
, ,
,
John Lions
University of New South Wales
McCLELLAN, S.T. (1984): The Coming Computer Industry Shakeout
— Winners, Losers & Survivors, John Wiley & Sons, New
York, 349pp, $35.95.
To all of ,us who work within the computer industry, it is
seen as a unique and enthralling place to be. We feel very possessive
about it, and believe that we (who constitute it) are special in some
way. It was, therefore, with some trepidation that I read this treatise
on "our” industry, written not by a computer buff, but by a Wall
Street stock market analyst (what could we expect to learn from
him?). In the first two or three chapters of the book, where McClellan
gives an overview of the industry, he makes a number of
generalisations, to which I found myself mentally applying
reservations. Accordingly, I thought that my worst fears were going
to be realised. However, in the remainder of the book (and also
in the first few chapters, on re-reading them!) I found that McClellan
displays a shrewd understanding of this industry, including (almost)
all of our idiosyncrasies. Of course, McClellan has specialised in
the computer industry for many years, and his professional position
has given him certain special privileges, such as entree into many
a computer company President's suite.
Starting with chapter four, the book provides a systematic
analysis of the industry, looking at most of the significant players,
as well as all of the important sub-industries. In all, a detailed study
is made of 52 companies, which includes all the Datamation 100
top 20 companies, and 39 of the top 50 (Archbold, 1984). Your
favourite is almost certain to have been considered!
This analysis includes separate chapters (in section two of
the work) devoted to IBM (of course!), the other "mainframers”
(not many winners, or indeed survivors, here), Xerox, Japan Inc.,
and AT&T. In the third section the minicomputer manufacturers
are examined, include DEC, HP, DG, etc, as well as the PCMs.
In the fourth section, the “new insurgents” are dealt with, from
Apple to Seagate on the micro front, from Cullinet to Micropro
in the software sector, from Tandem to Cray in the “speciality"
market, and from Wang to Diebold in the new office automation
industry.
I found McClellan’s analyses made enthralling reading
(perhaps his assessments too frequently coincided with mine!), and
his particular perspective a valuable complement to the view most
readers of this review are likely to have. For example, in examining
each company (and trends within the industry in general) the author
places most emphasis on the overall strategy each company has
adopted, the personalities at the helm, and the financial
management of the company. Many readers may be inclined to
think that it is technological innovation (alone) which is shaping
this industry, and so they may not always agree with the book’s
conclusions. However, there is much one can learn, and there
will be few who will not be fascinated by the portraits of founders,
chairmen and presidents which are painted.
As examples of McClellan's view of the industry, he claims
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that Control Data will survive “because Norris is a survivor”, and
that Sperry's troubles have little to do with the outdated architecture
of their mainframes, but relate more to their past management.
Overall, the conclusions drawn about any one company’s likely
fate are not trite, but well balanced, and even when it is clear
that doom is being predicted, the analysis includes areas where
there may yet be hope! Cynics may argue that this is done only
to avoid too many libel suits, and too much egg on the face when
the predictions turn out to be wrong! However, it is clear that
McClellan has a healthy respect for the vagaries of the market,
and this is amply demonstrated in the set of rules for investment
with which he concludes the book. On the other hand, I cannot
resist the temptation to utilise hindsight (Carlyle, 1984) to point
out how wrong he was about MSA’s venture with Peachtree!
In looking at what are likely to be the successes of the future,
here again McClellan has what to many might be considered a
fairly narrow view. He believes that (IBM apart) the successful
companies in the future will be those who find a speciality niche,
those who espouse integration of their products with the rest of
the industry (equals IBM compatibility?), and those that.understand
office automation. Consequently, he judges every company by these
criteria. It should also be pointed out that his primary emphasis
concerns the fate of existing public companies, ans so gives less
space to technological trends which might lead to newly emerging
companies.
It should also be recognised that the book is written about
the US computer industry (of course, it can be argued that that
is the only one worth considering!). Consequently, no mention
is made of ICL (for example), and Japan is only considered in that
it might pose a challenge to the US domination of the market.
On the other hand, there are surprisingly few of those little
annoyances which inveigle their way into the English language when
Americans use it (the only one I noticed was the use of the word
"humbleness” when "humility” would have done just as well). The
book reads very well, and is sufficiently free of jargon to be equally
suitable for industry insiders and outsiders. The book includes a
brief but good glossary, but most specialist words are explained
when they are first introduced.
It is a much more readable book than Fishman's study of
the industry (Fishman, 1981), but perhaps only because it is much
more current (this industry does change enormously quickly); or
perhaps because it is more concerned with where the industry
is going than with where it has come from; or perhaps because
it gives much more attention to the glamorous new startup
companies than Fishman. In fairness to Fishman, however, I should
say that McClellan does aim at a different readership, and I would
also have to say that the two books complement each other, rather
than compete with each other.
This is a book I am (and have been already) very happy
to recommend widely. Although it was written with potential
investors as the primary target, the book would make equally useful
and entertaining reading for industry insiders who want to know
more about their industry and the companies that make it up.
It would also make a very good gift to your friends, as a way of
explaining this exciting and ebullient industry, which might help
them to understand why computer people are all a little mad !
References
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84, p53.
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Alex Reid
WARCC,
University of Western Australia
PLANDER, I. (ed.) (1984): Artificial Intelligence and InformationControl Systems of Robots, North-Holland, Amsterdam, 413
pp., SUS57.75.
This handy-size volume is the proceedings of the Third
International Conference on Artificial Intelligence and Information98

Control Systems of Robots held in Smolenice, Czechoslovakia on
11-15 June 1984. The book contains a massive 81 papers of which
9 are invited contributions from "top experts in the field of Artificial
Intelligence and theoretical Robotics”. Eastern European authors
predominate with more than half the contributions coming from
Russia, Czechoslovakia and the GDR. The only Western country
with more than one contribution is Italy. Topics covered in the
published proceedings include:
(1) Theoretical problems of Artificial Intelligence (29 papers):
Natural language generation and understanding
Knowledge representation
Inference and decision making
Problem solving
Programming languages
(2) Expert systems (8 papers):
Case histories of expert system implementations
Theoretical studies of knowledge-based artchitectures
Natural language interface
Inferences on rule-based expert systems
(3) Perception and pattern recognition (8 papers):
Industrial vision systems (binary and grayscale systems)
Vision processing hardware
Segmentation of images
Texture analysis
(4) Robotics (19 papers):
Computer control of robots
Robot programming languages
Kinematics
Trajectory planning
Object grasping
(5) Specialised computer systems for Artificial Intelligence
and Robotics (8 papers):
Methods of solution of complex tasks
Parallel algorithms and parallel architectures for
computers
VLSI realisation of complex circuits
I believe that the majority if not all conference proceedings
published in book form are aimed at the library market. Taking
into account the price and broad coverage of topics that must
be true of this example. While I cannot unreservedly recommend
it this publication may be a worthwhile acquisition for any technical
library which serves a group of people interested in Artificial
Intelligence or robotics.
Andy Russell
University of Wollongong
BURGER, J., JARNY, Y. (eds) (1983); Simulation in Engineering
Sciences, North-Holland, Amsterdam, 437pp., $US52.00
Simulation is used in so many different ways that it is difficult
to make useful general statements about the technique. This
difficulty is often evident in books such as this, which deal with
the field of simulation. This book is a collection of papers, in the
general area of simulation of mechanical and energy systems,
presented at the IMACS Symposium held in Nantes in May 1983.
The papers are written in English except for four which are in
French. The papers are grouped into three classes: four invited
survey papers; 22 papers dealing with simulation methods and tools;
and 33 describing applications. The classification of papers is rather
inconsistent and reflects the need of the organisers to assemble
symposium sessions. Several of the papers in the methods and tools
class would be better described as applications.
The general readability of the collection is very poor. There
are numerous spelling mistakes, unusual language constructions
and peculiar word usages which make many of the papers hard
to understand. A section (section 5, page 76) seems to be missing
from one paper, and the contents of pages 110 and 111 appear
in the wrong sequence. There is a table of contents and an author
index, but no general index.
Of the four invited papers, only one — a survey of simulation
software, will be of interest to the majority of workers in the
simulation area. This paper is a comprehensive review, with a good
coverage of the individual components of simulation software, and
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brief descriptions of the major families of simulation software. The
other three invited papers deal with: parallel data processing;
alternative objectives in optimisation; and applications of Fourier
transforms in computational fluid and field dynamics.
The papers dealing with simulation methods and tools often
suffer from the six page limit which seems to have been imposed.
This is not so bad for symposium attendees who witnessed the
paper presentation and were able to ask questions, but the poor
reader is often left confused by lack of supporting detail and
examples. This is particularly true of the papers describing full
continuous and discrete event simulation languages which cannot
adequately be covered in such a small space. This is also true to
some extent of some interesting papers describing numerical
methods.
The application papers form the most successful section of
the volume. They have been grouped as: three biological, four
energy, six mechanical, six transportation, three chemical, six robot
manipulator, three thermic, and two electrical and electromechan
ical. Most of the application papers adequately describe a system,
its model, and its simulation within six pages. There are important
application areas (for example, interference of robots) which are
not covered, but is it not realistic to expect a complete coverage
— the field is too diverse. The applications are generally to physical
systems which are described by ordinary differential equations,
partial differential equations, or difference equations. Not
surprisingly, continuous rather than discrete event techniques are
used.
The book covers such a diverse set of subjects that it is difficult
to imagine that any one reader will find a large proportion of
it of interest. If the book is for anyone, it is for practitioners who
may wish to refer to application papers in their specific fields. It
is certainly not an introduction to the field for those new to
simulation.
Graham Smith
The University of New South Wales
TEN HAGEN, P.J.W. (ed.) (1983): EUROGRAPHICS ’83, NorthHolland, 401pp. $US46.25.
This book is the proceedings of the Eurographics Conference
held in 1983 at Zagreb, Yugoslavia. This is an annual conference
sponsored by the European Association for Computer Graphics.
The book consists of 34 papers and three panel discussion outlines.
These have been divided into 16 sections of widely differing interests
corresponding with the conference sessions. Some of those included
are: applications; high-level graphics interfaces; GKS implemen
tations; and graphics hardware. As is usual for conference
proceedings, the papers run the gamut from the trivial to the
complex. It was noted that in contrast with the equivalent U.S.
proceedings, there was only one colour plate.
One problem with the papers in these proceedings is that,
because of the variety of nationalities of the authors, quite poor
quality English grammar is used in a significant number of the papers.
In fact, one is so bad that many people would regard it as completely
unintelligible. This of course is not something under the control
of the publisher, but is something between the individual author
and the conference committee.
One paper found particularly relevant was “Fast Previewing
Techniques” by Jansen & van Wijk. In this paper, the authors have
collected a number of techniques for constructing synthetic images,
that permit fast previewing to be done. It is interesting to note
that, of the nineteen references cited, only one was not to a U.S.
journal.
Another paper worth a comment for a quite different reason
is "Decision Support Systems” by Gels. This paper, although
mentioning computer graphics occasionally, was predominantly
concerned with operations research. It was not sufficiently relevant
to warrant a place in the conference or proceedings.
However, despite some of the afore-mentioned failings, I
found that like most proceedings, this book would make a useful
addition to many library shelves.
C. McGregor
University of New South Wales
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HAWKSLEY, C. (1983): Pascal Programming: A Beginner's Guide
to Computers and Programming, Cambridge University Press,
Cambridge, 188 pp., $12.95 (paperback).
This book's title suggests its threefold aims: to teach Pascal;
to introduce the study of computers; and to teach introductory
programming. A glance at the contents bears this out: Part 1
describes Pascal (Syntax and Semantics); Part 2 deals with
programming techniques. While it is clear that Pascal, computers
and programming are things which many of us would want to
know about, it is not clear that their integration in this text represents
the best way of learning about them.
Part 1 begins by describing the sorts of information that can
be processed — the selection unsurprisingly corresponds to the
built-in data types of Pascal. Then follows a discussion of imperative
algorithms, an outline of machine organisation (both concrete and
abstract; i.e. in terms of hardware, operating systems and
programming languages), and then a presentation of introductory
Pascal control constructs. Part 2 covers topics such as structured
programming, top-down design, sets and arrays, files, records and
appropriate sample problems, the solutions to which are
convincingly derived.
What is less than satisfactory is the unquestioning acceptance
of the approach to programming dictated by Pascal. This approach
involves ignorance of methodological phenomena such as
information hiding and data abstraction; ignorance of "internal”
data structures other than simple fixed-size ones; and a limited
view of abstraction that treats recursion in a passing eight lines
and the idea of functions as first-class objects not at all! However,
a book which regards computers, Pascal and programming as natural
companions can not really hope to do better.
This reviewer inclines to the view that programming is for
people, and that the limitations of the design of computers, which
languages such as Pascal to a large degree inherit, too often get
in the way. We should introduce fundamental and powerful
concepts such as recursion and variable-size data structures as early
as possible in programming courses. Without complications like
variables and pointers, they are really quite simple. Having presented
an abstract, people-oriented basis for programming, concerns with
efficiency on the current fashionable hardware can be considered
in the appropriate advanced course.
Having made that point, Hawksley has done a very good
job, given the chosen orientation. If one were to choose to teach
programming that way, one would do well to use the book as
a text. The question is, though, that if one were to make that
choice, should one be teaching programming at all?
Paul A. Bailes
Griffith University
DANTHINE, A. and GERADIN, M. (eds.) (1984): Advanced Software
in Robotics, North Holland, Amsterdam, 376 pp., $US48.00.
This is a reference for mechanical engineers interested in
current developments in areas such as:
Image processing — identification of objects
Factory assembly scheduling
Parts assembly description
Trained (dumb) robots
Programmed robots
Computer science practice
As a book for consideration by researchers in the sciences
for whom “advanced software” and "robotics” have certain
meanings, the title is a misnomer. The bulk of the papers are either
highly mathematical, adorned with matrices, vectors, and equations,
or highly hardware oriented with little applicability to more general
situations. The remaining papers cover more interesting and flexible
software research with respect to robot control and robot assembly.
Examples of the diversity include: feedback control of torque
via a flexible shaft, industrial scheduling, and sense controlled, goal
directed robots. One amazing paper entitled "Adaptive digital
control for a heavy manipulator” must be praised for ingenious
implementation of an algorithm, more akin to the early 60's machine
code programmers. More control and feedback is embedded in
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discrete electronic servos, than in the unmentioned programming
language.
Unfortunately, many of the 27 papers do not reach a
reasonable level of presentation. Research in Japan and the USA
appears to be unreferenced, and there is little description of clear
examples, software modules, and range of hardware utilised. Some
of the papers are good in this regard. Besides a few traditional
Pascal-like robot programming languages, three interesting papers
stood out:
— "A distributed system for symbolic computation in Robotic
Vision” is an excellent paper describing D-Lisp (Distributed Lisp).
This is a system extending Lisp to define computation as a set of
"actors”, distributed among processors (not "processes") interacting
via "messages”. This adaptive tool is then applied to the task of
scene analysis for robotic vision in an easy-to-follow fashion.
— "A Model for Representing and Invoking Robot Bodily Skills”,
propounds a model for sense-controlled physical behaviour,
incorporating a hierarchy of "skills” (motor actions) and their
execution.
— "Automatic Grasping: A case study in accessibility analysis”
describes a method for automatically computing grasping positions
from a geometrical description of the environment. This involves
both local morphological analysis of the object for a gripper position,
and collision avoidance of the obstacles to the gripper by the method
of "growing" the obstacles.
For engineers interested in robotics and automation control
this volume is tentatively recommended, though unfortunately, an
insular European approach predominates. The few good papers
would not be sufficient justification for this reviewer to buy it.
David V. Hume
University of New South Wales
M.P. EKSTROM (ed.) (1984): Digital Image Processing Techniques,
Academic Press, Orlando, 372 pp., $US49.50.
Several books have been published in recent years on digital
image processing. Why do we need another one?
I was pleasantly surprised to find a different approach taken
in this book: an easy-to-read introduction to the techniques of
digital image processing rather than a text book. The chapters in
the book are contributions by leading researchers:
Image Enhancement (J.S. Lim)
Image Restoration (B.R. Hunt)
Image Detection and Estimation (J.W. Woods)
Image Reconstruction from Projections (A.C. Kak)
Image Data Compression (A.K. Jain eta/.)
Image Spectral Estimation (S.W. Lang, T.L. Marzetta)
Image Analysis (A. Rosenfeld)
Image Processing Systems (J.R. Adams et al.)
Each chapter includes a brief description of the applications
of the techniques, bibliographic notes and an extensive set of
references. The Editor has made an effort to have a uniform
mathematical notation and there are few typographical errors.
Chapters 1 to 7 concentrate on describing and illustrating
techniques relevant to their topics. Most of this material is available
in text books, but because the mathematical treatments are not
extensive the techniques can be readily understood in the context
of their properties and applications.
Chapter 8 is a worthy contribution on the design of hardware
and software systems for image processing, and would be valuable
to anyone considering the purchase of an image processing system.
Notable topics not covered in the book include image
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digitization, image measurement (stereology), and geometric
transformations.
This book will appeal to those who want an introduction
to the common techniques of digital image processing, and an
appreciation of how the techniques can be applied to image
processing problems in many application areas.
John O’Callaghan
CSIRONET
PONOMARYOV, V.M. (ed.) (1984): Artificial Intelligence,
Proceedings of the IFAC Symposium Leningrad, USSR, 46 October 1983, Pergammon Press, Oxford, 558 pp. SUS125.00.
These are the proceedings of a conference on Artificial
I ntelligence sponsored by the I nternational Federation of Automatic
Control. The main theme of the meeting was “Artificial Intelligence
(Industrial Applications on)” [sic]. This very large volume contains
about 80 papers many of which come from the USSR and eastern
European countries. There are six sections:
— Plenary Session (three invited papers)
— Knowledge Representation and Industrial Expert Systems
— Robots and Flexible Manufacturing Systems
— Decision-Making in Computer Aided Planning, Design and
Control
— Artificial Intelligence Applied Systems
— Round Table Discussion on Al and CAD/CAM
The most intriguing aspect of these proceedings is that they
give an insight into the character of Al research in different parts
of the world. In the West we very rarely see work done in the
Soviet bloc. Here is in opportunity. In the United States and Europe,
Artificial Intelligence has come to be seen as a new technology.
Papers published in the area often have the character of a work
in engineering. They usually report work in progress on a new
program or a piece of hardware. It is now very rare to see a theory
published. Indeed, a theory unsupported by a computer model
may not even be accepted in a conference.
In contrast to this, the majority of papers from the USSR
in this volume presented “new” theories or criticisms of old ones.
Many of the theories presented concerned knowledge represen
tation. It appears that Al is still seen as an abstract science whose
main tool is mathematical logic. One can only speculate that this
is so because of the lack of good computing equipment. Thus
researchers are forced to theorise rather than build. However, this
does not appear to be the situation in Robotics. There were several
papers which described operational hardware. Presumably
authorities in the USSR are paying more attention to Robotics than
other branches of Ai.
Eastern European countries seem to be much more in line
with Western thinking on Al. There are several interesting papers
from Hungary and Yugoslavia that might have come from an Al
Laboratory in the United States or Western Europe. The greatest
contrast with the USSR is that they seem to have access to a larger
variety of computing equipment. Those papers had that
“engineering character” that we are more used to.
All the papers in the book are in camera ready form. Most
papers were obviously prepared by a computerised text formatter.
Interestingly, all of the Russian papers were typed. The official
language of the conference was English. Unfortunately, considerable
imagination is required to parse many sentences! At $US125.00 these
proceedings should make a useful addition to an institutional library.
Claude Sammut
University of New South Wales
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NEW PERSONAL COMPUTER STAND
A new personal computer stand specially developed to
supplement existing office desks and work surfaces, has been
released by Cemac Interior Systems of Sydney, New South
Wales.
The personal computer stand is part of the well known
WES-TECH ™ range of ergonomic office furniture, and the
design features a keyboard surface and screen surface with
height adjustments from 24" (61cm) to 32" (81cm) by means
of a removable crank handle, horizontal reach and viewing
adjustments and an optional display tilt mechanism. This
comprehensive adjustment capability enables users to 'fit'
the computer to their individual needs of comfort and safety.
The P.C. stand is mobile thus enabling a terminal to be shared
between offices, if required, and when not in use it may
be rolled out of the way.
CANON LAUNCHES NEW, FAST, HIGHLY COMPATIBLE
PERSONAL COMPUTER
Canon has launched a new personal computer distinctive
for its high compatibility, speed and sleek design.
Known as the A-200, this smart desk-top machine is
operationally compatible with the IBM PC though much
quicker than its industry predecessor.
Canon expect the new PC to be very popular with
professional users who are attracted to a “friendly” machine
that is fully backed-up by Canon’s strong after sales support
service.
Built-in communication and printer ports enabling system
expansion, and compactness for versatile application in the
office environment, are impressive features of the A-200. A
handy system reset button to be utilised as a major time
saving device is an added feature of this PC.
Using MS-DOS V2, the industry standard operating system,
Canon’s A-200 can run practically all the programmes
developed for the IBM PC without modification, including
flight simulator. The machine has been designed specifically
to enable the professional user to explore a wide range of
software from word processing to spreadsheets to data
communications.
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BASIC REFERENCE MODEL FOR OPEN SYSTEM
INTERCONNECTION STANDARDS
The Standards Association of Australia has published a new
standard providing a reference model upon which a series
of service and protocol standards for the interconnection
of computer systems will be based.
AS 2777, which is identical with ISO 7498, has been
published to assist the computer and communications
industries to work toward a common interconnection
standard. This standard is the first of a series on this topic.
It describes the basic reference model which uses a seven
level view of computer systems. It will lead to the
development of methods where computers may commun
icate more readily, irrespective of their manufacturer.
It provides a common basis for the co-ordination of
standards development for the purpose of computer systems
interconnection, while allowing existing standards to be
placed into perspective within the overall reference model.
A system is considered open if it complies with the
requirement of open-system interconnection standards in
its communication with other computer systems.
Copies of AS 2777 can be purchased from any SAA office
at a cost of $19.80 plus $2.50 postage and handling charge.

U.S. FOURTH LARGEST PERSONAL COMPUTER
MANUFACTURER SETS UP OPERATION
IN AUSTRALIA
Kaypro Corporation of America, one of the world’s leading
manufacturers of personal computers are setting up
operations in Australia.
A wholly owned subsidiary company, Vizden Pty. Limited,
Kirrawee, NSW, will market the Kaypro range of five personal
computers including the latest Kaypro 16, a direct competitor
to IBM’s XT.PC, through a dealer network in Australia.
Mr Bill Greta, Managing Director, said at the company’s
offices in Sydney that the Australian market offered
exceptional opportunities for Kaypro’s products and services.

ALTOS SETS THE PACE FOR DISPLAY TERMINALS
Altos has released a full featured display terminal which
complements its multi user microsystems and can be used
on other computers. The new Altos 111 supports 132 column
display, a variety of communication speeds and four different
character attributes.
A 14 inch screen uses a special non-glare glass and the
display swivels and tilts on a sturdy compact base. A
detachable keyboard offers the option of flat or angled
positioning.
For local, off screen printing, a slave printer port is included.
A numeric keypad is also included and the Altos 111 features
16 function keys capable of initiating 32 separate functions.
A special terminal status line is programmable for messages
or identification of function keys. The Altos 111 will
discontinue displaying after extended non-use while saving
the screen contents in a one page buffer for later recall.
The Altos 111 adheres to a subset of the internationally
recognised standards for display terminals. With the Altos
111, Altos is offering a complete solution to the problems
system builders face in choosing a terminal. The new terminal
also represents a cost effective visual display terminal for
many types of end user.
Altos Computer Systems is at 49th Floor, MLC Centre,
Martin Place, Sydney 2000.
Hi

accessibility for cables, mechanical services and conditioned
air supply.
With the Rintoul E.D.P. Services ‘In House’ experience
in Mechanical, Electrical, Fire Protection and Building FitOuts, enables a qualified ‘Turnkey’ proposition incorporating
full Project Management to be offered to clients, Architects
and Consultants who are involved with Computer Room
establishment.

PROFITING FROM WASTE
Waste not, want not could well be the slogan of the NSW
company, Paper Save, one of the national winners of this
year’s small business awards.
It collects and processes waste computer printout and other
high quality paper into a form suitable for export where
it is recycled into other paper products.
The company became aware of the need, for secure
reliable and economic destruction of sensitive corporate files
and computer printouts. In response, Paper Save has
established a security collection service, satisfying the most
security-conscious clients.
The installation of sophisticated surveillance and monitor
ing equipment coupled with the acquisition of an advanced
shredder and high density baler, unique in Australia, insures
the utmost protection in the destruction of clients sensitive
records. Processing is completed within their own premises.

NEW UNIVERSITY SYSTEM MEETS GOVERNMENT
CONTROL REQUIREMENTS
One of Australia’s most progressive Universities has just
acquired a new computer system which could prove of
interest to other Universities and Government-type
organisations around this country.
The University of Wollongong in New South Wales has
just acquired accounting and personnel-payroll systems from
the data processing consultants Taubert and Associates Pty.
Ltd. to meet the need to provide up to date information
and streamline the functions of Administration.
The new systems — which operate on the IBM S/38 —
are currently being tailored for the University's special
requirements. In particular a budget control capability is being
developed to encompass a strict costing control unique to
Government-type organisation with a fixed income.
The University went to tender in March, 1984 and took
the unusual step of making the final choice based on
commercial software available rather than the processing
power of the hardware. The new financial system comprises
three of the modules, General Ledger, Accounts Payable
and Accounts Receivable.
The University regards the investment as a five year plan.
The Administration recognises the value of data integration
as a means of communication. For instance, a purchase order
record will flow over to the commitment subsystem, accounts
payable, central stores record and equipment register. Said
Jim Langridge, Deputy University Secretary: "The University
has pioneered the exchange of information by electronic
means. The Taubert’s software is a further step in
decentralising the information retrieval function.”

COMPUTER ROOM ESTABLISHMENT
A number of established organisations are now offering
complete Design and Construct facilities for the provision
of Computer Rooms suitable for 24 hour on line main frame
systems to operate within a controlled environment.
Rintoul E.D.P Services, a member division of the A.W.
Edwards Group of Companies, has been involved in
specialisation within this field for total project management
responsibility of all buildings and services requirements.
The Project Management capability allows Rintoul E.D.P.
Services to initiate negotiations with the client to establish
their basic requirements and to liaise with the Computer
Hardware supplier at an early stage to enable detail planning
to proceed.
The planning stage involves architectural and or consultant
input to establish the extent of work necessary to allow design
of building or existing building modifications to be
considered.
The services necessary for the computer hardware are
established, based on the computer suppliers specification
and takes into account such items as equipment cooling
load, power supply, power conditioning, remote monitoring
control, fire protection, lighting, security and service

AWA TO TAKE OVER CSIRO’S MULTI-PROJECT SILICON
CHIP SYSTEM
AWA Microelectronics will take over CSIRO’s highly
successful Australian Multi-Project Silicon Chip system
(AUSMPC).
Announcing this, the Director of CSIRO’s Institute of
Physical Sciences, Dr Neville Fletcher, and the General
Manager of AWA Microelectronics Division, Dr Lou Davies,
said the transfer ensured continued supplies for prototype
purposes of high quality, special purpose chips at a fraction
of the normal production cost.
The AUSMPC system, which began with the establishment
of CSIRO’s Adelaide-based VSLI (Very Large Scale Integration)
program in 1980, is designed to make high technology chips
accessible to Australian industry and research institutions.
Under the three year agreement, CSIRO will give AWA
all its rights, title and interest in the system and its current
mailing list.
In return AWA has agreed to maintain the high technical
standards and exacting schedules that characterised the
CSIRO system. Initially AWA will offer the service at a reduced
cost of $175 a square millimetre (previously $250 a square
millimetre).
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COMPUTER SCIENCE
TEXTS From Blackwell Scientific

THIRD NATIONAL WORKSHOP ON

Publications

FAULT TOLERANT COMPUTING

LISP PROGRAMMING

I. Danicic, BSc, PhD,
Department of Pure
Mathematics, University
College of Wales, Aberystwyth.

16-17 JULY 1985

A FIRST COURSE IN FORMAL
LANGUAGE THEORY

AT MONASH UNIVERSITY

V.J. Rayward-Smith, MA, PhD,
Senior Lecturer in Computing,
University of East Anglia,
Norwich.

Visiting Speaker: Professor RAVI IYER
University of Illinois

Blackwell Scientific Publications
(Australia) Pty Ltd

107 Barry Street, Carlton, Victoria,
Australia 3053
Telephone (03) 347 0300

ORDER FORM
Please send me the following titles
□ Lisp Programming $18.95 □ A First Course in Language Theory $22.95

A workshop designed for data processing
managers, computer scientists and com
puter engineers involved in specification,
purchasing, design, and analysis of
computer-based systems.

I wish to pay by cheque/postal order and enclose my remittance of $__________
I wish to pay by American Express/Bankcard

mm

Please debit my credit card no.

Expiry Date _ _ _ _
With the sum of $ .
Signature _____

. Date.

For full details, contact
Monash Centre for
Continuing Education:
(03) 541 -0811, exts. 3718/3717
After hours: (03) 541-3718

Name _______
Address _ _ _ _ _ _
. Postcode.

JAMES COOK UNIVERSITY OF NORTH
QUEENSLAND

PROFESSOR OF
COMPUTER SCIENCE
The Commonwealth Government has made available spe
cial funding to enable the University to expand its program
in Computer Science and to establish a Department of
Computer Science.
Applications are invited from suitably qualified people for
the new position of Professor of Computer Science. The
appointee will also be Head of the Department of Com
puter Science.
The appointee will be responsible for the development of
undergraduate and postgraduate teaching and research
programs in Computer Science and will be expected to
provide guidance on the integration of these programs
with existing programs in the University.
The salary for the position of Professor is currently
$54,948 per annum.
Further information may be obtained from:
The Registrar,
James Cook University
Townsville, Queensland 4811

with whom applications close on 12 July 1985. In reply
please quote Reference Number JB85047.
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MEMBERSHIP APPLICATION/RECLASSIFICATION FORM
Please refer to the “Notes for the Guidance of Applicants" before filling in this form
Branch (Please tick one)

Membership Number
□ NSW

□ ACT

Title (Mr. Mrs. Dr. etc.)

□ VIC

□ QLD

□ SA

□ WA

□ TAS

□ NT

□ OVERSEAS

Surname

Preferred Name

Given Names

I

Grade granted.

Grade of membership being applied for

CD

□ Member

Associate

I

CD

□

Affiliate

Student

Date admitted .
For membership committee

Note total period of experience credited at date of admission:
........... years.............months. Qualification level......................................................
Line 1

MAILING ADDRESS

Line 2

Line 3

Post Code

Line 4

Home Telephone

Date and place of birth

Business Telephone

If previously or currently a member of the Society
state branch and grade

If a member of an overseas computer society
state society and grade

RELEVANT TERTIARY QUALIFICATIONS: Documentary evidence of your academic record issued by the educational institution(s)
must accompany your application if that qualification is claimed to meet the Society’s Knowledge Standard for admission or reclassification
to the grade of Associate or Member. It will speed processing if copies of lists of subjects passed are included.
QUALIFICATIONS

YEAR
ATTAINED

UNIVERSITY/INSTITUTE/COLLEGE

RELEVANT EXPERIENCE AND POSITIONS HELD: To cover appropriate time period claimed.
(If space insufficient attach list)
From
mth. year

To
mth. year

Organisation

Position

Details (responsibilities etc.)

If admitted to the Society, I undertake to be bound by the Constitution, and the By-Laws both of the Society and of the Branch
with which I am enrolled, as amended from time to time. I enclose my application fee of $.............
Date

Signature

JOB
□ Programmer;

ED

Auditing;

CD

ED

Analyst;

CD

Operations;

Engineering; □ Teaching;

CD
ED

Consultant;
Research;

CD
CD

Administ./Manager;

Cl

Marketing;

Cl

Maintenance;

Cl

Accounting:

Other — Please indicate.........................................................................

INDUSTRY OF EMPLOYMENT (Please tick most appropriate box):

CD
CD
CD
CD
CD

CD
CD
CD
CD

Agriculture, Forestry, Fishing;
Mining;
Manufacturing;
Construction;

Electricity, Gas, Water;
Transport, Storage;
Wholesale/Retail Trade;
Communications;

CD
CD
CD
CD

Finance, Insurance, Real Estate;
Entertainment, Recreation, Hotels;
Public Administration, Defence;
Community Services (health, education, library,
research, community organisations)

Accounting/Consulting

THERE ARE NATIONAL COMMITTEES AND BRANCH SPECIAL INTEREST GROUPS COVERING ACTIVITIES SUCH AS THE
FOLLOWING:
□ Information Systems
CD Education
CD Computing Management & Consulting Serv.

CD
ED

Developing Countries
Computer Science or Systems Technology

CD
CD
CD

ED Social or Econ. Implications
ED Software Industry
ED Applications of Microcomputers

Data Communications
Hardware Technology

Data Base
If you are interested, please tick the appropriate box or boxes. Other — please indicate..............

REFERENCES:
Give the names and addresses of the referees who can verify ALL time periods and experience claimed. At least one referee must be either
a Fellow, Member or Associate of the Society. Applicants for Affiliate or Student grades do not require referees.
(If space is insufficient attach list).
Name
(incl. title, initials)

Grade

Postal Address:
(A complete address will assist in speedy processing of report)
Postcode:
Postcode:
Postcode:
Postcode:

COMPLETION OF THE CERTIFICATION AND ENDORSEMENT SECTIONS IS ESSENTIAL ON ALL APPLICATIONS
Applicants for Student grade should ensure that the name of the educational body which they are attending is noted below under
‘Organisation’.
CERTIFICATION (by an employer or person with a similar knowledge of the applicant, or, in the case of a Student, a member of the
teaching staff)

Given Names (please print)

Surname

confirm the current position, title and responsibilities, or FULL TIME studies, of the applicant, as shown overleaf.
Date:.................................................................Position:....................................................................................................................................
Organisation:..................................................................................................................Signature:..................................................................
ENDORSEMENT (by a Fellow or Member). However, in the case of an applicant for Affiliate or Student, an
Associate or the Branch Secretary may endorse the application. Please refer notes.

Given Names (please print)

Surname

being a/an...................................................... of the...................................................................................Society, endorse the
above application. I have known the applicant for......................... years, and believe he/she is interested in furthering the object of the
Society, and consider he/she will be a suitable member of the Society in the grade for which he/she is applying.
Date:...............................................................................................................Signature:......................................................................................
N.B. THE ENDORSER MUST ENSURE THAT ADEQUATE DETAILS ARE PROVIDED IN ANSWER TO ALL QUESTIONS SO THAT
THE APPLICATIONS CAN BE READILY ASSESSED. THE ENDORSER MAY ALSO BE A REFEREE.
APPROPRIATE APPLICATION FEE
MUST ACCOMPANY APPLICATION
FOR DETAILS SEE OPPOSITE PAGE

APPLICATION TO BE RETURNED TO
GPO BOX 4944
SYDNEY NSW 2001
AUSTRALIA
OFFICE USE ONLY

Date received

Receipt no’s and amounts

Date referees reports sent

NOTES FOR THE GUIDANCE OF APPLICANTS
(Tear of this section of the form and retain for future reference)
Please prepare the application form carefully, then arrange for the certification and endorsement to be completed before
forwarding it to the Branch office. Note that shaded areas are for office use only. When filling in the form please use black or
dark blue ink/ballpoint.
All applications MUST be accompanied by an application fee appropriate to the grade applied for, or a statement on how and
when the fee was paid (e.g. as a surcharge for attendance at a conference or seminar). The application fee will cover your
subscription for the first calendar year of your membership and is not refundable. Subscriptions fall due on the first of January
each year.
Upon receipt of the completed form by the office, applicants for the grades of Member or Associate will normally be admitted
as Affiliates, pending a decision by the Branch Executive Committee on the appropriate grade of membership applicable.
Persons can be members of one Branch only.
Referees nominated by the applicant will be contacted and asked to forward a confidential report in support of the
application. They will be expected to comment specifically on the applicants training and experience, particularly the
professional experience detailed on this form.
Complete details must be provided in the statements on relevant tertiary qualifications, past experience, and current position
with a separate statement being attached if there is insufficient room on the form. Documentary evidence (a photostat copy
of a certified academic record issued by the relevant university or college) must be produced in support of any claim for
tertiary qualifications to meet the Society’s Standard of Knowledge requirement. If the information required is incomplete
the application may need to be returned for revision.
Overseas applicants who do not know a Fellow or Member of the ACS who can endorse their application should have their
form endorsed by a Fellow or Member of the Nationally recognised Computer Society of the country in which they are
living.

MEMBERSHIP REQUIREMENTS
Any persons who is interested in furthering the objects of the Society is eligible for membership. The following criteria,
determined by the Council of the Society, are used by Branch Executive Committees for guidance in determining the
eligibility of a personal member for admission to the grades indicated:
GRADE OF STUDENT

A Student is a person who has satisfied a Branch Executive Committee that he/she is interested in furthering any of the objects
of the Society and that he/she is a full time student of any recognised school, college, or institute or university. If a Student
member ceases to be a full-time Student he/she must notify the Society and he/she will be automatically regraded to an
Affiliate, upon payment of the difference in subscription rates.
GRADE OF AFFILIATE

An Affiliate is a person who has satisfied a Branch Executive Committee that he/she is interested in furthering any of the
objects of the Society.
GRADE OF ASSOCIATE

An Associate is a person who has satisfied a Branch Executive Committee that:
(a)

he/she is currently actively engaged in the design, use or application of computing,
or closely related activities, such as teaching or management of computing personnel,

AND (b)

that he/she is competent in the art and practice of computing or in applications of computing,

AND (c)

he/she has satisfied the Society’s Standard of Knowledge requirement for admission to the grade
of Association member, as set out overleaf.

GRADE OF MEMBER

A Member is a person who has satisfied a Branch Executive Committee that:
(a)
AND (b)
AND (c)

he/she is currently actively engaged in the design, use or application of computing, or
closely related activities, such as teaching or management of computing personnel.
that he/she is competent in the art and practice of computing or in applications of computing,
he/she has satisfied the Society’s Standard of Knowledge requirement for admission to the grade
of member, as set out overleaf.

SUBSCRIPTION FEES FOR 1985 ARE AS SET OUT BELOW

'"'•^BRANCH
NSW

CANBERRA

VIC

OLD

SA

WA

TAS

NT

O/SEAS

1
MEMBER
ASSOCIATE |
AFFILIATE
J

90.00

75.00

85.00

87.00

80.00

85.00

70.00

75.00

50.00

STUDENT

13.00

10.00

10.00

16.00

10.00

23.00

15.00

10.00

50.00

GRADE

NOTES
1.

QUALIFICATIONS
The Society recognizes three levels of qualification in the computer field, viz.:
Level 1: A university or UGI College of Advanced Education degree with at least 30% computing content or a graduate
diploma with at least 80% of computing content.
Level 2: A university or UGI College of Advanced Education degree with at least 20% to 30% computing content, or a
graduate diploma with at least 50% of computing content, or a UG2 College diploma with at least 30% com
puting content.
Level 3: A University of College degree or a UG2 College diploma in a recognized application discipline approved by
the Council, or a UG3 College diploma with at least 30% computing content, or subject sequences or courses
otherwise, accredited by the Council as satisfying the Associate Standard, or a pass in the Society’s
Associate Knowledge Examination.

2.

ADMISSION REQUIREMENTS
Admission to the grades of Member and Associate is based on the Qualification Level achieved by an applicant, plus his
or her period of relevant certified experience. The following table shows the permitted combinations of qualifications
and experience required for the grades of Member and Associate.

Qualification Level
1
2

3
Nil

3.

Years of Experience
Associate
Member
0
4
1
5
2

6

4

8

RELEVANT EXPERIENCE

For the purpose of evaluating whether the Society’s experience requirements are satisfied the following general job
classifications are approved as being appropriate:
(a)

Operations Management in a computer environment, including shift supervision or scheduling of work requiring sub
stantial technical expertise;

(b)

Programming (including program design, coding, testing, documentation);

(c)

Systems Programming;

(d)

Systems Analysis, including exploratory studies, feasibility studies, fact finding and system definition, system imple
mentation;

(e)

Systems design of computer systems;

(f)

Planning and strategic design for computer systems;

(g)

Standards for computer systems;

(h)

Training of computer staff or students;

(i)

Data Base control or administration;

(j)

Research in computer systems technology;

(k)

Maintenance engineering on central processing units;

(l)

Line management positions which involve full-time responsibility for any of the above functions.

In all cases only full-time involvement in these activities should be counted, and written verification of the type of work
will be obtained from nominated referees. A Branch Executive Committee must be satisfied that the experience is of suitable
quality as well as being in suitable job classifications.

Fifty per cent of time spent in the position of trainee programmer or analyst or as a computer operator (but NOT
trainee computer operator or data control clerk) may also be considered as relevant experience.
N.B. Time spent on formal courses in computing will not count as relevant experience.

4.

RECIPROCAL MEMBERSHIP
Fellows and Members of the British Computer Society are deemed to have satisfied the qualifications and experience
requirements for election to the grade of Member of this Society.
Members of the New Zealand Computer Society are deemed to have satisfied the qualifications and experience require
ments for election to the grade of Associate of this Society.
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