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Editorial
Being editor of a journal such as this has its own peculiar rewards. Recently several people have offered, in response to a
notice that was tucked away at the end of the August issue, to serve as book reviewers; this is much appreciated. Every so
often one is reminded that there really are people who read the Journal from cover to cover. These must be balanced against
the members of the society who receive the Journal but who apparently can find nothing of interest within its covers. Even
so, it is a little extreme to state, as one correspondent to the Australian Computer Bulletin recently did, that the Journal “is
now an academic publication incapable of filling any role in informing the bulk of the members who fund it”. There are
several responses to this: one is that the benefits on average outweigh the costs because the direct costs of the journal are
only about 5% of the Australian Computer Society’s expenditure; another is that the observation quoted reflects equally on
the observer as on the observed. I am grateful to Andrew McBurnie for redressing the balance of the debate by his recent
letter to the A ustralian Computer Bulletin.
After my previous editorial, I felt sure that someone would also be leaping to the defence of Telecom Australia. No one
has. I wonder why? Since then, my university has commissioned a “third generation” PABX ... so there are several new
observations I could make . . . now my telephone occasionally gurgles to itself (upon closer inspection, all I usually hear is
another dial-tone), and of incoming calls . . . recently there have been so very few! The serenity of my office has been
preserved: it seems that Telecom has taken to heart its duty to preserve the sanctity of the university as an ivory tower.
We in the academic institutions do not feel separate from the rest of the community — but we are often frustrated by
the difficulties in maintaining contacts with the world at large. I remember well hearing a talk by George Mealy (do you
remember him? — he had rather a lot to do with IBM’s System /360 early in the 1960’s) that began “Since I left the ivory
towers of industry, and entered the hard, cold reality of academe . . .”. The “ivory tower” image of Australian universities
is in reality no more appropriate than the frequently repeated accusation that the Australian Computer Society is
dominated by “academics” (the fact is that most of my academic colleagues do not even belong to the ACS).
However, one may properly enquire in 1984 as to which section of the ACS membership could most appropriately be
labelled “ivory tower”. My nomination would be that group of managers and senior (aged) programmers who last honed
their skills many years ago, and who doubtless will not be reading this. This group doubtless overlaps strongly that group
who can accept with equanimity the following quotations from another recent ACS publication: “Both moves undoubtedly
contributed to the considerable drop in delegate numbers this year, yet this was successful Conference and ... To be
successful, the Conference does not need hundreds of delegates rioting the night away as in earlier years... A breakdown of
paying guests showed little change ... This year [the consultants] were back with 44% while users provided 51% of delegates
. . . there were only three reps, from machine suppliers . . . There were no academics”. This was not a report of a football
club convention, but of the annual conference of what claims to be the largest subgroup of the nation’s computing profes
sionals. Can any such group continue to be taken seriously if all its major conferences continue to be devoid of serious
technical content?
Today Australia needs to develop its own computer industry. This need is a serious one for which Australia needs to
mobilise its available resources wisely. There are already a surprising number of Australian companies building new
computer hardware and developing new computer software. Most of these are small, under-managed and under-financed,
but populated with keen and competent entrepreneurs. There are also a large number of people in universities with concepts
and ideas for new products and services. But there is a communications gap. What is very much lacking are the means, the
bridges, the communication channels which will bring all these people together. In these times of financial stringency and
heavy teaching loads, the academic community alone should not be expected to bear the responsibility for bridging the gap.
Nor can we really expect the government to do it (though we could expect Telecom to be a little more helpful). Should we
expect the Australian Computer Society to do it? Even with this journal, the ACS is not providing any forum today that will
lead to a viable independent national computing industry tomorrow. Why, for example, is the society not organising regular
specialised conferences and workshops, with affordable formats, limited attendances and serious technical intent, that will
bring academics and industrialists together? For now, the Australian Computer Society occupies some of the high ground
on our national computing scene. Does it really deserve to be there, or is that just another fine place to build an ivory tower?
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Zipf's Law, Structured Programming
and Creativity
J. M. Bennett*
As software projects increase in size, the effort required to implement them increases at a
greater rate. The use of higher level languages and adherence to various rules of “good programming
practice” appear to help only marginally in reducing the impact of this non-linear effect, and progress
can only be made by calling on techniques for managing complexity which have emerged in other
fields. Hierarchical structures are discussed with particular reference to software, as is the effect which
appears to be common to a wide range of human activities, and which is known as Zipf’s law. The
effects of variation in individual programming skills, the roles of creativity, invention and innovation
and lessons to be learned from case studies of past failure are also examined.
Keywords and phrases: large software projects, structured programming, Zipf’s law, project
failures, creativity, invention, innovation.
CR categories: D.2.0; D.2.1, D.2.8.

INTRODUCTION
Software costs are currently about 80 p.c. of the total
costs of computing,^half of these costs being spent in crea
ting new systems and half in maintaining old ones (Boehm,
1981). And, as the size of software projects increases, the
effort required to implement them increases at a greater
rate. So software productivity and ways of improving it are
assuming increasing importance.
This paper examines various aspects of software pro
duction. These include the role of various programming
aids, the importance of exploiting structure, and the skills
and creativity of individual programmers. The overall objec
tive is to arrive at an assessment of the relative importance
of these factors in improving software productivity.
THE FUTURE OF SOFTWARE
Before the problems of large projects are examined in
greater detail, it is perhaps appropriate to indulge in a little
futurism about software production for the personal
computer market. The incompatibilities which plague the
large machine market and make porting a program from
one machine to another a nightmare can perhaps be tolera
ted for expensive enough machines. They even appear to be
prized by some manufacturers on the grounds that, if suit
able bridging arrangements to permit old software to run on
their new equipment are available customers will continue
to buy their hardware rather than recode for another
supplier’s computer. Gone are the golden days of the sixties
when a customer could be told to recode for a supplier’s
new model “so as to profit by the experience gained on the
previous one” — most machine users are now well aware
that reprogramming is expensive, even if they do not yet
know the art of estimating just how expensive. However,
the growing proportion of the market going to IBM lookalikes indicates that, even in the large machine market, de
facto programming standards are gaining ground.
Personal computer software patterns appear to be less
chaotic than those of their large predecessors. Probably
Copyright © 1984, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.

because of emphasis on just a few microprocessors, the use
of proprietary operating systems is fading, and, with three
major operating systems (CP/M, MS/DOS and UNIX)
generally available, software portability is becoming more
common (facilitating the sale of packaged software
available through distributors). So software for PCs can be
expected to follow a pattern appropriate to consumer
products — development for a mass market for which
reliability and ease of operation will be even more impor
tant than for a user population with some computer back
ground.
Edsger Dijkstra, speaking at a conference at ANU,
Canberra in February 1977, listed among the evils of the
computer industry the man in the street. (Others included
the average programmer and the practice of using pictorial
representations of processes (flow diagrams), which he
described as a measure of the immaturity of the industry.)
It should be clear that the nature of the PC software explo
sion underlines the need to tailor our user interfaces to the
man in the street: so, if he is an evil, he must be accepted as
a necessary one.
In this context, it is relevant that the NSW Supreme
Court has recently been asked to decide whether software
is to be regarded as goods or services in regard to claims for
redress if an item of software does not perform as adverti
sed (Norman, 1983). The decision was that software should
be classed as goods: as a result, software packages become
subject to NSW’s Sale of Goods Act.
SOFTWARE PRODUCTIVITY
Can software productivity be increased? In recent
years, productivity increases have been variously estimated
at 3 pc pa (Dolotta, 1976) and 6 pc*pa (Morrisey and Wu,
1979) pa — very low figures when one considers the annual
increase in computing power per dollar offered by hardware
improvements.
As programmers spend on average only one sixth of
their time actually coding (Brooks, 1975), it is not surpris
ing that this figure is so low.
Higher level languages certainly improve the situation
as far as portability and maintainability are concerned. For
a given number of statements, however, the number of
errors for a higher level language is greater than for the
same number of assembly language instructions — because

*Department of Computer Science, University of Sydney, Sydney 2006. Manuscript received May 1984, revised October 1984. This is a revised
version of an Address to the Tenth Australian Computer Conference, 30 September 1983.
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the language is more complex (Halstead, 1977). Most of
these errors are simple mistakes which are usually easy to
find — and the more difficult logical blunders, which con
stitute the majority of persistent bugs (Glass, 1981), are
just as difficult to find in any language.
The basic cause of logical blunders has been investi
gated by one researcher (without particular reference to the
computer field) (Henle, 1962). Do they signify that the
brain works in a way which departs from the law of logic?
The evidence is that it does not, but that the input data
used becomes corrupted — i.e., incorrect conclusions are
reached by impeccable logic from incorrect input to the
reasoning process.
Compiler-specific errors are not unusual, long compi
lations, particularly in COBOL, can be resource-consuming,
and, where speed of execution is important, removing
bottlenecks by hand-coding in assembly language must
often be resorted to. So higher level languages cannot
reliably provide the reduced coding costs which they might
appear to offer at first sight. Moreover, their advantages for
portability and lower maintenance costs are not taken into
account in assessing programmer productivity figures.
Discussions of varous psychological aspects of compu
ter programming are to be found in, for example, Brooks
(1977), Martin (1973), Shneiderman (1980) and Weinberg
(1971). One aspect of the psychology of programming
which is of particular importance, creativity, will be discus
sed below in some detail.
Computer scientists have a number of firmly held
beliefs concerning what constitutes good programming
practice and the dire penalties which may result if the pres
cribed rubric is departed from. Recently, a number of these
have been subjected to the types of evaluations used by
behavioural scientists in other areas (Sheil, 1981). The con
clusion appears to be that any changes in programmer
efficiency resulting from notational differences (e.g., the
way conditions are stated), layout of programs, comments,
etc., if they exist at all, are masked by learning effects.
The general relevance of these tests has been queried
as they were carried out with novices and small programs.
However, with large programs, other considerations are
more important. These include easy-to-follow modularisa
tion, a simple interconnection structure and effective diag
nostic tools.
JOB SPECIFICATION
A problem with large projects is for a programmer to
hold in his head a clear idea of what he wants to do. This
requirement calls for an unambiguous specification and a
choice of task (including the algorithm used) which is
within the understanding of the individual concerned. Par
ticularly with a task of any technical sophistication,
attempts to code imperfectly understood procedures can
prove very costly.
The availability of a full specification of what is to be
done is particularly important if a top-down approach to
project design is used. This approach (Boehm, 1981) is
appropriate if a'job is well understood, and has the advan
tage that it simplifies testing an integrated program.
However, if there are sections of the project which are not
understood, there is a temptation to postpone their definit
ion — perhaps to a time when the more readily understood
sections have been completed. Unfortunately, it often
happens that at that stage completing the undefined seg
ment requires extensive changes in the completed work.
The Australian Computer Journal, Voi. 16, No. 4, November 1984

If the alternative bottom-up technique is used, the
individual processes must be properly defined, and this
difficulty is avoided. Moreover, if some sections of the soft
ware are already available, then these should be used. In
this regard, the bottom-up approach is similar to that used
by an engineer designing a piece of equipment requiring
electric motors, mechanical valves, etc.: he uses existing
components wherever possible.
SOFTWARE LIFE CYCLE
Both of these approaches (and others) apply only to
one stage in the life cycle of a project — the product design
phase. Boehm (1981) lists these phases as follows:
(i)
Feasibility study of approach,
tii)
Detailed specification.
(iii) Product design - overall hardware/software archi
tecture, control structure and data structure, draft
user manual and test plans.
(iv) Detailed design down to specification of component
routines (each less than, say, 100 source instructions).
(v)
Coding and testing of components.
(vi) Integration and testing.
(vii) Implementation — putting to work including program
and data conversion, installation and training.
(viii) Maintenance.
(ix) Phase out.
Each of these phases should be verified (to ensure
that it performs as specified) and validated (to ensure that
it does what we really want it to do) before proceeding. If
validation is not successful, then the previous stage is chan
ged. If this procedure is followed, changes to earlier stages
should be rare and would normally call for a more formal
procedure.
Stages (iv), (v) and (vi) have been the subject of a
detailed model devised by Halstead (1977) and more
recently elaborated by Phister (1981). Phister’s model
assumes that, apart from time spent on personal matters
and communicating with other team members, a program
mer proceeds at a rate which is close to the maximum rate
at which the brain can perform the most elementary dis
crimination (Stroud, 1966). This approach provides a
number of useful checks such as a means of measuring the
“purity” of a program, which can be gauged by comparing
the number of statements actually used with the number
predicted by Halstead’s method.
Boehm’s approach (Boehm, 1981) to software pro
ductivity emphasises non-programming items which are
likely to have a much greater effect on program produc
tion costs such as:
—
using in-house and purchased software packages;
—
not striving for more reliability than is necessary;
—
leaving for later development those facilities in the
specification which are not required initially;
—
ensuring that hardware capacity (storage and speed)
will not be found inadequate in mid-project;
—
ensuring that any supporting software and hardware
changes are invisible to the programmer; and
—
using interactive development facilities (e.g., an ade
quate text editor), which typically gives a 15 pc
increase in productivity.
EXPLOITATION OF STRUCTURE
In planning large projects, the central issue becomes
one of drganising complexity. The problem is simplified if
the projects can be decomposed into nearly independent
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subsystems, with few interconnections.
If these interconnections are arranged so that a tree
like structure results, so that each subsystem can itself be
decomposed into sub-subsystems, a hierarchical system
results. The organisation of the sub-subsystems may be very
different in character from that of the subsystem from which
they derive: however, the important characteristic of such
an arrangement is that communication is confined to the
node in the tree from which a subsystem derives and the
nodes of its subsystems.
For reasons which are not at all clear, it appears that
nature is organised in this way. It is the independence of
subsystems which allows the physicist to study elementary
particles, the chemist molecules, the biologist cells and the
engineer gross matter, in such a way that each can proceed
in a way which is effectively independent of the other
(Simon, 1969).
A way in which this hierarchical structure can be
exploited in the construction of large computer programs
is by the use of interpretive techniques. Here, the lowest
level must necessarily be in the vocabulary of the machine
executing the program. But at each level above this, a
language can be designed or chosen which is appropriate
for that level, and each statement in that language inter
preted by software in terms of a vocabulary appropriate to
it. Compilation in such a scheme will normally consist of
little more than is necessary to change source language
expressions into a form convenient for computer storage.
With such an arrangement, interpretation (as oppo
sed to execution of the interpreted instructions) at each
level will carry a fixed time penalty — between, 15,and 50
machine instruction times are not unusual.'As a.proportion
of the total execution time, this penalty decreases at higher
levels — and is dominated by the lowest level interpretation
stage.
If the individual subsystems are identical in form,
recursion and considerable economies of description result.
For example, the factorial function for positive integral
argument may be written (Barron, 1968):
factorial (n) = n x factorial (n—1) if n non-zero,
factorial (0) = 1.
This two-line program is in fact a decision tree, with two
branches at each node, one of which terminates. Although
the above statement is succinct, the bookkeeping, as with
interpretive systems, can carry a considerable time penalty. ,
Recursion does not have to be associated with tree
structures, its most essential feature being that it is scale
independent. The Minkowski snake (Mandelbrot, 1977) and
Escher’s print “Circle Limit” (Brigham, 1967) are examples
of alternative forms. Some insights into recursion are to be
found in Hofstadter (1979).
ZIPF’S LAW
One curious outcome of tree-structured recursion is
that it suggests an explanation for Zipf’s law (Zipf, 1965).
This “law” is best described by an example. Suppose, a.
count is taken of the occurrence of words in any book, and
the words are listed in order of frequency of occurrence. ,If
the logarithm of, the frequency of occurrence, is plotted
against the logarithm of position on the list, a straight line
of negative slops (minus one in this case) results.
Zipf’s , law does not apply to the occurrence of
individual characters,in the.text. It applies to assembly code
instructions in a program, but not to. com pi led target code.
It applies to keywords of items stored in an information
7 24

retrieval system and to keywords in search requests
(although these two do not correlate), but riot: to
“exploded” keywords - i.e., keywords to which associated
keywords from a thesaurus have been added automatically
(Bennett, 1975). And it applies to higher income brackets
in developed countries — 75 pc of total income and 60 pc
of the population in the case of the UK.
A number of explanations have been attempted, the
most recent being that proposed by Delcourt et al. (1981).
Clearly, any explanation must account for the fact that the
law applies to human activities but breaks down when auto
matic procedures (such as the explosion of keywords) are
introduced (Scarrott, 1981). Perhaps the most plausible
explanation for the incomes example may be illustrated by
reference to a society organised in hierarchical groups of a
given size g, each group leader receiving an income which is
k times that of his group members. With such an arrange
ment, there will be gn individuals at the n-th level with
more or less equal salaries, which will be k_n times that of
the individual at the top of the tree. The ranking of group
members will be (1 + g + . . . + gf11-1)), i.e., about
(gn)/(g—1)- And a log-log plot of salary versus ranking
shows that Zipf’s law is obeyed.
The accepted optimal size for g in managerial circles
is about seven — probably because of the way our brain
works. It appears that we can keep about this number of
different items in some sort of immediate access — or cache
— memory (Loftus, 1980). The existence of this mechanism
may explain why the frequency of use of instruction types
in source language programs obeys Zipf’s law. It underlines
the, importance, of providing the user with.a ,small number
of versatile instruction types as opposed.to a wide variety
of instruction types, most of which will rarely be used.
(This remark need not apply to target languages not used
directly by programmers, as instruction sequences provided
by compilers can be selected for efficiency of execution
rather than ease in coding.)
PERSONNEL SKILLS
A similar mechanism appears to apply within occupa
tions such as authors, football players, policemen and
fighter pilots: the top 20 pc produce 50 pc of relevant
“scores” (such as arrests with policemen), the bottom 50
pc produce about 20 pc (Augustine, 1979). It also applies
with programmers.
The range in variability in programming productivity
between individuals has been shown to be up to 26:1. A
productivity ratio of over 4:1 can be expected between
teams selected from the top 10 pc: of abilities and teams
selected from the bottom 15 pc (Boehm, 1981). This range
gives an indication of the gain which exploiting personnel
skills to the full makes possible. Suitable experience in
relevant languages, machine environment, etc., accounts for
a further factor of only 2.5.,
However, the,general level of programming skill in the
industry is not high. A US survey,quoted by Boehm showed
that the average programmer in a number of large installa
tions had two years of college level education, two years of
software experience, was familiar with two' languages and
two software products, and was “generally sloppy, inflex
ible, introverted, in over his head, and undermanaged”.
Here a dilemma arises. One item in Edsger Dijkstra’s
list of computer industry evils referred to above was the
average programmer. In. ari ideal world, one must agree
with him. However,, we live in an. imperfect world, and
The Australian Computer Journal, Vpl. 16, No. 4, November 1984
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projects must be organised around the staff available. If
virtuosos can be recruited, with suitable management they
will be well worth any salary margins they can command.
However, they must be well supported to ensure that the
duller parts of a job which are so necessary for maintain
ability such as documentation are not neglected, and that
continuity does not depend on their continuing association
with a project. And a suitable career path must be provided
for them: often if promoted beyond the technical arena
they become mediocre and unhappy administrators,
thereby serving as prime examples of the evils of the Peter
principle (Peter and Hull, 1969).
Organisations which cannot provide suitable career
paths for brighter people who wish to continue as technical
specialists would be well advised to use for major projects
the services of software houses which can. This approach
minimises the dependence on the skills of single individuals
and maximises the experience which can be brought to bear
on a particular problem.
PROJECT FAILURES AND MANAGEMENT DECISIONS
Lessons from projects which have gone wrong are
more useful than those which can be drawn from papers
published on planned projects or even papers on successful
ones (which rarely describe the hiccups which occurred on
the way). The causes of major failures in the computer field
recorded in the open literature (Glass, 1983), their
similarity to failures in other areas of human endeavour
(Bennett, 1983), and, with names changed, a series of caut
ionary tales by Glass (1977) and Glass and Denim (1980),
written in a light satirical style, should be required reading
for computer specialists, whether they have managerial
ambitions or not.
The main message which these case studies carry with
them is that technical minutiae rarely make the differences
between success and failure, and that, in the ultimate
analysis, human failings of a non-technical nature and
unwise major managerial decisions are at the heart of most
debacles.
ACADEMIA AND INDUSTRY
What can academia contribute to improving software
productivity? Unfortunately, there is a serious communi
cation gap between academia and industry which is
exacerbated by the low proportion of academics with any
real experience of major projects. This difference in back
ground is reinforced by different success criteria in the two
fields. In the one case, published papers figure prominently
among the major criteria for promotion, and in the other,
reputations depend on completed artifacts. In the one case,
small problems and programs are used as exemplars of novel
techniques; in the other, the name of the game is the
management of complexity.
Can systems analysis and software engineering be
taught to students who have steeped themselves in theory
with the express motivation of passing examinations? A
similar question has been asked recently in connection with
civil engineering design (Harris, 1980) and there is a great
similarity between the two fields. The design stages of both
may be described as consisting of appreciation of the
problem, conception of a solution, appraisal of possible
approaches, decision on the general approach, checking the
selected approach (for example, in the case of a major soft
ware design checking its expected speed of execution
against specification) and elaboration of a detailed design
The Australian Computer Journal, Vol. 16, No. 4, November 1984

(Boehm’s stages (i) to (iv)). The design process represents a
dialogue between two voices — the imaginative and the
critical. Emphasis in academic engineering courses is on the
latter, and particularly on the checking process: in compu
ter science courses, these aspects of the design process are
not always given the prominence they deserve.
Software engineering computer courses can pro
vide some experience in handling the next two steps of
the life cycle in a way not open to civil engineers — coding
and testing of components, and their integration and
testing. If classes are divided into groups and projects are
suitably chosen, an industrial environment can be at least
partly simulated. However, the lessons to be learned for the
implementation and maintenance phases cannot be
embodied in courses in any practical way.
So the most effective contribution the academic
community can make to industry is a knowledge of the
latest tools: their introduction into industry is usually via
the recruiting of fresh graduates. In their courses, students
can be given no more than an inkling of project manage
ment considerations, though this process can be greatly
assisted if staff members with project experience can be
recruited, even if only on a part-time basis. However, the
ultimate responsibility of adapting graduates to the needs
of industry must lie with industry itself.
CREATIVITY, INVENTION AND
INNOVATION DEFINED
Most of the factors which bear on programmer pro
ductivity have been discussed. The most important ones, the
creativity and inventiveness of the individual programmer
has been left to last. These factors are independent of skills
needed to carry out a well defined task, i.e., a skilled pro
grammer with a high productivity rating on well defined
tasks may not have a high creativity score. However, the
extent to which they are present in any group of people
seems also to conform to a Zipf-type distribution. Central
to optimising the effectiveness of any software team is the
way in which the strengths of this aspect of team members’
abilities are used.
The words creation, invention, discovery and innova
tion are sometimes used interchangeably. In this paper,
creation will be used for the process of carrying an idea
through to implementation; discovery concerns an existing
entity (e.g., the discovery of Australia, of the electrical
nature of lightning, etc.); invention consists of conception
of ideas for new devices or processes; and innovation is the
introduction of new ideas and processes into practical use.
Here, the primary concern is with creativity and invention.
Creativity so defined has been discussed in a civil
engineering context by Harris (1975). One of Harris’s
remarks apply equally to computer projects: “While the
purpose of civil engineering [or computing] is the good of
mankind, the effective motive power is observed in the
delight of intellectual virtue.”
Studies of successful architects, biologists, mathe
maticians and others (see below) provide clues to the
factors associated with successful creativity. For inventive
ness, the mechanism of the “aha” reaction which occurs
when a problem is solved successfully must be examined. If
the nature of creativity and inventiveness is understood,
these attributes can be suitably nurtured.
Dr Nicolas Butler, when President of Columbia Uni
versity, described the relation of creative individuals to
125
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society as follows: “The world consists of three groups firstly, the very small group which makes things happen;
secondly, the large group that watch things happen; thirdly,
the great multitude that do not know what is happening”.
Can the size of the first group be increased?
There was a great upsurge of interest in creativity and
associated topics among behavioural scientists in the sixties,
a major objective being to devise tests which would enable
creativity and inventiveness to be predicted. This interest
has levelled off since 1970 (Barron and Harrington, 1981).
A 1950 bibliography contained 186 references on the topic;
by 1956, this number had doubled. In 1965, the total
(including references to work outside the field of psychol
ogy) had risen to 4,176. Currently, contributions to the
literature are being made at a rate of 250 a year: and there
is even a journal catering for the topic - the Journal of
Creative Behaviour. In this short paper, it is clearly possible
to draw attention to only a small number of items which
may be relevant to programming creativity and inventive
ness.
THE AHA REACTION
Two helpful discussions of the mechanism of inven
tion by non-psychologists are by Hadamard (1954) and
Koestler (1970). The former is confined to mathematics.
The latter, the details of which have been criticised in an
article by Medawar (1967), contains a summary of work in
the field up to the date of its first publication (1964), and
examines the commonality of the phenomena of humour,
invention and art — the “ha ha”, the "aha” and the “ah”
reactions. All three phenomena are based on the juxta
position (perhaps by a process of random matching with
a high degree of parallelism, just as specific odours can be
recognised by a mechanism based on the meshing of
molecules (Albert, 1973)) of apparently unrelated thought
processes in some antechamber of the conscious mind.
When a meshing (referred to by Koestler as a bisociation)
occurs, its occurrence is relayed to the conscious mind.
The “aha” reaction may be illustrated by the story
(Gardner, 1978) of a professor of psychology who was in
vestigating the ability of a chimpanzee to solve problems. A
banana was suspended from the centre of the ceiling of a
room and could be reached if the chimpanzee were to
stack two packing cases under the banana and to climb on
top of them. The chimpanzee watched the psychologist
place the cases in random positions in the room and, as he
walked past them to the centre of the room, jumped on his
shoulders and grabbed the banana. The intended solution
was not the simplest one. Aha!
Essential steps for invention appear to be preparation
(i.e., absorbing background material), incubation (helped
by a change of occupation, which probably provides at
least a partial explanation for the claim (Shear, 1983) that
transcendental meditation is an aid to problem solving),
intimation (a stage, which is not always present, in which
the conscious mind is made aware that completely new
forms are being processed and seem promising), and finally
illumination — that feeling of certainty, nearly always well
founded, that the solution has been achieved. Occasionally,
it is followed by a feeling of unease — insight that some
thing is not quite right — such as occurs with a halfremembered name incorrectly recalled.
An essential part of the incubation stage is the
process of getting out of one’s intellectual groove — a
process which is more difficult for those who have exten
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sive faith in their ideas. Francis Bacon, as quoted by
Zollinger (1980), noted that “the human understanding
when it, has once adopted an opinion . . . draws all things
else to support it”. The apparent success claimed for de
Bono’s lateral thinking (de Bono, 1970) no doubt owes
much of its effectiveness to the fact that it offers a means
of escape from commitment to a particular point of view,
though there is evidence (Cosier and Dalton, 1982) that
merely telling people to be openminded may be just as
effective as formal techniques such as that of de Bono.
Bohm (1968) discusses creativity from the point of
view of a physicist, and examines the question why scien
tists become so completely absorbed in their work. He
eliminates most explanations, perhaps brushing aside a
little too readily the hedonistic one of the pleasure given
by the “aha” flash of illumination, which he dismisses as
mere insight. He views creativity as a return to the lost
paradise of childhood, where everything is new and one’s
attitude to novel experience is not constrained by the
framework imposed by accepted beliefs. The further it is
necessary to retreat from the accepted framework, the
more spectacularly different may be any perceived reorder
ing which fits new and old observations harmoniously into
a single pattern. And the further the retreat the greater the
satisfaction which resolving the apparent disharmony brings
with it.
Modern scientific education (Schwab and Brandwein, 1962) cannot be said to be directed to fostering the
flexibility needed for the retreat from orthodoxy, and rein
forces the so-called convergent characteristics (as measured
by success in IQ tests) of most students who select physical
science subjects at school. Convergers as defined by Hudson
(1966) prefer to work within well defined frameworks as opposed to divergers, who have a higher success rate on
open ended tests (tests calling for a number of possible
answers rather than a choice between stated alternatives)
and choose school subjects such as biology, geography and
economics. Divergers are more likely to be creative than
convergers.
Once a problem has been formulated and a dishar
mony pinpointed (a process which is often the major part
of resolving the disharmony), the subconscious mind takes
over. It is small wonder that the complete dedication which
this process can bring with it and the flash of illumination
which accompanies resolution has been interpreted in
another age as' divine revelation following a period of
religious contemplation. (For a modern version of this
“explanation” of creativity, see Shook, 1953.)
VISUAL AND VERBAL IMAGERY
An important aspect of creativity is the nature of an
individual’s thinking process — and whether his thought
processes use visual or verbal imagery. Most (but not all)
mathematicians think in terms of visual images, not
words. In fact, the philosopher Berkeley went so far as to
say that words are a great impediment to thought. For
this reason, detailed flow diagrams as thinking tools are not
to be disdained, in spite of Dijkstra’s reference to them as
being indicative of the immaturity of the industry (see
above). And the predominance of visual thinking probably
gives a partial explanation to the fact that creative people
are not necessarily articulate — a point that job interview
ers sometimes forget. The irrelevance of articulateness to
creativity has been examined by Lowen (1983).
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A study of the role of imagery in thought processes
by Rue (1951) indicates that biologists think in visual
images, as do experimental physicists. Theoretical physicists
mainly employ verbal or other symbols, as do psychologists
and anthropologists. There appears to be a correlation
between the type of thinking of the subjects of the study
and that of their fathers (as indicated by their professions —
on the assumption that, for example, lawyers are verbal
thinkers and engineers are visual thinkers).
SCIENTIFIC RESEARCHERS
An in-depth study of eminent US biologists (Roe,
1951) shows the common characteristic of dedication to
their work, and their productiveness attests to the impor
tance of ensuring that the environment of a creative worker
should be such as to allow him to get on with the job. They
also tend to be stubborn and persistent, with little interest
in interpersonal relations. (An analysis of various employ
ment groups (Couger and Zawaki, 1978) shows that data
processing professionals have similar characteristics in that
they have much greater interest in skill growth than social
need when compared with other types of employee.)
The study of eminent US physical scientists by Roe
(1951) referred to above shows that they possessed a
number of similar traits including complete absorption in
their work. One characteristic in the study is particularly
noteworthy: theoretical physicists were much more likely
to have come from professional family backgrounds than
experimentalists, many of whom came from farming
families. Could it be that this dichotomy reflects the
Platonic distrust of the use of mechanical devices as an aid
to pure reason (Bennett, 1981) which has been transmitted
down the years through the traditions and education of the
professional groups in society?
A study of industrial chemists by Stein (1962) is
perhaps more relevant to the behaviour of programmers in
non-academic groups. This study shows that the more
creative chemists normally work closer to their peak pace
and are more autonomous (i.e., less likely to be submissive
to authority). They show a greater preference than their
less creative colleagues for cash bonus rewards: their
less creative colleagues gave a higher ranking to going
to scientific meetings at company expense. However, both
of these items were ranked well down in the order of
preferences of hypothetical rewards chosen from a list by
the chemists in the study. Apart from these aspects of
behaviour, there was effectively no difference between the
two groups. The small IQ test difference, based on verbal
tests, was not statistically significant. Of the hypothetical
list of rewards offered, the first preferences of both groups
was to be made assistant to the research director, and the
second to be sent to an executive training programme. An
increase in salary was rated only third.
This study would seem to indicate that direct mone
tary reward is not the prime motivating force, though it is
an important one. The validity of this conclusion is prob
ably influenced by the comparative affluence of the indiv
idual concerned. It has been observed (Soil, 1983) that
inventors, corporations or academics with everything
against them are more likely to succeed financially than
more affluent ones.
THE EFFECTS OF AGE
What are the effects of age on scientific (and soft
ware) productivity? This question is of considerable con
The Australian Computer Journal, Vol. 16, No. 4, November 1984

cern to members of the advance cohorts of this new profes
sion. Could it be that the productivity of new entrants to
the profession will fall off as they grow older, and that they
can be expected to “burn out” in due course? Similar
concern has been expressed concerning the effect of aging
on the productivity of science as a whole, as the exponen
tial expansion of the past slows down and the proportion of
younger scientific workers drops.
Evidence from the work of US mathematicians based
on citations of publications (Stern, 1978) seems to indicate
that this will not happen (i.e., there is no evidence of a
slowing down of productivity in mathematics), a result
which is consistent with studies of productivity in the
natural sciences. Two effects at work are the availability of
additional resources with increased seniority (which might
be expected to increase productivity) and the increasing
amount of scientific administration (project assessment,
etc.) which falls to the lot of senior members of the profes
sion (which might be expected to decrease output). The
existence of the latter effect has been invoked to explain an
apparent drop in the productivity of the 45-49 age group.
Oromaner (1981) has suggested, however, that the putative
reluctance of older men to accept new ideas is likely in a
graying profession to result in a slowing down of the rate
of acceptance of innovative ideas, even if the number of
published papers is not affected.
Another effect associated with age — the Matthew
effect (“to him that hath . . .”) — has been investigated
by Cole (1970). Cole concludes that the speed of dif
fusion of new ideas put forward in a paper (as measured
by the number of times it is cited in later papers) is higher
if it is written by scientists whose work is being heavily
utilised at the time the paper is submitted. In other words,
the Matthew effect exists at least as far as published papers
are concerned — a conclusion which will not come as a
surprise to most of us.
There are three influences at work which confuse
the picture of the effects of aging on scientific productivity.
The first is the revitalising effect of new challenges —
expressed in sayings such as: “The rust of the mind is the
blight of the abilities”; “If you don’t use it, you’ll lose it”;
and “An excess of Taylorism atrophies the mind”
(Taylor was the pioneer of time-and-motion study). The
second is the effects of society’s labels, which in the case
of aging workers make them feel that they are expected to
slow down. And the third is the effects of a change of
emphasis — to administration, a new style or discipline, or a
completely different type of activity — often the result of
boredom brought on by the feeling that a particular line of
investigation is “worked out” (Comfort, 1976).
CREATIVITY
True creativity involves an original insight, evalua
ting and elaborating it, and developing it to the full.
Clearly, for the computing profession as with other profes
sions, invention without creativity is sterile, and the discov
ery and nurture of creativity is central to the development
of programmer productivity.
A study has been made of successful US architects
(MacKinnon, 1962a, 1962b) — successful in terms of the
ratings of their peers, the editors of architectural journals
and professors of architecture. The most significant result
to emerge from this study is that it reveals effectively
zero correlation between intelligence tests results and
creativity. And, as one might expect (because IQ tests are
727
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good predictors of examination ability), the creative archi
tects in the sample averaged only a B grade at college.
Similar characteristics can be discerned with some
more successful programmers. Their success seems to be
due to their dedication to a project which interests them
— a characteristic which, under most assessment schemes
(which call for overall performance in all academic
subjects), is hardly likely to lead to high overall class
averages.
Darwin’s development of his theory of evolution is an
instance of the way in which a ruling passion, purposefully
organised over many years, can produce results (Gruber and
Bartlett, 1974; Pickering, 1974). It is significant that before
the Beagle voyage he had given no evidence of interest in
the theoretical aspects of biology. And his record as a
student was far from brilliant - an observation which
applies to a number of other creative people including
Einstein. Incidentally, neither Darwin nor Einstein were
happy at school, and it has been suggested (Hudson, 1968)
that the insecurity, competition and resentment which
results from such an early environment may be a major
contributor to later intellectual productivity.
THE NURTURE OF CREATIVITY
How can creativity be nurtured by positive action? It
should be clear from the above that little is known about
even the thinking process, let alone creativity (Champion,
1966). However, a full understanding may not be neces
sary for its improvement.
As invention is a comparatively rare occurrence, the
usual laboratory process of giving reinforcing rewards when
it occurs is difficult to implement. However, some experi
ments with open-ended word tests (Maltzman, 1960) show
that appropriate training such as that provided by recrea
tional puzzles may bring some improvement in originality,
though the evidence is far from conclusive.
Popular interest in recreational puzzles is attested to
by the existence of a large literature on the subject. (The
1978 edition of one bibliography (Schaaf, 1978) contains
about 8,000 entries — double the number in the first
(1955) edition.) Selections of these puzzles and problems
in elementary mathematics have been proposed as training
manuals for problem solving — e.g., Gardner (1978), Polya
(1957, 1962) and Wickelgren (1973). Where the problem is
to deduce a given result, advice to readers generally runs
along the lines of first checking the result with examples
and trying to locate counterexamples. Next, redundant
information should be eliminated. The problem should
be reduced, if possible, to a simpler form. Mathemat
ical theorems and algorithms which might apply should
be pinpointed, and similar problems which have been solved
should be sought. The last two of these steps depend for
their success on a good grounding in applicable algorithmic
and mathematical techniques. And fortunately such a
grounding is sufficient for 'the solution of most software
design problems encountered in practice.
Perhaps the most practical way of nurturing creativity
is to ensure that young promising workers in the field are
given projects which are a little more difficult than they can
comfortably handle. They should be supplied with up-todate tools (both hardware and software) and, to ensure that
they are kept aware of the state of the art, they should be
required to spend, say, about a tenth of their time at
courses and conferences updating their knowledge and
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exchanging views with other professionals working on
different projects.
And their successes should be accompanied by some
positive demonstrations of approval - financial or other
wise, as is appropriate to the individual. Society’s most
precious resource is the enthusiasm of the young. In the
context of computer programming, if it is carefully nur
tured, it can have a greater impact on the effectiveness of
a programmer than any management technique. If it is
allowed to languish, no management skills can revive it.
CONCLUDING REMARKS
It appears that, although various programming aids
are important, managerial decisions, organisational tech
niques and the skills and creativity of individual program
mers have a greater influence on the success or otherwise
of large software projects. In particular, the wide variation
in productivity and creativity between programmers calls
for an organisational arrangement which makes the most
effective use of the more productive programmers by pro
viding them with suitable support and career paths.
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Logic Synthesis for a Computer
Hardware Design Language
A. K. Burston*
A logic synthesiser for converting high level descriptions of digital hardware written in a com
puter hardware description language to an actual logic network is described. The nature of the trans
lation is such that the resulting logic is fast and readily understood for commissioning and mainten
ance. The synthesiser is placed in the context of a complete logic design system. An example of the
translation is given along with figures indicating the performance of the system compared with a hand
produced design for the same function.
Keywords and phrases: register transfer, computer aided computer design.
CR categories: B.5.2, B.6.3.

1.

INTRODUCTION
Computer hardware design languages (CHDLs) are
becoming more important as the complexity of digital
systems grows (see, foj: example Barbacci, 1975; Jordan and
Smith, 1973; and special issues of Computer in December,
1974 and June 1977). The use of a CHDL allows suppres
sion of irrelevant detail when designing such a system but
unfortunately this detail must be provided at some stage
before a design can be realised in terms of real compon
ents. This detail work can occur in two ways: traditionally
CHDLs have been used to describe, and possibly simulate,
systems at a high level (e.g. Stine and Mowie, 1975; Hill and
Huey, 1977) and then detailed design has been a separate
exercise. Attempts have also been made to generate detailed
logic from the CHDL by computer translation as early as
1962 (Gorman and Anderson, 1962), in the same way that
high level code is translated to machine code by a compiler
(e.g. Darringer, Joyner, Berman and Trevilliyan, 1980;
Hafer and Parker, 1978). The primary problem with this
approach is that of efficiency. Carrying the compiler
analogy further: the more efficient the code needs to be,
the lower the level of language that has been used for pro
gramming. The number of decisions the compiler must
make is therefore reduced and hence the degree of ineffic
iency it can introduce is also reduced. Hardware normally
must be the most efficient part of a system and so gate level
design predominates in digital system development.
A CHDL and associated translator to logic can exist
as a stand-alone system and this is entirely suitable for small
designs, but where a complex design is contemplated, e.g. a
full computer, enormous advantages accrue from having the
CHDL as part of a more complex and complete CAD
system (Siewiorek and Barbacci, 1976; Foulk, McLean,
Mason and O’Callaghan, 1980). This paper outlines the
process of translating one CHDL (ADL — A Design
Language — Giumale, 1974; Burston, 1975; Burston, Kinniment and Kahn, 1978) to logic. The translator forms only a
part of a full logic design system, on which it depends. A
number of considerations governed both the design of the
Copyright © 1984, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.

language and the translator. An important one was to pick a
level of design that is not too high and to use a translation
scheme that is, to a certain degree, obvious. This allows the
designer to have good control over the type of detailed
logic generated, preventing the system from surprising him
with extraordinary complexities. A second benefit is that,
because the translation is “obvious”, the resulting logic is
easily related to high level concepts and so commissioning
and maintenance — which are always carried out at a low
level — are not made more difficult. Despite this aim, ADL
is not a trivial language.
Another aim was to make the translator able to
evolve as technology develops. This is one of the aims of
the overall computer aided computer design system. It is
not thought that this can be achieved by making the system
“clever” so that it is capable of adapting to new technology
with only a description of the technology being provided.
This approach would only lead to a very complex, probably
inflexible system which would not cope with radical tech
nology changes. Instead the approach has been to make the
translator modular so that the amount of change that needs
to be done is proportional to the degree of change in the
technology.
2.
2.1

THE MILDS SYSTEM
The Overall System
The work described here forms part of a larger
project called the Manchester Integrated Logic Design
System (MILDS) (Burston, 1981); it is therefore relevant to
provide a certain degree of context for the following sec
tions. MILDS is not a fully designed system but a system
framework that allows the system to evolve to cope with
new features, new technology or just new ideas. However,
MILDS has been designed to force new developments to
maintain compatibility with existing facilities so as always
to present the user with an integrated system. This com
patibility is maintained in several ways. Firstly, a data base
management system is used to control data storage. The
data model adopted forces compatibility in data formats
between components of the system. Secondly, an exten
sible common command language is used by the system so
that new facilities have familiar command formats. The
command language interpreter also has responsibility for
security in the system. Finally, libraries of common soft
ware modules reduce the amount of work in creating a new
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facility and contribute to a common philosophy in the
software. Obviously, tradeoffs between predefinition and
extensibility have been made but that is outside the scope
of this paper.
Two essential features that characterise the system
are relevant here: firstly, all design work is done in a hier
archical manner; i.e. components are defined in terms of
other components successively down to a basic elementary
component level. The second feature is that the physical
and logical aspects of design are well separated. A designer
may create a logic network without concern for details of
implementation. This is not always true of design systems
where often a designer is obliged to break his design into
boards, racks etc. at an early stage. The physical implemen
tation side of the system is of no concern here and will not
be described in detail.

1

2

4

6

waitsat
resetedges

active

freeze —

signal

X2 —

active

resetedges

1

-

_

_ active.
C.
signal —— C

waitsat —
forceclear —
forceset —
signal —

active

Q—

1 —D

—" resetedges
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forceclear

freeze —

The Logic Design Facilities
The central concept in the logic design system is the
“component”. A component is a logic module at any point
in a hierarchy, for example a complete computer or a single
gate. Components can have associated a number of descrip
tions: for instance a textual (English) description, a design
language description (e.g. ADL), a functional description
(i.e. something usable by a logic simulator) etc. In addition
it has an “interface description” that defines the types and
loading characteristics of all signals that connect the com
ponent with its environment, and it may also have a logic
network associated with it. This will be in terms of referen
ces to other component types and interconnecting
“signals”.
Any component can be associated with a physical
representation and the association need not be one to one
(e.g. 4 gates on a single chip). The component types that
have a physical representation do not need to be at the
lowest level in the hierarchy. Thus the internal logic of a
chip (or leaf cell etc.) can appear in the data base and be
used, for example, for simulation. The logic network for a
component is derived by compiling a design language des
cription for the component. This is either in a high level
design language (ADL being the only one so far defined) or
in a special “descriptive” low level language called BBL
(Building Block Language). BBL is a trivial language and
could readily be replaced by a graphical entry system. A
brief example appears in Figure 1.
Unfortunately a description of a component stored as
a hierarchy is not always what is required. For example,
before actually building a computer the hierarchy must be
reduced to a flat structure containing only components
with a physical representation. Similarly, to simulate a net
work all components appearing need to be ones with a suit
able functional description. The MILDS system contains a
program (called the expansion program) that allows the
hierarchy to be collapsed as required. Each component can
therefore have several associated logic networks, called
expansions, suited to different purposes. Complex checks
ensure that all expansions are compatible. This is the only
program that needs to deal with multiple layers of the
hierarchy and so reduces the complexity of all other soft
ware packages. All components that have any known
internal logic have a “level zero” expansion in which no
subcomponents are “filled in”.
Figure 2 shows a very simplified diagram of the
MILDS software system. The functions of the various pack
ages are summarised below. A large number of others are

3

Q “"active
forceset

Logic Diagram Represented by BBL Text Below

♦define: ECL MACRO : TAKMODULE; Idefines loigc family and component name;
♦signal type: ECL STANDARD; lused to check interconnections;
♦page 1; !allows diagram to extend over several pages;
♦comp 1 : 0f?2@ 2/1; Idefines component type and position on diagram;
> waitsat,forceclear; Idefines inputs in standard order;
< X1;
Idefines outputs in standard order;
♦comp 2 : 0R2@ 2/2; > active,signal; < X3;
♦comp 3 : AND2@4/1;> X1,X2;< resetedges;
♦comp A : AND2@ 5/2;^ freeze,X2; < active;
♦comp 6 : DFF @ 4/4;> signal,*1,resetedges,forceset;
! *1 is ’tied to I1;
< X2,notactive;
♦terminals @ 2/5; Idefines connections out of component;
♦in : waitsat,forceclear,forceset,signal,freeze;
♦out : active,notactive,resetedges;

Figure 1. An example of BBL

COMMAND INTERPRETER

FORWARD REF

EXPANSION

TEXT INPUT

SHAPE

SYNTHESISER

TRANSLATOR

ROUTINE

COMPILER

SIMULATOR

COMPILER

DATA BASE

Figure 2. Simplified MILDS Software System

required for a complete system. Further details can be
found in Burston (1981) and in a paper that is currently in
preparation.
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—

The FORWARD REF program is responsible for
creating an interface specification from user textual
input.
—
The TEXT INPUT program just allows textual des
criptions (in ADL, BBL or other languages) to be
entered into the data base.
—
The ADL SYNTHESISER generates an expansion
level zero from existing text.
—
The BBL TRANSLATOR generates an expansion
level zero from existing text.
—
The EXPANSION program creates expansions to
other levels as needed.
—
The SHAPE COMPILER creates a logic symbol fora
component from a textual description.
—
The DRAW program creates a logic diagram for an
expansion.
—
The ROUTINE COMPILER creates a simulation
model for a component.
—
The SIMULATOR performs logic simulations on ex
pansions.
Figure 3 shows a small subset of the data base model
used for the MILDS, system. Rectangular boxes represent
records in the systems and lines with arrows represent oneto-many relationships between these records. Space
prohibits a detailed discussion of this model.

SHAPE

ROUTINE

COMPONENT

EXPANSION
ised in
used by

SIGNAL

COMPONENT
OCCURENCE

INPUT

EXPANSION
OCCURENCE

OUTPUT

will be generated. The expansion program can then be used
to fill in details. Three broad classes of components are
involved:
—
BLOCKS are components defined using ADL and the
internal network is generated by the ADL logic syn
thesis software.
—
BASIC SUBBLOCKs are components described using
BBL, designed in a low level terms, or just compon
ents having a direct physical representation and no
internal structure known to the system.
—
Black box components and basic gates are the ele
mentary components that the logic synthesiser uses
to generate control and data paths between the other
components. These may be defined in BBL or have a
direct physical representation (or both, of course).
All subcomponents to be used will have a description
of their interface defined in the data base before logic
synthesis is attempted. Further expansion of the logic can
not occur until internal structures are defined (where
relevant).
3.

INTRODUCTION TO ADL
ADL is a hierarchical design language intended for the
production of fast, asynchronous logic. The basic unit of
design is the “block” which may contain “subblocks”
(defined as a block elsewhere in ADL or as “basic sub
blocks” in BBL).
The interface for a block, and hence a subblock, is
defined in terms of data “ports” and “control signals”.
Control within a block is made up of a series of control
“paths”; these may operate in serial or parallel and may
branch into other paths. Mechanisms exist for synchroni
sing the flow of control in parallel paths. A single path is
divided into alternate sections of “tasks” and “control
sequences”.
A task is a set of concurrent events in the control
that occur when the task is “activated” and continue
until it is “deactivated". Activation is caused by control
passing to the task from a preceding control sequence.
Deactivation is caused by the occurrence of a combina
tion of control signals for which the task “waits”. When
the task is deactivated control passes to the following
control sequence.
An active task may cause the temporary intercon
nection of two (or more) ports and the setting and
resetting of control signals.
The control sequence between tasks may be empty or
may contain statements to cause the branching of the
control path (conditionally or unconditionally), the termin
ating of a control path and the setting and resetting of
control signals.
The control sequences are assumed to allow control
to flow at infinite speed (in practice at logic speeds). Tasks
are assumed to hold their active state for a finite time.
A typical section of control might look like Figure 4.
1

Figure 3. Simplified MILDS Data Base Model

The Logic Synthesiser in Context
The logic synthesiser system is responsible for taking
the ADL description of a component and converting it to a
level zero expansion. A variety of types of subcomponent
will appear in the network but only a “flat” logic network

Tl: 'SET' a;

2

'FLOW' p <- q;

3

'WAIT FOR' b;

4

'IF' x=y 'THEN' -> T3;

2.3
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5

T2:

Figure 4. Typical Section of ADL
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Task number one (“Tl ”) covers lines 1,2 and 3; line 4 is a
control sequence and line 5 is the start of task 2.
Assuming T1 is active, signal a is set {a may be a con
trol signal out of the current block, into a subblock or local
to the block). Simultaneously the ports p and q are inter
connected (p may be an input to the current block or the
output of a subblock, q is the converse).
This situation persists until control signal b is activa
ted (b is an input to the current block, the output of a sub
block or local). When this occurs (presumably in response
to the setting of a), the task is deactivated and control
passes to the control sequence. The flow path is disconnec
ted. Signal b is automatically reset, a is not.
Line 4 makes the decision that, if the data on ports
x and y is the same, the path continues with T3 being
activated otherwise T2.
■
Figure 5 gives a more complex example of ADL, to
illustrate more features. A block diagram for the corres
ponding hardware is shown in Figure 6.
1 ‘block’ alu[
‘input’
dataa] 0:311, datab[0:31 ], function
2
‘output’
resu lt[ 0:31]
3
‘control in’
start,accepted
4
‘control out’ taken,finished ] ;
S ‘subblock’ adder —
‘input’
6
addl [
adda|0:31 ], addb[0:31 ]
7
‘output’
addrj 0:31 ]
8
‘control in’
addgo ‘control out’
addfin ];
9 'subblock’ multiplier —
10
multi [ . ‘input’
mula[0:311, mulb[0:31 ]
11
‘output’
mulr[0:31j
12"
‘control in’
mulgo ‘control out’
mulfin ];
13 ‘subblock’ reg —
.14
•
regl [
‘input’ regin[0:31] ‘output!. regout[0:-31] ....’
15
:
loadreg‘control out’ ’ regfin];
‘control in’
16 ■'
17 ‘local control’ , buffempty;
18 ‘connection’
adda <— dataa , addb <— datab,
19
mu la <— dataa mulb <— datab,
20
result <— regout;
21 ‘initialise’
Tl;
22 ‘initialise control’
. buffempty;
23, ‘begin’;
‘set’
24
Tl:
taken;
25
start;
‘wait for’
26
‘if’ function ‘then’ —>T4;
27
T2:
‘set’
addgo;
28
‘wait for’.
addfin & buffempty;
29
T3:
‘flow’
regin <—add r;
loadreg;
30
‘set’
31
(Tl ,T6);
->
'
33
T4:
‘set’
mulgo;
34
‘wait for’
mulfin & buffempty;
‘flow’
regin <— m.ulr;
35
T5:
36
‘set’
loadreg;
37
‘wait for’
regfin;
38
(I 1,16);
->
39
T6:
‘set’
finished;
40
accepted;
,
,
‘wait for’
41
‘set’
buffempty;
*•
42
43 ‘end’;
Figure 5. A More Complex Example of ADL

The ADL text describes a simple 32 bit arithmetic
unit. It has two 32 bit inputs and a 32 bit output. A single
bit data input selects either the add or multiply function.
The output is buffered by a register so that a second opera
tion may start while waiting for the output to be accepted.
The overall control is via two pairs of handshake signals.
“Start” and “taken” control the input of data and
“finished” and “accepted” control the output.
The Australian Computer journal, Voi. 16, No. 4, November 1984

multiplier- multi

adder - addl

loadreg

reg - regl

■ regfin

regout

accepted

Figure 6. Block Diagram of Hardware for Example

Lines 1-4 describe the overall block interface. Lines
5-8 describe one instance of the “adder” type of subbfock.
This has two inputs and an output plus “go” and
“finished” control signals. Lines 9-12 describe a multiplier
with similar characteristics. Lines 13-15 describe a simple
register with “load” and “finished” control signals. Line 17
declares a local control signal. This is used to communicate
between two asynchronous control paths. Lines 18-20
describe’tiardwired connections between data ports that are
used when only one source of data appears on a particular
port. Lines 21 and 22 set up the initial conditions for
power-on reset. That is, Task 1 is active and the signal
“buffempty” is set.
Lines 24 to 42 describe the actual sequence of opera
tions. Task 1 just waits for the “go” signal. Line 26 selects
one of two control paths to follow depending on the
“function” data input. Either task 4 is selected (multiply)
of task 2 is selected (add). Tasks 2, 3 and 4, 5 are effective
ly identical. They commence the associated operation and
wait for it to complete and for the buffer to be empty. At
this point task 3 (or 5) transfers the result to the register.
After task 3 (or 5) is an unconditional jump with two
destinations. This causes the activation of both tasks 1 and
6 at once. Task 1 merely signals that the input is finished
with and waits for the next input. Task 6 is concerned with
buffering the output. It signals that output data is available
and waits for it to be accepted. When the data is taken the
“buffempty” flag is set to signal the other control path that
it may load new data. Line 42 contains a “no go” statement
that terminates the control path.
A longer example of ADL appears in the Appendix. A
number of more complex features are used in the Appendix
and a number are not shown in this paper. These will now
be briefly described.
In addition to the simple flow paths shown in the two
examples a flow path may also contain boolean combina
tions of ports, concatenations of ports and constants.
Appropriate logic will be generated for these. The “if”
statement may also contain complex expressions that yield
a single bit result. There exists a “decode” statement that is
a multiway jump depending on the bits that are set on a
•port.
'
,
‘
Normally the statements in a control sequence
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Generator
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Expansion
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Change for slightly
) different logic
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Figure 7. Multipass Approach to Technology Independence

(between tasks) are executed sequentially, however, by
inserting the parallel marker (//) in the sequence they may
be obeyed in parallet thereby enabling multiple successor
tasks to be triggered. This can be achieved with a multiple
destination jump, but not so clearly. Sequential mode may
be resumed using the sequential marker (#).
If two or more tasks have a common control
sequence after them, or if more than one level of successor
selection is desired then the control sequence can be isola
ted in a “decision”. The Appendix example makes the use
of this feature obvious.
In any parallel system it is often desirable to select
between two processes competing for a resource on a
priority basis. ADL provides for this with a priority wait
statement that waits for multiple signals at once. Each
signal has an associated successor task. In the case of more
than one occurring at once, a priority decision can be taken
between them. As an extension to this concept it is also
possible to declare a “semaphore” like object called a con
trolled priority wait. This allows a resource to be locked
while in use by one process. The process executes a “release”
statement to free the resource. The priority mechanism and
semaphore are not discussed further here except to note
that the implementation is relatively simple in hardware.
4.

THE OVERALL TRANSLATION PROCESS
The translation of ADL to logic does not occur in a
single step but in three stages. This involves two separate
programs. The first of these is called the ADL translator.
This is responsible for reading and checking the ADL text
and creating an intermediate data structure (IDS). The IDS
is suitable for input to the logic synthesiser, but can also be
used as a high level block description for other purposes
such as high level simulation, block diagram and flowchart
production and static analysis of parallelism, determinacy
etc.
The IDS consist of a plex structure of modules each
of which represents a single ADL construct. Some useful
simplifications are made. For instance the same flow state
ment may appear in many tasks or the same subexpression
may appear in many flow statements; in the IDS these
constructs only appear once linked to all the uses. This
prevents duplicate logic being generated. The IDS structure
is stored in the data base with the textual definition of the
block. The IDS is totally technology independent.
The second program involved is the logic synthesiser
134

which is also in two passes. The first pass of the logic
synthesiser translates the IDS to an internal structure called
“pseudo logic” which is a logic implementation in terms of
idealised components: gates with unlimited fan in and fan
out, and special “black box” control modules whose
internal structure is unknown at this point. The second pass
is table driven and takes into account the characteristics of
the available component set to generate the actual logic.
The black box control modules will appear in the data base
as separate entities and only their interface specification
will be used by the logic synthesiser to generate the logic.
This multi-pass approach gives very good technology
independence, which is part of the MILDS philosophypthis
is summarised in Figure 7. Thus, for example, to change to
a synchronous implementation only the logic synthesiser
need change. To change from an ECL to TTL implementa
tion only pass two need change. To allow use of a new ECL
gate type, only the pass two tables must be changed (and a
definition added to the data base). To improve the imple
mentation of the control modules only their data base
definition (created via BBL) need change.
5.
5.1

THE LOGIC SYNTHESISER
Introduction
The version of the logic synthesis system that is des
cribed here is intended to produce an asynchronous version
of a block using an SSI logic family such as ECL or TTL.
Other implementations are possible using a similar transla
tion scheme, e.g. Burston (1981) outlines a synchronous
version for use in VLSI designs.

5.2

The First Pass
The first pass generates pseudo logic from the IDS.
The translation is very direct. Each IDS concept generates
a simple piece of logic. This has the advantage that the
designer can anticipate the efficiency of the final logic
while designing in ADL.
The pseudo logic consists of idealised “AND”, “OR”
and “EQUIVALENCE” gates plus black box control
elements and references to subblocks. Each black box
element relates to a single ADL control concept. For
instance, there is a “TASK” module. Figure 8 shows the set
of black box control modules available. Inverses of signals
are assumed to be available at this stage.
Data paths are synthesised directly in terms of
idealised gates, multiplexors are added to every input port.
reset
.clear
set
.signal
active
•clear
reset

OQ

edge in

jEDGE BUFFER;

ln—Kl DELAY

►level out

*)—>°Ut

free
wait
satisfied '

—^true

control

IF MODULE

force clear
data—3

—^false

force set —&

t

signal

r

reset edges

Figure 8. The Set of'Black Box’Control Modules
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The control logic is synthesised as an asynchronous, edge
triggered network of black box modules.
The result is effectively a “one flip-flop per task”
implementation. More component efficient implementa
tions (such as a state-sequence register) are possible but
only at the cost of lowering the logic speed, introducing
hazard and race problems and complexities where parallel
ism is needed.
Signal names are generated as needed and these
names, both in the pseudo and final logic, relate directly to
the ADL design (e.g. “TASK1/RST” is a reset signal
associated with task 1). This, in conjunction with the
“obviousness” of the translation, means that it is relatively
easy to understand the generated logic for commissioning
and maintenance.
The Tidy-up Process
The first pass generates a large amount of surplus
logic. This occurs for a number of reasons. The ADL data
paths may contain constants that pass 1 will implement as
gates with constant inputs. Pass 1 puts a multiplexor on
every port even if it is not needed. Provision is made in the
control for multiway branches and merges; this may not be
needed.
Before pass 2 this redundant logic is removed by a
short “tidy-up” phase that repeatedly removes gates with
constant inputs, one input and no inputs until no such gates
remain.

devices involved is obtained (the synthesis may fail at this
point if a forward reference exists) and finally the created
network is written to the data base.
All used components must be predefined in the data
base, at least in terms of an interface specification. This is
necessary because of the desire to be able to translate
each component independently and not to have a
“binding” phase when modules are used together. This
would alter the existing expansion to allow for fanout etc.
and so any simulation performed on the expansion would
be invalid. This is restrictive in that in a top down design
either the complete design must be done before logic
synthesis or the user must predict the required interface of
subcomponents. It is not particularly arduous to specify the
fanin/fanout required at each level and this could be done
automatically, with some loss of control.

5.3

5.4

The Second Pass
The second pass is concerned with converting pseudo
logic to real logic. Before this can be done the interface
specifications of each component used is fetched from the
data base (i.e. black box control elements, subblocks, basic
subblocks and the block being defined). Internal tables
contain definitions of all the gate types available.
The second pass then replaces all pseudo components
by real ones. The algorithm for this repeatedly scans the
design for pseudo components for which the fanout is
known. There will always be a least one (until all are pro
cessed) otherwise a loop will exist in the logic, a situation
pass 1 will never create. The fanin will be known. The
internal tables are then scanned to find suitable replace
ments. The selection of real components takes account of
the following factors:
—
the possibility of replacing the gate, and preceding
ones, by two level (e.g. and-or) gates;
—
the actual fanout needed (if sufficient fanout is not
available from any real gate then a fanout tree of min
imal depth is created);
—
the actual fanin needed (if insufficient fanin is avail
able from any real gate then a fanin tree of minimal
depth is created);
—
the need for inverses of signals (if inverting gates or,
where needed, gates with both phases of output are
not available, inverters are added).
Where several options exist for implementation then a
notional cost figure associated with each gate is used to
pick the “cheapest” implementation. The cost figure is
based on both speed and monetary cost.
5.5

The Data Base Interface
The data base is accessed by the logic synthesiser on
three occasions. Firstly, the IDS for the desired block is
obtained. Secondly, the interface specification for all
The Australian Computer Journal, Vol. 16, No. 4, November 1984

6.
6.1

TESTS AND RESULTS
Status and Experience
The logic generator has been fully implemented for
asynchronous operation of the control. A number of simple
designs have been run through and the results checked by
hand.
A slightly more complex design was written to evalu
ate the logic produced. The same design was also implemen
ted by hand. Both circuits were then simulated at the logic
level. The resulting component counts and speeds were
compared. In addition to measuring the speed of the gen
erated logic the simulation also served to verify that opera
tional logic was produced. The simulator used was one
written for the SABLE system (Kahn and Loyns, 1979).

6.2 The Test Example
The example is the design of a subblock to perform
the “compression” operation on two bit vectors. This oper
ation is defined as follows: given two equal length vectors
“DATA” and “MASK”, a" vector of less than or equal
length, “RESULT” is produced by suppressing from DATA
all bit positions for which a zero appears in the correspon
ding position in MASK. For example:
DATA

10110101

MASK

01100110

RESULT

01

10
0110

The example was based on 8 bit vectors to limit the simula
tion time needed. The output of the subblock is buffered;
i.e. a second calculation may start while the result of the
first is held for the invoking block to use. The unit can
therefore be used in an asynchronous pipeline. Details
of the example are contained in Appendix 1.
The comparative hand design was a synchronous
state machine using two state registers. One controls the
main path and one the output buffer. A 3 phase 15ns
clock is used, this being the fastest that allowed correct
operation.
A word is needed on the validity of the test. The
hand design is a synchronous state machine and the ADL
design is asynchronous. To design an asynchronous machine
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0.75ns

0.75ns

TABLE 1. Relative Component Counts.

0.75ns

Component
2 input AND gate
2 input OR gate ,
2*2 input AND-OR gate
4 input AND gate
delay element
flip-flop

cost 5
0.75ns

cost

ADL Design

cost

10

cost

10

Hand Design

34
65
1
9
3
50

.19
7
1
4
0
4

12

TABLE 2. Timing for Example Design. .
1. /ns
1.7ns

cost
cost

Timing for D-Type^Flip-Flop:
clock->output:

15

15 .

ADL Design

Operation
Minimum time for operation:
top bit 0
top bit 1
For each extra bit:
0
1
Maximum time:
initialisation:

Hand Design

72ns
80ns

45 ns
60 ns

29ns
46 ns
402 ns
8.3ns

30ns
45 ns
375 ns
15ns

®

1.8ns

„
clear or preset~>
output: 2.3ns

-preset

clear'

D

clock

Figure 9. The Available

by hand with identical characteristics to the ADL design
would result in a very similar piece of logic with some
minor optimisations. This would not be very enlightening
and the results could be obtained from an inspection of the
logic. The hand design is a realistic approach that is often
adopted for register transfer language implementation.
6.3

Test Logic Family
The tests were based on a notional set of ECL com
ponents typical of ECL logic families. Figure 9 shows the
available set of components, their timing (shown above, in
ns), their fan out and loading (shown on the terminals)
and notional cost (shown under), used by the pass two
algorithms. The black box control modules were designed
to use these components and the internal representations
of those used are shown in Figure 10.
Test Results
Both designs used the same available set of compon
ents. Subblocks were identical for both designs and are
ignored in the component counts. Thus the,comparison is
based purely on the control logic generated by the logic
generator. Table 1 shows the total component counts. Both
designs were exhaustively simulated at the gate level and
Table 2 shows the results obtained in nanoseconds. ,

the timings would be closer. It may justifiably be said that
the logic synthesiser generates fast logic, and this is con
sidered more important than compact logic.
The most notable differences are in the number of
components used. The higher, component count in the
ADL design is mainly because of the use of edge control
signals which has resulted in a large number of flip-flops
being used for edge-to-levei conversions. However, edge
control has a number of advantages in reliability and is
easier to generate as timing problems are reduced. It is
possible • to remove some of the flip-flops and some
optimisation of the logic generator could accommodate
this.
A second reason for the inefficiency is that modular
logic is used. Black-box control elements often contain
logic that is not used in a particular invocation, despite the
cost disadvantage it has almost always been found that

*true

edge“^

6.4

IF MODULE

reset edges

EDGE,BUFFER

.freeze

..clear set

■^signal

7.

CONCLUSIONS
The logic synthesis system as described is fully oper
ational. A comparison of the timing of both the hand de
signed and ADL generated systems shows a slight bias in
favour of the hand design.but a- certain amount of flexi
bility is lost. If the subcomponents used had different
timings the synchronous design would have to cope
with the longest delay whereas the ADL design would
adjust dynamically. If both designs were equally, flexible
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standardisation of components in this way has benefits in
maintenance and design. Finally, the fact that the design is
fully parallel has caused the “flip-flop per task” implemen
tation. This approach means that the more complex
designs can have highly parallel architectures without addit
ional complexities, something a synchronous design could
not accomplish. It can therefore be stated that, although
much additional logic has been generated by the logic
synthesiser this is less due to poor synthesis algorithms and
more the fault of using a more complex and flexible form
of control. To get the figures in perspective, a 32 bit version
of the example design might contain some 128 flip-flops
and 500 gates in subbiocks against which the control over
heads are not so significant. Other writers have reported
overheads of from 30% (Hafer and Parker, 1978) to 160%
(Friedman and Yang, 1970) in the logic generated by auto

‘block’ compress['input’ maskin[0:7], fil, datain[0:7]
‘output’ dataout[0:71
‘control in’ go, accepted
‘control out’ taken, done];
‘basic subblock’ exreg —
a['input’ ain[0:7] ‘output’ aout[0:7]
‘control in’ loada, shifta
‘control out’ loadadn, shiftadn],

matic systems. For the logic synthesiser the equivalent
figures are 300%,. considering only the control paths but
only 17% considering both control paths and subblocks.
An important point is that the ADL design took an
estimated one tenth the work to produce and debug. Alter
native control strategies, more suitable to VLSI design
could form the basis of future work in this area but it is
felt that the use of a logic synthesis system in the context
of a CAD environment has been shown to be perfectly
feasible.
APPENDIX 1
Details of the Test Design
This appendix gives details of the ADL design used to
test the logic synthesis system. The algorithm used is not
optimal but as the same algorithm was used for the hand

‘flow’ ain[0] <— maskin[0];
‘set’ loada, loadb, loadc, setO;
‘wait for’ loadadn & loadbdn & loadcdn & setOdn;
-> (T2,D1);
{fork control path}
T3: ‘set’dec;
{decrement counter}
‘wait for’ decdn;

b[‘input’ bin[0:7] ‘output’ bout[0:7]
‘control in’ loadb, shiftb
‘control out’ loadbdn, shiftbdn],

‘set’ subtract;
{signal completion to other path}

*;
c[‘input’ cin[0:7] ‘output’ cout[0:7]
‘control in’ loadc, shiftc
‘control out’ loadcdn, shiftcdn],

{end path}

T4: ‘flow’ cin[0] <— bout[7] ;
{shift 1 bit into result}
‘set’ shiftc;
'wait for’ shiftcdn;

df'input’din[0:7] ‘output’ dout[0:7]
‘control in’ loadd, shiftd
‘control out’ loadddn, shiftddnj;

T5: ‘wait for’ subtract;
{wait for parallel path

'basic subblock’counter —

'if zero + (‘not’ /+aout[0:6]) ‘then’ —>T7;
{continue with T7 if result complete}
II —> T 3;
{continue with T3 and next task}

count[‘output’ zero 'control in’ set0,dec
‘control out’ setOdn, decdn];
‘local control’ subtract, avail;
‘connection’ ain[l :7] <- masking :7],
bin <— datain,
din <— cout,
dataout <— dout,
cin[ 1:7] <— fil*fil*fil*fi|*fj|*fii*fi|;
{ * is a concatenation operator}

T6: ‘set’shifta, shiftb;
{shift up mask and data}
‘wait for’ shiftadn & shiftbdn;

‘initialise’Tl;
{start with T1 active}
‘initialise control’ avail;
(and “avail” set}

T7: ‘wait for’avail;
{wait for output buffer to be free}

—> D1;
{repeal loop}

T8: ‘set’ loadd;
{copy result to output buffer}
‘wait for’loadddn;

‘begin’;

—> (T1, T9);
{fork — ready for new data and output ready for collection}

‘decisions’;
D1: ‘if’ aout[7]=0 ‘then’ ->T5;
{shared control sequence}
—>T4;
{checks if next bit used}
‘end decisions’;
Tl: ‘set’ taken;
{signal ready and wait for go}
'wait for’go;

T9: ‘set’done;
{signal result available and wait}
‘wait for’accepted;
‘set’ avail;
.
{signal output buffer free}

*■i

T2: ‘flow’ cin[Q] <— fil;
{initialise everything}

‘end’;'
Figure 11. ADL
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; circuitry for

‘ EXREG (B)

Figure 12. Simplified Version of Logic Generated for T5 and T6

design this does not affect the validity of the test results. In
addition the subblocks used have improbable loading and
fanout properties which served to test the fanout
algorithms in the logic generator. Again, the hand design
was done to the same specifications.
The ADL text is shown in Figure 11. Note that the
comment convention used is not an ADL one. Some slight
simplification of the ADL design has been done in this
paper for pedagogic reasons. Additional redundant
constructs were included in the original design which the
ADL logic synthesiser successfully removed and so do not
affect any quoted figures.
The block uses two subblock types which were de
signed at the gate level. These are a simple shift register and
a counter. The interfaces to all the block and subblock
types is described below:
COMPRESS:
data inputs:

maskin
datain
fil
data output: dataout
control:
go

7 38

—
—
—
—
—

input for MASK
input for DATA
filler for unused bits of RESU LT
output for RESU LT
set by outer block to indicate data
available
done
— set to indicate RESULT available
taken
— set to indicate ready to start
accepted — set to indicate output accepted

EXREG:
8 bit shift register with
data input: in
data output: out
control:
load
loaddn
shift
shiftdn

parallel load
— 8 bit parallel input
— 8 bit parallel output
— load from parallel inputs
— loading complete signal
— start single place left shift of data
bit 7 is lost and bit 0 is loaded
from bit 0 of ‘in’
— shifting completed signal

COUNTER:
simple counter that counts 0,7,6,5,4,3,2,1,0, can be set to zero
and has an output to indicate a contents of zero
data output: zero
— indicates counter contents zero
control:
setO
— starts set to zero operation
setOdn
— signals end of set to zero operation
dec
— starts decrement operation
decdn
— signals end of decrement operation

In addition two local control signals appear:
AVAIL — set to indicate the output buffer is free
SUBTRACT — set to indicate a decrement is completed

Where possible permanent connections have been
used between ports as declared in the “connection” state
ment. Register a always holds the MASK, register b, the
DATA, register c the working RESULT and register d is the
output buffer for RESULT. Figure 12 shows a section of
the generated logic around Tasks 5 and 6.
The Australian Computer journal, Vol. 16, No. 4, November 1984
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A Simple Approach to the
Nearest-Neighbour Problem
D. J. Abel* and J. L. Smith^
The nearest-neighbour problem deals with the identification of the closest point to a given
query point. It is a classical problem of computational geometry with a wide range of applications.
Many algorithms have been reported but require specialist data structures not supporting solution of
other problems. In this paper a simple but efficient approach based on a data structure accommoda
ting a number of problems in computational geometry is presented. The data structure is novel in
indexing points by a quadtree-like decomposition, with the search strategy exploiting properties of
that decomposition.
Keywords and phrases: nearest-neighbour, quadtree, geographic information system.
CR categories: E.l, H.2.

1.

INTRODUCTION
Most geographic information systems (Nagy and
Wagle, 1979) demand the solution of problems in compu
tational geometry whfch essentially deal with the retrieval
of entities on the basis of spatial relationships. One group
of these problems deals with entities represented as points
(i.e. coordinate pairs) and with point-point or pointsubregion relationships. This paper is particularly concerned
with the nearest-neighbour problem (Shamos, 1975). This
can be informally stated as the identification of the point
from a set of points which is closest to a given query point.
For example, if a database of post offices were to hand
giving for each post office its name, latitude and longitude,
determining the post office nearest to a given address
(specified by its latitude and longitude) requires solution of
a nearest-neighbour problem. The problem arises frequently
in its own right and as a component of various analytical
methods (Hartigan, 1975; Davis and McCullagh, 1975).
The problem has received extensive attention in the
literature with a variety of approaches reported, some pro
viding optimal worst-case performance for queries (Bentley
and Saxe, 1980). However, these call for data structures
specific to the problem and appear unsuitable for solution
for a wider range of problems. Nagy (1980) calls attention
to a usual practical requirement to base design of geo
graphic systems on a need to solve a range of problems.
That is, the nearest-neighbour problem is one of
many problems which must be accommodated by any par
ticular applications system and it will often be unrealistic,
in terms of space requirements and updating costs, to main
tain separate data structures for each type of problem
which might arise. Rather it is attractive to develop rela
tively generalised data structures which support efficient if
sub-optimal algorithms.
This paper presents a data structure for points and an
algorithm for the nearest-neighbour problem. The existing
data structures and algorithms are briefly reviewed and the
basis of the new data structure described. The form of
Copyright ©1984, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.

indexing by location is novel in adopting a regular hierarchi
cal (quadtree) decomposition of the region to assign keys
to points. The search strategy exploits some properties of
that decomposition to search for the nearest-neighbour in
squares of binary-increasing side length. An analysis is
presented showing that the expected cost of a query is low
with design parameters able to be set to place an upper
bound on the number of points examined.
2.

THE AVAILABLE APPROACHES
The nearest-neighbour problem can be formally
stated as follows. Let S be a set of N points in the plane,
with each member p of S defined by its coordinates
(xp, yp). Then the nearest-neighbour problem is to report
the member which is closest to a given query point
(xq, Yq) 'n terms of Euclidean distance. The problem is also
known as the post office problem (Knuth, 1973). Extended
forms consider the problem in k-dimensional space and
where distances are non-Euclidean. We consider initially the
problem only in the place with the Euclidean metric, exam
ining the extensions subsequently.
We are also principally concerned with the semi
dynamic form of the problem (where an intermixed set of
insertions, queries and deletions is to be accommodated)
rather than the static form (where S can be pre-processed
and then queried, with no subsequent insertions or
deletions). Our algorithm is properly semi-dynamic rather
than dynamic as, after Nagy (1980), we assume that the
coordinate domains are able to be specified when the data
structure is first established.
Three styles of approach can be discerned in the liter
ature. Voronoi or Thiessen (Thiessen, 1911) diagrams have
been used by a number of authors (Shamos, 1975; Shamos
and Hoey, 1975; Dobkin and Lipton, 1976; Lee, 1980,
1982) to reduce the query of that location of a point in a
planar subdivision (Lee and Preparata, 1978; Lipton and
Tarjan, 1977). The costs for the static form of the nearestneighbour problem are then O(NlogN) for preprocessing,
O(N) for space and O(logN) for query. Shamos and Hoey
(1975) show these to be the optimal worst-case complexi
ties. A dynamic form of the point location algorithm of
Lipton and Tarjan (1977) is developed by Bentley and
Saxe (1980) with preprocessing and query costs rising to
0(Nlog2N) and 0(log2N) respectively.

*CSIRO Division of Computing Research, PMB Aitkenvaie, Queensland, 4814. +CSIRO Division of Computing Research, GPO Box 1800,
Canberra, ACT, 2601. Manuscript received December 1983, revised August 1984.
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Another divide-and-conquer strategy is the quad-tree
or the more general k-d trees (Finkel and Bentley, 1974;
Bentley, 1975). While these structures do not permit reten
tion of optimality of operations under insertion and dele
tion operations, Overmars and Leeuwen (1982) propose a
pseudo quadtree which remains balanced under insertions
and deletions which have costs of 0(log2N). Bentley (1975)
presents a nearest-neighbour algorithm with a query com
plexity of O(logN); an algorithm with similar performance
is offered by Friedman, Bentley and Finkel (1977).
The third class of approach can be described as cellbased, with points organised by the grid cells within which
they fall. Bentley, Weide and Yao (1980) describe such an
approach based on a spiral search of cells outwards from
the cell covering the query point. By adopting a cell size
such that the expected number of points in a cell is a con
stant, they show the expected cost of a query is a constant.
The underlying data structure is a hash table addressed by
the cell identifiers. They suggest the data structure can be
readily made dynamic using a method of Aho, Hopcroft
and Ullman (1974). Insertions and deletions then have an
expected constant cost and space of O(N). This approach is
clearly attractive but has some deficiencies when viewed in
a geographic information systems context. The use of a
hash table precludes any sequential processing of the point
set, with a region search, for example, requiring a probe of
the hash table for each grid cell covered by the region.
Additionally, as it is necessary to place an upper bound on
the mean number of points in a cell, the cost of an insertion
in the worst case is O(N).
Other cellular approaches are proposed by Tamminen
(1982) and by Matsuyama, Hao and Nagao (1983). Essen
tially these form ‘cells’ corresponding to rectangular subregions such that the number of points covered by each
rectangle is less than or equal to the maximum able to be
held in a ‘page’ of storage of an auxiliary storage device.
Tamminen forms rectangles so that the two side lengths of
a rectangle are constrained to be (possibly unequal) binary
fractions of the side length of the region.
Matsuyama et al., on the other hand, divide a
rectangle so that the numbers of points covered by the two
sons are equal. A further distinction is that Matsuyama et
al. maintain a tree to access a required rectangle, while
Tamminen (1982) uses a form of extendible hashing to
access the pages in secondary storage thus enabling
constant-cost (in terms of accesses to secondary storage)
operations to examine the points within a rectangle.
Tamminen reports that the expected cost of a nearestneighbour solution is bounded above by a constant;
Matsuyama et al. do not present an analysis of their data
structure.
The approach presented here falls within the last
category. Points are indexed by their location, taking as
their location keys the keys of their covering squares
arising from a regular (quadtree) decomposition of the
region. The points are assigned locational keys from keys
for the subquadrants covering them. The form of key
allows points to be implicitly grouped within quadtree
nodes of arbitrary level. The search discipline is to initially
define a search region by reference to the points closest to
the query point in terms of differences in key value, with
the search region represented during the search by its
covering nodes from the quadtree.
Note that the quadtree of Klinger (1971) and the
The Australian Computer Journal, VoL J6, No. 4, November 1984

quadtree of Finkel and Bentley (1974) and Bentley (1975)
are quite different in their concepts. The quadtree is essen
tially an organisation of the quadrants and subquadrants of
a square which is independent of any entities present within
the square. In contrast the quadtree is an organisation of a
set of points by their coordinates as a balanced tree.
3.

THE DATA STRUCTURE
The approach described here is cell-based, but adopts
a regular hierarchical or quadtree (Klinger, 1971) decom
position of the region to develop and organise the cells. At
a level 0, the region can be taken as consisting of a single
square of side length unity. At level 1, the region consists of
4 squares of side length 2-1. At a level 2, the region
consists of 16 squares each of side length 2~2, and so on to
some level n. Clearly a square of level i-1 covers 4 squares at
level i. This decomposition can be conveniently represented
as a tree of outdegree 4 whose root corresponds to the
region and whose leaves correspond to the level n nodes. A
node of the tree at level i then matches a square of size
2~Tree concepts will be used extensively in the descrip
tion of the data structure and the algorithm so that it will
be convenient to refer to nodes rather than squares and to
employ the usual terminology such as sons and ancestors.
A node is identified by its ordered set of ancestors,
with a number of forms of keys available to map a set of
ancestors to a numeric key (Morton, 1966; Gargantini,
1982; Abel and Smith, 1983). These forms permit elemen
tal operations such as determination of the nearest common
ancestor of two nodes to be determined by arithmetic
operations on key values. While the data structure and the
algorithm of this paper can be implemented using any of a
number of forms of key, for simplicity of presentation the
form of Abel and Smith (1983) will be used. Figure 1
shows key values assigned to nodes for n=3. Note that key
values have been given to base 5, a convention followed
throughout this paper whenever numeric key values are
given.

1222

1224

-----1220----1221

1242

1244

------1240------

1223

1422

1424

----- 1420-------

1421

-1ZOO-

1423

1442

1444

------ 1440------

1441

1443

-1400-

-1000-

-1100-

-1300-

1132

Figure 1. Level decomposition and key values for levels, 0, 1, 2 and
3.
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The organisation of the set of points is based on
assigning each point a locational key which is identical
to the key of the level n node covering the point, with n
chosen such that the number of points covered by any node
of level n is small. (We later consider adaptation of n as N
grows.) The data structure applied is conceptually a list of
points in ascending sequence by locational key, with the
data items for each element a point identifier, the
locational key and the coordinate pair. Figure 3 shows a
set of points. The corresponding locational keys can be
obtained by reference to Figure 1.
A suitable dynamic data structure for the list of
points is a B+-tree (Comer, 1979) with the B-tree using the
locational key as its index. From the usual properties of
B+-trees, the insertion and deletion costs for a point are
then O(logN) with the cost of accessing a point by location
al key O(logN) also. A sequential access has a fixed cost.
Space is O(N). We assume five basic operators. INSERT and
DELETE insert and delete a point respectively. NEXT
returns the point with the smallest key greater than or
equal to a given key, while NEXTS and LASTS return the
point immediately following or preceding a current point in
the list.
The formulation of Abel and Smith (1983) can be
modified slightly to determine the locational key k for a
point with coordinates x and y. Assume that the coordin
ates are normalised with respect to the region. The key k
for a node of level i is recursively defined from the key k’
of its father (at level i-1) by
k = k’ + s5n_i

i#0

(1)

where
s=
=
=
=

1
2
3
4

if
if
if
if

k
k
k
k

is
is
is
is

the
the
the
the

SW son of k’
NW son of k’
SE son of k’
NE son of k’.

sje (1,2,3,4)

P(i) = 5n“'

i e (0,1, .. . ,n)

(2)

where

The coordinates for a point to a precision of 2~~n
can be stated as:
x = 2 aj T(-i)
i=0

a,e (0,1)

y= 2 bT T(—i)
i=0

bTe (0,1)

(3)

where
T(i)=2'.
If neither of a0 or bQ is 1, then by reference to (1), k
can be determined as:
k = 2 (2a| + bj + l)P(i)
i=0

=
=
=
=

x
x
y
y

for x ¥= 1
— T(—n) for x = 1
for y + 1
— T(—n) for y = 1.

(5)

This form of key for nodes supports a number of
operations to recover information on nodes and to establish
nodes adjacent to a node of a given key. The search algor
ithm requires a number of these to determine the origin and
sidelength of a node of given key, to evaluate the key of the
nearest common ancestor of two nodes of given keys and to
determine the horizontal, vertical and diagonal neighbours
of a given node. Suitable formulations for these operations
are given by Abel and Smith (1983) and Abel (1984).
It has been required that n be struck so that N/T(2n)
is always small. In practice this is not an onerous require
ment as it will usually be possible to adopt a conservative
estimate of the number of points and set n accordingly.
However, n can be readily adapted to ensure that N/T(2n)
never rises above some desired ratio p. If insertions of
points lead to N/T(2n) being equal to p, the locational
keys for all existing points are re-evaluated for an incremen
ted value of n and a fresh B+-tree established. Clearly the
values for keys reflect the value for n in force when the
keys are evaluated. This adaptation makes a low contribu
tion to the expected cost of an insertion, although clearly
the worst-case cost is not bounded.
THE SEARCH ALGORITHM
The search algorithm is novel in its discipline.
Conceptually a tentative nearest-neighbour is identified as
the closer (in Euclidean distance) of the two points in S
whose locational keys bracket the locational key of the
query point. A search region is then defined as a circle with
the query point as its centre and the distance to the tenta
tive nearest-neighbour at its radius. The search region is
represented as a set of quadtree nodes whose level provides
the smallest side length greater than the distance to the
nearest-neighbour. The points covered by the set of nodes
are then examined and tested as new candidates for the
nearest-neighbour. The search region is adaptively refined:
if a new nearest-neighbour is found, then the remaining
quadtree nodes are correspondingly reduced in size. In fact
a number of variants on definition of the search region can
be proposed. We firstly describe and analyse a simple form
and then note some more efficient alternatives.
The two points in S whose locational keys bracket
that of the query point are simply determined by a NEXT
operation to return the point whose key is the smallest
greater than or equal to the query point’s, and a LASTS to
return the point with the largest key less than or equal to
the query point’s. Let d be the distance to the closer of
these two points. Then s, the level of the quad-tree nodes to
define the search region, is given by

(4)

Equation (4) clearly considers a point as covered by a
node if it lies within the node or on its south or west boun
142

x’
x’
y’
y’

4.

The level 0 node (the whole region) is taken as having
a key of 5n, so that the key for a node of level n can be
written as
k=ESiP(i)
i=0

daries but not if it lies on the north or east boundaries. If
the point lies on the north or east boundaries of the region,
then it is not covered by any node within the region. A
simple treatment to accommodate these cases is to develop
the key from transformed coordinate values x’ and y’ where

s = min (n, {s | d > T (—s—1)} )

(6)

The search region is tentatively defined as the level s
ancestor of the level n node covering the query point
The Australian Computer journal, Vol. 16, No. 4, November 1984
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Figure 2. Search region for S=3 and query point 1412.

Figure 3. Example query point 0 (0.6, 0.65) with key 1412 and
nearest neighbour I with key 1421.

together with the horizontal, vertical and diagonal neigh
bours of that ancestor. Figure 2 demonstrates the modelling
of the search region. Clearly some of the neighbours might
not intersect the search region and their covered points
need not be examined. This condition can be simply tested
by comparing the minimum distance to the node from the
query point with the current distance to the nearestneighbour.
The points covered by a given level s node can be
recovered by a NEXT operation using the node’s key
followed by a sequence of NEXTS operations until a point
not covered by the node is encountered. Clearly the form
of key imposes on the list of points a pre-order traversal
sequencing with points whose keys are those for the level n
descendants of the level-s node immediately following the
position otherwise occupied by the key for that node. A
point can be tested as covered by a node if the key for a
point is equivalent to a level n descendant of that node.
As an example of the operation of .the algorithm,
consider determination of the nearest-neighbour to the
query point (0.6, 0.65) in the set of points shown in Figure
3. The key for the query point is 1412. The points with the
closest points above and below this are B (1323) and E
(1413). Of these, E is closer at 0.16 from the query point.
The level for the nodes for the search region is then 2,
corresponding to a side length of 0.25. The level-2 ancestor
of 1412 is 1410. The first node searched is 1410, with E
becoming as the tentative nearest-neighbour. The node
searched is the north neighbour of 1410, 1420. This yields
the point I, which is 0.1 from the query point and is adop
ted as the tentative nearest-neighbour. The distance also
allows the level of the nodes searched to be reduced to 3,
with the central node becoming 1412. The search progres
ses through the east, south and west neighbours of 1412
(the nodes 1414, 1411 and 1233), all of which contain no
points. An examination of the diagonal neighbours (1243,

1423, 1413 and 1233) shows no points closer than I which
is so proved to be the nearest-neighbour of (0.6, 0.65).
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5.

ANALYSIS
After Weide (1978), we choose to perform analysis in
terms of expected rather than worst-case performance as
modelling more realistically the cost of a set of operations.
We also model solution costs as the number of accesses to
the list of points where an access to the leaves of the
B+-tree provides f points, where f is the order of the B-tree.
This models implementation in a database environment
where the costs of access to auxiliary storage dominate the
in-core costs and in a virtual memory system where pageturns can similarly dominate other cost components
(Schneck, 1983; Lumia, Shapiro and Zuniga, 1983).
To simplify the analysis, we consider the algorithm
degraded to define the first tentative nearest-neighbour
only as the point with the smallest key greater than or
equal to the key of the query point, and to not modify the
level of nodes representing the search region on the basis of
points subsequently found to be closer to the query point.
Assume that the N points are randomly placed in the
region by drawing both coordinates for each point indepen
dently from a rectangular distribution. Equivalently the
points can be considered allocated to the 22n nodes of level
n such that a point has an equal probability of being placed
in any node of level n. The allocation of points then con
forms to a Poisson distribution (e.g. Greig-Smith, 1964).
From the usual properties of a Poisson distribution, the
probability that a given square of area h is allocated no
points is given by exp(—gh), where g is the mean number of
points in a unit area, and the expected number of points in
a square of area h is given by gh.
The algorithm can be analysed as two sets of opera
tions, the first to determine s the level of nodes to comprise
the search region (i.e. to determine the nearest common
143

The Nearest-Neighbour Problem

ancestor of the query point and the closer of the two points
bracketing it in key sequence) and the second to examine
the points covered by the nodes representing the search
region.
The cost of evaluating s is simply that of a NEXT and
a LASTS operation. From the usual analyses of B+-trees, a
NEXT requires at worst (1+logfN) disk accesses, where f is
the order of the B-tree, while a LASTS requires at worst a
single access. Q the cost of determining s is then
Ci = 2 + logfN

(7)

Consider now the cost of examining the points within
a node of level s. As the analysis considers disk accesses
only, it is of principal concern to establish if the expected
number of points requires further disk accesses beyond that
yielding the first of the points covered by each node of the
search region. Denote the expected number of points cover
ed by a node of level s by Es. Then
Es = NT (-2s) .

(8)

An upper bound on Es can be derived by considera
tion of Em the expected number of points covered by the
nearest common ancestor NCA (of level m) of the level-n
node kq (covering the query point) and k^ (covering the
first tentative nearest-neighbour). The nearest common
ancestor of two nodes is defined as the smallest node which
covers two given nodes. As it is required that N/T(2n) «
1, the probability that kq and k-j are identical is small, so
that NCA can be taken as not identical with kq or ki. We
observe that an upper bound on d the distance between two
points within a node of level m is 2,//22“m. As s is chosen
such that the side-length of a node of level s is greater than
d, it follows that s is bounded below by (m—1). We then
have
s>m —1
T(-2s)<4T(-2m)
Es<4Em.

(9)

The level of NCA can be developed by considering
the expected number of (empty) nodes of level n between
kq and k-j assuming the level-n nodes to be sequenced in
key order. Denote this quantity by E[A k]. As the mean
number of points covered by a level-n node is small, the
number of level-n nodes covered by NCA can be taken to
be large. By definition kq and ki cannot lie in the same
quadrant of NCA, or that quadrant would be the NCA.
There are 6 possible allocations of kq and ki to different
quadrants such that k-j follows kq. For example, if kq lies
in the SW quadrant of NCA, then ki can lie in the SE, NW
or NE quadrants of NCA. For these three cases, the
expected number of empty level-n nodes between kq and
k-j are T(2n—2m—2), 2T(2n—2m—2) and 3T(2n—2m—2)
respectively. Considering all six cases, we have
E[A k] = (5/12) T (2n—2m).
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NT(—2m) = 12/5.
and, from (8),
Em = 12/5.
Then, from (9),
Es < 9.6
In practice f the order of the B-tree would be consid
erably greater than 9.6 so that all points covered by a level-s
node would be present within the f points returned by a
NEXT operation on a node. The expected cost of examin
ing a level-s node can then be taken as
C2 = 1 + logfN
with the total expected cost of finding the nearest-neigh
bour given by
C = 1 + (R+1) (1 +logfN)
where R is the number of nodes representing the search
region. For the search region definition under discussion, R
is at worst 9. The search algorithm can then be classed as
O(logN).
As the analysis is conservative, it is instructive to
probe the algorithm’s performance by a simple simulation.
Six trials were performed, for N of 1000, 5000 and 10000
and for n of 12 and 14. In each trial, 1000 query points
were generated randomly. The points with keys imme
diately above and below the query point’s key were used
to establish d and so s and the points covered by the level-s
node covering the query point and that node’s 8 edge-and
corner-contiguous neighbours counted. That is, the region
was not contracted. The average numbers of points
within the nine nodes in total are shown in Table 1. The
upper bound from the analysis is clearly quite conserva
tive while the conclusion that the number of points examin
ed is independent of N is supported.
The cost of a deletion or an insertion (if adaptation
of n is not required or is not triggered) is simply the
O(logfN) cost for the B+-tree. If adaptation of n is triggered
(i.e. if N/T(2n) is equal to p) then the insertion cost for a
single point is O(NlogfN) as all existing (N-1) points have
their keys individually recomputed and are inserted into a
fresh B+-tree. The amortised cost of adaptation can,
however, be classed as O(logfN) for each insertion. As
adaptation occurs when N/T(2n) equals p, where n is the
current level used to index points, we have
T(2n—2)p < N < T(2n)p
or
T(2n)p/4 < N < T(2n)p
As the cost to reorganise N’ points is O(N’logfN’), the
cumulative cost of adaptation is
TABLE 1. Expected number of points within the search region.

(10)

Alternatively, from the Poisson distribution, the
expected number of empty level-n nodes between a given
level-n node and the next non-empty level-n node (in key
order) is simply T(2n)/N. We then have
T(2n)/N = (5/12) T (2n-2m-2)

or

Number of points in set

n

1000

5000

10000

14

12.66

13.58

12.36

12

13.34

12.60

13.13

The expected number of points searched (** 13) is clearly well
below the bound derived from the analysis (i.e. 86.4).
The Australian Computer journal, Vol. 16, No. 4, November 1984

THE

AUSTRALIAN
COMPUTER
JOURNAL
Volume 1 6

February 1984 to November 1984

The Australian Computer Journal, Volume 16, 1984

1. CUMULATIVE CONTENTS
Contributions
Stoegerer, J.K.

A Comprehensive Approach toSpecification Languages

Fernandez, J ,1.

Protocol Translation for Packet Network Interconnection

14- 21

Peady, G.W.

Using the UNIX System on the AAEC Network

22- 26

Greenleaf, G.W., and Clarke, R.A.

Database Retrieval Technology and Subject Access Principles

27- 32

Abel, D.J., and Williams, W.T.

PREPOL: A Method to Convert a Mixed Data Set to allNumeric

33- 35

Reeve, R.C.

Trends in the Use of EDP Audit Techniques

42- 47

Garner, B.J., and Pinnis, J.

Modelling as an Audit Technique

48- 53

Holmes, W.N. and Stanley, P.M.

An Interactive Package for Teaching EDP Audit

54- 59

Breydon, G.S.

The EDP Auditors Association in Australia

60- 62

MacKenzie, H.G., Ryan, D.M. and
Smith, j.L.

Experiments with a Britton-Lee Database Machine on
CSIRONET

63- 70

Watkins, R.P.

Modules in COBOL 83

82- 89

Banerji, D.K., and Kaushik, S.

On Combinational Logic for Sign Detection in Residue
Number Systems

90- 95

Algebraic, Operational and Denotational Semantics of the
Lambda Calculus

96-101

Baker-Finch, C.A,

1-13

Suffern, K.G.

Contouring Functions of Two Variables

102-106

Clarke, A.P., and Marwood, W.

A Compact Pascal-based Mathematical Function Package

107-114

Bennett, J.M.

Zipf’s Law, Structured Programming and Creativity

122-129*

Burston, A.K.

Logic Synthesis for a Computer Hardware Design Language

130-139

Abel, D.J., and Smith, J .L.

A Simple Approach to the Nearest-Neighbour Problem

140-146

Abel, D.J., and Smith, J.L.

A Data Structure and Query Algorithm for a Database of
Areal Entities

147-154

Bailes, P.A.

A Rational Pascal

155-163

Miscellaneous

Book Reviews
Editorials
Letter to Editor and Reply
Call for Papers for Special Issues
Information for Authors
The Journal’s Referees

36-40, 73-78,115-119,164-168
41,81,121
71-72
35, (62, 89), 114, (163)
79-80

120

The Australian Computer Journal, Volume 16, 1984

2. TITLE INDEX
(Titles of books reviewed in the Journal given in italics)

A Compact Pascal-based Mathematical
Function Package
A Comprehensive Approach to
Specification Languages
A Data Structure and Query Algorithm
fora Database of Areal Entities
A New Approach to Scientific Computation
A Programmer's Geometry
A Rational Pascal
A Simple Approach to the NearestNeighbour Problem
Advances in Computers, Volume 22
Algebraic, Operational and Denotational
Semantics of the Lambda Calculus
An Interactive Package for Teaching EDP
Audit
An Introduction to APL
BASIC Thermodynamics and Heat Transfer
BASIC for Micros
BA S 1C numerical mathematics
Building Decision Support Systems
COBOL for Micros
Computer Applications in Production
and Engineering
Computer Hardware Description Languages
and Their Applications
Computer Network Architectures
Computer Performance Modeling Handbook
Computer Science and Statistics
Computing in the Humanities
Contouring Functions of Two Variables'
Data Center Operations
Data Structures and Algorithms
Database Retrieval Technology and
Subject Access Principles
Digital Computer Structure and Design
Digital Image Processing of Remotely
Sensed Data
Distributed Data Bases
Distributed Data Processing
Experiments with a Britton-Lee Database
Machine on CSIRONET
FORTRAN for Micro
Formal Description of Programming
Concepts II
Frorh Hardware to Software
From Logic to Computers
How to Solve it by Computer
Information Systems Design Methodologies;
A Feature Analysis

107-114
1-13
147-154
119
39
155-163
140-146
119
96-101
54- 59
117-118
36- 37
76
16
117
78
115
39- 40
78
165-166
76
76- 77
102-106
36
74- 75
27- 32
38
37
75- 76
164
63-70
36
37- 38
168
77
116
166-167

Logic Synthesis for a Computer Hardware
Design Language
Management of distributed data processing
Mastering CP/M
Mastering Computer Programming
Methodology and tools for data base design
Micro-PROLOG
Microcomputers
Microcomputers and their Commercial
Applications
Micropuzzles
Modelling as an Audit Technique
Modern Data A nalysis
Modules in COBOL 83
On Combinational Logic for Sign Detection
in Residue Number Systems
On-Line Computing for Small Businesses
Optical Communication
Optical Devices and Fibers
Organisation und Betrieb eines
Rechnenzentrums
PREPOL: A Method to Convert a Mixed
Data Set to all Numeric
Pathways to the Information Society
Performance Control
Performance of Data Communication Systems
and Their Applications
Planning for Future Market Events Using
Data Processing Support
Portable Micro-computers
Programming in C
Protocol Translation for Packet Network
Interconnection
Security, IFIP/Sec '83
Sensor Selection Guide
Software Engineering
Sparse Matrix Technology
Starting with UNIX
Systems A nalysis and Design
Systems Design for, with, and by the Users
The Computer Book: an introduction to
Computers and Computing
The EDP Auditors Association in Australia
The Personal Computer Handbook
The Slumbering Sentinels
The Software Catalog: Microcomputers
and Minicomputers
Trends in the Use of EDP Audit Techniques
Using the UNIX System on the AAEC Network
Zipf’s Law, Structured Programming and
Creativity

130-139
168
73
166
77- 78
118-119
164-165
76
119
48- 53
115
82- 89
90- 95
75
167
115-116
36
33- 35
78
36
115
165
164-165
116-117
14- 21
166
167
164
165
118
117
38- 39
38
60- 62
164-165
73- 74
73
42- 47
22- 26
122-129

The Australian Computer journal, Volume 16, 1984

3. CONTRIBUTOR INDEX
Abel, D.J. 33-35,140-146, 147-154
Adamson, W.J. 165
Arnott, D. 117
Bailes, P.A. 155-163
Baker-Finch, C.A. 96-101
Banerji, D.K. 90-95
Baxter, R. 115
Beaumont, W.P. 78
Bennett, A. 38-39
Bennett, J.M. 122-129
Breydon, G.S. 60-62
Bright, D. 166
Burston, A.K. 130-139
Carrington, D.A. 73
Cartmel, J.A. 115
Celler, B. 167
Chung, P.S. 167
Clarke, A.P. 107-114
Clarke, R.A. 27-32,36
Clements, D.J. 119 .
Codings, P.A. 75
Dampney, C.N.G. 164

Murtagh, B.A. 165
Nijssen, G.M. 77-78
Peady, G.W. 22-26
Pinnis, J. 48-53
Reeve, R.C. 42-47
Reid, T.A. 168
Richards, J.A. 37
Robinson, K.A. 73
Ryan, D.M. 63-70
Sammut, R.A. 115-116
Sanger, P. 36
Smith, J.L. 63-70, 75-76,140-146,
147-154
Stanley, P.M. 54-59
Stoegerer, J.K. 1-13
Suffern, K.G. 102-106
Trahair, S. 166
Vasak, T. 118-119
Vickers, T.N. 37-38
Watkins, R.P. 82-89
Williams, W.T. 33-35
Yuen, C.K. 38

Davidson, M.R. 76
Douglas, J.B. 76,117-118
Fay, D.Q.M. 76,77,116-117
Fernandez, J.l. 14-21,78
Garner, B.j. 48-53
Greenleaf, G.W. 27-32,73-74
Guttman, A.J. 39
Hawryszkiewycz, I.T. 117,166-167
Hext, J.B. 74-75
Holmes, W.N. 54-59
Howarth, B.R. 165-166
Hurst, A.J. 39-40
Jamieson, R.A. 76
Kaushik, S. 90-95
Kay, J. 118
Lions, J. 78, 115,119,164-165
Lister, A.M. 164
MacKenzie, H.G. 63-70
Marwood, W. 107-114
Mason, P.J. 36-37, 76-77
McCrea, P.G. 168
McKerrow, P.J. 38

4. CR CATEGORIES INDEX
B.

C.

D.

HARDWARE
B.2 Arithmetic and Logic Structures 90-95
B.5 Register-Transfer-Level Implementation
B.5.2 Design Aids 130-139'
B.6 Logic Design 90-95
B.6.3 Design Aids 130-139
B.m Miscellaneous 90-95
COMPUTER SYSTEMS ORGANISATION
C.1
Processor Architectures 63-70
C.2 Computer-Communication Networks
C.2.1 Network Architecture and Design
14-21,22-26
C.2.2 Network Protocols 14-21,22-26
C.3 Special-Purpose and Application Based Systems
90-95
C.4 Performance of Systems 48-53
SOFTWARE
D.O General 1-13
D.1 Programming Techniques 54-59
D.2 Software Engineering 1-13
D.2.0 General 122-129
D.2.1 Requirements/Specifications
D.2.8 Metrics 122-129
D.3 Programming Languages
D.3.0 General 155-163
D.3.3 Language Constructs 82-89

F.4.

Mathematical Logic and Formal Languages
27-32

G.

MATHEMATICS OF COMPUTING
G.1 Numerical Analysis
G.1 .m Miscellaneous 107-114
G.m Miscellaneous 33-35, 102-106

H.

INFORMATION SYSTEMS
H.1 Models and Principles 48-53
H.2 Database Management 63-70,140-146,
147-154
H.3 Information Storage and Retrieval 27-32

I.

COMPUTING METHODOLOGIES
I.3
Computer Graphics
1.3.4 Graphics Utilities 102-106
1.3.7 Three-Dimensional Graphics and Realism
102-106
1.5
Pattern Recognition 33-35
1.6
Simulation and Modelling 48-53
1.7
Text Processing 27-32

J.

COMPUTER APPLICATIONS
j.1
Administrative Data Processing 27-32,42-47,
54-59
J.3 Life and Medical Sciences 33-35

K.

COMPUTING MILIEUX
K.3 Computers and Education 60-62
K.3.2 Computer and Information Science
Education 155-163
K.5 Legal Aspects of Computing 27-32
K.6 Management of Computing and Information
Systems 1 -13, 42-47, 48-53, 54-59
K.7 The Computing Profession 42-47, 60-62

122-129

E.

DATA
E.O General 27-32
E.1
Data Structures 48-53,140-146,147-154

F.

THEORY OF COMPUTATION
F.3 Logics and Meanings of Programs
F.3.2 Semantics of Programming Languages
96-101

The Nearest-Neighbour Problem

0(S1pT(2i)logf(pT(2i))
i=1

<0(p

ns1 T(2i)

logfN

i=l

<0(p

(T(2n) — 4)/3

logfN

<0(4/3 • NlogfN)
so that the average cost of adaptation is O(logfN) per point.
7.

SOME VARIATIONS
There is some potential for alternative definitions of
the search region and its representation by quadtree nodes.
In terms of the analysis presented above, the thrust is to
reduce R at the penalty of increasing Es. Provided Es re
mains small relative to f, there is little penalty in additional
disc accesses to retrieve all points covered by the larger
nodes.
For example, only four nodes of level (s-1) cover the
nine nodes of level s which cover the original search region,
taking s as defined by equation (6). When R is reduced to
4, the expected number of points covered by each of the
four nodes rises to 38.4, with a total of 153.6 points
expected to be examined against the 86.4 for the original
nine nodes. Reference to the permissible range of f is
required to determine if a nett reduction in the solution
cost is provided.
The algorithm has been described in terms of identi
fying the point closest in Euclidean distance. Minor changes
are required to accommodate other metrics such as Man
hattan distances. Clearly the procedures to find a first
tentative nearest-neighbour and to adopt the level for the
search region’s nodes remain substantially unchanged. The
search region, however, must be re-defined to include all
nodes of that level to which the minimum distance (under
the metric chosen) is less than or equal to the first mini
mum distance. Note that the formulation of the key for
points is not required to be altered.
8.

DISCUSSION
In comparison to the approach of Bentley et at.
(1980), the data structure and algorithm presented here
can be viewed as compromising the expected insertion,
deletion and query costs to reduce the worst-case perfor
mances. That is, the algorithm offered here provides a com
promise between the optimal expected performance of the
cell approaches, and the optimal worst-case performances
of the divide and conquer strategies.
Comparison of the data structure and algorithm with
those of Tamminen (1982) suggests a number of points of
similarity and some differences. The ‘search by brothers’ of
Tamminen can be viewed as allied to search of a region by
its covering nodes. However, Tamminen has to search up to
22 rectangles in contrast to the nine shown here. His con
stant time expected solution cost flows from use of exten
dible hashing, while the O(logfN) solution costs of our
approach are attributable to use of the B+-tree. The simula
tions of Fagin et a/. (1979) show that the differences in
costs to access leaves of the two structures is only roughly
10% in favour of extendible hashing, so that the quad
tree-based approach appears likely to be faster in operation.
We also note that the B+-tree has more evenlydistributed insertion costs (by virtue of its use of a balanced
The Australian Computer Journal, Vol. 16, No. 4, November 1984

tree) than the extensible hashing structure which can
require reorganisation of the directory when it overflows.
While both Matsuyama et at. (1983) and Tamminen offer
comparisons of their structures with use of quadtree-like
decompositions, they assume that empty nodes are explicit
ly represented, in contrast to the approach adopted here.
The data structure and algorithm appear able to be
extended to spaces of higher dimension. Clearly the major
changes required are to adapt the form of key and to search
a greater number of neighbouring nodes. Gargantini (1982)
presents an extension to a form of key similar to that
applied here to cater for 3-dimensional space and exten
sions to spaces of higher dimensions appear readily prac
ticable. However, as there are 3k-1 neighbours, in a space of
k dimensions, to a node, the expected cost of a query rises
exponentially with the dimension of the space.
As argued earlier, it is advantageous that a data struc
ture support efficient solution of a number of problem
types. In contrast to the divide-and-conquer strategies
which organise points by the properties of the set of
points, the quadtree approach organises points by their
absolute location in space and so offers some potential for
solution of problems based on point-subregion relation
ships. For example, consider subregion searching problems
such as identification of all points within a defined neigh
bourhood of a query point and retrieval of all points within
a polygonal subregion.
Clearly as the points are assigned keys corresponding
to the level n nodes from a quadtree decomposition of the
region, the subset of points within a defined subregion can
be determined by developing a conventional quadtree rep
resentation of the subregion and extracting those points
whose keys correspond to the black nodes or the descen
dants of the black nodes of the subregion’s quadtree. (A
quad-tree representation of a subregion is effectively a
colouring of the nodes of the region with a node coloured
black if it lies wholly within the subregion.) Where the subregion is defined by a functional form for its boundary
(such as a circle of a given radius centre), the algorithm of
Oliver and Wiseman (1983) provides a simple means for
generating the quadtree which is reasonably efficient. For
subregions of more general shape, the quadtree-fromboundary algorithm of Samet (1980) is more attractive.
Application of the analysis of Samet and of the analysis
here shows that the subregion enclosure problem can be
solved by this algorithm operating on the data structure
described herewith worst-case complexity of 0(LnlogN+k’),
where L is the length of the perimeter of the subregion in
units of T(—n) and k’ is the number of points found.
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A Data Structure and Query Algorithm
for a Database of Areal Entities
D. J. Abel* and J. L. Smith^
Data structures for geographic information systems desirably should support the efficient
execution of a number of query types based on spatial relationships. This paper pursues this goal by
proposing a data structure for entities of type 'area’. The approach is based on addressing an entity by
a limited number of subquadrants which together cover it. An algorithm for the rectangle retrieval
problem is presented which provides better performance than a reported algorithm. The point
inclusion problem is framed as a degenerate case of an extended form of the rectangle retrieval
problem and is shown to be solvable with costs proportional to the logarithm of the number of
entities in the database.
Keywords and phrases: rectangle retrieval, quadtree, geographic information systems, compu
tational geometry.
CR categories: E.l, H.2.

1.

INTRODUCTION
Most geographic information systems require provis
ion for retrieval of spatially-defined entities by their
location or by spatial inter-entity relationships. For
example, if the entities in a database are airports (represen
ted as co-ordinate pairs) and states (represented by their
boundaries), then an example of retrieval by location alone
would be to determine the closest airport to a city of
known co-ordinates, with retrieval of all Victorian airports
an example of a query in terms of inter-entity relationships.
These examples will be recognised as instances of the
nearest-neighbour problem (Shamos, 1975), and a subregion enclosure problem (Nagy, 1980). More generally a
geographic information system (GIS) database can be
viewed as an organisation of 2-dimensional entities of the
types ‘line’, ‘area’ and ‘point’ able to satisfy queries
expressed in terms of spatial properties and relationships.
Execution of these queries will usually require solution of
problems in computational geometry.
While there is a formidable body of literature on data
structures and algorithms for a number of computational
geometry topics, the GIS database designer remains faced
with a number of difficulties in developing a flexible and
efficient system. Firstly, attention has only recently been
given to dynamic forms of problems where, as is usual in a
G IS, an intermixed set of updates and queries is to be hand
led. Secondly, data structures are usually specific to a par
ticular problem so that direct application of the reported
structures and algorithms would lead to a high degree of
redundancy in the database with the usual penalties.
Thirdly, when stated sufficiently generally to accommo
date practical GIS requirements, many problems are known
to be computationally difficult (Fredman, 1981).
Not surprisingly design of GIS databases has usually
sought to reduce the inherent complexity of the desired
query types. Two styles of approach can be discerned. The
first is essentially restriction of the forms of representation
Copyright © 1984, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.

of the entities to those forms enabling simple execution of
a targeted set of queries. For example, the Victorian air
ports query can be made near-trivial by representing states
as a set of cells and retrieving the airports within each of
the cells for Victoria. Penalties can arise in a possible loss of
precision (where cellular representations are adopted) and
in an increased difficulty for some query types. A second
approach is to include explicitly in the database the com
monly-required spatial relationships as attributes of the
entities, effectively reducing the spatial database to a for
matted database. For example, the Victorian airports
query could be handled very simply if the attributes for
each airport included the state in which it is located. This
approach clearly has disadvantages in increasing the volume
of data preparation required and in an inability to treat
unanticipated query types efficiently if at all. We suggest
then, that attention to data structures is desirable to over
come the limitations of the current technology.
This paper proposes a simple data structure for
spatial entities of type ‘area’ within a GIS database. The
general philosophy follows those of Tamminen (1983) and
Abel and Smith (1984) in seeking to provide an efficient
solution of a range of problems within a single data struc
ture. The data structure is semi-dynamic in supporting
an intermixed set of queries, insertions and deletions but
with the restriction that the co-ordinate domains for the
region considered by the GIS are known in advance. The
suitability of the data structure is examined by considera
tion of two representative problems, the rectangle cover
problem (Abel and Smith, 1983) and the point inclusion
problem (Lipton and Tarjan, 1977).
The rectangle cover problem can be described infor
mally as follows: given a set of rectangles whose sides are
parallel to the sides of a rectangular region, identify those
rectangles which fully or partially cover a given query rec
tangle. In a GIS context, it deals with the retrieval from a
database of those entities fully or partly within a designa
ted window. As a representative example, generation of a
postcode map of Sydney might require the extraction of
the postcode districts within the minimum bounding rec
tangle of Sydney from a database of postcode districts of
Australia where the districts within the database are stored
at a first level by their minimum bounding rectangles.
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The point inclusion problem is one of the classical
problems of computational geometry. It deals with the
identification of the polygon covering a given query point
from a set of polygons covering a region, usually assuming
polygons do not overlap. For example, identification of the
postcode district for an address of known co-ordinates
could be framed as a point inclusion problem. This prob
lem can be treated as a degenerate form of the rectangle
cover problem, by representing the polygons in the first
instance by their minimum bounding rectangles and the
query point by a square of minimal size.
2.

A BASIS FOR A STRUCTU RE
A quite substantial number of data structures have
been proposed for the efficient organisation of GIS data
bases (Dutton, 1978). Two styles of approach can be dis
cerned. The first group of approaches is characterised by
organising the entities by within-set properties. For
example, the k-d tree (Bentley, 1975) has as its basis a
division of the set of entities such that there are equal num
bers of entities in the subsets formed. Other data structures
of this type include the segment trees (Bentley and Wood,
1980), ECDF trees (Shamos and Bentley, 1977) and
layered segment trees (Vaishnav.i and Wood, 1982).
The second style of approach is to organise entities
by the subregions they occupy. Usually the subregions are
those arising from an hierarchical decomposition of the
region (Cook, 1977; Comeau, 1981; Weber, 1977;
Tamminen, 1983; Nievergelt, Hinterberger and Sevcik,
1984). For example, Cook (1977) organises entities
into, sets covered by tiles or subquadrants of the region,
choosing the largest subquadrants which cover no more
than the greatest number of entities able to be stored
in a page of an auxiliary storage device! Tamminen (1983)
adopts a similar decomposition but chooses to subdivide
into rectangles of equal size. A variation is proposed by
Matsuyama, Hao and Nagao (1983) who divide the region
into rectangles, with a rectangle split into two portions of
possibly unequal size when the maximum number of
entities is reached so that the two sons cover equal numbers
of entities. A variety of data structures are available to
address the subregions: Cook (1977) used an indexed list,
Matsuyama et ai. (1983) a tree and Tamminen (1983) a
form of extendible hashing (Fagin et ai, 1979).
The approach presented here falls within the second
category. It can be viewed as an extension of that of Abel
and Smith (1983) with entities individually referenced by a
subquadrant which fully covers it. The subquadrants are
those arising from a quadtree decomposition (Klinger,
1971) of the region enclosing all the entities in the
database. Under this, the region, assumed without loss of
generality to be a square of unit side length, can be con
sidered at a first level of decomposition to consist of its
four quadrants of side length 2~‘. These are designated as
subquadrants of level 1. Each in turn can be taken to be
split into four subquadrants of level 2 and side length 2-2.
Clearly the decomposition can be continued to some level
L, where 2~L corresponds to a desired precision of rep
resentation. The subquadrants can be conveniently repre
sented as the nodes of a tree of outdegree 4. As tree con
cepts will be used extensively in the description of the
data structures and the algorithm, it will be convenient to
refer to nodes rather than subquadrants and to employ the
usual terminology such as sons and ancestors. An entity
148

Figure la. An example of quadtree representation. A rectangle
(shaded shown as a set of subquadrants from a quadtree decompo
sition of the region.

B

Black node

□

White node

O

Grey node

Figure 1 b. Quadtree representation of the rectangle.

can be mapped by colouring the nodes of such a tree black
if the node is wholly within the entity, white if wholly
outside and grey otherwise. If a node is black or white, all
its descendants must be of the same colour and the node is
taken to be a leaf. The coloured tree is referred to as a
quadtree. Figure 1 demonstrates the process.
Abel and Smith (1983) base their approach on
addressing an entity in the database by the smallest cover
ing quadtree node (the SCN) which fully covers the entity’s
minimum bounding rectangle. Each entity is assigned a
locational key derived from the ordered list of ancestors
(in the quadtree) of the SCN. The access structure used is a
B+-tree (Comer, 1979), selected as a data structure suppor
ting both direct access by locational key and sequential
access in ascending or descending sequence by locational
key. The form of the key is recursively defined as follows.
Let k be the key for a node of level m, where m is non
zero, and let k’ be the key for the father (at level (m-1)) of
k. Then k is given by
k = k’ + Sm(k)P(rn)

(1)
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Figure 2. Keys of the form of Abel and Smith (1983) for nodes
with L=3. Note that values are given to base 5.
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database, and estimate the expected number of disk
accesses to satisfy a query as 0(N,/2).
Clearly this simple approach has an inherent limita
tion as the size of an entity’s SCN may be large in relation
to the entity. If, for example, the query rectangle encloses
the centre of the region, then its SCN is the entire region
and all entities must be examined.
The thrust of the extensions proposed here is to
employ quadtree concepts more extensively. The SCN of
an entity will be recognised as the nearest common ances
tor (NCA) of the black nodes of the entity’s quadtree.
Clearly if an entity were represented in a data structure
by the black nodes of its quadtree at a desired precision of
representation and retrieval performed by identifying those
entities with at least one node which is an ancestor or
descendant of one of the query rectangle’s black nodes,
then no entities outside the query rectangle would be
retrieved. Three objections are present to this. Firstly, the
space requirements would be high for realistic L. Secondly,
the generation of the quadtrees for the entities would make
pre-processing unacceptably expensive. Thirdly, there
would be a requirement to test each node retrieved as
belonging to an entity already identified as satisfying the
query.
A compromise between using all black nodes and
only their nearest common ancestor can be proposed. For
simplicity of presentation, we initially describe the modi
fied approach in terms of using nominally 4 indexing nodes
for a rectangle and subsequently consider the more general
case of using up to 4) nodes where j is a non-zero integer.
For four indexing nodes, we adopt a minimum level h for
the indexing nodes which is related to the greater side
length d of the rectangle by
h = min (L,{ s; 2-s~~1 < d}).

(3)

and
P(m) = 5L_m
The key for the root node (the entire region) is taken
to be P(O). The genera! form for a key of a node of level m
can then be expressed as
m
k= 2 Sj(k)P(j)
(2)
1=0

A particular property of this form of key is that it
imposes a preorder traversal sequence on a set of nodes held
in ascending sequence by key (Abel and Smith, 1983). Let
k be the key for some node of level m, where m is less than
L. Then the key k’ for any descendant of that node is boun
ded below by k and above by (k+P(m)). Similarly k” the
key for any ancestor of k is always less than k.
Figure 2 shows keys assigned to nodes for an L of 3.
Note that key values are given to base 5; this convention is
followed throughout this paper where numeric key values
are given. The Sj(k) values will be referred to as the digits of
a key.
The retrieval algorithm of Abel and Smith (1983) is
essentially a search for those entities which have keys which
correspond to nodes which cover or are covered by the SCN
of the query rectangle (i.e., those entities which have an
SCN which is an ancestor or descendant of the query rec
tangle’s SCN). They show that the space required by their
structure is O(N), where N is the number of entities in the
The Australian Computer Journal, Vol. 76, No. 4, November 7984

The indexing nodes chosen are then tentatively the
up to 4 level-h nodes which each cover part or all of the
rectangle. Flowever, if a single descendant of one of those
level-h nodes covers the same part of the rectangle as its
level-h node, then that descendant is used in place of the
level-h node. We note degenerate cases can occur, where a
rectangle is indexed by 1 or 2 nodes.
The thrust of the modification is then to place a
fixed upper bound on the ratio of the side lengths of the
indexing nodes and the rectangle. Analysis will show that
this enables the 0(N,/2) query cost of the algorithm of Abel
and Smith (1983) to be reduced to 0(R + logN) where R is
the expected number of rectangles retrieved.
3.

THE DATA STRUCTURE
We consider implementation only in terms of a data
structure for solution of the rectangle cover problem only.
In practice there Would additionally be a full spatial defin
ition of entities (for example., a co-ordinate or cellular
representation) and attribute data (such as entity names,
populations and so on). Discussion then essentially con
siders the case where a separate ‘locational’ index is formed.
We assume that it is possible to extract from the full data
base a unique identifier for each entity and its minimum
bounding rectangle.
The data structure is an ordered set RECT_BY_KEY
of up to 4N records. Each record corresponds to an index
ing node for a rectangle, and has five data elements. Two
elements of the record are taken to be supplied when a
149
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record instance is created. These are RECT_ID (a unique
identifier for the rectangle) and RECT_COORDS (a vector
of four elements giving the co-ordinates of the SW and NE
corners of the rectangle). The remaining elements are
NODE (the key of the indexing node with this determining
the sort order), NODE1 and NODE2. NODE1 and NODE2
are used during execution of a query to determine if the
rectangle for the record instance has already been consid
ered. They are defined as follows. Let the four indexing
nodes of a rectangle be CN1, CN2, CN3 and CN4 in ascen
ding sequence by key. Then,
—
in the record instance for CN1, NODE! and NODE2
are set as‘null’;
for CN2, NODE! is CN1 and NODE2 is ‘null’;
for CN3, NODE1 is CN1 and NODE2 is ‘null’;
for CN4, NODE1 is CN2 and NODE2 is CN3.
That is, NODE1 and NODE2 give the keys of other
indexing nodes for the same rectangle which might be
previously encountered in a key-order traversal and which
are sufficient to test a query rectangle’s indexing nodes as
covering any previously-encountered indexing nodes for the
rectangle..
We require RECT_BY_KEY to be able to be
accessed both serially and directly by NODE, that it be in
ascending sequence by NODE, and that its access structure
support intermixed insertions, deletions and queries. A suit
able implementation is the B+-tree using NODE as the key.
We denote the order (the number of entries for B-tree
nodes) by f and the number of record instances able to be
held in the leaves of the B+-tree by g. Five elemental
operations are assumed available. NEXT examines
RECT_BY_KEY to return the record instance with the
smallest key greater than or equal to a given key, while
NEXTS and LASTS return the record instance immediately
following or preceding a current record instance in key
sequence. INSERT creates a record instance while DELETE
destroys one. The usual analyses for B+-trees apply (Comer,
1979; Abel, 1984). The space is 0(E) where E is the
number of entities held. The NEXT, INSERT and DELETE
operations each require 0(logf(E/2)) disk accesses with
NEXTS and LASTS requiring at worst a single access. A
leaf contains at worst g/2 record instances.
We assume that L is fixed for the life of the database
and is struck by reference to the precision to which the co
ordinates for entities are given. Note that f and L are inde
pendently defined and that the same node may be used as
an indexing node for more than one rectangle.
INSERTION AND DELETION
The indexing nodes for a rectangle are determined by
a three step procedure. Firstly, the level h for the covering
nodes is struck using Equation (3). We observe that at most
4 nodes of level h are required to cover the rectangle, as the
side length 2~h of the covering nodes has been struck to be
greater than the greater side length of the rectangle.
Secondly, the co-ordinates of th'e common corner of the
four covering nodes are determined, adopting a convention
which places the SW corner of the rectangle in the SW
covering node as shown in Figure 3. Denote the co
ordinates of the common corner by XC and YC. XC and
YC are trivially given by

1-h

2

Figure 3. The four covering level-h nodes for the rectangle.

XC.YC

4.

XC = 2~h[1 + INT_ (x/2-h)]
YC = 2_h[1 + INT_ (y/2-h)]
150

(4)

Figure 4. Determination of the smallest covering node for a portion
of the rectangle.

where INT_ denotes division with truncation and where x
and y are the co-ordinates of the SW corner of the rec
tangle. Thirdly, the smallest node which covers the portion
of the rectangle within each of the level-h nodes is deter
mined. Consider the determination of the indexing node for
the portion of the rectangle within the SW of the level-h
nodes (see Figure 4).
The co-ordinates of the SW and NE corners of the
portion of the rectangle are determined. By the convenThe Australian Computer journal, Vol. 16, No. 4, November 1984
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node with a given key and for the determination of the
nearest common ancestor of two nodes are described by
Abel (1984).
Deletion is performed similarly.
5.

Figure 5. Instances where a rectangle has fewer than four indexing
nodes.

tion on placement of the level-h nodes, the SW corner is
identical to the SW corner of the rectangle. The co
ordinates (x’, y’) of the NE corner are given by
x’= min (x2,XC)

(5)

y’= min (y2,VC)
where x2 and y2 are the co-ordinates of the NE corner of
the rectangle. The smallest covering node for the portion is
then determined as the nearest common ancestor of the
level-L nodes K1 and K2 occupying the SW and NE corners
of the portion. A similar procedure is followed for the
portions in the NW, SE and NE level-h nodes. As shown in
Figure 5, degenerate cases can occur where the rectangle
is wholly covered by one or two level-h nodes (see Figure
3), so that implementation must guard against null
portions.
A required element of this procedure is evaluation of
the key of a node of level L given the co-ordinates of a
corner. Let the SW corner of a node of level-L be (x,y).
These co-ordinates can be expressed as

* = ,f„ a'2H

(6)

S b,2-i
j=o

S
)=

£

Sj(C’)P(j)

(8)

j=0
where t is the largest j such, that
Vj(0<

i< j)

Again from (1), the son of the NCA which is an
ancestor of C’ is given by

Then, following Abel and Smith (1983), k the key for the
node is given by
k = P(O) +

NCA(F,C’)=

Sj(F) = Sj(C’)

L

y=

QUERY
The query algorithm follows that of Abel and Smith
in searching within RECT„BY_KEY for rectangles with an
indexing node which is an ancestor or descendant of those
of the query rectangle and testing each such rectangle by
reference to RECT_COORDS as genuinely covering all or
part of the query rectangle. It is desirable to guard against
reporting more than once rectangles which have two or
more indexing nodes covered by those of the query
rectangle.
The search is performed as a modified preorder
traversal of RECT_BY_KEY beginning with the first node.
Denote the possibly four indexing nodes of the query rec
tangle by C-|, C2, C3 and C4, with those nodes in ascending
sequence by key, and the current node of RECT_BY_KEY
by F. If F is an ancestor or descendant of any of the C,
then the rectangle is tested and the record immediately
following fetched by a NEXTS to become the current
record. This continues until an F not an ancestor or des
cendant of a C is encountered. If F is not an ancestor or
descendant of any C, then the key of the next possible
candidate node under a preorder traversal which is an ances
tor is determined and a NEXT performed using that candi
date’s key to re-enter RECT_BY_KEY. The process term
inates when F is greater than C4 and not a descendant of
C4: clearly no remaining node in RECT_BY_KEY can
qualify. Any descendant of the C will be recovered through
a sequence of NEXTS operations beginning with an
ancestor or descendant of a Cj or by a NEXT operation on
an ancestor, as by virtue of the sequencing property of the
key the descendants follow immediately any ancestors
present or the position they would occupy if present. The
search discipline will be noted as considering shared ances
tors of the query rectangle’s indexing nodes once only.
The query algorithm is formally stated as the pseudoFASCAL procedure SEARCFI in the Appendix.
The next candidate from a given F which is not an
ancestor or descendant of a Cj is established as follows.
Let C’ be the lowest of Cj through C4 greater than F. Then
under a preorder traversal from F the next node which is an
ancestor of C’ is the son of the nearest common ancestor of
F and C’ which is an ancestor of C’. By reference to Abel
(1984), the NCA of F and C’ is given by

(2a, + bj +1)P(j)

(7)

1

Formulations for determining the co-ordinates of a
The Australian Computer Journal, Vol. 16, No. 4, November 1984

NCASON(F,C’) = NCA(F,C’) + St+1 (C’)P(t+1)

(9)

This procedure recovers all RECT_BY_KEY record
instances with indexing nodes covered by or covering the
query rectangle’s indexing nodes and so can retrieve more
than one record instance for a rectangle. It is necessary to
757
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guard against insertion of such rectangles more than once
in the covering set. As the scan of RECT_BY__KEY
proceeds in preorder (or key) sequence, the indexing nodes
of a rectangle are encountered in ascending sequence by
key. Observe that if NODE of the current record is the
NW indexing node for a rectangle, then possibly a SW
indexing node has already been encountered and has led
to testing and possibly insertion of the rectangle in the
covering set. This will hold where the SW node (whose
key is held as NODE!) is an ancestor or descendant of one
or more of the query rectangle’s indexing nodes. It is
sufficient then to test for prior inclusion of the rectangle
by reference to NODE1. Similarly, for a NODE which is a
SE indexing node, reference to NODE1 is a sufficient test
for prior inclusion in the covering set, as a query rectangle
cannot have indexing nodes which cover the NW and SE
indexing nodes of a rectangle and not the SW indexing
node. Where NODE is the NE indexing node for a rec
tangle, reference must be made to both the NW and SW
indexing nodes of the rectangle (NODE1 and NODE2
respectively).
ANALYSIS
To model performance in a database environment
where the costs of disk accesses dominate the costs of incore operations, analysis will be performed in terms of
accesses to RECT__BY_KEY. After Weide (1978), we
choose to consider expected-case performance as more
accurately reflecting operational use than worst-case
conditions, although some elements of some estimates
will be derived by reference to worst-case conditions.
As the number of record instances in RECT_BY„
KEY is bounded above by 4N, where N is the number of
rectangles, the space for the data structure is O(N). The
cost of the NEXT, INSERT and DELETE operations is
O(logfN), where f is the order of the B-tree. NEXTS and
LASTS have fixed costs.
Analysis of the query algorithm is performed initially
in terms of the rectangle portions defining the indexing
nodes. The set of portions can be considered as forming L
subsets where a portion of a rectangle is placed in the
j’th subset if its greater side length falls in the range
(2-1-1; 2~i). The portions of the j’th subset are then those
assigned indexing nodes of level j. Denote the number of
portions in the j’th subset by Nj.
We make two assumptions on the distribution of
portions. Firstly, a portion with a greater side length of d is
taken to have a lesser side length drawn from the uniform
distribution (2~L,d). Secondly, a portion of the j’th subset
is assumed to be allocated randomly under a uniform dis
tribution to the 22i nodes of level j in the region. We make
similar assumptions for the portions of the query rectangle.
Rectangles are permitted to overlap.
The mean area of the rectangle portions of the j’th
subset is then (3/8)2~2).
The number of disk accesses to satisfy a query can be
developed as the sum of Ej the number of accesses for the
NEXT operations on RECT_BY_KEY (to find the first of
a series of rectangles with indexing nodes which are ances
tors or descendants of an indexing node of the query
rectangle) and E2 the number of accesses for the NEXTS
operations on RECT_BY_KEY (to move through all ances
tors and descendants of the indexing nodes of the query
rectangle). The cost of a NEXT operation, from the usual
properties of the B+-tree, is 0(logf(4N/2)). At worst, each

leaf of the B+-tree contains g/2 record instances, where g is
the necessary number of instances able to be held in the
space allocated for a leaf, so that (2+2A/g) accesses are
required to move through A record instances contiguous in
RECT_BY_KEY in the worst case.
A worst-case estimate of E | can be developed by con
sidering upper bounds on the numbers of operations
required to search for the start of series of rectangles. A
query rectangle has no more than four indexing nodes, each
of which is of level L or less. There are then no more than
4L series of rectangles to be retrieved with at worst an
access by a NEXT required for each series. The cost is then
0(4Llogf2N) or O(logfN).
The expected number of accesses for the NEXTS
operations can be formulated as follows. Let there be t
nodes which are ancestors of or are identical to the query
rectangle’s indexing nodes. Denote the expected number of
rectangle portions which have the i’th of those t nodes as
an indexing node by Aj. Similarly denote the number of
rectangle portions which have as indexing nodes descen
dants of the query rectangle’s i’th indexing node by Dj.
Then,

6.

7 52

E2< 2 (2 + 2A|/g) + 2 (2 + 2Dj/g)
i=l
i=l
t

4

<4L + 8+ 2 2Aj/g + 2
i=1
i=1

(10)

2Dj/g

We now show that E2 can be reformulated in terms
of the expected number of rectangle portions which are
covered by or intersect the query rectangle. Denote this
quantity by K. Further denote by Kj the expected num
ber of rectangles which intersect the query rectangle and
which have as an indexing node the i'th of the t nodes
which are ancestors of or identical to the query rectangle’s
indexing nodes. Also denote by K’j’the expected number of
query rectangles which intersect the query rectangle and
which have as an indexing node a descendant of the i’th of
the up to 4 indexing nodes of the query rectangle. That is,
K=

2 K- + 2 K’:’
i=l
i=l

(11)

A lower bound for the K’ can be derived by modell
ing the query rectangle as a single node of level L. This is
clearly conservative as it decreases the probability of a rec
tangle portion intersecting the query rectangle. Consider
the rectangle portions which have as indexing node the i’th
node which is an ancestor of the query node’s. Let the i’th
ancestor be of level j, and denote the area of the v’th
rectangle portion indexed by the i’th node by wv. Then the
expected number of rectangle portions indexed by the /’th
node which enclose the level-L node representing the query
node is given by
Ai
Kj =

2

wv22)

(12)

v=1

and, as the mean area for rectangle portions in the j’th sub
set is (3/8)2-2i,
K;< (3/8)Av.

(13)

Similar analysis can be applied to estimate the K” as
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follows. The rectangle portions which have indexing nodes
which are descendants of any of the query rectangle’s
indexing nodes are now modelled as level-L nodes, and each
portion of the query rectangle is taken to have a mean area
of 3/8 of the area of its indexing node. We then have
E? < 4L + 8 + (16/3) ( b Kj/g+
i=1
58

I

Kj’/g)

(14)

i=l

(16/3g)K,

assuming K»L.
Equation (14) can be simply reformulated in terms of
R, the expected number of rectangles which cover, the
query rectangle. At worst, R is K/4, as each rectangle has
up to 4 portions, all of which can be intersected by the
query rectangle. We then have
E2 < (64/3g)R

(15)

The query algorithm can then be described as
0(R+logfN).
It has been noted that the point inclusion problem
can be solved as a degenerate form of the rectangle cover
problem by modelling the query point as a square of side
length 2~L. The analysis for the rectangle cover problem
remains valid with the expected solution cost of the point
inclusion problem then 0(R + logfN) where R is the
expected number of entities enclosing the query point.
7.

DISCUSSION
The algorithm has been described in terms of using up
to four indexing nodes for a rectangle. It appears readily
possible to apply the approach recursively to select 16, 64
and so on nodes for a rectangle, by selecting four indexing
nodes within each rectangle portion as defined here. This
clearly would have the effect of imposing a tighter upper
bound on the ratio of the side lengths of the indexing node
and the rectangle and so improve the constants of Equation
(14). This would, however, be at the expense of increased
space for the data structure and' in the number of record
instances retrieved for a given number of covering
rectangles. The worst-case assumptions made during some
stages of the analysis make ah authoritative assessment of
these effects in practice difficult.
The data structure proposed here has been noted as
organising entities individually by the:• subregions they
occupy rather than adopting a subsets-within-subregions
approach. A particular ramification of this choice is
relatively efficient updating-of the data structure. Clearly
only one entity, the one inserted or deleted, need be con
sidered. In contrast subsets-within-subregions schemes
must allow for entities which span more than one subregion in use. Tamminen (1983), for example, re-defines
the edges of a polygon when the polygon lies within a
subregion to be subdivided, so that each edge is covered
by a single subregion. Matsuyama et al. (1983) simply
record for each subregion the entities covered by it fully or
partially. This will be seen, as increasing the update costs
and the space requirements. Deletion similarly .appears
more complex: Matsuyama et al. propose re-establishment
of the data structure after an extended set of deletions.
It was argued earlier that a GIS data structure should
be multipurpose, in supporting, the. efficient solution of a
The Australian .Computer Journal, Voir 76, No. 4, November• 7984

number of query types. The data structure presented here
appears to be a suitable framework for problems involving
adjacency relationships. A representative query of this type
is to report the neighbouring shires to the city of Rock
hampton. Such a query could be solved by identifying the
areal entities whose indexing nodes intersect either the
nodes for Rockhampton or the nodes adjacent to Rock
hampton’s nodes. We also note that the complementary
nature of the points data structure of Abel and Smith
(1984) and the areal data structure presented here provides
a foundation for point-subregion problems.
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APPENDIX
This appendix formally describes the query algorithm
as the procedure search. A number of elemental procedures
are assumed:
—
p.is as defined by (1);
—
ncason(f,c) is as defined by (9);
—
ancdes(f,c) returns TRUE if f is an ancestor or a des
cendant of c, and FALSE otherwise;
—
next(f) returns the record instance of RECT_BY_
KEY which has the smallest node greater than or
equal to f. That record becomes the current and f
takes the value of node;
—
nexts(f) returns the record instance of RECT_BY_
KEY immediately following the current, establishes
that instance as the current and f takes the value of
node;
—
process tests the rectangle whose identifier is RECT_
ID in the current instance of RECT_BY_KEY as
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covering or partly the query rectangle and reports the
rectangle if so.
PROCEDURE search (c):
{* c is an array in key order of the indexing nodes of the query
rectangle *)
VAR f, i: INTEGER;
c: ARRAY [1 . .4] of INTEGER;
BEGIN
(* Start traversal at nominally the root node *)
f := p(0);
next (f);
(* Consider each element of c in turn, moving to the next when f is
greater than any descendant *)
FOR i := 1 to 4 DO
REPEAT
(* Treat any ancestors or descendants of c i beginning at the
current record *)
WHILE ancdes (f,c[i)) DO
process;
nexts(f);
END;
(* If f is still in range of the ancestors of c i, determine the
next ancestor of c [i] from f *)
IF f <c[i] THEN BEGIN
f := ncason(f,c[i));
next(f);
END;
UNTI L f >c [i] AND NOT ancdes(f,c[i]);
END.

BIOGRAPHICAL NOTES
See page 7 46 of this ussue.
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A Rational Pascal
P. A. Bailes*
Even though Pascal is a popular teaching language, it has the disadvantage that it imposes a
variety of semantic and syntactic restrictions upon its users. This paper offers a solution to one part of
the problem by providing a more helpful syntax. In particular, the new syntax encourages the expres
sion of algorithms in a top-down manner. Implementation by preprocessing into Pascal is straight
forward.
Keywords and phrases: Education, Pascal, Structured Programming, Top-Down Programming.
CR categories: K3.2, D3.0, D2.2.

INTRODUCTION
Pascal (Jensen and Wirth, 1974) has been strongly
promoted and adopted as a vehicle for teaching introduc
tory programming. Yet in spite of its many advantages
(Welsh, Sneeringer and Hoare, 1977) over its competitors, it
exhibits certain deficiencies in this regard. These stem, we
feel, from the requirement that Pascal should admit effic
ient implementation, implying that the language incor
porate a number of semantic and syntactic restrictions or
limitations. An example of a simple semantic restriction is
that functions may not return record structures as their
results, but need to return a pointer to an object. Examples
of what we classify as syntactic limitations will follow.
We see as paramount that a language used for basic
teaching should allow students to concentrate upon the
task of constructing algorithms and related data structures,
free from the limitations that many languages impose. In
this way we regard Pascal as defective. As a simple improve
ment, following the lead of Kernighan (1975) in the deriva
tion of Ratfor from FORTRAN, we choose to accept the
semantics of Pascal and concentrate on providing for them
a less confining and more suitable syntax. This new
language is thus known as “Ratpas”.
PASCAL SYNTAX
We identify the following problem areas:
(a) The use of the semicolon to separate statements con
fuses students and complicates the amendment of
program texts. Attempts to overcome these problems
by taking advantage of the “empty statement” in
Pascal in order to present the semicolon as a state
ment terminator do not succeed. For example, while
the text
begin

SI;
S2;
S3
end
may be safely rewritten as
begin

if C then
51
else
52
as
if C then

SI;
else
S2;
is syntactically incorrect. Sale (1978) develops this
idea to produce a sound scheme, but at the expense
of effectively introducing more syntax.
We question the need for either separators or
terminators. From an informal, stylistic point of
view, we believe that program legibility is best
achieved by suitable formatting conventions, such as
the placement of only one statement per line as in the
above examples. From a formal point of view,
successful analysis of Pascal program text from which
semicolons have been removed can be achieved as
follows.
If we regard keywords, identifiers, literals, com
pound symbols such as := and miscellaneous individ
ual characters as tokens, i.e., the terminal symbols of
the Pascal grammar, then removing all references to
the semicolon token leaves the grammar unambigu
ous. Therefore, provided that a lexical analyser can
reduce the program text as a stream of characters into
a stream of tokens, semicolons are not required to
separate statements.
How may tokens be separated (in particular,
that at the end of one statement from that at the
beginning of the next)? In general, ‘white space’, such
as space(s), newline(s) or comment(s) (in which new
lines may of.course be embedded) suffice, without
always being necessary. For example, the fragment
a:=7;b:=y
may be relieved.of its semicolon to give

SI;
S2;
S3;
end
rewriting
Copyright © 1984, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ's copyright notice is
given and that reference is made to the publication, to its date of
issue, and to- the fact that reprinting privileges were granted by
permission of the Australian Computer Society.

a:=7b:=y
A lexical analyser should have no trouble in dis
tinguishing the token ’7’ from its successor ‘b’. How
ever, the fragment
a:=x;b:=y
requires replacement of the semicolon by white
space: otherwise in the fragment

*Comput'mg and Information Studies Unit, School of Social and Industrial Administration, Griffith University, Nathan, Queensland, 4111.
Manuscript received September 1982, revised August 1984.
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a:=xb :=y

(f)

The syntactically-enforced ordering of the various
sorts of declarations also aids one-pass compilation.
However, if there exists a set of logically-related con
stants, types, variables and procedures and functions,
as would (for example) embody an abstract data
type, they should be permitted to appear physically
related in the program text.
Declarations exist to bind names to (semantic)
entities. Following the principle of correspondence
(Tennent, 1977), they should appear uniformly in a
form such as

the tokens ‘x’ and ‘b’ are indistinguishable. Thus we
may give
a:=x b:=y
or

(g)
a:=x
b:=y

name = entity

The use of white space to separate tokens is al
ready prevalent in Pascal. For example, if we adhere
to the notion that keywords are reserved identifiers,
then in the fragment
while finished do P

(b)

white space is needed to separate the given tokens. To
conclude, the extent of the role that we propose for
newlines is no-more than that played by any other
white space form in separating adjacent tokens for
the purposes of lexical analysis.
For a thorough discussion of the separate but
complementary roles of lexical and syntax analysers,
see Aho and Ullman (1977).
Similar remarks apply to a variety of symbols whose
presence simplifies the parsing of Pascal programs,
but whose contribution to legibility under a reason
able formatting discipline, such as that of. Bailes and
Salvadori (1982), is minimal. For exarhple,“in the
fragments
, u.t, .,
while C do
S

(h)

if the nature of the entity can be determined from its
appearance alone, then the usefulness of heading key
words const, type, var, procedure and function is
diminished.
The precedence of operators in Pascal is inappro
priate. We suggest that, as a general rule, if operator
ol takes operands of type T1 and produces a result of
type T2, and if operator o2 takes operands of type
T2 and produces a result of type T3, then ol should
have the higher precedence of the two. One may then
write
ti o1 t2 o213 o1 t4
where the t,- are members of type Ti, rather than
having to write
(t| ol t2) o2 (t3 0IT4)

A counterexample of this policy in Pascal is where
the relational operators (e.g. <) have lower prece
dence than the logical operators (e.g. and). One must
write e.g.

and
. if C then
51
else
52
the keywords do and then are superfluous. On the
other hand, in

(c)

(d)
(e)

756

for i := j to k do
S
the
and the keyword to play a meaningful role
in visually separating the semantically-significant /, /,
and k. Similar arguments apply in favour of the use of
commas to separate elements of lists (e.g. names in
variable declarations and expressions as actual param
eters).
The program heading serves only to nominate redun
dantly either the standard files input and output or
files which require further declaration.
Similarly the terminating period is redundant.
The present ordering of the component parts of
a Pascal programs whereby the body of a program,
procedure or function is placed after its associated
declarations facilitates the synthesis of object code in
a single pass. If one admits the virtues of the presen
tation of a program in a top-down manner, then the
main program should appear first, with a correspon
ding approach for the bodies of subprograms;

(a < b) and (c < d)
NEW SYNTAX
As suggested by the above discussion, it will be our
general policy to abolish keywords and delimiters provided
that:
(a)
the resulting language is syntactically unambiguous;
(b) simple indentation disciplines can adequately dis
tinguish the parts of a program.
We now outline the differences between the syntax
of Ratpas and that of Pascal. Note that the symbol S will
stand for a statement in our syntax, and that S’ will denote
the corresponding Pascal form. Similarly D, E, C and B
will denote declarations, expressions, constants and basic
statements (an innovation of the new syntax) respectively.
A program consists of a statement followed by its
associated declarations. The scope of the names declared by
these declarations is the enclosing program. The ordering of
declarations is unrestricted. We write:
S
D1

bn
Note that, as anticipated earlier, the program heading
and the terminating period are removed.
The Australian Computer Journal, Vol. 16, No. 4, November 1984
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STATEMENTS
A statement may be a sequence of one or more basic
statements, a selection between alternative basic state
ments, or an iteration of a basic statement. A basic state
ment is one of:
(a)
an assignment assignment
(b)
a procedure call
(c)
a skip statement
(d) an abort statement
(e)
a return statement.
The first two are as in Pascal. The third provides a
null statement, and the fourth terminates execution. These
two appear in Dijkstra (1976). The fifth designates a
function result. No goto is provided, particularly as abort
provides an effective error exit.
Sequencing is indicated by arranging basic statements
in textual sequence. We write e.g.

C’, ..., C’:
Bn’
end
Our syntax is inspired by that of BCPL (Richards,
1969). Just as we remove keywords where they do not
contribute to legibility, here we add keywords to improve
it.
Iteration is expressed in one of the following forms:
while E
B
repeat
B
until E

B1
B2
B3
corresponding to the Pascal
B1’;
B2’;
B3’
For selection, we write

for variable := El to E2
B
These are not very different from the corresponding
Pascal forms:
while E’ do
B’

if E1
B1
el if E2

repeat
B’
until E’
for variable := E1 ’ to E2’ do

else
Bn
corresponding to the Pascal
if E1 ’ then
B1 ’
else
if E2’then

else
Bn’
Selection may also be expressed as a switch statement:
switch E
case C, ..., C
B1
case C, ..., C
B2

B’
We also allow the downto alternative of the for state
ment.
A significant property of our syntax is that only basic
statements may be operands of the various structuring
operators (sequencing, selection, iteration). If one form of
structuring is to be applied to another, then the latter must
be encapsulated in a procedure. For example, our syntax
forbids each of:
(a)

while El
if E2
B1
else
B2

(b)

if E
B1
B2

case C, ..., C
Bn
which corresponds to the Pascal case statement:
case E’ of
C’,...,C’:
B1 ’;
C', ..., C':

(c)

B1
while E
B2
B3
These compositions can be written respectively as
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(a)

while El
select_B

first_person, second__person = var person
An equivalent Pascal fragment is:

select_B =

{
if E2
B1
else
B2

if E
sequence_B

type
person =
record
age : 1 ..limit;
name : array [ 1 ..10] of char
end;

sequence_B =

var

}
(b)

FirstPerson, SecondPerson : person;

{
B1
B2

}
(c)

const
limit = 10;

B1
iterate_B
B3

Note how we remove semicolons and some keywords,
and relocate another (i.e. var).
We declare a procedure as follows:
name (formal parameters) =

{

program

iterate_B =

{

while E
B2

}
The procedure body has the above form of a program
— a statement followed by local declarations. For example:

}
swap (x,y = var integer) =
We believe that such constraints are justifiable in the
introductory educational context to which this work is
oriented. The reationale of top-down structured program
ming is the factoring of a large problem into sub-problems,
whose solutions can be read and understood independently
of their place in the overall solution. The decomposition is
reflected in the structured control constructs. For example,
a while statement repeatedly executes the solution of the
sub-problem which is its body, the nature of which can be
separated from its iterative execution. Our syntax enforces
the expression of a structured program as the composition
of sub-programs by demanding that the “operands” of the
control structure “operators” be expressed separately, as
procedures, and be accessed by names which should be
chosen to indicate their (independent) meanings.
DECLARATIONS
In order to confront problem areas (f) and (g) above,
our declarations appear generally as the form
name = entity
To aid legibility, we will allow underscores to appear in
names. The keyword var is used effectively as a static oper
ator applied to a type to yield a variable of that type. For
example, we would write in Ratpas
person =
record
age = 1 ..limit
name = array [ 1 ..10] of char
end
limit = 10
158

{

tmp := x
x := y
y := tmp
tmp = var integer

}
An equivalent Pascal definition is:
procedure swap (var x, y : integer);
var
tmp : integer;
begin
tmp := x;
x := y;
y := tmp
end;
Note how we have a syntax for var parameter definit
ions corresponding to variable definitions. Value parameters
are designated by the use of the keyword val rather than
/ar. We believe that the nature of a parameter should be
clearly distinguished.
Function definitions include the result type:
name ( formal parameters) : type =

{

program

}
In Pascal, the function result is indicated by assign
ment to the function name. By contrast, in Ratpas a
The Australian Computer Journal, Vol. 16, No, 4, November 1984
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function result is indicated via a return statement, of the
form

newstack (s = var stack) =
s := nil

return E
where E is the expression specifying the function value. For
example, we write
max (x, y = val integer) : integer =
if x > y
return x
else
return y

}
isempty (s = val stack) : boolean = s = nil
top (s = val stack) : integer = st.stackelt
pop (s = var stack) =

{
if s = nil
abort
else
s := st.stacknxt

The corresponding Pascal is:
function max (x, y : integer) : integer;
begin
if x > y then
max := x
else
max := y
end;
A return statement may only occur in the statement
part of the program which is the body of a function. More
over, execution of a return statement causes immediate exit
from the function. Finally, we allow a function body to be
alternatively an expression. For example
square (x = val integer) : integer = x * x
corresponds to the Pascal
function square (x : integer) : integer;
begin
square := x * x
end;
MODULES
We have referred above to the desirability of being
able to group physically definitions that are related
logically. On occasion, definitions will be required to be
local to an abstraction, and hidden from its users. The form
module
D1

}
push (i = val integer, s = var stack) =
new (tmp)
tmpt.stackelt := i
tmpt.stacknxt := s
s := tmp
tmp = var stack
>
export stack, newstack, isempty, top, pop, push
serves to declare a stack (of integers) and operations
newstack, Isempty, top, pop and push. The names stackrec,
stackelt and stacknxt are hidden, visible only in the
module.
A program or a module constitutes a region. The
scope of a name is the entire region in which it is declared,
including all nested regions, unless there is a pre-emptive
declaration in a nested region. Because no particular order
is imposed upon declarations, a useful tool that an imple
mentation might provide would be a cross-reference facility
that helps a programmer to locate easily defining occurren
ces of names.
EXPRESSIONS
Our change is to introduce a new operator precedence
to confront problem area (h) above. We have from lowest
to highest
and, or

Dn
export NT,..., Nm

not
=, O, >,>=,<,<=, in

may appear as a declaration, such that the names Ni,
declared in the declarations Dj, are declared in the “inner
most” program or module in which the module appears.
For example:
module
stack = tstackrec
stackrec =
record
stackelt = integer
stacknxt = stack
end
The Australian Computer Journal, Vol.. 16, No. 4, November 1984

*,/, div, mod
instead of Pascal’s
=,<>, >,>=,<,<=, in
+ ,-,or
*, /, div, mod, and
not
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DISCUSSION
Several aspects of the design warrant further consider
ation.
First, while it has been our goal to remove superflu
ous syntax, especially where indentation may be better
used to display program structure, we use
...
to de
limit nested programs as well as indenting them. Some form
of delimiting is essential in this context to avoid syntactic
ambiguity, and while it is possible (Rose and Welsh, 1981)
to use the start and end of indentation levels to effect this,
such a mechanism gives rise to problems. One is that if our
syntax were to be used as the target language of some pro
gram generator, the generator would need to generate cor
rectly indented code. Another problem is that if we use
special symbols to begin and end indentation, we need a
suitably
intelligent
program
preparation/display/edit
system. It is our philosophy to give an unambiguous syntax
based upon characters (possibly grouped into tokens), and
treat indentation as a complementary but separate concern.
Second, having introduced the module as an infor
mation-hiding facility, should one not go further to provide
a data abstraction facility of the sorts proposed by Young
(1981) or by Comer and Williamson (1982)? Our answer is
that we are interested in an improved syntax for an accep
ted set of semantics. While we regard the scopes of names
as being a purely syntactic phenomenon, we regard issues
dealing with types and parameterisation as being definitely
semantic. Our simple information-hiding mechanism is of
benefit in the framework of the existing Pascal type system.
Third, we have not scrupulously followed the prin
ciple of correspondence. Were we to do so, then procedure
definitions would appear in a form such as
name = proc (formal parameters)

{

program

}
with a similar form for function definitions. We have
chosen our suggested form because of the similarity to the
mathematical notation with which introductory program
ming students would likely be familiar, as exemplified by
the substitution rule (Kleene, 1952):
f (x 1,..., xn) =
g (hi (x1,..., xn),..., hm (x1,..., xn))
Fourth, we have omitted some Pascal constructs,
namely the goto statement, and thus labels, and proced
ures and functions as parameters. The first two are because
of their incompatibility with the philosophy of structured
programming. The case when a goto is clearly justified, to
the end of a program when a fatal error condition is detec
ted, is catered for by the abort statement. Note therefore
that abort is not a new semantic construct, but is new
syntax (a name) for one expressible in Pascal.
Procedure and function parameters are omitted be
cause Pascal deals unsatisfactorily in general with support
for the advanced aspects of the functional style of program
ming (Backus, 1978). For example, functions may be
passed as arguments to others, but not returned as results
(this semantic restriction is dealt with by Georgeff (1982)).
Rather than retain a half-hearted version of this facility, we
choose to remove it completely. Given, once again, the
introductory level at which these ideas are aimed, and cur
760

rent teaching practice, this deficiency cannot be consider
ed too significant.
Fifth, we justified the requirement that all nested
statements appear as separate procedures on the grounds
that Structured Programming dealt with decomposing a
problem into independent sub-problems. However, this in
dependence is qualified by communication via common, or
global, variables as opposed to the exclusive use of param
eters. Is not our argument thus made invalid? We believe as
does Backus that if one accepts the von Neumann model,
i.e., involving the use of assignable variables, then such
qualifications on modularity are implicit, and that to avoid
them would require investigation of an alternative model.
In the meantime, our discipline provides a way of better
expressing the independence that can be achieved.
Finally, we acknowledge that syntactic redundancy,
exemplified by the use of superfluous keywords and sep
arators in Pascal, greatly facilitates recovery from syntactic
errors. Consequently, the corresponding task for the Ratpas
compiler is considerably more challenging. Such a reserva
tion may be responded to on the following grounds.
(a)
Pragmatically, extra redundant syntax increases the
likelihood of syntax errors. Consider, for example,
the frequent erroneous omission of semicolons by
novice Pascal programmers.
(b)
Philosophically, we are interested in establishing a
specification, or setting a goal to be achieved, which
is (broadly) the new language and its implementa
tion. A component of this is the challenge to imple
mentors to consider error recovery in environments
of minimal redundancy. A response to this challenge,
namely a procedure to ensure high-quality error
recovery for Ratpas syntax, is beyond the scope of
this paper.
Aside from the differences outlined in the preceding
sections, Pascal syntax is retained (e.g. for constants, array
and record accesses, and comments).
DETAILED EXAMPLE
The problem is to read a list of not more than 1000
numbers and output them in ascending order.
A solution in Ratpas is shown in Figure 1.
A structurally-equivalent Pascal Program is shown in
Figure 2.
As Hanson (1981) points out, “real” programs are
not usually displayed in a variety of fonts, e.g, using bold
letters and underlining. Therefore we have presented these
programs in a corresponding manner for comparative
purposes.
IMPLEMENTATION
The use of Pascal to indicate the semantics of our
language suggests an initial implementation strategy of
translation into Pascal just as Ratfor is implemented by pre
processing into FORTRAN. The advantage of such an
approach is the simplicity of the translation. The disadvan
tages are that:
(a)
there is an added cost of translating the resulting Pas
cal code;
(b)
reliance on a simple translation means that compile
time semantic errors will not be detected until the
resulting Pascal program is analysed by a translator,
and error diagnostics (as with any run-time diag
nostics) will be expressed in terms of this program,
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program example (input, output);
const
limit = 1000;
type
minrange — 1..limit;
var
initialise
input_ the_ numbers
sort_them_and_output
initialise =
{

numbers_read := 0

input_t,he_numbers =
{

while numbers_left
read _into_ list
numbers_left : boolean = not eof
read _ into _ list =
{

numbers_read := numbers__read + 1
readla (table |numbers__read])

sort

procedure initialise;
begin
NumbersRead := 0
end;
procedure InputTheNumbers;

}

}

table : array [minrange] of integer;
NumbersRead ; 0..limit;

5
them

and_output =

function NumbersLeft : boolean;
begin
NumbersLeft := not eof;
end;
procedure ReadlntoList;
begin
NumbersRead := NumbersRead + 1;
readln (table [NumbersRead])
end;
begin
while NumbersLeft do
ReadlntoList
end;
procedure SortThemAndOutput;

{

for i := 1 to numbers_read
select_smallest_from (i)

var
i : minrange;

i = var minrange
select_smallest_from (base = val minrange) =
smallest := smallest_from (base)
writeln (table [smallest])
table [smallest] := table [base]
smallest = var minrange
sma!lest_from (base = val minrange) : integer =
if base = numbers_read
return base
else
return test_base (smallesl_from (base + 1))
test^_base (index = val minrange) : minrange =
if table [base] < table [index]
return base
else
return index

minrange = 1..limit
limit = 1000
table = var array [minrange] of integer
numbers_read = var 0..1imit
Figure 1. Sample Ratpas Program.

procedure SelectSmallestFrom (base : minrange);
var
smallest ; minrange;
function SmallestFrom (base : minrange) : integer;
function TestBase (index : minrange) ; minrange;
begin
if table [base] < table [index] then
TestBase := base
else
TestBase := index
end;
begin
if base = NumbersRead then
SmallestFrom := base
else
SmallestFrom := TestBase (SmallestFrom (base + 1))
end;
begin
smallest := SmallestFrom (base);
writeln (table [smallest]);
table [smallest] ;== table [base]
. end;
begin
for i := 1 to NumbersRead do
SelectSmallestFrom (i)
end;
begin
initialise;
InputTheNumbers;
SortThemAndOutput
end.
Figure 2. Equivalent Pascal Program.
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not in terms of the initial “Ratpas” program seen by
the programmer.
Nevertheless there are merits in producing a quick
implementation (e.g. for experiments with the new lang
uage).
The first issue of the translation is the insertion or
replacement of delimiters, which is clearly trivial. Of more
significance is the re-ordering of declarations. Our

The fragment
element =
record
dat = integer
nxt = eptr
end
eptr = telement

statement declaration ... declaration
has to be expressed in Pascal as
declaration ... declaration compound-statement
and, for the list of declarations, the correct ordering of the
sorts of declaration (constants, types, variables and pro
cedures and functions) must be achieved. Furthermore, im
plementations of Pascal often demand that a name be de
clared prior to its use. Cyclic definitions may occur only
within the following categories:
(a)
types;
(b)
procedures or functions.
For each, a dependency graph is constructed. If
cycles occur, then we either report an error or take advan
tage of the facilities Pascal provides for cyclic definitions.
For procedures and functions, forward definitions are stan
dard.
For example, the fragment

PI (•••) =
P2 (...)

}
P2 (...) =

{
P1 (...)
>
is translated as
procedure P2 (...);
forward;
procedure P1 (...);
begin
P2 (...)
end;
procedure P2;
begin
P1 (...)
end;

7 62

becomes
type
eptr = telement;
element =
record
dat : integer;
nxt : eptr
end;
where forward references to pointers to types are allowed.
However
TI = array [1..10] ofT2
T2 = T1
is detected as erroneous.
Because we allow underscores to appear in names,
and because Pascal implementations frequently limit the
length of identifiers, the preprocessor must rename them
and produce output according to some standard. If a
distinct name is given to each Ratpas identifier, distinguish
able according to the scope rules of the language, e.g. N1
for the first encountered, N2 for the second, etc., then
output Pascal programs will be free of any introduced name
clashes. In particular, the translation of modules (as distinct
from checking the correct use of the names declared there
by) may be achieved by simply treating each of them as a
collection of declarations.
The skip statement is implemented by a call to a pre
defined no-op procedure; abort is effected by a jump to an
inserted terminating label.
A detailed account of an implementation is given by
Shepanski (1983).
CONCLUSIONS
We have offered what we believe to be a simple rem
edy to some of the purely syntactic drawbacks of Pascal.
No doubt these suggestions will provoke disagreement. One
obvious area of improvement is to incorporate the
semantics of the ISO Pascal Standard (Standards Associa
tion of Australia, 1983). The definite lesson that can be
learned, however, is that alternatives to Pascal exist and are
worth consideration.
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MARIANI, M.P. (ed.) (1984): Distributed Data Processing - Tech
nology and Critical issues, Elsevier North-Holland, 217 pp.,
$US40.00.
This book derives from work carried out for the US Ballistic
Missile Defence Advanced Technology Center (if you think that’s a
mouthfull, read no further - the book is full of equally indigestible
titbits). The work described aims at establishing a design metho
dology for constructing distributed computing systems (both hard
ware and software), and in view of the military application the
emphasis is naturally on real-time, fault-tolerant systems. The book
contains three major sections: design tools and techniques; imple
mentation issues; and a review of distributed architectures.
Those seeking insight into these topics, or even a lucid expo
sition, will be disappointed. The prose is uniformly opaque, being a
curious combination of technical jargon and bureaucratic blandness.
Acronyms abound — my favourite is RSLXTND, which, for the
curious, means Requirements Engineering and Validation System
Extended Requirements Statement Language. The virtue of opaque
prose, of course, is that it can obscure lack of real content. Here the
authors have succeeded admirably: it took me at least a couple of
hours to discover the absence of any form of justification for the
methodologies described^ and the models proposed. Readers with
more stamina may find" something of substance in the welter of
assertion and detail, but I suspect their patience will be sorely tried.
I started the book with high expectations, and finished in
total frustration. I am left with an uncomfortable thought: is the
quality of the book a reflection of the quality of the systems its
authors are designing?
Andrew Lister,
University of Queensland

lighter touch, Sommerville may well be demonstrating to this
begrudging reviewer, that this is the appropriate level of attention
when <7/7 of software engineering must be considered.
Sommerville expresses his views quite frequently with the
effect of giving the text direction and purpose. I liked, for example,
his definition of programming ability:—
“Programming ability is the ability to formulate correct
solutions and is language independent" . . .
“Programming ability and programming language knowledge
are quite different, and knowledge of or even virtuosity with pro
gramming language is no measure of programming ability”.
Much of what Sommerville writes, has to be experienced
before it is appreciated. I doubt that software engineers can be
"trained” by simply repeating his work in lectures. In a software
engineering course to senior students, I would use his book as
required reading with class discussion and case history as the means
to reinforce concepts. The ideal case history is the student's own
small group projects where some of the concepts can be experien
ced. Such projects could be guided by a more detailed text or
lectures on specification, design and implementation method.
Software Engineering has a good bibliography and a compre
hensive index. Print quality is rather mediocre, but the paper back is
very good value at $16.95. I recommend it above many more
lavishly produced texts to practitioners and managers as well.
C.N.G. Dampney,
Macquarie University

SOMMERVILLE, I. (1982): Software Engineering, Addison-Wesley
(International Computer Science Series) 290 pp., $16.95.

REINECKE, I. (1983): Microcomputers, Penguin Books, Australia,
205 pp., $6.95.
VARLEY, H. and GRAHAM, I. (1983): The PersonaI Computer
Handbook, Pan Books Limited, London and Sydney, 224
pp., $16.95.
ANON (1984): Portable Microcomputers, Deioitte, Haskins & Sells,
Sydney, 110 pp.

As Sommerville states in his prefix — “Indeed, any one
chapter in this book could be expanded into a book in its own
right."
The text is therefore, necessarily, an overview of software
engineering. Sommerville provides a comprehensive overview of the
many facets of software engineering from requirements specifica
tion, through design, implementation, testing, documentation and
maintenance to management. Unusual, but appropriate, in text on
software engineering is a chapter on the user interface which is an
area of special interest to the author. The text does not deal with
problem (system) analysis — Sommerville distinguishes between the
system analyst and the software engineer.
The text succeeds better than any other that I have read, in
describing the scope and nature of software engineering within a
digestible number of pages. This makes it a good general text for the
advanced student, and a handy reminder for the practitioner. What
impressed me most was the independence from a specific software
engineering environment that characterises a number of, predomin
ately US, texts born in the aerospace industry or large Operating
System environment.
Sommerville succeeds in conveying real insight into many of
the areas he overviews. For example, in his chapter on requirements,
he clearly brings out the need for an underlying conceptual model,
and the difficulty of achieving a rigorous complete and consistent
specification. He shows how functional requirements must be well
structured even though with the present state of the art it appears
impractical to use a formal language. The alternative of proto
typing when requirements cannot be specified is well brought out.
The chapters on documentation and maintenance, the user
interface and software management carefully refine the issues and
present supporting results from a very wide range of the literature.
I found his chapter on design unsatisfying — but this may
reflect the very unsatisfactory current state of the art in design.
General agreement in requirements specification and design
notation may have been reached so far as objectives are concerned,
but classification and detail of appropriate methods scaled to the
nature and size of projects are still beyond us.
The chapters on implementation and testing are cursory com
pared to the emphasis given to these areas by many. While being
discontent with these chapters, it clearly shows a difficulty to us.
Implementation and testing is so well understood (relatively!) it
begs for detailed and rigorous treatment. By giving this area a much

Computers are a popular subject these days. Not only do my
friends talk about them, but the members of my wife’s tennis-club
also find them a lively topic for conversation, much to her dismay.
It is not surprising therefore that many books purporting to explain
the mysteries and dispell the mystique should be starting to appear
in the bookstores. Everybody, it seems, is now a potential buyer for
computer books.
Each of these books is aimed at readers with very little prior
knowledge of computers and computing. Each aims to explain the
many new technical terms that the reader must encounter, and to
some small extent to explain the technology to which the terms
apply.
Ian Reinecke will be well-known already to many Australian
readers. He writes smoothly and confidently, and carries the reader
on a veritable Cook’s tour of the high spots and low dives of the
computer industry. He uses the anecdotal, highly personalised style
epitomised by authors such as Vance Packard and William H. Whyte.
The reader is led breathlessly past a glittering array of facts and
fancies:
“The new marketing approach to microcomputers has pro
duced a different sort of computer sales person, some of whom have
been caught up in the business almost by accident. Take David
Diprose, for example, who decided to leave his job . . .”
Easy to read, hardly intellectually challenging stuff, and
somewhat ungrammatical. And again:
"It is true there are still many acronyms in use and, even
more bewildering to the outsider, model numbers prefixed by mean
ingless letters. Cute names have been no guarantee of success, and
machines such as Tandy’s TRS-80 and Commodore’s CMB 8000
series have not been thwarted by their businesslike appellations.”
So what else is new? For a higher information content I
would, look elsewhere. Leave this one to your local lending library.
The Personal Computer Handbook treats its readers with a
little more respect. It has a plasticised cover, and is printed on glossy
paper, with many useful diagrams and photographs. It is clearly
intended to be used as a reference book. It has a full table of con
tents, and a reasonable index. It attempts to explain what you will
get if you buy a microcomputer, how the parts can be recognised
and connected together, and roughly how they work. For example,
I found the sections on Printers: Impact Printers, Non-impact
Printers, and Colour Printers, to be quite well done and informative.
However the treatment of software is so superficial as to be almost
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worthless: BASIC rates two pages; Cobol, Prolog, Lisp, Pascal,
Smalltalk and C all get a mention. However, what a treatment!
Consider the following selection, headed “Programming in C”
(page 97):
“If you wanted to increase the value of a variable by 1 in
BASIC, you could write:
10 LET 1=1 + 1
In Pascal, you would write:
i:=i + 1
In C, you simply write:
i ++ ”
etc.
This is not my idea of how to introduce any programming language,
let alone C. But given the amount of space available to devote to the
topic, what would you do?
This book could find a place in your local lending library or
school library. It is good in places, but I don’t think I would ever
want to refer to it frequently.
The third book in this group is different again. It is subtitled
“A Businessman’s Guidebook” and it certainly sets out in a work
man-like manner. According to the cover, it contains “information
on portable machines currently available in Australia and New
Zealand”; it concentrates “on portable machines that have the
capacity to undertake significant business applications”; it gives
“the authors’ independent subjective comments on machines
rather than merely providing details that could be obtained from
advertisements”; and it includes “a checklist and other information
to help you make a sound purchasing decision”. If you think this
might be the kind of report you would expect to come from Choice
magazine, then you wouldn’t be far wrong.
The book defines a market sector, surveys the relevant device
characteristics and purchaser needs, gives a quick overview of techni
cal terms, and then embarks on a survey of machines available under
the headings “Suitcase portables” and “Briefcase portables” (a nice
distinction). A final section cautions on purchasing pitfalls.
Technical specifications are listed and prices are discussed. All that
is missing is a recommendation for “Best Buy”, but you can’t
expect everything. Whether this book itself is a best buy, I can’t be
sure, becaus no price was given. It is well presented, and appears to
be accurate. Its greatest weakness must be the transience of the
information that it contains. If you are currently looking for a
portable microcomputer, this may be a very useful accessory for
your search.
John Lions,
University of New South Wales
PISSANETZKY, SERGIO (1984): Sparse Matrix Technology,
. Academic Press, London and New York, 321 pp, $US55.00.
This book is a comprehensive coverage of the particular tech
niques used to store and solve large matrices in a computer. Matrices
consisting of thousands of rows and columns are handled routinely
in many areas of practical applications. The reason such large
matrices can be handled without huge memory requirements is that
over 99% of the matrix elements are zero. Sparse matrix technology
concerns itself with storing the non-zero entries in an efficient
manner, and either solving the matrix or producing its eigenvalues
and eigenvectors while satisfying the competing requirements of
preserving numerical accuracy and minimising the growth of new
non-zeroes.
The material in this book is well-organised. Chapter 1 covers
the basics and Chapters 2 to 5 deal with the solution of linear
algebraic equations. Such topics as storage schemes, LU factorisa
tion, numerical stability and scaling are covered. Particular
algorithms for symmetric matrices and their usefulness in finiteelement problems is emphasised. Ordering techniques to reduce a
general matrix to block lower-triangular forms are covered as well.
Chapter 6 discusses the calculation of eigenvalues and eigenvectors
of sparse matrices. Chapters 7 to 9 describe techniques for handling
matrices stored in a row-wise format. What is particularly useful in
these later chapters is a comprehensive set of Fortran subroutines
to perform matrix algebra operations.
The standard of presentation is clear, and the author has
covered most of the recent literature in the field. A surprising
omission, however, is the quite large literature on sparse matrix
methods in linear programming. The growth of linear programming
technology has relied heavily on sparse matrix methods, yet there
are barely two references to the linear programming literature.
Apart from this minor criticism however, the book can be recommended to anyone concerned with solving large: problems, whether
they be researchers or practitioners in the field.- 1
Mur tag h
...

.

University of New South Wales.
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SVIGALS, J. (1983): Planning for Future Events Using Data Proces
sing Support, MacMillan, New York, 180 pp., $US27.95.
The author states his purpose is “to dose the gap between
data processing and business operations”. He seeks to achieve this
objective by explaining the application of his “growth plan process”
to branch automation in the US banking industry. If you are
planning automation of this type, i.e. labour replacement, need a
basic checklist and are not put off by such pearls as “success is
judged by the end results” or “the future becomes more auto
matic” then you may find parts of the book of benefit. In particular
1 would recommend Chapter 2 and Appendix l.The thirteen page
"executive presentation” in Appendix 1 is the basis of the entire
book.
The contents have the style of a promotional presentation
to bank management on the benefits of branch automation. The
style is glib, and the solutions simplistic e.g. the claim that one
method of “forcing” programmer productivity improvement is to
“force” these activities out of the development “house” and to get
users to do their own applications development.
The author’s best piece of advice is “don’t keep refining the
plan”.
I will cease refining this review by stating:
—
The book is of “heavy” style, i.e. heavy paper, large print,
much white space, overly long contents and index sections.
—
It is not a text. It contains no exercises, no case studies, no
references and no framework for its place in a curriculum.
—
I would not recommend the book for DP Managers or for
user management. It oversimplifies the complexity of the
task facing both parties.
—
I would not buy the book myself.
W.J. Adamson,
BMP Co. Ltd

LAVENBERG, Stephen S. (Ed.) (1983): Computer Performance
Modeling Handbook, Academic Press, Inc, 399 + xiii pp
$78.00.
This book is intended to be a “state-of-the-art reference
manual for computer performance modeling practitioners”, as the
editor states in the preface. The book addresses both queueingtheoretic models and simulations. In both areas, it sets out to
provide useful analytic results, and guidance in model preparation,
principally by way of numerous examples.
Chapter 1, "Introduction to Performance Modeling”, and
Chapter 2, "Mathematical Prerequisites”, both written by Lavenberg, set the directions of the book. The usual topics of probability
and random variables are covered in Chapter 2, which also has a
useful discussion on Little’s formula and its applications.
The third chapter, “Analytical Results for Queueing Models”,
by Lavenberg and C.H. Sauer, at 118 pages is the longest in the
book. It provides a very complete discussion of queueing models,
starting from the simplest single server models, up to complex
models Of multi-server systems with multiple classes of customer. It
retains a firm emphasis on performance applications throughout.
Chapter 4, “Approximate Analysis of Queueing Networks”, also by
Lavenberg and Sauer, discusses the handling of systems that cannot
be modelled exactly by queueing models, and concludes the section
on queueing models.
Chapter 5, "Generation Methods for Discrete Event Simula
tion” is by G.S. Shedler, and is primarily concerned with methods
for the generation of sets of random numbers for various proba
bility distributions. Chapter 6, “The Statistical Analysis of Simula
tion Results”, by P.D. Welsh, is a very useful coverage of this some
what neglected area. Chapter 7, “Simulator Design and Program
ming”, by H.M. Markowitz discusses the use of such simulation
packages as GPSS, as well as considerations in the construction of
new simulation tools. Finally, Chapter .8, “Extended Queueing
Network Models”, by Sauer and E.H. MacNair, discusses the use of
simulation tools in the analysis of large models.
An important virtue of this book is that a very large set of
queueing.and simulation results are presented in consistent notation.
Authors in this field persist in using their own notation and defin
itions; for instance" there., seems to be no agreement whether
“number of custpmers in a queue” should or should not include the
customer being served. The definitions here are consistent, making
life simpler for the reader. The conjoint discussion of queueing
theory and' simulation will help readers appreciate the relative
advantages of the two approaches to modeling.
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A weakness of the book is that it gives the results with a
minimum of derivations. The reader who wishes to find out more
about why a given formula works must have recourse to the original
papers via the book’s excellent bibliographies, and then encounters
the nomenclature problem again. The book does explain how to
use the formulae, but the amount of background assumed, and the
amount of territory covered, mean that the book will be of more
value to experienced practitioners than to neophytes.
It is not this reviewer’s choice that “modeling" is so spelt
here; rather this reflects the book’s practice. Generally, the book is
well presented, on good paper with pleasing typography, in an
attractive cover. I found very few misprints.
We have used the book as source material in a Graduate
course on performance evaluation. While the book is a valuable
addition to the performance literature, it is difficult to recommend
it to individual purchasers at its present price.
Bruce Howarth,
NS W Institute of Technology
FAK, V.A. (ed.) (1983): Security, IFIP/sec '83, North Holland,
Amsterdam, 328 pp., $US39.00.
As in most conference proceedings, the quality of the papers
presented at the first IFIP security conference in Stockholm in May
1983 is widely variable. The range of subjects is broad, as the list
below shows. There is a welcome lack of scaremongering about
“computer crime”, although, of course, fraud and sabotage are not
neglected.
The broad topics covered include:
—
Security and risk management.
—
Privacy and vulnerability of data.
—
Computers and the law.
—
Protection of data processing facilities.
—
System access control.
—
Cryptography.
—
Contingency planning.
—
Education in security.
The arrangement of the papers does not appear to follow any
subject grouping, but the table of contents helps in following up a
particular topic of interest. Even so, the book suffers from the lack
of an alphabetically ordered author index.
Three messages emerge from the papers:
—
Security measures must be installed with the system, whether
these are physical controls or system controls; the price of
trying to add them later is high and the results are likely to
be ineffective.
—
Static security measures are not enough; there must be a clear
indication by management that security is important, so that
the users and operators of the systems recognise their respon
sibility to make the security measures effective.
—
Security measures must be balanced; the security chain is
only as strong as its weakest link, and efforts must be made
to strengthen the weak links.
Generally the papers are descriptive rather than practical
though there are exceptions, such as the following two.
For anybody wanting a comprehensive reading list, classified
by topic, Yngstrom’s "Education in Safety Systems and Security
Analysis” should be very useful. It describes a one-year course
taught at Stockholm University aimed at training people in planning
and implementing security systems, and lists the (English language)
textbooks for the course.
A practical paper, stressing the planning required in imple
menting a program product to provide system access security, is
presented by Having. This gives a series of checklists which would
be useful to anybody contemplating the installation of such a
product.
This is a library reference book, not a “must” for your
private bookshelf.
Des Bright,
IBM Australia
GOSLING, P.E. (1982): Mastering Computer Programming, Mac
Millan Press, 212 pp., $6.95.
This book is one of the popular MacMillan Mastering Series,
following on from Mastering Data Processing and Mastering
Computers.
The book assumes no previous knowledge of programming,
and starts with the usual algorithmic approach to problem solving,
followed by an example using a machine code to explain how a
computer program works. For many beginning programmers this
emphasis on low-level language and machine operations could be
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difficult to understand.
The first high-level language introduced is ACE - notone of
the most widely used languages! It is not until almost one fifth of
the way through the book that a more common language is referred
to — and that is BASIC.
Most of the examples in the rest of the book are written in
BASIC, although other languages (FORTRAN, COBOL,TASCAL)
are given one chapter. There is also a chapter on symbolic flow
charting, but no mention of other flow-charting techniques such as
Pseudo-code.
There are a number of other faults in this book as an intro
ductory text to programming: the examples are all in BASIG and are
heavily mathematically oriented, the programs are often very poorlv
reproduced (copies of original listings, I suspect), there are no prac
tice exercises tor the reader to try, and much of the content is
rather outdated (for example the photographs and references to
punched cards).
For a book which claims to be about mastering programming,
there is a most inadequate index. For example the only entry
under P is Parameters — no mention of PASCAL, Procedures, Porta
bility, Printing or Programming. The index has no entry for Run,
Com pile, Debug, Subroutine, Function or Compatibility. I could
not find any mention of structured or modular programming, or of
the top-down approach, all of which should rate a mention in a
book supposedly about MASTERING programming!
The book cannot be recommended as an introduction to
programming, but could be useful as a reference book for someone
who has had an introduction to the BASIC language, and who
wishes to improve their progamming skills and learn a little more
about how computers operate.
Sue Trahair,
Frankston College of TAFE
OLLE, T.W., SOL, H.G., TULLY, C.J. (eds.) (1983): Information
Systems Design Methodologies: A Feature Analysis, NorthHolland, Amsterdam, 266 pp., $US42.50.
This book is a collection of papers from the Proceedings of
the IFIP WG8.1 working conference on feature analysis of Systems
Design Methodologies, held in York in July 1983. It is a continua
tion of an earlier conference on design methodologies also held in
York, whose proceedings entitled, “Information Systems Design
Methodologies: A Comparative Review”, ed. T.W. Olie, H.G. Sol
and A.A. Verrijn-Stuart were published by North-Holland in 1982.
It is a continuation in the sense that a number of design
methodologies were described in the earlier conference of 1982. The
goal of the later conference in 1983 was to provide a framework to
compare some of these earlier methodologies, as well as some new
ones. Of the 13 papers in the proceedings, nine attempt to establish
such a framework. The way this is done in most cases is to identify
features that can be used to characterise design methodologies and
to compare the methodologies against these features. The collection
of papers for persons who are choosing or using design metho
dologies identify a variety of features and provide valuable guide
lines for evaluating methodologies.
The papers begin with an initial introduction by Sol who
summarises how each paper fits into the proceedings. The follow
ing papers then discuss various sets of features. The collection of
papers is valuable in that they cover a variety of approaches for
evaluating methodologies. Some are based on more empirical and
practical issues, whereas others cover more abstract problem solving
issues or specific techniques. Examples of the empirical compari
sons are those by Brandt and Wasserman. Brandt identified a frame
work based on eight features, namely,
1.
Origin and experience.
2.
Development process.
3.
Model used in the methodology.
4.
Iteration and tests.
5.
Representation means.
6.
Documentation.
7.
User orientation.
8.
Tools and prospects.
Wasserman and co-authors on the other hand place more
emphasis on the development life cycle. They compare the metho
dologies to the traditional linear life cycle and discuss the assistance
provided to designers at each life cycle stage. Particular issues
covered are:
1.
Software development cycle coverage by the methodology.
2.
Applicability to different problem types.
3.
Technical concepts supported.
-4.
. Workproducts and representation schemes.
5.
Quality assurance methods.
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These two papers are then followed by a paper by Olive, who
describes a framework centred around problem solving issues and
compares methodologies against four abstraction levels: conceptual,
logical, architectural and physical. The technical methods provided
at each level are compared.
F. Bodart and co-authors then have a paper that combines
some issues of the problem solving cycle and problem solving tech
niques. Their cycle is more abstract based on evolutionary ideas and
they consider three types of problems within the cycle — abstrac
tion, decision and control problems.
liveri and Kerola then turn to sociocybernetic issues. Of all
the papers theirs is perhaps the more complex because of the terms
used and the relationships it attempts to establish between technical
and social aspects. Such social aspects include interest group
analysis, goal analysis and situation analysis.
Some specific techniques are considered by Kung who com
pares methodologies from a time perspective whereas Nijssen con
siders issues of subject matter separability.
The paper by Falkenburg and co-authors then compares four
of the methodologies by listing their strengths and weaknesses and
suggesting some improvements.
The remaining four of the 13 papers are a critique of the
frameworks presented by the first nine papers.
Perhaps one negative feature is that some of the more
popular methodologies are not used in the comparison. For
example, few of the comparisons include the dataflow methodolo
gies popularised by De Marco. In spite of this, the book contains
much useful information. Although advanced for undergraduate
students, it should be valuable reading both for persons doing post
graduate studies or persons in the workplace seeking to establish or
adopt design methodologies.
I.T. Hawryszkiewycz,
Canberra CA E
NORTON, H.N. (Ed.) (1984): Sensor Selection Guide, Elsevier
Sequoia, Lausanne, Switzerland, 184 pp., $US15.00.

poster sessions, covers a wide range of topics in fibre optical com
munication, viz. fibre and cable technology, diode lasers’structures
and noise characteristics, photodetectors and optical receivers,
integrated optical devices, fibre couplers, components and sensors,
transmission system design and network applications,jetc.
As in previous conferences, the emphasis in the programme
was placed on the state-of-the-art of fibre fabrication processes.
Most contributors dealt with the refinement of existing fabrication
techniques for single-mode fibres operating at 1.3 and 1.55 jttm. Two
important exceptions are: University of Southampton presented the
only paper on single polarisation fibre (“Performance of Bow-Tie
Polarising Fibres”, by M.P. Varnham, et al.) while Furukawa con
tributed research efforts on a germanium-based fibre at 2-2.4 /im
("Low-Loss Germanium-oxide Glass Optical Fibre”, by H.
Takahashi, et al.).
Judging from the number and the type of papers presented,
authors’ interest has now shifted from fibre processes and theory to
the performance of diode lasers, fibre couplers and sensors, and to
applications of fibre systems to the subscriber network. This reflects
the degree of maturity in the research and development efforts in
fibre optics. The largest portion of the contributions (a total of 28
papers) was devoted to the performance, reliability and noise prob
lems of injection semiconductor LEDs and lasers. Most papers,
dominated by Japanese researchers, dealt with the single longi
tudinal mode aspect of lasers operating at 1.3 /im and 1.55 /im.
NTT gave a comprehensive up to date invited paper on “Single Long
itudinal Mode Lasers” (by T. Ikegami and G. Motosugi). Fujitsu
devised a novel 4x4 LED array chip coupled to fibre array (“Fibre
Coupled Two-dimensional Monolithic AIGaAs/GaAs LED Array
with Highly Uniform Radiance” by T. Sugahara, et al.).
Attention was also focussed on fibre couplers, components
and sensors. The highlights of some fibre-optical sensor systems
reported are:
1.
2.
3.

Advances in integrated circuit technology and the increased
availability of high quality analogue or hybrid modules for signal
processing over the last decade have contributed greatly to the
improved cost effectiveness of the design process for hardware in
industry or research. These developments, however, have also
focussed attention on the most critical, time consuming and often
vexatious part of the design process, namely the selection and test
ing of the front end transducer which is at the all important process
interface.
The sensor Selection Guide edited by Harry N. Norton is a
timely, and very well conceived contribution which should prove
invaluable to anyone engaged in instrumentation or circuit design
for process control. The data format is logical and very well organi
sed and permits very easy comparison of different transducer ele
ments. The range of transducer elements is to the best of my know
ledge very complete, and in each of five examples investigated the
specifications were correct and up to date. Despite the intention of
the editor to adopt SI units it is a little frustrating to be confron
ted with so many cases using American or British Imperial units.
Since a large fraction of the manufacturers quoted are from the
USA this is probably unavoidable.
In summary a very useful reference text, very modestly
priced and definitely a must for anyone in the instrumentation
technical community engaged in research or product development.
The inclusion of a complete list of manufacturer’s addresses and a
host of other features such as a sensor classification table and a
table of conversion factors make this a very useful and easy to use
reference text.
B.G. Celler,
University of New South Wales

MELCHIOR, H. and SOLLBERGER, A. (ed.) (1983): Optical Com
munication, North Holland Publishing Company, Amsterdam
572 pp., $US85.00.
This book contains the technical papers presented to the
9th European Conference on Optical Communication (ECOC’83)
held in Geneva, Switzerland on 23-26 October 1983. It is a useful
library reference as the ECOC is one of the major international
meetings on the latest developments in fibre and integrated optical
communications. The set of 127 papers, including those in the
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“A Fibre-Optic Gas Detection System”, by A. Hordvik, et at.
“The Detection of dc and ac Magnetic Fields using an all
single-mode fibre magnetometer”, by A. Kersey, et at. and
“Real-time Temperature Measurements with Fibre-Optic
Sensors inside a Train’s on-board Transformer”, by K.
Kyuma, et al.

The major attraction of single-mode fibres is still for the long
distance communications, particularly when coherent detection is
used. In an invited paper, British Telecom reported trial results on a
coherent detection system which offers a 20dB improvement in
receiver sensitivity over conventional direct detection systems.
(“The Worldwide Status of Coherent Optical Fibre Transmission
Systems”, by D. Smith and I. Stanley.) Tohoku Electric presented a
50 km multimode fibre system without repeaters using wavelength
division multiplexing ("50 km Non-repeatered Wavelength Multiplex
Optical Communication System of the Tohoku Electric Power
Company Inc.”, by F. Ohtsuka, et al.). More papers than before
were concerned with the broadband applications and subscriber net
works, including multi-channel TV transmission, digital telephone
signals, and teletext information, etc. With the use of fibres in trunk
and undersea cable transmission firmly committed world-wide, most
major telecom industries are switching their huge R & D efforts to
investigate the feasibility of broadband networks based on a costeffective fibre system. NTT reported a field trial of a broadband
switching network based on multimode fibres (“Fibre Optic Sub
scriber Systems for a Trial Broadband Switching Network”, by Y.
Nagata and T. Kitami). Various methods of broadband transmission
were proposed and investigated. These include wavelength multi
plexing, pulse-width modulation, PCM. pulse-time modulation and
analogue modulation of video signals (e.g. “Video Transmission in
Optical Fibre Local Networks Using Pulse Time Modulation”, by D.
Heatley from British Telecom).
On the integrated optical device area, only six papers were
presented. This is not surprising as most major papers in this field
were presented in another conference (2nd European Conference on
Integrated Optics) held only one week earlier in Firenze, Italy. The
research efforts reported indicate that these devices are still in the
laboratory stage. But important progress was made as reported by
NEC on a 10-port star coupler (“A Ten-port Graded Index Wave
guide Star-Coupler Fabricated by Dry Ion Diffusion Process”, by K.
Kaede and R. Ishikawa).
This book provides an important contribution to the fibre
optics development and should be considered for acquisition by
physical science and engineering libraries.
P.S. Chung,
University of New South Wa/es
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LEE, G. (1982): From Hardware to Software, Macmillan Australia,
Melbourne, 453 pp., $21.95 (paper).
First impressions of anything are important — particularly
books. This book has not been typeset, but instead has been run off
on what appears to be a daisy-wheel printer, a fact that renders the
book rather unpleasant to use. For example, sub-headings and
words that are emphasised, are printed in italics, which is unfortu
nate, since the italics font is lighter than the standard font. Head
ings, therefore, and hence the structure of the book do not stand
out.
My main criticism of the book is the fact that it covers a large
number of topics in computing in a very cursory fashion in the
order: digital logic, computer architecture, assemblers, high level
languages, compilers and operating systems. Curiously, the author
claims this as a feature of the book: all the material a student needs
for an introductory course in computing is obtained in one book.
However, a lot of the material in the book is far from introductory
such as a very detailed account on writing an assembler to a
thorough description of algorithms for binary division!
The following comments, which are mostly criticisms unfor
tunately, are offered on various aspects of the book:
—
The logic symbols used are circles with ‘and’ and ‘or’ written
inside them, which makes circuits incomprehensible. There is
no excuse for this — no one in any country that this reviewer
has visited uses such archaic symbols for logic gates.
—
There are glaring omissions in the digital logic section. For
instance, JK flipftbps are never mentioned, and although de
Morgan’s theorem is introduced at one stage, it is not shown
how it can be used to provide alternative hardware realisa
tions. There is no section on the design of synchronous
circuits — in fact the terms ‘synchronous’ and ‘asynchronous’
are not used in the book.
—
There appears to be undue emphasis in the hardware section
on arithmetic circuits, the topics of addition, subtraction,
multiplication and division all rating a separate chapter each.
This tends to give the incorrect impression that computers
are number crunchers, a view that was prevalent when com
puting was a younger discipline.
—
On a positive note, Pascal is used throughout to describe
hardware, an approach that produces some elegant results.
For example, a 16 bit logic shift right operation, where bit
15 is the most significant bit, is described by the pair of
statements:
for i := 1 to 15 do word [i—1 ] := word [i];
word [15] := false;
Nothing unusual here, except the observation is made that
leaving out the second statement results in the description of
an arithmetic shift right!
Pascal is used in a half hearted fashion to describe
assembler code, but the nicest part about Pascal — the way its
structuring highlights loops — is not used at all, which is dis
appointing. In places, the ‘goto’ statement appears in the
Pascal . . .
—
In the architecture section, buses are introduced, but tri
state circuitry is not: tri-state circuits can be described very
simply as ‘switches’ without recourse to electronics. In keep
ing with the notion of computers being number crunchers,
the only peripherals described (and in some detail) are paper
tape readers and line printers.
—
The section on control unit design is good, particularly the
Pascal description, which, it is suggested, could be used as a
simulator.
—
One of the biggest omissions in the book, which is unforgiv
able, is that use of the run-time stack is never mentioned
(except in relation to a zero-address instruction machine).
Yet there is a chapter on subroutine linkage using methods
that are not stack-based.
—
The best sections of the book pertain to the treatment of
assemblers and compilers. The symbol table in the chapter on
assemblers gets heavy treatment, with many ‘snapshots’ of its
contents during the assembly of a piece of code.
—
The chapter on operating systems is so cursory that it prob
ably should have been left out.
It is with some regret that I feel compelled to point out so
many negative points about the book, particularly in view of the
fact that the author resides in Australia, but for the reasons outlined
above, I could not recommend the book for an introductory course
in computer science.
P. McCrea,
University of New South Wales
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AKOKA, J. (ed.) (1982): Management of Distributed Data Proces
sing, North-Holland, Amsterdam, 297 pp., $US44.25.
This book is a collection of 20 papers presented at the Inter
national Conference on Management of Distributed Processing held
in Paris, France, from 23-26 June 1982. As is usual with such con
ference proceedings, the papers are a very mixed bag, in terms both
of content and of presentation. Several papers are very difficult to
read because the author’s native tongue was not English, or because
typographical, spelling and grammatical errors have not been edited
out. Six of the papers are in French, which further restricts the
usefulness of the work. This latter factor is disappointing, as these
papers appear to have much to offer (though my French was
adequate only to discern their general thrust!)
Only a few of the papers actually address the topic of the
conference directly. The rest all concern other aspects of distribu
ted processing. These are interesting and worthwhile papers, but
deal with more technical matters.
The best papers, from the point of view of the title of the
book, are the two by Akoka (who edited the volume). In the first,
he gives a good overview of the problems in managing decentrali
sation. He recommends that the operational, developmental and
management aspects of computing systems should be considered
separately, when making decisions about centralisation vs decentra
lisation. In the second paper, he applies various theories of organi
sational change to the process of converting from centralised to
decentralised computing systems. Two of the French papers (by
Gingras and by Castellani and Cavarero) also have worthwhile con
tributions to make to these issues.
Several papers apply the ISO guidelines on Open Systems
Interconnection to the organisation and management of distribu
ted systems, and have interesting and potentially useful contribu
tions to make. A group of papers deals with the problems of optimal
placement of data in a distributed system, of solving the concurren
cy problem, and of recovery from failure of one computer in the
system. These also have some useful points to make, but have
relevance to management only at the systems analysis and design
level.
One or two other papers represent case-studies of the design
and implementation of large distributed computer systems. These
are primarily descriptive, but include a certain amount of useful
analysis.
The remaining papers have only a tenuous relevance to the
theme of the conference. They include the description of a multi
processing database computer, a study on the impact of use of
intelligent workstations, a brief analysis of the inter-relationship
between local, private and public networks, and a description of a
messaging system for use within a single computer.
The most disappointing paper of all is that by former (then
current) Vice-President of Engineering for Digital Equipment
Corporation, C. Gordon Bell. Bell was responsible for the design
of many of DEC’S most successful computers, which enabled and
promoted the whole field of distributed computing. His paper is a
short one; it starts with a rather simplistic analysis of cost and
performance trends in technology, and concludes with an even more
simplistic overview of the personal, local and corporate levels of
distribution of computing. The paper has no references.
Overall, the book does offer a useful summary of the state-ofthe-art in the field of distributed computing, and the two papers by
Garvish (in particular) give some indication of the amount of work
yet to be done in this complex field. However, it is most unlikely
that many private individuals would see this as a must for their
bookshelves. If one is keenly interested in the field of distributed
information systems and their management, then this has some
useful contributions to make, but the few good papers hardly
warrant the high price tag. If one knows little but would like to
learn more about this field, then several of the papers here would
make a good starting point (some have useful reference lists), but
again the price could not be justified. On the other hand, such a
volume should be acquired by any good research library, and by the
libraries of those larger organisations considering converting from
centralised to decentralised computer systems (and by those where
it is happening without consideration!)
T. Alex Reid,
WA Regional Computing Centre,
University of WA
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Slews Briefs
from the
Computer LUorld
“News Briefs from the Computer World" is a regular
feature which covers local and overseas developments
in the computer industry including new products,
interesting techniques, newsworthy products and
other topical events of interest.

NEW 55-MB DISC DRIVE IS PART OF
HP 3000 SERIES 37
Designed as the primary on-line disc drive for the new
HP 3000 Series 37 office computer, the new HP 7945A
provides 55 megabytes of formatted storage at a cost per
megabyte 35 per cent lower than earlier products of the
same capacity and performance. It is user installable in
computers of the HP 3000, 250, 9000 and 1000 families.
Contributing compactness as well as low price, the
HP 7945A can hold the information from a stack of type
written paper seven feet tall, yet is barely larger than HP
products of the same capacity. It also uses 90 per cent less
power. Average seek time is 30 milliseconds.

The first edition of the standard, AS 2482 was published
in 1981. Its development was requested by the National
Mapping Council and took place entirely in Australia. It
was believed to be the world’s first standard in the area of
digital mapping data.
This new edition of the standard is technically identical
with the first edition, except that the file structure and
format specification have been extended and new feature
codes have been added.
By using the standard, organisations will be able to
acquire and distribute mapping information in a nationally
agreed digital form, thereby saving considerable time and
money.
Copies of AS 2482 can be purchased from any SAA
office at a cost of $14.40 plus $2.50 postage and handling
charge.
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TOTAL COMMUNICATIONS PRIVACY
AND CONTROL
Sepac Industries announces the release of their allAustralian designed and manufactured S720 and S722
“Private-Call” signalling modules.
When the base is fitted with Sepac’s S240 Status and
Identification Console the interfering of these modules, to
either two way mobile radios or party-line equipment,
enables total base control over all communications within
the network.
Communication between mobile and base is totally
private from all other units unless specifically enabled by
the base.
The modules are based on Sepac’s field proven 8002
signalling microprocessor which allows selection of any
one of six international signalling formats.
The S720 and S722 are housed in compact, sturdy
cases ready for external interfacing to most two way
radios or private lines.
The S722 functions identically to the S720 with the
addition of a slider switch, allowing the user to select any
one of 10 status codes..
Further details from Sepac Industries (Australia) Pty
Ltd, Frankston, Victoria.

NEVER MISS A DEADLINE
An invaluable reminder for
• Deadlines • Meetings • Business Trips • Products
• Vacations • Anniversaries • Appointments
Easy write on/wipe off surface allows you to make
erasionsand alterations. The Planner is as easy to use as
a blackboard and much more versatile. Hundreds of
colour keyed stickers enable you to record up to 4(H)
different events at various times of the year. Each
Planner has a FREE Whiteboard on Reverse Side.

Order Today-You could
an Alphatronic
Wwfn
Personal
Computer
or
* Magnetic White
Boards
* Business Project
Control System
* Resources Schedule
System
ALL VALUED AT

$5,000
Order your TimeWise Year Planner today from vour
stationer/newsagent and be eligible to win.

INTERCHANGE OF FEATURE CODED
DIGITAL MAPPING DATA
The Standards Association of Australia has published
a new edition of the standard dealing with the interchange
of feature coded digital mapping data.

Prizes will be issued by your TimeWise Retailer.
Permit No. T/C84-IA57 issued under the Lotteries & Art Unions Act.

For Information re: your nearest stockist phone
(02) 498 7488; (03) 878 3355; (09) 444 9994;
(08) 268 3088; (062) 381 1381; (07) 268 5222
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