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DECLAB-11/MNC Digital Equipment’s sophisticated real-time operating system for control of complex
laboratory procedures. In most laboratories a great deal of valuable time is spent interfacing the laboratory
computer system to instruments and test equipment. DECLAB-11 /MNC has been designed to minimise the
amount of time spent interfacing your laboratory apparatus to the system.
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"News Briefs from the Computer World" is a regular
feature which covers local and overseas developments in the
computer industry including new products, interesting
techniques, newsworthy projects and other topical events
o f interest.

MINC’S BIG BROTHER
Digital Equipment Australia has announced the
release of a larger version of their MINC.
The MINC system, released by Digital Equipment
Australia early this year, is a compact, low-cost system
designed for engineering, scientific and laboratory data
acquisition. It is supplied with hardware and software
enhancements that make laboratory interfacing and
application development easy for researchers who are not
computer experts.
DECLAB-11/MNC has been designed to minimise the
time spent interfacing laboratory apparatus to the system.
Lab equipment which interfaces by either analog or
digital signals can be easily connected to the appropriate
input/output modules.
Up to eight input/output modules may be contained
in the DECLAB chassis. Because the modules are designed
to be inserted and removed by the user it is fast and easy to
configure a system to meet data collection needs.
The following modules are available:
Analog-to-Digital Converter (16 channels)
Analog Multiplexer (increases capacity of A/D con
verter to 32 channels, three multiplexers can be used with a
single A/D converter to provide a total of 64 channels)
Analog Preamplifier with Programmable Gain (4
channels)

Digital-to-Analog Converter (4 channels)
Digital Output (16 lines)
Digital Input (16 lines)
Programmable Real-Time Clock.
DECLAB uses Digital’s Laboratory Subroutine
Package which provides the FORTRAN tools for peak and
envelope processing, time interval histogramming, fast
Fourier Transform, power spectrum analysis, magnitude
and phase analysis and auto or cross-correlation.
In addition, there’s a Scientific Subroutine Package
with over 100 self-documenting mathematical and statisti
cal FORTRAN-callable routines including T-statistics,
multiple linear regression, Fresnel integrals, and Legendre
polynomials, capable of solving almost any scientific or
statistical problem.
Finally, you have Digital’s Real-Time and Graphing
Subroutine Package that takes advantage of the extensive
capabilities of the input/output modules and the video
graphing terminal.

NEW INTERNATIONAL JOURNAL
ACJ readers may be interested to know of the
existence of the international journal ‘Information
Systems’.
The journal ‘Information Systems’ is concerned
with that branch of computer science which deals with
practice of designing, building, maintaining and using
computer-based information systems. Emphasis is placed
upon the general problems of data management and the
computer-oriented methodology forming the interface
between Generalized Data Base Management Systems
(GDBMS) and applications.
Subscription and Advertising Offices: Headington
Hill Hall, Oxford 0X3 OBW (Oxford 64881) and Maxwell
House, Fairview Park, Elmsford, New York 10523. Pub
lished quarterly.
Annual subscription rates (1979): For libraries,
university departments, government laboratories, indus
trial and other multiple-reader institutions $US75 per
annum (including postage and insurance).

Jones & Rickard new range of
FREQUENCY CHANGERS
§ IMS ISOLATION SETS
X'

J & R 50 KVA 50/60 HZ 600 R.P.M.
Single Shaft Brushless
Frequency Changer.

@ Predominantly single shaft brushless construction.
• Bodies assembled on building plugs-to minimise weight,
cost and manufacturing time.
• High performance necessary for computer and aircraft
ground support supplies.
• Control Gear mounted above andpre-wired to machines
-to reduce installation costs.
• Jones & Rickard setsoperating in all Australian mainland
States.
Our Services include: Dynamic Balancing-All weights and
sizes, Heavy Electrical Rewinding and Repairs, Lifting
Magnet Manufacture and Repair, G.E. of U.S. Franchised
Service Shop.

JONES & RICKARD
PTY. LTD.
SINCE 1926
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869 South Dowling Street,
Waterloo, Sydney 2017.
Telephone 663 3938
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Queensland Newspapers Pty. Ltd., Brisbane.

Prahran College of Advanced Education, Melbourne.

Australian Taxation Office, Canberra

What does Cemac Tate
Access Flooring offer you?

Carpet Panel Edge Finishes

• Savings on construction time.
• Improved air conditioning performance.
• Infinite flexibility in
systems configuration planning.
All adding up to real cost savings.

Cemac Tate Access Floors
offer a variety of choices in:
Panels and Support Systems
Steel panels, with unique isotropic structure, are
available in three strengths — heavy, standard or
commercial. Also for lightweight computer room
equipment, there is our special Mini-Floor. Our
range of support systems include Snaplock,
Clamped and Stringerless.

Three edge finishes are available for carpefs: the
"broadloom" look, with carpet applied right to the
edge of the floor panel; fhe "soft modular" look, with
carpet turned under all panel edges; the "accented
modular" look, with narrow vinyl edging giving a
bold, grid appearance.
Hundreds of companies fhroughouf Australia have
chosen Cemac Tate Flooring.
Cemac Interiors offers single source responsibility.
So whether you require only access flooring or a
complefe office interior (floors, systems furniture,
ceilings, partitions and task lighting) contact
Cemac Interiors.

Brochures and details from Cemac Interiors

Panel Surface Finishes
Cemac Tate offers almosf any finish you may
require: a vast range of anti-static carpets, high
pressure laminate, vinyl, vinyl asbestos, cork,
parquet, quarry tile, ceramic tile, rubber and
checker plate.
ii

cemac

Sydney........ 6993122 Adelaide
Melbourne...4198233 Hobart...
Brisbane
2215099 Perth

...453656
..29 5444
444 7888
CEIN4
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EXECUTIVE BACKS AUSTRALIAN NOUS
Multi-national Memorex intends to rely on Aust
ralian business acumen to further its growth rate in the
South Pacific.
Visiting Executive Vice-President, Charles S. Strauch,
44, one of the three men who make up the “Office of the
President” of the Memorex Corporation, believes in using
local talent.
He said, “We are not using ‘US mentality’ outside
of the USA.
“Of our 22 international subsidiaries only one has an
American running it and he happens to be a permanent
ex-patriate living in that particular country.
“Our Australian company is run by Australians and
our philosophy is to use locals who understand the market
and can relate directly to the people within that market.
“We have a substantial investment in service and
maintenance of existing installations.”
Mr Strauch anticipates a 25 per cent growth rate
in equipment computer sales in the South Pacific.

Transient impulses, sags, surges, and long-term drifts
can push maintenance costs through the roof ...
interrupt production ... generate ‘unexplainable’
malfunctions of elec
tronic controls and
instruments.

GRAMMAR SCHOOL COMPUTERISES OFFICE
WORK
Mentone Grammar School in Victoria has become
one of the first private schools in Australia to computerise
its office work with a microcomputer system.
The school has successfully introduced a system
developed by a Melbourne software company, Data-Link,
and based on a Data General MicroNOVA computer.
The school examined systems provided by most
Melbourne computer suppliers and three hardware sup
pliers were on the final list of possible choices. Data
General equipment was chosen because it offered a con
figuration that met Mentone Grammar’s specific process
ing and cost requirements.
Mentone Grammar commissioned Data-Link to
write the software and, before the computer was delivered,
Data-Link installed a time-sharing terminal at the school
connected to its own bureau computer. The software was
developed and up and running before the MicroNOVA
arrived.
The sorting capacity of the MicroNOVA can be
used to print listings from the student information files
in any desired combination. Random examples include
form lists, age groupings of students, and groupings of
parents by occupation together with their home address
and telephone number.

HIGH DENSITY FILING SYSTEMS
Shannon Systems, a division of Twinlock Australia
Limited, and specialists in storage and retrieval systems,
have launched a new and different high density filing
system, Shannostor, that gives greater access to its users.
And it is flexible enough to be converted or initially in
stalled as a high density filing system for limited access
also.
The Shannostor System does not need expensive
rigid track systems. Shannostor employs a unique com
bination of mobile bases, flexible unlevelled tracks and
Shannon Lateral filing cupboards to make up the system.
For the office manager faced with the maximum
use of the floor space available, filing space is always at a
premium. The Shannostor system can either condense
existing storage needs into 50 per cent less space, or expand
the current storage capability by an average 75 per cent
in the existing floor area.
The Australian Computer journal, Vol. 17, No, 4, November 1979

DRANETZ
Power-Line
Disturbance
Analysers

RANETZ

have a built-in com
puter that detects all
kinds of disturbances,
measures them (down
to half a micro-sec
ond) and prints the full
story: what happened,
when and for how
long.
Besides • an
automatic, daily, dated
summary, it also gives
you (on command) a

short-term report. Monitors continuously, operates
unattended — even if power is down.
■ Rugged, really portable instrument.
■ Adaptors measure area, polarity and direction of
impulse.
■ Single phase, three phase and AC/DC models are
available.
To find out more, call the Industrial Division specialist
of Electrical Equipment Limited in your state.

INDUSTRIAL DIVISION
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When you put it all together, make
sure it’s Memorex.
The most sophisticated CPU in the
world is only as good as its
peripheral equipment.
That’s obvious.
It’s also obvious that maximum
capability can only be achieved by
ensuring that the peripheral
equipment you do use is at least
equal to the potential of the CPU
in quality, performance and
reliability. And that means
Memorex.
It all adds up.
Disc storage drives; disc packs;
disc cache; dual intelligent string
controllers; tape drives; tapes;
add-on memories; communications
controllers; terminals and line
printers.

THAT’S HOW YOU MEASURE PERFORMANCE.
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SDMRU — A Paging
Algorithm
R. Arora** and R. K. Subramanian*
The least recently used paging algorithm is popularly known, yet has the disadvantage of
producing continuous page faults when a cyclic reference of m+1 or more pages is made with m pages
in the main memory. This paper proposes a semi-dynamic algorithm, SDMRU, which avoids such
continuous page faults over relatively high ranges of memory size when tested with constructed
programs of characteristic and representative behaviour. The implementation is simple. A suggestion
for modifying it into a demand prepaging algorithm is also made. The suitability of SDMRU in a
multiprogramming environment is also discussed.
Key words and phrases: Paging algorithms, working set, least recently used, SDMRU, multi
programming, memory management, locality.
CR Categories: 4.30, 4.32, 4.35

INTRODUCTION
Virtual memory is one of the major concepts that
has evolved in computer architecture over the past one
and a half decades. Its origin dates back to 1958 when it
was first introduced in the Atlas computer (Kilburn,
Edwards, Lanigan and Sumner, 1962). Virtual memory
may be used to give the programmer the illusion that
memory is much larger than in reality. Paging is one of the
methods used for making virtual memory practical. Mem
ory in such a system is divided into fixed size blocks called
page frames and the address space of each process is divided
into pages. The paging mechanism uses three policies:
Fetch policy, which determines when a page is to be
loaded; Placement policy, which determines where the
page is to be placed; and Replacement policy, which
decides which information is to be removed from the
main memory. If the pages are fetched from the secondary
storage only when needed, the method is called demand
paging. The situation, when an attempt is made to access
a page which is not in the main memory, is called page
fault. Obviously placing policy in a paging system is trivial.
Replacement of pages from main memory is done at any
reference time, usually at the time of a page fault. Page
fault causes loss of processing time as the page replace
ment algorithm is to be executed first if there is no free
page frame available and then the page fetch algorithm is
to be executed. Therefore efficient operation of a com
puter system with virtual memory requires that not only
the number of page faults but also the cost of satisfying
them be minimised. The number of page faults could be
minimised by choosing a suitable replacement policy
which will not replace a page likely to be needed again
in the near future. The cost of satisfying a page fault could
be reduced by making the paging algorithm easy to im
plement and smart in taking decisions.
A number of page replacement algorithms such as
LRU (Mattson, Gecsei, Slutz and Traiger, 1970), LIFO,
FIFO, Working set (Denning, 1968) have been proposed.
These enable the operating system to decide the future
“Copyright © 1979, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted; provided that ACj’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”

page needs of a program based on recently acquired
historical performance. The number of page frames allo
cated to a program can either be fixed or vary dynamically.
A working set (WS) algorithm is one which causes dynamic
allocation. Others such as LRU cause a static allocation if
applied locally to each program or a dynamic allocation
if applied globaly over all active pages in the system. Under
static allocation the fetch policy and the replacement
policy are intimately related as each application of the
fetch policy requires a corresponding execution of the
replacement policy. In a dynamic allocation system the
fetch policy and the replacement policy may be invoked
independent of each other. The fetch can be made without
invoking the replacement algorithm to get an empty frame.
Page frame is obtained from the resources of the system.
Similarly the replacement algorithm can be executed when
a page fault occurs. The page frames released are surrender
ed to the system. The dynamic allocation algorithms act
in collaboration with the system which maintains a pool
of empty page frames.
All the above algorithms are designed with a view
to make use of the characteristics of program locality.
However the most popular algorithms like LRU and WS
are found to perform at their worst under certain circum
stances. This paper proposes a paging algorithm which gives
a better performance, the number of page faults being the
measure of the performance, under those circumstances
besides performing comparably in all other cases. More
over the implementation of this algorithm is simpler than
that of LRU and far more simple compared to WS.
WORKING OF LRU AND WS
LRU is the most popular static allocation replace
ment algorithm. It selects for removal the page that has not
been referenced for the longest time, that is the Least
Recently Used page. In systems with LRU replacement
policy, programs with small localities tend to yield better
performance than programmes with larger localities.
Further for a given process which uses LRU replacement
algorithm, determining the size of the memory which is to
be installed is a difficult task. Allocating page frames very
much smaller than its requirement will result in too many
page faults and allocating too large a memory will cause
wastage of memory space. Obviously static allocation will
mostly result in inefficient utilization of either CPU or
memory.

*Computer Centre, U.T., Hauz Khas, New Delhi-1 10029 (India). Manuscript received 5th September 1977. Revised manuscript received
1st April 1979
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TABLE I. Optimal performance by MRU
Ref. string:
LRU

9
9

&

WS
Page faults
MRU

*
9

&

BELADY
Page faults

*

47329473
47329473
94732947
9 4 7 3 2
9 4

294732947
294732947
329473294
732947329

3 2 9 4 7
3 2
32947329
7 3 2 9 4
7 3
4 7 3 2 9
4 7

47329473
99992222
4 4 4 4 9
9 9
* * * *
* *

294732947
333377774
922223333
* *
* *

3
4
7

******** *********

The Working Set algorithm (Denning, 1968) retains
in main memory exactly those pages of each process that
have been referenced in the preceding ‘t’ seconds of process
(virtual) time. If an insufficient number of page frames are
available then a process is deactivated. This requires a
variable sized storage space which enables it to adopt to
dynamic changes in program behaviour. This can be con
sidered to be the same as LRU algorithm with variable
size memory allocation. It frees page frames whenever they
have not been accessed during the last ‘t’ seconds. As it is
necessary to keep track of age of each page in the main
memory and also to inspect and free a page, if available,
at each reference, the Working Set algorithm is rather
expensive to implement.
Though the algorithm presented in this paper is
not as fully dynamic as the Working Set algorithm, it is nei
ther static as LRU. This may be classified as a semidynamic
algorithm. It is simpler to implement than both LRU and
WS and better than LRU in performance.
THE SDMRU PAGING ALGORITHM
The principle of locality of reference implies that a
program references only some subset of its virtual address
space for relatively extended period of time. Madison and
Batson (1976) have concluded that the program reference
is a sequence of residencies in fairly long lived stable
phases, wherein a small subset of pages are repeatedly
referenced and that the transition between these phases
can be fairly disruptive involving references to many pages
which are not members of the phase initiating transition.
Hence the program references may be considered to be
sequences of the following two types of groups of refer
ences:
(i)
Groups which favour a subset of references. (Stable
Phase)
(ii)
Groups, references in which are random (Transition
Phase).
Consider a program with references which favour a
subset of references. If the subsets do not favour smaller
subsets among themselves, i.e., if the references in the
subset are independent and the number of page frames
allotted for a program (in the case of static allocation) or
the window size (in the case of dynamic allocation) is
less than the number of independent references, LRU and
WS algorithms cause as many page faults as the number of
references. But if the most recently used, let us call it
MRU, page is replaced at page fault times it is seen to be
optimal as the MIN algorithm (Belady, 1966). MRU being
optimal in this case is obvious from the fact that when
the same subset is being repeated the page that was ref
erred once, will be referred again, only after all the other
pages in the subset are referred and hence that page will
be the suitable victim for the optimal replacement. In
table 1 we show an example. If the number of independ
ent references in the subsets are less than the number of
page frames allotted, MRU is seen to perform better than
The Australian Computer Journal, Vol. ii, No. 4, November i979

2
4
7

9 4
4 9
7 7

* *

7
9
4

3 2
9 9
4 4

* *

LRU in many but not in all cases and both are not optimal.
We show examples in table 11 and table III.
The performance of the MRU replacement policy
is dependent on the initial state of main memory. If the
main memory contains a page which is not to be referred
at all, it idles the page frame and increases the page fault.
A page which is referenced and not immediately replaced
is not replaced at all unless it is again referred. Thus
effective allotment of the main memory is reduced. To
avoid this the algorithm is modified so that the main
memory is inspected periodically and idle page frames are
freed. Those frames which contain pages that have not
been used in the last interval are considered to be idle.
The freeing of pages is done only at page faults occurring
immediately after m page references where m is the maxi
mum number of frames that could be made available for
the program. We shall call this algorithm SDMRU.
A formal description of SDM RU is given below:
Let Xj
Sj

be the ith reference
be the state of the main memory before the
ith reference
m
be the maximum number of page frames
that could be made available to the process
c
be the number of page frames used by the
process just before the ith reference
k
be the number of the references counted
from the starting of the interval
Fp be the set of pages that have not been used
from the beginning of the interval
If Xj e Sj then si+i = Sj
else ifc<mthen Sj+1 = Sj + Xj
else if k > m & F„ ¥= 0 then Si+1 = Sj +x, — Fp
else Si+1 =5j +Xj -xi_1.
APPLICATION OF SDMRU IN A MULTIPROGRAM
MING ENVIRONMENT
SDMRU is useful in a multiprogramming environ
ment where the main memory is shared by several pro
grams. It may be considered that the operating system
maintains a pool of available page frames. When the algor
ithms dumps the idle pages, the respective page frames
are freed and added to the pool. When the process requires
a page and has not yet been allocated its full quota of
page frames, it is permitted to draw a page frame from
the pool.
The replacement policy of SDMRU periodically
frees those page frames which are no longer used by the
process and this enables processes to be run efficiently
without wasting memory space. This will enable the system
to run more processes simultaneously than in the case of
fixed storage partitioning scheme. For fixed storage partit
ioning scheme new processes are usually started when a
block of memory becomes free. In systems with SDMRU
paging algorithm, a new process can be started when the
page frame pool has certain number of frames available.
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TABLE II. Performance of MRU not optimal but better than LRU
Ref. string:

5
5

*
5
*

5
BELADY
Page faults

*
1

S

MRU
Page faults

1
5

LRU
Page faults

1

*
1
5

*

*

6 8 5
1 5 1
6 8
5 5 8 8 8 8 8 6
1115 15 5 5

5
1 5 1 6 8 5 1 5 J
5
1 5 1 6 8 5 1 5 1
8 5 1 5 1 6 8 5 1 5
688851688 8
* *
* * * *
5 1
5 1 6 8 5 1 5 1
6 6 6 6 1 1 1 5 1 5
888886666 6

6 8 5
1 5 1
6 8
55888886
1115 15 5 5

5 1
5 1 6 8 5 1 5
6 6 6 6 1 1 1 5 1
851555888

6
6
1
5

*

85
1
8 5 1
6 8 5
1
6 8

*%

*

*

5
5
1
8

16
1 6
5 1
8 5

* *

*

*

8
8
6
1

*

*

*

*

*

*

6

6
1
5
*

6

5
1

%

*

1

6

5
8

5
8

8
8
6

5
5
8

1
1
5

1

6

8

8
5
1

5
8
1

1
8
5

8
5
6

5
8
6

1
5
6

* * *
*

*

TABLE III. Performance of MRU worse than LRU
Ref. string:

3
3

LRU
Page faults

*
3

MRU
Page faults

*
3

BELADY
Page faults

*

4
4
3

5
5
4
3
* *
4 5
3_ 3
4
* *
4 5
3 3
4
* *

6
6
5
4
*
6
3
4
*
6
3
5
*

5
5
6
4

6
6
5
4

5
5
6
4

5
3
4
*
5
3
6

6
3
4
*
6
3
5

5
3
4
*
5
3
6

3
3
5
6
*
3
5
4

4
4
3
5
*
4
5
3

5
5
4
3

6
6
5
4

5
5
6
4

6
6
5
4

5
5
6
4

5
4
3

3
5
6

4
5
6
*

5
4
6

6
4
3
*
6
4
5

5
4
3
*
5
4
6

6
4
3
*
6
4
5

5
4
3
*
5
4
6

*

3
3
5
6
*
3
4
5

4
4
3
5

5
4
3

4
3
5

5
3
4

3
4
5
*

4
3
5

5

*

5 6
6
5
4

*

5
5
6
4

6
6
5
4

5
5
6
4

6 5
3 3
4 4

6 5
3 3
4 4

6 5
3 3 3
4 5 6

6 5
3 3
5 6

* *

*

* *

When the pool is empty and an additional page frame is
demanded by some process another process may be
deactivated releasing the page frames used by that to the
pool. However, since the maximum number of frames
required for each process is fixed, SDMRU guarantees a
minimum degree of multiprogramming.
PREPAGING WITH SDMRU
Trivedi (1976) has demonstrated the use of pre
paging for the improvement of paging performance of
programs running under a paged virtual memory system.
He has defined a few realizable prepaging algorithms. On
the same lines a demand prepaging algorithm DPMRU
which uses SDMRU may be defined. As SDMRU itself
frees pages periodically the DPMRU does not require a
freeing policy.
Assume that as suggested by Trivedi (1976) the
reference string is modified to have PRE(x) inserted at
various places and that a prepage bit P(x) is associated
with every page x e N. Let Pt CSt denote the set of pages
prepaged but not yet referenced. We define DPMRU as
follows:
(1)
If xt+1 = PRE(x) then P(x) = 1;
(2)
If |St+1| = m then SDMRU (DPMRU behaves like
SDMRU); If xt+i = x 4 St (page fault) then while
3 y such that P(y) = 1 do If y i St+1 then do begin
P(y) = 0; St+i = St+1 + y; Pt+i = Pt+1 + y end;
(3)
If xt+i = x e St then do begin St+1 = St; If x e Pt
then Pt+1 = Pt — x end;
This algorithm behaves like SDMRU when it is
using its full memory allocation. It periodically inspects
the page frame as SDMRU and frees those page frames
which are keeping idle pages. These page frames are used
by DPMRU which keeps track of all pages required to be
prepaged and at the time of a page fault it not only fetches
the page for which the fault has occurred but also fetches
as many as could be prepaged.
The application of the prepaging algorithm requires
124

LRU

S 06

tkVERAGS M£MORY D£M/Ytf>

Figure 1. Performance of Program PI
The Australian Computer journal, Vol. 17, No. 4, November 1979

SDMRU-A Paging Algorithm

f* 0-6 ~
SDMRU

(J 0-4

0 -2

AVERAGE MEMORY DEMAND

-

AVERAGE MEMORY DEMAND

Figure 2. Performance of Program P2

Figure 3. Performance of Program P3

some knowledge of the future page references of the pro
gram. This knowledge could be provided by the pro
grammer or may be entracted by the compiler. For further
discussion on this topic we refer our readers to the paper
by Trivedi (1977).

the first bit, the bit pattern is shifted by one position and
the logical sum of all the bits taken to decide a replace
ment. Thus the implementation of the SDMRU algorithm
is simple and less complicated than that of LRU and far
less complicated than that of the Working Set algorithm.

IMPLEMENTATION
The implementation of the SDMRU algorithm is
simple. We need a counter to count the number of refer
ences after every page dump and a register, MRUPX, to
hold the pointer to the most recently used page. Each
page table entry contains an in-core bit c, where c = 1 if
the page is present in the main memory and c = 0 other
wise. It also contains another bit called use bit which is
set if that page is referred.
After every page reference the MRUPX register is
set to point the page referenced just then and the use bit
of that page in the table is also set. The page dump is
always executed at a page fault when the counter is greater
than m (maximum number of page frames available for
the process). Then the use bits are scanned to determine
those pages which have not been referenced since the
last dump, and those pages are freed. After the page dump,
the counter and use bits are set to zero.
In the case of LRU replacement algorithm the im
plementation is to be done such that a stack is maintained
and the stack updating is to be done at every reference.
At all references SDMRU increases the counter by one and
sets only one bit, the use bit, and that too only if the
corresponding page is referred for the first time in that
interval. It inspects all the use bits only at intervals of not
less than m references. The Working Set algorithm re
quires page table entries with several use bits (Denning,
1968). At the time of a reference, in addition to setting

EXPERIMENTAL RESULTS
Simulation experiments were carried out with con
structed programs with characteristic and representative
behaviours (Sager, 1974). The details of the program
with characteristic behaviour are as follows:
PI: Contains a locality set of 24 pages for its
entire length.
P2: A locality set of 24 pages for its first onethird of the length and another locality set
of different 24 pages for the next one-third
of its length and the locality set of the original
24 pages for the rest of the length.
P3: A locality set of 24 pages for the first onethird of its length and a set of 48 pages (the
first 24 pages of this set being the same as the
pages of the first one-third length) for the
second one-third length and the original 24
pages for the rest of the length.
P4: A locality set of 16 pages for the first onethird of its length, a set of 32 pages (differ
ent from the first 16 pages) for the second
one-third and the original 16 pages for the
rest of the length.
The representative program had a combination of the
above characteristics interleaved by random references.
The response of LRU and SDMRU are shown in
Fig. 1 to 5. These figures depict the page fault rate (page
fault/preference) against the average allocation of main
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Figure 4. Performance of Program P4

Figure 5. Experimental Comparison of Algorithms.

memory. They show that the simulation results agree with
the claims made earlier regarding SDMRU. It shows that
SDMRU is uniformly better than LRU when the average
memory allocation is relatively high. When the maximum
page frames available for the program is less than half the
size of the locality set, SDMRU performs comparably
with LRU in that locality. It is to be noted that making a
higher maximum number of page frames available for the
program is not as critical with SDMRU as allotting the same
number of frames with LRU. The SDMRU dynamically
adjusts the actual memory frames used by deleting the
idle pages whereas LRU always retains all the page frames
allotted to it.
Experiments have been conducted with a typical
reference string. The reference trace of an actual pro
gram (a compiler) was available and the results of simul
ation with a page size of 1024 words are shown in the
enclosed graph (Fig. 5). It is seen that SDMRU performs
better with normal memory allocations. Due to con
straints of resources we could not conduct extensive
experimentation and we hope that the results of the limited
experimentation are sufficiently convincing.
It is indeed true that LRU could be devised with
load shedding (in fact LRU’s replacement policy itself
is to shed an 'old’ page at the time of a page fault, whereas
SDMRU sheds ‘old’ pages periodically). It was not tried
because, as explained previously, implementation of even
the conventional LRU is difficult when compared with
SDMRU and the load shedding will increase the com
plexity. WS, by itself, is devised with load shedding. It
tries to shed load at every reference. The experiments
were not conducted with WS algorithm not only because
of the resource constraints but also because WS may
perform better and our claim is that implementation of
WS is far more complicated than SDMRU. SDMRU is only
a semi-dynamic type and can be expected to lie,
performancewise between LRU, the static type and WS,
the dynamic type.
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CONCLUSION
Comparing the performance of the LRU algorithm
with the SDMRU we find that the SDMRU algorithm
gives a better performance, by reducing the number of
page faults over a relatively high range of memory sizes.
It does not allocate a fixed number of page frames for a
program but varies the number dynamically to suit the
program. However it stipulates a maximum number of
page frames available to the program, similar to the window
size of the working set model. Stipulating a higher number
of page frames does not affect the performance very
much as in the case of LRU. One of the disadvantages of
LRU is that in a multiprogramming environment the degree
of multiprogramming should be chosen very carefully. If
SDMRU is used we do not have to make such a critical
decision. The degree of multiprogramming is adaptively
determined by the memory requirements of the currently
active programs. From this we feel the SDMRU paging
algorithm should have a high potential for use in future
virtual memory and multiprogramming systems.
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On the Specification of
Software Subsystems
J. L. Keedy*
This paper proposes that specifications for each information-hiding subsystem (module) of a
large software system be expressed in a language closely resembling the high level programming
language which will be used to implement that subsystem, and illustrates how such a technique can be
developed, using Parnas’ state machine specifications as a basis. Advantages of this technique, mainly
practical and including the ease of processing specifications and incorporating them into design data
bases for subsequent use by designers, implementors and compilers, are outlined in the concluding
section.
Keywords: Data abstractions, hierarchical structure, information-hiding, modules, programming
methodology, specification techniques, specifications, subsystems.
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1.

Introduction
The value of information-hiding is becoming increas
ingly recognised both as a criterion for decomposing large
programs and software systems into modules (Parnas,
1972b), and as a method for providing data abstractions in
high level languages (Liskovand Zilles, 1974;Wulf, London
and Shaw, 1976; Johnson and Morris, 1976; Bustard, 1978;
Ichbiah, Barnes, Heliard, Krieg-Brueckner, Roubine and
Wichmann, 1979). This paper is concerned with the former
application of information-hiding, where the software
engineering benefits of decomposing a large system program
(e.g. an operating system) or application program suite into
a set of information-hiding modules (subsystems) include
the independent development of separate modules by
different programmers or programming teams, independent
compilation of such modules, subsequent modification of a
module with the assurance that the new version will not
lead to problems in other modules, etc. The usual technique
for achieving information-hiding is to ensure that interfaces
between subsystems are defined entirely procedurally, so
that the structure and representation of data structures and
the design of the algorithms which access them are hidden
from the calling subsystem. But in order to ensure that the
practical benefits of information-hiding can actually be
achieved, it is important that the inter-subsystem interfaces
should be carefully specified in advance of program
development, and that implementations and subsequent
modifications should not violate these specifications.
Specifications can serve more than one purpose, a
point which, if over-looked, can sometimes lead to con
fusion. There appears to be no a priori reason for thinking
that a single specification will serve all purposes equally
well. We can distinguish at least the following types of
specification:
(i)
User specifications, which provide the prospective
user of a subsystem with all the information required
to use the subsystem, and nothing more.
“Copyright© 1 979, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
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(ii)

Implementor specifications, which convey the
designers’ wishes about how the subsystem should be
implemented.
(iii) Performance specifications, which provide both the
user and the implementor with minimum acceptable
performance criteria, including the timing of
operations, space requirements, the type of resource
used (e.g. main memory or disc) and similar details.
(iv) Correctness specifications, which provide the program
prover with a mathematical description of the
concept which the program should implement, used
to demonstrate the logical correctness (or otherwise)
of implementations.
Of the various specification techniques currently
being investigated, methods involving V-graphs (Earley,
1971) and algebraic definitions (Zilles, 1975;Guttag, 1977;
Guttag and Horning, 1978; Guttag, Horowitz and Musser,
1978) are being developed largely for data abstractions and
fall into the category of correctness specifications (Liskov
and Zilles, 1975). Parnas (1972a), concerned more with the
practical aspects of program development, proposed a
semi-formal notation for independently compilable soft
ware modules based on the state machine model (cf.
Parnas and Handzel, 1975); this attempts to satisfy the
needs of user and implementor alike. More recently
Bartussek and Parnas (1977) have formalised the technique
by the introduction of “traces”, and a different
formalisation has been proposed by Principato (1978).
Because of the remoteness of all of these techniques
from ordinary programming concepts, they are unlikely to
find general acceptance in the programming community at
large. Our concern in this paper is to investigate a technique
which allows user specifications and implementor specifi
cations to be expressed in terms closely resembling normal
high level language programs, in the hope that it will ulti
mately be of practical utility to the wider programming
community. We are not proposing a new specification lang
uage as such, because it seems that greater benefit can be
derived by modelling a specification language on the pro
gramming language to be used in implementing a sub
system. Instead we shall focus attention on those features
which are likely to distinguish specification languages from
implementation languages. To avoid associating the

* Department of Computer Science, Monash University, Clayton, Vic. 3168. Manuscript received 2ist June 1979. Revised manuscript received
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technique with any particular language, we have used a
hybrid notation based on Algol 60, Algol 68 and Pascal in
illustrations and examples.
Our starting point is the semi-formal notation used by
Parnas because, of the existing techniques, this comes
closest to programming language notation. The main exam
ple used throughout the paper is that of a stack module, so
that the reader can make comparisons with other specifica
tion techniques (Liskov et al., 1975). Although a stack is a
typical data abstraction, it is not our intention to resolve
the special problems associated with data abstractions, but
rather to concentrate on features common to all subsystem
specifications, with the primary aim of developing a
technique suitable for specifying the independently com
pilable components of a large software system.
Before proceeding with the investigation, a few
remarks on the “specification” feature of the programming
language ADA, to be adopted early in 1980 as the standard
programming language of the US Department of Defence
and formerly known as the GREEN language (Ichbiah et
al., 1979), are called for. This language facilitates the
separate compilation*bf information-hiding modules, allow
ing the “specifications” of procedures/modules to be
separated from their main bodies. Such specifications
consist primarily of the headings of interface procedures
and may include other information relevant to a calling
module, such as type declarations. However, these are not
complete specifications in the sense used in this paper, since
they do not attempt to describe what the procedures
actually do. It is true that physical separation of the text of
module “headings” and bodies assists information-hiding,
but only at the cost of hiding too much information! The
user of a module must either rely on his intuition of what
a module does, e.g. by interpreting procedure and para
meter names from his past experience or what he expects
them to do (a very risky business) or he must search out
Function PUSH(a)
possible values: none
integer: a
effect: call ERR1 ifa>p2Va<0V ‘DEPTH’ = pi
else [VAL = a; DEPTH = ‘DEPTH’ +1;]
Function POP
possible values: none
parameters: none
effect: call ERR2 if‘DEPTH’= 0
the sequence “PUSH(a); POP” has no net effect
if no error calls occur.
Function VAL
possible values: integer; initial value undefined
parameters: none
effect: error call if ‘DEPTH’ = 0
Function DEPTH
possible values: integer; initial value 0
parameters: none
effect: none
p1 and p2 are parameters. p1 is intended to represent
the maximum depth of the stack and p2 the maxi
mum width or maximum size for each item
Note:function identifiers enclosed in apostrophe
symbols denote the value of the function
before the call, identifiers without apostrophes
denote its new value after the call.
Figure 1: Parnas' Stack Specification
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and use the module body, i.e. the code, for a precise speci
fication, thus defeating the aims of information-hiding.
2.

Specifying Effects
The objective of Parnas’ notation, as is illustrated by
his specification of a stack subsystem (Figure 1), is to
describe the effects of each interface function call in terms
of (a) the reporting of errors back to the caller, and (b)
changes in the state of the subsystem as reflected by the
modified values of other interface functions. These two
types of effect are mutually exclusive: if errors are detec
ted, then the state of the subsystem must not change.
Furthermore, while the specification of effects describing
state changes is sequence-independent, the sequencing of
error reporting effects is significant, in order that the user
can predict which error will be notified if his call contains
multiple errors.
Two modifications can usefully be introduced to
bring such specifications closer to normal programs. First,
the sequence independent ‘equations’ which specify
changes in state can be replaced by function assignment
statements, which allow sequence dependent values to be
assigned to function names (with actual parameters if
appropriate). The interpretation of such a statement is that
a subsequent function call resembling the left hand side will
return a value corresponding to the most recently assigned
right hand side value. This interpretation depends on
functions being discrete (i.e. their arguments take discrete
values), an acceptable restriction for information-hiding
subsystems in a non-numerical context.
Second, the error reporting technique (whereby the
subsystem reports errors by calling procedures supplied by
the user (Parnas, 1972c)) does not conform with standard
practice. It also creates unnecessary implementation diffi
culties for systems which use procedural stacks to maintain
a dynamic history of calls, and possibly also implies the
overheads of an ‘outward call’ in hierarchically structured
systems such as Multics (Organick, 1972) or the ICL2900
series (Keedy, 1977). In its place can be substituted a
standard error reporting method such as the use of a
reference parameter.
With these modifications, and allowing a specifi
cation language to include all the standard constructs of the
implementation language except declarations of global
static data (in accordance with the information-hiding
principle), we can now respecify Parnas’ version of PUSH*,
without altering its meaning, along the following lines:
procedure push (a : integerjvar response : (success, fail));
begin
if a > p2 or a < 0 or depth = pi
then response := fail; return
else val := a; depth := depth + 1; response
:= success; return fi
end.
This is slightly longer than Parnas’ version, largely because
of the different error reporting technique, but it looks
remarkably like a normal program, and can easily be under
stood by experienced programmers. This is partly due to
the introduction of sequence dependence for function
assignment statements, which means that the unattractive
convention of using apostrophe symbols can be eliminated.
The question might arise whether the loss of sequence inde
pendence reveals something of the implementation to the
*

References in the text to identifiers are in upper case for
clarity; the same identifiers appear in the specifications in
lower case for aesthetic reasons.
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user, or puts restrictions on the implementor. This is not
the case, because to its caller a procedure is an indivisible
operation, and there is no way in which he can take advan
tage of its sequence of suboperations.
A particular advantage of modelling the specification
language on the implementation language now becomes
apparent. The technique neither restricts the implemen
tation arbitrarily, nor does it encourage specifications
which would be especially difficult to implement. For
example, there is now no difficulty in specifying a
procedure which checks and reports several errors together,
provided that the implementation language (and therefore
the specification language) can support the necessary
constructs:
procedure push (a : integer; var response : set of (too-big,
too-small, stack-full));
begin response :=[];
if a > p2 then response := [too-big]
elsf a < 0 then response := [too-small] fi;
if depth = pi then response := response + [stack-full]
fi;
if response ¥= [ ] then return
else val := a; depth := depth + 1;
return fi;
end.
3.

Procedures and Functions
Parnas notes that some functions change the state of
a subsystem, whilst others provide the calling program with
values making up its state. Fie further distinguishes {state)
functions, whose values cannot be predicted by a calling
program (unless duplicate information is maintained in that
program’s own data structures) and mapping functions,
whose values can be predicted from the current values of
state functions. The reader will notice that the values of
state functions correspond to the private information of a
subsystem, whose representation is to be hidden from other
subsystems and programs in accordance with the informa
tion-hiding technique.
By distinguishing between the routines which change
the state of a subsystem (procedures) and those which
return state values (functions) we can make certain
observations:
(i)
For procedures, the ‘possible values’ and ‘initial value’
sections in Parnas’ notation are redundant. For state
functions these sections can be expressed in a manner
corresponding to the implementation language, e.g.
proc int length := 0 (following Algol 68, which per
mits initialisation of data
variables)
or,
in the spirit of Pascal:
function length : integer;
procedure initialise;
begin length := 0; {a function assignment
statement}

(ii)

(iii)

end.
Procedure specifications, since they modify the state
of a subsystem, may include function assignments.
State functions may not.
Because state functions are actually abstractions of a
subsystem’s information base they may not have any
effect — their values are simply defined (by initiali
sation and/or function assignment statements in
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(iv)

procedures) or undefined.
Mapping functions, because their values can be
predicted from the values of other functions, can be
fully specified by an expression which yields an
appropriate value, and no initialisation is necessary.
We might, for example, declare a function EMPTY on
the interface of our stack subsystem, as follows:
function empty : boolean is length = 0;

Flidden Functions
Parnas describes the effects of POP with the
statement “the sequence PUSH (a); POP has no effect if no
error calls occur” (Figure 1). In a later paper (Parnas etal,
1975), he characterises this statement as a “module
property”, since it clearly is not an effect of POP. The
problem is that the new value of VAL following a POP
operation cannot be directly defined in terms of other
interface functions. This problem is easily circumvented
by introducing a new state function STACKVAL, which
returns the value corresponding to a stack location
specified as a parameter:
function stackval (position : integer) : integer;
It is now evident that VAL is a mapping function:
function val : integer is stackval (depth);
The relevant section of PUSH now needs to be respecified as:
if
a>p2or
.........
then .............
else depth := depth + 1 •
stackval (depth) := a fi;
and POP’s specification will include:
if
depth = 0 or ...........
then ...........
else stackval (depth) := undefined;
depth := depth — 1 (which redefines VAL } fi;
With the introduction of STACKVAL onto the inter
face a calling program can read any part of the stack. This
might be considered undesirable, on grounds of efficiency
or intended usage, in which case we can declare it as a
hidden function, implying that it cannot be called as part of
the subsystem interface, and that it need not be implemen
ted for internal use unless some advantage is gained there
from. On the other hand, for some applications STACK
VAL might provide a useful additional interface (e.g. for
access to local variables in a procedural stack). Whilst
Liskov and Zilles (1975) argue that the use of hidden
functions adds representational detail and thereby detracts
from the minimality of specifications, our experience in
specifying parts of an operating system suggests that a
notation which forces designers to ‘discover’ hidden
functions is actually a useful design tool, since it often
reveals potentially useful interface functions which might
otherwise have been overlooked.
Parnas and Handzel (1975) have attempted to elimin
ate hidden functions. They cite the problem of specifying
a queue module which delivers its elements in a sorted
order. Using hidden functions, they argue, the specification
reveals whether the queue is sorted as items are inserted or
is searched as they are removed. But this is simply a ques
tion of interpretation — the effects on the values of inter
face functions remain the same in either case, and there is
no way a user can take advantage of an alleged imple
mentation, so there is no breach of the information-hiding
principle and no danger if the programmer chooses a nonobvious implementation. (Perhaps, and this is a separate
issue, the designer of an implementor specification may
4.
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also wish to impose the more obvious implementation on
the programmer, in which case the specification conveys
important information which cannot be dismissed as
over-specification).
In our view, hidden functions have several advantages.
They permit specifications to resemble programs more
closely than do alternatives such as Parnas’ ‘module prop
erties’ and ‘bags’. They are easy for programmers to under
stand, and they assist the designer in the task of
‘discovering’ interface functions which might otherwise be
overlooked.
5.

Hierarchical Structure
An interesting question arises in the construction of
specifications for modules which form subsystems of a
hierarchically structured system of abstract machines (such
as THE system (Dijkstra, 1968) or the ICL 2900 VME-B
system (Keedy, 1976)): should the specification signify the
calls which the subsystem makes on other subsystems to
achieve its effects?
The answer to this question depends, at least in part,
on the purpose of the specification. For a user specification
the calls on inner levels could be regarded as part of the
information which should be hidden, because they describe
not what effects are achieved but how they are achieved.
Unfortunately the situation is not quite so straightforward,
for three reasons. First, the choice of inner level primitives
to implement the subsystem may be a factor governing the
potential user’s decision to use the subsystem. For example
a user of a stack subsystem might hesitate if he knew that
it was implemented by calls on a disc file subsystem. But
since his reason would obviously be a concern for efficiency
or speed, he should seek the relevant information in a
performance specification rather than a user specification.
Second, a call by a subsystem on an inner-level sub
system (including the basic hardware) can generate
arbitrary system errors which are not easily predicted, but
which can be detected and reported when they occur. Thus
if our stack subsystem calls a disc file manager it may
receive a response advising that a particular block on the
disc cannot be written successfully, with the result that a
PUSH operation cannot be serviced. Without including in
the specification an indication of calls to inner-levels and
testing of their response codes, it is difficult to specify the
reporting of such errors back to the user, though they
plainly have a place on the subsystem interface. Even more
important, before the error was detected some other
(possibly irreversible) effects may have occurred. One
possibility would be to include an unpredictable con
ditional statement in the user specification language. Thus
the body of PUSH might include something along the
lines of the following sequences:
(a)
depth := depth+1; maybe stackval (depth) := a else
response := systemerror ebyam;
or
(b)
maybe depth := depth+1; stackval (depth) := a else
response := systemerror ebyam;
Sequence (a) specifies that DEPTH will be modified regard
less of the system error, whereas (b) specifies that no other
effect will be detected if the system error occurs.
Third, we must distinguish between the case of a
strict hierarchy, in which all calls to an inner subsystem
occur through the same intermediate subsystem, and the
case of a non-strict hierarchy, where a caller might need to
know that an inner subsystem has been called since that
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information might be relevant to subsequent direct calls to
the inner subsystem. It is evident that in the second case
the user specification must include an indication that a call
will be made.
It seems that where specifications are intended pri
marily as user documentation, details of calls on innerlevel subsystems need not be included, at least where there
is a strict hierarchy. On the other hand, in an implementor
specification the designer might wish to specify exactly
what calls on other subsystems are intended — depending
on the amount of freedom he is willing to confer on the
implementor. (This is analogous to an architect’s specifi
cation of a building, which not only describes the shape of
the building but also, perhaps, the materials from which the
builder should construct it.)
A final advantage of specifying calls on other sub
systems may arise where specifications are automatically
processed and recorded in a database, for then the pro
cessor will be able to gather information about the various
paths through a system (especially an operating system),
and thus provide the designer with valuable data about
inter-subsystem relationships, which is usually not easily
accessible in existing systems.
Where calls to inner subsystems are included in a
specification, the notation used to express the call will
depend largely on the notation available in the implemen
tation language. For example in languages such as Modula
(Wirth, 1977) and Pascal-Plus (Bustard, 1978), lexical
nesting of subsystems and the normal use of scope rules
will apply. Where subsystems are separate compilation units
or the implementaton language makes no provision for
subsystems, a notation in the form <subsystem. procedure
(.. . actual params.. .)> will usually suffice.
6.

Subsystem Parameters
As an illustration of a specification for an entire sub
system, we have provided in Figure 2 a respectification of
Parnas’ stack module (Figure 1) which, except for the error
handling technique, attempts to present the same interface.
Before this specification can be regarded as complete,
three identifiers (pi, p2 and undefined) need to be more
completely defined. Taking the parameters p1 and p2 first,

subsystem stack;
function depth : integer;
hidden function stackval (position : integer) : integer;
function val : integer is stackval (depth);
procedure push (a : integer; var response : (success,
fail));
begin if a > p2 or a < 0 or depth = p1
then response := fail; return
else depth := depth+1; stackval (depth) := a;
response := success; return fi;
end;
procedure pop (var response : (success, fail));
begin if depth = 0
then response := fail; return
else stackval (depth) := undefined; depth:=
depth-1, response:=success; return fi;
end;
end of stack subsystem
Figure 2: A Respecification of Parnas’ Stack Module
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it is evident that they represent integers whose values must
be known before a user can determine whether the stack
subsystem is of use to him. If they have fixed values then
they could be expressed as literal constants, e.g.
if a > 225 or a < 0 or depth = 16 then .. .
or perhaps as named constants (as in Pascal) or some other
form of macro. Another possibility would be to include
the value of parameter p2 in a sub-range declaration:
var a : 0. .255;
in which case some compiler range checking might be
implied.
If the values of p1 and p2 can be specified at run
time by the user of the module then they could be declared
as (hidden?) functions whose values (taken from para
meters) are assigned in an explicit initialisation pro
cedure. This method is a generalisation of the Simula 67
technique for initialising class variables (Dahl, Myhrhaug
and Nygaard, 1968), and specifiers of data abstractions will
probably prefer the Simula 67 method of initialising sub
system parameters, which can of course be accommodated
without difficulty. (Dataabstractionists will also note that it
is unfortunate to specify the type of object being stacked —
little would change if we were stacking reals or characters;
but in this respect a specification notation should follow
the restrictions of its implementation language, and so this
is not the place to present a solution.)
With the identifier ‘undefined’ we appear to have
three choices. If we really mean that the value is not
defined, then it can be treated as a special keyword with
that meaning. If on the other hand we wish to assign a
special value which is always returned when a value is
undefined, the identifier can be declared as a named con
stant (or associated in some equivalent way with a fixed
value). A third option, which perhaps comes closest to
normal programming practice, would be simply to omit the
statement in POP which 'assigns’ undefined values, in which
case (especially if STACKVAL is not hidden) there are cir
cumstances where the value is strictly speaking defined (e.g.
STACKVAL(DEPTH+1) following a POP) and the user
would be entitled to take advantage of this.
7.

Internal Keys Appearing on an Interface
The stack module does not illustrate one aspect of
inter-subsystem interfaces not easily specified using existing
high level language constructs. The problem arises where a
subsystem associates an internal key, normally an integer,
with some externally created or known object (usually for
efficiency reasons). For example, a file manager subsystem,
on opening a named file, might associate with that file an
integer which is returned to the caller to be used to identify
the file on subsequent input output calls. The problem is
that the internal key value will usually be generated using
some criterion related to the implementation of the sub
system’s database (e.g. it might be an array index), so that
different implementations might generate different values.
Parnas (1972a) illustrates this problem in a specification of
a tree module, and points out the danger that a user might
take advantage of any regularity found to exist in the values
assigned (and perhaps causing his program to crash if the
key allocation method is changed).
What seems to be required is a special type, a keyset,
which, given a suitable language, disallows user operations
of all kinds. The specification itself may include calls on the
standard routines newkey, a function which allocates and
returns a key, and a procedure deletekey, which deallocates
The Australian Computer Journal, Vol. 11, No. 4, November 1979

Function SLS (i)
possible values: none
initial value : not applicable
effect: error call if ‘FA’ (i) is undefined
error call if ‘ELS’ (i) = true
LS(i) and FA (LS(i)) are given values such that
[FA(LS(i))=i and ‘FA’ (LS(i)) was undefined]
ELS(i) = true
Figure 3: A part of Parnas’ Tree Module Specification

a specified key. This technique is illustrated in Figure 4,
which is a respecification of the function SLS (Figure 3) of
Parnas’ tree module, which creates a new node as the left
son of the node whose key is supplied as an argument i.
The procedure which deletes nodes would include the state
ment: deletekey(i).
Notice that this technique is not equivalent to the
exportation of types (or variables) in languages such as
Modula (Wirth, 1977) and Pascal-PLUS (Bustard, 1978),
because the objective is to hide from the caller what the
real type of the key is, and hence to discourage him from
making implicit use of the key value (e.g. as an index into
a table in his own namespace). A closer analogy is found in
the private type in ADA (Ichbiah et al., 1979), but the
main difference is that in that language the actual type of
the private type must nevertheless appear in the “speci
fication”, thus revealing to users potentially dangerous
information, when all that the user (or his compiler)
actually needs to know is the physical size of the key. In
our experience of several substantially sized operating
systems such keys have normally taken up a single word,
and it seems reasonable to treat that as a standard.
8.

Conclusion
The modifications to Parnas’ specification technique
proposed in this paper have been used informally for spec
ifying parts of the MONADS operating system, in the Com
puter Science Department at Monash University. Some
operating system oriented problems remain to be solved to
our satisfaction, but for most modules the technique has
proved to be particularly helpful — not only because of the
resulting specifications, but also as a focus for the early
design activity of decomposing the system into infor
mation-hiding subsystems.
Unlike Parnas, we have not so far encountered resis
tance to the introduction of the technique (although only a
relatively small number of postgraduate and under
graduate students have been exposed to it), largely, we
believe, because the resulting specifications closely
resemble normal programs. If this view turns out to be
correct, then it could indicate that this type of specifica
tion is more likely to find general acceptance in the wider
programming community than other approaches.
The idea of relating the specification language to the
intended implementation language also provides a reason
able assurance that what is specified can be implemented
and that no implementations are excluded.
The problem of mapping specifications onto imple
mentation code is non-existent. Looking at the various
specifications of a stack which appear in (Liskov and Zilles,
1975), one could not with confidence implement in a given
programming language a corresponding stack module,
because one could not be sure how parameters are to be
passed (by reference or by value), how errors (if they are
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acknowledged at all!) are to be reported, etc. Nor could a
potential user formulate call sequences with any confi
dence. These issues are perhaps of minor significance to
those investigating specification techniques as a tool for
developing correctness proofs, but to the programming
community at large they touch upon important issues in
the quest for reliable software, since one of the major
causes of error in large software products is probably the
ambiguity of inter-module interface specifications.
Further, an important advantage of our proposal is
that specifications can be processed (e.g. syntax and
consistency checked) using standard programming tech
niques. In some cases it may even be possible to use the
compiler or syntax checker of the base language to
process specifications, with the result that those state
ments which cannot be directly compiled (e.g. function
assignments and unpredictable conditionals) will be flagged
as errors. Such errors will provide a useful indication of
those statements in the specification which need to be
modified to transform it into an implementation. In simple
cases, such as our stack module, the transformation can be
easily accomplished by changing hidden functions into
global data declarations (e.g. stackval : array [1 . . p1] of
integer) and declaring corresponding global variables for
other state functions, with appropriate changes in the
function assignment statements. This will have the benefit
of providing an initial implementation which can be
temporarily used (perhaps very inefficiently) until a more
suitable implementation has been developed. In fact, the
idea of rapidly developing inefficient implementations of
subsystems to get a system quickly off the ground, later to
be replaced by more efficient implementations, could well
prove to be a major benefit of information-hiding sub
systems, especially for systems where implementation
delays involve heavy financial or other penalties.
Further advantages can be gained by processing speciications for use in an integrated software development
system and database. In such a system templates of inter
subsystem interfaces can be developed and stored, so that
compilers processing other subsystems can carry out checks
on calls, without the implementor having to declare as
‘externals’ the relevant interface definitions (which can be a
considerable source of errors in large systems). Similarly a
compiler could reference a stored specification to ensure
that the subsystem’s implementor has not inadvertently
modified the interface (syntactically). Another possible
advantage, already mentioned in Section 5, would be to use
a specification database to map out for designers the paths
through the various subsystems to achieve a particular
action (e.g. what sequence of calls occurs to service a call to
‘read a record’ or ‘start a job’). The design system and datasubsystem tree;
......... other procedure and function specifications
procedure set-left-son (i rkeyset; var response:
(success,no-father,already-there));
begin if father (i)=undefined then response:=nofather; return fi;
if left-son-exists(i) then response := alreadythere; return fi;
left-son (i) := newkey ;{this allocates the new key}
father(left-son(i)) := i;
left-son-exists(i) := true;
response := success;
return;
end;
end of tree subsystem

.

Figure 4: A Respecification of a Part of the Tree Module
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base used to develop the ICL 2900 VME-B operating
system, CADES (Keedy, 1976), already has some of these
features, but its data is captured from special ‘system design
language’ coding which has been developed at great expense
by large teams of programmers. The use of specifications as
an alternative input source would eliminate the ‘wasted
code’ of that system (and its associated costs) whilst
retaining all its advantages.
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An Optimising, Transportable,
Restartable Sort Merge Package
— A Case Study
A. Y. Montgomery**
This paper discusses a number of factors found important during the design and building of a
disc sort/merge package with restart capability initially implemented in FORTRAN IV on the
HP2100A but intended to be subsequently transportable. The major aspects discussed are the choice
of tag or record sorting for a given number of records of a given size, the choice of the internal
(merge) bucket size, the restartability and the transportability. Readers are made aware of the im
portance of the tag/record based sorting choice and of the choice of merge bucket size since these two
factors significantly affect performance. Reference is made to a report which details a sort time
estimation procedure which accurately selects the minimum sort time conditions for a given set of
data using this package.
Keywords and concepts: Sort-merge package, transportable, optimising, restartable, tag sort,
record sort.
Computing Review Categories: 3.50, 3.72, 3.73, 4.41,4.6.

1.

INTRODUCTION
Section 1 presents a statement of objectives whilst
Section 2 surveys the literature on the subject of sort/
merging. Section 3 outlines the machine environment in
which the package was designed to operate.
In Section 4 the basic structure of the package is
described indicating the various phases records pass through
from the unsorted input file to the sorted output file.
Section 5 outlines some anticipated aspects of the
relative performance of the full record and tag only sorting
methods and indicates in broad terms the expected effect
of increasing key length.
Section 6 details the results of experimental meas
urements and compares these results with those expected
and those obtained by an estimation program.
Finally Section 7 presents some conclusions.
During the development of primitive functions for
the support of a Relational Data Base Management System
the need arose for a general purpose Restartable Sort
Merge Package to be available (initially) on the HP2100A.
It was not clear whether a tag or record sort would
generally be the more efficient or if each had its preferred
range of operation. It was appreciated that the minimum
sort time, whether tag or record sort, would depend upon
the secondary storage bucket size used during the merge
phase: we wished to study the extent of this dependency
and to obtain a sort/merge package which automatically
selected the best combination of sort type and merge
phase bucket size.
The paper discusses the structure and performance
of the FORTRAN IV sort-merge package developed so far.

prime factors affecting sort/merging speed as follows:
(a)
Available Core store
Number of disc devices available
(b)
(c)
Flead movement time of device
(d)
Transfer speed of Device
Disc space available
(e)
(f)
Merge Order
(g)
Record size
Number of Records
(h)
(i)
Processor Execution speed.
Other factors include
(i)
Sorting and merging methods used.
(k)
Disc space layout
Block sizes used on the input, output and merge
(1)
files
(m) The operating system and transaction processing
environment
There are no clear guidelines (formulae) in the
literature surveyed to provide a basis of selection of the
optimum combination of the variable parameters — in
particular merge order (f), block size (I) and sort/merge
method (j) — for given values of the fixed parameters
(a), (b), (c), (d), (e), (g), (h), (i), (k), (I), (m).
The total process of sorting a large volume of records
consists of an initial incore sort of records into ordered
strings followed by one or more merge phases in which

2.

(a)
(b)
(c)

SURVEY OF LITERATURE
The most recent text in the field of sort/merging is
that by Lorin (1975). The Lorin text enumerates the
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Table 1: Basic Factors Affecting Sorting Time
Parameter

(d)
(e)
f)
(g)
h)
(0

Available Core store
Number of Disc Devices
Head movement time of
Device
Transfer speed of Device
Disc space available
Merge Order
Record Size
Number of records
Processor Execution
speed

Increase of this parameter causes
Increase (+), Decrease (—) of
Sorting Time
_
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+
_
—
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+
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Sort Merge Package

strings are amalgamated to eventually form a single final
string.
The selection of an efficient in-core sorting algor
ithm was easy since the family of Quick-Sort (partitioned
sort) methods is reported as being efficient over a range
of conditions with Singleton’s (1969) procedure having
the best verified performance. The fact that this algorithm
type is satisfactory even when written in a higher level
language has been recently vouched for by Sedgewick
(1978).
The selection of a merging method is more com
plex. If the number and type of disc devices, the avail
able core store, the file characteristics (record length and
record count), and the operating system and transaction
processing environment are fixed the merging time can be
affected by:
A.
MERGE-TYPE
1.
Detached key (tag) sort
2.
Full-record sort
B.

(

PHASE 2-T

MACHINE AND OPERATING SYSTEM ENVIRON
MENT
The environment for which this package was de
signed was a single sectored-disc mini-computer (HP2100A)
134

PHASE 2-f>

Read Records.
Form
Tags.
If necessary
invoke FPOC for each
record and write to
Internal File

Read Records.
If
necessary invoke
FPOC for each
record and write
to Internal File

Carry out Incore
Sort and form
initial Strings of
Tags or Records

Carry out SortMerge Store
Restart file at
the beginning of
each pass

C.

3.

)

Read and check Parameters.
Compute Optimum Merge
Bucket Size, Merge Order
and select Tag or Record
Sort.

MERGE ORDER
3.
Fixed Merge Order
4.
Variable Merge Order

BUFFER STRATEGY
5.
Static Buffers
6.
Dynamic Buffers
The details of the difference in technique between 1 and 2
are presented in Section 4 and is largely the subject of
this paper. In a fixed merge order strategy the number
of strings to be processed is divided into a number of
equi-sized groups for merging at each merge phase whilst
in the unbalanced case the number of groups of strings
being merged together at each step can be highly vari
able. The fixed merge order technique was chosen here
because of its relative programming simplicity and because
a paper by Black (1970) has revealed a method of select
ion of a merge order which minimises the time for merge
head movement plus the time for merge data transfer (i.e.,
the total merge time) under these conditions. This method
is further elucidated in Lorin (1975). In addition Lorin
indicates that this method is an excellent one even com
pared to the more complex variable merge order method
where full merge passes are to be performed, which is the
preferred situation if the seek time is relatively high.
The buffer strategy chosen here was the simple one
of 'allocating a fixed input buffer to each way of the
merge together with two buffers for staging data en-route
to the output file. Each merge buffer is (potentially)
capable of holding a number of blocks from a given string.
The relationship between optimum buffer strategy, block
sizes and relative CPU/IO speeds is complex and no at
tempt to find an optimum mix of these factors was made
in this design. Indications are that the allocation of extra
buffers to facilitate effective double buffering using the
floating buffering technique has a law of rapidly dim
inishing returns since allocation of core space to these
floating buffers diminishes the merge order; so again the
fixed buffer allocation strategy appeared justified.

START

PHASE 3

PHASE ^

SORT

Read each tag and
retrieve each record
from Input File.
If
necessary invoke LPOC
for each record and
send output to file.

PHASE 5 ~T

END

PHASE 5-R

I f necessary
invoke LPOC for
each record and
send to Output
Fi le

^

Figure 1A: The components of the Sort Merge Package

furnished with a mono-processing operating system
(DOSM). This environment is one not uncommon to
small currently available (mini and micro computers)
systems used for batch data processing. DOSM, like many
similar OS, provides a simple disc I/O system which allows
reading and writing of fixed length blocks of records
(consisting of an integer number of sectors) addressed by
a block number: block numbers are allocated sequentially
from 1 starting at the beginning of the file. The OS main
tains a Directory indicating the physical address of the
file start which is used as a Base Address for the relative
to physical address translation. One (unexpected, detri
mental and hopefully uncommon) feature of DOSM is
that access to the Directory is required to retrieve the
Base Address each time access is made to a different file.
Thus, for example, alternately reading a block from one
file and writing it to another required an access per block
to each of the Directory entries for the respective files.
The actual sector sizes, sectors per track, maximum
track size, machine speed, etc., would certainly differ
from computing system to system but these parameters
are read in by the optimising routines so that variation
of this type of factor will not affect the optimising tech
nique used here.
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4.

THE BASIC STRUCTURE OF THE PACKAGE
The package consists of the phases outline in
Figure 1A. Each phase is a separate program, which may
call other program segments as necessary.
PHASE 1 simply reads the parameters of the sort: they
are formed of three groups
(a)
Input File Parameters including the estimated number
of input records, the record total length, the pos
ition and length of sort key components, the input
file name, the input bucket size in records per bucket,
the first pass own code program name, if any.
(b) Output File Parameters including the desired name
of the output file, the output bucket size, the last
pass own code program name, if any, and
(c)
Device and Processor Parameters. Total available
core; minimum, average and maximum seek times;
number of cylinders, tracks per cylinder, sectors per
track, sector size, disc revolution time.
Having read, checked and printed (for eyeballing)
the relevant parameters, an optimisation section com
putes an estimate of the processing time for both tag and
record sort considering all feasible values of internal
(merge) bucket size. In computing these times the opti
mum merge order (MO) is chosen using Black’s algorithm
(Black, 1970). The optimiser then recommends whether
the sort should be a record or a tag sort and what the
number of records per bucket should be during the merge
phase. The estimates of sort time given by the optimiser
were compared with actual times as shown in Fig. 2 so that
they were known to fairly accurately reflect reality.
PHASE 2-T Causes the records to be read from the input
file (which must be disc) and, if desired, processed by a
routine provided by the user referred to as the First Pass
Own Code (FPOC), which may be used to massage the
records in any desired way, for example to prepare con
trol totals. For each record a tag is formed consisting of
the full sort key and the address of the record on the
input file; subsequent sort-merging operations are carried
out using the tags alone without the extra burden of the
non-key record data. The tags are output to the internal
(mergej file. The number of records per bucket is chosen
in PHASE-1.
PHASE 2-R For a record sort PHASE 2-R is invoked which
calls the appropriate FPOC routine as required, the whole
record being used in the subsequent sort-merging process.
The full records are blocked appropriately for the internal
(merge) file.
PHASE 3 is an in core sort using Singleton’s algorithm
(Singleton, 1969) slightly modified to allow for the com
parison of keys and movement of records consisting of
more than one word. A number of records or tags suffici
ent to completely fill core is read in. Each core load is

DIRECTORY

then sorted and output as a string ready for merging in the
next phase.
PHASE 4 is a multiway merge requiring a maximum of
ITOTPASS passes of which IMOPASSES are carried out
at the previously computed optimum merge order (MO)
and ITOTPASS — IMOPASSES using merge order MO-1.
(See Black, 1970). During each pass a count of the number
of records is kept as an integrity check. Before each com
plete pass a restart record is written to one of two fixed
locations in a restart file enumerating the whereabouts of
the output of the last pass, the number of strings created
in the last pass and the number of the next pass;
the number of the next pass is written last on the restart
record. If restart is invoked each of the possible locations
of restart record storage (which are used alternately)
examined seeking the one holding the highest next pass
number. Merging then recommences from the designated
next pass, it being assumed that successful writing of the
next pass field indicates successful completion of the
previous pass.
When Phase 4 is complete the records or tags are in
sorted sequence as a single string.
PHASE 5-T for each tag the matching record is randomly
retrieved from the nominated original input file and placed
in the output file blocked in the required way. If required
a Last Pass Own Code segment provided by the user is
invoked for each output record to carry out any desired
final record manipulation before output to the designated
file. Records are sent, correctly blocked, to the output
file.
PHASE 5-R If a record sort was used, Phase 5 simply
copies each record to the output file, blocking the records
appropriately and invoking, if necessary, the LPOC for
each record.
The Directory, Input Record File, Merge-Files, Re
start files and Output Record files may each have a differ
ent record size and blocking factor and are stored as
separate DOSM files (Figure IB). The files are organized
serially across the available disc space. The Merge File
Space is in two halves each sufficiently large to hold all
the records being sorted, one half holding the result of
the last merge pass, the other receiving the result of the
current merging process. If restart is required a fully correct
set of strings is available on one or the other half of the
Merge Area and so restart can commence by repeating the
last unsuccessfully completed merge pass. This arrange
ment was chosen in preference to the more disc-space
efficient one which reuses space in the manner indicated
in Figure 1C which requires repetition of the complete
sort and merge processes in the event of a crash.
5.

SOME ANTICIPATED ASPECTS OF PERFORM
ANCE
It was expected that a tag sort would:

INPUT-RECORD

OUTPUT-RECORD

y y, y y ^ x.xyj------------- !---------FILE

MERGE FILE(S)

_ 4 - !--{*'*■*■*-*■**
RESTART

FILE

FILE
CYLINDERS
■^FROM DISC CENTRE
Figure 1B: Layout of disc file space
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C_____ ,______ -

Next Two Strings
are merged and placed
in "Vacated" Space, etc.

First Two Strings
are merged and
sent to Spare Space

Spare Space
at start of
Merge

Cylinders from
Disc centre

*
Figure 1C: More efficient space utilization method
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(i)

(ii)

(iii)

(iv)

was
(v)

allow more ‘records’ to be accommodated in the
available core than the record sort during both the
incore sort and merge phases.
require less merge passes because the number of
strings is less than for the record sort for the same
number of records.
require increased time during Phase 5 because of
the random head movement required to retrieve the
record corresponding to a tag.
it was further expected that the beneficial aspects
of the tag sort would diminish as the key length
approached the full record length but the point of
actual cutover from preferring one to the other was
not at all clear.
Modifying the bucket size during the merge phase
expected to show the following effects:
increasing the bucket size should improve through
put since the smaller the number of buckets read
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the smaller the latency time loss and overall seek
time.
(vi) the upper limit on the bucket size should be defined
by the available core, on the one hand, and the
largest allowable physical disc bucket size on the
other.
The largest allowable physical bucket size for the
HP 7900 disc is 1 track. The relationship between avail
able core and the best combination of MO and bucket size
is a complicated one, even for this fixed buffer allocation
routine.
(a)
Sufficient core must be available to accommodate
at least MO buckets during the merge phase. In
creasing MO decreases the number of merge passes
(and therefore the time) but reduces the space avail
able for bucket(s) from each string (which increases
the time because of (v) above).
(b)
In addition, if space is available for more than one
137
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Figure 4: Illustrating Variation of Sorting for Both Tag and Record Sort as Key Length is Increased as a proportion of total record size.

bucket for each way of the merge (say 1.8 tracks
length per way) there could be advantages in read
ing from two smaller-sized juxtaposed buckets (of
say, three-quarter track) consecutively than from 1
single larger bucket (of say, 1 track) which cannot
be multiply accommodated.
6.
6.1
(a)

(b)
7 38

ACTUAL RESULTS
Figure 2 illustrates the following phenomena:
sort time increases with the number of records
sorted, and the key length for both tag and record
sort for given values of merge file bucket size, record
size and input and output blocking factors as
expected. Refer to Table 1.
for the given situation where the key length is a

(c)

small fraction of the record length, the tag sort is to
be preferred.
the estimated sorting times closely agree with the
measured so that the computed values can be validly
used as a basis for optimum sort selection. This
agreement was observed for all measured-computed
values compared.

6.2 Figure 3 illustrates the variation of total sorting
time with record size for fixed key length, internal bucket
size and input and output blocking factor.
Flere we see that the Record sort times exceed Tag
sort times for all measured record lengths for which
measurements were taken.
The Australian Computer Journal, Vol. 17, No. 4, November 1979
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Figure 5.1: Illustrating variation of Tag and Record sorting times with number of records sorted.

6.3 Figure 4 illustrates the variation of total sorting time
for both tag and record sorts as a function of the ratio
of tag length (TL) to total input record length (RS) for
fixed number of records and record size.
As the ratio of tag to record length increases in the
range 0.03 to 0.5, the tag sort times increase much more
rapidly than the record sort time despite the larger value
of the latter. However, when the tag length equals the
record length, the internal bucket size of one sector (256
characters) is insufficient to accommodate the record plus
tag combination. Note that whereas the tag sort can be
thought of as sorting records of zero length, the com
posite sort keys (tags) are always appended to the front
of the record for a record sort to obviate the extraction
of the several key components during key comparisons.
So for these circumstances the expectation (section 2) that
the tag sort would be inferior for large KL/RS values was
not fulfilled.
6.4

So far the reader may be inclined to believe that tag
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sorting is always superior to record sorting.
However, Figs. 5.1 and 5.2 illustrate the effect of
varying the internal (merge) bucket size for a file of records
with a given record size, key length and input and output
blocking factors. When the internal bucket size is 1 sector
per bucket (1 /24th of a track), the record sort is every
where inferior to a tag sort. If the internal bucket size is
increased up to 24 sectors per bucket (1 TRACK), the
record sort is generally superior. IN ADDITION the value
of sorting times for record sorts at 24 sectors per bucket
are about 10% less than the best tag sort times which are
achieved at 1 sector per bucket.
No evidence was observed of the available core
store constraining the maximum size of bucket as was
anticipated in Section 2 (iv).
6.5 Figure 6 illustrates the same phenomenon as Figure
5 for a fixed record size, key length and number of records.
As the internal bucket size is increased
(a)
the record sort becomes preferred,
139
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Figure 5.2: Illustrating variation of Tag and Record Sorting Times with number of records sorted.

(b)

7.

the best record sort time is 10% better than the
best tag sort time.

CONCLUSIONS
Firstly the sort merge package is most certainly
optimising and restartable and is also written in FORTRAN
IV, but this latter does not make it transportable! In
deriving the optimising algorithm very great attention
had to be paid to exactly how the operating system
handled accesses to a multiplicity of files and to the exact
physical location of the various component files used
during processing — the input, output, merge, restart and
operating system directory files. For example, if two files
are being accessed alternately, the DOSM operating system
makes a call to the Directory each time processing swaps
from one file to the other. In addition it was found that
as bucket sizes were increased seek time was more freq
uently incurred part way through a bucket, so that the
effective bucket read time was greatly increased. The
moral of the story is that very exact knowledge of the
operating circumstances must be available if accurate
run time estimation is to be possible as a basis for best
solution generation.
Secondly, the optimisation process was accurate
and singularly worthwhile. Take as an example the arbi
140

trary choice of Record Sorting with an internal bucket
size of 1 sector per bucket for a file of 6,000 records of
120 chs total length including a 12 character key. Experi
ments showed this would take 3,500 seconds. The best
choice (Record sort, SPB=24) for this file yields a time of
625 seconds, a factor of 5.6:1 better. Should the initial
choice have been Tag Sort, SPB=1, the time would have
been 820 seconds or 31% worse than the optimum choice.
The optimisation segment of the routine allows
accurate selection amongst a proliferation of alternatives,
which would be impossible by hand: this allows radically
improved processing throughput. The details of the optim
isation routines are contained in Keir (1979).
This case study has illustrated that, given a know
ledge of how the operating system behaves, an optimising
procedure can be developed which selects a parameter
set which gives markedly superior performance to para
meters chosen by rule of thumb.
Finally this case study presents a more detailed set
of performance curves for sort/merging to those found
elsewhere and it is hoped that, although the curves are
not generally applicable, it will give readers an insight into
the order of magnitude and interplay of the many factors
affecting sort/merging performance.
The Australian Computer Journal, Vol. 11, No. 4, November 1979
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Book Review
SORKIN, Horton L. (1978): Research Report No. 21 - The Ex
panded Field Confirmation, The Institute of Internal Audi
tors, Florida. 69 pp. $A unknown.
This report outlines a new approach to accounts receivable
balance confirmations.
Auditors, as part of their normal verification of assets pro
cedure, circularise annually a (hopefully) valid statistical sample
of their client’s accounts receivable ledger population. The purpose
of this exercise is to establish the degree of reliability and con
fidence that can be placed on the accuracy of the balance sheet
item “debtors” or loans receivable.
This “confirmation” technique is a statutory requirement
in the banking industry in the United States and therefore receives
significant attention in that country.
The author has over 10 years experience in designing and
implementing statistical quality control systems in industry and
government. He therefore knows how to set up empirically tested
models with inarguable facts to support his point of view.
As far as I can see (from a reasonably detailed reading of
the book) his basic premise is that current methods of requesting
The Australian Computer Journal, Vol. 11, No. 4, November 1979

a debtor to confirm a balance suffers from a number of serious
disadvantages.
1.
Unreliability in detection of errors.
2.
A general bias in sampling techniques.
3.
Improper response.
He suggests that by providing limited multiple choice type
responses on a positive confirmation type circular a significantly
higher error detection rate is achieved and that the first two dis
advantages are reduced.
I do not intend to “reveal” the plot, or discuss his concepts
or the findings of his study sample. Suffice to say that his hypo
thesis is well supported by facts and figures and would represent a
valid bench mark for any auditor interested in carrying out a similar
experimental study.
His statistics certainly indicate that his “expanded field”
confirmation methodology is worth considering.
This is a very specific report aimed at a very narrow area of
audit function. Certainly a book that statistical audit sample buffs
should read.
Roy Paterson,
Ferris North Associates Pty Ltd,
Melbourne
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Laboratory Experiments with
Computer Control Structures
A. G. Bromley*
LSI modules are described for incorporation in logic trainer equipment to make possible
laboratory experiments to familiarise students with digital control structures.
Experiments possible with this equipment include the assembly of a simple computer CPU
using either conventional or microcoded implementations. These may each be done within a three
hour laboratory session by students with some familiarity with digital logic and components but no
background in electronics or electrical engineering.
Key Words and Phrases: Logic Laboratory, Logic Teaching, Control Structures, Microcode.
CR category: 1.52, 6.1,6.22, 6.30.

INTRODUCTION
Many electrical engineering and computer science
departments have used logic trainer equipment as a basis
of laboratory experiments to familiarise students with the
principles of digital^ logic. Laboratory experiments to
familiarise students with the principles of digital control
structures, such as in computer CPUs have been much
more difficult to implement because of the quantity and
complexity of the equipment needed. Indeed most in
stitutions which have attempted experiments in this area
have found it necessary to implement them as term pro
jects, requiring perhaps 20-30 hours of a student’s time,
in which a small CPU is implemented from MSI com
ponents. In a project such as this the principles involved
are easily lost sight of in the mass of technical details and
there is little, if any, scope for experimentation with
alternative control structures.
Modern LSI components, however, allow a modular
approach to be taken to the design of the data part of
digital systems. If a similar modular approach is taken to
the design of the control part of the system then the
detail with which the student must be concerned can be
significantly reduced. With this approach the time required
in the laboratory to implement a digital system, such as an
elementary CPU, can be reduced to as little as two or three
hours and it is then practical to envisage a laboratory
course in which students experiment with a variety of
digital control structures. This paper describes the equip
ment and experiments used for this purpose in the Basser
Department of Computer Science of the University of
Sydney.
Background
The laboratory course to be described is designed
for students in the third year of their degree program.
In their second year the students will have taken a course
in digital logic (Bromley) which includes 14-16 hours of
laboratory work dealing with logic gates, combinatorial
circuits, adders, two’s complement binary arithmetic,
flip flops, counters and synchronously clocked sequential
circuits. The course ends with the construction of a 4-bit
“Copyright©1 979, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted; provided that AC|’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”

two’s complement adder/subtractor with an accumulator
register which is used to demonstrate multiplication and
division by repeated addition and subtraction respectively.
Also in their second year the students will have taken a
course in assembly language programming and computer
architecture (Sale and Bromley) following which the
students will be competent to program in the PDP11
assembly language.
Prior to, or concurrently with, the course in digital
control structures the students take a further course in
computer architecture which includes laboratory familiar
isation with the M6800 microcomputer and some equip
ment interfacing and microcomputer control experi
ments. This laboratory work would normally take place
prior to the control structures laboratory course but can
be integrated with it if desired. Some practical experi
ence in this direction is necessary as the M6800 micro
computer is used to simulate the main memory, or RAM,
of the CPU which the students develop.
Equipment
The initial experiments use a very simple 4-bit ALU
with a single accumulator register to reduce to a minimum
the amount of detail with which students must be con
cerned. The configuration and functions of this ALU are
shown in figure 1. The equipment, which is based (some
what wastefully) on an M2901 bit-slice device, is pro
vided as a single module in the laboratory logic trainers
with only the input, output, and function connections
shown available to the student. Provision is made for two
4-bit ALUs to be ganged together to form a simple 8-bit
ALU which is used to address a control store in microcoded implementations of computer control structures.
For the majority of experiments, including the
construction of a simple CPU, a more elaborate 8-bit ALU
and register set is used. The configuration and functions
of this are shown in figure 2. There are four registers
available to the student one of which is just the top of a
four deep stack. The stack is controlled by a 2-bit counter
and the entire register set is obtained by suitable manipul
ation of the address lines of the RAM of the M2901 bitslice devices from which the ALU is assembled. A wide
variety of arithmetic and logic operations can be per
formed on the contents of the registers and an 8-bit data
input port. The result of the operation is presented to an
8-bit data output port and can be conditionally loaded
into the internal registers. A right or left rotate of the
result is possible before being loaded into the internal
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registers. Condition code indications are also available
for the result of each operation. These are not latched
internally. These functions are all obtained by minimal
manipulation of the M2901 function inputs.
In all experiments the digital control structures are
assembled from synchronous control modules. The simplest
of these are simply edge triggered D flip flops connected
as shown in figure 3 to act as a one clock period delay.
During the delay they produce active and clock signals,
as shown in the figure, which are used to control the
Src
A
11
01
10
00

Output
Figure 1. 4-bit ALU. The Z, N, C and V are condition code indic
ations similar to those of the PDP-11 computer or the M6800
microcomputer. Z is 1 if the result of the specified operation is
identically zero, N is 1 if the result is negative, C is 1 if the oper
ation results in a carry, and V is 1 if the operation results in a
two’s complement overflow. The result of the operation is loaded
into the register A by a clock pulse and then becomes available
externally at R. (The design of this module is being revised to
provide a direct load operation: A4©.
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Figure 2. 8-bit ALU. The A, B and Src inputs select which combination of the internal registers and the external data D is applied as inputs to
the adder. F determines the function to be performed on these inputs and the result is presented to the outputs R at the same time as the
condition code indications Z, N, C and V. Input Dst determines whether the result is to be loaded into an internal register, selected by B,
and if so whether it is to be first shifted by a rotate of one place left or right.
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Figure 3. Simple Control Block — circuit and timing diagrams.

function and clocking of the ALUs and other components
of the data part. All significant signals, such as the enablein, enable-out, and clock are active low so that any un
connected signals, with the TTL technology used, are
inactive. The rising edge of all clock signals is significant
and all combinatorial functions occur in the short period
following clock pulses.
More complex control blocks are provided with
additional circuitry as shown in figure 4 so that the con
trol block may delay for several clock periods in response
to an externally sensed condition. A single control block
can therefore be used to control an hardware loop, such
as in division and multiplication operations, and to pro
vide a delay in response to an external condition such as a
control switch or the availability of an operand. The
timing and signal conventions of the complex control
block are identical to those of the simple control block.
The control blocks are normally wired up to form
a flowchart representation of the control function imple
mented. Combinatorial logic determines the control
sequence. They can however be used in a variety of other
ways as will be shown in the subsequent descriptions of
the laboratory experiments.
A major difficulty which remains with this equip
ment is the often considerable amount of combinatorial
logic which is necessary to derive the ALU and other
function and control signals from the control blocks
representing the states of the control structure. This can
easily represent the major part of both the design and
implementation effort. To overcome this difficulty a
ROM is provided to do the necessary translation. It was
originally intended to use a pluggable diode matrix array
for this purpose but it was found to be not economically
viable. Instead the ROM is simulated using M2101 memory
chips wired to simulate a 256 word by 24 bit combin
atorial memory (without external clocking) with an 8-bit
encoded address. The ROM is used in this form as a micro
program store when implementing microcoded control
structures. For use with other control structures a 32
input priority encoder network is provided to derive a
ROM address from the active signals of the individual
control blocks in the control structure. This of course
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limits the degree of parallelism available in such control
structures. However the priority structure enables con
venient default operations in the case of no-operations in
the control structure and additional micro-operations can
readily be initiated manually when testing and debugging.
The microcomputers used in the laboratory are
based on Motorola M6800 D2 kits and have mounted on
the logic trainer a panel interfacing to the PIA. This pro
vides the student with an 8-bit input port, an 8-bit out
put port, and two pairs of handshake lines. For the con
trol structures experiments the microprocessor is pro
grammed to simulate up to 256 bytes of RAM to act as
the main store of experimentally assembled CPUs. The
handshake lines are used to clock either an 8-bit memory
address or an 8-bit data byte through the input port. The
contents of the currently addressed memory location are
always held at the output port. The microcomputer is
used to simulate RAM because its normal memory examine
and change functions allow the simulated RAM to be
readily accessed by the students without the need to
build such functions into the control structure with which
the student is experimenting. This greatly simplifies the
experiments and can be done at negligible cost since the
microcomputers are already available in the laboratory.
The necessary RAM simulation program is supplied for
the student. (If desired a second microcomputer could
be used to simulate the ROM described above.)
Information is placed in the RAM using the M6800
D2 monitor programs. This allows information to be
rapidly entered and examined in hexadecimal using an
hexadecimal keyboard and seven-segment displays. This
is convenient as the RAM tends to be volatile — being
easily overwritten as a result of errors in the students’
control structures. Information is placed in ROM using
binary switches. This can be something of a chore if the
microprogram is lengthy but this store is incorruptable
by the students’ control structures and the difficulty
has not been so great in practice to warrant having the
ROM loaded indirectly by the M6800. Students work
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Figure 4. Complex Control Block — circuit and timing diagrams.
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Dividend

Divisor

Counter

Quotient

Remainder
Figure 5. 4-bit divide unit. The lower half of the figure shows the
connections in the data part of the circuit, a, b and c represent
the ‘active’ outputs of the control blocks, whilst ac, bc, cc repre
sent the corresponding ‘clock’ outputs. The upper half of the
figure shows the control part in a conventionalised form. The
function ordered by each control block is indicated below it,
and the connection of enable signals is shown explicitly, a and b
are simple control blocks, whilst c is a complex control block
that causes repeated subtractions until the C condition code out
put of the ALU indicates that the division is complete. Clock
and initialisation signals must be applied to all control blocks.

together in pairs on the experiments to keep the routine
work involved to a modest level. The ‘self-help’ this pro
vides also minimises the tutorial effort required.
LED indicator lights are provided on the control
blocks and, as it is possible to single step the main clock,
it is a simple matter to examine the flow of control and
to examine in detail the signals present at any time. In
dicator LEDs are also provided on the major data paths,
such as the 8-bit parallel data outputs of the ALU, all
flip flops, ROM address inputs and data outputs, etc. In
addition the RAM simulator program continuously dis
plays the current contents of the simulated address and
data registers in hexadecimal so that when a computer is
implemented the flow of program control is readily ob
served.
The maximum clock rate provided is about 4 Hz
which is adequate for debugging. With the use of an ex
ternal signal generator and some modification to the
RAM simulator program clock rates of 10 kHz or more
would be feasible.
The following sections describe the experiments
currently included in the laboratory course and indicate
The Australian Computer Journal, Vol. 11, No. 4, November 1979

the way the equipment described above is used in practice.
The equipment is capable of being used for many more
elaborate experiments than those described since these
are designed primarily to familiarise students with the
concepts involved rather than to develop skills in design.
The student’s own contribution is small and is generally
restricted to natural modifications or extensions to the
basic experiments described. Open ended design experi
ments could also be given but difficulties might then be
experienced in scheduling the work into the fixed labor
atory sessions that we employ.
Experiment 1 — 4 bit divider and multiplier
The first experiment is designed simply to intro
duce students to the use of the control blocks, the 4-bit
ALU, and the flowchart layout of control structures.
The experiment involves the assembly of a simple un
signed integer divider which works by repeated subtract
ion of the divisor from the dividend/remainder until the
remainder is less than the divisor. The quotient is obtained
by counting the number of subtractions in a separate
counter register. The wiring of the control and data parts
for this experiment are shown in figure 5. A multiplexor
is used to select either the dividend or divisor as the data
input to the ALU. The first control block clears the
accumulator A. The second control block selects the
dividend as the data input to the ALU and adds it to the
accumulator contents. Since A = <j) the effect of this oper
ation is Dd A. The third control block selects the divisor
as the data input to the ALU and subtracts it from the con
tents of the accumulator. So long as the result is not less
than zero the new remainder is clocked into the accum
ulator and the counter is incremented to update the quot
ient. When the result of the subtraction is less than zero
the condition input to the control block becomes false
and the control sequence terminates since the remainder
is then less than the divisor. Neither the accumulator
nor the counter are clocked so their values are unchanged
and represent the remainder and quotient respectively.
With this divide unit as background the student is
then required to design and implement a similar control
sequence to perform multiplication by repeated addition.
Most commonly the student would implement a 4-bit
comparitor and use this to terminate additions when a
counter reaches the value of the multiplier. Such niceties
as the double length nature of the product are, for con
venience, ignored.
Experiment 2 — 8-bit divider and multiplier
The second experiment introduces the 8-bit ALU
module. The use of the 8-bit ALU differs significantly
from the 4-bit ALU since a selection of registers is pro
vided and there is no need for external counters, comparitors, etc., but the degree of parallelism inherent in
the first experiment is lost. However the number of con
trol steps needed is considerably increased as is shown
in figure 6. This figure also shows the way in which con
trol blocks are connected together to form loops with
the enable signals OR’ed together at the entry to the
loop and a conditional signal causing one of two paths to
be enabled at the exit from the loop. In this case the
branch condition is a condition code indication from a
comparison of the magnitudes of the remainder and divisor
performed by the ALU. The. timing characteristics of the
control blocks are such that this indication does not need
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Figure 6. 8-bit divide unit. The control part only is shown. The representation is very similar to a flowchart in style except that the combin
atorial logic associated with the enable signals is shown explicitly. Either e or h can enable f. The result of the subtraction ordered by f is not
stored, but if Ss>X a carry is indicated by the C condition code of the ALU and block g is enabled. Repeated subtractions occur until this
condition is reversed when control block i is enabled and the division is complete, a, c, i and j are complex control blocks so connected as to
wait until a manual switch is closed before enabling their output. These switches could be replaced by logic signals to illustrate how this con
trol structure could be synchronised as part of another more elaborate one.

to be latched. Also of interest in this example is the use of
complex control blocks to provide a delay until an external
condition is satisfied. In this case both the dividend and
divisor must be provided in sequence on the single input
port of the ALU and the quotient and remainder are
presented in sequence on the single output port.
In this experiment the function inputs to the ALU
are relatively simple functions of the states of the control
structure represented by the control blocks. The functions
are readily implemented by random logic as shown in
figure 7. This approach becomes increasingly difficult
for more elaborate control structures and it is convenient
to introduce the use of ROM as a more direct and much
more comprehensible solution to this problem. The
appropriate ROM contents in this case are also shown in
figure 7. In this example the ALU is clocked on every
clock cycle but the function inputs Dst are so arranged
as to prevent new register values being stored except as
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required. The student may then design and implement a
multiply sequence based on similar principles.
Experiment 3 — A simple CPU
The third experiment involves the assembly by the
student of an elementary CPU. The example chosen is
shown in figure 8 and is based on the well known PDP-8.
The word size for instructions and data has been reduced
to 8-bits and in consequence only 32 words of memory
can be addressed. There is no link bit (carry) in the
machine state, the operate instruction (7) has been greatly
simplified, and the input/output instruction has been
replaced by a conditional skip instruction (6). The sub
routine jump linkage has been arranged to take advantage
of the stack provided by the 8-bit ALU but parameter
passing, except in the most simple cases, is difficult.
A flowchart representation of the control structure
for this CPU is shown in figure 9. The M6800 microThe Australian Computer Journal, Vol. 11, No. 4, November 1979
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Figure 7. Function select logic for the 8-bit divide unit. Random
logic and ROM implementation are compared. The ROM form is
particularly advantageous for more elaborate control structures.
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computer which provides the simulated memory for the
CPU also provides the embodiment of the memory address
(MA) and memory data (MD) registers. The high three bits
of a memory word may be latched into flip flops repre
senting the instruction register (IR). Provision is also
made to mask the high three bits of a memory word when
input to the ALU as when extracting the address field of
an instruction. The program counter (PC) is most con
veniently represented by the S register of the ALU to
simplify the implementation of subroutine jump and
return instructions.
Details of two possible implementations of the
operate instruction (7) are shown in figure 10. In the
simplest implementation the bits of the instruction word
are AND’ed with the active output of the appropriate
control block to produce a conditional active signal which
controls the function of the ALU. This approach will
work successfully provided it can be guaranteed that no
misoperation of the ALU can occur if the condition is
false. Since a priority encoder is used in the input to the
ROM providing the ALU functions it is easy to achieve
this by permanently asserting a low priority input to
provide a default null operation of the ALU if no other
operation is asserted. The more sophisticated approach
shown in figure 10 is to bypass the control block entirely
if the corresponding operation is not to be performed.
Since this will cause the corresponding clock period to be
skipped this implementation will be faster than the simple
one just described.
After assembling and testing the implementation of
the CPU just described the student is then required to
design and implement some modification of the basic
design. For example, an indirect addressing mode would
enable the addressable memory to be increased from 32
to 256 words and would provide a measure of address
modification for vector and similar operations.
Experiment 4 — Microcode implementation of CPU
This experiment involves a redesign of the control
structure for the simple CPU in the previous experiment
using the idea of microcoding. The ROM is used in this
case as a control store and holds, suitably encoded, both
control words to be sent to the 8-bit ALU and other
components of the data structure and instructions to
control the sequencing through the microcode. Figure 11
shows a suitable format for the simple CPU.
The control for sequencing of words from the con
trol store uses two of the simple 4-bit ALUs ganged
together to act as an 8-bit micro-code program counter
(juPC) with arithmetic capability for sequencing, branches
in the micro-code, etc. Figure 12 shows a suitable con
trol structure for the /aPC. This uses only two control
blocks but some additional combinatorial logic to enable
one control word to be interpreted every clock period.
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Figure 9. Flowchart of a control structure for the simple CPU described in figure 8. This can be mapped directly into control blocks with the
inter-connection of enable signals following similar arrangements to those in figure 6. Two 2:4 decoders may be used to simplify the wiring
of the instruction decoding.

Experiment 5 — Four function calculator
With the experience of the preceding experiments
the student is in a position to undertake the design of a
simple digital system. The example used is a simple four
function calculator based on the 8-bit arithmetic capa
bility of the ALU. The student is expected to complete
detailed specifications, design the data and control parts
using the available modules, and to implement and test
his design.
Conclusion
Time constraints limit our laboratory course to
about the number of experiments described above. How
ever computer science courses are subject to rapid evol
ution, particularly in areas such as this. The background
of the first group of students to take the course was not
the same as is to be expected in subsequent years. As a
consequence experiment 3 was approached in smaller
stages with a much simpler, almost trivial, CPU being
assembled first. Much more attention was paid to micro
coding techniques which were applied first to division
and multiplication before experiment 4. Difficulties in
component supplies also resulted in the substitution of
M291 I microcode sequencers in place of the 4-bit ALUs
in these experiments. Experiment 5 was made a pen and
paper design exercise only. More realistic multiplication
and division routines using shift operations were imple
mented by several students.
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It should be apparent that the equipment is suit
able for far more experiments than have been described.
In particular the microstore has a capacity for 256 micro
instructions and the pPC has a corresponding addressing
range. With this capacity more elaborate control structures
are possible than we have used. For example a CPU could
be implemented with a multibyte instruction format to
better utilise the available RAM capacity. Some work
already done with the equipment on stack oriented archi
tectures provides considerable promise as a test bed for
examining various micro-architectures and hardware/
firmware/time trade-offs.
The facilities needed to establish and maintain such
a laboratory are neither simple nor cheap. The equip
ment cost is about $1500 per unit and the complexity is
comparable with a VDU terminal. Although no under
standing of electronic principles is required of students it
has been found desirable for tutors to have some familiar
ity in this area to be able to distinguish equipment faults
from student errors.
Time constraints limit our laboratory course to the
experiments described above. It should however be ap
parent that the equipment is suitable for far more experi
ments than have been described. In particular the micro
store in experiment 4 has a capacity for 256 microwords
and the juPC has a corresponding addressing range. With
this capacity more elaborate control structures are possible
than we have used. For example a CPU could be impleThe Australian Computer Journal, Voi. 11, No. 4, November 1979
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bits of the instruction word or arithmetic conditions resulting
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and thus provide a fast and direct multiway decoding of the emul
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merited with a multibyte instruction format to better
utilise the available RAM capacity and to provide realistic
input/output facilities. Alternatively more realistic arith
metic routines for multiplication and division could be
implemented using shift operations.
Certainly the modules described enable the student
to conduct experiments with an interesting variety of
control structures with a minimum of the tedious and
mechanical design and construction work previously
associated with construction projects in this area. Not
only is each student provided with a much richer variety
of experiments than in the past but, because of the reduced
time demands, it is possible to provide familiarisation
with digital control structures to a far wider range of
students than previously. Some of these are students of
Arts or Economics who have no experience of experi
mental laboratory work nor any familiarity with elect
ronics or engineering principles.
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Book Reviews
HANDLER, G.Y., and MIRCHANDANI, P.B. (1979): Location on
Networks: Theory and Algorithms, MIT Press, Cambridge,
Mass. 233 pp., $A33.75.
This book looks at a current area of research, that of op
timally locating facilities on a network. Because of the complex
ity of the modelling situation and the complexity of the mathe
matical models two main problems are considered. The state of the
area is reviewed up to 1978 and areas of on-going research are
indicated. A full list of ^references is included. This book is
written for the postgraduate student or for planners involved in
locating facilities within communities. The reader will have to
take time in reading certain sections as the detail becomes quite
involved.
The first problem considered is locating facilities on a
network so that the average cost of the facilities is minimised. These
locations are called minisum locations or medians of the network.
The authors look at the one median problem and then go on to the
m-median problem. Computational methods are discussed.
The second problem, a more complex problem, is to locate
facilities at centres of the network (minimax, i.e., minimise the
maximum cost to individuals using the facilities). These problems
are straight forward for tree networks, but the computational
complexity of general graph problems means that many algorithms
need to employ heuristics. It should be pointed out that some
problems do not require the locations at vertices of the graph, but
allow them to be on an edge between two vertices.
The final chapter gives an overview of other optimisation
criteria, and some queue and travelling salesman considerations.
Some remarks on how these mathematical models are used by
practitioners close the book.
L.S. J ennings
Mathematics Department
University of Western Australia
ICL Technical Journal, Issue 1, November 1978, pp. 96
A constant source of complaint in the profession is that the
technical journals (including the one in which this review appears)
are unreadable. Here, in the ICL Technical Journal, we have a
perfect counter-example.
Britain, the home of ICL, was one of the pioneers in com
puting, creating the first stored-program computer, and invented
modifier registers, paging and segmentation, modern operating
systems and so on; and it is good to see a technical journal based
on its major computer manufacturer.
The journal is edited by one of the grand old men of Brit
ish computing: Jack Howlett. His first issue contains six papers. The
first by John Buckle describes The origin of the 2900 series. This is
of great interest since it gives an insight into the ultimate capability
of the 2900. Too often a view of a machine is tempered by the
filter of software which is interposed between us and it. The second
paper, by Alan Brock, discusses Sizing computer systems and work
loads, and it is an eminently sensible review of a very practical
problem: how to determine the effects of a new application of an
existing computer system. The third paper, Winds of Change by
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Gordon Scarrott, describes the philosophy of ICL’s Research and
Advanced Development Centre, and gives a brief description of
some recent projects. Further papers on these projects (the
Variable Computer System, the Content-Addressable File Store,
the Distributed-Array Processor, and man/machine interaction by
Speech) would be most welcome. Jack Houldsworth’s paper on
Standards for open-network operation discusses the important
problem of protocols as we move towards a more open system of
connecting computers. The only non-ICL author is Maurice
Wilkes who, in a short, sharp, perceptive paper discusses Distribu
ted Computing in Business data processing. Finally, J.B. Brennen
describes A General model for integrity control.
All round, this is a good selection of useful papers that are
well-written, and certainly readable. I look forward to issue 2.
J.S. Rohl
University of Western Australia
TOREN, E.C., and EGGERT, A. (1978): Computers in the Clini
cal Laboratory: An Introduction, Marcel Dekker, Inc., New
York, viii + 166 pp., $A30.50.
This book aims to introduce laboratory and computer staff
to the advantages and problems of using computers in clinical
laboratories.
The first chapter introduces the main reasons for using
computers in clinical laboratories, and the different types of
hardware available are listed in the second chapter about which I
shall have more to say later. The remaining five chapters discuss
the use of computers for laboratory “book-keeping” and
calculation; on-line instrument control; problems involved in
communicating with the hospital as a whole; the use of proces
sors dedicated to specific laboratory instruments and possible
future developments.
There are twenty-seven references of which the latest is
to a paper published by one of the authors early in 1976.
The authors are experienced clinicians who “have learned
first-hand what computers can and should do”. They are not
computer professionals and their view of computing possibilities
is rather narrow. Unfortunately, like many people, they tend to
be most dogmatic in just the area where their expertise is least.
For example, without any mention of the workload to be hand
led, they state in Chapter Two: “The necessary speed for a
laboratory system is a memory-cycle time of about one micro
second. Speeds much slower than this may make the system
unresponsive.” They further state that faster memory will be
required if a language other than assembler is used. In my
opinion, statements like these are irresponsible because they
might lead laboratory staff to believe that they were firm criteria
for equipment selection.
Nevertheless, as an introduction, the book is excellent, not
least because it includes an extensive glossary of 146 items
covering both disciplines. It also displays a very real understanding
of the (human) problems which must be dealt with during
installation and operation.
J. Whittle
Whittle Programming
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The Height of
Binary Search Trees
J. M. Robson*
The height of binary search trees constructed from randomly ordered inputs is of interest where
recursive algorithms are applied to such trees. Analytic results are presented showing that the average
height of an n-node tree is probably of the form cln(n)+o(ln(n)) for some c between 3.63 and 4.31.
Experiments equivalent to constructing a large number of trees suggest that c is close to 4 and that the
standard deviation is small.
Key Words and Phrases: searching, sorting, binary trees, search trees.
CR Categories: 5.25, 5.31.

1.

INTRODUCTION
It is well known (Knuth 1973) that the depth of an
average node in a binary search tree constructed without
balancing from n distinct random keys is approximately 2
In n. This paper considers the depth of the deepest node in
such a tree, that is the height of the tree. The height is the
maximum stack size which may be required by a recursive
algorithm operating on the tree so that it is of interest to
know both its average value and the extent to which it
varies about this average so as to determine what size of
stack reduces the risk of failure to acceptably low values (of
course the worst case is a degenerate tree with a height of
n-1). This height is also as pointed out in (Sedgewick 1975)
the stack depth required by the straightforward version of
quicksort to sort n random items.
It will be shown that the average height is not very far
from 4 In n and that the probability of heights very much
greater than the average is small. This is in contrast with the
conclusion (de Bruiin, Knuth and Rice 1972) that the
average height is 0(n1/2) on the very unrealistic assumption
that all trees are equally likely.
The conclusion is based firstly on the construction
(actual or simulated) of random trees which gives average
heights over a large range of sizes which fit a logarithmic
curve and secondly on a proof of the existence of a logar
ithmic upper bound of approximately 4.31 In n. Finally a
sequence of lower bounds is found of which the best so far
computed is about 3.63 In n.
The assumption of random distinct inputs means that
if n keys are inserted, all n! possible orderings have equal
probability. There are two important consequences of this:
firstly, each new node may be added to any of the nil links
in the existing tree with equal probability so that the con
clusions apply equally to other random tree construction
processes with this property; secondly, a conclusion which
will be much used in what follows, in any n node tree or
subtree, the possible sizes of the left subtree namely 0 to
n-1 all have probability 1/n.
2.

obtained by actually constructing large numbers of trees
from randomly chosen keys but this process would be slow
and limited to trees able to be stored in the machine used.
Equivalent information can be found much more quickly
and using a fraction of the space by finding what the height
of a random tree would be without constructing it. The
height can be found by randomly deciding the size of the
left subtree (using the correct probability mentioned
above), recursively finding the height of each subtree and
adding one to the greater of these two; this has already
reduced the time to O(n) and the space requirement to
0(height discovered). Next by abandoning any recursive
call which cannot find a node deeper than one already
found, the process is speeded up further and finally con
sidering the larger subtree first increases the gains obtain
ed in this way; for instance in finding the height of one
1024000 node tree only 70785 subtrees were considered.
Thus at a moderate cost in computing resources, the
heights could be calculated of 9700 trees with sizes 100,
250, 500, 1000, 2000, 4000, 8000, 16000 (1000 trees
each), 32000, 64000 (500 each), 128000 (400), 256000
(200) and 512000 and 1024000 (50 each).
The results of these computations are shown in fig.
1 which gives the 99% confidence interval obtained for
the mean height for each of these sizes. The figure also

EMPIRICAL RESULTS
Approximate information about tree heights could be

“Copyright © 1979, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted; provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”
Figure 1
* Department of Computer Science, Australian National University. Manuscript received 10th November 1978. Revised manuscript received
16th May 1979.
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shows the graph of c In (size) +a for c = 4.011 and a =
—6.568 the coefficients which give the best least squares
fit. On the (untenable) assumption that the average height
is given exactly by a formula of this kind, the 90%
confidence interval for c would contain 4.
The observed standard deviation of the heights was
small, always less than 2.5 and usually close to 2.
3.
THE UPPER BOUND
3.1
The upper bound of approximately 4.311 ln(n) is
obtained by considering the probability that the tree has
height exactly d. This is bounded by the probability that
there is a terminal node at depth d .which is in turn bounded
by the expected number of terminal nodes at that depth.
Since the height depends only on the relative values
of the keys inserted, it will be assumed without loss of
generality that the keys are the integers 0 to n-1.
3.2 Firstly, consider the probability p(d) that a particu
lar sequence of d-1 directions (branch left or right) leads
from the root of the tree to a terminal node. Since a tree is
as likely as its mirror-image and this is true also within
subtrees, this probability is independent of the sequence of
directions so we consider a sequence of d-1 left branches,
this sequence will take us through keys a-\ (at the root),
a2, .. ., to ad at a terminal node if and only if
i)
ad=0 (so that the node with key ad has no left son)
ii)
ad-i=1 (so that the node with key ad has no right
son)
iii)
a-) was the very first node inserted
iv)
for every i (1<i<d), a-, was the first key inserted of
those less than a;.q.
For a particular sequence ai>a2 ... ad-2>1, con
dition iii) has probability 1/n and condition iv) has proba
bility 1 /a5_i for each i so that the probability that this
sequence of keys does lead to a terminal node is

h d‘2
Probability of height d <-ti_2__T)1/2 2e !n(n-1
-2 ^

(D
3.3

The important properties of the function
f(d) = n(27T|d-2))» (“'d-^

(obtained by using

formula (1) for real values of d) are
a)
f(d0) <2/(2 7t(d0-2))1//2
(2)
where do=c ln(n)+2 and c is the root of c=2e1 'c
and b)
when d > do, f(d) decreases proportionately
faster than (c/2)-d.
Property a) is deduced as follows:
c = 2e1 “1 lc implies that 2e/c = e1 /c giving (2e/c)c = e
,

/2eln(n)\cln(n)=0ln(n)----

and then (—r-fr )
,,

,

e ' ' - n.

, , , „ .

,.

,2e !n(n) , d0‘2 _

Hence do = c ln(n)+2 implies (—j" 2
,2e !n(n-1 )» dn-2 ^

and so (-5^2—)

0

)

“n
,.

< n giving the result.

Property b) is proved by differentiating f:
f’(d) = f(d) [-Vi(d-2)-i-(d-2) (d-2)-l+in(2e ln(n-1)/
(d-2))
<f(d)[-1+ln(2e/c)] where d>do
= -f(d)ln(c/2)
Hence when d>do,
f(d) <f(d0) e-in(c/2) (d-d0)
So using (2), f(d) < 2(27r(d0-2))J/2(c/2)-(d-do)
(3)
3.4
3.3,

Putting together the conclusion of sections 3.2 and
Average height of tree
= V d. Probability of height d
d= l
<^°^d! Probability of height d
d=i

giving p(d) - - 2 (d7r2 a;) 1 where the summation is over all
n

j= l

sequences such that n>a-|>a2 . . . >ad-2>T Alternatively
p(d) = n(d-2)! ^ (•=! a' 1) where the summation is over all
sequences of d-2 distinct integers in the range 2 to n-1.
Now adding in a few more terms p(d) <

1

n-1

+ 2
d.f(d)
d = ld0 J +2
<do+1 + / x.f(x)dx
d0

2

,d-2

( Ti a,
i=1

) wjth the summation taken over all the (n-2)d‘2
'

sequences of d-2 (not necessarily distinct) integers in the
range 2 to n-1.
d 2
The average value of the product 5 a\ _1 is now
easily obtained since it is a product of d-2 independently
distributed terms each with average value (!|f
giving p(d)

j'1)/ (n-2)

(n-2)d-2 (^)f2

<

.

n{27r(d-2))’/2

,e ln(n-1). d-2
using Stirling’s
d-2

approximation.
Hence the probability that the tree has height
exactly d is, as noted above, less than the expected number
of terminal nodes at depth d which is 2d_1 p(d) giving:
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= d0 + O(d0’/2)
= c ln(n)+0(ln(n)'/j).
The value of c is approximately 4.311070.
Inequality (3) is of interest in its own right. For
instance it shows that the probability of an 8000 node tree
having height more than 50 is less than .005%.
4.
THE LOWER BOUNDS
4.1
A sequence of lower bounds can be found by ana
lysing heuristics for finding nodes of near maximum
depth. The first simple but reasonable heuristic is starting
with the whole tree, to choose repeatedly the larger of the
left and right subtrees of the current tree until a terminal
node is reached. The average depth of the terminal node
found in this way in an n-node tree is c^ ln(n)+o(ln(n))
where c1 = 1/(1 -ln(2) ) — 3.258891 and this gives a first
The Australian Computer Journal, Voi. 11, No. 4, November 1979
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lower bound on the average height.
A better heuristic would be to choose at each stage
the largest of the four subtrees at depth two below the
current depth. In general the ith heuristic chooses at each
stage the largest of the 2' subtrees at depth i below the
current one until this is empty. This process terminates on
average at a depth qln(n)+o(ln(n)) and these form an
increasing sequence of bounds on the average height. C2 is
known to be 1/(4l/2ln(3)+ VA-m\n{2)) =* 3.311212 but for
i > 2 only approximate numerical values are known.

size of the subtree chosen by one step of heuristic i differs
from the logarithm of n the original tree size.
Average difference in logarithm
= s=1[n/2i]-1(P(n’S’i)'P(n’S'1’i))(ln(n) -In(s))
which by rearranging terms is

4.2 The calculation of the values q is based on a re
currence relation for the probability P(n,s,i) that an n-node
tree has largest subtree at depth i below the root less than
or equal to s nodes.
P(n,s,i) =

1 if s>n
or 0 if i=0
or

(4)

fj(x) =

giving in the limit / -fiM/xdx+oW
V

(using the uniform convergence property).
Therefore one step of heuristic i increases the depth
by i and reduces the logarithm of the tree size by

P(L,s,i-1) ,P(n-1 -L,s,i-1)

/fj(x) dx+o(1)
1 “x

Mn)
3.S

so that fj can be found by integrating either numerically
or analytically. Unfortunately analytic integration gives
different formulae for each of the intervals (k,k+1)
1<k<2' and this process has only been carried out for
f| (x) =

and

Then finally use of the Renewal Theorem (Feller
1957) shows that the expected number of steps of heuristic
i to reduce the logarithm from ln(n) to 0 is

1 ifx<1
or 0 if i=0
or -Jx fj-i (y)fj-i (x-y)dy
x0

1 if x<1
or 2/x -1 if x<2
or 0
fj (x) =
1 if x<1
or 4(1flnx)/x-3 if x<2
or 3+(4 in2-8-8ln(x-1 ))/x+8ln(x-1 )/x2 if x<3
or -1+(4-4ln2+4in(x-2))/x+(8ln2-8ln(x-2))/
x2 if x<4
or 0

Now P(n,s,i) or in the limit fj(x) can be used to
discover the average amount by which the logarithm of the

s+1

^ P(n,s,i)ln(_j_)

provided n>2'

L=o

(where L denotes the size of the left subtree). It can be
shown rigorously that, as expected on intuitive grounds,
P(n,s,i) for large n is approximately a function fj(x) of the
ratio x=n/s, that the convergence is uniform and that fj is
given by the continuous analogue of equation (4):

n_1

J

/ fj(x)/x dx + oln(n) giving the value of q

• / 2'
/ / fj(x)/x dx which can be evaluated analytically or

I /

numerically giving the following values
i
1
2
3
4
5
Cj 3.255 3.311 3.357 3.398 3.435

6
3.468

7
3.498

8
9
10
11
12
13
3.526
3.551
3.574
3.596
3.616
3.634
A very conservative extrapolation from these figures
suggests that lim Cj is greater than 3.7.
j-> 00
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Book Review
CAELLI, W.J. (1979): The Microcomputer Revolution, No 1 in
the ACS Monograph Series, Australian Computer Society
Incorporated, Sydney, xxiv + 162 pp., $A10.00.
This compact, attractively produced booklet is a “must”
for those interested in the new microcomputer technologies, their
applications in business, communications and “personal” com
puting, and their implications for industry, education, and the
media.
Public interest in these developments has grown vigorously
in the last few years: Dr. Caelli’s monograph makes the reasons
abundantly clear.
Two important social and economic issues are discussed
at some length. One of these is the impact of the new techno
The Australian Computer Journal, Vol. 11, No, 4, November 1979

logies on society. A great deal has been written in recent months
about the effect of computer technology on unemployment. Much
of this has been nonsense, in which the technology is unfairly
blamed for the present high levels of unemployment in Australia.
Dr. Caelli points out that the new technology is the path to new
employment opportunities far greater than the relatively minor
direct displacement effects that it has. The second important
social/economic issue is the need to develop an Australian com
puter industry. This reviewer is delighted to hear that the Aust
ralian Computer Society plans to open this topic up for discussion
in a national seminar within a few months. Dr. Caelli’s book will
provide an important input to this debate. This book is highly
commended. It is excellent value for the price.
Bob Rutledge,
ACS Chief Executive Officer
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Patterns of DBMS Use and
Experience in Australia
Rodney L.Smyth*
The paper describes the results of a survey of patterns of DBMS use and experience in a group
of large Australian organizations. These results indicate that DBMS is not as important in support of
data management or MIS as is often claimed. DBMS often fails to provide a great measure of data
independence, and DBMS selection is often highly subjective. The results obtained are compared with
those of similar surveys carried out in the U.S. Suggestions as to likely or desirable future develop
ments in DBMS technology are also made on the basis of the information derived through the survey.
Key Words and Phrases: data management, data bases, data base management systems, manage
ment information systems.
CR Categories: 2.40, 3.50, 4.33, 4.6.

INTRODUCTION
Recent years have seen a major growth in the volume
of written material on Data Base Management Systems.
Much of this material is oriented towards either describing
the theory underlying" these systems (and the associated
physical implementation aspects), or giving reasons why
organizations should or would make use of DBMS tech
nology. However, an area which is being perceived of in
creasing importance is that of examining actual patterns
of DBMS use. Such an examination can serve a number of
important goals:
1.
The impact of DBMS usage can be assessed, both in
terms of organizational/user impact, and in terms of
DP management issues.
2.
The reasons why organizations adopt DBMS tech
nology, and the associated costs and benefits, can be
examined. Of particular interest is to ascertain the
degree of correlation between the supposed ad
vantages of DBMS and the actual reasons why organ
izations adopt it.
3.
Some guide as to the appropriate directions that
DBMS technology should take in the future can be
gained on the basis of finding those features or
aspects of DBMS which users find most useful and
for which they demonstrate most need.
In conjunction with the ACS Fellows Committee,
a study is being conducted of user experience with DBMS
in Australia. This paper reports the results of an initial
survey carried out as part of this study.
SURVEY METHOD
A major problem in conducting a survey on a special
ized topic such as DBMS is ensuring that the survey sub
jects are sufficiently expert and well-informed to ensure
responses which are well-considered and useful. In ad
dition, because of the exploratory nature of many of the
questions in the survey, a strongly-structured questionn
aire was considered inappropriate. As a consequence, the
survey was conducted by means of telephone discussions
with survey subjects, using a discussion guide.
“Copyright © 1979, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted; provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”

A well-informed and co-operative survey population
was readily available, in the form of members of the In
formation Systems Forum, which is conducted by the
School of Accountancy, University of New South Wales.
The membership of the Forum represents a significant
sample of the population of large and experienced cor
porate users of computing in Australia. Because of this,
their experience in the use of DBMS technology (or their
intentions in this regard) can provide useful lessons.
SURVEY POPULATION
The survey population consisted of 23 Forum mem
bers. Discussions were normally with either the manager
responsible for information systems within each organ
ization, or the immediate deputy responsible directly or
indirectly for DBMS administration. The distribution of
the survey population by main area of activity, and com
puter installation type, are shown in Tables 1 and 2.
TABLE 1. Main Areas of Activity
Manufacturing and distribution
Banking and financial
Insurance
Service and industry
Public sector

8
5
2
4
4
23

TABLE 2. Computer Installation Type
IBM (including IBM compatibles)
Univac
Honeywell
NCR
Burroughs
ICL
Data General

12
3
2
2
2
1
1
23

OTHER SURVEYS
Two other surveys which were carried out in the U.S.,
with objectives similar to those of the survey described in
this paper, should be noted. The first, which is described
in Davis (1975), was conducted by the National Com
puting Centre of the U.K., using a survey population of
21 U.S. companies. This study drew a number of general
conclusions, but was based on a subjective, discursive

School of Accountancy, University of New South Wales, P.O. Box 1, Kensington, NSW, 2033. Manuscript received 5th October 1979. Revised
manuscript received 12th October 1979.
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style, combined with brief case descriptions. It did not
provide any detailed statistical data in support of its
conclusions. The second survey, described in Wiorkowski
and Wiorkowski (1978) provided an analysis which in
some respects was more detailed. This survey sought to
test whether the claimed benefits of DBMS are realizable
and whether the problems are as small as often claimed.
The survey covered 27 DBMS user sites in Texas, mostly
medium to large in scale. This survey provided statistical
tabulations on a number of issues which are discussed in
this paper and, where appropriate, comparisons are made
between the two sets of results.
USE OF DBMS TECHNOLOGY
TABLE 3. Organizations Using DBMS
Already have DBMS — in use
— about to use
Do not have DBMS — plan to acquire within
3 years
— strong possibility
sometime
— no plan to acquire
Have a special purpose data management
system

12
2
6
1
1
1
23

As Table 3 shows, 14 of the 23 organizations sur
veyed have DBMS, with another 7 likely to acquire DBMS.
In general, those organizations expecting to move to
DBMS plan on doing so on acquisition of the next gener
ation of hardware or systems software. Barring organiz
ations which have a need for a specialised data manage
ment system (due, in the example found in the survey, to
a highly specialised computer-based system), it appears that
DBMS is becoming regarded as a standard feature of future
computer installations.
TABLE 4. Reasons for Acquiring DBMS
(out of 21 organizations which have or may have DBMS)
Needs of on-line application systems
17
Changes in application needs
9
Changes in data content/relationships
7
Keeping up with technology — as‘stepping stone’
9
— organizational
reasons
2
See it as providing a management information
system capability
3
Reasons given for acquiring DBMS are multiple, com
plex and largely non-quantifiable. Because of this, rigorous
cost-benefit evaluation of a DBMS acquisition decision
appears difficult for most organizations.
Wiorkowski and Wiorkowski (1978) reported that
for many organizations, the data base concept is so tightly
linked with being on-line that “on-line benefits’’ appeared
as a major advantage of DBMS. Of the 18 on-line users in
that survey, 15 simultaneously adopted DBMS and on-line
facilities. As can be seen in Table 4, the Australian survey
results strongly supported the same conclusion. It was
stated that DBMS is needed in a large-scale or complex
on-line environment because it provides data integrity.
Data integrity is supported by DBMS through features
which provide against loss of data during processing,
erroneous updating of the database and undesired inter
The Australian Computer Journal, Vol. 11, No. 4, November 1979

action between programs which access the database.
Many organizations see a need to use DBMS simply
to keep up-to-date technically, and provide a ‘steppingstone’ to future software and hardware systems (especially
IBM users). Some organizations see a gain from keeping
up, through an enhanced ability to retain good staff. Of
the 12 organizations using DBMS, 5 stated that it was
really only used as a file management system — the more
sophisticated data management facilities were seen as a
valuable future option.
For the purpose of the survey, data independence
is defined as the concept of separating the definition of
data stored in a database from the programs that use that
data. Data independence is generally regarded as one of
the major advantages of DBMS. In fact, Wiorkowski and
Wiorkowski (1978) found that it was seen as the major
advantage, achieving an importance rating of 4.4 on a
scale of 1 to 5. Australian results, however, as Table 4
shows, run completely contrary to this, with data inde
pendence not being seen as especially important. Especially
in the case of IMS, DBMS is primarily seen as going handin-hand with data communications.
Many writings on DBMS also stress its importance
in supporting management information systems (MIS),
as opposed to simple data processing. It is claimed that
DBMS gives a greater capacity to provide management
with information required for decision-making, through
an enhanced capacity to co-ordinate and integrate data,
and to provide ad hoc enquiry and application develop
ment facilities which are supportive of management
decision-making needs. As Table 4 shows, MIS capability
was not seen as a major reason for the acquisiton of DBMS.
TABLE 5. Length of Experience of Organization
with DBMS
(out of 14 organizations with DBMS)
0-6 months
6 months-12 months
1-2 years
more than 2 years

2
5
3
4

14
Table 5 gives an indication of the relatively recent
advent of DBMS use amongst the organizations surveyed,
5 of the 14 organizations with DBMS having only recently
started to use it. Most organizations with DBMS feel they
are still ascending a rather steep learning curve in relation
to the organizational and managerial impact of the use of
DBMS.
CHOICE OF DBMS
Only 3 organizations performed a formal quantit
ative analysis of the DBMS software they were considering.
Those that did found afterwards that the analytical pre
dictions could diverge quite markedly from actual fact.
This appears to be caused largely by a lack of ‘hands-on’
experience with the systems involved.
Organizations were asked about the criteria they
used or will use in choosing a DBMS. It is impossible to
define an absolute ranking of these criteria on the basis
of the survey, and most organizations apply more than
one. Some interesting points did arise, however:
1.
Most IMS users chose that system because it was
part of the IBM standard product line, and they felt
755
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TABLE 6. Criteria Used in Choosing a DBMS
(out of 16 organizations with DBMS or currently
choosing one)
Quality of support by vendor
14
Long-term evolution prospects ofDBMS
9
Technical efficiency
5
Security and integrity
5
Flexibility and ease of use
4
Cost of hardware and software
4
Usefulness of underlying data model
3
Portability
3
it enhanced the long-term evolution prospects of
their installation.
2.
Although many organizations have stated that data
integrity is a major motivation for acquiring DBMS,
few claim to have explicitly used this aspect as an
evaluation criterion.
3.
Many users were attracted to TOTAL because of its
apparent flexibility and ease of use, and the possibil
ity of future portability.
4.
The data model" underlying the DBMS does not
appear to have a major impact on the choice of
DBMS. There is a great deal of discussion in the
DBMS literature on the relative merits of the various
logical data models in supporting data management
needs. The survey results appear to show either
that data management is not an important issue in
the minds of those choosing a DBMS, or that there
is not a strong relationship between the data model
used and data management needs. Further research
in this area appears justified.
These observations tend to confirm the point already
noted in this paper, that many users adopt DBMS for the
future flexibility it seems to offer, and place a high prem
ium on the quality of support and ease of beginning DBMS
use.
By way of background to the information given on
DBMS choice, Table 7 provides a cross-tabulation of
DBMS type against computer installation, for the 14 organ
izations with DBMS.
TABLE 7. DBMS by Computer Installation Type
(out of 14 organizations with DBMS)
Installation
Type
IMS/DLI
TOTAL DMS1100
IDS
IBM
ICL
Univac
Honeywell
NCR

5

3
1
2

2
1

Twelve of the 14 organizations with DBMS see
themselves as essentially locked into their current DBMS.
There is great variety between DBMS systems in terms of
structure, facilities and physical data storage techniques,
and many incompatibilities exist even between the sup
posedly equivalent CODASYL-type systems. This implies
potentially major problems in the future for many DBMS
users, when they seek to move from one DBMS to another.
One very large organization found the cost per line of
program code converted in applications running under
one DBMS, to a new DBMS environment, to be approx
imately 4 times that for conversion of ordinary file
processing applications to the new DBMS environment.
156

This suggests that acquiring DBMS now may not necessarily
make future DBMS development any easier or cheaper,
contrary to the feelings expressed by many organizations.
APPLICATIONS USING DBMS
TABLE 8. Application Areas Served by DBMS
(out of 12 organizations with DBMS)
Financial accounting
Marketing/sales
Inventory control
Customer service
Management accounting
Manufacturing
Payroll
Corporate modelling/planning

9
7
6
5
4
3
2
2

This data is only partial, and further analysis of which
application areas are planned to be put into the DBMS
environment is probably needed.
One question which arises is whether certain applic
ation areas tend to be the ones which best justify acquir
ing DBMS (and are hence implemented first), or whether
those implemented first tend to be those which are most
suited to a DBMS environment. There is certainly a heavy
emphasis on financial accounting and other transactionbased areas, as against the planning and management ac
counting type of applications.
Virtually all organizations stated that the DBMS
basically contained data which was used in transaction
processing. If management reporting was done using DBMS
it was essentially using transactional data, and analysing
or aggregating it. Very little data stored using DBMS
facilities is intended specifically for use in management
decision support systems or reports (i.e., for MIS-type
data). This bears out the emphasis found on the use of
DBMS as a data integrity and file management system,
rather than a tool for MIS. By and large, very little real
attempt has been made as yet, in the organizations sur
veyed, to realize the MIS potential commonly regarded as
being available through the use of DBMS. The general
feeling expressed was that this would come when more
experience with DBMS had been accumulated. Wiorkowski
and Wiorkowski (1978), however, found that a significant
number of their survey subjects regarded their capacity to
provide useful and timely information for management
decision-making as enhanced by the use of DBMS.
The reason for the difference in survey results is not
clear. Further research appears necessary, based on a care
ful definition of what constitutes MIS-type data, and how
information is used in support of management decision
making. This is an area of DBMS research which appears
likely to provide valuable guidelines for the design and use
of DBMS technology and methods.
DATA MANAGEMENT
TABLE 9. Primary Data Management Responsibility
(out of 14 organizations with DBMS)
Flave or currently finding a technical DBA
9
Have a data manager
2
Responsibilities lie with users/analysts
3
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The responsibility for data management in most
organizations is not generally centralized in any one area
as yet, but it was possible to distinguish the areas of prim
ary data responsibility shown in Table 9.
It is interesting to note that there is a very strong
correlation between length and depth of an organization’s
DBMS experience, and the inclination towards a corporate
(rather than technical) perspective on the data manage
ment issue. ‘Second-generation’ DBMS users tend to
feel they should have a data manager, and not just a data
base administrator (DBA). These results tend to confirm
the observation already made that few organizations have
acquired DBMS as a way of achieving the data co-ordina
tion, rationalization and control which the concept of data
management implies. An awareness of data management
issues appears to grow as a natural part of an organisational
DBMS learning experience.
There appears to be a need for a strong technical
background to fulfil a DBA function. Many organizations
have found the need to carry out their own systems soft
ware work, to make the DBMS adequately carry out its
desired function. Four of the 12 organizations have
written their own interface with the DBMS to enhance
data independence and/or data security. An exact estim
ate of numbers is difficult, but it should be observed that
most experienced DBMS users feel strongly that no data
base design can be arrived at without regard to the expect
ed pattern of use, and type of data to be stored. Optimiz
ation of data base design for run-time efficiency always
appears necessary to some extent. This means that the
data base will not be as readily accessible (if at all) for
certain types and patterns of data use as for others. Hence,
a ‘neutral’ data base design tends to be an ideal not readily
achievable using current DBMS technology.
It appears that certain DBMS virtually force an
organization to have a large technical capacity in the
DBA, to support the DBMS — IMS stands out in this
regard. This need partially accounts for the strong tendency
of organizations to re-train systems software personnel
in the system design and organizational facets of a DBA
function, rather than training more generally qualified
personnel in the necessary technical knowledge.
Of the 12 organizations, 9 find obtaining and keep
ing personnel with appropriate technical expertise, com
bined with a sufficient awareness of management and
organizational issues, to be a problem. Six of the 12 organ
izations see the answer to this problem as trying, as far as
possible, to ‘breed’ their own DBA staff internally — this
approach usually involves trying to adapt systems soft
ware staff to a broader approach.
TABLE 10. Restructuring of Data Base
(out of 12 organizations using DBMS)
Restructuring is a problem due to data base
design
Restructuring is a problem for systems
management reasons
Restructuring is not a problem, due to
nature of applications

8
6
3

Restructuring of data bases can involve physical
changes to data structures or storage media used, as the
result of changing patterns of data base use, or install
ation management needs. It can also involve physical
changes brought on by amendments to the logical design
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as the result of the deletion or addition of new data en
tities to the data base. It is seen as a major potential prob
lem in the future. The same problems as are likely to occur
in transferring applications from one DBMS environment
to another are anticipated, although many organizations
have not actually met problems yet. Table 10 gives an
indication of the type of problems anticipated by the
organizations surveyed.
DESIGN AND IMPLEMENTATION UNDER DBMS
TABLE 11. Conversion to DBMS
(out of 12 organizations using DBMS)
Applications are re-designed as transferred
Used conversion of pilot applications, then
re-design
Converted existing applications to DBMS
environment
Only new applications implemented under
DBMS

5
4
2
1

12
The approach used in converting an installation to a
DBMS environment gives an indication of the attitude of
an organization towards, and expectations of, DBMS.
Examining Table 11, it seems clear that many organizations
see a DBMS environment as sufficiently different to dictate
the need to re-design application systems so that they
function appropriately, and use DBMS facilities. How
ever, of the 9 organizations which carried out major re
design work, 4 appeared to be doing so very much because
the application systems involved needed re-design in any
case. This correlates with the fact that 5 of the 12 organ
izations using DBMS regard it, primarily as a file manage
ment system.
TABLE 12. Problems in Conversion to DBMS
(out of 12 organizations using DBMS)
Application systems were hard to adapt/re-design
9
Conversion process took longer than expected
8
File conversion was a problem
3
Certain problems can be distinguished in conversion
to a DBMS environment, as shown in Table 12. However,
one organization made a useful comment in relation to the
overheads of conversion to DBMS — the process often
forces a proper data and systems analysis to be done.
Whilst this is a high overhead, it is probably not all at
tributable to adopting DBMS, as it should probably be
done anyway — DBMS may just be the catalyst.
Wiorkowski and Wiorkowski (1978) support the
findings of the Australian survey. DBMS users they sur
veyed stated that whilst re-design of applications for
DBMS was expensive, it quite often went hand-in-hand
with extension of the applications.

TABLE 13. Problems in Supporting DBMS
(out of 12 organizations using DBMS)
DBMS needed more hardware resources than
expected
DBMS required more software systems
support than expected
DBMS creates special installation management
problems

8
7
4
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There were two general themes which arose in asking
about DBMS support problems:
1.
Whilst not all organizations were caught unawares,
there is general agreement that DBMS requires a
substantial increase in hardware resources.
2.
It is extremely difficult to estimate likely hardware
support needs of a DBMS-based system, until the
initial data base and system design is done.
From the discussions the survey involved, it became
clear that only 2 of the 12 organizations using DBMS really
have a truly integrated set of applications, which took
advantage of the data integration made possible by DBMS.
This tends to suggest that whilst 5 of the 12 claim that
DBMS simply provides a file management system for
them, the number is somewhat larger, and could be as high
as 10 out of the 12.
This could be caused by two major reasons:
1.
Many organizations lack the DBMS experience or
expertise to make use of such an approach. In this
case, progression towards the concept of an integ
rated information system will probably occur over
time.
2.
Organizations have foundthat DBMS does not
support integration in an adequate or efficient
manner, contrary to popular opinion. This is an
area where further investigation would probably
be fruitful.
TABLE 14. Gains through DBMS Use
(out of 12 organizations using DBMS)
Improved data and system robustness (i.e.,
easier to maintain, with less likelihood
of failure)
Faster application development
Increase in programmer productivity

7
4
3

Most organizations felt that any increase in pro
grammer productivity was caused more by using the higher
quality of staff seen as necessary under DBMS, than due
to savings through the DBMS itself. It appears this may be
due to the fact that DBMS has been found not to provide
the level of data independence predicted by theory. It is
data independence' which is argued to bring greatest in
creases in programmer productivity, through a removal
of the need for programmers to be concerned with physical
data access and storage, and with co-ordination of data
use in the application being developed with that in others.
Application development appears to be slowed down by
the data base design issues and techniques involved. How
ever, 2 of the most experienced DBMS users commented
that this holds in the initial stages — future maintenance
work becomes quicker and easier over time, as does the
addition of further programs to established DBMS-based
application suites.
FUTURE DBMS DIRECTIONS
The survey did not explicitly canvass opinion about
the directions DBMS will, or should, take in the future.
A number of points were raised by interview subjects, or
arose from the analysis of responses:
1.
DBMS is not adequately providing data independ
ence, although this is one of its major stated ad
vantages. This will need to be remedied if DBMS is
to achieve its potential as an element of future
long-range information processing strategies.
2.
A long-term trend appears to be a shift towards a
broader, corporate concept of data management
(perhaps with DBA functions as a subsidiary act
ivity). Organizations are beginning to see data as a
major corporate resource, and hence a legitimate
concern of senior management. Eighteen of the
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3.

4.

5.

6.

7.

23 organizations surveyed supported this view.
Of the 23 organizations, 15 also felt a merging of
word processing/text processing and data process
ing was inevitable, if only to avoid data duplic
ation. This has major implications in relation to
what DBMS technology will be appropriate in the
future.
The extent to which data integration does not occur
under DBMS needs further investigation, to deter
mine whether the causes are the DBMS tech
nology being used, or the manner in which it is
applied.
Many organizations believe the logical direction
for DBMS development is towards the use of in
creasing hardware and firmware implementation of
DBMS facilities.
There appears to be a marked degree of caution
against a full commitment to DBMS at this stage.
Some organizations appear to regard their current
DBMS use as a learning experience, to prepare them
for the better (as yet unseen) DBMS technology
and methods which are yet to come.
DBMS methods which work adequately in an en
vironment dominated by transaction-oriented applic
ations may prove to be inadequate in a true MIS
environment.

CONCLUSION
The results of the survey described suggest a need
for more extensive research in certain areas of DBMS use
and experience. In particular, the role of DBMS as a data
management tool seems weaker than is often asserted. In
addition, a great deal of work would appear justified in
the area of making DBMS able to provide better data
independence, greater flexibility, and less technical demand
on staff. It appears that many organizations will adopt
DBMS simply because of a desire to keep up with what
they perceive as the current state of computing tech
niques and technology — all too often, technology is
adopted without any real understanding of the surround
ing non-technical issues. These issues are dealt with as
they arise (as, for example, in the case of data manage
ment), after acquisition of the new technology.
The MIS role of DBMS appears to be minimal at
present, despite the hopes and expectations of many
organizations. This is attributable to the transactional
nature of application systems and data which DBMS is
largely used to support, but the technical proficiency
required to use DBMS must play some role in restricting
its user base.
It is intended to conduct further, more extensive
research into DBMS use and experience, and to follow
the lines of inquiry suggested by the results set out in
this paper. However, for this to be successful, the active
co-operation of a large number of organizations using
computer facilities, and willing to participate in a further,
more detailed survey is required.
Any organizations (whether currently using DBMS
or not) willing to participate are asked to contact the
author as soon as possible. Any assistance they can pro
vide will be gratefully received, and may make a valuable
contribution to an understanding of the principles of
DBMS use and technology. Confidentiality will, of course,
be observed in respect of any details particular to a given
organization.
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Forthcoming National and International Events
DATE

EVENT

LOCALE

SOURCE

1979
December
3-5

1 979 Winter Simulation Conference

San Diego, USA

ACM

4-7

CMG X International Conference

Dallas, Tex., USA

CMG

10-12

7th Symposium on Operating Systems Principles

Pacific Grove, Calif., USA

ACM

10-12

Conference on Entity-Relationship Approach to Systems Analysis and Design

Los Angeles, Calif., USA

ACM

12

1979 Computer Networking Symposium

Gaithersburg, Md., USA

1980
January
3-4

13th Annual Hawaii International Conference on Systems Sciences

Honolulu, Hawaii

ACM

3-8

Annual Meeting of AAAS

San Francisco, USA

AAAS

7-9

PTC ’80 Pacific Telecommunications Conference

Honolulu, Hawaii

IFIP

9-11

1980 Conference on Pattern Recognition

Oxford, UK

IFIP

30-Feb. 1

International Symposium on Microcomputers and their Application

Monterey, Calif., USA

ACM

February
11-14

Eighth Annual Employment Register

Kansas City, USA

ACM

12-14

ACM Computer Science Conference

Kansas City, Mo., USA

ACM

14-15

ACM SIGCSE Technical Symposium on Computer Science Education

Kansas City, Mo., USA

ACM

19-22

Techex '80 World Fair for Technology Exchange

Atlanta, Georgia, USA

ACM

25-28

COMPCON 80 Spring

San Francisco, USA

IEEE-CS

February/
March

National Seminar on the “Prospects of an Australian Computer Industry in the
Eighties”

Sydney, Australia

ACS

March
3-5

NCC Office Automation Conference

Atlanta, USA

ACM

4-6

1980 International Zurich Seminar on Digital Communications

Zurich, Switzerland

ACM

9-11

COADS Conference on Application Development Systems

Santa Clara, Calif., USA

ACM

11-14

5th Workshop on Computer Architecture for Non-Numeric Processing

Pacific Grove, Calif., USA

ACM

12-14

GI-NTG Conference on Computer Architecture and Operating Systems

Kiel, Germany

IFIP

12-14

International Symposium on Distributed Databases

Versailles, France

IRIA

17-19

IECI 80, Sixth Annual Conference and Exhibit on Industrial and Control
Applications of Microprocessors

Philadelphia, USA

IECIS

19-21

13th Annual Simulation Symposium

Tampa, Fla., USA

ACM

26-28

Viewdata 80

London, UK

BCS

28-Apr. 3

Sixth International ALLC Symposium on Computers in Literary and Linguistic
Research

Cambridge, UK

ALLR

CAD-80 — 4th International Conference on Computers in Engineering and
Building Design

Brighton, UK

ACM

April
28-30

1980 IEEE International Symposium on Circuits and Systems

Houston, Texas, USA

IEEE

May
2

Role of Documentation in the Project Life Cycle

New York City, USA

ACM

6-8

7th International Symposium on Computer Architecture

La Baule, France

ACM

15-16

SRE-80, Symposium on Reliability, Maintainability and Safety of Transportation,
Information and Energy Systems

Toronto, Canada

SRE

NCC 80

Anaheim, Calif., USA

ACM

31 -Apr. 2

19-22
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■ IEEE-CS
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28-30

Performance 80, International Symposium on Computer Performance Modeling,
Measurement and Evaluation

Toronto, Canada

Networks 80

London, UK

4th International IFAC Conference on Instrumentation and Automation in the
Paper, Rubber, Plastics, and Polymerization Industries

Ghent, Belgium

IFAC

IFAC/IFIP Symposium on Automation for Safety in Shipping and Offshore
Operations

Trondheim, Norway

IFAC,
IFIP,
SINTEF

23-27

Symposium on Research and Development in Information Retrieval

Cambridge, UK

ACM

24-26
July
2-4

APL 80 International Congress

Leiden, Netherlands

NSI

Conference on Data Bases

Aberdeen, Scotland

BCS

7-11

Tutorial Conference on Practical Optimization

Stanford, USA

ACM

13-25

ISP 1980 Congress

Flamburg, FRG

I APR

14-18

Seventh International Colloquium on Automata, Languages and Programming

Noordwijkerhout, Netherlands

EATCS

September
16-19

EUSIPCO-8f) First European Signal Processing Conference

Lausanne, Switzerland

25-28

Euro IFIP 79

London, UK

IFIP

29-Oct. 3

MEDINFO 80

Tokyo, Japan

IFIP

29-Oct. 4

COLING 80. 1980 World Meeting on Natural Language and Computer

Tokyo, Japan

IFIP

October
1-3

FTCS-10, 10th International Symposium on Fault-Tolerant Computing

Kyoto, Japan

IEEECS

6-9

8th World Computer Congress

Tokyo, Japan

IFIP

13

Computing in Developing Nations

Melbourne, Australia

ACS

14-17

8th World Computer Congress

Melbourne, Australia

IFIP

20-23

International Conference on Computer-Aided-Design (CAD).
Computer-Aided-Manufacture (CAM)

Melbourne, Australia

ACADS

December
1-4

Fifth International Joint Conference on Pattern Recognition

Miami Beach, Florida, USA

ACM

1981
February
24-26

ACM Annual Computer Science Conference

St Louis, USA

ACM

| line
3-5
3-6
16-18

IFIP

For further information on these events please contact the Chief Executive Officer, P.O. Box 640, Crows Nest, N.S. W., 2065.

The Editor,
The Australian Computer Journal

Letter to the Editor

Dear Sir,
I have been a member of the Society for the past
three months, and already I have received the impression
that the Operations area is neglected in the current and
previous publications I have read.
The major concern I have is with the “new tech
nology explosion” and its effect, current and future, on
the computer operations area. We often hear predictions
of, “We won’t need operators in five years time”; although
these predictions have been going on for many years now,
we are still here!
I consider it would be of advantage to many of our
members if the Journal included papers discussing the
effects of new technology on the Computer Operations
area.
Yours sincerely,
Richard Powell,
Operation System Controller
160

EDITOR’S RESPONSE
Mr R. Powell,
Operation System Controller,
Computer Graphics Corporation Pty Ltd,
11 Waymouth Street,
ADELAIDE, S.A., 5000.
Dear Mr Powell,
My response to your letter is similar to that to
Mr Lakin in the previous issue. If you can suggest to me a
source of some worthwhile papers on the subject of com
puter operations, then I am happy to consider them for
publication.
Yours sincerely,
A.Y. Montgomery
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REPORT WRITER
WORKS RELATIONAL
IDERS,
The Tandem 16 NonStop System is composed of multiple,
independent processors with dual redundant
communications paths. The unique interaction between
Tandem hardware and software assures not only
continuous operation, and the integrity of your data base,
but also throughput unmatched by any other computing
system of comparable cost.
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Auckland!

Adelaide
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For the first time ever, a combination
query/report writer which optimizes perform
ance in both functions—even over a distrib
uted data base. Tandem's Enform provides
absolutely top level capabilities in relational
data base access. The system figures opti
mized data base strategies automatically. In
function and capability, it’s unsurpassed. Some
offer query systems with short shrift for report
wanting; for others the reverse is true.With
Tandem, you get the best of both worlds.
Local or nation-wide, Tandem NonStop
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• In true modular expansion.This is by far the
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This ties in to the extraordinary degree
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system. And also to its true modular
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software or hardware, anywhere in the
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low cost mini-based increments. Without
one cent of loss on the original investment.
Without ever having to reprogram, or even
to recompile.

Tandem software allows up to 25,5 '
Tandem systems to be soft-wired as a single
system with parts geographically distributed.
And it lets you access any terminal and any file
in the system, from anylocation, with proper
security clearan^s, to handle queries and
reports in one. simple language.
Enform. Write or call for further infor
mation. With Tandem as wi,th no one else, your
world and your business are at your fingertips.
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