ISSN 004-8917

VOLUME ELEVEN, NUMBER THREE, AUGUST 1979.

PRICE $5.00

AUSTRALIAN
JOURNAL

@j|>
PUBLISHED FOR THE AUSTRALIAN COMPUTER SOCIETY INCORPORATED
Registered for posting as a publication — Category B

DIGITAL EQUIPMENT
DPM SYSTEMS
The intelligent, interactive
approach to plant Productivity.
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5. Product Test
quality trend analysis
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. Production Process
test and measurement
instrument monitoring
process monitoring

. Factory Production
work-in-progress reports
job/order status reports
maintenance monitoring

DPM Systems tell you what’s happening as it happens
Distributed Plant Management is a concept that
integrates host computers, interactive, intelligent
operator-input terminals, sensor-based subsystems,
communication links, high-level programming languages
and efficient operating systems.
It offers the managerial decision-makers real-time
access to real-time data. More profitable, more efficient
plant operation is the very real reward it makes possible.
The piece-work employee can use the system to
record his output and receive acknowledgement. The
hourly employee can use it to record his attendance.
The first-line supervisor can query the system on-line
for specific answers about attendance, production
rates, and machine status.
The foundry foreman can use the system to manage
his core inventory. The production manager can use it
to manage his raw material inventory more productively
and profitably. The plant controller can use it daily to
update his in-process inventory value.
It can tie together in one reliable, low-cost system all
the information available about the many operations in a
plant that must be managed in a timely way to bring
plant profitability to its optimum level. Not the next day,
but now. No waiting for a printout about lost opportuni
ties yesterday that brought on problems today.

The Time and Attendance Station accepts an industrystandard (Type 5) badge for data inputs to payroll and
related labor-reporting.

DPM System Advantages
1. Instant management access to vital operating
information-Make your decisions instantly, with all
the answers you need.
2. Integrated information base combining machine
and human inputs-Know what your alternatives are
if a line goes down.
3. Door-to-door information span-Watch what’s
happening all the way from incoming raw material
to finished-goods shipping.
4. Minimized installation costs-Get everything you need
from the leader in minicomputer technology, a full
range of hardware capabilities and software
operating systems.
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The Basic Work Station:
• Reads Type 3 badges
• Reads 22- and 80-column cards
• Sends transaction messages
• Sends numeric messages
• Displays 32-character messages
• Displays added guidance messages
• Sounds an internally housed alarm
• Provides four user-defined function keys
• Closes relay contacts for external tasks

nans Eiiafs from fn
Scaiputai lilorld
“News Briefs from the Computer World” is a regular
feature which covers local and overseas developments in the
computer industry including new products, interesting
techniques, newsworthy projects and other topical events
of interest.
PROFESSIONAL INDEMNITY AND THE COM
PUTER CONSULTANT
Many members of this profession are becoming
increasingly alarmed at what appear to be the consequences
of mistakes which cause a loss to clients. Here Nigel Lacey
outlines a possible solution to the ever increasing prob
lem of Professional Liability.
Mr. Lacey is Managing Director of Baillieu Bowring
(Professional Indemnity) Pty. Limited, brokers in this
field of insurance and subsidiary of the International
Bowring Group.
Professional Indemnity Insurance is one form of
insurance which has developed dramatically in the last
30 years.
Prior to 1939 there were few policies in existence
and the majority of these were adaptations of a Public
Liability Wording. Today many forms of cover exist which
can cater to the individual needs of each purchaser of
this insurance.
The object of this insurance is to provide the pro
fessional man with indemnity for claims based upon his
legal liability to pay damages to persons who have sus
tained a loss which is occasioned by a breach of pro
fessional duty in the conduct of his practice.
The basis of this liability is negligent, being a failure
to exercise a fair, reasonable and competent degree of
skill.
In determining whether there has been negligence,
the standard expected of a particular profession, as a
whole, at the time in question is used as a yardstick.
The mere evidence of negligence does not auto
matically establish a liability. For an action to succeed
there must be a duty of care owed to the claimant by
the professional person, a breach of that duty and a loss
or damage caused by the breach of duty.
Further points should be borne in mind and these
are:
(a)
That if a person holds themselves out as an expert
then they will be judged by the standard of experts.
(b)
That a professional person will be vicariously liable
for the negligence of his employees, providing such
negligence arises out of and in the course of their
employment.
Liability may be incurred in the following three
specific aspects of the General Law.
1)
Breach of Contract
2)
Tort of Civil Wrong
3)
Breach of Statute
A person, by contract, may relieve himself from
liability for his own negligence and the negligence of those

for whom he is vicariously liable.
In certain cases contracting out of liability for
negligence is prohibited either by Statute or by Common
Law where the contracting out is against public policy.
Examples of such Statutory Legislation may be
found in the Trade Practices Act and other Legislation
involving hire purchase and credit.
By law, an insurance contract may not provide cover
for Statutory fines, but could well cover costs for damages
awarded against the defendant or insured.
In any case, courts are showing an increased tendency
to side with the consumer. Also, the public is becoming
more wary of firms who use disclaimers in their con
tracts, to the extent that some are insisting that dis
claimers be removed from the contract and evidence of
professional indemnity insurance or other liability insur
ance be produced.
The existence of breach of contract in the absence
of negligence is not normally grounds for a claim under a
professional indemnity policy. There are exceptions, such
as the Law Institute of Victoria Professional Indemnity
Scheme, but normally negligence must be proved.
Example:
Where a contract, which is not completed by a
certain date invokes penalty clauses, causing loss
to the contractor; such incompletion may have
been caused by employees’ strike action, power
failure, or death, sickness or resignation of an em
ployee.
Where a computer consultant or bureaux is an agent
for, a distributor of, or retailer of computer hardware or
software, there is often a very thin line between that of
products’ liability and professional negligence.
Example:
Should an E.D.P. consultant compile hardware or
software from a number of existing manufactured
components and the completed product is sub
sequently faulty and results in financial loss to a
client or other party, then providing that there was
no fault with any particular component, then the
original manufacturer of those components could
well be free of any liability.
Such liability would then rest with the E.D.P. con
sultant. Since certain products’ liability and public
liability policies exclude cover for design and also
almost certainly for professional negligence, so
exists the necessity to be covered by a professional
indemnity policy.
With most public liability policies the operative
clause refers to an accident resulting in bodily injury
or property damage and therefore provides no cover
for the act error or omission which results solely
in financial loss.
It is therefore important to stress that when pro
posing for professional indemnity insurance that
all information concerning the activities of the
proposer be declared.
Tort or Civil Wrong
A tort is a civil wrong independent of contract and
normally revolves around negligence.
An action for professional negligence may arise if
financial loss is suffered by third parties through their
reliance on the professional skill and judgement of persons
with whom they were nnt in contractual relationship.
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helps the Courier Mai
set its ads on
Cemac Interiors
has installed three access
floors at the head office of
Queensland Newspapers
Pty. Ltd., Bowen Hills, Brisbane.
The most recent floor uses
metal panels with vinyl tile
finish and compatible brown
PVC edge trims; the system
supports 98 VDT units that are
specially designed for the input
of classified ads. The system
also supports a Harris 2250
for display advertising.
At Bowen Hills there are 3
Digital PDP 1170s with core
storage of 512k words each.
The Dafa Base is six disc
drives. There is a high speed
1200 Baud Wire Service

hooked intoAAP, Sydney, on
a dedicated line. It is also
connected to an on-line 52k
Baud Link connected to high
speed cathode ray tube type
setters.
In addition Cemac Tate's
all-metal access floor system
offers four panel sizes, with or
without 'Snap-Lock' stringers,
and the widest range of
finishes including high
pressure laminate, wood

parquet, cork, vinyl and
anti-static carpet.
Cemac has available a
patented self-levelling pedestal
base which ensures a level
floor on a sloping slab. So,
whether you require access
flooring or complete fitting out
of office interiors with floors,
ceilings, partitions and task
lighting, contact Cemac
Interiors.

Brochures and details from Cemac Interiors:

cemac

SYDNEY:................6993122
MELBOURNE:........... 63 7811
BRISBANE:............ 2215099
CANBERRA:........... 82 3706

Licensees:
ADELAIDE:.............. 453656
HOBART:.................. 295444
PERTH:....................4447888
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Seven tough problems in
and howTandem’s“NonStop”
The Tough Ones.
1. System Down—Processor Failure.
2. System Down—Disc Failure.
3. System Down—Repairing
Hardware.
4. System Down—Restoring
Data Base.
5. System Down—Software Failure.
6. System Down—Changing to a
Larger Processor.
Lots of things change when you go
“on-line’.’ Mostly for the better.
That’s why this is the most important
trend in data processing today. But
the one area which concerns manage
ment the most is “What happens
when the computer goes down?” It’s
a good question, and until Tandem
introduced “NonStop” processing
last year the answers weren’t pleasant.
Service is interrupted; that's bad
enough. But there is worse news still.
At the instant of failure, a transac
tion in process could be lost (or
duplicated), a record being updated
could be destroyed, or a pointer
changed incorrectly could cause the
loss of untold records. In short, loss
of service is the surface cost. Loss of
data base integrity is an even greater
problem. Tandem’s NonStop System,
hardware and software, is the first
top-down, designed-in solution to
both these problems. To make it even
better, we’ve designed it so it’s easy
to program, easy to expand, and
easily the most efficient transaction
processing system around.

1. System Down—Processor Failure.
Every computer will fail sometime.
The bigger they are, the more often
they fail. Tandem has replaced big
ness with a unique multiple processor
architecture. Workloads are shared
by the processors under control of
Guardian, the only NonStop Multiple
Processor Operating System avail
able regardless of price clhss.
When a component fails, Guardian
automatically reassigns both proc
essor and I/O resources to ensure
that in-process tasks including file
updates are completed correctly. You
decide the priorities; Guardian does
the work. And no interruption of

IV

your “on-line” workload occurs.
Restart is virtually instantaneous.

2. System Down—Disc Failure.
When one of your disc storage
devices fails in the middle of a file
update, unknown damage to the
record, to record pointers, or to
indices can occur. Enscribe, Tandem’s
NonStop Data Base Record Man
ager, ensures that the damaged rec
ord is restored; and, with the
optional Mirror Volume duplicate
file technique, that operation is con
tinued using the back-up file. The
back-up files are created auto
matically and are used by Enscribe to
improve system response time. When
the down disc is repaired so are its
files, automatically, by Enscribe. You
decide which volumes to back up;
Enscribe maintains them, and no
interruption of service occurs.

3. System Down—Repairing
Hardware.
With any system, a hardware failure
must be repaired. But only with
Tandem can the system keep oper
ating, right through the failure and
through the repair, too. M LS’s
Customer Service Representative can
remove and replace any failed mod
ule in your system without interrupt
ing service. The operators at
terminals and the programs in process
are totally unaware of either the fail
ure or the repair. And routine mainte
nance, too, is performed with the
system fully operational. This is the
more unusual feature of our system,
but without it, no system can truly
be called "NonStop/

4. System Down—Restoring
Data Base.
When a hardware failure occurs dur
ing file update in any “on-line"
system which is not NonStop, there
is every reason to question the integ
rity of the data base. Integrity of the
data base is crucial. For this reason,
elaborate procedures to maintain
restart points and backup files are
required in almost all “on-line” sys
tems. Not with Tandem. Using
Guardian and Enscribe, the Tandem
NonStop System ensures that all
transactions are completed correctly
even if a processor, I/O channel, disc

controller or disc drive fails during
that transaction. Equally important,
the system downtime normally
required for “restore” and
“restart” operations is eliminated.

5. System Down—Software Failure.
System software crashes are an
important source of downtime in
ordinary on-line systems, but not in
Tandem installations. Because all
Tandem software is designed and
tested to run in a multiple processor
environment, it is also designed and
tested for failure modes never con
sidered in single processor systems
software. Most important, the use of
independent processors, each with
its own memory, assures that a soft
ware failure in one processor cannot
cause a failure in a second processor
or contaminate the data or programs
executing in that processor.

6. System Down—Changing to a
Larger Processor.
On-line systems tend to grow, and as
they grow they change. New applica
tions, more stations, improved service;
all of these result in a need for bigger,
faster processors. WithTandem’s
NonStop System you can actually add
processors, add memory, and add pe
ripherals without any re-programming
whatsoever. Using Guardian,
Enscribe, and Envoy, Tandem's Data
Communications method, all user
programs and all files are geograph
ically independent. They have to be
for NonStop operation. You can also
write your programs using a powerful
high-level compiler for a multiple
processor environment as easily as
for a single processor.

7. System Up—Confidence Down.
When an “on-line” system is up,
people come to rely on it. And
because today's computers are reli
able, people have come to rely on
them quite heavily. Which makes it
even worse when the system does go
down, or the information it supplies
is wrong. Confidence is severely
damaged. And anyone who has tried
manual back-up systems knows that
they are not the answer. An auto
matic back-up, non-stop system is
the answer. And Tandem has it.
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"On Line” Data Base Systems
System solves them.
Tandem offers a proven, field tested
solution to the two principal ques
tions everyone should ask about an
“on-line” data base system: What
level of service will it provide? What
protection does it offer for my
data base?
Someday all “on-line” systems will be
NonStop. Tandem 16 Systems are
NonStop today. And without price
penalties. Not everyone needs an
on-line, real-time, non-stop system,
but for those who do there isn’t
another solution worth thinking
about.

Photo and schematic show three processor modules with space for fourth module,
interconnected to disc controllers, tape controllers and communications controllers.

PROCESSOR
MODULE

PROCESSOR
MODULE

PROCESSOR
MODULE

CONTROLLER

PROCESSOR
MODULE

CONTROLLER

Guardian

TANDEM

Multiple Processor Operating System
NonStop operation.
Automatic re-entrant, recursive and
shareable code.
Virtual memory system.
Geographic independence of
programs and peripherals.

The Tandem 16 NonStop System is composed of multiple, independent processors
with dual redundant communications paths. The unique interaction between Tandem
hardware and software assures not only continuous operation, and the integrity
ofyour data base, but also throughput unmatched by any other computing
system of comparable cost.

Enscribe
Data Base Record Manager
Provides relative, entry-sequenced
and key-sequenced files.
Each file may be up to four
BILLION bytes.
Up to 255 alternate keys per file.
Optional mirror copy by disc volume

Envoy
Data Communications Manager
Communications with remote
devices and/or processors.
Support of point-to-point,
multi-drop, master and/or tributary
All transfers via DMA.
Speeds up to 19.2Kb asynchronous
and80Kb synchronous.

Languages:
COBOL,FORTRAN,TAL.

TANDEM COMPUTERS
DISTRIBUTED IN
AUSTRALIA BY:

MANAGEMENT INFORMATION SYSTEMS PTY. LTD.
3 BOWEN CRESCENT,
MELBOURNE.VIC. 3004
Telephone 267 4133
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22 ATCHISON STREET,
ST. LEONARDS. NSW. 2065
Telephone 43 0361

S.G.I.O. Building,
Cnr.TURBOT & ALBERT Sts.,
BRISBANE. OLD. 4000
Telephone 229 3830
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This was borne out by a House of Lords’ decision in
the case of Hediey Byrne and Co. Ltd. v. Heller and
Partners Ltd. (1963), 2AII ER575.
The fact that the service provided is given by means
of words makes no difference. Similarly, liability is in
curred where this information is passed on to other persons
or parties and where it is reasonable to assume such parties
would use, or reply on such information.
The following are examples of grounds for claims:
1)
A market research firm hired a service bureau to
process market data which had been collected. The
research firm reached a number of conclusions
which were the basis for client’s decision to open
regional warehouses.
Due to an error in the service bureau’s processing
of the information, the market research conclusions
were unsound and the client firm went bankrupt.
The client subsequently brought an action against
both the market research firm and the service bureau,
seeking compensation for opening the warehouses
in the wrong geographic areas.
2)
A publisher of a weekly magazine hired a service
bureau to handle distribution and mailing to its
thousands of subscribers.
Erronously a delivery of 30,000 issues was made to
an individual homeowner who would normally
receive one copy.
By the time the magazines were correctly delivered
the information they contained was out of date.
The obvious areas for errors lie in:
1)
Systemsconsuiting
2)
Systems design
3)
Programming
Data capture
4)
5)
Data processing
6)
Hardware malfunction
7)
Data distribution
Business generally is increasingly looking towards
their professional advisors for reliable and meaningful
information, professional integrity, protection against

major fraud, technical competence and enforcement of
ethics and discipline. If these are not found, or are lacking
in any respect, then that client can suffer a loss or damage
and will require some form of compensation for the loss
that has happened.
As can be seen, the only adequate way of being able
to protect oneself from actions for negligence is through
the use of a professional indemnity policy, and thus it is
sometimes surprising the numbers of practitioners and
companies who are willing to carry this burden without
adequate insurance protection. Some say that all their
clients are their friends, and that therefore they would
never sue them. Others, that they cannot afford the prem
ium or even that they have been in practice for many
years and have never had so much as a whisper said against
them. This would appear to be the ‘look no hands’ phil
osophy, and can be argued as showing a keen disregard
for the client.

SOFTWARE SERVICE EXPANDED
Digital Equipment Australia is now offering an
expanded range of software services. These include con
sulting support to enable a user to take and apply Digital’s
products effectively and a comprehensive set of software
maintenance services designed to provide the customer
with on going support to keep his system up-to-date and to
optimise its performance.
Following Digital’s general marketing policy these
services are unbundled, enabling the customer to pur
chase services to fit his exact needs, whether he be a first
time commercial user, or an organisation with a high level
of competence in the development of technically advanced
systems.
According to Peter Gray, Digital’s Software Ser
vices Manager for the South Pacific Region, his Software
Specialists can take full responsibility for, assist with, or
provide consultation on systems design, systems imple
mentation, conversions, feasibility studies, systems audits
and project management.
(Continued on page IX)
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Logical Database Design — From
Entity Model to DBMS Structure
R. A. Davenport*
Logical database design is the process of mapping the information structure of an organisation
into a structure acceptable by a specific database management system to produce a logical database
structure. This paper describes a methodology for logical database design which takes into account
not only the structuring limitations of the database system but also the effect of design objectives.
As an example the methodology is applied to an environment to produce a logical database structure
for the TOTAL database management system.
Key Words and Phrases: data analysis, data model, database design, database management
system, data structuring, entity analysis, entity model, functional analysis, logical design,
TOTAL
CR Categories: 3.50, 4.33, 4.34.

DATABASE SYSTEMS ANALYSIS AND DESIGN
The design of a database for an information system
is a complex problem. The complexity of the problem has
led to a decomposition of it into a hierarchy of sub
problems. One of several proposed decompositions — see,
for example, BCS (1977), Bubenko (1976), Kahn (1976),
Schkolnick (1977), is shown in figure 1.
Three design and description levels can be recognised,
namely:
1.
the user level
2.
the logical data structure level
3.
the storage structure level
The user level is the result of carrying out data
analysis on the organisation. This result is usually expressed
in an information structure referred to in this paper as an
entity model.
The logical data structure level is the result of map
ping the information structure into a structure acceptable
by a specific database management system (DBMS). This
process is referred to as logical database design.
The storage structure level is the result of mapping
the logical data structure into physical storage. This pro
cess is referred to as physical database design.
The need to separate the design of the database into
two levels has been recognised by the recently published
revised specifications for the CODASYL Data Description
Language (DDL), CODASYL (1978). The major revision
is the introduction of a second language, the Data Des
cription Language (DSDL) which is used to specify data
base storage structures and their placement on space alloc
ation units. The logical database design is specified by
means of the DDL and the physical database design by
means of the DSDL.
This paper concentrates on the problem of logical
database design. A number of restrictions are assumed,
namely:
—
data privacy and security (access control) is
assumed to be controlled, through transaction
/ use, i.e., a user establishes his right to employ
: a particular transaction type. The transaction
type has certain data access privileges.
—
retrieval, modification, addition or deletion
of data from the database will be made largely
by a predefined set of transactions which do
« not contain conditional or relational express

ions of any noticeable complexity. Trans
actions which are of an ad-hoc nature are
assumed to make up a very small part of the
normal work load.
—
a target database management system has been
selected;
—
a transaction at a time is satisfied, i.e., no
batching of accesses.
The logical database design process described con
siders the effect not only of quantitative factors such as
accesses required and storage space occupied, but also of
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* London School of Economics, Houghton Street, London WC2. Manuscript received 9 th April 1979, revised manuscript 27th June 1979.
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non-quantifiable factors such as ease of maintenance, ease
of change and ease of implementation.
The design process takes into account the structuring
limitations of the target database management system
employed. Such limitations and the means of overcoming
them are illustrated.
In the past there have been very few tools to aid
the database design process and the database designer
had to rely on his intuition and experience. As a result,
many databases existing today are not properly designed.
Recently, several tools have been developed to aid
this design process. Whilst most of the tools are primarily
oriented towards a particular type of database system, the
principles underlying these design tools have general
applicability. These tools have been produced for both
logical and physical database design.
IBM’s Data Design Aid (DBDA), Raver and Hubbard
(1977), is a logical database design tool for the design of
IMS databases. The designer specifies data item names,
associations among data items (similar to functional
dependencies but more detailed), key fields and the freq
uencies of use of data items per key. He has to specify
this information for every local view (application pro
gram’s view) of the database. The function of the DBDA
is to integrate all the local views of the database, which
includes resolution of data item naming conflicts and
association inconsistencies, removing redundant associ
ations and detection of loops in associations. The main
input is a hierarchial schema indicating the data items in
each segment. The derivation of the hierarchical schema
is based on heuristics. It is expected that the designer will
use DBDA in an iterative manner to derive the appropriate
hierarchical schema.
Mitoma and Irani (1975) described an approach to
design as ‘optimal’ CODASYL-type schema. The input
to the program includes item description (length, number
of values, etc.), association description (cardinality, ratio,
etc.) and description of processing requirements (frequency
of each access operation). The design problem is then ♦
formulated into a special type of integer programming
problem which can be solved efficiently. The optimise
ation algorithm groups data items into record types and
CODASYL sets which minimises access subject to storage
constraints. This program deals with questions of both
logical and physical database design. Berritsen (1975)
describes a system, which like that of Mitoma and Irani,
deals with both logical and physical design and which
accepts a set of user queries and generates a CODASYLtype schema. There are two phases in his approach, 1) gen
eration of assertions about record types based on user
queries, 2) construction of record and network structures.
Examples of assertions are: 1) ABOVE (A,B) — Record A
is hierarchically above Record B, 2) CONTAINS (A,I) Record A contains Item I; 3) ALCPORT (I) — Item I may
be suitable for use as a calculated key. Given a set of
assertions, the program detects confluences, eliminates
redundant ABOVE assertions, constructs confluent hier
archies, detects rings and generates direct hierarchies. In
designing record contents the program eliminates assert
ions (using transitivity) finds common owners and creates
CONTAINS assertions. The method used in the program
is based on automatic programming techniques. Bubenko et al (1976) described a logical database
design method to map the information requirements into
CODASYL-type structures. The database designer speci
The Australian Computer Journal, Vol. 17, No. 3, August 1979

fies information structures, characteristics of transactions
and queries and usage requirements. The method to gen
erate a CODASYL-type schema is based on heuristics.
The problem of analysis and evaluation of alternative
schemas (for example, response-time oriented schema)
was discussed. The methodology described in this paper
is similar to the approach of Bubenko et al.
DATA ANALYSIS
Data analysis is regarded as consisting of two de
pendent projects — entity analysis and function analysis
(Figure 1). A fuller description and an outline of the
benefits of the methodology is given elsewhere, Daven
port (1978).
Entity Analysis provides a means of understanding
and documenting a complex environment in terms of its'
entities and their attributes and relationships. The em
phasis is on the things which make up the environment,
rather than in the details of how these things are used.
Functional Analysis is concerned with an under
standing and documentation of the basic business activi
ties with which the organisation is concerned. Typically,
there is a hierarchy of functions but the basic activities
at the foot of the hierarchy are triggered by events occur
ring in the organisation and are supported by transactions
in the data processing system. The entities and relation
ships involved in each fundamental function can be use
fully represented as functional entity models. These in
turn can be mapped to subschemas and will determine
program structure.
Experience in applying the data analysis, database
design methodologies in actual organisations has been
recorded elsewhere, Davenport (1979).
ENTITY ANALYSIS
The data analysis methodology used relies on a
description of an organisation in terms of its types of
entities, the types of relationships between them and the
types of attributes which describe each entity. The data
is represented in a form similar to the entity-relationship
model of Chen (1976), which in turn is an extension to
the data structure diagram of-Bachman (1969). The con
cepts can be defined as follows:
1.
An entity is a fundamental thing of interest
to an organisation.
An entity may be a person, place, thing, concept
or event, that is real or abstract, ANSI (1975). There is a
distinction between entity type and entity occurrence.
‘Customer’ is the name of an ehtity type while a partic
ular occurrence of a customer, e.g., named ‘Smith’, is
an entity.
2.
An attribute is a descriptive value or property
associated with an individual entity.
One type of attribute may describe entities of more
than one type. One descriptive value or attribute occur
rence can be associated with only one entity occurrence.
An entity can exist in its own right without having any
attributes defined for it. Examples of attributes of a
customer entity are name, address, credit rating, etc.
Attributes (or properties) can be classified by one or more
roles, Bachman (1974). An attribute can: a) describe an
entity, b) uniquely identify an entity, c) be used to repre
sent relationships or connections between entities in the
real world, d) have a value which is derived from other
entity attributes, and e) be used to supply information
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necessary to operate in a specific system environment.
3.
A relationship is an association between two
or more entities.
Different relationship occurrences of the same type
may involve differing numbers of entities. All relation
ships of the one type are associations between entities of
the same one or two types, or, in other words, describes
how entities are logically connected. For example, when
one says that a person called J. Smith ‘lives in’ some house
called 10 Pine Avenue, ‘lives in’ is a relationship between
person and house.
In the methodology, each element in the environ
ment must be classified as either an entity, an attribute or
a relationship as far as the entity model is concerned. No
element may be classified in more than one way, such
that at times almost arbitrary decisions must be made as
to the most convenient way of representing certain aspects
of the environment.
Unlike other methodologies, such as the entityrelationship model of Chen (1976) and the ENALIM
model of Nijssen (1977), it has been found convenient
to introduce the restriction that only entities and not
relationships may have attributes. Hence, anything which
may have descriptive values must be treated as an entity.
Allowing the additional choice of it being treated as a
relationship, adds even greater arbitrariness into the entity
analysis process, increasing the number of iterations needed
before an acceptable entity model is attained. Similarly,
relationships may only exist between entities and are
restricted to associations of entities of not more than two
types. Of course, all attributes of an entity are related by
virtue of the fact that they describe that entity, but
relationships are not defined between attributes.
Entity analysis can result in the recognition and
definition of many hundreds of types of entities and
relationships. This complexity is best represented dia
grammatical ly, Vincent (1977). The convention used for
representing entity models are an evolution of the Bach
man diagrams or data structure diagrams originally intro
duced by C.W. Bachman (1969), for expressing the
structure of a network database. Two graphical symbols
are employed: a box to represent an entity type and a
line to represent a relationship type.
An arrow is added to the end of the line to indicate
that more than one entity of the type named in the box
may participate in an occurrence of the relationship. This
is, of course, the degree of the relationship. Relation
ship types of degree many-to-many are represented by two
arrows, whereas relationship types of degree one-to-one
need no arrows. Examples are shown in Figure 2.
The relationship ‘married to’ involves one husband
and one wife. The degree of the relationship is one-to-one.
The relationship between a father and his children, while
involving only one father, may involve several children.
If many employees can work on the one project, while
one employee can work on many projects, then the degree
of the relationship is many-to-many. iOften there is some
useful information associated with a many-to-many rel
ationship other than its existence. However, since there
is the restriction that relationships cannot have attributes,
it is necessary to introduce a new entity type to contain
the attributes. In the example of employees and projects,
one may, wish to record ‘time on project’ so a new entity
type ‘activity’ is introduced. Instead of a many-to-many
relationship between employee and project, there is now
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a one-to-many relationship between employee and activity
and a one-to-many relationship between project and
activity. Besides the degree there are a number of other
properties possessed by relationships which are important
in understanding and documenting the environment.
These additional properties are discussed in Davenport
(1978), (1979), where a fuller description of the method
ology may be found.
ENTITY ANALYSIS CASE STUDY
As an example of the application of entity analysis,
a brief description of an area of data or part of the en
vironment of an organisation follows. The area of data
to be considered is that part of the organisation concerned
with order processing. The company possesses a number
of goods which may be sold in a bulk or packaged form.
Stocks of these goods are stored in 12 depots. All depots
can supply packaged goods but only two can supply goods
in bulk. The company supplies some 40,000 customers,
which vary from small retail outlets to large nation-wide
corporations. Hence, a given customer may have many
points to which goods are delivered. However, a delivery
point is always supplied from the same depot; one for
goods in bulk and one for packaged goods. In certain
cases a delivery point may be supplied with both bulk
and packaged goods by the same depot. Orders are placed
by customers, each for delivery from a depot to a specific
point. An order may contain several lines each for a differ
ent type of packaged goods or goods in bulk. Where part
of an order cannot be supplied, it is split, a back order
being created which is processed as soon as the stock
becomes available. An entry is created in the sales ledger,
debited against the appropriate customer for each order
supplied. Entries in the ledger are created whenever pay
ments are received and credited to a customer.
The entity types and relationship types, apparent
from the above description, are presented in the form of
an entity model, Figure 3, using the conventions prev
iously described. A more extensive coverage of the sol
ution is given in Davenport (1978).
FUNCTIONAL ANALYSIS
Closely connected with entity analysis is functional
analysis, which is concerned with an understanding and
documentation of the basic business activities with which
the organisation is concerned. Functional analysis has
The Australian Computer Journal, Vol. 7 7, No. 3, August 1979
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the following objectives.
1.
To determine how entities are used so as to
increase understanding of the entity model.
Functional analysis may reveal attribute types of
entity types which had not been detected during entity
analysis. Similarly, relationships between entity types
which had not been considered meaningful may be found
to be required by certain functions. As a result the original
entity model may be modified.
2.
To provide a firm basis for transaction design.
The basic functions identified in functional analysis
would be expected to be translated into transaction types
in the data processing system.
3.
To gather estimates of data usage for data
base design.
The most heavily utilised access paths are identified.
This provides a basis for determining which access paths
should be made most efficient.
Functional analysis can be divided into the follow
ing phases.
,
1.

Preliminary
As for entity analysis, the objectives need to be
defined as well as the application area to be analysed. The
application area may coincide with a data area examined
in entity analysis or it may cross several data areas. An
area is an information environment within the organis
ation, e.g., that part concerned with order procedures.
2.

Develop a Framework
This phase identifies the events and the functions.
Typically, there is a hierarchy of functions but the basic
activities at the foot of the hierarchy are initiated by
events occurring in the organisation. An event (referred
to by Grindley [1975] as a trigger), can be defined to be
a stimulus to the organisation and functions can be defined
to be the tasks that must be carried out as a direct result
of an event, e.g., ‘an order is placed’ is an event while
‘record the order’, ‘schedule production’ and ‘produce
the invoice’ are functions. Each event should be described
and the functions carried out as a direct result of the
event identified. Each function should be described in
enough detail to allow the next phase to be carried out.
3.

Access Path Analysis
From the description of the function it is possible

The Australian Computer Journal, Vol, 17, No. 3, August 1979

to determine the entities and attributes involved in each
function and the relationships used to perform the pro
cessing. This allows a functional entity model to be
created. A functional entity model summarises diagrammatically the entity types and relationship types used by
the function. The functional entity model is similar to
the external model of ANSI/SPARC, ANSI (1975). An
external model, Date (1977), is the information content
of the database as it is viewed by some particular user.
In this case, the user is a function. The functional entity
model will be a deterministic mapping from the total
entity model. The access path for the function shows
how, and the order in which the function uses the entity
types and relationships. This provides a firm basis for
database design. Access path analysis for each function
follows the following stages:
a)
From the function description list the entity
types used in the order in which they are accessed.
b)
Record the selection criteria for each entity
type, i.e., is a particular occurrence of an entity type
selected by means of relationships or by the value of an
attribute.
c)
Record whether each occurrence of each
entity type accessed is retrieved, modified, created or
deleted.
Similarly record whether the relationships
d)
used are created, connected, disconnected or transferred.
With creation, all entities participating in the rel
ationship are stored for the first time. With connection,
the relationship exists but a new entity participates in
the relationship. Disconnection occurs when an entity
ceases to participate in a relationship. Transfer denotes
that an entity which is participating in one relationship
changes to participation in another relationship. As
functions are concerned with the usage of the data, it
has been found useful to depict this information in the
functional entity model. Where an occurrence of an entity
type is accessed directly by means of the value of a partic
ular attribute (typically referred to as a key) this is indic
ated by means of a broad, arrow. Where relationships
are used as access paths to access particular entities, a
small triangle is used to indicate the direction of access.
Where an entity is being stored for the first time the entity
box is dashed.
FUNCTIONAL ANALYSIS EXAMPLE
One of the functions identified as being carried out
in the order processing area previously described, is ‘order
entry’. An order is received from a delivery point. The
depot that will make the delivery is selected depending on
whether the goods are bulk or packaged. The order is
recorded and related to the delivery point and the depot.
The goods specified in each order line are validated and
the stocks of the goods on hand are amended. Where
stocks are insufficient to meet the quantities in one or
more lines on the order, a second order, a back order, is
created. The order lines are recorded and linked to the
goods and to the order, or back order as appropriate.
The entity types and relationship types used byj the
functions and the way that they are employed, as ap
parent from the above description, are represented in the
form of a functional entity model, Figure 4, using the
conventions previously described.
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DOCUMENTATION
An essential outcome of data analysis is the docu
mentation for entity types, relationship types, attribute
types, functions and events. This documentation is in
addition to the entity model and functional entity models.
Where the volumes and complexity are low a clerical
system has been found to be adequate, but in the longer
term and in a dynamic environment, the use of a good
data dictionary is advisable. Regrettably few currently
available data dictionaries make the distinction between
the constructs of the entity model and those of the logical
database, nor between .the functions of the organisation
and the transactions which handle them. Examples of the
types of forms that could be employed for a clerical
system of documentation for entity analysis are shown.
The forms are used to document an entity type, an at
tribute type and a relationship type found in the case
study. For functional analysis, the access path is docu
mented. In addition, while no information concerning
attributes is included in the functional model, the group
ing of attributes as needed by different functions are
normally shown in an attribute usage matrix, where for
each entity type the attributes are matched against the
functions which retrieve, modify, store or delete their
values.
The entity usage form summarises over all functions,
the way a particular entity type is accessed, whether by
the value of a particular attribute or by means of a rel
ationship. Finally, the relationship usage form summarises
over all functions the way a particular relationship type
is accessed. The information for the last two forms can
be gained by summarising certain information from the
access path forms. Examples of four forms that could be
used for a clerical system of documentation for functional
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analysis are shown. They document the access path of a
function, the usage of an attribute type, the usage of an
entity type and the usage of a relationship type in the
case study.
For logical database design purposes the forms pro
vide the following information:
a)
Entity type
—
entity name
—
likely number of occurrences of the entity
type
b)
A ttribute type
—
attribute name
—
format
c)
Relationship type
—
relationship name
—
entity types involved
—
degree of the relationship (number of occur
rences of an entity type A connected to an
occurrence of entity type B and vice-versa)
d)
Entity usage
—
entity name
—
volume of accesses by all functions directly
to entity type and the identifying attribute
—
volume of accesses by relationship for each
relationship used to access to entity type
e)
Relationship usage
—
relationship name
—
frequency of use of relationship from entity
type A to entity type B and the number of
accesses for entity type B.
—
frequency of use of relationship from entity
type B to entity type A and the number of
accesses for entity type A.
Frequency of use is the number of times over a
given time period an occurrence of the relationship is
used in a particular direction. Number of accesses is the
number of occurrences of a particular entity type that
are accessed on each use of a relationship occurrence.
f)
A ttribute usage
—
entity name
—
for each function accessing the entity type,
the number of accesses for each attribute type
describing the entity type. This is the total
number of accesses for each attribute type. In
the example given, there are an average 10
occurrences of Goods entity type accessed on
each occurrence of the Order Entry function.
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ENTITY ANALYSIS DOCUMENTATION
ENTITY TYPE/ENTITY SUBTYPE
NAME

ANALYST
DATE
VERSION
STATUS

Order

R. Davenport
1.8.78
Preliminary

SYNONYMS
DEFINITION

Request for delivery of a stated number of
different goods

IDENTIFIERS

Order Number

OCCURRENCES
Minimum
SPECIAL VARIATIONS

-

AUTHORISED TO
CREATE
CONFIDENTIALITY

AVERAGE 240,000 MAXIMUM- GROWTH 10% per year
per year
DELETE

Order processing
department
Type 3

Order processing

COUNT

NAMES
Filled Order
Back Order

SUBTYPES

Market Research

IDENTIFYING ATTRIBUTES
F
B

DEFAULT FOR ATTRIBUTE DETAILS
AVAILABILITY
TIMELINESS
STORAGE

ENTITY ANALYSIS DOCUMENTATION
ATTRIBUTE TYPE
NAME
Credit limit

ANALYST
DATE
VERSION
STATUS

SYNONYMS
DEFINITION

R. Davenport
1.8.78
1
Preliminary

♦
If the customer’s balance exceeds this value no further orders
will be accepted unless paid in advance

ENTITY TYPES DESCRIBED

WITHIN ATTRIBUTE GROUP

Customer

OCCURRENCES
MINIMUM
NUMBER OF DIFFERENT VALUES
MINIMUM
SPECIAL VARIATIONS

AVERAGE

30,000

AVERAGE

MAXIMUM

GROWTH 5%

MAXIMUM

GROWTH

AUTHORISED TO
CREATE
CONFIDENTIALITY

Accounts Receivable MODIFY Finance Director RETRIEVE Salesman
Type 2

PERMITTED VALUES
FORMAT

5 numeric digits

CONSISTENCY

Only for customers with over 3 previous orders

STORAGE

RANGE £1 0,000 to
£25,000

SUMMARISE
MEANING

AVAILABILITY
Online
TIMELINESS
Updated daily

t
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ENTITY ANALYSIS DOCUMENTATION
RELATIONSHIP TYPE
Places

ANALYST
DATE
VERSION
STATUS

R. Davenport
1.8.78
1
Preliminary

ENTITIES
OF TYPE

Order

ENTITIES
OF TYPE

Delivery
Point

SYNONYMS
DEFINITION

The customer has indicated by phone or by post that he wishes to buy
specified products

AN ENTITY
OF TYPE

Delivery Point

is always
- sometimes (70%)

AN ENTITY
OF TYPE

Order

is always
' sometimes (

AUTHORISED TO
CONNECT

Order Processing
Department
Type 3

CONFIDENTIALITY

RELATED TO
%)

DISCONNECT

_

CONSISTENCY

Related to

Minimum
Average
Maximum

1
8
300

Minimum
Average
Maximum

1
1
]

Order Processing
Department

TRANSFER

Prohibited

AVAILABILITY
Online

REPRESENTATION

Contiguity in the Customer File

TIMELINESS
Update daily

FUNCTION ANALYSIS DOCUMENTATION
FUNCTION
NAME:

Order
Entity

FREQUENCY
ASSUMPTIONS:

-

RESPONSE
REQUIRED:
PER DAY

ACCESS PATH
5 sec AVG
10secMAX

INITIALS: RAD
Date
: 1.8.78

AVERAGE : 4000 MAX : 6000

GROWTH : 1 0% per annum
VOLUME
AVG
MAX

E/R

SELECTION CRITERIA

ACTION

Delivery Point
Bulk/Package
Depot
Order
Order/Delivery Point

E
R
E
E
R

Delivery Point Name
Bulk/Packaged
Via Relationship

R
R
R
S
CON

1
1
1
1
1

1
1
1
1
1

Order/Depot
Goods
Goods/Stock
Depot/Stock
Stock

R
E
R
R
E

CON
R
R
R

1
10
10
10

1
30
30
30

Back Order
Order/Delivery Point

E
R

M
S

9.5
0.5

28.5
1.5

CON

0.5

1.5

Order/Depot

R

CON

0.5

1.5

Order Line

E

S

10

30

ENTITY (E) / RELATIONSHIP (R) ACCESSED

NOTES

Order No. Delivery
Point Name
Order No. Depot Name
Goods Code
Goods Code
Depot Name
Depot and Goods
Relationships
Back Order No.
Back Order No.
Delivery Point Name
Back Order No.
Depot Name
Order No. Goods
Name

NOTE
NO

1

1 Assume 95% of orders fully satisfied

ACTION (ENTITY) RETRIEVE,MOD I FY,STORE,DELETE; (RELATIONSHIP) RETRIEVE, CREATE,CONNECT, DISCONNECT, TRANSFER
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FUNCTIONAL ANALYSIS DOCUMENTATION - SUMMARY OF ACCESS TO AN ENTITY TYPE
ENTITY NAME:

Goods

TIME PERIOD: per day-

DIRECT ACCESS

INITIALS: RAD

DATE: 1.8.78

FREQUENCY OF ACCESS

ATTRIBUTES

SELECTION CRITERIA

RETRIEVE
AVG MAX

MODIFY
AVG MAX

STORE
AVG MAX

Goods Code

Equality

8x104 10s

50
10
50
50

5
10
10

260 300
8x104105
VIA RELATIONSHIP

100
15
80
100

DELETE
AVG
MAX

10
15
10

ACTION PERFORMED

RELATIONSHIP

SELECTION CRITERIA

Stock/Goods
Order Line/Goods
Order Line/Goods

Goods delivered
Goods of amended order
Goods of cancelled order

SELECTION CRITERIA:

RETRIEVE
AVG MAX

TRANSFER
AVG MAX

4x104 5x104

20
80

CONNECT
AVG MAX

DISCONNECT
AVG
MAX

30
100
50

70

DIRECT ACCESS - EQUALITY, RANGE, SEQUENCE
RELATIONSHIP - ATTRIBUTE OF TRANSACTION

FUNCTION ANALYSIS DOCUMENTATION - ATTRIBUTE USAGE
ENTITY:

Goods
FUNCTION

TIME
PERIOD

:

Order
Entry

FREQUENCY

AVG
4000

ATTRIBUTE

R

Goods Code
Description
Unit of issue
Cost price
Sales price

40,000
40,000
40,000

M

Day

INITIALS : RAD

Invoicing

Back Order
Processing

MAX
6000

AVG
4000

S

R

D

M

DATE: 1.8.78
Goods Receipt

MAX
6000

AVG
30

MAX
60

AVG
300

S

RMS

D

R M

D

40,000
40,000

300
300

MAX
600
S

D

3000
3000
3000

ACTION RETRIEVE, MODIFY, STORE, DELETE

FUNCTIONAL ANALYSIS DOCUMENT

RELATIONSHIP USAGE

RELATIONSHIP NAME: Depot Order
ACCESS FROM 1ST ENTITY

TIME PERIOD:

Depot

SELECTION CRITERIA

Average
Day

INITIALS*:

DATE:

Order 2ND ENTITIES ACCESSED
FREQUENCY

RETRIEVE

MODIFY

STORE

DELETE

Date of order
2

25

Back order status
ACCESS FROM 2ND ENTITY Order

Depot 1ST ENTITIES ACCESSED

SELECTION CRITERIA

RETRIEVE
None

MODIFY

STORE

DELETE
l

SELECTION CRITERIA: DIRECT ACCESS - EQUALITY, RANGE, SEQUENCE
RELATIONSHIP: ATTRIBUTE OF TRANSACTION
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DESIGN OBJECTIVES
In any undertaking, the objectives that are expected
to be achieved by that undertaking should be clearly
defined. Database systems design is no exception. There
are a number of objectives that a design may be expected
to achieve — unfortunately, only some are quantifiable.
Hence the ability of the design to achieve one or several
of these unquantifiable objectives rests on the ability of
the designer to make a subjective judgement and cannot
be achieved by an automatic process. The relative im
portance of each design objective will have a considerable
effect on the design strategy, particularly as the objectives
are likely to conflict.
The objectives that are likely to be most important
to the majority of users are: —
i.
Performance — the ability to process trans
actions at a given rate (throughput) within
given time limits (response). The requirement
may be applied to a single transaction type or
to the average for all transaction types. The
response time requirement for a single trans
action type may be such that one is willing
to reduce the overall throughput in order to
guarantee that response time requirement.
Performance in a database system will be sig
nificantly affected by the number of database
accesses required to service a particular trans
action type or a number of transaction types.
ii.
Economy — the ability to produce adequate
performance at an acceptable cost. This can
be expressed as the amount of resources con
sumed by the system in terms of CPU utilis
ation, secondary storage space, etc. Economy
in a database system will be affected by,
amongst other factors, the storage space, both
main and secondary, occupied by the records
in the database.
iii.
Implementability — the ability to produce the
system possessing the required performance
for an acceptable cost within a required timescale with acceptable resources. This require
ment will cover such matters as the calibre of
personnel required, the amount of training
needed, the organisational risk, the cost of
implementation, etc. In a database system,
one factor which will affect implementability
is the load placed on the application pro
grammers by the need to provide structures
which are not handled automatically by the
database management system.
iv.
Availability — the ability of the system to pro
duce the required performance over an accept
able proportion of its operating life. This is a
function of the system’s ability to recover
from software or hardware failures, the likeli
hood of such failures (reliability) and the
; correct processing of transactions (accuracy).
{ Such matters as the speed of detection of
failures, time to recover from failures, mean
time between failures, likelihood of errors in
the input being processed and therefore re
quiring processing at a later stage, are included
in this requirement. In a database system, a
• structure may be required that allows certain
record types to be isolated from other records.
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This may permit those record types to recover
more quickly from the effects of a failure and
thus provide a high level of availability for
certain types of transactions.
v.
Flexibility — the ability of the system to deal
with a change in the flow of transactions, a
change in an application or to incorporate a
new application at minimum cost or make use
of new technology. This requirement then is
essentially a measure of how resilient the
system is to change. Such a change may be due
to an increase in the volume of transactions
over the design level, variation in the ratios
between the volumes of different transaction
type, or a logical change in the dialogue, the
data structure or the processing performed.
Flexibility is often one of the prime reasons
for employing a database management system
in the first place. The more closely the data
structures supported by the database system
map directly from the information structures
of the organisation, the less widespread will
be the effect of change.
The literature tends to stress economy and perform
ance as the overriding objectives. In many individual situ
ations these clearly are not the most important factors for
success.
OVERCOMING THE STRUCTURING LIMITATIONS OF
THE DATABASE MANAGEMENT SYSTEM
Logical database design is concerned with mapping
the entity model produced in the data analysis phase into
a logical database structure in the target database man
agement system. The logical database structure must
satisfy two constraints:
a)
there is no loss of information
b)
the processing requirements of the functions
are satisfied.
The first stage of producing a logical database
structure is to map directly as far as possible from the
entity model taking into account the constraints of the
database management system but ignoring the effect of
this structure on design objectives, e.g., performance. The
only factor gained from functional analysis that is to be
taken into account at this stage is the identification of
those entity types that are to be accessed directly and
those relationships used as access paths.
As far as possible entity types are manned into
record types (or equivalent objects) and relationship
types mapped into the inter-record associations provided,
e.g., set types in CODASYL. However, it may be that the
target database management system is not able to support
direct mapping of the entity model.
Each database management system on the market
today has certain restrictions in the way in which the
database designer is allowed to structure his database.
Every time a restriction of this kind is encountered the
solution is always the same irrespective of which database
management system is being employed. The solution is
always to overcome the restriction by simple means of
defining extra record types and extra inter-record associ
ations. This extra structure has no part in describing the
data of interest to the organisation. A number of restrict
ions or limitations can be found in database management
systems:
The Australian Computer Journal, Vol. 7 7, No. 3, August 1979
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physical child of ‘Delivery’ and the logical child of ‘Line
Item’. ‘Line Item’ is the physical child of ‘Product’.
Figure 5

Logical Database Structure

1.

Limitations on the depth of a hierarchy
Some database management systems (TOTAL being
a notable example) are only able to support a hierarchy
up to a maximum of two levels. In the case of TOTAL
this is because record types are either single entry records
or variable entry records. A one-to-many relationship can
be represented by a linkage path between a master record
and a number of variable entry records, i.e., the single
entry record owns the linkage path. However, a single
entry record may not be the owner of other single entry
records and a variable entry record may not be the owner
of other records. Therefore, to be able to represent the
entity model shown in Figure 5, a link record has to be
introduced. If the database system being employed is
TOTAL, ‘Customer’ and ‘Order’ would be single entry*
record types and ‘Link’ and ‘Line Item’ would be variable
entry record types. Each ‘Order’ record would own only
one ‘Link’ record.
Many-to-many relationships are not supported
A very common structuring limitation of database
systems is their inability to represent directly many-tomany relationships between two types of entities. The
most straightforward way to overcome this limitation is
to introduce a link record and implement two one-tomany relationships between record types representing the
original entity types and the link record. This is shown in
Figure 6.

4.

Involuted relationships are not supported
Most database systems do not slipport directly
involuted relationships, i.e., a relationship existing between
entities of the same type. To overcome this limitation, a
link record must be introduced. For example, to repre
sent the entity model shown in Figure 8, using an existing
CODASYL database system, a record type ‘Link’ must be
introduced which is a member of two set types; ‘Manages’
and ‘Works For’. The record type ‘Employee’ is the owner
of both set types.
r

5.

*

The IMS limitation preventing a logical child being
a parent
There is a particular problem which can arise if
Entity Model

Order

Product

2.

Limitations on the number of owners for a record
Some database systems restrict the number of types
of one-to-many relationships that may be directly imple
mented; e.g. where a member of one type of relationship
may also be a member of another type of relationship. For
example, in IMS a record can have at most two parents;
one physical and one logical. To represent the entity
model shown in Figure 7, two link records have to be
introduced. If the database system being employed is
IMS then ‘Link 1’ is the physical child of ‘Order’ and the
logical child of ‘Line Item’. Similarly, ‘Link 2’ is the

Line
Item

Order

Product

Delivery

3.
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IMS is the database system being employed. This problem
is caused by the restriction that in the logical database
structure a record type (or segment type in IMS termin
ology) that is a logical child cannot act as a parent (either
physical or logical) to another record type. Because of this
restriction, the entity model shown in Figure 9 cannot be
translated directly into an IMS logical database structure
and it becomes necessary to introduce a new record type
‘Link’. ‘Link’ is a physical child of ‘Factory’ and a logical
child of ‘Routing’. ‘Operation’ is a physical child of‘Rout
ing’ and a logical child of ‘Machine’.
Member record cannot be accessed directly
When a one-to-many relationship exists between two
entity types in an entity model, it can be implemented
directly in all widely used database systems. However,
functional analysis may have produced a requirement to
be able to access directly both the record types into which
the entity types have been mapped. Some database
systems, for example, TOTAL, do not support this re
quirement. Therefore if there is a requirement to be able
to access directly both of the entity types shown in Figure
10, then the logical database structure to support that
requirement, when TOTAL is employed, must include an
additional record type ‘Link’. ‘Link’ is a variable entry
record while ‘Supplier’ and ‘Order’ are single entry records.
The entity model produced from ,entity analysis is
mapped into a logical database structure in the target
database management system, where necessary overcoming
the limitations of the database management system using
the above methods. Direct access paths and inter-record
associations are implemented where the results of funct
ional analysis have indicated they are required. This is
the initial logical database design.

Factory

Routing

Machine

Operation

Figure 9

g.
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6.

LOGICAL DATABASE DESIGN ALTERNATIVES
Logical database design attempts to map the entity
model into a logical database structure. There are a
number of alternatives available for mapping entities
92

into records and mapping relationships into inter-record
associations.
Relationship Representation
A relationship may be represented in the logical
database structure in three ways as shown in Figure 11.
a)
Directly. An inter-record association is ex
plicitly implemented between the two record
types.
b)
Using a link record. To overcome the structu
ring limitations of the target database man
agement system, a link may have been intro
duced. Inter-record associations are explicitly
implemented with the link record.
c)
Duplicating a data item. It may be desirable
to not implement an inter-record association
explicitly. The relationship can be partially
implemented implicitly by duplicating a data
item. However, unlike the first two options
the relationship cannot be transferred in both
directions. In the example shown, it is not
possible to access selectively the orders owned
by a particular depot but it is possible to
access the depot that owns a particular order.
The depot record is accessed in the same way
The Australian Computer Journal, Vol. 7 7, No. 3, August 7979
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c)
Entity Model

Order

Order

Supplier

Several relationship types are represented by
one inter-record association. This may be done
because the number of entities in individual
relationships may be considered too few to
be economical, because functions wish to
access members of the different relationships
at the same time, e.g., ledger entries of the
debit relationship accessed at the same time
as ledger entries of the credit relationship.

LOGICAL DATABASE DESIGN METHODOLOGY
Database design is an iterative process. A decision
made in logical database design may have an undesirable
effect on the outcome of physical database design. This in
turn may cause a revision to be made to the logical data
base design. The logical database design methodology is
the following:
1.

Figure 10

Logical Database Structure

as a direct access, using an identifying data
item. Accessing a record in this manner is
referred to as indirect access.
Mapping of Entities into Records
There are three options available for mapping entities
into records.
a)
An entity type is represented by a single
record type. This is the ideal approach as
regards modelling the organisation. However,
it may have unwelcome effects on performance
and economy.
b)
An entity type is represented by several record
types. For example, entity type ‘employee’
may be split into two record types, the firsj
containing data items of next-of-kin, address,
dependants, previous positions, etc., and the
second containing data items of pay, tax, etc.
c)
Several entity types represented by one record
type. For example, entity types ‘customer’
and ‘address’ may be combined into a single
record type ‘customer’ containing a data item
‘address’.
Mapping of Relationships in Inter-Record Associations
There are three options available for mapping rel
ationships into inter-record associations.,
a)
A relationship type is represented by a single
inter-record association type. This is the ideal
approach if the database is to be a model of
the organisation.
b)
A relationship type is split into several inter
record association types. This may be done
because the majority of functions may require
only some members of a particular relationship,
e.g., current ledger entries versus historic
ledger entries, because the number of records
in the association is considered too great, or
because of different availability requirements,
e.g., current ledger entries are likely to be
more important than historic ledger entries.
i’ie Australian Computer Journal, Vol. 11, No. 3, August 1979

Create initial logical database structure
The first stage of logical database design, Figure 12,
creates an initial design. This initial logical database
structure is one that meets the database management
system constraints and because it is a direct reflection of
the entity model and the processing needs of the functions
also meets the requirements of the organisation. If,
however, this design is implemented it may be found that
it fails to meet the design objectives that have been estab
lished particularly as regard performance.
2.

Rank functions in order of importance
The order of importance is normally equivalent to
the frequency of use of the function. It may be that con
flicts will arise in the provision of access paths for differ
ent functions in the logical database structure. Ranking
allows further information for the resolving of such con-
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Figure 11

Relationship Representation
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flicts, e.g., providing a more efficient access path for one
function rather than another.
3.

Summarise access activities
In order to summarise the activity of the database
which has been described in the entity type usage forms
and the relationship type usage forms, an access matrix
may be produced for the accesses over some suitable
period of time. The matrix is:
(Ajj), i = o, I. . .n & j = 1,2,----- n
where
n is the number of record types A0j is the number of
direct accesses of record type j.
Ajj
i = 1,2,. . . .n, j = I,.........n & i # j is the number of
accesses to record type j via record type i
n

Atj

= £ Ajj j = 1,2,. . . .n is the total number of aci=0 cesses of record type j
The matrix allows records that experience a high number
of accesses to be highlighted.
4.

Consider what effect the initial logical database
structure has on the required objectives and modify
the structure where necessary
It may be necessary to modify the initial logical
database structure in order to meet the requirements of
the system design objectives. This may lead to the intro
duction of additional record types, data item types and
inter-record association types. However, any such addit
ions that must be introduced have no equivalent in the
actual organisation and so inevitably impose additional
constraints and complexities on the system. The changes
that may be made to the initial logical database structure
by each of the system design objectives are outlined
below. It can be seen that the effects,of the different
design objectives often conflict.
aj
Performance. This objective will normally be im
proved by reducing the number of logical database ac
cesses. One logical database access may in an actual im
plementation require zero, one or more physical accesses
depending upon the storage structure design. Some of the
methods for reducing the number of accesses are the
following.
i. , Implement a relationship implicitly by duplicl ating an identifying data item in the two
associated records (see Figure 11).
94

iv.

Where there are a large number of members
in a relationship but there is a clearly defined
hit group, implement two inter-record associ
ations. One association contains the heavily
utilised records and the other association con
tains the records with low utilisation. This
will reduce the number of accesses required
to locate a required member record.
If the owner and members of a relationship
are accessed at the same time, accesses will be
reduced if the two entity types are repre
sented by one record type and the hierarchy
becomes an intra-record association rather
than an inter-record association, e.g., entity
types ‘order’ and ‘order line’ represented by
one ‘order’ record containing a repeating
group ‘order line’.
If there is a multi-level hierarchy and the
predominant access path accesses all levels
of the hierarchy, e.g., customer — order —
order line, then accesses will normally be
reduced if the different relationships are
represented by one inter-record association,
e.g., order and order line both members of the
same inter-record association. Performance is
often improved because the required records
are adjacent to one another in storage and
several logical records may be obtained on one
physical access.

b)
Economy. Main or secondary on-line storage may be
limited. Some functions may be run only occasionally.
Therefore the data required for these functions may be
separated from other data. Some of the methods for
reducing storage requirements are the following.
i.
Highly utilised functions may require only
some of the attributes of a particular entity.
If an entity type is represented by several
record types, where a record type contains
data items representing groups of attributes
accessed at the same time, the amount of
main storage and on-line storage occupied by
records will be reduced. However, certain data
items, e.g., the identifying data item, may
appear in several record types.
ii.
Each inter-record association that is explicitly
implemented causes additional storage over
head due to pointers, etc. Therefore this
overhead can be reduced if several relation
ships are represented by one inter-record
association, i.e., as for the customer-orderorder line example given above.
iii.
If a relationship is only used in the direction
member to owner and the owner is only re
quired occasionally, then on-line storage
requirements may be reduced by implementing
the relationship implicitly by means of duplic
ating the identifying data item of the owner
in each of the members. The owner records
can be placed off-line.
c)
Availability. A particular function or a number of
functions may require a higher availability than other
functions. This in turn will affect the availability require
ments of those parts of the database utilised by those
The Australian Computer Journal, Vol. 7 7, No. 3, August 1979
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functions. Therefore to improve the rate of recovery of
the data used by high availability functions in the event
of a failure, that data ideally should be separated and both
before and after images can be taken without imposing
an undesirable overhead on the system.
Some of the methods for carrying out such separation
are the following:
i.
An entity type is represented by two record
types containing respectively high availability
and low availability data.
ii.
A relationship is split into two inter-record
associations. One association contains high
availability data and the other association
contains low availability data.
iii.
Members of a relationship have a higher avail
ability requirement than the owner. If the
relationship is only used in the direction
member-owner it can be implemented im
plicitly by duplicating the identifying data
item of the owner record in the member
records.
d)
Implementability. Implementability will be maxim
ised by requiring the system software of the target data
base management system to handle as much of the data
structuring considerations as possible and not placing the
load on the application programmer. The application
programmer, for example, should not have to change
several data items as a result of a change to one attribute.
Therefore the following techniques will be amongst those
that will tend to reduce the implementability objective.
i.
An entity type represented by several record
types.
ii.
Several relationships represented by the one
inter-record association.
e)
Flexibility. The greater the similarity between the
entity model and the logical database structure, the greater
the ability of the system to deal with change. Some
changes, however, made to the entity model are unavoid
able because of the structuring limitations of the target
database management system. Flexibility is one of the
prime objectives of a database system, Everest (1974),
Emery and Morgan (1974). This flexibility objective is
achieved by data independence, physical representations
of information in the database being changed without
necessitating alterations to any of the application programs
accessing that data logically, and structural adaptability,
which is being able to change the physical and logical
structuring of the database with a minimum of effort.
Flexibility is improved if a change to a single entity or
relationship only affects a single record or inter-record
association. Therefore it can be seen and has been noted
elsewhere, Snuggs (1974), that the flexibility objective is
likely to conflict with performance and economy in
particular.
EXAMPLE OF LOGICAL DATABASE DESIGN USING
TOTAL
Despite possessing some limitations, Davenport
(1976), the TOTAL system is the most widely employed
database management system in existence at'the present
time, the number of users being over 2000. TOTAL, Olle
(1978), Palmer (1975), is an independent software product
developed by Cincom Systems. It is available on a variety
The Australian Computer Journal, Vol. ii, No. 3, August i979

of computers. TOTAL permits the establishment of two
types of records: a single entry or master record and a
variable entry record. Each group of records, of either
type, forms a file or data set. Single entry records pro
vide entry to the database based on a key value of a
particular record. Associations are only permitted between
a single entry record and a variable entry record. The
association is referred to as a link path.
The structuring rules of TOTAL are the following:
1.
A single entry record may exist without owning
any variable entry records.
2.
A variable entry record may not exist unless
its primary single entry record also exists.
3.
A single entry record may own one or more
link paths to variable entry records.
4.
A single entry record may not be the owner
of other single entry records.
5.
A record type may not be defined both as a
single entry record and as a variable entry
record.
6.
A variable entry record may be owned by one
or more single entry records of different
types.
. 7.
A variable entry record may not be the owner
of other records.
8.
The variable entry records in any given link
path may be of the same or different record
types.
9.
A variable entry record may be owned by
more than one single entry record of the same
type only if they are in different link paths.
By convention, single entry files are depicted by
rectangular boxes and variable entry files by hexagonal
boxes or circles.
While TOTAL supports a net structure through multi
ple one-to-many relationships, it has the significant limita
tion that a member record cannot itself be an owner. Thus,
although TOTAL permits the intersection of hierarchies,
without any constraints, the hierarchies can only be two
levels deep. It is possible to construct additional levels of
hierarchy but at a cost of redundancy by employing the
‘coded record’ technique, which ‘redefines’ different views
or formats of one record type in a variable entry file. There
can be up to 2500 different record types within one
variable entry file. The type of record is identified by a
two character record code.
As an example a TOTAL logical database design is
produced for the order processing environment previously
described.
In addition to the Order Entry function which
occurs 4,000 times per day and which has previously been
described, the database is to handle the following four
functions:—
1.

Goods Receipt
When supplies of goods'are received at a depot the
quantity or hand attribute of the stock entity is amended.
There is an average of 100 goods arriving at a depot each
day.
2.

Invoicing
An invoice is printed for each order ready for8delivery. This includes the customer’s name, the delivery point
address and a list of the products ordered. A ledger entry
is created debiting the total for the invoice to the appropri
ate customer.
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TABLE 1
ENTITY TYPE
Customer
Order

OCCURRENCES
40,000
240,000 (total stored)
1,500 (outstanding)
3,000
12

Goods
Depot

TABLE 2
RELATIONSHIP TYPE
AVERAGE DEGREE
Customer — Delivery Point
9
Delivery Point — Order
2
Customer — Ledger Entry
70 (per year)
10
Order — Order Line
(for relationships with non-zero members)

3.

Monthly Statements
A statement is printed for every customer with
entries in the current section of the sales ledger (two
thirds of all customers). Each current entry is listed on
the statement, averaging eight per customer. Where credit
entries can be balanced against debit entries all these
entries are transferred to the historic section of the ledger.
4.

Processing Back-orders
Each week, a check is made by depot to see if, as a
result of the new stocks, line items on back-orders can
now be satisfied. Priority is given to the oldest orders. The
stock figures are adjusted accordingly. If all the line items
on the back-order can be supplied, the back-order simply
becomes the order record. Otherwise those line items
being supplied are transferred to a newly created order
record. Typically, there are 25 back-orders per depot, of
which 15 can be supplied in full.
Numbers of occurrences for some entity types are
given in Table 1 and the average numbers of members for
some relationship types (where the number of members
is non-zero) are given in Table 2.
After carrying out functional analysis and producing
access paths for each function, entity type and relation
ship type usages can be summarised as shown below.
Entity Types Requiring Direct Access
—
Delivery Point
—
Order
—
Depot
Ledger
Entry

Delivery
Point

Order

Order
Line

Goods

Package

Stock

Figure 13
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—
Goods
—
Customer
Relationship Types Employed as Access Paths
Delivery Point — Depot
Delivery Point — Order
Delivery Point — Customer
Customer
— Ledger Entry
Depot
— Order
— Order Line
Order
Order Line
— Goods
Goods
— Stock
Depot
— Stock
Order
— Depot
Order
— Delivery Point
An initial TOTAL logical database structure to
support the direct access and inter-record requirements
identified by functional analysis is shown in Figure 13. The
1:1 relationship between ledger entry and order is not
implemented as it is not employed by any of the functions
which are being supported by the database. Note that to
overcome the structuring limitations of TOTAL, three
link records have been introduced. Rather than have two
link record types, Delivery Point-Link A-Order and OrderLink B-Depot, only one link record type, Link 2, is intro
duced. Link 2 has link paths to Delivery Point, Order and
Depot.
The effect of objectives on this design are now
investigated. It is assumed that performance and flex
ibility objectives have most importance. As regards flex
ibility, this objective will be maximised by making as
little change as possible to the initial logical database
structure of figure 13. A number of changes, however,
will make a significant improvement in performance. These
changes are the following:
1)
If the link-path Depot-Stock is implemented, each
Depot single entry record will have of the order of 3000
stock variable entry records. To find a stock record that
is linked to a particular goods record and a particular
depot record, the most efficient method is to access each
stock record linked to the goods record and find if the
owner of the depot-stock link path is the required depot
record. However, if instead of implementing directly the
depot-stock relationship, a new data item, depot name, is
added to the Stock record, the number of accesses re
quired is halved. However, the Depot Name data item
is now duplicated appearing in the Depot and Stock
records.
2)
The relationships Depot-Delivery Point (Bulk and
Packaged) are only used in direction Delivery Point-Depot.
If implemented using link records, each Depot record
would be linked to the order of 30,000 Delivery Point
records via 30,000 Link 3 records. If two new data items,
Bulk Depot Name and Packaged Depot Name, are added
to the Delivery Point record, the access of Link 3 records
is no longer required but there is duplication of data items.
3)
Each depot will have associated with it of the order
of 20,000 orders, some 125 of which are back-orders. When
processing back orders for a particular depot, a lengthy
search will be required, including the accessing of link 2
records, to obtain the required back orders. To reduce
the number of accesses a link path is set up only between
depot records and orders that are back orders.
4)
The monthly statements function is only interested
in current ledger entries. There are eight on average current
entries but of the order of 70 ledger entries maintained
The Australian Computer Journal, Vol. 1 7, No. 3, August 7979
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in the database for each customer. Therefore it reduces
the amount of searching if there are two link paths main
tained between customer and ledger entry. One link
path is for current entries and the other link path is for
entries that have balanced, i.e., historic entries.
A modified logical database structure, which satisfies
the requirements of the functions and provides increased
performance, although at a cost to flexibility, implementability and economy because of duplicated data items,
is shown in Figure 14. A dotted line indicates indirect
access used to allow the processing of the functions sup
ported by the database.
If invoicing was amalgamated with order entry,
i.e., an invoice was produced after the order was entered,
it would be possible to eliminate all link records as shown
in Figure 15. Order and order line are combined into a
single variable entry file, which would probably reduce
accesses, using the coded record technique. A customer t
name data item has been added to the delivery point
record. This structure may give improved performance
and perhaps improved economy of storage (elimination of
link records versus duplication of data item) but imple
mentability and flexibility will be markedly affected.
The effect on the latter can be seen by comparing Figure 3
with Figure 15.
CONCLUSION
This paper has described a methodology for logical
database design. The methodology has considered not
only the effects caused by the target database manage
ment system but also those caused by the conflicting
requirements of the system design objectives. The method
ology has been applied to a sample environment and
produced a number of possible logical database structures
for the TOTAL database management system.
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Design of a Distributed System:
Overview of System
D. M. Ryan*
This paper gives the basics on which a distributed system can be built. Emphasis will be placed
on the role of interprocess communication in distributed systems. The actual design steps for a partic
ular distributed system, based on an already existing operating system, will be given.
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1

INTRODUCTION
When consideration is given to distributed processing
many different ideas are encountered. This is due to the
fact that there are no clear concepts involved and much
of the effort has been hardware rather than software driven.
However, there is one clear thing about distributed pro
cessing and that is it is about communication, and for
any application to be implemented there must be a solid
basis of communication on which to build. This project
is to do just that.
The basic design was started after a reasonable
survey of the literature was carried out, however this led
to the biggest problem of all, which was the separation
of the concepts involved into the relevant areas. This led
to a great deal of wasted effort. Despite this approach
certain biases have had a great influence, hopefully for
the better, on the final design.
The design has been done with the possibility of
higher level applications in mind; but it is not possible
to predict all cases that may arise. It is hoped that the
solution is flexible enough to cope with any situation.
Each step will be explained and some of the more inter
esting alternatives considered will be given with reasons
for the final choice. However it is not possible, and quite
pointless, to give complete details about all alternatives
considered, as many ideas led nowhere.
2

SIMILAR WORK
The work reported (Akkoyunlu, Bernstein and
Schantz, 1974) about the Stony Brook System is very
similar to that discussed here. This work has served mainly
to support and clarify the design given here, as the general
design approach was already decided upon before that
paper was read. Without doubt many similar systems
have been reported elsewhere. The paper (Akkoyunlu,
Ekanadham and Huber, 1975) is a very sound discussion
on the background to such systems and was a great help
in the initial design phase.
3

OPERATING SYSTEM
Another bias in the design was the operating system
chosen for the initial implementation. It was decided to
implement a homogeneous system, to avoid the problems
of different hardware, operating systems and implement
ations, allowing the real problems of distributed process
ing to be isolated and solved.
The operating system chosen was UNIX, which is
better than any other available for such a project. This is
due to many features about UNIX, the most obvious

being its design philosophy, its ease of modification and
extension, and the environment provided for program
development.
A major bias in using UNIX, is that it provides
facilities not available, or at least not as readily available,
in other systems. However it was felt that a design res
tricted to the least suitable possible system likely to
become involved, at some later time, could render the
system almost useless. So no apology will be given for
this bias.
The basic philosophy of UNIX design is consistency
in approach, having very few exception cases. It provides
a small set of basic primitives which are very powerful and
yet unrestrictive. UNIX assumes that processes are gen
erally co-operative, but offers very little protection when
this co-operation breaks down.
4

BASIC SYSTEM
The discussion will start with a basic outline of the
requirements for distributed processing, which will be
followed by some minor extensions which will allow
processes a more convenient access to the distributed
processing facility. The following observations (OB), with
which (Akkoyunlu et al., 1974) concur, are made.
OBI
Interprocess communication is the basis on
which distributed processing is built.
OB2 Operating systems with good interprocess
communication most readily adapt to a
network environment.
OB3
Intra and inter host interprocess communic
ation should be implemented with a uniform
facility (Figure 1).
The following statements (ST) indicate the overall
view taken in this design.
ST1
Interprocess communication is a facility
offered by an operating system, and is not a
method of implementing one.
ST2
New facilities of an operating system should
be integrated as closely as possible within
the existing framework of that operating
system.
ST3
The network used to implement the remote
communications should have no influence
on the process interface, thus allowing
changes to the network or different networks
to be transparent to the process.
From the above observations it would appear that
the first design objective should be to implement intra
host interprocess communication, leaving aside all con-

*CSIRO Divisor/ of Computing Research, Canberra. Manuscript received 3rd May 1979, Revised manuscript 19th June 1979.
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siderations of network operation until all the character
istics of interprocess communication have been decided.
However the extension to network operations must be
kept in mind when designing interprocess communic
ation, and the following observation must be noted
(Akkoyunlu et al., 1974).
OB4 When the processes can be physically sep
arated in a network, any assumption about
shared memory is unsatisfactory.
From these observations two design objectives (DO)
can be obtained.
DOI
Implement interprocess communication in
the host operating system.
D02 Implement a network interface that is not
apparent from a>process.
5

FIRST OBJECTIVE (D01)
Interprocess communication covers the two topics
of process synchronization and message passing, details*
of which can be found in Sunshine (1977). For this applic
ation a message passing system was chosen as described
in (Ryan, 1979). In that paper it is shown that inter
process communication can be implemented so that it
can be accessed in a similar way to any file or device in
the host system. That is all that is required for the present
discussion.
6

SECOND OBJECTIVE (D02)
As interprocess communication can be viewed as
just another data transfer path in the host operating
system, to achieve this objective a general method for
accessing any device or file in the network must be de
signed. Here the design of the UNIX directory structure
is studied to see how it can be extended or its concepts
employed for network use.
The directory structure of UNIX can be considered
as a tree, with each node either a leaf, that is, a file or
device, or another tree, that is, a directory. The root of
the tree is the system root directory. Every entry in the
directory has a name and can be found by supplying a
pathname from the root directory to it. A pathname
concists of a list of names, all but the last of Which must
represent a directory, that leads to the desired entry.
This implies that names must be unique within a given
The Australian Computer Journal, Vol. 17, No. 3, August 1979

directory, but not within the whole directory. There are
two ways that this concept could be used.
First, a special entry could be made so that a leaf
could become a pointer to a remote host, so that any
pathname using this entry would automatically be referred
to the remote host. However, with this concept the tree
structure of the directory is easily violated, as the path
name could have many such entries in it which could
cross link hosts and so directories. There is no effective
way of preventing this.
Second, the concept of a network root directory
could be developed. Here the root directory of a host is
just an entry in this directory and so becomes a subtree
of the network directory. This is the concept required.
It must be stressed that this is just a concept and does not
imply any implementation.
This gives the first characteristic of network oper
ation (NO).
N01
The network can be considered to contain a
root directory with each host root directory
as an entry (Figure 2).
Using the network directory any data transfer path
can be accessed and requests sent to it. The handling of
these requests must now be considered. Here again there
are two alternatives.
First, a special mode of access could be implemented
which would allow the network interface direct access to
a remote data transfer path. Tipis approach would require
that every driver would have to'be implemented with two
modes of operation, process and network, and a large
amount of system modification would result.
Second, a special process could be created in the
remote host, which will access the data transfer path in
that host as an ordinary process. This process would also
have access to the network interface and would respond
to requests from it. This approach is much better as it
requires no modification of the existing drivers and fits
well into the process creation concepts of UNIX.
As network operation is to be transparent the inter
mediate process must not be apparent to the process that
initiated the access to the data transfer path. This rrteans
that the process actually reflects the data transfer environ
ment of its initiator from one host, to another, and so
will be known as a reflector.
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This gives the second characteristic of network
operation.
N02 The network will access a data transfer path
using a process in the remote host. The pro
cess will communicate with the network
(Figure 3).
The two characteristics given so far are very useful,
however the link required for them to work has not been
given. This is the network interface through which all
communication between the network and host occurs.
The tasks of the network interface are to imple
ment the network directory and reflectors, and to main
tain the communication with the other hosts.
The communication with other hosts is through a
standard hardware interface and so can be accessed as for
any device in the system. It should be reserved for special
ized uses only as spurious data on it could cause a major
disaster. The details of the data passed over this particular
data transfer path depend on the network that is used
and are not part of this discussion.
To implement reflectors and the initiators of
reflectors the network interface needs to simultaneously

HOST a

PROCESS

Figure 3
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communicate with several processes, and, for reflectors,
to dynamically create processes. With the interprocess
communication as described in Ryan (1979) these two
requirements will be met by standard facilities available
to any process running in UNIX.
This gives the third characteristic of network oper
ation.
N03 The network interface will be responsible
for the actual communication with the net
work and will utilize interprocess communic
ation in the host operating system.
With these characteristics all data transfer paths in
the network can be accessed from anywhere in the net
work. The validation of the use of these data transfer
paths will be the responsibility of the host operating
system, however the validation of the access of a process
to a host is the responsibility of the network interface in
that host, in co-operation with the network interface of
the local host. This problem is not easy and much thought
must be given to a way of doing it securely.
This gives the fourth characteristic of network
operation.
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The network interface is responsible for the
validation of the access of a process to a
host.
It should be noted that here the network interface
can include the reflectors which will be created to imple
ment the data transfer paths and if the host operating
system offers some generalized validation procedures these
should be used.
7

EXTENSIONS
So far the basics of the system have been explained
and these can be used to implement whatever application
is required. However there could be some improvements
in certain aspects so that the facilities could be used morl
conveniently.
This section will explain the extension necessary
to achieve this. First the pathname and directory con
ventions in UNIX will be explained.
Pathnames
As explained before, every entry in the system
directory can be accessed by supplying the pathname to
the entry from the system root directory. By convention
this pathname is given in the form “/name1/name2/ . . . /
namei”.
Every user of the system is given a default directory
from which to work. So that a user does not have to
remember the pathname of this directory it is auto
matically assigned on the basis of the user identification
as the current working directory when the user first logs
in. The user is free to change the working directory at
any time, but not the default which is under system con
trol.
Now the user has two points from which to start a
directory search, the system root directory or the current
working directory. To differentiate the two a root directory
pathname starts with
and any other character is
assumed to specify the current working directory.
This is especially convenient in a distributed system
The Australian Computer Journal, Vol. 17, No. 3, August 1979

as the pathname of a user’s default directory could vary
between hosts.
By an extended convention the default directory
of any user can be referred to by “%user”, which is re
placed by the actual,default directory pathname before
the directory look-up starts.
7.1

User Network Directory
So far only the concept of a network directory has
been given and no method of accessing has been con
sidered. In its initial concept this network directory con
tained an entry for every host in the network and this
entry pointed to the host root directory.
This is not a very convenient organization from a
user point of view as each user host default directory is
an unrelated subdirectory (Figure 2) of the network dire
ctory, whereas the user views them as one directory with
the network as the base directory for them (Figure 4). To
implement this the concept of the network directory will
be changed.
Now the network directory will be considered as a
root directory with an entry for every valid user of the
network. Each entry in this directory will point to another
directory containing an entryjfor every host the user is
allowed to access. Each one of these entries will point to
the default user directory in the appropriate host. Again
it must be stressed that this is just a concept.
This gives an extended first characteristic of net
work operation.
NOI
The network can be considered to contain
a root directory based on the valid users of
the network (Figure 4).
As this new directory is user-based the convention
discussed above will be extended so that the sequence
“% user % host/pathname” will select the entry “path
name” in the default directory of “user” in “host”.
now
there are three points that a directory search can start,
the host root directory specified by
the network
directory specified by
or the current working directory
otherwise.
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There are two extra conventions needed here, the
first is access to the root directory of any host and the
second is access to the default user directory in the cur
rent, but unknown, host. The first is specified by
“%% host/pathname’' and the second by "% user/path
name” or “% user %/pathname”. That is an empty name
specifies the default, which is either the system or the
current host.
7.2

Directory Assistance
This section covers the case where a process is un
aware of the true identity or location of a device, file or
directory and some means of access to it must be provided.
This situation can arise in such cases as well known
ports, that is services offered by the system and accessed
by knowing their names, or the location of a database.
However there are probably many more situations than can
be covered here and these will be left until they arise.
These situations should be judged on their practicability
and expense of implementation. The concept of a network
wide directory search should be avoided whenever possible.
The idea here is that every device, file or directory
whose true identity or location is to be hidden from the
processes accessing it, will be given a pseudonym which
will be used as its identity. The system will map this
pseudonym into its true pathname whenever it is required.
Again the concept of the network directory will be
used and the already established naming conventions
employed. As the system is responsible for the mapping
of these pseudonyms they will be held in the network
directory of the system and accessed by “%% pseudonym”
or “%% pseudonym/pathname”.
The actual implementation details will not be given
here, but the concept will be covered by the fifth char
acteristic of network operation.
N05 The network will implement pseudonyms
for special directory entries.
8

CONCLUSION
This design has assumed that interprocess communic
ation is the basis on which distributed processing is built.
This led to the design of interprocess communication
within a particular operating system, which was itself
utilized in the design of the network interface. The net
work to be used here is CSIRONET, a network developed
internally by CSIRO.
As stated earlier the main problem with distributed

processing is the lack of concepts. The work by (Barter,
1978), (Feldman, 1978), (Hoare, 1978), (White, 1976,
1977) and (Backus, 1978) are recommended for some
insight into some concepts that could be used. There are
many more which, are based on varying ideas about how
distributed processing should be implemented.
The main problem is that distributed processing is
usually accessible through some data transfer facility, but
in many cases the programmer views it as an extension of
the usual programming concepts of functions, procedures
and coroutines. These two different approaches must be
made to work together in such a way that the programmer
and the processes are unaware of the remoteness of the
other constituents involved. This implies that the frame
work on which programming languages are currently built
will have to change.
9
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Book Review
Computer Programming, Methodology, W.M. Turski, published by
Heyden, London, pp 208. Price $A39.20.
One might expect from the title that this book (like most
before it bearing similar titles) describes some particular brand of
programming style. This is not the case. Instead, the book is more
of an overgrown literature survey dealing with publications up to
mid 1976. The author describes (in varying!detail) the world of a
large number of people doing research in or close to the area of
programming methodology. In addition, he fills the gap between the
descriptions with his view of the meaning, implication and
relationship to other work of the research.
The book is unusual also for the diversity of material
covered. It is rare to find the one book treating very formal topics
such as correctness proofs and programming algebras along with
such “munidane” topics as documentation and maintenance. This
diversity of material (the bibliography runs for five closely typed
102

pages) should ensure that almost any reader will find some part
of the book interesting and thought provoking. However some
programming experience is a prerequisite to reading the book and
a glance at the original research publications would be necessary
to fully understand the content and notation in a few of the
summaries.
There are only four chapters in the book:
1. Introduction
2. Basic Programming Concepts
3. Co-operation of Modules
4. Design of Computer Programs.
Chapter 4 contains a great deal of insight, pragmatism and
clarity and should be read by anybody working in the programming
arena. However, most of Chapters 2 and 3 are likely to be of little
use to anybody but specialists in the field, or students.
P.M. HERMAN
Monash University
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Design of a Distributed System:
Interprocess Communication
D. M. Ryan*
The design of intra host interprocess communication is given. Its integration with the standard
input and output facilities of the host operating system is emphasized. This is the basis of the dis
tributed system.
Keywords and Phrases: Interprocess Communication.
CR Categories: 4.32, 4.35

1

INTRODUCTION
In this paper interprocess communication is discussed
within the constraints outlined in the companion paper
(Ryan, 1979). The companion paper discusses the overall
concepts of a distributed system and emphasizes the role
played by interprocess communication in such systems.
However, it asserts that interprocess communication should
be designed within the host operating system and then
extended to a network environment.
2

PREVIOUS WORK
One of the main biases in the design Was the author’s
previous experience with interprocess communication
(Ryan, 1976). A system based on the GE event system
(Bernstein, Detlefsen and Kerr, 1969) was designed and
implemented on the CDC Cyber 76 running the SCOPE 2
operating system. After certain experience with this system
it became apparent that its main weakness was that it was
not integrated with the SCOPE record manager. This
design will attempt to avoid this weakness.
3

IMPLEMENTATION
A major objective in the implementation is to modify
the existing operating system as little as possible and to
write all the additions as completely separate sub-system#
using the existing facilities as much as possible.
The implementation phase should actually be a minor
one once the design is complete. However the main prob
lem here is to get to know the system, which in the case
of UNIX is somewhat easier than usual, as all the code
needed is in the higher level language C and is very modular
in structure (Ritchie and Thompson, 1974, 1975).
4

INTERPROCESS COMMUNICATION
Interprocess communication covers the two topics
of process synchronization and message passing, which
include the concepts of semaphores, events, monitors,
mail boxes, etc (Sunshine, 1977). However it can be shown
that most process synchronization concepts can be imple
mented using a message passing system (Barter, 1978),
which results in more natural implementations.
Thus, interprocess communication can be con
sidered as just message passing and hence just another
data transfer alternative in the host operating system.
What should now be done is to specify the criteria that
all data transfer paths in an operating system should com
ply with, then design interprocess communication to
comply with these criteria. The following are stated as
these criteria (DT).

DT1

All data transfer paths will be accessed by
processes using the same primitives provided
by the operating system.
DT2 All data transfer paths will support, as a
minimal requirement, either a read or write
operation, and no repositioning operations.
DT3
All data transfer paths have distinguishing
characteristics, with the operating system
providing special purpose primitives to enable
processes to utilize these characteristics.
If interprocess communication can be made to comply
with these criteria, then any process that works within the
constraints of DT1 and DT2 can access any data transfer
path, including interprocess communication paths, be
ignorant of its exact nature and still issue requests on it.
This leads to an extension of the first design objective
(DOI) given in (Ryan, 1979).
D01a Integrate interprocess communication as
closely as possible with the data transfer
facility of the host operating system.
Now that the data transfer aspect of interprocess
communication has been established, the access to the
facility must be designed. This is usually achieved by what
is known as a port (Akkoyunlu, Bernstein and Shantz,
1974). Two concepts of ports will be discussed here,
although there are probably many more.
First, in what is known as a message oriented imple
mentation, ports are assigned to processes and for a data
transfer to proceed it must be agreed upon by two pro
cesses issuing a send and receive operation with matching
send and receive ports. Here the data transfer path is
established for each data transfer and each process must
have some knowledge of the other processes communic
ating with it. Because of this latter condition this approach
is not acceptable here as any process accessing a data
transfer path must know that it is an interprocess com
munication path.
Second, in what is known as a connection oriented
implementation, ports are named entities within the
system and can be accessed by any process that is required
to communicate over a particular named port. Here the
data transfer path is established only once, between a
process and the port, and a process only has to know the
name of the port to be able to communicate over it. This
concept is much more in line with the design being pursued
here.
In the connection oriented approach the port is
behaving like a device connected to the system. The
function of the device is to pass data between two pro-

*CSIRO Division of Computing Research, Canberra. Manuscript received 3rd May 1979, revised manuscript 19th June 1979.
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cesses. However it differs from the usual device in that
it is a software device, of which instances can be created
and destroyed dynamically. In a similar way, a file can
be considered to be a software device, which uses a hard
ware device as part of the implementation.
This leads to a modification of the design objective.
D01b Implement interprocess communication as a
device in the host operating system.
With this design objective interprocess communic
ation will fit naturally into a conventional operating
system and all the device oriented aspects of the system,
including naming and protection, will apply automatically.
The only addition is a primitive to allow a process to
dynamically create an interprocess communication device.
This gives the first extension to UNIX (EX).
EX1
Implement the dynamic creation of an inter
process communication device.
5

INTERPROCESS COMMUNICATION DEVICE
The interprocess communication device is like all
devices in that it must support a basic set of operations
common to all devices and have characteristics that dis
tinguish it from the other devices. These characteristics
must be designed so that there is no interference with the
basic set of operations, in line with the data transfer criteria
given above.
However this is not always possible as certain char
acteristics are basic to the device, and others, when invoked
by one process using the options of the device, may inter
fere with other processes. These characteristics will usually
appear when there is a breakdown in the co-operation
between the processes using the device, which is an error
condition anyway.
Before proceeding with a discussion of the char
acteristics of the device, a complication within UNIX
regarding processes and data transfer paths will be dis
cussed. The device implementation must cater for this
complication.
7 04

Complication
Whenever a device or file is opened a unique data
transfer path to it is established, and the data transfer
path becomes part of the process that opened the device
or file. There is no restriction placed by UNIX, which
prevents a process opening the same device or file more
than once (Figure 1). This does not really lead to any
problems for an isolated process due to the following
condition (CO) imposed by UNIX.
C01
A process is blocked during a data transfer
operation.
However a process can create a child process, which
is an exact image of its parent, and both processes can
execute concurrently, but they are expected to be co
operative. As data transfer paths are part of a process
the child process has access to exactly the same data
transfer paths as its parent and so can interfere with the
data transfer operations of its parent. This allows for
more than one outstanding request on a data transfer
path at any one time (Figure 2).
The complication arises for the interprocess com
munication device if there are a read request and a write
request on the same data transfer path attached to it.
This is resolved by the condition imposed on the device.
C02 A data transfer must involve two data trans
fer paths.
These characteristics define the general concept of
interprocess communication envisaged in this paper. That is
at least two processes communicating over an interprocess
communication device using at least two data transfer
paths to it (Figure 3).
The characteristics of the interprocess communic
ation device will now be stated. In accordance with the
design criteria these characteristics can be utilized by
processes to meet their own requirements. The character
istics described here consist of the permanent ones, which
cannot be altered, and the optional ones, which can be
selected by a process. The latter characteristics being
provided by having various modes of operation for the
device.
The first mode of operation of the device is called
transparent mode, as it is designed to allow the device to
handle data transfer requests in a transparent manner, e.g.
a process need not know any of the specific characterCHILD
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istics of the data transfer path it is connected to. The other
modes of operation are derived from the inadequacies of
this mode. The transparent mode is the default mode of
the device.
The permanent characteristics (PC) of the device will
now be given, the first three being,
PCI
The device will assign a unique identifier
to each data transfer path attached to it.
PC2
The device will maintain a queue of out
standing requests on it, searching for requests
from the queue head and appending requests
to the queue tail (Figure 4).
PC3
The device will identify requests by type,
process, data transfer path or any combin
ation of these (Figure 4).
As processes are able to utilize the characteristics
of the device, one of its permanent characteristics is the
primitive used. This characteristic will be given now, but
its use will become more obvious as the various modes of
operation and options of the device are explained.
PC4
The device will implement a primitive to
utilize the modes of operation and options
of the device. The primitive is to permit
privileged access to the device.
The options available on the device will be discussed
when the characteristics they are options to are given.
This is done for completeness and does not imply that alh
options are available in all modes of operation.
The next permanent characteristic can be summar
ized in the question: “When is a request complete?”. For
standard data transfer paths the following criteria (CM)
hold.
CM!
A write request is complete when there is
no more data to be sent or an error occurs.
CM2 A read request is complete when no more
data can be received, there is no more data
to be sent or an error occurs.
In the present case it is the interprocess communic
ation device which must decide which is meant by sent
and received. The answer to this is in many parts, the
basic one being how the data is actually passed between
the processes. There are two distinct ways of doing this.
First, in what is known as asynchronous communic
ation, the device is responsible for buffering the data and
thus allowing the writer to continue without its data being
read.
Second, in what is known as synchronous communic
ation, the device is responsible only for the control and
the writer must wait for the reader to accept the data.
Synchronous communication has been chosen for
this design, as it seems to be the more natural and safer
alternative. The processes involved having immediate
knowledge about the success or failure of the requests
The Australian Computer Journal, Vol. 11, No. 3, August 1979

and so are able to take the action appropriate to ensure
their integrity.
This gives another characteristic.
PC5
The device will implement synchronous
communication.
Options
As stated, with synchronous communication, the
writer must wait for the reader to accept the data. With
CM1 the idea of accept is just the fact that the data is in
the reader’s memory. However it is possible to delay the
writer until the reader actually passes back a status to the
device. This status results in either an error condition
for the writer or the operation continuing normally. This
is known as delayed status and should be provided for as
an option.
This gives the first option (OP).
OPT
The device will optionally implement delayed
status.
From the above discussion it can be seen that the
case where the writer does not send the same amount of
data as the reader expects, is catered for. If the writer
sends less, then it is much the same as when there is a
match. The reader is informed of the amount of data
received and both the reader and writer complete at the
same time. Otherwise the writer will not complete until
more than one read primitive has received data from it,
and will only complete when a reader has received the
last of the data from the writer. This latter case is known
as a partial transfer in this system. This situation may not
be desirable in some cases, so there should be an option
to prohibit it. This gives the second option.
IPC
DEVICE
PROCESS A
DATA TP 1
READ

Existing
Requests
PROCESS A1
New
Request

DATA TP 1
WRITE
PROCESS C
DATA TP 4
READ
lappend to queue in ------[control or holding mode

Figure 4

Device Queue
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0P2

The device will optionally prohibit partial
transfers.
From the above discussion it is seen that a read is
complete before the buffer is full if all the data specified
by the writer is transferred. This is usually desirable, but
there are situations where it is not, such as, the writer
using many writes to pass a message to the reader. In
these cases the writer acknowledges completion of the
data transfer by sending an end of message status to the
device. Although this is very similar to delayed status it
must be included as a separate option.
This gives the third option.
OP3
The device will optionally implement end of
message status.
5.1

Transparent Mode
The transparent mode of operation must be designed
using only the permanent characteristics of the device.
The characteristics of this mode cover the matching of
requests and the handling of those that are not matched.
As this mode of operation is such that processes using the
device are not required to know its true identity, no
recourse to the special device primitive is to be allowed.
The first of these characteristics will be achieved by
trying to match a new request with a request already in
the queue, these requests must be complementary, that is
requests of a different type and data transfer path. Because
of the device characteristics this operation matches the
oldest complementary request in the queue. Unmatched
new requests are appended to the queue.
This gives the first transparent mode characteristic
(TC).
TCI
Ths device will attempt to match a request
with a complementary request in the device
queue. If the attempt fails the request is
appended to the device queue (Figure 4).
The second transparent mode characteristic con
cerns the time that an unsatisfied request may remain in
the queue. If the request is still unmatched at the end of a
specified period it is terminated. The status returned
depends on the request type, the state of the device and
the standard conventions of the host operating system.
TC2
The device will terminate requests left un
matched for more than a specified time
interval, the status returned reflecting the
conventions of the host operating system.
The transparent mode characteristics of the device
can be easily implemented when data transfer requests
cause process blocking and there is a device queue. A
process blocked on a data transfer request can appear no
more than once in all the device queues and the request
at the head of a queue is the next candidate for termin
ation.
i
5.2

Optional Modes
For simple cases the transparent mode of operation
is adequate, but applications such ass process synchroniz
ation this is not so. This is due to the lack of control
exerted by the processes over the device and indicates
that other modes of operation are required for the device.
Rather than attempt to implement every possible
mode of operation, as a selectable option, it would appear
better for the device to have one mode which utilized the
primitive' as a means of supplying the necessary control.
If this control is directed to individual devices in effect
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many different interprocess communication devices could
be implemented. These devices could be tailored to the
requirements of the applications. In addition if control
is associated with one data transfer path of a device it
can be accessed by other processes through their data
transfer paths in transparent mode, if that is what is
required. The data transfer path controlling the device is
called the controller. The problem is to determine adequate
controls for this mode which is called control mode.
Options
Initially the device is in transparent mode and must
be got into control mode. As the device will be able to
change mode at any time an option must be given to
allow this.
This gives the fourth option.
OP4
The device will optionally allow one data
transfer path to select the mode of operation
of the device.
5.3

Control Mode
When the device is in control mode it must handle
requests in a predictable manner, so that the controller
can work within the constraints imposed. The following
characteristics (CC) state the handling of requests by the
device when it is in control mode.
CC1
The device will append non-controller re
quests to the device queue (Figure 4).
CC2
The device will attempt to match controller
requests immediately. If the attempt fails
the request is terminated with an error status
return.
To utilize the device effectively the primitive must
supply functions to interrogate and manipulate the queue.
This is to allow the controller to obtain the identity of
requests in the queue, reorder the queue and terminate
requests in the queue. These functions will not be given
now as it would complicate the current discussion. They
will be given in a later section once the overall system
has been explained.
When a process opens an interprocess communic
ation device it assumes that the controller, if required, is
present and there is no way that it can validate this as
sumption. To ensure that the controller is present when
required a convention must be set up so that when the
device is first opened the system can determine if a con
troller must be put into execution.
This will be a permanent characteristic of the device
and is stated as,
PC6
The device will implement the automatic
execution of a controller.
5.4

Holding Mode
With the two modes of operation discussed so far
there is a problem when the device reverts from control
to transparent mode. This can occur when the controller
ceases to exist or relinquishes control. In both cases it
may not be wise to revert immediately and it is not desir
able to remain in a semi-control mode indefinitely. So a
transition mode between these two modes is required.
This mode has the following characteristics (HC) and is
known as holding mode.
HC1
The device will append a request to the
device queue (Figure 4).
HC2 The device will revert to transparent mode
The Australian Computer Journal, Vol. 17, No. 3, August 1979
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after a specified time interval. All requests
will be automatically reissued.
6

OPTIONS AND FUNCTIONS
This section will briefly outline the primitive re
quired to implement the options and functions of the
interprocess communication device as per PC4. In accord
ance with the design criteria this primitive is only avail
able to privileged processes.
6.1

Options
One function will be used to set or clear the options
of the device and is summarized as,
FN1
This function sets and clears the options on
the device.
The following flags can be combined to give the
required state of the device. The first group control the
mode of operation of the device. The first of these is the
only option allowed when the device is not in control
mode, all others are reserved for the controller.
OF1
When set place the device in control mode
provided (1) it is not already in control
mode, (2) the data transfer path has per
mission to place it in control mode and
(3) there are no requests for the data trans
fer path in the queue.
OF2 When set place the device in holding mode.
All other options are cleared.
OF3 When set use the value supplied as the re
version time. A zero indicates immediate
reversion.
OF4 When set terminate all requests on reversion.
Use the supplied value as the status of the
terminated requests.
The second group control the data transfers between
any data transfer path and the controller.
OF5 When set implement delayed status.
OF6 When set implement end of message.
OF7 When set disallow partial transfers.
The options are only available to the controller. It
is a restriction which simplifies the device greatly and
prevents some possible deadlock situations arising.
6.2

Control Functions
These functions are necessary to implement the
controls that may be needed when the device is in control
mode. In line with the design they will be kept as simple

as possible and are only available to the controller.
SF1
This function reports a request not yet
reported to this controller. This function
will wait for a request to report, if none are
present.
SF2
This function removes a request from the
device queue and returns a status to the
requesting process. Used to implement de
layed status, end of message and controller
error conditions.
SF3
This function moves a request to the queue
head.
SF4
This function moves a request to the queue
tail.
SF5
This function matches the request at the
queue head with a complementary request
in the queue.
With these functions the controller can find requests
and then select the action to be taken on them.
7

CONCLUSION
A design of an intra host interprocess communic
ation device which can be integrated into a distributed
system has been given. Only the outline of the facilities
required has been given and many will no doubt be added
as the system develops, especially into its distributed
role.
8
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On Apportioning and Rounding
Mike Fox*
The apportioning and rounding problem described in Coote (February 1979) is shown to
reduce to a simple linear program. The formulation defines an assignment problem capable of hand or
computer solution and exhibiting maximum accuracy.
KEYWORDS: Linear program, assignment, binomial distribution.
CR CATEGORY: Operations Research (8.3).

INTRODUCTION
In the February 1979 issue of this journal under the
title “Apportioning on a Working Day Basis”, Coote
describes a method for allocating funds according to
requirements and extends an invitation for us to do better.
Using the example quoted by Coote (table 1), the problem
is to apportion each annual amount between individual
months according to the following rules:
•
the values must be integral
•
as nearly as possible, the values should conform to
monthly weights
•
values must sum across months to the annual amount
•
total monthly values must be proportionate to the
weights, assuming the expected values are integral.
For this example, 12x11 =132 values must be found in all
and the expected monthly totals are designed to be whole
numbers.
The following discussion shows how problems that
fall into this class can be reduced very easily to a linear
program of the assignment type. The given example is re
examined and the new solution is found to be better in
terms of ‘accuracy’ and reduction of anomalies. In addition
the LP formulation indicates why it is not generally
possible to satisfy all of the objectives we might require in
the solution.

F = S S fjj y,j
i i
Where yjj is either 0 or 1
'An interesting alternative would be to minimise the relative’
rounding error, with a function such as
S

■ Yjj

Setting a, = aj — ? kjj
and

|3j = bj — E kjj

the summation conditions are re-written and the linear
program becomes,

THE FORMULATION AND SOLUTION
Let a,- represent amounts,
i = 1,2,.... m,
Wj represent weights,
j = 1,2,.... n,
and Xjj represent the unrounded allocation for
amount aj and weight Wj.
For the example m = 11 and n = 12.
Two conditions to be satisfied are:
?Xjj =aj,

i = 1,2,.. . m

... .1

? Xjj = bj = Wj.A,
W

j = 1,2..., . n

.. . .2

where A = E a and W = E w.
(
In condition 2, bj is assumed to be integral, but if this
is not the case a suitable adjustment must be made. To do
this the simplest and probably most effective method is to
round bj to the nearest integer and apportion any discrep
ancy this causes between months with the largest bj values.
To find Xjj we simply multiply each amount aj, by
the proportion designated for the month, giving
Xjj

These values for x obviously satisfy the above con
ditions and the problem now is to round x to meet the
following objectives.
1. Conditions 1 and 2 must be met exactly
2. Rounding must be by an amount less than unity
3. Overall accuracy must be maximised
Denoting the integral part of x by k and the fractional part
by f, these objectives will be met by maximising the
function

Maximise F = E E fjj yjj subject to
i

j

E yjj

= aj, i = 1,2,.. . m

? yij

=0j, j = 1,2,... n

Yij
= 0 or 1
By solving the LP to find yjj, the solution to the
rounding problem is given by the values kjj + y\\. This
particular form of linear program is well known as an
assignment problem and can be solved quite easily by hand
or, if you prefer, by running it through your favourite LP
routine. Table 2 shows the assignment problem with
fractional values fjj represented to two significant figures.
Shaded cells indicate the completed assignment (y;j = 1).
Tables 3 and 4 show the complete solution (kjj + yjj) and
Coote’s solution for comparison.

MEASURES FOR COMPARISON

: a'
W

1. Penalty Function — Let s be the set of all values
which have not been rounded to the nearest integer. A

* International Computers Limited, Melbourne. Manuscript received 24 th April 1979, revised manuscript 25th June 1979.
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suitable penalty function to measure these occurrences is
S|Vi-fij| since for fractional values of 14 there is no preferred
rounding direction, except by convention.
2. Anomalies — These are defined as situations where,
for any column (month), a particular value is larger than
another, even though its corresponding annual amount is
smaller than that of the other. The number of anomalies is
equal to the minimum number of changes that would have
to be made to obviate these situations.
3. Imprecise Roundings — Rounding away from the
nearest integer (i.e. members of s).
Table 5 compares the two solutions, pointing up the
significant reductions achieved by the LP method. The large
number of imprecise roundings (27%) is caused by equality
between nearly all rows. If all values could be rounded

TABLE 1
MONTH

AMOUNTS ($)

WEIGHT
(DAYS)

JANUARY
FEBRUARY
MARCH
APRIL
MAY
JUNE
JULY
AUGUST
SEPTEMBER
OCTOBER
NOVEMBER
DECEMBER

8

100

19

100

22

100

20

100

22

100

20

1,295
103
103
103
103
103

22

23
20
21
20

14

TOTAL

TOTAL 2,310

231

TABLE 2 — The Assignment Problem .yj.- = 1 n the shaded cells and the numbers show fjj values, where rows 1 to 5
and 7 to 11 are the same.
MAR

MAY

NOV

TABLE 3 The LP solution
JAN
(8)

FEB
(19)

4

9

10

8

10

8

10

10

8

9

4

8

10

8

10

8

10

10

8

9

4

8

9

9

9

9

9

10

9

4

8

9

9

9

9

9

10

4

8

9

9

9

9

9

10

45

107

123

112

123

112

123

3

8

10

9

10

9

10

3

9

10

9

10

8

10

9

10

3

8

10

9

10

3

9

10

9

10

80

190

220

200

5

1

0

0

3

MAR
(22)

APR
(20)

MAY
(22)

‘

JUN
(20)

JUL
(22)

AUG
(23)

SEP
(20)

OCT
(21)

NOV
(20)

DEC
(14)

AMOUNT

8

6

100

8

7

100

9

9 .2

6

100

9

9

9

6

100

9

9

9

6

100

129

112

118

112

79

1295

11

9

9

9

6

103

9

10

10

9

9

9

6

103

9

10

10

9

10

9

6

103

9

10

10

9

10

9

6

103

9

10

10

9

9

9

6

103

220

200

220

230

200

210

200

140

2310

0

0

0

0

0

0

0

1
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TABLE 4 Coote’s solution
MAY
(22)

9

10

10

8

9

9

6

100

10

8

9

10

9

10

8

6

100

9

9

9

10

10

9

9

8

6

100

10

8

10

8

9

10

9

9

9

6

100

8

10

8

10

9

10

10

8

9

9

6

100

45

107

123

112

123

113

123

128

113

117

112

79

1295

4

8

10

9

10

8

10

11

8

10

9

6

103

3

9

9

9

10

9

10

10

9

9

9

7

103

4

8

10

9

10

9

9

11

9

9

9

6

103

3

9

10

9

9

9

10

10

9

10

9

6

103

4

8

10

9

10

9

10

10

9

9

9

6

103

80

190

220

200

220

200

220

230

200

210

200

140

2310

2

1

0

1

1

0

0

3

9

9

9

9

4

8

9

9

3

8

10

4

8

3

MAR
(22)

6

APR
(20)

0

1

TABLE

1

JUN
(20)

1

1

DEC
(14)

AMOUNT

Anomalies

An alternative solution with 25 imprecise roundings. There are 7 anomalies and the penalty function = 4.08
MAY
(22)

SEP
(20)

OCT
(21)

10

9

9

9

6

100

9

10

9

9

9

6

100

9

9

10

9

9

9

6

100

10

8

10

10

8

10

9

6

100

8

10

8

10

10

8

10

8

7

100

123

112

123

112

123

129

112

118

112

79

1295

8'

10

9

10

9

10

11

9

9

8

6

103

4

8

10

9

10

9

10

10

9

9

9

6

103

4

8

10

9

10

9

10

10

9

9

9

6

103

4

8

10

9

10

9

10

10

9

9

9

6

103

4

8

10

9

10

9

10

10

9

9

9

6

103

80

190

220

200

220

200

220

230

200

210

200

140

2310

0

3

0

0

0

0

0

0

0

2

1

1

JUN
(20)

JUL
(22)

9

9

9

9

9

9

9

9

9

8

10

8

3

8

10

45

107

4

JAN
(8)

FEB
(19)

MAR
(22)

APR
(20)

3

9

9

9

3

9

9

3

9

3

TABLE 5
SOLUTION
LP
COOTE ?

PENALTY
FUNCTION
VALUE

NO. OF
ANOMALIES

NO. OF
IMPRECISE
ROUNDINGS

3.32
6.60

b
9

35
37

naturally then of the 132 values, 48 would need to be
rounded down and 84 up. The chance of this sort of im
balance with a random selection of amounts can be shown
to be less than ]4% by a consideration of the binomial
distribution of {Vt+VtY32. Going one stage further, it is
no

NOV
(20)

AUG
(23)

FEB
(19)

SEP
(20)

OCT
(21)

JUL
(22)

JAN
(8)

AUG
(23)

NOV
(20)

DEC
(14)

AMOUNT

Anomalies

possible to show that the minimum number of imprecise
roundings for this problem is 25 and that a solution can
be obtained with this number, but at the expense of the
penalty function (see Table 6).
A study of table 3 shows one further attribute of the
new solution: the columns for March, May and July are the
same and so are April, June, September and November.
This property is certainly desirable but is not caused by the
method of solution, but by equality among the amounts.
These equalities allow for some flexibility in the choice of
values to be rounded and it will in general be possible to
round similar months in the same way, provided that any
slack created in equal months can be taken up by the
The Australian Computer Journal, Vol. 11. No. 3, August 1979
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remaining months. However, if all weights were equal,
identical columns would not be possible except by
fortuitous chance roundings.
CONCLUSION
Almost everywhere, data is cluttered with insignifi
cant digits, from the ubiquitous percentage through budget
allocations to scientific results. For percentages it is often
enough to present whole numbers, otherwise why don’t we
have the “permill” convention; for scientific results there
is no merit in implying a greater accuracy than the data or

calculations warrant.
In the commercial and business area there is always
scope for improvement and if it is easy (particularly with
computers) to improve the presentation of business data
then this should be done. To this end the approach in this
paper may represent a small step forward.
REFERENCES
COOTE, A (1979), “Apportioning on a Working Day Basis”, Aust.
Comput. J., Vol. 11, No. 1,29-34.
DANTZIG, G.B. (1963), "Linear Programming and Extensions”,
Princeton University Press: Princeton.

Book Reviews
The Design of Well-Structured and Correct Programs. Suad Alagic,
Michael A. Arbib, Springer-Verlag 1978, pp x + 292.
$A1 2.50.
The primary aim of this book is to present techniques for
simultaneously designing a program in a top-down manner and
proving it correct. This aim is a laudable one: the result should be
the creation of understandable, correct programs. A secondary aim
of the book is to teach the language Pascal, and all the programming
examples are presented in Pascal. A feature of the presentation of
Pascal is the description of Hoare-style proof rules corresponding to
each langauge feature, including new rules for goto statements.
The content of the book may be indicated by a list of
chapter headings: Introducing Top-Down Design, Basic Compo
sition of Actions and Their Proof Rules, Data Types, Developing
Programs with Proofs of Correctness, Procedures and Functions,
Recursion and Programming with and without Gotos. Appendices
include a summary of Pascal syntax and of Pascal proof rules. The
examples used are mainly of a mathematical nature, and almost
without exception are adopted from standard works on structured
programming by Dijkstra, Gries, Hoare, Wirth, etc. Each chapter
is followed by a collection of exercises from similar sources; no
solutions to the exercises are given.
Although the design of correct programs is clearly an
important topic, and there is a need for a good introductory text-t
book in the subject, the present book is not the one. A major
weakness is the lack of consistency of detail. For example, the
correctness proofs of “The Sieve of Eratosthenes” and “Partition”
are given in complete detail using invariants and formal proof rules.
These proofs are largely concerned with the mathematical properties
of prime numbers and ordered sequences. Moreover, because of the
mass of detail in these proofs, most readers will be no more
convinced of the programs’ correctness than they would be an
informal argument. By contrast, the developments of the “Merge
Sort” and “Coarsest Partition” programs, although done in a
top-down manner, do not use invariants or proof rules at all,
suggesting that even the authors prefer not to use the methods they
recommend.
A second weakness is the choice of programming examples
used. Most are quite mathematical, and none are very long. Correct
ness proofs of mathematical problems tend to consist mainly of
proofs in the problem domain which are independent of the
programs, and thus obscure the purpose of the example. Examples
of larger, non-mathematical programs such as those that arise in data
processing applications, would greatly increase the value of the
book.
A third weakness is the lack of any general discussion of
program verification, its practical relevance, its use with other
languages and in other problem domains. Similarly, there is no
discussion of many other important concepts of programming such
as documentation, testing, use of abstract data types, bottom-up
programming and the design of very large programs.
The book is, however, clearly written and fairly well laid out.
There is only a small number of misprints. A repeated error is the
use of type expressions rather than type identifiers for specifying
parameters'of procedures.
,/ln summary, the reviewer believes that a student who
The Australian Computer Journal, Vol. 11, No. 3, August 1979

programs according to the advice and examples given in (2) is likely
to write clearer, more reliable programs than one who tries to apply
the methods of the present book; that (1), although rather baroque,
is a better introduction to the formal development of correct
programs; and that (3) is a more useful collection of programming
examples and methods.
References:
1.
DIJKSTRA, E.W.: A discipline of Programming. Prenticehall, 1976.
2.
FINDLAY, W. and WATT, D.A.: Pascal: An Introduction to
Methodical Programming, Pitman, 1978.
3.
WIRTH, N.: Algorithms + Data Structures = Programs,
Prentice-Hall, 1976.
R.W.TOPOR
Monash University
Decision Table Languages and Systems, John R. Metzner and Bruce
H. Barnes, 1977; 172 pages (Academic Press ACM
Monograph Series, about $A20.00.)
To quote the authors’ preface, “This is not another volume
on “how to use decision tables” .. . our attempt has been to orient
the material herein toward innovators in system analysis, designers
of languages and their systems, and students of the discipline often
called “Computer science” whether they be in academic institutions
or not.”
Chapter 1 is introductory in nature and includes a short
introduction to decision tables, their uses and their history.
Chapters 2 and 3 explain the features of a number of existing
decision table programming languages. They discuss the ways in
which tables can be written, what they mean, how they are trans
lated to programs, and how they are incorporated in programming
languages.
These first three chapters are essentially a build-up for
chapters 4 and 5. Here the authoi;! explore the possible ways in
which decision tables could be developed, and attempt to rationalise
the diverse approaches discussed in the earlier chapters.
This is a thoughtful and thought-provoking book. It is not
always an easy book to read. It assumes the reader has a good
knowledge of the subject, or is at least prepared to chase some of
the references. (The authors give 191 references, spanning 19621975).
if I have any adverse criticism of the book it is that the
decision table languages discussed by the authors are all (with one
exception) American in origin. Some of the features on which the
authors speculate, already exist in packages sold outside the US. I
would particularly have liked to have seen some mention of
FILETAB. However, this book is not meant to be a catalogue of
available packages. It is more like a shopping list. It tells the
prospective purchaser of decision table packages what facilities he
should seek. If you are interested in designing and implementing
a decision table language, this is essential reading.
BARRY DWYER,
School of Mathematics and Computer Studies,
S.A. Institute of Technology
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SHORT COMMUNICATION

SEMINAR PROCEEDINGS

The Revolution of Microprocessors
and Microcomputers
I. Moore*
A two day professional development seminar on microprocessors was recently conducted by
the Queensland A.C.S. Branch. Sessions included keynote addresses, microprocessors in computer
configurations, design aids in microprocessor systems, local research projects, microprocessors for
personal computing, programming and systems development, personal computing and industrial
applications, applications in local industry, the future — a panel discussion, and microcomputer
systems for commercial and industrial development.
KEY WORDS: Microprocessors, microcomputers, personal computers, microprocessor design
aids, patient data acquisition, control engineering, high level languages, process control,
music synthesiser, telecommunications, Intel systems, Motorola systems.
CR Categories: 3.24, 3.34, 4.12 and 4.1 3.

The objectives of the Seminar was to survey micro
processor applications with particular emphasis on Queens
land projects.
The scope was made as broad as possible incorpor
ating systems, architecture and software, personal com
puting, design aids, local research projects and local indus
trial applications.
Approximately 200 people attended the seminar
and approximately 30 papers were presented. A trade
exhibition was held concurrently including personal com
puters, design aids and industrial systems. The seminar
was held at the Bardon Professional Development Centre.
The papers presented are as follows:—
•
Trends in Microprocessor Technology.
•
Current Software Support for Micro Systems.
•
Design Aspects of Microcomputer Systems.
•
Current and Future Microprocessor Applic
ations in Intelligent Terminals.
•
Microprocessors in Data Transmission.
•
Trouble Shooting in Microprocessor Systems.
•
Latest Developments in Microprocessor Design
Aids.
•
Software Debugging in Microprocessor Systems.
•
A Microprocessor System for Teaching Intro
ductory Programming.
•
Patient Data Acquisition Through Micro
processors.
•
Microprocessors in Control Engineering Pro
jects.
•
Microprocessor High Level Languages.
•
Microprocessors in Data Acquisition and
Process Control.
•
Application of a 'High Level Language to a

Design Project.
Programming the Signetics 2650.
A Microprocessor Driven Music Synthesis.
An Experience with Microprocessors in Indus
trial Applications.
•
Microprocessors in Data Acquisition in a Saw
Milling Environment.
•
Microprocessor Projects in Telecommunic
ations.
•
Microprocessors in the Sugar Mills.
•
Microprocessor Control of a Power Station.
•
Impact of Microprocessors on Computing
Education.
The evening Equipment sessions included the
following:—
•
The Heath kit Microcomputers.
•
The Tandy-Radio Shack TRS-80 Micro System.
•
The Apple II Microcomputer System.
•
Processor Technology’s Sol. 20.
•
8 Bit Systems:
•
The Intel Systems.
•
The Motorola Systems.
•
Large Scale Integrated Systems (16 Bit):
•
Microcomputers from Digital Equipment Cor
poration.
•
National Semiconductor Systems.
•
Distributed Micro Processing.
The 180-page proceedings document may be ob
tained for $15.00 from
The Honorary Branch Secretary,
A..C.S. Inc. (Qld. Branch),
G.P.O. Box 1484,
BRISBANE, QLD., 4001.
•
•
•

*Honorary-Queensland Branch Secretary. Manuscript received 19th June 1979.
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Letters to the Editor
The Editor,
The Australian Computer Journal
Dear Sir,
I feel, after a number of years of discarding each
edition of the Journal, following a quick perusal of the
contents page, compelled to document my concern over
the Journal’s offerings.
I am a practising data processing professional of 13
years standing. My occupations in the industry have been
in the public service and commercial areas.
The basis for my concern is that our Journal con
tinues to offer papers of interest to academics only. With
all due respect to the authors, the impact on my pro
fessional development of, “Some easily programmed
pseudo-random normal generators”, and “A fast algorithm
for text comparison” is absolutely nil.
I presume the majority of the Journal subscribers
are commercial DP people and probably their reaction is
in keeping in with mine.
If the reason for the high proportion of academic
papers is the lack of papers of a suitable commercial
nature, e.g., The Scheduling of Programming Resources,
Maximising Computer Utilisation, etc., I would appreci
ate your reply to that effect.
If, however, the reason is simply an editorial policy
I will continue to regard the Journal as the publication
least likely to succeed.
I await your reply.
Yours faithfully,
B.j. Lakin, MACS
EDITOR'S RESPONSE
Mr 13. J. Lakin,
83 Yoorala Street,
THE GAP, Qld, 4061.
Dear Mr Lakin,
I wish to thank you sincerely for your letter of the
7th June, and for your comments relating to the ACJ. I
note that you are a practising data processing professional
of a considerable number of years standing and observe
that you find the papers of interest to academics only.
Lakin, if you look at articles in the ACJ of some
TO years ago — most of which articles were observed by
practitioners at the time to be of academic interest only you will see that the contents of those articles in many
directly relevant to the mainstream of commercial
data processing as it is practised today. It is my contention,
and that of many other practitioners and academics, that
'shat t!-ii people in the forefront of the industry are dis.oday (which many people would claim is of
academic interest only) we will all be using within the
space ui at most five years. I do think that, when you are
reading the articles in the ACJ, you should bear this in
mind. 1 or example, within five years (indeed, earlier in
snmi- advanced systems) we will see the incorporation
ol aiimajal intelligence concepts within data base man
agement retrieval languages. As another example, much
giaph-. . nd picture processing, which is at the rudimentary
stagv i. ■cay.-wil) be taken over and incorporated in systems
11 ion Computer Journal, Vol. II, No. 3, August 1979
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presenting, in a pictorial fashion, information to managers
in their offices in the years ahead.
Having said all this I do appreciate that there are
some articles which are of very specialized interest only
and of the two examples that you give, I would accept
that the first is perhaps a case in point, but would main
tain that the second, on text comparison, will have rele
vance in commercial data processing today.
But you must appreciate that Australian academics
need to have an organ to publish their research findings
and the ACJ also satisfies this need. The ACJ is read,
abstracted and circulated in major overseas computing
libraries and universities and is a means by which any
good work carried out here in Australia is made known to
the outside world. I am sure that you would not wish
that Australia continues for all time to be a technological
island and isolated from the major sites of progress, in
its small way the ACJ strives to reduce our isolation.
The Journal has a number of other activities which
should be of interest to practitioners and researchers
alike, for example, it promulgates information on new
products and forthcoming national and international
events, it publishes reviews of books of all kinds relating
to computing, so there are other services contained within
the Journal towards which perhaps you might more
assiduously focus your attention.
But, turning to the meat of the matter, you are
absolutely right. The total dearth of good practical mat
erial in the Journal is because of the almost complete
failure of Australian practitioners to write appropriate
articles. Indeed, in 1975 or thereabouts, the ACS instituted
a case study prize, in the hope that the financial carrot
might stimulate some journalistic tendencies in the com
mercial members. Unhappily in the four years during
which that prize has been available, only two case studies
even remotely appropriate for publication in the Journal
have been received.
So if you can find the time to take up your pencil
and scribe an article which you feel will be of interest to
the greater body of practitioners, like yourself out there
waiting for such articles, we would be forever grateful.
I do hope in some way this brief reply to your ‘cri
de coeur’ will revivify your interest in the ACJ and its
development.
Yours sincerely,
,i
A. Y. Montgomery
The Editor,
Australian Computer Journal,
Dear Sir,
In their article “INVER: A program for the compu
tation of distance-measures between attributes of mixed
types” Lance and Williams (1979) find no compelling
reason for preferring any one of three distance-measures
dir = V2{l-r), d2r = (1-|r|) and d3r = (1-r2) between
two numeric attributes as a parallel to the distance-measure,
dc, between two nominal attributes. On the basis of the
results of a minimum spanning tree analysis of a set of data
they elect to incorporate di r into their program.
However, d-|r takes its lowest value, 0, for two attri
butes which are perfectly associated positively, but its
.
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largest value, 1, when the attributes are perfectly associated
negatively; i.e. a change of sign in either attribute will
convert d-] r from 0 to 1, and vice versa. On the other hand
the value of dc is independent of the order of the states (in
particular of complete reversal of order) taking the value 0
for any pair of attributes which are perfectly associated
(Cramer, 1946). Since the aim is to derive distancemeasures which are comparable for different attribute
types, dir must surely be excluded from consideration.
Both d2r and d3r are 0 for perfectly associated
(numeric) attributes and are therefore acceptable by this
criterion. As Lance and Williams point out, dc and d2r take
identical values for two binary attributes; a reason for
prefering d2r to d3r.
Yours sincerely,
A.J. Swain
CRAMER, H. (1946), “Mathematical Methods of Statistics",
Princeton University Press, Princeton.

AUTHOR’S REPLY
Dear Sir,
Dr Lance and l must, of course, admit the justice of
Dr Swain’s criticism. We were ourselves aware of the
theoretical objections to d-] r; but in a program of this type
we believe that the most important criterion is that of
profitability — the production of results which an unbiased
user finds helpful. We were admittedly surprised when, for
the four sets of data we used for test, d3r proved
completely unacceptable, and d-]r proved marginally
preferable to d2r- Further heuristic tests may well be
desirable; a possible solution would be to alter the INVER
program so that dir and d2r are available as alternative
options, in the hope that some users will try both and let us
know the results. Dr Swain’s helpful comments suggest to
us that we should do this as soon as opportunity permits.
DrW.T. Williams
CSIRO Pastoral Research
Townsville, Qld.

Book Reviews
Directory of A utomated Library and Information Systems in A ustraiia (Victorian edition); edited by Elizabeth Morrison and
James Gilmore; Melbourne; Victorian Association for Library
automation (VALA); 1978. pp 57. $A5.00.
In the ten years since the last directory of library automation
in Australia (1) was published much has happened to change the
direction and coverage of work in this field. Growing emphasis on
computers may have tended to obscure the spread of automation in
the wider sense. Large-scale photocopying; micro-publishing; audio
visual media; telecommunications; electronic security; and
mechanised storage systems of various kinds have affected to
varying degrees the domain of the printed word. Libraries today are
dependent on automation in a way scarcely foreseen a decade or
two ago, and the impact of computers is but one important facet in
this modernisation process.
The "Directory of Automated Library and Information
Systems in Australia (Victorian edition)”; exhibits some caution in
the presentation of detail, but no lack of painstaking attention to
the principle of ali-inclusive listing. The editors are to be congratu
lated on the extent and thoroughness of their survey and on setting
what may well become a standard for similar work elsewhere in
Australia. In contrast to earlier directions (1,2), which sought to
achieve nation-wide coverage, the Victorian Association for Library
Automation (VALA) has concentrated exclusively on computer
applications found in Victorian Libraries albeit with the aim
expressed in the Introduction, of encouraging the Australian
Advisory Council on Bibliographical Services (AACOBS) to form
an attitude towards “supporting the extension of the enterprise to
become a national directory”. Such an initiative was sorely needed.
The lack of up-to-date documentation of Australian library compu
terisation has been evident for too long. Management and systems
personnel in particular will welcome this directory as complemen
ting the recognised periodical literature in the field.
It is fitting that compilation of the directory should have
been undertaken via the excellent facilities provided by the CSIRO,
whose GFMS (Generalised File Management System) and
COMTEXT software packages provide good . prospects for the
production of updated editions in the future. The publication
itself has been computer typeset using the COMp80 photocomposer,
and hence exhibits fully adequate typefaces for the presentation of
what might otherwise, given the resouces available to the Associ
ation, have been somewhat inscrutable text. The major part of the
57 page document is taken up by brief descriptions of computer
applications with supplementary indexes by libraries; library types;
processing centres and computers used. This provides a suitable
means, in the fashion of a software register, of ascertaining the
availability and spread of computerised services. The barest mention
is made of the hardware for the applications listed, but sufficient
is said nevertheless to indicate where further information may be
obtained for the assessment and use of specific equipment.
Over* 40 libraries are cited as users of computer services of
various kinds. Analysis of these indicates that the most rapid
714

growth in the last few years has been in the area of data-base
information services such as AUSINET, DIALOG, and MEDLINE,
and others of lesser fame but perhaps equal impact, with con
tinuing emphasis on technical processing packages in such things
as Cataloguing and Circulation control. The directory fails to
identify clearly and specifically the emergence of centralised
processing arrangements between the major academic libraries
in the state, but in fairness to the editors it must be said that
this important development was not operative at the time of
publication. It was, therefore, specifically omitted as it was
editorial policy to exclude “paper-tiger” (ie. planned but not
yet operational) systems. It has often been stated that the
literature of computerisation is full of myths and fables — half
developed, unfinished, and abandoned systems. The reporting
of library systems is no exception. There remains a case,
however, for the publication of such schemes even if they
remain good intentions unfulfilled, since they have some value
both as cautionary tales and as examples of contemporary
thought. Subsequent explanations of non-performance are often
more instructive than the projects themselves. By contrast, many
of the projects listed in this directory have an almost respectable
air of antiquity and some have migrated successfully over several
generations and brands of computers without, it seems, any loss
of identity.
At $5 this directory cannot be overlooked by students of
librarianship, systems personnel, library organisers and processing
centre managements interested in the ongoing development of
computer applications in and for libraries. The intrusion of minor
errors in the text does not detract from appraisal of the general
value of the material collected, and should be easily rectified in
the next master file update. The editors have performed what must
have at times been the wearisome task of tracking, collecting and
editing the necessary data in a conscientious and informative
fashion, and in so doing have performed a creditable service to users
of information services in Victoria and elsewhere.
1.
Computers and libraries: an A ustralian directory. 7968.
(1969), Australian Advisory Council on Bibliographical Ser
vices; Canberra.
2.
Current projects in library automation: an Australian
directory. (1967). Australian Advisory Council on Biblio
graphical Services, Canberra.
P. SNOXALL
Monash University Library
Pleaps, H.S.: Information Retrieval — Computational and Theoreti
cal Aspects, Academic Press Inc., (New York and London),
1978, pp xii + 344. Price $A27.30.
Information Retrieval is a wide field. This text-book does not
set out to survey the state-of-the-art (or all of its computational and
theoretical aspects). Its objectives are naturally more modest. The
emphasis is throughout on document data bases in general and on
library systems in particular. The book has not been written only
The Australian Computer Journal, Vol. 7 7, No. 3, August 1979
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for use by librarianship students, or only for use by computer
science students, but for both.
Perhaps the Chapter headings will best convey the book’s
scope and the authors intentions:
1. Introduction.
2. General Concepts.
3. Document Data Bases for Computer Search.
4. Question Logic and Format.
5. Data Structures for Storage and Retrieval.
6. Structure of Search Programs.
7. Vocabulary Characteristics of Document Data Bases.
8. Information Theory Considerations.
9. Coding and Compression of Data Base.
10. Example of Design of a Document Retrieval System.
11. Document Indexing and Term Associations.
12. Automatic Question Modification.
13. Automatic Document Classification.
14. Concluding Remarks.
Information Retrieval is an area in which the two disciplines
of Computer Science and Librarianship interact. There are many
common interests, of course, but this does not necessarily create a
common basis on which to build. It all depends on the nature of the
different course designs, and major problems of interaction may
well exist in varying forms from place to place. At first sight it is not
clear how the author intends to implement his multi-user plan. One
might even doubt whether writing a text for the envisaged mixed
readership is a good idea, or whether it is indeed feasible. Let me try
to clarify the author’s proposal, as I see it.
Chapters 7 through 13 are suggested by the author as a
suitable basis for graduate courses. This would assume considerable
familiarity by the graduate with library systems and with Computer
Science. Graduate students with this kind of background do exist,
and may find the book useful in this context. Chapter 1 through 10
are suggested for use in undergraduate courses in librarianship and
other “more general areas”; they are to be taken over the best part
of a year.
Computer Science undergraduates, it is suggested, could omit
Chapters 5, 8 and 9 and reach a similar end-point in less than a
semester.
Would it work? I can see Computer Science undergraduates
handling the specific library-oriented details fairly easily with some
necessary guidance and lectures dealing with the less familiar
concepts. The book’s treatment is selective and systematic enough
to allow this for undergraduates already familiar with the mysteries
of trees, inverted files, lists and other usual paraphernalia of
Computer Science. The systematically chosen document database
structures of METADEX, COMPENDEX, ERIC, SPIN, CAIN and*
MARC with which the earlier part deals should cause no problems.
I am less sure that librarianship undergraduates will achieve
as much in the relevant areas of Computer Science without sub
stantial assistance. Certainly some Librarians I know would not be
overfamiliar with the concepts of tag fields, scatter storage, or
dynamic structures; I suspect that they might worry a little over the
mathematical content (which is necessary for an adequate treatment
of the topics covered) but which is not easy without a background
in at least introductory algebra, analysis and statistics. Hence more
omissions are specified, and the time is extended. On the other
hand, the author’s presentation is generally clear and simple, and
there are useful examples and illustrations of the techniques. On
balance, then, I would be prepared to accept the author’s plan.
There are several points of criticism that ought to be made,
particularly in view of the intended mixed leadership. Considering
the different backgrounds and academic levels, I would have
expected a carefully-planned guide to further reading. In both areas
advice on remedial, as well as more advanced reading is desirable.
The lack of a full systematic, computer-produced bibliography is
mystifying. (There are indeed many immaculately-printed
footnotes to references, but this is not the same at all: it makes it
most difficult, for example, to assess the extent and coverage of key
references). The Subject Index itself is also too brief, and the lack
of cross-references is not helpful to the reader (or to the reviewer).
In general and in spite of the above matters, the book is a
welcome addition to the publishers Library and .Information Science
Series. The presentation and production of the book is excellent,
but the recommended hardback price (of close to IA30.00) may
make it difficult to compete with other texts.
G.F. SCHAEFLER
Department of Mathematics & Computer Science
Royal Melbourne Institute of Technology Ltd.
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Computers and People, Ed: Andrew Parkin. Edward Arnold, Lon
don, 1977, $A12.00. A4 paperback, facsimile typescript,
129 pages.
This is a series of papers from a conference in Leicester in
1976, analysing various interactions between computers and people,
as the title suggests. Most papers are critical of past and current
systems.
They start in a pedestrian manner with six papers on the
introduction of computers into business. This is familiar systems
analysis material, with which there will be little contention.
Then there are four useful papers on enhancing interaction
in CAD and similar systems.
There are two papers on programmer recruitment which
make several surprising (to the reviewer) and valuable criticisms
of current procedures.
There is an important critique of professionalism by Turton.
He claims that it is an 18th century idea, and he explains its social
dangers in frightening detail.
There is an excellent paper on computers and Welfare Bene
fits by Adler and Dufeu. They address the imbalance: that there
are many computer systems with information collected on people,
but very few with information for people.
Finally there is a paper by Stamper on the role of inform
ation systems in society. He presents statistics to point out that
over 50 per cent of the work force are now engaged in producing
information. He goes on to consider the implications of this.
There is an index containing author references and a few
subject references.
The papers are important. As computers penetrate deeper
into the fabric of our society, analyses such as these must be heeded
if we are not to cripple our civilisation. They should be required
reading by all computer undergraduates. The papers require no
specialised computing knowledge and could well be incorporated
in an introductory course.
D. HERBISON-EVANS,
Basser Department of Computer Science,
University of Sydney
M.C. Yovits (ed.), Advances in Computers, Vol. 17, Academic
Press, New York, 1978, $A43.40.
The series Advances in Computers aims to maintain a sense
of unity in the computing field by presenting accounts of trends
in major areas of interest. Each volume contains several unrelated
articles, usually in-depth reviews of recent developments in the
areas concerned. The five articles in the present volume can be
grouped into three areas — natural language processing, computer
architecture, and the legal and social implications of computing.
Three more diverse aspects of computing would be difficult to
find, and this divergence in fact exemplifies the flavour of the
entire series. A consequence of the divergent topics is that most
reviewers (myself included) cannot claim expertise in all topics
discussed, and my remarks about the individual chapters of the
book should be read in this light.
The first article (83 pp) deals with Semantics and Quantific
ation in Natural Language Question Answering. The author, W.A.
Woods, has applied his augmentation transition networks to several
different question answering systems, the best known of which is
the LUNAR system, which enables.geologists to ask questions in
English about a data base of luna'r rock analyses. Although the
other systems are briefly described, it is LUNAR that forms the
basis for the present article, which presents various problems in
semantics and quantification, and describes how LUNAR resolves
them (or, in the case of unresolved problems, where the difficulties
lie). The presentation is illustrated with many examples. The
semantics of the incoming questions is represented in a “meaning
representation language” in Lisp S-expressions, but arriving at the
correct semantic interpretation of an English question can be
difficult. The ambiguity of quantifier scope in the request, "List
the samples that contain every major element” is typical of the
problems that Woods discusses. The advances described are in
general not particularly recent; the final report on LUNAR was
presented in 1972.
The second article is an interesting complement to the first.
Whereas VVoods’ LUNAR system assumes the existence of a suit
ably structured data base, about which questions can be asked,
Naomi Sayer, in Natural Language Information Formatting (70 pp),
deals with the problem of constructing such a data base from a
natural language input text. The author argues that with com
puter typesetting and similar text processing now commonplace,
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there is a vast quantity of machine-readable, natural language text
that is largely unexploited. The problem of interpreting natural
language text is approached by transforming it into a tabulated
form or “information format”. The author shows that, after
suitable syntactic reductions, English sentences can often be seen
as repeating sequences of similar elements. This is particularly the
case when the English in question is that of a particular scientific
literature, when the normal restrictions of English grammar are
increased by the formalism and accepted usage of the discipline
concerned. The greater part of the chapter is concerned with the
specific problems of parsing natural language so as to properly
recognize its tabular structure. Extensive illustrative examples
are drawn from the field of medical records.
The third article, Distributed Loop Computer Networks
(60 pp) is the first of two in the area of computer architecture.
The author, Ming T. Liu, describes several loop organizations,
of which the distributed loop is one. The advantages of loop net
works are that they allow very simple message routing from one
device in the network to another, and provide a very fast inform
ation transfer rate. The communication facilities required to im
plement such a loop are presented in some detail. The greater
part of the chapter is then devoted to the interesting problem of
designing an operating system for controlling a diverse set of
computers and other devices connected in a loop network. Prob
lems discussed include inter-process communication, remote pro
gram calling, generalized data transfer and distributed resource
management. Some attention is also given to the design of a suit
able command language for such an operating system. The article
concludes with two performance studies of. various loop configur
ations, one analytical and the other using simulation. Networks of
the kind described in this chapter can provide a simple, inexpensive
way of connecting several small computers together, but the associ
ated software-writing task is decidedly non-trivial, and there has
been little practical experience in this field.
The fourth article is also about architecture, but on an
entirely different scale, in Magnetic Bubble Memory and Logic
(59 pp), Tien Chi Chen and Hsu Chang first present a readable
account of the mechanism of magnetic bubbles and describe their
use in memory devices. Because magnetic bubble technology has
developed so suddenly, presentations of this kind are not yet
widely distributed in standard computer systems texts, and I found
this article particularly valuable. Bubble memory is non-volatile
and its access speed falls between that of circuit-chip memory and
magnetic discs, at present a large and problematical gap. I found
interesting the author’s prediction that because bubble memories
(electronic discs) fill this gap, the present differences between the
cache/circuit-chip and circuit-chip/disc hierarchies will be resolved
in a unified hierarchial cache/circuit-chip/bubble/disc memory
system. The main purpose of this chapter, however is not so much
to explain bubble memory as to show that bubble devices can be
used to implement logic functions, and to describe the associated
techniques and problems of bubble chip design. Bubble logic is
slower than semi-conductor logic, but the authors argue that, when
processing information already in bubble form, it is better to use
bubble logic because it eliminates the expensive translation of
information between bubble and electronic forms. They point out
that bubble logic makes distributed processing, within the memory
unit, almost inevitable, and predict that, in machines with bubble
memories, the monopoly of the processor in the processing task
will end.
The last article again brings the reader into a completely
different field. Computers and the Public’s Right of Access to
Government Information (33 pp) by A.F. Westin addresses a matter
which has become very topical in this country in recent years. The
author conducted a survey of, on the one hand, government
departments, and on the other, various groups and individuals
seeking government information, to obtain their opinions about
whether or not the automation of government files has assisted
or hindered the public’s access to the information they contain.
The general conclusion is that the affect has been either negligible
or an improvement. However, Westin argues that much of the
potential of automation for greatly improving public access to
information has not been properly realized, and makes some
recommendations aimed at reducing this problem. Naturally, this
article is concerned with the situation in the United States, where
public access to government information is a well established legal
right, at least at the federal level. However, I am sure that many
of the points made by Westin have universal relevance.
The. volume concludes with an author/citation index, a
subject index, and a list of the contents of previous volumes in the
series. This last list, in itself, provides an interesting picture of how
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computing has developed in the time (nearly two decades) since
the series began. The list could be useful for readers seeking a
readable but in-depth summary of a particular computing field.
It is difficult to say whether the juxtaposition of several
different computing topics really does provide cross-fertilization
within the discipline, and thereby increase its sense of unity. It is
also difficult to say whether Advances in Computers is in a better
position to do this than many broadly based computer journals.
These matters probably depend mainly on the willingness of in
dividuals to read outside their own fields. For those so willing,
this volume of Advances in Computers provides interesting insights
into the areas it covers.
W.P. BEAUMONT,
University of Adelaide
James S. Vandergraft, Introduction to Numerical Computations.
Academic Press, New York and London, 1978, 344 pp.,
$A29.40.
James Vandergraft has taken on an extraordinarily difficult
task: an introduction to numerical methods with a strong em
phasis on the ramifications of computer arithmetic, rounding error
analyses and the concepts of stability and efficiency, while assum
ing throughout that the reader has only an elementary calculus
background. Generally, he succeeds admirably in his presentation
of the topic from this most important viewpoint. Nevertheless,
even though high-level mathematical tools are avoided, a reason
ably sophisticated level of mathematical maturity is essential for
full comprehension of the book.
In most chapters, a fairly consistent approach is employed:
(i)
Statement of the problem at hand.
(ii)
Brief derivation of straightforward methods for
solving the problem (complemented with several
well-chosen examples).
(iii)
Presentation of algorithms for implementing the
methods (expressed in an informal language based on
structured programming ideas and easily translated
into modern high-level programming languages).
(iv)
Discussion of truncation error and convergence
properties (where appropriate).
(v)
Analysis of rounding error (using general techniques
introduced early in the book).
(vi)
Discussion of the efficiency of the methods (mea
sured by the number of floating point operations).
Thus, each method is carefully analyzed from a practical
standpoint, and its advantages and limitations are generally clearly
delineated. Such an approach considerably enhances the reader’s
insight into the usefulness (and pitfalls) of the various algorithms.
For the most part, Vandergraft demonstrates a clear under
standing of the topics covered and conveys this well using the
tools to which he has limited himself. The scope of the book is
indicated by the chapter headings:
Chapter 1: Basic Aspects of Numerical Computations
Chapter 2: Computer Arithmetic
Chapter 3: Evaluation of Functions
Chapter 4: Interpolation and Approximation
Chapter 5: Differentiation and Integration
Chapter 6: Systems of Linear Equations
Chapter 7: Nonlinear Equations
Chapter 8: Ordinary Differential Equations.
Chapters 1 and 2 are recommended reading for any student
or teacher of introductory numerical analysis courses and are
essential to the understanding of the remainder of the book. In
Chapter 1, Vandergraft stimulates interest with brief illustrations
of various sources of error and introduces the idea of stability —
both in problem formulations and in the numerical methods used
to solve them. Plentiful, well-expressed, easy-to-follow examples
are used in Chapter 2 to concisely present a complex topic in
a relatively simple manner (and without loss of vigour). Important
to the understanding of the rest of the book is the introduction of
a general technique for performing simple rounding error analyses.
in Chapter 3, valuable introductory material on (stable)
summations, polynomial evaluation and the avoidance of sub
tractive cancellation is given. Rational approximation and con
tinued fractions are also briefly covered. (Although some important
computational aspects are illustrated, the inclusion of these two
topics without derivation or analysis may confuse some students.)
The coverage of least-squares and spline approximations
in Chapter 4 is excellent: two sometimes difficult topics are
logically presented without recourse to high-level mathematics.
The simple, lucid discussion of conditioning of problems is partic
The Australian Computer journal, Vol. 11, No. 3, August 1979

Book Reviews
ularly worthwhile. Also included in this chapter are the standard
Lagrange and Hermite polynomial interpolation formulae (both
stated without derivation).
Chapter 5 is easily the weakest in the book. Vandergraft
does not display as much insight into (or knowledge of) the
analysis and art of numerical integration as he shows in other
topics. The usefulness of a text such as this one depends very much
on the experience of the author, since some quite general claims
are made without direct evidence to back them up. In this chapter,
Vandergraft makes several misleading and inaccurate statements
and there are some important omissions. To itemize these short
comings here would unbalance the review by giving undue weight
to one section of the book only. Suffice to say that readers would
be well advised to get a “second opinion” on numerical integration
rather than put their faith in this chapter alone.
By contrast, the treatment of the solution of systems of
linear equations (Chapter 6) is excellent. The reduction to the
fundamentals of conditioning and error analysis without the use
of high-powered tools is again particularly well handled. A com
plete appraisal of Gaussian elimination is given, including a detailed
discussion of efficiency of storage and calculation and of applic
ations of Gaussian elimination in other areas (e.g., evaluation of
determinants and matrix inverses). Interative methods are also
covered, though the reader who truly has only an elementary
calculus background may find the analysis of convergence and
convergence rates somewhat difficult.
Chapter 7 runs through the well-known iterative methods
for solving non-linear equations: successive substitution, Newton,
secant, bisection and false position, plus a nice explanation of a
simplified version of the Dekker-Brent algorithm. The standard
results are presented with a few indications of deeper results (but
without specific references). Roots of polynomial are treated
separately.
The final chapter gives a good overview of the problems
inherent in the numerical solution of ODE’s as well ds an intro
duction to (and brief analysis of) implicit, explicit and predictorcorrector methods of solution of initial-value problems. Included
is a sound discussion of local and global error estimation, stability
and stepsize control, though the mathematical competence of the
beginning student will be well tested. Brief mention is also made
of stiff equations and the solution of boundary-value problems.
A few general comments:
(i)
Several results are “pulled from a hat” or inadequately
derived or proved. This is understandable (and quite acceptable)
in a book where the emphasis is on the numerical and practical
aspects of the methods considered, but the inclusion of more
specific references where the reader may find a fuller treatment
would be useful.
(ii)
The use of finite differences is specifically avoided!
They could certainly have facilitated simpler explanations of
methods for polynomial interpolation, numerical integration and
the solution of ODEs.
(iii)
Somewhat strangely, the general nature of iterative
methods is discussed (Chapter 7) after their use for the solution of
systems of linear equations (Chapter 6).
(iv)
A separate listing of definitions would prove help
ful, especially in relation to the terminology associated with the
general technique used for analyzing rounding errors. Without
this, it is difficult to use the book purely as a reference just for
one or two topics.
(v)
Generally, the author’s claim that “most of the
specific mathematical tools that are used are covered in a standard
first-year calculus course” is accurate. However, it is worth em
phasizing the need for the reader to be able to readily understand
and manipulate inequalities, summations and absolute values,
since there is a heavy dependence on these tools.
(vi)
There is a liberal sprinkling of typographical errors.
Most should cause little concern, though mistakes in both the
differential equation (8.94) and its corresponding difference equ
ation (8.95) make that example difficult to follow.
(vii) Many major (and several not-so-major) results are
highlighted by the use of especially-framed keyword phrases des
cribing the result. This is a good idea, but unfortunately it has
not been applied consistently. This, and the previous comment,
seem to indicate a fairly hurried "wrap-up job” on the final manu
script and proofs.
In summary, notwithstanding the (mostly) minor criticisms
above, this is an excellent attempt to introduce students to num
erical methods from a practical standpoint and imparts much
more .insight than is usual in purely introductory texts on the
subject. I particularly like Vandergraft’s ability to clearly express

some quite complex material with the use of elementary tools
and many simple examples. The notation and technique for
analyzing rounding errors is a valuable asset in this regard. I highly
recommend the book for use, in conjunction with a good numerical
analysis text, for any first course in numerical analysis offered at
advanced undergraduate level.
IAN ROBINSON,
Computer Science Department,
La Trobe University
Computer Vision Systems. Edited by Allen R. Hanson and Edward
M. Riseman, Academic Press, New York, 1978, 390 pp.
$A40.60.
Computer Vision Systems contains papers from a Workshop
held at the University of Massachusetts, Amherst, USA, over June
1-3, 1977.
The Workshop was organised to examine the state-of-the-art
in computer vision, and was restricted to 32 researchers from
leading vision groups mostly in North America.
As preparation for the Workshop, each participant supplied a
position paper in response to a questionnaire (printed in the
Introduction) from the organisers. These papers were circulated
nearly a year before the Workshop so that final papers could be
addressed to the positions taken by participants. The 26 papers in
the book are edited versions of the full-length papers prepared for
the Workshop.
The papers cover major topics in computer vision and have
been assembled in four Sections:
1. Issues and Research Strategies
2. Segmentation
3. Theory and Pyschology
4. Systems
An Introduction and brief comments on these Sections are included.
The most outstanding feature of the papers is their discussion
of the issues, ideas and problem areas in computer vision.
One of the major issues concerns the direction of computer
vision research. Most agree that the aims of the research are to
understand complex (human) visual processes and to construct
effective vision systems, but the papers reflect the different
emphases given to these two aspects.
Some of the papers suggest that computer vision should be
concerned primarily with a science of vision, and directed towards
understanding the physics and psychology of vision. Research is
directed to explaining 'low-level’ phenomena such as light and
surfaces, steropsis, colour and texture, in the form of computational
'modules’.
However the majority of papers are concerned with the
design and construction of vision systems. Research is directed
towards the representation of knowledge about the domain of the
images being perceived, and towards mechanisms for knowledgedirected interpretations of the images.
Other issues covered by the papers include the representation
of images (iconic versus symbolic) and the nature and role of
segmentation techniques.
Computer Vision Systems demonstrates that vision research
has finally emerged from the ‘hand-eye’ projects and the ‘blocks’
world into ‘real-world’ scene analysis.
Advances have been made in the study of low-level visual
phenomena within a general framework, and in implementing more
complex systems using current Artificial Intelligence techniques.
However there is some cause for pessimism. Phenomena such
as colour and motion are not treated in detail by any of the papers.
And the performances of the developed vision systems remain quite
limited. Indications are that progress will be slow — for instance, it
was estimated that over half of the manpower effort to build a
vision system was involved with system support.
Despite the pessimism, Computer Vision Systems is an
important publication for the field. It is essential study for those
interested in computer vision, and is worthy reading by those
wishing to assess the state-of-the-art.
J.F. O’CALLAGHAN,
CSIRO Department of Computing Research
Information Systems Methodology, G. Bracchi, P.C. Lockeman, eds.
(Volume 65 of Lecture Notes in Computer Science, G.*Goos,
J. Hartmanis, eds., Springer-Verlag, Berlin/Heidelberg/New
York, 1978,695 pages, $26.70.
This book is the sixty-fifth of a series of Lecture Notes in
Computer Sciences, published by Springer-Verlag and edited by G.
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Goos and J. Hartmanis. It constitutes the Proceedings of the Second
Conference of the European Co-operation in Informatics, held in
Venice in 1978, and bearing the title, “Information Systems
Methodology”.
The stated aim of the conference was to bring together
experts in the field of information system design and consolidate
work on the range of methods used in this field into one
proceeding.
The conference succeeds in covering this wide area. It
includes 35 papers, mainly by European workers, which are divided
into ten areas, namely
Information System Planning and Analysis, Information
Systems and Organisations, Analysis and Design Tools, Data
Modelling, Software System Development, Implementation
and Simulation, Parallel Processes, Impact of Technology,
Man-machine interface and System Use.
About half the papers deal with methodologies whereas the
others deal with specific techniques. They range from the pragmatic
to the theoretic with emphasis towards the latter, especially as far as
techniques are concerned.
Methodologies tend to emphasise frameworks with a practical
orientation. Example are papers on a general framework for the
analysis of user needs, or those which consider problems of human
interaction and participation in system analysis.
The specific techniques, which are discussed, tend to
underline the fundamental theory of systems rather than procedural
techniques. This is particularly so in the area of Analysis and Design
and Data Modelling. The area of data modelling, for example,
includes a number of formalisms for data specification, most of
which are not widely known. Some of the more popular tools of
design and analysis, such as data flow diagram or data dictionaries
are not covered. Similarly software development considers issues of
process sequencing, proofs of correctness, and formal program
specification techniques.
On the whole the volume is of high standard and should be a
useful reference to workers in the field of information systems
design.
DR. I.T. HAWRYSZKIEWYCZ
Canberra College of Advanced Education
Nijenhuis, A. and Wilf, H.S., Combinatorial Algorithms (second
edition), Academic Press, 1978, 302 pp, $A27.00.
Although 1 personally write Fortran only as a penance, I
found this a lovely book. It contains a whole series of Fortran sub
routines for performing most of the frequently required
combinatorial operations. However, the book contains much more
than the Fortran listings and the word algorithm in the title is
appropriate.
It starts with simple operations such as generating subsets of
a set, permutations and partitions. Each of these algorithms comes
in two forms: one in which all the objects are created; and one in
which a random object is created. From there it progresses through
the classical algorithms: cycle structure of permutations, spanning
forest of a graph, chromatic polynomial of a graph, network flows,
Hamiltonian circuits and so on.
Each chapter addresses a problem or a class of problems and
contains: a description of the problem generally illustrated by an
example; a description of the algorithm together with proofs and
analyses as required; the specification of the Fortran subroutine;
the subroutine itself; and sample input and output
My view that this is a very useful book for those people
working in this area is confirmed by colleagues who can’t wait till
I’ve finished this review so that the book becomes mine and they
can borrow it again.
J.S. ROHL
University of Western Australia
Automata, Languages and Programming, edited by G. Ausiello and
C. Bohm, in Lecture Notes in Computer Science series
(Springer-Verlag) Heidelberg, 1978, 508 pages. $A21.30.
This volume contains 37 papers selected from over 90 papers
submitted to the Fifth International Colloquium on Automata,
Languages and Programming held at Udine, Italy, from July 16th to
21st, 1978. The topics treated include automata theory, formal
languages, 1 theory of programming, computational complexity,
A-calculus, coding and graph theory. The papers are mainly of high
quality, notes are given here on those which the reviewer found to
be of particular interest.
In automata theory there is a very readable paper by J.K.
718

Price and D. Wotschke, “States Can Sometimes Do^More than
Stack Symbols in P.D.A.s”, in which it is shown that there are
infinitely many cases in which reduction in the number of states
in a deterministic pushdown automata by a factor or K requires
an increase in the number of stack symbols by a factor of at
least K2, even if the resulting machine is non-deterministic. Another
paper, R.V. Book, S.A. Greibach, C. Wrathall, “Comparisons and
Reset Machines” contains some very stimulating work which char
acterises a number of classes of languages specified by nondeterministic Turing machines.
In formal languages there is an enjoyable paper by A. Nijholt,
“On the Parsing and Covering of Simple Chain Grammars”. Simple
chain grammars form a subset of the LR(O) grammars. By a simple
deterministic pushdown transducer, which acts as a parser for
simple chain grammars. The paper by J. Albert, H. Maurer and G.
Rozenberg — “Simple EOL Forms under Uniform Interpretation
Generating CF Languages” establishes a complete classification
of all simple EOL forms (i.e., forms with a single terminal and
single nonterminal) which under uniform interpretation yield CF
languages only.
In the theory of programs, the paper by J.H. Gallier,
“Semantics and Correctness of Nondeterministic Flowchart Pro
grams with Recursive Procedures”, the author discusses a class of
schemes which is general enough to handle both non-determinism
and recursion, but does not allow general parameter passing by
name. The result is established that a program is partially correct
with respect to an input predicate and an output predicate if and
only if there exists a finite number of inductive assertions making
a formula constructed from the program true.
In computational complexity, the paper by J. Biskup, “Path
Measures of Turing Machine Computations” discusses some classes
of complexity measures for Turing machine computations. This
is a preliminary report on an attempt to define a class of “natural”
computational complexity measures. Another paper, D. Dobkin
and J.l. Munro, “Time and Space Bounds for Selection Problems”
addresses itself to more practical problems. For example, a new
bound is established on the number of comparisons required in
finding the mode of a multiset.
In A-calculus the paper by W. Damm and F. Fehr, “On the
Power of Self-Application and Higher Type Recursion” it is shown
that languages defined by higher type schemes (i.e., typed Xschem§s) have a decidable emptiness problem. Further results are
established and others quoted from previous papers to give the
strict hierarchy of control structures: —
Self-Application > Higher Type Recursion > Recursion > Iteration
In coding, the paper by D. Altenkamp and K. Mehihorn,
“Codes: Unequal Probabilities, Unequal Letter Cost” the noise
less coding theorem is extended to arbitrary letter costs.
In graph theory the paper by A. Itai and M. Rodeh, “Cover
ing a Graph by Circuits”, a probabilistic algorithm is given for
finding a short circuit cover, where the length of a circuit cover is
the sum of the lengths of the circuits.
J.K. Debenham,
The New South Wales Institute of Technology
“Medical Informatics Europe 78” — Proceedings of the First Con
gress of the European Federation for Medical Informatics,
Cambridge, England, 1978. Editor J. Anderson. SpringerVerlag, Berlin, 1978, $A27.20, xi + 822 pages (Lecture Notes
in Medical Informatics, Vol. 1).
The length of the title of this text is indicative of the size of
a publication which contains 80 papers on medical informatics,
presented by specialists from 18 countries. For convenience I will
group the 19 “themes” under five headings, viz:
GENERAL HEALTH APPLICATIONS - Medical Records
(7 papers), General Practice (4), Clinical Laboratories (5), Nursing
(3), Health Care Planning (6), Indexing and Administrative Systems
(6).
SCIENTIFIC AND MATHEMATICAL APPLICATIONS Image Processing (7), Signal Processing (6), Medical Decision Making
(5), Modelling (4).
LANGUAGES AND COMPUTING THEORY - Text
Processing (3), Informatics Technology (3), Data Bases (4).
EDUCATION — Training in Medical Informatics (3),
Implementation and User Education (4).
OTHER — Transferability (1), Treatment (2), Special Interest
Papers (4), Evaluation (3).
Many of the United Kingdom papers concern quite wellknown projects which were set up under a programme for the
“Experiment, Development and Implementation (EDI)” of
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computer projects, initiated by the Department of Health and Social
Services in 1968/69. Briefly, this involved setting up two or more
projects to experiment with a particular application of computers
to health care, with a view to recommending a particular course of
development, leading to progressive implementation in several
institutions.
By 1973 a programme for the evaluation of the EDI projects
was under way and already it was evident that the differences in
structure of institutions, choice of equipment and rate of progress
would make evaluation difficult. The paper by W.H. Molteno (“A
new approach to evaluation in the NHS experimental computer
programme”) highlights some of the problems (“By the end of
1976 enough work had been done to suggest that evaluation was no
simple task”). One problem was that some of the objectives were in
fact “possible improvements” which might take place as a result of
installing a computer. Another problem concerned the fundamental
requirement of recording data, about the existing system, which
could be used to evaluate the proposed system. It is suggested that
the lengthy development time, accompanied by modified or
additional objectives, made evaluation a complex process. This may
be so but one wonders why so many projects were allowed to con
tinue at the experimental level for so long and/or why additional
objectives were “tacked on” rather than carrying out a more
frequent, critical review.
The critical review of systems, using systems analysts and
O. & M. specialists, is often overlooked as the use of computers
becomes commonplace. Nursing administration is often an
exception to this attitude. Computers have been introduced very
slowly (hardly at all in Australia) in the wards, and generally after a
careful analysis of information requirements and current
procedures. The paper by Kathryn Hannah (“The relationship
between nursing and medical informatics”) provides a good
summary of an environment where a great deal of data, many of
which are very important, are recorded, analysed and retrieved
around the clock.
The paper by Bryant and Fenlon (“A review of the use of
computers in hospital and community indexes in the United
Kingdom”) gives a practical account of a most important subject
— the collection, filing, retrieval and linkage of patient records. This
is one of the areas in which computers have been applied with
considerable success in hospitals throughout the world.
The objectives and design philosophy of a well established
real-time computer project (Queen Elizabeth Medical Centre,
Birmingham) are reviewed by P.M. Hills. This paper concludes with
a list of the important factors to be considered in designing a
computer system in a "people” environment. These factors are
gaining acceptance in theory, but less so in practice.
Hospitals are complex organisations staffed by doctors,
nurses and other specialists ranging from dieticians to radiographers.1
The proceedings of this conference provide a good coverage of the
many functions of health care, generally, and are supported by a
substantial list of references and an author and subject index. One
criticism concerns several of the UK papers, in which there are
frequent appearances of unexplained abbreviations — mostly, one

assumes, referring to departments and positions. It is also surprising
that there is not one paper on the application of computers to
Pharmacy functions, but this is hardly the fault of the editors.
This work is the first volume of “Lecture notes in Medical
Informatics”. The editors are Professors Lindberg (University of
Missouri) and Reichertz (Medical School, Hannover). Prof.
Reichertz and his staff have contributed a great deal to the literature
and future volumes are awaited with interest.
JOHN SWAIN
Hospitals Computer Service — Victoria
Coats, R.B, and Parkin A., Computer Models in the Social Sciences,
Edward Arnold (Publishers) Ltd., 1977, pp 184. $A13.10.
The authors of this book state in their preface:
"Our aim is to arouse your interest in the potential of
computer models in explaining or predicting social
phenomena; to explain to you in plain terms how such
models can be built; to instruct you, if you wish, in some
practical methods of designing and testing these models; and
to give you leads to further information should you wish to
extend your knowledge or skills.”
Indeed they have clearly endeavoured to write a book which
does not alienate the non-numerate among social scientists and in
doing so they attempt to dispel the view that mathematical ability is
necessary to utilise computers. The book defines in the text, and
discusses briefly in the appendices, the computational and statistical
concepts employed and avoids jargon wherever possible.
The first four chapters cover the philosophy and explanation
of modelling and simulation using realistic case studies. More
sophisticated case studies are presented in the later four chapters.
The cases chosen are diverse and range from a model of human
memory to an aircraft queuing problem. The programming examples
use Fortran and make use of a library of subroutines (EDSIM) for
simulation purposes.
The book is written in an informal style with evidence of
much thought in the selection and explanation of material. It is
hardly a reference text, rather it displays an excellent teaching style
and retains interest by its warm, almost conversational, style.
Judgment as to whether the authors achieve their objectives,
within the span of 180 pages must depend upon the background
which readers are assumed to possess. It is difficult to believe that a
social scientist, dependant upon such brief description of statistical
and computer principles, could attempt modelling and simulation of
the type described, without further assistance.
However social scientists with experience in quantitative
methods, wishing to extend their use of computing facilities beyond
mere survey analysis, should find this a readable introduction to
modelling and simulation. Similarly, programmers likely to be
consulted by social scientists should find it of value, regardless of
their particular preferences for simulation languages.
PETER THORNE
Melbourne University

Forthcoming National and International Events
DATE

EVENT

LOCALE

SOURCE

4-9

9th IFIP Conference on Optimization Techniques

Warsaw, Poland

ACM

10-11

Symposium on Language Design and Programming Methodology

University of New South
Wales, Sydney

ACS

9th International Cybernetics Congress of the International Associations for
Cybernetics

Namur, Belgium

IFIP

10-14

Workshop on Distribution Management

Urbino, Italy

IFIP

16-18

Nonbibliographic Databases

Boston, Mass., USA

17-19

4th International Conference on Software Engineering

Munich, FRG

, AIDC
f
ACM

20-21

Sorrento Workshop for International Standardization of Simulation Languages

Sorrento, Italy

IFIP

20-26

3rd World Telecommunications Exhibition

Geneva, Switzerland

ACM

1979
September

10-14
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24-28

5th I FAC Symposium on Identification and System Parameter Estimation

Darmstadt, FRG

ACM

25-28

EURO-IFIP 79. IFIP European Conference on “Applied Information Technology”

London, U.K.

IFIP

26-28

International Symposia: Computers and Education, Applications and Software
Engineering

Montreal, Canada

IFIP

ECOMA-7, Capacity Management — Techniques and Implementation in
the 80s.

Paris, France

ACM

3-5

Fifth International Conference on Very Large Data Bases

Rio de Janeiro, Brazil

ACM

10-12

AICA Annual Congress

Bari, Italy

IFIP

14-26

First International Micro and Mini Computer Conference

Houston, Texas, USA

ACM

27-29

SIGCOMM Sixth Data Communications Symposium

Monterey, California, USA

ACM

29-31

ACM ’79

Michigan, USA

ACM

November
18-21

12th Annual Microprogramming Workshop

Hershey, Pa., USA

ACM

26-30

COMPCONTROL ’79 — Applying Informatics in the Engineering Industry

Sopron, Hungary

IFIP

December
3-5

1979 Winter Simulation Conference

San Diego, USA

ACM

10-12

7th Symposium on Operating System Principles

California, USA

ACM

1980
January
3-4

13th Annual Hawaii International Conference on Systems Sciences

Honolulu, Hawaii

ACM

7-9

PTC ’80 Pacific Telecommunications Conference

Honolulu, Hawaii

IFIP

9-11

1980 Conference on Pattern Recognition

Oxford, UK

IFIP

30-Feb. 1

International Symposium on Microcomputers and their Application

Monterey, California, USA

ACM

February
19-22

Techex ’80 World Fair for Technology Exchange

Atlanta, USA

ACM

March
3-5

NCC Office Automation Conference

Atlanta, USA

ACM

12-14

GI-NTG Conference on Computer Architecture and Operating Systems

Kiel, Germany

IFIP

31-Apr. 2

CAD-80 — 4th International Conference on Computers in Engineering &
Building Design

Brighton, UK

ACM

6-8

7th International Symposium on Computer Architecture

La Baule, France

ACM

June
24-26

APL 80 International Congress

Leiden, Netherlands

NSI

September
29-Oct. 3

MEDINFO 80

Tokyo, Japan

IFIP

October
6-9

8th

Tokyo, Japan

IFIP

Melbourne, Australia

ACS

Melbourne, Australia

IFIP

Melbourne, Australia

ACS

October
2-5

May

13

World Computer Congress

. Computing in Developing Nations

14-17

8th

20-23

International Conference on Computer Aided Design

120

World Computer Congress
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The Memorex equation
has no equal.
P^SSSSSS;

soSk

»

When you put it all together, make
sure it’s Memorex.
The most sophisticated CPU in the
world is only as good as its
peripheral equipment.
That’s obvious.
It’s also obvious that maximum
capability can only be achieved by
ensuring that the peripheral
equipment you do use is at least
equal to the potential of the CPU
in quality, performance and
reliability. And that means
Memorex.
It all adds up.
Disc storage drives; disc packs;
disc cache; dual intelligent string
controllers; tape drives; tapes;
add-on memories; communications
controllers; terminals and line
printers.

THATS HOW YOU MEASURE PERFORMANCE.
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Contact: Howard Clay
BRISBANE: 27-35 Turbot Street,
Phone: 221 7211
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Phone: 49 1422
Contact: Alex Witherden
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Phone 34 4366
Contact Murray Turner
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Phone 31 2166
Contact Graeme Moore

FREE SAMPLE COPIES AVAILABLE

(Continued from page VI)

In addition to the various consulting services avail
able, Digital is now offering a comprehensive Software
Maintenance Service. This service is designed to help the
customer keep his system well-tuned and up-to-date. The
plan is offered in three modules:
For the more self-sufficient customer, Digital
offers regular updates for systems software, a specific
problem reporting service and a limited amount of tele
phone consulting.
Where a higher level of Digital presence is desirable,
the customer can have a specialist visit him on-site at
regular intervals. The specialist will install all updates and
patches to the software and provide seminars on new
releases of software to help customers take advantage of
technical advances. Guidance is also provided on tuning
the system to enable the customer to optimise perform
ance and throughput.
For the customer with critical applications whe're
downtime must be minimised, Digital now offers a
priority response service — the DECsupport Service. Under
the DECsupport plan customers receive a response time
guarantee on all calls. When a critical problem arises, a
specialist can be on hand within hours to assist.
With a Maintenance Plan, customers can operate
with reduced in-house systems software capability, sig
nificantly reducing staff and training requirements.

DATA

GENERAL

JOINS

FORTUNE’S

TOP

500
Data General Corporation, US, parent company of
Data General Australia Pty. Ltd., has been listed for the
first time as one of the top 500 American industrial cor
porations by the US magazine, Fortune.
The Corporation qualified as the 500th company
after reporting record sales figures of $US379,948,000
($A341,953,200) during the company’s past fiscal year,
which ended September 30, 1978.
The 49.2 per cent increase in sales was the highest
recorded by Fortune for listed companies not making
any acquisitions during the past year.
The company, which has offices throughout the
world, last year became the third manufacturer to deliver
more than 50,000 computers. It has now delivered a total
of 63,000.
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‘Information and Management’ is a new international
journal of information systems applications. Interested
ACJ readers may apply for a free inspection copy.
Set up as the official journal of the 1 FIP users group
(IAG), Information and Management will serve managers,
professionals, data base administrators and senior execu
tives of organizations which design, implement and manage
information systems applications.
From the first issue’s editorial: Information and
Management has resulted from a reassessment of the
impact and role of advanced information and data handl
ing technology in today’s complex economic and social
environment. Information is the means to an end, and
not the end in itself; in most cases information is needed
in order to manage, and the tasks to be managed cover
the broad spectrum of human endeavor. Whether we are
considering the management of a research project or of a
multinational enterprise, the work of collecting, assembl
ing, correlating, and analyzing relevant information is
second only in importance to the intellectual capability
of its user. Our title reflects this thinking.
Information and Management is a journal which can
be read by the manager who uses information systems,
the information systems manager, and the information
systems researcher, and most significantly, say something
important to all.
Requests for a free inspection copy should be dir
ected to:
Mr. J. Dirkmaat, North-Holland Publishing Comp.,
P.O. Box 211, 1000 AE Amsterdam, The Netherlands.
(Copies will be sent by SAL mail directly upon receipt
of the requests).

DISABLED
DEMONSTRATE
SKILLS FOR HEALTH MINISTER

COMPUTER

The Federal Minister for Health, The Hon. R.J.D.
Hunt, was the guest of the NADOW Computer Training
Scheme Committee at International Computers Aust
ralia Pty. Ltd. in June.
Mr. Hunt was accompanied by senior members of
the health profession and observed NADOW disabled
trainees operating sophisticated computer equipment in
the ICL Computer Centre. They demonstrated that handi
capped people, after suitable training by NADOW, can
take their place in the Australian computer industry as
operators, programmers and data entry clerks.
The National Association for Training the Disabled
in Office Work (NADOW) was formed in 1965 to provide
practical, on-the-job training facilities in office procedures
for disabled people.
The NADOW Computer Training Scheme com
menced in 1975 and with the assistance of computer
professionals has trained over 40 physically handicapped
people to become computer programmers, operators and
data entry staff.
The Computer Training Scheme is multidiagnostic,
offering training to all eligible handicapped persons in
cluding quadriplegics, paraplegics, amputees, the blind
and partially sighted, deaf, spastics, polio victims, arthritics, diabetics, cardiac patients, people with congenital
deformities, accident victims and neurological disorders
including paralysis.
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Drta Generd introduces
freedom of choice.
You know what IBM has to
offer. Maybe you know what the
others have to offer. Now it’s
time you found out what makes
our ECLIPSE® Data Systems the
most intelligent choice for your

distributed data processing.
Ask us about compatibility,
for instance. And ask where we
rank in interactive capabilities.
We’ll be happy to let you
know our ECLIPSE systems

offer you a wide range of
compatible systems and one of
the best interactive computing
capabilities in the business.
But don’t take our word for
it. Just ask the competition.

I understand ECLIPSE Data Systems are part of the broadest line of
COBOL-compatible business systems available, and are supported by an
exclusive Advanced Operating System (AOS), a full range of languages,
Name
Company
Address

DataGeneral

P/code
Mail to Data General Australia Pty. Ltd.
30-32 Ellingworth Pde. Box Hill, Vic. 3128

m

i w DataGeneral
ECLIPSE DATA SYSTEMS FOR BUSINESS.
Data General Australia Pty. Ltd., 30 Ellingworth Parade, Box Hill, Victoria, 3128. Tei (03) 89*0633, Sydney (02) 908* 1366, Newcastle (049) 26*2922, Brisbane (07) 229*5744,
Adelaide (08) 223*7344, Perth (09) 321 - 5981, Data General New Zealand Ltd., Wellington (4) 723*095, Auckland (9) 30*294, Christchurch (3) 499*005.

‘CHANGE IN INDUSTRIAL
POLICY
NEEDED’ WARNS
MANUFACTURING EXECUT
IVE
Australia’s manufacturing in
dustries were doomed unless the
country had an immediate change
of industrial policy, a leading manu
facturing executive warned.
Australian industries needed to
standardise so they had a better
chance of entering export markets,
he said.
If they failed to standardise to
a far greater extent, they would be
swamped by the products of the
rapidly developing nations of SouthEast Asia.
This warning was given by Mr.
Revill Bird, managing director of
the newly-formed Industrial Products
Division of GEC Australia.
Mr. Bird said he was horrified
to note a general attitude among
Australian industrialists not to en
courage standardisation with inter
national standards.
“They believe it is better to
keep the big international companies
uninterested in the Australian market
because of its lack of standardis
ation,” Mr. Bird told a gathering of
top engineers and company execu
tives in Sydney.
“They don’t press for standard
isation because they think this would
open up the market to big inter
national companies.
“I say that attitude is totally
wrong. The right attitude is that
Australia is capable of manufacturing
goods to international standards and
exporting them to the rest of the
world, particularly to South-East
Asia.
“We have a unique opportunity
of breaking away from the limits
of the domestic market and taking
part in the rapid expansion of our
near neighbours over the next decade
or two.
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DATA BASE/
A
DATA COMMUNICATIONS
ADMINISTRATION, CONTROL
AND AUDIT SEMINAR

Many organisations are today implementing or considering im
plementing systems which utilise data base and data communi
cations processing techniques. These methods employ the use of
sophisticated, responsive data accessing and processing methods
as well as a greater concentration of information in one location.
The impact of these systems has covered all areas of data
management and control. Traditional control techniques have had
to be supplemented by new techniques which recognise the
capabilities of the new hardware/software facilities and the influence of
the organisation function created to manage the DB/DC environment.
This seminar reviews all aspects of data communications and data
base systems from a control and audit viewpoint. It introduces and
describes the DB/DC environment, the control of audit problems
and the techniques which can be applied to provide acceptable
levels of security, accuracy, integrity, etc.
This seminar will be of specific interest to those personnel who are
concerned or involved with all aspects of controls in advanced
systems. This will include EDP Auditors, Data Base Administrators,
Systems Designers and EDP Management.

LECTURERS

This seminar is presented by two highly qualified and accomplished
lecturers who have had wide practical knowledge and experience
in all areas of computer systems and control. These lecturers are:
David J. Angeloro - Consulting Director,
David J. Angeloro & Associates Pty. Ltd.
Geoffrey H. Cooper - Technical Director
of Computer Audit, Touche Ross & Co.

COURSE DATES AND VENUES

The seminar will be held at the following venues:
SYDNEY
10-13 September, Glenview Motel. St. Leonards.
MELBOURNE 17-20 September, Travelodge Motel, Melbourne.
ADELAIDE
24-27 September, Town House Hotel, Adelaide.

COSTS

The course is presented over 3 days with an additional optional 1 day case study and workshop session. This cost for the 3 days is
$350 and for 4 days $450.
For further information regarding the seminar, write to
Mr. David J. Angeloro,
GPO Box 3613, Sydney, 2001.
%
or telephone Mrs. R. Watts on (02) '238 0288
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“If the South-East Asian manu
facturing facilities outgrow us, as
they are beginning to do, all that will
happen is that we will become more
inward-looking and seek further pro
tection. And gradually the manu
facturing industry here will die.”

COMPANY NAME:

PLEASE REGISTER.........................................................................

□

Mr. Bird appealed to engineers
to get behind standardisation, to put
aside their own fads and personal
tastes and to standardise in the nat
ional interest.

.............................................................................................

□I
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ADDRESS:............
...................................................... PHONE........................................................
W/SHOP

□ SYDNEY
□ MELBOURNE
□ ADELAIDE,
Cheque for $...............enclosed
0 Please Invoice
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ADELAIDE UNIVERSITY ORDERS 124 VIDEO
TERMINALS FROM DIGITAL ELECTRONICS
The University of Adelaide has placed an order for
124 Infoton MOO video display computer terminals valued
at about $130,000, with Digital Electronics Pty. Ltd.,
Sydney-based supplier of computing equipment.
The terminals will be used by students in various
courses in several departments, but mainly in the Depart
ments of Computer Science, Mathematics and Economics.
The Infoton 1-100 display terminal is a ruggedlydesigned high-reliability terminal which employs a power
ful Z80 microprocessor to achieve a new standard of
functionality in low-priced terminals.
The 1-100 includes a solid state keyboard with
numeric pad and optional function keys, two industry
standard asynchronous serial interfaces, a 12-inch, high
resolution, low-glare display monitor, and rugged all-steel
packaging.

what do
power-line
disturbances
cost you

^^Transient impulses, sags, surges, and long-teriruiri^^l
can push maintenance costs through the roof ...
interrupt production ... generate ‘unexplainable’
malfunctions of elec
tronic controls and
instruments.

PLESSEY WINS CLANSMAN ORDERS WORTH
£1.5 MILLION
Plessey Avionics & Communications of the UK has
won competitive tenders for the supply of ancillary equip
ment of the UK Ministry of Defence for the Clansman
radio system. The contracts, worth over £Stg.1.5m, include
orders for approximately 4,000 D.C. charging units.
These Plessey units developed by PA&C, meet all
the requirements for a fast, reliable charging system for
the nickel-cadmium batteries used with all Clansman
manpack radios. They operate from any 28V D.C. power
source and are suitable for float-charging a battery whilst
connected to a transceiver.
These further orders for ancillaries from the Ministry
of Defence emphasize confidence in the manufacturing
capabilities of PA&C, a major contractor in the Clansman
programme.

DRANETZ
Power-Line
Disturbance
Analysers

HOME & SMALL BUSINESS COMPUTER SHOW
Melbourne’s first Home and Small Business Com
puter Show will be held at the Exhibition Buildings on
27-30 September 1979. An expansion of the enormously
successful Home Computer Shows recently held in Mel
bourne and Sydney, the new Show will retain the festive
and friendly atmosphere of the original Shows and will
also contain a greater emphasis on small business and
professional systems marketed by the larger computer
companies.
Visitors to the Show will see not only the latest
gadgetry and wizardry of the new microprocessor tech
nology, but also possibly the widest range of small com
puters (from $500 to $20,000) ever assembled under one
roof in Australia.
Added features of the Show will include a series of
intensive Seminars dealing with the practical nuts-andbolts issues which must be confronted by businessmen,
professionals and educators when selecting, installing
and operating a new computer system, Australia’s second
Computer Chess Championship, special discounts for
school excursion groups and free raffle tickets for a valu
able prize (at Sydney’s Show first prize was a Dick Smith
Exidy Sorcerer Personal Computer).
Further information concerning booths still avail
able or details about the Seminars can be obtained by
phoning Alan Schwartz at Australian Seminar Services
Pty Ltd (03) 267-4311.
xii
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have a built-in com
puter that detects all
kinds of disturbances,
measures them (down
to half a micro-sec
ond) and prints the full
story: what happened,
when and for how
long. Besides • an
automatic,
daily, dated
DRAIME
summary, it also gives
you (on command) a
short-term report. Monitors continuously, operates
unattended — even if power is down.
■ Rugged, really portable instrument.
■ Adaptors measure area, polarity and direction of
impulse.
■ Single phase, three phase and AC/DC models are
available.
To find out more, call the Industrial Division specialist
of Electrical Equipment Limited in your state.

INDUSTRIAL DIVISION

Electrical

laser*

SYDNEY:
BRISBANE:
MELBOURNE:
ADELAIDE:
PERTH:
HOBART:
LAUNCESTON:

(02)590291
(07)523962
(03)951611
(08)516718
(09) 381 2866
(002)342233
(003)316533
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Who in the world uses
Tandem NonStop Computers?
HERE ARE SOMEAmerican Electric Power
New York, New York
Ann Arbor Computer Corporation
Ann Arbor, Michigan
Automatic Totalisators, Inc.
Newark, Delaware
Barclays International
Poole, England
Chase Manhattan Bank
New York. New York
Citibank
New York, New York
Commodity News Services, Inc.
Leawood, Kansas
Eastern States Bankcard Ass., Inc.
Lake Success, L.L, New York
First National Bank of Lincoln
Lincoln, Nebraska
Illinois Bell Telephone
Chicago, Illinois
Karstadt A.G.
Essen, West Germany
Logisticon Incorporated
Sunnyvale, California
McDonnell Douglas Automation Company
St. Louis, Missouri
Microform Data Systems, Inc.
Mountain View, California
MidAtlantic Toyota Distributors, Inc.
Glen Bumie, Maryland
Missouri/Illinois Regional
Red Cross Blood Service
St. Louis, Missouri
OCLC, Inc.
Columbus, Ohio
Raytheon Company
Sudbury, Massachusetts
St. Louis University School
of Medicine
St. Louis, Missouri
Sutro & Co., Inc.
San Francisco, California
The New York Stock Exchange
New York, New York
Thyssen A.G.
Duisburg, West Germany
University of California, Berkeley
Berkeley, California
University of Virginia Medical
Computing Center
Charlottesville, Virginia

TANDEM COMPUTERS
DISTRIBUTED IN
AUSTRALIA BY:

I
Even though Tandem systems are in the price range normally
associated with medium sized systems, they can out-perform and
out-grow multi-million dollar large mainframe systems. A Tandem
NonStop System can grow modularly, on-site from a basic two
processor, two disc drive system with a few terminals to a sixteen
processor system, with many disc drives and hundreds of terminals
without changes to existing applications software.
Tandem users have installed systems varying from a basic system
all the way to a system comprising 10 processors with 12 billion bytes
of disc storage and 2,000 terminals.

Wherever one or more of our four unique capabilities was a require
ment which couldn’t be met anywhere else. 1) NonStop operation
even during a failure anywhere in the system, including protection of
transactions-in-process during a failure, without loss or duplication.
2) Protection of the system’s data base from damage or destruction
when a failure occurs. 3) Expandability of the system from a basic
two processor system all the way to sixteen processors at no loss of
investment in either software or hardware. 4) The Tandem NonStop
System is powerful even in its smallest configuration, processing
multiple transactions per second, at the lowest cost-per-transaction
in the entire computer industry.
For further information, or a demonstration of the
unique capabilities of TANDEM COMPUTERS
write or call Management Information Systems Pty. Ltd.,
3 Bowen Crescent, Melbourne 3004. Phone: 267 4133.
22 Atchison Street, St. Leonards, 2065. Phone: 43 0361.

TANDEM
MANAGEMENT INFORMATION SYSTEMS PTY. LTD*
3 BOWEN CRESCENT,
MELBOURNE. VIC. 3004
Telephone 267 4133

22 ATCHISON STREET,
ST. LEONARDS. NSW. 2065
Telephone 43 0361

S.G.I.O. Building,
Cnr.TURBOT & ALBERT Sts.,
BRISBANE. OLD. 4000
Telephone 229 3830
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