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says Mr Ray Horsey, National
Marketing Manager,Computer and
Access Flooring.

At the new TAB Computer Centre
in Canberra, two Univac 9400's,
five Interdata 7/32's and two
Digital Equipment PDP 8L systems
will soon be installed.
Throughout the vast 1853m2
floor area, consisting of three
complete levels, Cemac Tate
Access Floors were selected for the
carpeted computer room, the
carpeted telephone betting centre,
and for the ground floor computer
and technical repair area, where
high pressure laminate tiles are
being used.
"Cemac Tate offered an
anti-static carpet carrying a five

year guarantee, and the panels
themselves combine strength with
outstanding accessibility",
commented Mr John Matthews,
General Manager, A.C.T. TAB.
"Also, the new full and half
height Cemac partitions will make
any future change to work areas
extremely easy."
Cemac Tate's all-metal access
floor system offers four panel sizes,
all with patented 'Snap-Lock'

cemac

stringers, and the widest range of
finishes including high pressure
laminate, wood parquet, cork and
vinyl asbestos - in addition to
anti-static carpet.
Cemac also offers a patented
'Levelock' base which ensures a
perfectly level floor even on a
sloping slab. So, whether you
require access flooring or complete
fitting out of office interiors with
floors, ceilings, partitions and task
lighting, contact Cemac Interiors.

Brochures and details from Cemac Interiors:
SYDNEY:............... 6993122
MELBOURNE:........ 637811
BRISBANE:........... 2215099
CANBERRA:........... 823706

Licencees:
ADELAIDE:............. 453656
HOBART:................ 344582
PERTH.................. 4447888
CID0014

News Briefs from the Computer World
“News Briefs from the Computer World" is a regular feature which covers local
and overseas developments in the computer industry including new products,
interesting techniques, newsworthy projects and other topical events of' interest.
DATA GENERAL ANNOUNCES ITS LARGEST
COMPUTER
One of the computer industry’s most powerful mini
computer systems was introduced in the Australian market
recently by Data General Australia Pty Ltd.
Comparable in performance to the middle range of
general-purpose “mainframe” computers, the M/600
represents the seventh and largest system in its ECLIPSE
product line.
“This new system will expand the scope of appli
cations for large minicomputers in the on-line data services
market one of the most rapidly growing segments of our
industry,” said Mr Wayne Fitzsimmons, General Manager,
Data General Australia.
“We expect this market’s volume world-wide to
exceed $1000 million within two years, fuelled by increas
ing user sophistication and new product capability from
minicomputer manufacturers.”
The data services market is characterised by in-house
business, laboratory and educational applications in which
large numbers of users work concurrently with the compu
ter on a variety of tasks. Current minicomputers lose
efficiency when handling over 15-20 users.
In a typical business application, a single system
could handle a range of applications, including economic
modelling and forecasting in a marketing department, cash
flow projections in a financial control function, and cap
acity planning and scheduling tasks for production groups.
The new computer system contains a unique threelevel data input/output management facility which speeds
up response time so that more users can efficiently work
with the computer at one time.
For example, it allows data which needs to be acted
upon quickly to be “moved” at a rate of 10 million charac
ters per second. This is 2-3 times faster than most current
minicomputers.

Also, a “demand-paged” memory technique applies
large computer technology so that the computer can handle
a workload which requires physical or “actual” memory
greater than that which is available.
LARGE ORDER COMPLETED
Texas Instruments Australia Pty Limited have com
pleted the delivery of a large order of T.I. type 990 pro
cessor equipment to the Air Transport Group of the
Department of Transport (DOT). The equipment comprises
a development system containing three 990/10s and
installation equipment containing ten 990/10s with
associated peripheral interfaces.
The order was won against world-wide competition to
provide equipment needed to upgrade the Aeronautical
Fixed Telecommunication Network, which is operated by
DOT and handles aeronautical messages associated with
aircraft movements, such as flight plans, weather reports
etc. System development is being carried out in the research
and development branch of DOT, based on a distributed
data processing concept using the T.I. equipment. DOT
engineers say the advanced system architecture of the 990
family, with the TI-LINE bus facility, is particularly suited
to the multi-processor DOT application.
In this application existing manually operated equip
ment is being replaced by a duplicated automatic switching
system. Each system contains four TI 990 channel
processors, functionally oriented, which are connected
through TI-LINES to a 990/10 central processor. Trident
disc drives of 25 Megabyte capacity provide file storage.
Stations on the network are interconnected to the new
centre via small terminal controllers and 2400 bps
synchronous circuits to the channel processors. The
terminal controllers are based on the T19900 microproces
sor enabling software engineering to be carried out on the
same development system as the main centre.

If you’re considering COM,consider 3M.
• State of the Art technology.
If you are considering computer
• Absolutely dry, computer room
output microfilm consider 3M.
compatible.
Call your local 3M branch or write:
• Prints at 20,000 lines per minute. Data Systems Group.Microfilm Products
• Totally modular to aid custom
Division, 3M Australia Pty. Ltd.,
hardware design.
950 Pacific Hwy. Pymble 2073.
• Complete comparability with all
standard print formats.
• Standard software supplied and
supported free of additional cost.
• Business graphics also available.
• Manufacturer supported hardware
and software.
• Reliability - Government Depart
ments and Private industry use 3M.
Ask the people who know them well.
Government departments and
private industry, both in Australia
and overseas, have specified 3M.
You are invited to check 3M
performance with current users.
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Data Systems Group.
Microfilm Products Division
3M Australia Pty. Ltd.
950 Pacific Highway, Pymble 2073.
I would like to know more about
3M COM systems.

Name ........................................
Title ..........................................
Company...................................
Address......................................
Postcode............. Tel
Sydney 43 0455; Brisbane 391 7844;
Melbourne 543 2655; Perth 328 5244;
Adelaide 268 1122; Hobart 34 3104;
Canberra 47 4322;Newcastle 2 5461;
Darwin 81 5645.

First, we brought you
AOS, the most intelligent
multiprogramming oper
ating system to be found
on a small computer. Now
we bring you the fastest,
largest and most efficient
version of PL/I ever im
plemented on a minicom
puter. And that’s not just
talk. It’s available now on
all multiprogramming Data

General ECLIPSE sys
tems. So now you can take
advantage of the sophistica
tion and efficiency of big com
puter PL/I without having to
buy a big computer. PL/I is
just one more reason why Data
General is the computer com
pany that really talks sense.
For more information, call or
write the Data General office
nearest you.

Q^DataGeneral

Data General Australia Pty. Ltd., 30 Ellingworth Parade, Box Hill, Victoria, 3128. Tel. (03) 89 0633,
Sydney (02) 908 1366, Adelaide (08) 223 7344, Brisbane (07) 229 5744, Perth (09) 321 5981,
Data General New Zealand Ltd., Wellington (04) 72 3095, Auckland (09) 33 830.

The DOT 990 order follows a recent announcement
of T1 to supply packaged commercial systems. The new
packages are based on the 990/10 and the enhanced DX10
operating system.
The packaged systems are specifically structured for
commercial end-users and sytem OEMs and emphasize
system level design and support as opposed to the
traditional minicomputer/microcomputer components level
approach.
TI stated that the pricing and performance of the new
packaged systems represent a new level of cost effectiveness
in the systems market.
DIGITAL INTRODUCES CACHE MEMORY FOR
PDP-11/34
Digital Equipment has announced the release of a
cache memory option for its PDP-11/34 minicomputers.
Called the KK11-A, the new cache memory consists of a
2K byte high-speed random-access memory (RAM)
mounted on a single full-width hex module. The hit ratio
of the KK11-A has been designed at 86 percent, permitting
an increase in processor performance of up to 60 percent
over processors without cache.
A high-speed data path for use with the PDP-11/34
floating-point processor serves as the interface between the
cache memory and the central processor. The floating
point processor option can also be used, without degrading
the performance of either option.
The KK11-A is field installable, permitting upgrades
of existing systems with PDP-11/34A processors. A
processor with factory-installed cache, the PDP-11/34C,
is also available.
BRANCH OFFICE SYSTEM DEVELOPED
An order entry, stock and invoicing computer system
has been developed in Sydney by Datec Pty Ltd for the
Melbourne Branch office of Samuel Taylor, manufacturer
of pressure packs and other household products.
The installation was the first in Australia of a Honey
well NEC System 100 minicomputer and was successfully
put into operation within a few days of the transfer to
Melbourne.
Datec designed the system in conjunction with
Samuel Taylor staff but were totally responsible for the
programming which was carried out in Sydney. Datec also
assisted with the implementation in Melbourne.
Before Samuel Taylor decided to introduce a branch
office system, it had been carrying out all of its computer
processing in its Sydney office on a Honeywell Level 62/40
computer.
The system processes order, stock, customer and
invoice data. As soon as a customer order is received, it is
entered into the computer via a visual display unit and is
processed by an order entry program.
Similarly, details of quantities of stock received in the
warehouse from the factory are entered via the VDU, using
a stock update program.
The process continues with calculation of invoice
data and ends with invoice being printed to send the goods
when orders are delivered. Several batches of invoices are
printed each day.
A cassette interface is used between the Melbourne
computer and the Honeywell 62 in Sydney, with the result
that sales figures are sent to Sydney each night.
Datec’s high level of documentation enables an
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untrained operator to use the system. The operator’s
manual shows all the procedures to be followed when
system or hardware errors occur.
Other advantages include easy detection on the VDU
screen of keying errors and immediate correction, and
earlier despatch of invoices which can now be delivered
with the goods, thus enabling more prompt payment by
customers.
LOGICA WINS CONTRACT
Logica, the Sydney-based computer consultancy, is
undertaking a study for the Department of Administrative
Services to examine ways of computerising the
administration of the Australian Government’s overseas
property.
The Department, through its Overseas Operations
Branch, is responsible for controlling the purchase and
administration of property at 100 overseas posts. Yearly
expenditures of approximately $40 million are involved,
including the construction of new embassies from time to
time.
Following an initial feasibility study conducted by the
Public Service Board, Logica was selected from a number of
companies to pursue studies for a possible computerised
system. The studies included analyses of alternative
computer implementations, and a top level design and a
detailed cost/benefit analysis of the preferred solution, in
order to provide the Commonwealth with sufficient
information on which to base a decision whether to
computerise its overseas property administration, and to
form the basis for any further development.
FOUR-PHASE CAPABILITY EXPANDED
Four Phase Systems have announced new software and
hardware which enable the four primary office computing
activities to be performed on a single distributed data
processing system.
The American manufactured Four-Phase equipment was
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Introducing TC480.
The brand new series of Olivetti
printing terminals at ordinary
printing terminal prices.

J

\

mm

□Dumb

1. A simple printing terminal using
I advanced
technology with C-MOS
LSI circuitry for maximum
I reliability.
2. RO and KSR versions combine
attractive appearance with highly
I functional design and low operating
noise level.
3. Features include - 132 print
I positions,
30 cps print speed, pin or
sprocket feed, full ASCII code set,
interface for telephonic,
I line
telegraphic or console connection,

EPROM (Erasable, Program
mable Read Only Memory)
allows the terminal to be tailored
to the application.
1. Right Justification of selected
numeric fields.
2. Controlled Length of print line.
3. Answer Back Coding.
4. 7 Horizontal or vertical
tabulation programs.
A further tab program can be
loaded into RAM from keyboard,
line or peripheral units.

75-300 Bd line speeds, paper tape

I punch and reader.
I

□Smarter

□ Smart

Optional devices enhance
capacity and flexibility.
1. Dual Magnetic Cassettes allow
copy editing and key search for
block correction or cancellation.
2. Mini Disk and 8K RAM allow
random access to data for editing at
character word and line level.
The above devices permit
transmission and reception at up
to 1200 Bd and printing at up to
60 cps.
3. Front Feed enables the insertion
of individual document sets, ledger
cards, cut forms etc.

The TC480 is a simple printing terminal for interactive, time sharing or remote job entry applications. Post this coupon to Marketing Manager, EDP Systems,
Olivetti Australia Pty. Ltd., 140 William Street, Sydney, or contact your nearest Olivetti office for further details and a demonstration. Sydney 3582655.
Melbourne 510651. Brisbane 528522. Adelaide426701. Canberra 957098.
Name......................................................................Company..................................................................
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Olivetti

recently launched in Australia onto a growing DDP marked
by Plessey Data Systems.
Operating on a System 1V/90 processor with expanded
memory, the new Multi-function Executive, MFE/IV, lets
users independently perform data entry, COBOL processing,
word processing, and interactive 3270 inquiry to an IBM
360/370 mainframe.
The Multifunction Executive provides instant selectivity
of any function at any of up to 16 1920-character video
displays.
Four-Phase software packages for data entry and
retrieval, word processing, and COBOL operate
concurrently and independently under the Multifunction
Executive, which dynamically allocates CPU and I/O
resources to optimize system performance.
Supported Four-Phase packages include DATA IV,
VISION, Foreword and COBOL.
In a typical application, an operator using the word
processing mode to generate proposals can check current
product availability by transferring to inquiry mode and
accessing the headquarters data base. Similarly, while new
orders are keyed in fill-in-the blanks formats, the system
can independently retrieve and enter customer data from
local files, price and delivery data from central files, and
print an invoice.
To support the Multifunction Executive and its
associated program packages, two new memory modules
were announced for the top-of-the-line Sydney IV/90. The
memory modules extend system memory capacity from
192K bytes to either 288K or 384K bytes.
CBC BANK ORDERS $2.8 MILLION HONEYWELL
COMPUTER
The Commercial Banking Company of Sydney Limited
and Honeywell Information Systems have announced the
signing of a contract worth S2.8 million for the purchase
of an additional Series 60 Model 66/60 large-scale
computer system, in a major investment towards complete
automation of the bank’s operations.
CBC Bank is currently the only Australian bank
providing a comprehensive on-line banking system to its
customer, where all accounts of a customer are linked and
where details of those accounts together with the facility

for transfer of funds are available instantly at any on-line
branch.
Mr Peter J. Dominish, Chief Manager Systems, CBC
Bank said, “The bank’s automation effort to date has been
strongly concentrated on customer accounting services and
the purchase of the new Honeywell Computer System will
facilitate early completion of the automation of CBC’s
operations.”
He went on to say, “The computer system, to be
installed by the end of June, will enable CBC to quickly
provide its many customers with the additional benefits of
automated systems and will see the CBC move towards the
complete automation of its branch network, encompassing
over 500 branches. This developing management
information system will provide the bank’s executive with a
greater measure of control over all aspects of the bank’s
activities including planning for future growth.”
The new Honeywell computer system will be installed
at CBC’s computer centre in the Sydney suburb of St
Leonards alongside the existing Honeywell Model 6048 and
Model 66/60 large-scale systems. The expanded data
processing capacity is expected to satisfy the bank’s main
frame and business expansion requirements into the 1980’s.
DATRONICS ADDS NEW PERIPHERALS
Australian Datronics Limited has added a new series of
low priced VDUs, single and double cassette recorders, and
a micro disc system to its range of peripheral equipment.
The VDUs, from the Hazeltine Corporation of New
York are basic terminals with features found normally only
on higher priced equipment.
The Hazeltine 1500 range features a separate numeric
keypad, switch-selectable upper and lower case with cursor
addressability, line insert and delete and switch reversible
video.
It has a full 24 by 80 display on a 12 inch screen with
high legibility 7 by 10 dot matrix.
It has eight switch-selectable transmission rates up to
19,200 Baud.
The Datacassette single and double cassette recorders
from Techtran Industries of New York are compatible with
dataloggers, minicomputers, printers and display units.
They offer storage of up to 145,000 characters per

Total COJVLservices now available in Melbourne.
3M has always been in the
forefront of technology development
of microfilm systems.
Now 3M has opened a full line
C.O.M. (Computer Output Microfilm)
Bureau in Melbourne - Micrographics
Management Systems.
For the first time in Melbourne
all C.O.M. services are now available
from one supplier.
We can design a system, supply
hardware and consumables, develop
specialised application software, train
customer staff, service hardware after
sales, and supply a total system from

OAKLEIGH he
Waverley Road

M.M.S.

computer tape through to reader
printer hard copy printout.
If you are thinking about
computer micrographics have a
talk to us - the C.O.M. systems
supermarket of Melbourne.

FERNTREE GULLY ROAD
Monash
University
Wellington Road

Micrographics Management Systems
A division of 3M Australia Pty. Ltd.
Cnr. Blackburn & Ferntree Gully Roads,
Mount Waverley, Victoria 3149
Phone 543 2655.
3M30
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Your fruitless travels through
the barren badlands of EDP
supplies have just ended.
Gone are the familiar sounds.
'Sorry we can’t help you.”
“i'No we don’t carry that one.”
in
'I can probably fly one in if you
can wait a few weeks.”
Now your magnetic media
problems are being solved r
by someone who’s shared
all the hassles from your
side of the fence.
The General Products
Division of Sigma Data
now has the full range of
CFI MEMORIES Disks, G
Floppies, Cassettes,
Magnetic Tape and
\TW 1 i l LLj
Ribbons for virtually

every computer need. And all linked
to the 0. A.S.I.S. software
programme and backed by the
biggest field support group in EDP
supplies.
So next time your system
thirsts for supplies, remember the
Oasis.
The General Products
Division, Sigma Data
^ Corporation.
Melbourne: 03-267 4388
Sydney: 02-9223100
Brisbane:
07-364799
Canberra: 062-80 6573
Adelaide:
08-2721573
Perth: 09-3217264
Auckland NZ:78543
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cassette with switch selectable speeds ranging from 110 to
2400 Baud.
With manual or remote control they will search at up to
1000 characters per second enabling speedier search and
editing.
The Techtran 9512 micro disc system is a powerful
floppy disk unit with string edit features, industry-proven
Shugart drive mechanism, track and sector display and
256,000 characters of storage.
Apart from supplying the peripheral equipment,
Australian Datronics Limited also operates an engineering
group which assists in the interfacing of this equipment.
AUSTRALIAN COMPUTER JOURNAL AVAILABLE
ON MICROFILM
The Australian Computer Journal is at present available
on 35 mm microfilm for 1975. The price is SUS6.90 plus
SUS2.10 shipping and handling from the USA. 1976 and
1977 can be ordered. 1976 will cost S6.90; 1977 will cost
S5.80; plus shipping and handling of S2.10 in both cases.
Readers should send their orders to University
Microfilms International, 18 Bedford Row, London WC1R
England.
BRISBANE CITY COUNCIL ORDERS 1100/12
The Brisbane City Council has ordered a Sperry Univac
large-scale Multi-processor 1100/12 computer system to
meet future data processing needs.
The Sperry Univac 1100/12 system is to be progressively
implemented later this year.
Utilising Sperry Univac data base facilities, the Brisbane
City Council will be extending their communication
network to increase the operational efficiency of the
various departments of the Council.
To increase service levels to its ratepayers the Council is
to install over 50 on-line terminals. Many of these are to be
installed at outlying depots to reduce the time to respond
to calls for assistance. On-line systems will also be
developed to improve enquiry services in such areas as rates,
stores control, engineering systems and property
information.
The Sperry Univac 1100/12 system which allows for
economic expansion and growth, is compatible throughout
the 1100 series and can be built up to the recently
announced 1100/84.
PROCUREMENT SERVICE EXPANDED
As a result of continuing improvements to its EMCON
computer controlled communications network, Emery Air
Freight is now able to offer its clients in Australia, all the
advantages of its air procurement service.
This service is a convenient aid to anyone involved in
long distance purchasing or procuring of materials and is
provided free of charge to clients specifiying that their
goods be shipped by Emery.
To use their procurement service, the Australian client (1)
instructs his supplier to ship by Emery, (b) advises his
local Emery office in Melbourne, Sydney or its agents of
order details and (c) Emery then contacts its office nearest
to the supplier and follows through until the shipment is
placed aboard the aircraft. At this point every detail of
shipment status, including flight details are fed in the
Encom computer system. Should there be delays or
shortages in the order Emery will advise its Australian
customer without delay.
The Australian Computer Journal, Vol. 10, No. 2, May 1978

According to Emery’s Pacific marketing manager, Paul J.
Fletcher, the new service is believed to be unique, and gives
Australian purchasing personnel immediate communication
access to suppliers near Emery’s 143 offices located
throughout the Americas, Europe, Asia and the Pacific.
This in turn permits improved inbound transportation
controls, tighter production scheduling and a broader
geographic choice of suppliers, at no extra cost to the
importer.
PORTABLE CASSETTE DATA LOGGER
A multi-channel data logging system for recording from
a wide variety of sensors and storing data in digital form on
a magnetic tape cassette for subsequent computer
processing has been developed in Britain by Christie
Electronics Ltd, PO Box 18, Stroud, Gloucestershire GL5
1NE, England.
The CDL 110/S700 has been developed for use with the
popular Silent 700 terminals and is completely
self-contained. It accepts data from up to 100 channels and
logs them in ECMA 34 format on digital cassettes (this
format has been accepted internationally by most
international computer manufacturers and users including
government departments.
The equipment weighs only 11 kg and is complete with
environmentally proofed enclosure and nickel-cadmium
battery/mains power pack.
COST-SAVING DATA LINE SPLITTER
Specialist communication engineers, J.N. Almgren Pty
Ltd, Chatswood NSW has released a new data line splitter
which enables users to share a modem or the modem port
of a processor.
The first units have already been bought by the Federal
THE AUSTRALIAN COMPUTER SOCIETY
INCORPORATED
PROFESSIONAL DEVELOPMENT PROGRAM

CALL FOR LECTURERS
Through its Professional Development Program,
the Council of ACS offers members in all branches
and chapters of the Society seminars on a variety of
computing topics. The Council wishes to expand its
activities in this area and is inviting applications from
computing experts who are willing to enter into an
agreement with ACS to present a seminar on their
chosen topic in a number of ACS branches. Usually, a
seminar is of a two-day duration with the four to six
presentations being made over an eighteen-month
period. Lecturers are paid $800 for the preparation of
the seminar and $200 for each presentation. Travel
and accommodation costs are met by the Society
which also pays for the printing of the lecture notes.
ACS retains the fees paid by attendees.
Those interested in participating in this
program are invited to apply to the Chief Executive
Officer, ACS, P.O. Box 640, Crows Nest, NSW, 2065,
stating their employment, career particulars, an
approximate date when the first presentation could
be made, and including a detailed synopsis of the
topic and an indication of the technical level of the
proposed seminar and who should attend.
vii

Health Department for installation in the, department’s
interstate offices.
At a cost of about $750 per unit the Data Line Splitter
AM722 permits considerable saving in the installation and
rental of Telecom data lines and modems.
Each AM722 has facilities for four terminals, thus
negating the need for additional lines and modems.
The AM722 is Telecom approved and each unit sold is
accompanied by a permit identifying its compatibility with
the customer’s Telecom modem.
With the AM722 Splitter data received from the modem
or processor is passed simultaneously to all four terminal
ports.
Data received from any one of the four terminals is
passed through the splitter on a first-come first-served basis
controlled by the “request to send” line from the terminals.
The first terminal to make a request controls the splitter
and the other three terminals are automatically blocked
from transmitting data until the active terminal releases the
line.
To achieve even wider use of one data line, two or more
splitters can be used in series, with one terminal output
from the first splittembeing used to drive the modem input
on the second splitter.
With this configuration up to seven terminals can share
the one data line. In another arrangement, one splitter can
be used to drive the modem input of four other splitters to
give a total of 16 terminals split from the one data line.

DATARAM

NEW 3033 MULTIPROCESSOR SUPPORTS
ADVANCED APPLICATIONS
The new 3033 Multiprocessor complex announced
recently by IBM Australia provides increased power and
capacity for advanced applications such as online business
data communication networks and round-the-clock data
processing operations.
The 3033 processor complex includes two processors
with main memory capacity ranging from 4,194,304 to
8,388,608 characters of information each — in
2,097,152-character increments — giving users a choice of
8, 10, 12, 14 or 16 million characters of shared storage. A
3038 multiprocessor communications unit that connects
the two computers; two 3037 power/cooling units and two
3036 consoles, each with separate maintenance and control
displays.
Internal performance of 1.6 to 1.8 times the instruction
rate of a single 3033 processor is based on similar
configurations and identical programs running under
Operating System/Virtual Storage 2 release 3 Multiple
Virtual Storages (OS/VS2 MVS).
Each processor has a cycle time of 58 billionths of a
second. Information can be moved from the processor’s
memory by a high-speed, 65,536-character buffer.
Up to 16 channels, 12 standard and four optional, are
available on each processor, for a maximum of 32 per
multiprocessing system.

ANDERSON DIGITAL EQUIPMENT AUSTRALIAN AND NEW ZEALAND
REPRESENTATIVES FOR DATARAM ANNOUNCES THE AVAILABILITY OF
BOTH ADD IN/ADD ON MEMORY FOR:
DATA GENERAL
VAR I AN
NOVA ALL MODELS INTERDATA
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FULL SERVICE AND CHANGEOVER FACILITIES FOR THE ADD
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ANDERSON
DIGITAL
ELECTRONICS
IN
MELBOURNE.
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PDP-11/40
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620/i
620/L
620/L-100
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Nova 1200
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Nova 1 220
Nova 1230

INTERDATA
Model 50
Model 55
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Model 74

622/i
V-71

Nova 2/4
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7/32

V-72
V-73
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DCC
116
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Anderson Digital Equipment
P.O. Box 322, MT. WAVERLEY VICTORIA AUSTRALIA 3149 TELEPHONE: (03) 543 2077
BRISBANE 59 6463, PERTH 325 5722, CANBERRA 80 5786, ADELAIDE 79 9211, HOBART 34 4522,
AUCKLAND 87 6570, WELLINGTON 64 4585.

The Australian Computer Journal, Vol. 10, No, 2, May 1978

THE AUSTRALIAN COMPUTER JOURNAL
Price: $3.50 per copy to non-members. $1.50 per copy to members.

Volume 10, Number 2
The Australian Computer Journal is an
official publication of the Australian
Computer Society Incorporated.
Office-Bearers
President: A.R. BENSON
Vice-President: A.H.J. SALE
Immediate Past President:
R.S. NORTHCOTE
National Secretary: V.G. WH1TELEY
National Treasurer: D. RICHARDSON
Chief Executive Officer: R.W. RUTLEDGE
P.O. Box 640,
CROWS NEST, N.S.W. 2065
Telephone: 929.2219
Editorial Committee:
Editor: A. Y. MONTGOMERY
Department of Computer Science,
Monash University,
Clayton, Victoria. 3168
Associate Editors:
J.M. BENNETT,
G.N. LANCE,
T. PEARCEY,
P.C. POOLE
Published by:
Associated Business Publications, 28
Chippen Street, Chippendale, N.S.W.
2008. Tel. 699-5601, 699-1154.
Represented by:
Queensland: Beale Media Services, 232
St. Paul’s Terrace, Fortitude Valley,
Brisbane. Phone 52 5827.
Victoria and South Australia: Derrick,
Lewis & Associates, Ashley House, 409
St Kilda Road, Melbourne 3004. Phone
267-4022.
U.S.A.: International Newspaper and
Trade Advertising, 1560 Broadway,
New York, 36.
Italy: Publicitas, Via E. Filiberto 4,
Milan.
France: Gustav Elm, 41 Avenue Mon
taigne, Paris 8.
Advertising inquiries should be referred
to one of the above addresses.

MAY, 1978

Contents:
43-49

Effective Structuring of COBOL Programs
P.L. JULIFF

50-52

8th World Computer Congress
ASHLEY W. GOLDSWORTHY

53-57

Teaching Systems Concepts Using a Hospital
Admissions Model
J. UNDERWOOD and A.M. McMAHON

58-59

Stylistics in Languages With Compound Statements
ARTHUR SALE

61-74

An Overview of Programming Practices
J. M. YOHE
(Reprinted from Computing Surveys, Vol. 6, No. 4 pp221-243.)

Short Communication
60

Simula 6 7 Through Run-Time Structure
C.W. JOHNSON

Special Features:
42

Editorial - About This Issue

50,74,75-78,
80

Book Reviews

Printed by:
Publicity Press Ltd., 29-31 Meagher
Street, Chippendale, N.S.W, 2008.

SUBSCRIPTIONS: The annual subscription is $10.00. All
subscriptions to the Journal are payable in advance and should be
sent {in Australian currency) to the, Australian Computer Society
Inc., P.O. Box 640, Corws Nest, N.S.W. 2065.

Forthcoming National and International Events

REPRINTS: 50 copies of reprints will be provided to authors.
Additional reprints can be obtained, according to the scale of
charges supplied by the publishers with proofs. Reprints of
individual papers may be purchased for 50 cents each from the
Printers (Publicity Press).

PRICE TO NON-MEMBERS: There are now 4 issues per annum.
The price of individual copies of back issues still available is $1.50.
Some are already out of print. Issues for the current year are
available at $3.50 per copy. All of these may be obtained from the
National Secretariat, P.O. Box 640, Crows Nest, N.S.W. 2065. No
trade discounts are given, and agents should recover their own
handling charges. Special rates apply to members of other Computer
Societies and applications should be made to the Society concerned.

MEMBERS: The current issue of the Journal is supplied to personal
members and to Corresponding Institutions. A member joining
part-way through a calendar year is entitled to receive one copy of
each issue of the Journal published earlier in that calendar year.
Back numbers are supplied to members while supplies last, for a
charge of $1.50 per copy. To ensure receipt of all issues, members
should advise the Branch Honorary Secretary concerned, or the
National Secretariat, promptly of any change of address.

The Australian Computer Journal, Vol. 10, No. 2, May 1978

PAPERS: Papers should be submitted to the Editor; authors should
consult the notes published in Volume 9, pp. 45-49 (or request a
copy from the National Secretariat).
MEMBERSHIP: Membership of the Society is via a Branch.
Branches are autonomous in local matters, and may charge different
membership subscriptions. Information may be obtained from the
following Branch Honorary Secretaries. Canberra: P.O. Box 446,
Canberra City, A.C.T. 2601. N.S.W.: P.O. Box N250, Grosvenor St,
Sydney, N.S.W. 2000. Qld: Box 1484, G.P.O., Brisbane, Qld. 4001.
S.A.: Box 2423, G.P.O., Adelaide, S.A. 5001. W.A.: Box F320,
G.P.O., Perth, W.A. 6001. Vic.: P.O. Box 98, East Melbourne, Vic.
3002. Tas.: P.O. Box 216, Sandy Bay, Tas. 7005.

Copyright © 1978, Australian Computer Society Inc.

41

Editorial
About This Issue
T N this issue we take the unusual step of reproducing a
paper previously published by the American
Association of Computing Machinery. We are sure all our
readers will find it of considerable practical interest.
Apart from the belief that reproducing papers in this
way is a useful service to our readers, we found ourselves
short of copy for this issue. There are several possible
reasons for this shortage. Firstly, our referees have been so
hard on authors recently that few papers submitted have
been accepted. This is not because of a policy to improve
the standard of the material published; it has just happened
that the papers submitted have not been of acceptable
quality for this Journal. However, a selection of the more
topical articles has been forwarded to the Bulletin for
consideration in that more newsy publication and may
appear in due course.
A second possibility is that local authors have put all
their energies into writing for ACS 8 and have exhausted
their pens and their stock of ideas in making ready for that
conference: an extension of this idea is the possibility that
the recent Australian Computer Science Conference —
ACSC — (see last issue) has had a similarly enervating effect
upon our authors.
A third possibility is that the standards set by the
Journal are too high for the average practitioners and too
low for academics! Many readers will not know that it was
reported at the ACSC that the examiners for the Australian
Research Grants Commission (who are responsible for
assessing the worth of research projects so as to determine
the level of funding support to be given them) discount
completely papers published in Australian journals and this
includes the Australian Computer Journal. They are only
willing to accept publication in overseas journals as
evidence of prestigious research output. This as it happens
is ridiculous for at least four reasons:
1.
The ACJ is available in many computing
laboratories overseas.
2.
Articles in the ACJ are reviewed in the ACM
Computing Surveys and abstracted in at least
the INSPEC Computing Abstracts, and so
informed overseas readers are aware of ACJ
material.
3.
The ACJ is circulated on microfilm through the
University Microfilm service (and incidentally
the ACJ receives Royalty payments from this
organization) and so once again the ACJ is
readily available overseas.
4.
Articles published in the ACJ have a lead time
of approximately three months with a
maximum of six months from submission to
publication, compared with a typical delay
period of from two to five years for publication
in many overseas journals.
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In addition, many overseas journals charge the
authors for the privilege of having their paper published; no
such charge is made by the ACJ which acts as an
encouragement to young impecunious writers. But, despite
the benefits of publishing at home, perhaps our academics
have bowed under to this elitist anti-parochial attitude and
are concentrating on sending their papers overseas rather
than ensuring the development of the local product and
rapid publication by submitting their papers to the ACJ?
Turning to the papers submitted by practitioners who
find the standard too high: sometimes authors complain
that their papers have been refereed by academics and
therefore exclaim “no wonder the paper was rejected
because the interests of academics and practitioners are
poles apart”. Such authors may be interested to know that
they can only blame their fellow practitioners for the
rejection of their papers! Academic papers are sent for
refereeing to academics and practical ones to practitioners.
But referees of all kinds seem to be unanimously averse to
the publishing of articles which contain unsubstantiated
claims or statements, statements which are contrary to their
own best beliefs, or claims to novelty where a cursory
glance at relevant text books or magazines reveals that the
technique discussed was well established some time ago.
No, the reason we do not see more papers by practitioners
published is that not enough are received for consideration.
More than 50 per cent of all papers received by the
ACJ are rejected by the referees so all authors have to pass
the careful scrutiny of their peers before their work is put
in print. To have a paper published in the ACJ is indeed a
worthwhile achievement. The reason only five or six papers
of a practical kind are published per year is because only 10
or 12 are received.
Turning to the fourth reason why we may have been
short of material this issue; to obtain the most economical
cost of the Journal we are now required to publish four
times a year. This will seem less paradoxical when it is
realized that the major cost of producing the Journal is the
postage cost and Australia Post requires at least four issues
per year to maintain our Category B rating, thus retaining
postage costs as low as possible. With the more frequent
publication we have completely cleared away the backlog
of papers and are able to publish as soon as referees give
their agreement.
So much for this issue. We need more papers for our
next issue. The August issue will be similarly affected with
lack of material unless this request which we now make for
material, is heard and action is taken. There are already
forces which believe the Journal should be liquidated. This
is a call for all authors — particularly practitioners — to
submit their papers for publication in the next and
subsequent issues of your Journal.
The Australian Computer Journal, Vol. 10, No. 2, May 1978

Effective Structuring of
COBOL Programs
By P. L. Juliff*
ABSTRACT: Structured programming has been with us for some time and we are ail aware of its
precepts. This paper presents means by which the structure of a program may be determined and
implemented in a COBOL program and the effects of the interaction between that structure and a
virtual storage environment.
KEY WORDS AND PHRASES: COBOL, structured programming, structure diagrams, paging, virtual
storage.
COMPUTING REVIEW CATEGORIES: 4.22.

Introduction
The last five years have seen an increasing awareness
on the part of programmers of the need for discipline in the
design and coding of programs. The main thrust of the
literature of this time has been towards a greater emphasis
on the structure of a program rather than on the cleverness
of its algorithm. It has become accepted that there is a need
to construct a program according to well tested principles
which, if adhered to, will speed its initial production,
provide some guarantee of its continuing satisfactory per
formance and enable modifications to be made with a
minimum of disruption to its operation. These precepts are
discussed by Dahl et al (1972).
Unfortunately it has also become increasingly
fashionable to criticise COBOL as a suitable language for
the construction of such programs. Whilst it is true that
COBOL lacks the block structures and localised variables
of languages such as ALGOL and PL/1, it does have the
benefit of uncomplicated syntax and capacity for handling
complex data structures. These advantages, when coupled
with a disciplined approach to the writing of the code,
enable COBOL to be an effective vehicle for the imple
mentation of the features essential to the concepts of
structured programming.
It is the aim of this paper to reiterate briefly the
elements of well structured programs, to examine a means
by which a program’s structure may be designed, to suggest
a discipline which will aid in implementing that structure
and to point out the impact which a paging environment
may have on the physical structure of a program.
An example of what may be achieved
Before commencing the discussion on program
structure I would like to offer an example of what can be
achieved using /.veil structured COBOL programs. I
recently had the opportunity to participate in the imple
mentation of an on-line retail inventory control appli
cation consisting of approximately 80 _ programs totalling
some 100,000 lines of COBOL source code. It was a
criterion of the system design that each program should be
“Copyright © 1978, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted; provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”

of such a size as to be able to be written and debugged
within two man weeks. After the design phase which
consisted of approximately 5 man months and during the
implementation period, a team of four programmers were
each producing an average of 150 to 200 debugged state
ments per day. Apart from minor faults, programs
consistently executed correctly from their first test.
Yet writers like Yourdon (1974) still quote an out
put of 3040 debugged statements per day as being the
normal achievable goal, although it is not clear whether
this encompasses the total period of design and coding or
merely the coding phase itself.
Elements of good structure
The cornerstore of introducing structure into a
program is the avoidance of the careless use of GO TOs in
favour of the adoption of a restricted set of control
sequences. The sequences concerned and their means of
implementation in a COBOL program are shown in Figure
1. The effective PERFORM . . . DEPENDING ON will be
illustrated later in this paper.
Added to the restriction on the sequence of program
control is the necessity to decompose the overall problem
into modules. These modules are then hierarchically
decomposed into subordinate modules until a level is
reached at which each module does a clearly-definable unit
of work.
The basic module in a COBOL program should be a
Section. With reference to the coding in Figure 2 it is
preferable style to PERFORM 10-CALCULATIONS
rather than to PERFORM 10 THRU 19. The number of
paragraphs constituting any Section can then be altered as
required from time to time without having to detect and
alter all of the related PERFORM THRU calls to that
routine. Execution of program modules should be via a
PERFORM rather than a “falling through” procedure or a
GO TO operation. Hence the first Section of a COBOL
program should embody the high-level logic of the
program’s overall operation. Thereafter any further
Sections should be the subject of an explicit PERFORM in
a module which is of a higher order in the hierarchy of the
program logic. This hierarchy is shown in Figure 3. In
general a module PERFORMed from another should be
further on in the Procedure Division than the PERFORMing module.
Within any module, the judicious use of GO TOs may
be tolerated and may sometimes be mandatory as is the

* EDP Department, Caulfield Institute of Technology, Caulfield East, Victoria, 3145. Manuscript received 14th April 1978.
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Operation
A

\
J

Operation
B

Normal sequential
execution of instructions

Serial Operation

Condition

Operation

PERFORM

UNTIL

Iteration/DO WHILE
Operation

Condition

IF ... THEN ... ELSE
Operation

iOperation

Operation

.Condi tion

What is effectively a
PERFORM ...
DEPENDING ON
may be easily
constructed

^ Operation

Operation |

Multiple Selection/CASE
Figure 1 Control sequences and their COBOL counterparts
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10-CALCULAT[ONS SECTION.
10.
Calculation 1.
12.
Calculation 2.
14.
Calculation 3.
16.
Calculation 4.
19.
EXIT.

90-OTHER-PROCESS SECTION.

PERFORM 12 THRU 14.

99.
EXIT.
Figure 2 Coupling by execution of part of a module

case in the Read Master Record Section in Figure 3. A
PERFORM . . . DEPENDING ON will also require GO TOs
but always within the span of a single Section.
There arises a situation in a series of nested
PERFORMS where the ultimately executed module
discovers a condition which should cause the termination
of the complete process being executed. The alternatives
available are to use a GO TO to branch to an exception
routine from which control will pass to some other distinct
process (or stop), to use a GO TO to return immediately
to the highest module in the nested sequence or to set a
flag in the lowest module which is discovered on returning
to the next higher module which in turn sets a flag to be
discovered by the next higher module, and so on until the
return is completed to the highest module. Despite the
work entailed, this latter procedure is preferable. The
conditions under which a program works change from time
to time and the return via all of the PERFORMing modules
gives a subsequent maintenance programmer the
opportunity to trap the exceptional condition and deal
with it at any level in the nested sequence.
The complete elimination of GO TOs often requires
the use of highly nested IF . . . ELSE sequences. Many
COBOL compilers refuse to evaluate more than three or
four levels of such nesting and, even if the compiler can
manage, it is doubtful whether the programmer can cope
with more than that number of nested IFs. A more satis
factory solution is generally obtained if the conditions are
evaluated singly and GO TOs are used to collect all actions
at a common point within the module containing the tests.
The evaluation of the conditions shown in Figure 6 by
nested IFs would provide a example of this situation.
Program modules
Program modules should be in the order of a
maximum of fifty lines of code and should accomplish a
specified task. Modules should be either managers or
workers. A manager in any collective organisation is freed
from tedious work in order to make decisions. Decision
making routines in a program should reflect this approach
by avoiding the temptation to do any processing work
other than that required to evaluate the decision. Hence
the worker routines can concentrate on accomplishing a
The Australian Computer Journal, Vol. 10, No. 2, May 1978

PROCEDURE DIVISION.
1-CONTROL-LOGIC SECTION.

1.

PERFORM 100-INITIAL-HOUSEKEEPING.
PERFORM 130-READ-MASTER-RECORD.
PERFORM 10-UPDATE-LOGIC UNTIL END-OF-JOB = TRUE.
PERFORM 110-FINAL-HOUSEKEEPING.
STOP RUN.
10-UPD ATE-LOGIC SECTION.
10.
PERFORM 140-READ-TRANSACTION.
IF MASTER-KEY IS LESS THAN TRANSACTION-KEY
PERFORM 50-MASTER-LOW
UNTIL MASTER-KEY IS NOT LESS THAN TRANSACTION KEY.
IF MASTER-KEY IS GREATER THAN TRANSACTION-KEY
PERFORM 60-MASTER-HIGH
ELSE
IF MASTER-KEY = END-OF-FILE-SIGNAL
MOVE TRUE TO END-OF-JOB
ELSE
PERFORM 70-MATCH-FOUND.
19.
EXIT.
The next level module in the hierarchy would typically be:
50-MASTER-LOW SECTION.
50.
IF MASTER-RECORD-DELETED = TRUE
MOVE FALSE TO MASTER-RECORD-DELETED
ELSE
PERFORM 80-WRITE-UPDATED-MASTER-RECORD.
IF NEW-MASTER-RECORD-ADDED = TRUE
PERFORM 90-RESTORE-PRIOR-MASTER-RECORD
ELSE
PERFORM 130-READ-MASTER-RECORD.
130-READ-MASTER-RECORD SECTION.
130.
READ INPUT-MASTER-FILE
AT END MOVE END-OF-FILE-SIGNAL TO MASTER-KEY
GO TO 139.
ADD 1 TO MASTER-RECORDS-READ-TOTAL.
139.
EXIT.
Figure 3 Manager modules for sequential file update.

given task without having to consider the implications of
what they are doing on the rest of the program. Figure 3
illustrates the manager modules to drive a sequential master
file update. From the coding shown, it can be seen that
several levels of decision-making may be encountered
before any processing work need be done.
Coupling and Cohesion
The coupling between modules and the cohesion, or
strength, within them are measures of the success with
which modules have been constructed.
Coupling refers to the interdependence between
modules and should be minimised. Where it cannot be
eliminated, the method of effecting the coupling should be
obvious to the reader of the program. The ideal method of
module coupling is via a data item. For example, several
routines may be called in turn to effect part of the
processing of a data record. The work done by each routine
will impact on its successors by virtue of whatever change
it had made to the record but will not otherwise interfere
with the operation of the other modules. A less desirable
practice is coupling by control where, for example, a
module may leave a value in a switch or subscript variable
to be picked up and acted upon by a later module. Any
intermediate interference with that variable will invalidate
45
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the procedure of the later module but the reason for
keeping its contents inviolate may not be apparent to a
maintenance programmer who has decided to make other
use of the coupling variable. The most undesirable form of
coupling occurs when a programmer incorporates the
performance of a portion of one module within another to
“save duplicating code”. Any change in the original module
may have disastrous effects on the second module without
the maintenance programmer realising the connection
between them as shown in Figure 2.
Cohesion, or strength, is a measure of the singleness
of task of a module. Avoid the temptation of placing
several tasks in a single module merely because (at present)
they are performed at the same time. It is not uncommon,
for example, to see a program which incorporates the
ageing of a customer’s balance in the READ module. If a
subsequent system change requires that the ageing be done
only once in every four runs, the program must be
subjected to surgery to uncouple the ageing process from
the reading process and the temptation is to do this via a
selection switch which inherently weakens the control
structure of the program. The presence of selection
switches which govern the internal operation of modules
is a pointer to poor cohesion. In general it is a better
practice to write separate functional routines which are
selected by a manager module rather than an omnibus
routine which must determine which part of itself to
execute by the examining of a switch.
Designing Program Structure
The traditional method of preparing to write a
program has been by specifying the algorithm via a flow
chart or a pseudo-code. A weakness in both of these
approaches is that they do not help sufficiently in
identifying the logical components of a program and often
modules are only created by default when a body of logic
is gradually seen to be taking on epic proportions.
A better initial approach to the design of a program
is to prepare a structure diagram after the style suggested
by Jackson (1975). This has the added advantage of
illustrating the ultimate structure of the program coding
itself, which is something not easily perceived from a
detailed flowchart. Having drawn the structure diagram,
the program modules are identified and may then be
flowcharted if necessary, together with a flowchart or
algorithm for their management during the execution of
the program.
The following simple example should illustrate how
the components of a program can be isolated without being

Read a
card

overshadowed by the algorithm. The example relates to the
reading of text data from cards and listing the text data on
a printer.
Stage 1 — Each line to be printed is completely contained
on a single punched card. Columns 1 and 2 hold a
line number while columns 3 to 80 contain the text
which may occupy any or all of those columns. The
lines are in the correct sequence to print. A flow
chart for this stage would be trivial and, whilst it is
shown below, the programmer could be excused for
coding without it.
A structure diagram at this stage would also be trivial
but it can be seen to describe the process in a slightly
different manner.

Text
listing

Build a
line

i

Print a
line

Read a
card
Rather than describe the logic, the structure diagram
identifies the components of the program. There is
some inherent logic in the diagram in that Read a
Card is shown as subordinate to the process of Build
a Line and Build a Line is shown as occurring prior to
Print a Line.
Stage 2 — The lines of text may now be longer and each
may require more than one card. However, each line
will commence on a new card and all cards for any
one line will carry the line number in their first two
columns.
The flowchart is now not so trivial and would
encompass considerably more logic than that above
for Stage 1. The structure diagram, however, is almost
unchanged. The concept of repetition of a process is
represented by an asterisk in the repeated operation,
following the notation used by Michael Jackson.

Text
Listing

at end of data
| Build a
i line

Print a
line

Set up
print line

’ Print
line

Read a
card
The lack of change to the structure chart is due to the
fact that the program still has exactly the same corn

ed

The Australian Computer Journal, Vol. 10, No. 2, May 1978

Structured COBOL

ponent modules. All that is altered is the managing
logic which directs their operation.
Stage 3 — The scene now changes dramatically. Lines are no
longer on one or more cards of their own. Lines are
punched in a continuous stream of characters contin
uing from card to card with a $ separating the text of
each line from that of the next. Hence any one card
may have one or more whole or partial lines on it.
Moreover, the words within any line are to be
adjusted so that both left- and right-hand margins are
straight.
The flowchart for this stage would require several
times the logic contained in that for Stage 1 and the
programmer must now look to modularise his
program. It is here that the structure diagram is of
great value in identifying those modules.

Text
Listing

I Build a
i Line
k ■
„ ---------Build a
Word

L

*

Get a
i
character

■'Return next
(character oil
{card._________

WORKING-STORAGE SECTION.
* GLOBAL DATA
01 CUSTOMER-REFERENCE-TABLE.
03 TABLE-ITEM PIC 9 (6) OCCURS 100.
01 TABLE SIZEPIC 9 (3) VALUE 100.
01 CONDITION-VALUES.
03 TRUE
PIC X VALUE “T”.
03 FALSE PIC X VALUE “F”.

* LOCAL DATA
01 CUSTOMER-VALIDATION-DATA.
03 CUSTOMER
PIC 9 (6).
03 CUSTOMER-VALID PIC X.
03 CUSTOMER-INDEX PIC 9 (3) COMP.
01 TABLE-SEARCH-DATA
03 NUMBER-TO-FIND
PIC 9 (6).
03 TABLE-INDEX
PIC 9 (3) COMP.
03 SUCCESS-FLAG
PIC X.
PROCEDURE DIVISION. (Extract)

1

Process th>
Line

rz

Adjust right
margin

j

Print the
line

Shift word *
and insert

space.

Read a card
Return 1st

Here a circle in an operation indicates the necessity
for a choice between one of two options.
By the use of the structure diagram it has been
possible to go from a trivial to a complex task without
becoming overwhelmed by the complexity of the logic.
The components of the program have been identified and
what remains is to flowchart (or similar) each of the
modules together with the overall managing logic to direct
their operation. In addition to identifying the program’s
constituent modules, their respective hierarchy has been
established and it can be seen, for example, that the
operation of reading a card is subordinate to a routine
which gets a character to supply to a routine which uses
the characters to build words which it supplies in turn to
a routine which places the words in a line.
Implementing Program Structure
To embody the program structure designed by means
of the structure diagram, each module must be specified as
to the task which it is to perform and the data which it is to
manipulate. This will best be done if each module is
allocated its own “local” data areas.
The Australian Computer Journal, Vol. 10, No. 2, May 1978

40-CUSTOMER-VALIDATION SECTION.
40.
MOVE CUSTOMER OF CUSTOMER-VALIDATION-DATA
TO NUMBER-TO-FIND.
PERFORM 90-TABLE-SEARCH.
MOVE SUCCESS-FLAG TO CUSTOMER-VALID.
IF CUSTOMER-VALID = TRUE
MOVE TABLE-INDEX TO CUSTOMER-INDEX

90-TABLE-SEARCH SECTION.
90.
MOVE FALSE TO SUCCESS-FLAG.
PERFORM 95-LOOKUP
VARYING TABLE-INDEX FROM 1 BY 1
UNTIL TABLE-INDEX >TABLE-SIZE
OR SUCCESS-FLAG = TRUE.
95-LOOKUP SECTION.
95.
' IF NUMBER-TO-FIND = TABLE-ITEM (TABLE-INDEX)
MOVE TRUE TO SUCCESS-FLAG.
Figure 4 Local and global data areas.

Because all data in a COBOL program is global and
the writing, compilation and consolidation of separate
subprograms is tedious (and not permitted in some versions
of COBOL) the achievement of a “local data” concept must
be done by the programmer’s own self-imposed discipline.
As little data as possible should be regarded as truly global
and, in general, should be restricted to record areas and
large tables. Other data areas, particularly subscripts and
variables used for holding intermediate results of arithmetic
operations should be regarded as local to the routine which
uses them. Parameters should be formally passed between
the storage areas belonging to one module and those
belonging to a subordinate, PERFORMed, module. If this
is adhered to, the integrity of each module is maintained
and it is allowed to operate as a “black box” with “hidden
intelligence”.
Black boxes and hidden intelligence
The “black box” concept regards each module as the
47
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lOO-SBLECT-PROCESS SECTION.
100.
GOTO 101 104 102 104 104 103
DEPENDING ON CODE.
GOTO 104.
*
VALID CODES ARE 1,3,6.
101.
PERFORM 120-ROUTINE-X.
GO TO 109.
102.
PERFORM 130-ROUTINE-Y.
GO TO 109.
103.
PERFORM 140-ROUTINE-Z.
GO TO 109.
104.
PERFORM 150-ERROR-ROUTINE.
109.
EXIT.
Figure 5 A PERFORM ,.. DEPENDING ON Construct

performer of a specified task, i.e. given prescribed inputs
it will always produce a predictable output. This position is
considerably weakened if it must rely on using data areas
which are shared with other routines and hence may be
corrupted.
The effect of “hidden intelligence” is to deny the rest
of the program the knowledge of how the module performs
its task. This should prevent other routines trading on the
knowledge that, for example, a search routine for a table
leaves the number of elements discovered in the table in a
particular variable and using that value in an unrelated
process. This induces undesirable coupling within the
program because a change in the search routine’s method of
operation may have unpredictable results on the operation
of another, unrelated module.
Figure 4 illustrates a means of preserving local data
areas for specific routines. On return from the Table-Search
module, the Customer-Validation module takes its own
copy of the success or failure of the operation and; if
successful, the position of the customer within the table.
Should the Table Search module be subsequently
performed from elsewhere in the program the results of its
previous operation are safely held in an independent set of
variables.
Note the use in Figure 4 of global condition values. It
is not uncommon to find in a program a number of flags or
switches each of which has its own convention for true/
false or on/off most of which will not be apparent to the
reader of the program. A statement IF FLAG = 1 tells the
reader nothing, he is left to draw an inference from the
subsequent coding as to whether the value of 1 represented
a true or false status. If a single set of meaningful values for
switches, such as TRUE and FALSE, is used throughout the
program it tends to be a greater aid to the reader in many
cases than the use of 88-level condition names.
Additional Constructs
Mention was made earlier in this paper of an
effective form of a PERFORM . . . DEPENDING ON. The
coding to achieve this is illustrated in Figure 5. Note that
by the judicious use of GO TO instructions within a
confined sequence of operations, the program can be
directed to PERFORM any one of a given set of modules,
including an error routine to cater for invalid codes. This
construction ensures that the selection procedure has only
one entry point and one exit point irrespective of which
process is selected.
48

Figure 6 illustrates a means of achieving the same
process selection by the use of a decision table. By this
simple construction a great deal of tree-structured
branching logic may be avoided in the evaluation of
multiple conditions. For further details on the use of
decision tables in programming, see Humby (1973).
Program testing
A well-structured program facilitates both the topdown testing of the control logic and the bottom-up
testing of individual modules the functions of which are
vital to the success of the program.
Because the work done within the program is pushed
down to the lower levels of the structure hierarchy, it is
possible initially to substitute stubs or dummy procedures
in place of the processing modules and to arrange for them
to return predetermined output to their managing modules.
This will enable the overall control structure to be tested at
an early stage in the development of the program. If each of
theprocessing modules has been effectively constructed as a
black box, it should be possible to test them as separate
entities and to verify the behaviour of each before it is
incorporated into the program. If each module has been
assigned its own set of local data items, the debugging of
the program will be substantially assisted by being able to
interrogate or display the set of data manipulated by any
module each time it is called. Consistent use of this
technique should increase a programmer’s confidence in the
minimisation, hopefully the elimination, of inter-module
interference.

1

2

3

4

5

6

7

8

All N’s are worth zero.

Condition-1
Condition-2
Condition-3

N N N N Y Y Y Y A Y on this line is worth 4
N N Y Y N N Y Y A Y on this line is worth 2
N Y N Y N Y N Y A Y on this line is worth 1

Action-A
Action-B
Action-C
Action-D

sfc

*
*

*
*

*
*

*

Y = Yes/True
N = No/False

200-SELECT-PROCESS SECTION.

200.
MOVE 1 TO SELECTION.
IF condition-1
ADD 4 TO SELECTION.
IF condition-2
ADD 2 TO SELECTION.
IF condition-3
ADD 1 TO SELECTION.
GO TO 201,202,202,203,201,204,203,204
DEPENDING ON SELECTION.
201.
PERFORM Action-A
GOTO 209.
202.
PERFORM Action-B
GO TO 209.
203.
PERFORM Action-C
GO TO 209.
204.
PERFORM Action-D
GO TO 209.
209.
EXIT.
Figure 6 A Decision Table selection procedure.
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SPAN OE
CONTROL
FOR EACH
RECORD
PROCESSED

•

(a)
Main Control
Logic Initial
Housekeeping
I-'inai Housekeeping Read
Record Routine End-offile procedure
Record Validation Valid
Record Routine Invalid
Record Routine Page
Heading Routine Line
Priming Routine

SPAN OF
CONTROL FOR
MOST RECORDS
PROCESSED
3
■
EXCEPTIONAL
CONDITIONS
•< f
f\
ONCE
ONLY
ROUTINES
t

(b)
Main Control
Logic Read
Record Routine Record
Validation
Valid Record
Routine Line
Printing Routine Page
Heading Routine Invalid
Record Routine Initial
Housekeeping End-of-file
procedure
Final Housekeeping

Figure 7 Program structure for a paging environment.

The Impact of Virtual Storage
The effect of segmenting a program into pages and
calling these pages into memory as required has an
impact on the physical structure of a program. Not only
is it required to construct a program from modules, but
the juxtaposition of those modules will have an effect
on both the execution time of the program and whether
the program executes correctly at all.
At any one time, a program will have in memory a
working set of routines which it is currently executing.
The movement of control outside that set by, for example,
the PERFORMing of another module may cause a page
fault. A page fault occurs whenever a section of the
program is required which is not currently in memory and
requires that a page be sought on secondary storage, usually
a disk, and read into memory.
Two things, then are desirable. First, page faults
should be minimised as far as possible and second, each
page should contain as much fequently-used code as
possible.
Page faults will be minimised by physically placing
together in the program modules which operate together
during the program’s execution. Hence there should be a
high probability that they will occupy the same page.
Some COBOLs allow the programmer to control this by
assigning identical section numbers to modules required
to share the same overlay segment.
Each page will contain as much fequently-used code
as possible if all exception conditions, once-only routines,
etc, are placed in modules of their own and preferably
placed last in the program. Figure 7 illustrates the effect
on the span of operation of a program achieved by re
organisation of the modules.
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The mechanism by which modules are PERFORMed
and return to their calling point may also be in peril when
page faults occur. If a page currently in memory and
holding within it a subroutine return mechanism is
overwritten by another page, the return mechanism is lost.
If control returns to the overwritten module, a fresh copy
may be brought into memory and will therefore not hold
the correct return point. Some COBOLs operate so as to
read a fresh copy of an overlay segment into memory every
time control is transferred to it, irrespective of whether a
current copy already existed in memory. Some also allow
only one page frame for overlay segments, thus forcing a
page fault and overwrite situations every time control is
transferred to any but a permanently-resident module.
A programmer must ensure that he is familiar with
the virtual storage management technique of any COBOL
operating in a paging environment.
In general it is dangerous in such a situation to have
nested PERFORMS within overlay segments unless the
nested modules can be guaranteed to be on the same page.
Conclusion
The tenets of structured programming are more of
an attitude on the part of the programmer than a recipe
which can be laid down as a series of rules. Rigid
prohibitions such as an embargo on the use of GO TOs
are not guaranteed to produce well structured programs
per se. The programmer must be aware of what he is
trying to achieve and must use the constructs of his
language to the best advantage of that goal. COBOL is a
language which lacks many of the syntactical aids to
program structure and this must force the programmer
to strive for a greater degree of self-discipline in his
code. If this is done there is no reason why a consistently
high output of reliable programs cannot be maintained by
any COBOL programmer.
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8th World Computer Congress
By Ashley W. Goldsworthy**
Introduction
In October, 1980 the 8th World Computer Congress
will be held in Melbourne. This will be the first time that
this Congress has been held in the southern hemisphere.
The Congress is the major tri-ennial activity of the
International Federation for Information Processing (IFIP).
Previous Congresses were known as “IFIP Congresses” and
were held in Paris (1959), Munich (1962), New York
(1965), Edinburgh (1968), Lubljana (1971), Stockholm
(1974) and Toronto (1977). In 1980, for the first time, the
Congress will be split between two venues — Tokyo and
Melbourne. The first week of the Congress will be held in
Tokyo and the second week will be held in Melbourne.
What is IFIP?
The International Federation for Information
Processing (IFIP) is a multi-national federation of
professional-technical societies (or groups of such societies)
concerned with information processing. In any country
only one such society — which must be representative of
the national activities in the information processing field —
can be admitted as a Full Member. The present membership
of IFIP comprises some 37 nations. Each nation has a
representative on the General Assembly, which meets once
each year.
The aims of IFIP are:
*
to
promote
information
science
and
technology;
*
to advance international co-operation in the
field of information processing;
*
to
stimulate research, development and
application of information processing in science
and human activity;
*
to further the dissemination and exchange of
information on information processing;
*
to encourage education in information
processing.
In achieving these aims, IFIP fulfills the need for
better
world-wide
communication
and increased
understanding among scientists of all nations of the role
information processing can play in accelerating technical
and scientific progress. IFIP is both a catalyst and a focal
point for conceptual and technological developments which
advance the state of information processing. It also
performs a vital function in assisting the dissemination of
significant information about a basic tool of all mankind —
the digital computer and its applications.
The membership of IFIP includes most of the major
nations of the world including USA, the United Kingdom,
USSR, Japan, Federal Republic of Germany, German
Democratic Republic, France, Egypt, the Nordic countries,
“Copyright © 1978, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”
* Chairman, Australian Organising Committee
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Canada, Bulgaria, Belgium, India, Israel, Italy, the
Netherlands, New Zealand, Poland, South Africa, Spain,
Sweden, Yugoslavia, Czechoslavakia — and of course,
Australia.
IFIP was founded under the auspices of UNESCO and
has had official relationships with UNESCO since then. It
was admitted into official relations with the World Health
Organisation and maintains informal relationships with
most other members of the U.N. family, including the U.N.
in New York.
In 1970, IFIP together with four other sister
Federations, IMACS, IFAC, IFORS, and IMEKO,
established a “Five International Associations Co-ordinating
Committee” (FIACC) which is the basis for cordial and
successful co-ordination of activities and a yearly
opportunity for the exchange of thoughts and experience.
Since 1973, IFIP has also participated in an advisory
capacity in the work of CCITT, the International Telegraph
and Telephone Consultative Committee. Since 1970, IFIP
has had the status of a Scientific Affiliate of the
International Council of Scientific Unions (ICSU).
IFIP sponsors a constant stream of activities and
publications throughout the world, but the main event in
the IFIP programme of activities is its Congress, held once
every three years. The Congresses are international
occasions which attract information scientists, managers
and administrators from all over the world to listen, to
learn, to educate, and to exchange ideas with their
colleagues from other countries.
IFIP and the ACS
National societies, such as the ACS, participate in
IFIP activities through membership of various technical
committees and working groups. IFIP currently has
technical committees in the fields of programming,
education, information processing in health care and
biomedical research, computer applications in technology,
data communications, system modelling and optimisation,
information systems, and the relationship between
computers and society. Australia has a representative on
each of these committees. In addition, many of the
committees have working groups addressing specific aspects
of their area of concern. Australia also has representatives
on some of these working groups.
Australia made its initial bid for a Congress in 1973,
when it bid for the 1977 Congress. At that time Canada was
the successful bidder, and the 1977 Congress was held in
Toronto last August. Australia then lodged a bid the
following year for the 1980 Congress. The other bidder was
Japan, who had also been an unsuccessful bidder for the
1977 Congress. Because a Congress had never been held in
the southern hemisphere, it was decided to explore the
possibility of holding a joint Congress in both Japan and
Australia. Japan and Australia investigated the feasibility of
this proposal and in 1975 convinced IFIP that it was a
viable proposition, and obtained the decision to hold the
1980 Congress as a joint venture between the two
countries.
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Early Planning
The staging of any major Congress involves a
considerable amount of work, and an international flavour
considerably expands this workload. When the Congress is
then split between two venues in two different countries
the additional complexities are rather substantial. It was
very necessary, therefore, for Japanese and Australian
representatives to start planning immediately a decision was
given, and consequently since 1975 there has been constant
and close co-operation between representatives of both
countries in laying the initial groundwork for the Congress.
Amongst the early decisions taken were the choice of
sites and the timing of the Congress. Timing presented
problems, for example, in that the conflict of the seasons in
the northern and southern hemispheres meant that a time
had to be found that best suited both locations. It was
decided therefore to hold the first week of the Congress in
Tokyo on Monday, 6th through Thursday, 9th October and
in Melbourne at the Exhibition Buildings on Tuesday, 14th
through Friday, 17th October. Four days (Friday, 10th
through Monday, 13th) were set aside for travel between
Japan and Australia, giving the delegates the option of a
stopover in South-East Asia or additional technical
visits/sightseeing in Australia or Japan.
This means that each site will have 314 days of
technical sessions. There will be four parallel streams at
each site. Two of these streams will be repeated at each site,
and the other two will be unique to each site, i.e., one-half
of the programme will be given at both sites. The streams to
be repeated in each site are the invited papers and a
selection of the best submitted papers. This means that
delegates attending only one site will still have the
opportunity of hearing all the invited papers and a selection
of the submitted papers presented at both sites. It also
means that delegates who attend both sites have an
opportunity of greater participation than if the Congress
were held in one site only. The subject matter of the
Congress will also be divided in such a way that particular
topics will be addressed in each site. This does not imply
mutual exclusion of any subject matter, it merely stresses
the emphasis that will be aimed at in each site. The
submitted papers repeated at both sites however, could well
cover the complete range of subject matter. Their selection
will be on the basis of “value of contribution” rather than
categorisation within a particular stream.
Local arrangements are the responsibility of
Organising Committees in both Australia and Japan. These
Committees are responsible for making all arrangements in
relation to registration, accommodation, venues for
technical sessions, social events, publicity, printing of
proceedings, and ancillary activities. Responsibility for the
calling of papers, their refereeing, and their ultimate
selection rests with a Programme Committee, which is
comprised of representatives from several nations. This
Committee for the 1980 Congress is chaired by Professor
Frank Sumner of Manchester University. Both Australia
and Japan have a representative on the Programme
Committee. The Australian Organising Committee has been
meeting since early 1977 and currently is meeting in
Melbourne once every three months. As the Congress draws
nearer, undoubtedly the frequency and duration of
meetings of the Organising Committee, and its
sub-committees, will increase.
The Australian Computer Journal, Vol. 10, No. 2, May 1978

Publicity
The success of the Congress is closely related to the
number of delegates who attend. Australia as a venue
suffers the dual problems of distance and comparatively
expensive air fares. Consequently, effective publicity of the
Congress is essential to its success. For 1980 several
innovative features have been devised to encourage
maximum attendance.
In each member nation of IFIP a Liaison Officer is
being appointed, whose sole task will be to publicise the
Congress in his country. Also, for the first time an official
travel agent is being appointed in each country, and these
travel agents will be widely advertised in all Congress
publicity. Potential delegates will therefore be able to go to
a designated agent who will have all the relevant
information. In this way delegates will also benefit by
obtaining the most favourable air fares, including group
discounts.
The official carriers for the Congress are QANTAS
and Japan Air Lines. The official domestic carrier in
Australia is TAA. American Express has been appointed as
the official travel agent in Australia.
Each nation is also supplying a comprehensive list of
relevant journals, bulletins, newspapers and other
publications in an endeavour to ensure that Congress
publicity reaches the widest possible audience.
With the assistance of the official carriers a publicity
booth was staffed at the last Congress in Toronto in
August, 1977. This proved to be extremely successful and it
is planned to have sinilar booths at major international
conferences throughout the world over the next two years.
National societies have also been asked to publicise the
Congress at their local activities.
Exhibition
In conjunction with the Congress an Exhibition of
computers and related products is being staged in both
Tokyo and Melbourne. The majority of those attending
each venue will be local delegates and hence the Exhibitions
are being conducted as independent events. In Australia, it
is being organised by Riddell Exhibition Promotions Pty.
Ltd. who are working with the Organising Committee to
stage what promises to be the largest and most successful
exhibition of its kind to be held in this country.
It is expected that some 30,000 sq. ft. of exhibits will
be housed in the Exhibition Buildings, adjacent to the
technical sessions. Potential exhibitors throughout the
world have already been approached and extensive
advertising over the next two years should result in a very
rewarding display.
Ancillary Activities
To add to the value and attraction of the Melbourne
segment of the Congress, planning is already under way to
mount several ancillary activities. These include —
*
a world computer art exhibition
*
a world computer music composing exhibition
*
a world computer chess tournament
*
a segment of the exhibition devoted to personal
computing
*
a two-day teaching programme on personal
computing
*
one day mini-courses on selected topics.
In addition it is planned to have a data
communications related activity. This is being organised
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with the assistance of the National Committee of the ACS
on Data Communications.
Action is also under way to have the week of the
Congress in Australia publicised nationally as “Information
Week”. The objective of this is to emphasise the importance
of information in society, its impact on the day-to-day
activities of individuals, and the growing importance of
information technology in society of the future. It is hoped
that this “Information Week” will receive the support of
the Federal and State Governments, as well as private
industry.

University of Melbourne, Melbourne.
Conference
Facilities
Sub-Committee:
A.Y.
MONTGOMERY, Monash University, Melbourne.
Attendance and Registration Sub-Committee: P.
MURTON, CML Assurance Society, Melbourne.
Exhibition Sub-Committee: P. MacGREGOR, P.
MacGregor & Associates, Melbourne.
Social and Special Events Sub-Committee: R.
PATERSON, Irish Young & Outhwaite, Melbourne.
Exhibition
Advisory
Sub-Committee:
W.
FITZSIMMONS, Data General, Melbourne.
Publicity
and
Information
Sub-Committee:

Conclusion
As with any similar activity the success of the
Congress will largely depend on an enormous amount of
work by a band of dedicated volunteers — members of the
Australian Computer Society.
The work of the Organising Committee depends
heavily on the work of its sub-committees, the Chairmen of
which are members of the Organising Committee. The
sub-committee Chairmen and their areas of responsibility,
together with otlqer members of the Organising
Committees, are:—

(Chairman recently resigned).

Chairman, Organising Committee and Carrier Liaison:
A.W. GOLDSWORTHY, State Government Insurance
Office, Brisbane.
Vice-Chairman, Organising Committee: K. EVANS,
Control Data, Melbourne.
Honorary Secretary: J. EDWARDS, La Trobe
University, Melbourne.
Finance Sub-Committee: D. WOODHOUSE, La
Trobe University, Melbourne.
Printing and Mailing Sub-Committee: A. BELL,

IFIP Representative: J.M. BENNETT, University of
Sydney, Sydney.
Programme Committee Liaison: G. LANCE,
C.S.I.R.O., Canberra.
The work of the above Committees will involve a
considerable number of volunteers. The success of the
Congress, and I am certain it will be extremely successful,
will depend to a large extent upon their efforts. The
organising effort is being wholeheartedly supported by the
Victorian Branch of the ACS.
It may help to emphasise the size of the task to point
out that the budget for the Congress and Exhibition is
almost $500,000.
The 8th World Computer Congress will present
computer practitioners in Australia with an unparalleled
opportunity to hear, meet with, and discuss issues with,
some of the leading computer professionals in the world.
The benefits to individuals and to the computing profession
in Australia should be extremely significant. It is up to all
of us to ensure that, through our active participation, the
maximum benefits are achieved.

Book Review
S.

Bensasson, Computer Programs for Building Perspectives,
Evaluation Report - Design Office Consortium, UK, 1977,
pp. 44, £10.

This concise document is a report which has been prepared by
the Design Office Consortium (D.O.C.), a British non-profit
distributing Company owned by its Members and supported by the
British Central Government Departments of Environment and
Industry. An Australian Company, “The Association of Computer
Aided Design Limited (ACADS)”, has a reciprocal agreement with
D.O.C. whereby reports prepared by the two organizations are
exchanged.
It is important for the Australian reader to be aware that the
report has been prepared to assist the U.K. Building design team and
to the writer’s knowledge the only ‘report’ programs being
supported in Australia are, AUTOPROD and the graphics software
base of THINGS/HL, i.e. GINO/F. Both programs are available
through I.C.L. Dataskill.
The report comprises seven chapters which can be divided into
two major components.
Firstly, a general introduction into the computerised three
dimensional viewing of buildings and secondly a comparative
evaluation of programs available in U.K.
Chapters 1-4 introduce 3D viewing and in addition offer broad
guide lines for the evaluation of programs which are applicable to
non-graphics programs. If a mild criticism could be offered it is that
there appears an over-emphasis on the cost effectiveness of
producing simple shapes - it is the writer’s experience that it is not
expensive to produce simple shapes as line diagrams by computer -
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in addition the report could have emphasized that computer
perspectives are mathematically correct models, which is frequently
not the case with many perspective drawings produced.
Chapters 5-7 include the evaluation report and a comparative
study of U.K. programs. The evaluation reports again offer guide
lines for program assessment, useful information for all potential
users.
The comparative section offers an intelligent assessment of
how programs may be introduced and highlights two important
facts:
1.
That programs can be enhanced to suit a user’s
requirements;
2.
That data preparation for input to the computer is a
major cost.
This section correctly makes the point that the costs tabulated
relate to particular installations and may vary widely depending on
the installation.
In conclusion the document is well prepared and written in
terms the layman can understand, is worthwhile reading for
members of the Australian design team and it illustrates that a
variety of programs exist even though they are not available in
Australia at this time.
It should be evident that re-evaluation in relation to local
costs of man power and equipment and in relation to the support
offered to the programs by the author or the program selling agents
would be necessary before a realistic comparison could be
completed in Australia.
I.J. Harvey
(Howden & Wardrop)
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Teaching Systems Concepts
Using A Hospital Admissions Model
By J. Underwood* and A. M. McMahonf
The paper describes the construction of a model for use in teaching systems thinking to students
of administration. A hospital was used as an example and an admissions and discharge unit were
modelled. The aim was to demonstrate feedback, equilibrium and stability in the system.
Keywords: computer-aided teaching, feedback, system stability.
Computing Reviews Categories: 1.59, 3.30, 3.34, 8.1

INTRODUCTION
Feedback, stability and equilibrium are basic
concepts in systems theory and to illustrate them an
interactive model using a computing facility was devised for
the use of class members in an administrative studies
programme. The application area chosen for the simulation
was a 600 bed community hospital.
The task of developing this exercise was taken up
because the teaching of systems theory involves the
introduction of concepts such as feedback, stability and
equilibrium. These are commonly explained by reference to
mathematical or physical examples which are not always
suitable in the social sciences. What was needed was a
bridging example of middle level complexity within the
common experience of class members.
CONCEPTUAL FRAMEWORK
System State
In framing the exercise the underlying concept of
system state had to be dealt with first.
Usually system state is represented as a vector
displaying the values of variables which are of interest in a
particular analysis. The concern here was to approach the
analysis on a discrete time basis which meant that a present
and a future or “next time” state could be denoted. This
approach is different from that of classical control theory
which deals with time as a continuum and uses differential
equations to plot a system path as a means of specifying
system behaviour. The
non-continuous
approach
examines the interface between the time intervals by
studying the transformations which take place between one
time interval and the next. The aim in constructing the
model was to simulate the behaviour of a real system by
programming
the
computer
to
perform
these
transformations many times.
Equilibrium
The system was looked upon as a deterministic one in
that transformations from one state to the next were
actually knowable given the defined inputs. Equilibrium is a
state in which system behaviour remains fixed under a
particular transformation. Once the system is made to enter

such a state it will remain in it until there is either a change
in the inputs or in the operating parameters. All variables
were not considered in this model; key factors only were
selected and to this extent relative equilibrium was being
considered. Although true equilibrium is a property of
system which is not time dependent the fiction which is
contained in the phrase “dynamic equilibrium” is retained
as a useful idea to convey the notion that nothing is
changing whereas everything may be changing. It refers to
aggregations of unlike factors which are represented in a
generalised way, for example, family health indicators.
A real question which arises relating to equilibrium is
what happens when changes are introduced or, more
particularly, under what conditions does equilibrium
remain stable? This was a primary concern within the
model.
Stability
Stability was approached as that “. . . much
overburdened word with an unstabilised definition” which
is Bellman’s view quoted by Ashby (1956) and the question
arose as to how it was to be dealt with in this simulation.
Stability is concerned with behaviour resulting from
disturbances. It requires the assumption that the system has
been disturbed from a state of equilibrium. Disturbances
are usually thought of as out-of-the-ordinary occurrences
which inexplicably displace the system from its equilibrium
state but it was also of interest to study the effects of
changes in the inputs and the operating parameters. Two
kinds of disturbance were considered; an intermittent
perturbation, and a permanent change in the values of the
inputs or the operating parameters. An example of the first
type in the hospital case would be something like an
epidemic, and of the second, an increase in the size of the
population of the community or a decrease in the size of
the hospital establishment.
Feedback
Feedback is a technique used by systems to attempt
to achieve stability at a satisfactory level in respect to their
objectives. When using feedback a part of the system
compares the actual state with the objective and uses this
information to adjust the response of the system to
environmental inputs. Those parts of the system which
perform this function are the regulatory mechanisms. With
feedback a system which is disturbed from a state of
equilibrium may return smoothly to that state (or a new
state) or it may return to a state of equilibrium via decaying
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oscillations or it may go into a mode characterised by
constant or erratic oscillations where it is hunting for a
suitable state. The length of time taken to return to the
stable state was an interesting attribute of the model. When
oscillation takes place amplitude and frequency also
become important considerations to establish knowledge of.
the system’s operating rhythm and to determine the time
needed for it to complete a characteristic cycle of activities.

Population

App1icants apply
each week

1 2 3 4 5 6

Weeks

Hospital Simulation
The hospital was chosen as the illustrative case for
simulation as one of the regulatory organisations in society
whose primary task is the maintenance of community
health. It demonstrates in a clear manner the processes of
stability, feedback and equilibrium. Howland and
McDowell (1964) put forward a view of hospitals with
which we agreed substantially when they defined them as:
“ . . . organisations provided by society to maintain
homeostatic states for its members, patients, who are
unable to maintain required levels for themselves.. .
By formulating a patient care measure in terms of the
ability of the hospital system to regulate his
condition when he is unable to maintain survival
states unaided, we can specify the kind of
information needed by hospital system designers and
managers to provide the requisite facilities”.
To be able to operate in an efficient and effective way
hospitals need to set objectives other than those concerned
with clinical matters, particularly in the administrative area.
Here such factors as growth rate, diversification, staffing
levels
and
occupancy
rates become
important
considerations.
In the model devised the administrative area was
made the focus of the enquiry because it gave useful
information about the structure of this type of institution
as a whole. The approach is supported by the findings of
Hertzman and Leven (1974) who found cycles in
admissions activity which showed a high degree of
correspondence with discharge activity within a general and
a chronic hospital. The idea that the activities were not
entirely based on patients’ clinical needs was supported.
Input overloads were met with corresponding increases in
discharges. They found that
“the system is able to handle very large increments in
admissions by increasing the speed at which it
processes (the patients) and discharges them from the
system at the output end into the community”.
These findings were taken up and used in the construction
of the model.
THE HOSPITAL’S ADMISSION AND DISCHARGE
SIMULATION MODEL (HADS)
The Model
In this model of a hospital it is assumed that there are
two relatively independent decision making centres; the
Admissions office which decides how many applicants for
admission will be accepted each week, and the Discharge
area, primarily medical in function. The main connection
between the two centres is that both ultimately base their
decisions on the number of beds available. A schematic
representation of the model is given in Figure 1.
Admission’s Function
Here the assumption is that the number of people
admitted is a function of the number of emergency cases,
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Figure 1 Schematic Representation of the model

the number of applicants for varying types of treatment
including elective surgery, and the number of beds
available. In particular,
Number Admitted = Minimum admissions (i.e. emergencies)
+ admission rate x No. applicants
The admission rate is actually a complex function of bed
occupancy and other factors such as hospital policy.
For the purpose of this model we approximated this
function by specifying admission rates which correspond to
bed occupancy rates of 0%, 20%, 40%, 60%, 80%, 100%.
The model interpolates between these points. This method
of describing a function is the same as the table function
used in the DYNAMO simulation system (Pugh 1963)
popularised by Jay W. Forrester (1961).
Admission rate can also be set to remain fixed
irrespective of bed occupancy. This was termed manual
operation and the rate must be reset each month.
Discharge
We have assumed that the number of people
discharged is a function of cures, people who do not want
to stay in hospital any longer, patients transferred to other
institutions, seasonal factors and pressures on bed use. In
particular
Number discharged = Minimum discharged (i.e. basic
number discharged) + Discharge rate
x Number of beds occupied.
The discharge rate is set by the medical personnel but
is affected by overwork of ward staff, absenteeism,
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0.5, 0.3, 0.1, 0.1.
% of patients discharged for various occupancy rates
20,25,30,35,55,60
Delay in setting admission policy 0.
Let the model run for a number of weeks until you
observe a steady pattern of behaviour.
At this point you may wish to change the percentage
of applicants admitted to 40, 35, 30, 25, 10, 0.
Let the model run for a number of weeks to observe
the resulting pattern of behaviour.
At this point you may wish to change the delay
factor to, say, 2 or 5 weeks.
Let the model run . . .
At this point you may wish to change the operation
of the admission factor from automatic to manual so
that you may set this factor independent of the
occupancy rate.
Now you might wish to set a goal such as maintaining
a certain bed occupancy rate or reducing the overall
sickness rate in the community. Attempt to achieve
your chosen goal by altering any of the variables
shown in Table 1.”

technology available for treatment and seasonal factors'.
As with the admission rate the user specifies discharge
rates corresponding to bed occupancy rates of 0%, 20%,
40%, 60%, 80%, 100% and the model interpolates between
these points.
Feedback process through the general population
The percentage of the community applying for
admission in the first week of the simulation period is
nominated by the user.
Those who are discharged from hospital may be more
or less likely to apply for re-admission than the general
population. For instance one assumption which could be
made is that the longer patients remain in hospital the less
likely they are to apply for re-admission. This pattern of
re-application is approximated by specifying the percentage
applying for re-admission from each of the groups who have
stayed in hospital 1, 2, 3, 4, 5 and 6 or more weeks. As
these patients are discharged and return to the community
they affect the numbers of potential applicants for
re-admission. It is hypothesised that this will result in an
increase or decrease in admissions which in turn will affect
the discharge rate and hence complete the cycle.
The feedback loop in this model is somewhat diffuse
because the discharged patients represent a small number of
the total population and therefore the effect of the hospital
on the health of the population is probably minimal.
Information on the quality of care, standard of treatment
and medical services available will all affect the decision to
seek admission but these factors have not been assessed in
this model.
Delays in the Control Mechanism
In many actual cases the Admissions office may not
be able to use the most up-to-date bed occupancy figures
because there are delays in the receipt of this information
or because admission policy has been decided some time in
advance of implementation. In the simulation the delay in
this information channel may be varied between 0 and 52
weeks.
Task Description
Class members were given the following instructions:
“Your task will be to obtain a picture of the activities
of the system. In an actual situation of this type a
black box approach might be the one taken. You
would be attempting to find the internal structure of
the system by examining its behaviour. In this case
you have been told what the structure of the model is
and your task is to get a picture of the effects of
changes in some of the parameters on the overall
behaviour of the system.
For purposes of this exercise imagine you are trying
to control the Admission’s function. Suggested
starting values are: —
Set Admission factor to Auto
Population - 100,000
Bed capacity 600
Bed occupancy 63%
Application rate 1%
Minimum admissions 10
Minimum discharges 15
% of applicants admitted for various occupancy rates
35,30,25,20, 15, 10.
Re-application rate for discharged patients (%) 3, 1.5,
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THE HADS PROGRAM
Program Description
HADS
(Hospital
Admissions and
Discharge
Simulation) runs on the Canberra College of Advanced
Education Burroughs B6700. The program is interactive
and in the teaching situation is run via TD 700 terminals
which have a screen capacity of 8 x 32 character lines. The
program is written in Burroughs Algol which is a slightly
extended version of Algol 60. The basic program structure
is represented in Figure 2.
TABLE 1. Parameters Available in HADS Program
Code

Meaning

GO

No more changes.
Continue with next four weeks of model.

AUTO

Specify whether admissions rate is specified each
month or is calculated from bed occupancy.

TOTPOP

Specify the total population of the community.

TOTBED

Specify the total number of beds in the hospital.

OCCRTE

Specify the percent of beds currently occupied.

APPRTE

Specify the percent of tire community applying for
admission to the hospital.

MINADM

Specify the minimum number of patients to be
admitted each week.

MINDIS

Specify the minimum number of patients to be
discharged each week.

ADMIT

Specify percentage of applicants admitted for various
bed occupancy rates.

REAPP

Specify percentage of discharged patients who will
re-apply for admission.

DISCHG

Specify percentage of patients discharged for various
bed occupancy rates.

DELAY

Specify delay in applying admission policy.

DISINF

Specify whether admissions office has knowledge of
proposed discharges for current week.
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REQUEST INITIAL
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FUNCTION IN
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HOSPITAL OPERATION
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DISCHARGE

RESULTS
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REPEAT FOR

OPPORTUNITY
TO CHANGE

REQUIRED

PARAMETERS

DISTRIBUTE
DISCHARGES
OVER PATIENTS
BY DURATION
OF STAY

STOP

Figure 2 Control Structure of the program

The parameters which may be set by the user are
given in Table 1. This table shows codes which are
entered to change conditions within the model or in the
environment. In module 1 (at the beginning of the run) the
program automatically requests the user to enter all
parameters except DISINF. At the end of each four week
period of simulation module 3 gives the user the
opportunity to change any or all of these parameters before
the program continues with the simulation.
The actual simulation is carried out in module 2 and
Figure 3 shows the structure of this module. The simulation
is done in steps of one week’s duration; that is, an
assumption is made that decisions concerning admissions
and discharge are made at the start of each week.
Specifying the Parameters
Some experimentation was needed to choose a
suitable set of starting parameters. For instance, to be able
to obtain a steady state with anything other than a full
hospital there needs to be a value of the admission factor
such that
Population x Application Rate x Admission Factor is
a reasonable fraction of the bed capacity (say between one
quarter and three quarters). It is also necessary that the
discharge function be such that under some circumstances
more patients will be discharged than will be admitted. In
the initial version of the program the admissions function
used the bed occupancy figure after the patients had been
discharged for that week. This meant that to the Admission
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UPDATE
HISTORICAL
DATA

OUTPUT
RESULTS

Figure 3 Structure of the simulation module

section the hospital always looked rather under-utilised and
this, in fact, resulted in their increasing admissions and
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TABLE 2. Sample Output
No. people
discharged

No. applying for
admission

No.
admitted

No. beds occupied
at end of week

% of pop. which
will apply next week

156
207
183
193
189
190
191
190
191
191
191
191

996
996
997
999
1000
1002
1004
1005
1007
1008
1010
1012

202
183
193
189
191
190
191
191
191
191
191
192

424
400
410
406
408
408
408
409
409
409
409
410

1.00
1.00
1.00
1.00
1.01
1.01
1.01
1.01
1.01
1.01
1.02
1.02

111
224
183
198
189
195
192
193

333
430
396
417
405
412
410
411

1.02
1.02
1.02
1.02
1.02
1.02
1.03
1.03

317
317
318
319

534
532
531
531

1.03
1.03
1.04
1.04

143
180
181
181

446
445
446
446

1.04
1.04
1.05
1.05

Hospital forced to 100% bed occupancy
378
127
217
177
201
188
194
192

1011
1014
1013
1015
1017
1018
1020
1022

Admission rate changes to constant 30%
194
319
319
319

1023
1024
1027
1031

Discharge rate changed to 20,20,30,30,40,40
1035
1038
1039
1040

maintaining consistent pressure on the discharge section. It
was therefore decided to introduce the extra parameter
DISINF described in table 1 which allows the user to
reduce the degree of coupling between the two sections.
This has the effect of giving the Admissions section greater
control. It was still found that when trying to alter the
occupancy rate of the hospital after some sort of
disturbance the discharge function was a much more
effective instrument of policy than the admissions activity.
Sample Results
Table 2 shows a sample output of the behaviour of
the system which was started with the fixed parameters
described in the text and allowed to run for twelve weeks.
The result was that the bed occupancy rate exhibited
decreasing oscillations and after five weeks settled at 68%
and then showed a slight increase due to the greater number
of re-applications for admission.
At the end of the twelfth week an intermittant
perturbation was imposed on the system. All beds were
declared occupied (perhaps due to an accident or
emergency in the community). The result was that 63% of
patients were discharged by the hospital at the beginning of
the next week. This activity induced a new oscillation in
the bed occupancy rate which settled at 69% after eight
weeks.
The admission rate to the hospital was then changed
and held at 30% of community applications. This caused an
immediate increase in the bed occupancy rate to the new
value of 89%. As a means of achieving a contrast in activity
the admission rates were returned to the original values
The Australian Computer Journal, Vol. 10, No. 2, May 1978

which were 40, 35, 30, 25, 10 and 0 and the discharge rate
was lowered to 20, 20, 30, 30, 40, 40 and this change
caused the occupancy rate to move immediately to 74%
and remain steady at that level.
CONCLUSION
The program was used by fifty students from the
third year of the Administrative Studies degree course.
Most had had only one hour of previous contact with the
terminals. They worked in groups of twelve under the
guidance of expert programmers and managed without
difficulty. The computer system was able to cope with this
size of group. The program appeared to be quite robust
under the demands of inexperienced users.
Members of the classes were able to create a profile of
the simulated hospital and to gain an appreciation of the
totality of the enterprise according to the sub-systems
chosen for analysis.
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Stylistics in Languages
With Compound Statements
By Arthur Sale*
This short communication discusses a stylistic problem which arises in languages, such as PASCAL,
which use both statement separators, such as semicolons, and begin-end bracketting structures. It
suggests that an alternative to the traditional rules which have evolved from Algol 60 is preferable.
KEYWORDS AND PHRASES: Programming stylistics, indentation, compound statements.
CR CATEGORIES: 4.20.

1.

INTRODUCTION
Programming languages of reasonably modern origin
usually have two features which are of interest to this
paper:
(a) the language is made up of statements separated by
some lexical token, usually a semicolon, and
(b) groups of statements can be treated together by
enclosing them Ay distinctive tokens, for example
begin and end.
Such languages are common; examples are Algol 60, PL/1,
Algol 68, and PASCAL.
The problem of stylistics arises from the basically
line-oriented structure of program source text, and
the increasingly prevalent practice of emphasising this
structure by indentation. This structure cuts across the
syntax structure to create mismatch problems which are
not present in langauges like FORTRAN and BASIC.
Some rules for stylistically formatting programs in
such languages have been developed from the requirements
specified by the editors of the (now discontinued)
Algorithms section of the Communications of the ACM
originally for Algol 60. These rules, which I shall call the
classical rules, can be incompletely summarised as follows:
(a) Every begin and end shall be on a line by itself, and
the enclosed text shall be indented one level deeper
than either the begin or the end.
(b) Every internal statement of a statement (such as s in
“while b do s”), shall be indented one level deeper
than the context structure.
(c) Semicolons are inserted only when necessary to
separate two adjacent statements.
To focus attention, the following program fragment has
been modified from a recent program I wrote and put into
classical style as shown in Figure 1.

horizontally: If most compound constructs contain
begin-end pairs, inner statements are indented
by two levels. This means that programs
containing much structuring detail rapidly
move across the page, to be wrecked at the
right margin '(as in the distributed version of
PASCAL-P).
(ii) editing inconvenience
Since
most
editing
facilities
(be
they
terminal-oriented, or punched cards) work on a
source line, the classical placement rules for
semicolons make insertion or deletion of lines a real
headache. Such editing can often have consequent
effects on the lines surrounding the change; in the
extreme case a four line change is required to add a
second line to an internal statement which is not
already enclosed in a begin-end. (Interestingly, the
declaration part of PASCAL avoids this problem by
good design.)
(iii) understanding
It is apparently quite difficult to reconcile two
different structuring rules which cut across each
other, and beginning students seem to have much
difficulty in deciding where to put semicolons. The
evidence seems to show that if they were never told
anything about layout, and could write one long line
of program, they would have no problems with
semicolons. But introduce these topics, and all is
confusion. To help, they may devise line-oriented
begin
{classical stylej
while (i < M) ao
begin
ch:=text[i];
if (ch=lastchar) then
begin
checkoccurrence;
i:=i+D [ch]
end
else
begin
increment(usecount [stride [ch] ]);
i:=i+stride[ch]
end
end

2.

PROBLEMS WITH THE CLASSICAL STYLE
The classical style has three problems; their relative
importance being subjective:
(i) wastage of page space
vertically: The layout has many lines of little
information content. The extreme case is “end
else begin” in the middle of an if, which
borders on the ludicrous.
“Copyright © 1978, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”

end;
Figure 1

* Department of Information Science, University of Tasmania. Manuscript received 17th January, 1978. Revised version received 7th March,
1978.
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rules-of-thumb which imply the stream-oriented rales
underlying the syntax. For example, one such rule is:
“Never put a semicolon after a begin or an else”
The difficulty about this lies in when to put
semicolons on ordinary statements (it depends on
what follows), or on ends. Such rules are complex.
3.

ALTERNATIVES
Clearly the problem revolves around internal
statements, begin-end, and semi-colons. The possibilities are
legion, as I have discovered by polling my colleagues on
what they consider to be best practice, and by looking at
real programs. Though few programmers seem to
understand why they write programs the way they do,
there are a lot of style variations around.
The following three examples should illustrate the
variety that is possible:
while b do
begin
si;
s2
end;
while b do
begin
si;
s2
end;
while b do
begin si;
s2 end;
4.

A PERSONAL STYLE
I would like here to promote a personal style which I
use for all programs I write, and which I believe has some
important morals for designers of programming languages.
This personal style consciously tries to minimize'
the problems I identified earlier while retaining the
advantages of syntactic regularity and obvious indentation
structure. Let me first re-write my example in my own style
and then justify it.
begin
{personal style)
while (i < M) do begin
ch:=text[i];
if (ch = lastchar) then begin
checkoccurrence;
i:=i+D[ch];
end else begin
increment(usecount [stride [ch] ]);
i:=i+stride[ch];
end;
end;
end;
The rules for this style can be summarised as follows:
RULE 1: Put semicolons at the end of every line,
except after a begin (and even here they don’t matter), or if
you have to break up something you’d normally put on one
line over several (such as an assignment or an expression).
RULE 2: Remember each statement construct as a
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line oriented template, as for example:
while condition do begin
statements;
end;
COROLLARY: Always use begin-end even if only
one statement is controlled.
COROLLARY: The template for an if includes ‘end
else begin’, so no confusing errors due to elses are possible.
This style is more compact, though it is possible to
reduce vertical space usage even further, and I maintain that
it does not compromise the basic purposes of layout at all.
The problem of where to put semicolons is greatly
simplified, and editing insertions and deletions always
involve only the one line concerned. Beginning students
should also find that the regular use of syntactic templates
of the kind illustrated (which have no exceptions to
remember) is quite easy, and they do not have to reconcile
some stream-oriented syntax rules with another set of
layout rules.
Why is this not a universal style then? Probably the
answer lies in two aspects: habit and syntax. We are all
familiar with the resistance to change when we try to alter
some deeply ingrained and habitual behaviour, and it is
quite apparent in some conversations I have had that layout
is a learned response of this type. Some programmers
remark that they find my examples harder to follow, and
are taken aback when I say that I find their style similarly
awkward (because of relative unfamiliarity).
The other resistance arises because the classical style
rules directly mirror the syntactic constructs of Algol 60.
Apply a new syntax production rule, and you indent one
level, at least down to the statement productions. Of course
Algol 60 totally ignored the existence of lines, and I argue
now that this was unfortunate, and should not force us to
therefore adopt clumsy habits. To illustrate this we can
look at two constructs which were imported into PASCAL
but were not in Algol 60. The case and repeat constructs do
not require begins, and have defined closing terminators
(end and until). Curious that in the two new importations,
the language is better than the carry-overs . ..
Example:
case expression of
statements
end;
5.
1.

2.
3.

MORALS
Designers of programming langauges should be more
aware that the languages they design are not simply
collections of syntactic rules, but are going to be
mapped onto lines, and the language should
acknowledge this fact.
The begin ought to die a graceful death; compound
constructs ought to embrace the many-statement
enclosure as the normal case, not as an exception.
All compound constructs should have an explicit
termination; perhaps chosen to match the construct
(as in repeat-until, or the less felicitous if-fi of Algol

68).
4.

We should all ask ourselves more often: “why do I lay
programs out the way I do?”
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Simula 67 Through Run-Time Structure
By C. W. Johnson*

Simula 67 lacks an adequate description of its semantics in simple terms. The report described
here gives one as a branching stack of activation records and uses it to describe the effects of the
“resume” and “detach” control transfers. A simple implementation of the language is seen to depend
on restrictions imposed by the designers on top of their use of block structure.
DESCRIPTORS: Simula 67, programming language design, programming language
implementation, run-time structure.
C.R. CATEGORY: 4.22

Simula 67 is a general purpose and simulation
language based on Algol 60. The associated literature (Dahl
and Myhrhaug, 1973; Dahl, Myhrhaug and Nygaard, 1970;
Birtwistle, Dahl, Myhrjjaug and Nygaard, 1973) gives no
clear explanation of the operation of its non-Algol control
structures except in simple cases; nor does it provide a
virtual machine description comparable to the one that
forms part of commonly accepted and taught knowledge
about Algol 60. (Wegner, 1968; Pratt, 1975). An adequate
description of a virtual machine should provide a basis for
understanding the semantics of the language’s control
structure: the clarity of the expression of these semantics in
this machine description gives a measure of the
description’s adequacy.
The report “The Run-Time Structure of Simula 67”
by C.W. Johnson is an informal description of the Simula
67 virtual machine developed from the Algol 60 machine,
an understanding of which is assumed. Its basis is a
branching stack (cactus, or tree, stack) of activation
records. The nodes at which branching may occur are the
activation records of prefixed blocks. The effects of the
control transfers “resume” and “detach” are, respectively,
to select a named branch of the cactus, or a privileged
unnamed branch from the first node below the operating
activation record. The concept of a “most recently active”
branch from each node is introduced to explain which
branches are then followed to determine the activation
record to which control is passed, at the tip of some
branch.

“Copyright © ,1978, Australian Computer Society Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACJ’s copyright notice is
given and that reference is made to the publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Australian Computer Society.”

The language ( contains many major and minor
restrictions, arising both from its block structure and from
seemingly arbitrary fiats, that allow this virtual machine to
be implemented reasonably efficiently on. conventional
hardware. These restrictions permit the use of activation
records containing only a static (environment) link, a
dynamic link, a resumption point, information on the kind
of block, and a local data part; and enable the control
transfers to be effected with minimal inspection of, and
changes to, these links. The important aspects of the
implementation and their dependence on the restrictions
imposed by the language are described briefly.
The report is expected to be of interest to anyone
wishing to understand the structures of Simula 67 either for
its advanced use (e.g. in setting up multiple nested
quasi-parallel systems) or for getting an insight into some of
the power and deficiencies of this important example of
programming language design for substantial expressive and
manipulative power with efficient implementation.
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An Overview of
Programming Practices
By J. M. Yohe*
The purpose of this paper is to indicate something of the nature of “good programming”. In this
context, programming is taken to mean the entire process of communication between humans and
computers. The programming process is sub-divided into nine tasks, and an elementary discussion of
eacli of these tasks is presented. Although the paper is primarily directed to the student or novice
programmer, more experienced people may find it a worthwhile aid in codifying or reinforcing their
experience.
KEYWORDS AND PHRASES: programming, programming practices, program design, software
design, documentation, debugging
CR CATEGORIES: 1.3, 1.59, 2.2, 2.42, 4.0.

1.

INTRODUCTION
Although the widespread availability of computing
facilities is relatively recent, computers are now being used
in nearly all disciplines as tools for solving a wide variety of
problems. The range of programming languages now
available puts the power of the computer within the grasp
of nearly everyone. Indeed, many people can utilize
existing programs for their work without even having to
know the basic facts about a computer.
Despite this, computers undoubtedly could be
utilized more effectively than they are. Although there may
be many reasons for under-utilization, lack of good
programming must certainly be one of the most important.
In this context, “programming” is taken to embrace the
entire process of communication between humans and
computers. It is the goal of this paper to attempt to
indicate something of the nature of “good programming”.
Until recently, a great deal of education in
programming was confined to the mechanics of writing
code, with other aspects of the programming process being
glossed over, or even not mentioned at all. Fortunately, the
need for a deeper treatment of the programming process is
now becoming more widely recognized, and books (such as
the one by Kernighan and Plauger [21]) which deal with
other aspects of programming are beginning to appear.
A program, no matter how well it instructs the
computer in the task at hand, can be utilized only if there
are adequate instructions for its use. If the only one who
ever uses a program is the programmer himself, then it is
possible that adequate instructions can be kept in a loosely
organized form in the programmer’s own mind. More likely,
written notes will have to be made even for such personal
use. If another person is to become involved with the use of
the program, however, the instructions will have to be
communicated to him; this will require that the
programmer prepare a set of well-organized, detailed
instructions, and, usually, that they be written.
Lack of adequate documentation may have
tSponsored by the United States Army under Contract No.
DA-31-124-ARO-D-462.
Copyright © 1974, Association for Computing Machinery, Inc.
General permission to republish, but not for profit, all or part of
this material is granted, provided that ACM’s copyright notice is
given and that reference is made to this publication, to its date of
issue, and to the fact that reprinting privileges were granted by
permission of the Association for Computing Machinery.
Reprinted from Computing Surveys. Vol 6, No. 4, pp221-243.

consequences that the programmer may not even suspect.
On one occasion, a friend spent many hours studying a
program which had been included in a journal article. She
had intended to modify that program slightly and apply it
to a similar, but not identical task; what she finally did was
give up trying to decipher it and, instead, wrote her own
program. The program in the journal may have been
excellent, but there simply were not enough guideposts to
enable a user to make modifications to it.
Most of us can cite similar examples. Indeed, most
can probably recall a situation in which documentation was
insufficient to allow the program to be used, even without
modification, by anyone but the original programmer
himself.
Even when a program is intended to be used only by
the programmer himself, such a paucity of documentation
may not be appropriate. In most cases, people are prone to
forget what they have done (and do so in a surprisingly
short span of time), so that a programmer who returns to a
program which he had written some months earlier may be
nearly as bewildered by it as if he had never seen it before.
More positively, if a program is at all useful, the chances are
that others will also be interested in using it, and thus many
programs which were originally intended to be used only by
their authors are subsequently communicated to others.
When a program is not intelligible to a potential user,
the result is either that the would-be user will write his own
program, resulting in a duplication of effort, or that the
problem to which the program would have been applied
will remain unsolved. Good programming, coupled with
good communication, can do much to alleviate this waste
of computational resources.
In too many cases, writing a computer program is
confused with writing code. Communication with the
computer is only half of the problem; as we have indicated,
communication with other humans is just as important.
Indeed, the distinction between a programmer and a person
who just writes code generally lies in the degree to which he
appreciates the interaction of all factors involved in the
programming process.
Much of the material covered in this paper will be
familiar to most experienced programmers; these remarks
are directed primarily to those who are interested in using
computers, but lack personal experience with them. This
includes, of course, beginning programmers; it extends to
those who have had little or no programming experience,

*Mathematics Research Centre, University of Wisconsin, Madison, Wisconsin 53706
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but have to use computers themselves, or hire programmers
to implement their ideas. Of course, experienced
programmers are welcome to read it, too; if nothing else, it
may reassure them to see in print some of the ideas they
have been trying to convey to their employers!
The novice is usually tempted to begin his
programming efforts with the coding process. Indeed, if the
program is a simple one, many experienced programmers
may also succumb to this temptation. But coding should be
one of the last steps in the programming process. In some
organizations, the coding function is clearly distinguished
from programming; the programmers concern themselves
with the logic and structure of the program, while the
coders translate the programmers’ finished specifications
into the chosen computer-oriented language. More
commonly, a person hired as a programmer is expected to
be competent at both tasks.
Subdivision of the programming process is a
subjective matter, and in any attempt to define tasks one
will find that the individual steps are interdependent.
However, most experienced programmers would probably
agree that the following steps constitute a reasonable
description of the major tasks involved in writing a
program:
1)
Problem definition
2)
Selection of algorithms and data structures
3)
Selection of a programming language or
languages
4)
Specification of program logic and structure
5)
Coding
6)
Debugging and testing
7)
Redefinition of above steps as necessary
8)
Documentation
9)
Maintenance.
As noted above, these steps are certainly not
independent. For example, appropriate written records
should be kept during the first steps; if this is done, these
records will form a significant portion of the
documentation. Thus documentation is not a separate step,
but an integral part of the programming process. Also,
choice of algorithms and data structures, choice of a
programming language, and specification of the program
logic and structure are obviously interdependent. In fact,
the programming process should perhaps be regarded as
being iterative, the steps being revised as necessary in the
light of previous experience until the desired results are
obtained.
In the following sections, we discuss these steps in
what we hope will be enough detail to enable the reader to
focus on major concepts, but not so exhaustively as to be
tedious or overly restrictive. In Appendix A, we present a
checklist for programming, and in Appendix B, a checklist
for program maintenance. These are intended both to
summarize the body of this paper and to serve as a basis for
an individual to use in developing his own checklists.
We hope that we have avoided the appearance of
being dogmatic. We acknowledge that programming is an
art; as in all art forms, each individual must develop a style
which seems natural and genuine. Any attempts to press all
people into the same mold will very likely come to grief;
the net result of insisting on regimentation is often
rebellion or, worse, stifled creativity.
2.
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PROBLEM DEFINITION
The obvious first step in writing a program to solve a

problem is to determine exactly what the problem is. Yet,
as obvious as that may seem, programming all too often
begins without a clear understanding of the problem.
There are at least two reasons for this: The first is
that the individual who originates the problem may not
have a thorough understanding of it. When the originator is
also the programmer, he may be able to discipline himself
to expend the effort to define the problem properly before
proceeding. In the likely event that some preliminary
computations would aid in the definition of the problem,
these should, of course, be performed. When the
programmer is not the originator of the problem, it is
incumbent upon the programmer to make sure that the
problem originator understands the need for beginning with
a well-defined problem.
The second reason why programming may commence
without an adequate understanding of the problem is lack
of communication. When the programmer and the problem
originator are not one and the same, the programmer is
then constrained to work with his understanding of what he
has been told. Considering the difficulty of communicating
even the simplest ideas, it is no wonder that the
programmer may misunderstand or misinterpret even the
most rigorous definition of the problem.
Ordinarily, the programmer and the problem
originator are not the same; consequently, we will adopt
that as a hypothesis in our discussion. Many of the same
principles apply, however, when they are the same.
The first step in arriving at an understanding of the
problem to be solved, then, is a personal conference with
the originator. Out of this conference should come a
written set of specifications; but, ideally, the conference
should precede the preparation of the written description
of the problem so that major difficulties may be discussed
and, it is hoped, eliminated before formal, detailed
specifications are begun.
The role of the programmer in this process should not
be underestimated. Certainly, the programmer will have a
greater appreciation of the capabilities and limitations of
computers in general, and of the system being used in
particular, than will the majority of problem originators.
This is particularly true if the problem originator has had
little or no personal computing experience. Moreover,
discussing the problem with the programmer may help the
originator to clarify his own thinking on some aspects of
the problem. In many cases, the programmer is even able to
make valuable and significant contributions to the
definition of the problem, and to the techniques used for
its solution. For these reasons, the relationship between the
programmer and the problem originator will very likely be
most beneficial if it is a team relationship rather than that
of employee-employer or slave-master.
After the conferences have been held, written
specifications should be prepared. This may or may not be
the task of the programmer. Regardless of responsibility for
this job, the specifications should be oriented toward the
program which is to be written. They should include a
concise, but precise statement of the problem, input and
output data specifications, including formats if this is an
important aspect of the problem, any restrictions as to
language, hardware, and software, and any other factors
which might influence the structure and operation of the
program. Specifications might be less than a page for a
small program, or a sizable book in the case of a large
system. As in all documentation, the important
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consideration is to obtain a concise but thorough
description. Good documentation is not necessarily
lengthy, and lengthy documentation is not necessarily
good.
After the written specifications have been prepared,
the programmer and the problem originator should confer
again for the purpose of resolving inconsistencies, and
clarifying vague points. This step is always important; it
becomes even more so if the programmer did not
participate in the preparation of the original specifications.
It should be recognized that the problem originator is
probably basing his work on breadth and depth of
knowledge which the programmer does not share.
Consequently, the originator may not be aware of places
where the specifications are not sufficiently complete to be
informative. On the other hand, the programmer’s
understanding is generally limited to his interpretation of
the written word (specifications) and the spoken word
(conferences); he may not have the background which
would enable him to read between the lines. If the
programmer did not participate in the writing of the
specifications, it may be valuable for him to prepare
another set of specifications in his own words, and return it
to the originator for verification.
In some cases, the initial attempt at specifications will
not result in the necessary degree of rigor because the
problem may not be completely understood until, more
information is available. In other cases, the original
specifications may be entirely adequate, but it may happen
that a solution to the original problem will suggest
extensions or modifications which would be of interest. For
these reasons, it is wise to maintain enough flexibility in the
specifications and, subsequently, in the design of the
program to allow changes to be made easily.
It is obvious that the problem definition and program
specifications will be important parts of the final
documentation.
3.

SELECTION OF ALGORITHMS AND DATA
STRUCTURES
Once the problem has been identified, the next step is
to determine the methods to be used in solving it. In some
cases the methods to be used may have been determined by
the specifications (as, for example, when the purpose of the
computation is to compare a new technique for evaluating a
function with established techniques); in others, the
methods may depend heavily upon the language to be used
or upon the equipment which is to be employed.
In some cases, the character of the problem may be
sufficiently familiar that algorithms and data structures
may be selected on the basis of experience alone. In such
cases, however, one should be wary of the human tendency
toward inertia. In the early days of electronic data
processing, more than one data processing section acquired
powerful, fast, and expensive electronic equipment — and
then programmed the new equipment to simulate the
action of the out-moded devices which it replaced. Thus, it
might be a mistake for even an expert to presume that he
could not benefit by consulting the literature, his
co-workers, and people in other groups about the problem.
In the majority of cases, it is likely that algorithms
will have to be located or developed. If there is any doubt
as to what is required of an algorithm, a standard source
such as Knuth [22] should be consulted. It is important
that the procedures used to solve a problem be algorithms
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rather than merely being collections of steps which might
result in a solution to the problem.
There probably is no best place to begin a search for
algorithms and techniques; the kinds of algorithms and
techniques required will naturally depend almost entirely
on the nature of the problem. For most basic algorithms
(and some not-so-basic ones) the series of books by Knuth
[22] is a treasury. The person who is seriously interested in
programming would do well to become acquainted with
Knuth’s work. Another excellent source of algorithms is the
CALGO (Collected Algorithms from the Communications
of the Association for Computing Machinery) [8]. These
well-documented and verified algorithms have the added
advantage of being expressed in high-level programming
languages; they are essentially ready to use.
Other possible sources for algorithms are textbooks,
research papers, and symposium proceedings pertaining to
the problem. It is essential, however, to exercise judgement
in adopting algorithms or programs from such sources;
unfortunately (as the example in the introduction shows),
not all published algorithms are presented clearly.
When all necessary algorithms have been located, the
next step should be to determine whether related programs
are already available. If the algorithms came from the
CALGO or from a similar source, they may already be in
usable form; however, it is possible that even those may
need some modifications, or translation into a different
programming language. Unless the algorithms found are
already in the desired form, it makes sense to consult the
local program library, catalogues of appropriate program
interchange groups, and even other computing installations.
Obviously, the amount of effort expended to locate an
existing program should be balanced against the amount of
effort required to write that program.
In the event that the necessary programs are not
available, perhaps there are programs which will accomplish
the same task through a different, but still acceptable,
algorithm; perhaps an existing program could be modified
to accomplish the task at hand. These possibilities should
be investigated. If there appears to be nothing available
which will solve the entire problem, there may still be a
program which will be applicable to a portion of it.
The question of what data structures should be used
may well be essentially answered once the algorithms have
been selected. If there is still latitude, and if experience
does not suggest structures which seem appropriate, then
consultation of the literature or discussion with other
people is again appropriate.
From the standpoint of efficiency as well as to
facilitate debugging, the data structures should be chosen
with the intention of reducing the complexity of the
program. For many data processing applications, linked lists
of one sort or another are excellent choices; these
structures are covered in detail by Knuth [22].
The particular data structure chosen may well
determine whether the problem can be solved on the
available computer system, and it is therefore important to
consider these choices as carefully as the choices of
algorithms.
The benefits of experience in these matters are both
extensive and obvious. If a person is not himself a seasoned
practitioner, then it is essential that he seek the advice of
others. Even if he does have an extensive background, it is
still appropriate to include consultation with others as a
major step in the selection of algorithms and data
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structures.
All too often, length of service is equated with
experience; the marks of a true expert include the ability to
look at a problem from many angles, and the willingness to
learn new concepts and techniques.
Once these decisions have been made, descriptions of
the algorithms and data structures should be prepared.
Material which appears in the open literature need only be
referenced, unless there is good reason to include it in the
documentation. If, however, the available documentation is
not adequate, then more information may be required.
Algorithm statements and descriptions of data structures
are essential; depending on the nature of the problem,
these, together with appropriate references to the literature,
may be sufficient. However, in some applications, it is
necessary to include such data as error analyses for those
algorithms which are subject to mathematical and
computational error. The nature of the problem will govern
the type of information that must be provided.
Although program structure has not yet been
discussed, the process of algorithm selection will influence
the overall structure of the program and the choices of
basic modules. Thus it is important at this point to include
in the documentation a list of subprograms (such as library
routines) which will be used, together with descriptive
material concerning them.
4.

PROGRAMMING LANGUAGE SELECTION
In the early days of computing, programs were
written in numerics of mnemonic codes, which were then
translated to the numeric equivalents through a simple
translation program. Development of problem-oriented
languages began in the late 1950s and has progressed apace;
today’s programmer is confronted by a nearly bewildering
variety of tools. Indeed, the collection of languages is so
extensive that an adequate survey would itself be a lengthy
document.
The most basic of these tools is the microlanguage. In
microprogramming, the programmer has control of the
gates, flipflops, and registers within the central processor,
and he must specify tasks in the minutest detail. The
apparently simple act of loading an accumulator with the
contents of a given location in storage might take several
microinstructions. This level of control is not required in
most computer applications; however, some computers
(e.g., some of the IBM System/360 models [39] ) are
microprogrammed, even though the user may not recognize
this fact. In many cases, the microprogram is used to
implement the kinds of instructions that used to be
regarded as basic: add, subtract, load, store, and so forth.
The microprograms which implement these instructions
may be stored in a read-only memory; in this case, changing
the microprogram would be an engineering task. However,
in
those
(currently rare) instances where the
micro-instructions are accessible to the programmer,
microprogramming becomes a tool which could legitimately
be considered in certain circumstances — for example, in
implementing floating-point arithmetic operations which
round in a particular manner. Microprogramming should
only be used with great discretion, however — for example,
another user of a time-sharing system might not appreciate
having the machine functions redefined! Further
information on the subject of microprogramming may be
found in Husson [18] and Wilkes [41].
The so-called machine language, or assembly
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language, is still the most basic tool available to most
programmers. This generally involves a one-for-one
translation of symbolic instructions into machine
instructions at the basic (but not micro) level. The
characteristics of the assembly language are strongly
dependent upon the characteristics of the computer itself,
and programs written in assembly language are generally
unsuited to any machine other than the one for which they
were written. There are exceptions to this; most
manufacturers strive for some degree of compatibility
between their new models and their earlier ones. The
advantages of assembly language hinge upon the ability to
make full use of the power of a particular computer; this is
especially advantageous when dealing with code which must
be executed a large number of times. In certain cases, gains
in efficiency due to the use of assembly language may make
it quite feasible to handle a problem that would have been
utterly impractical if written in a higher-level language.
Beyond the assembly language level, we encounter a
host of problem-oriented languages. These range from
business data processing languages such as COBOL [1]
through mathematical-type languages such as FORTRAN
[2] and ALGOL [35], multipurpose languages such as PL/I
[26], list processing languages such as LISP [40],
pattern-driven languages such as SNOBOL4 [15], and
array-processing languages such as APL [19], to languages
such as REDUCE 2 [16] and MACSYMA [27], which are
used for symbolic manipulation of mathematical equations,
and BASIC [20], which is a mathematically-oriented
interactive language. This is by no means an exhaustive list
of available languages; for a more complete survey, the
reader is referred to [36] or [3§].
Despite the multitude of languages, there are times
when no available language appears to have the capabilities
needed in a given project. In this case, it seems logical to
select the most nearly suitable language, and then extend it.
One technique for doing this is the obvious one of writing
subroutines or functions to perform the necessary tasks. In
many cases, this is a reasonable solution to the problem.
In other cases, however, the result is that the program
itself becomes little more than a series of calls on the
subroutines. For example, there are cases where it is
desirable to perform a computation in interval (or range)
arithmetic, where the calculations are done with intervals of
real numbers, so that the results are not single numbers, but
intervals within which the theoretical results are guaranteed
to lie (see [34] ). One can write a collection of subroutines
to perform arithmetic operations and functional evaluations
on intervals (as has been done for UNI VAC 1100 series
machines; see [23] ). However, in evaluating an interval
expression, the programmer must, in most languages, parse
the expression himself and write it as a series of calls on the
appropriate interval arithmetic subroutines. Thus the
high-level language expression of the program takes on a
decided flavor of assembly language code.
A satisfactory solution to this problem is the
development of a precompiler which accepts statements
involving interval variables written in the higher-level
language, parses it, and automatically generates the series of
calls on the subprograms. Of course, such a precompiler
need not be limited to interval arithmetic, or even to a
single additional data type. Currently, the most versatile
such program is probably the AUGMENT precompiler for
FORTRAN, designed and written by F.D. Crary [10],
[11]. This precompiler can accept FORTRAN-syntax
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programs involving an arbitrary number of additional data
types, parse the statements involving nonstandard data
types, generate the appropriate sequences of calls on
subroutines to perform the indicated computation, and
produce a program which is acceptable to the standard
FORTRAN compiler. By employing the AUGMENT
precompiler, together with tire interval arithmetic package
mentioned above, the programmer can write programs just
as though FORTRAN itself had the ability to perform
interval arithmetic; by supplying different supporting
packages to AUGMENT, virtually any combination of
nonstandard data types can be “added” to FORTRAN.
Faced with making a choice among such an array of
languages, what course should a programmer take? Often,
tire language may be chosen solely on the basis of personal
taste. However, sometimes there is only one language which
seems appropriate, and occasionally more than one
language may be required. Again, to a great extent, the
nature of the problem must govern this choice.
In order to make an intelligent selection of
programming languages, information such as may be found
in [38] will be needed. Presumably, an individual’s
experience will include some of this knowledge, and a
person will naturally be more familiar with some languages
than with others. Provided that a programmer is familiar
with a language which is suitable for the task, it makes
sense to choose that language over an unfamiliar language
which offers marginal benefits. It is much easier to write in
a familiar language than in an unfamiliar one. However, one
should resist the temptation to use a language just because
it is familiar, since the use of an inappropriate language is
likely to create problems in programming and debugging,
and affect the efficiency of the object code.
If none of the familiar languages seem appropriate, it
may be necessary to learn a new one. The choice of the new
language should, of course, be governed primarily by the
nature of the problem. However, there are other factors
which should also be considered. If a form of personalized
education, such as a short course, is available for a
particular language, that should be regarded as an
advantage. If there is an opportunity for regular
consultations with a person who has had experience with
the language, that is an even greater advantage. And an
important (indeed, sometimes overriding) consideration is
the quality of software and services supporting the
language.
Finally, it should be observed that most language
implementations make provisions for communication with
subprograms which have been generated by a different
language processor. Thus, it may make a great deal of sense
to use one language for the majority of a project, and
employ a specialized language in those places where it
offers clear advantages.
5.

PROGRAM LOGIC AND STRUCTURE
The next task in the programming process is to define
the logic and determine the structure of the program. This
phase is most important, since ease of coding, ease of
debugging, and intelligibility of the final product are all
dependent upon it.
Although some may feel that parts of this phase are
important enough to be regarded as steps in their own right,
we have chosen to group them together to emphasize their
interdependence. We have, however, divided this category
into four subsections: modularization; expression of the
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logic and structure of the program via flowcharts; structure
of the individual module; and design considerations which
facilitate debugging.
a.

Modularization
Most tasks of appreciable complexity consist of a
number of distinct steps. Indeed, an algorithm is a
step-by-step formula for accomplishing a task, and if an
algorithmic statement of the entire problem has been
prepared, the task has already been partitioned, in some
sense, into subtasks, or modules. The partition given by the
algorithm may or may not be the best partition to use in
preparing the program.
In [5], Baker asserts that most large programs are
designed in a top-down manner. That is, design commonly
begins with an investigation of the general goals of the
project, and a determination of the major tasks involved in
accomplishing these goals. For example, let us suppose that
we wish to write a program which will solve a
boundary-value problem in partial differential equations by
means of an iterative technique. At the risk of seeming
absurd, we will divide the problem into three major phases:
input, computation, and output.
The next step in top-down design would be to divide
each of these phases into subphases. For example, the input
phase might read the equation to be solved, compile a code
list for use in evaluating the equation, read equations which
specify the boundaries of the region, read the grid size, set
up an image of the region in question, evaluate and store
the coefficients of the difference equations, store the
boundary values, and initialize the solution array.
The division of tasks proceeds through each phase
and subphase until the entire program has been fragmented
into a collection of what might be termed basic modules.
For those familiar with the terminology, the project has
been expressed as a task tree. The root of the tree is the
project itself; each node represents a task to be performed,
and the sons of a given node represent the subtasks which
must be performed in order to accomplish the task
represented by that node. Of course, the same subtask may
appear in many places in the task tree; such a task would be
a logical candidate for expression as a subprogram.
This process of dividing the program into basic
building blocks is known as modularization. While the idea
is simple, its implementation generally is not. The major
difficulties involved are the determination of a suitable set
of subtasks for each task, and the decisions related to the
fineness of the division. Baker [5] proposes the criterion
that each module should be small enough to keep in mind;
he estimates that if the final code for a module is no more
than about 50 lines, that criterion will be satisfied.
Modularization cannot be regarded as being
independent of the structuring and flowcharting processes.
Each one of these phases gives insight into the nature of the
others, and it is likely that all three of these tasks will be
performed concurrently. For further insight, the reader is
referred to [17] and [28].
For large projects, however, the initial division of the
project should be undertaken by a person who is both
highly competent and experienced. Responsibility for some
of the less complex sections may then be delegated to less
experienced people. This is the basic idea of the Chief
Programmer Team concept, which, along with top-down
design and structured programming, was employed by
Baker in the highly successful automation of the New York
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Times clipping file (morgue). For further details, see Baker
( [4] and [5] ) or Baker and Mills [6]. This is not to
suggest that any project in which these ideas are used will
automatically be successful, nor that any project in which
they are not used is doomed to failure. Indeed, it is not
clear as to what factor or combination of factors should be
credited with the success of that project.
b.

Flowcharts
One common method of expressing the logic and
structure of a program is by the use of flow diagrams, or
flowcharts. A flowchart is a schematic visual description of
the logic of a program module. Normally, each module
should be flowcharted unless its function is so simple that
the logic is clear.
Flowcharts are primarily intended as tools for human
communication; therefore, the flowchart must be neither
too general nor too detailed. If it is too general, it will be of
no value; for the example in the previous subsection, a
flowchart consisting of three boxes labelled INPUT,
COMPUTE, and OUTPUT would be technically correct, but
not very informative. If, on the other hand, the flowchart is
too specific, it will be cumbersome, and even harder to read
than to draw. However unlikely it may sound, experience
bears this out.
How much generality should a flowchart display?
This is, of course, a matter of taste. A flowchart should
reveal the ideas and logic used in the program. In some
parts of the program (decision statements, for example) it
may be necessary to use one box of the flowchart to
represent a single line of code. In other parts of the
program, many statements might be grouped together in
one box of the flowchart. The goal is a human-oriented
picture of what the program is supposed to do.
The readability of a flowchart can be enhanced in
several ways. The labels for the boxes are important; a box
labelled “I = M?” is much less revealing than one labelled
“Has the entire data set been processed?”. The use of
standard flowcharting symbols [3] in drawing the charts
will make them less ambiguous to others. And flowcharts
which read from left to right or from top to bottom are
easier to follow than charts with flow lines in all directions,
crossing lines of flow, etc. Finally, do not underestimate
the value of neatness!
While it may seem tedious to draw flowcharts, it is
well worth doing — and doing right. Cryptic diagrams which
are merely memory aids to the programmer are not only
useless to anyone else, but will almost certainly be
incomprehensible to the programmer himself a year later.
This has happened all to often!
If a would-be programmer has had little experience in
drawing flowcharts, he should consult a good reference on
the subject. Chapin [9] has published a carefully written
tutorial on the subject, and in it he includes a set of
guidelines in which he makes the concepts discussed above
quite precise.
c.

Structure of the Individual Module
Each module, from the highest level to the most
basic, will necessarily have a logical structure. The clarity of
the program as a whole depends heavily on the clarity of
the structure of each individual module. With regard to the
flowchart, complexity may be thought of as being
measured by the number of nonsequential paths through
the chart, and this is an exponential function of the number
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of decisions.
The motivation behind this concept of complexity is
that humans naturally tend to think sequentially. For
example, it is easy to be sure of getting exactly the right
number of the listed items on a long grocery list if the items
are listed in the same order as that in which they are
encountered on the shelves. On the other hand, if the items
on the list appear in random order with respect to the
displays, it is extremely difficult to satisfy the list,
especially if the items are not marked off the list as they are
obtained.
The same principle applies in following programs. The
natural tendency is to read sequentially, and the larger the
number of breaks in the sequence, the greater will be the
difficulty of following the flow of the program. In [7],
Bohm and Jacopini showed that the GO TO statement is
unnecessary, and considerations of essentially the same
nature as the foregoing led Dijkstra [12] to advocate
elimination of most GO TO statements.
In one view of structured programming [32], only
three logical constructs are allowed: sequential, which is the
normal flow in most programming languages; selection, as
embodied in an IF .. . THEN . . . ELSE ... construct and
repetition, as in a DO WHILE construct. The net effect of
allowing only these three constructs is asserted to be that
the program, having fewer breaks in sequence, becomes far
less complex, and seems extremely natural and
uncomplicated to most people.
Some practitioners of structured programming have
found that the above restrictions can be eased somewhat
without sacrificing readability. For example, in the New
York Times project, iterative DO statements and
ALGOL-like CASE statements were allowed.
While the basic idea of structured programming is
simple, the implications of the technique are far-reaching,
and have even been described as a “revolution” in
programming [30]. The interested reader is encouraged to
consult the literature for further information. Some
relevant papers are those by Baker [4], [5], Baker and
Mills [6], Dijkstra [12], Foulk and Juelich [14], Miller and
Lindamood [31], and Mills [32].
d.

Debugging Considerations
One German automobile manufacturer introduced a
plug-in diagnostic system on its 1973 model cars, and thus
became the first auto manufacturer to admit publicly what
most people already know through bitter experience:
automobiles are not trouble-free. In adding this diagnostic
facility, that manufacturer has subscribed to a concept that
programmers would do well to adopt: since there will be
trouble sooner or later, why not make it as easy to find as
possible?
Modularization and top-down design are two very
important diagnostic aids in themselves; the advantages of
these techniques have been detailed by Baker [5], Mills
[33], and others. But within the modules, there is still
more that can be done to aid the debugging process.
Implicit in the modular structure of a program is a
definition of the function of each module; that is, what it
expects as input, what operations it performs on the input,
and what it produces as output. As the module is being
designed it should not be a difficult matter to insert some
special debugging output statements. The resulting
printouts could be used to verify that the module did
receive the expected input, that it did perform its
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operations correctly, and that it communicated the correct
results to the calling program.
The module itself should be independent of these
special debugging statements in that their removal should
not affect the performance of the module (except, perhaps,
to speed it up). In addition, since this output will probably
not be needed for all entries into the module, even on a
single test run, there should be some provision for
activating and deactivating these statements under control
of the driving program. A convenient way of doing this is
by having global variables which may be set by the driving
program and interrogated by the debugging sections of the
module being tested.
Another helpful technique is that of inserting special
counters at key points in the program — for example, at the
entry point of each module, within loops, etc. These
counters may be kept as global variables also, and their
values may be written out at strategic times. In the event of
disaster, these counters may be examined (by resorting to a
memory dump, if the system in use offers no better
alternative). The purpose of such counters is twofold. First,
they will provide clues as to the progress of the
computation; this can be particularly helpful in case of
catastrophe. Second, the counters will allow the
programmer to identify sections of code that are heavily
used, and consequently aid him in determining what parts
of the program are critical with respect to efficiency.
The importance of advance planning for debugging is
likely to be clear to anyone with any substantial amount of
programming experience. It is not uncommon for additions
to a program to require debugging. Thus the insertion of
debugging statements when the need becomes apparent will
very likely result in the necessity to debug the debugging
statements!
6.

CODING
In this stage, the logic and structure which was
developed in previous steps will be translated into a form
acceptable to the computing system which will be used in
solving the problem. If just the computer were to be
concerned with the source-language expression of the
program, coding could begin without further preparation.
Any technically correct expression of the logic of the
program would be acceptable to the computer, since it is
concerned only with a mechanical translation of the source
language; from the language processor’s point of view, one
set of labels and variable names is as good as another, and
cosmetic considerations generally convey no information.
However, the program is being written by a human
being, and it will undoubtedly be read by its author and,
perhaps, others. In order to achieve maximum clarity, the
program itself should convey as much of its logic and
structure as possible. This will require that more planning
and organization be done before the actual writing begins.
In designing the program, the computational
procedure was subdivided into modules. A program module
may perform one basic task or, if the module is a
higher-level segment of the program, it may perform, or
initiate the performance of, several tasks. We shall refer to
the basic units as blocks; a module, therefore, might be a
single block, or it might comprise several (normally, short)
blocks.
For most basic units, mnemonic names will suggest
themselves. These names are ideal as block names. If the
language in use allows symbolic block names to be assigned,
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these names would be used as the block names recognized
by the language processor. If symbolic block names are not
allowed, the block names can still be associated with the
blocks by the use of comment cards.
It will be well worth the programmer’s time,
especially if the program is very long, to create a directory
in comment form at the beginning of the program. This
index should give, for each block, the block name, its
function if that is not apparent from the name itself, and
the location within the program where this block may be
found.
Labels within blocks pose a somewhat different
problem, since it is desirable to have these labels indicate
not only the function performed by the labelled statement
or the group of statements beginning at that point, but also
the identity of the block and the portion of the block to
which the statement belongs. This can be accomplished by
the use of a prefix which is a shortened form of the block
name, followed by a suffix which identifies the function of
the statement. If the block is very short and there are few
labels, this may be sufficient.
For long blocks, it is probably a good idea to try to
have the label indicate its position in the block. This can be
done by using a lexicographic suffix with or without
functional suffixes. The lexicographic suffix can be an
integer or an alphabetic string, but the same convention
should be maintained throughout the block. For example,
the symbol SQT010 would appear to precede the symbol
SQT020 in lexicographic order. It would be reasonable to
guess that these symbols belong to a square root routine,
but apart from these implications, the symbols convey little
information. The symbol SQT010BGN, however, might
also imply that the statement being identified is the first
statement of the block. The disadvantage in using both
lexicographic and functional suffixes is, of course, that the
symbols may become unduly cumbersome.
In FORTRAN, an additional restriction is imposed;
namely, statement labels must be numeric. This, of course,
precludes the use of mnemonic labels; however, there are
still ways by which readability may be enhanced. Within
each physical program unit it is a good idea to label the
statements in numeric order. If a physical program unit
contains more than one block, it is a good idea to reserve
the first digit or two of the label for block identification,
and use the remaining digits to label the statements within
the block. For example, if there are three logical blocks
within the physical program unit, all statements in the first
block might be numbered in the 1000’s, those in the second
block in the 2000’s, and those in the third block in the
3000’s.
Whenever lexicographic labelling is used, it is wise to
leave gaps in the labelling scheme. This allows for making
the inevitable corrections without disturbing the
lexicographic ordering scheme or having to re-label the rest
of the block, and it facilitates the insertion of debugging
statements that are to be removed when the program has
been checked out.
The next task is the choice of names for variables.
The name of a variable should be a precise indication of the
meaning of that quantity. For example, in representing the
date, it makes sense to use variables named MONTH, DAY,
and YEAR rather than using M, D, and Y (or, worse, KAT,
KOW, and KALF).
Variable names chosen by this criterion may be in
conflict with the default data type assignments made by
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some language processors. There should be no hesitation
about using appropriate type declarations to override the
default assignments. In fact, considering the substantial
difficulties which can arise as a result of the default
assignment of data types other than those which the
programmer intended, it is probably a good idea to declare
the data types of all variables explicitly, whether or not this
is required by the language processor.
Whenever possible, the variable names should be
exactly the same as those used in the algorithm descriptions
and flowcharts. This may seem obvious, but it is not always
done. It is tempting, even for experienced programmers to
choose variable names which are short, or are of the proper
default data type. However, the small saving in costing
effort resulting from such choices is likely to be negated by
the increased difficulty of comparing the program with the
documentation, especially after some time has elapsed.
When choosing variable names, program clarity is an
important consideration. Visually similar names should be
avoided, as should unnatural spellings. The use of confusing
characters should be avoided if possible; if such characters
must be used, their use .should be standardized.
Properly chosen variable names can contribute
materially to program clarity. On the other hand, unwise
choice of variable names and labels can render an otherwise
clear program nearly incomprehensible.
The logical structure of a program may be delayed
effectively by formatting the entire code so that
indentation corresponds with the logical depth of the
statement [5]; the greater the logical depth of a statement,
the further it would be indented. The differences in
indentation should be great enough to be detected easily;
three columns is probably a minimum for proper visual
impact. Requirements imposed by the source language
being used may affect the use of this technique. Whatever is
done, however, should be done according to conventions
set up in advance, and indentation should be used
judiciously, since too many levels may prove as hard to read
as none at all.
Long complicated statements frequently contain
subexpressions common to several parts of the statement.
From both the standpoint of readability and the standpoint
of optimization of the code, it is often a good idea to
calculate these subexpressions separately, and then use their
values in the main calculation. Not all compilers optimize
the object code with respect to common subexpressions,
but even if the one in use does so the prior computation of
these subexpressions affords a greater degree of control. In
any case, assuming that descriptive variable names have
been chosen for the subexpressions, and that choices of
subexpressions have been made carefully, readability will be
enhanced. This in itself may be reason enough for breaking
up some long statements with or without common
subexpressions; the initial reaction on encountering a
statement which extends over, say, 10 lines of code is one
of despair.
Some program statements are necessary to instruct
the language processor (type declarations, for example), or
to provide information for utility routines in the system
(e.g., FORMAT statements). These statements do not
generally add to the readability of the program, and unless
there is some cogent reason to do otherwise, many
programmers group them together and move them out of
the main stream of the program. For example, declarations
should probably be placed at the beginning of the block to
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which they apply (in some cases, they must be), and
FORMAT statements might be grouped together at the
beginning or'end of the block (although some programmers
prefer to place them adjacent to the statements which use
them).
Most languages have provision for blank lines and
comments to be interspersed with the code. Judicious use
of this feature will prove to be of incalculable value.
It can be assumed that a person who is reading the
code has at least some familiarity with the language, and it
is not necessary to use comments for the purpose of
providing an English translation of each line of code. But
comments should be used to separate logical blocks of the
program, illuminate subtle points, and clarify the logic of
the program. The comments should be written at the same
time the code is written, since comments inserted after the
fact are almost never as satisfactory, even though they
usually take longer to write. It should not be inferred that
comments will be easily done if they are prepared
concurrently with the program. Comments should be well
thought out and designed to convey an understanding of
the program. It may well take longer to prepare good
comments than it does to write the code itself.
A concerted effort should be made to create good
visual separation between the program and the comments.
Where comments are included in the same line as a program
statement, some standard format should be followed.
Commonly, a programmer will try to reserve the first n
columns for code and begin with the comments in the
n + 1st column. Even when comments and code may not be
placed on the same line, some programmers try to adhere to
a convention of this sort. In any case, it is usually a good
idea to indent comments beyond the beginning of code
lines, unless the comments are being used for the purpose
of visual separation.
Where comment lines are interspersed with code lines,
they should not normally be placed so as to interrupt a
logical block of code. Blocks should normally be visually
separated from one another by some combination of
comments, page ejects, and blank lines. Where whole-line
comments are used to separate blocks of code, visual
separation can be enhanced by adding blank lines before
and after the comments.
It should be remembered that the code is the thing of
primary importance, and that the comments exist only to
increase readability and clarify the code. But such
enhancement is essential!
The debugging statements which have been planned
should be coded right along with the rest of the program. If
any of the diagnostic statements are to remain in the
program after debugging, the means of determining whether
or not these statements will be executed should be made
clear, and the statements should be labelled as diagnostic
statements which will be executed conditionally. Those
statements which are to be removed after the program has
been checked out should be so identified. Some
programmers prefer to have those statements punched on
cards with a different color stripe or corner cut than the
others; this facilitates identification and removal of the
temporary cards after the program has been debugged.
A concerted effort should be made to anticipate
possible changes, and to make the program flexible enough
to accommodate such changes easily. If the size of an array
is coded explicitly in individual statements, changes in the
dimensions of the array may result in searching out and
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changing a large number of statements. If the array size is
made a parameter, it will be relatively easy to change.
Similarly, symbolic unit designations in input/output
statements will facilitate redirection of input or output
data, if that should be desirable. Steps of this sort, if taken
when the program is first written, can save a great deal of
time and agony in making future revisions.
“Clever” coding should be avoided whenever possible.
This is true in most cases, even if more straightforward code
would be slightly less efficient. Obscure code tends to be
harder to debug, and the extra debugging time may well
cancel any savings which may accrue from greater
efficiency. Ingenious implementations also tend to be
responsible for many of the bugs which show up some time
after a program was thought to have been completed. And
when bugs occur in such code after some time has elapsed,
the agony of figuring out what it was supposed to do
further complicates the inherently difficult task of
debugging it. If for some reason the problem warrants the
use of unclear code, the details of that code should be
thoroughly explained in the accompanying comments.
In writing the code, neat, legible writing is essential —
especially if someone other than the programmer will be
doing the key-punching. Characters should be kept within
the spaces on the coding form, and it is extremely
important to distinguish between characters which can be
confused: 0 (the letter oh) and 0 (zero), I and 1, S and 5, Z
and 2, and 1 and 7 are pairs which cause more than their
share of trouble. Some convention should be adopted and
adhered to; this should be uniform in a given group.
Confusing conventions should be avoided if possible; the
character 0 is used by some to represent zero and by others
to represent the letter oh, and this fact in itself is a
potential source of grief.
In writing code, the standard language should be
followed as closely as possible. Most compilers have some
nonstandard features which are quite attractive. Once
they’ve been incorporated into a program, however, the
program then depends on that particular compiler, and
transportability is severely impaired, if not entirely lost. On
the other hand, if only standard constructs (e.g., ANSI
Standard FORTRAN [2] ) are used, a program will be
likely to survive changes in compilers and equipment, and it
may even be quite useful in a totally different environment.
If nonstandard features must be used, they should be
isolated in a few modules. These modules should then be
labelled clearly in both the flowcharts and the code. In
some cases, nonstandard or seemingly redundant statements
may be needed because of inadequacies or failures in the
language processor. In all such cases, the reasons for the use
of such statements should be explained in the
accompanying comments.
Input and output data formats may have been
determined as a part of the program specifications. Often
these formats are, however, not especially important to the
overall structure of the program, so there may still be a
large amount of latitude even at this stage.
Input data formats should be designed for maximum
user convenience. Every effort should be made to
determine what format and sequence are natural from the
user’s point of view, and then to write the program to
perform any necessary reordering or reorganisation. If data
manipulation will be substantial, this would, of course, have
been treated in the structuring and design of the program.
Output data formats are generally another matter.
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The design of the program may be quite specific as to what
information is to be written out, and when that is to be
done. However, only rarely do the specifications address
themselves to the question of output identification.
Programmers with many years’ experience have often been
guilty of writing programs whose output consisted of page
after page of numbers, with no identification whatever.
Needless to say, after a certain length of time, even the
programmer must usually refer back to the code to
interpret such output.
The same standards of documentation should apply
to the output as apply to the rest of the program. Briefly,
the output should be capable of standing alone. In
particular, the output should begin with an introduction
which gives the identification of the program, and perhaps
its purpose, and perhaps even the name of the programmer.
This should be followed by an identification of the
problem, including any appropriate narrative description,
together with a summary of the input data used in the run.
The format of the output data should be designed to
assure maximum readability. Every item of information
printed out (including the input data values!) should be
positively identified. This identification should be sufficient
to allow easy interpretation of the output, but it should not
clutter the page. If information is to be printed in tabular
form, rows and columns should be identified, and the
columns should be aligned. Logical groups of data should
be separated by blank lines or page ejects. Indentation,
spacing, and other good formatting practices should be used
as a matter of course. The goal should be to produce output
which could be photographed and published without
further editing in the event that publication should become
desirable.
All this admittedly imposes what appears to be an
extra burden on the programmer. Formatting of output is
unquestionably one of the most tedious aspects of writing
code. The writing of format statements may be easier to
bear, however, if these points are kept in mind: first, the
statements need be written only once, while unformatted
output is likely to require repeated decoding; and, second,
the appearance of the output is the sole yardstick by which
most other people will be able to pass judgment on the
programmer’s craftsmanship.
7.

TESTING AND DEBUGGING
The checkout procedure began with the first step of
programming, but it is at this stage that the results of
careful planning and thorough preparation begin to become
apparent.
The first step in the checkout procedure is to review
the problem statement, the algorithms and data structures,
and the flowchart. In doing this, one should reaffirm that
the problem is completely understood, and that the
technique which has been developed will actually solve it.
This has all been done before, but it should be done again
anyhow. Many programmers do this while they are waiting
for the program to be keypunched, or as a break from the
monotony of punching cards themselves. If possible, a
colleague should go over the entire project. One who is
unfamiliar with the problem will often detect errors which
have been overlooked by both the programmer and the
problem originator, because they have been so intimately
associated with the project that intent may easily have been
confused with achievement.
Next, the code should be checked against the
69

An Overview of Programming Practices

flowcharts to verify that the logic displayed in the charts
has been implemented properly in the code. Perhaps this
should be done prior to entering the code into the system;
but if the check is made on a machine listing, it will also
serve to verify the transcription.
Proofreading the transcribed program is the next
order of business. This can usually be done from a listing or
other visual display, especially if there is adequate visual
distinction between confusing characters. Concurrently, the
program statements should be checked for proper
formulation. The comments should also be proofread; while
they are irrelevant as far as the computer is concerned, the
existence of misspellings, typographical errors, or other
evidence of slothfulness in the comments will tend to cast
doubt on the quality of the program.
Before attempting to run the program on the
computer, some amount of desk checking is in order. A few
trivial cases should be tried mentally, or on scratch paper,
to make certain that the code will handle them properly.
Particular attention should be given to such cases as empty
data sets, zero coefficients, IF statements, and initial and
terminal cases of DOu Constructs. Errors can often be
discovered quite economically in this manner.
Desk checking can be carried to extremes, however.
Even though computer time is nearly always far more
expensive than human time, other factors should be taken
into consideration. Elapsed time is often an important
consideration, and it may well be cost-effective to employ
the computer to aid in detecting even the sorts of errors
mentioned above. Computers exist to serve humans, not
vice versa, and it is important to strike a good balance
between human needs and computer costs.
The next hurdle is compilation. Initially, this should
be done using the best diagnostic compiler available. A
good diagnostic compiler will discover such errors as
misspelled variable names, undefined variables, etc., that
may be overlooked by a processor of lesser capability. It
might even be worthwhile to make some concessions, such
as using a less powerful dialect or compiling the code a
block at a time, in order to take advantage of such a
compiler. On one occasion, the discovery of a mispunched
variable name in a program which had been running for a
year was made only because the program was used in a
benchmark test for a new computer!
After the program has been compiled successfully,
the actual testing can begin. One key to successful
check-out is good test data. In fact, the design of good test
data is nearly as important as the design of the program
itself. The test data shoujd be designed to check all of the
code; and the modules should be tested in as many
combinations as practicable. It is often virtually impossible
to test all paths through the program, but the most
common ones should all be tested, and all segments of the
code should be executed. Few things are more embarrassing
than having a “debugged” program collapse simply because
of a bad format statement which, for one reason or
another, had never been encountered in the checkout
process.
Programs which have been designed and implemented
in a top-down manner are naturally suited to top-down
debugging. Indeed, the higher-level modules can often be
checked out before the lower-level modules have even been
started. Dummy modules are used in the place of the
yet-to-be completed (or yet-to-be-checked) lower-level
segments; this allows checkout to proceed from the most
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general control logic through progressively more detailed
tests until the entire program has been tested. This
technique was used in the New York Times project; see
Baker [5] for details.
Top-down debugging need not be limited to those
programs which have been written in a top-down fashion. If
the test data is so designed that the initial cases make no
use, or only trivial use, of the lower-level modules, and
successive cases make progressively greater use of these
sections, the effect will be essentially the same.
Program failures at this stage fall into two broad
classes: logical errors, and improper implementation of the
logic. If the first steps of the programming process have
been executed carefully, the probability of logical failures
will be minimized; the normal output, together with the
special debugging information, will presumably be
sufficient to uncover any logical errors which might remain.
We shall not discuss this aspect further.
Failures in implementation will probably be
minimized by the use of a language processor with good
diagnostic capabilities. Even so, one cannot expect that all
such errors will be detected by the processor, even if its
diagnostic capabilities are excellent. For that reason, it
seems appropriate to mention some of the more common
failures so that they can be anticipated and, perhaps,
prevented.
Some language processors will automatically assign
locations for variables which are used without being
defined; in some cases, this is done without so much as a
warning. Thus, misspelled or mispunched variable names
may not be detected early in the debugging process (or
perhaps not at all!). Careful checking of the source
program, either manually or by a compiler with better
diagnostic capabilities, is the only good answer. If the
checking must be done manually, particular attention
should be given to visually similar names and labels, and to
those in which potentially confusing characters are used.
Indices which exceed array bounds will frequently
cause information to be stored into adjacent data areas or,
in some cases, over program instructions. These anomalies
can be exceedingly difficult to isolate. Such errors might be
suspected when a program module initially functions
correctly, but subsequently yields incorrect results, or even
causes a stop. Some language processors store format
statements in early locations within the module, so that a
difficulty with an apparently correct format specification
may be symptomatic of this problem. Careful checking of
array limits and index calculations will minimize the
occurrence of this type of error.
Unwanted data type conversions are a common
source of grief. Within a program module, the likelihood of
this occurring can be minimized by explicitly declaring the
type of each variable used, and by checking to see that data
types of all variables used in a given expression are
consistent. While it is tedious to insert explicit data type
conversions in the code, statements embodying mixed data
types should be minimized. If such statements are required,
they should be carefully checked.
Probably the most common source of error arises in
the area of communication between program modules,
particularly if the modules are compiled separately. The list
of communication errors is long, but several of them
deserve explicit mention.
An incorrect number of arguments in a calling
sequence can cause a subprogram to calculate with
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unexpected data, store results in unexpected places, return
to an unexpected place in the calling program, or result in
some combination of these “unexpecteds”. Some linkage
editors may check for agreement of argument lists, but it is
a notrivial task, and, therefore, this type of error may not
be detected by the system. An error of this type should be
suspected, however, if a particular use of the module causes
such occurrences as incorrect results, storage limit fault
during execution, or an attempt to execute an illegal
instruction on return to the calling program — particularly
if the module appears to function properly when called
from other places in the program.
Data type inconsistencies between modules are
another potential source of bewilderment. The solution to
this problem is simple, if tedious; for each call on one
module by another, the data types of the arguments
supplied should be checked against those of the arguments
expected. This check is much easier to make (and, for that
matter, the error is less likely to occur in the first place) if
all data types are declared explicitly.
A related error is inconsistency between the
parameters expected and those actually passed. This may
result from passing the correct parameters in incorrect
order, or even from passing incorrect parameters (e.g., step
size instead of number of steps). Again, careful
documentation of the intermodule communications and
careful checking will minimize the likelihood of this type of
error.
Another mystifying error is that of unwanted side
effects. For example, a subroutine may change the value of
one of its input parameters. If a call to the subroutine
employs a constant in the particular argument, and if the
linkage scheme is call by location (as it is in FORTRAN),
the value of that constant may be changed for the
remainder of the program. This could result in extremely
unusual effects; for example, a DO loop with an increment
of 2 may suddenly start behaving as though the increment
were 3 — which it has, indeed, become. Side effects of this
nature should be avoided when coding subroutines, and if
subroutines which have such consequences must be used,
the nature of the unusual effects, and the means employed
to avoid problems which might result from them, should be
clearly documented.
After each debugging run, the results should be
examined thoroughly. If possible, the cause of each
anomaly should be identified and appropriate corrections
made. Occasionally a change in one part of the program will
correct a problem whose symptoms appear in another part
of the program, but, more often, distinct failures result
from separate errors. At times, an error or a combination of
errors may be of such magnitude as to obscure the effects
of other bugs; in such a case it is usually best to correct the
major flaws before attempting any further analysis.
It is important to make intelligent use of all
information produced during the run. Of course, the
normal output and the output resulting from special
debugging statements will have to be examined, and the
information obtained therefrom should be valuable. In the
event of abnormal termination, a storage dump or other
postmortem information may also be furnished. These
print-outs frequently contain valuable clues as to the cause
of the difficulty, and it is advisable to learn how to read
this material, even if the source language is not assembly
language.
If debugging output has been carefully planned, there
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will usually be little difficulty in isolating problems.
However, on occasion more information may be needed.
Many systems have a facility for obtaining debugging
information without making changes in the program itself.
If this is not the case, statements must be inserted in the
program itself; however, care should be exercised in doing
this, since the addition of new statements to the program
can result in further errors.
Tracing is perhaps the most detailed diagnostic aid
available. When a program is being traced, the contents of
each relevant register and storage location are displayed
after the execution of each instruction. Selective tracing
allows the programmer to designate certain areas of the
program or certain instructions to be traced, and this is
clearly preferable to tracing each execution of every
instruction. If proper planning has been done, however,
tracing is rarely necessary. Since injudicious use of tracing
can take enormous amounts of computer time and generate
mountains of output, its use should be restricted to those
few instances where other means of isolating a problem
have been unsuccessful.
When the program seems to be running properly and
the results appear to be correct, verification of the program
is the next step. In some cases it may be possible to design
the test data so as to provide adequate assurance of the
correctness of the program. In many cases, such as those
where the program is to be used to prove a mathematical
theorem, it will be necessary to corroborate the results by
other means.
A time-honored way of checking program accuracy is
to do independent calculation. This may be as simple as
performing a hand calculation (now more easily done than
in the past, because of the development of inexpensive,
fast, and highly versatile desk and pocket calculators) or as
comprehensive as having the problem programmed
independently on a different computer.
Reverse calculation, or working backward from the
results to the initial data, is an effective means of
verification whenever it can be done. As in the case of
independent calculation, this may require programming
effort equal in scope to that of the original program. And,
as is also the case in the previous method, the check
program may well turn out to be the offender if there is
disagreement.
Some people advocate an adversary system for testing
programs,
with
another
programmer
performing
independent tests in an effort to prove the original
programmer wrong. This technique has the advantage of
introducing a fresh point of view into the debugging phase.
One means of program verification which has been
gaining in favor is that of proving correctness in a logically
rigorous manner. McCarthy [29] and others have done a
considerable amount of work in this area; a bibliography of
work related to this technique will be found in [24] and
[25].
Deadline pressure should not be applied or tolerated
in the debugging phase. Changes should be made carefully
and thoughtfully; and the changes made, together with the
reasons therefor, should be recorded in detail. It is wise to
retain a copy of a recent version of the program so that
there will be something to fall back on in the event that
changes result in a loss of control over the program. Careful
organisation during the debugging phase will minimize the
likelihood of disaster, and reduce the agony of getting back
on the track if catastrophe strikes.
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We do not claim that we have provided an exhaustive
list of errors, or that this list of debugging techniques is
comprehensive. The field of program debugging is
extensive, and considerable work is being done in it. For
further insight, the reader is encouraged to consult [13]
and [37].
8.

REDEFINITION OF PRIOR STEPS
By this stage, changes in the program will normally
have made the original coding, the flowchart, and perhaps
even the algorithm descriptions obsolete. Before proceeding
to the documentation of the program, ail these should be
brought up to date.
If appropriate record keeping was done during the
preceding steps, there will be little more to be done now.
All that is required is to make any necessary modifications
to the written algorithm descriptions, the program
structure, and the flowcharts. Cross referencing should be
rechecked; for example, the corresponding block names
should have been entered on the flowcharts, and
appropriate statement labels indicated on the individual
boxes in the flowcharts*
The program itself should be cleansed of any
debugging and counting statements no longer needed, and
any desired modifications to comments should be made.
Sequence numbers should then be added to the code lines,
if this is permitted by the language processor (or the deck
should be resequenced if it was originally sequence
numbered — unless, of course, the original sequence
numbering still looks clean). In some cases, it may be
tempting to revise the labels of the remaining statements;
however, this should be undertaken only with full
realization of the potential for introducing errors, and,
unless there is a computer program to do the relabelling, it
probably should not even be attempted. If the labels were
originally designed with due care, this should not be
necessary at all.
After the required changes have been made, the final
version of the program should be tested again, just to be
sure that no errors have been introduced — it can happen!
9.

DOCUMENTATION
There are usually two classes of documentation for a
program: the technical (or programmer’s) documentation,
and the operational (user’s) documentation. Most of the
documentation has already been produced by this time, and
all that will be required tp complete this phase will be to
assemble the existing material, and then prepare the
relatively small amount of remaining material.
The technical documentation should include the
following items (the sections in this paper where these are
discussed are indicated parenthetically):
1)
The complete problem statement (Section 2).
2)
Algorithm and data structure descriptions
(Section 3).
3)
Description of the logic and structure of the
program, including flowcharts (Section 5).
4)
A clean, sequence numbered, commented
program listing (Sections 6 and 8).
5)
A definitive statement of testing and
verification procedures (Section 7). This should
include a listing of test data, a statement
describing which program sections were tested
by each data group, and a description of the
verification procedure.
72

6)

Operating instructions, including (but not
necessarily limited to) program deck structures,
data deck structures, card formats, output
formats, and error messages and other abnormal
conditions.
Operational documentation is nearly the same as
technical documentation. The difference is that most users
are not particularly interested in the mechanics of the
program and do not want (i.e., will not read) bulky
documentation. Generally, the problem statement may be
condensed, and the algorithm and data structures may be
presented in only enough detail to enable the user to
understand what the program does and why it does it.
Flowcharts and program listings may generally be omitted
unless it is felt that they are essential to user understanding
of the program. If algorithm descriptions are sufficiently
clear, flowcharts will seldom be necessary. Selected test
results may be informative, and if this is so they should be
included. Operating instructions should be present in their
entirety.
As a final test of the documentation, the entire
package might be given to someone completely unfamiliar
with it, who would be asked to use it without any
assistance from the original programmer. This procedure
will quickly reveal any gaps or ambiguities in the material.
If the above programming practices are followed,
much of the documentation will be produced concurrently
with the program, and final execution of this phase will be
relatively easy. Otherwise, documentation is all too likely
to be an unpleasant task that remains to be done when the
“enjoyable” part of the programming has been completed.
10. MAINTENANCE
Most programs are not finished when they are
apparently debugged. There are generally a few bugs lurking
in the code which will not be discovered until a particular
unusual set of circumstances is encountered. Thus it is
likely that the programmer - or perhaps someone else will eventually be required to make further corrections to
the program.
If good documentation has not been provided, this
will be a frustrating task. With the aid of good
documentation, the task may or may not be easy, but at
worst it will still be possible. This is perhaps the best test of
whether the documentation was adequate.
The procedure for program maintenance is essentially
the same as the procedure for debugging, except that now
changes are being made to something that was thought to
have been in final form. Since the program may have been
used by other people, and the documentation and program
may even have been distributed widely, some additional
procedures are in order.
First, the existence of an error should be
documented. This should include a statement of the
symptoms and the conditions under which the error
occurred.
The next step is to determine what program
corrections are necessary. In making this determination, it
is important to verify that the proposed changes will not
introduce errors on other portions of the program. This is
especially likely to happen if the offending segment of the
code is obscure, or if the program is not properly
modularized.
Necessary corrections should now be made in a
duplicate copy of the program. The original copy should
The Australian Computer Journal, Vol. 10, No. 2, May 1978
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not be altered until the changes have been checked out; the
changes may precipitate such utter disaster that the only
reasonable course of action would be to return to the
original starting point. After the changes have been made,
the program must be checked carefully. This will include a
test under the set of circumstances which caused the failure
to occur, as well as a complete rerun of the original test
data (unless it can be proved that this is not warranted). Of
course, the same care should be used in this phase that was
used during the original debugging phase. In fact, greater
attention to organisation may be warranted at this point,
since tire program is probably no longer familiar.
Cards removed from the deck should be retained, and
cards inserted should be formatted and sequence numbered
so they will fit in visually as well as logically.
Once the corrected program has been checked out, a
history listing should be prepared. This includes a listing of
those cards removed from the deck, and a listing of new
cards inserted. If the deck is sequence numbered, this is
normally sufficient to define the changes to the program.
As in most cases, it is wise to have another programmer
review the work.
The main program file may now be updated to reflect
the change. As a part of this update, a comment should be
inserted at the beginning of the program giving the revision
number, the date, and the name of the programmer making
the revision.
Finally, any necessary changes to the algorithms,
program structure, and flowcharts should be documented.
The documentation should be done in a “before” and
“after” format; these changes may then be made to the
original documentation.
The completed documentation of the change will
thus include the following items:
1)
A description of the error, the conditions under
which it would have occurred, and its effects.
2)
Corrections
to
algorithm
descriptions,
flowcharts, and the program given in “before”
and “after” format.
This documentation of the error should be
duplicated, if necessary, and supplied to all persons who
received copies of the original program and documentation.
In addition, the existence of the error, and the fact that it
has been corrected, should be brought to the attention of
all users of the program.
Unless a programmer is either superhuman or just
plain lucky, he will, on more than one occasion, have to
perform the task of program maintenance. All too often, it
will be on a program he wrote at least a year earlier. If he
was meticulous with his specifications; if he was careful to
structure the program and draw flowcharts that could be
read by humans (including himself); if his comments were
concise, clear, and complete; and if he was careful to bring
all of these in line with what the program finally turned out
to be (rather than what he envisioned at the start); then
maintenance will be possible, if bothersome. Otherwise, he
will finally learn why we have kept stressing these matters
— he will find that he practically has to reconstruct each
step of the programming process. He may even find it easier
to start from scratch!

really is. Coders are not difficult to find, but a truly good
programmer is. If a person learns how to program, rather
than just how to write code, he will find his services in
much greater demand, and his work will bring him an extra
measure of satisfaction.
This document should not be regarded as a bible, but
rather as a collection of guideposts. Many excellent
programmers might take sharp exception to some of the
practices outlined here. As indicated at the beginning of
this paper, programming is an art. Each individual must
develop his own technique and style, and this will come
only through experience. But if a person will use these
ideas, together with a detailed examination of the work of
other programmers, as a basis for gaining experience, he
may find that the experience need not be all so bitter. In
any case, he should find that the resulting professional
abilities will be much in demand.
Acknowledgements: The author is indebted to Dr Fred
Crary, Professors C.-W.R. de Boor, Peter J. Denning, and J.
Barkley Rosser, and the anonymous referees, for their
suggestions, many of which have been incorporated into
this treatise. The author alone is responsible for the
opinions presented here, as well as for any sins of omission
or commission which the reader may note.

11. CONCLUSION
A friend once said, “People are taught how to code;
programming is learned only by bitter experience.” In this
exposition, we have tried to point out what programming
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Book Review
W.H.

Maurer, Data Structures and Programming Techniques,
Prentice-Hall, 1977, pp. 228, $19.

Here is yet another book on data structures, covering much
the same sort of ground as Flores (1977), Lewis and Smith (1976),
Pfaltz (1977), Tremblay and Sorenson (1976) and a host of earlier
books. The text proceeds from notational definitions in chapter one
through the usual progression of lists, trees, graphs and ntultilinked
structures. Each type of data structure is examined by using it in a
number of different applications. Algorithms are presented in a
subset of PL/1. Exercises appear at the end of each section, but
there are no answers provided.
How does this book compare with its competitors? The first
noticeable difference is the notation used by Professor Maurer.
Where most texts are forced into reams of verbiage or pages of
diagrams, Maurer’s notation for nodes, addresses, contents and
pointers allows him to present details concisely. In addition the
reader is made aware of the generality of the structures being
described. In many texts this generality is missing, and the reader is
given the impression, for example, that a linear list is quite different
to a stack because the applications are so dissimilar.
A second point of departure from most other texts is the
consistent attempt to provide analytical descriptions of speed and
storage requirements. Such considerations are usually found only in
exhaustive texts such as Knuth (1967) or those on design of
algorithms (Goodman and Hedetniemi, 1977), although one
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exception to that rule is the excellent little book of Page and Wilson
(1977).
In short, Maurer’s book has much to commend it. The text of
Tremblay and Sorenson out of those mentioned at the start of this
review is probably the only one that clearly stands above it, and
then only for the wealth of examples that can be packed into 700
odd pages as opposed to Maurer’s 228.
References:
FLORES, I., “Data Structure and Management”, 2nd edition,
Prentice-Hall, 1977.
GOODMAN, S.E. and HEDETNIEMI, S.T., “Introduction to the
Design and Analysis of Algorithms”, McGraw-Hill, 1977.
KNUTH, D.E., “The Art of Computer Programming, Vol. 1:
Fundamental Algorithms”, Addison-Wesley, 1967.
LEWIS, T.G. and SMITH, M.Z., “Applying Data Structures”,
Houghton-Mifflin, 1976.
PAGE, E.S. and WILSON, L.B., “Information Representation and
Manipulation in a Computer”, C.U.P., 1973.
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Book Reviews
Patrick Doyle, Every Object is a System: A Cognitive Basis for
System Description, publ. Patrick Doyle, Duncannon, New
Ross, Co. Wexford, Ireland, 1976, no ISBN No., xxi + 250pp.,
f10.00.
The contents of this reasonably well-bound 6in by 9in
paperback are as follows.
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Chapters one, two and three, in a very broad-brush and
somewhat disjointed way, discuss the philosophy and terminology
and describe some research in data processing towards providing a
model for system description.
Chapters four and five introduce mathematical terms and
notation for a finite difference calculus in a data processing context,
using assurance premium accounting as an illustration.
Chapters six and seven develop the theory of system
description central to the book, passing successively through topics
such as modelling, set theory, predicate calculus, topology, the
nature of time and space, structure, and function.
Chapters eight, nine and 10 apply the theory to data
processing systems, touching on a billing procedure, on a high-level
programming language applied to stockbroking and assurance
premium accounting, and on representations for procedures.
A reading of this book leaves an impression of ideas and
experience struggling to get out past an obdurate barrier of
language. Even technical terms are oddly chosen. For instance, the
very wording of the title itself might be contrasted with claim
(p. 13) that “the best-known examples [of objects] are the
integers.”
Perhaps one of the reasons for the failure of the book is that
the author did not have a clear idea of what kind of readers he
intended to attract to the book. For example, while the first two
chapters are philosophical and discursive, and demanding of no
particular special knowledge, the third chapter very abruptly
introduces Lagrange’s and Hamilton’s equations as though the
reader is expected to be on intimate terms with them.
Consequently, while the book is interesting when persisted with, it
cannot be recommended as either a reference book or an
introductory text.
W.N. Holmes,
I.B.M., Canberra.
Infotech State of the Art Report - Distributed Processing, Infotech
International Ltd., Maidenhead, Berks, England, 1977. £95
(or £72 if bought as part of the complete set). Two volumes
each of 283 pages.
The format of these two volumes is typical of all the parts of
Infotech State of the Art Reports. The part under review is on
Distributed Processing. Volume 1 is called “Analysis and
Bibliography” and Volume 2 contains “Invited Papers”.
It is clear that Infotech decides on a theme or a subject which
deserves in-depth coverage. They then invite experts in the field to
write on different aspects of the subject and the resulting papers are
published as Volume 2 in an order determined by the author’s
surname, these are arranged alphabetically. Volume 1 is then
generated by an Editor, in this case J. Hosier, who repackages tire
material from the invited papers and other sources in a more logical
sequence.
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The Editor does this repackaging by writing sections and
paragraphs - printed in italics - which link together large
quotations from the invited papers and the other sources, these
quotations are printed in Roman type. At the end of Volume 2
there is a comprehensive Bibliography, prepared by E.C. Joseph,
which lists relevant papers and also references used by the invited
authors. At the very end of each volume there is a subject index and
in Volume 1 only, a Contributor Index.
The above outline of the structure of the volumes under
review raises the obvious question, “Is the format a good one?”. My
general answer is that it is satisfactory in some ways but
unsatisfactory in others. Firstly, the invited papers are excellent and
conform to a uniform format but they should be grouped in a more
logical sequence and editing could have been employed to avoid
repetition. If the reader were to study only these papers, in the
proper order, he would obtain an excellent view of the pros of
Distributed Processing. Unfortunately, in both volumes,
the
treatment - with very minor exceptions - does not cover the cons
of the subject. (Perhaps Infotech have plans for a work on
Centralized Processing?)
The major unsatisfactory feature of the work is Volume 1
which as explained above merely performs a repackaging which
strings together extensive quotations and thereby tells a story in a
fairly logical sequence. However, I fear the effort is not worthwhile.
The result is not easy reading and more importantly, an enormous
amount of repetition is introduced. In his defence, the Editor has
been fair in most instances with the result that in some cases
adjacent quotations are contradictory!
The quotations are preceded by the author’s name and the
number of the reference in the Bibliography but no number is given
if the author’s paper is in Volume 2. (One author has written two
papers and no distinction is made!).
The major sections of Volume 1 have the following titles:
Introduction: Definitions and Origins
Technological Factors
Economic Factors
Organizational Factors
Distributed Data Bases
System Design and Development
Distributed Intelligence
Bibliography
Indexes.
Thus it can be seen that every aspect of Distributed Processing is
covered but the treatment is very biased in favour of this method of
providing computing facilities. This review would become much too
long if further details were to be given. Suffice it to say that a great
deal of material is covered but its presentation leaves something to
be desired.
The price of the pair of volumes is very high and one reason
for this must be the fact that so much material is duplicated.
However, this is a reference work and many libraries should obtain a
copy.
G.N. Lance,
C.S.I.R.O.
Edited by A. Klinger, K.S. Fu, and T.L. Kunii. Data Structures,
Computer Graphics and Pattern Recognition. Academic Press,
New York and London, 1977, $23.00, 518 pp.
Computer Graphics is the study of generating pictures of a
scene by computer from abstract representations of the scene such
as co-ordinates of points, coefficients of surfaces and topological
relations. Pattern recognition is involved with the reverse procedure:
taking a picture and abstracting from it some more compact
representation of what is depicted there. In due course, we may
hope that these two subjects will fuse, and that the abstraction
generated by pictorial analysis will involve a data structure which
can be used to generate new pictures.
This book gives an indication of how poorly we can achieve
this goal at present. The blurb says that the book grew out of a
number of key papers from a conference on the topic of its title in
May 1975 in Los Angeles sponsored by the I.E.E.E. Computer
Society. The book indeed looks and reads like a conference
proceedings: the print face is that of a typewriter, there is no
cohesion or flow of ideas between chapters, and the chapters assume
widely varying degrees of pre-knowledge in the reader. The cynical
may be forgiven for thinking that this is the conference proceedings,
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but contains only those papers that were produced in written form
on time.
The papers are apparently grouped randomly into meaningless
sections called “Fundamental Methodology”, “Design Decisions”
and “Research Aspects”.
There are several papers on Data Structures which barely
mention pictures or patterns, by F.W. Tompa, R. Williams, R.
Williams, R. Williams and C.V. Page. These describe general material
typically covered in a second year computer science course. Whilst
15 years ago, some fairly complex data structures were originally
evolved for Computer Graphics applications, this material is now
widely applied and taught in many areas. It seems rather curious
that 132 of the 518 pages of a book, on supposedly the forefront of
research, are devoted to such elementary material.
A further pair of Data Structure papers by C.M. Eastman and
C-T. Zahn do actually describe the application of data structures to
Computer Graphics and Pattern Recognition respectively, and the
design decisions that these involve.
There are two other introductory chapters on computer
graphics, one on Satellite Graphics Processors, and one on Surface
Representation.
The remaining chapters are quite interesting. There are three
on current applications of the area. One is curiously entitled
“Interactive Audio Graphics”, but which actually describes the
powerful hardware system and the research interests of Rockwell
International. These interests are reading credit cards and
recognizing fingerprints! One describes another system for drawing
faces of police suspects, arfd another describes a system for spotting
cancer in breast radiographs.
The three most interesting contributions are one by R.A.
Jarvis at ANU describing his image segmentation system, one by
K.S. Fu on a very theoretical discussion of syntax recognition on
noisy data, and one by T. Kasvand pointing out that there is a very
extensive literature in psychology on how humans recognize
patterns that is so far virtually untapped by computer scientists.
There is one extra feature to the book that distinguishes it
from a normal conference proceedings. This makes it both useful for
teaching and stimulating to read. This is a set of questions at the end
of most chapters graded in each case from the simple and well
understood (useful for teaching exercises) to the general and
unknown (a good source of topics for potential Ph.D. students).
All in all, half the book is well worth buying.
E). Herbison-Evans,
Sydney University
William R. Fuller, Fortran Programming: A Supplement for Calculus
Courses, 145 pp. Australian price $7.70, 1977. ISBN
0-387-90283-X. Springer-Verlag, USA.
It seems to me that the use of the computer is influencing
most fields of study and that a knowledge of programming is
essential to the understanding of computer influence in any given
field of study.
In his Foreword to the Instructor, the author sets out clearly
some of the benefits of a combined calculus-computer programming
study, and shows at the end of the book how the programming can
be integrated into a typical American College course of four
semesters.
In Australia, however, calculus is frequently begun at
secondary school, and this book does not seem to me to be suitable
for school students who are beginners at calculus and/or
programming. On the other hand it may provide some helpful ideas
and problems for tertiary instructors in a mathematics course which
includes programming. There is a need for the communication of
such ideas in the many branches of mathematics as well as in other
fields.
The first five chapters contain an introduction to
programming, not all of which is related to calculus. In the first
chapter too,much new vocabulary is introduced too quickly even
for many tertiary students. Simple programs appear next with
output using the E field description. How much easier for beginners
is a free format output such as that of the Monash University
Educational Computer System! Transfer of control begins with the
logical IF followed by GO TO. Supplied functions (excluding
pseudo-random number and plot function) and statement functions
follow. All the foregoing is treated before flowcharts. Incidentally
the flowchart box shapes are generally different from the Australian
Standard recommendations, and no notation is included on any
flowchart. The author does not regard flowcharting as absolutely
basic.
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Sequences are treated in the sixth chapter where the
limitations of the computer in deriving limits are clearly pointed
out. A sequence is not defined as a function
a: N-*R
and the attempt to define “a sequence (an) approximating L to
within e” is just as untestable by a computer as the formal
definition of a limit.
After this material the author returns to programming with
a chapter of output format, double premium and more advanced
programming techniques (Do Loops, subscripted variables, input
format, subprograms). Subprograms are treated inadequately,
though it is made clear that the treatment of Fortran is not
exhaustive. The cases where formal parameters are dimensioned
identifies and function names are omitted, as is common memory,
and thus very powerful and general methods are excluded.
The last three chapters deal with numerical integration
including double integrals, and the solution of differential equations
using the Runge-Kutta method of order 2 and Picard’s method. In
some ways it is unsatisfactory to have results such as these quoted
without any statement of the conditions under which they apply,
let alone any derivation. Not all calculus books include them, so my
bias is towards an integrated text book rather than a supplement.
In summary, a quick glance gave a favourable impression, but
on more careful reading the book proved disappointing.
K. McR. Evans,
Scotch College
Victoria
Algorithms and Complexity New Directions and Recent Results,
edited by J.F. Traub (Academic Press 1976)
This book is a collection of invited papers presented at a
Symposium of the same name held at Carregie-Mellon University
in April 1976. Abstracts of contributed papers are also included.
The papers here cover the sub-area of computational complexity
complementary to that indicated by the papers in another col
lection of papers also edited by Traub and reviewed in this journal
recently (Taub, J.F. [1976] ). This sub-area concerns itself with
either non-numeric or semi-numeric algorithms, i.c., those which
exhibit pronounced combinatorial and number-theoretic features
respectively. Of course this is not a hard and fast division; num
eric (or analytic) complexity and non-numeric complexity are
beginning to interact, the main evidence to date being the applic
ation of techniques in one area to prove results in the other. Some
idea of the way in which techniques from classical analysis com
monly involved in the numeric area are used to great effect may
be obtained by examining the papers in this collection. For the
information of the reader the table of contents is listed here:
The Probabilistic Analysis of Some Combinatorial Search
Algorithms, Richard M. Karp
Probabilistic Algorithms, Michael O. Rabin
Approximation Algorithms for Combinatorial Problems:
An Annotated Bibliography, M.R. Garey and D.S. Johnson
The Complexity of Code Generation, Jeffrey D. Ullman
Iterative Algorithms for Global Flow Analysis, Robert
Endre Tarjan
Optimal Linear Information for the Solution of Non-Linear
Operator Equations, J.F. Traub and H. Wozniakowski
A Calculus of Series Rearrangements, R. Wm. Gosper, Jr.
Synchronized and Asynchronous Parallel Algorithms for
Multiprocessors, H.T. King
Extrapolated Fast Direct Algorithms for Elliptic Boundary
Value Problems, Randolph E. Bank and Donald J. Rose
Geometry and Statistics: Problems at the Interface, Michael
Ian Shamos
Problems of Computational Complexity in Artificial In
telligence, Herbert A. Simon and Joseph B. Kadane
Algebraic Structures and Their Algorithms, Joel Mosses
Analysis of the Binary Euclidean Algorithm, Richard P.
Brent
The Complexity of Nonuniform Random Number Gener
ation, Donald E. Knuth and Andrew C. Yao
Since it is not possible in this review to do justice to all
the papers above I will select a few representatives to discuss and
invite the reader to at least peruse the others with my assurance
that it will be very worthwhile. The first, paper in the collection
is by Karp, a distinguished theoretical computer scientist with
the rare ability to focus on messy practical problems and bring
to bear upon them the theoretical tools of computer science. In
1972 Karp extended a powerful theorem which Cook proved the
year before. This extension was essentially an explication of the
informal belief held by many practitioners that many computing
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problems are intractable in the sense that despite much effort
expended over many years no one has discovered efficient algor
ithms for their solution. The explication consisted in a demon
stration that a surprising number of these problems were equi
valent in that either no feasible algorithm exists for their solution,
or all have feasible algorithms. By feasibility we do not imply
practicality but rather, (after Hartmanis) that the problem does
not require exponential time for its solution. The machinery
needed to understand this result is well-presented in Aho, Hopcroft and Ullman (1974). The conjecture, with very few people
betting on falsity, is that this equivalence class of problems is
indeed provably intractable. Since this class (known as the NPcomplete problems) includes well-known problems of commanding
practical interest such as bin-packing, travelling salesman tours,
integer programming and Boolean minimization to name a few,
what should be done while awaiting a proof or disproof of the
conjecture? Two approaches have been tried to circumvent the
suspected intractability, one quite old and the other rather more
recent. The former is the notion of a heuristic, which is the hall
mark of many artificial intelligence programs for problem-solving.
The paper by Simon and Kadane examines the problems of heur
istics in that context. The second approach involves the notion
of an approximate algorithm, which happens to be the concern
of the paper by Garey and Johnson. Here one is content with
feasible algorithms which guarantee solutions which are less than
optimal by a given fraction of the optimal (i.e. a relative error
of less titan some given e > 0). The Garey and Johnson paper is
a bibliography of work done on approximate algorithms. The
Karp paper heralds a third approach. A probability distribution is
assigned to problem instances of a given size; where the size of a
problem refers to a parameter of interest, say the number of cities
in the travelling salesman problem. Algorithms are then constructed
which are efficient for all but a finite number of instances drawn
from the distribution. In such a case the problem is said to be
efficiently solvable almost everywhere, borrowing terminology
from measure theory. Karp presents new results (unproved) con
cerning this approach. Brent in his paper uses probability in a
similar but more classical way to derive interesting estimates of
expected run times of new GCD algorithm. Probabilistic ideas are
also invoked in the paper by Robin, another pioneer in the area
of complexity theory. Rather than assume distributions over prob
lem instances Rabin incorporates probability into his algorithms.
The results are quite intriguing. Related work not referred to by
Rabin appears in a recent book by Holland (1976), which may be
more appealing to the artificial intelligence and cybernetics types.
Ullman presents a number of problems arising from optimal code
generation which he shows to be in the NP-complete class.
The next category of papers provide efficient algorithms for
a variety of problems in graph theory (Tarjan), statistics (Shamos),
algebra (Moses) and differential equations (Bank and Rose). The
techniques used are quite different in each paper but the philosophy
is the same. Typical is the paper by Shamos whose area of research
is actually computational geometry. In his paper he exploits geo
metric analogies suggestively to establish lower bounds on com
putation times required for a number of standard statistics and
surveys available efficient algorithms for many others.
The remaining papers form an assortment of topics of cur
rent interest in computational complexity. Kung introduces a new
dichotomy into parallelism in algorithms based on concepts in
operating systems theory. Gosper’s paper deals with symbolic
algebra but contains no complexity results. The final paper, by
Knuth and Yao, is interesting not so much for the results obtained
but for the elegant interplay between data structures, combin
atorics, probability and analysis. I recommend this paper highly
to applied mathematicians in particular who wish to see how the
tools of their trade can be effectively employed in a very enjoy
able way to say something significant about a useful aspect of
computing.
This book deserves a place in the personal libraries of com
puter theoreticians, and certainly no decent computer science
library in the institutions of higher learning should be without a
copy.
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Sanders, Donald H., Computers in Society, McGraw Hill Book
Company, 2nd Edition, 1977, pp458. $A16.20.
This book is intended for students in humanities, education,
health sciences etc. who have not had any computing experience.
The aim of the book is to provide such readers with an appreciation
of the capabilities and limitations of computers (presumably
without using a computer) and the positive and negative effects the
usage of computers has on social organisations and individuals.
The book is divided into five parts. Part 1 discusses the
concept of information and the information revolution. Part 2,
which is about 120 pages long, is devoted to a discussion of
computer concepts. This includes discussion of computer
organisation, flowcharting, program preparation and description of
various I/O devices. The author attempts to cover too much ground
resulting in a quite superficial treatment of most of the topics.
Part 3 deals with some of the social implications of
computers. The Author attempts to present a balanced view by first
discussing some of the present and potential benefits to individuals
and organisations due to the usage of computers followed by a
discussion of some negative impacts. Included in this part are the
issues of computers and employment, data bases and privacy, and
computer security with much more emphasis given to the topic of
security than to privacy.
Part 4 deals with selected uses of computers in society. One
chapter each is devoted to computer usage in Government, health
care, education, humanities, science and engineering and business.
This part is quite well written and adequately covers most of the
diverse uses of computers in society. If the book is used as a text
then Part 4 could be done before part 3 so that the students have a
better appreciation of the various uses of computers before
discussing the social implications.
Part 5 is a brief chapter discussing computers and society in
1984. It is followed by two appendices; one discussing keypunch
operation and the other, in 15 pages, Fortran and Basic coding.
Each chapter in the book is concluded with a summary of the
chapter, review and discussion questions and a list of selected
references. Overall, the book is an adequate text-book for a
‘computer appreciation’ course. Parts 3 and 4 of the book could also
be useful as a reference in an introductory computer science course.
G.K. Gupta
(Monash University)
B.W. Garbow, J.M. Boyle,
Eigensystem Routines
notes in Computer
Berlin-Heidelberg-New

J.J. Dongarra and C.B. Moler, Matrix
- EISPACK Guide Extension. Lecture
Science, Vol. 51. Springer-Vexlag,
York, viii + 343 pp, 1977 (DM.31).

EISPACK is a systematized collection of Fortran IV
subroutines for the numerical solution of the most important types
of matrix eigenvalue problems. All the subroutines are numerically
stable. This is not surprising as the subroutines are mostly
translations (with minor amendments) of the Algol procedures in
Wilkinson and Reinsch (1971) (subsequently referred to as [4] ).
Only methods which were considered in some sense optimal were
included in [4] and all procedures were written and carefully
checked by leaders in the field. Most of the procedures had been
prepublished in Numerische Mathematik before inclusion in [4] and
had thus been subject to wide scrutiny. The Fortran subroutines of
EISPACK have been extensively tested by over 20 people (listed in
the preface) on several machines, including IBM 360-370,
CDC6000-7000, Univac 1110, Honeywell 6070, DEC PDP-10, and
Burroughs 6700 and certified by the NATS (National Activity to
Test Software) Project. Subroutines available in the first release of
EISPACK are listed and documented in Smith, Boyle, Garbow,
Ikebe, Klema and Moler (1974) (subsequently referred to as [1] ).
The present book lists and documents the new subroutines
contained in the second release of EISPACK. Most are translations
of other Algol procedures of [4]. These deal with the real
symmetric band eigenproblem, the “generalized eigenproblems”
Ax = ABx, ABx = Ax and BAx = Ax where the matrices A and B are
real symmetric and B is positive definite and finally the singular
value decomposition of a real rectangular matrix and the solution of
a related linear least squares problem. In addition the new EISPACK
subroutines listed here include a complete implementation of the
QZ algorithm of Moler and Stewart for solving Ax = ABx which was
developed after [4] was published. The importance of the QZ
algorithm lies in the fact that, unlike earlier algorithms, it remains
stable when, as so often happens in applications, A and B are both
nearly singular.
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The format of this book follows that of [1] and the remarks
in this paragraph refer equally to both books. The books are users’
manuals and not textbooks or treatises on numerical linear algebra.
Theoretical topics such as error analysis are not included although
detailed references to the literature are given. Whereas the section
“Theoretical background” given in the documentation of the Algol
procedures in [4] is often substantial, the section “Discussion of
method and algorithm” in the documentation of the EISPACK
subroutines is typically brief and limited to information essential for
intelligent use of the subroutines. (For basic theory the best
reference is still Wilkinson [1965] supplemented by Wilkinson
[1977] for recent developments). However the section “Usage” in
the documentation of each subroutine is conrmendably clear and
detailed, describing carefully the role of all parameters in the calling
sequence, the error conditions and returns and finally the
applicability and restrictions of the subroutine. The two books are
directed primarily at those who plan to use the subroutines as a
“black box”, but the task of the user who wishes to understand the
subroutines better and possibly even modify them for his own use is
made easier by well chosen comment statements in the subroutines
(often following those of [4] ). The books give much detailed
information on the speed of the various subroutines on various
machines.
In EISPACK the major algorithms are broken into several
subroutines to increase flexibility and avoid duplication. Explaining
to the (not necessarily experienced) user exactly how to put these
subroutines together (forming what the authors call an EISPACK
path) is the major task of section 2 (69 pages in this book). The
subroutines include “driver” subroutines which correctly call the
various subroutines required for the main algorithms, and section 2
lists two complete sample programmes using the subroutines.
The difficulty of writing robust software is well illustrated by
the fact that, despite the care taken over the first release of
EISPACK and the deservedly high praise it received, it was found
necessary to revise several of the original subroutines. These revised
subroutines are all listed here. Sometimes the revision consists of the
addition of a single extra statement. In BISECT for example a
statement which allows for the possibility that a certain ratio to be
evaluated may have the form 0/0, is added in the DO loop ending
with statement 340. For the relevant theory see p. 250 of [4]. A
more substantial change in TRED 2 involves the scaling of the
transformation matrix. The changes in TRED 2 occur at points
where the first Fortran version departed slightly from the original
■Algol procedure. None of these changes are mentioned in the
documentation, which follows almost verbatim that of the
corresponding subroutines in [ 1J. The reviewer believes that this
book is potentially useful not only to users of the subroutines but
also to those concerned with the preparation of software, not only
in the field of numerical linear algebra. For such people some
comment on the changes could be useful. It would also be useful if
the name and purpose of each subroutine were listed in the table of
contents, especially as the book has no index. The space occupied
by such additions would be much less than that occupied by the
extensive duplication of documentation from [1] apparently in an
effort to make the book selfcontained. However since most
subroutines of [1] are not repeated here, most users of EISPACK
are likely to need [lj anyway.
Despite minor criticisms, this is an important book. It is a
must for all who wish to solve matrix eigenproblems using Fortran
programmes and should also be of interest to all concerned with
either numerical linear algebra or software development.
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Computer-based Information Retrieval Services, with special
reference to their availability in Australia. Compiled by
Malcolm Campbell. Griffith University Library, Nathan, 1977.
57p. $2.50.
The printed indexes and bibliographies which have formed the
basis of information retrieval for so long now have a direct rival in
the form of machine readable data bases. It is ironical that many of
these data bases should have their origin in the use of data
processing methods to produce the printed indexes. In the past ten
years these large files have become an alternative source of
information as manipulation became more practical and the cost
diminished. Providers of information services have now reached a
situation of choice, and will have to consider whether they can
afford the luxury of both the printed version of the indexes, and the
still high cost of access to the machine-readable files.
Dr. Campbell’s compilation has delineated the art of machine
literature searching as it is in Australia at present. It is a list of data
bases, for each of which he gives information on their originators,
the parallel published index where there is one, and the nature of
the literature covered, both in subject and form. In addition, he
describes search parameters and the profile logic available from the
source organisation. This not only tells the protential user what is
available, but enables him to evaluate the machine search
possibilities against what is available in the printed form.
Information on the length of file available and the Australian source
is given. In bringing together this particular set of details about each
data base Dr. Campbell has performed a most useful service. This is
not the first list of bases available in Australia to be published, but it
is the most detailed and the most useful. It is clearly and concisely
presented, and will be a necessary addition to the reference
collections of all libraries with an interest in the field.
There is a short introduction which deals with search
methodology, discussing parameters, profile logic and construction.
It is brief and clear, though occasionally suffering from its brevity.
It concludes with a description of the type of services available, and
a summary of the services offered by the three main Australian
suppliers, CSIRO, the National Library of Australia and the
Department of Productivity.
This compilation is concerned with SDI and retrospective
search services, and does not have a great deal to say about on line
interactive searching of the data bases. Until quite recently the
Australian organizations tended to work virtually in an off-line
situation, although the American services they use do offer
interactive search. An Australian on-line search facility, AUSINET,
has now appeared. OTC is about to introduce MIDAS, a
time-sharing facility which will make direct access to the U.S. on
line services much more economical. These developments have taken
place in the past few months, and serve to illustrate a difficulty with
a reference work of this nature. In such a rapidly changing situation,
the information given will tend to become out-of-date quickly. It is
to be hoped that it will be possible to produce revised editions in
the future.
D.R. May,
Deputy Librarian, Monash University

Yudell L. Luke, Algorithms for the Computation of Mathematical
Functions, Academic Press Inc. N.Y. Aug. 1977, pp284,
U.S.SI 5.00.
Professor Luke is the author of two substantial works on the
approximation of special functions, The Special Functions and
Their Approximations Volumes I and 2 (Academic Press, 1969),
and Mathematical Functions and Their Approximations (Academic
Press, 1975). This book is a supplement to these works and
provides, in particular, supporting computer programs. Thus it is
likely to be of value for research workers who are required to make
detailed calculations with special functions and who are already
familiar with the previous works. However, this familiarity is
essential as the book is otherwise inaccessible. This dependence on
the previous works is intentional, but the interested reader is on
occasion required to struggle even further afield - for example there
is a section of fourteen pages entitled errata which refers to an
article published by the author in 1976.
The important point is that this book is intended to serve a
very special community. It cannot be generally recommended.
M.R. Osborne
(Australian National University)
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Forthcoming National and International Events
DATE

EVENT

LOCALE

1978
May 31 June 2

1978 ACM-SIGMOD International Conference on Management of Data

Austin, Texas, USA

June
5-7

Conference on Pattern Recognition and Image Processing

Chicago, Illinois, USA

12-16

Seventh Triennial World Congress

Helsinki, Finland

12 - 21

SOGESTA “International School on Computer Performance Evaluation”

Urbino, Italy

21 - 23

1978 International Symposium on Fault-Tolerant Computing - FTCS-8.

Toulouse, France

29 - 30

International Conference on Management of Databases: Improving Usability & Responsiveness.

Milan, Italy

August
1- 4
6-9
21-25

Fourth Workshop on Computer Architecture for Non-Numeric Processing
Jerusalem Conference on Information Technology - Computers Communications and
Technology Transfer
COMPSTAT 1978

Syracuse Uni. USA
Jerusalem, Israel
Leiden, The Netherland s

21 - 25

SIGGRAPH ’78, 5th Annual Conference on Computer Graphics & Interactive Techniques

Atlanta, Georgia, USA

August/
September
28 Aug 1 Sept

8th Annual Computer Conference

Canberra, Australia

Third International Congress on Electronic Information Processing (IKD)

Berlin, Germany

4-8

Medical Informatics Europe: First Congress of the European Federation for Medical Informatics

Cambridge, UK

4-8

South East Asia Regional Computer Conference 1978 (SEARCC 78)

Manila, The Philippines

September

12- 15

3rd International Congress on Data Processing

West Berlin, Germany

13- 15

Fourth International Conference on Very Large Data Bases

West Berlin, Germany

19 - 22

Conference on Microprocessors in Automation and Communications

Canterbury, UK

26 - 29

Fourth International Conference on Communications

Kyoto, Japan

27 - 29

1st Annual Conference on Modular Computers

Upton, USA

October
2- 5

International Symposium on Operating Systems

Paris, France

10-12

3rd USA - Japan Computer Conference

San Francisco, USA

15-19
?
November
?

American Society for Information Science Annual Meeting
WC Network Interconnection
International Working Group Meeting Computer Applications in Engineering Design

New York, USA
Tokyo, Japan
Latin America

December
4- 6

ACM 1978

Washington, USA

5- 8

Management and Evaluation of Computer Performance

San F'rancisco, USA

1979
Early

PROLAMAT ’79

Detroit, Mich., USA

January
15-19

IFIP/IFAC Working Conference on Socio-Technical Aspects of Computerisation

Budapest, Hungary

June
11-15

IFAC/IFIP 2nd International Symposium, Software for Computer Control

Prague, CSSR

?

IFIP/IFAC Symposium, Hardware for Computer Control
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Zurich, Switzerland
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Forthcoming Events
Summer
?

3rd Joint Conference, Computer Applications in the Automation of Shipyard
Operations and Ship Design

Glasgow, Scotland

September
?

9th Conference in Optimization

o

2nd week

IFAC/IFIP (6th) Digital Computer Applications to Process Control, Conference

Dusseldorf, P'RG

?

IFIP European Conference on Applied Information Technology 79

London, UK

?

2md Symposium Automation in Offshore Oil Field Operation

Netherlands

?

3rd Symposium Ship Operation Automation

Japan

?

4 th International Conference on Pattern Recognition

Kyoto, Japan

?

8th Congress 1MEKO

USSR

October
1 -5

MEDINFO 80 - 3rd World Conference on Medical Informatics

Tokyo,Japan

6-9
14-17

IFIP CONGRESS 80 - World Computer Conference

Kyoto, Japan
Melbourne, Australia

1980

?

Conferencq„Man-machine Communications in CAD and CAM

Kyoto, Japan

?

Conference Information Control Problems in Manufacturing Technology

Budapest, Hungary

3rd World Conference on Informatics andEducation

UK

PROLAMAT ’82

Minsk, USSR

1981

?
1982

?

For further information contact the IFIP Correspondent, R. Rutledge, PO Box 640, Crows Nest, NSW, 2065.

Book Review
S. Eilenberg, Automata, Languages and Machines: Volumes A and
B, Academic Press, New York, 1974 and 1976, pp451 and
pp387.
These two volumes are the first in a planned series of four
volumes devoted to a coherent mathematical presentation of the
theory of automata and formal languages. The series is nominally
addressed to pure mathematicians and computer scientists but the
books are very mathematical in content and few connections with
computing are given. Although no specific prerequisites are
assumed, the books do presuppose the general mathematical culture
of a (pure) mathematics graduate and they use the language of
modern algebra throughout.
A brief outline of the content of the two volumes follows.
Volume A deals with finite automata and the mathematical
structures associated with them. These include simple structural
properties of finite automata and recognizable sets, recognizability
of sets of integers expressed in different bases, automata with
multiplicities, regular expressions and Kleene’s theorem, rational
relations and power series, machines, and various topics relating to
sequential machines such as minimization and composition. The last
four chapters discuss langauges with infinite words and discrete-time
linear dynamical systems. Features of this volume which simplify
earlier presentations are the new general notion of a machine (which
avoids the use of instantaneous descriptions) and the general way of
handling multiplicity (automata with multiple inputs or ambiguity).
Volume B is even more algebraic in character and discusses

80

more complex properties of recognizable sets and sequential
machines. It is, however, largely independent of Volume A. The
topics
covered
include
transformation
semigroups,
the
Krohn-Rhodes theorem and other decomposition results, and the
correspondence between varieties of recognizable sets and varieties
of semigroups. The last two chapters, written by B. Tilson, deal with
the complexity of finite semigroups. The novel algebraic techniques
used lead to quite simple proofs of, for example, the Krohn-Rhodes
decomposition theorem.
Volumes C and D will deal with context-free languages and
computability theory respectively.
In general the two volumes are characterized by their
mathematical elegance and clarity of style. This enables the many
proofs to be both brief and complete. A reasonable number of
examples are presented to illustrate various concepts and results,
though the examples are often abstract and do not serve to motivate
the theory. There are many (ungraded) exercises to test the reader’s
understanding and to extend the theory. The bibliography is very
brief as the author, according to the preface, has reconstructed
many of the results from hearsay. Many new results discovered by
the author, M.P. Schutzenberger and B. Tilson have been included.
The two volumes, especially Volume A, are strongly
recommended for researchers in the theory of finite automata. They
are likely, however, to be too abstract and to go too deeply into the
subject to be of interest to most computer scientists.
R.W. Topor
(Monash University)
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