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When you want the very
best design for a computer
complex,
'
who should
you ask?

s

a

Your computer!

That’s what Shell did with their new
Melbourne Data Centre.
The result. They chose open plan office
landscaping to provide the most efficient
and flexible working conditions.
And they chose Cemac Tate Access Floor.
In two different strengths for both
computer installations and for general
office purposes, Cemac Tate Access
Floors allow faster building time and lower
construction costs — as well as
operational savings throughout the
lifetime of the building.
In six panel sizes, 176 weldments provide

all the strength you need, and the unique
‘Levelock’ base ensures a perfectly level
floor even on a sloping slab.
Cemac Tate Access Floors swallow up all
your power, lighting, air conditioning,
computer and telephone cables — and
give you infinite flexibility when you plan
or change work areas.
In long-lasting carpet, wood, cork, vinyl or
ceramic tile finishes.
For more information, drop us a note and
ask for our free colour brochure.
Then, like Shell, talk it over with your
computer.
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News Briefs from the Computer World
“News Briefs from the Computer World” is a regular feature which covers local
and overseas developments in the computer industry including new products,
interesting techniques, newsworthy projects and other topical events of interest.
LOW COST GRAPHICS TERMINAL INTRODUCED
The lowest priced computer graphics terminal in the
company’s history has been announced by the Information
Display Products Division of Tektronix, Inc. It is the
4006-1, a terminal which places graphics capability in the
price range previously exclusive to alphanumeric CRT
terminals only.

The NOVA 3/D which features high-density semiconductor
memories and memory mapping and protection for running
unrelated programs simultaneously

The new 4006-1 graphics terminal

The price of the 4006-1 will be competitive with many
CRT terminals that offer only alphanumerics, and, as is
traditional with Tektronix terminals, the 4006-1 will be
compatible with most mainframe computers. In addition,
the 4006-1 will be supported by the same graphic software
available for Tektronix’ complete family of graphic
terminals, plus a new Interactive Graphing Package.
Sales of the 4006-1 are expected to be directed to those
users who could not previously afford a graphics terminal
and at those who previously could afford it only in limited
areas. The crisp, clear (800,000 point) graphics and the low
price is expected to invite both OEM accounts and end
users to take advantage of graphics.
NEW COMPUTER ADDED TO NOVA 3 FAMILY
A new computer, NOVA 3/D, that lets users run
unrelated programs simultaneously and offers high-density
semiconductor (MOS) memories has been announced by
Data General Australia Pty. Ltd.
This is the first time a major minicomputer
manufacturer has put 32,768 words of semiconductor
memory on a single printed circuit board.
The General Manager of Data General Australia, Mr.
Wayne Fitzsimmons, said: “These high-density memories
will result in a more economical system when used in
large-memory configurations.” He said that the new NOVA
3/D extends the capabilities of the current NOVA 3 family
upward with other features commonly found in larger
systems.
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

“For example, the NOVA 3/D Memory Mapping and
Protection Unit contributes to use in large minicomputer
systems by allowing users to perform dual operations,” he
said.
“This means in a retail or commercial application the
NOVA 3/D can run a multi-terminal data entry program in
foreground and a simultaneous batch processing program in
the background, with each fully protected from the other.
“An engineering design department could use the NOVA
3/D to run existing applications in the foreground and new
application program development in the background.
“Industrial users can run real-time process control in
foreground and batch-process the results in the
background.”
DIGITAL TO ANALOG SYSTEM ANNOUNCED
The ADAC Corporation of Woburn, Massachusetts,
USA, announced the ADAC Model 600-LSI-11D, Digital to
Analog System which is compatible with the DEC LSI-11
and PDP-11/03 Microcomputers. Digital Electronics,
Artarmon, N.S.W. are the local agents.
The newly announced system is one of a series of A/D,
D/A and sample and hold systems which has made an
impact on the data acquisition marketplace by virtue of its
flexibility, excellent specifications and low cost.
The basic system configuration, which is contained on a
single printed circuit board measuring 5” x 8consists of
bus interface, DC/DC power converter, scope control and
either 1,2, 3 or 4 12 bit digital to analog converters.
The scope control permits the end user/OEM visual
display of actual data without the undesired extraneous
data to be displayed such as normally occurs during DAC

AVERY

is'stuck-on'solving
data transfer problems
Why? . . . Because sticking-on is our business. So we’ve devised
a stick-on system to beat the trickiest of data transfer problems.
It works like this . . . Avery self-adhesive Tabulabels, in continuous form
(single or multi-width), are imprinted at high speed from either tape or
punched cards and then applied by the Avery Tabomatic labelling machine.
Whatever your problem, there’s a Tabulabel to solve it. Tabulabels come in all
shapes, sizes and colours, blank or printed, on paper, fabric, foil or metal.
Computer owners, right now, enjoy the ease at which the Avery system
handles procedures such as payroll records, ledgers,
mailing pieces, documents and inventory cards.
The Avery system. The low cost, efficient answer for your data transfer problem.
Call Avery today and we’ll get ‘stuck-onto’ your problem.

IN3EL SYSTEMS

W. J. CRYER El CQ. LIMITED

75 Union Street, Dulwich Hill, N.S.W. 2203 . . . 560-7177
7/96 Camberwell Rd., Hawthorn E., Vic. 3123 . 82-8027
207 Logan Road, Buranda, Qld. 4102.............. 91-6158
16-20 Paget Street, Ridleyton, S.A. 5008........ 46-5959
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updating intervals. Cable and documentation is also
included in the basic system price.
Optionally available is a third wire sense lead from each
DAC that allows 12 bit performance to be maintained even
when the DAC outputs must be run an extensive distance
to their loads. The sense option provides the capability of
rejecting differences of potentials of up to 2 volts between
the computer ground and the load ground.
TALKING COMPUTERS 'ON LINE' TO 14 MILLION
TELEPHONE SUBSCRIBERS
More than 14 million telephone subscribers in North
America with Bell Telephone’s “Touchtone” service now
have direct access to Emery Air Freight’s talking computer
(Twin IBM 370/145’s), the world’s largest air freight
forwarder recently announced.
The new system enables shippers and consignees in
North America to obtain instant verbal reports on the
whereabouts of air shipments in Emery’s system. Emery’s
computerized air freight tracking system maintains a
running “real time” diary on more than 100,000 shipments
at any given moment. It is possibly the world’s most
eloquent computer — with a 2000 word vocabulary
designed to answer all questions about an Emery shipment.
In actual use the enquirer calls the Emery computer
directly in Wilton, Connecticut, near New York. The
computer orally instructs the caller to enter his Emery
airbill number. The status of the shipment, including its
whereabouts, time of arrival at origin airport, name of
airline and flight number, time of arrival at destination and
time of delivery is given verbally in seconds by the
computer. The information is available on a
24-hour-day-basis.
Emery provide a booklet explaining how to use the
system and claims any customer can become proficient in
dealing directly with its computer in less than five minutes.
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

RilltOUl offers a
fine package deal!
• INFINITE ACCESS FLOORS
• PARTITIONS • AIR CONDITIONING
• COMPLETE BUILDING CONSTRUCTION
• MAJOR AND MINOR BUILDING
ALTERATIONS OR EXTENSIONS
When you are planning your computer installation
talk to Rintoul about it’s complete services package.
The know-how of the experienced Rintoul organisation
is at your service and it’s highly skilled work force will
take the headaches out of correlating the various
aspects of the complete job.
COMPLETE PACKAGE DEAL OR SPECIALISED
FITTINGS AND EQUIPMENT, IT WILL PAY YOU
TO TALK TO...

Rintoul E.D.R Services
A DIVISION OF RINTOUL PTY LIMITED

26 Powers Road (P.O. Box 226), Seven Hills, N.S.W, 2147
Telephone: (02) 624 5333
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What do these computer communication
networks have in common?
lines by ATC.NZPO.OTC (A),OTC (NZ).
And computers by Digital.

banhccird

Treasury

Major Australian and New Zealand networks choose
Digital's PDP-11. Not only for message-switching. For data
collection, concentration and stand-alone processing too.
For both scientific and commercial tasks. Interfaced to the user's
choice of central processor.
DIGITAL'S depth of experience is available to you in all areas
that require on-line computer communications systems.

Digital Equipment Australia Pty ltd
Sydney
Melbourne
Perth
Brisbane
Adelaide
Canberra
New Zealand

123 Willoughby Rd Crows Nest NSW 2065
60 Park St South Melbourne Vic 3205
643 Murray St West Perth WA 6005
133 Leichhardt St Brisbane Qld 4000
6 Montrose Ave Norwood SA 5067
24KemblaStFyshwickACT2609
3 Wolfe St Auckland New Zealand

Tel 4392566
Tel 6992888
Tel 214993
Tel 293088
Tel 421339
Tel 953588
Tel 75533

NADOW’s MULTI DIAGNOSTIC PROGRAM
To the best of our knowledge, the NADOW Training
Scheme is unique, not just in Australia, but in the world,
being a multidiagnostic program for the disabled which
provides qualifying trainees with on-the-job experience in
associate companies. After this period, they are provided
with a commercial reference, enabling them to seek
employment in skilled professions.
A quadriplegic man, aged 23, from Narellan, is learning
to operate an IBM 2741 Remote Computer Terminal.
The IBM 2741 Computer Terminal is being used on a
time sharing basis. It is hooked up by land line to IBM’s
main computer system in Melbourne. The training the man
is receiving would enable him to use all the facilities of IBM
computers in his own office.
INTERNATIONAL COMPUTING CONGRESS TO
BE HELD IN TORONTO
The IFIP Congress is a triennial international event of
major importance to computing and information processing
specialists. The purpose of the Congress is to provide an
update and overview of all aspects of computing technology
— hardware, programming, circuitry, applications, and
social implications.
The Congress will attract computer scientists, managers,
and administrators from all over the world, to hear and
participate in discussions with acknowledged experts in
these aspects of computer technology.
In addition to the Congress itself, an Exhibition will be
held, displaying the latest in computing and associated
equipment.

PERTEC D3000

NEW QUALITY STANDARDS FOR COMPUTER
FLOORING CARPETS
The manufacturer of Tate Access floors, distributed in
Australia by Cemac, have established their own carpet mill
to ensure that carpet on Cemac Tate flooring meets the
unique requirements of computer installations.
Stringent specifications for anti-static, acoustic;
flammability properties led the company, Tate
Architectural Products, to develop special yarns and a joint
venture carpet mill to satisfy swiftly increasing demand for
carpet in computer access floors.
Mr Bud Carter, Vice President of Tate announced the
move on his recent Australian trip. Mr Carter was in
Australia to discuss new product development with Cemac
and to gain experience of Australian requirements in the
access floor area.
Mr Ray Horsey of Cemac confirmed that it was now
possible for Cemac Tate to produce economical runs of
carpet finished access flooring to special requirements for
properties, weave, design or colour.
This development ensures that the particular
requirements of computer flooring are met with no
restriction on the design or type of floor finish. Overseas
and local experience indicates that the flexibility and
construction advantages of access flooring are quickly being
recognised in other construction areas. Cemac believe that
computer and general office area installations will change
dramatcially over the next few years as interior space
systems based on access flooring and space dividers increase
the flexibility available to planners without imposing
additional cost restrictions.
VSW3-5 '=S!:3:,S
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PERIPHERAL EQUIPMENT
The D3000 series handles every
requirement of a mini-computer disk
storage system. To increase your
capacity, simply add more drives to
expand your D3000 disk facility. Just
connect the cables, set each device’s
address on the convenient panel
address switch, and you have a multi
drive system. There are
operator safety features, such as
write-protect. In dual platter drives,
this feature enables the text operator
to inhibit write operations on either
platter independent of disk selection.
An indicator on the front panel
displays the appropriate write-protect
status of each disk.

FEATURES:

★ Capacity — up to 50
megabytes
★ Data Rate — up to 5.0
MHz
★ Positioning (Avg.) —
35/40 ms
★ Trak — Set capability

★ Top load or front load
★ Optional sectoring
★ Bit density — 2200 BPI/
4400 BPI.
★ Track density — 100 TPI/
200 TPI

NOTE: A full range of tape and disc controllers to suit most mini computers now available.

A DIGITAL
M ELECTRONICS
(MARKETING PTY. LIMITED)
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MELBOURNE:

403 Tooronga Road, Hawthorn East, Vic. 3123
Telephone: 20 7839
SYDNEY:
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Announcing the first time big computer COBOL
has ever been carried by a small computer.
Some small computers have a little COBOL.
Data General's ECLIPSE C/300 is the first to have
a big one: a COBOL that not only meets the ANSI '74
standards (ANSI-X3-23-1974) for the most commonly
used modules, but is also implemented at the
highest levels.
And since we didn’t take any shortcuts, this
COBOL gives you the full power of the language. So
there’s no need to retrain your programmers.
In fact, this COBOL has things no other COBOL
has. Our extensive data management facility called
INFOS, for example. It makes for easy manipulation
of data bases, ranging from simple ISAM files to com
plex data structures.
This COBOL also interfaces to our Communi
cations Access Manager software. So you can handle
multiple terminals in simple data entry/inquiry appli
cations directly from a COBOL program.

And because the ECLIPSE C/300 COBOL is
a complete language system, it has extensive develop
ment aids you can’t get on any other small computer.
An interactive debugger with COBOL-like verbs such
as COMPUTE and DISPLAY, for example. And free
format input of source programs from any terminal.
All of which helps you get your programs up and
running sooner.
And this COBOL takes advantage of the C/300’s
instruction set that’s tailor-made for commercial appli
cations. Which keeps both your programmers and your
programs efficient.
And the ECLIPSE C/300 COBOL runs under
our mature Real-time Disc Operating System. So you
can concentrate on your software instead of ours.
Write for more information.
You may be surprised to learn how much COBOL
a small computer can carry.

DataGeneral
ECLIPSE is a registered trademark of the Data General Corporation. INFOS is a trademark of the Data General Corporation.

Data General Australia Pty. Ltd., 96 Camberwell Road, Hawthorn East,
Victoria, 3123. Tel: 82 1361, Sydney 908 1366, Adelaide 42 6288,
Brisbane 29 5744, Perth 215981, and in Southboro, Massachusetts, Ontario, London and Paris.

vi

The Australian Computer Journal, Vol. 8, No. 3, November, 1976

THE AUSTRALIAN COMPUTER JOURNAL
Price: $1.50 per copy to non-members, 50 cents per copy to members.

Volume 8, Number 3

NOVEMBER, 1976

The Australian Computer Journal is the
official publication of the Australian
Computer Society Incorporated.
Office-Bearers

President: R.S. NORTHCOTE
Vice-President: K. EVANS
National Secretary: K.S. ARTER
National Treasurer: G.K. PIRIE
Executive Secretary: Mrs Jeanette
PRESDEE
P.O. Box 640,
Crows Nest, N.S.W. 2065.
Tel.: Sydney 439 2434
Editorial Committee:
Editor: A. Y.MONTGOMERY
Department of Computer Science,
Monash University,
Clayton, Victoria. 3168

Associate Editors:
J.M. BENNETT,
T. PEARCEY.
Published by:
Associated Business Publications, 28
Chippen Street, Chippendale, N.S.W.
2008. Tel. 69-5601, 699-1154.

Victoria: Leonard Sparks and Asso
ciates, 126 Wellington Parade, East
Melbourne. Tel. 419 2595.
Represented by:
Queensland: Beale Media Services, 232
St. Paul’s Terrace, Fortitude Valley,
Brisbane. Phone 52 5827.
Great Britain: Overseas Publicity Ltd.,
214 Oxford Street, London. WIN OEA.
U.S.A.: International Newspaper and
Trade Advertising, 1560 Broadway,
New York, 36.
Italy: Publicitas, Via E. Filiberto 4,
Milan.
France: Gustav Elm, 41 Avenue Mon
taigne, Paris 8.
Advertising inquiries should be referred
to one of the above addresses.

Contents:
82-91

A Case Study in Front-Ending: A Nova 1200 Front-End’ to a
CDC 6671 Multiplexor
By PHILIP D. BURKE

92-96

A Data Flow Analysis Approach to Program Testing
By P.M. HERMAN

97-102

Incremental Computer Systems
By P.C. MAXWELL, P.W. BAKER and P.G. McCREA

103-105

Transformed Rejection Generators for Gamma and Normal
Pseudo-Random Variables
By C.S. WALLACE

106-115

An Algorithm for Automatic Integration Using the Adaptive
Gaussian Technique
By IAN ROBINSON

Special Features
116-117

Book Reviews

118

Forthcoming National and International Events

Printed by:
Publicity Press Ltd., 29-31 Meagher
Street, Chippendale, N.S.W. 2008.
SUBSCRIPTIONS: All subscriptions to the Journal are payable in
advance and should be sent (in Australian currency) to the
Publications Officer, P.O. Box 147, St Leonards, N.S.W. 2065.
PRICE TO NON-MEMBERS: There are now three issues per annum.
The price of individual copies of each issue including back copies is
$1.50. Some back volumes and copies are already out of print.
Copies may be obtained from the Society’s Secretariat, P.O. Box
640, Crows Nest, N.S.W. 2065. No trade discounts are given, and
agents should recover their own handling charges. Special rates
apply to members of the British, New Zealand and TPNG Computer
Societies — application should be made to the Society concerned.

MEMBERS: The current issue of the Journal is supplied to personal
members and to Corresponding institutions. A member joining
part-way through a calendar year is entitled to receive one copy of
each issue of the Journal published earlier in that calendar year.
Back numbers are supplied to members, while supplies last, for a
charge of 80 cents per copy for issues of the preceding two years
(i.e. Volumes 3 and 4) and for $1.50 per copy for all volumes,
except Volume 4 at $1.25 per copy. Members should write to their
Branch Honorary Secretaries (not the Publications Officer) about
their requirements. To ensure receipt of all issues, members should

The Australian Computer Journal, Vol. 8, No. 3, November, 1976

advise their Branch Honorary Secretaries promptly of any change of
address.

REPRINTS: Fifty copies of reprints will be provided to authors.
Additional reprints can be obtained, according to the scale of
charges supplied by the publishers with proofs. Reprints of
individual papers may be purchased for 50 cents each from the
Publications Officer (Publicity Press).
PAPERS: Papers should be submitted to the Editor; Authors should
consult the notes published in Vol. 4, pp. 186-188 or Vol. 1, pp.
46-48 (or available from the Editor).
MEMBERSHIP: Membership of the Society is via a Branch.
Branches are autonomous in local matters, and may charge different
membership subscriptions. Information may be obtained from the
following Branch Honorary Secretaries: Canberra: P.O. Box 258,
Kingston, A.C.T. 2064. N.S.W.: P.O. Box N250, Grosvenor St,
Sydney, N.S.W. 2000. Qld: Box 1484, G.P.O., Brisbane, Qld. 4001.
S.A.: Box 2423, G.P.O., Adelaide, S.A. 5001. W.A.: Box F320.
G.P.O., Perth, W.A. 6001. Vic.: P.O. Box 98, East Melbourne, Vic.
3002. Tas.: Mr J. Rose, P.O. Box 216, Sandy Bay, Tas. 7005.

81

A Case Study in Front-Ending: A Nova
1200 ‘Front-End’ to a CDC 6671 Multiplexor
By Philip D. Burke*

A Data General Nova 1220 mini-computer has been used as a quasi ‘front-end’ to a 6671 multiplexor
serving a CDC 6400 computer system operating under the SCOPE 3.4 operating system with the
Intercom 4 time-sharing package. By simulating 16 200 User Terminals on a 4800 baud party line to
one port of the multiplexor the number of teletype compatible devices handled by the multiplexor has
been increased. Apart from savings compared with alternatives such as the purchase of an additional
multiplexor the advantages of the approach are to permit higher asynchronous speeds, to provide
various special devices with access to the 6400 and to develop local mini-computer and front-end
expertise.

1.

INTRODUCTION AND OUTLINE
A problem typical today is how best to expand
facilities in a large computer system to meet a growing
demand for interactive or other remote services and to
permit the use of special equipment not available from, or
supported by, the system supplier. The particular example
dealt with here centres around a CDC 6400 computer
installation servicing a University environment. However
many of the detailed problem aspects are identical for other
environments and the principles involved have even more
general application.
The paper is organized as follows. The remainder of
1. describes the problem as it arises at the University of
Adelaide against the particular environment of hardware
and software which applies. In 2. previous work on
front-ends is reviewed and the general approach adopted at
Adelaide is justified. Then in 3. the choice of Nova
mini-computer and other front-end hardware is described;
this includes an outline of the RTOS software supplied by
the manufacturer, Data General. In 4. the actual
implementation of the front-end system (called NOFEND
for want of a better name) is outlined. Finally in 5. the
project is summarized and evaluated.
The front-ending project developed in Adelaide from
the need to extend the interactive capacity of the system
and to interface various special devices at a feasible cost. To
put these requirements into perspective the Computing
Centre installation is now sketched.
University of Adelaide Hardware
The Computing Centre installation at the University
of Adelaide centres around a CDC 6400 with a major cycie
time of 1 microsecond, 97K 60 bit words of central
memory (CM), a central processor (CP), and 10
independent peripheral processors (PPs) each with sole
access to 4096 words of 12 bit memory while sharing access
to CM with the CP. Peripheral equipment including
multiplexors (MUXs) is attached via 12 data channels to
any of which each PP has access but the CP does not.
In 1973 remote computing access was provided
through one channel attached to a 6671 multiplexor with
16 lines each either 110 baud asynchronous or 2400 baud
(4800 on-campus) synchronous. The slow speed devices are
of course Teletypes (TTYs) or TTY compatible terminals

e.g. CDC 713s; the medium speed lines are usually 200 User
Terminals (UTs) or CDC 73X series terminals, or their
equivalents, capable of batch input/output as well as
interactive communications; however they may also be
synchronous interactive only terminals such as CDC 71 Is.
Software
The installation runs under the control of the Scope
operating system which has a powerful range of compilers
and other subsystem packages. Scope 3.4 implemented at
the Centre in January 1973 contains the Intercom version 4
teleprocessing subsystem which supports a mixture of
asynchronous and synchronous lines on a single 6671
multiplexor. Synchronous terminals such as a 200 UT have
access to a wide range of batch commands, e.g. a single
command to read a deck of data cards and create a Scope
file with a specified name, in addition to the same set of
commands available to a synchronous interactive only
device or to an asynchronous low speed device. It is
relevant to briefly sketch the synchronous protocol used by
CDC up to now.
Synchronous Protocol
The mode 4A/B/C protocol used by CDC’s
synchronous terminals viz. 200 UT BCD/ASCII, 711, 714,
GRID, 731/732/734 is based on a ‘master-slave’
relationship between the host processor and the terminals.
Thus a synchronous link to a 6400 operates in a software
imposed half-duplex fashion with the 6400 host always
controlling the interchange. Communication is made up of
pairs of messages: each WRITE or POLL message from the
host should be followed by the appropriate response from
the addressed terminal: ACKNOWLEDGE, ERROR, READ
or REJECT.
WRITE messages convey data to be displayed by the
terminal. The usual response is an ACKNOWLEDGE or an
ERROR.
ACKNOWLEDGE responses indicate that the preceding
WRITE message has been received correctly.
ERROR responses inform the host that the message just
received is in error in some respect, for example parity, and
must be re-transmitted.
POLL messages from the host invite a terminal to transmit
data via a READ response.

*Computing Centre, University of Adelaide. Manuscript received 19th March 1976.
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READ responses send data to the host, but only following
receipt of a POLL message by the terminal.
REJECT responses are sent following a POLL to indicate
that the terminal addressed has no data to send via a READ
response.
The stream of 8 bit characters making up a
synchronous message is structured as follows:
SYNC
SYNC
SYNC
SYNC
Start of Header, 001 g
Site Address, 160-1778 according to which of the
possible multi-dropped terminals is addressed
Station Address, 141 g or 161g, (140s or 160s in
response to a POLL)
Control Code indicating type of message, e.g. 21s for
a WRITE
Data where applicable. WRITE messages may
be up to 1000 characters in length; READ
___ messages are essentially unlimited.
USASCII End of Text
Message Parity Code, a simple bit by bit binary sum
of all characters from the Start of Header through the
End of Text.
Thus the protocol involved is very much simpler than
IBMs Binary Synchronous Communication BYSYNC.
Development Requirements
The first equipment requirement at Adelaide was to
increase the capacity of the system to accept interactive
terminals. The second was to connect special devices such
as paper tape, 9 track magnetic tape and magnetic tape
cassettes finding increasing use inter alia as data-logging
off-shoots to experimental equipment. An additional
objective was to develop local expertise in the general areas
of communications, front-ending and mini-computers,
promoting inter alia future developments and extensions of
the specific project. Finally however, there was the
overriding constraint on the whole project of very limited
resources, whether money to be spent on hardware or
manpower to be invested in software development.
Had the financial constraint not applied the first
requirement could easily have been met by simply acquiring
more hardware. Thus a new 6671 MUX would theoretically
have permitted the connection of 16 CDC 711 medium
speed interactive CRT terminals to each port, with the
practical total number for the MUX being determined by
the extent and spread of the interactive load actually
imposed. This would also have increased the optional
capability for attaching batch terminals although the
existing capacity in this area was not completely filled.
Alternatively a 6676 MUX would have allowed the
connection of up to 64 low speed (usually 300 baud)
asynchronous terminals, one per port. However, the
comparative costliness of 711s with respect to 713s or
other TTY compatible terminals was quite severe, while the
price of either MUX was in any case considerably beyond
the available funds. Similarly CDC peripherals could be
obtained for paper tape and 9 track tape operations at least.
But the performance and price levels could not be justified by
the expected traffic in these media. Thus there was
considerable incentive for Adelaide to consider alternative
approaches utilising mini-computers for example.
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Approach Taken
The approach adopted will be justified in the next
section. It used a mini-computer as an interface between
multiple asynchronous terminals and a medium speed
synchronous link to the existing 6671 MUX. This obviated
the need to purchase an additional MUX and provided 16
additional asynchronous links at the cost of one 6671 port.
The exercise could theoretically be repeated for another
port using the same mini if powerful enough or an extra
one. The approach permitted the required special devices to
be connected to the mini-computer and serviced by
Intercom through the synchronous link. This was possible
because the mini-computer looks to Intercom like 16
synchronous batch terminals multi-dropped on a party line.
Each batch terminal has access to input-output commands
for a card reader and line printer as well as the same
interactive commands as an asynchronous terminal. Thus
the special devices interfaced to the mini can be made to
look like the reader or printer of one or more of the
simulated terminals and to be serviced by Intercom
accordingly.
Period of Development
The project was effectively started in mid 1973 and
the basic ‘sub-multiplexing’ system was completed in
January 1975. Shortly afterwards a paper tape ‘reader’
became operational and subsequently a paper tape punch or
‘printer’. Other developments are continuing.
Progress was slow for a number of reasons. In the first
place the lack of funds and the prevailing price of mini core
restricted the system to an 8K memory which was minimal
for development purposes, especially in the absence of disk.
Then the programming manpower available consisted of the
part-time efforts of the author. Also in the long-term
interests of developing local competence it was decided to
perform the hardware engineering maintenance at the
University. Finally persistent ‘running in’ problems were
encountered with the paper tape punch before it finally
settled down and the power supply proved to be inadequate
and was reconstructed. The overall result was that there
were long periods, including one of nearly eight months,
when no progress was made at all.
However, some time after the project was under way
the price of CDC multiplexors was approximately halved
and a 6676 MUX was acquired meeting the first
requirement of the project for the then immediate future.
2.

REVIEW OF PRIOR WORK ON
FRONT-ENDS
Pryke (1973) has surveyed the reasons for looking
away from the main frame supplier in improving the
teleprocessing facilities of an IBM installation. In doing so
he identified three types of ‘front-end’ teleprocessing
development —
(a) Emulators which simply duplicate the function of an
internal hard-wired equipment.
(b) True front-ends, or genuine communications
pre-processors interfaced directly to a data channel,
relieving the load on the host processor and usually
providing
extra
facilities,
e.g.
network
communication or the input of special devices.
(c) Intelligent emulators or quasi front-ends which may
perform certain front-end functions but which appear
to the host processor as standard hard-wired devices.
The IBM user may prefer an external supplier for
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reasons of simple economy e.g. an emulator which is
cheaper than the emulated device, or a front-end which is
cheaper than the IBM programmable 3705 communications
controller. Alternatively it may be that the required
facilities are not currently available at all under the
hardware/software combinations available.
Similarly a CDC user may wish to emulate a CDC
terminal or cluster of terminals or MUX simply because this
is cheaper than purchasing the emulated product(s). Or he
too may wish to go beyond the facilities available within
the framework of CDC hardware and software, for example
by acquiring a genuine ‘front-end’. Finally the most
economic substitute for a special CDC I/O interface may be
other than a simple emulation of that equipment, for
example the ‘intelligent’ emulation of another device. In
1973 some precedents existed for the University of
Adelaide to seek mini-based non-CDC approaches.
Melbourne University Computing Centre (at least)
had previously used a (Hewlett Packard 2100A) mini and
16x300 baud asynchronous TTY compatible terminals to
approximately emulate a cluster of 16 synchronous
medium speed terminals (BCD 200 UTs) multidropped on
one port of a 6671 MUX but operating in interactive mode
only. (This cluster was the BCD counterpart of a group of
CDC interactive 711 terminals which used an ASCII line
code and a slightly different protocol.) However, this did
not cater for the second requirement of the Adelaide
project, namely the connection of special devices.
Feinroth, Franceschini and Goldstein (1973) have
described a project at the Courant Institute in which a 16
bit Honeywell mini-computer was interfaced directly with a
data channel of a CDC 6600 (essentially a faster version of
the 6400). Here the mini-computer plays a full front-ending
role: although it serves as a controller for various
non-compatible teleprocessing terminals, both synchronous
and asynchronous, it presents a uniform data/control
protocol to the main processor. Although two special I/O
drivers had to be written for a 6600 PP controlling the
interfaced channel these were able to be quite simple and
the burden on the central operating system minimized. Of
course, the hardware interface for this project as well as the
original software was developed during 1966-7 when CDC
teleprocessing capabilities were quite limited.
More recently Control Data of Canada has developed
the OMNI software package to interface a data
communications terminal network into a 6000 system by
means of a programmable 1700 front-end (linked via a
1718 satellite coupler, 3000 data channel and 6681 channel
converter). This makes maximum use of the KRONOS 2.0
and 1700 MSOS 3.0 operating systems but still necessitates
considerable special programming on both sides of the link.
The special 6000 modules are a dedicated PP front-end
driver, a CP executive program and a PP utility program. In
February 1974 plans existed to interface 200 UTs, IBM
2780’s and so on into the system.
However, the existence today of comparatively
sophisticated software facilities such as Intercom Version 4
and the considerable decentralisation of the associated
drivers into PP units (cf the IBM 360/370 situation) permit
a simpler approach. It is now quite logical to leave the host
operating system Scope/Intercom untouched and to merely
emulate the communications multiplexor(s) on the data
channel. Emulation of a 6676 MUX ostensibly piping in 64
asynchronous lines might be easier in some respects; but a
pseudo 6671 would have access to a wider range of
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Intercom commands and would thus have advantages in
dealing with a range of devices, synchronous and
asynchronous.
But in 1973 the lack of resources coupled with an
anticipation of CDCs own front-end processor ruled out the
possibility of Adelaide attempting to emulate a CDC
multiplexor, intelligently or otherwise. Instead it was
decided to extend the approach taken by Melbourne so as
to allow for the second requirement of the project, viz. to
connect various special devices such as paper tape and
magnetic tape cassettes. Howeve, this was done using the
idea discussed above in relation to intelligent emulation of a
6671. Thus the simple emulation of 200 UTs operating in
interactive mode became an ‘intelligent’ emulation in which
various special devices simulated the card reader and line
printer associated with a UT and received service from
Intercom using the standard UT batch commands. (A
closely related approach would have been the emulation of
multi-dropped 714 terminals. 714 terminals occur usually
as a cluster of devices, mainly interactive VDUs but with
one or more thermal printers. The 714 operates under a
slightly different mode 4 protocol which uses the station
address to define multiple devices or stations using one site
address. Because of the greater number of interactive
terminals which can be attached to one MUX port this
makes 714 emulation attractive in a purely interactive
context. However a batch input device would not be
supported by CDC software.)
A variation on the approach adopted should also be
mentioned briefly. It would be possible to perform offline
conversion of the special media as a foreground job in a
mini to the simple emulation of interactive terminals. This
could be justified where an I/O device for a medium
acceptable to the host configuration (e.g. 7 track tape) can
be interfaced to the mini at cost and performance levels
appropriate to the volume of data involved (as for the
special devices). However, this is still an additional expense
compared to the on-line approach, and less consistent with
long-term front-ending possibilities.
But conditions change: new software and hardware
becomes available and prices are adjusted to meet the
market situation. Thus, as noted in 1., the price of CDC
Multiplexors was sharply reduced when the Adelaide
project was well advanced leading to the acquisition of a
6676 in addition to the developed facility. Also Control
Data has since announced its own front-end 25 5X HCP
range as the first stage result of a long-term plan to provide
an effective Network Communication System. The middle
member of this range, the 2550-2 Host Communication
Processor has a price of roughly $50,000. The associated
software consists of a Communications Control Program
CCP and importantly a powerful support software package.
A special version of the CCP permits the HCP to simply
emulate a 6671 and/or a 6676 MUX on the same data
channel under a Scope/Intercom 4 operating system. While
this is a very restricted role for the HCP it reflects a further
reduction in the price of telecommunications capacity.
Of course the HCP becomes the new yardstick for
gauging major front-ending efforts by CDC users and a
target for emulation itself. It is therefore worthy of brief
consideration. The CCP has several main elements: Basic
System Software which performs inter alia the function of
an operating system; Host Interface Program which
communicates with the host in appropriate protocol; and
Terminal Support Software which reputedly permits
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

A Case Study in Front-Ending

efficient interleaving of additional types while providing
support for a wide range of terminal protocols e.g. teletype,
CDC Mode 4, IBM Binary Synchronous and 2741 and Time
Division Multiplexing. The support package or Cross
System, which centres around a PASCAL compiler provides
HCP user programmability by a series of program systems
most of which are based on the host computer, and
operates in conjunction with a down-line load of the
Communications Processor from the host processor under
microcoded firmware control.
The use by CDC of existing communication software
modules in the first stage of their Network Communication
System is interesting to note and consistent with the
general analysis and approach discussed above. Later
versions of Intercom however, will include a new driver
specifically designed to interact with an HCP to which it
delegates a significant amount of its processing load.
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Figure 1: Initial Nova Configuration to CDC 6671 MUX

3.

FRONT-END HARDWARE
There were four obvious criteria in choosing the
front-end hardware:—
(a) the ability of the hardware to do the job.
(b) the existence of a local (Adelaide) office of the
supplier with genuine, reliable backup for both
hardware and software.
(c) the availability of software both of a general
supporting nature including assembler, text editor
and so on and of a specialist kind of specific relevance
to the project.
(d) price.
Since many mini-manufacturers could meet the first
requirement but only two fulfilled the second, which was
considered to be essential, the choice narrowed down to a
two-way decision on the basis of (c) and (d). In fact the
University as a whole had formulated a policy of
standardizing on minis from these two suppliers who both
had machines already installed in the University. In the end
the availability of a good range of supporting software
including a Real Time Operating System (RTOS) tipped the
scales in favour of Data General and a Nova 12/20 mini. A
‘Synchronous Communications Package’ was also available
and thought to be relevant. (However, it was based on IBMs
BYSYNC protocol and did not have a sub-set fully
compatible with the CDC protocol described previously;
thus it proved to be useful mainly as a model at a very basic
level in writing a handler appropriate for the project).
The main features of the Nova configuration and the
associated RTOS operating system are outlined below.
The mini computer selected was a 12/20 and its
initial configuration consisted of 8K of memory; a console
TTY (10 chars p.s.); a Paper Tape Reader (300 chars p.s.)
and Punch (65 chars p.s.); a 4074 Synchronous Line
Adapter (SLA); and a 4060 Asynchronous Multiplexor
(MUX). (See Figure 1.)
Nova 12/20
The 12/20 is one of a range of compatible 16-bit
word minis marketed by Data General: it has a 1200 ns
cycle time. The input/output hardware allows the program
to address up to sixty two devices any of which can
‘interrupt’ the normal program flow on a priority basis.
While the different models have different features and
speeds all have four accumulators AC0-AC3, two of which
can be used as index registers, and all use the same
(powerful) instruction set. Thus the programming for all
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

models
is
completely
compatible,
except
for
time-dependent programs of course. This is quite important
from a redundancy point of view: the Computing Centre
has recently extended the project by acquiring a second
Data General mini, a Nova 2 with 16k whose boards are
interchangeable with the 12/20 except for those of the
faster memory and CPU (200 ns). (See Figure 2.)
The 4074 and 4060 are powerful and highly flexible
interfaces. This reduces CPU and programming loads and
assists adjusting to an environment with diverse and
changeable requirements for research, teaching and service.
Thus full buffering is provided on both interfaces with
interrupts occurring at the character level c.f. the bit level
on some minis, and a full character time available between
interrupts.
4074 SLA
The 4074 adapter interfaces between a Nova and a
synchronous data set line, in this case a port of the 6671
MUX. The SLA performs character disassembly/assembly
to/from serial bits, with interrupts occurring only when a
new character must be supplied to or accepted from the
adapter. SYN characters are detected by the hardware on
reception and inserted automatically when needed on
transmission. The transmission code structure (character size
and SYN representation) is program selectable. The SLA
enforces no control discipline which is entirely under
program control. Actual line speed, limited by the SLA
hardware to 38.4 K baud, is determined by the modem or
in this case the 6671 MUX maintenance clock; it is 4800
baud.
4060 MUX
The 4060 supports asynchronous communication
simultaneously over a range of communication line speeds,
transmission codes and connection types (in modules of 4
lines). Interface boards are either 4063s providing for
RS 232 EIA voltage connections or 4061s allowing 20 ma
TTY DC loops. Speeds and codes are set manually via
jumpers on the boards. Thus it has been possible to meet
individual requests for unusual and varying line speeds and
to take advantage of the higher speed capabilities of the
newer
asynchronous
terminals.
Hardware
assembly/disassembly from/to serial bits is performed with
start and stop bits automatically stripped/inserted on
reception/transmission.
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RTOS
The RTOS Real Time Operating System for the Data
General range of mini-computers and associated peripherals
is a compatible sub-set of the full disc-based RDOS. It is a
small, general purpose, multi-task monitor designed to let a
user control a wide variety of real-time environments. It is
entirely core-resident, highly modular and largely
re-entrant, and it permits the addition of special device
handlers, e.g. to control the SLA, with comparative ease.
Among standard device handlers are drivers for the 4060
asynchronous multiplexor, the console teletype and HS
paper tape I/O. In the I/O region user programs are spared
concern with such details as timing, interrupt priorities and
data buffering. Also the task concept provides users with a
parallel processing capability with facilities for inter-task
communication and synchronisation through a small set of
RTOS macro calls, as well as automatic task scheduling.
4.

IMPLEMENTATION.
THE NOFEND SYSTEM
The Nova front-end system (NOFEND) implemented
at Adelaide University is described in this section.
Real Time Systems
Real time systems typically consist of a number of
processes which apart from common system resources
could theoretically occur largely asynchronously, in
parallel. Further, today’s computer architecture permits the
CPU to initiate an operation on a particular I 0 device and
then to continue executing instructions of other kinds until
‘interrupted’ by completion of the I 0 function. RTOS
provides a multi-tasking facility by means of which modern
systems resources including CP and 10 devices can be
conveniently and efficiently used.
Tasks
Under RTOS a user program controlling a real-time
environment can be organized into its natural (largely)
asynchronous sections or tasks. Calls to the RTOS monitor
are provided whereby 10 operations can be requested,
tasks and their priorities defined, inter-task communication
effected and so on. The RTOS task scheduler always gives
CPU control to a task with the highest priority among those
ready to receive it (and if there is more than one such task
shares it in round-robin fashion between them).
Rescheduling takes place at certain natural points such as
the start or completion of an RTOS I 0 or task call. Thus
an executing task might request an I O operation and be
suspended; upon completion of the operation the task
becomes ready again and takes its place among any other
ready tasks waiting to regain CP control. Certain status
information must be maintained for each active task
whether executing, ready or suspended, for RTOS to
manage the environment and for the scheduler to keep the
highest priority ready task in the executing state. This
information is recorded in task control blocks (TCBs) and
obviously includes the starting values for the PC address
and the other registers.
Re-entrancy
Sometimes several asynchronous processes forming
part of a real-time system are identical except for the data
areas or 0 device numbers on which they operate. Then
the same piece of code may be used to define all of the
tasks with the differences being catered for by different
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starting values of the registers. Such a piece of code is called
shared and re-entrant because it can be executed
‘simultaneously’ by multiple parallel processes: any process
executing the code can be interrupted and the code
“re-entered” at some point by one of the brother processes.
Critical Code
Sometimes program modules, including shared
modules, contain sections of code which must be executed
without interruptions of certain kinds. For example, the
instructions to write common memory — i.e. to which more
than one task has access — fall into this critical category.
Dijkstra (1965) and (subsequently) others, have
developed algorithms by means of which concurrent
programs on multiple processors or multiple tasks on a
single processor can ensure that only one of their number
executes a critical section at any one time. However, this
clearly involves some overhead. The same end can be
achieved on a single processor by disabling interrupts during
the critical execution. Provided that the periods of
disablement are minimized, and that in aggregate they do
not constitute a significant proportion of total running
time, then this is the most efficient method. Problems arise
when interrupts are disabled for so long that synchronous
interrupts are lost, e.g. on the SLA, necessitating
retransmission or that asynchronous devices operate below
their desirable speed ranges even briefly.
Most critical sections on NOFEND arise from
manipulation of message buffers. Chambers (1973) suggests
a method for the handing of shared resources which does
not require help from an executive system or special
hardware; and which is viewed as a generalization of
Dijkstra’s method. However, it does not cater for multiple
resources of the same type allocated in strings. (See
comments on NOFEND’s buffer allocation system later.)
Interrupts are disabled for the period of critical executions
in NOFEND (as in RTOS); but by leaving all operations on
the buffer pool to be carried out by BAT (see later) this is
minimised.
NOFEND Hardware
The specific hardware configuration selected for the
initial project is shown in Figure 2, centring around the
Nova 12/20. The Nova 2, recently acquired, is shown
alongside and will be discussed later in this section with the
development plans for the project. The ten board capacity
of both main-frames is depicted since the interchangeability
of circuit boards is considered to be important in the
context of redundancy and flexibility.
NOFEND Program Structure
The program structure of the NOFEND system is
considered to be the obvious one, given the facilities
provided by RTOS, and in any case natural and efficient. A
task which uses an RTOS system call to read a line from the
keyboard of a terminal or to display a message on its screen
or typewriter, is suspended by RTOS pending completion
of this function which is carried out by the interrupt
routines of the standard drivers (see reference below). Thus
the immediate processing of Intercom messages to the
terminal, of which there may be a number during this
suspension, is logically carried out separately. There must
also clearly be separate tasks for each terminal and other
asychronous device. On the other hand there is only one
SLA to receive and transmit all messages over the
The Australian Computer Journal, Vol. 8, No. 3, November, 1976
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Figure 2: Expanded configuration

synchronous link (and any other arrangement would be
unnecessary and inefficient). Thus it is also logical to have
this function controlled by a single task (T70) which
distributes messages between Intercom and the various
pseudo UTs.
Before considering the individual tasks making up
NOFEND it should be noted that a dynamic buffer
allocation system is used. For example, all messages keyed
in or displayed at a pseudo UT are stored in buffers which
are obtained from a pool of free buffers when required and
released back to the pool when finished with. All buffers
are organized into chains including the pool or free chain.
Details will be given later in this section.
It should be remembered that NOFEND utilises
(through system calls) standard RTOS drivers for the 4060
asynchronous MUX, the ASR33 teletype and the high
speed paper tape reader and punch. Data General’s
synchronous communications package however, proved to
be useful mainly as a model and reference at a very basic
level for writing an appropriate SLA handler.
The NOFEND program as originally designed consists
of 10 modules and up to 25 corresponding tasks. However,
an additional task is planned to handle plotter output and
this will be referred to at the end of this section. The
structure is shown in Figure 3. The tasks are arranged in
order of priority with the buffer allocation task, BAT (and
the sampling task MEZUR) of highest priority at the top
and the idle statistics gathering task IDLE of lowest priority
at the bottom. The single program module TJ is re-entrant
and can be used to create up to 16 simultaneous tasks TJ(j)
each servicing one (asynchronous) line j of the 4060
multiplexor. The default task START has the highest
priority (0) but suspends itself once the initialisation is
complete.
The various program modules are now briefly
described.
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START
This task performs the following main functions: —
(a) initialises buffers and buffer chain control words
consistent with all buffers (except fixed buffers)
belonging to a free chain or pool.
(b) initialises all devices for which there are standard
RTOS handlers, via the .OPEN system call.
(c) initialises the synchronous line adapter.
(d) creates and readies the various tasks comprising the
program proper.
After the initialisation is complete this task suspends
itself. This module is not self-destructive in any way and so
the Nova can be turned off and NOFEND restarted with
START at any later time without reloading (Nova memory
is non-volatile).
BAT
The role of this task is to handle all allocation of
buffers whether to the SLA, pseudo UTs or to other
asynchronous devices, e.g. the paper tape equipment. An
alternative approach is for each task to detach the buffers it
requires from the free chain directly. However, since the
situation may arise that no buffers are available there are
several advantages in having an independent task to
arbitrate between competing requests.
(1)
(2)
(3)

requests can be stored and considered together when
buffers become available; thus the possibility of long
waits for buffers can be minimized.
Priority can be given to some tasks, for example that
servicing the SLA where failure to obtain a buffer in
time will force retransmission.
Also since all allocation and release of buffers from
and to the pool is performed by BAT interrupts need
not be disabled for these operations.

The scheme followed is for asynchronous tasks to
leave a non-zero message in a buffer request table. BAT
processes this queue of requests by a round-robin
interrogation (cyclic dispatching). When a buffer is
allocated it is detached by BAT from the pool and its
pointer returned to the requesting task.
SLA requests also take the form of a non-zero
message and receive a buffer pointer as a reply in a specified
location. These requests originate in the SLA ‘receive’
interrupt routines and are given priority. The SLA is
initially allocated a buffer and as soon as the first character
of displayable text is received from Intercom it is stored in
the buffer and a new buffer is requested. (Not all Intercom
messages contain such text, e ,g. POLLS.) Thus there is plenty
of time for the requests to be Honoured even when the
system is very active. However, BAT does keep a count of
the number of occasions that a buffer request cannot be
honoured (to be printed out inter alia by the task IDLE
when required). When such an occasion arises BAT
suspends itself until a buffer is released to the free chain.
BAT also suspends itself when there are no outstanding
requests to be met. BAT is readied again by an RTOS task
call from another task whenever a buffer is requested and
also, provided there are some outstanding buffer requests,
whenever a buffer is released back to the pool.
In the event that BAT cannot meet a buffer request
no harm eventuates: in the asynchronous case the input
device just has to wait; in the synchronous case an error
response to the 6400 causing retransmission results. (See
also comment on deadlocks later.)
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T70
This can be considered the principal task of NOFEND
since it services the SLA and incorporate much of the
200 UT logic. Consistent with the master-slave relationship
referred to previously, this logic is characterized by
subservience to Intercom which imposes a half-duplex use
of the
synchronous
channel and initiates all
communications in either direction. The general pattern is
that Intercom transmits a message to one of the
multidropped UTs — either a POLL or some kind of
WRITE — goes into receive mode to accept a response from
the same UT and then repeats the cycle.
Thus T70 begins in receive mode with respect to the
SLA. On receipt of a message the line number j (0-17s) of
the multidropped pseudo UT is decoded from the site
address (160-177s). Provided j is decipherable a response
will be transmitted to the waiting Intercom.
Each asynchronous teletype compatible (pseudo UT)
has a line control block LCB whose starting address is
derivable from j. The LCB includes the line chain control
words JHSW (high speed wait) and JLSW (low speed wait),
which will be explained later. It also contains various
statistics maintained for the line (see IDLE) as well as
temporaries necessary for re-entrancy of the line processing
module TJ. Thus WRITE messages received by the SLA and
stored initially as an HSC (high speed) chain are added to the
chain controlled by the appropriate JLSW for subsequent
display at the asynchronous device by the corresponding task
TJ(j). Conversely messages to Intercom originating at the
asynchronous terminal are picked up by T70 from JHSW in
the appropriate LCB for transmission via a READ when a
POLL is being processed.
Batch devices on a UT, viz. card reader and line
printer, are controlled by Intercom via special characters
called E codes appended to WRITE messages. Thus a
message, intended for display at the CRT only, includes an
El code. Other E codes specify that a message is also to be
printed or that the next buffer-full of cards should be
transferred ready for a following POLL (and READ) and so
on. E codes other than an El will be sent by Intercom only
as a result of batch commands sent by the UT. As we have
seen the philosophy at Adelaide for adding special devices is
to emulate a card reader or line printer attached to at least
one pseudo UT located in the Computing Centre.

TJ(j),j=0,1...17
This re-entrant module services the asynchronous
lines making them resemble to the users, as closely as
possible, connections to asynchronous MUX ports, while
emulating UTs to Intercom. On one hand it displays
Intercom message text passed by task T70 via JLSW(j); on
the other it accepts messages from each asynchronous
terminal forwarding them, usually on a line by line basis,
via JHSW(j) to T70 for transmission on receipt of the next
(appropriate) POLL.
TJ (using RTOS) performs the basic message editing
functions of character backspace (rub-out) and line
backspace. It also echoes each character received from the
asynchronous terminal, inserts a line-feed following a
carriage return and checks for, or generates, even parity.
(The software characteristics of echoing, line feed insertion
or parity can be varied for each line as it is .OPENed during
START initalisation.) The echoing referred to above
implies that the asynchronous terminals concerned must
operate in full-duplex mode which is a major if not
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very noticeable difference from terminals connected to
asynchronous ports. Usually, also, terminals will run at 300
baud using 8 level codes; and the 4060 will generate two
stop bits although it will accept one (as well as two).
(However, these hardware characteristics can be varied, as
explained in three, in modules of four lines, by setting
appropriate jumpers to take advantage of the higher speeds of
new asynchronous terminals, for example.)
TJ performs code conversion between synchronous
and asynchronous line codes when necessary. Initially the
UTs emulated are BCD with a synchronous line code of
External BCD c.f. the 64 element sub-set of ASCII used
by the 4060 MUX driver. However, since the introduction
of Intercom 4.2 the UTs linked to a 6671 MUX no longer
have to be all of the same type.
The basic loop of TJ repeatedly tests an interrupt flag
JSW to see if a user is attempting to key in a message and
then, if this is not the case, the chain control word JLSW
for some text to be displayed. If both locations are zero the
task suspends itself using the .DELAY system call before
repeating the loop. If a key has been depressed the
corresponding interrupt routine will have set JSW and TJ
now requests a buffer from BAT as described previously.
On regaining control TJ issues a .RDL system call to accept
a line of input in the newly assigned buffer which
eventually is added to the JHSW chain. Similarly, a .WRS
system call is used to display Intercom messages one buffer
at a time following which the buffers involved are usually
released back to the free chain.
Special Asynchronous Tasks
These tasks service special devices such as the High
Speed Paper Tape Reader (300 c.p.s.) and Paper Tape
Punch (65 c.p.s.) which simulate batch input/output
devices attached to a UT. In general these tasks are readied
following entry at a Computing Centre pseudo UT of an
Intercom batch command.
Thus an input task will request buffers from BAT in
the normal way, fill and then attach them to the JHSW
chain for transmission by T70. Conversely for output T70,
on detecting the appropriate E code, will attach an
Intercom text chain to a special output task for punching,
writing on a cassette and so on.
The handling of 8-bit binary data from cassette or
paper tape requires decomposition for transmission using
the lower level synchronous line code (although Intercom
4.2 permits 8-bit data to be read from a teletype
compatible or its associated paper tape reader).
IDLE, MEZUR
The function of these two tasks is to generate and
record various statistics on system loading, including mini
processor and synchronous line usage. The statistics' are
printed out at regular intervals by IDLE, for example after
each half hour’s operation. They can also be printed out as
a result of sense switch intervention by the operator.
The basic SLA handler maintains several timing flags,
such as Receiver status which is on whenever the receiver is
actively receiving or waiting to receive. The role of MEZUR
is to sample the timing flags and to increment
corresponding counters. MEZUR has a high priority to
enable it to gain control even when the system is busy and
the work it does is kept to an absolute minimum
(Alternatively the RTOS user clock interrupt routine, used
by the SLA for time-out purposes, can be extended to
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

include this function). Counts of the various messages
passing between Intercom and each pseudo UT are
maintained by the module TJ and these also are processed
by IDLE.
Estimating the load on the mini CP is more
problematic. The basic idle loop of NOFEND is that of the
RTOS scheduler which, with interrupts fully enabled,
repeatedly tests the start of the appropriate TCB (Task
Control Block) chain for a ready task to which control can
be given. It is possible to make a simple and ‘tight’ change
to this loop to keep a count of idle cycles which can be
picked up in turn by MEZUR and IDLE. This does increase
very slightly the average time to give control to a new task
but this seems acceptable (and seems a desirable feature to
be incorporated by the-software supplier). Alternatively
since IDLE has the lowest task priority of all the time taken
for it to gain control when ready gives a rough indication of
system activity. Thus after performing its functions in any
spell of control IDLE records the time and suspends itself
for a specific number of clock pulses; on regaining control
the actual time elapsed is calculated.
Dynamic Buffer Allocation
An important part of the NOFEND design is a
dynamic buffering scheme. Fixed buffers for all the devices
involved, each of which can be required to process quite
large messages, would be excessively demanding on
memory, to say nothing of the processor time involved
(approximately 2 instruction executions per character) in
moving messages around internally.
The essence of the scheme is that all available storage
is divided up into buffers of fixed length (presently 80
characters). These buffers are maintained in a pool from
which they are allocated to tasks as required and to which
they are released back when finished with. Buffers are
organized at any time into chains according to their current
use. For example there is a high speed chain (HSC)
corresponding to the message currently being transmitted
or received over the synchronous link with the multiplexor;

free chain

"IT _ -ri-y3
zyiAf -1]
H buffer!

reteased tack

^=2

buffers allocated

i synchronous
synchronous
output

asynchronous
input
Figure 4: Dynamic Buffer Allocation System
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also there are chains associated with each asynchronous
terminal or device; and finally there is the free chain of all
buffers not currently being used. Figure IV shows the
general functional path of buffers used by NOFEND from
the pool: first they are allocated to a chain which accepts a
message, sunchronous or asynchronous; then this chain is
transferred or added to another which is displayed or
transmitted; finally they are released back to the pool.
Chains are always processed from the beginning: thus
buffers are detached from the beginning of the free’chain
when allocated and attached at the end when released; also
reading or writing always begins with the first buffer in a
chain.
Each chain has a control word associated with it; this
contains the address or byte pointer for the first character
position of the buffer; if the chain is empty the control
word has the value of — 1.
The first few words of each buffer contain control
information. This includes
(a) the address or byte pointer of the next buffer link in
the chain; this word is -1 if the present buffer is the
last in the chain.
(b) a byte count of the characters presently stored in the
buffer.
(c) a chain identity: this indicates the chain(s) of which
this buffer is a part; for example sometimes a message
may be sent to more than one terminal and this
identity prevents the buffers concerned being released
to the free chain before all the terminals have
displayed the message; fixed messages which are never
released to the free chain are also indicated here.
Attaching or detaching chains can clearly be done
very quickly and efficiently with just a few machine
instructions.
It is the writer’s opinion that a flexible facility of this
kind, interfaced to the standard I O drivers, would be a
powerful and persuasive addition to a mini manufacturer’s
software.
Buffer size and total number of buffers are important
system parameters. The smaller the buffer size clearly the
less the average amount of allocated but unused buffer
space in the system at any one time. On the other hand
obtaining, attaching and detaching a buffer each time used
involves a certain amount of CP load in addition to the
memory overhead of the buffer’s control information.
Again there is no point in reserving overall buffer space
beyond that necessary for the system to run efficiently and
for the possibility of deadlocks to be precluded (see below).
In the absence of statistics on synchronous message sizes
and system loading it is difficult to determine precisely the
optimum buffer size. Because of RTOS specifications the
size was initially set to 80 characters, the maximum line
length of an interactive message. However, this will be
reduced to 40 which should cater for the large proportion
of interactive messages to the 6400.

al specified four necessary conditions for the occurrence of
a deadlock. Havender (1968) suggested approaches for
deadlock prevention which amounted to preventing
different conditions from this set of four. The important
resources of NOFEND in this regard are the pool of buffers
and the SLA. It is beyond our scope to elaborate but none
of Havender’s methods is practicable for NOFEND.
However a simpler view is possible: if the maximum
number of buffers to receive a synchronous message from
the 6400 together with the maximum total of buffers
waiting for synchronous transmission (or allocated for that
purpose) when the SLA goes into receive mode at any time
does not exceed the total number of buffers, then no
deadlock can occur. This amounts to ensuring that the SLA
will always be able eventually to receive the maximum size
message. It can be done directly, or indirectly as in the
present version of NOFEND where for example the number
of buffers making up a synchronous message of paper tape
data is restricted (there is no restriction from Intercom and
clearly the larger the message the more efficient the use of
the link); moreover additional buffers are not allocated to
the paper tape reading task TR until the previous message
has been successfully transmitted.
Performance
As stated previously, the basic sub-multiplexing
(simple emulation) part of NOFEND-comprising modules
START, BAT, T70 and TJ-became operational in January
1975, the paper tape reading module TR shortly
afterwards, and TW later in the year. Mainly due to
memory restrictions with an 8K board, the system
measurement tasks IDLE and MEZUR have not been used
so far. However, some comments on the performance of
NOFEND can be made.
(1)

(3)

(2)

(4)
Deadlocks
A considerable amount has been written in recent
years about 'deadlocks in real-time systems and how to
prevent their occurrence, for example the survey by
Coffman, Elphick and Shoshani (1971). A deadlock arises
when system resources are allocated in such a sequence that
a group of two or more tasks is unable to proceed each
monopolising certain resources and waiting for the release
of additional ones held by others in the group. Coffman et
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a minor disadvantage of the present version is that a
preliminary touch of a key is required at any pseudo
UT to obtain a buffer, although people soon become
used to this. With more memory available a buffer
can be allocated to each task using TJ as soon as
readied and supplemented as soon as the first
character is stored in it.
time has not so far permitted the completion of the
cassette I/O tasks but this is expected to be
accomplished during 1976.
the performance of the paper tape reading facilities has
been pleasing. Firstly it is operationally very simple to
read a (multi) tape file and transfer it to the 6400: the
simple Intercom batch command READ, FILE is all
that is required from a pseudo UT in the Centre.
Secondly the effective transmission rate over the 4800
baud link is about 250 frames per sec. (500 characters
ps over the link) or 4000 baud, which is more than 80%
of the theoretical maximum.
asynchronous terminals have been connected
successfully at up to 9600 baud to the Nova 12.
While this refers to the transmission between the
Nova and the terminal only it still reflects a
considerable increase overall in speed and in any case
the irritation from a slow terminal arises from
overtaking the
display rate. However the
sub-multiplexing capacity has not been utilized so far
because of room in the 6676, and developmental
requirements for the Nova 12.
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Development
The acquisition of a second Nova with 16K memory
(see Figure 2) permits full implementation of the original
NOFEND system design and extension to cover plotter
output from the 6400. It also provides a combined system
with redundancy, flexibility and improved developmental
efficacy.
Transferring the CALCOMP plotters from a 6400
channel to a Nova connected only by a 4800 baud link will
effectively increase the pool of available PPs on the main
system by one. Present plans are for one Nova to be
committed for this purpose and also the paper tape and
cassette I/O while the other (the Nova 12) handles 12 lines
in a purely sub-multiplexing capacity. However various
alternative arrangements exist for normal running as well as
in the event of a breakdown. A half-duplex polled
multidrop line can be viewed as a single server queue with
cyclic dispatching and estimates made of response times
along the lines suggested by Martin (1972, Ch. 31 & 36).
The statistics becoming available from IDLE and MEZUR
and possibly the use of such methods should assist the
choice of the best configurations for the different purposes.
The possibility of using micro computers in the
communications and front-ending area is being considered.
Clearly if an organization large enough is prepared to
standardize on one of the later micro processors and can
afford to establish an adequate developmental system there
are obvious applications, for example the simple emulation
of synchronous terminals individually or in groups.
Finally the 255X HCP package is certainly
commanding attention, but consistent with an approaching
decision on a main frame replacement.
5.

SUMMARY AND EVALUATION
The Adelaide project used a Nova mini-computer as a
quasi front-end to a 6671 MUX. As far as is known it is the
first intelligent emulation of a batch of multi-dropped
asynchronous terminals c.f. the simple emulation used at
Melbourne.
It stopped short of a true front-ending project for
two reasons: lack of resources and anticipation of CDC’s
own 255X HCP front-end, subsequently announced.
However the general approach was to do things in a
front-end fashion while retaining maximum compatibility
with existing CDC software.
The project also made successful use of a basic
real-time operating system supplied by the mini
manufacturer, although this would have been even more
useful with additional features such as a dynamic buffer
allocation system.
Despite the frustrating delays the project is
considered to have been worthwhile. The essential idea of
the intelligent emulation — the simulation of the reader and
printer of a batch terminal with other devices — has since
been applied elsewhere: at the University of Adelaide alone
it has so far been successfully used twice in other contexts.
The flexibility of the asynchronous interfaces and of
the overall system has permitted the newer asynchronous
terminals to be connected via the front-end at medium
speeds thus removing their functional discrepancy with the
synchronous terminals they emulate.
The success of the project has suggested that other
I/O devices currently interfaced to the host configuration
might well be transferred to the front-end also; for example
the CALCOMP plotters which are considered to make
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

excessive demands on host PPU time.
The expertise developed is deemed valuable.
Modifications and extensions to the original project can be
approved and implemented with much more confidence
and speed and knowledge of the general areas of
communcations and front-ending has been significantly
increased. On the engineering side also competence and
confidence have been developed.
Some of the lessons learned along the way are
however, worth mentioning even if in retrospect they seem
obvious enough. It is easy to walk into the trap of
underestimating the additional programming effort that can
be expended as a result of scrimping on development
facilities. Apart from hardware “running in” problems
encountered, an off-line mini with paper tape as its main
I/O device, a TTY as its printer and all the associated
manual handling is inherently slow for program
development. This is true even with a good range of
supporting mini software (which there was) and enough
extra core to use it fully (which there was not). Remedies
for this problem are twofold: certainly, access during
development to a compatible, disc supported configuration
with extra memory; and, if resources permit, early
development of a ‘down-line’ loading system. (It is
interesting to note that the 255X HCP package provides the
latter through its Cross System as well as cassette I/O.) The
reductions in hardware prices, including for core and disc,
which have occurred in the last few years, certainly reduce
the effectiveness of this snare, but its attraction remains.
Moreover it has reputedly lured a host of early victims in
the closely related field of micro computer applications .
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A Data Flow Analysis
Approach to Program Testing
By P. M. Herman

An approach to preparation of test data for programs is described which uses information
automatically derived from the text of the program being tested. Two kinds of information are
extracted, the adjacency matrix of the program, and an indication of how and where variables have
been accessed. This information is combined to determine a set of “test paths” which are to be tested
by the programmer. The programmer derives his own data to satisfy the test paths derived; while the
system monitors the test runs to determine which paths are actually being covered. Experience in
using the system is discussed.
Keywords: program testing, <

INTRODUCTION
Elmendorf (1969), with the aid of the Venn diagram
of Figure 1, has provided a neat picture of the problems
involved in obtaining a reliable program. S is the set of
things the program should do (i.e. the specifications), while
P is the set of things the program actually will do. For a
program that fulfils Jts specifications exactly, S and P are
the same set. If SoP is not empty, then the program is not
fulfilling all its specifications. If-S OP is not empty, then
the program can make responses which were not in the
specifications.
The task of assessing program reliability therefore
involves careful scrutiny of both the specification and the
code. Proof techniques (Elspas, Levitt, Waldinger and
Waksman, 1972) take both S and P together, but as yet it is
impractical to attempt proofs for large programs. In
contrast, methods of testing programs usually concentrate
on either S or P. Often this results in two stages of testing.
First, the programmer creating a system will use whatever
methods he can to explore P and make sure that all
responses of the system are in S, then a separate test group
applies tests derived solely from the specifications (Baird,
1972; Buckley, 1973). For the majority of programs
written to date, intuition and experience have been the
basis for designing test data for exploring P. Recently,
however, schemes have been developed to provide a more*

Figure 1. An illustration of the relationship between the
specifications of a program (S) and what the program actually does

flow analysis. Computing Reviews Category: 4:

systematic examination of the responses a program can
make.
Most of the newer methods are based heavily on the
directed graph of the program. Usually some set of paths
through the graph is chosen as being representative of the
executions that may occur when the program is run.
Krause, Smith and Goodwin (1973) use straight-line and
“loop” paths while Howden (1975) uses straight-line and
boundary-interior paths.
Once the paths have been chosen, the computations
along each path are considered, however only the graph of
the program is used to make the initial choice. Some work
has appeared in which data accesses are examined as part of
the process of deciding which paths in a program are of
interest (Osterweil and Fosdick, 1975; Howard and
Alexander, 1973), however, the schemes have concentrated
on specific error types. Osterweil and Fosdick’s system will
find instances of variables being referenced before being
assigned a value, or variables being assigned a value but not
being referenced subsequently. Howard and Alexander are
able in certain instances to determine if accesses to tables
and variables in a program satisfy some constraint such as
Dijkstra’s semaphore protocol.
In addition to specific test methods, more general
software tools have appeared which could help a
programmer implement some test scheme of his own. Such
packages take the form of run-time'monitors (Stucki, 1973;
Ramamoorthy, Meeker and Turner, 1973; Brown, de
Salvio, Heine and Purdy, 1973) which can provide
information about any execution of a program. Lists of
unexecuted branches and statements, number of times
around loops, and upper and lower values assigned to
variables are produced by these monitors.
The system described in this paper uses a criterion for
choosing test paths which is based on where and how
variables in a program are accessed. It attempts to be more
selective in its choice of paths than the systems of Krause et
al (1973) and Howden (1975), to avoid swamping the
programmer with test cases. At the same time, it provides a
more diverse test of the program than the specialised
schemes of Osterweil and Fosdick (1975), and Howard and
Alexander (1973).

(P).
*Department of Computer Science, Monash University, Clayton, Vic
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1
2

PROGRAM MEANS
C

A PROGRAM TO CALCULATE THE MEANS OF BATCHES OF BATA.

3

C

BATCHES ARE SEPARATED BY A CARD WITH A

1 IN COLUMN 11.

4

C

THE RUN IS TERMINATED BY A CARD WITH A

2 IN COLUMN 11.

6

C

INITIALISE FOR A NEW BATCH OF READINGS

7

10

5

NBTCH=0

AMEAN=0.0
N=0

8
9

20

READ(5,30) X,ITERM

10

30

FORMAT(F10.5,I1)
IF(ITERM.NE.O) GO TO 40

11
12

C

BATCH NOT TERMINATED YET, ACCUMULATE THE READING

13

N=N+1

14

AMEAN=AMEAN+X

15

GO TO 20

16

C

17

40

BATCH TERMINATED
NBTCH=NBTCH+1

18

AMEAN= AMEAN/N

19

WRITE(6,50),NBTCH,N,AMEAN

20

AMEAN (lines 7 and 14) that reach the reference in line 18.
However, the definition of AMEAN in line 18 cannot reach
the reference in the same line, as the definition of line 7
always intervenes.
A test case is satisfied when the program being tested
is executed with data that causes the definition in the test
case to reach the reference. The following data for the
program in Figure 2 would satisfy the two test cases for
AMEAN in line 18:

FORMAT(//"BATCH NUMBER",16,10X,"NUMBER IN BATCH'

50
*

10X,"MEAN",3X,E12.8)

21

IF (ITERM.NE.l) STOP

22

GO TO 10

23

END

Figure 2. A sample program

THE TEST CASE CRITERION
The program of Figure 2 will be used to illustrate the
basis for choosing test cases. Consider the statement
AMEAN = AMEAN/N
on line 18. The correct value for AMEAN will be calculated
provided each variable in the right hand arithmetic
expression has the correct value at the time the statement is
executed. For instance, it is inappropriate for the value
given to N in line 8 to be allowed to reach line 18 as a
division by zero will result. Yet it is easy to devise data
which will cause this error in the program to occur.
If we regard each statement that makes an assignment
to a variable as a potential source of erroneous values which
could reach subsequent accesses to the variable, then we
have a basis for deriving test cases. In the area of compiler
optimisation (Schaeffer, 1973) an access to a variable which
updates the value of the variable is called a definition while
any other access is a reference. This terminology will be
used here as many of the algorithms of value in the present
test method are related to those in optimisation. We now
define a test case to be composed of three elements:
(i)
some variable in the program,
(ii) a reference made to the variable,
(iii) a definition of the variable which can reach the
reference, (i.e. There is some path between the
definition and the reference on which no other
definition of the variable occurs.)
For example in Figure 2 there are two definitions of
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

The first data card will satisfy the test case for the
definition in line 14, while the third card satisfies the case
for line 7. Note that any data that causes the two test cases
for the reference to AMEAN in line 18 to be satisfied, will
also satisfy the test cases associated with the reference to N
in the same line. This overlap effect means that the amount
of data required to satisfy the test cases remains within
practical bounds, even though at first glance the number of
test cases is very large.
The test criterion limits itself to examining accesses
to variables. The actual values the variables might take
when a test case is satisfied will depend on the data chosen
for the run, yet some errors may only be evident when
particular values or combinations of values occur. In the
statement
A = B/(C+D)
any data that led to C+D taking the value zero would
produce an error. If, as in this example, errors are due to
specific data values rather than references that are
inappropriate, the test criterion described here will fail to
produce test cases to detect the errors. Sometimes, as in the
test case for N defined in line 8 and referenced in line 18 of
Figure 2, the value that provokes an error is produced in a
specific definition and is therefore detected by the test
criterion. However the user of this test method must be
aware of the possibility of errors involving specific values
being overlooked even after all test cases produced by the
test criterion have been satisfied.
The test criterion has been implemented (in
FORTRAN) and is currently being used to test new
programs. Although the techniques described here could
have been applied to any programming language,
FORTRAN was chosen as the source language since it is
widely used and it was felt that the only way to determine
the efficacy of the test criterion was to have the system
used both in the field and under controlled experimental
conditions on real programs.
IMPLEMENTATION
Text analyser and trace anlyser programs were
written to be used as shown in Figure 3. A programmer
takes a main program or subroutine to be tested and puts it
through the text analyser. The result of the analysis is a list
of test cases (stored on disc) and a version of the source
text with trace calls imbedded in it. The programmer runs
this version of his code against some test data he has
prepared and then has the trace output from the run
analysed. The effect of the second analysis is to cross off
any test cases satisfied during the run and a printout of
remaining cases produced. If the test run was successful, the
programmer examines the list of remaining cases and
prepares appropriate test data for another run. Eventually
either all cases will be tested, or an error will be detected.
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The text analyser is used to
examine the routine to be
tested

The modified code is executed
with some test data

Correct the
routine

detected

The trace analyser is applied
to trace output from the test
execution

remainii

Programmer constructs
more test data

detected while
designing data

generated for each call based on the accesses made to the
parameters in the same way as an assignment statement
defines the variable on the left and references the variables
on the right. For instance a call on the trigometric function
SIN might appear as follows:
P = SIN(Q)
The activity internal to the SIN function is ignored since it
is already tested, and the access to Q is treated like a
reference. In short,test cases will be generated as if the
statement was simply
P=Q
A subsequent call such as
Z = A + SIN(B)
produces further test cases as if the statement had been
Z=A+B
Where multiple parameters are used such as in
I = MOD(J,K)
the treatment is similar, i.e. the statement above generates
test cases in the same way as
1=J+K
Without access to the text of the subroutines or
functions called by the code being tested, it is impossible to
determine what the called routine does with the
parameters. In the current implementation of the text
analyser only the subroutine being tested is examined and
so the programmer provides information about called
routines via COMMENT cards put at the head of the text of
the code being analysed. Figure 4 shows some cards as they
might appear in a subroutine being tested. The dummy
parameters using the letters R, D and N inform the text
analyser of the expected accesses that will be made in each
called routine. Subroutine A in the figure calls four routines
SIN, MOD, SUB and FUN. Both SIN and MOD only
reference their arguments. SUB defines its first argument
and references and then defines its second argument. In
addition, SUB defines the first variable in COMMON and
references the third variable in COMMON. The routine
FUN has a dummy parameter which is neither referenced
nor defined.
SUBROUTINE

A(I,J,K)

C

Figure 3. Use of the text and trace analysers during testing of a
routine

C

THE "C*" CARDS ARE DECLARATIONS FOR THE TEXT ANALYSER

C

In the event of an error, the program must be corrected and
the cycle begun again with the text analysis. Errors are
discovered by the programmer either during the process of
constructing test data, or on examination of the normal
•output produced during the test execution.
In order to analyse an arbitrary FORTRAN program,
definition/reference information must be extractable from
every type of statement that can be encountered. Such
information is simply obtained from IF, DO, READ,
WRITE, and statements which all clearly define or
reference their arguments, but there remain some types of
statement that require closer examination.
SUBROUTINE AND FUNCTION CALLS
If a routine called by the code being tested has
already been tested, then what is really in question is not
whether the called routine works, but whether the calling
parameters and the environment they create are appropriate
for the routine. This suggests that test cases should be
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c*

SIN(R)

c*

MOD(R,R)

c*

SUB(D,RD) 0 =

c*

FUN(N)

C
C

NOW THE TEXT OF SUBROUTINE A FOLLOWS

Figure 4. Informing the text analyser about called routines

ARRAY ACCESSES
Array accesses can be treated in a similar fashion to
simple variables. An access will be either a definition or a
reference and test cases can be generated as before, except
that the condition under which a test case will be satisfied
must be altered. Figure 5 shows part of a routine that must
be analysed. The definition of an element of A at A(K) = B,
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A(K) = B

D = A(J)

DO
10

10

1=1, N

A(I) = 0.0

E - A(L)

Figure 5. Some array accesses in part of a program

might reach the reference at D = A(J). For instance during
execution a definition of element 20 may occur at
A(K) = B and some time later D = A(J) may reference
element 20 (possibly after many executions of the
statement when J took on other values). If element 20 of A
had not been redefined by some other statement, the test
case would be satisfied.
The presence of subscripts not only complicates the
condition under which a test case is satisfied, but it can give
rise to non-satisfiable test cases. In Figure 5 the DO-loop
may redefine every element of A, but because the
upper-bound of the loop is a variable it is not possible to
tell if the subsequent reference at E = A(L) could ever
receive a value from A(K) = B. Indeed the case between
A(K) = B and D = A(J) would never be satisfied if K could
never equal J. The text analyser leaves to the programmer
the task of weeding out the impossible cases since the
problem of determining which cases are not satisfiable is in
general undecidable.
THE TEXT ANALYSER
Before looking at the structure of the text analyser
further terms must be introduced. The nodes in the
directed graph of a program (the control flow graph) are
called basic blocks. A basic block is defined as a maximal
sequence of statements (or parts thereof) having the
property that whenever any one of the statements in the
basic block is executed, every statement in the basic block
is executed. A boolean matrix, the adjacency matrix may
be formed from the control flow graph such that an
element (ij) is one iff there is an arc in the graph from node
i to node j. Another boolean matrix, the path matrix may
be formed from the adjacency matrix in which an element
(i j) is one iff there is some path (along any number of arcs)
from node i to node j.
The text analyser scans the code to be tested,
breaking it into basic blocks and forming the adjacency and
path matrices of the control flow graph.
For each basic block two boolean vectors are
generated. One vector indicates which variables the block
defines, while the other gives the variables referenced by
the block. The two matrices and the vectors provide
sufficient information to derive test cases for variables
without further reference to the source text.
A modified version of the text is also created, such
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

that at the start of each basic block a call to a trace routine
has been added. The trace output produced by an
execution of the modified code indicates the order in which
the basic blocks were executed. Such information allows
the trace analyser to determine which test cases (for simple
variables) had been satisfied during the run. The order of
execution of basic blocks does not give sufficient
information about test cases involving array accesses, so the
text analyser also adds to the modified code a trace call for
each array access. Each call to the trace routine for an array
access outputs the subscripts used in the access and a code
indicating which access is involved.
Test cases for simple variables are created by the text
analyser by taking each basic block that defines one or
more variables and following paths leading from the block
(using a depth-first search). Whenever a reference to a
variable defined by the originating block is found, the test
case is noted. A path from a block is followed until the exit
block is reached, or the path loops back on itself, or all
variables defined by the originating block have been
redefined along the path.
The path following procedure ensures that the test
cases that could obviously never occur are not included in
the set of cases presented to the programmer. A few
impossible cases may still be generated, as some paths in the
control flow graph might not be executable. Again the
programmer must decide which cases are not satisfiable.
For array accesses, the only attempt made at
removing impossible cases is to examine the path matrix in
each case to ensure that a path does exist from the
statement that makes the definition to the statement in
which the reference occurs.
THE TRACE ANALYSER
Since the programmer must construct his own data to
try and satisfy the test cases produced by the text analyser,
monitoring the execution of the modified code provides a
check that the data is sending the program along the correct
paths. Figure 6 illustrates the form in which test cases are
presented to the user by the trace analyser. Each case is
given by the defining block, the referencing block and the
variable(s) involved in the case(s). Blocks are denoted by
the starting and ending statement numbers from the
original input text. Test cases for array accesses give line
numbers (and access number from left to right within the
line) since the text analyser is forced to retain information
down to the line level rather than the basic block level for
such accesses.
DISCUSSION
The testing system described has so far been used on
a number of routines and a medium sized program (about
800 statements). The number of test cases produced was
found to be small enough for all data to be prepared for
them within a period of time that would be not much
longer than using traditional means of designing test data. It
was also found that just a randomly designed set of data
would not satisfy all test cases. The programmer was forced
to carefully examine his code to determine the data
conditions that would satisfy test cases. The amount of
data required to satisfy each case was usually very small
since a path between a definition and a reference has to be
executed only once. Forcing the program down the same
path with different data values does not yield any
additional information using the test criterion described
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DEFINING
BLOCK

REFERENCING
BLOCK

VARIABLES

5 to

6

17 to 21

NBTCH

7 to

8

12 to 15

AMEAN

N

17 to 21

AMEAN

N

12 to 15

X

17 to 21

ITERM

12 to 15

AMEAN

N

17 to 21

AMEAN

N

17 to 21

NBTCH

9 to 11

12 to 15

17 to 21

Figure 6. Test cases for the program of figure 2

here. Nine data cards and two test runs would be sufficient
to satisfy all test cases (Figure 6) for the program in
Figure 2. The small amount of data required to complete
testing helps to offset the extra computer time required to
carry out the text analysis and the run-time over head
involved in tracing.
Errors detected during testing usually were found
when attempting to devise data to satisfy test cases rather
than at the time the run output was examined. The fact
that it was the process of producing test data which led to
the discovery of errors has some significance for systems
being developed where attempts are made to automatically
produce data that will satisfy test cases chosen by some
criterion (Howden, 1975; Clarke, 1975). Except for
well-defined types of errors (divide by zero, subscript out
of range, etc.), there would appear to be value in forcing
the programmer to make up the data himself. The criterion
used to choose test cases is never likely to be perfect no
matter what system is used, so that any errors not detected
by the testing system will either be left behind or must be
discovered by the programmer. One way of getting around
the shortcomings of the testing system is to make the
programmer think more deeply about his code. Getting the
programmer to design data to satisfy test cases is one way
of achieving this. For instance, in the description of the test
criterion, it was mentioned that errors involving variable
values or combinations would not be detected by this
system. However, experience in using the system indicates
that the test cases produced require sufficient care in data
preparation to prompt the programmer into discovering
such errors.
Use of the test system has also indicated a number of
areas in need of improvement (Herman, 1975). Perhaps the
most useful change that could be made is associated with
the presence of calls to routines in the code being tested. At
present the assumption is made that the accesses to
parameters specified for a called routine will occur at every
execution of the routine. In practice, it is not unusual that
the path taken through a routine will dictate whether or
not the particular type of access expected will in fact take
place.
Thus a parameter for some called routine might be
declared to be both referenced and defined, but on a test
execution the parameter might be neither referenced nor
defined, yet the trace analyser would tick off test cases
involving the parameter simply because the call had taken
96

place. The testing system is being modified to include
analysis of called routines as experience suggests that
tracing parameter accesses inside called routines will play a
role in helping to uncover the class of errors sometimes
called module interface errors.
CONCLUSION
There are a number of advantages in using testing aids
over the traditional practice of introspection for devising
test data. Such aids can help to counter inexperience. They
can be used to make testing a “visible” process, and prevent
a program from being pushed into production too quickly
because there is no way of telling what tests still need to be
done.
It is unlikely that a single test criterion can be used to
discover all errors. A whole range of criteria should be
available to the programmer to apply to his particular
program. For instance, if numerical instability is likely to
be a problem a system such as the one described by Bright
and Cole (1973) might be used in conjunction with a more
general test scheme like the one described here.
Although uses of the test criterion to date have
indicated the feasibility of the approach it is not clear how
great an improvement in the production of well-tested
programs might be obtained in the field. To obtain
information in this regard trials are being planned to
compare “introspective” testing against the use of the
scheme discussed here.
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Incremental Computer Systems
By P. C. Maxwell,* P. W. Baker* and P. G. McCrea*
This paper discusses the design of special purpose hardware based on incremental methods, where
differences only between quantities are transmitted between modules. In particular, the Digital
Difference Analyser (DDA) is considered, with reference to the solution of differentia equations.
After outlining DDA principles, a number of recently developed design refinements are reviewed
which overcome scaling, speed, accuracy and interconnection problems. Consideration is also given to
hardware implementation, particularly in relation to integration algorithms and various facets of
economisation.
Key Words and Phrases; Incremental Computing, Digital Differential Analyser, Differential Equation,
Integration Algorithms, Error Suppression, Multiplier Economisation, Sparse Plant Matrices.
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1.

INTRODUCTION
Many of the problems in control and power
engineering may be modelled by a set of linear differential
equations expressed in state space form. Real time solutions
can be important, for example, in simulating dynamic
systems to determine transient stability. These studies
provide information relating to the capacity of a power
system to remain in synchronism during major disturbances.
The pertinent equations are generally solved by software
routines on a general purpose computer or by using analog
computer methods.
However, in a majority of applications enhancement
of system performance is better achieved by attachment of
special purpose hardware units which allow high speed
execution of specific functions, rather than attempting to
improve general purpose machines, due to the existence
in the latter method of overheads of programmes which
reduce the overall gains. In this way, problem-specific
computation is removed from the host machine and
transferred to a special purpose hardware unit which is
better suited to the task. Consequently it is felt that
attention should be given to the design of special purpose
hardware for the solution of higher level classes of
problems, such as the solution of the differential equations
which characterize the majority of engineering problems.
This paper discusses the design of such special
purpose hardware based on incremental methods, where
differences only in quantities are transferred between
modules. This principle has been utilized in the Digital
Differential Analyser (DDA), but in the past the DDA has
not found wide acceptance because of scaling, speed,
accuracy and interconnection problems. This paper reviews
the results of recent investigations into methods by which
these problems may be overcome: the scaling problems by
the use of a new arithmetic structure — Global Sliding
Point; the speed problem by utilizing multibit increments
and state-of-the-art technology; and the interconnection
problem by the use of state space representation at the
hardware level.
Finally, consideration is given to hardware implemen
tation, particularly in relation to integration algorithms and
various facets of economization; incremental multiplier
economization, savings as a result of partial truncation error
suppression only and exploitation of sparseness properties
of practical systems of large order.

2.

DDA PRINCIPLES
A linear time invariant system may be represented in
state space form as follows: —
x = [A] ■ x(t) + X(t)

(1)

Numerical integration techniques involve replacing
eqn. (1) by a difference equation, the simplest being Euler’s
method, which employs rectangular integration:
y(i+l) = y(i) + [A] -y(i)-At + f(i)-At

(2)

= y(0 + Ay(i)
where y(i) denotes the numerical solution at the ith step
and At is the step size. Basically, a DDA holds the value of
y(i), [A] and f(i) in registers and, at each step, computes
the value of Ay(i). The block diagram of a simple DDA
performing Euler integration for the scalar case is shown in
Fig. 1, where the hardware is divided into three modules —
integrator, multiplier and forcing function unit. The
distinguishing feature of the DDA integrator is the residue
retention register, R, which retains and accumulates that
portion of Y which would have been lost as a consequence
of the multiplication by At in eqn.(2). Since At « 1, the
MULTIPLIER

INTEGRATOR

SUMMER

FORCING INPUT

Figure 1 Scalar DDA performing Euler Integration
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value Y.At contains bits which are less significant than the
least significant bit of Y. These bits therefore cannot be
added directly to Y and must be stored and accumulated
until their contribution is large enough to modify the
solution. Mathematically, the use of the residue register
suppresses the accumulation of second order truncation
error (Baker and McCrea, 1975a). This will be discussed in
more detail in section 4.
In Fig. 1, the Y, R, AY and AZ are the integrand,
residue, input and output registers respectively associated
with the integrator. Similar correspondences apply to the
multiplier and forcing function unit.
The following register transfers are implemented
interatively to perform Euler integration:
Y + AY —> Y
1
R + Y-At —> R + AZ

INTEGRATOR

(3a)
(3b)

R + A-AZ —> R + AZ

MULTIPLIER

(3c)

J

In most cases the forcing function can be absorbed
into the state system (Baker and McCrea, 1975b) and will
not be considered here. The input, AY, is formed from a
summer, which adds the incremental inputs (the AZ’s) to
that integrator. In DDA’s, eqn. (1) is time scaled so that all
elements of [A] are < 1.
The solution of DE’s using the DDA approach is not
new, the first effort being MADDIDA (Bartee, Lebow and
Reid, 1962) in 1950, which was serial in operation using
rectangular integration. The precision of the increments
communicated between modules was restricted to one
magnitude bit. This meant that (a) incremental multiplica
tion A.AZ, was reduced to an addition, but that (b), the
solution rate was very slow.
A significant step forward was the extended
resolution DDA structure (McGhee and Nilsen, 1970), in
which several bits are transmitted between integrators. For
a considerable increase in hardware outlay, this gave a
significant increase in speed and accuracy. However,
extended resolution requires the use of higher order
integration formulae in order to keep the accumulated
discretization error below the lower limit of truncation
(roundoff) error.
The best second order integration method is Adam’s
which provides a trapezoidal correction to Euler prediction.
The register transfers for Adam’s integration may be
written as:
R + (Y + | AY) -At —> R + AZ
Y + AY —> Y

(4a)
(4b)

The most likely 3rd-order method is the predictorcorrector (P—C) method:
£(i+l) = y (i) + [A] • [y(i) + i-Ay(i-l)]

R1 + (Y + I AY) - At —>R1 + A2

(6a)

R2 + 2-3 [(5AY + AY) • (2/3)]-At —> R2 + AZ
(6b)
Y + AY —> Y

(6c)

Even with the availability of these higher integration
algorithms, there are still areas of difficulty that must be
overcome before the DDA can be a serious proposition for
real time applications. The first is the interconnection
problem, made worse by the use of extended resolution
with its multibit increments. The second concerns the
problem of truncation error which arises from using short
register lengths. The third area of inconveniences in a fixed
point DDA is that of scaling — or the readjustment required
when an integrand register overflows. The fourth is the
excessive cost of combinational multipliers that are needed
to form A-AZ since AZ now comprises several bits. The
following sections discuss the methods by which these
problems can be overcome.
3.
3.1

DEQSOLVER
Theory
It has been mentioned already that the inter
connection problem with DDA’s must be overcome before
the DDA can be used in a general purpose manner. One
method of accomplishing this is to exploit the state space
nature of a DE at the hardware level. This has led to the
development of DEQSOLVER, or Differential Equation
Solver, which is a special purpose computing facility for
the solution of a system of linear first order DEs based
on an amalgamation of DDA and state space principles.
In order to understand the structure of DEQSOLVER,
consider the vector form of the Euler difference equation,
eqn. (2), the pth row of which may be expanded and
written as:
Ayp(i) = yp(i+l) - yp(0
= [apl-yi(0 + ap2.y2(i) + •••• + apn-ynG)]-At
+ fp(i).At

(7)

= api-[yi(0-At] + ap2.[y2(i).At] +....
•••• + apn-[yn(0-At] + [fp(i)-At] (8)
where Ayp (i) is the new state increment, n is the order of
the system and the apq represent the entries of A in the pth
row and qth column. As has already been stated, it is
mandatory in a DDA to employ the restriction | apn | <1.
Since the output of a digital integrator, Azq(i), is, in
effect, a truncated version of the value yp(i).At, the DDA
solution replaces equation (8) by:

(5a)
Ayp(0 = api Azj(i) + ap2.Az2(i) +....

y(i+l) = y(i) + [A]y(i)-At + [A]-[5 Ay(i) + Ay(i—1)]
12
(5b)
Observe that (5a) alone is precisely the Adam’s
method mentioned above. The register transfers for this
P—C method are:
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-• + apn-AZn(0 + ^P(0

(9)

where Azp(i) represents the incremental input from the
forcing function. As may be seen from Fig. 1, the output
from an incremental multiplier, which multiplies apq and
Azq(i), may be written as Azpq(i). Eqn. (9) then becomes:
The Australian Computer Journal, Vol. 8, No. 3, November, 1976
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AypG) = Azpl(i) + Azp2(i) + .... + Azpn(i) + Azp(i)

MULTIPLIERS

(10)

=

2 Azpq(i) + Azp(i)
q=l

Each new state increment and new state value is
formed in an identical fashion, p ranging between 1 and n,
and if each integrator output is made available to each
multiplier, so that equation (9) may be implemented and
each new state increment added to the current value, then
the interconnection problem has been solved by directly
exploiting the matrix nature of the state space problem
specification. The system matrix [A], and the forcing
function need only be specified along with initial condi
tions and some stopping criterion and integration may
commence. The forcing function may be “abosrbed” into
the system matrix, as described in Baker and McCrea
(1975b).
Each iteration involves two distinct operations: firstly
integration, resulting in the formation of each of the
incremental outputs, Azq(i) followed by the constant
multiplications where the Azq(i) are multiplied by the apq
to form the multiplier outputs, Azpq(i). As may be seen
from eqn. (9) the multiplications may not commence until
the n integrator outputs have become available. However,
the reverse is not the case, and it is possible to pipeline the
process (McCrea, 1975).
Machine Organization
Machine Organization may take one of several forms
— fully serial, fully parallel and series/parallel. A fully serial
organization requires multiple passes through a single
integrator and multiplier, while a fully parallel system of
order n requires n integrators and n2 multipliers. A more
satisfactory configuration results from a compromise
between the two, where 1 integrator, and n multipliers are
required. A diagram for such a system with n=4 is shown in
Fig. 2. An integration cycle commences by transferring the
appropriate register values for the first state — yj, Ayi, and
rj - from storage to the integrator, and carrying out the
register transfers, which, for Euler integration, are
represented by (3a) and (3b). The new state value,y^, and
new residue value, ri, are returned to storage, while the
incremental output, Azj, is stored in a latch at the
appropriate multiplier. This is repeated three times for the
other three states. For a higher order integration formula,
which will inevitably be required for any practical DDA
configuration, more complex register transfers will be used.
The multiplication phase, corresponding to (3c),
follows. Four passes through the multipliers are required,
each pass resulting in the formation of Ayp at the output of
the summer, and four new multiplier residues, 7 ,p=l,4,
which are returned to storage.
pq

SUMMER

NTEGRATOR

3.2

3.3

Sparse Matrices
The DEs encountered in practice generally fall into
one of two categories, determined by the plant matrix, A,
which may be either:
(i)
filled but not large - most of the entries are non
zero, or
(ii) sparse and perhaps very large - few non-zero entries,
most of which lie on or near the diagonal.
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Figure 2 DEQSOLVER 4th Order Series/Parallel Configuration

It has been shown (Maxwell, Baker and McCrea,
1976) that substantial hardware savings may be
accomplished by exploiting the sparsity properties of large
matrices. Although this necessitates programmable inter
connections, solution speed is not seriously affected, since
the use of the state space approach does systematize the
process significantly and the number of operations
(integrations, multiplications, etc) has been greatly reduced
as a consequence of the fact that non-zero terms only are
considered.
3.4 Global Sliding Point Arithmetic
A major problem that has beset the DDA in the past
is that of scaling, or the normalization of the integrator
registers when overflow occurs. Various floating point
structures have been proposed (Philokyprou and Halatsis,
1972; Elshoff and Hulina, 1970), but these require all
values to have a full floating point representation and
require all arithmetic to be of the floating point type.
Recently, a new DDA arithmetic structure termed Global
Sliding Point (GSP) has been proposed (Baker and McCrea,
1975b) where there is a single exponent register for the
entire machine, the binary point is common to all
integrators and multipliers, and the point moves in one
direction only (hence the term sliding). This is
accomplished by having all registers right adjusted if any
mantissa register overflows, all underflow being ignored.
A DDA employing GSP arithmetic retains the
arithmetic and architectural simplicity of an integer
machine while realizing most of the advantages of a full
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floating point structure. For a parallel machine, a one-bit
line only from each integrator to a shift control mechanism
is required to detect overflow.

A

q

►

1

Rl

1

1............. .....
R2

t*

4. PARTIAL AND FULL ERROR SUPPRESSION
4.1 Truncation Error Suppression
The DDA is subject to two types of errors:
discretization and truncation. The former arise from taking
a finite number of terms in the integration formula and will
not be considered here as they are well documented
elsewhere (Conte and de Boor, 1972). Clearly, for a given
integration method, this type of error cannot be
suppressed. The latter arise from the fact that finite length
registers are used and has contributions from both the
integrator and multiplier.
The register transfers given in section 2 are standard
ones, with the type of error being suppressed by the use of
the residue register being known as 2nd order truncation
error. When integrating a system using these transfers there
may still be an accumulation of error as the number of
iterations increases. This is due to contributions of higher
order truncation errors which are not suppressed.
Suppression of 3rd order errors may be accomplished
(Baker, 1973) by replacing eqn. (3b) by the modified
register transfer for the integrator of
2R - RT + YAt—>R + AZ

(11)

where RT represents the previous value of the R register
(which must be stored). Similarly, for the multiplier we
now use
2R - RT + AAZ —> R + AZ

...

1

adder

j

1

R'T

1

_____________________

|

!
Jaz

1
adder

Figure 3 Configuration for Partial Truncation Error Suppression

and consequently may be used as a third input to the adder
forming R + AZ.
Simulation results show that for the sinusoid (the
limiting case for physical systems) using a 20-bit Y register
and a 12-bit R register, storing only 5 bits of RT
completely suppresses any accumulation of truncation
error.
5.

MULTIPLIER ECONOMIZATION
In addition to the types of error discussed so far, the
multiplier also suffers from the fact that the constant A will
be approximated by a finite digit estimate, say A*. Assume
that A* has p digits precision; then A* may be represented
as:
A* = A - eA2“P

(13)

where RT2 is the value of R two steps previously. A similar
expression holds for the multiplier. Once again, these
transfers also suppress 3rd and 2nd order errors.
4.2

Partial Suppression
Note that the transfer in eqn. (11) requires the
storage of RT to full precision. For systems with increasing
solutions full suppression is required, but for stable
systems, economies may be achieved by truncating RT to a
shorter precision, say to q bits, and storing only this
quantity. If we consider R to be of length n bits and to be
composed of 2 parts, R1 and R2 of lengths q and n-q bits
respectively, then the register transfers for partial 3rd order
suppression are (Maxwell, Baker and McCrea, 1976)
R2 + 2R1 - R1T + YAt —> R + AZ

A* AZj = AAZ; - eA2-PAZ;

(16)

Thus the per step error introduced is eA2~P AZ;.
Consequently this error accumulates, so that after j
iterations the total error, ej, due to multiplier truncation is

(14)

This is shown schematically in Fig. 3 where for partial
suppression the dotted sections are not used. For full
suppression these sections are used with q = n (i.e., R2=0).
Note an additional adder is not required for partial
suppression since R2 does not overlap either 2R1 or R1T

(15)

where | eA I <i • For fast extended resolution machines it
will be desirable to use a fast combinational multiplier to
form A*AZ. This multiplier will thus be of the monolithic
array type (Mclver, Miller and O’Shaughnessy, 1974), or
constructed from smaller M.S.I. multiplier chips (Ghest,
1973). In either case, if we assume AZ has m+1 bits
precision, ** then the cost will be proportional to p.(m+l).
For an accurate machine it is possible (Baker and McCrea,
1975a) to have m>8 and p>20 in which case the cost of
the multipliers will be excessive in comparison to the other
components of the DDA. We now develop a method that,
for say m>8 and large p, allows a significant portion of the
array multiplier to be replaced by an addition, thereby
reducing the cost.
Using eqn. (15) it is seen that the actual quantity
added to the R register at the ith step is A*AZj, where

e; = eA2"P

100

|

r

(12)

The above transfers also suppress 2nd order errors (an
essential feature since these are considerably more
significant than 3rd order errors). For systems with rapidly
increasing solutions even the above are not sufficient and
4th order suppression (Baker and McCrea, 1975a) must be
employed which involves a new set of transfers
3R - 3RT + RT2 + YAt—>R + AZ

J

j
2 AZ;
i=l

(17)

This quantity is used to maintain consistency with referenced
papers.
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\

array
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Figure 4 Hardware Configuration for Multiplier Economization

_ This represents a quantity which has not been added
to R and constitutes a significant component of the total
DDA truncation error. If we now accumulate the AZj’s
in a separate residue register R of length m+ Tbits, then
the overflow bit Oj is 1 when the accumulated value of the
AZj’s is > 2m+l. Consequently we can rewrite eqn. (17) as
ej = eA2~P (2m+1 + remainder)

(18)

When overflow of R does occur, we use oj to gate the
addition of eA2~P.2m+l to R, thus reducing ej, and leave
the remainder in R for further accumulation. A similar
argument applies for negative AZ’s, in which case O j is —1
and eA2~P. 2m+1 is subtracted from R. To cover both
cases, we simply multiply eA by Oj and shift the result left
by m+1 bits before adding, as shown in Fig. 4. Since Oj is
—1, 0 or 1, multiplication of eA by Oj can be achieved using
an adder plus inverting logic (for subtraction in 2’s comple
ment). It can be shown (Maxwell et al, 1976) that in order
to make the quantization effect of the suppressed
multiplier error equal to that of the integrator, the correct
choice‘of p is m+1. Hence if an arbitrarily long value of A is
to be used (say N bits, N »m) then the Nx(m+1)—bit
array multiplier may be replaced by an (m+1) x (m+1)—bit
multiplier with 2 additional N—bit adders* (assuming R
may be added directly into the array in the case where no
economization is used), together with an (m+1)—bit register
and adder. No increase in time arises since the extra delay
afforded by the adders, which may incorporate lookahead,
will be offset by the decreased array multiplication time.
The direct addition of AZ to R suppresses only 2nd
order truncation errors. As before we can suppress higher
order errors (Maxwell et al., 1976) by employijig similar
transfers to eqns. (11) and (13), operating on the R register.
Simulation results for the solution of y= Ay using 20
bit registers for Y and A, a 12 bit R register and a AZ of 8
bits, show that, at overflow, there is no difference between
the truncation errors for p=8 and p=20 using 3rd order
suppression. Thus the 8x20 multiplier array may be
replaced by an 8x8 array with no loss of precision in the
final solution.
Assuming the Y register is N bits long.
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CONCLUSION
This paper has presented a review of some problems
and solutions encountered in DDAs. Specifically, the
problem of assessing and controlling the effect of finite
register length has been examined. DDA errors have
been examined by other workers (Turtle, 1963; Nelson,
1962; Hakkala and Ojala, 1974) but have met with only
limited success. In particular, the latter two consider only
discretization errors, an effort which is felt to be misled
since this error is fundamental to the integration formula
adopted and independent of the hardware method of
solution.
Other contributions which have not been discussed in
detail are (a) the use of second order differences to reduce
the size of the integrator output (Bywater, 1972) and (b)
the use of arbitrary stored interconnections (Wood, 1965;
Hyatt and Ohlberg, 1968; Bywater and Lovering, 1972;
Dawoud and El-Araby, 1973). In (a) a problem arises with
initial values since a full precision difference must be
transmitted, while in (b) the use of extended resolution has
rendered the methods extremely complex with slow
computation times.
This paper has also presented various design and
implementation considerations for DDAs which are used to
solve systems of linear differential equations expressed in
state space form. A DEQSOLVER with a 16-state
capability is currently under construction in the
Department of Computer Science (Britten, 1975). The
guaranteed accuracy of this machine is 12 bits and using
TTL components the predicted integration rate is 0.5
seconds for 40,000 iterations.
The techniques described herein overcome the
problems classically associated with the DDA and the
economization refinements will be useful for certain classes
of machines, such as those solving stable systems of
equations and those involved with systems having sparse
plant matrices. The DDA can also be used to solve
nonlinear DEs but further investigations are needed here.
For example, high speed function generation may be
necessary and would require special modules for this
purpose.
The incremental approach, while being particularly
applicable to DEs, is not limited to these. The DDA may be
used for other problems which can be expressed in iterative
form, involving differences at each iteration which are small
compared to the magnitude of the actual solution. For
example, systems of algebraic equations may be solved in
this manner (McCrea, 1975).
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Transformed Rejection Generators for
Gamma and Normal Pseudo-Random Variables
By C. S. Wallace*

A combination of the transformation and rejection techniques for the generation of pseudo-random
variates from specified distributions is presented. The method extends the rejection technique to cover
distributions of infinite range and/or infinite density at some point in the range. Algorithms using the
method are devised for the Normal distribution and for the Gamma distribution with shape parameter
less than one. The first algorithm is competitive with others published, and the second superior to
previous algorithms.
Key Words and Phrases: Gamma distribution, Normal distribution, Gaussian distribution, random
number generators, simulation.
CR Categories: 5.5

1.
The rejection method is a well-known process for the
generation of pseudo-random variables of specified
distribution. In its simplest form, the rejection method for
generating a variable x having a probability density function
Kf (x) (v<x<u), where K is a positive constant, is ex
pressed in the Fortran algorithm:
100 X=V+(U—V)*RAND( )
IF(RAND( )*E .GE. F(X» GOTO 100
where RAND ( ) is a function subprogram returning a
pseudo-random variate uniformly distributed in (0,1),F(X)
is a function subprogram returning/(x), and E is a constant
not less than the maximum value of f(x) in (v<x<«). On
exit from the loop, X has a value with the required
distribution.
In the above form, the method can be employed only
when the range of x is finite, and fix) is bounded
throughout
that
range.
However
a non-linear
transformation of the variable may allow the rejection
method to be used for distributions having an infinite
range, and/or an unbounded density at some points in the
range.
2.

TRANSFORMED REJECTION
To generate values of x having a probability density
K/(x) over a possibly infinite range, we find a one-to-one
monotonic increasing transformation function

100 Y=RAND()
X = G(Y)
IF(RAND( )*E.GE.F(X)*S(Y)) GOTO 100
where F(X) returns /(x), S(Y) returns s(y) = Qg-'(y), Q
being a positive constant, and E is a constant not less than
the maximum value of t(y) = fig(y)) s(y) in (0<y<l).
On exit, X has the desired distribution.
In practice, direct in-line evaluation of/(x) and ,s(y),
or simply of t(y), may be more convenient than calls on
function subprograms.
3.

EFFICIENCY
The efficiency of the rejection method is defined as
the probability that a value of X will be accepted, i.e., the
probability that the test in the last line of the above
algorithms will fail. For the transformed rejection
algorithm, this probability is
(1/E)

|

t(y)dy

y=o
Remembering that the constant E must not be less than the
maximum value of t(y) it is clear that the maximum
efficiency is obtained, and is equal to one, when

t(y) = E

for ally in (0<y<l),

i.e. when t(y) is constant.
*=£0)

Since

whose range coincides with the desired range of x wheny is
restricted to the domain (0<y<l). The probability density
function ofy is then given by p(y), where
p(y)dy = Kf(x)dx
P O) = K/(x) (dx/dy)
= Kfig(y))g’(y)

r(y) = (Q/K)p(y)
•1

p(y) dy = 1

and
y=0

the maximum efficiency occurs when
(0<y<l)

With a suitable choice of g, the value of p(y ) will be
bounded throughout the range (0<y<l). A transformed
rejection algorithm for x can then be written in Fortran
terms as

p(y) = 1

(0<y<l)

$ =1
K/W

*Department of Computer Science, Monash University, Clayton Victoria. 3168. Manuscript received 17th June 1975, Amended 16th
September, 1976.
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In this case, g is the inverse of the cumulative
distribution function of x, and the method reduces to
simple transformation.
Transformed rejection will only be considered in
cases where the inverse of the required cumulative
distribution function is difficult to compute, but the result
above gives some guidance in the choice of g, suggesting
that it should be chosen to be at least a rough
approximation to the inverse of the required cumulative
distribution function.
Two examples of the method will now be presented.

was so close to optimum that the increase in efficiency
obtained by more complex expressions was not worth the
additional computational effort. The resulting Fortran
algorithm for 0<a<l is
100
101
102

103
104
105

4.

THE GAMMA DISTRIBUTION
The Gamma distribution with positive parameter a
has the density function
(1/r (a))

exp (—x)

(x>0)

This distribution has an infinite range, and, for a < 1, an
infinite density at x = 0.
N.D. Wallace (1974) has recently discussed algorithms
for generation of Gamma variates. For a>5, he
recommends a fast, approximate method (probability
switch) having a maximum error less than 1% and
decreasing rapidly as a increases above 5. For l<a<5, he
presents a new method, in which the probability switch
generator is corrected by a generalised rejection procedure.
The transformed rejection method offers no improvement
on these algorithms for a> 1. However, for 0<a< 1, Wallace
recommends the use of a method due to Johnk (1964),
which may be expressed in Fortran terms as

On exit, X has the required distribution.
4.2
(a)

(b)
(c)

AR=1.0/A
BR=1 0/(1.0—A)
100
Y=RAND( )**AR
Z=RAND( )**BR
IF (Y+Z.GE. 1.0) GOTO 100
X=-Y*ALOG(RAND( )*RAND( ))
The rejection loop has a minimum efficiency of
when a =0.5. As each iteration of the loop
requires two calls on RAND and two exponentiations, it
is fairly slow.
tt/4(=0.785...)

4.1 A transformed rejection process has been developed
using the transformation
x=[By(l+C/(l-y))] l/«
where B and C are constants possibly depending on the
parameter a. This transformation provides the required
semi-infinite range, and removes the divergent density at
x = 0. It leads to the unnormalised transformed density
t(y) = exp(-x)(l+C/(l-y)2)
The maximum value of the transformed density is
also a function of a.
Numerical experiments were conducted to find the
values of B and C leading to optimum efficiency for values
of a between 0 and 1. It was found that the choice
B = 1
9
C = 0.25a2
104

U=(-0.195*A-0.025)*A-0.005
C=0.25*A*A
Y=RAND( )
D=1.0—Y
H=C/D
XL=ALOG(Y*(l ,0+H))/A
IF (XL.GE.6.0) GOTO 102
X=EXP(XL)
IF (U-X.LT.ALOG(RAND()/(1.0+H/D)))GOTO 102

(d)

Remarks
Statement 100 computes a quadratic approximation
to minus the logarithm of the maximum value of the
transformed, unnormalised, density. The approxima
tion never exceeds the true value.
The test in statement 105 is made between the
logarithms of RAND and the transformed density in
order to avoid unnecessary exponentiation.
The test in statement 103 on In x avoids overflow in
statement 104, and rejects only values of x which
would have a negligible chance of being accepted by
statement 105. The constant 6.0 in statement 103
can be chosen in accordance with the computer word
length. In a computer with n binary digits per word,
one can expect the minimum value returned by
RAND( ) to be order of 2~n, and hence
ALOG(RAND( )) will exceed {—ln{2~n)) or —0.69n.
Now, for large x, ALOG(1.0 + H/D) is of order
2alnx. Hence a large value of x will be accepted only
if ALOG(RAND( )) in statement 105 is less than a
quantity of order (—x + 2 alnx). Given that
ALOG(RAND( )) cannot be less than —0.69n, values
of x exceeding n are certain to be rejected, so it is
reasonable in statement 103 to reject values of
XL (= In x ) exceeding In n . The value 6.0 is
conservative, and could be reduced to about 4.0 for
a computer of 32 digits, or 5.0 for n = 64.
It is assumed that the uniform variate returned by
RAND never exactly equals 0 or 1.

4.3

Efficiency and speed
The efficiency of the transformed rejection algorithm
approaches 1 as a approaches 0, and falls to about 0.8 at
a = 1. This algorithm and that of Johnk, in the forms given
here, were coded in Fortran and tested on a HP2100A
computer. Each algorithm was timed for 10,000 calls for
each of the 13 values of a, 0.01, 0.02, 0.1(0.1)0.9, 0.98,
0.99, using an Assembler-coded mixed congruential
generator RAND of cycle length 2**32.
The average execution times were 3.78 ms. for the
transformed rejection process, versus 5.65 ms. for the
Johnk process. There is no reason to suppose that the ratios
between the times would vary markedly on other
computers.
The transformed rejection algorithm can readily be
extended for use with values of a greater than one, but is
not competitive with the other algorithms described by
N.D. Wallace (1974).
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5.

THE NORMAL DISTRIBUTION
The transformation
x = By(l+Cl(l-y))

where B and C are constants, may be used to construct a
transformed rejection algorithm for the positive half of the
Normal distribution. The unnormalised transformed density
function is
t{y) = (l+C/l-^)2)exp(-x2/2)
Numerical experiments were conducted to discover the best
choice of B and C. The choice
•B= 1.22
C = 0.14
leads to an efficiency of about 0.877. A Fortran algorithm
for the process is
101

102
103
104

Y=RAND()
D=1.0—Y
H=0.14/D
X=1.22*Y*(1.0+H)
T=ALOG(RAND ()/(1.0+H/D))+0.5*X*X+0.1576
IF (T.GE.0.0) GO TO 101
IF (T.GE.-0.69314706) X=-X

On exit, X is a variate from the full (positive and
negative halves) of the unit Normal distribution.
5.1

Remarks
The value T computed in statement 102 is the
logarithm of
E*RAND/(F(X)*S(Y)) = V (say)
The constant 0.1576 is InE.
If the test in statement 103 fails, i.e., if X is accepted,
then X is a variate from the positive half of the normal
distribution. Moreover, V is then known to have a uniform
distribution in the range (0,1), independently of X.
Therefore, V exceeds 0.5 with probability 0.5. Statement
104, which tests T (=/nV) against /n(0.5), therefore inverts
the sign of X with probability one half, leaving X with a full
Normal distribution.
5.2

Comparison with other methods
The transformed rejection Normal algorithm has
efficiency 0.877, and makes two calls on RAND per trial.
It therefore averages 2.28 calls on RAND per variate. Brent
(1974) has described an algorithm (Algorithm 488)
requiring only 1.37 calls on RAND, and Bell’s Algorithm
334 (1968) computes two normal variates at a time for an
average of 3.54 calls on RAND, or 1.77 calls per variate.
However, both these algorithms present some difficulties
for general purposes use, particularly in simulation
programs.
It is often desirable in simulation programs to use
several functionally independent streams of pseudo-random
numbers, each stream having its own “seed” value for the
basic RAND function. For instance, in a simple
customer-server model, one stream may be used to
The Australian Computer Journal, Vol. 8, No. 3, November, 1976

determine customer inter-arrival times, and a second to
determine the random aspects of server behaviour. It is then
possible, on two successive computer runs designed to
discover, for instance, the effect of a change in mean service
time, to arrange that an identical stream of customers is
presented to the model in both runs. Were a single
pseudo-random stream used for both aspects of the model,
the variation in server behaviour between the two runs
would almost certainly result in a different stream of
. customers.
A generator usable in this context must not use any
variables carried over from one call to the next, lest it
destroy the independence of the separate streams. Both
Algorithms 488 and 334 use such carried-over variables,
334 to remember one of the two normal deviates produced,
and 488 to remember a uniform deviate in order to save a
call on RAND. This defect can be overcome only by a
rather awkward calling process, or by accepting the increase
in RAND calls consequent upon not using the carriedforward variable. The latter choice raises the average
number of RAND calls to 2.37 for Algorithm 488, and 3.54
for Algorithm 334.
Even with this handicap, Algorithm 488 may still be
faster than the transformed rejection algorithm, as it
requires no call on an elementary function routine. It does,
however, require a substantial table of constants.
The transformed rejection algorithm presented here
may commend itself for applications where multiple
independent streams are required, and space is at a
premium. It has been incorporated in a general-purpose
discrete system simulation package for the HP2100A
computer.
6.

DISCUSSION
The transformed rejection method is, of course,
simply a combination of two well-known techniques, and
no great originality can be claimed for it. However, the
combination appears to have been neglected as a generalpurpose approach. N.D. Wallace, for instance, remarks
(1974) that he was unable to devise a rejection process
more efficient than the Johnk algorithm for gamma
distribution with a< 1.
The transformed rejection method requires only that
a transformation be discovered which approximates the
inverse of the desired cumulative distribution sufficiently
well to produce the required range, and to remove
divergences in the density. The two examples presented
here suggest that remarkably crude transformations can
with little thought be used to produce algorithms quite
competitive with methods of rather greater complexity.
Chi-squared tests of 100000 variates from the Normal
and several shapes of the Gamma distribution showed good
agreement (no result significant at 5% level) with
expectation, showing that the methods do not place undue
demands on the quality of the uniform generator RAND.
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An Algorithm for Automatic Integration
Using the Adaptive Gaussian Technique
Bv lan Robinson

An improved version of the adaptive Gaussian method for automatic numerical integration is
presented. The extensions involve the implementation of a new order of subdivision and the use of an
extrapolation step on each subinterval created by the method. The resulting algorithm is both reliable
and efficient, particularly for integrating functions with a singularity at one or more points of the
integration interval.
Key Words and Phrases:
Automatic numerical integration, adaptive quadrature, extrapolation, AGM, CADRE, QNC7,
QSUBA.
Association for Computing Machinery Computing Review Categories:
5.1,5.16.

1.

INTRODUCTION
The algorithm described
automatically calculate the integral

here

attempts

to

I = fh& f(x) dx
within a specified relative tolerance e, using an improved
version of the adaptive Gaussian method (AGM). A full
description of the standard AGM is given in Robinson
(1971). The standard method essentially follows the normal
adaptive procedure originally proposed by McKeeman
(1962), but incorporates the use of the 3-point GaussLegendre rule in place of the more usual Newton-Cotes
formula and a method of subdivision designed to avoid
unnecessary wastage of the resultant irregularly-spaced
function evaluations.
The efficiency and reliability of the basic routine has
been improved by
(i)
altering the fixed left-middle-right order of
subdivision
and
(ii) the introduction of an extrapolation step.
These extensions are described in more detail below.2 *
2.
2.1

EXTENSIONS TO THE STANDARD AGM
Order of subdivision
One problem of adaptive integration schemes is the
effect a wrong decision taken early in the procedure may
have on the accuracy of the final result or on the overall
efficiency of the algorithm. For example, in many schemes,
when convergence is not achieved on a particular
subinterval, the left half of that subinterval is subdivided
further while information on the right half is stored away
for future consideration. For an integrand which has an
integrable singularity near the upper limit of integration,
such a modus operandi may result in more function
evaluations than should really be necessary being required
near the lower terminal to dampen the effect of this
singularity.
The decision to subdivide the left subinterval first is,
of course, purely arbitrary. In cases where the integrand

does display some form of singularity near the upper limit,
it would almost certainly be preferable to subdivide to the
right. Ideally, we seek an order of subdivision which locates
irregularities in the behaviour of the integrand most
quickly.
Consider the subdivision of the interval [a,b] for the
standard AGM (Fig. 1). Let Io be the 3-point GaussLegendre approximation to I on [a, b] and suppose [a,b]
has been subdivided at a\ and bi, resulting in the new
estimates Ii, I2 and I3 on the three subintervals so created.
Then, if (13 + I2 + I3) is not sufficiently close to Io, accord
ing to the standard adaptive test, we now subdivide [a, aj]
and obtain the new estimate (Ii 1 + I12 + Ii 3) for the sub
interval [a, aj]. As the basic procedure stands, now that
subdivision of [a, ^1] has begun, eventually both [a^, bj ]
and [bi, b] will have to be subdivided at least once; so if
we effect these subdivisions now, we can obtain an
estimate of the error on each of these three subintervals,
namely
3
Ei = I 2 Iy-Iil , i = 1,2,3
j=l
respectively (see Fig. 2). We can then test for convergence
on each subinterval (and subdivide if necessary) in order of
maximum magnitude of error rather than left, middle,

Figure 1 Subdivision for the standard AGM

*Mathematics Department, La Trobe University, Bundoora, Victoria, 3083. Manuscript received 5th July 1976.
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Figure 2 Subdivision for the modified AGM

right. Naturally, this decision procedure is used throughout
the scheme. In this way trouble spots may be located
quickly and time is not wasted by perhaps unnecessarily
subdividing a leftmost subinterval because of the influence
of an irregularity in the integrand elsewhere in the original
interval.
By subdividing each of the three relevant subintervals
concurrently, no time is lost overall, for when the routine
returns later to investigate the remaining two subintervals,
the estimates required for their tests of convergence and
possible further subdivision are simply being held in store
and need not be recalculated.
A further benefit of this scheme is that a better
running estimate of I is available for use in the relative tests
for convergence. Thus, the test for convergence on
subinterval k becomes
3
3 3
|Ik-2 IkjKei {,2 2 | Ijj | } , k = 1,2, 3.
j=l
i=lj=l
Use of an extrapolation step
Osborne (1974) derives a generalized Euler-Maclaurin
expansion for the error of numerical quadrature formulae.
For use in our context, Osborne’s result is best simplified as
follows:
Let Qn be an n-point quadrature sum with degree of
precision k and defined by

=

i

=

n
i
and 7= = —— 2 A; g;1-1 — 2
(i—1)- j=l
j=2

j!

where 71

1,

71

=

0,

2, 3, ... , k +

1

i = k+2,..., p.
(1)

Thus, for the 3-point Gauss-Legendre formula, we have
Ai =A3= 5/18, A2= 4/9;

(2)

^ =*4(1-^ ),l2=fc,$3=a(l+>Af)

(3)

and k = 5, yielding
77

= §!

18

[040 -x/^)}6+{

}6]
+ -L + 1}
9x16 7}

2.2

1

2,016,000 ’
and therefore
I {f;a,b} = Gj, {f; a, b}

Qn { f;a,b } = h 2 Aj f (a + ijjh),
j=l

+

(b-a)6
2,016,000

{f(v) (b) _ f(v) (a) J +

_

where h = b — a,

0<?l

<?2<-< Sn<l

and the Aj, j = 1, ... , n are non-negative weights indepen
dent of h and f.
Then if f is continuous and has continuous derivatives
up to order p, it can be shown that
Ji f(x)dx = Qn { f; a, b } - 2
hi-l 7i { ^-2) (b)
i=k+2
— f(i—2) (a) }. +0(hP+l)
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We can now use this result to perform one
extrapolation step on each subinterval created by AGM.
Fig. 3 depicts the node positions after the initial subdivision
of the interval [a, b]. We have, for [a, b]
G3 {f;a, b > =0>_gll {5f(Ul) + 8f(u2) + 5f(u3)}
with U; = a + ?j (b-a) ,

i = 1,2, 3

and ?j defined by (3).
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I = (Ij +I2+I3) -77 *h6 { f(v> (b) - f<v> (a) } + 0(h8) ,
from which we can derive a new estimate of order h8 :
TFigure 3 Node positions after initial subdivision of [a,b]

Ql+W-Mo
1 -X

r4
^

where
X

=
77

47502VT|- 183965 ~ 0.015127857.
625

The estimate on the subinterval [a, a3 ] is
G3 {f;a,ajL} = —- {5f(un) + 8f(u12) + 5f(u13)}
with u1:i = a +

(a3 —a),

i = 1,2,3

and similar approximations can be written down for the
subintervals [a3, bi ] and [b3, b]. By regarding the sum of
the three estimates G3 { f; a, a3 } , G3 {f; a j, b3} and
G3 {f; bi, b}’ as a single 9-point formula for the whole
interval [a, b], we have
9
Q9 { f; a, b } = h S Bj f(a+r?jh) , h = b — a
i=l
where
r£i
r + (1 —2r) £i_3
(l-r) + r$i_6

i = 1,2,3
i = 4, 5,6
1 = 7,8,9

rAi
(1—2r)Ai_3
rAi_6

i= 1,2,3
i = 4, 5,6
1 = 7,8,9

and
Bi

with r = J—and

Aj,

i = 1,2, 3defined by equations

(2) and (3).
The degree of precision of this formula is still 5 and
so by (1), the leading term in its error-expansion has
coefficient

V = gj { ^ B,n,6 - 4-}

= 183965 -47502x/l5
126xIO?
=* -7.5039 x 10-9
Thus, using the notation of Fig. 1 for the 3— and 9point approximations, we have
I = I0-77h6 {f<v> (b) — f Cv> (a)■} + 0(h8), h = b-a'
and
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To achieve the additional accuracy usually afforded
by the extrapolation step (4), we naturally use it on each
subinterval generated by the adaptive subdivisional
sequence.
3.

INCORPORATION OF THE EXTENSIONS INTO
THE STANDARD AGM
Empirical tests on the 110 test integrals listed in
Robinson (1973) show that for these integrals
(i)
the suggested new order of subdivision generally
offers a safe 2%-10% improvement in efficiency for
functions possessing an irregularity out of the
neighbourhood of the lower limit of integration,
while having little effect for most other functions.
(ii) On average, for a requested tolerance of e < 10-4,
the incorporation of the extrapolation step into the
standard AGM improves the accuracy of the result by
a factor between. 10 and 100. Naturally the effect
is more marked for well-behaved functions than for
those displaying some form of singular behaviour,
but for these latter functions, improvements in
accuracy of order 50-100 are common if e < 10-8.
In these cases, the adaptive procedure breaks the
interval down into subintervals which are small
enough to ensure that, on these subintervals, the
function can be reasonably approximated by a sixth
degree ■ polynomial,
therefore
making
the
extrapolation step effective. It is worthwhile noting
that for test examples in which the continuity
requirements of the integrand are not met and only
low accuracy is requested, the result achieved using
extrapolation is never significantly worse than that
obtained by the straightforward method.
When incorporating this extension into the adaptive
scheme. It was considered worthwhile, when testing for
convergence on each subinterval to test the difference
between the extrapolated value and the 3-point estimate,
rather than leave the test unchanged and simply accept the
extrapolated value when convergence is reached. The effect
of this decision is negligible in relation to efficiency, but a
marginal increase in accuracy is usually achieved.
We can in fact make use of the increased accuracy
obtained using the extrapolation step to improve the
efficiency of the method by a further modification. We
may recall that when discussing the reduction of the
tolerance parameter e at each level of subdivision of the
standard AGM (Robinson, 1971), it was decided that
division by the factor 1.4 was a minimum value to preserve
satisfactory robustness. However, with the extrapolation
step added to the procedure, it has been found, again
The Australian Computer Journal, Vol. 8, No. 3, November, 1976
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empirically, that a considerable saving (even up to 40%)
can be made in the number of function evaluations required
without reducing reliability in any way, by reducing this
figure to 1.2.
4.

NUMERICAL TESTS
An evaluation of the performance of the improved
adaptive Gaussian algorithm (referred to as AGM hereafter)
is covered in considerable detail in Robinson (1973), where
the results of a comprehensive test of 15 automatic
integration routines on 110 test integrals is reported. Here
we attempt to present a profile of AGM. It must be
remembered that subjecting a quadrature algorithm to a
battery of test integrals can never conclusively define the
domain of the algorithm since a quadrature formula can
always be made to fail by the introduction of perturbations
in the integrand between points of evaluation (de Boor,
1971a). However, a large battery test such as the one
referred to above can certainly give a feeling for the general
capabilities of an algorithm.
The profile presented must of course be relative to
other adaptive algorithms and the ones mentioned here are
QSUBA (Patterson, 1973), based on Kronrod’s wholeinterval formulae, CADRE (de Boor, 1971b), based on
Romberg’s scheme, and QNC7 (Kahaner, 1971), based on
the 7-point Newton-Cotes formula.
AGM is an extremely reliable method for integrating
well-behaved functions, but it is not as efficient as QSUBA
or QNC7, which are generally two to three times faster.
However, the method comes into its own when one is
integrating functions with a singularity at one or more
points of the integration interval. On these functions AGM
performs much more consistently than the other three
adaptive methods. As an illustration of the power of the
method in handling particularly nasty integrands, we
reproduce in Tables 1-6 the results obtained in attempting
to evaluate the integrals
1

1

vr

dx

=

3.141592653 ....

loge(l-x)

2.

j

'

dx =

-2.177586090 ....

dx =

206.0

V^2

10000
3.

I
} loge(e/x)
0

1

5.

Vx~
1

V 10.9—xl

dx

=

dx =

6.0

2.529822128

The Australian Computer Journal, Vol. 8, No. 3, November, 1976

,1
6.

dx

=

2.0

0

It is clear that AGM is both reliable and efficient for these
integrals.
An important point to note is that unlike any of the
other methods, AGM never fails at any tolerance level for
any of the test functions which has an endpoint singularity.
This is a very important property, for not only are endpoint
singularities much more common in practice, but in cases
where a singularity does occur at an interior point'd, say,
the interval can be subdivided at c and'AGM can then be
applied to the two resulting sub-intervals.
With regard to the efficiency of AGM for evaluating
integrals with singular integrands, a clear pattern emerges.
For tolerances between 10~2 and 10~6 AGM is generally
the most efficient of all the adaptive routines. At higher
tolerances, QNC7 and CADRE are often slightly more
efficient than AGM if the singularity in the integrand is
removed to the first derivative. However, the nastier the
integrand becomes the less efficient these other methods
become (at all tolerances) relative to AGM. For the nastiest
integrals (where the function itself becomes infinite at one
or more points within the range of integration), the
efficiency of AGM is usually clearly superior (except,
perhaps, when the other methods fail badly).
AGM is also, naturally enough, very reliable for
integrating peaked functions and functions with a near
singularity. Its only fail among the test integrals of this
type is the pathological integral of Cranley and Patterson
(1971) which is specifically designed to thwart adaptive
integration procedures. Even so, AGM still performs better
than other adaptive methods for this integral (see Table 7).
As far as efficiency is concerned for this type of integrand,
the pattern is very similar to that of functions which have a
singularity in the first derivative; that is, AGM is the most
efficient method at low tolerances, but it is usually not as
fast as QNC7, CADRE, and QSUBA at high tolerances.
As we might expect, because of its adaptive nature
and its dependence on a low-order Gaussian rule, AGM is
not particularly suited to the integration of rapidly
oscillating functions. It is generally very reliable, but grossly
inefficient at high tolerances relative to QSUBA, which is
particularly well suited to these functions.
From the results obtained with a small sample of
functions which have one or more finite discontinuities,
AGM appears again to be very reliable and of comparable
efficiency to other adaptive routines.
In each of Tables 1-7, the three entries in each cell
represent the number of function evaluations required, the
time taken in milliseconds and the actual relative error
achieved, respectively. “Q” is printed after the number of
function evaluations if the method quit because it reached
a certain preset number of levels of subdivision (40) or
function evaluations (10000), and an “F” follows the
actual error if this error is greater than the error requested.
In cases where a routine requires more than 10000 function
evaluations, the value returned for the integral is
automatically set to zero.
The tests were carried out on the University of
Melbourne’s 60-bit word CDC Cyber 73 computer.
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Table 2:

log(l-x)
dx

-1
Tolerance

171
187
6(—3)

CADRE
106
207
8(—3)

QNC7
493Q
542
2(2)F

QSUBA
255
257
6(-3)

10-4

549
602
2(—5)

266
496
1(—4)F

493Q
539
2(2)F

5219Q
5277
5 (-6)

9945Q
3292
9(—7)

io~6

1233
1354
2(—8)

1010
1744
5 (—6)F

493Q
540
2(2)F

10215Q
10338
1(0)F

493Q
216
2(0)F

10215Q
3382
1(0)F

io-8

2439
2658
5 (—11)

1298
2353
2(—6)F

493Q
540
2(2)F

10215Q
10336
1(0)F

577Q
254
2(0)F

10215F
3383
1(0)F

IQ-iO

47070
5110
7 (—13)

938Q
1614
8(—1)F

553Q
608
2(2)F

10073Q
10190
1(0)F

Tolerance

AGM

10-2

2337Q
774
1(-4)F

493Q
216
2(0)F

641
874
l(-9)

3915
1627
2(—14)

1473
1756
2(—11)

Table 3:

10000

CADRE
17
15
5(-3)

QNC7
493Q
216
2(0)F

QSUBA
63
21
3(—3)

99
41
8(—3)

10-4

405
168
2(—5)

257
232
3(—5)

493Q
216
2(0)F

10~6

963
399
5 (-8)

481
467
9(—7)

10~8

1989
827
4(—11)

10-10

1

O

AGM

J

Table 4:

1

•

CADRE
57
125
9(-3)

QNC7
493Q
545
2(—6)

QSUBA
127
128
6(—3)

271Q
312
3 (—5)

387
146
5(—6)

270Q
364
5(—4)F

613Q
246
8(-8)

849
249
1 (—2)F

10^

351
382
4(—6)

65
135
9(-3)F

493Q
545
2(—6)

3399Q
3420
5(-5)

963
362
5(—9)

385Q
435
5(—4)F

937Q
376
3(—8)

7069Q
2071
7 (—6)F

10~6

747
814
6(—9)

225
439
3(—4)F

493Q
543
2(—6)F

7275Q
7321
6(—7)

1701
643
8 (-9)

625Q
563
5(—4)F

1609Q
646
3(-8)F

10263Q
3010
2(-7)F

10~8

1431
1561
4(—14)

737
1268
2(—6)F

961Q
1063
2(—6)F

10245Q
10312
1(0)F

3429Q
1292
2(10)F

961Q
724
5(—4)F

2665Q
1071
3(—8)F

10011Q
2936
1(0)F

10-1°

2799Q
3053
3(—13)

1201Q
1951
2(-7)F

1873Q
2072
2(-6)F

10087Q
10151
1(0)F

10-4

10~6

1

o

C
O

Table 5:

IO-2

f1
J VIO.9-=^r
0
QSUBA

AGM
171
68
4(—3)

CADRE
218Q
254
4(—4)

QNC7
493Q
207
5(—6)

127
42
4(—2)F

io-4

459
187
l(-5)

375Q
450
2(—6)

721Q
303
l(-7)

4503Q
1440
1(—4)F

10-6

999
403
21-1)

553Q
622
2(-5)F

1141Q
481
l(-8)

8579Q
2746
l(-6)

10~8

2097
849
6(—10)

1009Q
879
2(-5)F

1621Q
683
2(—8)F

10247Q
3281
1(0)F

10-10

4095
1654
6(-10)F

1521Q
1115
2(—5)F

2893Q
1220
2(-8)F

10265Q
3287
1(0)F

Tolerance
IO-2

110

0

AGM
135
146
2(—3)

QSUBA
31
10
2(-2)F

CADRE

io-10

Tolerance

QNC7
97
39
1(—2)F

AGM
117
44
2(—3)

10~2

loge(e/x)
dx

VTxT
-9

Tolerance

f1
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Table 6:

r1
• 0

Tolerance

Table 7:

1

vi^r

dx
sech2 {lO(x—0.2) } + sech4 (l00(x-0.4)}
+ sech^ {l000(x-0.6)}
dx
QSUBA
63
21
3(—3)

10-4

243
97
7(-6)

65
39
8(—8)

493Q
207
2(0)

1827Q
585
4(—5)

10~6

549
221
2(—8)

129
142
4(—8)

493Q
206
2(0)

5385Q
1724
5(—7)

10-8

1089
438
4(-ll)

369
490
9(—10)

493Q
208
2(0)

8895Q
2846
5(—9)

10-10

2187
885
6(—15)

753Q
915
2(—5)F

577Q
243
2(0)

10245Q
3278
1(0)F

0
Tolerance

AGM
99
389
5('-3)

CADRE
107
474
5(—3)

QNC7
73
288
5(-3)

QSUBA
255
902
5(—3)

10-4

153
605
5(-3)F

175
834
5(—3)F

121
483
5(-3)F

525
1967
5(—3)F

10-6

441
1774
3(—7)

225
1051
5(—3)F

205
816
5(—3)F

827
3161
5(-3)F

819
3275
6(—12)

614
2797
9(—11)

361
1446
5(-3)F

827
3160
5(-3)F

1575
6308
4(—14)

929
4124
1(-12)

925
3729
2(—13)

985
3790
5(—3)F

1

1

o

5.

00

QNC7
493Q
208
2(0)

o

CADRE
17
14
3(—4)

C
S

10~2

AGM
81
32
3(—3)

IO-10

FORTRAN PROGRAM
SUBROUTINE AGM(FUN,AA,BB,EPSS,LIMIT,ANS,IQUIT.NF)

C

c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c
c

'AGM*

ESTIMATES
BB
I

FUN(X)

DX

AA
USING A MODIFIED ADAPTIVE GAUSSIAN METHOD.
THE MODIFICATIONS INCLUDE
(I)
WHEN THE REQUIRED ACCURACY IS NOT ACHIEVED FOR A PARTICULAR
INTERVAL, ALL THREE SUBINTERVALS ARE SUBDIVIDED SIMULTANEOUSLY.
THE RUNNING BEST APPROXIMATION FOR USE IN THE RELATIVE
ERROR TEST IS THEREFORE IMPROVED.
(II)
THE PROCEDURE NEXT PROCESSES THE SUBINTERVAL WITH THE
LARGEST ERROR (C.F. STANDARD AGM, WHICH ALWAYS PROCESSES THE
LEFT SUBINTERVAL FIRST).
(Ill) ONE EXTRAPOLATION STEP IS PERFORMED ON EACH NEW SUBINTERVAL
TO IMPROVE THE ESTIMATE ON THAT SUBINTERVAL.
(IV)THE INCREASED ACCURACY ACHIEVED BY (III) ENABLES THE FACTOR
BY WHICH THE TOLERANCE IS DIVIDED AT EACH STEP TO BE SAFELY
REDUCED TO 1.2 (C.F. 1.4 FOR STANDARD AGM).

INPUT PARAMETERS
FUN

c

c
c
c

THE INTEGRAL

A A, BB
EPSS
LIMIT

THE INTEGRAND

(MUST BE IN THE FORM OF A SINGLE
ARGUMENT FUNCTION SUBPROGRAM)
THE LIMITS OF INTEGRATION
THE DESIRED RELATIVE ERROR IN THE ANSWER
A LIMIT ON THE NUMBER OF FUNCTION EVALUATIONS ALLOWED
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C
C
C OUTPUT PARAMETERS
C
C
ANS
THE ESTIMATE OF THE INTEGRAL
C
IQUIT
= 0
IF CONVERGENCE IS ACHIEVED USING LESS THAN 40
C
LEVELS OF SUBDIVISION AND LESS THAN 'LIMIT'
C
FUNCTION EVALUATIONS
C
= 1
IF 40 LEVELS OF SUBDIVISION ARE REQUIRED AT SOME
C
STAGE OF THE ROUTINE (IN THIS CASE, INVESTIG
C
ATION OF THE PARTICULAR SUBINTERVAL IS
c
TERMINATED AND THE PROCEDURE CONTINUES ON TO
c
THE NEXT APPROPRIATE SUBINTERVAL)
c
= 2
IF MORE THAN ’LIMIT' FUNCTION EVALUATIONS ARE
c
REQUIRED (IN WHICH CASE THE ROUTINE IMMED
c
IATELY ABORTS-, AND RETURNS ANS = 0)
C
NF
THE NUMBER OF FUNCTION EVALUATIONS REQUIRED

c
c
DOUBLE PRECISION P,Q,R,R1,R2,R3,S,T,A,AT,BT
DIMENSION A(4,4 0),F(9,40),EPS(40),EST(3,40),AT(3,40),BT(3,40),
*
DIFF(3,40),FT 1(3,40),FT2(3,40),FT3(3,40),FT4(3,40),
*
FT5(3,40),FT6(3,40),ESTT1(3,40),ESTT2(3,40),
*
ESTT3(3,40),SUM(3,40)
INTEGER J(40),KK(40)
DATA P,Q,R,S,T / 4.4444444444444444444444444444D-1,
*
2.7777777777777777777777777778D-1,
*
2.2540333075851662296414692006D-1,
*
1.5127858471547007656744027896D-2,
*
9.8487214152845299234325597210D-1/

c
C
C
C
C
C

P
R
S
T

AND Q ARE ONE HALF OF THE THREE POINT GAUS S-LEGENDRE WEIGHTS
= 1 - SQRT(15)/5
(USED TO DETERMINE POINTS OF SUBDIVISION)
= (47502*SQRT(15) - 183965)/625
IS THE EXTRAPOLATION FACTOR
= 1 - S
IQUIT = 0
1=1

ANS =0.0
KK(1) = 1
J(l) = 5
C
C INITIAL 3-POINT ESTIMATE
C
A(l,1) = AA
A ( 4,1) = BB
R1 = BB - AA
R2 = 5D-1*R*R1
ARG = AA + R2
F(2,1) = FUN(ARG)
F(5,1) = FUN(0.5 *(AA + BB))
ARG = BB - R2
F(8,1) = FUN(ARG)
ESTO = R1*P*(625D-3*(F(2,1)
112

+ F(8,l))

+ F(5,l))
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o o o

EPS(l) = EPSS
C
C PERFORM FIRST SUBDIVISION AND FORM 3 ESTIMATES AT LEVEL 1
C
R2 = 2D-1*R1
R1 = R*R1
A(2,1) = A(1, 1) + R1
A(3,1) = A ( 4,1) - R1
W1 = A(1, 1) + R2
U3 = A(4,1) - R2
ARG = A(2,1 ) - R2
F ( 1 ,1) = FUN(ARG)
F ( 3,1) = FUN(Wl)
ARG = 2.0*W1 - 0.5*(A(1,1) + A(2,l))
F(4,1) = FUN(ARG)
ARG = 2.0 *U3 - 0.5 *(A(3,1) + A(4,l))
F(6,1) = FUN(ARG)
F(7,1) = FUN(U3)
ARG = A(3,1) + R2
F ( 9 , 1) = FUN(ARG)
NF = 9
EST( 1,1) = R1*(Q*(F(1,1) + F(3, 1)) + P*F(2,1))
EST(2,1) = (A(3,1) - A(2,1))*(Q*(F(4,1) + F(6,l)) + P*F(5,1))
ES T(3,1) = R1*(Q*(F(7,1) + F(9,l)) + P*F(8,1))
SUMO = (EST( 1 , 1) + EST(2,1) + EST(3,1) - S*EST0) / T
BEST = ABS(SUMO)
DIFF(1,1) = ABS(SUMO - ESTO)
IF (DIFF(1,1) .GT. EP S(1)*BES T) GO TO 1
ANS = SUMO
RETURN
SUBDIVIDE AT LEVEL I AND FORM NEW GAUSSIAN SUMS

ON EACH

SUBINTERVAL

= 1+1
IF (NF .GT. LIMIT) GO TO 15
EPS(I) = EPS(1-1)/1.2D0
BEST = BEST - ABS(SUMO)
L = 1
R2 = A(2,I-1) - A(1,1-1)
R1 = R*R2
R2 = 2 D-1 * R2
2 AT(L,I) = A(L,I-1) + R1
BT(L,I) = A(L+l,I-1) - R1
R3 = BT(L,I) - AT(L,I)
W1 = A(L,I-1) + R2
U3 = A(L+l,1-1) - R2
ARG = AT(L,I) - R2
FT 1(L,I) = FUN(ARG)
FT2(L,I) = FUN(Wl)
ARG = 2.0 *W1 - 0.5*(A(L,I-1) + AT(L,I))
FT 3(L,I) = FUN(ARG)
ARG = 2.0*U3 - 0.5*(A(L+1,1-1) + BT(L,I)).
FT4(L,I) = FUN(ARG)
FT5(L,I) = FUN(U3)
11
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ARG = BT(L,I) + R2
F T 6 ( L , I) = FUN(ARG)
ES TT1(L,I)
= R1*(Q*(FT1(L,I) + FT2(L,I)) + P*F(3*L-2,1-1))
ES TT2( L, I)
= R3*(Q*(FT3(L,I) + FT4(L,I)) + P*F(3*L-1,1- 1) )
ESTT3(L, I)
= R1*(Q*(FT5(L,I) + FT6(L,I)) + P*F(3*L,1-1))
SUM(L, I) = (ESTT1(L , I) + ESTT2(L,I) + ESTT3(L,I) - S*EST(L,I-1)) / T
DIFF(L,I) = AB S(SUM(L , I) - EST(L,I-1))
BEST = BEST + ABS(SUM(L,I) )
L = L + 2
IF (L - 4) 2,4,3
3 L = 2
R2 = A(3,I-1) - A(2,I-1)
R1 = R*R2
R2 = 2D-1*R2
GO TO 2
4 NF = NF +18

n n

C
C DETERMINE ORDER OF PROCESSING ACCORDING TO MAGNITUDE OF ERROR
ON EACH SUBINTERVAL

6

1

8

9

10

non

11

TEST FOR CONVERGENCE
12

n n o

K = 1
IF (DIFF(2,1) .GT. DIFF(1,1)) K = 2
IF (DIFF(3,I) .GT. DIFF(K,I)) K = 3
JJ = K
IF (JJ - 2) 6 ,7,8
L = 2
M = 3
GO TO 9
L = 1
M = 3
GO TO 9
L = 2
M = 1
KK(I) = JJ
J(I) = L
IF (DIFF(M,I) - DIFF(L,I)) 12 ,10,11
IF (DIFF(M,I) .LT. 0.0) J(I) = 4
GO TO 12
J(I) = M

IF (DIFF(J J,I)
IF (I .LT. 40)
IQUIT = 1
GO TO 14

IF NO CONVERGENCE,
13 A(1,I)
A(2,1)
A(3,I)
A(4,I)
F ( 1,1)
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=
=
=
=
=

.LE. EPS(I)*BEST)
GO TO 13

GO TO

14

DEFINE POINTS FOR USE IN NEXT SUBDIVISION

A(JJ,1-1)
AT(JJ , I)
BT(JJ,I)
A(JJ+l,I-1)
FT 1 ( J J , I)
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F(2, I) = F ( 3 * J J--2,1- 1)
F ( 3 , I) = FT2(JJ,,D
F ( 4, I) = FT3(JJ,,D
F(5, I) = F(3*JJ--1,1- 1)
F ( 6 , I)
FT4(JJ,,D
F ( 7 , I) - FT5(JJ,,D
F ( 8 , I) = F(3 *JJ,,1-1)
F(9, I) = FT 6(JJ,,D
EST ( 1, I) = ESTT1■ (JJ, I)
EST ( 2, I) = ESTT2:(JJ, I)
EST ( 3, I) = ESTT2KJJ, I)
SUMO ss SUM(JJ,I)
GO TO 1
C
C WRAP UP INTERVAL AFTER ALL 3 SUBINTERVALS AT LEVEL I HAVE CONVERGED
C
14 ANS = ANS + SUM(1,1) + SUM(2,I) + SUM(3,1)

1

=

1-1

K = KK(I)
SUM(K,I) = 0.0
C
C PROCEED TO NEXT APPROPRIATE LEVEL
C
JJ = J(I)
K = KK(I)
DIFF(K,I) = -1.0
GO TO (6,7,8,14,16) , JJ
C
C 'FAIL' EXIT
C
15 IQUIT = 2
ANS = 0.0
C
C NORMAL EXIT
C
16 RETURN
END
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Book Reviews
W.M. Waite. Implementing Software for Non-Numeric Applications,
Prentice-Hall, Inc. Englewood Cliffs, N.J., 1973. Pp. xv + 510, U.S.
price $14.95.
This is an important and significant book. It is actually a
compendium of list processing techniques, discussed in detail with
program segments illustrating each concept. The coverage of these
techniques is wider than in any other book known to the reviewer;
there is nothing really new, but the book will be a mine of
information for the non-numeric applications specialist.
It must, however, also be pointed out that the book has a
number of faults of varying degrees of seriousness. Typographical
errors abound; some are trivial, but others may cause confusion and
obscure the sense of the text. There are inconsistencies in treatment;
for example, the flag lines for STAGE 2 given on pages 339, 378
and in the listing on page 458 are all different (and the first has a
full stop missing). First person singular is used throughout, and
while this is generally acceptable in personal reminiscence or case
study, constant use of “I” grates somewhat in general scientific
writing.
The first chapter covers basic definitions and list structures. The
notation of LISP is used and the primitive operations of that
language are defined. Chapter 2 introduces WISP, viewed as an
abstract computer for manipulating list structures. This basic WISP
is based on the work of Wilkes (1964) and differs from his mainly in
the provision of two extra 1-bit fields in the machine word and
operations to manipulate them.
Chapter 3 is entitled “Basic Programming Techniques”.
Dictionaries in both simple list and tree structured forms are
discussed in detail, and the treatment of multicharacter atoms is
discussed more briefly. Stacks are then introduced and their
application to tracing list structures is described. Next, the author
shows how a list structure may be traced without using a stack by
changing the direction of the pointers in the link fields. An
application of this technique, garbage collection, is considered in the
final section. Liberal use of program segments in basic WISP and
flow charts mean that there is a considerable amount of detail for
the reader to absorb, but there is nothing mysterious or obscure.
The flow charts, incidentally, do not conform to the appropriate
ISO or ANSI standards.
Chapter 4 describes a simple list processor called HELP.
Originally devised under the name FLIP by J.B. Hext (the reason for
the change of name is not explained), HELP is similar to but much
simpler than LISP. This simplicity allows a full discussion of the
implementation of a processor for the language. The fifth chapter is
devoted to LISP without however attempting an exhaustive
coverage of the language. Inevitably, there are missing parentheses in
some examples; for example, in fig. 5.6(a) on page 129. As in the
previous chapter, examples of the use of the language are followed
by some details of its implementation. The impression is given that
LISP is still being developed, LISP2 being cited as an example; in
fact, the LISP2 project was discontinued some years ago (Cheetham,
1971) so that anyone currently programming in LISP is probably
still using the twelve year old LISP1.5 system.
Chapter 6, called “More Complex List Structures”, is mainly
concerned with various schemes for handling data in the form of
linked blocks of both fixed and variable sizes. The questions of
space allocation, compacting of storage, and garbage collection are
discussed, and yet another list processing language makes a brief
appearance: this time, Weizenbaum’s SLIP.
Chapter 7 introduces string processing. Although string handling
appears to require only a subset of general list processing
techniques, efficiency requires more advanced development of the
techniques. A section on string languages and operations introduces
detailed algorithms for moving strings stored in packed form in a
word oriented computer, and the chapter concludes with a
discussion of the , problems of storage management in string
processing systems.
Chapter 8, the longest in the book, deals with the central
problem in string handling, pattern matching. Sufficient of the
SNOBOL language is introduced to provide a framework for
discussion, and the representation of a pattern as a directed graph
introduces an algorithm for matching using a left-to-right scan. The
algorithm allows not only for matching literal substrings but also
substrings of arbitrary content and either specified or arbitrary
length. There is also a section on lexical analysis as a pattern
matching problem; only towards the end does the author admit that
a lexical analyser is usually better treated as an example of a finite
state automation.
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Chapter 9 is concerned with the implementation of special
purpose languages; in machine code, projects of the size of LISP and
SNOBOL require about 4 to 6 man years of work, and ways of
reducing this cost are explored. Imbedding (exemplified by SLIP) is
one method, but this depends upon the availability of a compiler for
a standard high level languag; such as FORTRAN, COBOL or
ALGOL. The author prefers a full bootstrapping process,
constructing a chain of macro processors of increasing sophistication
from a simple machine code or FORTRAN base, and an explanation
of his STAGE2 system is given. He does not refer to a third
alternative: transportable higher level languages such as BCPL, an
alternative which, although possibly a little more expensive than a
low level macro processor, may be easier and more satisfactory to
use in practice.
It is difficult to decide for whom the book is intended. It is
probably too long for a textbook for one course, and as there is a
logical progression of material starting in the middle without any
background will probably be unprofitable. An instructor should
however be able to extract suitable material for inclusion in his
courses if he is prepared to take care of the introduction and
rounding off. The book will probably be most useful as a reference
and source of ideas for anyone concerned with complex symbol
manipulation problems, either in the classroom or in the
programmer’s office.
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The nine chapters, each written by separate authors, are all
concerned with aspects of stochastic control or extensions to
Kalman filtering theory. As each chapter is self-contained the book
has a considerable amount of duplication. This, coupled with the
leisurely tutorial style of some of the longer chapters, has resulted in
a book much larger than necessary for the imparted information.
The mathematical level of most of the chapters require only a
modest understanding of matrix and probability theory. The book is
thus a good introduction to current research in this important area
of control theory. The book will be most useful to research workers.
Chapters 2 and 7 will, however, be of interest to engineers
concerned with the application of modern control theory.
Chapter 1 - An Overview of Filtering and Stochastic Control in
Dynamic Systems by H.W. Sorenson.
The Stochastic control problem (i.e. the control of an unknown
plant subject to random disturbances and noise) is lucidly
formulated so as to indicate the formidable difficulties inherent in
its solution.
The concepts of Dual Control, Neutrality, Certainty Equivalence
and Separation are clearly discussed. Suboptimal approaches,
necessary even for simple problems, are surveyed. These include
Open-loop feedback, certainty equivalence and n-step ahead
methods.
This is an excellent chapter with many interesting ideas clearly
presented.
Chapter 2 — Linear and Non-Linear Filtering Techniques by G.T.
Schmidt.
This chapter is mainly concerned with the implementation of
linear filters. Kalman filters are often rendered impractical by the
large amount of computation required. This depends on the size of
the state space description of the plant. Computationally more
efficient filters are obtained by applying Kalman filtering to reduced
order state space models. The performance of these suboptimal
filters will be acceptable in most real situations.
Methods of reducing numerical errors (Square root techniques)
and the divergence of the estimates are discussed.
Methods of applying linearised versions of the Kalman filter to
non-linear problems are also briefly discussed.
The chapter is well written but is not a comprehensive survey of
useful filtering techniques as more efficient suboptimal filters may
be derived directly without reference to the Kalman filter.
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Book Reviews
— Concepts and Methods in Stochastic Control by Y.
Bar-Shalom and E. Tse.
The first part of this chapter covers the same ground as Chapter
one.
A particular method of applying suboptimal dual control is
described and illustrated by examples with constant linear but
unknown plant. The examples clearly illustrate the dual properties
of the controller, i.e. the control action not only controls the plant
but also provides sufficient excitation for good identification.
Chapter 4 — The Innovations Process with Applications to
Identification by W.C. Martin and A.R. Stubberud.
A method of identifying the plant and convariance matrices of a
discrete time model is developed and illustrated with examples. A
sensitivity analysis of the Kalman filter to changes in plant
parameters is used to obtain conditions for the identification of the
errors in the model equations. This condition is used with stochastic
approximation methods to identify the errors in the plant model.
Chapter 5 — Discrete Time Optimal Stochastic Observers by L.M.
Novak.
A number of different approaches are used to show the
relationship between the Observers and Kalman filter. The
computational advantages of the Observers are analysed.
Chapter 6 - Discrete Ricatti Equations: Alternative Algorithms,
Asymptotic Properties, and System Theory Interpretations by
L.M. Siverman.
In the first part of this chapter the linear quadratic problem is
minimised by a method which shows the relationship between the
various algorithms proposed for solving the Ricatti equation.
The second part concerns system structure and its relationship to
the structure of the Ricatti equation. This is the most
mathematically sophisticated part of the book.
Chapter 7 — Theory of Disturbance-Accommodating Controllers by
C.D. Johnson.
This chapter considers disturbances which, in the short term,
have a known wave form structure which can be modelled by a
Chapter 3
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deterministic state equation. Conditions for the control input to
cancel the effect of the disturbances can thus be derived. These
“disturbance accommodating” controllers require feed-forward
signals from the states of the disturbance model. These states will
not be available and thus the author discusses the design of
observers for estimating the disturbance states from the available
measurements. If the disturbance contains a random noise
component then the control input can be augmented by a
component designed by conventional statistical theory to minimise
the variance of the corresponding random output deviation.
The author claims that, in practice, many disturbances have a
known wave-form structure and that for such systems the
disturbance accommodating controllers are much superior to
statistically designed controllers.
Chapter 8 — Identification of the Noise Characteristics in a Kalman
filter by H. Whitin Brewer.
State space models are used to model the uncertainty in the
unknown parameters. The residuals from the suboptimum Kalman
filter applies to the plant (obtained with the inaccurate parameters),
are used to supply data to a second suboptimal Kalman filter which
is applied to the state equation of the unknown parameters.
Examples are given.
The laborious presentation made parts of this chapter difficult to
understand.
Chapter 9 - Discrete-time Linear Systems by R.F. Chap and A.R.
Stubberud.
An adaptive Kalman filter is designed using the fact that, with
the correct Kalman gain, the error residuals are uncorrelated. A cost
function which is a measure of the correlation of the residuals is
minimised directly with respect to the Kalman gain parameters
(using steepest descent). An hypothesis test for the correlation of
the residuals is given.
The method thus neatly bypasses the need to identify the plant
and noise characteristics.
C.S. Berger,
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Forthcoming National and International Events
DATE

CONFERENCE NAME

LOCATION

1976
December

6-10

2nd IFAC/IFORS Symposium on “Dynamic Modelling and Control in National Economies”

Vienna, Austria

IFIP/IAG 20th Data Base Workshop

Brussels, Belgium

13-17

IRIA/IFAC/IIASA Conference on “New Trends in Systems Analysis”

Le Chesnay, France

1977
February
21-25

IFAC Symposium on “Automatic Control and Protection of Electric Power Systems”

Melbourne, Australia

March
15-18

2nd IFAC Symposium on “Discrete Systems”

Leipzig, GDR

4th European Regional Meeting - International Purdue Workshop on “Industrial Computer Systems”

Zurich, Switz.

30-1/4

IFAC Symposium on “Trends in Automatic Control Education”

Barcelona, Spain

April
18-21

4th American Regional Meeting — International Purdue Workshop on “Industrial Computer Systems”

Lafayette, Ind., USA

18-22

Working Conference on “Educational Requirements of Large Information Systems”

Netherlands

Working Conference on “Vocational Education in EDP and the Needs of Commerce, Industry and
administration”

Vienna, Austria

Working Conference on “The CAI Languages”

Japan ?

Working Conference on “Teacher Training for Informatics Education”

Med. Country

Working Conference on “Computer Aids in Clinical Drug Research and Monitoring”
May
10-13

“Operating Systems for Professionally-Connected Users”

Varna, Bulgaria

15-18

Working Conference on “Socio-Technical Aspects of Computerization”

Varna, Bulgaria

23

Datamed ’77.

Melbourne

May/June or IFAC Conference on “Automated Systems of Control”
Sept/Oct

Prague, CSSR

June
Week of 7

IFAC/IFIP Workshop on “Real Time Programming”

Netherlands

14-17

5th IFAC/IFIP International Symposium on “Digital Computer Applications to Process ControU”

Delft, NL

4th Regional Conference — Far East International Purdue Workshop on “Industrial Computer Systems”

Tokyo,Japan

June or
Sept.

IFAC/IFORS Symposium on “Comparison of Automatics and Operation Research Techniques
Applies to Large Systems Analysis and Control”

Paris, Toulouse
or Aries, France

July
4-8

4th IFAC Symposium on “Multivariable Technological Systems”

Fredericton,
New Brunswick, Canada

1-5

IFAC Symposium on “Environmental Systems Planning, Design and Control”

Kyoto, Japan

3-6

Working Conference on “Formal Description of Programming Concepts”

Eastern Canada

8-12

IFIP CONGRESS 77

Toronto, Canada

8-12

IFIP World Conference on Medical Informatics — MEDINFO 77

Toronto, Canada

2nd week

IFAC/IFIP Symposium on “Distributed Parameter Systems”

Wurzburg, FRG
Coventry, UK

12-16

IFAC Conference on “Control Mechanisms in Bio- and Eco- Systems”

Leipzig, GDR

3rd Working Conference on “Modelling and Simulation of Water Resource Systems”

Ghent, Belgium

October
3-5

2nd IFAC Symposium on “Control in Power Electronics and Electrical Drives”

Dusseldorf, FRG

24-27

5 th Annual Meeting — International Purdue Workshop on “Industrial Computer Systems”

Lafayette, Ind, USA

November
27-29

Conference on “Systems Approaches for Development”

Cairo, Egypt

September

For further information contact the IFIP Correspondent, A.Y. Montgomery, Department of Computer Science, Monash
University, Clayton Victoria, 3168.
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