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The all-new computer for
the new computer age

VARIAN

For the better part of a decade, Varian 620 series
computers have paced the minicomputer industry.
Each new model has represented a dramatic
improvement in performance, and an equally
dramatic reduction in the dollars paid for that
performance.
Now, with the introduction of the Varian 73, Varian
Data Machines has achieved a major step-function
change in the power and potential of the mini
computer as a systems component.
The Varian 73 has been designed specifically to
meet the new, more sophisticated demands that
have developed as users have gained experience

in applying minicomputers to thousands of appli
cations.
These demands have included faster processing
times, a more efficient and flexible instruction
repertoire, expanded memories, a faster, more
versatile input/output structure, simpler inter
facing between multiple processors and memories.
The Varian 73 meets all these requirements, with
performance to spare.

varian pty ltd
82 Christie St., St. Leonards, N.S.W. 2065. 43-0673
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RESPONSIVE TO
EVERY DATA PROCESSING REQUIREMENT
In industry, commerce,
government and education through
continuous research and development
and the dynamic application of the most advanced information systems
to resolving individual problems
and the rapid implementation of man’s greatest ideas

HARDWARE-SOFTWARE-TIME SHARING
Supported from one totally responsible source:

Honeywell
Honeywell Information Systems
SYDNEY 69 0355

MELBOURNE 26 3351

BRISBANE 21 6683

ADELAIDE 51 6203

CANBERRA 49 7966
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At this moment more than 8000 NCR computers serve the business world.
And NCR's world reaches from Sydney to Singapore, from New York to
Nairobi, from London to Lima.
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A computer comes down to what it will do for your company's profit. One
computer company looks at computers that way and builds them that way: NCR.
NCR's decades of experience in more than 400 different kinds of business
give us a head start in understanding what a computer can do for your
particular business. With this experience we create computers and software
designed to help solve the practical problems of your business.
And now, our growing family of NCR terminals that collect data faster,
more accurately, and more completely, make computers more useful than
ever before. When you're ready to talk computers—and terminals—talk to one
of the most experienced computer companies you know. Because now you
know: NCR means computers. And terminals.

NC R
COMPUTERS
& TERMINALS
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You may believe we can do this.
But you’ll never believe how little it costs.
Our new RTPS FORTRAN IV system is
a pretty neat trick.
A small, dual-processed system based
on our new, 24 bit, Floating Point
Processor.
The FPP does calculations 100 times
faster than software. Has 34 instructions.
Fetches instructions and addresses up to
32K of core directly.
RTPS FORTRAN IV can run circles
around systems like the IBM 1130. It com
piles matrix inversion programs more than
twice as fast. Executes 5x5 matrix inver
sions 5 times as fast. And Gauss-Seidel
Solutions to five Linear Equations almost

seven times as fast.
But RTPS FORTRAN IV can be pur
chased for about what you’d pay to lease
an 1130 for one year. You can get one for
under $30K.
Hold on. It gets even wilder.
RTPS FORTRAN IV has a whole library
of routines for realtime data acquisition
from lab peripherals like A/D Converters,
CRT Displays, Real-time clocks. All
FORTRAN IV controlled. So there’s a
minimum of software developmentfor
lab applications.
RTPS FORTRAN IV has a tree-struc
tured dynamic overlay mechanism that

D1DD1D

automatically loads overlays on call.
You can define as many as 7 independent
overlay7 levels, with up to 16 overlays in
each level. So you can run big programs
with just a little core.
And the run time support system not
only detects, flags and explains format
errors. It also traces errors all the way back
to the source.
You probably don’t believe a word of this.
So write or call Digital Equipment
Australia Pty. Ltd., 123 Willoughby Road,
Crows Nest, N.S.W. 2065. Tel. 439 2566,
Melbourne 699 2888, Brisbane 44 4047,
Adelaide;421339, Perth 21 4993.

LABORATORY
CONFERENCE ROOM

Remember this Team?
They are now located at 20 Herbert Street, Artarmon, N.S.W.—Philips Systems Engineering Centre.

Control Engineering Spoken Here. We

are continually undertaking research and development in the fields
of remote control and supervision, data acquisition, data logging, numerical control, sequential control and power
control, and these resources are freely available to all sections of Australian industry.

... with an Electronic Accent. Electronics is our special skill and, as we see it, our responsibility lies in the
systematic development and application of electronics to match the evolution of process control, with progressive
performance and reliability.
Talk to

about your Control Problem.

There is sure to be a way we can help you . . . improve a process,
reduce costs, speed up output, improve productivity . . . not that we think we know your business better than you, but
simply that we understand electronic process control and would like you to realise its potential benefits. We are glad
to be of assistance.
US

Philips Systems Engineering Centre
Formerly Industrial Control Division of Mullard-Australia Pty. Ltd.

A Division of Philips Industries Ltd.
20 Herbert Street, ARTARMON 2065. Telephone 43 2171.
252 Sturt Street, SOUTH MELBOURNE 3205. Telephone 69 0141.
tv

PHILIPS
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AVERY'S ANSWER
TO THE TROUBLESOME
E.D.P. LABE

.

TABUSTOCK. The name of a new
super-tough labelling material from
Avery. A material developed in con
junction with the world’s leading
computer manufacturer.
Designed specifically for high-speed
computer labelling, TABUSTOCK is
snow-white, self adhesive and tough.
Tough enough to resist the most severe
stresses of high speed printers.
TABULABELS are die-cut from
TABUSTOCK on sprocket punched
backing for precision registration.
Improved smudge-proofing ensures a
high quality of legibility while the
perforations make separation after
printing easy.
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They are available in .single or
multiple widths.
If you’re looking for these qualities
in an E.D.P. label look into TABU
STOCK from Avery, the people with
all the sticky answers.

SELF ADHESIVE LABELS
W. J. CRYER & CO. LTD.
, 75 Union Street, Dulwich Hill N.S.W. 2203. Phone; 560-7177
795 Glenferrie Road, Hawthorn Vic. 3122, Phone: 81-8383
207 Logan Road, Buranda Qld. 4102, Phone: 91-6158
55 Jerningham Street, Nth. Adelaide S.A. 5006. Phone: 67-3282
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What would your
tapes look like after
124,000 passes?

You Know Whose

You’d never run your tapes
that long. We do—as part of
the research we're doing into
tape failure (after all tape is the
weakest part of any computer
installation).
Here we show the result of
our extended wear test.
On the left a length of youknow-whose-tape. On the right
a length of our new Calculus.
Splice together (the unworn
bits are the overlap). Run back
and forth in an Ampex handler.
No airconditioning. No filters.
124,000 passes across the
head.
A pretty good test, eh?
So why does our tape come
off so much better than youknow-whose? Three reasons:
1) Calculus has such a high
surface conductivity that it
doesn’t build up dust-attract
ing static.
2) Calculus has been formu
lated to give optimum head
and tape wear. The formulation
is new. The lubricants are new.
Shedding—a major cause of
abrasive wear — has been
minimised.
3) We’re so fanatical about
quality that two out of every
seven of our people are doing
quality assurance.
Go on, put our Calculus to
the test. We don’t think you’ll
need 124,000 passes to con
vince you!

Racal Zonal Calculus

warn

RACAL ZONAL

EBEBB

The Electronics Group
Magnetic Products Division,
Racal Electronics Pty. Ltd.,
47 Talavera Road, North Ryde,
N.S.W. 2113. Tel.: 888-6444
Computer Tape; Disk Packs;
Instrumentation, Audio & Video Tapes.
VI
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PERCY BOYDEW
LEADING EDP SUPPLIER...
OPERATIONAL WITH THE ONLY
DISK PACK SERVICE CENTRE
IN AUSTRALIA
Percy Boyden Limited are operating a new Disk Pack Service Centre, incorporated in their new Liverpool
(N.S.W.) factory. This centre provides the only really rapid rehabilitation service in Australia. Packs
are stripped, checked, balanced and reassembled — any defective parts (including disks) are replaced.
Before return, packs are cleaned and initialised with printout showing error-free or error state. Servicing
is carried out by highly skilled personnel under clean room conditions.

other Percy Boyden EDP supplies
DISK PACKS—6 high and 11 high, Mono disk cartridge and Systems 3 now available.
Packs for I.B.M. 3336 available in the near future.
• HANDPUNCH AND SPLICER — the ideal handpunch for splicing and correcting 5-8 channel punched
tapes. Feed track pins guarantee exact registration.
• PAPER TAPE STORAGE SYSTEM — comprises an electrically driven automatic loader, a quantity of
cassettes and storage bookcase. The system is designed to obviate risk of tape damage and loss
of data.
• ELECTRIC PAPER TAPE SPOOLER — an efficient tape spooler to reduce delays on readers and
punches to a minimum. This spooler is available in two sizes, with a variety of hub specifications
to suit all requirements.
• SERVO SPOOLER — designed to spool paper automatically, direct from the punch and/or reader.
The spool is 9in. in diameter and can accommodate 1000 feet of punched tape.
• PAPER TAPE RESPOOLER — this device can rewind 1000 feet of 5, 7, or 8 channel tape with
automatic cut-out in the event of tape break.
• BOYDEN’S range of EDP peripheral is constantly growing. Should you require any item for your EDP
room please contact us at the address below.
I

PERCY BOYDEN LIMITED
Head Office: ALFRED ROAD, CHIPPING NORTON, N.S.W. 2170.

PHONE: 602 2200.

i

MELBOURNE: 28 Levanswell Road, Moorabbins Vic. Phone 92 2215. BRISBANE: Graham Street, Milton, Qid. Phone 36 1331.
ADELAIDE: 114 Grote Street, Adelaide, S.A. Phone 51 2354. PERTH: 32 Wickham Street, East Perth, W.A. Phone 23 3871.
NEW ZEALAND: 300 Parnell Road, Auckland. Phone 378 738.
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INFONET
AUSTRALIAS FULL SERVICE
COMPUTER UTILITY
* General Timesharing
*■ Conversational Remote Job
Processing
*• Remote Job Entry

Australia’s most
extensive specialised
Library of Programs
Sydney:

vm

1

Melbourne:

Canberra:

CSA Centre
460 Pacific Highway
St. Leonards, NSW 2065

Folkestone Building
33 Albert Road
Melbourne, Vic 3004

Phoenix House
88 Northbourne Avenue
Braddon, ACT 2601

Tel: 439 0033

Tel: 267 2533

Tel: 47 8611
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Data Base Organisation for an
Array Processor
By J. L. Smith*

Computers have great potential to provide logical manipulation of information. Efforts
to date in developing this facility have largely resulted in the provision of procedural
languages designed to interface with the structural level of data, with a f,ew notable excep
tions for limited applications. The prospects of large data banks accessed with problemoriented languages seem to be limited by conventional computer architecture. Array pro
cessors now offer a very powerful implementation tool for such data base languages.
In this paper the problem of representing information in computers and some recently pro
posed models are discussed. Relevant characteristics of the recently announced CDC STAR
computer are used to illustrate potential advantages in certain representations of relational
information.

1. INTRODUCTION

Computer system evolution has now reached the
stage where many sizeable data bases have been com
mitted to the computer media. The storing of 10s
characters of data in an organised manner such that
well specified retrievals can be carried out in a few
seconds is commonplace (for example, see Mclver
(1971)). A laser memory device which will store 1011
characters for read only is now available (Unicon/690),
although access times and transfer rates are fairly slow.
But apart from the problems of transforming this
amount of data to machine readable form, current tech
niques are not viable for interrogating and maintain
ing an integrated data base of this size. The most
serious problem with large data bases is that they are
required in a large number of different applications
and the applications and the data base may change
rapidly. Traditionally the difficulties encountered per
tain to the logical and physical organisation of the data
base which are the mechanisms for representating
information. Certain organisations are adopted for a
data base because they result in good response for
particular applications, but these organisations prove
inadequate for other applications and they are too
inflexible. As Engles (1970, 1971) and Codd (1971)
have pointed out, the problem is even more deeply
rooted because with procedural language implementa
tions, application programs have become dependent on
data organisation. Thus even if the organisation is
flexible, a change to suit one application may disable
other applications.
Therefore it is fundamental to the emergence of
extremely large data bases that users be able to- inter
face to the data base management system through
. languages which are independent of the very complex
physical organisation. It .,is then the function of the
(data base management system to adapt physical
organisation according to object programs. In con
cept this approach could be implemented with an
, associative processor which accesses data through a
partial specification of content and a relational speci-

fication. Ideally this would eliminate much of the
difficulty in physical organisation and provide versatile
performance for any request. However, it seems that
such processors will always have to be simulated at
some programming level producing a parallel (or
apparent parallel) read, write or comparison in a
number of identical storage modules. The latest com
puter technology very simply provides this program
ming facility through array processors, either as parallel
processors or pipeline processors (see Graham (1971)).
Thus it is appropriate to- consider their potential to
extend the capabilities of data base management
systems.
2. DATA BASE ORGANISATION

The concepts and current practice of data base
organisation have been described in a recent tutorial
paper by Engles (1970). He refers to three realms of
interest in data processing, ‘the real world, ideas about
it existing in the minds of men, and symbols on paper
or some other storage medium’, and calls the three
realms reality, information and data. Each realm is
a representation of the former. Data base organisation
is the transform of information into stored data and
is generally divided into logical organisation and data
organisation. Engles considers logical organisation to
deal with the correspondence between information
structure and the structure of data, and data organisa
tion to- deal with the correspondence between the
structure of data and the structure of storage. For
example, information is often expressed as an attribute
for a set of entities and the value of the attribute for
each entity. We may represent this information as an
array of value pairs, one element identifying an entity
and the other its value for the particular attribute—
thus, we have a logical organisation. A data organisa
tion is needed for the computer to code, store, address
and relate its representations of these value pairs (e.g.,
as a two-dimensional Fortran integer array buffered
to and from a sequential tape file in fixed size records).
In dealing with data base organisation it is necessary

j *C.S.I.R.O., Division of Computing Research, Canberra, A.C.T.
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to introduce many models or representations. In par
ticular at the information level it is convenient to use
the mathematical models of sets, relations and map
pings. These models are important because they are
very suitable for both the development of logical
organisation and as a basis for application program
ming languages with complete data independence (as
an example of the latter, see Childs (1969)). Many
other models arise when considering the characteristics
of processors and storage and here we will use arrays
and vectors.
2.1. Logical Organisation

Information consists of a number of relations
between sets of entities and Engles (1970) models all
information using binary relations.
The sets are
attributes and the members are attribute values. One
of the sets is always an identity attribute whose values
are unique entity identifiers (e.g., division number in
Figure 1), while the other attribute may be any
property class.
Location

Division Number

Staff

North Ryde
Parkville
Prospect

<------ =-------10--------------- >
<---------------- 20--------------------->
<---------------30
--------------- >

95
112
135

Figure 1—Representation of example relations.

A relation can be represented by a mapping between
the two sets. For example, consider the organisational
breakdown of an enterprise into functional divisions.
In Figure 1, each division is identified by a division
number which maps into a staff number from a range
of values and into one location from a range of loca
tion values.
These are called simple data maps
because each division identifier is related to no more
than one element in each of the other sets, but it is
easy to conceive of complex maps when such is not
the case.
The binary relational model becomes awkward for
certain cases which will be illustrated later on and thus'
the n-ary relation proposed by Codd (1970) is pre
ferred. This relation is defined on N sets and each
member of the relation consists of an ordered n-tuple,
one element from each set (domain) (some terminology
introduced by Codd will be shown in italics). Each
row of Figure 1 defines a 3-tuple of a ternary rela
tion which is equivalent to the two binary relations
mapped. Noting that the order of the n-tuple repre
sents some information, the array data structure of
Figure 1 (without the pointers) is a logical organisa
tion for the information.
It is necessary to name relations and we will call
Figure 1 the DIVISION relation and write it in generic
form as DIVISION (Division number. Staff, Location).
In this example the domains have all been atomic (that
is. non-decomposable). An integrated data base con
tains many relations in which the domain members are
themselves relations. For example, the divisions of the
enterprise of Figure 1 might be further partitioned into
units which are located at various laboratories and
involved on a number of different research projects.
Three relations expressing this information are given
The Australian Computer Journal, Vol. 4, No. 3, August, 1972

Division (Division Number, Location, Staff, UNIT)
Unit (Unit Number, Name, PROJECT, Location)..
Project (Project Number, Budget, Review Date)
Figure 2—Hierarchical relations.

in Figure 2. These relations are an example of the
well-known hierarchical tree structured organisation
and most current data base systems have concentrated
on the problems of this organisation. It is obvious
that the array data structure is not suitable for repre
senting inter-related relations and therefore Codd
(1970) has proposed a normalising algorithm which
transforms such trees into relations involving only
atomic domains. In the case of Figure 2 the results
of normalising are shown in Figure 3. It can be
Division1 (Division Number, Location, Staff)
Unit1 (Division Number, Unit Number, Name, Location)
Project1 (Division Number, Unit Number, Project Number,
Budget Review Date)
Figure 3—Normalised relations.

observed in Figure 3 that whereas each n-tuple of the
first relation can be identified by a unique Division
number, unique identification of n-tuples in the UNIT1
and PROJECT1 relations require combinations of
Division number—Unit number and Division number
—Unit number—Project number, respectively. The
unique identifier employed for a relation is called its
primary key.
The most general set of inter-relations forms a net
work but normalising can still be applied by analysing
the network into a number of superimposed trees.
For example, the relation providing information about
the officer-in-charge of a unit is shown in Figure 4
together with the results of normalising. The fact that
OIC (Employee Number, Title, Salary, UNIT)
OIC1 (Employee Number, Title, Salary)
OIC-UNIT (Employee Number, Unit Number, Name, Loca
tion)
Figure 4—Network relations.

the primary key of a relation can be a domain com
bination is not only the result of normalising, some
relations cannot be expressed without such identifica
tion requirements. For example, a piece of laboratory
equipment may be purchased for use in many projects
and, in order to assess the cost, a relation of the form
DEBIT (Project number, Equipment number, Cost,
Account number) might be introduced with the pri
mary key Project number—Equipment number.
Similarly relations of the classical parts explosion type
are frequent and it is these types of relations which
do not have atomic identifiers that are awkward to
handle with the binary relational model.
Codd uses the term ‘symmetric exploitation of rela
tions’ to describe application needs to retrieve informa
tion expressed in a relation by specification of any
number of its arguments. For example, consider the
<
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query: what are the budgets for projects carried out
by units located at their divisional headquarters?
Current technology makes the problem of data
organisation necessary to allow symmetric exploitation
(with good response) a very difficult one. Most data
base management systems do not permit symmetric
exploitation. Implementation of array organisations
offers versatility in this area.
2.2. Data Organisation

Current data organisation techniques have been
aimed at representing hierarchical tree data structure
and the more general network. The Data Description
Language (DDL) of the Codasyl Data Base Task
Group (Codasyl (1971)) allows a data base designer to
specify many features of the data organisation at the
same time that he is specifying logical organisation.
The complexity of the language is an indication of the
conflicts, difficulties and overhead in physically
organising data for symmetric exploitation.
Typically data is organised into logical records, each
record containing the normal form of one n-tuple of
a relation, and the degree of n may be large. In an
elementary case a record would contain one row of
the array in Figure 1. The set of records arising from
one n-ary relation will be physically co-ordinated as a
set, each record being indexed or linked into a chain.
With certain compromises, tree structured data arising
from inter-relations can be incorporated into a single
record as a compound repeating group. In general
with a network of inter-relations individual records
have to be physically associated with other sets of
records, thus requiring further indexing or chaining.
Data organisation is further complicated by the
secondary indexing (either chaining or conventional
indexing) necessary for partial symmetric exploitation
of the data base to be feasible. Indeed this component
could constitute the majority of the data organisation.
For example, to guarantee good response to the query
posed at the end of the last section an organisation of
the UNIT1 relation would have to be based on the
secondary key Division number—Location and an
organisation of the PROJECT1 relation on Division
number—Unit number. Engles (1970) discusses the
design factors for secondary indexing on conventional
computer hardware.
A serious disadvantage with
secondary indexing is the complication of the data base
updating process.
Particularly in the case of large data bases, there
will be a need to continually delete relations, add new
relations and exploit existing relations in changing
ways (i.e., use different domains as keys). All data
base management systems are seriously limited in their
ability to cope with such dynamic data bases. Much
of the criticism of DDL and its associated Data
Manipulation Language concerns this inflexibility and
the associated problem' of data independence (see
Hopkin and Russell (1971) and Engles (1971)). If an
application programmer uses DDL to organise a data
base, his programs become dependent on some explicit
data organisation features. Addition and deletion of
relation's may be impossible or at least have significant
renercussions on the existing organisation and those
existing programs. The rest of this paper examines
100

array processors with the aim of proposing organisa
tions which are flexible and which can be adapted to
relational languages for describing and manipulating
a data base.
3. ARRAY PROCESSORS

Conventional central processors have been built
around a small number of fast registers, the largest
capable of holding a single high precision number.
Arithmetic, logical and character operations can be
performed between the contents of these registers and
the main fast memory. Apart from special situations
in which all operands and instructions can be main
tained in the fast registers, the processing speed is
usually determined by the cycle time taken to retrieve
one or two operands from main memory, operate on
them, and restore the result to main memory. This
mode of operation has had a profound effect on the
languages of computers, which has been contrary to
the more natural expression of algorithms using one
dimensional and multi-dimensional arrays. Two types
of computer are being tested in which the one
dimensional homogeneous array forms the basic
operand. They use a parallel processor or a pipe
line processor and are typified by the Illiac IV
(Mclntvre (1970) (i.e. after 1970) and the CDC Star
(CDC Star Computer System (1971)).
Parallel processors of the Illiac TV type use a single
control unit for n identical processor-memory unit
combinations.
In parallel mode each processor
executes the identical instruction, but it is restricted to
accessing its own memory unit. It is possible to
inhibit individual processors during parallel operation
resulting in no operation for those processors. If a
processor has cause to access any memory unit other
than its own, the access involves shifting data between
the two associated processors, a potentially costly
operation. This computer is not as flexible as the pipe
line processing of the CDC Star for data processing
and so consideration is restricted to the latter computer.
The operating principle of the pipeline processor is
to have n operands in transit from memory through
the functional logic and back to memory at any time.
The particular operation being performed is divided
into a number of sub-functions performed in sequence
and each operand element has the identical sub
function performed on it at a small time lag after its
predecessor. In order to maintain the STAR pipeline
processor working at its maximum rate each vector of
operands must reside in contiguous storage locations so
that memory can be accessed at its maximum rate.
Typical operations involve two independent input vec
tors and one output vector. For example, compare
the corresponding elements of two vectors and generate
a boolean vector (called an order vector) on a com
parison criterion (=, = >, <).
The Star pipeline processor offers a very powerful
instruction set for processing data base arrays. Vector
elements may be bits, bytes or words, addressing is to
the bit location and the processor also operates on
strings of arbitrary length. An important concept is
the control vector and the closely related order vector.
A control vector (which contains one bit for every pair
of operand elements) is processed in conjunction with
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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many of the vector operations; if a bit is set, the result
is stored, otherwise that element of the output vector
is not modified in storage. With certain instructions
such as masking and merging the control vector acts as
a selection vector.
The most important feature of the control vector is
its use in compressing vectors (see CDC Star Software
Manual (1971)). For example, a data array may be
sparse in the sense that it contains mostly null entries.
By generating an order vector based on null entries
only the compressed vector of non-null entries and the
order vector are needed to process the original array.
This gives advantages in storage economy and data
transfer speed and as well the processor executes some
operations on sparse vectors without expanding them.
In general, a vector may be compressed by eliminating
elements according to a value range or position. A
pipeline processor can be seriously limited by main
memory bandwidth if a significant percentage of its
executions is not on vectors of greater than a mini
mal dimension. (There is an important exception with
CDC Star which provides instructions using 256 fast
randomly addressable registers.) This challenge to
problem formulation seems destined to be part of array
processing for some time. Another problem peculiar
to processing large data bases is the provision of suffi
cient bandwidth between the main memory and
secondary storage to maintain satisfactory processing
rates. But we can expect to perform array operations
on vectors resident in main memory with a large cost
performance margin over conventional architecture.
4. ARRAY DATA ORGANISATION

Those aspects of data organisation which are relev
ant to array processing will be discussed first and then
the problem of secondary storage will be considered.
4.1. Array Processing

If the data organisation is to interface with normal
ised relations the problem is to manipulate n dimen
sional column homogeneous arrays such as Figure T.
The primary key will involve one or more columns in
which the entries are entity identifiers, and the other
columns will contain attribute values which are entity
identifiers or other values.
There may be many
columns and the dimension of the columns will be
large.
One storage strategy would be to store each column
as a vector of appropriate sized elements (bits, bytes,
words, etc.). Some additional consideration would
have to be given to elements which were variable
length strings, but the array processor has potential in
this case. This strategy would be very suitable if data
base queries were going to be based on arbitrary
attributes or arbitrary combinations of attributes, as all
requests could be satisfied similarly. Usually a classi
fication based on an attribute qualification can be con
verted into an order vector with one vector instruc
tion, but for a compound request such as ‘list the pro
jects with budgets less than $100,000 and review dates
before June, 1972’, comparison instructions would
have to be executed on the budget vector and the
review date vector resulting in two order vectors. The
order vectors would then be logically combined to form
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a selection vector which in turn would be used in a
vector compression on the project vector to yield the
required project identifiers. Thus, the modus operandi
is to generate a selection vector based on the stated
criteria and then use this vector in vector compression
operations for each attribute requested. Obviously
short cuts can be taken in special circumstances, for
example, when it is known that only a small number
of entities satisfy the criteria, as in the case of direct
attribute requests.
The power of the array processor makes this simple
index free approach feasible. As an illustration of the
potential speed of response, independent of the key on
which the classification is requested, the four vector
instructions for the sample query described could be
executed for 30,000 project entities in approximately
1.2 milliseconds on the STAR computer. The limit to
response for large data bases will be the bandwidth
between main memory and secondary storage, because
a large volume of data must be transferred in the
absence of key indexes. But for consistent response
under symmetric exploitation of a data base with many
attributes, the overhead required in maintaining. the
necessary secondary indexes with conventional designs
would be enormous. Response time with the array
organisation is not dependent on any sorting of the
array rows. Therefore all additions of new instances
of the relation can be made by enlarging the dimension
of each column vector and appending the new entries.
In general, deletion or modification of entries can be
carried out by generating the necessary selection vector
and then compressing in the case of delete or masking
an old vector and a new vector in the case of modify.
Deletions have a high overhead because every vector
associated with the relation has to be processed, but
by maintaining a control vector showing deleted entries
the operation can be recorded and carried out at. a
later time. Use of the ‘delete’ control vector in associa
tion with normal queries will ensure that all deletions
are effective immediately. As a result of normalising
relations some deletions and additions will be a flow on
from an explicit command with respect to one relation.
A considerable disadvantage with normalising is the
likely introduction of a large amount of data redund
ancy. If relations are unnormalised, array storage struc
tures must be adapted to cope with domains which are
themselves relations. One method is to use a connec
tion matrix to represent inter-relations. For example,
in the hierarchical situation of Figure 2, the inter
relation between the UNIT and PROJECT relations is
represented by the connection matrix of Figure 5. This
matrix would be stored row-wise as boolean vectors,
one bit per element, in conjunction with the column
vectors of the UNIT relation. In order to allow for
symmetric exploitation, the transpose of the connection
matrix would be stored along with the column vectors
Unit Number Name
107
2
13

a
p
7

Location

Project

N.S.W.
N.S.W.
VIC.

10 110
0 10 0 0
0 0 0 0 1

Figure 5—Connection matrix and UNIT relation.
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Project Number

Budget

Review Date

1
1
2
3
1

$50,000
$150,000
$300,000
$200,000
$200,000

1972
1973
1972
1972
1973

Unit
1
0
1
1
0

0
1
0
0
0

0
0
0
0
1

Figure 6—Connection matrix and PROJECT relation.

of the PROJECT relation. (The STAR processor has
a powerful instruction for transposing a matrix and
this allows the alternative of generating a transpose
rather than storing it.) With such an organisation a
combined classification and attribute request such as
‘list the locations of units with projects having review
dates in March, 1972’ can be satisfied by a short
sequence of vector instructions similar to before.
A disadvantage with the connection matrix is that
its size for large data bases would prohibit storing and
transferring representations of the type in Figure 5.
But because it will be extremely sparse it is readily
compressed for storage and transfer purposes, and only
the appropriate row or column need be expanded when
required for query or update. Again while the order
ing of the rows of Figures 5 and 6 does not effect the
update and retrieval algorithms suggested, the ordering
cannot be changed without a corresponding change in
the connection matrix. Thus, if a project entry is
deleted, not only must the stored vectors of the PRO
JECT domains be compressed, but each row vector of
the connection matrix stored in association with the
UNIT relation must be compressed. However, the
concept of a ‘delete’ control vector would again be
effective in allowing deletions to be immediately
effective with the deferral of all updating for batch run.
This control vector would be used in conjunction with
selections on the domains of the PROJECT relation
including those where the selection vector was
generated from a combination of rows of the connec
tion matrix of the UNIT relation. Similarly a ‘delete’
control vector associated with the UNIT relation would
be necessary.
Connection matrices will also have to be updated
when additions are made. As before, if additions
are appended at the end of existing vectors, the opera
tion is simple. For example, if a new project entry is
being made in Figure 6 a new vector would have to be
stored for the additional row of the connection matrix.
This in turn implies a change in length of every row
of the vector in Figure 5, but in this case only one row
vector need be modified (i.e., the one corresponding to
the particular unit associated with the project).
Provided that the updated dimension of the connection
matrix is recorded, appended zeroes in all other rows
can be a default assumption.
An attribute can take on a range of values which
comprise the set of permitted values. Frequently the
cardinality of this set is small (e.g. (male, female) or
(0, 1, 2, 3, 4)) but in other cases it may be very large
(e.g., the set of representable real numbers in the inter
val [0, 1]). If the cardinality is below a certain value
the connection matrix may be profitably used for storing
a particular attribute. Connection matrices could also
be used to represent the values of a primary key which
102

is a combination of two entity identifier domains,
instead of storing two vectors of identifiers. However,
this application has certain disadvantages for update.
In order to evaluate the connection matrix method
consider the following model. Let there be k connec
tions between two entity identifier domains and assume
that an entity identifier requires w bits of storage.
Thus, the two vectors representing connected pairs
could be stored in 2kw bits. If there are K, entities in
the first domain and K2 in the second and if the con
nections are uniformly distributed amongst the K,K2
points then the number of bits required to store the
k
sparse connection matrix is K^K-, [1 — (1--------- )"]
KrK,
plus KjKo/w bits for the order vector. These expressesions also involve the assumption that one bit in the
order vector represents w bits of the sparse matrix.
The two curves are plotted in Figure 7 as a function of
k/KiKL> for a typical situation. It is apparent that
once the number of connections exceeds 0.1% of the
total possible, the connection matrix has less storage
requirements and it has the additional advantage that
only individual rows need be processed for particular
requests. If the order vector is stored as a compressed
vector by using another order vector no storage dis
advantage occurs as shown by the third curve in
Figure 7.
4.2. Secondary Storage Organisation

A traditional problem in data organisation has been
to overcome the limitations of secondary storage access
times and I/O bandwidth. In conjunction with the
problems of adapting the capabilities of central pro
cessors, this has led to data organisations which are a
conglomeration of pointer, index, separator and field
length entries amongst the data. Especially in the case
of pointers and indexes this organisation is an attempt
to tune accepted modes of using direct access secondary
K, = K2 =104

w=32

Value pair
- Connection matrix
+ order vector
Connection matrix
+ 2 order vectors

------ n

64*10

k/K, K2
Figure 7—Storage requirements for connection matrix and
value pair.
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storage devices to anticipated demands.' The general
aim has been to restrict the total volume of data and
structure transferred, thereby minimising the demands
on secondary storage and in turn restricting the pro
cessing demands on the CPU.
With array processing the need to limit processing
demands should never arise. The problem is solely to
make the data available from secondary storage. Very
large bandwidths between secondary storage and main
memory would be required to exploit the situation
fully. While these will certainly eventuate with more
advanced technology, the question is what can be done
to exploit existing high performance devices.
The basic problem is to access any vector in the data
base in the minimum time. In the context of large
data bases each vector will be a sizeable volume of
data (say from 105 *to 10s characters). With disc type
secondary storage devices one strategy would be to
choose the high volume high transfer rate per position
types and devote one or more positions to each vector.
(Devices are now in use which could store a vector of
10° characters per position, and so this approach may
be feasible for data bases having up to several hundred
vectors of 107 characters each.) This strategy reduces
the management of secondary storage to allocating and
organising a comparatively small number of positions.
Insertion of new data presents no difficulties although
the large unit of allocation will mean some wasted
storage, but perhaps no more than that currently
dedicated to structure.
It would be appropriate to store a small amount of
structural information in a descriptor at the beginning
of each vector. This would include the name of the
relation, the domain or domains represented by this
vector, the names of other domains participating in the
relation (in some cases these would be connection
matrices representing inter-relations), and a descrip
tion of the element of this vector. As relations are
modified or added it would be necessary to have space
to expand this descriptor. An indexing array resident *
in main memory would be used to directly access all
data base vectors.
•*
5. CONCLUSION

Array organisations offer the prospect of significant
and fundamental advantages in the use of large data
bases. The advent of array processors such as the
STAR processor should allow designers to establish
realisable goals in the areas of data independence,
dynamic restructuring and symmetric exploitation of a
data base. This paper has attempted to define some
of the more obvious techniques suitable for implement
ing array data organisations. That advantages will
follow if array organisations are implemented seems
fairly certain, because the vast amount of structure
embedded in conventional data bases will be eliminated.
Application programs become dependent on this struc
ture and it is not amenable to significant restructuring.
With the array organisation proposed, most restructur
ing nrimarily involves manipulating the small amount
of descriptor information. Domain vectors can be
inserted and deleted without repercussion. The speed
of the array processor eliminates the need for much
indexing along with the inherent problems of redund1 he Australian Computer Journal, Vol. 4, No. 3, August, 1972

ancy, and at the same time it allows symmetric
exploitation with response proportional to the com
plexity of the request.
However, this is not to say that programs in a pro
cedural language dealing with the structuring and re
structuring of data bases, transfers between levels of
memory, primitive data base functions and the overall
maintenance of a data base will not exist. But such
programs will comprise a very small kernel upon which
all application programming can be built. Languages
for application programming will not consist of the
detailed record manipulating statements of the Data
Manipulation Language (Codasyl (1971)), but instead
they will provide a descriptive ability for interrogation,
update and relation declarations as described by Codd
(1970).
More analysis must be done in order to define the
best method of exploiting array processors. It is obvious
that the data organisation proposed in this paper is
inappropriate for retrieving a large number of attribute
values for a single entity because a separate disc access
is required for each attribute. It would be necessary
for the number of entities to exceed the number of
attributes in order to be competitive with conventional
record organisation, but this may not be an uncommon
situation in the case of large data bases. It is also true
that array processors are ideally suited to analysing
vectors with complex and variable length elements and
so group structures and repeating group structures
should be considered as possible vector elements.
However, if this approach is taken too far vectors will
be of undesirable length and require indexing, and
other updating difficulties may arise. Finally, it must
be acknowledged that other important aspects such as
data integrity requirements have not been considered
but it is contended that the advantages seemingly
offered bv array processor architecture demand a
detailed study of data base management in this light.
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Professionalism and Apathy
By A. A. Taylor*

This paper is addressed to the members of the ACS and to anyone who is actively concerned
in or with the computing industry.f
For some time one of the aims of the ACS has been to raise the status of membership to the
point where Corporate Membership would be acceptable to employers and to the public at
large. The first part of this paper attempts to set out in a brief history of the Society what
has occurred towards this end and to highlight some of the present controversies and problems.
In the second part the attitude and performance of programmers and the apparent indifference
of members of the Society to the Society’s aims are examined and contrasted with what one
might expect of a professional programmer. Suggestions for improving the performance of
programmers and professional standards are offered.

PART I
Introduction

In this part of the paper a brief history and descrip
tion of the Australian Computer Society, Inc. is pro
vided as a background to the movement taking place
within the Society towards the development of pro
fessional membership status and qualifications. These
have been one of the principal aims of the Society for
some time and have led to present controversies on the
level of qualifications required for professional status
and on the setting and conducting of entrance examina
tions for that purpose should there not be suitable
courses and tertiary qualifications available at universi
ties and colleges of advanced education.
The question of a code of ethics to govern the con
duct of the professional and to set standards for his
performance has also been under discussion for some
time.
The purpose behind this aim of professional status
is to raise the status of membership to the point where
Corporate Membership of the Society is generally
acceptable to employers and the public at large as
evidence of professional competence.
The Australian Computer Society

The Society was formed on 1 January 1966 by
the union of the existing computer societies of New
South Wales, Victoria, Queensland, South Australia
and Canberra, which became the first five branches.
The Western Australian Society was formed during
1966 and became the sixth branch in 1967. Each
branch has its own Executive Committee which looks
after the conduct of affairs within the branch. The
Society is governed by a Council composed of several
office-bearers (elected by. the Councillors), including
President, Vice-President, Honorary Secretary and
Honorary Treasurer, and two Councillors from each
branch. Council meets usually in May and November,
at least, each year.
The growth of the Society has been quite dramatic,

with high annual growth rates. This is illustrated in
the table below which shows the number of members
at the end of each year.
Membership

Membership of the Society is through membership of
a branch. At the time the Society was formed in Janu
ary 1966, there were three grades of personal member
ship, Ordinary Member, Associate Member and
Student Member. Nowadays there are five grades of
personal membership, Fellow, Member, Associate,
Affiliate and Student. The conditions of membership
and guidelines for their interpretation are set out in
Appendix A. Only Corporate members have voting
rights.
Membership Qualifications

In May 1968 the Council stated one of the Society’s
policies to be to raise the status of membership to 1he
point where Corporate membership (Fellows, Members
and Associates) is accepted by employers and the
public at large as evidence of professional competence.
It was recognised that this would involve higher entry
standards and the possibility of entrance examinations.
This policy has been pursued through the activities
of the Qualifications Committee but from the outset it
seems that there were to be many difficulties. In the
period up to November 19701 the Committee wrestled
with the problem of defining more closely the entry
requirements for the Corporate grades of membership.
The requirements for membership used the term “good
knowledge”, and as this was felt to be too imprecise, it
was decided to attempt to explain it by means of
examples.
However, Council had by that time accepted the
principle that entry to the Corporate grades should be
by examination and by experience. The Committee
was given the task of reporting on the practicability of
this proposal which involved determining the required

Year
1966
1967
1968
1969
1970
1971
3,622
3,991
Personal Membership at 31 December .......................................... 1,831
2,312
2,696
4,781
*Computer Service Centre, Commonwealth Bureau of Census & Statistics, Canberra.
f The opinions expressed in this paper are those held by the author and do not necessarily reflect those of the organisation which
employs him.
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standards and examining the details of the available
training courses. Dennis Moore, a member of the
Committee, toured Australia in 1971 to report on these
things. His report is available in the Appendix to the
Council Minutes, November 1971.
In November 1971 the Qualifications Committee
made several recommendations to Council. To become
an Associate a candidate must satisfy the Society that
he had gained the professional knowledge of basic
computer principles as set out in a syllabus to be pre
pared, and that he had the relevant amount of experi
ence in the field. To achieve the former requirement
the Society would accept the attainment of an appro
priate degree or diploma from an accredited institu
tion, or the candidate could present himself for an
entrance examination set by the Society. The recom
mendation for full Membership required additional
experience and, for some time in the future, evaluation
by referees of the quality of the candidate’s professional
work. The latter would be replaced ultimately by the
requirement to pass a specialist examination. Another
recommendation provided for the preparation of a
syllabus and draft examination for a certified “com
mercial programmer” which was to be available only
by examination and required a depth of knowledge of
programming principles and general expertise of pro
gramming in a commercial environment. The recom
mendations and suggested plans for future action are
also available in the Appendix to the Council Minutes,
November 1971.
The Council at its November 1971 meeting accepted
the above recommendations in the main and resolved
that the first recommendation concerning Associates
should be implemented by 1 July 1972, the relevant
amount of experience being two years. The similar
recommendation for Members was adopted, with five
years’ experience being relevant, to be effective also
from 1 July 1972. Full details of the resolutions were
published in The Australian Computer Journal in May
1972.
, ,*
Subsequently a draft syllabus and a sample examina-.
tion paper were prepared by the Qualifications Com
mittee, and these were published as a supplement to
the Canberra Branch Bulletin of April 1972 and in
similar publications of other branches during April
1972. In the introduction to the syllabus it was stated
that
“The standard aimed at is not that of a full com
puter professional; rather, it is a standard for entrance
to the grade of Associate, and must be viewed in that
light. The syllabus does not aim for depth, but rather
for breadth of knowledge. For this reason, it is not
intended to provide choices in the examination paper;
all candidates are expected to attempt all questions.
Generous credit will, however, be allowed for incom
plete answers.”
Compare this with the recommendations quoted
above, which were put to the November 1971 Council
Meeting, for Associates and for a commercial
programmer.
Following the receipt of comments on the draft
syllabus it was revised, and the Committee submitted
it in its revised form to the Council Meeting which took
The Australian Computer Journal, Vol. 4, No. 3, August, 1972

place in Brisbane immediately after the A.C.S. Com
puter Conference in May 1972.
“Council adopted the proposed syllabus in principle
but recognised that there had been insufficient com
munication with members of the Society to establish
clearly the part which the examination in ‘Basic Com
puter Principles’ would play in the overall plan for
membership qualifications.”
This quotation is from a letter and report on the
May 1972 Council Meeting written by the President of
the Society, P. R. Masters, which was published in the
Canberra Branch Bulletin of June 1972 and in the
similar publications of the other branches. Relevant
parts of the report are presented in Appendix B.
A further complication discussed at the Council
Meeting and in the President’s report was the moves
by clerical unions to have all systems, programming
and operations staff placed under their control. (See
Appendix B.)
The Computer Community

One of the resolutions adopted by Council was that
the Society should represent the Computer Community,
and the opinions of members are being sought on this.
(See Appendix B.) The term “Computer Community”
is not defined anywhere and it will be interesting to
see what members think of the concept.
Code of Ethics

The development of a Code of Ethics has been under
consideration as one of the aims of the Society for
several years but this has now been dropped. The
Society has developed “Guidelines for Professional
Conduct in Information Processing”. These were pub
lished in mid-1971 and are still current. They are
similar to those of The Association for Computing
Machinery.
It was resolved by Council in May 1972 that a
statement explaining the current position on the Code
of Ethics should be prepared and issued for the
information of members, and that members’ comments
be invited for consideration by Council.
Communication Within the Society

The President in his letter referred to above also
commented on the “increasing criticism of Council as
a dictatorial body unconcerned with the wishes of the
members” and on “the need for far more attention to
be paid to communication between Council, Branch
Executive Committees and the Members of the
Society”. He added that “Communication is a twoway process” and reminded members that his under
standing of their attitudes to various issues needed to
be communicated to him. A Public Relations Officer
has been appointed to try to meet the need for internal
and external communication.
Here we have the essence of the present situation.
The resolutions on qualifications and membership made
at the May 1972 Council Meeting have been referred
back to members for discussion and comment and for
report back to the Honorary Secretary of the Society
by 1 September 1972. It is up to members to let their
opinions be heard.
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PART II
Introduction

The issues raised at the May 1972 Council Meeting,
which are discussed in the first part of this paper, are
to be discussed by members at branch meetings in time
for a report to be furnished to Council by 1 September
1972. Whatever transpires, it is my contention that
the majority of the members of the Society are to a
degree apathetic or indifferent about what happens
within the Society, they do not know about its objec
tives, and they are unprofessional in their approach to
ADP work. Consider what programmers are like in
practice, and by programmers I mean this in a general
way to include systems analysts and designers, soft
ware specialists, programming managers, coders, etc.
Programmers in Practice

Generally speaking, programmers are well paid; they
are well paid from the time they start working as pro
grammers irrespective of the amount of training they
have had and of the value of what they produce. Their
standards are elastic and they do not take as much
personal pride in their work as they should. I consider
that this is because appropriate standards have not
been observed. The majority of programmers seem to
be perfectly willing to shelter behind the general
public’s ignorance of computers and to allow the blame
for their mistakes to be lodged against the computers.
The programmer has done little to make his perform
ance appear professional during the last few years.
There is an aspect of computing which is continu
ally being reported in the press and other media, and
this concerns the invasion of privacy by computers
and the establishment of data banks. This concern is
much more apparent overseas than here but I am happy
to see that Council has begun to develop ideas on the
establishment of data banks and on their control and
implementation. Of course data banks have really
been with us for a long time. What has really happened
is that the power of the computer and its ability to
access data and store data have made the data banks
so much more useful. Unfortunately the man in the
street does not see it this way. He is being subjected
to a barrage of misinformation from all sources and
the best-intentioned computer people have failed to
make any strong impression on him that would make
them more favourably viewed. It is not that the data
bank is not regarded as useful. It is more the fact that
it can be misused in so many different ways, and the
individual could be vulnerable in the process.
Now if we look back on the records of the pro
grammer and of the people in the computing field
generally, it is hardly surprising that there is a lack of
enthusiasm for computers or for data banks. To the
man in the street the computer is a dangerous creation
because it is unemotional and quite dispassionate in
its dealings. To worsen matters, the programmer has
allowed the computer to be blamed for his mistakes
and has done very little to rectify the bad impression
created. The man in the street and newcomers to com
puters are continually confused by the jargon and
vocabulary about computing. I believe that manufac
turers are to blame for a large part on this score. As
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they introduce a new line they introduce new termin
ology, often only for sales purposes, and what is worse
they call the same thing on machines of different
manufacture by different names. It should be the
responsibility of this Society, and more particularly of
the individual members of the Society, to inform the
general public to remove the mystique about com
puters. The general public is too ready to accept that
the computer is at fault.
ADP Management

Let me now discuss the advent of professionalism as
an ADP manager should view it. On the one hand the
cost of computers has gone down while their power
has grown by leaps and bounds with the continuing
development in technology. On the other hand the
costs of programming and software services have
increased, and now cost increasingly more than the
hardware with which they are associated.
While the cost of hardware has been reduced its
processing power has increased and, more importantly,
the reliability of the components has increased
enormously. With the increase in processing power
has come an increasing dependency on software and
increasing complexity in software. The manager is
faced with continually re-training himself and his pro
grammers to make effective use of the enhanced hard
ware and software. In addition because many systems
fail to meet users’ needs, through lack of good manage
ment, basic training in management principles for both
manager and programmer is highly desirable.
Personal Standards

The manager as a professional must become more
effective as a controller of programmers in achieving
consistent development of projects on time and in pro
viding reliable program systems which will serve the
users’ needs for a number of years as required. For
their part programmers, who are notoriously bad
estimators of completion dates of their systems, and
who generally speaking do not always provide reliable
systems, must improve. They must discipline them
selves to achieve deadlines, to provide reliable estimates
and systems, and admit when they are not going to
achieve what they promised and not deceive themselves
and others.
Each programmer must develop and
observe his own personal standards. He must also
develop an ‘instinctive’ desire to get things done at the
right time. Deadlines are treated casually by pro
grammers. The word ‘deadline’ comes from military
prison terminology. It is a line marked in an exercise
yard or around a prison beyond which any prisoner
advancing is liable to be shot. Making an example of
the worst offenders in this way might improve pro
fessional standards rapidly.
Educating the User

Another way in which programmers must learn to
discipline themselves and become more professional is
in their attitude to users of computers. Generally
speaking, users are only slightly more enlightened or
confused members of the general public. The com
puter professional should seek to determine what a
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user really needs and to make sure that he gets what
he really needs. There is the tendency to try to
provide to users of computers what they think they
want, which as often as not means what they are
receiving now by other means. The professional needs
to be able to perceive what is needed through the users’
eyes, and should regard it as his obligation within the
framework of a budget, i.e. the time, money and other
resources at his disposal, to use the power and capacity
of the computer to provide to the user the most
reliable and appropriate system for his needs and at
the time it is required. However, he should always ask
himself if a computer is really required for the system
as too often a computer is used unnecessarily. Every
programmer has come to realise that a computer will
only do what it has been told to do, not what he had
in mind for it to do but did not tell it. In the same
way a user needs to understand what is being provided
for him and what is not. In this context generally
there is the need for the computer professional to
become a better communicator, both with the com
puter and with the user. The removal of redundant
and confusing terminology will help here.
Code of Ethics

At present no code of ethics exists for the Society,
that is, for the professional member of the Society.
There are, however, “Guidelines for Professional Con
duct in Information Processing”. The latter are fine
but they are not enough as they lack that essential
quality of providing the means of excluding from the
profession those not qualified or otherwise unaccept
able for entry to the profession and those who have
grossly violated the accepted standards of the pro
fession. In other words, without a code of ethics there
can be no profession.
The Society’s Problems

As I see them therefore, the problems confronting,
the Society and its members briefly stated are:
(1) The failure of most members of the Society to
(a) discipline themselves to professional standards
of programming and conduct
(b) take an active part in forming a professional
society, and
(c) influence the general public to have a realistic
view of the role of the computer in society.
(2) The failure of programmers to supply their custom
ers with what they want and to communicate to
the customer the implications—both the facilities
provided and those specifically excluded—of the
system proposed.
(3) In addition there is a lack of understanding
amongst the general membership of the role and
objectives of the Society and its Council.
(4) The lack of a Code of Ethics for the profession.
Society Membership

The above remarks are addressed to people who
have been in the “profession” for some time as well as
those who are about to join it. Within the Society the
discourse on professionalism and the development of
suitable qualifications is mainly directed towards those
who are not already Members. However, the majority
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of present Members of the Society have been granted
membership on the grounds of their length of ADP
experience and the type of work they are doing, and
my remarks are applicable to these people. The new
comers to the profession, who will develop as they go,
will take many of their ideas on how things should be
done from “professionals” already in the field. They
will learn much, good or bad, by example. Therefore
it is necessary for the Society to put its house in order,
and individual members of the Society must start to
take a more active part in the way the Society func
tions, particularly in the development of professional
standards.
The educational opportunities and requirements of
professionals in the field must be enlarged. The com
puting industry is growing in scope so rapidly that pro
fessionals as in other fields must eventually start to
specialise. This can only be done if the professionals
are prepared to continue to educate themselves. The
growth and the change in technology are such that
every five years or even less a different set of circum
stances presents itself to the would-be entrant into the
profession. In my own organisation, which has run a
programmer training course every year since 1964, the
content of the course has been considerably changed
and updated every year. The result has been that more
recent trainees have learned a lot more about new
systems, new techniques and the operations of the
computers than those who were trained a few years
ago. In addition an increasing number of courses on
basic and advanced ADP subjects is being developed
and presented to both programmers and users. It is
more difficult but definitely rewarding and necessary
for the earlier people to learn to use the new technology
and to keep themselves continually abreast of what is
going on. I do not think that experience as such is an
alternative to qualifications and keeping up-to-date.
There are those who have been doing the same job for
year after year and may be able to say, “I have been
doing this for ten years.” On the other hand a more
recent arrival on the scene who has perhaps worked for
three years may have covered two different aspects of
computing and in a sense learned twice as much. He
may also be twice as professionally capable as a result.
To cater for this need for continual retraining I
advocate
(i) attendance at professional development courses
and special interest groups conducted and fostered
by the Society;
(ii) attention at formal tertiary courses on relevant
computing matters (with active support from the
participant’s organisation in terms of time off for
study parPtime, payment of fees if successful, etc.);
(iii) self study and reading of relevant journals, periodi
cals and books;
(iv) in the larger organisations at least, the preparation
and presentation of suitable courses to colleagues
and users (often the best way to learn is to have to
present a course or to lecture on a subject).
»

Communication Within the Society

During the last two years there has been controversy
about the way in which the Society is developing, about
i
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what is published in this journal, The Australian Com
puter Journal, and about what should be going on
within the Society. There are some people who have
taken exception to the work that Council does or
recommends. My observation is that there is often
relatively little worthy of positive action in any of the
things recommended by the complainants. On the
other hand very few people seem to take the trouble
to attempt to influence the way in which the Society is
to develop. The vast majority remains silent. However,
one of the valid criticisms which have been recog
nised is the need for individual members to be informed
about what is going on within the Society and is pro
posed by Council for the Society. Coupled with this
is the need for the individual member to be able to
make known his ideas, and for his voice to be heard in
Council. The recent election of a Public Relations
Officer, Mr. A. Y. Montgomery, is aimed at satisfying
these needs for communication and could well change
the present situation. In any case the full minutes of
Council Meetings are available to anyone interested in
its objectives, policies and procedures.
The fact remains that the majority of objectives set,
the majority of tasks undertaken and the general course
and conduct of the Society have rested so far on a few
dedicated people who are prepared to work to their
best ability on these things. Most of them are the
people on the branch committees and Council and its
sub-committees.
It seems to me that the branch general meetings
which are devoted to discussions of professional and
scientific problems, and to surveys of computer topics
in general, make possible an exchange of views and
formal discussion between members of the Society and
possibly from interested non-members of the Society.
They should be among the most valuable activities of
the Society, but from my enquiries among members of
branch committees about attendance at the branch
general meetings, it appears that the number of people
who attend general meetings in each branch is not high
in relation to the total membership of the branch.
In March 1971, when addressing the N.S.W. Branch,
R. W. Rutledge, then President of the Society, had this
to say: “The Council of the Society embodies the prin
ciple of a National society. Without Council to per
form certain functions on a national basis, there would
be no Australian Computer Society. A fundamental
service therefore that Council provides to members is
the very existence of an Australian Society, with a cor
porate identity and clearly defined objectives. Activities
of the Council arise from the views' of the branch
executive committees whose responsibility it is to brief,
and, on some matters, to instruct the Councillors.
These activities are always subject to the comment and
criticism of the branches and of the members. The
powers and the activities of Council are thus held from
the rank and file of members in the way described.
(They are exercised for and on behalf of the members”.
With reference to policies declared by Council in 1968,
which still stand, he said: “I suggest that we might
start by discussing the following questions—Do the
Society’s objectives and policies need revision? Are
the funds of the Society being expended with the objec1 fives clearly in view? Are there any inadequacies in
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the way the Society works? How can the Society be
made to work better?” (This address was published in
the A.C.S. (N.S.W. Branch) Newsletter of July 1971.)
Society Objectives

The 1970 Annual Report of the British Computer
Society had this to say: “Firstly, there is no doubt at
all that the Society (the B.C.S.) should be the leading
established body in the field of computer technology
and in the use of computing machinery for commer
cial, technical and scientific purposes. Secondly, it
should be the national authority on these matters and
be recognised and deferred to as such by other national
bodies and business concerns. This status can only be
achieved and maintained if it is quite clear to all that:
(1) The majority of all people wholly engaged in the
use of computers and in computing technology or
one of its branches wish to be and are members of
the Society at a grade appropriate to their skill
and experience, particularly those in senior
positions.
(2) Membership of the Society is a valuable asset to
those people whose employment and interest
require a knowledge of the impact and effect of
computer usage in their field of work.
(3) The Society is not only a professional society but
a learned body.
(4) The various grades of membership are precisely
defined and are meaningful as an indication of a
person’s experience and knowledge.
(5) The Society having ready access to its members
is therefore able to bring the bulk of the nation’s
human experience in the computer field into the
consultation upon computer matter.”
That statement was put forward by the British Com
puter Society, and I believe it should adequately cover
the objectives of the Australian Computer Society.
I have some difficulty in believing that the Austra
lian Computer Society is representing its members’
“Objectives”. I believe that the average member of
the Australian Computer Society is largely indifferent
to which way the Society goes. He watches out
perhaps for something which interests him, but I think
that he is usually more concerned with doing his job
within his own organisation.
What are the Alternatives?

Perhaps it is unrealistic to expect every individual
Member of the Society to wish to be a professional with
real professional status. It may not be necessary for
him to have this objective; equally it may not be
necessary for him to be highly qualified. Consider
what professionalism might mean in another area, the
profession of the Accountant. There is the chartered
accountant who spends years studying and learning his
profession. Then there is the accountant who is less
qualified, who works in a different capacity, presum
ably with less remuneration. It may be that within the
computing profession there is room for this kind of
dichotomy. Who would be the computer professionals
in this case?
Many recruits to the profession of programmer
come from within the ranks of business concerns. It
may be that these people are more in the nature of the
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“ordinary” accountant than the chartered accountant.
They have as a personal asset, presumably, a significant
knowledge of operations and objectives of the organisa
tion for which they work. They are then trained to a
certain level in computing techniques and work towards
developing computing systems for their organisation.
Depending on the demands of this organisation, they
may be quite successful and the result as far as the
computing profession is concerned quite satisfactory.
It may not be necessary for the firm to employ “pro
fessional” computer personnel.
A professional in the chartered accountant sense
might be someone who has no other skills apart from
those of the computer professional. If he has any skills
in other fields, so much the better. The important
things are that he should be well trained and keep him
self up-to-date in computing technology and be experi
enced in the practice of computing skills. He should
be known as a computer professional both within and
without the organisation, and it could expect to be
guided and influenced by him.
What are the chances of introducing such levels at
this point of time? Firstly, I think that too few people
have been trained sufficiently in computing technology
and have sufficiently varied experience to be called
truly professional. Last year Dennis Moore of the
Western Australian Branch visited all six branches of
the Society, with the objective of reporting on formal
qualifications available in this country and on the
mechanics for the introduction of Society examinations
for membership qualification. In his report to the
Council he quoted from the Society’s established con
stitution as follows:
(1) To extend as far as possible the knowledge and
appreciation of digital and analogue computers,
automatic data processing systems and computerbased automatic control system, and of theory
related thereto.
(2) To further the study and application of computer
science and technology and related subjects in all
branches of learning and enterprise.
(3) To develop a code of ethics and to define standard
of knowledge in the fields referred to above.
He concluded that “the Society should react to the
needs of the community and the demands of its mem
bership, that there is an immediate need for raising the
standard of practice of computing in this country. This
observation comes not only from many within the
Society but from responsible persons outside it. The
failure of computing professionals to set and meet
objectives has led to some dissatisfaction with com
puters and computing, and this reflects adversely on
the Society.”
He continued that “formal qualifications should
reflect the minimum level of competence and knowledge
required to practise computing as a profession.
Professionalism embraces the concepts of responsibility
and integrity, and insists upon a level of knowledge at
which the professional is able to practise independently
or with interaction rather than supervision, and have
a full understanding of the consequences of any actions
he undertakes or initiates.” (Appendix to the Minutes
Council Meeting, November 1971.)
I agree with him on these points, but I do not think
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that it is really possible at this stage to provide a level
of training during the next few years adequate for com
puter professionals. The Colleges of Advanced Educa
tion are not geared to cope with part-time students who
are not enrolled for a degree or diploma. Courses of
a degree/diploma standard and those in which a mini
mum competence must be reached by the computer
professional are not readily available to a large number
of those actively undertaking a computing career. On
the other hand a great number of people have entered
the computing profession without formal tertiary
education and in some cases with very little training in
the art of computer programming, and I am aware that
some, at least, of these people are competent and
worthy of being called professional.
Moore considered that appropriate qualifications for
associate members could be gained after relatively
short periods of study, say on a two-year part-time
basis, and that qualifications for full membership should
be gained with further experience. To me, this is not
enough. In my opinion, computer professionals must
have undertaken a long period of study such as a threeyear full-time degree course aimed at teaching them the
concepts and theory as well as the practice of comput
ing. There is no short-term entrance into professional
ism at the individual level. One cannot mass-produce
professional people. In addition the professional or
would-be professional must develop his own standards
of professionalism within the context of those defined
by the Society. I believe there are two important
aspects to professionalism. They are that the pro
fessional should be qualified and experienced in the
field in which he practises, and second that he should
observe professional standards and be keen and jealous
of his professional competence.
In these respects the Society can give a lead. It
can set down those qualifications and the subjects and
levels of attainment which are necessary for professional
status. It can go further and say what experience is
♦relevant and equips the person to be called a pro, fessional once he has established sufficient formal
. qualification. The Society can also set out personal
standards for professional competence.
These go
beyond the question of ethics which are concerned
with the deportment and conduct of the professional.
A professional will be concerned about what he does
and, more importantly, what he achieves. He will be
concerned to give satisfaction to those for whom he is
working and to gain personal satisfaction from it. If
he achieves the latter he is half-way home to being a
professional.
Conclusion

The establishment of a professional status within the
Society at an appropriate level of qualification and
experience should be the Society’s aim but this is only
part of the answer. It will not make the individual
less apathetic as far as the Society is concerned nor
make him more professional in the performance of his
tasks. The real answer begins and ends with the
individual, who must develop his own standards and
who must seek to continually educate himself and t*
develop with his experience.
I support the Society’s aims to establish professional
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qualifications for membership but I do not think that
they can or should be achieved in the way proposed.
Firstly, the syllabus proposed for Associate entry is of
too low a standard and is too limited in its scope. It
is not “professional” enough and does little in my mind
to establish a person qualified to that level as a com
petent professional so much as a coder. Secondly, the
attitude and performance of the individual programmer
generally fall short of being professional.
I would accept a situation akin to the one I dis
cussed concerning the accounting profession, but again
I do not think that the syllabus proposed meets a suit
able lower level requirement. Therefore I recommend:
(1) A review of the Society’s objectives.
(2) The formation of the Society into a fully pro
fessional body with an appropriate Code of Ethics
and with a three-year tertiary-level course as a
basis for entry (rather than one catering for most
people involved in computing through a two-level
examination structure). When this has been estab
lished it would be possible to consider the estab
lishment of the ‘unchartered’ professional after the
manner of the accounting profession.
(3) The definition of personal standards for the pro
fessional, and I would expect the Society to play a
leading role in this.
(4) Regular retraining and updating of professional
discipline and competence as new techniques and
technology become available.
(5) Greater participation by members in the Society’s
activities.
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Appendix A
MEMBERSHIP CONDITIONS

1966: At the time of the Society’s formation in 1966
conditions for acceptance of applicants into the three
personal membership grades, were:
(i) Ordinary membership: open to applicants who
could satisfy the Branch Executive Committee that
they had a good working knowledge of the design,
or functioning, or programming, or application of
analogue or digital computers, and
(ii) Associate membership: open to any person inter
ested in the objects of the Society, and
(iii) Student membership: open only to full-time
students at approved educational institutions.
1972: Conditions for membership have been continu
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ally revised and the grades of membership have
changed. There are now five grades of personal mem
bership: Fellow, Member, Associate, Student and
Affiliate. Only Fellows, Members and Associates (the
Corporate membership) have voting rights. The follow
ing guidelines now apply:
1. A Fellow shall be a person who has made dis
tinguished contributions to the knowledge of appli
cation in any field of computer science and tech
nology or has given outstanding service in further
ing the Objects of the Society. To be eligible for
nomination a person, among other things, must
have a minimum of eight years’ practical experi
ence in the art and practice of automatic computing
and/or computer based control (excluding time
spent as a student), of which at least five must
have been in a responsible position.
2. A Member shall be a person who has at least five
years’ experience, or the equivalent thereof, in the
art and practice of automatic computing and/or
control, and who—
(i) is actively engaged in the use and application
of automatic computing and/or control in a
recognised profession, or
(ii) is actively engaged in a professional capacity
in the use and application of automatic com
puting and/or control or a closely associated
activity as his sole occupation, or
(iii) is responsible for the direction of persons
engaged in the solution of commercial, indus
trial, or technical problems in automatic com
puting and/or control, or
(iv) is responsible for the teaching or training of
persons in the theory and practice of auto
matic computing and/or control.
3. An Associate shall be a person having at least two
years’ experience, or the equivalent thereof, in the
art and practice of automatic computing and/or
control, and who—
(i) is actively engaged in the use and application
of automatic computing and/or control in a
recognised profession, or
(ii) is actively engaged in a professional capacity
in the use and application of automatic com
puting and/or control or a closely associated
activity as his sole occupation, or
(iii) is responsible for the direction of persons
engaged in the solution of commercial, indus
trial, or technical problems in automatic com
puting and/or control, or
(iv) is responsible for the teaching or training of
persons in the theory and practice of auto
matic computing and/or control.
4. An Affiliate shall be a person who is interested in
furthering any of the objects of the Society.
5. A Student shall be a person who is a full-time
student of any recognised school, college, or univer
sity, who is under the age of 26 years and who is
interested in furthering any of the objects of the
Society.
Appendix B
Extracts from “Report on Council Meeting, Brisbane,
May 28 and 29, 1972”

(This report was attached to a letter from the Presi
dent of the Society, Mr. P. R. Masters, which was
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published in the June 1972 edition of the Canberra
Branch Bulletin.)
The main decisions taken at this Council Meeting
were as follows:
1. Qualifications

A major part of the Council Meeting was devoted to
this important issue.
Professor Blatt (Convener of the Qualifications
Committee) presented a revised form of the syllabus
sample examination in “Basic Computer Principles”,
taking into account suggestions and criticisms made in
writing and at a meeting called for discussion of this
issue during the Brisbane Conference.
Council adopted these proposals in principle but
recognised that there had been insufficient communica
tion with the members of the Society to establish clearly
the part which the examination in “Basic Computer
Principles” would play in the overall plan for member
ship qualifications.
Council then resolved as follows:
(a) That the Council believes that a fully professional
standard of knowledge should be a requirement for
admission to the grade of MEMBER.
(b) That the standard should be defined in the terms of
a set of syllabi and examinations in various areas,
and that it should be the equivalent of the attain
ment of a tertiary qualification.
(c) That the Council believes that the Australian Com
puter Society should represent the computer com
munity.
(d) That the Council believes that Corporate Member
ship may be granted to people possessing a pre
requisite standard of knowledge and experience;
the standard of knowledge being that of the “Basic

Computer Principles” syllabus adopted by Council.
(e) That the preceding motions (starting with the
definition of the professional grade of Member)
should be referred to the members through Branch
Executive Committees for discussion and comment,
and for report back to the Honorary Secretary by
1st September, 1972.
(f) That a Committee be set up to prepare a statement
explaining the resolutions for the benefit of
members and that the Committee should comprise
Professor Blatt (N.S.W.), Mr. B. V. Mickan (S.A.)
and Mr. P. R. Masters (Vic.).
Because of their importance these resolutions have
been set out in full. Members will recognise that reso
lution (e) gives them every opportunity to comment
freely and constructively on this matter. Subsequently,
in reappointing Professor Blatt as Convener of the
Qualifications Committee, Council indicated its wish
that the Committee consist of one representative from
each Branch, each of whom would be responsible for
presenting the summarised point of view of his Branch’s
members.
2. Unionism

Council is concerned at moves by clerical unions to
have all systems, programming and operations staff
placed under their control, including those who are
scientifically qualified and working in a technical
environment. Although it is clear that the Society is not
entitled to legally represent members in matters of this
kind, Council is examining the situation in detail so
that members can be advised of the most suitable course
of action, including if desirable the establishment of a
body such as the Association of Professional Engineers
of Australia (A.P.E.A.).

Letter to the Editor
Dear Sir,
Every programmer would surely endorse the criti
cism levelled by Dr. Stanley Gill (keynote address,
5th Australian Computer Conference) at “the vagaries
of the present-day debugging process”. At least in the
area of business data processing, problems associated
with poor program structure and documentation are
now minor and much less important than the lack of
software support. A significant improvement could be
made at little cost, by altering standard flowcharting
routines so that their output was in the form of an
extended logical proposition, using one of the many
accepted notations. If these routines were also changed
to include elementary formulae, they could also present
to the overburdened programmer an evaluation of the
logical consistency of his program. More importantly,
in the case of an altered program, these routines would
establish whether or not the alteration(s) had disturbed
the consistency of the program.
This idea is based on two related facts. First, the
vast majority of business data programs have the gene
ral logical form “IF (a set of instructions) THEN either
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close files or read another record”; where the instruc
tions are such that the whole proposition, in a wellformed program, is a tautology. It is high time that
the compilation software became able to test for this
elementary condition.
Second, in the case of an
amended program, it is usually thq case that its flow
chart is different from the flowchart of the new speci
fication (i.e., from the flowchart of the program that
might have been written if the amendment had been in
the original specification). We thus have two flow
charts, representing different logical expressions of the
same tautological relationship amongst the same fac
tors. The two expressions are therefore equivalent, and
could be shown to be so, if compilation software only
had the above-mentioned capability. The programmer
would therefore be assured that he or she had success
fully dealt with the amendment, and had not left any
unclosed loops anywhere.
R. H. Rothwell, '
3 Tantangara Street,
Duffy, A.C.T. 2611.
Ill

Effective Programming
By A. G. Davoren

This paper examines the functions involved in programming. It establishes criteria for
effective programming and offers suggestions as to how the criteria may be satisfied. Program
testing time is shown to be the significant area for improvement.

There is a growing tendency in EDP Management
nowadays to dismiss the simple program as no longer
being important as a discrete controllable activity in an
EDP project.
The literature reinforces the attitude that system
design and all that precedes it is the only challenge.
Once this is completed and optimised for resource
utilisation, speed of implementation, etc., it is handed
over to the programmers with fingers crossed and the
fervent hope that the 50% contingency factor placed
on the programming and testing time will be sufficient.
Most programmers are thrust into their job after
only a brief course on a specific language without any
guidance as to how to write a program. After some
time the programmer is recognised as good if he fulfils
one or more of the following requirements:—
a) He prints quickly, clearly and neatly on coding
forms.
b) He is very quick to have a program into a position
for testing (the inordinate amount of computer time
required for subsequent testing goes unnoticed).
c) Every time his program fails under operational
conditions, which is quite often, he is able to spot
the problem immediately.
d) He writes his programs in such a complex way that
his supervisor cannot help but be impressed when
the program eventually runs.
Obviously, no one would agree that these descrip
tions are true. However, many people are at a loss
when they attempt to describe a good program or a
good programmer and as a result there are many instal
lations staffed by people who fall into these categories.
Before EDP Management can expect to establish
credibility with general management, they must ask
themselves questions similar to those that have been
asked years ago of like disciplines such as Engineering
Design and Management Accounting.
Those questions are:—
How well are we doing in programming commer
cial applications for computers?
Four points stand out:—
1. Programming performance in data processing all
too often is not good. It takes too long to get most
applications programmed and tested. Results often
do not measure up to expectations. Such perform
ance is particularly aimed at new installations but
it is also found with more experienced program
ming staff. Present-day performance is not really
acceptable to management, it is only tolerated.*

Much better performance is possible, even for the
smallest installations.
2. Improvements are unlikely to come from manage
ment in general. Management does not understand
computer programming and tends to take the word
of the programmers as to the quality of their per
formance. They have yet to realise that discipline
can be imposed upon the programming function
just as it can be placed on any other like activity,
e.g. engineering design.
3. Perhaps somewhat surprisingly, significant improve
ments are not too likely to come from the com
puter manufacturers. The need for improvements
has been apparent to the field for over ten years—
yet the prime programming courses consist of train
ing in the way to flowchart, i.e. the symbols to be
used, and the syntax of high level languages.
4. If improvements are to be made, it will be up to
data processing management to cause them to be
made. Disciplines are needed whereby data pro
cessing goals can be achieved, together with better
use of resources, particularly programming time.
It is up to the manager of data processing to see
the programmers’ technical side of the problem
and management’s need for better performance.
Where does programming fit into the computer
environment?
According to surveys carried out in the United
States in the late 60’s (McKinsey, 1968), 35% of the
costs associated with an installation are to do with
systems and programming. In line with current trends
of lower equipment costs and higher salaries it is not
unreasonable to say that system and programming
costs are now of the order of 45-50% of the total costs
of the installation. Certainly the drop in the price per
unit of computing power has been more than offset by
increased software costs.
Development and maintenance programming costs
are the computer outlays subject to significant short
term management control. Fortunately, or perhaps
unfortunately, they are the largest costs in the EDP
installation of today. These are the areas that will
affect future costs and benefits of EDP.
What is being done about the ever-increasing cost of
programming?
A typical reaction is to bow to the inevitability of
increasing programming cost? and look about for sub
stitutes, such as packages. This is only an expedient,
it does not solve the problem. Another reaction is to

* P.A. Management Consultants Pty. Ltd., Melbourne.
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set standards for programming. These standards have
been set without coming to grips with the real problem
—what is programming? Standards cannot be set
effectively until there is agreement on what is good
programming and what is not good programming.
What must be done to combat these increasing costs
is:—
1. Recognise that programming in a commercial
environment is a vital part of the EDP picture.
2. Focus the attention of EDP Management on this
area.
3. Introduce disciplines into the programming
function.
4. Decide what is acceptable programming and con
trol projects on this basis.
The end result will be reduced costs, control of pro
gramming projects and re-establishment of EDP
credibility in the eyes of general management.
Unless management segregates these costs and
understands the nature of the expenditure, future
computer development will definitely be retarded.
There are already signs of this, and the whole activity
will be vulnerable to precipitate and emotional review.
Where is the time spent in programming?
Why is it difficult to control a programming project?
The activities of a programmer can be broken down
into the general categories of design and flowchart,
code, documentation and clerical work, debug and
test. This is not to say that the programmer engages
in these activities one at a time to the exclusion of the
others, but rather that they can be described and dis
cussed as distinct phases. The proportion of time
spent on each of these activities varies widely from
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programmer to programmer. There is a correlation
between these times and the standard of work pro
duced. The two charts in Figure 1 represent a typical
distribution of time spent by a programmer.
In the environment of modern computer depart
ments with large, fast machines and a lack of close
supervision and training of people, programmers tend
to follow the second chart and can spend up to 50%
of their time testing programmes. Significantly, testing
is a phase that is very difficult to identify, let alone
control.
The all-too-common reply that a program is almost
complete, really means nothing from some program
mers, when it is recognised that the number of errors
found and the time taken to find them, bear the rela
tionship to one another as indicated in Figure 1.
No wonder there is ten-fold or more difference
between a good programmer and a not-so-good pro
grammer. Clearly, a poor programmer is a definite
liability to an EDP project and an installation as a
whole.
The area that causes most projects to be delayed,
is most difficult to quantify and control, and which
occupies the major part of a programmer’s time, is
testing. This must be reduced. It can be at the
expense of relatively small increases in design and
coding time.
A good programmer, properly controlled, will spend
the appropriate amount of time on designing and
coding, with the result that only about 25% of his
time is spent on testing. Management is then in a
much better position to:—
1. Measure progress of a particular program against
targets for design, coding and testing.
2. Spot weaknesses in project estimates before it is
too late.
3. Make realistic estimates of completion dates.
4. Control the overall project.
Having seen where the time is spent in program
ming, we are in a position to decide:—
What are the criteria for a good program?
A program must:—
1. Do the job required.
2. Be easy to modify and maintain.
3. Be easy to test.
4. Utilise the available resources economically.
All commercially-oriented programs should be
written with these criteria in mind, in strict sequence.
It is worth examining the reason for this sequence.
Program Performance

TIME TAKEN TO CORRECT PROGRAM ERRORS
NO, OF
ERRORS

NO, OF
ERRORS

TIME TO DISCOVER AND FIX ERRORS

TIME TO DISCOVER AND FIX
ERRORS

Figure 1
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For the purpose of the discussion it can be assumed
that the program will do the job required. However,
it is not valid to assume just because the program does
the job that it is a good program. There are simple
ways and difficult ways of satisfying the requirements
for a good program. The simple ways will be examined
at a later stage, and it will be seen that ease of pro
gramming can be made compatible with all of the
criteria.
Ease of Maintenance and Modification

*

The survey referred to above found that the 35%
of costs associated with systems programming and
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maintenance comprised 20% for new developments
and 15% for program maintenance. This means that
a minimum of 15%, current practice indicates it is
more likely to be 20% or above, of installation costs
is spent on maintaining or changing existing pro
grams or systems. In Australia the cost of installed
machinery is of the order of $600m., therefore the bill
for programming maintenance is enormous. There is
no doubt, then, that ease of maintenance is of prime
importance when writing a program, considering that
there is a very small penalty associated with achieving
the result. The penalty will be discussed under the
heading Utilising Available Resources.
Cost of program maintenance can be reduced in any
of three possible ways:—
1. Reduce the service to users. This can only have a
small effect, if any, because changes are inevitable
and it is the duty of the EDP department to ensure
that the systems are providing what is required.
2. Increase the amount of documentation. This solu
tion rarely seems to work in practice because of
the difficulties in keeping the documentation up-todate.
3. Improve the legibility and logical presentation of
programs. Few people have tackled the problem
from this direction; however, this is the area in
which programmer time can be reduced
dramatically.
A logically laid out program properly presented will
reduce not only man time in changing the program but
also machine and man time required to re-test. A
RAND Corporation study showed that when a single
instruction is changed in a large program, the program
has less than 50% chance of working the first time,
after the change.
This percentage is just not good enough in a com
mercial installation and must be remedied by using
better methods in programming.
Ease of Testing

Many programmers compare the testing phase of a
program with entering a very large, very dark tunnel
of indeterminate length. The program is completed
when he emerges into the light from the end of the
tunnel. The analogy can be extended to depict the
not uncommon occurrence of the programmer who
emerges from one tunnel, only to disappear into a
larger, longer, darker tunnel when he discovers a
major logical error after having spent considerable time
in testing. This should not be the situation. It must
not be regarded as acceptable.
A properly conceived and properly constructed pro
gram should be ready for systems testing after only a
few computer test shots spread over several man days.
Needless to say, complex programs comprising many
functions, as defined later, will take longer to test but
still should not take more than 25-30% of the program
duration.
■
Economic Utilisation of Available Resources

1.
2.
3.
.

The resources referred to here are:—
Programmer Time.
Computer Running Time.
Memory Space.
Programmer time is vital. The object of this article
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is to show how this can be kept to a minimum while
still being compatible with the other criteria mentioned.
The latter two resources have long been regarded as
being very important. This has been inherited from our
days of assembler coding, small computer memories
and relatively slow machines. The situation that pre
vails in most commercial installations in Australia
indicates that these two resources are not of prime
importance. With the ever-increasing usage of high
level languages such as COBOL and PL/1, the pro
grammer is unable to bring about any worthwhile
savings of either running time or core usage because of
his lack of knowledge of the machine language
generated by the compiler. There are, of course, excep
tions to this; for example, most people know that sub
scripting can be time-consuming in COBOL and that
bit manipulation can be time-consuming in PL/1, but
for the most part programmers rely on the syntax
manual to indicate what instructions to use.
Again, it is accepted that statements such as PER
FORM in COBOL or CALL in PL/1 are not econo
mical in terms of memory usage but the use of instruc
tions such as these is essential if a program is to be
easy to modify and maintain.
In short, if a high level language instruction
enhances the readibility and presentation of a program
it must be used in preference to an instruction that
saves core and possibly execution time but makes a
program difficult to follow.
The conclusion can therefore be drawn that com
puter running time and memory space should be sacri
ficed where necessary for the more important criteria.
How is a good program written?
Through trial and error the data processing fra
ternity has over the years discovered many good prac
tices in programming. However, very little attempt has
been made to document these practices to any appreci
able extent.
A point should be made here. Most programmer
training is in reality coding training—teaching a
student how to use a language. Very little attention is
paid to doing programming well as almost the whole
effort is directed towards teaching how to code.
The remainder of this article attempts to set down
check lists for effective programming. The lists are by
no means exhaustive but are intended to form a basis
that can be built upon by particular installations.
For the sake of discussion, a programmer’s task will
be regarded as comprising:—
1. Reading a program specification which indicates
what is to be done, but not how it is to be done.
As a result the responsibility for the successful
execution of the program remains with the
programmer.
2. Reading a data dictionary containing a definition
of all files, records and fields.
3. Writing the program.
Programming, thus defined, can be broken into
several elements:—
Design and Flowchart
Document
Code
Debug and Test.
Each of these will be discussed separately.
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Design and Flowchart

The general impression that is given by many of the
programmer training books reminds one of Mrs.
Beaton’s recipe for making jugged hare: “First, catch
your hare, then............. ” Much of the discussion on
design starts: “First, flowchart the program, then .. .
Design is critically related to the success and cost of
any computer program, and as such deserves a
methodical approach and a lot of thought. It is at this
stage that the length of time the programmer will spend
on this job is determined.
A programmer using a monolithic, “non-modular”
technique is unable to design his programs; if a pro
gram has no parts, it can have no structure; if there is
no structure, there is nothing to design. If there is no
design, there can be no realistic estimate of the time
to finish the job.
Efforts have been made to rationalise the steps
involved in designing a program, these efforts have
resulted in the following.
The Design Process
1. Understand the problem by reading the specifica
tions several times.
2. Mentally conceive a solution to the problem.
3. Write down the main logical functions required of
the program, e.g. read a transaction file, print a
line or add to a master file, would be regarded as
logical functions.
4. Chart the inter-relationship between these main
functions on one side of a sheet of paper. Do not
at this stage attempt to confuse the picture by
considering any details.
5. Having placed the main logic of the program on
paper, critically appraise it by consciously put
ting forward difficulties and objections to the
design. It is no problem at this stage to draw and
re-draw the chart.
6. Check with the system designer to ensure the logic
will achieve what is required.
7. The result of one or several iterations of the

THE STRUCTURE OF A PROGRAM
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above steps is a program mainline or control
module. Figure 2 shows the mainline of a typical
single file update.
8. Take each of the main logic functions in turn and
chart its sub-functions on a sheet of paper. The
results of this step may mean slight modifications
of the mainline but should for the most part be
independent of the original chart.
9. Analyse each of these charts in turn to see that
the chart describes a valid and well-structured
solution to the sub-problem. Even at this stage
do not chart too much detail. Remember, the
more re-charting that is necessary to allow for a
better alternative, the less likely the alternative is
to be considered.
10. Continue the process by analysing and charting
the sub-functions. Depending on the size of the
program, this process may have to be continued
to an even lower level of charting.
11. Consider how the program will be tested and
adjust the flowcharts where necessary. If there
are likely to be difficulties, such as in a particu
larly complicated function, allow for printing of
indicative test information concerning that
function.
12. Start thinking about testing and test data. Now!
The result of this method of designing is a series of
flowcharts, each describing either the mainline, a func
tion, sub-function or a sub-sub-function, etc. Each one
of these should stand alone as far as logic is con
cerned. A suitable description for one of these sets of
logic would be the much-used word “module”. The
definition of a module as used here is that it is a set of
instructions that perform a clear logical function that
should be largely independent of other program stages.
The result of logical independence and hence the test
for modularity in this context, is that a program error
should be traceable to a malfunction in a single module
and, by correcting the module, the program malfhnction will be completely corrected.
A program module here cannot be regarded neces
sarily as being a completely independent set of coding,
capable of being tested separately. As pointed out
earlier, the discussion concerns programming in a
commercial data processing environment.
In this
environment programs should comprise a dozen or so
modules or functions, ideally the fewer the better from
the point of view of testing and controlling, and only
one person would be responsible for the coding and
testing. There are very few cases in a commercial
environment where a program should be designed in
modular form for the sole purpose of employing
several people on coding and testing one program. The
overheads generated in the form of discussions, extra
specification, extra computer time and the difficulty in
allocating responsibility for future errors outweigh any
possible saving in calendar time.
Having followed the steps outlined above, the pro
gram will now consist of two types of routines. They
are:—
1. Mainline or control modules. There can be several
control modules, depending on the size of the func- *
tions in the program, but there is only one main
line which is placed at the start of the program.

The Australian Computer Journal, Vol. 4, No. 3, August, 1972

115

/

Effective Programming

2. Sub-routines, each a module with an activity that
is only a part of the entire program.
The test for a mainline is that it provides an over
view of the entire logical activity of the program. After
this is properly coded the programmer’s job can be
simplified to a tremendous extent. Each sub-routine is
a module with a less important activity than the entire
program, each can be regarded as a small program and
can, depending on its size, comprise a control module
which would reference other lower level sub-routines.

A warning should be given here that sub-routines
should not be used just for the sake of using them. If
the design process is followed carefully there should
not be too many sub-routines.
It is important that the designer not be carried away
by sub-routine usage. A program that over-uses sub
routines—reducing the mainline to a meaningless level
—is as bad as an undesigned program where every
thing is included in a long complex mainline section.
Figure 3 illustrates the correct structure of a program.
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Document

Documentation has been placed at this stage in the
programming process because it is now that it must be
considered, not after the program is tested and finished,
which happens all too often.
Documentation can
become quite a controversial subject, particularly in a
large installation. One school of thought believes that
the more documentation, the easier the program will be
to change or modify later. The other school of thought
faces the reality that documentation of the program
method in narrative form is rarely done properly, is
hard to supervise, and is not always updated when
changes are made at a later date. Similarly detail flow
charts can never be relied upon to give a true picture
of the program.
In practice the only document that the programmer
can be sure is up-to-date is the source listing.
Consequently, in most cases he dismisses the flowchart
and the written documentation on program method and
laboriously works his way through the source code list
ing. If the program is readable, the maintenance pro
grammer is able to make changes easily and even the
original program writer can debug his program faster.
A readable program does not necessarily mean data
names, etc., have to be 30 characters long but it does
mean that the program must be clearly and logically
laid out in the form mentioned above, that is, main
line, control sections, sub-routines and that suitable
comments are placed in the source listings adjacent to
each particular sub-routine or module.
It is time that EDP managers faced the facts on
documentation. The emphasis must be moved from
longer narrative to better and more legible coding.
If this is done, only the following are needed:—
1. The program specifications.
2. A flowchart (see Figure 2) of the mainline and any
significant control sections. These diagrams should
be of such a general nature that they would prob
ably not need altering when small changes are
made to the programs. If a large change is made
then the chart of the mainline or control section
affected should be re-drawn entirely.
3. A carefully laid out source listing with comments
attached to each module. We are then almost back
to the original reason why high level language
compilers were written.
The author is convinced that only these three items
of documentation are needed. They can be kept to a
standard and they will be used by a programmer.

Code
Coding is the area that receives the most attention
in programming training, yet even here practices are
not well documented. Perhaps the reason for this is
that such a list might be construed as standards to be
followed—and everybody knows that programs and
programmers cannot be standardised!
The distinction should be made between standards
and standard techniques. Standard techniques are not
an end in themselves; they must represent and embody
a methodology that is better than the programmer
could devise for himself over a short period; they must
amplify his skills, not limit them. The author’s experi
ence has shown that programmers, whether trainees or
/A '
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skilled veterans, welcome the opportunity to develop
their capabilities by using a valid methodology; far from
rebelling against the disciplines it imposes, they are
constantly seeking to extend its scope.
Standards, on the other hand, can severely restrict a
programmer. Because they have to be general, they
can destroy the readability of a source listing. They
quite often take away what little initiative there is left
in programming as far as naming fields, storage areas,
switches, etc. Finally, standards tend to erode the pro
grammer’s responsibility to present his coding in a
properly laid out manner.
Standard techniques can be applied to coding to
reflect the work done in the design phase. Even though
the design has been done, considerable thought must
still be given to coding. In many cases the coding
phase shows up deficiencies in the program design and
modifications must be made accordingly.
The question that a good programmer should con
tinually ask of himself whilst coding is:—
How can 1 code this module or program to make it
easy to test and easier to follow?
The following good coding techniques assist in
answering the question:—
1. Write the mainline first. This will be characterised
by the use of decision logic (IF’s, GO-TO’s) and
calls of sub-routines (PERFORMS in COBOL).
The section will be quite short and will have no
GO-TO’s out of the section except for the final
routine.
2. Write one module at a time, starting with the
highest level, normally the record handling
routines.
3. Perform input output operations on a file in one
place only—logically and physically.
4. Consolidate common routines, such as house
keeping routines, in one part of the program
instead of scattering them throughout the program.
5. Keep the use of switches to a minimum. Excessive
♦ use of switches indicates that insufficient time was
spent in the design and flowchart phase. Make
them indicative if they must be used, that is, not
“SWI” but “READ-TRANS-SW”. In line with
the idea of having the logic of the program in the
mainline it is a good practice to set switches in
sub-routines but check them in the mainline or a
control section.
6. Allow only one END in the program. The logic
to reach the END module must.be in the mainline.
7. Place comments at the start of each module prior
to the module being coded. If the activity of the
module is described prior to the coding it forces
the programmer to consider the logic he is about
to code, thus reducing possible re-writing. Insert
ing comments after the program has been written
is quite an onerous task and is rarely done
properly.
8. Avoid using tricks in coding. If any off-standard
coding is used it must be explained in the source
listing. An example of tricks would be excessive
or unnecessary use of ALTER or REDEFINES in
COBOL or based variables in PL/1.
9. Avoid using nested conditionals. The possible
saving in coding time is far outweighed by the
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time taken to change or correct the coding.
10. Avoid multiple nested sub-routines, return to a
control section before entering another major
sub-routine. This keeps the program logic in the
mainline or control section.
11. Endeavour to keep the program general. Do not
include today’s specific numbers, such as number
of warehouses, cost centres.
These numbers
change surprisingly quickly.
12. Where forced to include specific numbers, use a
pre-set identifier rather than a literal so that
changing one instruction will change all the
possible tests throughout the program.
13. Note any routines where complex coding has been
done. Decide in each of these cases whether a
printout of any information would facilitate test
ing, if so put in a conditional print statement for
use when a test flag is set.
14. Follow recognised guidelines for efficient coding
such as:—
a) For a group of conditional tests check the most
restrictive condition first.
b) All other things being equal, conserve the
number of steps in the most frequently used
path of the program.
c) Become aware of the language and compiler
that you are using. This can be done by
reference to such manuals as the Programmer’s
Guide, “Bug Reports” where supplied by the
manufacturer, and by deliberately noting prob
lems encountered by yourself and your
colleagues.
It should be seen from the above remarks that the
coding phase is not a challenge if the indicated methods
are followed (except in so far as it is a challenge to
produce code which is effective in the terms described);
it should not be regarded as such! Provided a disci
plined approach is maintained, there is no reason why
the basic control sections and modules of similar pro
grams cannot be used again and again. Remember,
coding will only take a maximum of 30% of the time
required to complete the program.
Debug and Testing

Satisfactory testing of a program involves science
and some art. The art can be compensated to some
extent by a thoroughly disciplined approach to testing.
This is the phase that can take most of the time (up to
50%), it separates the good programmer from the
average programmer. It is the challenge to be met; a
reduction in testing time means a significant reduction
in programming time, the main cost, and computer
usage.
At the end of the debug stage, the programmer can
say that his program will solve a problem but he can
not be sure which problem. In other words, only the
syntax is correct.
/ Testing is the process 'whereby the programmer
assures himself, and his superior, that his program will
solve the problem he started out to solve and will
continue to solve it.
The beginner approaches this phase with a casual
air—a chore to be performed after the supposedly real
challenge of design and coding has been conquered.
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His approach to the problem is to throw together some
test data—any data—and then laboriously check the
file dumps and output results. This is wrong. As in
all the other phases, testing should be approached
systematically.
It is not possible to draw up a set of all-purpose
rules for testing a program. However, the following
points are worth noting.
1. Start thinking of testing in the design phase. The
number of sets of test data should also be decided
at that stage.
2. Make sure the design and coding up to this stage
facilitates testing.
3. Start coding test data during the coding phase.
Each time a difficult module is coded, data should
be written to test the intricacies of the logic. If
test data is kept until later, the sections of code
likely to cause problems will be forgotten.
4. Do not rely on printing out masses of data to be
examined by eye—use the program to print out
indicative information for the first few runs, e.g.
if a complex master file is being updated it may
be prudent to print out the master record in, the
transaction record and the master record out.
This method—
a) allows all important information to be seen at
a glance and
b) saves dumping three files and the not incon
siderable time wasted in reconciling the file
dumps.
5. Only run the program with known test data that
must lead to known answers.
6. Tests must be made using data from the preceding
program in the suite before the program can even
be regarded as fit for system testing.
7. Know when to stop testing. Many poor tests do
not equal one good, carefully thought out test.
8. Allow adequate man time between tests. That is,
do not throw the program into the machine
because there is time available and it may show
something.
Ten errors should be found in one
test rather than one error in each of ten shots.
Therefore, allow time for an exhaustive manual
check after each test.
9. Establish at the design stage how the program
controls will assist in testing. Controls should
indicate when to look for errors; they should also
indicate when to stop looking for errors.
10. Be suspicious of your program. An experienced
programmer becomes adept at inventing pro
cedures that test his own logic as fully as possible.
11. When a difficult error is found:—
a) Run over the elements of the problem rapidly
several times until a pattern emerges which
encompasses them all.
b) Suspend your judgement.
A person who
jumps to conclusions is less sensitive to other
symptoms.
c) If you are getting nowhere, try a new approach.
Jump from one idea to another until one fits.
d) Discuss the problem with your supervisor.
Talking over the problem forces you to con
sider aspects that you might otherwise skip
over. The supervisor, ideally, should have
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designed the system.
If these points are followed closely each time test
ing is performed, then there will be a marked improve
ment in the time taken to test and in the reliability of
the program after testing.
It cannot be over-stressed that effective testing
means effective programming, which means an effective
EDP department.
Conclusion

This article has attempted to have a close look at
the programming function.
By analysing what is
involved with each of the component parts of pro
gramming the following conclusions can be drawn:—
1. Systems and programming involve about 50% of
total installation costs and therefore programming
time is the important cost in EDP.
2. Testing occupies the main part of a programmer’s
time.

3. Shorter testing time results in significantly better
control over individual programs and therefore
over the total project.
4. Effective programming leads to shorter testing
time and hence reduced costs.
5. Effective programming can be achieved through
improved training, higher quality program plan
ning, a more systematic approach to each phase of
programming and the exploitation of more efficient
methods.
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Book Review
Codasyl Systems Committee Technical Report:
Feature Analysis of Generalised Data Base Management
Systems, May, 1971. Available from Association for
Computing Machinery, British Computer Society and
IFIP Data Processing Group, pp. 520, $US8.00.
This publication is an outgrowth of a similar analysis of
generalised data base management systems! published pre
viously by the Codasyl Systems Committee. In that report a
feature list for such systems was defined and then nine existing
systems were described in the format of the feature list. The
current report generates a more detailed feature list under
the main headings of data structure, data definition, interroga
tion, update, creation, programming facilities, data administra
tion, storage structure and operational environment. Each
feature definition is followed by a narrative or tabular descrip
tion of this property as it occurs in ten available systems. Thus
the information given on each system is neither cohesive nor
a good total description and the overall effect is one of
comparison for the expressed purpose of being tutorial. The
systems covered are Codasyl COBOL, the Codasyl Data Base
Task Group (DBTG) proposal, IBM’s GIS, Honeywell’s IDS,
IBM’s IMS, Informatics’ Mark IV, IBM’s FFS (also known as
NIPS), Auerbach and Western Electrics SC-1, SC’s TDMS and
RCA’s UL/1. COBOL is not proposed as a generalised system
but it is included as a basis for comparison. No complete
implementation of the DBTG proposal is known.
The Committee sees the functions of the current report “to
define more completely the features offered in present day
systems. In this respect it is an extension of its predecessor.
However it is intended that the feature list in the present re
port will provide insight and direction in developing design
objectives or a common system, and that subsequently the
report will be used to develop the specification of the common
language and functions for a unified data base system.”
The introduction to the report is intended as a free standing
paper on current issues in data base management and it is to
be recommended as a valuable overview. “It reflects the
opinions of the Codasyl Systems Committee as a group”,
although a divided viewpoint existed on many of the issues.
It gives a very useful yet brief discussion of the state of the
art including host language and self-contained capabilities,
data independence and binding. It goes on to describe some
of the problems which must be solved in future design, dis
cusses the future role of COBOL, and then introduces the
feature list for generalised data base managements systems.
The first chapter is a general summary of the systems
analysed in the report together with a classification by their
language type, their data structure for describing major
entities of an application, their data organisation (storage
structure) and their system environment. A selected biblio
graphy for each system is included.

Chapters 2 and 3 deal with data structures and data definition
respectively. A fixed set of generic data structure types is
postulated, these being; item, group, group relation, entry,
file and data base. Each type is defined in detail (e.g. com
pound groups, repeating groups) and the equivalent data
structure type is identified for each system together with the
attributes used to define that structure. Then the method of
data definition for each data structure type in each system
is presented together with the manner in which the system
processes data definitions. Finally a sample structure is coded
in the data definitinal language of each system.
Chapters 4, 5 and 6 concern the interrogation, update and
creation functions as they occur in systems with a selfcontained capability. So these chapters refer almost solely to
GIS, Mark IV, NIPS/PPS; TDMS, UL/1 and SC-1. The
major interrogation features defined are conditional expressions
for selection, data extraction and report formatting. In the
case of update the major features are data definition, trans
action program definition and maintenance and there are
similar features for creation.
Chapter 7 is the counterpart of the previous three chapters
fpr systems with a host language capability (COBOL, DBTG,
IDS, IMS, SC-1) and the procedural programming features
for performing these functions are defined and described.
The main features are the data manipulation language, the
interface with the host language and .communication with the
data base management system. The remaining chapters analyse
the features of data administration, storage structure and the
hardware and software environment.
In storage structure the systems exhibit diverse properties
because of the different philosophies in file management,
operating systems and data structure representation by the
various manufacturers and designers. Even in the case of
the DBTG proposals there are important implications in this
area. Thus the report does not provide a complete system
evaluation or comparison of the various systems from this
point of view since there are many intangibles such as data
independence, reorganisation, maintenance, and overall cost
and efficiency of operation which would have to be taken
into account. Indeed one could not expect a body such as
Codasyl to embark upon such an evaluation. However this
analysis can be used to compare the capabilities of the systems
to represent, manipulate and maintain particular information.
This report is an outstanding contribution to formalising
the practice and systems architecture of data base manage
ment. It will be of use to all professionals involved in the
field and it also provides a text for teaching an in depth
course on the subject.
Reference
1. Codasyl Systems Committee Technical Report: A Survey
of Generalised Data Base Management Systems, May, 1969.
J. L. SMITH
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Lemma Production with a Binary Resolution
Based Theorem-prover
By J. K. Debenham*

In a binary resolution based theorem proving system functions are introduced to evaluate:—
[i] the resolvability of a clause,
[ii] the distance of a clause from a set of clauses, and
[iii] the cost of obtaining a clause.
Using these functions it is shown that simple strategies for selecting lemmas may be defined. Various
examples from the current literature are quoted to illustrate the application of this method of lemma
production to theorem proving problems.

§1. Introduction.

The reader is assumed to be familiar with Robinson
(1967).
Suppose that a deductive theorem-prover is applied to
a (consistent or inconsistent) finite set of clauses S (the
axioms), and generates a set of clauses T (the consequences
of S). We will think of a set of lemmas for S as those
clauses in T which are in some sense “Useful”. Thus
fundamental to the production of lemmas is some
measure of the usefulness of a clause. Two of the basic
ideas that we will use to define usefulness are the costing
and heuristic functions introduced in Kowalski (1969).
Let c be a clause in T. The value of the costing function,
g(c), is the cost of deducing c from S. The value of the
heuristic function h(c), is the estimated minimum cost
of deducing a terminal clause from c.
Suppose further that the theorem-prover is based upon
some fixed binary deductive mechanism A, for example,
resolution; then, with respect to this mechanism we think
of the usefulness of a deduced clause c as some com
bination of the following quantities:—
(i) Given a random clause d, the probability that A
will permit a deduction to be made from d and c.
(ii) Some measure of the distance between c and the
clauses already in S. For example, the probability
that a random clause d, which is combinable with
c using A, is not combinable with the clauses in
S[A, c]={reS: h(x) < h(c)}.
That is, the combinability of c is compared with
the combinability of those clauses in S which have
a chance of being a parent to a terminal clause of
cost no greater than a terminal clause with c as
parent. If A is binary resolution, and h(c) the
number of literals in c, then S[/?, c] is just those
clauses in S of length not greater than the length
of c.
i (iii) The cost of obtaining c using A, g(c).
Finally, suppose that the (fixed deductive logic A is
binary resolution. To define these three functions for any
clause c we will first consider the case when c is a unit
clause, and then extend the functions to n-clauses.
§2. Measuring unit clauses.

Suppose that amongst the consequences of S is a unit
clause c; a measure of the usefulness of c is obtained by
associating with c three positive integers A(cj, /x(c, S) and
3(c).
The function A is a measure of the number of literals
with which c is resolvable over some finite set of literals.
(For example, if S is finite the following set of literals is
finite: All possible literals constructed from (i) predicate,
function and constant symbols occurring in S, and (ii) a
finite number of variables as needed, such that (iii) the
function nesting depth is less than some fixed integer N.
This particular set of literals will be denoted by 2(S, N).)
We have defined A(c) to be a measure of the number of
literals in £(S, N) resolvable with c; by a measure we
mean a function with the property that if cT is resolvable
with more literals than c2 then A(cj) > A(c2). An obvious
measure is obtained by defining A(c) to be the actual
number of literals in 2(S, N) resolvable with c, this we
call the exact measure. We choose to identify the concept
of the resolvability of a clause c in a set S with the value
of the exact measure A(c) over £(S, N), for some suitable
N. Note that an entirely different choice of definition for
resolvability may not effect the subsequent development
at all. In Debenham (1972) the problem of finding an
expression for the exact measure is analysed at some
depth, but it appears that no simple expression exists.
However, using this analysis, various approximate
functions A are given, all of which have the basic property
that if Cj is an instance of c2 then A(cx) < A(c2). One such
approximation is described in Appendix 1, and its per
formance as the basic component of a lemma producer is
described in Appendix 2. We define A(V) = oo, where V is
the constant “true” statement, and A(A) = 0 where A
is the constant “false” statement.
The function /i is a measure of the “distance” of c
from the unit clauses in the set S. Following Reynolds
(1969) we think of E(S, N) as a non-modular lattice;
where unification, | |, is the meet; his anti-unification, |_|,
the join, and, V and A are defined to be the greatest and
least elements. Note that if two elements cx and c2 of
2(S, N) are unifiable but Cj \ | c2 ^ £(S, N) because the
function nesting bound N has been exceeded, then we
must define cx PI c2 = A.
In Chapter X of Birkhoff’s book on lattice theory,
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Birkhoff (1967), the author constructs in a perfectly
natural way a distance function d on a lattice which has
an isotone valuation v[c] by :—
d(ci, c2) = v[cx U c2] - v[cx FI c2]
(A)
However, we do not want to measure the metric distance
between two formulae cy and c2, but to measure how
much more useful cy is compared with c2; in particular
then, p should exhibit the following properties:—
(a) if cx > c2 p(cx, c2) = A(q) - A(c2)
(b) if c\ < c2 p(cy, c2) = 0.
These suggest two possible forms for p:—
p{cx, c2) = A(cx LJ c2) — A(c2)
(B)
and p(cx, c2) = Afo) — A(cj FI c2).
(C)
Now A is isotone, but is not a valuation, thus these
definitions for p will not necessarily satisfy the triangle
inequality, and, as yet we have been unable to find
convenient restrictions on A to ensure that a p defined
in either of these ways will satisfy the triangle inequality.
Now, (B) will be a better measure than (C) when
Ci I I c3 is trivial and cx |_| c2 is not, and vice versa.
Thus for applications with clauses in the lower part of
the lattice S(S, N) (B) should be a good measure;
whereas (C) will be better for clauses in the top of the
lattice. A good general measure is found by summing (B)
and(C):—
p(cx, c2) = l[A(Ci LJ c2) - A(cj LI Cjj) + A(cj) - A(ca)].
(D)
We have found (B) quite adequate when searching for
lemmas, because unit lemmas seldom lie near the top of
E(S, N); furthermore, |_| is marginally easier to calculate
than LJ- Thus we will base our definition for p on the
form (B): in other applications it may be necessary to
rephrase the definitions by basing them instead on form
(C) or (D).
Our definition of p is now extended to measure the
distance of a unit clause c from a set of clauses S:—
f — min (A(c |_| s) — A(s): s is a unit clause}
m(c,

S)

jf S contains a unit clause.
(_ = oo
if S contains no unit clause.
Note that p(c, S) = 0 if and only if c is an instance of a
unit clause in S.
The function 8 is defined by 8(c) = (the depth of
resolution of c). Following Kowalski (1969) we think of
8(c) as being a measure of the cost of obtaining c, that
is, 8(c) = g(c). Quite clearly, if we have to choose between
retaining as a lemma one of the two clauses c, and c2
whose A and p measures are of the same order, it is wise
to retain the clause that was most expensive to produce.
We are now in a position to give a loose definition of
a lemma, namely a unit clause c is a candidate for being
chosen as a lemma if it occupies a commanding position
on the lattice 2(S, N). That is if it (i) has a high A value
and thus is resolvable with a large number of clauses,
(ii) has high p value relative to S, the set of axioms, and
thus is resolvable with a large number of clauses which
are not resolvable with the unit clauses already in S, and
(iii) has high 8 value, thus being an expensive clause in
its own right.
The three functions which have been defined for unit
clauses will now be extended to n-clauses.
s

§ 3. Measuring clauses.

As before, suppose that amongst the consequences of
S is a clause c (not necessarily a unit-clause). We associate
The Australian Computer Journal, Vol. 4, No. 3, August, 1972

with c three positive integers A*(c), p*(c, S) and 8(c), where
8(c) is simply the resolution depth of c. Various definitions
for A* and p* are at present being tested. We now discuss
one of the more obvious possibilities.
We define the predicate symbol of a literal to be the
predicate letter of that literal together with any negation
signs that may be attached to the atom, e.g. P, —P and
—Q are three different predicate symbols. We denote by
77(S) the set of distinct predicate symbols in the set of
clauses S, and by 77„(S) a literal in S beginning with the
predicate symbol p for which A is a maximum. S may
consist of one clause, but must never be empty.
The function A* is defined by:
A*(c)=2AK(c)),
P

£77(c)

note that for a unit clause c, A(c) = A*(c).
To define the function p* we first define the least
common generalisation of two arbitrary clauses c and
s to be:—
f = U (77„(c) LJ rrv{s) ) if 77(c) == 77(5)
cU^=
pe7r(c)
=V
if 77(c)
77(5)
Now we define p* by
{min {A*(c [_|* s) — X*(s) }: h(s) < h(c)}
.seS
P*(c, S)
if S contains at least one
clause .y with h(s) < h(c)
co
otherwise.
where h is the heuristic function.
Note that for unit clauses c and s, c\_|* j = c |_| $ and
P*(c, S) = p(c, S).
The above definitions of A* and p* may at first appear
rather crude; however (i) they are easily computable if A
is easily computable, and (ii) they produce remarkably
good results (see Appendix 2).
If we are prepared to spend longer computing A* and
then there are numerous ways in which we could im
prove upon the simple functions just given. For example,
if»C! is a transformation, as defined in Reynolds (1969),
i.e. c\ = {—P, Q} then if P and Q both begin with the
same predicate letter the quantity A(P [_| Q) — A(P | | Q)
will give a measure of the spread of c. That is, we have a
numerical answer to the question “If a random unit
clause c2 is resolved with cy, how far away from c2 is the
resolvant likely to be?”. Likewise, more elaborate
quantities can be defined for n-clauses; these elaborations
will not be considered here.
P*

§ 4. The selection of lemmas.

We are now in a position to discuss in greater detail
the ideas of §1.
Given a set of clauses S we define Rn(S) to be the first
n deductions made from S by some fixed theorem
proving algorithm. A set of lemmas derived from S,
i/p’ n(S), is an algorithmically defined subset of S U Rn(S);
the algorithm used in the definition is the lemma selection
strategy <j. More strictly if’ n(S) are called first generation
lemmas, because we can apply the process repeatedly,
for example the second generation lemmas are
(f’ „)2(S) = 0a. »(0o, „(S) ).
In general, the i’th generation lemmas of S is defined by
(4>°’ JJS). For most definitions of o, S C </>CTi n(S), also,
if A e Rn(S) then A e ^ n(S).
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The reader should be careful to note that there are
two separate strategies: (i) the search strategy of the
theorem prover used to generate Rn(S); and (ii) the
selection strategy <j of the lemma producer used to
generate
n(S).
We have found by experiment that Kowalski’s diagonal
search (see Kowalski, (1969)) with a simple modification
is a good search strategy for generating Rn(S) when
looking for lemmas. To suit our purpose we modify diag
onal search as follows. We write the input clauses S =
U U L with U n L = <j>. U are called the unprotected
clauses in S, and L the protected clauses in S. Diagonal
search is applied to S in the usual way except that pro
tected clauses may only be resolved with unit clauses.
This search strategy was used for all the examples in
Appendix 2. Initially, all members of S are unprotected
clauses.
We will now discuss a lemma selection strategy that
gives good results with the above search strategy. First,
the selection strategy must decide the value of n when
generating Rn(S) which is the set from which the lemmas
will be chosen. Let h* be the maximum value of the
heuristic function h(c) over the unprotected members
c of S. Let n be the greatest integer such that the n’th
deduction c made from S by the above strategy has a
diagonal value f (c) = h(c) + g(c) which does not exceed
h*. Second, having generated Rn(S) the selection strategy
must decide which members of Rn(S) to choose as
lemmas, and whether they are to be treated as protected
or unprotected clauses.
Define L,' (S) = {x e Rn(S): x is an i-clause and
p*(x, S) > 0}. Let m be the least i for which L* (S)
0.
Define Ln(S) = L™(S), this is called the lemma base of
Rn(S). For example, if m = 1, the lemma base consists
of those clauses in Rn(S) that are not instances of unit
clauses in S. The lemmas will be chosen from Ln(S).
Before defining the algorithm for selecting lemmas we
will attend to a few preliminaries. For each element
c g S U Rn(S), A*(c) and p*(c, S) should be determined.
Each lemma will be chosen in turn from the set Ln(S)
and added to S as a protected or unprotected lemma.
As each lemma is added to S the p* values of the remain
ing elements in Ln(S) should be updated if necessary.
Define the equivalence relation on Ln(S) by cx ~ c2 if
and only if p*(cx, c2) is finite: hence Ln(S) is divided
into the t equivalence classes L1, . . . , Lfc. If at any stage
in the selection of lemmas a clause in Ln(S) has zero p*
value, it is removed from Ln(S) and from its equivalence
class.
We now state the lemma selection algorithm:—
(1) u = 1, go to (2)
(2) If u > t stop.
Otherwise go to (3)
(3) If Lu == 0, increase ii by 1 and go to (2),
otherwise go to (4)
(4) Let Ku be the number of clauses in the set
Su = {c e S: p*(c, Lu) is finite}.
If Ku = 0, remove from Lu a clause with highest
A* value and add it to S as an unpro
tected lemma. Go to (3).
If Ku = 1, remove from L11 a clause with highest
value and add it to S as an unpro
tected lemma. If there is more than
one clause with this maximum p*
P*
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value, choose a clause with highest
A* value. Go to (3).
Otherwise go to (5).
(5) Let E = {c e Lu: for all s, s’ eS if
P*(c, s) = p*(c, S) then p*(c, s) > p*(s’, s)}
If E ^ 0, remove from Lu the member of E with
highest A* value and adjoin it to S as
an unprotected lemma, go to (5).
Otherwise remove, one by one, from Lu the clauses
with highest A* value and adjoin them to S as
protected lemmas until Lu is empty.
Go to (3).
This particular strategy will be denoted by 1. That is,
given a set of clauses S, if this procedure is applied to
augment S by adjoining clauses from Rn(S), the result will
be denoted by 01, n(S).
In words, the philosophy of this strategy is to add a
clause to S as a lemma if it is the most resolvable clause
(ties being arbitrarily disposed of) which is at least as far
from its nearest member of S as is any other member of
S. This process is continued until there are no such
clauses left. Then, from the left-overs, the strategy con
structs a list of protected lemmas which are effectively
prevented from taking part in the subsequent develop
ment of Rn(S) unless they give rise to a clause of smaller
heuristic value. For example, protected unit lemmas can
only be used as parents of the null clause. In some
applications a large number of protected lemmas are
produced and although they are not likely to be the
parents of useless clauses they can slow down the com
putation. As yet, we have not investigated a method for
weeding out unwanted protected clauses.
Naturally, the selection strategy that we have described
is but one of many definable within the framework that
we have set up. For example, one might simply choose
the best clause in each equivalence class (Lu}u L,; or
perhaps the most remote in'each class. However, we find
that the philosophy of this strategy is consistent with
our aim, namely to build up a set of clauses, the com
ponents of which occupy a commanding position on the
lattice 2(S, N). Furthermore, in practice its operation is
reasonably impressive. Note that the cost of a clause is
automatically taken into account by the definition of A
given in Appendix 1.
We are at present investigating other ways in which
the A* and p* functions may be used to improve the
efficiency of theorem provers which are based on unifi
cation. For example, we have obtained interesting results
by using the A function to order the literals in clauses as
they are generated.
The operation of lemma production has two quite
distinct applications. First, S may be a consistent set, in
which case the lemmas will be interesting consequences
of S. Second, S may be an inconsistent set (consisting of
axioms and a negated theorem), in which case the lemmas
will be clauses that will hopefully be useful in a derivation
of the null clause.
§5. S consistent.

Suppose that in a theory defined by the set of axioms
S it is required to prove the theorems Tx,..., Tn. Rather
than try to deduce the null clause from each S uTi
(i = 1, . . . , n) we propose the following: (1) For some
m, k and a construct (0O> k)m(S), then (2) try to deduce
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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the null clause from each (<Aa- k)m(S) U Ti(i = 1,. . ., n)
Tills approach may either be viewed combinatorially or
as an exercise in learning.
The combinatorial explanation is as follows; in a
derivation of the null clause from S UTi with Ti as set
of support, no resolutions are permitted with both
parents in S, but some of these clauses may be of use.
The lemmas which are added to S to make up (<Aa> k)m(S)
are those clauses derived purely from S that we would
expect to appear in a derivation of the null clause from
S U Ti with no support. Hence, we hope to find a good
proof of the null clause from QjP‘ k)m(S) U Ti with Ti as
set of support.
From the point of view of learning we argue as follows:
when working in a certain theory S, before we aimlessly
try to prove the given theorems, we first permit the
theorem-prover to learn something about the theory by
considering simple consequences of the axioms of S, and
to retain as lemmas results that it regards as useful.
After all, this is precisely the way that most mathematics
textbooks tackle the problem of teaching mathematics
to human beings, so why shouldn’t theorem-provers be
given the same licence?
§ 6. S inconsistent.
Here we assume that S consists of a set of axioms
(possibly extended by the addition of lemmas) together
with a negated theorem. Thus for some N, the null
clause is in Rn(S); what happens if N is so large that
Rn(s) will not fit into the memory of the computer on
which we are working? One solution is to extend the
memory by storing the bulk of Rn(S) externally on
magnetic tapes or disc: this has the effect of slowing
down the computation disastrously. Alternatively, we
can apply a to obtain t/P, n(S),
n)2(S) and so on:
hopefully (but not necessarily) at each stage o- will retain
sufficient clauses to provide an eventual proof of the
null clause.
Note that if o = 1 it may not be possible to fit Rn(S)
in the memory for the n determined by this strategy. In
this case we let n take the biggest value that the available
space permits.
This application, with S inconsistent, is unreliable, but
if space is running out it is always worth a try. The
question remains, how many lemma generations should
we perform? In practice it seems to be worth performing
lemma generations for as long as unprotected lemmas
are being produced. Note that when considered in this
way, lemma production almost looks like a search
strategy!
§7. Conclusion.
We are in complete agreement with Chang (see Chang,
(1970) that theorem proving programmes should consist
of two parts: (i) a basic theorem prover; and (ii) a pro
gramme for selecting good lemmas. We have discussed
one way in which this may be done; in practice our
method seldom produces bad lemmas, in fact the chief
failing is that too few lemmas are selected, especially
when non-unit lemmas are being chosen. Furthermore,
we believe that the more significant future advances in
the power of theorem-provers will come from the
development of “macroscopic” selection strategies rather
than “microscopic” search strategies.
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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A definition for A over £(S, N).
The depth of a symbol in an atomic formula is defined
to be the number of bracket pairs, i.e. “(” and “)” that
contain the symbol. For example, in P(X, F(Y) ) depth
of P is 0, depth of X is 1, depth of F is 1, depth of Y is 2.
Note that in P(X, F(X) ) the first X has depth 1 and the
second X depth 2. Given a clause c in E(S, N) we define
var (c) to be the set of variables in c, and for each
x e var(c), d(x) denotes the maximum depth at which x
occurs in c. Note that for all x in c, d(x) < N. We now
define
(a) SUPR(c) = 2
3(N“d«)
xevar(c)
(b) SUBR(c) = the number of places in c occupied by
functions.
(c) NVL(c) = the number of elements in var(c).
(d) NVP(c) = the number of places in c occupied by
variables.
(e) NCL(c) = the number of constant letters occuring in c.
(f) TNP(c) = the total number of places in c
occupied by variables or constants.
(g) 8(c)
= the depth of resolution of c.
Then we define:
'=0
if there are less than 2 constant
SIMPfcl =
symbols in S.
M1VU (Cj
1 = NVL(c) + NVP(c) - NCL(c) + TNP(c)
otherwise
Finally,
A(c) = ( (SUPR(c) xH SUBR(c) )xH SIMP(c) )

i

X k + 8(c)

where A: is a large number, e.g. k ~ -{/n where n is the
largest positive integer representable in a computer
implementation of A.
Eg. Let c = Q(X, F(X), A), in E(c, 3):—
(a) SUPR(c) = 3 <3-2> = 3
(b) SUBR(c) = 1 + 2 + 1 = 4
(c) NVL(c) = 1
* (d) NVP(c) =2
(e) NCL(c) = 1
(f) TNP(c) = 3
This definition of A is the most elementary of those
derived in Debenham (1972), we will now describe its
derivation in outline.
Def. If c g E(S, N) for some S and N, then the set
U(c) ={d e S(S, N): c and d are unifiable} is called
the unifiable set of c over S(S, N).
Thus, the exact measure of c, as described in §2, is the
number of elements in U(c). In Debenham (1972) an ex
pression is established for the exact measure over 2(S, 1),
and a very good approximation of it has been tabulated
for a large number of clauses. Let c, d g E(S, 1) be two
atoms beginning with the same predicate symbol. If the
number of different constant letters in S is less than 2,
then it is easily seen that U(c) and U(c?) have the same
size. If the number of constants is greater than one, then
the expression for the size of U(c) is extremely compli
cated. However, we have found by trial and error that the
expression in the above definition of SIMP(c) is a reason
ably accurate measure. It is very easy to compute, but ,
bears no relation to the actual value of the exact measure.
We now consider 2(S, N). As described in Robinson
(1967) a substitution consists of a finite number of com
123

Lemma Production.

ponents of the form fi./x) where x is a variable for which
the term a is to be substituted.
Def. If a substitution component {ct/x} is such that a
contains at least one function symbol and no
constant symbols, with each variable symbol
appearing only once, then it is called a general
substitution component.
Def. If a substitution component {a/x} is such that a is
a constant symbol, then it is called a constant
substitution component.
Def. A substitution is called general if (i) all its com
ponents are general, and (ii) no variable appears in
more than one component.
Def. A substitution is called constant if all its components
are constant.
General substitutions are denoted by a subscript G, and
constant substitutions by a subscript C. In Debenham
(1972) it is shown that if d e U(c) then there exist sub
stitutions 0c, 6g, 0c, 0g such that 0c6g c = 0c 0g d.
Moreover, if simple restrictions are placed on the
labelling of variables and on the order of the substitution
components, then the substitutions 0g and 0G are uniquely
determined. Thus for c e 2(S, N) the set U(c) may be
decomposed into a family of mutually disjoint subsets
which are indexed by the ordered pair (0g, 0g). This is
called the standard decomposition of the unifiable set. In
Debenham (1972) this decomposition is the starting point
of a long discussion of the structure of the unifiable set.
It is easy to see that by suitably interpreting function
terms the calculation of the number of elements of E(S, N)
in any particular subset in the standard decomposition of
U(c) is an evaluation problem of U(c*) over 2(S*, 1) for
some c* and S*. In Debenham (1972) a measure is
discussed for 2(S, N) that efficiently enumerates the sub
sets in the standard decomposition, and for each subset
calculates the number of elements which it contains.
Somewhat unfortunately, the application of this com
paratively sophisticated measure to lemma production
produces similar, if not identical results to those obtained
by the above definition of A. Thus we will not discuss it
here. However, it should be noted that the sophisticated
measure of a literal c, is of the order of the exact measure
of c, thus giving our p function far greater significance,
because p is defined as the difference of two A values.
The ideas behind the definition for A given above are
based on a different decomposition of the unifiable set.
Def. If d e U(c), let d belong to the subset in the standard
decomposition of U(c) indexed by (0G, 0G) then:—
(1) If 6g = fa = 0, d is called a simple resolvant
of c. Written as d e Usimp(c).
(2) If d 0 Usimp(c) and 0G = 0, d is called a subresolvant of c. Written as d e Usub(c).
(3) If d 0 Usimp(c) and 0G = 0 ,d is called a superresolvant of c. Written as d e Usuper(c).
(4) If d is none of the above, d is called a crossresolvant of c. Written as cl e UcroSs(c).
Note that any subset in the standard decomposition of
U(c) will also be a subbet of one of these four subsets.
Hence we obtain a standard decomposition for Usimp,
USUb, Usuper and UCross* It is quite easy to show that
U(c) = Us;mp(c) U Usub(c) U Usuper(h) G Ucross(c)
and that the subsets in this decomposition are mutually
disjoint. The most complex of these four subsets is Ucr0ss,
and we dispose of it by the following assumption.
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Assumption 1. We may obtain a measure of the resolva
bility of a clause c by estimating the number of
elements in
lAimp(c), Usub(c) and UsuPer(r).
As yet we have not proved the validity of this assumption.
However, it seems reasonable because a cross resolvant
consists half of a sub-resolvant and half of a superresolvant. So by estimating the size of
Usub G Usuper G Usjmp

we conjecture that a measure for the whole of U(c) is
obtained. This has been validated experimentally by
comparing the performance of this measure with the
more complex measure that does not depend on assump
tion 1. However, this is no proof of the validity of
assumption 1. In Debenham (1972) it is shown that,
except for literals c with very deeply nested variables, if
USuper(c) A 0 then UsuPer(c) will be much larger than
Usub(c) and USjmp(c). Also, if c contains a reasonable
number of function symbols, then Usub(c) will be larger
than USimp(c). We base our definition for A on the
following assumption:—
Assumption 2. If Usuper(c) and Usub(c) are non-empty,
then UsuPer(c) contains more elements than Usub(c)
which contains more elements than Usimp(c).
Note that the assumed inequality between the sizes of
Usub and Usimp is not always true, for example it is not
true for a literal c containing exactly one function symbol.
In Debenham (1972) we describe a fairly simple measure
that avoids this inaccuracy. However, for most literals
assumption 2 will hold, except when the function nesting
bound is small, in which case a more sophisticated
measure is needed.
For c e E(S, N) Usimp(c) is in fact one of the subsets
in the standard decomposition of U(c) and thus its size
may be evaluated by evaluating the size of some U(c*)
over 2(S*, 1) for some c* and S*. This quantity is
denoted by SIMP(c).
To estimate the size of Usub(c) we consider its standard
decomposition. If X and Y are two subsets in the standard
decomposition of Usub(c) indexed by ( 0, 0g) and ( 0, 0’G)
respectively with 0G c 0’g then X will be larger than Y.
The maximal elements with respect to this partial order
are those subsets in the standard decomposition which
are indexed by (0,0) where 0 contains just one sub
stitution component. We obtain a rough estimate of the
size of Usub by counting the number of these maximal
elements, which is our definition of SUBR(c).
To estimate the size of Usuper(c) we note that the largest
subsets of the standard decomposition will be those which
contain the greatest possible number of variable symbols.
These variable symbols are introduced in terms in 0G.
We obtain a rough estimate of the size of Usuper(c) by
counting the maximum number of variables that may be
introduced, this is the given expression for SUPR(c),
assuming that there is a 3-adic function and that there
are no n-adic functions for n > 3.
The cost term 8(c), needs no explanation.
It must be stressed that we are not proposing that A is
an analytically derived approximation to the exact
measure. However, we do believe that considering its
ease of computation, A does a remarkably good job.
Appendix 2.

We now discuss the operation of an implementation
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of these ideas on the IBM 70401 computer in the Basser
Computing Department, Sydney University. The pro
grams are mainly written in FORTRAN IV and provide
a binary resolution system with a variety of search
strategies including unit preference and diagonal search.
The user has control of a large number of parameters
amongst which are a resolution depth bound, a function
nesting depth bound, a set of support and a strategy for
selecting lemmas. The figures quoted refer to the number
of clauses generated; note that there is no subsumption
except for a very weak test’on unit clauses to ensure that
the same unit clause is not recorded twice: in a sense p*
is a generalisation of the subsumption principle. The
times taken for each deduction are also quoted. It will
be noted that the proofs are extremely slow, due to the
fact that all the data is very highly packed in the memory
to enable a large number of clauses to be stored in a
comparatively small computer. Thus, notice should be
taken of the saving in time and not of the actual duration.
To preserve conformity we have used the diagonal search
strategy without factoring in all the examples quoted,
even though this strategy sometimes does not perform
well with a set of support. No control was placed on the
resolution bound or function nesting bound. The lemma
selection strategy used was the strategy described in § 4.
More detailed definitions of the following examples may
be found in Chang (1970).
Example 1.
Axioms = A = -P(X, Y,X1) -P(Y,Z, Yl)
—P(X, Yl, Zl) P(X1, Z, Zl)
—P(X, Y, XI) —P(Y,Z,Y1)
—P(X1, Z, Zl) P(X, Yl, Zl)
P(G(X, Y), X, Y)
P(X,F1(X,Y),Y)
~ Theorem = T = -P(G1(X),X,G1(X))
was generated in 13 seconds. It contains A, no
unprotected lemmas and 8 protected lemmas of which
one, i.e. {P(X, F1(X1, XI), X)} is immediately unifiable
with the negation of the theorem.
Example 2.
Axioms = A =

P(X, A, X)
P(A, X, X)
—P(X, Y, XI) —P(Y, Z, Yl)
—P(X1, Z, Zl) P(X, Yl, Zl)
-P(X, Y, XI) —P(Y, Z, Yl)
—P(X, Yl, Zl) P(X1, Z, Zl)
P(X, X, A)
~ Theorem = T = P(B, Bl, B2)
—P(B1, B, B2)
,pi,
was generated in 12 seconds. It contains A and
one unprotected lemma, a 2-clause, namely
{-P(X, XI, X2) P(X, X2, XI)},
and no unprotected lemmas. The null clause was found
in R31C/j1. 26(A) U T) in 10 seconds with T as set of
support. This compares favourably with the 30 seconds
taken to find the null clause in R70(A U T). Note that in
this example the total time taken to generate j/A 26(A)
and then to prove the theorem is 73 per cent of the time
taken to prove the theorem directly.
‘ 1 he IBM 7040 is a 32K computer with a memory cycle time of 8 /xs.
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To illustrate the application of the method to incon
sistent sets as described in §6 we consider the problem
set out in Example 2. We recall that using diagonal
search a proof of the null clause from AUT may be
obtained in 70 steps. Thus, suppose that, for reasons of
space, we are limited to making only 50 deductions from
the axioms; as A ^ R50(A U T) we apply the lemma
selector to produce:
60(A U T) = {P(B, B2, Bl); -P(B1, B2, B);
P(B2, Bl, B)}UAUT
i.e. three unprotected unit clauses were chosen by the
lemma selector. We adjoin the lemmas to the axioms
and reapply the theorem prover to obtain a derivation
of the null clause in only 11 steps. The total time taken
to select the lemmas and prove the theorem was 24
seconds which compares favourably with the 30 seconds
taken to prove the theorem directly.
Example 4.

Axioms = A =

P(F(X), X, B)
P(B, X, X)
—P(X, Y, XI) —P(Y, Z, Yl)
—P(X, Yl, Zl) P(X1,Z,Z1)
—P(X, Y, XI) —P(Y, Z, Yl)
-P(X1,Z,Z1) P(X, Yl, Zl)
~ Theorem! = Tx = —P(A, B, A)
~ Theorem2 = T2 = —P(A, X, B)
i/r1’16(A) was generated in 5 seconds. It contains A, the
protected lemma {P(F(B), X, X)}, and the unprotected
lemma {P(F(F(X) ), B, X)}. The null clause was found in
R4(ifi1’ 16(A) U Tx) in 1 second with Tx as set of support.
The null clause was found in R4O/A 18(A) U T2) in 1
second also, with T2 as set of support. To prove these
two results without lemma production, it was necessary
to generate RX34(A u Tx) and RX68(A u T2) in 93 and
128 seconds respectively.
Example 5.

Axioms =A=

P(A,X,X)
P(X, A, X)
P(X, F(X), A)
P(F(X), X, A)

Q(B)

-Q(X) —Q(Y)
-P(X,F(Y),Z)Q(Z)
—P(X, Y, XI) —P(Y, Z, Yl)
-P(X1,Z,Z1) P(X, Yl, Zl)
-P(X, Y, XI)' -P(Y, Z, Yl)
—P(X, Yl, Zl) P(X1,Z,Z1)
~ Theoremx = Tx = —Q(A)
~ Theorem2 = T2 = —Q(F(B))
We would like to point out that this example cannot be
considered typical because of the high redundancy in the
axioms when proving these two results. In fact, if the
theorems are used as set of support the proofs may be
performed mentally, generating 3 and 9 clauses respectively
before finding the null clause.
88(A) was generated in 38
seconds. It contains A, 10 protected lemmas, and the
unprotected lemma {Q(A)}. Thus Tx is established at once.
The null clause was found in R5(^1*88(A) U T2) in 2.15
seconds, which is an unimpressive improvement on the
2.87 seconds taken to generate RX(A U T2).
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Example 6.

Axioms = A =

P(A)
Q(A, F(A2), F(A1))
Q(X, X, F(X))
-Q(X,Y,Z)Q(Y,X,Z)
-Q(X,Y,Z)R(X,Z)
-P(X) —Q(Y, Z, XI)
—R(X, XI) R(X, Y) R(X, Z)
~ Theorem = T = —R(A, Al)
i/r1- 3f!(A) was generated in 16 seconds. It contains A, the
protected lemmas {R(F(A2), F(A1)); R(A, F(A1));
R(A, Al); Q(F(A2), A, F(A1))}, and the unprotected
lemmas {R(X, F(X)); R(A, A)}. Thus the theorem is
proved at once. However, when an attempt to prove the
theorem without the protected lemmas, it was found that
the unprotected lemmas were of no assistance. In fact it
was necessary to generate 27 clauses compared with the
15 clauses necessary to deduce the null clause from
A U T. The times taken were 9 seconds and 5 seconds
respectively.
Example 7.

Axioms = A = E(F(X, Y), F(Y, X))
E(F(X, F(Y, Z)), F(F(X, Y), Z))
E(G(F(X,Y),Y),X)
E(X, G(F(X, Y), Y))
E(F(G(X, Y), Z), G(F(X, Z), Y))
E(G(F(X,Y),Z), F(G(X, Z), Y) )
—E(X, Y) —E(Y, Z) E(X, Z)
E(X,X)
—E(X, Y) —E(X1, F(X, Yl) )
E(X1,F(Y, Yl))
—E(X, Y) —E(X1, G(X, Yl))
E(X1, G(Y, Yl))
—E(X, Y) —E(X1, G(Y1, X))
E(X1, G(Y1, Y))
~ Theorem! = Tx = -E(F(F(A, B), Al),
F(A, F(B, Al)))
~ Theorem2 = T2 = —E(F(G(A, B), Al),
F(A, G(A1,B)))
~ Theorem3 = T3 = —E(F(A, G(B, Al)),
F(G(A, Al), B))
~ Theorem4 = T4 = —E(G(F(A, B), Al),
F(A, G(B, Al))).
i/,1, U3(A) was generated in 8 minutes 25 seconds, it
contains A, two unprotected lemmas {E(G(F(X, XI), X2),

G(F(X1, X), X2)); E(X, G(G(F(F(X, XI), X2), X2), XI))},
and 74 protected lemmas. The experimental results are
summarised in the following table. The “Gen” column
contains the number of clauses generated when the null
clause was found. The “Secs” column contains the time
in seconds to perform this deduction. As before, when
using lemmas, the theorem was used as set of support.
With Lemmas

Without Lemmas
Theorem

Gen

Sees

Gen

Secs

U

214

288.07

21

59.95

t2

349

946.73

32

91.12

T3

138

124.83

22

63.33

t4

260

456.50

3

13.67

It should be noted that the theorem prover is very slow
when the lemmas are added because there are 76 of them!
Despite this, the results are extremely favourable. The
proofs without lemmas may be dramatically improved
by adjusting the function nesting bound; however, such
adjustments made little improvement to the proofs with
lemmas.
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NOTICE OF
SIXTH COMPUTER CONFERENCE
And Now — The 1974 Show

Having just recovered from the triennial
orgasm in Brisbane, the Computer Society has
already started to plan the next conference and
exhibition.
The 6th National Conference will be staged in
Sydney during 1974 and a small working com
mittee, under the chairmanship of Professor John
Bennett, University of Sydney, has already been
formed to consider such things as venues, the role
of various sub-committees, the formation of a
126

Y.I.P. advisory committee, and all the 102 tasks
associated with organising an event of this
magnitude.
Details of the committee’s progress will be
published from time to time in the Newsletter.
Naturally the committee is very interested in con
structive comments from members, so if you have
any advice, warning or suggestions, please write
or phone the Secretary of the N.S.W. Branch at
Box R157, Royal Exchange P.O., Sydney, 2001,
or ’phone 27 6399.
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INSURE —An On-line Insurance System
By A.W. Goldsworthy

This paper discusses the on-line facilities that are in use and some that are being developed
in the State Government Insurance Office (Queensland). The systems described have been in
use for almost two years and make extensive use of Visual Display Units (CRT’s). The paper
outlines the design philosophies underlying the systems and describes the design structures of
the retrieval keys, data items and files used, with some discussion on the program structure of
the overall system. The paper indicates the benefits to be achieved from systems such as this
and comments on their acceptance by users.

INTRODUCTION
The purpose of this paper is to provide an over
view of on-line facilities that are already in use and
some that are being developed in a large insurance
company.
These systems are of general interest
because of the use of on-line visual displays (VDU’s).
As an example of the use of VDU’s (or CRT terminals)
in commercial systems many of the aspects can be
readily transferred to other systems which are not
related to insurance, but may be concerned with data
bases of many different natures. Secondly, the system
is very relevant to the insurance industry, and particu
larly so in Australia. There is, as far as I am aware,
only one other insurance company in Australia which
actually has operational on-line systems. INSURE
includes many facilities which I believe are unique in
on-line systems in this country. (The acronym INSURE
is derived from Information Network for SGIO Using
Real-time Enquiry.)
To put the system I am going to describe into per
spective, it is important to provide some relevant details
of the SGIO itself. The State Government Insurance
Office (Queensland) provides insurance cover in all
fields; Life, General Accident, Fire, Householders,
Motor Vehicle and Workers’ Compensation. It is an
organisation employing some 1,200 people, with assets
of over $200 million, with a Head Office in Brisbane
and 20 Branch Offices spread throughout the State.
It is a large business with a large clientele. The
following figures show the number of policies in force.
Type o£ Insurance
No. of Policies
Fire and Householders ................................
360,000
Life ..............................................................
160,000
Motor Vehicle (Comprehensive) ..............
160,000
Motor Vehicle Act .......
450,000
Workers’ Compensation .............................
110,000
General Accident ........................................
70,000
TOTAL

1,310,000

To adequately service such a large number of poli
cies requires substantial computing equipment, especi
ally in terms of disc capacity.
The main load that has to be catered for in terms of*

volume is the batch processing of a large variety of
applications in each of the underwriting areas. The
computer systems in each of these areas extend from
the acceptance of a policy through the calculation of
premiums, the issue of renewal and reminder notices,
payment of claims, policy endorsements and accept
ance of premiums, to the issue of cheques for claims
and refunds and provision of management information
and statistics. These are the systems which service the
data bank of policy information and upon which the
on-line systems are dependent.
THE PURPOSE OF INSURE
The philosophy underlying the development of
INSURE is to provide an integrated set of sub-systems
which will enable as much enquiry, error correction
and endorsement action to be done on-line as can be
economically justified. The major bulk of the process
ing load is the batch processing of underwriting appli
cations. This will always be the case and these applica
tions generate very substantial cost savings. This is
one side of the coin as it were, and the other side, the
constant servicing of these policies, requires substantial
manpower. It is in this latter area that INSURE pro
vides significant improvements in efficiency.
The
implementation of INSURE has taken place in several
' distinct phases.
Phase 1 might be called the Retrieval Phase. In
this phase enquiry files for each of the major under
writing areas were set up on disc. At the moment
there are over 750,000 policies which can be inter
rogated via Visual Display Units. The same files are
used for batch processing as well as enquiry purposes
and in some of the older systems'! there has had to be
re-structuring of files which originally were tape
oriented to make them suitable for disc based enquiry.
Current systems are disc oriented, and achieving pro
duction status implies both batch processing operations
as well as becoming an integral part of INSURE.
Consequently, as systems become operational they are
automatically included within all the facilities of
INSURE.
Phase 2, which might be called the Optimisation
Phase, was the extraction of common data from the
underwriting files and creating separate files. These
are then available as a sub-set to each of the under#

*Tlie State Government Insurance Office, Brisbane.
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writing files. The purpose of this is to optimise the
available disc store and to provide the most suitable
file structure for further phases of development. The
most significant examples of this are name and address
of insured, and the name and address of mortgagees.
Any one person may have several policies with the
Office, in any or all fields of insurance. Obviously it
is redundant to carry his name and address in each
policy or in each underwriting file. A similar argument
applies to mortgagees, where there are a very small
number which appear many thousands of times in
different policies.
Phase 3, might be called the Updating Phase and
consists of sub-systems to enable selected files to be
updated on-line. The majority of the updating of the
data bank is done as a result of the batch processing
of the applications systems. This updating is the cycli
cal updating generated by issue of notices, reminders,
payments and so on. There is also a constant updating
in the sense of alterations to the files because of
changing circumstances, that is, change in name,
address, correction of errors and so on. The on-line
system enables these latter actions to be processed by
means of the Visual Display Units. This also applies
to the correction of errors detected as a result of
editing and validation checks in batch processing runs.
Phase 4, is the Endorsement Phase which enables
policies to be endorsed on-line. Endorsement refers
to a change in any material fact of the policy. This
might be in the nature or extent of cover or type of
risk, e.g. addition of storm and tempest cover to a
Householder’s Policy.
The on-line processing of
endorsements creates a transaction file which is subse
quently used to update the master file, after being sub
jected to the normal editing and validation runs. This
phase also incorporates sub-systems to enable new
business to be automatically rated using the VDU’s,
with the premium payable being shown on the screen.
The final phase is one which any self-respecting
system these days must have, the Management Informa
tion Phase. In addition to the underwriting files which
are in the data bank, it is proposed to include other
data sets such as investment portfolio, financial and
accounting control accounts, budgeting estimates, sales
forecasts and so on. In the insurance industry there is
a continuous requirement at management level for
decisions on a wide variety of problems, all having
financial implications of varying degrees of importance.
For example, decisions on changes of rates, on altera
tions to tables, on levels of profit distribution, on
special quotations, on re-insurance arrangements, on
important contracts, all require reference to a large
variety of data. With manual systems it often takes
considerable time to extract the required information,
and oftentimes the information which is needed is
• either incomplete or not available. The physical prob
lems of storage and retrieval are severe limitations in
non-computerised systems, and where these limitations
impinge upon the validity of important financial
decisions the consequences can be very costly. With
the extensive nature of the business of the SGIO,
satisfying this need requires a large data base of
i information. Because of the comprehensive nature of
the underwriting computer systems that have been
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implemented, there is available a very considerable
amount of data which form a large part of the data
base for these decisions. Other information has to be
input from outside these systems. Such an information
system should be constantly ‘fed’ by subordinate
systems so that at any point in time the data available
are as up-to-date as possible. One only has to con
sider the relevance of cash flow to an organisation
investing $1 million per week to appreciate the import
ance of this aspect. A sophisticated computerised MIS
is seen as one of the ultimate goals of computerised
systems in the SGIO. It is intended that the avail
ability of information from such a system will be
immediate, because it will be designed utilising VDU’s
as the means of information retrieval. The delimitation
into the above phases is purely a conceptual one, and
does not refer to the sequence of their development.
Many of the phases were developed concurrently.
RETRIEVAL KEYS

There are several keys which can be used to retrieve
data in INSURE. In all underwriting systems each
policy has a number and this number is unique through
out all systems. The policy number thus provides a
unique key for retrieval in all systems. The name and
address of the policyholder provides a common (and
more easily remembered) key for all systems. In
addition there are other retrieval keys which are unique
to particular systems and these are indicated in
Appendix ‘A’.
There are some minor variations in the name/
address key which are worth mentioning. The search
key that is constructed from the name and address is
described below. It sometimes happens that a policy
holder is unsure of the address that might have been
given when a policy was taken out or the address that
might currently be shown in the records. The facility
does exist in the system that the name and initial alone
can be used as the retrieval key. Also, in the Workers’
Compensation Claims system the claimant’s date of
birth is substituted in place of the address. The reason
for this is that the claimants tend to be a rather mobile
group and addresses would be inaccurate and con
stantly changing. Date of Birth on the other hand is
fixed and known to the claimant and serves as a useful
purifying key. If the Date of Birth is not known the
same facility exists as with name and address, i.e. the
surname and initial alone can be used.
NAME AND ADDRESS SEARCH KEY

The Name/Address key is the most commonly used
key and its use is rather different from the other keys.
The other keys are numeric and are used as search
keys unchanged. However, the name and address is a
mixture of alphanumeric characters in a variety of
formats. It is necessary, therefore, to derive a struc
tured key to enable this to be used efficiently as a
search key.
Using name and address as the retrieval key the
VDU operator keys in the surname, first initial, street
number and name. From this the computer derives the
Namecode which is a 12 character key, made up of
four (4) sub-fields—
Surname—5 characters
The Australian Computer Journal, Vol. 4, No. 3, August, 1972

INSURE

Initial—1 character
Street—4 characters
Number—2 characters.
The key is derived as follows:
(i) Surname is created by deleting all vowels, W, H
and Y, except when these are the first character.
(ii) The first initial is retained.
(iii) Street is created in exactly the same method as
Surname.
(iv) Number is created by retaining the least two sig
nificant numerics from the Street. If not com
pletely filled, zeros are placed in the high order
position.
fv) If any of the above subfields are not completely
filled, the remaining positions are left blank.
MORGAN, 1^, 4^§™RAT STREET

Surname

Init. Street Number

The same procedure is used to construct the key
from the data on the underwriting files.
In this
instance, however, it is a little more complicated in
that first names are given in full and fields have
to be automatically identified before the key can be
derived. This means, for example, that the name and
address fields have to! be sifted against standard pre
fixes and other words to be ignored, e.g. Dept., Sir,
The, C/-, etc.
THE ON-LINE FACILITIES
(i) Enquiry

The amount of information displayed at sight is
basically controlled by the screen capacity of the
VDU’s. It is standard practice within INSURE to
make all the information in a record available.
Consequently it may require several successive full
screen transmissions to display the complete contents
of any one record. Many facilities also exist for
selective retrieval of specific data, for specific display
formats and so on. Appendix ‘B’ gives some idea of
these features.
(ii) On-Line Updating

Facilities exist in INSURE for on-line updating of
information.
Special screen formats display the
information in such a way to facilitate the alteration
and visual verification of the changes.
(iii) On-Line Correction of Error Files

The underwriting systems generate error files during
validation and editing runs and these error files can
be corrected using VDU’s. This particular application
substantially reduced the amount of data which pre
viously had to be punched to correct errors. An added
advantage is that this amendment action can be taken
at a location where a VDU is situated and, in the
SGIO, all underwriting departments have VDU’s
installed.
(iv) On-Line Calculations

The facilities of INSURE provide for on-line calcu
lations of premiums in many of the underwriting areas.
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The user merely keys in the necessary coded informa
tion and the relevant premium is calculated and dis
played on the VDU. Similarly, facilities are provided
for the calculation of loans which may be taken out on
Life policies and the surrender value of such policies.
(v)On-Line Endorsements

INSURE enables the great majority of policy
endorsements to be done via VDU’s. The relevant
policy details are displayed upon request and the
required alterations are then keyed through the VDU
with the resultant amended policy being displayed.
Not till they have been fully edited are they used to
update the master file. In the interim they are held on
a transactions file.
With all these aspects, the facility to do any action
on-line through a VDU is only an option. Any data
or amendment can also be submitted and processed
in batch mode. The systems treat all input, whether
from VDU’s or in batch mode, in the same manner.
Also, some of the above on-line systems require hard
copy output for either underwriting or audit purposes.
To satisfy these requirements printers will be attached
to VDU’s in user departments to- provide on-the-spot
hard copy. At present, such requests are dumped to
a file, and overnight the necessary printing is done and
the output distributed to the user first thing the follow
ing morning.
FILE STRUCTURES FOR ON-LINE SYSTEMS

The primary requirement of file structuring for on
line retrieval is what might be called logical partition
ing. That is, given that each record on the file is to be
stored in only one place on the disc and that it is
desired to be able to access this record on the basis of
any one of its keys along with other records, all of
which contain this key, what logical organisation does
this impose
(1) upon the programs that store, retrieve and update
# these records;
(2) upon the placement of the records on the disc, and
(3) upon the data structures within the records?
The more common approaches to list structures are
multiple threaded lists and inverted lists. The threaded
list is characterised as having a single disc address as
an output from the Key Directory Decoder for that
key; this address is that of the first record in the file
that contains the particular key. Each subsequent
record in the file containing this key is accessed by a
link address that is stored within the record containing
the key and is associated, with the record, with that
particular key. Basically, the multiple threaded list
allows for any number of keys to be contained within
a record, and hence, a threaded list is developed with
as many threads passing through a given record as there
are keys in the record.
Another approach to list structuring on a disc comes
from more traditional methods of file manipulation.
This is the Inverted List, in which all of the link
addresses are removed from the file records and are
placed at the output of the Directory in address
sequence.
These two structures have significantly different
properties in terms of retrieval response time, update
129

INSURE

response time, ease of programming, presearch
retrieval statistics, space and maintenance. The Inverted
List technique removes the distributed link addresses
of the threaded list system from the file record and
compacts them into another file of their own, which is
intermediate between the directory and the file.
In INSURE the principle of the inverted file has
been used in several instances. The inverted file is
created by affixing the record access number to each
descriptor of each index record, and then sorting the
file by descriptor. The resultant file contains a series
of records which contain a term and the location of
the records from which the term was extracted. When
a search is to be made for all index records containing
a given descriptor, the inverted file is searched first and
the precise location of all records that satisfy that
request can be retrieved.
The schematic of the logical relationship of the files
in the major systems in INSURE will help to illustrate
this point. (See Appendix ‘A’.) Assume that a Fire
Policy is to be retrieved and the policyholder’s name
and address is to be the retrieval key. The surname,
first initial, street number and name are entered and
the computer then derives the Namecode. Using the
Name/Address File, which is an index of name/
addresses in Namecode sequence pointing to policy
numbers, the relevant policy number is identified. All
main files in the system are in policy number sequence
for batch processing purposes. The system then uses
the policy number to retrieve the desired record. If
there is more than one policy number attached to- that
Namecode all policy numbers are displayed on the
screen and the operator selects the one required. The
policy number includes a code which indicates the type
of policy, e.g. Fire, Householders, Life, Motor Vehicle,
etc.
Similarly, with Motor Vehicle Insurance, if the
retrieval key being used is the vehicle registration
number, a file in vehicle registration number sequence
with pointers to policy numbers is interrogated first to
enable access to be made to the main file which is in
policy number sequence.
The same procedure is
adopted in the Workers’ Compensation area where the
inverted file gives the claim number from the claimant’s
name and date of birth.
The disc files are all organised on an indexed
sequential basis. Three levels of indexing are used.
The first level is the file index which indicates the par
ticular underwriting file in the system which has to be
accessed; the second level is the seek area or cylinder
in which the required record is located; and the third
level is the index of the logical bucket within the seek
area or cylinder.
The major part of the data bank comprising the
underwriting files is organised in the manner outlined
above. There are two- other segments of the bank
organised in a somewhat different manner. The first
of thesb is the investment portfolio which contains a
very much smaller set of data than the underwriting
files. This information is held in such a manner that
each attribute of an investment is referenced by every
item of data to which it is related. The manner of
providing this facility is that files are held of all
attributes and a cross-reference file is held to show the
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relationships between them. Appendix ‘C’ illustrates
how this is organised. This type of file organisation
can answer any ad hoc query concerning the invest
ment portfolio in the minimum search time. It is
apparent, for example, from the diagram that invest
ments over $100,000 are in firms in cells 1, 2 and 3,
and that, of these, 1 and 2 are ordinary shares. There
are other file structures which provide adequate crossreferencing. For instance, in the previous example the
cross-referencing may be an integral part of the
attribute files and may be based on keys other than the
hardware address. Hierarchical file organisation may
also satisfy these requirements, although ad hoc queries
are liable to incur longer searches.
The second segment is the rating tables for on-line
calculation of premiums. These comprise quite small
files and are generally self-indexing. The suitability of
the particular file structure may vary with the applica
tion and can lead to changes in the way information is
held.
I should make it very clear at this juncture that what
I am describing is the system as it is actually operating,
and has been for over 18 months. I am fully aware
of many of the deficiencies and constraints that exist
with some of the data and file structures that have
been used. I acknowledge that if we were designing
the system ab initio- at this point in time we would
adopt different strategies in some areas. I would also
agree that to- optimise the system some restructuring
of the data base will be required, and this is actually
being done at present. However, on the other hand,
I would also- emphasise that the system as it is operat
ing is fulfilling very adequately the design require
ments that were originally specified. In fact, from a
user point of view the system is extremely effective.
Some details of response times are given below and it
will be seen that any improvements to the system will
be more system and processing oriented than user
oriented. The state of development of supplied soft
ware is naturally a major determining factor in these
areas.
SECURITY
One aspect which is of vital interest to all data base
users is that of data security. In many of the systems
in INSURE this does not pose any problem as the data
are legitimately available for open use within the
Office, as they were before the advent of INSURE.
On the other hand, there are systems, for example, the
investment portfolio and certain accounting data,
which are restricted. Data security in INSURE operates
at several levels. Access to particular files is restricted
firstly at terminal locations. That is, certain files can
only be accessed at designated terminals. This also
applies to- certain actions which may apply to all files.
For example, updating of name and address or endorse
ments of policies can only be effected through desig
nated terminals.
The second level of security is the normal password
system, where access to nominated files is restricted to
specified users. The usual facilities apply whereby the
password is under the control of the user and can be
changed by him as frequently as he desires.
What might be regarded as a third level of security
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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is the prevention of experimentation to unlock pass
words. Passwords are scrambled internally so that
malfunctions or accidents will not inadvertently print
out all passwords. However, the password is a finite
combination of characters and to discourage experi
mentation to discover passwords there is a control
routine associated with the recognition of passwords
whereby all illegal tries are monitored on the console in
the computer centre, in addition to relevant messages
being displayed on the VDU being used. After a speci
fied number of illegal attempts, the system which is
trying to be entered is suspended from that VDU and
can only be reinstated from the computer centre. In
certain circumstances, the Senior Computer Operator
takes action at the time of the incident to identify the
user of that particular terminal.
There are other
physical and software controls to ensure the security of
passwords and to prevent their use by unauthorised
persons.

retrieves the required record. Prior to accessing
the disc the routine checks that the record required
is not already in core. Where multiple records are
required for a single format, these are aggregated
into a single record for further processing.
A maximum of one record per VDU is held in
core, core availability permitting. This segment
dynamically allocates core and each new record is
added to the message buffer, if necessary forcing
out the first record in the string. This is repeated
until there is room for the incoming record.
Each message is retained in core for a period of
three minutes, if not deleted sooner by incoming
records, and the remaining records in the message
string moved up in the buffer. Additional core, if
required, is requested and when not required is
automatically released for general use. The buffer
fluctuates between 600 and 2,000 words. These are
arbitrary limits which can be easily altered.

THE BASIC PROGRAM
For those who may be interested in some of the
details of the system I will outline, very briefly, the
program structure of INSURE. The entire program is
written in a strictly modular mode to facilitate the
alteration of screen layouts and the addition of new
sub-systems. This also allows easy incorporation of
overlays as each sub-system or screen formatting seg
ment is in its own overlay and thus it is easily and
logically divided. The manufacturer-supplied software
controls the data transfers between the VDU’s and a
core buffer area. All other functions and controls are
handled by INSURE. The basic program can be sub
divided into three sections, each of which consists of
several segments.
1. Distributive section.
2. VDU Input/Output.
3. File and record handling.
The functions of each of these sections are, very
briefly, as follows:—
1. The Distributive section is the control and mainresident program which calls in all overlays as
required and contains reference tables, etc. Its
main functions are to—
(a) initialise VDU’s
(b) call for VDU input
(c) determine what action is to be taken with each
message
(d) pass control to a sub-system for formatting of
a screen
(e) output a display screen to the respective VDU
(f) recycle to (b)
(g) close down system.
2. The VDU Input/Output section handles all the
VDU interfacing and as far as possible overcomes
problems or errors that occur in transmission, and
notifies the operators that a particular problem
exists with one or more units.
3. The File and Record Handling section has two
basic functions—
(a) record retrieval
lb) record storage.
The record retrieval segment accesses the disc and

SOME SYSTEMS STATISTICS
Some relevant statistics of the system may be of
interest. It is estimated that the final suite of pro
grams for INSURE will be some 25K words (24 bits)
of object program. The proportion of this which is
resident is obviously a function of core availability. In
INSURE it is expected that resident programs will
occupy about 20K words of core. The whole system
has been written in assembly language.
The retrieval response time is clearly a statistic of
vital import and it is also a function of many variables.
The worst possible response time is about 500 milli
seconds times the number of units in the system. This
is a theoretically possible, but in practice unlikely,
figure. The average response time in the system is a
little over one second.
The amount of CPU time being used by the system
is also important. Each interrogation in INSURE, i.e.
each display page, uses about 1/10 second of profcessor time. At the present time the system is support
ing about 30,000 transmissions per week.
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CONCLUSION
I have tried to provide a fairly complete, but at the
same time necessarily broad, picture of how the SGIO
is benefitting from the implementation of an on-line
system with visual display terminals. The operational
benefits of having an enquiry and retrieval facility such
as this are substantial. Service to/policyholders is one
of the basic criteria for success in the industry and
instant availability of information to answer queries,
process work and so on is a very effective and efficient
means of providing such service. The same sort of
benefits flow from the increased efficiency in handling
other types of work, for example, endorsements to
policies and claims. The tangible effect of improved
systems generally is amply demonstrated by the fact
that the Office has been able to handle a substantial
growth in workload over the last few years with a far
smaller proportional growth in staff. The system is
presently available only in Head Office and considera-*
tion is currently being given to extending on-line
facilities to Branch offices in the country. Line costs
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still pose a problem in economically justifying this
extension. However, in the near future the larger
Branches will almost certainly be incorporated within
the system.
It has also been interesting to note the degree of
acceptance by underwriting staff of the system.
INSURE has been readily accepted in every area into
which it has been introduced. In areas where staff had
experienced previous contact with computer systems
there was a wide range of attitudes towards the pro
posed system, from antagonism and disbelief to hope
ful anticipation. The response after introduction of
visual display units has been uniformly enthusiastic,
with a keen desire to use the system and experiment
with new uses. Even staff who* are not wholly in sup
port of computer systems as such have been ready to
accept and support INSURE. In my opinion, it has
proved to be the biggest single factor in achieving
acceptance of computer systems throughout the
organisation.
One aspect which is important is what I regard as
an incomprehensible lethargy in Australia in the
implementation of systems using on-line VDU’s. I
know of many applications areas where such systems
would be of tremendous value and yet they are still

looked upon as something unusual rather than
merely another type of system. I think the introduc
tion of on-line visual terminals must be encouraged if
we are to obtain maximum benefit from the large
masses of data made readily available by computer
systems. The basic problem seems to be a fear of
being the first in the field. This is then compounded
by subsequently re-inventing the wheel when it is
decided it’s safe to follow on. There is little doubt that
systems of the future will be terminal oriented and
communications based and we should move towards
such systems without undue delay, to reap their sub
stantial benefits as soon as possible.
REFERENCES
Lefkovitz, D.: File Structures for On-Line Systems, Spartan

Books, N.Y., 1969.
Stimler, S.: “Real-Time Data-Processing Systems, McGraw-

Hill, N.Y., 1969.

Martin, J.: Design of Real-Time Computer Systems, Prentice-

Hall Inc., N.J., 1967.
Wegner, P.: Programming Languages, Information Structures,

and Machine Organisation, McGraw-Hill, N.Y., 1968.
The Analysis of Information Systems, John
Wiley & Sons Inc., N.Y., 1967.
CODASYL Data Base Task Group—various Reports.
Meadow, C. T.:

APPENDIX ‘A’
LOGICAL SCHEMATIC OF FILES IN "INSURE"

fiETRIEVAL
KEY

NAME & ADDRESS
STREET NAME
POST CODE

(Surname

First 1nit-ial
Street No. & Name)

VEHICLE
REGIS
TRATION
NO.

GROUP &
POLICY POLICY
NO.
NO.

POLICY
NO.

POLICY
NO.

POLICY
NO.

POLICY
NO.

POLICY
NO.
OR
CLAIM
NO.

CLAIM
NO.

SHARE NAME
INVESTMENT
TYPE
Ad hoc enquiries)

RATING
DETAILS

(Claimants

Birth)

CLAIMANTS

STREET
CODE /
POST CODE
SEQUENCE

POLICY NO.
SEQUENCE
GIVING
GROUP NO.

NAME CODE
SEQUENCE

NAME
SEQUENCE
GIVING

VEHICLE REG.
NO. SEQ.
GIVING
POLICY NO.

REFERENCE
FILE

CLAIM NO.

INTERMEDIATE
FILES

ERRORS

WORKERS

POLICY NO.
SEQUENCE

GROUP
GROUP NO. /
POLICY NO.
SEQUENCE

MAIN FILES
POLICY NO.
SEQUENCE

132

INVESTMENT
PORTFOLIO

SAT ION
ACT
POLICY NO.
SEQUENCE

COMPREH
ENSIVE
MOTOR
VEHICLES
POLICY NO.
SEQUENCE

SEQUENCE

POLICY NO.
& CLAIM NO.
SEQUENCE

GENERAL

WORKERS
COMPEN
SATION
CLAIMS

POLICY NO.
SEQUENCE

CLAIM NO,
SEQUENCE
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APPENDIX ‘B’
INSURE

VDU OPERATOR MESSAGES AND REPLIES
NAME AND ADDRESS INTERROGATIONS
REPLY

VDU OPERATOR

Ready for Name and Address Interrogation.

Q

I
I
I
M

New
Line

Name and Address record (incl Pol. Nos) with similar Title and Address
or similar Title

New
Line

Title (e.g. CITIZEN, J)

New
Line

Title

New
Line

Part of Title (e.g. CITIZEN!

similar Name and Address record not found.

(if applicable)

More policy nos. for Name and Address record currently displayed.

Address

Next Name and Address record with similar Title and Address or similar
Title.

N

Next Name and Address record (incl Pol. Nos).

(if
(if
(if
(if
(if
(if
(if
(if

applicable)
applicable)
applicable)
applicable)
applicable)
applicable)
applicable)
applicable)

Policy Interr. Reply Page 1 for policy number in named position
in Name and Address record currently displayed.

The Name and Address record corresponding to the
reply page currently displayed.

-eB

(if applicable)
(if applicable)

Policy Interr.

Policy interr. Reply Page 1 for the policy next onward (use-©) or
backward (use B) in the Name and Address record corresponding to the
page currently displayed.
Ready for Enquiry.

2.

FIRE POLICY INTERROGATIONS
VDU OPERATOR
nnnnnnnnn
FIREnnnnnnnnn

(if applicable)
(if applicable)
Wa

REPLY
Page 1 for policy 'nnnnnnnnn!
Page
Page
Page
Page
Page
Page

1
2
3
4
5
6

for
for
for
for
for
for

policy
policy
policy
policy
policy
policy

currently
currently
currently
currently
currently
currently

displayed.
displayed.
displayed.
displayed.
displayed.
displayed.

Ready for Enquiry (W'sheet Request by Office area 'a' for policy currently
displayed has been recorded).
|
Ready for Enquiry.

3.

GENERAL POLICY INTERROGATIONS
VDU OPERATOR
nnnnnnnnn
GENLnnnnnnnnn
1

REPLY
Page 1 for policy 'nnnnnnnnn'.

2

Page 1 for policy currently displayed.
Page 2 for policy currently displayed.

E

Ready for Enquiry

i
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FULLY CROSS-REFERENCED FILE STRUCTURE
(a) Data Attribute Files
ATTRIBUTE B

ATTRIBUTE A
Storage
Cell
1
2
3

Storage
Cell

Fields
J. BROWN & CO.
EMPIRE HOLDINGS
CONSOLIDATED
CEMENT
YARRAVILLE TOWN
COUNCIL

4

APPENDIX ‘C’

Fields

Storage
Cell

Fields

10

ORDINARY SHARES

20

$40,000

11

PREF. SHARES

21

$100,000

12

LOAN

22

$500,000

-= INVESTMENT NAME
— INVESTMENT TYPE
= AMOUNT INVESTED

ATTRIBUTE A
ATTRIBUTE B
ATTRIBUTE C

ATTRIBUTE C

CELLS 1- 9
CELLS 10-19
CELLS 20-30

(b) Cross Reference File
Storage
Cell

Reference
to A

Reference
to B

Reference
to C

1
2
3
4

0
0
0
0

10
10
11
12

21
22
21
20

10
11
12

1,2
3
4

20
21
22

4
1,3
2

0
0
0
12
10, 11
10

21,22
21
20
0
0
0

Book Review
Design and Management of Information Systems, Science
Research Associates Inc., U.S.A. pp. vii + 312.
The title of this volume is inappropriate if not misleading;
the volume consists of a selection of readings and case studies
relating to the fields of Systems Analysis and Design and
Systems Management. As indicated in the preface it is “intend
ed for a beginning course in Information Systems Analysis and
Design” and as such approaches the subject in breadth rather
than depth.
With the extraordinary exception of one article written in
1952 the contents have been selected from a wide range of
journals and books printed between 1965 and 1971. Although
the editor (D. H. Li of the University of Washington) claims
to have incorporated an international flavour in the total pro
duct only eight of the 31 readings and case studies originate
from outside the United States. (These consist of one case
study and four other articles from the U.K., two articles from
Canada, and one case study from Australia—taken from the
Australian Computer Journal May 1970).
Besides making a good selection of articles the editor has
made a quite intelligent structure and provided a short sum
mary of each article and a useful index over all articles. Typo
graphically the book is well presented and easy to read.
Among the shortcomings of such a collection of articles is
the tendency for each article to present standard problems but
to fail to provide standard solutions or indeed sometimes, any
solutions at all. Tor example the inadequacies of program test
ing techniques are mentioned but not elaborated so that any
definitive solution is absent. Moreover it is unfortunate that
a “manual” of this type does not provide a more comprehen
sive set of references for people interested in investigating
various subjects in depth. Some of the articles include refer
ences but there has been no attempt to compile a systematic list
of complementary readings for each chapter.
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Any book relating to automatic data processing inevitably
contains several anachronisms; the following example is worth
quoting: “Open shop testing permits the programmers to use
the computer for program test. In this case, the programmer
serves as the operator and runs the new program. When and if
the program develops problems, the programmer has a chance
to manipulate the program through the console in an attempt
to correct his program and get it running. This approach is
quite popular with programmers but it can be fairly expensive
because it eats up a large amount of computer time.”
A more valuable piece hidden in the text is the following;
“Document what you are doing throughout your evaluation
process so that you can make an intelligent report of your
activity and your conclusions to your management, to your
accountant and to your attorney!”
The first and last articles are particularly appropriate as
they provide a precise and authoritative base for further study.
The first article on Systems Analysis and Design was written
by the National Computing Centre in England, the last article
is a report from the ACM Curriculum on Computer Education
for Management.
Content of the articles is extensive in that it presents a
complete picture incorporating, in addition to the articles men
tioned above, articles ranging from the classical example of
Lockheed’s STARFIRE System through mundane articles on
decision tables, flow charting, program design and software
evaluation to “Systems” and “Management” considerations in
the field of Information Systems.
Any person intending or pretending to be a professional
involved in the Design or Management of Information Systems
should familiarise himself with the concepts and techniques
outlined in this book, which, although suffering some short
comings, provides a compact but extensive outline of Infor
mation Systems Analysis, Design and Management.
M. B. HANNAN
The Australian Computer Journal, Vol. 4, No. 3, August, 1972

Design of a Computer for System’s Research
By W.M. Ruting* and M. W. Allenf

A description is given of the background considerations, system structure, logical organisa
tion, and hardware implementation of a high speed 16 bit computer designed for use in
experimental work associated with investigations in computer architecture. The intended
application has required emphasis in flexibility, extensibility, modularity and speed.

1. INTRODUCTION
Progress with integrated circuits in recent years has
had a dramatic effect on the overall complexity and
cost of hardware for computer systems. However, this
has been accompanied by an equally disturbing increase
in the fraction of total cost associated with software
(Naur and Randell (1968)) and a consequent growing
awareness of the desirability for exploration of new
forms of system architecture. Although a great deal can
be achieved by theoretical studies and simulation, we
strongly believe that reduction to practice is a very
desirable part of such an investigation. One of the
benefits of hardware progress is that such an investiga
tion can be carried out with modest financial and
manpower commitments. The AR-16 computer was de
signed as the central experimental unit for use in such a
research program.
A possible alternative would have been to choose
one of the smaller commercial machines for this func
tion. However, there were many uncertainties about
the ultimate direction of the research and it was felt
that such a decision would prove unduly restrictive
since we wanted the option, if necessary, to modify all
aspects of the system architecture. The main short
comings (for our purposes) in commercial machines
were in the level and form of the instruction set, speed,
and method of handling memory and input/output
communication. These tended to restrict extensibility,
ease of modification, and speed (with consideration to
available components) and this is to be expected since
such products were designed with major emphasis on
different qualities.
A description of the system architecture being
developed is given elsewhere, see Zeltzer, Hurst and
Allen (1972).
2. DESIGN OBJECTIVES AND CONSTRAINTS
Limitations in finance, manpower and time were
important constraints. The resources were adequate
for a 16 bit parallel structure for which a sufficient
range of hardware components was available.
Implementation is in MECL II with a 2-4 ns typical
propagation delay. This represented a reasonable com
promise between the slower TTL and the faster
MECL III (Ins propagation delay). The trade off for
speed was a loss of complexity in the level of integra

tion of the logic and a higher power dissipation than
slower logic families. The lower level of integration
was a problem since it meant implementation was more
tedious and time-consuming. MECL III had to be
ruled out as logic since an evaluation in late 1969
suggested a commitment to multilayer PC boards and
these facilities were not available to us at the time.
To achieve maximum flexibility in the intended
application, it was necessary to strive for maximum
generality in structure and complete accessibility to all
components of the structure.
These qualities are
reflected particularly in the level and form of the
instruction set and in the conceptually identical treat
ment of communications with memory, input/output
and functional extensions. If memory and input/output
communication are treated as one, then the result is
not only a conceptual simplification of the system but
also a simplification of the instruction set.
The choice of level of instruction code and type of
code was an important consideration. The extremes
of choice are a primitive micro-code (Rosin (1969),
Wilkes (1951, 1969), Ramamoorthy and Tsuchiya
(1970)) and an advanced machine code. Since one of
the objectives of the project was to investigate
advanced machine functions, means had to be provided
by which advanced functions could be readily imple
mented in the experimental architecture (although not
included in the initial stages). One of the advantages of
micro-code is that it exposes the hardware structure
which generally enables faster and more efficient im
plementation of new functions as micro-routines.
However, implementation utilising micro-programming
was not considered satisfactory for several reasons. Our
experience with the tradition organisation using a long
word-length ROM (Allen (1963), Rose (1967))
had shown that there was considerable diffi
culty in making efficient use of the multiplicity of
simultaneous transfer paths available in fully decoded
micro-code and that such codes were not easy to use.
Preference for this organisation had also arisen from
the fact that the ROM techniques employed in early
designs were most economic for long word lengths
and that ROM was cheaper and faster than conven
tional memory. These considerations no longer applied
with I.C. memory. The alternative form of micro
programming utilising short word-length partially

* Mount Stromlo and Siding Spring Observatories, Research School of Physical Sciences, The Australian National University.
t Department of Electronic Computation, School of Electrical Engineering, University of New South Wales.
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encoded fields, whilst more attractive, suffered the dis
advantage that ROM using I.C. methods was not
readily modified in the field. A satisfactory field pro
grammable ROM was not available at the time and
writable I.C. control store which was sufficiently fast
was far too expensive. To put these considerations
into perspective, it was intended that instruction execu
tion times be in the region of 200 ns.
We required a code which had the following
qualities:
(1) It was economical in terms of bits per program
since programs would be held in high speed I.C.
memory and this was comparatively expensive.
(2) It completely exposed the hardware structure of
the system in a manner equivalent to micro-code.
(3) The emphasis should be on simple transfers and
control instructions based on bit, byte, and word
tests rather than arithmetic functions.
The choice was finally made for an instruction set
consisting of operations on a set of 16 registers each
of 16 bits.
Those registers include the program
counter, status register, and stack pointer, and these
largely define and expose the basic machine hardware
structure. This set is supplemented by instructions
allowing efficient transfer between memory and the set
of registers. The instruction set finally decided upon
exhibited the qualities of micro-code and machinecode, lying somewhere between the two.
The instruction set is comparatively simple and
machine control could have been realised using normal
synchronous ring counter and control matrix methods.
This would have allowed comparatively easy modifica
tions to be made to the instruction set. However, a
faster and equally flexible form of asynchronous con
trol was chosen in which sequences are generated by
enabling paths in a tree-like cascade of delay and pulse
generator circuits.
3. STRUCTURE AND INSTRUCTION SET

The generalised view of a C.P.U. as seen by normal
micro-code is that of a set of registers and data paths,
some of which also possess arithmetic and logical func
tions. The corresponding user view of the AR-16 is
as a set of 16 registers each of 16 bits and a set of
instructions which operate on these registers.
To
achieve generality the status register (R0), program
counter (Rl) and stack pointer (R2) are also members
of the set. This choice also reduces the instruction set
and increases flexibility since special instructions are no
longer needed to deal with branching, status, etc. (the
hardware implementation does involve further buffer
registers but these are conceptually irrelevant). The
hardware structure of the AR-16 is given in Fig. 1.
The special functions associated with registers R0, Rl
and R2 are as follows.
Register R0 is the processor status register.. In par
ticular, it preserves the status of the arithmetic unit at
the end of arithmetic and logical instructions and
defines the condition of the priority interrupt system.
Register Rl is the program counter. When Rl is
specified as a source operand it provides a value cor
responding to the address of the current instruction
(not the incremented value). When specified as a
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destination of the result of an instruction, the increment
step which normally precedes the RNI (Return Next
Instruction) sequence is omitted.
Register R2 has been assigned as a stack pointer.
It maintains an incrementing stack of the Last In First
Out type in memory. The remainder of the registers
have not been assigned to special functions.
The classes of instructions based on functional
groupings are as follows:
(1) Three Register Group.
Operations requiring two source operands, and the
result being stored in a third destination register.
Operations include addition, subtraction, and, inclusive
or, exclusive or, multiplication and division.
(2) Two Register Group.
These operations utilise two registers and include
increment, decrement, and transfer operations involving
complement, absolute value and various half-word
(byte) transfers.
(3) Comparison Group.
These operations initiate a skip of 1 or 2 as con
sequence of a successful test on the registers. The
tests include all forms of signed and magnitude com
parisons between two registers, between a given
register and zero1 and between a nominated half-word
in a register and zero.
(4) Immediate Constant.
These allow a register to be loaded with a full-word
constant or an upper or lower half-word (a double
word instruction). A further instruction allows the
addition of a signed twos complement half-word
number to a register.
(5) Bit Instructions.
These allow setting or clearing of individual bits
within a register. They also allow initiation of a skip
of 1 or 2 as the consequence of a test (for one or zero)
on individual bits.
(6) Shift Instructions.
Perform the normal arithmetic, logical and rota
tional shifts.
(7) Memory Reference.
The forms provided allow for block transfers of up
to eight words between registers and memory using
registers as address source, stacking and unstacking of
up to eight words using R2 as stack pointer, or load
and store of a single word from any register using the
second word of the instruction as an address.
(8) Control and Miscellaneous.
A number of instructions are needed to provide vari
ous manual and system controls and these are placed
in this category.
The above description is intended only to give a
general appreciation of the scope provided in the
instruction set. It will be noted that the provision of a
generalised set of registers eliminated many of the
special instructions so that the set, while compact, has
been found to be effective and complete. The absence
of special input/output instructions is also noteworthy
and is due to the treatment of all peripheral and
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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external function registers as locations in memory.
Full details of the instruction set are given in the
appendix, and a description of the assembler is given
elsewhere (Hayes and Hurst (1972)).
4. HARDWARE ORGANISATION
4.1 Modular Structure

Fig. 1 shows the functional modules used in the
construction of the AR-16. This structure was chosen
to allow easy alteration and upgrading of functional
modules as required. Replacement of a functional
module with another of different performance only
requires adjustment of the delays associated with the
module in the control timing. This is relatively easy,
utilising the asynchronous control scheme employed,
although it would have been quite difficult with con
ventional synchronous ring counter control.
The general register set consists of an f.C. scratch
pad of 50 ns cycle time for registers R2 to R15 and
flip flop registers for the program counter (Rl) and
status register (R0).
The arithmetic/logic unit is fully parallel and uses
carry lookahead logic to reduce the worst case 16 bit
add time to 35 ns.
The shift/rotate unit is a 16 bit register which
doubles as an accumulator extension and fast shift
register. The operations are arithmetic and logical
right and left shift together with right or left rotation.
The instruction register and primary decoder conThe Australian Computer Journal, Vol. 4, No. 3, August, 1972

sist of a single functional module. The instruction
register stores the instruction word during execution
and the primary decoder gives a full decode on four
4 bit fields of the instruction word. The next module
consists of the secondary decoder which takes the pri
mary decoder output and completes the instruction
decode into a single control line for each individual
instruction. The next module in the chain is the pri
mary control encoder which collects the decoded
instruction lines and formats them into a set of static
control lines which control static transfer paths within
the C.P.U. The primary control encoder also has the
task of sending a control initiate pulse to the appro
priate timing sequence chain for the decoded
instruction.
,
Whilst this scheme is wasteful oh logic and space,
it has the advantage of being well ordered. If instruc
tions are to be added, an additional module paralleling
the operation of the secondary decoder and primary
control encoder can be added with tolerably little
effort, since the output of the instruction register and
primary decoder are accessible on the backplane of the
machine. If it was required that the entire instruction
set be changed then the new secondary decoder
modules and primary encoder modules could be
plugged in and the timing sequence chains altered.
There would be no need for wiring changes on the
backplane associated with the decoder and encoder,
unless the number of instructions in the new instruc
tion set exceeded those in the old instruction set.
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Backplane wiring changes would only be needed for
the timing sequence chains. The timing chains are
similar to the asynchronous control technique employed
in ILLIAC III at Illinois University (Atkins (1970)).
Two timing models are employed in the timing chains
and their characteristics are defined by the waveforms
shown in Fig. 2.
The Pulse Generator Model (PGM) is used for
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generating control pulses to control lines within the
C.P.U. It is used to generate pulses from 10 to 40 ns
wide. The Time Marker Model (TMM) is used for
setting time interval boundaries within a timing chain.
It may be enabled or disabled, but even in the disabled
state it is capable of storing an input pulse on the set
line and when altered to the enabled state it generates
its characteristic timing interval. This facility is very
useful in asynchronous control, particularly when it is
required that parallel asynchronous events be synchro
nised at some point in time. The TMM may be used
to generate time intervals from 20 to 200 ns. In the
case of both timing models the only variable influencing
the time interval is a capacitor.
The manner in which these models may be utilised
is shown in Fig. 3. Consider the case of the addition
of the contents of two registers and storage of the result
in a third register. The timing chain of Fig. 4 and its
associated timing waveforms show how such a process
may be implemented.
Both the PGM and the TMM are implemented on
standard timing boards in the AR-16. There are 16
PGMs to a board in one case and 10 TMMs to a board
in the other case. All inputs and outputs to each
model are taken to pins on the backplane wiring. To
produce a timing chain for a particular instruction or
set of instructions the appropriate capacitors for each
time interval are added to the boards and the necessary
few connections are made in the backplane wiring.
The required capacitor values are read directly from a
chart of time versus capacitance for each model.
All communications between the AR-16 and
memory or peripheral devices is via an asynchronous
Bus called Infobus. As no distinction is made between
memory and peripheral devices by the C.P.U., precisely
the same technique is employed for data transfer
whether it be associated with memory or with peri
pheral devices. All registers within a peripheral device
are allocated address locations and consequently are
addressable in the same fashion as memory. Any
instruction capable of accessing addresses on Infobus
is equally applicable to memory or peripheral devices,
and consequently explicit input/output instructions are
unnecessary.
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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Use of the Infobus by any device external to the
C.P.U. (including memory) may be requested by that
device by means of a priority structure in the Infobus
control (resident in the C.P.U.)- The priority structure
is designed to resolve conflicts of interests on Infobus.
If there are conflicting requests for Infobus then the
priority hardware resolves the requests according to
priority level on which the request was made—highest
priority granted first, then next highest, etc., until all
requests are resolved.
Since instruction execution times were important,
it was necessary for the Return Next Instruction
sequence to overlap instruction execution. Ideally the
next instruction would arrive to be stored in the instruc
tion register as the current instruction completes execu
tion. In practice the nature of the general register set
does not always allow this and special hardware is
provided to resolve anomalies.
Instruction execution times were intended to be in
the region of 200 ns within the AR-16 and it was
important to provide a main memory which was well
matched to the C.P.U. or the point of fast execution
time would be lost. At this speed semiconductor
memory was the likely choice and the dramatic fall in
prices of semiconductor RAMs indicated that in the
long term it would prove to be the most economical
choice of main memory, De Atley (1970). At the time
the choice was made the commercial availability of high
density high speed RAMs was severely limited and the
only acceptable unit was the Texas Instruments TMS
4003 MOS RAM. This unit consisted of 256 storage
cells and required external address and decode circuitry;
however, by utilising ECL as the external logic, read and
required external address and decode circuitry; how
ever, by utilising ECL as the external logic, read and
write cycle times in the region of 100 ns were possible.
Speeds of this order were necessary since the nature of
the asynchronous communications bus introduced
appreciable delay in the memory cycle time.
4.2 Infobus and Input/Output

The Central Processing Unit utilises Infobus to
communicate with the memory storage unit and any
peripheral devices. Peripheral devices, provided they
contain the necessary control, may themselves com
municate with other peripheral devices or memory
under their own initiation. Infobus has associated with
it a controller which is resident in the processor and
which resolves priorities and conflicts of interest when
they occur. In the circumstances that a number of
devices require use of Infobus simultaneously, the
Infobus controller defines a fixed order of priorities.
Because Infobus is an asynchronous communications
linker, it has a number of significant advantages (and
some disadvantages). Each piece of information trans
mitted down the Infobus between two devices requires
reply back from the receiving device to the transmit
ting device. This has the advantage that (within limita
tions) the response times of the devices involved are
not a relevant parameter in a successful communica
tion between two devices. A device with simple stand
ard interfacing may be inserted on Infobus. As an
example of a 4 p.s core memory and a 150 ns integrated
circuit memory utilising a standard interface may be
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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simultaneously inserted on Infobus and the C.P.U.
(or another device) will make no distinction between
the two memories.
Infobus is bi-directional and is composed of 53 lines
used to transmit data, address information and control
signals within the processing utility.
It utilises essentially the same philosophy as the
DEC PDP-11 UNIBUS* concept (Bell, Cady, McFar
land, Delagi, O’Laughlin, Noonan and Wulf (1970),
PDP-11 reference manual). Although the philosophy
is the same, the control and signal implementa. tion is different. For example, the control lines
of Infobus are different in number and function
from PDP-11 UNIBUS.
In particular, Infobus is
capable of data transfer rates in excess of five million
words per second. These data rates are achieved pri
marily by maintaining a short asynchronous bus and
implementing the bus with ECL logic. The effect of
a short fast bus is that deskew and address decode
delays on the bus are thereby minimised, considerably
speeding up the “reply back” process. Data transfer
on Infobus is accomplished by a number of different
modes including the Direct Bus Access mode (DBA),
the Processor Interrupt Request mode (PIR) and trans
fers under program execution. The DBA mode is the
highest priority request that an external device can
make on Infobus. It does not require the use of the
C.P.U. and hence does not need to interrupt the execu
tion of program within the C.P.U. The effect when
control has been granted will be to defer any request
the processor will make for Infobus until the device
relinquishes that control (e.g. it will defer any memory
* DEC trademark.
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reference operations or instruction fetching sequences).
DBA requests do not affect the general register set of
the processor including the machine status and conse
quently no preliminary housekeeping is necessary by
the C.P.U.
A PIR is allocated a priority below DBA (six PIR
levels in all) and it utilises C.P.U. to service the
device making the request, and hence requires that the
current program within the C.P.U. be interrupted. For
a PIR line to be recognised by the interrupt hardware,
two conditions must be satisfied:
(i) The Priority Level Mask must be clear for that
PIR line.
(ii) No higher priority device must be being serviced
(otherwise the hardware will mask all devices of
lower priority).
Under normal program execution there are two ways
in which data may be transferred between the C.P.U.
and a peripheral device (including memory):
(i) An RNI sequence—which involves reading a word
from memory (the instruction) and storing it in
the instruction register.
(ii) A Read or Write operation under instruction execu
tion, e.g. READ, WRITE, STACK, SUB
ROUTINE, etc.
The asynchronous bus concept whilst being flexible
in structure does involve a trade off against speed.
Synchronous transfer of data, within the limitations set
by logic and bus transmission characteristics, can be
readily upgraded in speed even for relatively long bus
length. This is not true of an asynchronous bus since
there are fundamental limitations on speed due to the
“reply back” process. All other factors aside, the
propagation delay of signals down the bus set an upper
limitation on the data rates of the bus. In the AR-16
these inherent limitations have been minimised by a
short bus not exceeding four feet in length. All inter
facing to Infobus is done via interface cards fitting into
slots adjacent to the C.P.U.
5. CONCLUSION
The AR-16 as an experimental unit for use in
studies of system architecture is distinguished by a
number of features. These include:
(1) It is fast, being capable of an instruction through
put of approximately five million instructions per
second.
(2) It has a flexible and accessible structure utilising
sixteen general registers and maintaining a hard
ware stack in memory.
(3) The level of code implemented lies between the
low level micro-code and the more conventional
higher level code. The emphasis in the instruction
set is placed on control type instructions pre
dominantly at the bit level rather than byte or
word level.
(4) The system is fully asynchronous. Both the con
trol logic for the C.P.U. and the system communi
cation via Infobus are asynchronous schemes.
The asynchonrous logic utilised for instruction
sequencing is faster than more traditional schemes
generally associated with small machines.
(5) The system is modular and extensible. It has been
constructed from a set of functional modules which
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are well defined with regard to the backplane
wiring of the machine. This allows additions to the
instruction set or modification of the instruction
set with relative ease. It also allows fairly ready
upgrading of the functional modules as faster logic
becomes available.
6.

ACKNOWLEDGMENTS

This project has been carried out with assistance
from the Australian Research Grants Committee. The
authors would also like to acknowledge the contribu
tions and assistance given by colleagues, particularly
A. J. Hurst, R. D. Zeltzer and A. Papallo.
7. REFERENCES
1. Naur, P. and Randell, B. (Editors) “Software Engineer
ing”. Report of a conference sponsored by the NATO
Science Committee, Oct. 7-11, 1968, p.64.
2. Zeltzer, R. D., Hurst, A. J. and Allen, M. W.: “ELM
an Extensible Language-Function Machine,” 5th Australian
Computer Conference, Brisbane, May 1972.
3. Rosin, R. F.: “Contemporary Concepts of Microprogram
ming and Emulation,” Computer Surveys, 1, 4, Dec. 1969,
p.197.
4. Wilkes, M. V.: “The best way to design an automatic
calculating machine.” Manchest University Computer In
augural Conference, 1951, p.16.
5. Wilkes, M. V. “The growth of interest in Microprogram
ming: A Literature Survey,” Computer Surveys, 1, 3, Sept.
1969, p.139.
6. Ramamoorthy, C. V. and Tsuchiya, M.: “A study of
user-microprogrammable computers,” AFIPS Spring Joint
Computer Conference, 1970, p.165.
7. Allen, M. W. et ah “Cirrus an Economical Multipro
gram Computer with Microprogram Control,” IEEE
Transactions on E.C., vol. E.C.-12, No. 5, Dec. 1963.
8. Rose, G. A.: “Intergraphic a Microprogrammed Graphical
Interface Computer,” IEEE Transactions on E.C., vol.
EC-16, No. 6, Dec. 1967.
9. Atkins, D. E. “ILLIAC III Computer Systems Manual,
Arithmetic Units,” Report No. 366, Vol. 1, March 1970,
Department of Computer Science, University of Illinois.
10. de Atley, E.: “The big memory battle: Semis.” "Elec
tronic Design 15, July 19, 1970, p.70.
11. Bell, G., Cady, R., McFarland, H., Delagi, B., O’Laughlin, J., Noonan, R. and Wulf, W.: “A new architecture
for mini-computers—the DEC PDP-11,” AFIPS Spring
Joint Computer Conference, 1970, p.657.
12. PDP-11 Reference Manual, Digital Equipment Corp.
13. Hayes, I. and Hurst, A. J.: “An Assembler for Experi
mental Systems Use,” 5th Australian Computer Confer
ence, Brisbane, May 1972.
8.

APPENDIX
Instruction Set

The following instruction set definition is presented
from the viewpoint of instruction formatting and whilst
this perhaps best exhibits the hardware implementa
tion of the instruction set it is not a suitable user
definition. The reader is referred to Reference 13.
Format 1
15
12
OP CODE

11

8
i

7

4
j

3

0
k

This consists of a 4 bit operation code and three fields.
The j and k fields are always interpreted as being the
address of one of the sixteen general purpose registers.
The i field may refer to the address of a general purpose
register in the case of three register type instructions
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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or it may be broken into two parts in the case of a
memory reference instruction.

"| not

X Multiplication [ implemented

-1- Division
Format 2
15

8

7

4

3

0
k

OP CODE

This consists of an 8 bit operation code and two fields.
The k field is always interpreted as being the address
of one of the sixteen general purpose registers. The
j field may refer to the address of a general purpose
register in the case of two register type instructions or
it may be taken to represent a constant in single register
type instructions.
Format 3
15

12

OP CODE

11

430
A

A And
v Inclusive OR
© Exclusive OR
(ii) Operation: Block Read
[OP] = Rk
M(Rj)
Rk + 1
M[(Rj) + 1]
Rk + 2
M[(Rj) + 2]

Rk+n8«-M[(Rj)+n8]*
where M(Rj) is the contents of the memory
location given in register Rj.
(iii) Operation: Block Write
[OP] s M(Rj) <- Rk
M[(Rj) + 1]
Rk + 1
M[(Rj) + 2]
Rk + 2

k

This consists of a 4 bit operation code and two fields
A and k. The k field is interpreted as an address of
one of the sixteen registers. The A field is an 8 bit
constant field.
Format 4
15

f in initial
J machine

4

3

0
k

OP CODE

This consists of a 12 bit operation code and one field.
The k field may either be the address of one of the
sixteen registers or a blank.

M[(Rj) + n8] -e- Rk + n8
Format 2 Instructions:
(i) Operation: Rk <- [OP] Rj
[OP]
+1 increment
—1 decrement
+C add carry bit
—C subtract carry bit transfer
— transfer negative
/ transfer complement
(ii) Operation: Rk(byte) ■<- [OP] Rj(byte)
[OP] = Lower byte Rj to upper byte Rk
Upper byte Rj to lower byte Rk
Swap bytes Rj and transfer to Rk
fll
(iii) Operation: If (Rj [OP] Rk) Skip or
.2 ,

Format 5
31

20

19

16

OP CODE

This is a double word format and the first word con
sists of a 12 bit operation code and field labelled as a
k field. The second word consists of a single field
labelled as a B field. The k field is always interpreted
as being the address of one of the sixteen registers.
The B field represents a 16 bit constant.
AR-16 Instructions
Format 1 instructions:
(i) Operation: Rk
Ri [OP] Rj
[OP] = + Additional!
— Subtraction
The Australian Computer Journal, Vol. 4, No. 3, August, 1972

A skip length of 1 or 2 may be specified.
[OP] = = equal
# not equal
> greater than (signed)
|> greater than (magnitude)
< less than (signed)
l< less than (magnitude)
(iv) Operation: [OP] Rk, n bit positions
where I < n < 16
[OP] = LSA Left shifEarithmetic
RSA Right shift arithmetic
LSL Left shift logical
RSL right shift logical
LR left rotate
RR right rotate
(v) Operation: [OP]Rk(bitm)
where 0 < m < 15
[OP] ss set bit m to ‘0’
set bit m to T

*ns is equivalent to a number to the base 8.
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(vi) Operation:

If Rk (bit m =

•‘O’'1’
or ) skip or
.2.
.T.

where 0 < m < 15
' 1'
[OP] ^ Skip or if bit m = ‘0’

[OP] = =
=/=■
>
<
(ii) Operation:

2

equal to
not equal to
greater than (signed)
less than (signed)

ri
If (Rk(word) [OP] zero) skip or

L2J

T
Skip or if bit m = ‘1’

.2
(vii) Operation: Stack
[OP] = M(R2) <- Rk
M[(R2) + 1] -e- Rk + 1
M[(R2) + 2]
Rk + 2

(iii)
(iv)

M[(R2) + n8] <- Rk + n
R2 <- R2 + (n8 + 1) update R2
where 0 < n8 ^ 7
Unstack
[OP] s= Rk -e- M[(R2) - 1]
Rk - I
M[(R2) - 2]
Rk - 2 ^ M[(R2) - 3]

Rk-n8^M[(R2)-(n8 + l)]
R2 <- R2 — (n8 + 1) update R2
where 0 < n8 < 7
Format 3 Instructions:
(i) Operation: Rk
[OP] Rk
[OP] == + (ij) Add 8 bit twos complement
field specified in instruction.
Format 4 Instructions:
[ 1'
(i) Operation: If (Rk(byte) [OP]zero) skip or

L2J
upper or lower byte of register may
be specified; a slap length of 1 or 2
may be specified

(v)

(vi)

a skip length of 1 or 2 may be
specified
= equal to
[OP]
# not equal to
> greater than (signed)
< less than (signed)
Operation: Rk «-000016
[OP] = clear register to zero
Operation: [OP] Rk (one bit position)
[OP] = LSC rotate left with C bit linked
RSC rotate right with C bit linked
Operation: Subroutine Branch
[OP] = (Rl) + 1 -[
Rl <- Rk
Program counter incremented and pushed
onto stack.
New value loaded into Program counter
from Rk.
Operation: Control Instructions
[OP] = WAIT C.P.U. enters wait state
HALT C.P.U. halts and passes
control to operator’s
console
RESET reset status of all devices
connected to Infobus
RTI
Return from interrupt
allows exit from interrupt
routine
Format 5 Instructions:
Operation: Rk<-wxyz18
[OP] = Load Rk with 16 bit constant
wxyz16 specified.

A.C.S. Branch Notes
N.S.W. BRANCH
Meetings

In April Mr. D. R. J. Crimmings, General Manager
of Joy Manufacturing Company, spoke on the sub
ject of “Computing for Profit”. The branch held two
meetings during the next month, the first when Mr.
J. L. Ogdin of C.D.C. discussed how to improve pro
gramming effort in a software project. During the
second May meeting, we were addressed by two
speakers from the 5th National Computer Conference
—Professor C. C. Gotlieb and Dr. Grace Hopper. In
June we heard something of the computer system in
the N.S.W. Police Department from Mn Ken Frost,
Senior ADP Systems Officer.
A new venue has been found for the Branch monthly
meetings which includes a smorgasbord dinner and
drinks for those who wish to- stay to discuss the pro
ceedings in a more convivial atmosphere. Attendances
have increased accordingly.
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A New Group

A computer productivity group has been formed in
New South Wales at the request of the Department of
Labour and National Service. The aim of the group is
to bring together representatives of the industry with
a broad objective of exchanging productivity ideas to
benefit individual enterprises.
N.S.W. Conference

An organising committee is busily organising this
year’s Terrigal Conference, which will be held from
November 3 to 5.
Branch Offshoots

The Newcastle and Wollongong Chapters of the
N.S.W. Branch continue to hold regular meetings for
their members.
The Australian Computer Journal, Vol. 4, No. 3, August, 1972
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A “Skewed” Data Organizationf
By I. D. G. Macleod*

A method of storing large matrices on fixed-head peripherals such that disparities between
and row column transfer times are reduced is described.

In certain digital computations, the matrices involved
are too large to be held in main memory and must be
held on backing storage and processed in segments
such as rows and/or columns. With rotating media
storage such as disks and drums, data access is at least
partly sequential so that if a matrix is stored by rows,
column vectors may take much longer to transfer
than row vectors. This disparity can be inconvenient
if both types of access to a given matrix are required
(e.g. in solving partial differential equations by the
alternating direction implicit relaxation method (Birkhoff et ah, 1962) or in computing two-dimensional
Fourier transforms).
Fixed-head disks and drums which include word
address tracks and are thus addressable on any chosen
data track at the word rather than block level, are now
available. This feature, together with the high speed
electronic (rather than mechanical) track selection
possible with fixed-head peripherals, allows a “skewed”
data organization in which the disparity between row
and column transfer times can be reduced greatly.f
In this organization, successive rows are stored on
adjacent data tracks (rather than in sequence on the
same track) and each row is displaced relative to its
predecessor so that having transferred a column
element from one row, there is sufficient time to select
the next track and to transfer the corresponding
element in the following row as the relevant position
of the recording surface passes the head. This sequence
is followed until the complete column vector has been
transferred.
As a specific example, consider retrieval of both
rows and columns of a 256 x 256 picture matrix during
two-dimensional Fourier transformation on our DEC
PDP-15 computing system, which includes two 256k
word RS 09 fixed-heat DECDISKS. These disks
(which take 40 msec per revolution) have 128 data
tracks of 2,048 words each, can switch tracks in 150 ps,
and provide rotational position sensing via a real-time
disk address register.
If the image is stored sequentially as eight rows of
256 words on each disk track (see Figure 1), a row
may be transferred to or from the disk in a maximum
of 40 ms access time plus 5 ms for transfer, which is
only a fraction of the 200 ms or so required to perform

a Fourier transform on the row. With this data organisa
tion, only eight column elements can be transferred
during each disk revolution so that 32 revolutions
(«* 1.3 seconds) are needed to transfer a column of
256 elements—a time which is long compared to the
row transfer and computation times. By adopting a
skewed organization (see Figure 2), many more column
elements can be transferred during each revolution.
The skew must be large enough to accommodate the
150 jus track switching time, plus 19.6 p.s for each word
being transferred, plus a safety margin of say 50 p.s.
With 256 word rows, a skew of 1/16 of a row (i.e.,

direction of rotation
(40 msec per revolution
i. e., 1500 rpm)

8 256 word
rows per
track

2 \10>

3 address and
timing tracks

128 data tracks

400^isec gap
(1% of rotational period)

column elements in rows 0 to 7, 8 to 15, etc., are
read in sequential order from tracks 0, 1, etc.

Figure 1. Conventional mapping of rows of data onto disk
tracks.

^Department of Engineering Physics, Research School of Physical Sciences. Australian National University.
fNote that a skewed organization has been found useful in other cases such as that of reducing disparities between row and column
operations in the ILLIAC IV array processor (Bouknight et al, 1972).
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16 words or 312 /xs) is convenient and allows an ample
safety margin. In this case, 128 column elements can
be transferred during each revolution so that a maxi
mum of three revolutions (120 ms) is required to trans
fer a complete 256 element column vector. With extra
programming, the real-time disk address register may
be used to reduce the maximum transfer time to just
over 80 ms (i.e., only twice the maximum time required
for transfer of a row) by ascertaining which is the
first column element on the disk that can be accessed,
and commencing to transfer this and the following
elements to or from the column vector in core. When
the end of this vector is reached, transfer “wraps
around” and continues from its beginning until all
elements have been moved.
The row transfer time is not degraded by the skew
ing apart from the extra calculation required to deter
mine the track and word address of the start of any
given row, and the need to initiate two transfers for
those rows which overlap the start/finish gap (no sig
nificant time penalty is incurred here because the gap
of 400 /j.s is long enough to allow the second transfer
to be initiated before the start of the track passes the
read/write head).
The main problems likely to be encountered in
implementing the above technique arise from the low
level of communication with fixed-head peripheral
controllers which is necessary if operating system
overheads (and the resulting increase in skew required)
are to be avoided.
References
Birkhoff, G., Varga, R. S., and Young, D. (1962), Alter

nating direction implicit methods, in Advances in Com
puters, 3, F. Alt and M. Rubinoff, Eds, New York: Aca
demic Press, pp. 189-273.
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direction of rotation
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column elements in rows 0 to 15, 16 to 31, etc.,
are accessed by switching from track 0 through
to track 15 and back to track 0 again (or from
track 16 through to track 31 and back to track
16 if the element being accessed is in rows 128
through 255)

Figure 2. ‘Skewed’ data organization.
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Book Review
The ALPHA Automatic Programming System. (A. P. Yershov
(ed.)) A.P.I.C. Studies in Data Processing No. 7, Academic
Press. Price £5. pp.xi+247.
This book describes the development of a compiler for the
programming language ALPHA on the Russian M-20 com
puter. ALPHA is an Algol-like language, but a number of re
strictions have been introduced to ease the problems of com
pilation. In particular, recursive procedures are not permitted
and side-effects of type procedures “are disregarded” (although
they sometimes occur, with results which may differ from
those specified in Algol-60). There are several other restric
tions some imposed after the work was finished to cope with
design errors in the compiler which could not readily be cor
rected. On the other hand, ALPHA does provide for operations
on arrays, which are not available in Algol-60, of course.
The M-20 is a medium scale machine (judged, by the stand
ards of the early 1960’s, when the work was done). It has an
average speed of 20,000 operations per second, but is rather
severely limited by the smallness of the core (4,096 words) and
the unreliability of the tapes and drums.
One of the principal design goals of the project was that the
object code must be comparable in quality with good handcoded program; this has resulted in an extremely cumbersome
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compiler. Given the refreshingly candid self-criticism which
the authors apply to other aspects of their work, it is surprising
that they do not seem to question the validity of this basic
design goal; the effect is little short of disastrous. The com
piler, which runs to twenty-four blocks held on tape, is nearly
45,000 words long and operates at a speed of about 150 object
instructions produced per minute. It took eleven programmers
some thirty-five man-years to implement it between 1959 and
1964.
The book has suffered a lot in translation from Russian to
English, and the technical sections are often quite opaque.
This is partly due to the translator’s lack of command of
the technical vocabulary of computing (for example, he talks
of “removal from a procedure body” when he means a jump
out of the body); but it is also a result of too literal translation
leading to clumsy English.
There may possibly be good ore buried in some of the later
chapters, especially for the reader who is interested in com
piling very efficient object code, but I doubt whether many will
have the patience to mine it. Sections I have checked (for
example, on hash coding) are technically a long way behind the
methods now commonly used in the West.
J. G. SANDERSON.
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TOMORROW’S COMPUTERS WILL ADD NEW DIMENSIONS TO DATA PROCESSING

Today IBM
announce tomorrow.
By unleashing your
computer’s potential
IBM opens the way for
more applications than
you ever thought possible.
System/370 can now
support many applications
and their development,
previously constrained by
the high cost of main storage.
Virtual storage: The
concept at the heart of
the new tomorrow.
Until today limited main
storage has shackled the
immense potential of your
computer and restricted the
productivity ofyour DP staff.
But now virtual storage
relaxes the constraints by
giving programs more space
than is actually in main
storage.
And by so doing it can help
you realise your investment
in your total installation by
making your people more
efficient and your machines
work harder.

How IBM provides you
with the potential to get
real benefits from virtual
storage.
Today IBM introduce
several new hardware and
software products which
between them will widen the
range of System/370 models
and their operating systems
— enabling you to take
advantage of virtual storage.
Improved productivity of
people
Until now programmers
have spent considerable time
and ingenuity overcoming
system limitations imposed
by restricted main storage.
Now, with virtual storage
much of that time and
creativity can be applied to
new work.

27856
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The extra storage space now
effectively available may
also allow the use of highlevel languages. That can
mean easier and quicker
programming. It also means
that the power of your
ccfmputer can be extended
to more end-users who may
now wish to write some
programs themselves in
these easier languages.
Faster development of
new applications
New applications may
require more storage than is
really available, yet testing
and proving may now be
able to proceed on your
machine in your local
environment.
If main storage has been a
constraint to the use or
extension of on-line
applications, virtual storage
will make that easier too. It
can also help you extend the
use of IBM application
programs.
Increased responsiveness
to company needs
By taking advantage of
virtual storage, real storage
can be shared among more

users. That means greater
operational flexibility and
easier work scheduling. It
means, for example, that an
unexpected top priority job
can now be fitted in without
requiring cancellation of
other work. In other words,
virtual storage provides the
potential for a responsive
service to meet your needs
and those of your company
generally.
Ask your IBM
representative for more
details. Or write for our
brochure.
From now on you can ask
more of your
information system.

IBM
1BM249.147
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RINTOUL
CRAFTSMEN
SERVING COMMERCE
AND INDUSTRY
When you are considering changes to
your offices . . . new partitions, special
fitments, wall panelling ... be sure and
talk to Rintoul. From general office
partitions to executive suite or boardroom,
in demountable, acoustic or firerated
designs, Rintoul has the partition to meet
your needs.
Rintoul will be pleased to acrvise you on
your requirements ... put Rintoul
experience to work, it will save you
time and worry.
INFINITE ACCESS FLOORS for computer rooms;
office areas; medical installations; communication
centres.
Infinite Access Floors provide an inexpensive and
practical solution to the flooring problem associated
with Electronic Data Processing Equipment and
open landscape planned offices.
The Plenum between the sub-floor and the Infinite
Access Floor provides a maximum clearance of up
to 3' 0" for electrical and computer wiring, fire
protection equipment and any other services
required. These essentials are readily accessible
by the removal of any one panel or panels.

Rintoul
1

PTY. LTD.

10 Minogue Crescent, Glebe, N.S. W.
Phone: 660-6677
Sole Australian Agents tor Floating Floors, Inc., Toledo, U.S.A.
Manufacturers of Infinite Access Floors

R News Briefs from the
R Computer World
R
“News Briefs from the Computer World” is a regular
R feature
which covers local and overseas developments
R in the computer
industry including new products, in

B

R
R
R
R
R
R
R
R
R
R
R
R
R
R
R
R
R
R
R
R
R

F?
R
R

R
R

£
R
R
R

teresting techniques, newsworthy projects and other
topical events of interest.

ISRAELI DISC MEMORIES
FOR O.T.C. TELEX EXCHANGE

n/

S.D.S.I. Minidise cabinet, showing the sealed unit, main
motor, fan and electronics frame.

Proving that a small company in a small country
(population roughly the same as the city of Sydney’s)
can live alongside the giants, Israeli-made disc memories
are being incorporated into a stored-program-controlled
Telex Exchange which Hasler AG (Switzerland) is
supplying to the Overseas Telecommunications Com
mission (Australia).

The equipment, to be installed in Sydney, will form
a vital part of Australia’s modern and highly reliable
overseas telecommunications facilities.
The disc memories are made by S.D.S.I.—Scientific
Data Systems Israel Ltd. — of Haifa, a company
formed as recently as 1968 and specialising in the
development, manufacture and marketing of rotary
disc memories.
The company also conducts training courses for its
customers’ personnel in many parts of the world.

COMPUTER TO HELP MOVE A
MOUNTAIN
Problem: How to move a mountain 110 miles through
semi-desert country and load it on board ships?

Cliffs Western Australian Mining Co. Pty. Ltd. was
faced with the task when construction of the $290
million Robe River project began in July 1970 under
the company’s overall management.
Now the company has ordered an IBM computer

to help keep a tab on the giant undertaking, which is
well under way.
The 7,360 foot catwalk out to sea from Cape
Lambert (Harbour Works—Clough) is nearly finished.
It will take the iron ore on the last leg of its journey
from Mt. Enid to bulk carriers.
At Cape Lambert too, the massive steel girders of
Dravo’s pellet plant are rising not far from Dillingham’s
Power Station where months ago only spinifex grew.
Soon the mountain of iron ore will start to move.
New problems face Cliffs’ management.
• The planning of the mining operation so as to
keep the mine producing at optimum concentration
percentages.
• Ore reserve calculations.
• Inventory control of everything from toilet rolls
to the WABCO Haulpaks which cost $260,000
each. These will truck 120 tons of ore at one
bite from the mountain to the rail link.
• Processing the fortnightly payroll for a 900-strong
workforce.
® Precise maintenance scheduling for the millions
of dollars of plant and equipment so as to prevent
breakdowns and ensure trouble-free operation.
• Detailed records of maintenance cost control.
To help Cliffs’ management with these problems
and many more associated with the setting up of the
giant iron ore mining operation, the company has just
added the relatively small but vitally important machine
to its list of equipment on order: an IBM System/360
Model 22.
The computer, designed by IBM to fill a narrow but
well defined range of data processing requirements,
was installed in Cliffs’ Western Australian Mining,
Perth office, early in May this year.

FREE!
sybks

mu

It’s an amazing introductory offerl A year’s subscription to "Data
Trend” for only $1.00 (normally $8.75 per annum) plus your free gift
"Data Trend EDP Manual”, 438 pages, normally priced at $12.50.
In total over $21 worth of invaluable material, 675 pages of infor
mation on computer hardware and up-to-date news.

$1.00 BRINGS YOU A TRIAL SUBSCRIPTION TO
"DATA TREND” AND YOUR FREE MANUAL
“Data Trend” Is published by Rydges 10 times per year and brings
you complete news of the computer industry. Each issue contains
a number of articles. Typical examples are “Computers in the
service industries”, “Data preparation for the census”, “Plug in
system cuts the chaos”. Regular departments are “News Briefs”;
“Random Comment”; “Job Reporting”; “New Products”; “People”
and “Computer Cards”.

Contactless keyboards using modern solid state com
ponents to provide bounce-free, long-life operation are
now available in Australia.

RACAL TAKES OVER MASTERPACK
AGENCY
Racal-Zonal Ltd., a member of the Racal Group of
Companies in the United Kingdom, recently entered a
joint manufacturing venture with Mastertape to manu
facture industry compatible disk packs and cartridges.

As a result of the agreement Racal-Zonal will be
responsible for the marketing of Masterpacks world
wide. In Australia and New Zealand they will be
represented by Magnetic Products Division of Racal

‘DATA
TREND’

WBm

this valuable
Australian
Computer
Handbook.

RAFI CONTACTLESS COMPONENTS
IN AUSTRALIA

Manufactured by Rafi-Raimund Finsterholzl the
contactless keyboards give reliable and high speed
operation required for electronic data transmission,
information transmission and control systems.
Custom-designed or standard keyboard designs are
available. The modular construction allows use of as
many as 25-illuminated and non-illuminated keys in
each row in either vertical or a horizontal direction.
Encoded keyboards in mono, dual or tri-functions can
be provided with two key roll over.

with your
subscription

Normally $ 12.50 your free “EDP Manual”
Hardbound, with 438 pages, it contains a review by Philip Stanley
"The year that was” . . . Book of the Year . . . nine special
features covering subjects such as “Data Management — control
of the fringe area” and “Motivating, improving and rewarding the
EDP workforce”, and many more.
“Data Trend” is normally $8.75 per annum, but so that you may
try it for yourself, send the coupon now for your year’s subscription
for only $1.00 plus the EDP Manual.
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Electronics Pty. Ltd. The Division now offers a full
range of computer and instrumentation tapes (including
digital cassettes), disk packs and cartridges, audio
magnetic film and tape and helical scan video tape.

NEW LINE PRINTER USES TWO HEADS
A new line printer for use in office computer systems
has been introduced by Philips through Sydney
Pincombe Pty. Ltd. The printer has been specially
developed in order to combine a clear print-out with
high-speed, near silent operation. For many appli
cations, therefore, it can relieve or partially replace
the console printer of the office computer and increase
the output of the system considerably.

PRODUCTIVITY
ADVANCED PROGRAMMABLE CALCULATORSCOMPUTERS - WORD PROCESSING
Think of a 700 as a personal computing system.
Wang offers a variety of peripherals and options
which lets you custom-tailor your 700 to fit your
needs. If you need a lot of storage, you can add
cassette tape, disk, or expanded core to suit
your needs.
The Wang 700 offers many desirable features:
© Standard 10-key keyboard.
• Easy-to-read
windows.

NIXIE-type

tubes

in

display

• Dual 12-digit displays with plus or minus signs,
automatic floating decimals, and 2-digit expo
nents with signs.
• Easily programmed via keyboard.
© Programs stored on magnetic tape cassettes
for speed and convenience.
• Sixteen special function keys which may be
custom-programmed by the user to execute
operations which are frequently used. These
keys may also be used to address storage
registers.

WANG COMPUTERS PTY. LTD.
SYDNEY: 25 Bridge St., Pymble. 2073. Ph. 449 6388.
MELBOURNE: 196-200 Lygon St., Carlton. 3053. Ph. 347 4655.
ADELAIDE: 198 Green Hill Rd., Eastwood. 5063. Ph. 64 3267.

By the way, if you want a career with Wang —
we’d like to talk to you.
xii

Two mosaic print heads are used in the P 150, the
designation of this new line printer, thereby giving a
number of distinct advantages. The mosaic printing
principle enables a clear printout to be achieved and
therefore allows the line printer to be used for pro
ducing invoices, statements, order forms, etc. (Up to
five clear copies can be provided.) Two print heads,
mounted side-by-side, mean that a high speed can be
combined with reliable operation, for the critical print
ing component is no longer working near its limit. In
turn this leads to near silent operation, which is very
important for an office computer system where a noisy
line printer could be an irritating distraction for other
staff.

LEARN PROGRAMMING
Unlimited practical time on our computer
is available to all students
E.D.P. APPRECIATION
Full-time day course for duration
of three weeks or part-time night
course of six weeks.
FORTRAN PROGRAMMING
Full-time day course for duration
of five weeks or part-time night
course of ten weeks.
SYSTEMS ANALYSIS
Full-time day course for duration
of three weeks or part-time night
course of six weeks.

1130 ASSEMBLER
PROGRAMMING
Full-time day course for duration
of six weeks or part-time night
course of twelve weeks.
COBOL & P/L1
PROGRAMMING
Full-time day course for duration
of five weeks or part-time nighl
course of ten weeks.
FREE APTITUDE TEST
Regular tests are conducted
rior to acceptance for Taylor’s
rogramming Course.

Full details obtainable from our brochure EDP/l.

BLOCK TIME
AVAILABLE TO ENGINEERS & SURVEYORS
$45.00 per hour

TAYLOR’S
SCHOOL of COMMERCE
300 Little Collins St., Melbourne. 3000. ’Phone 63-2566
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B4700 Systems... B3700 Systems... B2700 Systems... MCP V

Burroughs announces
three powerful computer series
and a fifth major advance
in system software
Important news for every user of medium-scale computer
systems. Burroughs 700 Systems family is expanding, with —

More powerful and productive
computer systems
The B4700 Series: Five additional models with up to 100%
more input-output potential than current models ...
The B3700 Series: Four new models based on the B4700’s
proven design ... with up to 70 % more data processing power
than Burroughs widely used B3500 systems ...
The B2700 Series: Three models that extend B2500/B3500
series advanced concepts to an even broader price-and-performance range.
These outstanding systems offer you —
• “Instant maturity” — they accept B2500/B3500 application
programs, developed and perfected over six years, and execute
them at optimum performance levels.
• Economical, modular expansion within a series, and from
one series to another, without reprograming or even re
compilation.
• A comprehensive library of program products for major
savings in program development time and related costs.
• Powerful FORTRAN, COBAL and BASIC compilers . . .
plus advanced software for remote job entry, data communi

cations and data base management.
• Automatic multiprograming under MCP control... system
self-regulation . . virtual memory . . . dynamic allocation of
resources . . . and other results-oriented features developed
and proven by Burroughs.
• Parallel multiprograming and shared disk file processing.
• Data communications processors for greater efficiency and
line-handling capacity.
• Powerful terminal systems for application in business,
industry, finance and government.

A more powerful and productive
master control program
Tests indicate that MCP V increases throughput performance
10 to 20% both for new systems and currently installed
systems. MCP V is now available for every Burroughs medium
system. Based on more than six years’ successful field ex
perience, MCP V confirms Burroughs leadership in control
program technology.
Burroughs puts you ahead with cost/effective systems that do
more and cost less to install, program and use . . . keeps you
ahead with systems that keep on doing more and costing less
as they expand to meet growth and change in your data
processing operations.
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