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We’ve made a great computer
a lot better.
Varian’s new 620/L has a dra
matic price/performance ratio
that gives more computer in less
space at lower cost. The 620/L
is an advanced design of the
reliable, field-proven (over 1300
installed worldwide), systemsoriented 620/i computer.
Priced at only $6900, the 620/L
has an 8K, 16-bit, high-perform
ance memory that can be
expanded to 32K inexpensively.
Each 4K memory increment is
$2055.
What’s more, if you

don’t need 8K, you’ll find the
basic 4K, 16-bit 620/L very
attractive at $4825.
The 620/L is small, so small that
when fully expanded—a 32,768word system with all main frame
options and up to eight peri
pheral controllers—fits into just
21 inches of rack height.
The 620/L is 100% l/O-and soft
ware-compatible with the 620/i,
and new peripherals and soft
ware have been added. All peri-

pherals, software, and applica
tion packages (developed for
earlier 620 models), as well as
the 620/L itself, are off-the-shelf.
You know us. You know that
when we say we have something
better, we can prove it. Talk to
the big company in small com
puters.

varian
data machines
The Big Company in Small Computers

Sales offices of Varian Pty. Ltd. NEW SOUTH WALES: 38 Oxley St., Crows Nest. 2065. Phone (02) 43 0673. VICTORIA: 679 Springvale Road North
Springvale. 3171. Phone (03) 560 7133. QUEENSLAND: 339 Coronation Drive, Toowong. 4066. Phone (072) 71 3277. WESTERN AUSTRALIA: 10 Stirling
Highway. Nedlands. 6009. Phone (092) 86 6930. 86 7493. NEW ZEALAND DISTRIBUTOR: Geo. W. Wilton & Co. Ltd.. 410 Lower Hutt Road. Lower Hutt.
Phone 69 7099. 77 Carlton Gore Road, Newmarket, Auckland. Phone 360 467.

\t>ur other computer

INFONET
AUSTRALIAS FULL SERVICE
COMPUTER UTILITY
* General Timesharing
* Conversational Remote Job
Processing
*

Remote Job Entry

Australia’s most
extensive specialised
Library of Programs
Sydney:

Melbourne:

Canberra:

CSA Centre
460 Pacific Highway
St. Leonards, NSW 2065

Folkestone Building
33 Albert Road
Melbourne, Vic 3004

Phoenix House
88 Northbourne Avenue
Braddon, ACT 2601

Tel: 439 0033

Tel: 267 2533

Tel: 47 8611

The Australian Computer Journal, Vol. 4, No, 1, February, 1972

i

Olympia international
tronic-typer
175 words per minute
with lOQ^b accuracy.
IMAGINE: writing and edit writing: reports;
quotations; item descriptions; motor car and owner
details; chemical formulae; policy details; details of
reservations and bookings; legal documents and
contracts; ‘patients’ medical histories; medical data;
material lists and production procedures; difficult
technical descriptions; personnel data; scheduling
details; share and stock data—at 175 words per
minute or up to 22 characters per second as many
times needed and onto varying documents with
100% accuracy reading the texts stored on punched
tapes and cards. Allowing for variable data to be
typed manually. Skipping texts if required. Making
as many corrections and revisions as needed.
Merging of tapes and cards and punching of a new

master tape using two readers. Punching of a
computer (Telex or Terminal) input tape retrieving
part data representing a by-product of a normal
routine job.
It will take twenty minute discussions with an Olympia
Data Systems Expert in order to find out if a TronicTyper can HELP YOU to REDUCE COSTS and
INCREASE EFFICIENCY.
That, “ONE DAY, we will GET AROUND TO IT”
job—always shelved, because it was too expensive
for normal typing power, may just be the job for the
Olympia Tronic-Typer—
AT A COST, HALF A TYPIST’S SALARY!!!
Phone: Sydney 439-3444, Melbourne 329-9455.
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Supercomputer can go in three directions at once.
Some computers do a great job on
administrative work. Others are just fine
for instruction. Still others come into
their own on research.
But one computer can do all three at
once. In a batch mode. Time sharing.
And real time. All at the same time.
Supercomputer.

Our DECsystem-10.
Supercomputer has all the power and
flexibility you need to keep
everybody happy.
And everybody gets their favorite
languages: Interactive COBOL.
FORTRAN IV. Extended BASIC.
ALGOL. TECO. AID. SCHOLAR/
TEACH. You name it.

Because any way you slice it — lease
or buy — DECsystcm-10 costs half as
much as equivalent systems.
Get the literature that describes
DECsystem-10 and some of the 60-plus
schools that have one. It reads like a
Who’s Who. Write Digital Equipment
Australia Ptv Ltd, 75 Alexander Street,
Crows Nest'NSW. 2065. Tel: 4392566

A lot of schools are looking to replace
two or three existing systems with a
DECsystem-10. But you should take a
look at one even if you don’t have
that many.
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Is lack of Data Coimminication
TERMINAL
REMOTE
CONVERTER

PROCESSOR
& RACK
C.P.U.

This could be YOUR ANSWER!
TheEHEOn

D.C. SIGNALLING SYSTEM
For data communications up to 150 baud.
Uses remote converters in conjunction with C.P.U. end racks.
Available in convenient sizes ranging from 48 lines through to 480 lines.
Placing large on line systems well within your budget.
If this does not solve your problem maybe one of our other systems will.

I3SBSB
The Electronics Group

Racal Electronic Pty. Ltd., 47Talavera Rd., North Ryde 2113 N.S.W. Phone: 888-6444
MELBOURNE 51 9994 • CANBERRA 86 1267 • ADELAIDE 78 5780
WELLINGTON N.Z. 4 1068 • BOROKO P.N.G. 5 4697
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What do you do when
power line glitches sock it
to your equipment?

m

Kill the dirty
sons-of-glitches!

Boo
Designer

Obviously, your only answer is to
order an Elgar AC line conditioner,
These all-silicon, solid-state units en
sure that you get absolutely pure AC
power—all the time. Because Elgar line
conditioners eliminate high-speed line
and load transients—and all other forms
of power line disturbance as well.
What’s more, Elgar AC line condition
ers respond on the order of 1,000 times
faster than the fastest AC line regulator.
Here’s the kind of performance you can
get from these versatile instruments,

which are available in power ratings of
1.0, 2.5, 5.0 and up to 10.0 KVA:
H Better than 0.05% regulation (line
and load)
H Better than 100 db input/output
isolation
f Less than 50 fxsec. response time
f Less than 0.25% output harmonics
U Full current rating to 0.7 leading or
lagging power factor
H Operating temperatures, 0°to50°C
So if power line glitches are driving you
up the wall, ask for a demonstration of
an Elgar AC line conditioner from;

e ELGAR
WARBURTON FRANKI
• ADELAIDE 56-7333
• BRISBANE 51-5121
• HOBART23-1841
• LAUNCESTON 31-3X0 • MELBOURNE 69-0151 • NEWCASTLE 61-4077
• MOUNT GAMBIER2-3S41
• SYDNEY 648-1711
• WHYALLA 45-0216
• WOLLONGONG 2-5444
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Your branch office is riot only
i
remote from the head office,
I
it’s remote from your head
lUy office computer. Which
means that if your branch
office needs hard copy%: re
ports like payroll or inventory
information, it’s days away.
Conversely, your computer
........
never has the up-to-theminute, data from your branch offices that it
needs to serve you efficiently.
NCR. has the solution. The MDS Magnetic
Tape Encoder. It provides two-way electronic,
communication with other Magnetic Tape
Encoders. This Data Communicator transmits
information over ordinary telephone lines, or
over a private line between your branches and
head office.

r

i

* «•

It avoids using costly computer time for com
munications. It gives you complete verification,
logic and, for hard copy capability in your
branches, a high-speed printer can be added.
The Data Communicator is freestanding and;
can perform normal tape encoding and verifica
tion when it’s not communicating. Its magnetic:
tapes are compatible with any make of com
puter. Other models provide additional capa
bilities, such as card and paper tape reading, as
well at data communications.
Learn more about the versatile MDS En
coder family and its exciting new capabilities;
in data transmission.
s>tun. udit
Call your
yuur jNun
NCR uidii
man
to-day, or write to
NCR, Box 2626,
G.P.O., Sydney,
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Howto make
ir telephone
ilk computer
language

□ Allows high volume transmission of information
at economical rates.
□ Speeds up operations.
□ Gives instant access to computers wherever
located.
□ Provides security and reliability.

Standard Modem Range
200 bits persecond—using switched network or
private lines. 600/1200 bits per second—using
switched network or private lines. 2400 bits per
second—using special quality private lines. 4800
(From 1/1/72)—using special quality private lines.

It’s all done with Post Office Modems.

Customer Advisory Service

They enable digital data transmission by phone
throughout Australia at any time. This is the Datel
service, and these are its advantages to you:

For complete information on the Datel service and
its application to your needs, phone the Sales
Advisory Section, Telecommunications Division,
General Post Office...or your local District
Telephone Office.

□ Facilitates centralisation with consequent savings
of time and money.

The Australian Post Office provides
lines and modems and the customer
provides the terminals and computer

LINE PRINTER
PROCESSOR

A.P.O. LINE

CARD PUNCH

/

TELEPRINTER

VISUAL DISPLAY UNIT

AUSTRALIAN POST OFFICE
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simulation
takes$ the
cne cnance
chi
out of change
Most changes are based on an analysis of available informa
tion and a prediction that the changes will work. Sometimes
that prediction can be wrong. Now you can confirm whether;
your judgement is right or wrong — beforehand — with
IBM Computer Simulation. You can accurately measure
the effect of changing your production, warehouse or
transportation set-up by simulating these changes on a
computer. IBM Computer Simulation can also look at
alternate ways of getting more out of your existing facilities
— find new and more effective ways to increase production,
profit, cut costs. All of these exercises can be simulated
with an IBM computer which can show you how they will
work beforehand—and all the possible effects they will have.
Here are two case histories:
1. A mining company has had IBM build a simulation model
of their railway line. The results assisted the company in
making decisions leading to a reduction in capital expen
diture requirements.

2. Loading and unloading of bulk material facilities was
a investigated to find ways of eliminating the bottleneck
formed at that point. However, Computer Simulation',
showed that the real bottleneck occurred at another point
in the system.
IBM Computer Simulation can also be used to analyse
marketing and financial planning. Call your IBM Data
Centre Representative or Branch Office today,
Phone Kevin Morris (Melbourne 94.0501) or John Hardy ;
(Sydney 663.0381) to discuss how IBM Data Centre
Services can help you take the chance out of change. .

IBM
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Editorial

\ S your new Editor, I am continuing the pattern set
E*- by my predecessors in writing an Editorial for the
first issue of each new volume. On this occasion I par
ticularly welcome the opportunity to do so as it allows
me to express the thanks of all concerned in the pub
lication of the Journal for the contribution that the
retiring Editor, Dr. Godfrey Lance has made in bring
ing the Journal up to its present high standard. He
established the Journal as a quarterly publication, and
the Journal itself has attained a high international
standing with a considerably increased circulation
especially overseas. Above all else he has largely
established the standard for the Journal and has con
sistently maintained it during his period of office.
On reading again the Editorial which was published
in the very first issue, I believe that the principles set
out therein have been observed and that the quality and
variety of papers have continued to be of a high
standard. Early in 1971 there was controversy within
the Society, and criticism was expressed about the con
tent of the Journal, in particular about the preponder
ance of specialised papers. However, analysis of the
content of papers published in the Journal confirms that
the variety of papers and their scope have in fact been
quite wide, and it appears that the critics may not have
analysed the situation completely before voicing their
comments. If the variety of papers has not been suf
ficiently wide to suit every taste, this of course is not the
fault of the Editor who cannot publish papers unless
they are prepared and submitted for consideration.
It is therefore up to authors to submit material relevant
to their own areas of interest; by this means they can
stimulate others to respond. As Editor I am interested
in maintaining the high standard of papers published
and in maintaining a suitable balance of subjects. At
the same time I am interested in extending the variety
of subjects covered and would welcome your assistance
in doing so.
In Brisbane in May we will have the 5th Australian
Computer Conference, the theme of which will be the
state of the art in computing in Australia. Many of you
will be planning to attend and many will have submitted
papers for the Conference. If your paper is not accepted
either because too many have been submitted on the
subject or because it is unsuitable for presentation at
2

the Conference, it is possible that it is suitable for
publication in the Journal, and I ask you to submit
it to me for consideration for this purpose.
In this country, as in many other countries, the
advent and introduction of ADP have been rapid. The
ADP industry is a fast growing industry, something of
a child prodigy in the commercial world. Its practi
tioners are in the main youthful people and the degree
of penetration of ADP into the working and social
life in Australia although quite deep in some sectors
is fairly shallow in others. ADP in Australia has a long
way to go and even at this stage the introduction of
courses in computing in academic institutions is just
beginning to gather momentum. Against this there is
a marked contrast in the attitude of some members
of the Society towards the development of ADP and
the furthering of the aims of the Society. For instance
the number of members in the whole Society is approxi
mately 5,000 but the attendance at Branch general
meetings is usually a small proportion of this total.
A very small percentage of members submits papers
for publication in the Journal. There is criticism
generally within the Society and this can be useful,
but little constructive effort seems to come from the
critics. It appears to me that the Society is in danger
in becoming moribund unless the majority of members
commences to take an active interest in the Society.
Before closing this Editorial I should like to thank
the referees for their continued support and interest
in refereeing papers for the Journal. Without their in
valuable assistance the publishing of the Journal would
be impossible. Also the full control of the Business
Manager’s office has now passed into the capable
hands of Mrs. Elspeth Bodley who had been assisting
me in my work as Business Manager for some time.
I look forward to maintaining the Journal at its pre
sent high standard and seek your support in this as
authors, referees and readers. Please remember that
as members of the Society this is your Journal, and
in order to reflect your opinions and fulfil the aims of
the Society, it is necessary for material to be submitted
on as wide a range of members’ interests as possible.
A. A. TAYLOR,
Editor.
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Distributed Computing Systems
%

By T. Pearcey

Multiple access from a large number of terminals to a powerful central computer poses
serious problems in attaining efficient operation. This paper proposes a computer system
architecture based on the partitioning of the operation into three functional modules, (i) pro
cessing, (ii) storage and file management, and (iii) communications.
The corresponding hardware configuration is hierarchical and highly modular and should
result in efficient operation of the powerful central processor and provide for easy expansion.

1. Introduction
Until recently, the distinct variety of functions of a
data handling system has appeared not to affect the
physical structure-of the processor, all functions of
the system of which have been its responsibility. How
ever, as the load on such a system increases there arises
an overload condition in the processor and we are
compelled to consider other more efficient ways of
organisation which releases the processor of some of
its activities to which it is not essential. This leads to
a concept of distributed, network and parallel organ
isations (Jones and Purcell, 1969; Lincoln, Jones and
Thornton, 1969; Jones, Lincoln and Thornton, 1971).
This paper describes a possible advanced computer
system which would satisfy the very broad requirements
of a combined educational and research environment.
The design recognises a natural division of functions
into distinct areas and anticipates a range of scientific
and statistical data bases which will be demanding
on system resources, and thus it may also be suited
to commercial and administrative environments. The
module sizes quoted are appropriate to an Australian
environment according to the results of a recent survey
of large data handling needs for Government and
private organisations.
The principal points which apply are:—
(i) The required services involve a wide range of
job and data file sizes, and a wide range of
execution times. The load mix includes long com
puting time research jobs, a host of intermediate
compilation and/or execute jobs with varying data
base requirements, small test runs such as pro
gram module code checks and student task
executions, and large data base operations dealing
with high volumes of data and/or complex file
structures.
(ii) File sizes cover a wide range and many files are
frequently referenced. The latter calls for the
on-line holding of user files as they are required
with immediate access for editing and execution,
updating and informaton retrieval, and general
data base management.
(iii) The utility of the multi-access mode of operation
is already well established and must be retained
as a function in any new system since many users
may be active at the same time. Access to on-line*
*Control Data Australia Pty. Ltd., Melbourne.

files and execution calls should be readily available
to any user from a suitable terminal.
(iv) The organisation of computing and data systems
as networks, with data and execution requests
passing between nodes, is at the development stage.
Most central facilities should be available via
communication lines to users at remote stations,
having job entry or interactive terminals. Some
nodes in a network will need a computer system
providing local functions such as message routing,
limited interactive and file processing functions,
data logging and process control.
(v) The system is to remain in service for a long time
before replacement so that the prospects for
expansion are important. The most important
decision concerns the computing power of the
main processor and its immediate store as this
usually offers least prospects for expansion (except
in some cases for multi-processors). Thus the
configuration may include a CPU not fully utilised
at the outset and still supported by a powerful
set of peripheral computers in an expanding
environment.
2. The Structure of the System
Any data processing system must perform at least
three distinct functions, namely communication with
users and/or other systems, processing and data
storage. This fact in many designs has been clouded
so that the functions of the various components have
not been unique and some have performed more
than one fuction. It is proposed here that these three
functions are quite distinct and ‘cleaner’ and more
economical designs can be achieved by recognising
the fundamental differences of these functions and
providing equipment units whose functions lie defi
nitely in one or other area. A typical advantage would
for instance be that while processing is proceeding on
some programs, data may also be selected and treated
and I/O messages and/or accumulated and a more
intensive degree of time sharing and consequent
economy achieved. This is to be compared with the
more usual practice of centralising all the functions
of the processor and main execution store. The true
recognition of the essential functional differences will
naturally give rise to distributed configurations of

Manuscript received January 1971, in revised form December 1971.
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Distributed Computing Systems

equipment and possibly involve more than one main
processor and a number of other, possibly modular
and similar processors concerned with communication
and storage control.
For our present purposes we will assume that a
single main processor is sufficient although multiple
processors of general purpose or of special purpose
types may be involved.
Thus the system structure can be divided into three
main functional modules which may correlate closely
to a three way partitioning of the hardware. The three
modules are the main processor, the storage and file
management module and the communications module.
These modules are highly dependent, as illustrated in
Figure 1, but the interfaces are well defined. The
functions of each module with some hardware implica
tions are now given.
I. The Main Processor. This module will be con
cerned with the following operations on file:
(1) Compilation.
(2) Execution with subject data and output file
creation.
(3) Complex data manipulation and processing
functions and consequent sub-file creation.
All these operations require general purpose com
putational and data handling facilities. Operations
1 and 2 are used by service type software and
require heavy computational facilities; operations
1 and 3 call for string searching and general
character handling functions not usually provided
in the hardware and previously left for software
implementation.
Hardware features for these
purposes would be desirable but the absence of
character-string handling facilities need not debar
a processor as a contender. It would be desirable
for the processor to operate directly on character
fields of 8 bits (the 6 bit field failing to accommo
date a growing number of terminals, character
sets and programming languages), and this will
accommodate the Australian Standard XI-1969
7 bit coded character set to be used in the pro
cessor, the data storage facilities as well as in
communications between the system and the
terminals.
It is considered that those desirable functions
mentioned in the previous paragraph should give
way if necessary to the prime necessity of a
powerful computational capability. Lack of this
capability is the real limitation to many scientific

Communication

Terminals

Main
Processor
Storage &

Figure 1: Gross structure of the system.
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Storage
Devices

programs and the distributed computing concept
disposes of many incidental tasks which are not
in need of it. The main processor is the most
costly resource and its efficient utilisation is a
prime factor in determining such a system
structure.
II. Storage and File Management. File systems fall
into two categories which we will call (i) general
purpose systems and (ii) data base systems. A
basic difference between the two systems is the
size of file handled, the general purpose system
dealing only with files at the lower end of the
size spectrum, and the data base system (which
may also permit multi-access to files) normally
dealing with the larger files and possibly highly
integrated data volumes. The general purpose
file system is an outgrowth of the interactive use
of computers (although the same file systems are
employed by batch mode jobs) and this type of
system accommodates program files, text files and
the smaller data files of a user community. Inter
active response requirements dictate the use of
fast direct access storage and hence there are
size limitations on files. Data base file systems
manage those very large on-line, direct access
integrated data files which modern technology
has made possible to store economically. These
file systems stem from the development from
reliable magnetic tape storage, which presented
limitations on the processing mode and file
structure to new implementations, more versatile
and reliable, through the use of fast drum and
slower random access disc storage and demountable
packs with additional back-up devices such as
data cells and tape. It is this prospect which
offers most challenge in the design of a storage
and file management module.
The multi-access file system must be maintained
at its present high degree of sophistication.
Features desired are interactive response, several
data structures tailored to system I/O and pro
cedural languages, high level command languages
for all types of file manipulation and control and
multi-level backup facilities with system restart
and recovery. These features are even more
desirable in a data base file system but the size
of files, and hence their more critical need for
protection against any violation, makes an imple
mentation more difficult. In some instances there
are different design requirements, for example
the global dynamic storage allocation strategies
of multi-access file systems would be inappropriate
for a large data base file.
Both types of facility must be interfaced through
the storage and file management module. For
small files there will be a continual background
of elementary operations including directory
manipulation, editing, storage management
recovery, and the I/O of data file records.
These operations would not occupy the compu
tational capabilities of a central processor to any
marked degree and would therefore be performed
with advantage on simpler processors (see section
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5), whose software accept high level commands
having only logical file parameters. Large data
base files will be also the subject of creation,
update, retrieval, report generation and mainten
ance operations which are more demanding on
I/O and processing resources. In these cases the
storage and file management module must act to
optimise the data transfer rate between the data
base and the main processor.
The storage area and processors of this module
could then be self-contained and thus need not
occupy storage cycles of the main execution store
or complicate the software of the main processing
module. Despite the large volume of data and
the frequency of accessing required, simple
strategies can be employed if storage is maintained
in a naturally hierarchical manner involving a
set of data units and media graded in capacity,
access speeds and transfer rates. An appropriate
migration of files between levels is then necessary.
III. Communication. This module accomplishes mess
age and data flow between the central system and
the users at various peripheral devices. The organ
isation at any one installation is usually in the
form of a tree structure of connections, but once
we are concerned with the connections between
computers and terminals at different locations a
network may be involved.
Some of the users may have to be provided
continuous access via tie lines with bandwidths
appropriate to the devices connected (e.g. simple
character printers are usually fed at 50 to 150
bits/sec, character displays at 1200 bits/sec). It
is to be expected that a few particular users would
be provided with short wide-band connections
(100 kilobits/sec) for dedicated use (e.g. for real
time data acquisition and control), or they may
access the centre via specially provided data
channels.
The communication networks viewed from the
central processor consists of a number of levels.
The first level would receive input messages and
channel output messages to users, maintaining
queues of messages and activities, and therefore
it would act as a local message store-and-forward
device between the user and parts of the central
system. Consequently, the first level will make
considerable use of storage and file management
functions.
The second level would be concerned with driving
high speed local devices (such as high speed line
printers), dedicated wide band connections and
the multiplexing levels. The latter deal with the
multiplexing of local and remote terminals and
also with the message envelopes associated with
a communications network. Lower levels of the
communication module involve network trans
mission functions such as routing, switching, multi
plexing which are usually the responsibility of a
common carrier system.
Again this module should be implemented with
advantage outside the main processor.
The interfaces between the three modules of the
The Australian Computer Journal, Vol. 4, No. 1, February, 1972

system must allow for service requests to pass
to the storage and file management module from
both the main processor and the communications
modules (see Figure 1). Service requests will also
pass between the communications module and
the main processor. The top of the file storage
hierarchy is the focal point of all data paths with
file transfers radiating from this point to the main
processor and communications modules as well
as through the storage hierarchy.
3. The Storage Structure
The storage function is recognised as naturally facili
tated by allowing the media to take the form of a
hierarchical structure, each level with its appropriate
capacity and access speed and cost/bit in terms of
available techniques.
The uppermost levels, the smallest, fastest and most
extensive levels may be considered to lie within the
processor and be concerned with the finest incidental
details of data handling and processing, e.g. execution
and register stores, and these may be volatile. Of the
lower levels, of which three may be distinguished, two
of these must be non-volatile. These are a data buffer,
the main data files store and the archival store. The
latter two will be mainly concerned with the gross
handling of data with units of, say, whole files while
the uppermost level of the three may deal with small
units of data, e.g. pages of data or record groups.
This level is intended to act as a fast access device
for sequences of operations on the same area of a file.
In cases of many files this level of storage would
contain all the currently used files or areas of files
and would thus act as a well of data to maintain rapid
activity. The hierarchy of storage levels is illustrated
in Figure 2 where the three lower most levels lie outside
the processing area and are a quite distinct set of
modules.
Several different hardware modules are then involved
in the storage area. These storage modules are now

Register
processor
area
Execution

Extension
from
communication
area

Data Buffer

iin Data

file
storage
area

Archival
Figure 2: The storage hierarchy.
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described beginning at the lowest level of the hierarchi
cal storage area (see Figure 2). The sizes suggested
comprise a balanced design for Australian conditions
scaled to some arbitrary choices at the highest levels.
They do not represent maximum possible sizes.
Accesses to this storage hierarchy will arise indirectly
from batch and interactive terminal users requesting
file editing and display functions. The latter request
rate will be determined to a large degree by the speed
of the terminals and their communication lines and
by the power of the languages provided, but it is likely
for a user at a CRT terminal to generate a new request
within a few seconds of receiving the response from
his previous request and desirable system response
times to simple requests should be of only a few
seconds also. Each service request will be made at
the top level of those modules external to the processor
and will lead to multiple accesses to the storage
hierarchy concentrated at the higher levels.
(i) Archival Store: This is virtually of unlimited capa
city from a user point of view and would consist
of a collection of demountable items which can
be loaded onto transfer devices as required.
Typical media would be magnetic tapes and disc
packs (or optical storage for static data). A
capacity of 1011 to 1012 characters is desirable and
the medium at this level must be non-volatile.
The average access rate may be of the order of
one per minute but peak rates could be much
higher depending on file activity and recovery
procedures. Nevertheless, with very large data
bases involved, the volume of data transfer will
be high and multiple data streams will be necessary
to ensure appropriate response. The unit of
transfer would be the complete file or natural
logical sub-division of the file and thus it would
be of variable length. Periods between calls for
a particular file may be of the order of some
hours to days and longer. In the case of disc
pack storage once mounted, the data is at the
level of main data store.
(ii) Main Data Store: This level contains all of the
data which are required to be held on line and
which are accessed more frequently than are the
files in the archival store.
Accesses directly attributable to all active terminals
of various types would probably be of the order
of one to ten per second. Any large data base
activity would produce a much higher access
rate and this level must be designed to handle
suitably large rates of access. The data would
probably be held in this area for an extensive
period until capacity is exhausted when the less
frequently used files would be automatically trans
ferred to archival store to make room for new
input files, processor created files and files called
back from archival store.
The medium must be non-volatile and a capacity
of 10s to 1010 characters would be suitable. A
suitable medium would be the magnetic disc.
A unit of transfer to higher levels would probably
be a data page or group of pages or file (if short),
a fixed size (or sizes) of page being chosen for
6

the system according to the operational circum
stances.
The paging mechanism would be similar to current
techniques for managing virtual memory, but
most likely implemented in software. The page
would primarily be a storage allocation unit with
smaller complete files being activated to higher
levels. However, in the case of large data bases
it is likely that a number of pages comprising a
certain area of the data base would be activated
to higher levels independently of the remainder
of the data base. The page size involved may
differ from logical page sizes associated with the
data base file.
(iii) The Data Buffer Store: This storage area contains
those parts of the main data files which are
currently in use or have recently been used, and
for which rapid access is needed, complete files
recently input or being edited, files for output to
users and some system files, although these latter
may generally reside in the job execution extension
store. Such pages of files would often be the
subject of more than one request before the user
proceeds to a different page or file. Accesses
directly attributable to all active terminals would
be of some 50 per second while a large number
of accesses may also be made by the main pro
cessor during executions. The capacity of this
store would be of the order of 10T to 108 charac
ters, a small proportion of the main data, since
only a little of that data will be active at any
one time. Although depending upon backup in
the case of failure, this level should be non
volatile. A suitable medium would be the magnetic
drum capable of the desired number of accesses.
It is in this area where new technologies may have
greatest effect in providing increased rates of access
for faster processors and higher user request rates.
For instance, development of large scale semi
conductor integration will soon provide capacities
of the desired size with access times of the order
of 100 microseconds or less.
Such a medium would, however, be volatile and
would affect recovery processes in case of failure.
Other promising techniques may involve thermo
magnetics and lasers.
The remaining storage modules are associated
with the main processor module. Cost constraints
will generally closely restrict the size of these
modules. Execution store interfaces with the data
buffer store, the top of the file storage heirarchy
(see Figure 2).
(iv) Execution Store: This store receives and transmits
data to and from the data buffer area, including
pages of files intended for output via the com
munication area, and receives from, and transmits
messages to, the communication system. Its main
function is for program execution in which case
it holds both programs and the current subject
data for high speed accessing by the main pro
cessor in a time shared manner.
The access time must be small and consistent with
the main processor speed. The commonest medium
The Australian Computer Journal, Vol, 4, No. 1, February, 1972
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is ferrite core with accesses overlapped, but faster
semi-conductor memories are becoming available
and large-scale semi-conductor integration will
soon be an alternative.
Depending on the medium and the related exten
sion store a typical capacity may be 103 to 106
characters. This store may be paged using a
virtual to real address mapping in conjunction
with the extension store.
fv) Extension Store: This storage element is essentially
a backup for the execution store and receives
from, and transmits to, that store for processing.
Thus a pending or partially processed job and its
data may at any one time be distributed between
the execution and the extension store. Frequently
used system files required by the main processor
(e.g. Fortran, Cobol and non-resident monitor
routines) would be stored here.
Rapid access,, as well as a high transfer rate is
essential so that the only rotating medium suitable
is a very fast optimally queued drum (although
optimal queueing at lower storage levels will
usually be software controlled, in this case it may
be hardware controlled). Otherwise ferrite core
(alternatively called large core memory, bulk core
or extended core store) or large scale semi
conductor integration must be used. A capacity
in the range 10° to 107 characters is desirable,
(vi) Register Store: The topmost level of the storage
hierarchy may consist of a relatively small set of
high speed registers closely integrated with the
main processor. They will be used by the current
job in execution and also pertain to functions of
multi-programming, protection, addressing, paging,
etc. About 104 *characters implemented in a high
speed semi-conductor medium would be typical.
Thus the storage hierarchy can be divided into
two parts. Part 1 is closely integrated with the
functions of the main processor and Part 2 is
concerned with file storage and buffering to the
faster stores of Part 1. It is useful to contrast
the storage architecture of the IBM 370/165 (IBM,
1970) and the CDC 7600 (Bonseigneur, 1969)
computer systems with these proposals. Both
systems rely on the main processor to perform
a large amount of the storage and file system
management.
4. Communications
The types of terminal involved are:—
(1) batch I/O terminals (e.g. card readers and line
printers)
(2) personal terminals (e.g. teletype, CRT and other
keyboard devices)
(3) on-line data acquisition devices and data con
centrators
(4) on-line process control devices
(5) remote processors driving peripherals of types
1 to 4.
The lower levels of the communication module
deal with the routing, transmission, multiplexing and
error correcting functions for the connection of such
terminals to the central configuration. In the simplest
The Australian Computer Journal, Vol, 4, No. 1, February, 1972

case, the transmission paths form a tree structure but
in other cases the transmission paths form a network.
Terminals may be classified according to whether
they are local or remote to the central configuration.
Local terminals do not require the use of common
carrier facilities for information transmission and they
are interfaced directly to a control processor of the
communication module. (However, local terminals
may use common carrier facilities to connect to other
systems in a computer system network. In this case,
the communication module must carry out the
necessary reformating and re-routing into the net
work.) Remote terminals are connected to the com
munication module through a common carrier network
(e.g. Common User Data Network, APO, 1970) and/or
private communication lines.
If a common carrier network is used much of the
lower level hardware for remote terminals is thus
provided. The communication module of the central
system must then provide the additional encoding and
decoding of message envelopes so that correct routing
and identification can be achieved in the network.
Any communication link must be designed to pro
vide the appropriate response times (here loosely de
fined as the time for one character of a message
to travel from source to final destination) and bandwidths for the connection terminals. In Table 1 the
message transmission time is given for a remote
terminal via CUDN priority A and priority C and by
direct private transmission lines. For CUDN con
nection it is assumed that the transmission path consists
of three legs passing through two CUDN nodes (thus
two legs are private connections to the CUDN nodes)
and each leg has identical transmission delay. An
envelope size of 20 characters is assumed for CUDN,
and this is not necessary for direct private connection.
Since a teletype takes approximately 5 seconds to
print a 50 character message, all transmission links
are compatible to its speed. A CRT terminal can
display a 1000 character message much faster than
human reaction time and so a transmission time of
two seconds is considered compatible from the view
point of user response. Thus only a 2400 baud direct
link even approaches the required performance for a
CRT display.
In considering communication design with respect
to central system performance, a guide is that trans
mission delay should not exceed waiting time for
service. The majority of interactive service requests
will experience waiting times of less than a few
seconds, so this reinforces the above conclusion on
suitable communication links for the connection of
interactive terminals. For the transmission of entire
program files from batch type terminals, the approTABLE 1. Average Message Transmission Times for
Asynchronous Transmission.
Communication Link

Message Size
50 char.
1000 char.

CUDN — C ........................... .............. 6.8 sec.
CUDN — A ...........................
Direct (1200 baud) .................... ................ 0.5 sec.
Direct (2400 baud) ................... .............. 0.2 sec.

17.9
12.5
6.8
3.4

sec.
sec.
sec.
sec.
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priate bandwidth and response can be achieved with
multiple connections of any type of link listed in
Table 1. Again these connections may become
inadequate for the submission of an entire program
file for interactive execution (and this should discourage
remote editing and file storage systems), or for the
connection of specialised high speed terminals.
Response time is an important factor in the con
nection of interactive terminals. Because of the storeand-forward nature of CUDN transmission, its response
time will always be less than a direct link of the same
bandwidth, and it is inversely proportioned with the
number of nodes in the CUDN transmission path.
The top levels of the communication module process
data and messages, handle queues, associate the entries
with the correct terminal and perform some message
analysis and synthesis in order to direct complete
messages and data to the correct processing or storage
module. Consequently a large buffer store is needed
in conjunction with control processors having their
own execution store.
5. Distributed Processors
Before detailing a hardware architecture involving
distributed processing the main factors in favour of
this approach are given.
Firstly, the anticipated computational capabilities
and plant investment in the main processor and its
associated fast stores are such that jobs which do not
make sufficient use of these resources or which cause
grossly inefficient operation should not be performed
by this equipment. These jobs can be identified as
having three properties if executed by the main
processor:
execution time
(i) they are completely I/O bound -------------------< 1
I/O wait time
(ii) they require trivial execution time (less than about
10® cycles),
(iii) they make little use of the more powerful
instructions of the processor.
(Note that while multi-programming is only effective
with a mix of jobs having considerable I/O require
ments, this is not a justification for including jobs
which essentially use only I/O resources and occupy
expensive storage.)
Secondly, in order to achieve optimal data transfers
with rotating storage media, it is necessary to maintain
position sensing and address mapping in conjunction
with queue scanning. Further attempts to increase
data transfer rates by paralleling accesses may only
be successful if fast core storage buffers are available.
These combined operations call for separate control
computers. By removing such trivial yet frequent
functions, a much higher multi-programming perform
ance of the main processor should be achieved. Accord
ingly, the following classes of jobs will almost always
be candidates for execution on less powerful peripheral
processors.
A. File System
(i) system functions,
storage allocation and release,
directory and file retrieval, search and update,
S

file migration, the automatic staging of part or
all of a file to higher levels of storage during its
active period and its subsequent automatic dis
placement to lower levels, restart and recovery,
(ii) file amendment,
text editing and directory operations for the
current file, retrieving and merging files,
(iii) file retrieval for compilation or execution,
(iv) file I/O during user file execution,
standard input and output files,
user data base files.
B. Communications
(i) the buffering and routing of input and output
messages for all terminals,
(ii) the detection of requests for a higher level of
service (e.g. file operations, compilations, etc.)
and notification of the appropriate system module.
The remainder of this section gives quantitative
estimates for the demand on main processor resources
and the effect on its operational efficiency by these
types of job.
The various system table sizes relevant to part A (i)
of the file system overhead are derived in Table 2
using the store sizes suggested in section 3. These
tables would have to be at least partly resident in the
main processor’s store.
In order to express file amendment resource
demands, it can be stated that m words of store are in
use for kt seconds for one request where
k = no. of data store transfers for the edit,
t = average transfer wait time.
A minimum number of transfers is involved in
retrieval and replacement of the file and the terminal
message, so that if m words can accommodate the
average file, k x 5. Hence 5 x 103 characters of store
supports less than l/5t editing requests per second.
For communications a pair of buffers of appropriate
size should be continually available for each terminal.
The required size depends on the speed of the terminal
and an average per terminal of 5 x 102 characters
could be expected.
Jobs which call for file system functions of type A
(iii) and A (iv) will continue to be executed by the
main processor even in a distributed computing system.
In any case the multiprogramming performance of
the main processor is aided by two features. First,
file migration results in less I/O wait time, but the
use of a peripheral processor would remove the
necessary buffers (say 104 chs.) from fast store.
Second, parallel transfers from file storage reduce main
processor I/O delays; a peripheral processor and its
channels would merely replace the conventional hard
wired multiplexor associated with a main processor
TABLE 2. System Table Sizes (no. of characters)
Data Buffer
Store

Size .............................................. ....
Page Size ................................... ...
Map Size ........................................
Average File Length ................. ....
Directory Size (50 chars/file) ....
Active File Directory ............... ....

2
2
1
5
2
4

x
x
x
x
x
x

lQt
103
103
10«
105
10-4

Main Data
Store

4
5
1
5
4

x 108
x 103
X 104
x 104
x 105
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Figure 3: Data storage and file management levels.

channel. A third feature associated only with the use
of a peripheral control processor is optimal queueing.
If there are always n independent requests awaiting
transfer from a device which uniformly distributed
access time, average t„, then the average delay between
transfers is ta for first come first served queueing and
ta/n for optimal queueing.
As a result of the very high file activity generated
by the communication, editing and execution require
ments of, say, 100 various terminals, the main pro
cessor would be forced to perform a very high polling
(or interrupt) rate, possibly of the order of 100 per
second. With special processor and storage designs
necessary to achieve high computational performance,
this polling rate could cause gross inefficiency. The
introduction of the distributed modules for file handling
and communication will appreciably reduce the required
interrupts to the main processor.
Summarising it can be said the peripheral processing
can increase the availability of the main processor
resources in the following ways:—
(1) by releasing main processor memory space used for
tables and data (a saving of at least 105 characters
for the described system);
(2) by relieving the processor of large scale data
transfer operations and allowing more time for
processing;

Main Data
Paths

6. System Architecture
The architecture of a limited system and an expanded
system is now described. The hierarchical file storage
consists of a number of distinct levels as in Figure 3.
Each level is self contained and as well as buffering
data transfers, the storage control processor will have
to maintain queues and hold directories and maps.
The use of the archival level of storage may be relatively
low and its control processor might be integrated with
that of the main data store. It would be possible for
all three controllers to be integrated and this will
depend on the power selected for control processor
modules. Obviously requirements for data exchange
rates, buffer sizes and computing power will be con
siderable in an integrated storage control module.
Requests for data are received at the top data buffer
level from the processing and communication modules
and according to the level attached, the required data
lies at that level or the request filters down through
the levels and back again as data is retrieved and sent
up the levels to the data buffer from which it may be
provided to the processor or directed to the users.
The structure of the control processor module for
file storage is shown in Figure 4. The control processor
itself has storage equivalent to the execution and

Main
Processor

Control
Processor

Buffer
Store

Control
Processor

Normal
I/O Access

Mp ex.
1. • 1
Local
Terminals

Data
Buffer

Execution
Store
Extension
Store

(3) by removing the code for file system and com
munication functions from the main execution store;
(4) by increasing the I/O transfer rate between all
levels of storage;
(5) by removing the high rate of polling or interrupt
from the main processor.
In a computer system designed to handle a significant
interactive load, it is anticipated that the additional
throughput of a specialised main processor will far
outweigh any cost increment for the distributed system.

Control
Processor

Figure 4: Control processor module.
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extension stores of the main processor, but there is
also a data buffer store separately accessible to the
I/O paths which run between levels of the system
hierarchy. All these stores will have to be of appropri
ate size and speed for the code and data involved but
long word lengths are not necessary.
The same control processor module could be used
for the communications control processor provided that
the appropriate character handling functions are
available.
The limited system configuration is shown in Figure
5. It involves a main processor and two control pro
cessors, one each for file storage and communications.
The hierarchical file storage is organised centrally
around its control processor; the communications pro
cessor is concerned with encoding and decoding
messages for remote terminals in a common carrier
network, and with driving local terminals through
special interfaces and through a standard line multi
plexor. File handling requests associated with data
accumulation and output will be directed to the
storage and file management processor. Requests
detected for amendment, compilation and job execution
will be directed to the main processor which in turn
will make the appropriate file requests before and
during execution time. It is envisaged that the standard
control processor would not have sufficient string
processing power to edit files in a satisfactory time.
The extended system configuration is shown in
Figure 6. The structure of the suggested main pro
cessor module is shown in Figure 7, and it is presumed
to be much more powerful than the main processor
for the limited configuration. It no longer receives
file amendment requests or identifiable short compile
and execute requests for these are now performed by
a slower processor which is instruction wise compatible
with the main processor. These two processors could
10

be realised as a highly parallel or an array processor
having powerful instruction hardware, and a com
patible serial processor having additional micro
programming to implement the complex instructions
of the main processor. The main processor’s extension
store now requires a control processor for optimal
transfers, the storage hierarchy is controlled by two
processors and a large communications complex exists
to handle a considerable range of terminals. Some
features of this system are of advantage in case of
failure. Thus similar modules can be used in the
data and communication areas and more than one
of these will reside in the data area. While the com
munication control processor may be duplicated for
reliability reasons, such duplication may not be neces
sary in the data area since, on failure of a control
processor at one level, its function can be taken over
by a processor at a neighbouring level. Similarly,
in case of a processing failure, the second processor
can take over the responsibility of the failed unit at
some degree of degradation only.
7. Execution System Software
While the distributed processing architecture is a
considerable departure from that of most current large
computer systems, this does not imply radical changes
in executive software. It merely requires a modular
design of the software with particular attention to
those interfaces which involve processor communica
tion. The software concerned with restart, recovery
and reconfiguration will have to be expanded and
there are many unsolved problems with large data
base files. The problem of restart is more complicated
because of multiple independent processors and
because of the higher standard of recovery which are
to be expected. The modularity of the hardware offers
the opportunity for high availability of the system in
the event of hardware failure and the advantage must
be taken.
8. Conclusion
We have seen that the structure of a data processing
centre falls into three distinct parts, the main processor,
the data area and the communications area, each
having distinctly different functions to perform.
The data area may be best organised in an
hierarchical manner consisting of a number of levels
with only one interface to each of the other areas.
In this way the processor and its execution store is
relieved of the job of the data management and left
to deal more economically with execution processes.
The central communication area may be considered
as hierarchical and is concerned with the routing and

Execution
Control
Processor

/0 Access-

Main
Processor

Figure 7: Main processor module.
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logging of requests and data I/O to and from the
processor and the storage area. It handles all remote
peripheral terminals even those accessed via switched
lines or networks at lower levels.
The hierarchical and distributed computing approach
to system design should lead to full utilisation of the
main processor and simple modular expansion of
storage areas and terminals without encroaching on
main processor power.
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Medical Decision Making by Computed
*

By V. X. Gledhill

Much Medical data is traditionally “soft” and qualitative. Questionnaires and check-lists
can be used to “harden” this data; the resulting dichotomous descriptors can be used as a
basis for medical decision-making in the areas of diagnosis, investigation and treatment
planning.
The Computer Aided Learning Model (CALM) uses a learning set of data (from patients
whose decisions are known) to evaluate the significance of each descriptor for each decision.
Subsequently CALM is able to process the descriptors from new patients to successfully
predict the appropriate decisions.

THE DECISION MAKING PROCESS
The ability to make decisions can be learnt either
through teaching or by experience. In the former case
we are taught to recognise a particular situation and
respond according to an established rule; in the latter
we use the accumulated data of past experience to
make what we consider to be a “best decision”.
Computer decision making systems such as inventory
control, process control and accounting have learnt
to make their decisions by being “taught” or pro
grammed to respond in a predictable way to any
situation; for example, an inventory control system
might issue a re-order statement when the balance on
hand is less than the minimum balance for any item.
These systems are characterised by algorithmic solu
tions applied to quantitative or “hard” qualitative data.
The vast majority of all data that are used in decision
making are “soft” qualitative data which cannot be
the subject of algorithmic analysis. The resulting
decision making is usually considered to be largely
intuitive and can be exemplified by decisions such as
when to buy a new car, when to hire or fire personnel,
and when to make a particular clinical diagnosis.
This has not been considered suitable for computer
application.
There is a growing body of evidence to suggest
that this intuitive decision making is truly probabilistic
and operates when a certain threshold is exceeded.
If this is the case, statistical techniques could be
used to emulate this decision making. Computers are
well suited to the massive data reduction and analysis
required by these techniques.
Medical decisions of diagnosis, investigation and
therapy provide an excellent means for studying
possible clecision models. The method by which a
doctor arrives at a diagnosis is poorly understood;
the source data are usually historic and anecdotal
and yet their interpretation to provide a diagnosis is
curiously reproducible. It is more than ten years since
Ledley and Lusted (1959) first proposed the concept
of computer diagnosis, but as yet no one has demon
strated convincingly that computers can play an active
part in routine clinical diagnosis.
This paper reports the development of a Computer
Aided Learning Model (CALM) which learns from

the accumulated experience of a computer stored
medical record and uses this experience to make
decisions on new patients.
This was developed
initially as a system for diagnosis using a 95 question
symptom questionnaire (Gledhill and Mathews, 1970).
The concept has been extended to examine the use
of the model for making decisions on therapy and
investigation using a 4,000 question branching ques
tionnaire (Gledhill and Mathews, 1971) and diagnostic
decisions using the findings on physical examination
recorded on a 5,000 item check list (Mathews and
Gledhill, 1971).
METHODS
There were three phases in the development of
the learning model for decision making.
(i) The qualitative or descriptive data was “hardened”
by reducing it to a number of dichotomous
descriptors.
(ii) The learning model characterised the features
of each decision by assigning a weighting factor
to each descriptor for each decision.
(iii) A discriminant procedure was used to make
decisions on new patients.
A. Computer Aided Diagnosis using 95 Questions
from the Cornell Medical Index
This initial study was designed to investigate the
feasibility of using the computer to make diagnoses
on new patients on the basis of responses to a limited
questionnaire.
Source and formalisation of clinical data. The data
were obtained from patients admitted to the Clinical
Research Unit of the Royal Melbourne Hospital. All
patients admitted to the ward over an 18 month
period completed a general symptom questionnaire
by marking “yes” or “no” to 95 questions derived
from the Cornell Medical Index, a standard medical
questionnary (Brodman, Erdmann, Lorge and Wolff,
1949). These responses did not influence diagnosis
or management.
At the time of the patient’s discharge the final
ward diagnoses were formalised after full consideration
of all clinical findings and laboratory tests. Various
clinical data including the questionnaire responses and
the final diagnoses were stored on computer magnetic

t Dr. Gledhill was appointed A.C.S. Lecturer for 1972 and will present this paper to all Branches during the year.
* Walter and Eliza Hall Institute of Medical Research, Melbourne. Manuscript received December 1971.
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tape. A computer programme was written to determine
the total number of completed questionnaires (484),
as well as the number of questionnaires completed by
patients with each of the 15 diagnoses most frequently
made in this Unit.
For all 484 questionnaires, a programme calculated
the frequency of “yes” responses for each of the 95
questions. Similarly, for each of the 15 most common
diagnoses, the programme selected the appropriate
questionnaires and calculated the frequency of “yes”
responses for each of the 95 questions. For example,
15 of the 58 patients with a final diagnosis of chronic
bronchitis answered “yes” to question No. 1 which
was “Do you often have bad pains in your eyes?”
If a patient had more than one diagnosis from the group
of 15 then his questionnaire responses were attributed
to each diagnosis in turn.
The learning phase — a “diagnosis profile”. The
Computer Aided Learning Model (CALM) then com
pared the questionnaire responses of all patients with
a given diagnosis with the responses of all patients
without that diagnosis in order that it might learn
which questions best characterised that disease.
Thus, for each diagnosis, the diagnostic value of each
question response was calculated by an empirical
formula that assigned a positive diagnostic value to
a question if a “yes” response was given more frequently
by patients with that particular diagnosis than by
patients with other diagnoses; a negative diagnostic
value was assigned if “yes” was elicited less frequently
from patients with that diagnosis than from all other
patients. In other words, responses that were typical
of a diagnosis were assigned a positive value while
atypical responses were assigned a negative value.
Diagnostic values for each of the 95 questions were
calculated for each of the 15 most common diagnoses.
Each disease was thereby characterised by a set of
95 diagnostic values, positive or negative, one for
each of the 95 questions. This set of 95 values was
termed the “diagnosis profile” and these profiles were
used as a basis of the computer diagnosis system.
Diagnosis—A discriminant procedure. To establish
a diagnosis, each patient completed a questionnaire
and the responses were compared, in turn, with each
of the diagnosis profiles to determine which, if any,
provided a diagnostic match. The degree of matching
was assessed by two indices named the “diagnostic
percentage” and the “consistency factor”.
The
diagnostic percentage represented a measure of the
match between the “yes” responses of the patient and
the responses typical of that diagnosis. The consistency
factor represented a measure of the match between
the “yes” responses of a patient and the responses
found to be atypical of that diagnosis. A provisional
diagnosis was made if the diagnostic percentage for
a particular diagnosis exceeded a predetermined dis
criminatory value; this diagnosis was confirmed if the
appropriate consistency factor was positive (> zero).
If the consistency factor was negative then that
diagnosis was excluded.
Diagnostic trial. To assess the accuracy of the
computer aided learning model (CALM) in diagnosis,
questionnaires completed by 45 new patients were

selected. Each patient had at least one of the diagnoses
from the set of 15 most common diagnoses. The
questionnaire responses were analysed by CALM,
Bayes Theorem, and a group of eight clinicians, to
obtain diagnoses for each patient.
For CALM the “most favoured” diagnoses was that
for which the diagnostic percentage exceeded the
discriminatory value by the greatest amount, and any
other diagnoses made by CALM were taken as probable
diagnoses. A computer program was written to
obtain diagnoses using Bayes Theorem. This theorem
has been used by most investigators into computer
aided diagnosis (e.g. Burbank, 1969). The diagnosis
having the largest posterior probability after all
questions had been considered was taken as the diag
nosis according to Bayes Theorem; no attempt was
made to make multiple diagnoses.
Eight doctors from this Unit were each given a list
of the 15 diagnoses and the questionnaire responses
from 10 of the 45 selected patients; of the 45 ques
tionnaires, a common group of 5 was allocated to
all 8 clinicians and the remaining 40 were distributed
so that each clinician had questionnaires from 5 unique
patients. Each clinician was told that the patients
had at least one disease from the list of 15, they were
asked to make “a most favoured” diagnosis and any
other probable diagnoses using the results of the
questionnaire alone. No time limit was set. The
accuracy of the diagnoses was assessed by comparing
them with the final ward diagnoses. These ward
diagnoses were made after consideration of all clinical
and laboratory data and were taken to be the “correct”
diagnoses.
B. Diagnostic Profiles from Physical Examination
Findings
A more recently developed computer based medical
record stored the findings on physical examination of
the patient through a formalised Physical Examination
Check List (PECL) system. Any abnormalities found
by the resident doctor performing his examination
were recorded by checking the appropriate entry on
a PECL sheet (Mathews and Gledhill, 1971). The
total check list comprised some 5,000 possible items.
The checked item numbers were stored on computer
files together with the diagnoses made after full clinical
assessment. After sufficient number of patients had
been examined to provide statistical stability, CALM
was used to develop diagnosis profiles based on a
much larger data base; these profiles could be examined
to ensure clinical sensibility and could be used for
subsequent diagnosis of new patients.
C. Other Medical Decisions—Therapy and
Investigation
Could CALM be used for decision making other
than diagnosis? By comparing the responses of all
patients receiving a particular drug therapy with the
responses of all patients not receiving that therapy
could CALM develop a decision profile that could
be used for subsequent decisions about treatment?
This question was investigated using the responses
to a Self Administered Symptom History (SASH)
which were stored in our computer based medical
record. SASH was a branching questionnaire of some
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4,000 possible questions enquiring into details of a
patient’s present health, past health and social history
and habits (Gledhill and Mathews, 1971).
The SASH responses of patients receiving each of
12 laboratory investigations or 8 drugs were stored
into 20 decision groups. Each of these groups was
compared, in turn, with the SASH responses of
patients not having that decision for treatment or
investigation. CALM generated decision profiles for
each decision group and printed out the ten largest
decision values for each group. These profiles could
then be examined for clinical significance as a first
stage in a general medical decision making system.
RESULTS
A. Computer Diagnosis using 95 Questions from the
Cornell Medical Index
Clinical Data
Questionnaire responses and final ward diagnoses
were available for 484 patients. The frequency of
occurrence of each of the 15 most frequent diagnoses
is shown in table I. The data from these patients were
used to establish the diagnostic value of each question
for each diagnosis.
TABLE I. Number of Questionnaires from patients with each
of the 15 “most common” diagnoses.
No. of
Diagnosis____________ ________________________questionnaires

Chronic bronchitis ........................................................... 58
Congestive cardiac failure ............................................... 38
Diabetes mellitus ............................................................... 35
Myocardial infarction ..................................................... 29
Peptic (stomach) ulcer ..................................................... 26
Cirrhosis, type unspecified ............................................. 24
Systemic lupus erythematosus ......................................... 22
Active chronic hepatitis ................................................... 22
Rheumatoid arthritis ......................................................... 21
Alcoholism .......................................................................... 19
Bronchial asthma ............................................................. 19
Pyelonephritis .................................................................... 18
Essential hypertension ..................................................... 17
Glomerulonephritis, chronic ........................................ 11
Depression .......................................................................... 10
Total 369

Diagnosis Profiles
The 95 diagnostic values were calculated for each
of the 15 diseases and the resultant “diagnostic profiles”
were printed out in order that the values could be
examined. Table II illustrates a part of such a profile
and lists the 10 questions with the largest diagnostic
values for a diagnosis of chronic bronchitis.

a group of 8 clinicians each made diagnoses from
the questionnaire responses of the same 45 patients.
Each patient was known to have at least one disease
in the set of 15. The results are summarised in
table III. The most favoured of CALM diagnoses
was correct in 69% of cases (31/45). When all
correct diagnoses by CALM were counted (i.e. multiple
diagnoses allowed), this system scored 70% correct
diagnoses (45/65). Using the same data, the method
based on Bayes’ Theorem made correct diagnoses in
36% of cases (16/45); it did not make multiple
diagnoses. The most favoured diagnoses of the
clinicians were correct in 42% of cases. When multiple
diagnoses were allowed, the clinicians’ score improved
to 48% but at the expense of a large number of
incorrect diagnoses (66% of the total made).
TABLE III. Results of the diagnostic trial.
Most favoured Proportion of Proportion of
diagnosis
correct
diagnoses made
correct
diagnosis
which were
identified

Clinicians ............ 42%
48%
66%
Bayesian system ... 36%
1
64%
CALM system ... 69%2
70%
30%
1 Bayes’ theorem cannot make multiple diagnoses.
2 CALM was significantly more accurate than the clinicians
(P < 0.01) and the Bayesian system (P < 0.005) on xtesting.

B. Diagnosis from Physical Examination Findings
The 5,000 check list items were used to develop
diagnosis profiles from physical examination findings.
These were calculated and printed out to firstly
demonstrate the feasibility of using CALM on a
much more extensive data base and secondly to
demonstrate that physical examination findings recorded
by check lists could provide meaningful diagnostic
values. These profiles were developed and printed
out for 12 diagnoses. The seven items with the highest
diagnostic percentage for a diagnosis of chronic bron
chitis are listed in table IV.
TABLE IV. Diagnosis profile for chronic bronchitis derived
from the physical examination check list system (PECL).
Diagnosis
Physical Sign
Value

Mucoid sputum ..................................................................
Persistent cough ....................
...
Barrel chest ..........................
...
Scattered roles left and right
...
Generalised rouchi left and right ....................................
Expiratory wheeze
........................................................
Chest expansion 1-2 cm......................................................

15.4
9.9
8.8
6.1
5.3
4.5
2.6

Diagnostic Trial
CALM, the method based on Bayes’ Theorem and

C. Other Medical Decision Making
The Self Administered Symptom History (SASH)
responses from patients receiving each of 12 investiga
tions or any of 8 drugs were analysed by CALM to
develop decision profiles for these decisions. These
profiles were printed out to allow the decision values
to be examined. The eight questions with the highest
decision value for an investigation of sputum culture
are shown in table V. These questions are all clinically
reasonable and indicate that the decision profiles could
be used in a discriminant procedure to allow computer
aided decision making in treatment and investigations.
DISCUSSION
A new and potentially useful method of computeraided decision making has been developed using what
we term a “Computer Aided Learning Model” (CALM).
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TABLE II. Diagnostic profile for chronic bronchitis: flic
twelve questions with the highest diagnostic value are listed.
Diagnostic
Question
value

Are you troubled by constant coughing? ....................
Do you suffer from asthma? ........................................
Are you often troubled with bad spells of sneezing?...
Have you ever had a chronic chest condition? .......
Do you frequently suffer from heavy chest colds?
Do you frequently feel faint? ....................................
Do you often have difficulty breathing? ........................
Is your appetite always poor? ....................................
Have you ever coughed up blood? ..............................
, Has a doctor ever said you had stomach ulcers? ...
Have you ever had a serious injury? ........................
Do you often have spells of dizziness? ....................

10.4
7.8
6.3
6.2
5.5
4.6
4.5
4.0
3.7
3.4
2.8
2,2

The Decision Making Process
Table V. Decision profile for an investigation with sputum
culture. The questions and decision values for that test are
listed.
Decision
Question
value

Coughs yellow or grey sputum ....................................
Difficult to breathe out quickly ....................................
Major complaint — shortness of breath ....................
Current complaint — shortness of breath ................
Coughs at night more than the day ............................
Wheezing sound brought on by colds ........................
Shortness of breath relieved by getting out of bed ...
Wheezing sounds with shortness of breath ................

8.1
2.7
2.0
1.7
2.0
2.0
2.0
1.0

It proved to be accurate in making diagnoses on the
basis of this limited experience but there was some
doubt that CALM could be extended to deal with the
4,000 items in the SASH system. Just as there is
concern that the narrative report produced by SASH
may be too comprehensive for a clinician to analyse
because it introduced extraneous “noise” it was also
considered that this “noise” may interfere with the
CALM system. Would patients in a given decision
group answer the complete questionnaire consistently
enough to generate consistent patterns of response?
Evidence to strongly support the success of the tech
nique applied to the full set of questions is provided
by the clinically meaningful profiles developed by
CALM; complete verification must await the accumu
lation of sufficient data to perform a prospective study.
The CALM system can make diagnostic decisions
on the basis of past experience of disease and its
decision making rules are modified by including the
questionnaire responses from each new patient in the
appropriate “correct” diagnosis profile. Thus the
CALM system is a learning model. In time the
diagnosis profiles will come to reflect changes in the
presentation or nomenclature of disease.
The CALM system can use any dichotomous data
as a basis for its decision making. It has demonstrated
its ability to make decisions about diagnosis, investiga
tion and treatment from the “yes/no” answers to the
comprehensive SASH questionnaire. It would be
a simple extension to include the results of the physical
examination check list (PECL) findings into these
decision profiles to allow CALM decision to be made
on the basis of a full clinical profile. Laboratory data
can be standardised and rendered dichotomous by
checking each result as normal or as one or two
standard deviations above or below the normal value
(e.g. “stanines” as proposed by Casey, 1968). Thus,
these data could be included in the decision profiles
to provide a much more precise interpretation of
laboratory results than is currently made and to provide
a data base for computer aided decision making from
the same range of data as a consultant physician has
at his disposal. Such a facility could profoundly
influence medical practice of the future.
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A Modem for Miller Coded Digital Data
*

By R. L. Lemke

A new modem for Miller coded serial data has been designed for both the telecommunica
tion and the magnetic tape storage of serial data. Features of the Miller code, such as narrow
band-width requirements and tolerance to phase distortion, are described along with charac
teristics of some of the better known coding techniques. The new modem design provides
improved clock regeneration circuitry to compensate for the Miller code’s dependence upon
a one-zero-one sequence for initial synchronization. The modem design is described with
logic diagrams and an evaluation is given of the design as implemented for a transmission
rate of one million bits per second.

1. Introduction
Interest in the coding of serial digital data is currently
heightened by the increasing use of the telephone net
work for the transmission of digital data and the
advent of magnetic tape transports for the Philips’ type
of cassette capable of digital data storage. The Miller
code and a Miller modulator/demodulator, modem, are
being evaluated for the wide-band magnetic tape
recording and reproduction of serial digital data
(Ampex Corporation, private communication, U.S.A.,
1970). This author has originated a new modem
design for the Miller code and is suggesting that the
application of this code and modem may be extended
to the telecommunication of serial digital data in addi
tion to magnetic tape data recording. The new design
features improved clock regeneration circuitry with
care taken to maximize the modem’s tolerance of phase
distortion which can occur in telecommunication and
tape recording systems.
The need for coding and modems will be explained
initially, along with a comparison of some current
modem techniques. This is followed by a description
of both the Miller code and the author’s modem design
and an evaluation of the design concludes the paper.
2. Coding and Modems
The majority of computer central processors com
municate with their peripheral devices via multi-wire
cables which permit the parallel transmission of charac
ters, bytes, or memory words. When a computer wishes
to communicate, on-line, with a remote device the
medium is often a single voice grade channel of the
telephone network which necessitates serial rather than
parallel transmission. Magnetic tape recorder/repro
ducers for digital data are usually multi-track devices
again enabling the recording and reproduction of
characters or bytes in parallel. Some tape systems,
wide-band or Philips’ cassette, for example, offer only
one or two tracks for data. If two tracks are avail
able, the second is generally used for error detection
and correction.
When a computer system uses a telephone line for
communication, or a single (or dual) track tape device
for data storage, the parallel characters, bytes, or
memory words are converted into a stream of serial
bits. Initially, this serial data is often in the form of*

non-return-to-zero, NRZ, code and may be accom
panied by a clock signal on a separate line. An
example of the NRZ code is shown in Figure 1 along
with an associated clock signal. The clock is high, at
a logical one level, in the centre of each bit cell. The
clock rate, in pulses per second, is equal to the bit
rate, in bits per second.
Serial data in NRZ form requires a transmission
system with dc response since long strings of ones or
zeros can occur within a message. A string of ones or
zeros creates no change in the level of the signal for
the duration of the string. A long string of ones or
zeros requires a lower system frequency response than
does a shorter string. Standard telephone channels
and direct magnetic tape record/reproduce devices
do not have dc response and cannot faithfully repro
duce a long string of NRZ ones or zeros.
To utilize telephone lines or magnetic tape devices
the serial data in NRZ form is modulated or coded to
form a signal not requiring dc response. Frequencyshift-keying, FSK, or differential-phase-shift-keying,
DPSK, are the modulation techniques often used for
digital data transmission via the telephone network.
When FSK is used an NRZ one is represented by one
particular audible note and an NRZ zero is represented
by a different audible note. On transmission an FSK
modem might send a 1300 Hz signal to represent a
one and a 2100 Hz signal to represent a zero. Upon
receiving FSK the modem must discriminate between
the two signals and indicate the presence of either a
one or a zero. FSK is a reliable means of transmitting
digital data via the standard telephone network and
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Figure 1: NRZ data and clock.
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the modems are easy to build, but the information
carrying capacity of a telephone channel is not
efficiently used, which is its primary disadvantage.
The FSK transmission rate is generally limited to 1200
bits per second over a voice grade line.
The capacity of a telephone channel can be more
efficiendy utilized with the DPSK technique. A trans
mission rate of 2400 bits per second is quite common
and rates of at least 4800 bits per second should be
attainable on above-average or specially treated lines.
A basic signal or carrier of only one frequency is used
to implement DPSK. The phase of this signal is
changed to indicate the presence of an NRZ one or
zero. In a simple form of DPSK an NRZ zero could
be represented by no change to the carrier signal, while
a one would be represented by causing the next cycle
of the carrier to occur one-half cycle sooner than
expected, a differential phase shift of 180 degrees.
A more complex, form of DPSK encodes NRZ bits
in pairs instead of singly. A pair of bits can indicate
one of four states, 00, 01, 10, and 11. Thus two bits
at a time can be represented by phase shifts of 0, 90,
180, and 270 degrees respectively. This technique is
known as four phase DPSK. In general, a DPSK
modem is more complex than that required for FSK,
but the gain in the effective use of a telephone channel
offsets the cost of the increased modem complexity.
3. The Miller Code
An alternative, but little-known form of DPSK
applicable to both telephone and magnetic tape systems
is the Miller code. This code, like NRZ, utilizes a
binary signal, one with two states or levels. Whereas
one NRZ signal level represents a one and the other
level represents a zero, the same information is Miller
coded by varying the time between successive changes
in signal level. The Miller code is derived from NRZ
by the following algorithm: a one is represented by a
change in level, or transition, in the middle of the NRZ
bit cell and a zero followed by a zero is represented by
a transition at the end of the first zero’s bit cell. The
Miller code along with the corresponding NRZ is
illustrated in Figure 2.
The Miller code provides a transition at least once
for every two NRZ bits and therefore does not require
a transmission system with dc response. The maxi
mum transition rate occurs during a string of NRZ
ones or zeros and is equal to the NRZ bit rate. Thus,
the high frequency transmission requirements for the
Miller code are no greater than required for the
corresponding NRZ.

MILLER

FREQUENCY
Figure 3: Power-frequency distribution for both NRZ and
Miller encoded data.

Figure 2: NRZ data and corresponding Miller encoded data.

The power-frequency distribution for the Miller code
is compared with that for the corresponding NRZ in
Figure 3. The scaling of the frequency axis is nor
malized to the NRZ bit rate; multiply the bit rate by
the axis annotations to obtain frequency. The vertical
axis is for the relative comparison of the two curves
and is not scaled. These power distributions were
verified by calculating finite Fourier series, with the
fast Fourier transform technique, for both random
NRZ bit strings and the Miller modulated NRZ.
Figure 3 indicates that both codes have little power
distribution among frequencies above the bit rate and
that the Miller code contains little power at the very
low frequencies.
A good voice grade telephone channel should trans
mit frequencies in the approximate range of 300 Hz
to 3300 Hz. Such a line would carry the bulk of the
power of Miller modulated NRZ when the bit rate is
at or below 3300 bits per second. Reasonably errorfree transmission could be expected at 4800 bits per
second and at even higher rates since the Miller power
distribution peaks at approximately four-tenths the bit
rate and exhibits steep skirts. Miller coded data
would not interfere with the in-band telephone channel
signalling that occurs at about 2300 Hz unless the bit
rate were in the neighbourhood of 5750 bits per
second. The narrow shape of the power distribution
also relaxes restraints on the design of digital magnetic
tape recorder/reproducers since it is easier to build a
system with a narrow rather than a wide frequency
band-pass.
From Figure 2 it can be seen that the Miller code is
a form of phase modulation, that is, the information
carried by the signal is represented by varying the time
period between transitions. These variations or phase
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shifts are large compared to the bit period which
makes the Miller technique tolerant of phase distor
tion. Such tolerance is vital since voice grade tele
phone lines and magnetic tape record/reproduce
systems do not always maintain good phase fidelity.
Telephone lines are often loaded with inductance to
improve their frequency-amplitude response while the
frequency-phase response characteristics are ignored.
Magnetic tape transports introduce timing errors and
the record/reproduce electronics can cause phase dis
tortion. A Miller demodulator need only distinguish
between level transitions spaced apart by a duration of
either 1, 1.5, or 2.0 times the NRZ bit period.
Demodulation is thus possible even though the space
between transitions has been distorted by a consider
able percentage of the NRZ bit time.
A clock signal may be derived from Miller modu
lated NRZ data during demodulation and is used to
regenerate the original NRZ data. The clock need not
be transmitted or recorded along with the data. A
DPSK signal does not necessarily include a phase shift
for each and every NRZ bit time. Yet, the demodu
lator at the receiving end of the line must be able to
distinguish between each bit time to decode the origi
nal NRZ from the DPSK. The demodulator must,
therefore, regenerate and maintain a clock that is
synchronized with the original NRZ clock at the trans
mitting end of the line. Clocks whose rates are fixed by
the properties of a pendulum or quartz crystal, for
example, will not remain synchronized for long with
the precision required to decode DPSK. The modem
circuitry must obtain synchronization information from
the DPSK phase shifts that do occur to maintain its
regenerated clock in step with that at the transmitter.
A common technique is to build a clock that naturally
runs slower (or faster) than the transmitting clock and
to use the timing of the received phase shifts to speed
up (or slow down) the regenerating clock until it is
synchronized. The speed of the regenerating clock can
be varied either above or below its natural rate, but
not both. Therefore, the clock’s rate cannot be set to
a close approximation of that at the transmitter, but
must be definitely higher or lower.
This clock synchronization technique does not favour
the Miller code and thus the author has designed a
regenerating clock whose rate may be both raised or
lowered as may be required to obtain synchronization.
When using Miller DPSK the phase of the regenerated
clock is determined upon detecting an NRZ one-zeroone sequence. If the NRZ data does not contain a
one-zero-one sequence then the regenerated clock may
be 180 degrees out of phase when compared to the
original and demodulation of the Miller code will not
occur.
This dependence upon the one-zero-one
sequence is a weakness of the Miller code, but not a
serious one. Once a one-zero-one sequence is detected
at the demodulator, the regenerated clock will have the
correct phase and will remain synchronized as long as
a continuous stream of data is being received.
Momentary interruptions of data reception can occur
in line communications due to technical difficulties and
in magnetic tape reproductions due to dirt or faults on
the tape. During these interruptions, or drop-outs, no
synchronizing phase shifts are received and the de

modulator’s clock will slip back to its natural rate,
creating a danger that when data reception resumes the
clock may be out of phase until a one-zero-one
sequence is once again detected. This danger is mini
mized in the case of the author’s modem design where
the clock regeneration circuitry may be set to run as
close as physical constants allow to the rate of the
transmitting clock. The clock rate may be corrected
both up and down while data is being received, allow
ing a natural, near synchronism with the transmitting
clock. During short data drop-outs the drift of the
author’s clock regenerating circuitry can be negligible,
thus minimizing the possibility of requiring a one-zeroone to restore proper synchronism when reception
resumes.
In most cases it would not be difficult to ensure that
the very beginning of serial data sets contain a onezero-one sequence for initial synchronization. Both the
telecommunication and magnetic tape recording of
serial digital data are usually characterized by group
ing the data into blocks. Each block may be preceded
by a header or preamble for identification. This block
preamble, when Miller code is used, could conveni
ently contain a one-zero-one sequence to ensure proper
clock phase before receipt of the rest of the header and
before receipt of the data block itself.
4. Modem Circuitry
The modem circuitry is presented by using the
logic symbols common to commercial diode-transistor
integrated circuit specifications. The four basic build
ing blocks of this type of hardware are shown in
Figure 4 and may be characterized as follows:
Inverter. An inverter’s output will be in the binary
logic state opposite to that of the input. A logic
one input produces a zero output and vice versa.
Nand gate. The output of a nand gate remains
high (logic one) unless all its inputs are high, in
which case the output falls to a logic zero. An
unused input assumes the logic one state. The out
puts of two nand gates or the output of a nand gate
and the output of an inverter may be connected
together. In this case an output of zero prevails
unless both component outputs are high.
J-K flip-flop. The J-K flip-flop is both a storage
and a toggle element. When the J and K inputs are
used in the author’s circuit, the K input is always in

INVERTER

—

J

—

c

—

K

NAND GATE

Q—

S

Q

Q—

R

Q

J-K FLIP-FLOP

R-S FLIP-FLOP

Figure 4: Basic building blocks.
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the state opposite to that of the J input. In this
case, the Q and Q outputs reflect the J and K inputs,
respectively, when the C input falls to the zero state
and the outputs remain fixed (or stored) until the
next fall of the C input. JWhen the J and K inputs
are not used, the Q and Q outputs change state or
toggle with each fall of the C input. The Q output
reflects the state opposite to that of the Q output.
R-S flip-flop. An R-S flip-flop is just two nand
gates using cross-coupled feedbacks to provide a bit
of memory. With the S input high, the Q output is
reset to zero by a zero-one sequence at the R input.
If R then remains high, the Q output is set to one
by a zero-one sequence at the S input. The Q out
put reflects the state opposite to that of the Q output.
A monostable, not shown in Figure 4, produces a
logic one pulse of fixed length whenever its input falls.
This device is like an R-S flip-flop, but it resets itself
after a time period fixed by the values of a resistor and
capacitor that may be wired externally.
The modulator circuit is shown in Figure 5 to con
sist of three J-K flip-flops, two nand gates and two
inverters. Two of the flip-flops provide a memory for
the detection of a zero followed by a zero. The third
flip-flop is toggled to provide a transition in the middle
of a one’s bit cell or a transition at the end of the first
zero’s bit cell in a pair of zeros. Since the NRZ
information is encoded in the time between transitions,
the initial level of the Miller output is not important.
The Miller modulated output may be low-pass filtered
and matched to the relevant transmission or recording
system.
The first section of the demodulator, following
any analog matching circuitry, is a transition and onezero-one detector, shown in Figure 6. A clock syn
chronization pulse is formed at TP when each Miller
transition occurs.
The one-zero-one detection is
accomplished with a retriggerable monostable (RTMONO in Figure 6) whose pulse width is one and
three-fourths the NRZ bit period. The output of this
retriggerable monostable remains high until a onezero-one is detected, then the line, SYNC, will be set
INPUTS

CLOCK

MILLER
OUTPUT

Figure 5: Miller modulator.
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Figure 6: Transition and one-zero-one detector.

low for one-half a bit time. The widths of the mono
stable pulses in this circuit will accommodate timing
and phase errors in the received signal as large as plus
or minus one-fourth NRZ bit time. The monostable
pulse widths are shown in nanoseconds, ns, or as frac
tions of one bit period, P.
The circuitry for regenerating the clock is the most
complex section of the demodulator; it is shown in
Figure 7. The clock is capable of a 180-degree phase
reversal upon the initial or any subsequent detection of
a one-zero-one. The two retriggerable monostables
are adjusted so that the clock free-runs at the nominal
transmitted bit rate to minimize the possibility of losing
synchronization during a momentary loss of data. The
clock’s speed is effectively raised or lowered when each
Miller transition is detected to compensate for any rate
misadjustment with respect to the transmited signal.
The result of operating with poorly matched clock and
transmitted bit rates is a decrease in immunity from
phase distortion and from synchronization loss during
a drop-out of data.
In the absence of any input from the transition
detector the clock monostables alternately trigger each
other, the free-run condition. The two monostables
take turns in being triggered as determined by the
three R-S flip-flops. A transition pulse, TP, locks out
the monostables’ feedback and TP triggers the proper
monostable, thus adjusting the clock rate as necessary.
The occurrence of a one-zero-one, indicated by SYNC
being low, always causes the same (upper) monostable
to be triggered and puts the clock in phase with the
original NRZ if necessary.
To decode the NRZ code from the Miller code the
circuitry in Figure 8 is used which looks for a Miller
transition while the clock is high. If that occurs, a
one is formed, otherwise the output is a zero. This
decoding is accomplished by comparing the Miller input
levels from each half of an incoming bit cell, which
requires a doubling of the clock rate. The clock rate
is doubled by the circuitry in the upper half of Figure 8
19
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Figure 8: Miller demodulator.

Figure 7: Clock regeneralion circuitry.

which is similar to that used in the modulator section,
Figure 5. The doubled clock shifts the Miller input
into two J-K flip-flops and their outputs are compared
to see if a Miller transition occurred. The resulting
NRZ one or zero is shifted into the third J-K flip-flop
by the main clock, completing the demodulation
process.
5. Design Evaluation and Conclusion
The author implemented this modem design for a
nominal NRZ transmission rate of one million bits per
second.
The modem operated without producing
errors over the range of 0.9 through 1.1 million bits
per second. Since clock variations are normally less
than one per cent in a practical situation, the modem’s
tolerance to variations of ten per cent is really a
measure of its immunity to phase distortion. Diodetransistor integrated circuit logic was used in the con
struction of the modem. If the faster transistortransistor logic were used, then the modem’s tolerance
to variations would be closer to the twenty-five per
cent ultimately possible with this design. Alternatively,
the performance of the diode-transistor implementation
would improve if the nominal NRZ bit rate were
lowered as would be necessary for telephone network
communications.
The ultimate success of this modem in a practical
situation depends upon the circuitry interfacing it with
the data transmission or recording system.
The
integrated circuit logic voltage levels and input/output
impedances would probably require conversion by
interfacing circuitry. Some frequency-amplitude or
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phase equalization may be necessary. It is safe to
assume that a transmission or recording system’s rise
and fall times would not be equal. This effect could
be compensated for at the receiving end by inde
pendently adjusting the rise and fall ‘zero-crossing’
levels of the interface circuitry. An adjustment could
be made to compensate for a predicted, nominal, rise
and fall time distortion or a fine adjustment could be
made for each specific situation as it occurred (each
network .telephone connection, for example). A circuit
could be designed to make such adjustments auto
matically; this is already done in some modems utilizing
other DPSK modulation techniques.
The use of Miller code for line transmission should
compare favourably with the commonly used fourphase DPSK. The frequency-amplitude band-width
requirements of the two are similar, but the Miller code
should be more immune to the phase distortion
encountered in the voice grade media. The Miller
code requires the detection of two different phase
shifts, while four-phase DPSK requires the detection
of three (a phase shift of zero degrees not being
counted). Utilizing Miller code for the direct -tape
recording/reproduction of digital data when compared
with the commonly used bi-phase codes results in a
band-width saving of over fifty per cent or a doubling
of the bit packing density on the magnetic tape. In
these applications the Miller code is therefore a viable
alternative, especially when used with a modem design
like the author’s where the code’s characteristics have
been fully considered.
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A Computer Organization with an Explicitly
Tree-Structured Machine Language
By R. W. Doran*

An outline is given of the organization of a simulated computer which has a tree-structured
machine language. The structure of programming languages is discussed with regard to the
choice of a relevant machine language. A mnemonic notation for expressing machine
language programs is introduced and the computer (tree machine), which incorporates and
extends the addressing techniques of stack machines, is then outlined. To emphasise how
close the machine language is to a high level language, a free field assembly language is
also introduced. The tree machine is then described in more detail.

1. Introduction
The advantage of designing computers so as to
facilitate the implementation of high level languages,
and the practicality of implementing such designs,
has been extensively discussed, particularly by Lawson
(1968) and McKeeman (1967). In this paper we
introduce a computer organization suited to high-level
languages.
The machine described has not been
implemented but has been simulated at the level of
register transfers by a program written in Algol. A
brief outline of the machine was given in Doran (1970).
There have been previous machine designs which
have executed given high-level languages more or
less directly, e.g. Anderson (1961), Pugmire and
Melbourne (1965), Bashkow, Sasson and Kronfeld
(1967). We do not follow this approach but try to
make the structure of the machine language as close
as possible to that of high level languages so that
such languages may be translated into machine
language with little effort. The most suitable com
puters for algorithmic languages currently in use are
the stack machines, of which the B6700 (Burroughs
(1967)) is the prime example. The computer described
here has been designed to make use of, and extend,
the organization of stack machines and is thus closely
allied to a practical design.
Other examples of machine designs with special
features for high-level languages are given by Gilmore
(1963), Overheu (1966a, b) and Uiffe (1968).
The outline of this paper is as follows. We shall
first discuss the structure of programming languages
and choose a machine language. We will give a
notation for representing machine language programs
and give a brief discussion of the language before going
on to sketch the design of the computer (the ‘tree
machine’) which will execute the machine language.
An easy-to-read assembly language will also be intro
duced, to emphasise how close the tree machine
language is to a high-level language.
In the development of any machine, choices have
to be made from a great number of alternative
features when producing the final design. We shall
attempt to point out places where such alternatives
may be used. The fundamental criterion which we

used in making design decisions was that the machine
language should be as close as possible in structure
to high-level languages, but there are two other criteria
that we have followed. These are: i/ ‘completeness’
in the sense of Reynolds (1970) meaning roughly that
any well formed value or instruction is permissible
in any meaningful context, ii/ ‘typelessness’ which is
related to completeness but means for example that
there is just one ‘add’ instruction, not one for direct
values and another for referenced values. As efficiency
was not a prime criterion, we will point out some
places where the tree machine may be made more
efficient or more practical, even though it may mean
that the above criteria are not followed.
The reader is warned that we will count from zero
throughout this paper, for example it is now the 19th
Century A.D.
2. The Structure of Programming Languages
The starting point when discussing suitable machine
languages is to recognize that algorithms •— at least
as conceived by humans —• have an underlying tree
structure. For example, take a simple algorithm to
read a sequence of positive integers and write out
the sum of their absolute values, ending when the
number zero is read. In an Algol-like language this
could be expressed as:—
begin
integer m,sum;
comment read integers and find sum of moduli;
sum : = 0 ;
m : = input;
while m^O
do begin
sum : = sum -f- (if m < 0
then —m
else m);
m : = input
end;
write (sum)
end :
In diagram form, the full tree structure of the above
algorithm would be something like fig. 1.
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current machines regard a program as a linear sequence
of instructions with no explicit internal structure. This
means that the representation of the tree structure has
to be mixed with instructions giving the traversal
sequence, e.g. a ‘while-loop’ like that used in the
example above becomes ‘linearized’ to something
like:—
loop : if m = 0 then goto out;

bloc)

read intecers, find
sum of absolute values.

while

conditional

<

-

ra

A

rc

Ora

Fig. 1: Tree structure of a program.

Programming languages, both high-level and lowlevel, provide concrete representations of abstract
algorithmic tree structures, though some languages
may exhibit the tree structure more explicitly than
others. Execution or manipulation of an algorithm
(as for example when it is translated from one concrete
representation to another) involves a traversal of the
tree structure of the algorithm. This traversal is at
times interrupted by jumps caused by ‘goto’ statements,
but in an adequate language, jumps are seldom needed.
When they are used, jumps are almost invariably
upwards in the tree of the algorithm, usually resulting
in the termination of a loop.
A good high-level language enables algorithms to
be expressed in such a way that, if they are well laid
out and properly indented, much of the structure is
apparent to a human reader. The main exception is
infix arithmetic expressions in which the internal
structure is conveyed by implicit associativity and
priority rules (precedence rules) which are based on
those of ordinary algebra. When used as input to a
processor, a high-level language is usually considered
to be a linear string of symbols and, for this purpose,
the structure is given by a mixture of parenthesis
nestings (e.g. begin.............. end) and punctuation as
well as by the precedence rules. (Some languages use
indentation as an essential method of expressing
structure, e.g. ISWIM Landin (1966) and others, such
as LISP, McCarthy, Abrahams, Edwards, Hart and
Levin (1962) express structure entirely with paren
theses, but neither of these are usual.)
On the other hand, machine language representations
of algorithms must be designed in such a way that they
are easy for the interpreting machine to traverse. Most
22

goto loop ;
out:.........
In the case of machines having push-down stacks,
the tree structure of a program is partially represented
in reverse Polish notation. (This is used also in multi
register machines although in a form which is not
so easily recognizable, particularly when the code is
optimized to take advantage of the registers.) The
only exceptions to this linear representation are the
nesting of subroutine calls and, for stack machines
with display registers, the use of a block-entry, blockexit pair of instructions.
3. The Choice of a Machine Language
With current computers, compilation of a program
written in a high-level language involves parsing the
text to recover its tree structure which is then converted
to the machine language form. In designing a computer
suited to high-level languages, a sound first step would
be to choose the machine language so that the tree
structure of a program may be expressed explicitly
to the machine as this would reduce the task of
transforming structure at compilation.
There are many ways of representing tree structure.
Perhaps the most obvious representation to choose
would be a fully nested parenthesized form, then a
machine language program would have almost the
same sequence of symbols as the corresponding highlevel language program. This is unfortunately
inadequate as forward references would have to be
inserted into conditionals and other similar statements.
Also, current developments in language definition
methods would seem to indicate that, in the future,
compilers will have to deal with large segments of the
tree structure and therefore a machine language
representation which is close to a manipulable structure
would be more desirable. A fully structured represen
tation such as that investigated by Lawson (1968) is
also ruled out, but on the grounds that it is too bulky
and contains much more information than is necessary
for a sequentially accessed memory.
A compromise representation is required. That
chosen here provides each node of the tree with the
base address and length of a sequence of subnodes.
For example, using COND to represent a conditional
node, and EXP for an expression node, ‘if m < 0
then — m else m’ could be represented as the following
machine language segment (with the conditional being
at program address 73, with m being represented by
$0,0, a unary minus operator by V— and the constant
zero by # 10):—
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instruction
address
65
$0,0
66
<
#10
67
68
V—
69
$0,0
70
EXP 65,2
EXP 68,1
71
72
$0,0
73
COND 70,2
Programs written in such a representation are
difficult to comprehend; so, as absolute program
addresses are largely irrelevant to our discussion, we
will use an abbreviated fully parenthesized notation.
We will represent the above as:—
COND (EXP ( $0,0 < #10)
EXP ( V— $0,0 )
$0,0)

We use this notation as input to our simulator and
for that reason call it ‘loading program notation’.
The syntax of loading program notation is as in fig. 2.
In the syntax description the meta-rules are:— 1/
entities within parentheses are optional; 2/ entities
within braces, perhaps separated by vertical lines, are
options; 3/ entities within starred square brackets
are repeated one or more times; 4/ actual object
language brackets are underlined. Text within double
quotes is comment. We will sometimes, for brevity,
refer to loading notation as ‘machine language’. The
program we have been using as an example would be
directly translated to loading program notation as:—
BLOCK(
RES (“M” #10 “SUM” #10)
ASGN ($0,1 #10)
ASGN ( $0,0 RD)
WHILE (EXP ( $0,0 ^ #10)
ASGN ($0,1
EXP ($0,1
+
COND (EXP ( $0,0 < #10 )
EXP ( V— $0,0 )
$0,0)))
ASGN ( $0,0 RD ))
WRT ( $0,0 ) )
In a recent paper Berkling (1971) has also proposed
using tree structured programs but in a manner quite
different to that described here as his trees are restricted
to being binary.
4. An Informal Interpretation of the Machine Language
The instructions of a program are of three different
types. Firstly there are the non-terminal nodes in the
program tree. We will call these non-terminal
‘sequencers’ as they control the sequence of execution
of the program. The terminals in the program tree
also include sequencers, namelv the transfer or ‘goto’
instructions. All other terminals represent values,
among which are included constants, operators and
addresses.
When a program is executed, a value is obtained
for each non-terminal sequencer. The value of a
sequencer is extracted from the values of each member
of its sequence using a method standard for each type
of sequencer. Each type of sequencer also defines a
The Australian Computer Journal, Vol, 4, No, 1, February, 1972

n-.achine_language_progran : :=

j

_;equencer (3)
terrair.al_se
^ non-tcrminn
•tcrminnl_sequcncer (§)

sequence

J

Citeml*

null__synboi f forr,al_oynbol j stackjaddress "j
list_addrcss J integer | sequence [ operator]

item

::=

r.ull_symbol

: :=

(?

formaI_symbol

;:=

£

stack_aadress

::=

e.g. $3,2

integer

::=

e.g. #156

non-terminol_sequencer

::=

list_address

e.g. £6,10

fBLOCK 1 C0KD I CASS 1 WRT | RES
EXP I ASGN i LINK 1 OPDSF | GET
\ SET | REPEAT | UNTIL j WHILE | C0I-IP
[create

J

terminal_oequencer

1 TRA

| THAT | TRAP
priority

operator

vux
?RF
V-

*1/
+1<l<=l>l
=i *
VilT
VAN
V0R

J
j

J

15

u.

1

meaning
index
reference to
unary minus

not
and

6

of 4 ‘Machine Language”.

standard order for the execution of its sequence. We
will now go through the sequencers explaining the
interpretation of each. Unless otherwise stated, a
sequencer obtains its value from the value of the last
executed member of its sequence, and specifies that
its sequence be executed serially.
i/. BLOCK. This executes its sequence serially
but it is also used as a level for addressing data and
for labels used by terminal goto instructions. Each
BLOCK is given a level number corresponding to its
depth of nesting inside other BLOCK sequencers. An
address is given by a level, position pair e.g. 2,10
which is the address of the 10th member of the level 2
BLOCK sequence.
ii/. COMP. This is a compound statement similar
to BLOCK except that it may not be used as a level
for any addressing at all.
iii/. RES. Reserves a storage location relative to
the most recent block level for each member of its
sequence and initializes the location to the value of
that member. (An exception is made in the case of the
formal symbol.) For the example given previously we
could perform ‘integer m,sum; m : = 0; sum : = read;’
by just
RES ( #10 RD )
iv/. EXP. This executes its sequence sequentially,
at the same time evaluating the arithmetic expression
defined by the sequence and taking its value from the
value of the expression. There is an alternative here
as to whether an expression should be postfix or infix.
The latter form implies that the structure of expressions
has to be recovered as the program is run rather than
at compilation; however, it was chosen because it is
closer to high level language notation. Infix notation
does fit in well with the tree machine organization
though it is not essential to it. On a machine with infix
expressions compilation would be cheaper and quicker,
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but it would execute more slowly or be more expensive
than a corresponding machine using postfix expressions.
Note that operators can appear as the values of
sequencers. Also note that our simulation is restricted
to integer constants though reals would be easy to
add — allowance for possible expansion explains the
clumsy notation of e.g. #132 for the integer 32.
v/. ASGN. Assignment executes its sequence
serially, saving the values, and then places the value
of the last member of its sequence at all the addresses
given by other members of the sequence. With
operators as possible values it is necessary to treat
assignment as being of a higher functional type than
an operator.
vi/. COND. This executes the zeroth member of
its sequence. If it is true (#11) it then executes the
1st member, if false (#10) executes the 2nd member.
For example—
sum : = sum + (if m < 0 then — m else m)
can be performed more succinctly as:—
ASGN( $0,1
EXP ($0,1
COND ( EXP ($0,0 < #10)
$0,0))

vii/. CASE. This is like COND, firstly executing
the zeroth member. If its value is i then it executes
the ith member of its sequence if it exists.
viii/. WRT. This writes out the values of each
member of its sequence. Our simulation does not
cover I/O so WRT is a temporary sequencer to enable
us to test meaningful programs. We also include RD
as a temporary terminal sequencer which has the value
of the next entity in the input stream.
ix/. GET and SET. These are used to obtain or
change a subfield of a word. GET has a sequence of
length 3—GET bits a through b of c. SET has a
sequence of length 4 — SET a in bits b through c of d.
GET has as value the appropriate subfield as an integer
and SET has the modified word.
x/. REPEAT, UNTIL, WHILE. These repeat their
sequence over and over again; UNTIL, until the value
of the last member of its sequence is true; WHTLE,
while the zeroth member of its sequence is true.
REPEAT must be exited by a transfer out.
xi/. LINK. This is used for transferring control
to a subroutine. The zeroth member of the sequence
must have a procedure address as value. The other
members of the sequence are executed and their values
passed as parameters. Any sequencer may be converted
into a procedure address by following it with a
symbol. Inside a procedure a corresponding formal
parameter is indicated by reserving a location with
formal symbol '£’ as value. RES normally takes the
value of the last member of its sequence, but if this is
the formal symbol, the contents of the reserved
location are fetched as value instead. For example
a procedure to add 2 numbers could be defined as:—
ASGN ($1,2
BLOCK@ (RES (£ “$2,0” £ “$2,1”)
EXP ( $2,0 + $2,1 )) )
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or as:—
ASGN ($1,2
EXP @ ( RES ( £) + RES (£)))
and in both cases used by e.g.
LINK ($1,2 #16 #18)
xii/. OPDEF. This may be used to convert a pro
cedure into an infix operator and only makes sense
if expressions are infix. An OPDEF sequence has
3 members, the zeroth gives associativity and whether
the operator is monadic or dyadic, the first an integer
priority between 0 and 15, and the last is the procedure
address.
xiii/. CREATE. This has a length five sequence
and compounds its five integer values into fixed fields
to form a new word as a value. It will be explained
later. (See Section 6 paragraph 5.)
Unconditional transfers are of the form TRA 6,10
which means ‘transfer control to the 10th member of
the BLOCK sequence of level 6’; transfers may only
be made to a global BLOCK. The conditional transfers
such as TRAT — ‘transfer on true’ — have to specify
what is being tested — generally it is the current value
of the enclosing sequencer, though the description of
the machine will clear this up together with many
other hazy details. (See Section 6.)
Stack addresses refer to locations which are associ
ated with a block and which are recovered when the
block is exited. List addresses are not tied to block
structure and may be used for arrays e.g. %10,6
refers to the sequence in the list area with base address
10 and containing 7 elements. To obtain a particular
address a list address may be indexed e.g. EXP
( %10,6 VNX #13) will point to location 13 of
the list area and may be used as an address for assign
ment if required. List addresses may be created from
values using the CREATE sequencer.
The reader should now be able to understand
simple tree machine programs. As another example,
here is the program we have been using rewritten
so as to use a REPEAT sequencer:—
BLOCK(
RES ( “$0,0 #10 “$0,1” #10)
REPEAT (
ASGN ( $0,0 RD)
COND (EXP ( $0,0 = #10 )
TRA 0,2)
ASGN ($0,1
EXP ($0,1)
COND (EXP ($0,0 < #10)
$0,0)))

+)

“0,2” WRT ( $0,1) )
5. An Assembly Language
Before discussing the tree machine in greater detail,
we will introduce an assembly language notation
which we will use when symbolic addresses are
adequate for our purposes. The assembly language
will help make programs more intelligible and will
illustrate how close the machine language is to a highlevel language.
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^
]

y------------- y[. termxnal^sequencer J
operator

loading program notation by linking up the use and
declaration of identifiers and otherwise by a linear
pass through the program.
The syntax of the tree machine assembly language
is given in fig. 3. The meta-rules are the same as for
loading program notation with the one extension being
the use of A to represent an identifier which is not
specified further. The notation has been borrowed
from many sources especially Wirth and Weber (1966)
and Van Wijngaarden (1968).
The assembly language is also a fully parenthesised
tree representation but the parentheses are more
meaningful than those of the loading program notation
e.g. RES (..) becomes new........ wen , BLOCK(...)
becomes begin ... end. For GET, SET and CREATE
sequences the full sequence has been abbreviated to
be a notation for the most usual use of the sequence.
OPDEF has been restricted to meaningful associativity
codes. Note that the use of symbolic identifiers does
not extend to list addresses as the organization of the
list area is not given but must be defined by the
programmer.
If an assembly language program is parsed according
to the syntax and the nodes preceded by an asterisk
are discarded, the program’s tree structure will be
recovered.
Below are two examples, firstly the previous example
program rewritten in assembly language and then
a more complicated program to read, list and add
2 arrays, illustrating the use of operator procedures.
(The appendix contains a translation of the second
program to loading program notation.)

Jnumber

jX

Jnumber number]_
true]false[null)formal

*tcrminal_scquencer

2^3 {fiHs})— X

priority
^operator
minus

15
14
13
12

11
10

9

8

7
6

Fig. 3: Syntax of assembly language.

The loading program notation that we have been
using does not qualify as an assembly language, as
data addresses (e.g. $1,2) and program addresses
(e.g. as in TRA 4,11) must be given absolutely and
not symbolically. The assembly language allows the
use of identifiers for both data and program addresses.
An assembly language program is still just a low-level
representation of a machine language program. A
program in assembly language may be converted into
The Australian Computer Journal, Vol. 4, No. 1, February, 1972

Example 1.
begin
new m
read sum <— 0 wen
while ( m =4= 0)
repeat (set sum to
(sum if (m < 0) then — else -j- fi m);
set m to read ;)
write (sum)
end
Example 2.
begin “Program to readout 2 arrays and write sum”
new
n 4-read
input <—monadic priority 14 operator
procedure
begin
new A 4- formal i <— 0 n4- limitof A wen
repeat (set (A V i) to read ;
set i to (i + 1);)
until (i > n)
A
end
output <— monadic priority 14 operator
procedure
begin
new A 4- formal i <=- 0 n 4- limitof A wen
repeat (write( (A V i))
set i to (i + 1);)
until (i > n)
A
end
25
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plus <- left associative priority 13 operator
procedure
begin
new A 4- formal B 4- formal
n «- limitof A wen
repeat (set (A V n) to (A V n -f B V n);
set n to (n — 1);)
until (n < 0)
A
end
A 4- list [0 n]
B 4- list [(n + 1) n]
wen
( output ( output input A plus output input B ))
end
6. The Tree Machine
We will assume for this section that readers are
familiar with stack machines, especially with addressing
using display registers.
As mentioned previously, when simulating a pro
posed computer there are many somewhat arbitrary
decisions to be faced. One of these is the size of a
word of memory. This must be rather large and we
chose 48 bits as this was the size of a double word
on the machine we were using. This is not really large
enough but here, as in other places, we have made the
decision so that the task of simulation is easier.
All words in the computer’s memory have a reserved
4 bit tag which is used to tell the type of the contents
of the word — whether it is an integer, a sequencer,
a list address, a procedure address word, etc. (Tags
are used in the B6700 computer and were also
suggested by Iliffe (1968).) Sequencers and list
addresses are further considered divided into 5 fields
as follows:
tag

wide

stage

base

limit

PLIMIT

1-- 0I CODS
Control
Registers

LIMIT

•'r-TlR
PBASE

VBASE

CLIMIT

Pointer:

3L0CK
CHAIN

cata path:

\~Cg'AGS

DTOP

ADDRESS
CHAIN

Memory

Sequencers and list addresses both describe a
contiguous set of memory words, ‘base’ gives the
address of the start of the set and ‘limit’ the number
of words in the set. ‘stage’ is used to point to a
particular word, for a sequencer the one being currently
executed, for an index list address the value of an
index. For list addresses ‘code’ describes the type of
data in the list. Most other words are regarded as
split into subfields on the same boundaries but the
use of the fields differs.
The CREATE sequencer is used to create new words
of the above five field type e.g. CREATE (#16 #10
#10 sequencel sequence2) will create a list address
of the array whose base is at the value of sequencel
and whose length is the value of sequence2.
A program requires 5 memory areas; one for the
program itself, 3 for stacks, and one for the list area.
Addressing in each segment is relative to the start
of the segment. The memory layout and special
registers are illustrated in fig. 4. The program area, for
example, begins at address PBASE and has length
PLIMIT. We regard each instruction in the program
as being one 48 bit word in length. This again, was
to facilitate the simulation; a syllable organized
program area would be much more sensible as many

Control Stack
The memory address of the sequencer being executed
could be used by itself to define the current stage in
executing a program. However, as the tree is only
linked in a downwards direction, it is much more
efficient to keep in a stack (the ‘control stack’) a
record of the ancestors of the node being executed.
Also, as there is no sideways linking in the tree, for
each sequencer it is necessary to keep the stage of
execution of its sequence. The stack could contain
just the program address of nodes but it is more
efficient to record the whole sequencer; each entry
in the control stack consists of a sequencer tag,
sequencer type code, stage, base and limit — where
base and limit define the daughter sequence.
For the program if (true) then case new p 4- 1 wen
of 6 esac else 7 fi
which would be stored in memory as, for example:
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Fig. 4: Main registers of tree machine.

instructions only contain a few bits of information.
We will now go through and discuss features of the
machine under subheadings.

Tree Machine

location
contents
16
#11
#11
17
RES
17,0
18
#16
19
EXP 16,0
20
CASE 18,1
21
22
#17
23
COND 20,2
when executing RES the control stack would contain:
RES
0,17,0
CASE 0,18,1
COND 1,20,2
i.e. the machine is executing the zeroth member of
a RES sequence which is the zeroth member of a
CASE sequence, which is in turn the 1st member of
a COND sequence.
With the control stack set up in this manner, when
a terminal node in the tree is encountered control
backs up the tree by taking sequencers from the
control stack until an unfinished sequence is
encountered. Hence, execution of a program has two
distinct phases:— ‘going down’ the tree when new
sequencers are obtained from the program area in
the computer’s memory, and ‘going up’ when
sequencers are obtained from the control stack. As
many sequences consist entirely of terminals, the
current sequencer is held decoded in ‘control registers’.
The control stack also contains other information
which will be discussed below.
Value Stack
Each non-terminal sequencer has a value. The
value could possibly be held in the control stack but
Instead a
this would cause many complications.
special stack — the ‘value stack’ — is used. BLOCK
sequencers and procedures are initially given the value
null, a word with a special tag. ASGN and other
sequencers use the value stack for storing the values
of the members of their sequence and are not given
an initial value. A conditional transfer always tests
the top of the value stack, which usually is the value
of the enclosing sequencer — for a BLOCK sequence
this is the value of the preceding member of the
sequence.
Data Stack
A third stack, called the ‘data stack’ is used for
the reserved storage called for by RES. A distinct
stack is necessary to preserve completeness as a RES
sequencer may appear anywhere within any sequence.
A stack is sufficient because RES always reserves
storage relative to the current level but this means
that procedures must be treated like BLOCK
sequencers, otherwise some kind of tree structure would
be necessary for reserved storage.
Storage in the data stack is accessed using methods
similar to those described in ‘Algol Implementation’,
Randell & Russell (1962). The current addressing
chain is held in an array of special registers (display
registers) called the ‘address_chain’ — $m,n being
located in the data stack at address_chain [m] + n.
Transfers
When a transfer is made to an ancestral BLOCK
sequence or procedure, the stacks must be reset. To
The Australian Computer Journal, Vol. 4, No, 1, February, 1972

facilitate this, a special word giving the tops of the
data and value stacks is placed into the control stack
before the BLOCK sequencer itself. The control stack
location of the last such word is always held in a
special register (LAST_BLOCK) and is included along
with the current level in the special word. The word
may be called a ‘block marker’ and has the form:—
tag

level

last_block

value_top

data_top

The location of the block markers corresponding
to the current addressing chain are held in an array
of special registers called the ‘block_chain’. When
a transfer is made to m,n, the top of the control stack
is set to block_chain [m] + n, the control registers
are loaded from the BLOCK sequencer above that
location, and the tops of the value and data stacks
adjusted using the block marker.
Linkage to Procedures
A sequencer which is to be treated as a procedure
is indicated by a special bit — the ‘address bit’ in the
code of the sequencer. When the address bit is set,
the sequencer is not executed but a ‘procedure address
word’, giving the program address of the sequencer and
the contents of LASTJBLOCK, is created and used
as a terminal node. The form of the procedure address
word is:—
tag

unused

last_block

program_address

If a LINK sequence has members 0—n, the values
of 1—n are placed in the n locations above the
current top of the data stack; then if locations are
reserved later with an initial value of the formal
word the values placed by LINK are left unaltered,
so passing the parameters to the procedure. LINK
expects its zeroth daughter to have a value which is
a procedure address word (as in other cases where
something has gone wrong, the machine would cause
an interrupt if the zeroth daughter was not of the
correct type). LINK places into the control stack a
word (the ‘return block’ word) containing the contents
of LAST_BLOCK in its ‘last_block’ field. The block
and address chains are reset using the ‘last_block’
field of the program address word and a block marker
is placed on the control stack as for a BLOCK
sequence. The addressed sequencer is fetched and
placed in the control registers and then execution is
continued normally.
When a sequencer with address bit set is encountered
going up a tree program and the sequence is completed,
the return block word is used to reset the block and
address chains before continuing up the tree.
Addressing
When a stack address is encountered as a terminal
element, the address chain is used to create a special
word containing the address relative to the base of
the data stack. The ‘stack address word’ is of form:—
tag

address

unused
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down.

sequencer

get next instruction
from memory,place in IR
get next sequencer
from control stack

get BLOCK sequencer,
or sequencer with
address bit set, from,
control stack
sequencer ?

place IR on
value stack

operate
sequencer
place program
address word on
value stack

sequencer

finished ^
sequence

save sequencer from
control registers in
'.control stack

V yes
sequencer

reset address
chain

going up
normal

decode IR to
control registers

/ sequence \
non-terminal?.

initialise
sequencer

Fig. 5a: Control program (going up).

The stack address word is used as the value repre
sented by the stack address.
Control Program
With the mention of the fact that a special register
IR is used to hold a word obtained from the program
before its tag is checked, and that unsuccessful con
ditional transfers need to be skipped as they have no
value, the overall control flow diagram in fig. 5
should now be understandable. The section marked
‘operate sequencer’ is where the current sequencer
obtains its value from its sequence and is also where
the stage of the sequencer is altered — usually incre
mented. A sequence is finished when the storage of
the sequencer is greater than its limit.

sequencer
read ?

' transfer
condition
satisfied?

perform read and
place on value stack

indicate no value

going up A
normal
J

(

Ifyes
going up
transfer

Fig. 5b: Control program (going down).

List Area
A list address may be indexed to give an ‘indexed
list address’ which points to a specific element in the
list area — the index operator checks to see whether
the index is within the range defined by the limit,
field of the list address. An indexed list address is
treated like a stack address except that it is not
possible to circumvent evaluation, this means that a
stack location can hold a list address but never an
indexed list address because its value would be fetched
automatically.

Expressions
Operators contain coded information as to their
priority and associativity.
Operators defined by
OPDEF are represented by a procedure address word
with the precedence information in the ‘unused’ field
of the word. Expressions are executed using a shunting
algorithm, operators being placed in the control stack,
operands in the value stack. Programmer defined
operator procedures are handled by generating and
executing a LINK sequencer.
An incorrectly formed expression could cause a
program to execute wildly so special bound words
are placed in the value and control stacks when EXP
is initialised.
To enable fast execution the machine has the top
3 words of the value stack, held in special registers
VA VB VC. Operators operate on VB and VC.
The top of the control stack is held in C.

Evaluation
Conventional high-level languages are ambiguous
with regard to the use of identifiers. In some places,
such as the left hand side of an assignment, an identifier
stands for an address; at other places, such as the
right hand side of an assignment, the identifier stands
for the value stored at that location. As we have
decided to make our machine language complete and
typeless, we have to specify when a stack address or
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indexed list address is to stand as it is and when it
stands for a value and must be ‘evaluated’. Values are
evaluated in the following cases:—
i/. In an expression sequence the arguments of every
operator except ref are evaluated,
ii/. The values of all members of WRT, RES, LINK,
OPDEF, GET, SET, and CREATE sequences
are evaluated.
iii/. The values of the zeroth member of COND,
CASE and WHILE sequences are evaluated,
iv/. The values of the last members of ASGN and
UNTIL sequences are evaluated,
v/. The values of BLOCK sequencers and procedures
are evaluated before exiting or returning. This
is to guard against accidentally using a stack
address after its block has been exited.
Procedure Parameters
Evaluation would be a straightforward memory
fetch if it wasn’t for the need to handle reference and
name parameters of procedures.
A stack address is changed into a differently tagged
word, which is immune to evaluation, by application
of the operator ref. ref has no effect unless it is
applied to a stack address and then it fetches the
value of the referenced location if it contains a stack
reference, otherwise it changes the stack address into
a stack reference. So set a to (ref b); will place a
stack reference to b in location a. Then ref a, ref ref a
are both ref b •— (ref is not as is usual in the literature).
Now when a stack address is evaluated, if the location
pointed to contains a stack reference, the contents of
the referenced location are obtained instead.
Name parameters, i.e. where the use of a parameter
involves an automatic procedure call, add further
complexity. To tell between the use of a procedure
address as a value and one which must be called
automatically, two different types of procedure are
really needed with a special operator like ref to convert
an ordinary procedure address to one which must be
evaluated. However, we have done without the extra
operator by extending the process of evaluation for
references so that if the value of the reference is a
procedure word, it is evaluated automatically by
generating a LINK sequencer. This unfortunately
means that we cannot pass (a -j- b) as a name para
meter to procedure P by call P (procedure(a -j- b))
but must use something like:— set c to procedure
(a -f- b); call P ((ref c)). Two types of procedure
address word would be more satisfactory.
The members of an ASGN sequence, other than
the last, need a different type of evaluation as they
must have an address as value. This is similar to
ordinary evaluation except that all addressed stack
locations must be checked to see if they contain a stack
reference and if so, the stack reference is used as the
value. This is slightly inefficient but seems to be
unavoidable if full typelessness is to be retained.

of improvements to the basic design to make the
machine more practical. These are in addition to the
inclusion of extra data types and operators, and to
remarks we have made during the description.
i/. The addressing complications caused by com
pleteness are not advantageous. Restricting reservation
of stack storage to the beginning of a block is quite
acceptable and adds to programming clarity. If this
restriction were made, the data stack could be
incorporated in the control stack and only one set of
display registers would be necessary. There would
be the added advantage that parameterless procedures
would not have to be treated like blocks, and pro
cedures with parameters would have to be BLOCK
sequences explicitly. (Most stack machines treat all
procedures as blocks but this is not desirable as the
simple case of a parameterless procedure is very
common, occurring in the use of procedure name para
meters. Procedures without parameters are also very
common in simulation programs.)
ii/. With the restriction above, there would only
be 2 stacks for a program. These could be arranged
top to tail in one area and standard operating program
techniques could be used without modification.
iii/. Conditional ‘goto’s are in theory unnecessary
and probably are unnecessary in practice. They were
included because it was thought they may be of some
use when fast decisions have to be made, as in an
interrupt routine, but this situation is so special
that it probably warrants special instructions.
Conditional ‘goto’s give some trouble as different
sequencers must treat the case of their being taken
differently. If not eliminated entirely, perhaps they
could also be restricted to BLOCK sequencers.
iv/. A count down type of repeat sequencer could
be included, maybe by having the value of the
sequencer represent the count.
A tree machine such as we have sketched is not
much more complicated than a conventional stack
We guess that with the improvements
machine.
suggested and with postfix expressions, a tree machine
would give similar run time performance to a stack
machine — if expressions were infix their execution
would necessarily be a little slower. However it is
not by speed alone that stack or tree machines should
be judged, but by their benefits to the system pro
grammer and hence indirectly, to the user. A tree
machine is closer to algorithmic languages than a
stack machine; in fact, the complexity of a compiler
for a high-level language is much reduced, in some
cases to the level of an assembler on a conventional
machine. It is this reduction of the compiler writer’s
task which leads us to suggest that a tree machine
architecture may be a viable alternative for future
computer designs.
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Appendix
A translation of the program example 2 of Section 5
into loading program notation.
BLOCK ( RES ( RD
OPDEF ( #10
#114
BLOCKS ( RES ( £
GET ( i! 112 #123 $1,0 )
#10 )
UNTIL ( ASGN ( SXP ( $1,0 VNX $1,2 ) RD )
ASGii ( $1,2 EXP ( $1,2 + #11 ) )
EXP ( $1,2 > $1,1 ) )
$1,0 ) )

OPDEF ( #10
#114
BLOCK? ( RES ( *
GET ( #112 #123 $1,0 )
#10 )
UNTIL ( WRT ( EXP ( $1,0 VNX $1,2 ) )
ASGN ( $1,2 EXP ( $1,2 + #11 ) )
EXP ( $1,2 > $1,1 ) )
$1,0 ) )

OPDEF ( #12
#113
BLOCKS ( RES ( £
£

GET ( #112 #123 $1,0 ) )
UNTIL ( ASGN ( EXP ( $1,0 Vl!X $1,2 )
EXP ( $1,0 VNX $1,2
+
$1,1 VtlX $1,2 ) )
ASGN ( $1,2 EXP ( $1,2 - #11 ) )
EXP ( $1,2 > #10 ) )
$1,0 )

)

CREATE ( fl6 #10 #10 #10 $0,0 )
CREATE ( #16 #10 #10 EXP ( $0,0 + #11 ) $0,0 )
)

EXP ( $0,2 EXP ( $0,2 $0,1 $0,4 $0,3 $0,2 $0,1 $0,5 ) )
)
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The Use of Periodic Spline Functions
for Regression and Smoothing
By W. J. Whiten*

The techniques for regression and smoothing using natural cubic spline functions described
in Whiten (1971) are extended to include periodic cubic spline functions. Periodic and near
periodic functions with known period and non-periodic functions can be combined in a
flexible manner for the analysis of data. Local control over the smoothness of each type
of component functions is available. Estimates of the distribution of data points and local
variances are calculated.

INTRODUCTION
Periodic or near, periodic data frequently occur.
Periodic spline functions combined with the techniques
using natural cubic spline functions as described in
Whiten (1971) provide useful methods for the analysis
of such data. The cases of most interest that can be
analysed are as follows.
1. known period and unknown wave form
2. multi-dimensional data with known period and
unknown wave form in each variable
3. multiple periodic components, each with known
period, and all a function of the one variable
4. a periodic component plus a trend
5. near periodic behaviour, i.e. slowly changing wave
form
6. a periodic function with perturbations due to a second
variable.
In each case the amount of smoothing applied to each
component of the function can be varied by the user.
Combinations of the above cases can also be analysed
and in the case where the functional form is not known,
the functional form that best explains the data can be
investigated. Analytical forms with linear coefficients
can be mixed with spline functions in the regression
analysis. A local variance is obtained for the cases where
the scatter of the data is not uniform and an estimate
of the distribution of the data points can be calculated.
These values indicate the adequacy of the original data
and also show where further data are required.
The computerjprogram'described in Whiten (1971) has
been enlarged to include the techniques in this paper.
The notation and methods described here closely follow
those described for non-periodic functions in Whiten
(1971).
PERIODIC CUBIC SPLINE FUNCTIONS
Such a function minimises

passes through the points (called knots) (/?*, k{) i = 1 . .
p — 1, and is periodic with period ht, — hv As with the
natural cubic spline, a very smooth curve which is a
piecewise cubic polynominal, is obtained. The equations

(1) of Whiten (1971) may be used to evaluate the periodic
cubic splines provided the end conditions
■S'(*i) = S\K), and S'Xh) = S"Qh)
are used. More details are given in Ahlberg, Nilson and
Walsh (1967).
For the remainder of this paper, the periodic cubic
spline is denoted by

pm, m, x)

while S is retained for the natural cubic spline as in
Whiten (1971).
PERIODIC CARDINAL SPLINE FUNCTIONS
As for natural splines, least squares fitting is con
veniently done using a set of p — 1 periodic cardinal
splines, each of which gives the behaviour around one
knot. These are
where

PM, x) = Pm, [&J, x)
dim = 1 if i — m
dim = 0 otherwise,

hence

Pm, M, X) = s’ kmPM, X)

m—1
which is explicitly linear in the km.

LEAST SQUARES FITTING
The least squares fit to the n data points (xr, yr) is
readily found using expression (1). Also, the local
variance and an estimate of the number of data points
may be calculated as in Whiten (1971). The local variance
is calculated from data near to the point in question and
is distinct from the variance at that point calculated
from the standard deviation of all the data.
Alternative methods of fitting spline functions exist
as noted in Whiten (1971) and these can be adapted to
calculate periodic spline fits. Additional information on
possible alternative bases for the spline fits is given in
Greville (1969) and Curry and Schoenburg (1966). For
large numbers of knots some of these alternative methods
may be more suitable. Experience indicates the numeric
stability of the cardinal spline method is adequate for
normal usage.
Fourier analysis may be suitable for this simple
periodic case, however, periodic spline functions allow
control of detail versus smoothing on a local basis by
varying the number of knots in that part of the period.
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MULTI-DIMENSIONAL PERIODIC SPLINES
These are defined similarly to the multi-dimensional
natural spline functions in Whiten (1971), i.e. for two
dimensions on the points
(h\, h% kij)
i =1 . . p — 1
7=1••q-i
the periodic spline function with periods h\ — h\ in x1
and h\ — h\ in x2 is
mi\ 0 l^l [*«], x) = S ku P&h}], x1) P&h% x2)
il
where the vector
x' = [x\ x2].
The least squares fit follows without difficulty again
giving local variances and an estimate of the number of
data points supplying information to each knot.
SIMPLIFICATION OF THE FUNCTIONAL FORM
As for natural cubic splines, attempts can be made to
simplify the functional form. For example

mu [*& x1) + n\m, mi x2)

(2)

may describe the data as adequately as the two dimen
sional function of the last section. To remove a degree of
freedom from expression (2) k\ is set to zero as for the
natural cubic splines.
FURTHER TECHNIQUES USING PERIODIC
SPLINES
We shall now consider some of the special cases that
can be analysed using periodic splines or a combination
of periodic splines and natural splines. For each spline
function involved an assumption about its smoothness
must be made by choosing the number and position of
the knots. The exact position of the knots is not critical
as similar numbers and positioning of knots produce
essentially the same curve. If there is doubt on how
much smoothness is required regressions with different
numbers of knots can be compared.
1. Multiple Periodic Components
The periods must be known and then a sum of periodic
spline function in the same variable can be fitted, e.g. for
two periods h\ — h\ and h\ — h\ fit the function

mh, u4i x) + pmi mi x>

where k\ = 0.

2. Periodicity Plus Trend
The period must be known say hj — h\ then the sum
of the natural spline plus a periodic spline function can
be fitted, i.e.
smi u4i x) + pmi [*?], x)
where k\ — 0. Normally the knots of the natural spline
are placed several periods apart so that they reflect only
the trend. The example later in this paper shows the
separation of a trend over the periods even when an
invalid assumption is made about the periodic com
ponent. Some of the problems in separating trend and
periodic components are discussed in Hannan (1963).

The product of a periodic spline and a natural spline
of the same variable is used, i.e.
S K-PMl X) £/[/$, x)
ij

where the S} are natural cardinal splines (Whiten 1971).
The knots of the natural spline are normally several
periods apart. The natural spline function
£([/$>
x)
gives the variation of the Ith knot of the periodic spline
with the value of x. Hence each knot of the periodic
spline function can follow an independent smooth curve
thus allowing changing wave form or amplitude. The
second part of the example demonstrates the analysis of
near periodic behaviour.
4. Periodic Function with Perturbations Due to a Second
Variable
One of several forms may be suitable for this case
depending on whether the perturbation is independent
of the first variable. If it is then fit
sm, mi x2)+ppa mu, x1)
where k\ = 0.
If the perturbation due to x2 is also dependent on the
value of x1 then fit
» 0 lh% [*„], X) + P([% mi x1)
where the vector
x' = [x1, x2] and lc\ = 0.
If the perturbation due to x2 is also dependent on the
phase of the period then fit
S ktj -P*([/tf], x1)
x2)
ij

The final case is when the perturbation is dependent
on both the phase and the value of x1. This is a com
bination of the last two cases and the appropriate
expression should be clear.
5. More Complex Cases
These may consist of more variables with periodic,
near periodic or non-periodic effects. They are readily
handled using generalizations of the above expressions.
Any of the above expressions can be readily specified
in a computer program by giving each one-dimensional
spline function an alphabetic name and then only the
names and a product or sum symbol need be specified.
The results can be printed in easily interpreted tables
with appropriate labels. If an investigation into the most
appropriate form is required several trial forms can
readily be specified.

3. Near Periodic Behaviour
A close estimate of the period must be known say
hi — h\ and the wave form should change smoothly.

EXAMPLE
An analytic function consisting of a decaying sine
wave added to an exponential trend has been used to
provide an example for analysis using periodic spline
functions. A random perturbation was added to the
function to demonstrate the error analysis. The function
y = e~'lx sin(2-7Tx) + e'lx + • II
where | is a random normal variable, was sampled for
values of x going from 0.0 to 10. in steps of .05. This
provided 201 data points which are plotted in figure 1.
The first analysis of this data was made using a trend
plus a periodic component which gave a standard error
for y of .016. Table 1 and figure 1 give the predicted
trend and table 2 the predicted periodic component.
As in the earlier paper, four values are given at each
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The original data and extracted trend (from Table 1).

knot of the spline function. These are the function value
followed by its global standard deviation and underneath
a local variance estimate (which must be summed if the
function is a sum of components) and an approximate
number of data points around that knot. The local
variance components in table 1 are considerably greater
at the ends of the range showing that the fit is not so
close at the ends of the range, which is to be expected
when the fitted periodic component is of constant form.
A second analysis was performed allowing each knot
of the periodic component to have its own independent
trend. That is, the data was analysed as a two dimensional
function of the periodic and trend components. The
results of this analysis are given in table 3 and in figure 2.

KEY TO TABLE ENTRIES
Value ± Standard deviation
Local Variance.
No. of data points
Table

1 First Analysis—Trend Component
0.0

Values

1.06 ±
.04
.045 16.1

X

0.0
0.0

Values

X

,x:

0.6

0.8

-.39 ±
.04
.013 18.1

-.58 ±
.04
.043 15.6

0.0
0.2

0.4
0.6
0.8
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0.4
.38 ± .04
.017 18.1

Second Analysis—2 Dimensional Function of Trend and
Periodic Components.

5.0

0.0

10.0

periodic

X - o

Fig. 2 The calculated forms of the periodic component for fixed
values of the non-periodic components.

0.2

.62 ±
.04
.031
15.6

Values

X —

5

10.0

2.73 + .04
.026 16.1

Table 2 First Analysis—Periodic Component

Table 3

X =

5.0
1.64 ±
.03
-.015 27.4

1.04 ±
.008
1.98 +
.014
1.59 ±
.001
0.43 +
.017
0.02 ±
.011

.04
4.8
.04
5.0
.04
4.4
.05
3.8
.05
3.4

1.67 ±
.007
2.22 .002
2.03 ±
.013
1.28 ±
.005
4

1.11

.007

±

.02
14.3
.02
13.7
.03
13.7
.03
13.7
.02

13.7

2.64 4.004
3.09 ±
.016
2.91 ±
.011
2.47 ±
.005
2.36 ±
.012

.04
4.8
.05
3.4
.05
3.8
.04
4.4
.04
5.04
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Three cross-sections of the periodic behaviour are given
at the points .v = 0. x = 5. and x = 10.. For each
cross-section, the form and amplitude of the periodic
component is adequately reconstructed. The calculated
standard error of the data in this case was .09.
Both parts of this example were completed in 20
seconds of IBM 360/67 computer time.
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Random Files and a Subroutine for
Creating a Random Address
By K. Forbes*

This paper briefly discusses random files and describes in some defail an algorithm for
creating a storage address which is apparently just as likely to be any place in the file
as any other—i.e. a ‘pseudo-random’ address. This algorithm differs from most others in
that it is designed to work on any type of record key. Assuming this property, formulae
for calculating rates of overflow records are derived. Optimum packing densities of the file
can then be decided upon.

PART 1 — GENERAL PHILOSOPHY OF
RANDOM FILES
1.1 I shall take as my definition of a random file
any file which is basically designed for quick access
of single isolated records only. This quick access
will be obtained by applying some fixed calculation
function to the KEY of the record and the storage
address calculated shall either point directly to the
record or to a tag which can be followed to produce
the record. In some cases it may also be possible to
read the file in key sequence but this is not considered
the prime purpose of a random file.
1.2 The simplest, and at the same time the best in
terms of fast access, type of random file is what ICL
terms a SEQUENTIAL, SELF-INDEXED file and
what IBM terms a RANDOM, DIRECTLY
ADDRESSED file.
In this type of file, a physical part of the storage
medium is set aside for each possible number which is
capable of occurring in the record key, or SYMBOLIC
KEY as referred to in ICL COBOL. For this to be
possible, the possible range of numbers must be
rather restricted and for it to not be inefficient on
backing store usage, most of the possible numbers
must actually exist.
1.2.1 A self-indexed ICL file is organized such that a
number, say N, of records will fit into a BUCKET
and the symbolic key of each of these records will
generate the same bucket address, or LOGICAL
BUCKET NUMBER. (The term ‘bucket’ as used
by ICL agrees with the definition given in reference 2
viz. “a suitable segment of store which can be trans
ferred from disk to core in one operation”.)
So in a file where the keys go from 0 to 9999, for
example, the bucket address can be calculated by
KEY
LBN =---------|- 1.
N
1.2.2 If, for example, a bucket would hold 40 records,
the above file would contain 250 buckets and records
with keys 0 to 39 would be in LBN 1, records with
keys 40 to 79 would be in IBN 2, and so on.
It would be desirable that the file contain at least
8,000 records so as not to waste much backing storage.

If the file did contain 8,000 records, it would have
a PACKING FACTOR of 80% or .8.
1.2.3 The file may be loaded in any record sequence
by means of the above address generation formula
and using a random WRITE. In this case the records
within each bucket would not be in order. Alterna
tively, the file could be loaded serially with a dummy
record for every missing number, and it could then
be accessed sequentially as well as randomly. The
self-indexed organization is ideal for random files
where the key system makes it possible. There are
never OVERFLOW records generated since there
can never be keys other than those catered for by
each bucket and therefore a record can always be
read by one seek and one read only. It is found
possible to organize files in this way quite frequently
but the files are usually rather small and specialized.
1.3 Most record keys have been designed to suit a
particular business system, not to suit the computer,
and they are very complex and non-uniform in their
distribution.
It is therefore impossible to arrange them in a
self-indexed file. The method employed is to apply a
calculation function to the symbolic key to produce
a storage address which is apparently unpredictable
and just as likely to be any one bucket in the file as
any other. Of course, the address calculated cannot
be completely unpredictable since the calculation
must be reproducible but, without following through
the complex calculations, it must appear unpredictable
and therefore ‘random’.
1.3.1 This randomness implies then that, whether a
set of records is contiguous or widely separated in its
keys, it shall be randomly, and therefore probably
evenly, distributed about the file.
1.3.2 However, some storage addresses are calculated
more often than others due to either
1. an inefficient random address generator or
2. normal probabilities.
The efficiency of the random address generator will
be discussed in Part 4.
For the remaining part of this paper perfect
randomness is assumed and only case 2 will be
considered.
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1.3.3 Random files are handled by ICL in the same
way as self-indexed files, i.e. a number of records
can be held in a bucket.
When, due to a bucket being allotted more records
than it can hold, records have to be displaced from
their HOME buckets, a tag pointing to the record
is placed in the home bucket.
The displaced record is placed in another bucket
in the same seek area unless the seek area is full of
records in which case SECOND LEVEL OVERFLOW
occurs and the record is placed in a separate area at
the end of the file.
Thus, home records require 1 seek and 1 read to
be read and overflow records (provided they are not
second level overflow records) require 1 seek and
2 reads.
1.3.4 Random files can be handled similarly by IBM,
i.e. by placing a number of records in a track. How
ever, they can also be arranged so that the address
of a record is not a track but a record position. This
is the equivalent of a small bucket and will hold
one record only. So if two or more records are
allotted the same record position, overflow occurs and
a CHAIN of records, for all of which the same record
position was calculated, can be set up. To read a
record in the chain requires reading every record in
the chain until the required record is found.
This method is mainly of historical interest in the
testing of the random address generator and will be
referred to again in para. 4.4.2.
1.3.5 The ICL terms of bucket and seek area used
in this paper can normally be replaced by the IBM
terms of track and cylinder respectively.
PART 2 — THEORETICAL DISTRIBUTION OF
RECORDS IN STORAGE ADDRESSES
2.1 We wish to know, if we randomly place m records
into n buckets, the probable number of buckets which
will hold no records, 1 record, 2 records, 3 records and
so on. The probability of any bucket containing r records
is given by the Binomial distribution as
Pr = mCr(l/ri)r (1 — 1 /ri)m~r where
mCr = ™(m - 1) . . . (m - r + 1)
r\
’
since the probability of any single ‘trial’ giving a ‘success’
is 1 /n.
2.1.1 It is obviously difficult to calculate Pr, especially
when m is high. As m and n are nearly always high,
Poisson statistics can be used with quite high accuracy
and much less computational difficulty.

the number of records a bucket can hold. This limit can
be one corresponding to the system described in para.
1.3.4 or several corresponding to an ICL bucket or very
many corresponding to an ICL seek area.
Denote the number of /--records by Nr. Carefully
distinguish this from the number of buckets which contain
r records, viz. n Pr, where n is the number of buckets
and Pr the probability of any bucket containing r records.
2.2.1 The number of 1-records, VI, is obviously the total
number of buckets minus the number of buckets con
taining no records.
i.e.
Nl = n — n Po
m
VI = n{ 1 - e-«)
Similarly V2 equals the number of 1-records minus the
number of buckets containing 1 record only.
V2 = VI -nP\
i.e.
m
V2 = n{ 1 - e-V)
me~ n
Generally,
Nr = Vr_, - n Pr_!
and, by successively considering V2, V3, . . . Nr,
m
m /
Nr = n(l — e-n) — e~n (777 +
+ . . .
mr x
+ (/• - 1) !?/r-2
2.3 With reference to the type of file discussed in para.
1.3.4, it is often useful to know the number of records
which are not 1-records, i.e. not HOME records. These
records are called synonyms and they require the setting
up of tags and thus they require extra reads to get into
core.
Obviously, the number of records which are not
1-records are the total number of records minus the
number of 1-records.
m
m
i.e.
2 Nr = m — n (1 — e-n)
r—2
= number of synonyms
2.3.1 More important for ICL files and for most IBM
files is the total number of records of higher value than
a number R
This will give us the expected number of records over
flowing from buckets or seek areas winch are capable of
holding R records. Using the expressions derived for
ffl
Nr in para. 2.2.1 and using p = — gives
*2 Nr = 7/^P - e~p (R + R - Ip + R 2, 2 p2 + . . .

The formula in this case is Pr = ~ pr e-** where p is the
J-------------?L---------- nR-2 -]-----------1--------- BR_1)I

+ (R - 2)! P

packing factor and equals
2.2 It is more useful to look at the problem from the
point of view of records than from the point of view of
buckets. With reference to figure 1, any record which is
the first to go into its bucket is marked © and shall be
referred to as a 1-record, any record which is second
into its bucket is marked © and shall be referred to as a
2-record, and so on. Then, if we know the number of
1-records, 2-records, . . . , /-records, it is easy to know
the number of records overflowing if we place a limit on
36
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2.3.2 As an example consider n = 100
m = 1000
R = 12
i.e. p = 10
12
2 Af = 946 so 54 records are expected to overflow.
r= 1

That is, 1000 records being randomly distributed into
100 buckets, each of which can hold 12 records, is
expected to cause 5-4% of the records to overflow into
other buckets.
PART 3 — NUMBER OF RECORDS IN A
STORAGE ADDRESS — LARGE —
GAUSSIAN DISTRIBUTION
3.1 When the average number of records in the storage
address is large, r can be taken as continuous and the
Gaussian distribution can be used
1
viz

('-rt8

pr==_g_

2p

3.1.1 Taking the example quoted in para. 2.3.2,
i.e. m = 1000
n = 100
p = 10,
the distribution curve is as shown by the full line in

figure 2. The dashed curve is the real distribution as
given by the Binomial (and very nearly by the Poisson)
and it can be seen what discrepancies are introduced,
by assuming the Gaussian distribution. As p increases,
the Gaussian distribution becomes more and more
accurate.
3.2 The continuity of this function enables us to replace
summation, the clumsiness of which can be seen in para.
2.3.1, by integration. The probability of exceeding a
certain amount R is given by
00 f

1

*■

This expression cannot be evaluated in terms of
elementary functions but it can be expressed as
R --p
1 - erf
where
Vip
erf(x) is known as the error function and which, due to
its importance in statistics, has been extensively tabulated.
3.3 Where a bucket can hold a sufficient number of
records to make Gaussian statistics hold, the above
expression can be used to determine the proportion of
buckets overflowing.
It is even more applicable to determining the proportion

Fig. 2: Number of Records in each Bucket.
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of seek areas overflowing, since the number of records
per seek area is very large.
3.3.1 Consider the case where a bucket will hold 50
records and the average number of records per bucket is
45. Then, probability of overflow of any bucket, POV, is
POV = 4-

= .23

If there are 10 buckets per seek area, a seek area
would hold 500 records and the average number of
records per seek area would be 450. Then, for the seek
area,
50 '

POV

erf
7 V900,

=

.01

That is, on average, 1 seek area in 100 would overflow.
3.4 More important than knowing the probability of a
bucket or seek area overflowing is knowing the probable
number of records which overflow from a bucket or
seek area. This is
Pec
(r — R) Pr dr since a storage address with r records,
JR
where r > R, will produce r — R overflow records.
Expressing this as RO V,
ROV =

(r-pY

V2ttp

e~ 2p

(r — R) dr.

This reduces to
ROV --

R

1 — erf

R
V2p

(R—pY
2tt

3.4.1 Considering the bucket of para. 3.3.1,
ROV^-l

25
90

+

.88

That is, for every 100 buckets in the file, there will be,
on average, 88 overflow records.
In the case of the seek area
ROV

50

50 '

'450

2500

900
.068
277
2 1 ~ e>'f V900
That is, from 100 seek areas, an average of 6.8 records
would overflow.

PART 4 —

q~

—

a subroutine for generating

A RANDOM BUCKET NUMBER
4.1 To satisfy the requirements stated in paras. 1.3
and 1.3.1, a PLAN subroutine which can be used
by a PLAN or COBOL program has been written.
It is called RALBN (RAndom Logical Bucket
Number), and it is designed to work on any type of
key (alphabetic, numeric, binary, etc.) with a length
from 1 to 20 characters. A very similar subroutine
has also been written in IBM ASSEMBLER.
4.1.1 Many methods of ‘hashing’ have been used on
different types of keys but, as far as I know, none
claims to work on all keys and none gives results so
consistently close to the theoretical random distribu
tion. A far simpler, though less general, method is
described in reference 2 (Higgins and Smith).
4.2 Addresses of 4 fields have to be passed to RALBN.
These are:
1. The field containing the symbolic key.
38

2. A field of 1 word binary containing the length of
the key, in characters.
3. A field of 1 word binary containing the number of
buckets (not including second level overflow
buckets) in the file.
4. A field of 1 word binary into which the LBN
calculated will be placed by RALBN.
4.3 RALBN does the following.
1. Loads the symbolic key, character by character,
into the left-hand end of a 5-word field preset
to zeros.
2. Takes each word into which the key has been
placed and
(a) treats the word as a binary number and
squares it, producing a double-word number.
(b) adds characters 1 to 4, 5 to 8 and 3 to 6,
i.e. adds 3 overlapping words, to produce a
1-word ‘random’ number.
3. Adds the ‘random’ numbers produced from each
word of the key.
4. Subtracts 1 from the number of buckets in the
file if this was even.
5. Divides the sum of the numbers in 3 by the
resultant number in 4.
6. Adds 1 to the remainder of the previous division
and the result is the LBN calculated.
4.3.1 Some of the reasons for the above procedures
and some of the possible problems which have been
looked at are now discussed.
If the words of one key were merely the trans
position of the words of another key, e.g. 1562|4982
and 4982| 1562, each key must produce the same
result. This would be quite rare, however. What is
likely to be a greater problem is the case when the
addition of 2 numbers, each created from 1 word
of the key, gives the same result even though all
the numbers are different
e.g. 1,502,000 + 586,010 in one key
1,503,000 + 585,010 in the other
give the same sum.
Quantitative values for the number of synonyms caused
by this effect when 2 words are added can be obtained by
assuming the sum is a random number and modifying
the formula of para. 2.3 to give the probable number of
synonyms. Assuming there are N keys and each number
is in the range — M to + M the formula for the number
of synonyms becomes
N

S = N — 2M [1 — e~2iw] which, on expanding
N

e~2M in a Taylor series, gives
N2
N
1
N2
1/3
S=
4M
2M
3.4 22 M2
N3
23 M3
In our case M
8 x 10°
If we assume there are 10,000 keys
i.e. N = 10,000
108
1
5
4 X 8 X 10‘
6.800
fa 3 which is quite acceptable.
If N = 100,000

1
3.4.5
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1010
4

x

8

x

10°

m 300 which is still acceptable when the large number
of keys is considered.
However, N = 1,000,000 would produce approxi
mately 30,000 synonyms, which is significant.
If the number of keys approaches the maximum
number in an ICL word, RALBN should be changed
to overcome this difficulty. An IBM word being
larger, the problem is much less severe in this case.
Note that this effect would be very significant if
the words in the key were added before randomising
and not after. For example, in an 8-character
numeric key, the range of numbers in each key would
be only 10,000 i.e. M = 10,000 and if N were 10,000
S = 2,128 i.e. 21% of keys are synonyms.
4.3.2 Another problem is that the last digit of the
square of an octal number is always 0, 1 or 4. Thus,
in cases where the adding of the 3 overlapping portions
does not change the last digit, the ‘random’ numbers
are capable of occupying only I of the number range.
In other cases, the adding of the overlapping portions
may make little change to the distribution of the
last digit.
If this number were divided by a multiple of 8,
the last digit of the remainder would still be 0, 1 or 4.
If divided by a multiple of 4, the last digit would only
be changed by 4 i.e, the digits could be 0, 1, 4, 4, 5, 0.
By dividing by an odd number, however, the last digit
can be changed by any number and then this difficulty
is overcome. This means that, if the file contains an
even number of buckets, the last bucket will never
be used for home records.
4.4 RALBN has been extensively tested on many
different types of keys. It was originally written in
IBM ASSEMBLER and, after much testing on
generated number ranges and real-life keys, released
for production use.
It was used on many random files and many
different keys for 2 years until the computer was
replaced. It was then rewritten in the language of
the new computer.

It was also rewritten in ICL PLAN at this stage and
extensively tested. Some of the tests are described
below. It has been used extensivly at Walker’s of
Maryborough and F. L. Hudson of Brisbane, without
any problems.
4.4.1 The testing of RALBN has entailed feeding of
different types of keys, either self-generated or derived
from actual files, to it and analysing its distribution
of bucket numbers generated. Naturally, the number
of buckets in the file has been changed over wide limits,
also.
4.4.2 The test for randomness has been based on the
IBM organization system described in para. 1.3.4.
If a record is the first one in a chain in this system, it
requires 1 read to get it into core. If it is second
in a chain, it requires 2 reads; if third, 3 reads and
so on. Thus, the total reads required to read every record
in a file is Nl + 2N2 + 3N3 + ...-)- rNr + . . .
The average number of reads to access a record is thus
Nl + 2N2 + 3N3 + . . .
where m is the total number
m
of records. This expression can be proved to equal 1 plus
half the packing factor.
i.e. average no. of reads
1 + iP
I +#
4.4.3 The program which tests RALBN thus calculates a
bucket for every key and then calculates
(Nl + 2N2 + 3N3 + . . .) /m
It prints out this value calculated from experiment and
also the theoretical value, 1 + ip. This is done after
various numbers of keys have been processed so that
running results can be checked.
It has been found in every case that the experimental
result is within about 1 in 1000 of the theoretical result
—as often less than the theoretical as greater.
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COMMUNITY THEME FOR N.Z.
THIRD NATIONAL
COMPUTER CONFERENCE
Invasion of privacy, and other aspects of the
effects of computers on the community, will be
discussed when the New Zealand Computer
Society holds its Third National Computer Con
ference at Massey University, Palmerston North,
N.Z., next year.
Theme of the conference, which with its
associated exhibition will run from August 16-19,
is ‘Computers in the Community’.
Four symposia at the conference will discuss
‘Computer Education’, ‘Computers and Manage
ment’, ‘Human Engineering and the Computer
The Australian Computer Journal, Vol, 4, No, 1, February, 1972

Image’, and ‘Invasion of Privacy’.
Chairman for these symposia are, respectively,
Mr. Neville Thomas, Data Processing Manager,
UEB Industries Ltd.; Mr. Percy Harpham,
General Manager, Systems and Programmes Ltd.;
Prof. G. Tate, Massey University and Dr. G. B.
Battersby, Computer Bureau Ltd.
Papers to be presented and discussed will place
particular emphasis on approaches and computer
techniques which reinforce human and social
aspects or are of an interdisciplinary nature.
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Short Communications

Apportioning and Rounding
By A. Coote
A simple method of handling the common commercial task of apportioning figures on a
rounded basis is described in non-mathematical terms and illustrated by means of a PL/I
program.

Suppose you are asked to write a routine which will
apportion a set of annual amounts evenly over the 12
calendar months and print (or otherwise use) the results
in whole numbers.
The simplest approach might be to adopt the follow
ing rule.
For each annual amount:-—
(1) Divide the amount by 12 and round the result;
(2) Allot this rounded amount to each month except
month x;
(3) Take up the difference in month x.
The rule is certainly simple but may give peculiar re
sults, as in the following example in which December
acts as month x:—■
METHOD (1)
Item Total Jan Feb Mar Apr May Jun
A
125 10 10 10 10 10 10
316 26 26 26 26 26 26
B
220 18 18 18 18 18 18
C
1
1
1
1
1
1
D
17
2
2
2
2
2
E
18
2
2
2
2
2
2
F
19
2
0
0
0
0
0
5
0
G
720

59

59

59

59

59

59

Jul Aug Sep Oct Nov Dec
10
26
18
1
2
2
0

10
26
18
1
2
2
0

59

59

10 10
26 26
18 18
1
1
2
2
2
2
0
0
59

59

10 15
26 30
18 22
1
6
2 —4
2 —3
0
5
59

71

December figures are distorted both in total (71 v
59) and in detail (e.g. —4). In addition, each of the
remaining 11 months totals 59 rather than the 60 (i.e.
720/12), which the user would reasonably expect.
Rather than take up the difference in one nominated
month we could spread it over 2 or more nominated
months. However, by using cumulative rounding we
can spread the difference over the entire year.
In this method the computational steps are:—
(1) Use the annual amount to compute the rounded
year-to-date figure (or cumulative-across) i.e.
1/12, 2/12, 3/12, ....
(2) Subtract the previous rounded year-to-date figure
to get the rounded month’s figure.
Item A above would be apportioned (for the first 3
months) as follows:—
Jan (lx 125)/12 = 10.4 = 10; 10 — 0=10
Feb (2 x 125)/l2 = 20.8 = 21; 21 —10 = 11
Mar (3 x 125)/l2 = 31.3 = 31; 31 —21 = 10
Using the same annual amounts as above the follow
ing apportionments would result (Method 2).
Although the amounts have been spread over the
year so that each item is fairly evenly apportioned, the
monthly totals are not even.*

METHOD (2)
Item Total Jan Feb Mar Apr May Jun Jul Aug Sep Oct Nov Dec
A
B
C
D
E
F
G

125
316
220
17
18
19
5

10
26
18
1
2
2
0

11
27
19
2
1
1
1

10
26
18
1
2
2
0

11
26
18
2
1
1
1

10
27
19
1
2
2
0

11
26
18
2
1
2
1

10
26
18
1
2
1
0

10
27
19
1
1
2
0

11
26
18
2
2
1
1

10
26
18
1
1
2
0

11
27
19
2
2
1
1

10
26
18
1
1
2
0

720

59

62

59

60

61

61

58

60

61

58

63

58

To overcome this problem we can go a stage further
and use two-way cumulative rounding (i.e., both across
and down).
In this method the steps are:—
(1) Use the cumulative annual amount to compute the
rounded-cumulative-across figure, i.e., 1/12,
2/12, 3/12 ....
(2) Subtract the previous rounded-cumulative-across
(for that row) to get the rounded-cumulative
down.
(3) Subtract the previous rounded-cumulative-down
(for that column) to get the rounded monthly
figure.
Item A above would be apportioned exactly as in
method (2)—there being no previous rounded-cumu
Item B, however, would be
lative-down figures.
apportioned (for the first 3 months) as follows (125 +
316 = 441):—
Jan (1 x 441)/12 = 36.8 = 37; 37 — 0 = 37;
37 —10 = 27;
Feb (2 x 441)/12 = 73.5 = 74; 74 —37 = 37;
37 —11 = 26;
Mar (3 x 441)/12 = 110.3 = 110; 110 —74 = 36;
36 —10 — 26;
The following apportionments would result:—
METHOD (3)

Item Total Jan Feb Mar Apr May Jun
10 11
A
125 10 11 10 11
B
316 27 26 26 26 27 7.6
C
220 18 18 19 18 18 19
2
1
D
17
2
1
2
0
E
18
1
2
1
2
1
2
2
F
19
2
1
1
2
2
1
G
5
0
1
0
0
0
720

60

60

60

60

60

60

Jul Aug Sep Oct Nov Dec
10
26
19
2
1
1
1

10
27
18
1
2
2
0

11
26
18
2
1
1
1

10
27
18
1
2
2
0

11
25
19
2
1
1
1

10
27
18
1
2
2
0

60

60

60

60

60

60

We have now succeeded in making each month’s
total the same but at the expense of two mildly diver
gent figures (B, November) and (D, June).
Ideally, the variation between any two months for
any one item should not exceed 1. With method (3)
the variation may be as great as 2 (but not greater). If

*Metal Manufacturers Ltd., Port Kenibla. Manuscript received January 1972.
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this variation is acceptable, method (3) may be satis
factory without using method (4). A different set of
figures, however, might give more of these minor dis
crepancies than the example we have been using. For
example, the 16 annual amounts 12, 23, 34, 45, 67,
89, 345, 567, 912, 1234, 5678, 9999, 9999, 12345, 22222,
and 33333 give 21 such discrepancies (i.e., 21 out of
192).
With just a little more complexity we can avoid this
problem. Whenever a figure falls outside the permiss
ible range, we can adjust it and both accumulators
(across and down) by adding 1 or subtracting 1, as
needed.
When this is done the following apportionments re
sult (Method (4)).
The appendix shows what little programming effort
is necessary (in PL/I) to use method (4).

METHOD (4)

Item Total Jan Feb Mar Apr May Jun Jul Aug Sep Oct Nov Dec
A
125 10 11
10 11 10 11
10 10 11 10 11 10
B
316 27 26 26 26 27 26 26 27 26 27 26 26
C
220 18 18 19 18 18 19 19 18 18 18 18 19
>
2
D
2
1
1
1
17
2
1
1
2
1
1
E
2
1
2
1
18
1
1
2
2
1
2
1
2
2
F
19
2
1
2
1
2
1
2
1
2
1
2
6
G
1
O
0
1
5
0
1
0
1
1
0
0
720

60

60

60

60

60

60

60

60

60

60

60

60

If method (3) is preferred, simply delete statements 18
and 19 and 25 to 32, and the variables Hi and Low.
If desired, methods (3) and (4) can be easily modi
fied to handle any number (N) of periods, on a basis
other than 1/N per period (e.g. according to working
days).
Perhaps some more mathematically inclined reader
can come up with a better method.

APPENDIX
tAPPGR :

PROC OPTIONS(MAIN);
DC L C 0 FILE RECORD ’ INPUT E!W( MED IUM (SYS i. FT, 1442) F (5 ) jj

__ 4
11BW1—I

' DC L ( AMT, CUN, H I j LDWj

DCL' 1' PA>2.PB C H A R ( 1 j / 2 P ( 13 ) P IC I.ZZZZZZ? I 1
QP Erj F I LE ( C D ) j F I LE ( FT ) j ON EMDF I LE ( C D ) GOTO Z99J

7

CUm*0J

12
1^11111!
15

N, T, w ) F I XE D t 5 j J

/* INITIALIZE ACCUMULATOR' TU ZERO, */
/* SKIP Tg NE“' PAGE 9SFCJRE'PRINTING,*/

1

/* INTO TrE FIELD CALLED A'lt',"*/

AMT=VALJ

76awicyMigM»ieaSiajfty|;iiL;

V7

/* SET Op AMOUNT F-LPRINT LINE AREA,*/

PtliaAHTJ
>.

20

HUB
22

f*dj

/* CLEAR"T'aEFORE'STARTING L00P. */

M*((CUM*))+6 j/12>

/* Cd/PJTE 'ROON'DED VALUE fJF 1/12 DF */

v. c;’ 'p'fe -.. r-s f r Vr.\ • i

/'* MULTIPLIED AY THE 'MONTH VUpSER/ */
W = ;■ I — t ;

23

/* FROM the JUST C0!'iPUTED ‘f */'" "
7* THE'DIFFERENCE IN W. *7

r-

- ■“ - L. '* S

1•
'i
:v

MKKSB^SMMSSMSmS:
N»N+1JW=W+U
IfiPiPOfiPlfigllifti*
IF N>Ml .' TH.EN .ppj.

31

l'
Z02:

= -1;
"pTj + ijsnT ”......................
A(j)*w;

.37.

Hum

iisftilaiiilg

'll

PR=!

'*2

G0TG.ZQ.1J

-4
•U
~4jT

'/*"THE CURRENT

AND TME PREVIOUS W,*/

/* AND M BV ONE, */
/* IF N IS TOO HIGH, DECREASE m/W/"’*'/

/•- A

..-s • •'

•

'■.........................

/* SET UP THE COMP1''TED NtViTHLV */
/* REMEMBER w IN A(J), */

N/*fRfpllEiiiil WF&iSWmSXS9KsSg>
/* END OF 12 MONTH LOOP, */

RlT; Hue; 'iWj

'-i

a»«aiRPIBgf7fijg^

299!

Ij

PPa'l - I j

- (i ■ =c ■ v-y
' WRITE F t lE ( ?t ) CRU" ( ' ■);

/* change CO.yTRpL. CHARACTER TG */.........
7* get' n[ext' ANNUAL". A1m'dUinT,'

... ./

/* SFT UP TO TRIPLE SPACE. */ "

^LgtfBmae^iiill—ill
/*'TOTAL MONTHS TU PRT'T LI

. */

/*" PRINT TOTALS , */

49
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The Standards Association of Australia
Expert Group WGK
ISO /TC97 / WGK-28

Title: Working Group K Report to ISO/TC97, April, 1970.
No. of Pages: 10.
Abstract: Describes the formation and status of the Working
Group and its relationship with similar national organi
sations.
Includes a recommendation that it be elevated to SubCommittee status.
ISO/TC97/WGK-36

Title: Draft American National Standard on Representation
of Numeric Values.
No. of Pages: 36.
Abstract: This specifies the syntax of the representation of
numeric values included in character strings for purpose
of information interchange.
Specifically, representations within the textual material
of a program (which must follow the corresponding
prog, language specs.) are excluded.
The draft includes four units:
(a) Fixed point.
(b) Decimal
(i) fixed point
(ii) variable point
(iii) floating point.
(c) Positional with prescribed radix
(i) fixed point
(ii) variable point
(iii) floating point.
(d) Arithmetic Expression.
ISO/TC97 / W GK-40

Title: Draft ANS for Identification of Countries of the World
for Information Interchange,
No. of Pages: 58.
Abstract: This draft ANS standard provides a three-character
alpha-numeric and a 3-digit numeric code for each entity.
The rules are given for entity selection and mnemonic
abbreviation. The numeric code is a random assignment
in the range 001-899.
ISO/TC97/WGK-45

Title: U.S.A. Contribution ‘Report on Addressing’.
No. of Pages: 7.
Abstract: This is a report to ANSI from Committee X3L8.4.
They conclude that the development of a simple standard
code for address does not appear possible. They describe
a transmission format and point out some abbreviation
needs. Further work is needed on the format described.
ISO/TC97/WGK-52

Title: Current Status of Work on Point Coding for U.S.A.
No. of Pages: 2.
Abstract: Describes the scope of the work and systems under
consideration. They are still considering geographic or
plane co-ordinate systems with 5 levels of accuracy
(0.01 ft. to 100 ft.). The different systems require from
11 to 23 characters in the representations.
ISO/TC97/WGK-58 and 61

Title: Final Agenda and Resolutions of the March, 1971
Meeting of WGK.
No. of Pages: 6.
Abstract: Identifies the areas of interest and current activity
of this working group, as follows:

42

1.
2.
3.
4.
5.
6.
7.
8.
9.
10.

Representation of Dates and Time.
Representation of Countries.
Representation of Languages.
Identification of Individuals.
Identification of Organisations.
Identification of Accounts.
Representation of Mailing and Shipping Addresses.
Representation of Point Location.
Units of Measures.
Numeric expressions.
ISO /TC97/WGK-62

Title: Development of a Commodity Description and Coding
System for use in International Trade.
No. of Pages: 6.
Abstract: The first part analyses the present position in regard
to Commodity Coding and explains the main problems
and disadvantages resulting from the co-existence of a
variety of codes. It identifies some 17 different codes
and lists countries using four main codes, such as:
(a) BTN (Brussels Nomenclature 1950).
(b) SITC (U.N. Stat. Commission).
(c) Geneva (Geneva Nomenclature 1938).
(d) Others.
The second part describes a study to be carried out by
the Customs Co-operation Council.
ISO /TC97/WGK-63

Title: Second Draft ISO Proposal on Representations for SI
and other Units to be used in Systems with Limited
Character Sets.
No. of Pages: 7.
Abstract: Defines abbreviations for SI (Metric) units where
the international symbol or unabbreviated unit names
cannot be used. Abbreviations are given in three forms:
1. Double Case.
2. Single lower case.
3. Single upper case.
ISO/TC97/WGK-66

Title: Description (in French) of the French National Identifi
cation Number.
No. of Pages: 4.
Abstract: Describes the structure and formulation of an indi
vidual identification number. It consists of 15 digits.
ISO/TC97/WGK-67

Title: First Draft Proposal for Representation for Ordinal
Date for Information Processing Interchange.
No. of Pages: 2.
Abstract: Ordinal Date consists of year and day number
and is commonly used in applications where frequent
computation is employed.
ISO/TC97/WGK-68

Title: Automatic Data Processing and Coding Systems —
Preliminary information from U.N. Economic and Social
Council.
No. of Pages: 175,
Abstract: Summary of available information on:
1. The application of ADP to external trade documents
by Governments and international organisations.
2. System for the identification and coding of goods.
3. Code Systems used for the designation of information
appearing on external trade documents.
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Letters to the Editor
Dear Sir,
In a recent paper in this Journal Mr. I. G. Robinson
described a new procedure for doing adaptive quad
rature utilising quadrature formulas of the GaussLegendre type. Some numerical examples are presented
which show that this algorithm “compares very
favourably with other adaptive rountines”.
Of the three published routines compared with his,
there is ample reason to disqualify two. SIMPSN,
because it represents the first heavily used adaptive
code and is no longer considered “state of the art”.
SQUANK, because it was specifically written for
functions with four smooth derivatives and contains
innovations for handling noisy functions making it run
inefficiently on the test cases. Further, since the details
of programming are so important in tests of this type,
comparisons with unpublished codes are of little value
(see his Table 3).
Of the seven integrals listed, three are
P4 1
1
f10000

Vx

dx,

Vx

dx,

dx

VR’

„ 0
and two more are
'1
f20 Vx dx.
■sjx log x dx and
o e®-4 + 1
0
This hardly constitutes a representative sample. The
remaining integrals are
'77
1-1 dx
— and
x cos2 20 x dx.
0
No doubt lack of space prevented more extensive
test results from being listed, but it would be helpful
to know how AGM fared on the integrals given in
Casaletto, etc. (Robinson’s first reference).
Table A below lists the results in function values
of attempting to integrate the above seven to the rela
tive tolerances given in Mr. Robinson’s paper by AGM,
CCR, and six other published codes, two of which are
non-adaptive. The results indicate that the choice of
competitors has an important effect on the conclusions
to be drawn from such tests.
I wish to encourage the author to document and
compare his code with the best existing at present.

1
2

3
4
5
6

7

CCR

AGM

TABLE A
Integral_______________________ Method

1,017 Fails
765 Fails
1.539 Fails
205
261
279
337
445
243
1.485 1,129

1
Fails
Fails
Fails
255
255
63
127

Bi

£5

0

6

Z
O'

1,034
1,034
2,981
1,034
1,034
187
1,441

209
97
Fails
273
145
169
992

z

0

O
<
D
O

y

z
X
xn

Fails 1,441
129
Fails 1,441
129
Fails 2,791 Fails
241
361
257
301
397
257
133
109 4,097
595
757
65
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The results of such a comparison, if done carefully,
will be of wide current interest.
References
T. N. L., “On the Automatic Numerical Evalua
tion of Definite Integrals”, Computer J., V. 14, No. 2,
pp. 189-198.
Kahaner, D. K., Comparison of Numerical Quadrature
Formulas, Mathematical Software, J. Rice, editor.
Academic Press (1971), pp. 229-259.
deBoor, Carl, On Writing an Automatic Integration Algo
rithm, Mathematical Software, J. Rice, editor. Academic
Press (1971), pp. 201-209.
Patterson,

David K. Kahaner
University of California, Los Alamos Scientific Laboratory,
Los Alamos, New Mexico, 87544.

Dear Sir,
Dr. Kahaner appears to have misinterpreted the aim
of my paper, which was not to present a large-scale
comparison of all currently available integration
methods, but rather to introduce a new method of using
quadrature formulae adaptively and to briefly indicate
that this method “compares very favourably with other
adaptive routines”. (Certainly, the results in Table A
substantiate this claim, particularly with regard to re
liability.)
The integrals given are not meant to be representa
tive, but are chosen (as stated in the article) because
they are the type of integral that AGM handles best.
The type of detailed comparison envisaged by Dr.
Kahaner, together with a fuller analysis of the AGM,
is the subject of a thesis currently being written by the
author.
Ian Robinson
Dear Sir,
In his recent discussion of the computer as a possible
artistic tool, Bennett (1971) points out that raster
(i.e. TV type) displays, while relatively cheap, do not
lend themselves to computer control. This is all too true
as far as direct control of such displays is concerned,
but if the display is interfaced to the computer via
an image storage terminal (e.g. Princeton Electronic
Products PEP-400), many of the problems can be
overcome. These terminals (which are available at
a cost of several thousand dollars) can store high
resolution half tone images for up to 15 minutes
without refreshing, and can operate in one of two
modes:
(i) X-Y mode, in which any given point on the
stored image can be addressed by supplying
appropriate X and Y voltages via digital to
analogue converters and then selectively written,
erased, or read.
(ii) Raster mode, in which the stored image is read
in a TV type scan and used to form the video
waveform required to drive a raster display.
In surveying various techniques for the production
of visual output from a computer, Bennett does not
refer to the very effective use which has been made
of microfilm printers for this purpose (Schroeder, 1969;
Harmon and Knowlton, 1969a, b). In particular,
Harmon and Knowlton have achieved some interesting
effects by employing micropatterns (shapes such as
43
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a heart, cat, aircraft, swastika, etc.) based on an 11 x
11 dot matrix as density surrogates for the individual
elements of a digitized picture. When looked at as a
whole the output image is seen as a reasonable repro
duction of the original picture, but when examined
closely the micropatterns dominate and tend to inhibit
perception of the global detail.
J. M. (1971): “Computers and the visual arts”,
Austral. Coinput. }., Vol. 3, 4, pp. 171-177.
Harmon, L. D., and Knowlton, K. C. (1969a): "Computer
generated pictures’’, pp. 86-87 in Cybernetic Serendipity
(Edited by J. Reichardt), F. A. Praeger, New York.
Harmon, L. D., and Knowlton, K. C. (1969b): “Picture pro
cessing by computer”, Science, Vol. 164, 3875, pp. 19-29.
Schroeder, M. R. (1969): “Images from Computers”, IEEE
Spectrum, Vol. 6, 3, pp. 66-78.
Bennett,

I. D. G. Macleod

Department of Engineering Physics,
Research School of Physical Sciences,
The Australian National University,
Canberra, A.C.T.

Dear Sir,
Dr. Macleod has drawn my attention to a number of
errors in the references quoted in my article “Computers
in the Visual Arts”, which appeared in the November
issue of the Journal. These are as follows:
(1) Errors in text:
p. 171 c. 2 “Waddington (1970)” should
read “Waddington (1969)”.
p. 173 c. 2 “Gardiner” should read “Gard
ner .
p. 174 c. 2 “Schillinger (1942)” should read
“Schillinger (1948)”.
p. 174 c. 2 “Beard (1965)” should read
“Beard (1963)”.
p. 175 c. 2 “Reichardt (1969)” should read
“Reichardt (1968)”.
p. 175 c. 2 “Ramsey” should read “Rom
ney”.
p. 175 c. 2 “Kitson and Wedgwood (1966)”
should read “Kitson and Wedg
wood (1964)”.
p. 176 c. 1 “Lindgren (1968)” should read
“Lindgren (1967)”.
(2) Errors in references:
“Greenberg (1969)” should read “Greenberg
(1968)”.
“Reichardt (1969)” should read “Reichardt
(1968)”.

“Schillinger (1943)” should read “Schillinger
(1948)”.
(3) Omitted reference:
C., Romney, G., Evans, D. and Erdale, A. (1967):
“Half-tone Perspective Drawings by Computer”, Proceed
ings of the Fail Joint Computer Conference, Spartan, Balti
more, pp. 49-58.

Wiley,

Also note that (p. 175, c. 1) “Briget” should read
“Bridget”, and (p. 175, c. 2) “Csari” should read
“Csuri”.
The image storage terminals referred to by Dr.
Macleod for conversion of images for raster displays
cannot be used effectively with rapidly changing sub
jects. It is for this reason that there is a need for the
special purpose hardware referred to on p. 173, c. 2.
Noll (1971) suggests the use of a bit-addressable core
store rather than an image storage tube, and sums the
situation up by saying that “only a small portion of an
image can be changed in real time” with conventional
computing arrangements and speeds.
The microfilm printers referred to by Dr. Macleod
operate in much the same way as the moving film
device referred to on p. 173, except that the type of
CRT used is a flying spot scanner.
/. M. Bennett
REFERENCE
A. M. (1971): “Scanned Data Computer Graphics”,
Comm. A.C.M., Vol. 12, p.143.

Noll,

Dear Sir,
For the program given in the appendix to my
paper “List-processing in Plain Fortran”, A.C.J.3,3,
page 124, there is a situation which can arise and cause
trouble for some implementations. As it stands, the
program does not check the operator stack to see if it is
empty after an operator has been popped up and this
may lead to erroneous behaviour later. This is correct
ed by altering the order of the statements at line num
bers 0055-0058, which should read:
15 LEVEL=NODE(IN)—NODE(IN)/8 * 8
IF(LEVEL.EQ.)3 GO TO 16
19 IF(Il.EQ.O) GO TO 16
LEVEL1 =NODE(Il)—NODE(Il)/8* 8
I am indebted to Mr. D. D. Eschbach, Jr., Manager of
the Computation Centre, the University of Toledo, for
bringing this matter to my attention.
B. A. M. Moon

Errata
Improving Transient Response Calculations By A.
Cantoni (Vol. 3 No. 4 pp. 156-161, Nov. 1971).
The author regrets that the following equations in
his paper are in error:
a = coxt

... (20)

2a>j (1 — cos (a))

cos (No)
(Net) sin (Net)
L(M - 1) ” (M - 1 )(M - 2)
2 (Not)2
,..(24)
K (d)s
77 (M - 1) (M - 2)
with the initial condition
1 / \
^ ^ (t CX) n
hh(et\ =---- 2-£
l%(c£)

M

2At
77

o
7T0C“

cos (Net) — (No)

N-\

>Pi + 2 £ ipi+1 cos (jet) + Ac cos (Net)
j= 1

+
44

—■ . sin (No) . (a— sin (a))

.. .(21)

where

Si (x) =

smz

■Si (Not)

• •(25)

dz

..(26)
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Branch Notes
NEW SOUTH WALES
Meetings
A joint meeting was held in October with the Insti
tution of Production Engineers to discuss production
control.
In November, Dr. Neville Black, senior computer
scientist, CSA, discussed the question of packages
versus programming. Also during that month, the
branch organised a one day seminar for the Productivity
Promotion Council of Australia dealing with “using
computers to increase productivity”.
One of the most popular meetings of the year was
held on board the M.V. Lady Scott in December tak
ing the form of a Christmas party. Members dined,
wined, danced and cruised around Sydney’s magnifi
cent harbour. Also in December, Mr. Les Coyne, DP
manager, Overseas Containers Pty. Limited, discussed
“program testing for optimal results”.
New Sub-Branch
Following the recent formation of a sub-branch in

Newcastle a second major metropolis outside Sydney
now has its own organisation. A Wollongong sub
branch has been formed and office-bearers and com
mittee members appointed. Already a number of meet
ings have been held and a study group formed to
examine on-line systems.
Study Group
Another special interest group has been formed to
study data entry techniques.
Terrigal ’71
The Terrigal conference was held at its usual venue
in October and, despite the drop in numbers, was a
great success. None of the papers dealt with hardware
or software and there were no case study presentations.
The whole theme of the conference was people with
an emphasis on the training and re-training of computer
professionals and the changing opportunities for people
in the industry.

Great Response to Conference Papers
The response to the Call for Papers has been
extremely high. 255 summaries were received
and about 200 full papers have been submitted.
The Papers Committee reports that papers are of
a high standard and cover a wide range of topics.
It is expected that there will be three parallel
sessions of technical papers and that, in all, about
80 papers will be presented. Of these, ten will
be invited Keynote Addresses by authorities in
various branches of computing. They are:
Mr. Kaoru Ando: Chairman of Fujitsu FACOM
Ltd.
Dr. S. Gill: formerly Professor of Computing
Science, Imperial College, London.
Professor C. C. Gotlieb: Professor of Computer
Science, University of Toronto.
Mr. G. E. Hams: Assistant Director-General,
Planning and Research Division, A.P.O.
Dr. Grace Hopper: Head, Navy Programming
Languages Section, U.S.N.
Mr. P. J. Owens, General Manager, The Adver
tiser, Adelaide.
Mr. H. D. Pridmore: Computer Sciences of Aus
tralia.
Mr. J. A. Rajchman: Staff Vice-President, Infor
mation Sciences, R.C.A.
Mr. S. Rankine: Rankine & Hill, Consulting En
gineers.
Mr. H. W. Tindall, Jr.: Deputy Director of Flight
Operations, N.A.S.A.
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EXHIBITION
Exhibition space is now fully booked with 25
exhibitors; exhibits cover a total floor area of
over 10,000 sq. ft. This is nearly twice the space
which was available for the 1969 Adelaide Con
ference Exhibition.
SUPPORTING ACTIVITIES
In addition to technical papers and the Exhibi
tion, a full supporting programme, including a
Ladies’ Programme, is being arranged. This in
cludes visits to resorts and places of interest in
and around Brisbane, an Official Dinner, an
Informal Get-Together (Delegates Only) and a
Barbecue. A supporting technical programme
includes films on computing and visits to com
puter installations.
REGISTRATIONS
Registrations are still being accepted although
potential delegates are reminded that the total
attendance at the Conference is limited.
ACCOMMODATION
The Conference organisers have obtained some
more accommodation for the week of the Con
ference. However, there are other major func
tions in Brisbane that week and delegates are
warned that it may be very difficult to arrange
accommodation after 31st March.
For further information, write to—
The Secretary,
Box 1235, G.P.O.,
BRISBANE, QLD. 4001.
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G. Woolley, Contemporary Cobol. Rinehart Press, San Fran
cisco 1971, pp xv + 270. SUS5.95.
The stated aims of this book are:
(a) to provide background information for those specialising
in a field other than computing; and
(b) to train students who will make business programming
their career.
These two aims are almost impossible to achieve in one
book. This book gives far too much detail to satisfy the first
aim but provides a programmer (or potential programmer)
with much useful information.
The first impression that one gets is that the treatment
throughout the book is rather disjointed, but the author
attempts to get to a working program as quickly as possible
and of necessity, this requires some points to be treated skimpingly at first. A working program appears on Page 45 after
sufficient detail is presented to enable the reader to follow the
logic of the program and relationship between the various
divisions of the program.
The author has included a number of actual programs and
this adds significantly to the effectiveness of the text. In nearly
every case, both the program and the resultant output have
been listed within the book. However, one could doubt the
wisdom of supplying the reader with the OS/360 system mes
sages as part of output relevant to a COBOL program. In
one instance, the output of a small program consists of five
lines of names and amounts, but this output is preceded by
eighteen lines of /360 system messages.
It appears that some of the topics which the author has
selected would be out of the order in which they would nor
mally be taught or met. For example, Chapter 1 is devoted, in
the main, to the use of card punches, and this seems to be a
poor introduction to COBOL programming. Other COBOL
topics would appear to be out of order if one is to take a
book as this and read through topics in order of either diffi
culty or most common usage. For example, the ‘COMPUTE’
verb, the use of ‘literals’, ‘sign’ tests, ‘class’ tests, the ‘NOTE’
verb and the ‘EXAMINE’ verb are not mentioned till very
late in the text.
The author uses / 360 COBOL to illustrate his chapters but
fails to emphasise which features in his text are peculiar to
/ 360 and which are standard COBOL. In fact the existence of
a standard COBOL, be it ANSI or CODASYL is not even
mentioned and the book thereby suffers as a general reference
on the language.
It is particularly annoying to find almost a complete chapter
devoted to / 360 data representations to justify the use of the
various COMPUTATIONAL clauses in /360, and to assist the
programmer in reading hexadecimal core dumps. It seems
ridiculous, to this reviewer at least, that a writer of programs
in a high-level language should need to be concerned with bit
patterns.
However, many elementary features of COBOL are treated
quite well, e.g., editing and arithmetic verbs. The book also
includes special treatment of:
(i) search techniques, both linear and binary,
(ii) file maintenance routines,
(iii) report writer, and
(iv) use of the SORT verb.
Although they are valuable aids to programmers, these topics
are rarely covered in introductory texts on programming.
In summary, therefore, this book could be a useful addition
to a programmer’s library, especially if he is prepared to use
it with a manual, and prepared to make his own judgments as
to the usefulness or otherwise of certain COBOL constructs in
his particular situation.
C. J. CLARK

of polynomial equations by Newton-Raphson and alternative
methods. The emphasis throughout the book is on a geometri
cal, intuitive approach to the problems. And in introducing
the problems the author emphasises what the problem is. This
approach is probably a very sound one for the intended
audience; and throughout the book much good advice is
offered on the practice of computing. The last three chapters
in the book are the least satisfactory; the one on the approxi
mation of functions consists of five pages, and covers Taylor
series, Chebyshev series, rational fractions and continued
fractions. Inevitably, to cover such a wide area in such a
brief space leads to a somewhat cavalier treatment. The last
chapter on differential equations is the only one in the book
with no worked examples in the text. Each chapter is followed
by a set of about six exercises for the student but no solutions
are given.
The approach to the teaching problem is a good one but the
book would need to be used by an experienced teacher. There
are numerous spelling and typographical errors and statements
which could be grossly misleading. For example, in a para
graph dealing with decimal numbers the statement is made “on
most commercial computers a location stores between 10 and
16 digits”—what seems to be intended is the precision of
floating point numbers. Some of the methods derived are
expressed in “an algorithmic language based on English”; to
your reviewer it seems to be a sort of hybrid of BASIC and
ALGOL but with a syntax so flexible that what would usually
be taken to be inconsistencies, are frequent. The one pro
gram given in BASIC has a syntax error.
The book is described as an “Eastern Economy Edition”. It
is printed on poor paper, and so badly bound that the review
copy fell to pieces before the last chapter had been reached.
Nevertheless, despite its many blemishes the general approach
of the book would be well worth the attention of any teacher
at tertiary level, concerned with teaching an introductory
course to engineering and science students.
S. SUMMERSBEE
H. D. Clifton. Data Processing Systems Design.
Books Limited, London, pp vii + 154. $12.65.

Business

This book is little more than a series of practical case studies
described in some detail. However, the book does not devote
sufficient space to relating the case studies to the principles
and practices of Systems Design.
The case studies do not appear to be of a sufficiently
advanced nature to be of any value to other than students of
data processing courses. It certainly could not be recommended
reading for experienced and advanced computer practitioners.
W. C. CUSWORTH
B. James Ley. Computer Aided Analysis and Design for Elec
trical Engineers. Holt, Rinehart and Winston, Inc. pp xi +
852. $21.

V. Rajaraman. Computer Oriented Numerical Methods. Pren
tice-Hall, New Delhi, pp. 118 price Rs 12.
This book is intended to provide a “conceptual” introduc
tion to numerical methods for university students of science
and engineering. The main part of the book comprises six
chapters: iterative methods; solution of simultaneous algebraic
equations; interpolation; approximation of functions; differ
entiation and integration; numerical solution of differential
equations. The chapter on iterative methods covers the solution

After so much has been written about the electrical engineer
ing design that goes into computers, it is interesting to see
that finally a book has been written on the use of computers in
electrical engineering design. There is no doubt, however, that
the philosophy of this book is quite correct. Computers are
now a fact of everyday life, and, more and more, practising
engineers of all specialities can expect to have available a
computing service for everyday design problems. With this
in mind B. James Ley has written a book entitled, “Computer
Aided Analysis and Design for Electrical Engineers”. Com
mon electrical engineering applications are treated from a com
putational viewpoint to introduce the student to a new
approach to problem solving.
The book is primarily written for student use at the senior
undergraduate/first year graduate level, although it could cer
tainly be used as a book by anyone wishing to do private
study. In fact any practising design engineer, who wishes to
see how a computer could help him will find this book very
useful, and this is especialy true if he is unacquainted with
computers. Programming is taught from first principles. A
chapter is devoted to the FORTRAN language, and this is
used throughout. All illustrative programs in the book were
designed to run on an IBM360/30 computer. The book takes
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the viewpoint of an off-line preparation, batch processing com
puter system, rather than small interactive on-line systems, and
in this sense, is a little outdated, although it gives an excellent
introduction to the whole subject.
Most of the book consists of a presentation of general
numerical analysis methods, such as root solving, numerical
integration, linear equations, etc., all of which are basic com
putational tools for electrical engineering. Interspersed with
this are chapters on network analysis, including active networks,
and all examples are from various electrical engineering topics.
An interesting feature of the book is a chapter on line printer
graph plotting routines, and this is used in examples showing
Nyquist diagrams and Bode plots.
Also included for the advanced student is a chapter on ran
dom number generation and Monte Carlo analysis, which in
cludes a very interesting example of the analysis of a digital
to analog resistive ladder network with regard to component
tolerances. The final chapter is concerned with the solution of
differential equations, both ordinary and partial.
Although much of this material is available in other books,
this seems to be the first time such material has been collected
together and presented on a unified treatment.
D. H. MEE
W. Allen Spivey and Robert M. Thrall. Linear OptimizationHolt, Rinehart and Winston Inc. pp. xii + 530. $15.75.
This book sets out to develop the simplex algorithm with
a presentation that is mathematically sound and is intended
for students who are not primarily mathematicians. Through
out the book ideas are introduced by practical problems and
new mathematical operations are illustrated by numerical
examples leading the student by well defined stages from the
basic concepts to a rigorous mathematical statement. The
material is arranged to provide selections of chapters to suit
either the student with applied interests or the student with
mathematical interests. For those requiring help in the back
ground mathematics there are appendixes on set theory and
linear algebra.
The main topic is the simplex algorithm but the reader is
also introduced to special algorithms for the assignment prob
lem, the capacitated transportation problem, game theory
and decomposition. The discussion is strictly limited to linear
models but the existence of non-linearities and integer con
straints is shown in the early chapter on modelling.
For the student with mainly applied interests the basic
concepts are introduced by the discussion of two simple
problems using a geometrical approach. The range of applic
ability of the method is demonstrated in the second chapter
which discusses modelling for all the major linear program
ming applications plus a few that are not completely linear.
The mathematical development is presented in well defined
stages illustrated at all stages by simple numerical examples.
Each chapter is concluded with a number of problems for the
student which are not without humorous touches.
The authors have achieved their aims by producing a
satisfactory presentation for applied students without com
promising a rigorous mathematical approach. This is an
excellent introductory text for the topic of linear optimization.
NEIL HOLT
Codasyl Cobol Journal of Development, 1970. Canadian
Government Specifications Board, Ottawa, Canada, 1971.
SUS2.50.
The CODASYL COBOL Journal of Development (JOD),
1970 is now available and will no doubt be received with con
siderable interest. Quite apart from the changes since JOD
1969, there is the news that the American National Standards
Institute is reviewing ANSI standard COBOL X3.23-1968 and
is expected to adopt JOD 1970 as the basis for a new COBOL
standard to be issued in 1972. On the basis of this expectation
this review is presented in two parts, describing first the differ
ences between JOD 1969 and JOD 1970 and then the differ
ences between JOD 1970 and ANSI standard COBOL
X3.23-1968.
If ANSI goes ahead as expected there will be a welcome time
lag between specifications and implementations; allowing
The Australian Computer Journal, Vol. 4, No. 1, February, 1972

opportunties for future planning to manufacturers and users
alike, whether COBOL users now or potential COBOL users.
Dealing first with the differences between JOD 1969 and
JOD 1970, we find that a number of new features appear in
JOD 1970 for the first time.
A MERGE facility has been included and will be a useful
addition to the language.
A completely new and promising debugging facility has been
provided in the USE FOR DEBUGGING statement. It is an
out of line routine set up in the declaratives section and could
provide for dynamic dumps, a paragraph trace, and a watch
on selected locations in memory. Both compile-time and object
time switches are intended, but, unfortunately, the object-time
switch is to be controlled outside the COBOL environment and
is left to the implementors discretion.
Also new is the INITIALIZE statement which provides the
ability to set selected types of data fields to pre-determined
values, for example, numeric data to zeros or alphanumeric
data to spaces.
A complete revision of the Report writer function has been
made. This will be of considerable interest to those program
mers accustomed to using this COBOL facility; it is doubtful
whether many new converts wil be made.
The RANGE statement has been deleted. However, this is
used for documentary purposes by most COBOL compilers
and is not expected to be missed.
Turning now to the differences between JOD 1970 and
ANSI X3.23-1968, the features already described as being new
to JOD 1970, such as MERGE, the DEBUGGING facility
and the INITIALIZE statement, do not, of course, yet appear
in ANSI COBOL.
Many programmers will be familiar with the CALL verb
and its function as it has already been implemented in several
versions of COBOL. The introduction of the verb to standard
COBOL will be a welcome development with the trend towards
modularised program writing. It will also provide (other
languages permitting) for communication with subprograms
written in other languages such as FORTRAN and Assembly
language. CALL will transfer control from the calling pro
gram to be named subprogram within the run unit. Data can
be passed between programs using the USING statement fol
lowed by a string of parameters. Not so widely implemented as
yet is the CANCEL verb which will release the named sub
program’s area to the operating system for other use. Any
further CALL to that subprogram will result in that sub
program being reloaded in its initial state.
The comment facility is an important aspect of any langu
age and COBOL is no exception. Comment lines, in JOD 1970,
are marked by a * in column 7. This general comment capa
bility for all divisions would replace the NOTE and RE
MARKS facilities currently in standard COBOL. A stroke in
column 7 will cause page ejection.
The introduction of COMPUTATIONAL-n and DISPLAY-n
where n is a single digit number (1—9), allows for several
variations of data representation, for example, binary, floating
point, etc. This is to be welcomed as allowing each imple
mentor to use the most efficient data representations for the
given computer within the framework of standard COBOL.
However, the allocation of numbers is left to the implementor
which is unfortunate. In the interests of standard COBOL it
would have been better for CODASYL to have specified with
variation number to use for each type of data representation,
leaving the implementor free to decide which variations to pro
vide for the user.
Random Processing allows for the concurrent execution
of several out-of-line procedures within the same program. In
this situation records are not necessarily processed in the order
which they are accessed. The procedural statements relating
to a mass storage file that is to be processed randomly occur
in a USE FOR RANDOM PROCESSING section in the De
claratives. The statements are initiated in the in-line part of
the program by means of a PROCESS statement and an associ
ated Saved Area. By use of the HOLD statement a return can
be made to synchronous processing or a delay can be made
until previously initiated procedures have been completed. The
implementor must provide an Asynchronous Control System
(ACS) to co-ordinate and control this technique. Although the
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philosophy of asynchronous processing is good, the final
effectiveness is dependent on the efficiency of the implemen
tor’s ACS.
A large part of the material that will be new to standard
COBOL comes in the communications facilities. These are
under the control of a Message Control System (MCS) pro
vided by the implementor. This provides the capability to send
data and receive data from terminals,- and to interrogate the
status of the various queues which are created. The interface
between the COBOL program and the MCS is the Com
munication Description area. The Communication Description
(CD) area is defined in a new section in the Data Division,
the Communication Section. Interface between the MCS and
the terminals is through ENABLE and DISABLE statements.
These statements are not necessary if connection and dis
connection of lines to the terminals can be achieved externally.
Indeed, they could be undesirable if more than one COBOL
program was resident and using terminals at the same time.
The increased use of out-of-line procedures in the Declara
tives Section is a notable and welcome feature of IOD 1970.
The debugging and asynchronous processing features are
powerful additions to the language, and out-of-line procedures
are a convenient way of expanding the language whilst mini
mising the effect of the change in status of an existing com
piler. It will also be made easier to expand existing COBOL
programs if changes to in-line code in the procedure division
can be minimised in favour of out-of-line insertions.
The most important addition to standard COBOL (assuming
that present plans proceed) will be the communications
facility. This is also the most difficult to evaluate from
simply reading the manual. However, it does appear that all
the essential features of a communications system are
included. The control system provided by the implementor,
the MCS, will be vital to the efficiency of the system at run
time.
The continuing development of COBOL under the auspices
of CODASYL seems assured. This is, of course, both desir
able and necessary for the future of COBOL. JOD 1970 states
that development will be concentrated in the following areas
in the near future:—
• extended data base capabilities;
• input/output editing capabilities;
• a clarification and extension to asynchronous processing;
• a clarification and extension to the Mass Storage facility.
It may also be expected that clarifications and extensions to
the communications facilities will be necessary as implemen
tors and users gain experience and feed their problems back
to the Communications Task Group and the Programming
Language Committee. The developments to be expected in
standard COBOL are of significant proportions, as indeed they
must be if COBOL is to remain a commonly used language in
our rapidly changing EDP environment.
The Canadian Government Specifications Board is to be
congratulated for the practical support it gives to CODASYL
by publishing the Journal of Development. The 1970 JOD
has been the subject of “a complete, and appropriately com
puterized, text-edit” and the only objection this reviewer finds

to the resultant output is that common failing, the lack of
a comprehensive index.
D. R. ARCHER
Proceedings of the Decus-Australia May 1971 Symposium.
These Proceedings (published by the Digital Equipment
Computer Users’ Society, Sydney, New South Wales) are a
record of the first symposium held by DECUS-Australia on
May 28-29, 1971, at Surfers Paradise.
These Proceedings contain the 27 papers presented at the
Symposium together with an attendance list, and except for
the omission of a record of the discussion, the Proceedings do
represent a good record of the Symposium.
The Symposium was attended by over 60 delegates of which
about 25 came from Universities and Institutes of Technology,
about 10 from C.S.I.R.O., and another 25 from Government
departments and public/private companies.
The 27 papers were in the five categories of data-acquisition
and control, biomedical applications, processing techniques,
system software and computing utilities.
In the area of data-acquisition and control, there were papers
on university research, control languages, real-time totalisators,
nuclear engineering, speech communication and control of
mineral processing plants.
In the biomedical area, a data acquisition system suitable
for hospital biochemistry departments and an experimented
system for studies in psychology were described.
The topics covered under processing techniques included
seismic processing, array processing, decision tables, studies of
ionic solution equilibria, X-ray fluorescence analysis and com
puter teaching.
The system software described included modifications to a
PDP10 monitor, a command language interpreter, an error
reporting system for I/O devices, a system to improve core
utilisation, an improved chaining system and a time-sharing
monitor for the PDP9.
The topics on computing utilities included aspects of a
university computer installation, interactive teaching aids, real
time information system for libraries, the C.S.I.R.O. computing
network and computer to computer interfaces.
The 27 papers were presented in five sessions with each
speaker being allowed 20 to 30 minutes for presentation and
questions. A sixth session, called a Users’ Workshop, was held
in a number of parallel groups each treating a class of com
puters (e.g. PDP8’s, PDPlO’s, PDPlI’s, etc.). This session
proved extremely useful and enabled a ready inter-change of
ideas, difficulties and new announcements, etc., between the
supplier and user.
Based on the interest shown to the papers and on the amount
of information inter-change which took place, the symposium
must be judged on outstanding success.
All papers were concerned with systems using computers
supplied by Digital Equipment Corporation (i.e., PDP8’s,
PDP9’s, PDPlO’s, PDPll’s and PDPIS’s). However, the field
covered is extremely wide and the information available in the
Proceedings would be of general interest to all computer users
and of particular interest to manv.
D. G. WONG

Books Received for Review
INFOTECH State of the Art Report—Computing Terminals.
INFOTECH State of the Art Report—The New Technologies.
CODASYL Data Base Task Group, April 1971 Report.

CODASYL
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Feature Analysis of Data Base Management
Systems.
Computer Operating Systems, by D. W. Barron.
Programming RPG RPG II, by Harice Seeds.

News Briefs from the Computer World
“News Briefs from the Computer World” is a regular feature which covers local
and overseas developments in the computer industry including new products,
interesting techniques, newsworthy projects and other topical events of interest.
purposes and the envelope can be so formed as to
hold cash if needed.
The use of this product eliminates the need to de
collate pay advice slips as they come off the computer,
burst them, insert them in an envelope, address the
envelope, seal it, and send it.

NEW MICROFILM CABINETS
AVAILABLE

New high-speed analog-to-digital converter

NEW HIGH SPEED ADC’S

Microfilms can now be stored effectively and tidily
in computer rooms with the new range of microfilm
cabinets available from Duff Steel Industries (NSW)
Pty. Ltd.
The illustrated 6 drawer cabinet incorporates ball
bearing drawer suspension, removable dividers for
filing 4” boxes and an attractive white laminate work
top. A duplex model of double width is also available
for larger collections.
Alternative drawer divisions are available to suit
many special purposes.
Continued on Page xi

New analog-to-digital converters, Models ZD470
and ZD471 offer high speed conversion using succes
sive approximation techniques. Resolution is 8 and
10-Bit with conversion periods of 15 us and 30 us
respectively. Linearity is ±0.5% FSR and quantizing
error is ±§ LSB.
Each model is TTL/DTL compatible and features
adjustable full scale range and zero offset. Three analog
input ranges are built into each unit (±10V, ±5V and
0 to ±:10V) and are selected by simple pin strapping.
Pin-for-pin compatibility between all models allows
user to change resolution without redesign. Data coding
is either straight binary or two’s complement with
output data available in either NRZ serial or parallel
binary bits. Additionally, each unit features “true”
DIP leads which fit most standard DIP printed circuit
boards and eliminates discrete adapters. Module is only
0.4 inches high and is ideal for high density packaging.

NEW COMPUTERISED PAYROLL
APPLICATION FOR CARBONLESS
PAPER
Carbonless Papers (Wiggins Teape) Pty. Ltd.,
recently announced a new opaque blue manilla paper
which can be formed into continuous envelopes for
use in computer payroll applications.
The envelope has a detachable top copy sheet on
which all pay details appear, and which can be kept
as a record by the paying authority.
The pay details also appear on the inside of the
back of the envelope, and, because the envelope is
made of blue manilla paper which is completely
opaque, these details remain completely confidential.
The name and, if required, the address of the em
ployee appear on the front of the envelope for mailing
The Australian Computer Journal, Vol. 4, No. 1, February, 1972
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How come Mary Jones
at $65 per week
costs more than her companyb
Litton Computer?
The versatility of Litton visible
record computers brings the benefits
of automated paper work
procedures and data analyses to a
broad range of business organiza
tions. Litton VRC’s can process and
print expanded management
reporting systems, costs and sales
analyses, updated stock inventories,
profit and loss accounts — in fact
any statistical record a full-scale
computer could provide.

Business men investing in electronic
accounting machines are surprised
at the exceptionally low running
costs of the Litton visible record
computer. And although operator
Mary Jones tops the bill at $65 per
week, she combines very well
with her Litton VRC to turn in a
great performance — processing all
kinds of accounting work and
producing results that count and
inform. Mary is not expensive really!

LITTON

1220

The smallest Litton Electronic Accounting System
can be leased tor less than the cost of its operator.

Model 1231 is the most popular visible record

computer in the Litton range. After all programming
has been provided for, 500 large alpha-numeric
registers remain available for the handling of
further automated procedures.
Litton VRC’s keep apace with growth and expansion

by the addition of modules when greater demands
are made on machine system requirements. They have
an unparalleled print speed of 35 characters per second.

LITTON
1252 VRC

BUSINESS EQUIPMENT PTY. LTD.
MELBOURNE
BRISBANE
PERTH

329 7966
SYDNEY
311021
ADELAIDE
21 7002
HOBART
CANBERRA 951933

Sales and service in all major cities
throughout Australia and New Guinea. Litton
X

61 8391
231483
343358

Automated
Business
Systems

Reader punches and additional auxiliary storage
memory units are available. Every Litton VRC can be
up-graded in the field to provide greater storage and
throughput capacity. They all have identical
programming methods — in symbolic!
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I

BUSINESS EQUIPMENT PTY. LTD.

|
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BOX2121T, G.P.O., MELBOURNE 3001
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Please send us further information on the new range of i
Litton Computers.
1
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Name................................................................................................
Company..........................................................................................
Address.............................................................................................
.......................................................................... Postcode .............

I
1
I
|
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New D/A converters

Their low cost provides an outstanding price/per
formance ratio, with additional features including pinfor-pin compatibility between models, adjustable full
scale and zero offset, dip socket compatibility and a
16 hour burn-in @85°C to reduce infant mortality.

The D.I.D. vacuum tape drive

A GENTLE VACUUM TAPE DRIVE
A recently-introduced vacuum tape drive and tape
cartridge is said to combine the gentle tape handling
of vacuum drive with the tape protection offered by a
cartridge, at low cost.
DC Datagraphix, a division of DC Industries Pty.
Limited, explain that the tape can never unwind be
cause friction locks the reels into position in the tape
cartridge. Once the cartridge is inserted into the
vacuum tape drive system, the vacuum unlocks the
reels so they can rotate freely.
The DID “V-series” tape drives move the magnetic
tape by high precision dual vacuum capstans.
Vacuum columns provide uniform tape tension. No
pinch rollers are used, and the oxide side of the tape
touches only the read/write head mechanism.
Vacuum is also used to control tape loading and
unloading, tape positioning on the read/write head,
tape guidance, tape advance and braking, plus tape
buffering.
The tape used is the IBM standard 8i in. and 1,200
ft. long, with a data density of 800 b.p.i. for ninetrack and 556 or 800 b.p.i. for seven-track. The tape
velocity is 18$ i.p.s. with optional velocities of 37.5
i.p.s. and other speeds down to a minimum 3 i.p.s.
The data transfer rate is 15KC, with an option rate
of 30KC. Start-stop time is 12MS ± 1.0 at 18$ i.p.s.

ZD429 & ZD433 DIGITAL-TO-ANALOG
CONVERTERS
The new Zeltex ZD429 and ZD433 Digital-to-Analog
Converters accept 2, and 3 digit BCD (8, 4, 2, 1) inputs
with corresponding outputs of 0 to +9.9V and 0 to
+9.99V.
These completely self-contained D/A Converters
have a settling time of 20 u seconds and ±1/2 LSB
linearity tempco is ±20 ppM/°C.
The Australian Computer Journal, Vol. 4, No. 1, February, 1972

NEW DOCUMENT HANDLING SYSTEM
FOR MELBOURNE BUILDING
A new type document handling system is being
installed in the multi-storey Eagle Star House in Mel
bourne.
The system, a Sovex suspended-container hoist, is
being manufactured under licence by Marweight Equip
ment, a subsidiary of Marfleet & Weight Limited.
Continued on Page xii

COMPUTERS
in the
COMMUNITY
is the theme for the Third National Confer
ence of the New Zealand Computer Society.
Keynote Speaker will be Mr. Paul Armer,
Research Associate in the Program on
Technology and Society, Harvard University.
Symposia will discuss ‘Computers in Man
agement’, ‘Computer Education’, ‘Human
Engineering and the Computer Image’ and
‘Invasion of Privacy’.
Date: 16th-19th August, 1972.
Venue: Massey University, Palmerston North,
New Zealand.
Closing date for registration: 15th May, 1972.
Enquiries: Secretary, Third National Com
puter Conference, P.O. Box 3247, Wellington,
New Zealand.
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It will be used for the automatic distribution of
papers or packages in containers (16” x 10” x 6”) to
each of the 12 floors of the building.
The elevator requires a minimum floor space (about
3 ft. square), and will be completely contained between
the limits of the floors being serviced, without the
necessity of additional vertical space above or below
these floors.
Moving parts have been kept to the minimum, and
the system operates on gravity loading and unloading.
Maximum loading will be 22 lb. at 75 ft./min.

LOW-COST MECHANICAL PAPER
TAPE READER

MORE EQUIPMENT FOR COMPUNET
Additional computer equipment to enhance the Compunet installation has arrived in Sydney.
The equipment more than trebles the present capa
city of Compunet’s computer equipment at Artarmon.
It also greatly increases the number of remote ter
minals which can be handled by the company’s com
puter utility network and the speed at which they can
be worked.
The new equipment has been installed in additional
space built adjacent to the company’s premises in
Artarmon.
Main items of equipment include additional storage
capacity for Compunet’s existing 1108 computer, two
high speed printers, communications line multiplexing
equipment for high, medium and low speed lines, and
seven terminal devices.

Up to 120 characters/second

THE UNIVERSITY OF SYDNEY

LEARN PROGRAMMING

LECTURESHIP IN COMPUTER
SCIENCE —
BASSER COMPUTING DEPARTMENT
Applications are invited for a Lectureship in
the Basser Computing Department within the
School of Physics. Applicants should have a
background in Computer Science.
The appointee will be expected to participate
in the Department’s teaching programme and
to engage in research of his own choosing.
Information concerning position available
from Professor J. M. Bennett, Professor of
Physics (Electronic Computing), Basser Com
puting Department, University of Sydney.
Salary range: $6,697-$9,286 p.a.
Applications, including curriculum vitae, list
of publications and names of three referees,
by 28th February, 1972, or as soon as pos
sible thereafter, to the Registrar, University
of Sydney, N.S.W. 2006, from whom informa
tion about conditions of appointment is
available.
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U-P HERTNER
DATA INPUT EQUIPMENT
P.O. Box 200, Mona Vale, N.S.W. 2103

Unlimited practical time on our computer
is available to all students
E.D.P. APPRECIATION
Full-time day course for duration
of three weeks or part-time night
course of six weeks.

FORTRAN PROGRAMMING
Full-time day course for duration
of five weeks or part-time night
course of ten weeks.

SYSTEMS ANALYSIS

Full-time day course for duration
of three weeks or part-time night
course of six weeks.

1130 ASSEMBLER
PROGRAMMING
Full-time day course for duration
of six weeks or part-time night
course of twelve weeks.

COBOL & P/L1
PROGRAMMING
Full-time day course for duration
of five weeks or part-time night
course of ten weeks.

FREE APTITUDE TEST
Regular tests are conducted
prior to acceptance for Taylor’s
Programming Course.

Full details obtainable from our brochure EDP/1.

BLOCK TIME
AVAILABLE TO ENGINEERS & SURVEYORS
$45.00 per hour

TAYLOR’S
SCHOOL of COMMERCE
300 Little Collins St., Melbourne. 3000. ’Phone 63-2566
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“Gentlemen

my recommendation
is Honeywell”
The selection of a computer system
necessitates careful consideration
and study.
Consider what is offered by
Honeywell.
A complete range of commercial
computers from the recently
announced G-5 8 for first-time users
to the multi-dimensional Series 6000.
The Series 16 range of mini
computers for specialised time
sharing, communications and
process control.
Data preparation and collection
devices from hand punches, to
Keyplex.
Time-sharing and service bureau
facilities.

Traditional Honeywell service and
support.
The obvious advantages of an all
embracing ‘Bundled’ pricing policy.
With all this to offer, it is not
surprising that Honeywell is being
recommended repeatedly.
Honeywell—the total systems
supplier — serving all of Australasia.

The Other Computer Company

Honeywell
Sydney 69 0355 Brisbane 21 6683 Melbourne 26 3351
Adelaide 51 6203 Canberra 49 7966
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